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Abstract

The proportional hazards model developed by Cox (1972) is by far the most widely

used method for regression analysis of censored survival data. Application of the

Cox model to more general event history data has become possible through exten-

sions using counting process theory (e.g., Andersen and Borgan (1985), Therneau

and Grambsch (2000)). With its development based entirely on counting processes,

Aalen’s additive risk model offers a flexible, nonparametric alternative. Ordinary least

squares, weighted least squares and ridge regression have been proposed in the liter-

ature as estimation schemes for Aalen’s model (Aalen (1989), Huffer and McKeague

(1991), Aalen et al. (2004)).

This thesis develops data-driven parameter selection criteria for the weighted

least squares and ridge estimators. Using simulated survival data, these new methods

are evaluated against existing approaches. A survey of the literature on the additive

risk model and a demonstration of its application to real data sets are also provided.
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Chapter 1

Introduction

Event history analysis is an area of statistics that studies random phenomena occur-

ring in time. The data considered represent a set of individual stochastic processes

moving between a finite set of states, with the events of interest corresponding to

transition times between states. These data are often incomplete in the sense that

it is usually not possible to observe event histories entirely (for example, due to the

planned closure of an observation period). This feature is referred to as censoring.

The objective of analysis is typically to quantify the dependence of a specific transition

rate or intensity on time, as well as other factors such as individual characteristics and

the occurrence of external events under observation (Andersen and Borgan (1985), p.

98).

A variety of parametric and semiparametric regression models for event history

data can be found in the literature. The proportional hazards model developed by

Cox (1972) is the most popular method for survival analysis. Application of counting

process theory has lead to extensions of the Cox model to more general event history

data (e.g., Andersen and Gill (1982), Therneau and Grambsch (2000)).

Aalen’s additive risk model (Aalen (1980), Aalen (1989), Aalen (1993), Aalen
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et al. (2004)) offers a flexible, nonparametric approach to modeling event history

data. However, it has not garnered much attention in practice. This may be partly

due to the myriad of estimation methods (Aalen (1980), Huffer and McKeague (1991),

McHenry (2004), Fosen et al. (2006)), procedures for covariate assessment (Aalen

(1989), McKeague and Utikal (1991), Grønnesby (1997), Lee and Weissfeld (1998),

Bhattacharyya and Klein (2005), Fosen et al. (2006)), and goodness-of-fit diagnos-

tics (Aalen (1993), Grønnesby and Borgan (1996), Gandy and Jensen (2005)) that

have been developed for the model. Among the estimation methods, Aalen (1980)

initially proposed a simple (but suboptimal) ordinary least squares estimator. Huf-

fer and McKeague (1991) later introduced a weighted least squares approach which

has subsequently been shown to yield an asymptotically efficient, approximate maxi-

mum likelihood type estimator (Greenwood and Wefelmeyer (1990), Greenwood and

Wefelmeyer (1991), Sasieni (1992)).

More recently, Aalen et al. (2004) and Fosen et al. (2006) have recommended

ridge regression to incorporate cases where the data are rank deficient. No clear

guidelines for choosing between the three methods exist. In a large sample simula-

tion study, Huffer and McKeague (1991) showed moderate improvements in coverage

probabilities over ordinary least squares, but all three estimation methods for Aalen’s

model have yet to be compared simultaneously. In addition to the choice of the esti-

mation method, application of Aalen’s model to real data is further complicated by

the reliance on user-specified parameters for both weighted least squares and ridge

regression estimation. Huffer and McKeague (1991) and Fosen et al. (2006) applied

simple rules for parameter selection. In the absence of supporting information, we

are left to assume that (although convenient) these solutions were based on empirical

evidence and are therefore somewhat arbitrary.

In this thesis, we develop data-driven parameter selection methods for weighted

2



least squares estimation and ridge regression. The proposed methods are then com-

pared with the original ordinary least squares approach as well as the “empirical”

forms of the weighted least squares and ridge regression estimators. We begin with

some background on the additive risk model and its existing estimation methods in

Chapter 2. Chapters 3 and 4 introduce data-driven procedures for the weighted least

squares and ridge regression estimators, respectively. A simulation study examining

the performance of the estimation schemes in terms of both mean square error and

coverage properties is presented in Chapter 5. Chapter 6 demonstrates the methodol-

ogy using some applications to real data. We conclude with a summary and discussion

of the results in Chapter 7.
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Chapter 2

Background

In this chapter we outline required definitions and concepts, and review relevant

literature. Section 2.1 gives an brief introduction to the counting process approach

to regression modeling event history data. Section 2.2 describes Aalen’s additive risk

model and its estimation methods. A survey of procedures for assessing covariate

effects and goodness-of-fit for Aalen’s model is also provided in this chapter.

2.1 The counting process approach for event his-

tory data analysis

The innovation of applying counting process theory to event history data analysis

is credited to Odd O. Aalen’s 1975 doctorate thesis at the University of California,

Berkeley. Using elements from advanced probability, such as continuous-time mar-

tingales (e.g., Boel et al. (1975a) and Boel et al. (1975b)) and weak convergence

(Billingsley (1999)), Aalen created a general methodological framework for the sta-

tistical inference on event history data subject to right-censoring. An overview of

the mathematical background of the methodology is given in this section. Results

4



presented here are stated without proofs. The reader is referred to the works cited

for a more formal presentation of the theory.

We begin with some basic definitions, all of which can be found in either Fleming

and Harrington (1991) or Andersen et al. (1993). Let the ordered triple (Ω, F , P)

denote the probability space, where Ω is the set of all observable outcomes, each

denoted by ω, F is a σ-algebra of subsets of Ω and P is a finitely additive measure

on F satisfying P (Ω) = 1.

A stochastic process is a family of random variables X = {X(t) : t ∈ T }, defined

on the same probability space (Ω, F , P) as its index set T ⊆ R. Here we consider the

index set of a process as a continuous interval of time, say T = [0, τ ] for some τ > 0.

We write X(t, ω) for the value of X at t ∈ T and ω ∈ Ω. The function obtained by

holding ω fixed and varying t is referred to as the sample path of X.

Information accrued over time, such as the history of a stochastic process {X(s) :

s ≤ t}, is represented by a filtration, which is formally defined as an increasing family

of sub-σ-algebras {Ft : t ∈ T } of F . The increasing property is met if A ∈ Fs

implies A ∈ Ft, for s ≤ t. This and the following two properties form the set of usual

conditions (les conditions habituelles) that characterize a filtration.

(i) {Ft} is said to be right continuous if Ft =
⋂

h>0

Ft+h for all t ∈ T ,

(ii) If A ⊂ B ∈ F and P (B) = 0 implies A ∈ F0 then {Ft} is complete.

A stochastic process X is said to be adapted to a filtration {Ft} if, for every t ∈ T ,

X(t) is Ft-measurable. That is, X(t) is such that {t : X(t) ≤ x} ∈ Ft for all t ∈ T .

Every stochastic process is adapted to, at the very least, its history. In the context of

statistical modeling, a filtration may be assumed to contain other information, such

as the value of covariates over time.

We define five additional properties a stochastic process X can meet, for use later
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in this section.

(i) X is cadlag (continu à droite, limité à gauche) if its sample paths {X(t, ω) :

t ∈ T } are right-continuous with left-hand limits for almost all ω ∈ Ω,

(ii) X is bounded if there exists a constant c < ∞ such that P

(
sup
t∈T

|X(t)| < c

)
= 1,

(iii) X is integrable if sup
t∈T

E|X(t)| < ∞,

(iv) X is square integrable if sup
t∈T

E (X(t)2) < ∞.

(v) X is predictable if, as a mapping of (t, ω) ∈ T ×Ω, it is measurable with respect

to the σ-algebra generated by the set of left-continuous adapted processes on

T × Ω.

The last property defined has an easy intuitive interpretation; a process X is pre-

dictable if at any time t ∈ T , the value of X(t + dt) is known. We will later see that

predictability results in some consequences for the data used in estimating Aalen’s

model.

Any property of a stochastic process X may be said to hold locally if the stopped

process Xk = {X(min(t, Sk)) : t ∈ T } satisfies the property for each k, where {Sk}

is an increasing sequence of stopping times such that limk→∞ Sk = ∞ almost surely.

In general, a stopping time S is a random variable in T , defined with respect to

some filtration Ft such that {S ≤ t : t ∈ T } ∈ Ft. A trivial example of a stopping

time is simply any fixed time in T . For a more general example, consider the time

T at which some random event occurs. If at any given time t ∈ T we can determine

whether or not the event has occurred, then T is also a stopping time (Andersen et al.

(1993), p. 61).

A counting process N is a cadlag, adapted stochastic process whose sample paths

are, for almost all ω ∈ Ω, right-continuous step functions with N(0) = 0 and a finite
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number of jumps of size +1. In event history analysis we use a counting process

to represent the occurrence of a random event. A multivariate counting process

N = (N1, · · · , Nn) may be used to represent this occurrence among n individual

processes. As in survival analysis we assume that the event times in a sample are

untied, which is equivalent to assuming that no two component processes Ni and Nj

(i 6= j) of N can jump at the same time. The behaviour of N over time may be

described by a probabilistic structure on (Ω, F , P) via the intensity process

λi(t) = lim
dt ↓ 0

1

dt
E (Ni((t + dt)−)−Ni(t−) |Ft−) (2.1.1)

= lim
dt ↓ 0

1

dt
P (dNi(t) = 1 |Ft−) , i = 1, · · · , n,

where we let dNi(t) = Ni((t + dt)−) − Ni(t−) denote the increment in Ni(t) over

the interval [t, t + dt). In multivariate form, λ = (λ1, · · · , λn) is referred to as the

intensity process of the counting process N. The existence of an intensity process

for a given counting process is addressed in the following theorem (cf. Boel et al.

(1975a), Theorem 2.1; Aalen (1978), Theorem 3.2).

Theorem 1. Let N = (N1, · · · , Nn) be a multivariate counting process. If

(i) The jump times T1 < T2 < · · · of the aggregate counting process
∑

Ni are

totally inaccessible; that is, for each jump time Tj of
∑

Ni and any increasing

sequence of stopping times {Sk} we have

P(Sk < Tj for all k and lim
k→∞

Sk = Tj < ∞) = 0,

(ii) E (Ni(τ)) < ∞, for all i = 1, · · · , n,
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then there exists a predictable process λ satisfying

Mi(t) = Ni(t)−
∫ t

0

λi(s) ds, i = 1, · · · , n, (2.1.2)

where Mi(t), i = 1, · · · , n are orthogonal, square integrable martingales such that

(i) E(Mi(t) |Fs) = Mi(s), for all s < t (martingale property)

(ii) d〈Mi, Mj〉(t) = Cov(dMi(t), dMj(t) |Ft−)

= 0, for all j 6= i (orthogonality).

A martingale is a stochastic process which satisfies the martingale property and

is integrable (a weaker requisite than square integrability). The left-hand side of

the orthogonality property is the increment in the predictable covariation process

〈Mi, Mj〉 over the interval [t, t + dt). In general, the predictable covariation of two

processes X1 and X2 is defined as the limit of

∑
Cov ((X1(tk+1)−X1(tk)) , (X2(tk+1)−X2(tk)) |Ftk) ,

over increasingly finer partitions 0 = t0 < t1 < · · · < tp = τ of T .

A related, but simpler, process is the quadratic or optional covariation [X1, X2]

defined as the limit of

∑
(X1(tk+1)−X1(tk)) (X2(tk+1)−X2(tk)) ,

also over increasingly finer partitions of T . Whenever X1 = X2 = X, we write

〈X1, X2〉 = 〈X〉 for the predictable variation and [X1, X2] = [X] for the optional

variation. For a multivariate process X = (X1, · · ·Xn), 〈X〉 and [X] are symmetric

8



matrices with entries given, respectively, by the predictable and quadratic covariation

of the components of X. The predictable and quadratic variation for the process

M = N −
∫

λ can be expressed in terms of N and
∫

λ, as the following theorem

shows (cf. Andersen et al. (1993), Proposition II.4.1).

Theorem 2. Let N be a counting process with intensity λ and filtration {Ft}, M =

N −
∫

λ and H be a locally bounded, predictable process with respect to the same

filtration {Ft}. Define
∫

H dM as the Stieltjes integral of H with respect to M.

Then M and
∫

H dM are local square integrable martingales such that

〈M〉 =

∫
diag(λ), (2.1.3)

[M] =

∫
diag(dN) = diag(N), (2.1.4)〈∫

H dM

〉
=

∫
H diag(λ) H>, (2.1.5)[∫

H dM

]
=

∫
H diag(dN) H>. (2.1.6)

Given (2.1.3) and (2.1.4), note that (2.1.5) and (2.1.6) follow easily from the

definitions of predictable and quadratic covariation. Also, if we drop the qualifier

“local” from Theorem 2, the result will still hold since the requisite of a process

having a property locally is weaker than maintaining that characteristic globally for

all t.

Due to the predictability of λ and the martingale property, the decomposition

(2.1.2) can be expressed in the differential form

E(dN(t) |Ft−) = E(λ(t) dt + dM(t) |Ft−)

= λ(t) dt,
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which is not unlike the usual statistical decomposition E(data) = model of regression

analysis (cf. Therneau and Grambsch (2000), p. 21). The general approach of statis-

tical models based on the counting process decomposition is to model the unknown

process λ. The assumed functional form for λ can be appropriately defined so that

the model error is (or at least tends to) a mean-zero martingale process. Asymptotic

properties for the model are established using the martingale central limit theorem

(cf. Rebolledo (1980), p. 284; Andersen et al. (1993), Theorem II.5.1).

Theorem 3. (Rebolledo’s martingale central limit theorem) Let
{
M(k)

}
be a sequence

local square integrable n-variate martingales, with M(k) =
(
M

(k)
1 , · · · , M

(k)
n

)
defined

on a probability space
(
Ω(k), F (k), P(k)

)
for k = 1, 2, · · · . Also let M

(k)
ε be an n-

variate process with components M
(k)
ε,1 , · · · , M

(k)
ε,n containing the respective jumps in

M
(k)
1 , · · · , M

(k)
n which are greater in absolute value than ε, for some ε > 0. Given a

continuous, deterministic, increasing, zero at time zero n × n matrix-valued process

V, there exists a unique n-variate process M(∞) such that

(i) M(∞)(0) = 0 and EM(∞)(t) = 0 for any t ∈ T ,

(ii) M(∞) is a Gaussian process with continuous sample paths and, for t ∈ T ,〈
M(∞)

〉
(t) =

[
M(∞)

]
(t) = V(t),

(iii) M(∞) has independent increments, which implies that for any 0 ≤ s ≤ t ∈ T

M(∞)(t)−M(∞)(s) is independent of
{
M(∞)(u) : u ≤ s

}
and therefore the dif-

ference M(∞)(t)−M(∞)(s) follows a Gaussian distribution with mean zero and

variance V(t)−V(s).

Let V and M(∞) be defined as above and consider the following three conditions

plim
n→∞

〈
M(n)

〉
(t) = V(t) for all t ∈ T , (2.1.7)
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plim
n→∞

[
M(n)

]
(t) = V(t) for all t ∈ T , (2.1.8)

plim
n→∞

〈
M(n)

ε

〉
(t) = 0 for all t ∈ T and ε > 0, (2.1.9)

where plim is the limit in probability function. If (2.1.7) (or (2.1.8)) and (2.1.9) hold,

then (2.1.8) (or (2.1.7), respectively) also holds and M(n) converges in distribution to

M(∞) as n →∞.

Asymptotic properties for the additive risk model are not proven rigorously in

the following section. In general, our approach will simply involve showing that a

given process is a martingale. Convergence of this martingale to a Gaussian process

is established by simply taking (2.1.7) (or (2.1.8)) and (2.1.9) as regularity conditions.

2.2 Aalen’s additive risk model

The functional form of λ in Aalen’s additive risk model is

λ(t) = Y(t)α(t), (2.2.1)

where t ∈ [0, τ ] for some τ > 0, Y(t) = (Y0(t),Y1(t), · · · ,Yp(t)) is a bounded,

predictable n × (p + 1) process with at-risk indicator Y0 as its first column and p

covariates Y1, · · · ,Yp as the remaining columns and α(t) is a (p + 1) × 1 vector of

regression functions which are assumed to satisfy

∫ τ

0

αj(s)ds < ∞, j = 0, · · · , p,

but are otherwise considered arbitrary. For notational convenience, we also assume

that whenever an individual i is not at risk or censored at time t, the ith row in Y(t)

11



is set to all zeros.

A multiple event version of (2.2.1) first appeared in Aalen (1978) and Aalen

(1980) as the “multiplicative intensity model”. The single event model (2.2.1) has

been the focus of more recent work (e.g., Aalen (1989), Aalen (1993) and Aalen et al.

(2004)). It is referred to as the “additive risk model”—a name which conforms with

the usual terminology, since the covariates have an additive effect on the intensity.

Rather than estimating α(t) directly, Aalen (1980) proposed an estimator for the

cumulative regression functions A(t) =
∫ t

0
α(s) ds given by

Â(t) =

∫ t

0

J(s)Y(s)−dN(s), (2.2.2)

where Y(t)− is a bounded, predictable generalized inverse of Y(t) (see, e.g., Rao

and Toutenburg (1999), pp. 372–380) and J(t) is an indicator function equal to

one when rank (Y(t)) = p + 1 and zero otherwise. By definition, Y(t)− satis-

fies Y(t)Y(t)−Y(t) = Y(t). Following from this definition it can be shown that

Y(t)−Y(t) is idempotent and rank (Y(t)) = rank (Y(t)−Y(t)) (e.g., Rao and Touten-

burg (1999), Theorem A.65). So whenever J(t) = 1 we have Y(t)−Y(t) = I, where I

is the (p + 1) × (p + 1) identity matrix. Generalized inverses always exist, but they

are not necessarily unique (e.g., Rao and Toutenburg (1999), Theorem A.63). Differ-

ent choices of Y(t)− will lead to different estimates for A(t). We review the Y(t)−

proposed in the literature in Section 2.2.5.

Provided that we assume Y(t) is constant between event times, which we denote

by T1, · · · , Tk, the integral in (2.2.2) may be replaced by the following summation

over Ti ≤ t, i = 1, · · · , k

Â(t) =
∑
Ti≤t

J(Ti)Y(Ti)
−∆N(Ti), (2.2.3)
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where ∆N(Ti) = N(Ti) −N(Ti−1) for i = 2, · · · , k and ∆N(T1) = N(T1). Since the

counting process N is simply “jumps” at any given time, integrals over a subinterval

of T and measure N(t) can herein be replaced by a summation in a similar manner.

For j > 0, the slope of Âj(t) plotted against time describes the influence of covari-

ate j on λ(t). A constant effect, for example, will be evident by a plot approximating

a straight line. The slope of this line indicates the direction of the effect in the usual

sense: a positive slope is associated with an increase in the intensity function and a

negative slope corresponds to a decrease. No effect on the intensity is characterized

by a cumulative regression function with roughly zero slope at all time points.

Interpretation of the baseline cumulative intensity function Â0(t) depends on the

form of the covariates. Under the case where continuous covariates are centred to have

mean zero, Â0(t) is the Nelson-Aalen empirical cumulative intensity estimator (Nelson

(1969), Altshuler (1970), Nelson (1972), Aalen (1978)) for an “average individual”,

unexposed to any group effects represented by categorical covariates (Aalen et al.

(2004), p. 766).

Let A∗(t) =
∫ t

0
J(s)α(s)ds. Knowledge about the distribution of the error pro-

cess Â − A∗ is an important requirement for drawing inferences on A(t), such as

confidence intervals and hypothesis tests for covariate effects. Under the model func-

tional form (2.2.1) and the counting process decomposition (2.1.2),
(
Â−A∗

)
(t) may

be expressed as

(
Â−A∗

)
(t) =

∫ t

0

J(s)Y(s)−dN(s)−
∫ t

0

J(s)α(s)ds

=

∫ t

0

J(s)Y(s)−dN(s)−
∫ t

0

J(s)Y(s)−Y(s)α(s)ds

=

∫ t

0

J(s)Y(s)−dN(s)−
∫ t

0

J(s)Y(s)−λ(s)ds

=

∫ t

0

J(s)Y(s)−dN(s)−
∫ t

0

J(s)Y(s)−(dN(s)− dM(s))
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=

∫ t

0

J(s)Y(s)−dM(s), (2.2.4)

where the second equality is given by the fact that when J(t) = 1, Y(t)−Y(t) = I.

This result and Theorem 2 imply that Â−A∗ is a square integrable martingale with

predictable and optional variation

〈
Â−A∗

〉
(t) =

∫ t

0

J(s)Y(s)−diag(λ(s)ds)
(
Y(s)−

)>
, (2.2.5)[

Â−A∗
]
(t) =

∫ t

0

J(s)Y(s)−diag(dN(s))
(
Y(s)−

)>
, (2.2.6)

respectively. Under the regularity conditions (2.1.7) (or (2.1.8)) and (2.1.9), the

process Â−A∗ converges in distribution to a (p + 1)-variate Gaussian process with

independent increments. Since the predictable variation
〈
Â−A∗

〉
depends on the

unknown function λ, the covariance matrix Σ(t) for Â(t) is typically estimated by

the optional variation process
[
Â−A∗

]
(t). We denote this estimate by Σ̂(t).

Before venturing further into our presentation on methods for Aalen’s model,

we discuss a few practical considerations related to the model functional form. The

first concern is the potential for nondecreasing estimates for the overall cumulative

intensity estimator Λ̂(t) = YÂ(t), which in turn cause implausible negative estimates

for the intensity λ(t). Aalen (1980) cited this consequence of unrestricted estimation

as an open problem of unknown practical importance.

The lone follow-up we found in the literature was offered by McHenry (2004).

One manuscript in this doctorate thesis proposed augmenting the summand in (2.2.3)

by Y(Ti)
−Y(Ti)`(Ti), where `(Ti) is an approximate (p + 1)× 1 Lagrange multiplier

corresponding to the constraint Y(Ti)Y(Ti)
−∆N(Ti) > 0. A constrained least squares

estimator demonstrated lower mean square error and bias than the original ordinary

least square estimator proposed by Aalen (1980) on survival data generated from
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small hazard rates. Unfortunately, McHenry (2004) did not propose a method for

estimating the variance of the constrained cumulative regression function estimator.

This omission is not surprising upon examination of (2.2.4), which expresses the error

process Â−A∗ in the form
∫

HdM, where H is a predictable, bounded process and

M is a martingale. With the addition of a second non-predictable term to Â(t),

we have difficulty applying the counting process theory to obtain explicit formulas

for the asymptotic distribution of Â−A∗. For this reason, we did not consider this

form of constrained estimation in our set of competing cumulative regression function

estimators.

Another noteworthy detail is that estimation is local, occurring at event times

where Y(t) has full column rank. Under ordinary least squares estimation, this

restriction is necessary since the corresponding generalized inverse is not defined in the

presence of singulary. The full column rank condition also ensures that Y(t)−Y(t) =

I, which allows us to write the error process in the form given by (2.2.4). We defer

a presentation of the different Y(t)− proposed in the literature to the end of this

section and first consider alternative variance estimators and methods for covariate

and model assessment, since these topics do not depend on the choice of Y(t)−.

2.2.1 Alternative variance estimators

Under departures from the model form, the optional variation process
[
Â−A∗

]
may

provide poor estimates for variance of Â(t). In light of this, Scheike (2002) developed

a robust estimator given by

Σ̃(t) =
n∑

i=1

Q̂i(t)Q̂i(t)
> (2.2.7)
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where

Q̂i(t) =

∫ t

0

Y·i(s)
−
(
dN(s)−Yi·(s)

>dÂ(s)
)

=

∫ t

0

Yi·(s)
− (I−Yi·(s)

>Y(s)−
)
dN(s)

and the subscript i· (·i) denotes the ith row (column) of a matrix.

This estimator is robust in the sense that it is based on the model for E(λ(t)|Y(t)),

which specifies the functional form of the rate rather than the intensity λ(t) defined in

(2.1.1). Scheike (2002) showed that, under some regularity conditions,
√

n
(
Â−A

)
converges in distribution to a Gaussian process with covariance estimated consistently

by Σ̃.

A third and somewhat related variance estimator can be found in Grønnesby

(1997). This estimator was based on the predictable covariation by replacing λ(s) in

(2.2.5) with Y−j(s)dÂ−j(s) = Y−j(s)Y−j(s)
−dN(s), where the subscript −j denotes

omission of the column corresponding to covariate j > 0. The approach was devised

to improve performance with respect to hypothesis testing specifically on the effect

of covariate j. Since our focus is on the form of the generalized inverse Y(t)−, we

limit our attention to the variance estimators Σ̂(t) =
[
Â−A∗

]
(t) and Σ̃(t) in the

simulation study and applications presented in Chapters 5 and 6.

2.2.2 Confidence intervals and bands

Given the asymptotic distribution of the process Â − A∗, pointwise 100(1 − β)%

confidence intervals for A can be calculated using the formula

Âj(t)± zβ/2σ̂j(t), j = 0, · · · , p, (2.2.8)
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where zβ/2 is the upper β/2 quantile of the standard normal distribution and σ̂j(t)
2

is the jth diagonal entry of the covariance estimator Σ̂(t), given by (2.2.6).

Huffer and McKeague (1991) obtained simultaneous confidence bands for A by

extending those originally developed for the Nelson-Aalen estimator (see Andersen

and Borgan (1985), p. 114). Their approach involved applying a transformation to a

Brownian bridge process {W 0(x) : x ∈ [0, 1]} (see, e.g., Billingsley (1999), p. 93) to

give the following 100(1− β)% Andersen-Borgan confidence band on [0, τ ]

Âj(t)± cβ(0, 1/2)σ̂j(τ)

(
1 +

σ̂j(t)
2

σ̂j(τ)2

)
, j = 0, · · · , p, (2.2.9)

where cβ(a, b) is the upper β quantile of supx∈[a,b] |W 0(x)|.

We can likewise extend other confidence bands developed for the Nelson-Aalen

estimator, such as those derived by Bie et al. (1987) using a class of transformations to

a weighted Brownian bridge process {q(x)W 0(x) : x ∈ [0, 1]}. With weight function

q(x) = 1 the corresponding confidence band on the subinterval [t1, t2], 0 ≤ t1 < t2 ≤ τ ,

for our cumulative regression function is

Âj(t)±
cβ(x1, x2)√

n

(
1 + nσ̂j(t)

2
)
, j = 0, · · · , p, (2.2.10)

where cβ is as defined above, and x1 and x2 may be estimated by x̂k = nσ̂j(tk)
2/(1 +

nσ̂j(tk)
2), for k = 1, 2.

Alternatively, using the weight function q(x) = 1/
√

x(1− x) we obtain the fol-

lowing confidence band on the subinterval [t1, t2], 0 < t1 < t2 ≤ τ ,

Âj(t)± dβ(x1, x2)σ̂j(t), j = 0, · · · , p, (2.2.11)

where dβ(a, b) is the upper β quantile of supx∈[a,b]

∣∣∣W 0(x)/
√

x(1− x)
∣∣∣, and x1 and x2
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may be estimated using the scheme described for (2.2.10). Under the Nelson-Aalen

estimator, this confidence band is equivalent to the one proposed by Hjort (1985),

which was based on a transformation to the Ornstein-Uhlenbeck process.

Following Bie et al. (1987) and Nair (1984), we will refer to (2.2.10) and (2.2.11)

as Hall-Wellner and equal precision confidence bands, respectively. The term “equal

precision” is motivated by the fact that the band defined by (2.2.11) is proportional

to the pointwise confidence interval in (2.2.8).

There are a few resources for evaluating critical values of the asymptotic distri-

butions needed to calculate the Andersen-Borgan, Hall-Wellner and equal precision

bands. Lookup tables for supx∈[a,b] |W 0(x)| can be found in Koziol and Byar (1975)

and Hall and Wellner (1980). Calculations of cβ(a, b) for arbitrary 0 ≤ a < b ≤ 1

are supported by C.F. Chung’s Wiener Pack (Chung (1987))—a Fortran 77 subrou-

tine package available from National Resources Canada. The equal precision band

quantile dβ(a, b) can be calculated for 0 < a, b = 1− a < 1 with the R package max-

stat (Hothorn (2005), R Development Core Team (2006)), which uses an asymptotic

approximation given by Miller and Siegmund (1982), formula (8). In the simulation

study and applications presented in Chapters 5 and 6, we use Wiener Pack and max-

stat and for the Hall-Wellner bands, we set [t1, t2] = [0, τ ]. Since the approximation

adopted by maxstat constrains the values for x1 and x2 further, we chose t2 = τ

and set x1 = 1 − x̂2 to obtain equal precision bands defined on almost the entire

observation period.

Robust confidence intervals can be defined using Scheike’s robust covariance es-

timator Σ̃(t). Its limiting distribution does not necessarily have independent incre-

ments, making the asymptotic variance over subintervals of T difficult to evaluate

analytically. Following the Monte Carlo scheme described in Lin et al. (1994), Scheike

(2002) adopted a simulation-based approach to obtain a robust confidence 100(1−β)%
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band on [0, τ ] given by

Âj(t)±
êβσ̃j(t)√

n
, j = 0, · · · , p, (2.2.12)

where σ̃j(t)
2 is the jth diagonal entry of Σ̃(t) and êβ is the upper β sample quantile

among m replications of

sup
t∈[0,τ ]

∣∣∣∣∣
∑n

i=1 Q̂i(t)Zir

σ̃j(t)
√

n

∣∣∣∣∣ , r = 1, · · · , m, (2.2.13)

with Z1r, · · · , Znr generated from n independent standard normal distributions for

each replication r = 1, · · · , m. Conforming with the default robust covariance esti-

mation implemented in the R package timereg (Scheike and Martinussen (2006)), we

use m = 1000 replications in Chapters 5 and 6.

Note that each of the pointwise confidence intervals and simultaneous confidence

bands are defined in the untransformed or plain scale. Simulation results described in

Bie et al. (1987) suggest that log-transformed confidence intervals and equal precision

confidence bands have better coverage properties than their untransformed versions

for the Nelson-Aalen estimator. The benefit in transforming the scale is also evident

for the Kaplan-Meier estimator of the survival distribution (see, e.g., Therneau and

Grambsch (2000), p. 16). Transformations are generally applied to stabilize variance

and keep intervals or bands within valid limits (e.g., positive values for the cumu-

lative intensity, within [0, 1] for the survival distribution). However, the cumulative

regression functions could conceivably take on negative values over time. Since we

cannot reasonably restrict the range of possible values for A, we consider confidence

intervals and bands defined only the plain scale in Chapters 5 and 6.
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2.2.3 Tests for covariate effects

A number of hypothesis tests to assess covariate effects have been developed for the

additive risk model. This section gives an overview of the general approach and cite

related work, but we do not consider this form of covariate assessment further in this

thesis.

Hypothesis tests for assessing the effect of a covariate on the intensity function

were first presented in Aalen (1980). Under the null hypothesis H0 : αj(t) = 0 for

some 0 < j ≤ p and all t ∈ [0, τ ], Aalen proposed a family of test statistics of the

form U =
∫ τ

0
L(s)dÂ(s), where L is a p× 1 vector of nonnegative predictable weight

functions. Aalen (1980) showed that the normalized test statistic UVar(U)−1U ≈

U>
(∫ τ

0
L(s)>Σ̂(s)L(s)ds

)−1

U is asymptotically χ2
p distributed under αj(t) = 0 for

all j > 0 and t ∈ [0, τ ]. Tests for a single covariate effect or a group of covariate

effects can be obtained by using a subvector of U.

The choice of the weight function has been examined in a number of subsequent

papers. Aalen (1989) considered two weight functions: one proportional to the num-

ber of subjects at risk at time t and another proportional to the inverse of the variance

associated with local estimation of A(t). By extending a class of test statistics de-

veloped in Harrington and Fleming (1982), Lee and Weissfeld (1998) later proposed

additional candidates for L. On survival data generated from a variety of hazard

functions, they found some candidates to be superior to those originally suggested

by Aalen (1989). Grønnesby (1997) also obtained improvements in the test statistic

by considering Aalen’s variance-based weight function and modifying the variance

estimator Σ̂(t) as described in Section 2.2.1. More recent work by Bhattacharyya

and Klein (2005) considered hypothesis testing on covariates coded to indicate group

membership, such as treatment. They showed that the test statistic depends on

the choice of the reference group when the weight function is unequal across groups.
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Tests yielding consistent results regardless of the choice of the reference group were

obtained by devising common weight functions.

Moving away from the class of
∫ τ

0
L(s)dÂ(s) test statistics, Huffer and McK-

eague (1991) defined a Kolmogorov-Smirnov type test alluded to earlier in Aalen

(1980). Under the same null hypothesis, this alternative test statistic is of the form

Uj = sup
t∈[0,τ ]

∣∣∣Âj(t)σ̂j(τ) (σ̂j(t)
2σ̂j(τ)2)

−1
∣∣∣, where σ̂j(t)

2 is the jth diagonal entry of

Σ̂(t). It can be shown that Uj converges weakly to supx∈[0,1/2] |W 0(x)|, where W 0

is the Brownian bridge process. An explicit formula for this distribution is given by

Hall and Wellner (1980). Routines for calculating quantiles are available in Wiener

Pack (Chung (1987)).

Using the robust covariance estimator Σ̃(t) described in Section 2.2.1, Scheike

(2002) developed a third alternative test statistic sup
t∈[0,τ ]

∣∣∣Âj(t)/σ̃j(t)
2
∣∣∣, where σ̃j(t)

2 is

the jth diagonal entry of Σ̃(t). The p-value for this statistic is obtained using quantiles

observed in m replications of (2.2.13). Scheike (2002) also developed a second Monte

Carlo test to assess the presence of a time-dependent effect. We refer the reader to

this work, Martinussen and Scheike (2006) (pp. 116–117) and the R package timereg

(Scheike and Martinussen (2006)) for further details.

2.2.4 Goodness of fit

Existing methods to assess goodness of fit for the additive risk model are primarily

based on the martingale residual process Mres given by

Mres(t) = N(t)−
∫ t

0

Y(s)dÂ(s),

=

∫ t

0

J(s)
(
I−Y(s)Y(s)−

)
dN(s), (2.2.14)
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where I is the (p + 1)× (p + 1) identity matrix. When the model (2.2.1) reasonably

approximates the intensity, Mres will be close to M = N−
∫

λ. Under the regularity

conditions (2.1.7) (or (2.1.8)) and (2.1.9), M follows an n-variate Gaussian process.

Based on this result, we can check the model fit simply in the visual assessment of

residual plots.

To assess the overall fit, Aalen et al. (2004) recommended standardizing the

martingale residuals and plotting them against time. No clear violation in the model

assumptions is characterized by a horizontal band of residual processes contained

within ±2 and centred at zero. Standardization requires estimation of the variance

of Mres(t). As in Section 2.2.1, we consider the predictable and optional variation

processes given by

〈Mres〉 (t) =

∫ t

0

J(s)
(
I−Y(s)Y(s)−

)
diag (λ(s)ds)

(
I−Y(s)Y(s)−

)>
(2.2.15)

[Mres] (t) =

∫ t

0

J(s)
(
I−Y(s)Y(s)−

)
diag (dN)

(
I−Y(s)Y(s)−

)>
. (2.2.16)

The typical approach is to use the optional variation [Mres] (t) to estimate covari-

ance. Aalen et al. (2004) also proposed use of an estimator based on the predictable

variation 〈Mres〉 (t) by replacing λ(s) in (2.2.15) by Y(s)dÂ(s) = Y(s)Y(s)−dN(s).

However, Grønnesby and Borgan (1996) warn that this alternative may yield implau-

sible negative variance estimates among subjects from low-risk groups. Martinussen

and Scheike (2006) (p. 153) proposed a third alternative, similar in approach to

Scheike’s robust covariance estimator which we described previously in Section 2.2.1.

In the applications presented in Chapter 6 we conform with Aalen’s latest recommen-

dation and use the variance estimator based on the predictable variation, but check

for the presence of negative estimates.

Grouped martingale residual plots can also be generated to depict the goodness
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of fit of the cumulative regression function with respect to one or more categorical

covariates. For example, to assess the fit on a covariate indicating treatment in a

placebo-controlled drug trial, the residual process considered is of the form KMres,

where K is a 1 × n binary-valued vector. The variance for this residual could be

estimated by sandwiching the integrand in (2.2.16) between K and K>. Further

details on this approach are described in Aalen (1993) and Martinussen and Scheike

(2006) (pp. 151–159). This last reference also described an approach to assessing

the fit specific to continuous covariates. Rather than focusing on covariate-specific

goodness of fit, Grønnesby and Borgan (1996) defined risk-stratified groups and used

these to devise grouped martingale residual plots.

The Arjas plot is another tool for visually assessing goodness of fit, initially

proposed by Arjas (1988) for the Cox proportional hazards model and later considered

for the additive risk model by Aalen (1989). This plot depicts the estimated overall

cumulative intensity Λ̂(t) against the number of events, which we can interpret as a

comparison between the expected and observed number of events. A model fit with

no departures from linearity is indicated by an Arjas plot approximating a straight

line with unit slope. This method can also be made group-specific with use of the

group membership indicator matrix K.

In addition to diagnostics based on residuals, Aalen et al. (2004) proposed a

method for detecting influential observations using the cumulative hat matrix H(t) =∑t
Ti≤t Y(Ti)Y(Ti)

−. Extending methods developed for classical linear regression,

subjects associated with outlying processes were identified using the criterion

hj(t) > 2
∑
Ti≤t

rank (Y(Ti)Y(Ti)
−)

ni

,

where hj(t) is the jth diagonal entry of H(t) and ni is the number of subjects at risk
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at time Ti, given by the sum of the entries in the first column of Y(Ti).

Visual assessment of diagnostic plots are valuable, but do not readily quantify

departures from the model assumptions. A number of authors have devised goodness-

of-fit tests for the additive risk model. A Monte Carlo test similar to the one described

in Section 2.2.3 was defined by Martinussen and Scheike (2006) and implemented in

the R package timereg. There alternatives based on asymptotic distributions which

can be expressed explicitly, rather than approximated using Monte Carlo resampling.

We refer the reader to McKeague and Utikal (1991), Grønnesby and Borgan (1996),

Kim and Lee (1998) and Gandy and Jensen (2005) for the details.

2.2.5 Least squares and ridge estimation

Ordinary least squares (OLS) was originally proposed by Aalen (1980) as a method to

obtain a “reasonable”, though not optimal, estimator for A. The generalized inverse

for this estimator is the Moore-Penrose inverse of Y(t)

Y(t)−OLS =
(
Y(t)>Y(t)

)−1
Y(t)>, (2.2.17)

assuming Y(t) has full column rank and n > (p + 1).

A weighted least squares (WLS) alternative was later introduced by Huffer and

McKeague (1991), using the following generalized inverse

Y(t)−WLS =
(
Y(t)>Ŵ(t)Y(t)

)−1

Y(t)>Ŵ(t), (2.2.18)

where Ŵ(t) is the weight matrix approximating diag (1/Y(t)α(t)), which is propor-

tional to the inverse variance of dM(t). Evaluating Ŵ(t) requires estimation of the

unknown regression functions α(t). Huffer and McKeague (1991) used a predictable,
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uniformly consistent estimator of α(t), given by

α̃j(t) =

∫ τ

0

1

bj

K

(
t− s

bj

)
dÂj(s), (2.2.19)

where K is a left-continuous kernel function on (0, 1] such that
∫

K = 1, bj is a positive

bandwidth parameter that tends to zero as n → ∞ and Âj is the OLS estimator of

the jth cumulative regression function obtained using the generalized inverse (2.2.17)

(cf. Ramlau-Hansen (1983), Equation (1.1)).

Equation (2.2.19) is analogous to smoothing increments in the empirical cumu-

lative distribution function to obtain an estimate of the probability density function.

This now well-known approach to nonparametric density estimation was first intro-

duced by Rosenblatt (1956). The extension of kernel estimation to counting process

intensities is credited to Ramlau-Hansen (1983), whose work involved smoothing to

the Nelson-Aalen estimator of the cumulative intensity function.

WLS estimation is therefore a two-step process:

(1) Obtain a preliminary estimate of A(t), namely ÂOLS(t),

(2) Smooth ÂOLS(t) over the past to provide α̃(t), which is in turn used to estimate

the weights W(t) = diag (1/Y(t)α̃(t)).

Smoothing “over the past” is done by limiting the support of the kernel function K

to being strictly positive so that the kernel estimation is performed on neither the

present value of ÂOLS or any of its future values. This ensures the predictability of

Y(t)−WLS, which is needed for the large sample properties established in Sections 2.2.3

and 2.2.4.

One practical concern with kernel smoothing is instability, which occurs when

the entries of Ŵ(t) become negative or very large. To handle this problem, Huffer
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and McKeague (1991) simply used the increment in the OLS estimators of A and Σ

at time t. We take this same approach in Chapters 5 and 6. Andersen et al. (1993)

additionally recommended oversmoothing by selecting a relatively large bandwidth

in order to stabilize the weights.

The WLS estimator has been shown to be theoretically superior to OLS. Green-

wood and Wefelmeyer (1990), Greenwood and Wefelmeyer (1991) and Sasieni (1992)

proved that the asymptotic variance of the WLS estimator achieves the lower bound

given by the inverse Fisher information and is therefore efficient in this sense. Sasieni

(1992) also showed that WLS yields a maximum likelihood type estimator of A as it

gives an approximate solution to the score equations. Under classical linear regression

WLS is one approach to addressing heteroskedastic error. The ability of the WLS

estimator proposed by Huffer and McKeague (1991) to account for heteroskedasticity

has been suggested in subsequent work (McKeague and Sasieni (1994), p. 504).

Optimality and heteroskedasticity are two clear benefits, but they come at a

price. Not only do we lose the simplicity of OLS, but we are also burdened with the

choice of the kernel and the bandwidth. Huffer and McKeague (1991) examined the

WLS estimator under a uniform kernel and a constant bandwidth equal to one eighth

of the follow-up period in a large sample simulation study of survival data. WLS

demonstrated a modest gain in efficiency on pointwise confidence interval coverage

probabilities over OLS. A curious omission from the study was a more direct compar-

ison between OLS and WLS via mean square error (MSE). In Chapter 5, we evaluate

WLS with true weights to get a sense of how much improvement in OLS MSE this

more complicated approach can offer.

In general, it has been recognized that the smoothed estimator is not as sensitive

to the choice of the kernel function as it is to the value chosen for the bandwidth

(Huffer and McKeague (1991), Andersen et al. (1993)). For this reason, Huffer and
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McKeague (1991) recommended a uniform kernel to allow for easy calculation. They

also suggested that the bandwidth could be selected adaptively using the number of

previous uncensored event times. A data-driven bandwidth seems worth pursuing,

but it has not been addressed in the literature to date. In Chapter 3, we define

a cross-validation minimum integrated square error bandwidth estimator under the

uniform kernel.

Use of both OLS and WLS is limited to when Y(t) has full column rank. To

make the model estimable on event times where Y(t) is rank deficient, Aalen et al.

(2004) and Fosen et al. (2006) proposed use of

Y(t)−RR =
(
Y(t)>Y(t) + η(t)I

)−1
Y(t)>, (2.2.20)

where η(t) is the ridge parameter that takes on small, positive values and I is the

(p+ 1)× (p+ 1) identity matrix. Note that (2.2.20) is no longer a generalized inverse

of Y(t) (and diag
(
Σ̂(t)

)
therefore may not be a valid estimator for the variance

of Â(t)), but for convenience we will conform to the notation used for OLS and

WLS. The general approach of augmenting an ill-conditioned matrix before solving

its inverse is known as form of Tikhonov regularization (Phillips (1962), Tikhonov

(1963)). The specific application of regularization to classical linear regression under

a non-orthogonal design is known as ridge regression (Hoerl and Kennard (1970b)).

Just as the weights in WLS need to be predictable in order to ensure predictabil-

ity of Y(t)−, so does η. Both Aalen et al. (2004) and Fosen et al. (2006) applied ridge

regression only when Y(t) is singular—a situation that presumably occurs when es-

timating time-dependent covariates at early times in the process, or when there are

very few individuals at risk (usually at late times in the process). Fosen et al. (2004)

suggested that the use of ridge regression may be limited further by replacing the
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scalar η(t) by a vector η(t), and setting ηj(t) = 0 for any time-independent covariate

Yj, j = 1, · · · , p. Use of a vector-valued ridge parameter is referred to as general-

ized ridge regression (Hoerl and Kennard (1970b)). No recommendations on how the

ridge parameter should be selected are described, though Fosen et al. (2006) used

η = 0.01 in the presence of singularity. Fosen et al. (2004) recognized that “clever”

methods may be used to choose the ridge parameter, but maintained that the de-

cision would ultimately rely on some form of subjective assessment. From the data

analyst’s perspective, a data-driven method may be preferable. In Chapter 4 we de-

velop data-driven selection methods by extending some well-known ridge parameter

selection methods in the classical linear regression and engineering literature to the

context of the additive risk model.
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Chapter 3

Data-driven weighted least squares

estimation

This chapter derives a data-driven weighted least squares (WLS) estimation scheme

for Aalen’s additive risk model. Our approach adopts existing methodology for ap-

proximating an optimal bandwidth, originally developed for kernel density estima-

tion and later adapted for smoothing the Nelson-Aalen estimator. We begin with an

overview of these methods and then derive an optimal bandwidth estimator for WLS

under the uniform kernel.

3.1 Criteria for optimal bandwidth

Optimality must be defined in terms of a performance measure. Most bandwidth

selection methods proposed for kernel smoothing adopt the usual L2 approach and

consider some function of the squared error. The integrated square error (ISE) is a
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global measure of accuracy for an estimator f̂ , defined as

ISE(f̂) =

∫ (
f̂ − f

)2

.

This integral can be indefinite or specified over a subset of the domain of f .

If f̂ is an estimator obtained by kernel smoothing, the bandwidth that minimizes

ISE(f̂) is referred to as the ISE-optimal bandwidth. In practice, there are two com-

mon ways to approximate the optimal bandwidth. The first is to assume regularity

conditions and apply the Taylor expansion to the asymptotic mean ISE (AMISE) as a

function of the bandwidth. An analytic formula for an optimal bandwidth estimator

is obtained by minimizing the first two terms of the Taylor expansion. This expression

is then plugged into the kernel estimator. Andersen et al. (1993), Section IV.2.2.2,

used this approach (known as the plug-in method) to derive an AMISE-optimal band-

width for kernel smoothing the Nelson-Aalen estimator. The primary limitation in

extending the AMISE-optimal bandwidth to WLS estimation is that, under a kernel

with support on (0, 1], evaluating the bandwidth would require estimating the first

and second derivatives of α. Derivatives may be reasonably approximated by differen-

tiating the kernel estimator (see, e.g., Ramlau-Hansen (1983), p. 459), however, this

process requires the selection of additional bandwidth values. Although the resulting

estimator may not be as sensitive to the choice of the bandwidth used to approxi-

mate dα/dt and d2α/dt2, extending the plug-in method to WLS estimation would

ultimately lead to an increased number of user-specified parameters, which is not a

desirable property when we are interested in devising a fully data-driven estimation

scheme.

The second method for approximating the optimal bandwidth is to derive an

estimator that approximates the ISE (or some function proportional to the ISE)
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and select the bandwidth value that achieves a minimum estimate. Following work

later published in Rudemo (1982), Ramlau-Hansen (1981) adopted this approach for

bandwidth selection in smoothing the Nelson-Aalen estimator. Inspired by both of

these works, Nielsen (1990) later derived bandwidth selection criteria for smoothing

the Nelson-Aalen estimator of the cumulative hazard and the Kaplan-Meier estimator

of survival. In the following section, we extend Nielsen’s criterion for the hazard

case to obtain a data-driven bandwidth selection criterion to smoothing the OLS

cumulative regression function estimator under a uniform kernel with support on

(0, 1].

3.2 An ISE-optimal bandwidth estimator

As in the previous chapter, let T = [0, τ ] be the observation period. Also let 0 <

s1 < s2 < τ . The ISE over the interval [s1, s2] of the smoothed OLS estimator α̃j

defined in (2.2.19) can be written as

ISE(α̃j) =

∫ s2

s1

(α̃j(t)− αj(t))
2 dt

=

∫ s2

s1

α̃j(t)
2dt− 2

∫ s2

s1

α̃j(t)αj(t)dt +

∫ s2

s1

αj(t)
2dt. (3.2.1)

Note that the first term in is known and the last term does not depend on the

bandwidth or kernel function selected for the α̃j(t). The ISE in (3.2.1) is therefore

approximately proportional to

R(b) =

∫ s2

s1

α̃j(t)
2dt− 2

∫ s2

s1

α̃j(t)dAj(t)

=

∫ s2

s1

α̃j(t)
2dt− 2

∫ s2

s1

∫ τ

0

1

bj

K

(
t− s

bj

)
I(s 6= t)dÂj(s)dAj(t)

31



≈
∫ s2

s1

α̃j(t)
2dt− 2

∫ s2

s1

∫ τ

0

1

bj

K

(
t− s

bj

)
I(s 6= t)dÂj(s)dÂj(t), (3.2.2)

where T1, · · · , Tk are the event times, K is a kernel function, bj is the bandwidth,

I denotes the indicator function, Âj is the jth cumulative regression function OLS

estimate and the approximation follows from a simple extension of the bandwidth

selection criterion developed by Nielsen (1990) (p. 56).

Suppressing the covariate index j (for simplicity) and assuming a uniform kernel

with support (0, 1], (3.2.2) is equivalent to

R(b) =

∫ s2

s1

∫ τ

0

(
1

b
K

(
t− s

b

)
dÂ(s)

)2

dt

− 2

∫ s2

s1

∫ τ

0

1

b
K

(
t− s

b

)
I(s 6= t)dÂ(s)dÂ(t)

=

∫ s2

s1

(∑
Ti

1

b
K

(
t− Ti

b

)
∆Â(Ti)

)2

dt

− 2

∫ s2

s1

∑
Tj

1

b
K

(
t− Tj

b

)
I(Tj 6= t)∆Â(Tj)

 dÂ(t)

=

∫ s2

s1

k∑
i=1

k∑
j=1

[
∆Â(Ti)∆Â(Tj)(t− Ti)(t− Tj)

b4

]
I

(
0 <

t− Ti

b
,
t− Tj

b
≤ 1

)
dt

− 2
k∑

i=1

k∑
j=1

[
∆Â(Ti)∆Â(Tj)(Ti − Tj)

b2

]
I

(
0 <

Ti − Tj

b
≤ 1

)
I (s1 ≤ Ti ≤ s2) .

(3.2.3)

The first term in (3.2.3) may be simplified since
∫

B
dx =

∫
I(B)dx. Furthermore,

provided that 0 < s1 ≤ T1 < Tk ≤ s2 < τ , and letting t
(i,j)
1 = max(Ti, Tj) and

t
(i,j)
2 = min(min(Ti, Tj) + b, s2) we can write R(b) as

R(b) =
∑
Ti

∑
Tj

[
∆Â(Ti)∆Â(Tj)

b4

]
I(t

(i,j)
1 < t

(i,j)
2 )

∫ t
(i,j)
2

t
(i,j)
1

(t− Ti)(t− Tj)dt
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− 2
∑
Ti

∑
Ti−b≤Tj<Ti

[
∆Â(Ti)∆Â(Tj)(Ti − Tj)

b2

]

=
∑
Ti

∑
Tj

[
∆Â(Ti)∆Â(Tj)

b4

]
I(t

(i,j)
1 < t

(i,j)
2 )

[
t3

3
− t2

2
(Ti + Tj) + tTiTj

]t
(i,j)
2

t
(i,j)
1

− 2
∑
Ti

∑
Ti−b≤Tj<Ti

[
∆Â(Ti)∆Â(Tj)(Ti − Tj)

b2

]
. (3.2.4)

Implementing this selection criterion requires that we specify some lower and upper

bounds for b, between which we can identify the value that minimizes R(b). The

AMISE-optimal bandwidth for the smoothed Nelson-Aalen estimator has been shown

to be o(n−1/5) (see, e.g., Grégoire (1993), p. 348). Using this as a rough guide, our

lower and upper bounds could be of the form c1n
−1/5 and c2n

−1/5, respectively, where

c1 and c2 are positive constants chosen to offer a wide array of possible values for b.

In the simulation study and applications of Chapters 5 and 6, we set c1 = τ/200 and

c2 = 2τ and evaluate R(b) over the interval between the first and last event times by

setting (s1, s2) = (T1, Tk).
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Chapter 4

Data-driven ridge regression

Data-driven methods for fitting the additive regression model under arbitrary rank

are considered in this chapter. We have previously mentioned ridge regression (Hoerl

and Kennard (1970b)) as one method to handle the rank deficient case. The general

approach of solving inverse problems under near or perfect singularity is referred

to as regularization. Regularization is typically described under the near-singular

case where, although inversion is possible, the solution varies wildly with the degree

of measurement error. The classical approach is known as Tikhonov regularization,

independently developed by Phillips (1962) and Tikhonov (1963). Although Hoerl

and Kennard (1970b) did not recognize it as such, ridge regression corresponds to the

standard form of Tikhonov regularization with no a priori information.

Originally proposed as an alternative to OLS for nonorthogonal covariates, ridge

regression met with a mixed reception in the 1970s. The technique involved augment-

ing the inverse part of the OLS solution with a small constant η. This modification

introduced a small amount of bias in order to reduce the mean square error (MSE).

Hoerl and Kennard (1970b) showed there always exists some η that achieves smaller
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mean square error (MSE) than that of OLS. Finding this particular value was a non-

trivial problem. The selection method first presented in Hoerl and Kennard (1970a)

involved a visual assessment of a ridge trace plot of a regression coefficient estimate

against a range of values for η. A series of critical papers (e.g., Conniffe and Stone

(1973), Draper and Van Nostrand (1979), Smith and Campbell (1980)) were rather

dismissive of the new method. The first critique went as far as deeming it “unlikely

to be of practical use to the researcher with data to analyse” (Conniffe and Stone

(1973), p. 187).

However, negative reviews were outnumbered by the volume of literature fur-

ther developing ridge regression theory. Work extending into the 1980s expanded

ridge regression into a new class of “biased” or “shrunken” estimators (Marquardt

(1970), Mayer and Willke (1973)) and carried out validation studies for both ridge

estimators and parameter selection techniques (e.g., Hoerl et al. (1975), McDonald

and Galarneau (1975), Lawless and Wang (1976), Gibbons (1981)). In more recent

years, ridge regression continues to receive attention, primarily in chemometrics (e.g.,

Frank and Friedman (1993), Gruber (1998), Forrester and Kalivas (2004), Obenchain

(2004), Burr and Fry (2005)) and data mining (e.g., Hastie et al. (2001)).

In considering the value of using ridge regression to fit the additive risk model,

we should note some clear differences between this application and the original to

classical linear regression. First, estimation for the additive risk model is local, at

every event time. Rather than estimating overall effects directly, we are estimating the

increment in the cumulative regression functions (given by the summand in (2.2.3)).

A second difference is in the general motivation for seeking an alternative to OLS.

Aalen et al. (2004) and Fosen et al. (2006) proposed the use of ridge regression as a

method for handling singularity in the at-risk/covariate matrix Y(t)—a reason more

in-line with regularization theory in engineering than ridge regression in statistics.
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A potential drawback of applying ridge regression to the additive risk model is

that the approach violates the property Y(t)−Y(t) = I in the presence of singularity

and therefore the equality in (2.2.4) must be replaced by an approximation. We

attempt to assess this approximation via the simulation study presented in Chapter

5.

In the following sections we will re-express the generalized inverse for the OLS

and ridge regression solutions using the singular value decomposition (SVD) of Y(t)

and extend some data-driven methods for ridge parameter selection found in both

the engineering and statistics literature. We conclude with a discussion of some

alternative approaches to regularization for the additive risk model.

4.1 Singular value decomposition of Y(t)

Using singular value decomposition (SVD), the at-risk/covariate process at time t

may be represented by the factorization

Y(t) = U(t)S(t)V(t)>, (4.1.1)

where U(t) is an n×n matrix such that U(t)>U(t) = I, V(t) is a (p+1)×(p+1) matrix

such that V(t)>V(t) = V(t)V(t)> = I and S(t) is an n×(p+1) matrix with diagonal

entries given by the singular values s1, · · · , sp+1 of Y(t). When rank (Y(t)) = r <

p+1, the singular values sr+1, · · · , sp+1 are equal to zero and (4.1.1) may be rewritten

as

Y(t) = [U(t)rU(t)n−r]

 D(t) 0

0 0


 V(t)>r

V(t)>p+1−r

 = U(t)rD(t)V(t)>r , (4.1.2)
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where the matrix subscript r denotes the submatrix given by the first r columns of

the original matrix and D(t) = diag (s1, · · · , sr). Brown (1978) used this form of

truncated SVD to obtain an OLS solution under rank deficiency for classical linear

regression. Under the additive risk model an analogous approach is given by

Y(t)−OLS = V(t)rD(t)−1U(t)>r . (4.1.3)

The generalized inverse for the ridge regression solution (2.2.20) can also be

re-expressed using the SVD.

Y(t)−RR =
(
Y(t)>Y(t) + η(t)I

)−1
Y(t)>

=
(
V(t)S(t)2V(t)> + η(t)I

)−1
V(t)S(t)U(t)>

= V(t)F(t)RRU(t)>, (4.1.4)

where F(t)RR = (S(t)2 + η(t)I)
−1

S(t). This result may be extended to general-

ized ridge regression, previously mentioned in Chapter 2, by replacing F(t)RR with

F(t)GRR = (S(t)2 + η(t)I)
−1

S(t).

In the following section, we will consider parameter selection methods for ridge

regression under arbitrary rank in both its original and general form.

4.2 Ridge parameter selection methods

Hoerl and Kennard (1970b) initially proposed parameter selection based on subjec-

tive assessment of the ridge trace plot. Since parameter selection is necessary at each

estimation point, the ridge trace approach becomes unwieldy under the additive risk

model, where we perform estimation at each uncensored observation. Later work

proposed data-driven selection using criteria that attempts to minimize MSE (e.g.,
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Hoerl et al. (1975) and Lawless and Wang (1976)). We will show that this approach is

also impractical for Aalen’s model as it leads to intolerably large ridge parameter val-

ues. Two viable alternatives to the minimum MSE criterion are the L-curve (Hansen

(1992), Hansen and O’Leary (1993), Hansen (2001)) and generalized cross-validation

(Golub et al. (1979)). A drawback to all of these selection criteria is that they vio-

late the predictability requirement for the Y(t)−. We show that the expression for

Y(t)−RR under L-curve and GCV ridge parameter selection methods can, however, be

algebraically manipulated into a predictable form that yields the same solution.

4.2.1 MSE-optimal ridge parameter selection

Let ÂRR and ÂGRR be the ridge regression and generalized ridge regression estima-

tors of the cumulative regression functions A, respectively. Also let ∆X(t) be the

increment in an arbitrary multivariate stochastic process X at time t. Adapting the

derivation for the MSE-optimal ridge parameter for classical linear regression found

in Obenchain (1975), the MSE of ∆ÂGRR(t) is

MSE
(
∆ÂGRR

)
= VMSE

(
FGRRU>∆N

)
V>,

where we suppress the dependence on t. Let uj be the jth n× 1 column vector of U,

j = 0, · · · , p, then we have

MSE
(
FGRRU>∆N

)
=tr
(
Var
(
FGRRU>∆N

))
+ (I− FGRR)U>∆N∆N>U(I− FGRR)

=

p+1∑
j=1

s 2
j uj

>Var(∆N)uj(
s 2

j + ηj

)2 +

p+1∑
j=1

η2
j

(
uj
>∆N

)2(
s 2

j + ηj

)2 . (4.2.1)
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By definition

Var(dN(t) |Ft−) = Var(λ(t)dt + dM(t) |Ft−) = Var(dM(t) |Ft−)) = d〈M〉(t),

and from Theorems 2 and 3, we have Var(∆N) = ∆ 〈M〉 ≈ ∆ [M] = diag(∆N). So

the ηj(t) that minimizes (4.2.1) is approximately equal to

uj
>diag(∆N)uj

(uj
>∆N)2 = 1.

Being a constant with respect to j, this result also approximates the MSE-optimal

value for the scalar ridge regression parameter η(t). Ridge parameter values greater

than or equal to 1 are considered large. In the context of the additive risk model,

where we perform local estimation of the increment in the cumulative regression

functions, consistently choosing any value close to 1 would have undue influence

on the model fit. We therefore consider alternative criteria for selecting the ridge

parameter.

4.2.2 The L-curve

The L-curve is a plot of the regularized solution norm versus the corresponding resid-

ual norm, both in log scale. It displays the trade-off between the size of the estimate

and the fit to the data. Early applications of the L-curve can be found in Miller

(1970) and Lawson and Hanson (1974). Use of the L-curve for regularization has

been formalized in a series of articles including Hansen (1992), Hansen and O’Leary

(1993) and Hansen (2001). The idea behind the L-curve criterion for selecting the

ridge parameter is to balance this trade-off by selecting the value at which the L-curve

reaches maximum curvature.
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Under the least squares problem minx ‖Hx− b‖ where the observed value b is

subject to potentially large measurement error, obtaining the standard regularized

solution amounts to the minimization problem

xη = arg min
(
‖Hx− b‖2 + η ‖x‖2) ,

where η is a user-specified regularization parameter (Hansen (2001)). Under a 20×20

Hilbert matrix H, x =
√

0.5i, i = 1, · · · , 20, and b = Hx + ε where the entries of

ε are normally distributed with mean zero and unit variance (cf. Hansen (1995),

Wu (2003)), Figure 4.1 depicts the corresponding L-curve. The point of maximum

curvature of the curve is such that the degree of regularization (quantified by the so-

lution norm) and the accuracy of the estimate (represented by the residual norm) is

balanced. Note that the size of the estimate decreases with increasing regularization.

Figure 4.1. L-curve for standard-form Tikhonov regularization

1.65 1.70 1.75 1.80

1.
5

2.
0

2.
5

3.
0

3.
5

4.
0

log ||b −− Hxηη||2 2

lo
g 

||x
ηη|

|2
2

●

●

●

●

ηη == 0.0001

ηη == 0.2
ηη == 0.5

ηη == 1

This property motivates use of the terms “shrinkage regression” or “shrunken estima-

tor” in ridge regression literature. It also implies the use of a spherical restriction on
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the solution. In using ridge regression, we must therefore accept this implicit form of

restricted least squares estimation (Draper and Van Nostrand (1979), p. 463).

If we let g(η) be the squared solution norm and h(η) be the squared residual

norm then the L-curve is

{(log h(η)/2, log g(η)/2) : η > 0} .

Hansen (2001) shows that the curvature κ of the L-curve is given by

κ(η) = 2
gh(η2g′h + 2ηgh + η4gg′)

g′(η2g2 + h2)3/2
, (4.2.2)

where g′ is the first derivative of g(η) with respect to η.

Under the additive risk model and ridge estimation, the squared regularized

solution norm for the increment in the cumulative regression functions is

g(η) = ‖∆ÂRR‖2 = ‖VFRRU>∆N‖2 =

p+1∑
j=1

s 2
j (uj

>∆N)2

(s 2
j + η)2

, (4.2.3)

where we suppress the dependence on time. The corresponding first derivative of g(η)

with respect to η is then

g′ =
dg(η)

dη
= −2

p+1∑
j=1

s 2
j (uj

>∆N)2

(s 2
j + η)3

. (4.2.4)

And the squared residual norm is

h(η) =‖∆Mres‖2

=‖∆N−Y∆ÂRR‖2

=‖∆N‖2 − 2∆N>US
(
S2 + ηI

)−1
SU>∆N
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+ ∆N>US2
(
S2 + ηI

)−2
S2U∆N

=1− 2

p+1∑
j=1

s 2
j (uj

>∆N)2

s 2
j + η

+

p+1∑
j=1

s 4
j (uj

>∆N)2

(s 2
j + η)2

. (4.2.5)

Substituting the right-hand side of (4.2.3), (4.2.4) and (4.2.5) into (4.2.2), we have our

selection criterion κ(η) for ridge regression under Aalen’s model. In the simulation

study and applications presented in Chapters 5 and 6, we will set the ridge parameter

to the value in [0, 1) which maximizes κ(η).

4.2.3 Generalized cross-validation

Cross-validation involves partitioning a sample into k subsamples or folds. Over k

iterations, one subsample is held out and estimation is performed on the remain-

ing k − 1 folds. When k = n the resulting form of cross-validation is better known

as “leave-one-out”. One may be inclined to draw similarities between leave-one-

out cross-validation and the well-known jacknife. An important difference between

cross-validation and the bootstrap is that cross-validation is a process for generating

selection criteria for estimation. More specifically, a cross-validation estimator for an

unknown parameter corresponds to the value that minimizes a risk function, aggre-

gated over the iterations in cross-validation. This criterion is motivated by the idea

that, in dropping an individual from the sample, a good estimate should not only be

relatively stable to the exclusion but also able to provide a reasonable prediction for

the excluded individual’s outcome. Cross-validation was formalized by Stone (1974)

and Geisser (1975), but this general concept has a relatively long history in statis-

tics (Stone (1974), pp. 111–112). Allen (1974) quantified cross-validation with the
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prediction sum of squares (PRESS) criterion

n∑
i=1

(yi − ŷi(X−i))
2 , (4.2.6)

where yi is the value of a predictor variable observed for subject i and ŷi(X−i) is

the predicted value for yi based on explanatory variables excluding information from

subject i, denoted by X−i. Allen (1974) suggested the PRESS criterion as a means

of parameter selection for ridge regression. Golub et al. (1979) later derived a form

of PRESS invariant under rotations of the coordinate system of X. They referred to

this criterion as generalized cross-validation (GCV). Under classical linear regression,

the GCV is a ratio between the residual sum of squares and the hat matrix. Under

the additive risk model the GCV is given by

GCV(η) =
‖∆Mres‖2(

n− tr(YY−
RR)
)2 , (4.2.7)

where Y−
RR is given by (4.1.4). In Chapters 5 and 6, the value in [0, 1) that minimizes

GCV(η) is chosen is as the ridge parameter.

Practical application of GCV for parameter selection in ridge regression and reg-

ularization have shown that the GCV may be a monotone increasing function of η,

which cannot be minimized (e.g., Hansen and O’Leary (1993), Forrester and Kali-

vas (2004)). Optimization problems for the L-curve also exist, but in regularization

Hansen and O’Leary (1993) (p. 1503) appear to deem the L-curve to be more resistent

to such defects than GCV. However under repeated application of ridge regression

for local estimation of Aalen’s model, it is unclear which selection method would

be preferable. We compare the L-curve and GCV criteria using a simulation study

presented in Chapter 5.
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4.3 A predictable generalized inverse

Since both the L-curve and GCV selection are dependent on the increment in the

counting process ∆N, the corresponding generalized inverse Y−
RR is not predictable.

However, with η as a function of ∆N, Y−
RR may be rewritten as

Y−
RR = VFRRU>

= V


u1
>s1

s 2
1 + η(∆N)

...

up
>sp+1

s 2
p+1 + η(∆N)



=


∑p+1

j=1

v1ju1jsj

s 2
j + η(∆N)

· · ·
∑p+1

j=1

v1junjsj

s 2
j + η(∆N)

...
. . .

...∑p+1
j=1

vpju1jsj

s 2
j + η(∆N)

· · ·
∑p+1

j=1

vpjunjsj

(s 2
j + η(∆N)

 (4.3.1)

≈


∑p+1

j=1

v1ju1jsj

s 2
j + η(δ1)

· · ·
∑p+1

j=1

v1junjsj

s 2
j + η(δn)

...
. . .

...∑p+1
j=1

vpju1jsj

s 2
j + η(δ1)

· · ·
∑p+1

j=1

vpjunjsj

s 2
j + η(δn)

 , (4.3.2)

where δi is the n × 1 vector of Kronecker delta functions δi1, · · · , δin, i = 1, · · · , n.

Note that the approximation (4.3.2) is predictable. And since ∆N(t) is simply an

indicator of which process i had an event at time t, the resulting value for ∆ÂRR(t) =

Y−
RR(t)∆N(t) is the ith column of (4.3.1). The estimate of the cumulative regression

functions ÂRR will therefore not change whether we use the unpredictable original

form of Y−
RR or the predictable approximation (4.3.2).
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4.4 Alternatives

The L-curve and GCV are the two main competing parameter selection methods in

regularization theory. Research in biased estimation for classical linear regression

offers some alternative parameter selection methods (see, e.g., Gibbons (1981), For-

rester and Kalivas (2004)). They are, however, primarily minimum-MSE-based and

application to the additive risk model is therefore limited.

The literature also offers a variety of alternatives to ridge regression. Other

regularization methods include truncated singular value decomposition and a number

of iterative techniques (see, e.g., Hansen and O’Leary (1993)). Some alternatives

from biased estimation theory in classical linear regression are principal components,

partial least squares, minimax and James-Stein estimators (see, e.g., Burr and Fry

(2005)). Truncated singular value decomposition, which is also one form of principal

component regression, is readily extensible to the additive risk model. We have

already presented truncated SVD in the expanded OLS estimation scheme given by

(4.1.3), where the truncation is limited to singular values equal to zero. In Chapters

5 and 6, we limit our examination of ridge regression alternatives to only this form

of truncated SVD.
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Chapter 5

Simulation study

To assess the performance of each estimation method, we carried out a simulation

study using two-covariate survival models. Each model was devised to examine vary-

ing degrees of either heterogeneity across subjects or correlation between covariates—

two respective cases where WLS estimation and ridge regression should presumably

excel versus OLS. In this chapter we describe the data sets generated for each model,

measures used to evaluate performance and the findings from each experiment in the

simulation study. We also summarize the behaviour of the data-driven parameter

selection schemes.

5.1 Data sets

The data sets were generated from two different survival models, each with p =

2 covariates and observation period [0, 1]. For every combination of factor levels

examined in the study, m = 3000 replications were generated. Both models considered

conditions based on combinations of two factors, each with three levels. The first

model considered a time-dependent regression function and heterogeneous subjects.
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Its underlying functional form is given by

λi(t)|γi = 1 + yi1αi1(t) + yi2αi2(t) + γi, i = 1, · · · , n, (Model 1)

where αi1(t) = 1, αi2(t) = t, yi1 and yi2 are generated independently from the same

uniform distribution on {r/8 : r = 1, · · · , 8}, and γi is a gamma-distributed unob-

served random subject effect with mean 1 (cf. Huffer and McKeague (1991), Scheike

(2002)). Survival times were obtained by randomly generating them from an expo-

nential distribution with rate λi(t). The average level of censoring ranged between

roughly 15 and 20% by introducing an independent, exponential censoring distribu-

tion with a fixed rate of 0.3. By varying two factors in the data generation, namely

the sample size n = 50, 100, 200 and Var(γi) = 0, 1, 4, performance on nine different

data sets was assessed using a marginal model; we did not attempt to account for the

random effect γi. Note that since the model is linear the expected values for fixed

effects obtained under the marginal model are equivalent to that of the conditional

(Model 1), but the variances are unequal (e.g., Ritz and Spiegelman (2004)). We

intentionally ignored this form of heterogeneity to assess the potential improvement

in fit WLS could offer over the other estimation schemes.

The second model, devised to examine the effect of correlated covariates, is

λi(t) = 1 + yi1αi1(t) + yi2αi2(t), i = 1, · · · , n, (Model 2)

where αi1(t) = αi2(t) = 1 and yi1 and yi2 are both uniformly distributed on [0, 1]

with tetrachoric correlation 0 ≤ ρi < 1 (cf. McHenry (2004)). This model also

generated nine experiments in the simulation study by considering the same three

levels of sample size as Model 1 and three levels of tetrachoric correlation ρi between

yi1 and yi2: ρi = 0, 0.5 and 0.9. The censoring mechanism for this model was simply
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survival up to the end of the observation period. This also produced moderate levels

of censoring, averaging at about 15%.

5.2 Estimation methods

All of the data-generating algorithms and estimation methods were implemented us-

ing R (R Development Core Team (2006)), with the aid of functions from the R

packages MASS (Venables and Ripley (2002)), maxstat (Hothorn (2005)), mvtnorm

(Genz (2005)) and survival (Therneau and Lumley (2006)). Our estimation routines

also relied on Wiener Pack (Chung (1987)) to compute quantiles for distributions

based on the Brownian bridge. Where possible, we validated our programs by repli-

cating estimates obtained from timereg (Scheike and Martinussen (2006)) and addreg

(Fekjær and Aalen (2001)) on a small set of test data sets. In this section we out-

line the estimation schemes considered in the simulation study and establish some

short-hand names for convenience.

OLS. The ordinary least squares estimator originally proposed for the additive risk

model by Aalen (1980). It is given by

Â(t) =

∫ t

0

J(s)
(
Y(s)>Y(s)

)−1
Y(s)>dN(s),

where Y is the n × (p + 1) at-risk/covariate process, J(t) = I (rank (Y(t)) = p + 1)

and N is a multivariate counting process.

Expanded OLS. The OLS estimator expanded to Y(t) with arbitrary rank using

the truncated singular value decomposition (4.1.2) given by

Â(t) =

∫ t

0

V(s)rD(s)−1U(s)>r ds.

48



We obtained this estimator through a trivial extension of the expanded OLS estimator

for classical linear regression proposed by Brown (1978), which later became known

as a form of principal components regression. In the regularization literature, this

approach is simply referred to as truncated singular value decomposition (Hansen

(1987)). Although we have not encountered this estimator in the additive risk model

literature, it does appear to be implemented in the R package timereg (Scheike and

Martinussen (2006)). We consider the expanded OLS estimator in the simulation

study as a simple, parameter-free alternative to ridge regression.

True WLS. The weighted least squares estimator proposed by Huffer and McKeague

(1991) with true weights, rather than estimated. It is defined as

Â(t) =

∫ t

0

J(s)
(
Y(s)>W(s)Y(s)

)−1
Y(s)>W(s)dN(s),

where W(t) = diag (1/Y(t)α(t)), with α(t) being the vector of regression functions.

In practice, the regression functions are entirely unknown, but considering that the

small sample properties of the WLS estimator have not yet been examined, we decided

it would be worthwhile to include WLS with true weights in the comparison.

Empirical WLS. The weighted least squares estimator implemented by Huffer and

McKeague (1991), defined as

Â(t) =

∫ t

0

J(s)
(
Y(s)>Ŵ(s)Y(s)

)−1

Y(s)>Ŵ(s)dN(s),

where Ŵ(t) = diag (1/Y(t)α̃(t)) with α̃(t) obtained by smoothing the OLS estimator

using a fixed bandwidth τ/8 and uniform kernel with support (0, 1].

ISE-based WLS. An estimator identical to empirical WLS, but the bandwidth is

selected to minimize (3.2.4)—a function approximately proportional to the integrated
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squared error (ISE) of the smoothed OLS estimator under the uniform kernel on (0, 1].

Empirical ridge. The ridge regression estimator used by Fosen et al. (2006). It

incorporates a fixed ridge parameter η = 0.01 and is applied only in the presence of

rank deficiency. We can express this estimator using the full-rank indicator J(t) as

Â(t) =

∫ t

0

V(s)
(
S(s)2 + 0.01(1− J(s))I

)−1
S(s)U(s)>dN(s).

L-curve ridge. A ridge regression estimator with parameter η selected at the point

of maximum curvature in the L-curve (Hansen (1992)) function given by

{(
log‖dÂ(η(t))‖2/2, log‖dMres(η(t))‖2/2

)
: η(t) ∈ [0, 1)

}
,

where the estimator Â(t) is

Â(t) =

∫ t

0

V(s)
(
S(s)2 + η(s)I

)−1
S(s)U(s)>dN(s),

and the corresponding martingale residual Mres(t) is given by (2.2.14). Note that we

do not limit ridge regression to the singular case in order to assess whether or not any

improvements in fit could be obtained by applying ridge regression at all estimation

points.

GCV ridge. An estimator of the same form as L-curve ridge regression, but the

ridge parameter η(t) is selected to minimize the generalized cross-validation (GCV)

function given by (4.2.7). The minimum GCV criterion was developed by Golub et al.

(1979) for ridge parameter selection in classical linear regression.

In addition to the estimation methods for Â(t), we also consider the following

estimators for the variance of Â(t).
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Martingale-based variance. An estimator for the variance of Â(t) given by σ̂(t)2

= diag
(
Σ̂(t)

)
, where Σ̂(t =

[
Â−A∗

]
is the optional variation process at time t

defined in (2.2.6).

Robust variance. An estimator for the variance of Â(t) given σ̃(t)2 = diag
(
Σ̃(t)

)
,

where Σ̃(t) is defined in (2.2.7). First introduced by Scheike (2002), this estimator is

robust in the sense that it is based on the rate of a counting process E (λ(t)|Y(t)),

rather than the intensity λ(t) = limdt↓0 P (dN(t) = 1|Y(t)) /dt.

5.3 Performance measures

We quantified performance of point estimates using mean square error (MSE), bias,

variance and relative efficiency. Accuracy of confidence intervals and bands was as-

sessed using coverage probabilities. Most of these measures are time-dependent. We

followed an approach similar to one found in Scheike (2002) and evaluated perfor-

mance on a partition of the observation period given by the set equidistant points

{t = k/100 : k = 0, 1, · · · , 100}. This method enabled us to select a few time points

for presentation of results in tables or all time points for a visual depiction of perfor-

mance as a function of time.

5.3.1 Mean square error

Mean square error for the cumulative regression function estimate Âj at time t is

approximated by

MSE
(
Âj(t)

)
=

m∑
i=1

(
Âj(t)

(i) − Aj(t)
)2

/m, (5.3.1)
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where Âj(t)
(i) is the estimate for the cumulative regression function Aj at time t on

the ith replication and m is the total number of replications, which is equal to 3000.

Relative efficiency between two estimation methods is simply the ratio between

their MSE estimates. We use the original estimation scheme OLS in the numerator

of each ratio to obtain a common reference. The corresponding bias estimate is

Bias
(
Âj(t)

)
=

m∑
i=1

Âj(t)
(i)/m− Aj(t). (5.3.2)

The variance is obtained from the variance-bias decomposition of MSE given by

MSE(Âj(t)) = Var(Âj(t)) + Bias(Âj(t))
2. We use this performance measure to quan-

tify the precision of Â(t) and calculate the bias of variance estimates using the esti-

mate

Bias
(
σ̂j(t)

2
)

=
m∑

i=1

σ̂j(t)
2(i)/m− Var

(
Âj(t)

)
. (5.3.3)

5.3.2 Coverage probabilities

For the pointwise confidence intervals given by (2.2.8), the coverage probabilities were

measured using the time-dependent function

P
(
Aj(t) ∈

[
LCL

(
Âj(t)

)
, UCL

(
Âj(t)

)])
=

m∑
i=1

I
(
LCL

(
Âj(t)

(i)
)
≤ Aj(t) ≤ UCL

(
Âj(t)

(i)
))

/m, (5.3.4)

where LCL and UCL denote the lower and upper confidence limits, respectively.

Confidence bands are devised to capture the entire cumulative regression function

at all time points, barring some nominal level of error. We therefore evaluated the

confidence bands using the probability that, over the entire interval [t1, t2] on which

the band is defined, the true value of the estimator was contained within the lower
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and upper limits. Namely,

P
(
Aj(t) ∈

[
LCL

(
Âj(t)

)
, UCL

(
Âj(t)

)]
for all t ∈ [t1, t2]

)
=

m∑
i=1

I
(
LCL

(
Âj(t)

(i)
)
≤ Aj(t) ≤ UCL

(
Âj(t)

(i)
)

for all t ∈ [t1, t2]
)

/m, (5.3.5)

for j = 1, · · · , p. Coverage of the equal precision bands given by (2.2.11) was evaluated

on [t1, t2] = [1/100, 1] in order to maintain a common scale across all replications. The

coverage probabilities for the Andersen-Borgan, Hall-Wellner and robust confidence

bands (given by (2.2.9), (2.2.10) and (2.2.12), respectively) were calculated on [0, 1].

With m = 3000 replications, we can expect an error rate of approximately 0.004.

Coverage probabilities between 0.946 and 0.954 were therefore considered on target

for a nominal value of 0.95.

5.4 Performance on Model 1

In this section we describe performance of the estimation methods on the two-

covariate survival model with one time-dependent regression function and varying

degree of subject heterogeneity.

Tables 5.1, 5.2 and 5.3 give the MSE of OLS estimates of the cumulative regres-

sion functions for both covariates in the model. To contrast MSE performance these

tables present relative efficiencies among the remaining estimation methods, with the

OLS MSE in the numerator. A relative efficiency greater than 1 therefore indicates

that the competing estimation scheme achieved smaller MSE than OLS. For example,

in Table 5.2 relative efficiency of the true WLS estimate for the cumulative regres-

sion function corresponding to the time-dependent covariate (p = 2) is approximately

1.13, indicating a 13% reduction in the OLS MSE.
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Table 5.1. Model 1 MSE and relative efficiency for n = 50

Var Expanded True Empirical ISE-based Empirical L-curve GCV
(γi) p t OLS OLS WLS WLS WLS ridge ridge ridge

0 1 0.2 0.211 1.000 1.006 0.871 0.997 1.000 1.000 1.046
0.4 0.679 1.000 1.008 0.875 1.055 1.000 1.047 1.021
0.6 2.043 0.996 1.010 0.889 1.060 0.997 1.326 1.002
0.8 12.788 0.979 1.003 0.971 1.018 0.993 4.919 0.982

2 0.2 0.212 1.000 1.010 0.871 0.993 1.000 1.001 1.052
0.4 0.674 1.000 1.012 0.874 1.024 1.000 1.080 1.021
0.6 2.169 0.998 1.005 0.889 1.050 1.000 1.561 1.008
0.8 10.368 0.967 1.005 0.965 1.017 0.986 4.188 0.973

1 1 0.2 0.200 1.000 1.030 0.863 1.001 1.000 1.000 1.051
0.4 0.580 1.000 1.005 0.847 1.044 1.000 1.043 1.018
0.6 1.549 1.010 0.996 0.879 1.054 1.005 1.329 1.019
0.8 7.703 0.991 1.007 0.972 1.033 0.998 3.870 0.997

2 0.2 0.209 1.000 1.053 0.873 0.981 1.000 1.002 1.051
0.4 0.627 1.000 1.034 0.875 1.010 1.000 1.073 1.027
0.6 1.489 0.978 0.996 0.862 1.010 0.995 1.290 0.990
0.8 6.434 0.989 1.007 0.962 1.016 1.001 3.408 0.993

4 1 0.2 0.194 1.000 1.136 0.897 1.041 1.000 1.000 1.064
0.4 0.487 1.000 1.064 0.866 1.051 1.000 1.020 1.035
0.6 1.093 0.961 1.042 0.885 1.075 0.987 1.141 0.976
0.8 2.795 0.986 1.009 0.890 1.051 0.996 1.789 0.990

2 0.2 0.180 1.000 1.127 0.862 0.967 1.000 1.001 1.061
0.4 0.491 1.000 1.060 0.872 1.002 1.000 1.019 1.031
0.6 1.036 0.999 1.035 0.879 1.018 1.000 1.141 1.018
0.8 2.950 0.995 1.021 0.919 1.039 0.996 1.792 1.003

Curiously, the MSE decreased with increasing level of heterogeneity across all

estimation schemes and sample sizes considered. Among the weighted least squares

routines, empirical WLS had consistently larger MSE than that of OLS. This differ-

ence ranged between approximately 3 and 15%. ISE-based WLS generally had lower

MSE than OLS, except on estimates corresponding to the time dependent covariate

with the largest sample size (p = 2, n = 200). As we would expect, true WLS offered

some improvements in MSE. On samples with higher heterogeneity, the reduction in

OLS MSE ranged between 1 and 13%.

Both expanded OLS and empirical ridge estimation schemes had comparable

performance to OLS, owing to the fact that singularity primarily occurred toward
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the end of the observation period for the smallest sample size (n = 50). On these

late time points empirical ridge tended to outperform expanded OLS slightly, though

neither method had substantially smaller MSE than OLS.

Table 5.2. Model 1 MSE and relative efficiency for n = 100

Var Expanded True Empirical ISE-based Empirical L-curve GCV
(γi) p t OLS OLS WLS WLS WLS ridge ridge ridge

0 1 0.2 0.105 1.000 1.008 0.882 1.026 1.00 1.000 1.035
0.4 0.328 1.000 1.012 0.883 1.084 1.00 1.000 1.015
0.6 0.735 1.000 1.012 0.876 1.082 1.00 1.028 1.005
0.8 1.869 0.987 1.007 0.876 1.087 0.99 1.324 0.989

2 0.2 0.103 1.000 1.010 0.887 0.997 1.00 1.000 1.032
0.4 0.315 1.000 1.015 0.877 1.012 1.00 1.000 1.016
0.6 0.736 1.000 1.021 0.887 1.048 1.00 1.041 1.009
0.8 1.895 0.999 1.014 0.897 1.031 1.00 1.375 1.003

1 1 0.2 0.102 1.000 1.046 0.880 1.051 1.000 1.000 1.037
0.4 0.292 1.000 0.995 0.860 1.058 1.000 1.000 1.018
0.6 0.637 1.000 0.983 0.849 1.081 1.000 1.025 1.009
0.8 1.353 1.000 0.989 0.851 1.084 1.000 1.202 1.004

2 0.2 0.102 1.000 1.072 0.897 1.009 1.000 1.000 1.033
0.4 0.290 1.000 1.050 0.884 1.027 1.000 1.000 1.016
0.6 0.615 1.000 1.039 0.875 1.031 1.000 1.018 1.011
0.8 1.442 1.000 1.034 0.870 1.042 1.000 1.282 1.005

4 1 0.2 0.096 1.000 1.103 0.906 1.061 1.000 1.000 1.044
0.4 0.260 1.000 1.054 0.895 1.088 1.000 1.000 1.027
0.6 0.508 1.000 1.020 0.891 1.102 1.000 1.008 1.014
0.8 0.968 1.000 1.002 0.906 1.106 1.000 1.072 1.008

2 0.2 0.098 1.000 1.139 0.903 1.007 1.000 1.000 1.034
0.4 0.261 1.000 1.100 0.879 1.012 1.000 1.000 1.020
0.6 0.506 1.000 1.069 0.846 1.020 1.000 1.006 1.011
0.8 0.941 1.000 1.046 0.865 1.034 1.000 1.073 1.007

Ridge regression with parameter selected using the L-curve and GCV criteria

generally obtained an improvement in OLS MSE. For L-curve ridge estimation, this

improvement occurred late in the observation period. GCV-based ridge regression

achieved smaller reductions in OLS MSE early in the observation period. The degree

of improvement for both estimators appeared to decrease with increasing sample size

and level of heterogeneity.

Further examination of MSE decomposed into bias and variance shows that some
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of these improvements come at the cost of increased bias or variance. Figures 5.1,

5.2 and 5.3 depict the bias of the cumulative regression function estimates for each

covarite in Model 1. All of the estimation schemes are represented in these graphs,

with the exception of expanded OLS and empirical ridge regression. Performance of

these two estimation schemes was nearly identical to that of OLS, and we therefore

excluded these estimators from the graphical depictions for brevity.

Table 5.3. Model 1 MSE and relative efficiency for n = 200

Var Expanded True Empirical ISE-based Empirical L-curve GCV
(γi) p t OLS OLS WLS WLS WLS ridge ridge ridge

0 1 0.2 0.058 1.000 1.006 0.925 1.052 1.000 1.000 1.023
0.4 0.176 1.000 1.006 0.923 1.047 1.000 1.000 1.014
0.6 0.401 1.000 1.007 0.896 1.048 1.000 1.000 1.006
0.8 0.815 1.000 1.010 0.864 1.063 1.000 1.033 1.003

2 0.2 0.060 1.000 1.012 0.923 0.994 1.000 1.000 1.015
0.4 0.180 1.000 1.010 0.924 0.997 1.000 1.000 1.006
0.6 0.395 1.000 1.014 0.900 0.999 1.000 0.999 1.003
0.8 0.797 1.000 1.011 0.870 1.018 1.000 1.037 1.002

1 1 0.2 0.057 1.000 1.002 0.928 1.051 1.000 1.000 1.023
0.4 0.160 1.000 0.984 0.927 1.042 1.000 1.000 1.014
0.6 0.328 1.000 0.977 0.871 1.047 1.000 1.000 1.008
0.8 0.616 1.000 0.982 0.866 1.065 1.000 1.008 1.004

2 0.2 0.058 1.000 1.068 0.929 0.993 1.000 1.000 1.015
0.4 0.169 1.000 1.045 0.940 0.985 1.000 1.000 1.007
0.6 0.333 1.000 1.037 0.896 0.981 1.000 1.000 1.003
0.8 0.614 1.000 1.039 0.886 1.006 1.000 1.013 1.002

4 1 0.2 0.054 1.000 1.054 0.924 1.049 1.000 1.000 1.022
0.4 0.152 1.000 1.016 0.927 1.063 1.000 1.000 1.015
0.6 0.292 1.000 1.003 0.898 1.087 1.000 1.000 1.011
0.8 0.499 1.000 0.993 0.869 1.086 1.000 1.001 1.007

2 0.2 0.055 1.000 1.121 0.927 0.989 1.000 1.000 1.014
0.4 0.152 1.000 1.067 0.921 0.982 1.000 1.000 1.009
0.6 0.286 1.000 1.041 0.910 0.991 1.000 1.000 1.006
0.8 0.492 1.000 1.037 0.893 0.998 1.000 1.001 1.003

Empirical WLS exhibited bias similar to that of OLS. True WLS also had sim-

ilar bias under no subject heterogeneity, but tended to overestimate the cumulative

regression function corresponding to the time-invariant covariate under moderate to

high levels of heterogeneity. ISE-based WLS tended to give underestimates regardless
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Figure 5.1. Model 1 bias for n = 50
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Figure 5.2. Model 1 bias for n = 100
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Figure 5.3. Model 1 bias for n = 200
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Figure 5.4. Model 1 variance for n = 50
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Figure 5.5. Model 1 variance for n = 100
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Figure 5.6. Model 1 variance for n = 200
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Figure 5.7. Model 1 bias of variance estimates for n = 50, p = 1
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Figure 5.8. Model 1 bias of variance estimates for n = 50, p = 2
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Figure 5.9. Model 1 bias of variance estimates for n = 100, p = 1
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Figure 5.10. Model 1 bias of variance estimates for n = 100, p = 2
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Figure 5.11. Model 1 bias of variance estimates for n = 200, p = 1
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Figure 5.12. Model 1 bias of variance estimates for n = 200, p = 2
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of the dependence on time, level of heterogeneity and sample size.

Use of ridge regression tended to translate into increase in bias late in the obser-

vation period for the smallest sample size. For larger n, the L-curve and GCV ridge

estimators appeared no worse than OLS in terms of bias. Between the two ridge se-

lection methods, L-curve bias was generally smaller than the bias under GCV-based

regularization. Variance (calculated by subtracting the squared bias from MSE) for

Table 5.4. Model 1 95% confidence interval coverage for n = 50

Var Expanded True Empirical ISE-based Empirical L-curve GCV
(γi) p t OLS OLS WLS WLS WLS ridge ridge ridge

0 1 0.2 0.947 0.947 0.942 0.927 0.923 0.947 0.947 0.945
0.4 0.953 0.953 0.947 0.934 0.937 0.953 0.953 0.950
0.6 0.955 0.955 0.951 0.947 0.941 0.955 0.955 0.955
0.8 0.972 0.971 0.974 0.968 0.962 0.971 0.968 0.972

2 0.2 0.940 0.940 0.939 0.925 0.922 0.940 0.940 0.937
0.4 0.942 0.942 0.942 0.933 0.930 0.942 0.942 0.938
0.6 0.954 0.954 0.955 0.944 0.946 0.954 0.953 0.953
0.8 0.963 0.965 0.965 0.953 0.955 0.964 0.959 0.964

1 1 0.2 0.950 0.950 0.938 0.933 0.927 0.950 0.950 0.946
0.4 0.951 0.951 0.939 0.935 0.936 0.951 0.951 0.951
0.6 0.960 0.960 0.946 0.950 0.948 0.960 0.959 0.958
0.8 0.968 0.969 0.957 0.960 0.957 0.969 0.966 0.968

2 0.2 0.940 0.940 0.934 0.916 0.919 0.940 0.940 0.938
0.4 0.934 0.934 0.929 0.926 0.921 0.934 0.935 0.928
0.6 0.949 0.949 0.943 0.938 0.938 0.949 0.947 0.945
0.8 0.959 0.960 0.958 0.954 0.951 0.960 0.956 0.961

4 1 0.2 0.946 0.946 0.933 0.925 0.927 0.946 0.946 0.944
0.4 0.944 0.944 0.934 0.928 0.924 0.944 0.944 0.941
0.6 0.949 0.949 0.945 0.938 0.935 0.949 0.948 0.946
0.8 0.962 0.962 0.958 0.960 0.949 0.962 0.962 0.964

2 0.2 0.937 0.937 0.936 0.919 0.922 0.937 0.937 0.936
0.4 0.933 0.933 0.929 0.932 0.925 0.933 0.933 0.931
0.6 0.944 0.944 0.936 0.936 0.933 0.944 0.947 0.942
0.8 0.956 0.956 0.954 0.946 0.944 0.956 0.956 0.955

both covariates among six of the estimation schemes is shown in Figures 5.4, 5.5 and

5.6. The variance over time is similar across all of the methods except ridge regression

with the L-curve criterion, which had substantially lower variance over the last half of

the observation period. Closer examination of the plots reveals that empirical WLS
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tended to have higher variance versus the other estimators.

Use of approximate asymptotic theory to derive variance for the ridge regres-

sion estimator may affect accuracy on finite samples, so we compared the simulation

variance obtained from the MSE decomposition with variance estimates calculated

from the covariance estimators Σ̂(t) and Σ̃(t). Figures 5.7, 5.8, 5.9, 5.10, 5.11 and

5.12 depict bias of the variance estimates for each sample size, covariate and level of

heterogeneity.

Table 5.5. Model 1 95% confidence interval coverage for n = 100

Var Expanded True Empirical ISE-based Empirical L-curve GCV
(γi) p t OLS OLS WLS WLS WLS ridge ridge ridge

0 1 0.2 0.940 0.940 0.936 0.919 0.930 0.940 0.940 0.936
0.4 0.937 0.937 0.933 0.924 0.929 0.937 0.937 0.934
0.6 0.950 0.950 0.947 0.943 0.943 0.950 0.950 0.951
0.8 0.954 0.954 0.951 0.950 0.950 0.954 0.955 0.954

2 0.2 0.934 0.934 0.929 0.923 0.922 0.934 0.934 0.932
0.4 0.931 0.931 0.936 0.920 0.926 0.931 0.931 0.930
0.6 0.940 0.940 0.940 0.926 0.934 0.940 0.941 0.938
0.8 0.943 0.943 0.948 0.940 0.941 0.943 0.945 0.944

1 1 0.2 0.936 0.936 0.914 0.919 0.928 0.936 0.936 0.935
0.4 0.936 0.936 0.917 0.916 0.929 0.936 0.936 0.935
0.6 0.944 0.944 0.929 0.927 0.941 0.944 0.945 0.943
0.8 0.960 0.960 0.944 0.946 0.953 0.960 0.961 0.959

2 0.2 0.929 0.929 0.925 0.913 0.917 0.929 0.929 0.925
0.4 0.925 0.925 0.919 0.918 0.916 0.925 0.925 0.923
0.6 0.940 0.940 0.938 0.935 0.932 0.940 0.940 0.939
0.8 0.949 0.949 0.942 0.940 0.937 0.949 0.949 0.948

4 1 0.2 0.925 0.925 0.906 0.913 0.923 0.925 0.925 0.926
0.4 0.931 0.931 0.910 0.917 0.926 0.931 0.931 0.931
0.6 0.942 0.942 0.921 0.929 0.933 0.942 0.942 0.939
0.8 0.946 0.946 0.936 0.943 0.944 0.946 0.946 0.945

2 0.2 0.924 0.924 0.914 0.908 0.912 0.924 0.924 0.920
0.4 0.921 0.921 0.910 0.912 0.912 0.921 0.921 0.917
0.6 0.925 0.925 0.921 0.920 0.919 0.925 0.925 0.922
0.8 0.932 0.932 0.932 0.927 0.927 0.932 0.931 0.930

The martingale-based variance estimates diag
(
Σ̂(t)

)
= σ̂(t)2 had little to no

bias for the smallest sample size except for times late in the observation period. With
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larger sample size, there appeared to be an increasing degree of variance underesti-

mation across all estimation schemes. Underestimation was also evident in the robust

variance estimates diag
(
Σ̃(t)

)
= σ̃(t)2, regardless of the estimation scheme, covari-

ate, sample size and level of heterogeneity. This phenomenon may be partly explained

by the use of a marginal model, which does not account for additional variance due

to hetereogeneity.

No concerning differences were apparent in the variance estimates under ridge

regression with L-curve and GCV-based parameter selection. If use of an augmented

generalized inverse limits our ability to accurately estimate variance, this problem is

not evident in the performance on Model 1.

Table 5.6. Model 1 95% confidence interval coverage for n = 200

Var Expanded True Empirical ISE-based Empirical L-curve GCV
(γi) p t OLS OLS WLS WLS WLS ridge ridge ridge

0 1 0.2 0.917 0.917 0.914 0.906 0.913 0.917 0.917 0.914
0.4 0.910 0.910 0.905 0.903 0.911 0.910 0.910 0.911
0.6 0.920 0.920 0.917 0.909 0.922 0.920 0.920 0.919
0.8 0.943 0.943 0.939 0.926 0.937 0.943 0.944 0.944

2 0.2 0.903 0.903 0.904 0.895 0.897 0.903 0.903 0.902
0.4 0.901 0.901 0.901 0.899 0.893 0.901 0.901 0.898
0.6 0.911 0.911 0.912 0.904 0.899 0.911 0.910 0.910
0.8 0.924 0.924 0.926 0.919 0.915 0.924 0.925 0.922

1 1 0.2 0.911 0.911 0.889 0.901 0.905 0.911 0.911 0.909
0.4 0.911 0.911 0.891 0.900 0.908 0.911 0.911 0.911
0.6 0.925 0.925 0.903 0.910 0.923 0.925 0.925 0.924
0.8 0.939 0.939 0.924 0.927 0.934 0.939 0.938 0.939

2 0.2 0.902 0.902 0.889 0.896 0.889 0.902 0.902 0.900
0.4 0.887 0.887 0.881 0.893 0.887 0.887 0.887 0.885
0.6 0.911 0.911 0.905 0.907 0.900 0.911 0.911 0.909
0.8 0.923 0.923 0.919 0.924 0.914 0.923 0.923 0.922

4 1 0.2 0.903 0.903 0.880 0.894 0.901 0.903 0.903 0.905
0.4 0.895 0.895 0.860 0.880 0.899 0.895 0.895 0.892
0.6 0.908 0.908 0.878 0.894 0.908 0.908 0.908 0.907
0.8 0.920 0.920 0.900 0.909 0.920 0.920 0.920 0.921

2 0.2 0.898 0.898 0.883 0.886 0.887 0.898 0.898 0.896
0.4 0.884 0.884 0.873 0.878 0.878 0.884 0.884 0.883
0.6 0.888 0.888 0.880 0.890 0.884 0.888 0.888 0.885
0.8 0.911 0.911 0.909 0.905 0.905 0.911 0.911 0.911
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Table 5.7. Model 1 95% Scheike’s robust confidence band coverage

Var Expanded True Empirical ISE-based Empirical L-curve GCV
(γi) p n OLS OLS WLS WLS WLS ridge ridge ridge

0 1 50 0.941 0.938 0.942 0.939 0.943 0.939 0.979 0.934
100 0.980 0.980 0.980 0.978 0.982 0.980 0.989 0.979
200 0.992 0.992 0.991 0.989 0.992 0.992 0.992 0.991

2 50 0.945 0.942 0.944 0.941 0.943 0.944 0.980 0.938
100 0.980 0.980 0.980 0.977 0.980 0.980 0.988 0.978
200 0.990 0.990 0.990 0.987 0.989 0.990 0.991 0.989

1 1 50 0.956 0.956 0.956 0.952 0.957 0.956 0.981 0.953
100 0.987 0.987 0.985 0.983 0.987 0.987 0.991 0.985
200 0.993 0.993 0.990 0.990 0.992 0.993 0.993 0.992

2 50 0.957 0.957 0.954 0.954 0.956 0.958 0.981 0.953
100 0.986 0.986 0.984 0.983 0.985 0.986 0.990 0.985
200 0.991 0.991 0.991 0.987 0.989 0.991 0.991 0.990

4 1 50 0.969 0.969 0.968 0.966 0.970 0.969 0.983 0.966
100 0.989 0.989 0.988 0.987 0.990 0.989 0.991 0.988
200 0.990 0.990 0.987 0.986 0.990 0.990 0.991 0.990

2 50 0.967 0.967 0.964 0.963 0.965 0.967 0.981 0.963
100 0.988 0.988 0.988 0.985 0.987 0.988 0.990 0.986
200 0.989 0.989 0.987 0.985 0.986 0.989 0.989 0.987

Tables 5.4, 5.5 and 5.6 give the coverage probabilities for 95% pointwise con-

fidence intervals. There were no marked differences in coverage across estimation

schemes. Overall, the coverage was close to the nominal value for the smallest sample

size n = 50. For larger n, the coverage decreased to just under 90%. A drop in

coverage was also associated with larger subject heterogeneity. Coverage also tended

to be lower for the covariate with the time-varying regression function α2(t) = t.

Despite the robust variance estimator’s tendency for underestimation, the robust

confidence bands coverage probabilities were substantially higher than the nominal

value of 95% (Table 5.7). Coverage probabilities for Andersen-Borgan, Hall-Wellner

and equal precision 95% confidence bands (not shown) were more liberal, with cov-

erage at or nearly 100%.
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5.5 Performance on Model 2

In this section we examine performance on the two-covariate survival model with

time-independent regression functions and varying degree of covariate correlation.

Table 5.8. Model 2 MSE and relative efficiency for n = 50

Expanded True Empirical ISE-based Empirical L-curve GCV
ρi p t OLS OLS WLS WLS WLS ridge ridge ridge

0 1 0.2 0.130 1.000 1.031 0.840 0.920 1.000 1.000 1.070
0.4 0.348 1.000 1.042 0.855 0.957 1.000 1.010 1.035
0.6 0.665 1.000 1.037 0.866 1.032 1.000 1.055 1.022
0.8 1.241 1.000 1.038 0.870 1.055 1.000 1.185 1.013

2 0.2 0.125 1.000 1.042 0.870 0.948 1.000 1.000 1.066
0.4 0.319 1.000 1.042 0.866 0.979 1.000 1.008 1.040
0.6 0.656 1.000 1.023 0.882 1.033 1.000 1.052 1.023
0.8 1.217 1.000 1.033 0.903 1.053 1.000 1.167 1.011

0.5 1 0.2 0.172 1.000 1.032 0.890 0.977 1.000 0.999 1.080
0.4 0.448 1.000 1.042 0.865 0.997 1.000 1.018 1.043
0.6 0.901 1.000 1.044 0.894 1.034 1.000 1.088 1.024
0.8 1.713 1.000 1.047 0.876 1.066 1.000 1.255 1.011

2 0.2 0.168 1.000 1.041 0.894 0.995 1.000 1.000 1.081
0.4 0.426 1.000 1.042 0.867 1.012 1.000 1.012 1.047
0.6 0.853 1.000 1.024 0.887 1.034 1.000 1.073 1.023
0.8 1.769 1.000 1.054 0.884 1.111 1.000 1.289 1.010

0.9 1 0.2 0.666 1.000 1.035 0.870 0.953 1.000 1.633 1.175
0.4 1.726 1.000 1.043 0.856 0.967 1.000 1.493 1.105
0.6 3.377 1.000 1.046 0.877 0.983 1.000 1.457 1.068
0.8 23.812 1.000 0.898 0.969 1.061 1.000 3.919 1.232

2 0.2 0.659 1.000 1.044 0.876 0.962 1.000 1.628 1.181
0.4 1.685 1.000 1.044 0.860 0.974 1.000 1.502 1.108
0.6 3.324 1.000 1.038 0.887 0.986 1.000 1.442 1.070
0.8 12.731 1.000 0.945 0.946 1.051 1.000 2.624 1.165

The OLS MSE of the cumulative regression function estimates and corresponding

relative efficiencies for the competing estimation schemes are presented in Tables 5.8,

5.9 and 5.10.

The MSE generally increased with higher degree of covariate correlation. True

WLS achieved a 3 to 5% improvement in OLS MSE. These differences were small com-

pared to those seen in Model 1. OLS consistently outperformed empirical WLS across
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all sample sizes and levels of covariate correlation considered. The MSE achieved by

empirical WLS was approximately 10 to 15% larger than that of OLS, but this dis-

crepancy did appear to decrease with sample size. Some improvements in OLS MSE

were demonstrated by ISE-based WLS late in the observation period for the smallest

sample size (n = 50). For earlier times and larger samples ISE-based WLS failed to

outperform OLS. On the largest sample size (n = 200), OLS MSE was 3 to 20% lower

than ISE-based WLS.

Table 5.9. Model 2 MSE and relative efficiency for n = 100

Expanded True Empirical ISE-based Empirical L-curve GCV
ρi p t OLS OLS WLS WLS WLS ridge ridge ridge

0 1 0.2 0.062 1.000 1.034 0.853 0.864 1.000 1.000 1.042
0.4 0.148 1.000 1.043 0.828 0.946 1.000 1.000 1.028
0.6 0.279 1.000 1.043 0.861 0.982 1.000 1.001 1.017
0.8 0.507 1.000 1.031 0.857 1.014 1.000 1.013 1.010

2 0.2 0.061 1.000 1.045 0.865 0.917 1.000 1.000 1.044
0.4 0.154 1.000 1.059 0.857 0.986 1.000 1.000 1.025
0.6 0.300 1.000 1.055 0.856 1.000 1.000 1.000 1.016
0.8 0.502 1.000 1.038 0.864 1.009 1.000 1.012 1.013

0.5 1 0.2 0.080 1.000 1.036 0.859 0.909 1.000 1.000 1.049
0.4 0.190 1.000 1.051 0.834 0.999 1.000 1.000 1.030
0.6 0.366 1.000 1.047 0.853 1.007 1.000 1.003 1.018
0.8 0.671 1.000 1.032 0.860 1.015 1.000 1.031 1.011

2 0.2 0.080 1.000 1.041 0.883 0.916 1.000 1.000 1.051
0.4 0.198 1.000 1.061 0.857 1.004 1.000 1.000 1.031
0.6 0.388 1.000 1.052 0.863 0.995 1.000 1.004 1.020
0.8 0.655 1.000 1.046 0.841 1.015 1.000 1.034 1.016

0.9 1 0.2 0.298 1.000 1.036 0.850 0.990 1.000 1.040 1.123
0.4 0.731 1.000 1.059 0.854 0.995 1.000 1.155 1.080
0.6 1.406 1.000 1.055 0.883 1.004 1.000 1.267 1.056
0.8 2.505 1.000 1.051 0.875 0.992 1.000 1.293 1.030

2 0.2 0.296 1.000 1.036 0.853 0.985 1.000 1.037 1.127
0.4 0.753 1.000 1.065 0.849 1.005 1.000 1.159 1.083
0.6 1.442 1.000 1.057 0.876 1.004 1.000 1.282 1.058
0.8 2.490 1.000 1.050 0.870 0.984 1.000 1.303 1.035

Expanded OLS and empirical ridge regression estimates were nearly identical

to that of OLS, once again owing to relatively infrequent cases of rank deficiency.

Performance of L-curve and GCV ridge estimators demonstrated that wider use of
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ridge regression did obtain a reduction in MSE. The tendency we saw in Model 1 for

the L-curve approach to reduce OLS MSE later in the observation period was present

in Model 2 as well. A consistent pattern also holds for GCV ridge regression, which

saw larger reductions in OLS MSE earlier in the observation period.

Table 5.10. Model 2 MSE and relative efficiency for n = 200

Expanded True Empirical ISE-based Empirical L-curve GCV
ρi p t OLS OLS WLS WLS WLS ridge ridge ridge

0 1 0.2 0.031 1.000 1.033 0.910 0.784 1.000 1.000 1.025
0.4 0.077 1.000 1.040 0.910 0.903 1.000 1.000 1.017
0.6 0.146 1.000 1.043 0.904 0.949 1.000 1.000 1.011
0.8 0.247 1.000 1.034 0.879 0.945 1.000 1.000 1.005

2 0.2 0.029 1.000 1.038 0.902 0.817 1.000 1.000 1.022
0.4 0.075 1.000 1.032 0.901 0.896 1.000 1.000 1.014
0.6 0.144 1.000 1.028 0.901 0.939 1.000 1.000 1.008
0.8 0.236 1.000 1.038 0.870 0.970 1.000 1.000 1.005

0.5 1 0.2 0.040 1.000 1.029 0.894 0.825 1.000 1.000 1.035
0.4 0.104 1.000 1.035 0.906 0.901 1.000 1.000 1.023
0.6 0.193 1.000 1.042 0.880 0.911 1.000 1.000 1.016
0.8 0.326 1.000 1.027 0.856 0.907 1.000 1.000 1.007

2 0.2 0.039 1.000 1.034 0.926 0.832 1.000 1.000 1.031
0.4 0.101 1.000 1.027 0.908 0.879 1.000 1.000 1.021
0.6 0.190 1.000 1.037 0.885 0.877 1.000 1.000 1.014
0.8 0.306 1.000 1.040 0.864 0.890 1.000 1.000 1.009

0.9 1 0.2 0.147 1.000 1.030 0.824 0.948 1.000 1.000 1.127
0.4 0.391 1.000 1.031 0.849 0.942 1.000 1.001 1.104
0.6 0.718 1.000 1.041 0.842 0.931 1.000 1.031 1.070
0.8 1.187 1.000 1.036 0.827 0.925 1.000 1.107 1.047

2 0.2 0.147 1.000 1.031 0.831 0.973 1.000 1.000 1.123
0.4 0.386 1.000 1.028 0.841 0.951 1.000 1.001 1.104
0.6 0.710 1.000 1.042 0.841 0.948 1.000 1.032 1.070
0.8 1.145 1.000 1.042 0.830 0.919 1.000 1.101 1.049

Figures 5.13, 5.14 and 5.15 depict the bias of the cumulative regression function

estimates for each covariate and combination of sample size and level of covariate

correlation.

From the plots of the bias functions we note that the OLS MSE reduction

achieved by true WLS came at no cost in terms of bias as it did under Model 1.

Bias measured on empirical WLS estimates was not substantially different from OLS.
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Figure 5.13. Model 2 bias for n = 50
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Figure 5.14. Model 2 bias for n = 100
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Figure 5.15. Model 2 bias for n = 200
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Figure 5.16. Model 2 variance for n = 50
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Figure 5.17. Model 2 variance for n = 100
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Figure 5.18. Model 2 variance for n = 200
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Figure 5.19. Model 2 bias of variance estimates for n = 50, p = 1
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Figure 5.20. Model 2 bias of variance estimates for n = 50, p = 2
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Figure 5.21. Model 2 bias of variance estimates for n = 100, p = 1
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Figure 5.22. Model 2 bias of variance estimates for n = 100, p = 2
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Figure 5.23. Model 2 bias of variance estimates for n = 200, p = 1

−
0.

1
−

0.
05

0

OLS
σσ̂ 12

−−
 M

S
E

−−
B

ia
s2  

True WLS Empirical WLS

−
0.

1
−

0.
05

0

ISE−based WLS L−curve ridge GCV ridge

−
0.

4
−

0.
2

0

OLS

σσ~ 12
−−

 M
S

E
−−

B
ia

s2  

True WLS Empirical WLS

−
0.

4
−

0.
2

0

0 0.2 0.4 0.6 0.8 1

ISE−based WLS

Time

L−curve ridge GCV ridge

ρρi == 0 ρρi == 0.5 ρρi == 0.9

86



Figure 5.24. Model 2 bias of variance estimates for n = 200, p = 2
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As in Model 1, ISE-based WLS estimates tended to be biased downward.

Ridge regression with L-curve and GCV parameter selection was not associated

with a discernable increase in bias. Use of L-curve ridge esitmation actually appeared

to curb extreme bias late in the observation period.

Table 5.11. Model 2 95% confidence interval coverage for n = 50

Expanded True Empirical ISE-based Empirical L-curve GCV
ρi p t OLS OLS WLS WLS WLS ridge ridge ridge

0 1 0.2 0.955 0.955 0.958 0.939 0.930 0.955 0.955 0.954
0.4 0.948 0.948 0.953 0.937 0.934 0.948 0.948 0.944
0.6 0.947 0.947 0.950 0.940 0.934 0.947 0.948 0.947
0.8 0.962 0.962 0.961 0.953 0.954 0.962 0.964 0.960

2 0.2 0.959 0.959 0.960 0.946 0.936 0.959 0.959 0.956
0.4 0.959 0.959 0.960 0.949 0.939 0.959 0.959 0.959
0.6 0.962 0.962 0.961 0.953 0.944 0.962 0.962 0.959
0.8 0.960 0.960 0.963 0.954 0.952 0.960 0.963 0.960

0.5 1 0.2 0.958 0.958 0.956 0.938 0.933 0.958 0.958 0.954
0.4 0.947 0.947 0.955 0.939 0.933 0.947 0.947 0.946
0.6 0.944 0.944 0.949 0.942 0.937 0.944 0.943 0.942
0.8 0.957 0.957 0.960 0.950 0.948 0.957 0.957 0.953

2 0.2 0.957 0.957 0.957 0.943 0.937 0.957 0.957 0.954
0.4 0.960 0.960 0.961 0.952 0.947 0.960 0.960 0.960
0.6 0.954 0.954 0.954 0.949 0.941 0.954 0.954 0.950
0.8 0.961 0.961 0.959 0.955 0.953 0.961 0.958 0.958

0.9 1 0.2 0.953 0.953 0.957 0.930 0.943 0.953 0.951 0.953
0.4 0.948 0.948 0.949 0.935 0.939 0.948 0.932 0.946
0.6 0.947 0.947 0.946 0.932 0.939 0.947 0.936 0.943
0.8 0.948 0.948 0.948 0.938 0.938 0.948 0.937 0.949

2 0.2 0.955 0.955 0.953 0.936 0.943 0.955 0.951 0.961
0.4 0.950 0.950 0.951 0.937 0.941 0.950 0.939 0.952
0.6 0.948 0.948 0.950 0.940 0.938 0.948 0.936 0.949
0.8 0.949 0.949 0.953 0.941 0.938 0.949 0.939 0.951

Variance for each estimation scheme is depicted in Figures 5.16, 5.17 and 5.18. As

in Model 1, L-curve ridge regression obtained the lowest variance and empirical WLS

tended to have the highest. Across all methods, the variance increased substantially

with higher levels of covariate correlation.

Approximate bias of the variance estimates is shown in Figures 5.19, 5.20, 5.21,
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Table 5.12. Model 2 95% confidence interval coverage for n = 100

Expanded True Empirical ISE-based Empirical L-curve GCV
ρi p t OLS OLS WLS WLS WLS ridge ridge ridge

0 1 0.2 0.949 0.949 0.945 0.933 0.924 0.949 0.949 0.947
0.4 0.955 0.955 0.955 0.943 0.944 0.955 0.955 0.954
0.6 0.961 0.961 0.963 0.956 0.950 0.961 0.961 0.960
0.8 0.962 0.962 0.963 0.957 0.958 0.962 0.962 0.962

2 0.2 0.950 0.950 0.951 0.942 0.932 0.950 0.950 0.949
0.4 0.952 0.952 0.956 0.948 0.947 0.952 0.952 0.950
0.6 0.956 0.956 0.961 0.948 0.947 0.956 0.956 0.955
0.8 0.959 0.959 0.961 0.959 0.949 0.959 0.959 0.956

0.5 1 0.2 0.950 0.950 0.948 0.923 0.923 0.950 0.950 0.946
0.4 0.955 0.955 0.957 0.943 0.945 0.955 0.955 0.954
0.6 0.956 0.956 0.956 0.948 0.950 0.956 0.956 0.954
0.8 0.961 0.961 0.959 0.952 0.955 0.961 0.961 0.959

2 0.2 0.948 0.948 0.949 0.930 0.930 0.948 0.948 0.946
0.4 0.950 0.950 0.952 0.938 0.945 0.950 0.950 0.951
0.6 0.956 0.956 0.955 0.942 0.948 0.956 0.956 0.953
0.8 0.958 0.958 0.960 0.949 0.955 0.958 0.959 0.958

0.9 1 0.2 0.948 0.948 0.945 0.917 0.939 0.948 0.948 0.952
0.4 0.950 0.950 0.950 0.932 0.949 0.950 0.944 0.947
0.6 0.951 0.951 0.951 0.941 0.946 0.951 0.944 0.954
0.8 0.951 0.951 0.953 0.943 0.945 0.951 0.942 0.949

2 0.2 0.950 0.950 0.951 0.924 0.946 0.950 0.950 0.953
0.4 0.948 0.948 0.952 0.932 0.944 0.948 0.942 0.949
0.6 0.954 0.954 0.953 0.942 0.948 0.954 0.939 0.951
0.8 0.952 0.952 0.955 0.942 0.949 0.952 0.941 0.954

5.22, 5.23 and 5.24. None of the martingale-based estimates appear to be very ac-

curate under high covariate correlation. Over times late in the observation period

L-curve ridge regression variance estimates tended to be biased downward and the

remaining methods gave overestimates.

As we saw in Model 1 the robust variance estimator appeared to give underesti-

mates, particularly under high covariate correlation. The degree of underestimation

appeared to decrease with lower covariate correlation and larger sample size. Tables

5.11, 5.12 and 5.13 give the observed coverage probabilities for 95% pointwise con-

fidence intervals. Despite the apparent bias in variance estimation, the coverage is

close to the nominal value across all methods, sample sizes and levels of covariate
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Table 5.13. Model 2 95% confidence interval coverage for n = 200

Expanded True Empirical ISE-based Empirical L-curve GCV
ρi p t OLS OLS WLS WLS WLS ridge ridge ridge

0 1 0.2 0.947 0.947 0.945 0.938 0.932 0.947 0.947 0.947
0.4 0.949 0.949 0.950 0.944 0.941 0.949 0.949 0.949
0.6 0.952 0.952 0.953 0.944 0.951 0.952 0.952 0.952
0.8 0.955 0.955 0.951 0.943 0.948 0.955 0.955 0.956

2 0.2 0.957 0.957 0.957 0.950 0.938 0.957 0.957 0.953
0.4 0.952 0.952 0.953 0.945 0.942 0.952 0.952 0.950
0.6 0.954 0.954 0.954 0.949 0.954 0.954 0.954 0.955
0.8 0.958 0.958 0.956 0.950 0.958 0.958 0.958 0.957

0.5 1 0.2 0.950 0.950 0.946 0.930 0.933 0.950 0.950 0.949
0.4 0.945 0.945 0.948 0.936 0.942 0.945 0.945 0.943
0.6 0.948 0.948 0.952 0.937 0.946 0.948 0.948 0.948
0.8 0.954 0.954 0.950 0.933 0.948 0.954 0.954 0.953

2 0.2 0.953 0.953 0.954 0.938 0.943 0.953 0.953 0.953
0.4 0.944 0.944 0.947 0.939 0.941 0.944 0.944 0.944
0.6 0.948 0.948 0.949 0.937 0.947 0.948 0.948 0.947
0.8 0.953 0.953 0.951 0.947 0.949 0.953 0.953 0.955

0.9 1 0.2 0.949 0.949 0.948 0.918 0.942 0.949 0.949 0.951
0.4 0.939 0.939 0.939 0.919 0.933 0.939 0.940 0.942
0.6 0.948 0.948 0.944 0.922 0.936 0.948 0.948 0.950
0.8 0.947 0.947 0.948 0.933 0.944 0.947 0.942 0.946

2 0.2 0.950 0.950 0.951 0.927 0.937 0.950 0.950 0.955
0.4 0.941 0.941 0.946 0.925 0.936 0.941 0.941 0.945
0.6 0.947 0.947 0.947 0.928 0.943 0.947 0.946 0.947
0.8 0.953 0.953 0.950 0.938 0.950 0.953 0.947 0.952

correlation.

Coverage for the robust confidence bands tended to be higher than the nominal

value of 95% (Table 5.14). The Andersen-Borgan, Hall-Wellner and equal-precision

confidence band coverage (not shown) was substantially higher, at nearly 100% re-

gardless of sample size or level of covariate correlation.
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Table 5.14. Model 2 95% Scheike’s robust confidence band coverage

Expanded True Empirical ISE-based Empirical L-curve GCV
ρi p n OLS OLS WLS WLS WLS ridge ridge ridge

0 1 50 0.980 0.980 0.981 0.976 0.978 0.980 0.984 0.977
100 0.995 0.995 0.995 0.992 0.992 0.995 0.995 0.994
200 0.997 0.997 0.997 0.995 0.994 0.997 0.997 0.996

2 50 0.982 0.982 0.983 0.979 0.981 0.982 0.986 0.980
100 0.994 0.994 0.994 0.991 0.991 0.994 0.994 0.993
200 0.997 0.997 0.997 0.996 0.994 0.997 0.997 0.996

0.5 1 50 0.979 0.979 0.980 0.974 0.977 0.979 0.982 0.975
100 0.994 0.994 0.994 0.991 0.992 0.994 0.994 0.992
200 0.996 0.996 0.996 0.993 0.993 0.996 0.996 0.995

2 50 0.980 0.980 0.982 0.977 0.980 0.980 0.984 0.977
100 0.994 0.994 0.994 0.991 0.991 0.994 0.994 0.992
200 0.996 0.996 0.997 0.994 0.994 0.996 0.996 0.996

0.9 1 50 0.974 0.974 0.976 0.970 0.975 0.974 0.983 0.970
100 0.990 0.990 0.991 0.987 0.991 0.990 0.994 0.987
200 0.995 0.995 0.995 0.990 0.994 0.995 0.996 0.993

2 50 0.976 0.976 0.978 0.974 0.977 0.976 0.984 0.972
100 0.991 0.991 0.992 0.988 0.991 0.991 0.994 0.988
200 0.995 0.995 0.995 0.990 0.995 0.995 0.996 0.993

5.6 Agreement with true weighted least squares

Weight estimates highly correlated with the true weight matrix diag (λ(t)) should

perform almost as well as true WLS. In Tables 5.15 and 5.16 we summarize the Pear-

son correlation coefficients between the true weight values and the weight estimates

obtained using the empirical or ISE-based bandwidth, averaged over the 3000 repli-

cations in each experiment. These tables also give the average proportion of times

where the weight estimates were unstable, causing WLS estimation to degenerate into

OLS.

Under both models the empirical WLS scheme obtained weight estimates that

had higher agreement than those of ISE-based WLS, though neither approach achieved

even moderate correlation with the true weights on average. ISE-based WLS tended
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Table 5.15. Model 1 WLS weight estimation

ISE-based WLS Empirical WLS
Correlation with % times Correlation with % times

true weight unstable true weight unstable
n Var(γi) Mean SD Mean SD Mean SD Mean SD

50 0 0.256 0.133 32.4 16.7 0.318 0.191 50.0 15.5
1 0.277 0.146 31.7 17.0 0.332 0.173 50.0 16.3
4 0.233 0.123 28.7 17.0 0.321 0.182 54.0 14.4

100 0 0.224 0.106 29.7 13.3 0.266 0.139 29.4 14.3
1 0.196 0.106 30.0 14.8 0.250 0.133 31.2 13.9
4 0.188 0.091 31.2 15.2 0.238 0.159 34.4 13.9

200 0 0.179 0.103 31.0 11.3 0.192 0.137 13.5 8.6
1 0.152 0.095 32.0 11.1 0.166 0.082 16.7 9.2
4 0.151 0.077 34.0 11.2 0.182 0.124 18.9 11.4

Table 5.16. Model 2 WLS weight estimation

ISE-based WLS Empirical WLS
Correlation with % times Correlation with % times

true weight unstable true weight unstable
n ρi Mean SD Mean SD Mean SD Mean SD

50 0 0.246 0.134 32.2 16.1 0.342 0.203 57.4 14.7
0.5 0.222 0.101 34.0 16.7 0.363 0.224 58.1 13.4
0.9 0.245 0.135 37.1 16.4 0.333 0.185 58.7 13.1

100 0 0.172 0.088 33.0 13.1 0.337 0.161 39.0 15.1
0.5 0.186 0.093 34.6 13.3 0.302 0.174 41.5 13.7
0.9 0.187 0.097 39.5 14.5 0.319 0.180 45.5 14.7

200 0 0.122 0.097 34.4 11.9 0.241 0.169 23.6 12.0
0.5 0.121 0.080 34.8 12.8 0.257 0.177 25.2 11.2
0.9 0.125 0.079 38.0 12.4 0.213 0.158 29.1 13.0

to degenerate into OLS on approximately one third of the event times. This pro-

portion did not decrease with sample size, which is somewhat concerning. Empirical

WLS gave unstable weight estimates roughly half the time on average for the smallest

sample size considered, but this instability decreased as the sample size grew larger.
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5.7 Ridge parameter values

In this last section we take simulations from two experiments and examine the dis-

tribution of the data-driven ridge parameter values across time. Figure 5.25 depicts

the ridge parameter value η(t) selected by the L-curve and GCV criteria for Model

1 with n = 50 and Var(γi) = 0. We also generated a plot for the condition number

of the design matrix Y(t) to indicate the frequency of near singularity. In order to

include times at which Y(t) was perfectly singular, we imputed infinitely large con-

dition numbers to the maximum finite number encountered in the experiment. All

of the curves were smoothed using locally weighted regression. Figure 5.26 gives the

same two plots, but is based on Model 2 with n = 50 and ρi = 0.9.

Figure 5.25. Model 1 n = 50, Var(γi) = 0 ridge parameter η(t)
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GCV-based η(t) tended to be large early in the observation period and small at

later times regardless of the frequency of near or perfect singularity. Under Model 1,

η(t) selected using the L-curve was nearly zero at early times and increasingly large

later on in the observation period. Under near singularity, the degree of regularization

applied by the L-curve approach increased. The patterns seen for the L-curve did

not carry over to Model 2. However, under high covariate correlation the design
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Figure 5.26. Model 2 n = 50, ρi = 0.9 ridge parameter η(t)
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matrix Y(t) tended to have moderately high condition numbers throughout the entire

observation period. Only a handful of replications generated a nearly or perfectly

singular design toward the end of the observation period.
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Chapter 6

Applications

In this chapter, we shift our focus from simulated data and demonstrate the additive

risk model using two real data sets. The first example examines survival data among

liver disease patients available from Fleming and Harrington (1991). The second data

set, obtained from Gail et al. (1980), considers the occurrence of tumours in rats.

6.1 Primary biliary cirrhosis survival

Primary biliary cirrhosis (PBC) is a rare form of liver disease that results in the

destruction of bile ducts. Progression of PBC is slow, but complications of advanced

PBC are life-threatening. The etiology of PBC is unknown. Suspected causes of PBC

are autoimmune, genetic or viral in nature. Since no cure for PBC exists, treatment

focuses on the use of therapeutic agents to delay progression and manage symptoms.

Liver transplantation in advanced PBC patients is also a common intervention used

to prolong life (Vierling (2005)).

We obtained survival data on PBC patients referred to the Mayo Clinic between

January 1974 and May 1984 from Fleming and Harrington (1991). 312 of these
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patients participated in a placebo-controlled clinical trial of the immunosuppressive

drug D-penicillamine (DPCA). Patients were followed to July 1986. At this date, 125

patients had died (primarily due to PBC), 8 were lost to follow-up and 19 had received

liver transplants. This last group was censored at the date of transplantation. These

and further details on the data set can be found in Fleming and Harrington (1991)

(pp. 153–162).

Figure 6.1. PBC data estimated survival in placebo and DPCA treatment groups
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Examination of the Kaplan-Meier estimates by treatment type reveals little dif-

ference in survival between the placebo and DPCA groups (Figure 6.1). Fleming and

Harrington (1991) used the Cox proportional hazards model to obtain a treatment

effect adjusted for a number of factors measured at the time of registration. We re-

produce their final model in Table 6.1. The covariates included are age, presence of

edema, serum total bilirubin, serum albumin and prothrombin time. Edema is one

complication of cirrhosis, characterized by swelling of tissue due to the accumulation
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of bodily fluid. The covariate for edema is coded on three levels to incorporate in-

formation diuretic therapy received to treat edema. The three levels are: no edema

(0), edema with no history of diuretic therapy or successful diuretic therapy (1/2)

and edema despite diuretic therapy (1). Bilirubin and albumin are two liver enzymes

measured on the standard panel of liver function tests. Prothrombin time measures

how long blood takes to coagulate. Abnormally high bilirubin, low albumin and long

prothrombin time are clinical signs of liver damage (Vierling (2005)). We can there-

fore interpret the hazard ratio in Table 6.1 as a severity-adjusted treatment effect.

Table 6.1. PBC data severity-adjusted treatment effect

Factor Hazard ratio 95% CI lower 95% CI upper Z statistic p value

Age (years) 1.035 1.017 1.053 3.88 0.0001
Albumin (log g/dl) 0.046 0.011 0.187 -4.29 < 0.0001
Bilirubin (log mg/dl) 2.424 1.998 2.942 8.97 < 0.0001
Edema 2.199 1.230 3.930 2.66 0.0078
Prothrombin time 19.464 2.657 142.575 2.92 0.0035
Treatment 1.145 0.796 1.647 0.73 0.4700

These results indicate that DPCA has no effect on survival. We confirm this

finding using the additive risk model. Fleming and Harrington (1991) applied loga-

rithmic transformations to improve Cox model Z statistics. Since we cannot assume

these transformations will also be effective for the additive risk model, we fit a model

with all of the variables in plain scale. Figure 6.2 depicts the treatment cumulative

regression function estimates for six of the estimation schemes we examined in the

simulation study. All of the estimates indicate zero treatment effect.

A plot of the mean and standard deviation of the standardized martingale resid-

ual process standardized does not exhibit any problems with the fit (Figure 6.3).

However, a substantial number of negative variance estimates do crop up, indicating
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Figure 6.2. PBC data treatment cumulative regression function estimate
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Figure 6.3. PBC data standardized martingale residuals
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we should examine grouped martingale or Arjas plots for departures from linear-

ity among low-risk groups. Being the only categorical variable in the model other

than treatment, one would suspect that an improvement in fit could be obtained by

grouping the lowest two edema categories together.

6.2 Mammary tumour occurrence in rats

Thus far, we have not considered the type of event history data for which the additive

risk model is well-suited: recurrent events. In this section we consider times to tumour

occurrence in rats using data collected from an animal carcinogenesis experiment (Gail

et al. (1980)). The experiment involved selecting 76 female rats and injecting them

with a mammary cancer carcinogen. In the sixty days following, the animals were

given a diet supplemented with retinyl acetate to prevent cancer development. After

this period, the 48 rats that remained tumour-free were randomly assigned to receive

further anti-cancer treatment or control. The rats were then observed for 122 days,

during which tumour counts were measured twice weekly. Further details on the

study can be found in Thompson et al. (1978).

Figure 6.4 depicts the Nelson-Aalen cumulative intensity estimates for the two

treatment groups. Continued retinoid therapy appears to substantially reduce the

occurrence of mammary tumours.

Since Gail et al. (1980) made this data set available, it has been widely used

for demonstrative purposes. Cook and Lawless (2004) identified a significant subject-

specific frailty term in a mixed Poisson model, which can be fit using extensions to the

Cox model implemented in the R package survival (Therneau and Lumley (2006)).

We replicate their findings in Table 6.2.
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Figure 6.4. Tumour data Nelson-Aalen cumulative intensity estimates
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Table 6.2. Tumour data frailty-adjusted treatment effect

Factor Hazard ratio 95% CI lower 95% CI upper χ2 statistic DF p value

Treatment 0.445 0.290 0.685 13.6 1.0 0.0002
Frailty — — — 56.2 25.9 0.0005

The mixed Poisson model is fit using a penalized Cox model with gamma-

distributed frailty (e.g., Therneau and Grambsch (2000), Chapter 9). Following Fosen

et al. (2004), we can incorporate a frailty term into the additive risk model by includ-

ing a second covariate measuring the number of tumours up to but not including the

current observation time. The cumulative regression function estimates for the effect

of discontinued retinoid therapy are depicted in Figure 6.5. Note that the estimates

obtained from the OLS, empirical WLS, empirical ridge and L-curve ridge estimation

schemes are similar. ISE-based WLS and GCV-based ridge estimates are substan-

tially lower. Each estimate approximates a straight line with positive slope, indicating

that the continued retinoid therapy has a protective effect that is relatively constant

over time. One could argue that this effect does not persist beyond approximately 80
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days, where the slope becomes roughly zero.

Figure 6.5. Tumour data cumulative regression function estimates

0
1

2
3

4
OLS

ra
ts

.a
r$

w
ls

hm
$A

[, 
2]

Empirical WLS

ra
ts

.a
r$

w
ls

is
e$

A
[, 

2]

ISE−based WLS
0

1
2

3
4

Time (days)

0 30 60 90 120

Empirical ridge

C
um

ul
at

iv
e 

re
gr

es
si

on
 fu

nc
tio

n

ra
ts

.a
r$

rr
lc

$A
[, 

2]
L−curve ridge

ra
ts

.a
r$

rr
gc

v$
A

[, 
2]

GCV ridge

Estimate
95% confidence intervals

95% robust confidence bands

To examine stability of the estimates, we fit the same model to 100 bootstrap

samples of the data set (c.f. Aalen (1993), Section 4). Ties were resolved by adding

a random number between zero and one to the non-unique observed times. Figure

6.6 depicts the original estimates, 95% confidence intervals and the bootstrap esti-

mates. The bootstrap ISE-based WLS and GCV-based ridge estimates appear to

have coverage lower than the nominal value. The processes outside the ISE-based

WLS confidence limits also tend to be above the upper limit more often than below.

Figure 6.7 gives the mean and standard deviation of the standardized residu-

als, again using the variance estimator based on the predictable covariation process.

The variance estimates were generally non-negative, which indicates that the model

provides a decent overall fit.
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Figure 6.6. Tumour data cumulative regression function bootstrap estimates
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Figure 6.7. Tumour data standardized martingale residuals
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Chapter 7

Summary and conclusions

Aalen’s additive risk model is a useful tool for regression analysis of event history

data, particularly when we are interested in temporal effects. There exists a number

of open problems regarding the theory and practical application of the additive risk

model. In this thesis, we attempted to address the uncertainty in the choice of the

estimation method through a simulation study. We also devised data-driven forms of

estimators requiring user-specified parameters.

Although the WLS estimator is theoretically superior to the OLS estimator Aalen

proposed originally, we encountered only moderate gains in efficiency—often no more

than 5%. Given the performance of the empirical WLS and ISE-based WLS esti-

mation schemes, it is also apparent that the true weights are difficult to estimate.

Empirical WLS estimates tended to have larger variation than the other candidates

we considered. ISE-based WLS did not exhibit this defect, but it appeared to consis-

tently underestimate the true value of the cumulative regression functions. Bandwidth

selection using the empirical approach proposed by Huffer and McKeague (1991) and

the data-driven scheme we developed appears to leave a great deal of room for im-

provement. Although Andersen et al. (1993) recommend oversmoothing to ensure
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stability of the weights, previous work in estimating the hazard from the Nelson-

Aalen estimator suggest that a degree of undersmoothing may be beneficial (Hall

(1992), Cheng et al. (2006)). Whether this benefit would extend to smoothing in the

cumulative regression function OLS estimator is unclear.

We also examined use of ridge regression, which has been cited recently in the

literature as a means of incorporating estimation points where the design matrix is

rank deficient. Both of the data-driven ridge estimators tended to have lower MSE

than OLS. Under moderate to high covariate correlation, regularization appeared to

yield lower MSE through the reduction of variance and little to no increase in bias.

Among the ridge parameter schemes we examined, GCV-based selection tended to

regularize the least squares inverse more so than the L-curve criterion. The L-curve

approach yielded the highest gains in efficiency on estimates late in the observation

period, where near singularity of the design matrix occurred more frequently. Data-

driven regularization using the L-curve is therefore a good alternative to empirical

ridge regression when one is interested in using rank deficient data as well as reducing

increased variance under near singularity.

Coverage probabilities of the confidence intervals and bands were comparable

across estimation methods. This result is not surprising given that the alternative

estimation schemes to OLS were primarily devised to improve MSE.

Other findings from the simulation study suggest the need for further investiga-

tion in several areas—one being the calculation of confidence bands. The bands we

assessed in the simulation study generally had coverage at or near 100%, rendering

them to be of limited practical use for inferences on the true value of the cumulative

regression functions.

A second area for further work uncovered in the simulation study is the ability to

account for heterogeneity in survival data. Chapter 6 demonstrated one easy method
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for incorporating a frailty term in an additive risk model for recurrent events. For

survival, we do not have the luxury of measuring frailty from the occurrence of prior

events. Performance in the simulation study indicates that ignoring heterogeneity can

have an impact on the covariate assessment, even under the WLS estimation schemes

which have been presumed to account for a certain degree of heterogeneity.

The simulation results also indicate we should likely reconsider unrestricted use

of the robust variance estimator, at least for survival data. Scheike (2002) showed

that the robust estimator performed well on recurrent event data with varying degrees

of time dependence and heterogeneity. Further simulation studies considering both

survival and recurrent event data may uncover conditions where the robust alternative

should be chosen over the traditional martingale estimator.

Factors we did not assess in the simulation study deserve attention as well. For

example, we did not examine performance with respect to varying degrees of censoring

or regression function time dependence. We also did not consider ridge regression

performance at specific levels of rank deficiency, although we would not expect to

obtain a good fit on data with many singularities. A more general approach involving

the evaluation of ridge regression at different levels of near singularity may prove

to be more worthwhile, particularly if one is interested in devising some criteria to

apply data-driven ridge regression in a manner more conservative than the unlimited

application we examined exclusively.
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