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Abstract 

Communication between humans is not limited to the spoken word. We use a number of non-

verbal cues such as facial expression, eye contact, body orientation and movement, among others. 

Research on display technology has made it possible to provide a convincing reconstruction of 

facial—and sometimes body—features preserving eye contact between local and remote users in 

telecommunication. A variety of light field displays have been developed to support eye contact 

in one-to-many teleconferencing scenarios. Unfortunately, most of these systems focus 

exclusively on display technology, disregarding mobility issues. Telepresence robots allow some 

degree of mobility. Self-levitating telepresence robots, such as blimps and drones, could move 

freely through the air. But they do not provide a three-dimensional appearance of a remote user. 

In this thesis, we present a telepresence system featuring a self-levitating light field display, 

LightBee (Figure 1). The display is a drone that flies a projection of a remote user's head in 3D in 

a space. The remote user’s head movements are used to control the movements of the drone, 

offering support for non-verbal communication through proxemics and eye contact across a 

distance. The light field display is created by a cylindrical retroreflective sheet mounted on a 

quadcopter. 45 projectors, mounted in a ring, project images onto the LightBee’s retroreflector, 

creating a light field providing motion parallax and stereoscopy without the aid of glasses. This 

allows multiple local users to experience a “hologrammatic” view of the remote user’s head, as 

seen from varying angles. Two small cameras mounted on LightBee allow the remote user to fly 

through and experience the local environment. 
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Figure 1. Overview of the LightBee system 
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Chapter 1 

Introduction 

1.1 Overview and Motivation 

Recently, Lee [32] made a renewed attempt to define the topic of this thesis: Presence. His 

definition unifies alternative terminologies, such as Telepresence, or Mediated Presence, that 

have been in use in fields like Communication Studies, Computer Science and Psychology. Lee’s 

definition of presence is “a psychological state in which virtual objects are experienced as actual 

objects in either sensory or non-sensory ways” [32].   A virtual object can either be mediated by 

technology or generated by technology.  In cases where a virtual object is mediated by 

technology, the user experience is the representation of an actual object or person. For example, 

the virtual image rendered by a Skype video call represents a real user. In the cases where a 

virtual object is created by technology the object does not exist in the real world. Examples of 

these include artificially intelligent agents or bots. The scope of this thesis is within the realm of 

technology-mediated presence.  

Three types of behaviors can be identified when a user experiences technology-mediated virtual 

objects: perception, manipulation, and interaction [32]. Through perception, a user only passively 

obtains information about virtual objects. Manipulation involves a user actively affecting a virtual 

object. Interaction involves bi-directional manipulation between a user and virtual objects.  

Lee [32] defined three domains of presence experience: physical, self and social. These refer to 

the experience with the physical object/environment, the user himself or herself, and other 

humans/human-like intelligences.  Among them, social experience was identified as the critical 

factor of a communication medium by Short et al. [58] as it reflects the extent to which a person 
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is perceived as a “real person”. There are two concepts associated with social presence [22]: 

“intimacy” proposed by Argyle et al.[4], and “immediacy” suggested by Short et al. [58].  Verbal 

and non-verbal cues can both contribute to social presence. For example, sufficiently high levels 

of eye contact and close proximity can constitute improved intimacy and attention, while low 

levels of eye contact and a distal position may show greater detachment. In early technology-

mediated communication systems, verbal cues were treated preferentially, since verbal language 

is a main medium through which people express their thoughts. Recent systems have been able to 

support nonverbal communication more effectively. In some situations, verbal information can 

substitute for non-verbal behaviors. For example, we can substitute head-nods expressing 

agreement by saying “I agree”. However, nonverbal cues, such as gaze direction, facial 

expression and postures, cannot be completely replaced by such verbal messages. For example, 

verbal cues cannot express physical proximity. Language may overcompensate for missing 

nonverbal cues. Moreover, nonverbal cues cannot be ignored because they fulfil many functions 

in person-to-person communication, for example, by signaling on an alternate, non-interfering 

channel. In some cases, non-verbal messages are more pervasive and important than verbal 

messages [41]. 

Over the past decades, research on Telepresence has enabled the transmission of critical 

nonverbal communication cues between local and remote participants over long distances 

[8,29,45,47,57,62,64]. Much of this research focused on gaze awareness because it is an 

important cue of attention in multi-party communication. For example, eye gaze helps control the 

flow of turn taking in conversations. Moreover, changes in eye gaze can signal specific 

conversational actions [28].  When a speaker starts thinking, he may shift his gaze away from a 

listener to maintain the turn. When he wants to start an utterance, he may change his gaze back to 
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the listener to indicate attentive focus.  Prototypes such as TeleHuman [29], a life-sized 

cylindrical display with head-tracking and stereo glasses,  conveys body orientation cues, facial 

expressions and gaze awareness between a local and a remote user. Moreover, a variety of light 

field displays [26,27,49] allow both motion parallax and stereoscopy to be conveyed to multiple 

viewers, supporting a wealth of nonverbal cues in one-to-many teleconferencing scenarios 

without requiring obstructive glasses or head-mounted displays to be worn. Most of these 

prototypes do not allow a remote participant to move around a local space, because they focus on 

the use of static display systems. While augmented reality headsets, such as HoloLens, can create 

an illusion of participants moving in their surroundings, the requirement of head-mounted 

displays makes it difficult to capture facial expressions [48]. 

Mobility provides the ability to explore the local environment. Movement of remote users also 

serves as an important non-verbal cue, one that can enhance social presence. Social presence was 

identified as a critical factor of a communication medium by Short et al. [58], as it reflects 

the extent to which a person is perceived as a “real person”. Body movement can convey 

emotions independently of representation [40]. Interaction distance, specifically, can 

affect the interlocutors’ relationship positively or negatively [19]. Proximity [4] can signal mutual 

intimacy, and plays a role in the turn taking process [23,57]. Mobility also allows participants to 

sense the progress of a conversation by observing body movements and orientations in space. For 

example, by moving away and turning the body, participants may signal a closing of a 

conversational turn, or an ending to the conversation altogether. 

1.2 Contributions 

Our contribution involves the development of a physical telepresence system called LightBee. 

LightBee is a drone that displays a 3D representation of the remote user’s head, which moves 
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with the actual head movements of the remote user. As such, LightBee provides a hologrammatic 

approach to telepresence that projects physical presence and proximity cues with 3D glasses-free 

stereoscopic views and motion parallax of the remote participant’s head to multiple interlocutors. 

LightBee consists of a self-levitating retroreflective cylinder that is projected on by a ceiling-

mounted radial array of 45 projectors. Simultaneous projection of the image of the remote 

person’s head from all angles provides a light field image on the drone. The 3D surround video 

and movements of the head are captured in the remote user’s capture room using an array of 

stereoscopic ZED video cameras. The main contribution of these systems is to promote 

discussion of the potential use cases of a self-levitating light field in telepresence: Its purpose is 

not to evaluate any empirical claims as this technology is still too immature for rigorous empirical 

study. This contribution belongs to artifact contributions among the seven research contribution 

types in HCI [65]. Our contributions over and above existing work are as follows: Our system, to 

our knowledge, 1) is the first teleconferencing system to feature a self-levitating light field 

display; 2) provides motion parallax and stereoscopy to multiple users without requiring headsets; 

3) allows multiple local participants to observe spatially accurate horizontal eye contact and head 

orientation cues; 4) displays the movement and physical proximity of the remote user’s head to 

the local participants and 5) allows the remote user to explore the local environment by flying 

through the space unencumbered, also when it is not projected on. 

1.3 Thesis outline 

This thesis is presented in five chapters. The first chapter discusses the scope of the thesis – 

technology-mediated presence. It introduces the motivation for creating a self-levitating light 

field display. It reviews previous research about gaze awareness and proximity.  
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The second chapter presents an overview of related research: gaze awareness problems in 

telecommunication, depth cues, the introduction of light field displays, approaches to 

implementing light field displays, examples of Multiview projection light field displays, and 

telepresence robots. 

Chapter three discussed the design rationale for LightBee. It discusses why we made a drone-

based display, the reason for only displaying a head, why we chose to use head control, how we 

designed the screen, why we made the system asymmetrical, and why we decided to use surround 

3D capture for video input.  

The fourth chapter describes the details of the system, including the drone’s hardware, the 

projector array and processors’ specification, the algorithm to track the remote user and to control 

the drone, the rendering approach, and the image capture software. 

The fifth chapter presents examples of applications that highlight LightBee’s capabilities. It also 

contains the discussion of initial user experiences, limitations of the system, and the future work 

to improve the system. 

1.4 Collaborative Aspects of this Work 

The quadcopter inside the cylindrical display was made by John Rubens. The flight control 

system that navigates the quadcopter to fly to certain waypoints was developed by Sean Braley.  

The author designed the shape of the quadcopter collaboratively with John Rubens, made the 

screen and mounted it. The author also developed the software to collect the head position data, 

send it over ethernet and synchronize the quadcopter with the head. The image capture system 

using ZED cameras, which captures the images of a remote user’s head, was developed by Daniel 

Gotsch. The author developed the Odroid rendering software. The relief mapping shader in the 
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software, described in Chapter 4, was implemented collaboratively with Daniel Gotsch. The 

analysis of the initial user experiences was conducted collaboratively with Timothy Merritt. 
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Chapter 2 

Related Work 

The LightBee drone provides mobility for a remote user, rendering physical proximity and 

conveying a 3D image of his or her facial expressions to multiple interlocutors. As such it 

conveys correct directional eye gaze, critical to turn taking in multiparty conversations. In this 

chapter, we will review the relevant literature. The section will start with the introduction of 

problems with eye gaze awareness in telecommunication. This is followed by a discussion of the 

depth cues required for correct perception of eye contact. Subsequently, we provide an overview 

of light field display research, multiview displays capable of producing rich depth cues without 

glasses. We then discuss examples of prior use of multiview projection displays in 

teleconferencing systems. We end with a discussion of telepresence robots as they relate to tele-

mobility. Note that in this review, we purposefully omit a discussion of head-mounted Virtual 

Reality interfaces and one-to-one telepresence scenarios to focus on embodied multiview group 

telepresence. 

2.1 Gaze Awareness Problems in Telecommunication 

Monk et al. [43] described three types of gaze awareness: partial gaze awareness, mutual gaze, 

and full gaze awareness. Partial gaze awareness refers to knowing the general direction in which 

someone is looking, such as left or right. Mutual gaze is knowing if someone is looking at you. It 

is commonly known as eye contact. Full gaze awareness, defined by Monk et al. [43], constitutes 

knowing the current object that someone else is looking at. Most current telecommunication 

systems have a misalignment of gaze direction because of a discrepancy between the camera’s 

location and the position of the interlocutor’s eyes on the screen. Typical telecommunication 
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systems position a camera at each end on top or on the side of the monitors. An interlocutor 

cannot look at his monitor and camera at the same time, which leads to the parallax between 

where he intends to look and the gaze direction perceived by other interlocutor(s). However, 

people can change their behaviors to adapt to the medium. Interlocutors can assume that they are 

making eye contact when they appear to be looking somewhere else. Because of this issue, 

Nguyen et al. [46] suggested that Monk’s definitions are slightly ambiguous.  The knowledge of 

eye contact may not be exactly the sensation of eye contact. It is the sensation that is important 

because of the specialized brain functions for eye contact. They also suggested that many non-

verbal cues are neither consciously regulated nor consciously perceived. Therefore, they defined 

spatial faithfulness as a means of emphasizes the sensation of gaze awareness. Spatial faithfulness 

refers to the ability of a teleconference system to preserve spatial relationships between people 

and objects [46]. Partial spatial faithfulness is “a one-to-one mapping between the apparent 

direction (up, down, left, or right) of the attention target as seen by the observer and the actual 

direction of the attention target”. Mutual spatial faithfulness is “when the observer or some part of 

the observer is the object of interest, (a) it appears to the observer that, when that object is the 

attention target, it actually is the attention target, (b) it appears to the observer that, when that 

object is not the attention target, the object actually is not the attention target, and (c) that this is 

simultaneously true for each participant involved in the meeting”. Full spatial faithfulness is “a 

one-to-one mapping between the apparent attention target and the actual attention target, whether 

the target is person or an object”.  Telecommunication systems should support nonverbal cues 

including gaze awareness, so it should preserve mutual, partial, and full spatial faithfulness. In 

other words, an interlocutor’s gaze target, which is perceived by the observer, should be at the 

actual place that the interlocutor is looking at. The local space and remote space are spatially 
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mapped together, and the teleconferencing system should be like a transparent window in-

between. 

In addition to the problem of generally misaligned gaze direction, traditional 2D displays also 

limit the telepresence system’s ability to maintain eye contact, especially in group conversations. 

Since a group of people share the same camera, they share the same set of “virtual” eyes. By 

consequence, every interlocutor has the same feeling on if the user at the other end is looking at 

them. This phenomenon is known as the Mona Lisa Effect. To address this problem, the display 

should provide different images to different observers, which show different sides of a remote 

user to different observers. Therefore, to achieve correct eye contact, telepresence systems need 

to address the discrepancy between the camera location and the image of the remote user’s eyes, 

for multiple individuals. 

2.2 Depth Cues and Light Field Displays 

Depth cues are also important for observers to perceive the remote user and the remote 

environment. Traditional displays show flat images, which provide certain depth cues, such as 

linear perspective (the fact that parallel lines appear to converge in the distance), interposition 

(closer objects block more distant objects), shadows, texture gradient (shows the level of detail 

that the observer can see), figure-ground perception (the ability to discriminate an object from a 

background), and others. Although human brain can gain 3D perceptions by interpreting the 

aforementioned psychological depth cues from 2D images, it cannot obtain 3D sensations from a 

2D display. One reason is that physical depth cues are missing. Motion parallax is such a physical 

depth cue. When a viewer moves, farther objects appear to move slower than closer objects. 

Another depth cue is binocular disparity. It refers to the differences between the images seen by 

the left eye and the right eye. When the object is closer, it appears to be farther apart in the two 
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images of two eyes. These physical depth cues provide stronger depth effects than psychological 

depth cues at a short viewing distance. For a 2D display, the lack of depth information limits our 

brain’s ability to perceive real-world objects. Since nearly 50% of the human brain’s capability is 

assigned to process visual information [15], 2D images do not effectively employ that power. An 

ideal display should show three-dimensional images, which is achievable if the angle of light rays 

coming from objects can be reproduced. This display should not only show the brightness and 

color of the light, but also its direction.  

Faraday [42] suggested that light should be understood as a field in 1846. A light field represents 

the radiance at a point in a direction.  The term “Light Field” was introduced by Gershun [3] in 

1939. It was formally proposed by Levoy et al. [34] as the radiance traveling through all points in 

all directions. The plenoptic function (showing the position and direction of a light ray) [14] is 

used to represent the radiance along a light ray in 3D space. The goal of a 3D display is to 

recreate this light field of the real world. This task is very difficult because the light field function 

is continuously distributed - there are an infinite number of different views of a scene in the real 

world. A practical solution is to take subsamples of this continuous light field, which consists of 

finite number of views that approximates the light field. This kind of display is commonly called 

a light field display.  

There are four main ways to implement light field displays: Using parallax barriers; using integral 

imaging, using holography, and using multiview retroreflective projection.  The parallax 

stereogram was introduced by Ives [25] in 1902. A parallax barrier display uses an array of 

pinholes or slits in front of a raster display to control which pixels are seen from a particular 

angle. The images behind the parallax barrier consists of the left-eye images and the right-eye 

images with the same pitch as the pinholes or the slits. The images are aligned with the pinholes  



  

 

 

11 

 

Figure 2. Parallax Barriers [66] 

 

or slits, and images that are not visible to this eye are masked out (Figure 2). This can provide a 

large number of viewports, which depend on the size of the holes or slits, the size of the barriers, 

and the resolution of the raster display. There are some drawbacks of parallax barrier displays. 
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The first drawback is the darkening of the images since most of the light is blocked by the 

parallax barriers. The second drawback is that it reduces the resolution of the raster display. If the 

parallax barrier provides N views, the resolution of the display is reduced to 1/N that of the 

original display. At the same time, the parallax barrier limits the number of viewports. Third, the 

barrier is visible because only one column out of N columns associated with one barrier is seen. 

Fourth, the small aperture brings about a spread of light bundles because of diffraction effects. 

Fifth, when a viewer’s eyes are not aligned properly with the proposed viewing angle, the view’s 

right eye may perceive the image for the left eye. Researchers are trying to address the above 

issues. For example, Plasencia et al. [38] realigned the barriers to match the user’s viewing 

direction through face tracking. 

 

Figure 3. Integral Imaging 
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An integral imaging display uses micro-lens array overlays (also known as a fly’s-eye lens) that 

bend pixels into specific angles when we put a raster display at the focal plane of these lenses 

(Figure 3).  The method of using micro-lens array was first introduced by Lippmann [36] to 

record a light field on a flat photographic plate in 1908. Due to the difficulty of making high 

quality micro-lenses arrays, people simplified them from the array of convex lenses to a linear 

array of cylindrical lenses, which is called a lenticular sheet. The lenticular array is usually only 

horizontally arranged (Figure 4) because people usually move left and right to view a landscape. 

Although this technology was invented for 3D image photography, it is now being applied to 3D 

computer imaging. One reason for this is the increase in computing power, allowing multiple 

image viewports to be rendered simultaneously. Also, with the development of 3D printing, high 

quality micro-lens arrays have become easier to manufacture. E.g., Gotsch et al. [20] placed a 3D-

printed micro-lens array on a 1080p P-OLED screen to implement a light field display with a ray-

tracing algorithm. Lenticular sheets are also used for light field TVs. The integral imaging is 

brighter than with parallax barriers, since the optical efficiency – the number of transmitted rays – 

is higher. However, this technology has similar drawbacks. First, it sacrifices the resolution of the 

raster display. If it provides N viewports, the resolution of an integral imaging display is 1/N of 

the raster display’s resolution. Moreover, aligning a lens array with a screen requires great 

precision. Furthermore, there is cross talk between lenses.   
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Figure 4. Lenticular Sheet [67] 

Another method to implement a light field display is wavefront reconstruction, also known as 

holography. It was first invented by Gabor [17] in 1947. This technology uses diffraction gratings 

generated on a flat recording material as interference fringes. In other words, it records the light 

wavefronts scattered from an object (Figure 5). To reconstruct the light field, the diffraction 

gratings are lit using monochromatic light. They diffract the light ray into a wavefront, which is 

similar to the original wavefront recorded in the recording process. Due to the complicated 

process of making holographic images, this technology is not ready for practical use. Researchers 

are trying to realize real-time holographic telepresence. Blanche et al. [5] developed a special 

material (called a sensitized photorefractive polymer), which had the ability to refresh images 

every 2s.  
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Figure 5. The recording process of holography [68] 

Another approach to implement a light field display is a multiview projection system. A screen 

that always reflects light rays back to the original direction is called a retroreflective screen, also 

known as an auto-collimating screen. There are many ways to make a retroreflective screen, such 

as using many tiny triple mirrors (Figure 6).  A multiview projection system consists of a 

retroreflective screen and a projector array. Pictures of an object or person, taken from various 

directions, are projected onto the retroreflective screen. These images are reflected back to the 

position of each source projector. Three key benefits of this technology are that 1) it supports full 

resolution for all views, 2) it generates a much brighter image, and 3) the size of the screen is 

scalable without raising the cost and complexity. This type of light field displays has been 

used in telepresence systems, which we discuss in the next section. 
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Figure 6. A retroreflector made by triple mirrors [69] 

2.3 Multiview Projection Teleconferencing 

There has been a wealth of approaches to the development of multiview projection displays for 

teleconferencing. Multiview [46] used multi-projection and a retroreflective screen to provide 

multiple viewports. In the prototype, a retroreflective screen was placed behind a table, and three 

projectors on the table created three viewports. The screen contained three layers. The back-most 

layer was a retroreflective fabric. The next layer was a vertical diffuser, which expanded the 

viewing zone vertically, so the users did not need to match their eye-level with that of the 

projectors. The top layer was used to diminish the gloss of the diffuser. Jones et al. [27] proposed 

a teleconferencing system that featured a spinning anisotropic display surface. This display 

surface reflected rays of light from a high-speed projector into different viewing positions. The 
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system provided a 180º field of view of the head of a remote user. This solution relied on the use 

of moving parts, and is not ideal for use in a drone. Jones et al. [26] provided a 

solution containing an anisotropic screen and a curved projector array. The screen reflected the 

light rays from each projector as a vertical strip, and the strips were blended using 

a 1̊ horizontal diffuser. The prototype provided vertical parallax for multiple participants by 

means of head tracking. Pan et al. [49] designed a display that applied the full resolution of 

projectors to a cylindrical retro-reflective screen. The screen reflected each angular projection 

back into a narrow viewing zone. However, the density of projectors was insufficient to provide a 

full stereoscopic light field around the cylindrical surface. All of the above approaches provided 

corrected eye contact in one-to-many teleconferencing scenarios. However, the position of the 

screens was fixed, meaning remote users could not move around the room to communicate 

physical proxemics to local users. 

2.4 Telepresence Robots 

Telepresence robots have been investigated since the late 1990s [51], and they have started to 

become commercially available in the past few years, mostly due to the development of low-

bandwidth wireless video protocols. Prop [50,52] was one of the first robotic telepresence 

systems. It consisted of a camera at 1.5 meters tall to achieve realistic human eye level, an LCD 

screen below the camera, a microphone, a speaker, a robot arm with a 2 DOF pointer and wheels 

for mobility. Pilots can move the robot by a joystick to provide direct gestural input from the user 

to the robot. The basic construction of the later telepresence robots stayed similar, but the display 

varied based on the functionality. 
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(a) iRobot made by iRobot Corp. [70] (b) Double 2 made by Double Robotics Inc. [71] 

Figure 7. Telepresence robots 

2.4.1 Displays of Telepresence Robots 

In terms of the main display, some commercial robots have a “Head Agnostic” design, where 

both phones and tablets are used as the display. iRobot (Figure 7 a) [70] had a screen displaying a 

remote user’s face, mounted on wheels that provide locomotion. The screen was interchangeable, 

using any tablet PC. Double 2 (Figure 7 b) [71] had a similar structure. Its screen needed to be an 

iPad to be able to work with the camera kit on the top, supporting several iPad models. 

Some robot displays provide additional depth cues compared to 2D screens. Animatronic Shader 

Lamps Avatars [35] mapped the appearance and motion of a remote user’s head onto a life-size 
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Styrofoam head. It could convey gaze direction as well as head motion. The remote user’s head 

image was captured and post-processed to be a texture that was mapped onto the 3D model of the 

Styrofoam head. This process could make sure that any remote user’s head matched the physical 

avatar. The adjusted image was then projected on the Styrofoam head by a front projector. To 

synchronize the head movement, the physical avatar was mounted on a gimbal capable of pan and 

tilt. TELESAR4 [60] featured a retroreflective material as its main display, which reflected light 

rays back to on onlooker. Local users wore a near-eye projector to project images from different 

angles on its surface, allowing them to perceive motion parallax but not stereoscopy.  

Unmanned aerial vehicles (UAV) have also been used for telepresence. Tobita et al. [63] 

presented a blimp-based telepresence system. A small projector was installed in the center of the 

blimp providing rear projection. A remote user’s face was shown on the front of the blimp. 

Gomes et al. [18] provided a visual representation of a remote Skype user on the screen mounted 

on a quadcopter. The 6” screen was molded in an arc, and wrapped around a cylindrical frame of 

the quadcopter, which had a 17.5 cm diagonal.  

2.4.2 Remote Control 

In terms of the control of telepresence robots, approaches included joystick, keyboard, tablet 

control, body tracking and semi-autonomous control. Prop [52] was controlled using a joystick. It 

allowed users to control the spatial movements (left and right, back and forth), and its camera’s 

motion (pan-tilt-zoom). Double 2 [71] could be controlled either by a keyboard or touch inputs on 

an iPad/iPhone. It could move forward/backward, turn left/right, park, zoom, and switch 

viewports to look straight or down, e.g., in order to check obstacles on the floor. There were 

corresponding keys for each command if a user was using a PC. Users who used an iPad or 

iPhone could use the same functionalities by touching buttons in an app. One of the problems 
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with wheeled robots is the presence of obstacles on the floor. It is not easy for the remote user to 

perceive and avoid such obstacles. Takayama et al. [61] presented a system to unobtrusively help 

remote users avoid obstacles. The system built a site map with planar grids, which had the 

obstacle information detected by a planar laser sensor. Once a remote user sent a forward 

command, the system checked the site map and determined if there would be a collision. If it 

would not be safe to execute the user’s command, the system would find a velocity, as close as 

possible to the original command, that would avoid the obstacle. Sqalli et al. [59] presented an 

obstacle avoidance approach by creating a 3D map of the environment.  Their approach was 

based on the Simultaneous Localization and Mapping algorithm. A Kinect 2 was used to capture 

depth and color images, which were then converted to point cloud files. The images were updated 

while the robot is moving. Using the Iterative Closest Point algorithm, the new point cloud was 

merged into the map generated by the previous frames. 

Higuchi et al. [24] proposed an UAV telepresence robot that used the user’s head input to control 

the UAV’s aerial movement. A user wore a head-mounted display for receiving the video 

captured by the cameras on the UAV. The HMD was augmented with markers, which were 

tracked by eight cameras. The user’s horizontal movement and yaw orientation were directly 

mapped to the UAV. The altitude could either be updated by the height of the user’s head or 

controlled by the user using a Wii remote controller.  

2.4.3 Social Cues and Mobility 

Researchers have provided telepresence robots with varying degrees of mobility, which can help 

establish social presence. The aforementioned Animatronic Shader Lamps Avatars [35] mapped a 

remote user’s head motion to the head display of the robot in order to convey gaze awareness. 

MeBot [1] was a small-scaled wheeled robot, which could move on a table. It had two 3 DOF 
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arms, which could mimic hand gestures. A display was mounted on a 3 DOF gimbal, which could 

show head gestures such as shaking and nodding. Choi et al. [9] did a study on the effects of 

movement and mimicry in telepresence robots. An experimenter drove the robot to mimic the 

remote user’s movements, including orienting, moving left, right, forward and backward. The 

local users were able to talk with the remote user (played by another experimenter) and then they 

were given questionnaires about the interaction. Results showed that the local users felt more 

similar to the remote user when the robot mimicked the remote user’s movements as opposed to 

when the robot was static. Such perceived similarity is a strong predictor of a positive attitude 

towards the interlocutor [2,16]. The researcher suggested that a telepresence robot’s social 

movements could therefore affect interpersonal processes. ScalableBody [39] allowed users to 

adjust the height of the robot to maintain the correct eye level. The study showed that the matched 

eye level or face position generated a more positive impression of the remote user, which could 

enhance engagement. Rae et al. [56] performed experiments on the height of telepresence robots. 

They found that the height of a telepresence robot could influence the local user’s impression of 

dominance by the interlocutor. When the robot that represented a remote user was shorter than the 

local user, and the remote user had a leadership role, the local user found the remote user to be 

less convincing. When a local user was in a leadership role and the remote user’s robot was 

shorter, the local user felt that (s)he had better control over the conversation. 
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Chapter 3 

Design Rationale 

Our overall goal in the design of LightBee was to provide visual cues that are typically present in 

face-to-face communication: life size, high resolution, natural brightness, unique perspectives 

based on position, motion, motion parallax, and stereo vision. We specifically designed LightBee 

for mobility, which allows it to move freely in 3D space and convey proximity cues. Specifically, 

we designed a lightweight light field display capable of flight, that still featured a very dense 

number of viewports. This allows multiple interlocutors to perceive the remote participant 

stereoscopically, with continuous motion parallax, without any need for glasses or head tracking. 

In our design process, following choices were taken into consideration: 

3.1 Drones and Head Representation 

There are good reasons to use a drone for telepresence displays. Drones potentially help a display 

look and behave more human, by adding smooth physical movement. Since drones do not require 

structural support, there are no exposed mechanical parts that impact human likeness when a 

human face is displayed. Drones, if properly powered and tracked, have no limitations in terms of 

mobility, particularly in the 3rd dimension. Compared with wheeled robots, their 3D spatial 

location is readily controllable, allowing drone displays to smoothly replicate a remote user’s 

movements.  

We chose to represent only the remote user’s head, mostly for practical reasons. Flying a screen 

large enough for full body projection is not possible with current payloads of indoor drones. We 

chose to represent the head because it communicates facial expressions and gaze awareness, and 

is the single richest source of non-verbal information. Rather than relying on animation, we chose 
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to use real 3D volumetric video of the head. This helped avoid the Uncanny Valley effect 

common in avatar-style animations [44]. Accurate eye contact and head orientation images are 

automatically provided by the rendition of 3D volumetric video via the light field projection, and 

can be adjusted using calibration of the remote capture system. 

3.2 Using Head Control 

Driving a robot requires (visual) attention [55], and this influences the efficacy of communication 

[33]. However, using the remote user’s head movement as input allows for intuitive control over 

a drone [24] as head gestures belong to the same schema that are used to control looking behavior 

[53]. The synchronization of the drone with the remote user’s head motion also serves as an 

important nonverbal cue to local participants [40]. In our design, the 3D location of LightBee is 

controlled directly by the remote 3D head location to mimic the proxemics that take place in 

collocated conversation. 

3.3 Freedom of Movement and Manual Control 

An important requirement was that participants would be able to move comfortably within Hall’s 

Social Distance (1.2m- 3.6m) [23] without losing stereoscopy or motion parallax. When the 

LightBee is out of range of the projectors, users fall back onto manual control. When the drone is 

not projected on or tracked, users are able to continue exploring the remote space using two 

cameras mounted on the drone, but others cannot see their projection.  

This is why we chose to suspend a projector array at 1.95m height on the ceiling of the local 

room. Local participants would have the best view when standing underneath the projector array, 

but can move meters away from the projector array while still maintaining 3D depth cues. We 

chose a 1.8m as the radius of the projector ring as this allowed the drone to maintain proper social 

distance from a local participant standing under the projector ring.  
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3.4 Form Factor 

To provide a potential 360º horizontal viewing area, we decided to use a cylindrical screen form 

factor. This had the additional benefit of allowing the quadcopter to be mounted invisibly, while 

providing space for airflow. The size of the cylinder was to approximate that of the average 

human head. 

Table 1. Average head size in centimeter [72] 

Percentiles 50th 99th 

Menton to top of head. The vertical distance from the bottom of the chin(menton) to the 

midpoint of the hairline. 

Men 23.2 25.5 

Women 21.8 23.8 

Head breadth. The maximum breath of the head usually about and behind the ears. 

Men 15.2 16.5 

Women 14.4 15.8 

Pronasale to back of head. The horizontal distance from the tip of the nose (pronasale) to 

the back of the head. 

Men 22.0 23.9 

Women 21.0 22.8 

 

The height of a man’s head is 23.2 cm for the 50th percentile, and 21.8 cm for women [72] (Table 

1). The average head size is 25.5 cm. We made the height of the LightBee screen meet these 

average requirements to limit the amount of drag exercised by the display surface on airflow 

inside the drone. Additionally, the width of the screen was to be sufficiently large to allow a 

projection of the side of the head. It is important to note that the distance between ears is shorter 
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than the distance between the tip of nose and the back of the head. The maximum length from the 

tip of nose to the back of the head is 23.9 cm for men, and 22.8 cm for women. We opted for 33 

cm as the diameter of the screen, to allow more air to flow through the drone. The relationship 

between the head size and the screen size is illustrated in  Figure 8. 

 

Figure 8. The design of the dimensions of the LightBee screen 

 

3.5 Glasses-Free Projected Light Field 

One of our main goals was to free users from wearing any glasses or HMDs in order to increase 

the users’ comfort level and their ability to see one another. For this purpose, we chose to project 
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a light field on the drone’s surface using an exterior projector array. Another option would have 

been to generate a light field using spinning LED strips on the surface of the drone [73] (Figure 

9), but aside from negative effects on flight dynamics there are other considerable engineering 

costs associated with this method. To render a high-quality light field requires a powerful 

onboard computer, with associated high-bandwidth network boards that are beyond the current 

payload of interior drones. Our approach of combining a self-levitating retro-reflective screen 

with an external light field projector array provided a low weight display solution that removed 

the need for shutter glasses or other complex head-worn apparatus for local users to perceive 

images in 3D. 

 

Figure 9.  A spherical drone display developed by NTT DOCOMO [73] 
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3.6 Simultaneous Stereoscopy and horizontal Motion Parallax 

Although both stereoscopic and motion parallax information provide effective depth cues [21], 

the combination of these cues greatly improves the precision of depth perception [7]. This is 

important to provide correct eye contact for multiple viewers, as the system needs to be able to 

render different perspectives depending on the position of each viewer. 

We designed a ring of tightly packed projectors such that multiple local interlocutors were to be 

provided with different stereoscopic views through the alignment of their left and right eyes with 

different projector units. They were to be provided with simultaneous motion parallax by aligning 

their eyes with different projector units while moving along the projector array. Since most 

human movement during conversations is horizontal, and to avoid occlusion of the display by a 

two-dimensional array of projectors, we decided to limit the light field to a horizontal parallax 

only. 

3.7 Angular Resolution 

To provide stereoscopy to each local interlocutor, the angular resolution of the cylindrical display 

had to be smaller than the average interpupillary distance (6.3 cm between pupils for adults [13]). 

We designed the projector ring such that the distance between two viewports would provide 

stereoscopy at a comfortable social distance (1.2m – 3.6m [23]). 

3.8 Asymmetrical Telepresence 

While the system could, in principle, be designed such that it is bi-directional, for budget reasons 

we focused on the light field experience delivered by the drone, limiting the experience of the 

remote person to two displays showing images from two on-board drone cameras. As such, we 

delivered a one-way illusion of telepresence while maintaining the ability of the remote user to 

fly through the space independently of the light field representation, or local positioning trackers. 
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3.9 Surround 3D Video Capture 

We considered two ways to capture surround video of the remote user. One approach was to do 

an end-to-end video transmission. We planned to build a camera array (Figure 11) with Raspberry 

Pi Camera Module V2s (Figure 10). Each camera in the remote room would capture a video for a 

corresponding projector in the local room. However, in this design the cameras can block the 

view of remote users, which is an important consideration for future bi-directional systems. 

Therefore, we decided to use depth cameras to capture a virtual scene. This also allowed the 

system to adjust the vertical perspective as needed.  To avoid interference caused when using 

multiple infrared structured light depth cameras, such as Kinects, we designed an array of stereo 

cameras that operate in visible light for 3D volumetric video capture. To reduce computational 

complexity and network load, images were to be sent from each camera to a cluster of projectors, 

augmented with computational ability to render their own offset view. 

 

Figure 10.  Raspberry Pi Camera Module v2 [74] 
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Figure 11. A camera array for end-to-end transmission 

3.10 Conclusion  

The goal of the LightBee system is to allow local users to perceive the eye gaze, motion, and 

proximity of a remote user, in three dimensions, without the requirement of HMDs. At the same 

time, it allows the remote user to explore the local room freely.  

Based on the above design considerations, we implemented a self-levitating light field display to 

show the head of a remote user in the local room. It consists of a cylindrical drone structure, a 

retroreflective screen and a projector array. The drone synchronizes the remote user’s head 
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motion while the remote user is tracked by a Kinect in the remote room. The projector array is 

mounted on a ring that is suspended from the ceiling of the local room. Each projector projects 

the remote user’s head on the retroreflective screen from a unique perspective. Local users can 

see different views of the remote user depending on their positions. The remote user’s 3D video is 

captured by a camera array consisting of stereoscopic cameras. 
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Chapter 4 

Implementation 

This chapter details technical implementation of LightBee, describing its self-levitating 

cylindrical display, including the quadcopter hardware, the cylindrical retroreflective screen, and 

the flight control system. After that, we discuss the light field rendering subsystem, the remote 

capture system, and how the quadcopter-captured video is transmitted.   

4.1 System Overview 

The overall goal of the system implementation was to build a telepresence system that allows 

local interlocutors to perceive a three-dimensional image of a remote user head, while providing 

that remote user with three degrees of freedom in movement in the local space.  

Figure 12 shows an overview of the system. In the local room, a circular array of pico-projectors 

is mounted below the ceiling. This array projects a light field onto an area in which the drone can 

fly. Each projector is attached to an System-on-Chip (Soc), which renders each viewport of the 

remote user’s 3D image based on the angular position of the projector. The drone-mounted 

display contains a cylindrical retro-reflective film, which reflects each angular image back in the 

direction of the projector that emitting it. When this light hits the user, the left eye picks up a 

different angular projection than the right eye. This is true anywhere around the projector ring, 

providing stereoscopy and motion parallax to the local user. A one-dimensional vertical diffuser 

is wrapped around the retro-reflective film to extend the vertical viewing angle of the display, 

allowing projectors to be positioned over the head of a user standing underneath the projector 

array without loss of brightness in the reflected image. The drone is tracked by the Vicon system, 

and controlled by the server running on a Windows PC. The drone’s movement is synchronized 
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with the remote user’s head, which is tracked by a Kinect V2. In the remote room, the user’s 

video is captured using an array of ZED stereoscopic depth cameras. These images are sent across 

a network connection to the projector array, which renders all angles in parallel (Figure 12). 

 

Figure 12. System Overview 
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4.2 A Flying Cylindrical Retroreflector 

Figure 13 shows the LightBee drone, a quadcopter of our own design with a hollow 

retroreflective cylindrical surface. The quadcopter is outfitted with 4 brushless motors, a Micro 

MultiWii flight controller board and an ESP-8266 WiFi breakout board. The flight controller is a 

customized version of the MultiWii software modified to work with the brushless motors, and 

with our custom communications protocol. Power is provided by a 1300 mAh battery that 

sustains approximately 4 minutes of flight time, at present. Figure 2 shows the two small cameras 

mounted on the top of the screen to provide visual feedback to the remote user. A retroreflective 

screen on the LightBee reflects light back to the projectors with a minimum of scattering. 

 

Figure 13. LightBee prototype viewed from above and side 
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A one-dimensional diffuser extends the vertical viewing angle such that users with various 

heights can see an image, and do not need to be collocated with the projectors to perceive the 

retro-reflective properties of the screen. Thus, LightBee’s screen creates a viewing zone that is 

narrow horizontally and wide vertically. To accomplish this, the screen has multiple layers, 

shown in Figure 14. The back-most layer is a plastic sheet for supporting the screen structure. It 

was rolled to form a cylinder. There are three carbon fiber robs glued inside the film for structural 

integrity. Each of them was bent in the form of a circle, and respectively glued on the top, middle, 

and bottom of the plastic sheet.  

 

Figure 14. The multiple layers of the LightBee screen 

 

The next layer is a retroreflective material. An ideal retroreflector reflects all the light back to its 

source. However, practical retroreflective materials have different performance based on their 

properties. A practical retroreflective material not only bounces light back to the source, but also 

reflects light along its reflective path and diffuses light by a small angle. We compared 
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retroreflective materials and chose materials that had strong retroreflective characteristic, minimal 

reflective properties, and good diffusive properties. Other factors we considered when choosing 

the materials were color and flexibility. We tried three retroreflective materials. One of them was 

3M Diamond Grade reflective sheets (Figure 15). Its structure is based on a cube prism, but the 

3M Diamond Grade technology only uses the most efficient section of the cube corner, to 

increase the intensity of the retro-reflected light (Figure 16). When observation angle (the angle 

between the illumination axis and the observation axis) increases from 0.2̊ to 1.0̊, the brightness 

drops to about one-fifth, creating a narrow viewing zone required for angular control of the light 

field. When the observation angle is 0.2̊, and the angle between the illumination axis and the 

normal of the retroreflective sheet increases from 4̊ to 40̊, the brightness drops to one-fourth. This 

is acceptable because pico projectors are exceptionally bright when all of the light is retro-

reflected in a small angle. However, problems with this material included it being too heavy, with 

a visible diamond pattern (Figure 15) and a glare effect. 

 

Figure 15. 3M Diamond Grade reflective sheet 
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Figure 16. The structure of 3M Diamond reflective sheets[75] 

Another material we tried is a PVC retroreflective film (Figure 17), which is also based on cube 

prisms. It is semi-transparent, more flexible and lightweight. However, the glare effect was even 

stronger on this material. 

 

Figure 17. PVC retroreflective film 
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The material that we decided to use was a retroreflective fabric (Figure 18). It is silver in color, 

soft and lightweight. Although it is darker than the aforementioned materials, it provides a 

narrower viewing zone, which is a benefit when creating a light field. The cloth is made from 

microbeads (Figure 19), which are randomly distributed on the fabric. 

 

Figure 18. Retroreflective fabric when light is shone on it 

 

 

Figure 19. Microbead retroreflector[76] 
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The top layer is a one-dimensional diffuser, which extends the viewing zone vertically by 

diffusing the light only in this dimension. Without it, the image would be reflected back to the 

position of each projector. Users would have to stand behind the projector ring to observe this 

image, with the projectors blocking their view. Therefore, it was necessary to add a vertical-only 

diffuser layer that allowed the projectors to be mounted above the heads of users. This also allows 

for retroreflective projection without a significant drop in brightness when the quadcopter moves 

up or down. We chose the EDF-L1 from RPC Photonics as our diffuser material. It expands the 

scatter angle to 56̊, allowing users to stand well under the projector array without any loss of 

brightness in the retro-reflected images. The material is wrapped around the retroreflective film 

without glue. This is because a glue affects the optical performance of the retroreflector, by filling 

the cavities between the microbeads.  

4.3 Size and Aerodynamics 

The drone is 38 cm in diameter and 22 cm in height. We made the diameter larger than that of an 

average human head, largely for aerodynamic purposes. This is because the walls of the 

cylindrical screen act as a drag surface for the air moved by the propellers, decreasing the 

effective thrust output. As the height of the screen increases, the air pressure above the 

quadcopter decreases, and the resulting design was a compromise between average head size and 

thrust capacity. 

4.4 Flight Control 

There were two options for designing a UAV inside the screen: A helicopter or a quadcopter. 

Regular helicopters have one big propeller, which spins at a constant speed. Changing thrust 

requires the adjustment of propeller pitch. This pitch mechanism is complex. It also causes the 

drone to rotate along the Yaw axis (Figure 20), requiring a small compensatory tail propeller.  
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A quadcopter has four motors. Each motor spins a fixed pitch propeller. The mechanical control 

of the propellers is simpler than a helicopter. Although quadcopters are, in principle, less stable 

than single-propeller helicopters, flight and speed controllers of quadcopters have been well 

developed, providing better stability than single-propeller helicopter designs in fly-by-wire 

modes. A drawback of quadcopters is that its control mechanism is less efficient. When a 

quadcopter needs to make movements, the spin speed of the propellers need to change. The more 

frequent the motors change their speed, the less efficient they are. Therefore, the flight time of 

quadcopters is limited. In our application, we need to cover the drone structure inside the 

enveloping screen.  

 

Figure 20. Three axes of a copter[77] 
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4.4.1 Quadcopter Tracking System 

A quadcopter’s onboard controller is called a flight controller (FC). It is a small circuit board 

connected to motors, radios and sensors. It controls the motors speed based on a pilot’s input. It 

can locate the quadcopter by GPS data. However, the GPS data is not precise enough for our 

application, so we designed our own indoor flight control system. 

To track the quadcopter, we used a Vicon MX Motion Capture System running Vicon Tracker 3.4 

software. It contains infrared cameras, which can recognize retroreflective markers. It can achieve 

tracking accuracies of up to 1 mm. We used six Vicon cameras that pointed towards the center of 

the local room (Figure 22), allowing LightBee to be tracked within the coverage area of the 

cameras. There are four reflective markers on the top of LightBee’s screen (Figure 21). Three of 

them make the shape of a triangle. The extra one is used to distinguish the left side from the right 

side of the drone. The four markers are grouped as an object and saved on the Vicon server. The 

flight control software controls the flight dynamics of the drone, including its position and 

waypoint control. It was coded in C# and runs on a PC, which has access to the coordinates of the 

drone from the Vicon server over a TCP/IP network connection. The software first iterates 

through the software objects obtained from the Vicon server, determining which object is the 

quadcopter. After that, the quadcopters’ positions are updated in a loop.  

As we are not using the automatic navigation function provided by the flight controller board on 

the quadcopter, we made our own navigation and stabilization function in our flight control 

software. This program first measures the velocity of the LightBee copter by registering the 

distance traveled per second. Then, it calculates a desired velocity based on the current location 

of the quadcopter and the next waypoint provided by the remote user’s head coordinates. The 

velocity transformation is then used in a proportional–integral–derivative (PID) function to 
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calculate the acceleration for the x, y and z dimensions. This acceleration is converted to Throttle 

(controls the up and down movement of a quadcopter), Pitch (forward and backward tilt), Roll 

(side to side tilt), and Yaw (left and right rotation) values. These values are sent to the 

quadcopter’s onboard flight controller through WIFI. This approach separates the positioning 

system from the onboard flight controller, and achieves more precise control. 

The aforementioned PID function is a feedback mechanism that adjusts the discrepancies between 

a measured variable and its desired value. It is required because there is no immediate way to 

change the velocity to the desired velocity in this complicated dynamical environment. A PID 

control provides a dynamic adjustment process, which can reduce gradual drift in speed or 

position. The PID controller computes the desired output by calculating proportional, integral, 

and derivative responses. It sums these three components to iteratively minimize the error 

between the measured velocity and the desired velocity. 

 

Figure 21. Reflective markers on LightBee 
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Figure 22. Vicon MX Motion Capture Cameras 

4.4.2 Head Position Transmission and Synchronization  

The remote user’s head movements are tracked by a Kinect v2.0 through the Kinect for Windows 

SDK 2.0 and transmitted through a network to the flight control system. The tracking code was 

written in C#. The head position is read from the array of joints provided by Kinect SDK. We 

used a filter to smooth the data and reduce the impact of outliers. In every frame, a new head 

position is pushed to a moving window with a size of 20 samples. We tried three types of filters – 

moving average, median, and an optimized averaging filter. The moving average method outputs 

the mean of the data points in the window. The median filter finds the middle number of the data 

points. The optimized averaging filter first sorts the data points, ignores four minimum and 

maximum values, and only calculates the average of the remaining data points. This method 

intends to remove possibly outliers. After testing each filter, we found that the moving average 

filter had the smoothest output. After smoothing the head position, the output is sent to the 

quadcopter controller through UDP over Ethernet. After the quadcopter’s flight controller obtains 

the coordinate data, it transforms it to the Vicon coordinate system, and sets a new waypoint for 

the quadcopter. This process is updated approximately 20 times per second. 
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4.5 Projector Array 

The projector array contains 45 PicoPro 720p focus-free laser projectors. The image projected by 

each projector is retro-reflected back into the eyes of users by the drone surface. The projectors 

are spaced approximately 4.5 cm apart horizontally (Figure 23), slightly closer than the average 

interpupillary distance [13]. This spacing is the maximum distance required to provide 

stereoscopy (left and right eye catching a different projector image) for users standing directly 

below the projectors.  To hold the projector array, a circular rail of 180 cm radius is suspended off 

the ceiling at a height of approximately 195 cm. Each projector shows a different angular image, 

covering motion parallax or 59 ̊of arc around the circular rail. This angle can be extended by 

adding more projectors. Since all the light from each projector is retro-reflected back into a very 

narrow angle, the 32 Lumens of each projector produces a sufficiently bright image even in broad 

daylight. 

 

Figure 23. Close-up of projectors, each with an Odroid rendering board. 
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4.6 Remote Capture System 

4.6.1 First Version of Surround 3D Images Capture 

The first version of the capture system used Microsoft Kinect V2 cameras to capture a point cloud 

of the remote user. 5 Kinects were placed around the captured area. Three of them were placed at 

a height of 150 cm in front of the capture area in order to catch the details of the remote user’s 

face. The other two were placed at a height of 200 cm to capture the back of the user. Each Kinect 

was connected to an Intel NUC computer running the LiveScan3D client [31]. LiveScan3D is an 

open source system, which is used for real-time 3D reconstruction with multiple Kinects. It 

consists of multiple clients and a server. In our system, each client was calibrated using a marker 

at the center of the captured area, the origin of the capture area. The client controls one Kinect 

and captures a colored point cloud. It transforms the point cloud from the Kinect coordinate 

system to the system’s coordinate system, and sends the point cloud to the server. The server 

combines the point clouds received from all clients, and then broadcasts the result to each Odroid. 

The Odroids then each render the point cloud from a different perspective based on their location 

in the projector array. This method, however, had some limitations. First, the depth camera of a 

Kinect v2 was only 512 x 424 pixels in resolution. Second, we experienced significant 

interference between Kinects. Each Kinect sends infrared light patterns to measure depth, and 

might receive light originally sent by another Kinect. This produces mismatches in the point 

cloud data. Third, the point cloud captured by the Kinects contain a large amount of data, which 

slows down the transmission process. For these reasons, we switched to the ZED visible light 

stereoscopic camera platform. 
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4.6.2 Surround 3D Images Capture with ZED cameras 

 

Figure 24. ZED cameras in the capture room 

Figure 24 shows the ZED cameras in the remote capture room. A ZED camera has two small 

cameras placed 17.5 cm apart (Figure 25). Each camera has a 110̊ field of view. They can 

measure depth indoors and outdoors at up to 20m using stereoscopic computer vision analysis. 

The highest resolution of a ZED camera is 2.2K at 15 frames per second. The depth resolution is 

the same as this video resolution. Unlike the Kinect, ZED cameras are not affected by 

interference when multiple cameras are used. An additional benefit is that they can be used in 

bright daylight, as they do not rely on infrared light to measure depth. We placed 3 ZED cameras 

along a circle in front of the remote user, such that the remote user was able to move 1 meter 

without loss of vision by any of the cameras. The angular distance between ZED cameras was 20̊. 

We positioned the cameras at 160 cm height facing down 23̊, such that a clear image of the 

remote user’s head was provided at all times. The three ZED cameras cover approximately 59̊ of 
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motion parallax. To extend motion parallax only requires adding more ZED cameras and 

processing power. 

 

Figure 25. ZED camera 

 

 

Each ZED camera is connected to a high-end NVidia GTX 1080 graphics card on an Intel i5 

computer. Our software is implemented on Ubuntu 16.04 to capture the user’s color and depth 

images with 720p resolution in 30 frames per second. The remote capture room has a blue 

background. The software, acting as the server of LightBee, first subtracts the background by 

color and changes the background color to black in both the color image and depth image. The 

images are compressed in a JPEG format using the libjpeg-turbo library [78]. The server then 

broadcasts the two images to all of the Odroids over UDP. Each ZED camera is in charge of a 

cluster of 15 projectors, each with an associated Odroid processor able to calculate its offset with 

the cluster.  The client running on Odroids can analyze the header of packages received from the 

server, and determine whether it is the recipient of a package.  

4.7 Light Field Rendering 

The final prototype distributes the rendering for each perspective to 45 Odroid C1+ boards, one 

per projector. The client software was also implemented using an iterative design process.  
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4.7.1 Comparison of Odroid C1+ and Raspberry Pi 2 

We first used Raspberry Pi 2 Model B to run the rendering code. We found it limited mainly in 

network bandwidth, at 100 Mbit/s. The Odroid C1+ has a similar price point and performance as 

the Raspberry Pi 2 Model B, but with 1000Mbit/s bandwidth. The GPU of Odroid C1+ is Mali-

450, and provided better support for our rendering engine than the VideoCore IV on the 

Raspberry Pi. The dimensions (85 x 56 mm) and weight (40g) of Odroid C1+ was compatible 

with a projector mounted solution. We selected the Odroid C1+s for parallel viewport rendering. 

4.7.2 Customized Relief Mapping 

The 3D image captured by the server is sent over through Ethernet and for rendering by the client 

software running on each Odroid. To achieve real-time rendering, we considered two aspects: 

rendering power and network speed. Rendering different viewports for projectors at distinct 

positions creates a difficulty for real-time rendering. The client would need to render 45 different 

viewports at a resolution of 720p. If the client renders the viewports in sequence to achieve 30 

FPS, it is limited to about 33 ms to render 45 720p images. By chosing a distributed rendering 

architecture, where each viewport is calculated by a separate Odroid C1+ board connected to each 

projector, performance could be greatly improved. An Odroid C1+ features a 1.5Ghz quad core 

Amlogic CPU, a Mali™-450 MP2 GPU supporting OpenGL ES 2.0, and Gigabit Ethernet.  

Sending geometrical information captured by three ZED cameras in real time, however, was 

challenging. The depth information captured by the ZED camera can be stored in depth map 

image or point cloud. Directly rendering of the point cloud does not achieve a sufficient image 

quality. Since each point has a size of 15 bytes (three float variables to represent the position, and 

three bytes to denote RGB color), with 921,600 (1280x720) points at 30 FPS, we would have 
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needed to send 3317.76 Mbit data per second. The bandwidth of Odroid C1+s is not sufficient for 

such data volume. Therefore, a point cloud was not an ideal data format for this project.  

We decided to use 3D-2D mapping techniques to reduce the amount of data needed to be sent. A 

1280x720 32-bit bitmap image only has the size of about 3.69 MB. Approaches to 3D-2D 

mapping include Bump Mapping, Normal Mapping, Displacement Mapping and Relief Mapping. 

A bump map[6] creates the illusion of depth or relief on a surface by adding details of the surface 

in the lighting calculation. It uses a greyscale texture to encode height information. The 

information perturbs the normal of each fragment on a surface. It renders surface details faster 

because it does not add vertices to the model. However, as it does not change the geometry, 

images do not appear very realistic under close scrutiny or at low viewing angles.  

A normal map[10] is similar to a bump map. Both affect the normal of the surface, and generate 

the illusion of details without changing the geometry.  The main difference is that a normal map 

uses RGB values to represent the orientation of surface normal while a bump map simply uses 

grayscale values to signify the up or down information. The RGB information corresponds with 

the X, Y and Z axis. The aforementioned limitation of a bump map is also a drawback of a 

normal map. 

A displacement map [11] allows additional details to be represented on low-resolution meshes. 

The difference is that this does change the geometry of a model. A displacement map is a 

grayscale image. It displaces each sample point perpendicularly to the normal of the surface with 

the distance of the grayscale value. Displacement mapping normally takes place in a vertex 

shader because the geometry is changed at that stage of the rendering pipeline. However, the Mali 

GPU of Odroid C1+ does not allow texture access within a vertex shader. The vertex shader 
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could not read the depth image to change the depth of each vertex, so this approach was not 

applicable to our system. 

Another method that alters the geometry is relief mapping. We chose an approach proposed by 

Policarpo et al. [54], with slight modifications. Here, a ray emitted from a pixel on the screen is 

traced into a height map (i.e., a depth image). First, the algorithm finds the first visible point. 

After that, it fetches the color of that point based on the its coordinate in the depth texture. The 

output color is the color of the pixel that the ray is emitted from. This process takes place in 

fragment shader, which is better equipped to access textures than vertex shader.  

In our application, for each frame, a ZED camera captures a color image and a depth image of a 

remote user. The background is subtracted using color subtraction. The origin of the camera ring 

is at about 150 cm away from the ZED camera. 

The rendering code running on Odroid C1+ was written in C++. It uses OpenGL ES 2.0 for its 

graphics engine. The projector’s location is read from preset configuration files, and is used to 

calculate the camera matrices. We create a plane with two triangles in the scene, which is parallel 

to the screen. The plane has the same ratio as the images captured by the ZED camera. It is 

rotated based on the ZED camera’s rotation. We rotate the plane to make the depth image appear 

in the correct orientation (Figure 26). A vertex shader and a fragment shader written in GLSL 

were used to process the relief mapping for the plane.  
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Figure 26. The rotation of the rendered plane based on the ZED camera's rotation 

The process to map relief information to the plane can be conceptually described as follows. For 

each fragment rendered: 

i. Create a ray from the projector position to a point on the plane that is rendered;  
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ii. Transform the vector of the ray to the tangent space associated with the fragment. The 

purpose of transforming it to the tangent space is that we need to fetch the depth value of 

a pixel from the depth image using the pixel’s coordinates; 

iii. Use the position of the fragment in its tangent space as the starting point. Use the 

transformed vector calculated in the second step as the direction in the tangent space. Use 

a preset depth increment and the previous two variables to calculate the next point to be 

checked; 

iv. Check if the ray has intersected with the 3D object by checking points along the ray with 

a certain depth increment. If the depth of a point along the ray is smaller than the depth of 

current pixel, the point is still outside the object. In this case, we need to go back to the 

previous step and check the next point. If the depth of the point is bigger than the depth 

of the current pixel, the ray has already intersected with the object; 

v. Check if there is a missing intersection along the ray. Since we only check sample points 

with a depth increment, there may be multiple intersections between two sample points. 

As illustrated in Figure 27, point A is the last sample point outside the surface, B is the 

next sample point and it is identified as the first intersection. However, point C is the 

actual point that was search for. Therefore, we need to check missing points between 

point A and point B. We use binary search to find these missing points. We then search 

from point B back to point A, and keep the last point inside the height field surface. The 

accuracy depends on the number of steps the binary search conducts. 

vi. Find the color of the output point in the previous step. Fetch the color of the point in the 

color texture by the point’s texture coordinates. 
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Figure 27. A case where the first intersection is missing 

Since the captured area of a ZED camera is a square frustum (Figure 28), we cannot directly use 

the x and y coordinates of a sample point to look up its depth in the depth texture. For example, as 

illustrated in Figure 28, we currently check if point A is inside the height field surface. We need 

to generate a line back to the ZED camera, and the intersection between the line and the near 

plane is point B. We use the x and y coordinates of point B to fetch the depth value in the depth 

texture. The returned value is the depth of point C. We compare the depth of point C with the 

depth of point A to figure out if A is inside the surface.  

We improve the efficiency of the relief mapping by optimizing the linear search process in step 

iv. In our application, we only show a remote user, and the surroundings should be cut off. In 

linear search, we look for the first intersection along a ray created from the eye position and a 

fragment on the rendered plane. We check sample points with a depth increment. If we cannot 
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find an interaction after a linear search process, it means that the ray hits the background. We 

discard that fragment and the rest of the relief mapping algorithm will not be conducted. That 

fragment will just be rendered as black. In this way, we cut off redundant process. 

 

Figure 28. A view frustum of a ZED camera 

4.7.3 Projector Position Configuration 

We divided the 45 projectors to 3 groups such that each group of 15 projectors displays images 

captured by one ZED camera. We calibrated the projector’s position in this group in python, for 

each Odroid. The configuration of each projector contains its position and look-at position. 

Odroids are numbered from 1 to 45, which are coded as the last number of their IP addresses. We 

first calculate the ID of an Odroid within its group (original ID mod 15). The middle projector in 

each group is 180 cm away from the center of the projector ring, and it’s 195 cm high. It faces the 
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ZED camera of this group with a horizontal angle of 0. We compute the horizontal position of the 

other Odroids by their angular distance from the middle projector. Each projector was also rotated 

by 28.7 degrees vertically. 

Since the aforementioned positions are calculated in the condition where projectors are perfectly 

aligned, we need to adjust the data by adding an offset (up/down and left/right) for each projector. 

To calibrate this, we display a 2D image with a cross in the middle, and add an offset to the look-

at position until the cross appears at 99 cm high on a retroreflective screen, which is placed in the 

center of the projector ring (Figure 29). This offset is saved to a separate file as we adjust the 

positions. The offset is read and applied to the virtual camera in the rendering code when the 

program starts running. 

 

Figure 29. How we calculate the center of the projected image 
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4.7.4 Mapping of Coordinate Systems  

 

There are 5 virtual spaces that need to be matched in this system - ZED camera’s viewing area in 

the remote room, Kinect’s tracking area in the remote room, the Vicon system that tracks the 

quadcopter’s position, the quadcopter’s control system, and the virtual space that each Odroid 

renders.  

First, the flight control of the quadcopter shares the same coordinate system as the Vicon system. 

We set the Origin of the Vicon system at the center of the projector ring horizontally, and on the 

floor vertically. One unit in its coordinate system is one millimeter. The quadcopter position is 

detected by the Vicon system, so its position data is in the Vicon coordinate system. Since we 

only send Throttle commands (controlling the up and down movement of a quadcopter), Pitch 

(forward and backward tilt), Roll (side to side tilt), and Yaw (left and right rotation) values to 

control the quadcopter, we can calculate the next waypoint in the same coordinate system. In this 

way, we map the flight control coordinate system to the Vicon coordinate system. 

The remote user’s head position captured by the Kinect needs to appear at the same place where 

the head is rendered by Odroids. The Kinect system and the rendering system on Odroids are both 

mapped to the ZED camera coordinate system. At the same time, we need to match the origin of 

the ZED camera coordinate system and the origin of the Vicon coordinate system. In this way, the 

remote room and the local room are mapped together. 
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4.7.4.1 Map the Kinect coordinate system to the Vicon coordinate system 

 

Figure 30. The alignment of ZED cameras and the Kinect in the remote room 

 In the remote room, three ZED cameras are aligned in a circle. The center of the circle is the 

origin of the ZED camera coordinate system, and the origin is on the floor. The Kinect is besides 

the middle ZED camera (Figure 30) in order to have a good view of the remote user’s face. In a 

Kinect coordinate system, the position of a Kinect is its origin. We measure the position of the 

center of Kinect cameras relative to the ZED camera origin, and send it to the flight control 

software on the local side. In the flight control software, we convert the head position in the 

Kinect coordinate system to the Vicon coordinate system by adding the head position to the 

Kinect position. As shown in Figure 31, VKinect_to_head is the vector from the Kinect to the head. 

VOrigin_to_Kinect is the vector from the ZED camera’s origin to the Kinect. In the local room, we need 

to know the vector from the Vicon origin to the head. We add the aforementioned two vectors to 

get the vector from the Vicon origin to the head. Since the reflective markers are on the top of the 

cylindrical screen, we need to add one half of the screen height to the head position, in order to 

transform the head position to the markers’ position. 
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Figure 31. Convert the Kinect coordinate system to the Vicon coordinate system 

4.7.4.2 Map the ZED cameras’ coordinate system to the Odroid rendering system 

First, we measure a ZED camera’s position and its orientation relative to the origin in the remote 

room. The ZED camera’s configuration is saved in the same file with the projector configuration. 

Since the origin of the remote room is mapped to the origin of the local room, the ZED cameras 

and the projectors can be seen as sharing the same world space. In the rendering software a plane 

is used to render the scene. Its position and orientation are set based on the ZED camera’s 

position and rotation. The detail is described in section 4.7.2. The rendering software also allows 

us to change ZED camera’s properties while it is running. The ZED camera’s configuration can 

be sent from the ZED camera server, and the client software will update the relative data and save 

it to the configuration file. 
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4.7.4.3 Map the Odroid rendering system to the Vicon coordinate system 

As mentioned in the previous section, the virtual scene rendered by the Odroid software is created 

with the measurement of the real space. Besides, the origin of the virtual scene is at the same 

position as the origin of the Vicon system. To check if the two coordinate systems are matched, 

we put a retroreflective screen in the center of the projector ring, and make it face the middle 

projector. We put an object on the floor of the remote room, placing it right behind the origin. If 

we see the object on the floor of the local room, the two coordinate systems are matched. 

4.7.5 Network Architecture 

In the local room, Odroids are connected to the same local network through a number of gigabit 

network switches. A server that controls ZED cameras to capture images is in the remote room. It 

is connected to the same network as the Odroids, through Ethernet. It sends the images and 

calibration information to the Odroids. As discussed in section 4.7.2, the server broadcasts data to 

all Odroids over UDP, and the software running on the Odroids parses the data packets to 

determine whether they contain information for this Odroid. There are 4 types of packets: 

captured images, ZED camera configuration, projector position configuration, and calibration 

image. The packet structure is shown in Figure 32.  

 

Figure 32. Network packet structure for rendering 
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When the server sends captured images to Odroids, the first fragment of the packet is the current 

ZED camera ID (0,1 or 2). One image cannot be sent within one packet, so it is divided to 

multiple packets. Therefore, we need the packet payload ID to mark the packets that belong to the 

same image. The fragment “packet index” shows the order of packets of one image. Packet count 

is the total number of packets. Each client running on an Odroid checks if the ZED camera ID 

belongs to its group, and if the packets for one image are all received. If any packet is missing, 

the client discards received data of that image. 

When the server sends ZED camera configuration, each client updates the relative data that is 

saved in the configuration file. Based on this information it changes the matrices that are involved 

in capturing images with the ZED camera. The matrices are applied for rendering in the next 

frame.  

When we need to calibrate projector positions and keep the calibration information on Odroids, 

we use the server to broadcast a picture of a cross to Odroids. We can adjust a projector’s look-at 

position from the Server. The first segment of the header is used as the Odroid ID. The packet 

contains a horizontal offset and a vertical offset based on the projector’s look-at position. To 

calibrate, we can select an Odroid and move the calibration image up, down, left or right using a 

remote keyboard. The packets are broadcast to Odroids, but the selected Odroid can recognize the 

packet through the Odroid ID in the header. It saves the new configuration in a file every time it 

receives a new offset.  

4.7.6 Threads Management 

There are two threads in the software for rendering images on Odroids. One thread is for 

receiving color images and depth images sent by the server in the remote room. The other thread 

is for rendering received images. When the rendering thread is reading an image, the receiving 
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thread cannot write to the same buffer and vice versa. Therefore, we create a frame buffer with a 

size of two. Each element contains a color image and a depth image. If one thread is accessing 

one buffer element, the other thread can use the other buffer element. We create two mutex arrays 

to synchronize the two elements (Figure 33). An image rendering mutex is locked when the 

receiving thread is writing the corresponding frame element. It is unlocked after the frame is 

rendered by the rendering thread. An image receiving mutex is locked when the rendering thread 

is reading the corresponding frame element. It is unlocked after a new frame is received (Figure 

34).  

 

Figure 33.  Objects used for synchronizing the threads 

 

 

Figure 34. Procedures of threads for synchronization 

 

Figure 35 Shows how the threads are created and executed.  In the beginning, the receiving thread 

locks all of the mutex objects. Then it creates the rendering thread. The rendering thread first 
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unlocks the two image-rendering mutex objects to enable operation of the receiving thread. Since 

the image-receiving mutex objects are both locked, it has to wait until there is a received frame. 

The receiving thread locks an image-rendering mutex to protect the corresponding frame buffer 

from being read. After it received a frame, it unlocks an image-receiving mutex to enable that 

frame to be rendered. When the rendering thread detects that the frame buffer is available, it locks 

the image-receiving mutex and renders that frame. After that, it unlocks the corresponding image-

rendering mutex to show that the frame buffer is available to receive a new frame. 
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Figure 35. How the threads are created and executed 
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4.7.7 Software Version Control 

Since our prototype has 45 projectors controlled by 45 Odroids, we needed a method to update 

the software running on Odroids automatically. We set up a local Git repository on a PC running 

Ubuntu 16.04. The PC is connected to the local network of the Odroids. The server and the 

Odroids are both configured so the Odroids can access the PC through SSH. The repository is 

cloned to each Odroid. We created a bash script to fetch the repository from the server and merge 

it to the local copy via a Git pull command. This bash script is executed when an Odroid reboots.  

The Git repository contains the executable file of the rendering software, the Python code to set 

up the projector position and orientation, and configuration files. If we make an update to the 

rendering software, we replace the executable file on the server via a Git push command. After 

that, we reboot all of the Odroids. The bash script first updates the local repository, and then 

updates the configuration files by running the Python code. After that, the script launches the 

rendering software.  

4.8 Quadcopter Video 

Two small 26x26 mm cameras are mounted 60 degrees apart on top of the quadcopter. Video 

from the drone is sent via two on-board video transmitters to receivers connected to a local 

computer. The video streams are encoded and sent across the network to the remote capture 

room, where they are displayed on two monitors spaced approximately 60̊ apart. Note that the 

drone mounted cameras are not blinded by the projection system at any point. 
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Chapter 5 

Application Scenarios & Discussions 

5.1 Application Scenarios 

The LightBee system can be used in a variety of applications, including entertainment, remote 

education and telepresence. In this thesis, we focused on its use as a telepresence robot. We 

further examine its utility using the following user scenarios, which highlight key features and 

benefits of LightBee’s unique method of remote telepresence. 

5.1.1 Telepresence for Business 

 

Geographically distributed collaboration has become common. When business people work 

together on a project, there is often a need for sharing information about the space, or to 

demonstrate an artifact or experience. LightBee can be used to set up a telepresence session, 

which enables a person to be invited in to explore the physical room remotely. It allows 

immediate access to a site where experts or clients are needed. Meanwhile it can decrease the 

costs for travelling.   

Hologrammatic telepresence via drones reduces the need to travel, while still providing many of 

the benefits of mobility, proximity and eye contact. In this scenario, a remote architect is visiting 

a building under construction to discuss details of the build quality with the builders. The local 

space is outfitted with a ring of projectors and a drone tracking system. The projector array 

projects on the LightBee’s retroreflective screen to show local users a synchronized three-

dimensional view of the architect’s face. The local participants engage in a conversation about the 

building project while showing the architect around the room. The architect follows the local 

participants, and his head movements and eye contact convey non-verbal cues. It helps the local 
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participants to understand what the architect is looking at, and whom the remote architect is 

talking to, facilitating multiparty turn taking. 

In collocated conversation, interlocutors often use such pronouns as “you” or “that”, which 

require disambiguation. The architect simply orients his head to refer to the architectural model 

under discussion. Such head pointing is naturally supported by the LightBee’s light field imaging 

facilitating deixis towards the model without requiring verbal disambiguation. The architect 

moves closer to one of the builders in an attempt to emphasize that his work needs alterations. 

The builder responds to the physical proxemics of the LightBee, and agrees to the request. The 

coworkers finalize the decision on the action plan and schedule, and wave while the remote user 

turns around and flies off to inspect another part of the building site. 

5.1.2 Informal Communication 

A crucial factor to collaborate successfully is the ability to interact informally.  Informal 

communication can help to build teams, transmit office culture, mitigate conflicts and minimize 

ambiguity in communication as discussed in the previous section. Informal communication can 

build a connection between remote and local interlocutors, which improves their readiness to 

engage in fruitful communication. LightBee can convey proximity and mimic the remote user’s 

head motion, which provides highly expressive communication cues. LightBee is not just a 

machine driven by a person, it conveys a presence that is directly associated with the remote user.  

As a telepresence system is can be used as a shared resource, and the projection of the face on the 

drone makes it convenient for locals to identify the remote pilot of the drone. When there are 

more projectors added to the projector ring to provide a 360̊ viewing angle, it allows local users to 

see the remote user from all angles.  
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5.1.3 Multipoint Meetings 

In a multipoint teleconference, there are more than two remote participants. They may be from 

different locations. In traditional teleconferencing systems, remote users may appear on separate 

screens. In a LightBee system with a 360̊ projector ring, remote participants from different sites 

appear in the same spatial reference frame. A remote user’s motion and gaze can be correctly 

perceived by local interlocutors and other remote participants when these reference frames are 

kept in sync across remote sites. 

5.1.4 Telepresence for Entertainment 

In the future, we also foresee use of the LightBee system in entertainment applications. A popular 

technique for “beaming up” people into commercial shows is the Pepper’s Ghost technique. It 

projects high definition images onto a Mylar film to create an illusion that the projected person is 

on the stage. However, these projections are flat, on a fixed display, and do not provide motion 

parallax or stereoscopic effects to the audience. With LightBee, we can consider the following 

scenario. A DJ is playing a set in an indoor stadium with 10,000 audience. A ring of projectors is 

mounted in specific areas in the upper levers, which provides a 360̊ viewing angle for audience. 

The stage is in the center of the stadium, and is surrounded by a volumetric video capture array. 

Normally, the DJ is confined to the stage, or being projected on a big screen. With multiple 

copies of herself on LightBees hovering through the stadium, her audience feels much more 

connected. They can perceive that the DJ is closed to them and looking at them. As the DJ 

dances, the LightBees hop up and down to the beat, whipping the crowd up to do a wave. 

Meanwhile, the 3D volumetric video is transmitted to several other venues in different cities 

where the DJ is represented by LightBees. It allows her to be in multiple places simultaneously, 



  

 

 

67 

and it allows audiences at different places to see her live show. Her revenue is significantly 

increased due to the ability to perform multiple shows at the same time. 

5.2 Initial User Experiences 

In order to gain some initial insight into how local users might experience interactions with a 

LightBee that represents a remote user, we conducted a very preliminary evaluation.  

We asked 6 participants (2 female and 4 male) between 25 and 30 years of age to engage in a 

triadic conversation of 3 minutes. In each conversation, two local participants conversed with one 

remote participant displayed on a LightBee. The remote person was an actor who made sure to 

turn his head toward each local interlocutor while speaking to him or her. The actor also moved 

toward each local user when speaking, and away when not speaking to that user.  

To begin each session, participants were briefed about the system and the confines of the active 

space, which was between 180 and 360 cm from the center of the projection ring. The LightBee 

moves within the projection area. As illustrated in Figure 36, local participants were allowed to 

move in the gray area, and the LighBee was allowed to move in the hatched area. After each 

session, the participants were asked to reflect upon their experience. All participants were 

successfully able to interact with the remote person and overall responses were positive. We now 

provide details about the initial impressions of the system and comment on aspects that appeared 

to affect user experience. 
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Figure 36. Overview of active area whith LightBee (LB) and projector rail. Optimum 

viewing area is indicated in grey, and optimal flight area is hatched. 
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Most participants noted that the movements of LightBee helped them to facilitate turn taking and 

management of the conversation. P4 claimed that “The movement (of the LightBee) gave me a 

better idea of what the remote person was doing.” P6 claimed that the LightBee’s movement was 

“easy to understand and smooth.” 

Three participants commented on their experience of proxemic movements by the LightBee. P1 

claimed that he “felt a kind of pressure when it approached me”, which helped him to know that 

the remote person was engaging with him. P6 also noted, “the eye contact was really helpful, like 

in a class or meeting.” P3 claimed that he wanted the remote person to always face him when 

talking, which suggested that the face orientation affects the engagement. P2 noted that it was 

convenient to “show the person around” by walking with the LightBee. P3 claimed that it was 

“cool to look around the person by moving around (the LightBee).” P1 stated that he “did not 

move around when talking to the other person”, yet seemed to appreciate LightBee’s movement 

towards him. 

Some participants commented on the “missing body” of the remote person, yet after further 

enquiry, they thought this did not necessarily negatively impact their conversation. Perhaps the 

relatively high resolution of the head projection and corresponding head movements of the 

remote person led to an Uncanny Valley effect, with participants expecting there to also be hand 

movements and body cues. Two participants complained about the noise of the drone. P2 did not 

like “how loud the propellers are”. None of the participants commented on the lack of vertical 

parallax. 

5.3 Limitations and Future Work 

There are, of course, numerous issues with the use of a drone for telepresence. LightBee currently 

supports only indoor conversations due to limitations in the tracking system and projector array. 
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The light field and cameras mounted on the drone are currently limited to a < 60̊ field of view. 

This is, however, only due to budget constraints and can be addressed by adding more cameras 

and projectors. The projector array in the local room does not provide vertical motion parallax 

because a two-dimensional projector array can block users view. It can be addressed by tracking 

local users’ head positions, and adjust the virtual camera’s position in the rendering software on 

the corresponding Odroids. 

In the current implementation of the drone, the relatively big propellers create a clearly audible 

noise. We expect to address this in future versions using anti-sound noise-cancelling speakers, or 

by asking local participants to wear in-ear Bluetooth headphones. Additionally, improved flight 

dynamics and rotor design can significantly cut down on noise generated by the propellers. 

Battery life is another limitation, with flight time constrained to about 4 minutes. This is mostly 

due to the weight of the drone in relation to its limited battery capacity. A better mechanical 

design of the rotors and air flow dynamics would increase efficiency, for example, by using 

ducted propellers. 

Our current system only captures the representation of a single remote user. That said, multiple 

remote users can fly together provided each user is represented by their own LightBee. Head 

controlled movements are currently limited to within the remote capture space. However, the 

drone can be flown using manual control beyond the confines of this space.  

After we improve the engineering and design of the drone, we plan to conduct a more formal 

study of the potential influence of LightBee on telepresence experience. For example, we can 

compare LightBee with a wheeled robot with a light field screen to discover how the robotic body 

affects the locals’ perception toward the remote person. We would also like to compare a static 

light field cylindrical screen with LightBee to investigate the influence of proximity on 
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conversation effectiveness. Such experiment would involve comparisons of speaking time, turn 

length and overlapping speech. Longer speaking time shows a higher level of activity in a 

conversation [12]. The measurement of turn length is for detecting the level of attentiveness and 

engagement of a conversation [12]. Turn lengths are shorter if the turn transitions are more 

frequent, or if there are more interjections. More interjection and turn transitions may suggest that 

the interlocutors are more engaged with, or attentive to, the speaker. Moreover, the frequency of 

turn-taking can indicate the level of activity in a conversation [30]. Furthermore, we can use the 

Temple Presence Inventory(TPI) [37] to measure telepresence provided by LightBee. TPI is a set 

of questionnaires that can be used to measure different aspects of telepresence. The 

questionnaires can measure spatial presence (locals’ perception toward a remote person), social 

presence (the communication between local and remote users), engagement, social richness, 

social realism, and perceptual realism. 

5.4 Conclusion 

We presented LightBee, a hologrammatic self-levitating telepresence drone that conveys a 3D 

image of the remote participant’s head via a cylindrical light field display. The light field display 

consists of a retroreflective screen mounted on a cylindrical quadcopter. This screen is projected 

on by a circular array of 45 projectors mounted above the heads of local interlocutors. Each 

projector has its own renderer that, in parallel, calculates a viewport from a 3D relief map 

captured at the remote location. This capture system comprises an array of visible light stereo 

cameras connected to a PC. The remote user’s head movement is tracked and transmitted to 

control the location of the drone. Our light field display provides continuous motion parallax and 

stereoscopy to multiple local interlocutors without any need for head-worn apparatus or head 

tracking. It allows correct horizontal gaze awareness between local and remote participants. 
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Moreover, the movement of the display provides the remote user with the ability to explore the 

local environment, even when not projected on. 
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