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Abstract

Moving through a stable, three-dimensional world is a hallmark of our motor and

perceptual experience. This stability is constantly being challenged by movements

of the eyes and head, inducing retinal blur and retino-spatial misalignments for

which the brain must compensate. To do so, the brain must account for eye and

head kinematics to transform two-dimensional retinal input into the reference frame

necessary for movement or perception. The four studies in this thesis used both

computational and psychophysical approaches to investigate several aspects of

this reference frame transformation. In the first study, we examined the neural

mechanism underlying the visuomotor transformation for smooth pursuit using a

feedforward neural network model. After training, the model performed the general,

three-dimensional transformation using gain modulation. This gave mechanistic

significance to gain modulation observed in cortical pursuit areas while also provid-

ing several testable hypotheses for future electrophysiological work. In the second

study, we asked how anticipatory pursuit, which is driven by memorized signals,

accounts for eye and head geometry using a novel head-roll updating paradigm.

We showed that the velocity memory driving anticipatory smooth pursuit relies on

retinal signals, but is updated for the current head orientation. In the third study, we
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asked how forcing retinal motion to undergo a reference frame transformation influ-

ences perceptual decision making. We found that simply rolling one’s head impairs

perceptual decision making in a way captured by stochastic reference frame trans-

formations. In the final study, we asked how torsional shifts of the retinal projection

occurring with almost every eye movement influence orientation perception across

saccades. We found a pre-saccadic, predictive remapping consistent with main-

taining a purely retinal (but spatially inaccurate) orientation perception throughout

the movement. Together these studies suggest that, despite their spatial inaccu-

racy, retinal signals play a surprisingly large role in our seamless visual experience.

This work therefore represents a significant advance in our understanding of how

the brain performs one of its most fundamental functions.
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Chapter 1

General Introduction

1.1 Preamble

The ability to perceive and move throughout the three-dimensional (3D) world is

a hallmark of human behavior. Indeed, to execute almost any action — even one

as simple as reaching for a coffee cup — our perceptual and motor systems rely

on a stable, spatially accurate representation of the world. This spatial accuracy is

constantly being challenged by movements of the eyes and head, inducing retinal

blur and retino-spatial misalignments for which the brain must compensate. To do

so, the brain must account for these eye and head kinematics to transform two-

dimensional (2D) retinal input into the reference frame necessary for movement

or perception. For example, we can still reach accurately to a coffee cup sitting

on the desk in front of us, even though we may be fixating on a computer screen

rather than on the cup itself. We have this ability because the brain accounts for the

current eye orientation when interpreting the retinal location of the cup in reaching

coordinates. This can be extended to almost any movement of differing geomet-

rical complexity, including those that require a transformation of retinal motion —
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from catching a ball, to driving a car, even to piloting a plane. As such, an under-

standing of how the brain performs visuomotor reference frame transformations for

perception and action represents a significant advance in our understanding of one

of the brain’s most fundamental and ubiquitous functions.

The visuomotor system, and, in particular, saccadic and smooth pursuit eye

movements, provide a practical fit for investigating how the brain performs 3D trans-

formations for perception and action. The neural pathways are well-defined (for

reviews see Krauzlis (2004, 2005); Lisberger (2010)) and eye rotations are also

mathematically simple (Tweed and Vilis, 1990; Tweed, 1997; Blohm and Crawford,

2007; Blohm and Lefèvre, 2010). As such, experimentally manipulating eye and

head geometry makes clear behavioral predictions under different 3D contexts.

This thesis seeks to determine how the brain accounts for 3D eye and head geom-

etry during visuomotor transformations, building upon past psychophysics (Blohm

and Lefèvre, 2010; Blohm and Crawford, 2007; Leclercq et al., 2012, 2013a) and

computational modelling work (Blohm et al., 2009). The following review will present

an overview of the overarching theories and empirical work useful for interpreting

the findings of this thesis.

1.2 Saccadic and smooth pursuit eye movements

1.2.1 A collaborative effort

Saccadic and smooth pursuit are voluntary eye movements that, together, allow us

to foveate moving objects with high visual acuity (for review see Orban de Xivry

and Lefèvre (2007)). In general, saccades minimize retinal position error while

pursuit minimizes retinal velocity error, or retinal ”slip” (Rashbass, 1961), although
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both are not always needed. For discrete, position-step targets, only saccades

occur. Conversely, for slowly moving targets pursuit alone is sufficient, though

how extraretinal signals drive the eyes once retinal slip is near zero remains an

open question. However, possibly due to inherent visuomotor processing delays

the maximum tracking velocity for pursuit is limited (Orban de Xivry and Lefèvre,

2007). Subsequently, for faster moving targets saccades are often needed to mini-

mize position error that accumulates as the eyes lag the target. When target motion

is predictable, the pursuit system can circumvent those delays using smooth antic-

ipation, thereby accelerating the eyes before a visual stimulus is even present or

while it is occluded (Barnes and Asselman, 1991; Barnes et al., 1997; Blohm et al.,

2003a,b; Heinen et al., 2005; Knox, 1996, 1998; Barnes and Donelan, 1999). In

this way, saccades and pursuit collaboratively allow us to foveate moving targets.

1.2.2 Known neural circuitry

Saccades and pursuit are a well-suited behavioral measure for studying visuomo-

tor transformations as the neural pathways underlying their execution are well-

established (for reviews see Krauzlis (2004, 2005); Lisberger (2010)). During

visual tracking, visual signals arising in primary visual cortex (V1) are projected

through the highly interconnected middle temporal (MT) and medial superior tem-

poral (MST) areas to parietal and frontal regions in the pursuit circuitry, including

the lateral intraparietal area (LIP) and frontal and supplemental eye fields (FEF and

SEF, respectively) (Maunsell and van Essen, 1983; Krauzlis, 2004; Hawken et al.,

1988; Hubel and Wiesel, 1968; Ilg, 2008; Lisberger, 2010; Movshon and Newsome,

1996), as well as to subcortical structures such as the superior colliculus (SC) and
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cerebellum (Munoz et al., 2000; Ilg, 1997, 2008; Keller and Heinen, 1991; Krauzlis,

2004; Lisberger, 2010; Lisberger et al., 1987). MT and MST are thought to serve as

the interface of visual motion signals with the rest of the pursuit circuitry (Maunsell

and van Essen, 1983; Ungerleider and Desimone, 1986; Newsome et al., 1988;

Ilg and Thier, 2003; Inaba et al., 2011; Krauzlis, 2004; Hubel and Wiesel, 1968;

Komatsu and Wurtz, 1988), while areas LIP (Shadlen and Newsome, 2001), SC

(Dorris et al., 1997) and FEF (Sommer and Wurtz, 2001; Heitz and Schall, 2012)

are involved in the integration of target motion for the preparation of saccades,

and the cerebellum is thought to provide a forward model estimate of eye motion

(Medina and Lisberger, 2009). Together these structures form an interconnected

pathway by which saccades and pursuit are initiated and maintained.

1.2.3 Listing’s law and ocular torsion

The mathematics describing the kinematics of saccades and pursuit in monocular

viewing are simplified by Listing’s law, which essentially allows for 2D control of the

3D oculomotor plant (Tweed and Vilis, 1990; Tweed, 1997; Blohm and Crawford,

2007; Blohm et al., 2008; Blohm and Lefèvre, 2010). During saccades and smooth

pursuit, Listing’s law describes the physiological tendency for no accumulation of

ocular torsion (i. e., the eyes do not rotate around the line of sight). As such,

while the head is upright any eye movement can be described by a 2D rotation

around an axis within a plane perpendicular to the line of sight called Listing’s plane

(Tweed and Vilis, 1990; Tweed, 1997). For further simplicity, one can describe

these rotations using quaternion algebra formalism, which compactly treats any

rotation as a four-element vector representing the magnitude (first element) and
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3D axis of the rotation (last three elements) (Leclercq et al., 2013b).

Listing’s law generally provides that each eye movement accumulates no ocular

torsion, but binocular viewing complicates this rule. Each eye has its own Listing’s

plane orthogonal to the line of sight, forming a ”saloon door”-like configuration dur-

ing fixation (e. g., with the eyes in primary position). Furthermore, each eye exhibits

a natural amount of ocular torsion while fixating straight ahead due to the gravity-

induced static vestibulo-ocular reflex (VOR), resulting in a torsional tilt of Listing’s

plane. Thus, for example during purely vertical eye movements, each eye exhibits

torsion due to the static VOR, and that torsion is anti-correlated due to oppositely

oriented 3D Listing’s planes (Blohm et al., 2008). Crucially, torsion does not ac-

cumulate during these movements since their rotation axes remain within Listing’s

plane (thereby adhering to Listing’s law). Additionally, there are several situations

in which the eyes move with a torsional component (thereby breaking Listing’s law).

Some eye movements, such as head roll-induced ocular counter-roll (OCR) (Miller,

1962) and visual motion-induced optokinetic nystagmus (OKN), allow ocular tor-

sion to be accumulated (for review see Crawford et al. (2003)). To make accurate

retinal predictions while accounting for torsion, neuroscientists must both measure

Listing’s plane and either experimentally constrain head movement or, in the case

of head-free eye tracking, use 3D video or search coil methods (Otero-Millan et al.,

2015; Clarke et al., 2002; Collewijn et al., 1985). Even though there are clearly

some complexities during binocular viewing, these complexities can be modeled

(Blohm et al., 2008) and measured (Otero-Millan et al., 2015; Clarke et al., 2002;

Collewijn et al., 1985) for precise eye movement monitoring. This mathematical

challenge pales in comparison to, for example, modeling intersegmental dynamics
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during reaching (e. g., see Scott (2000) or Hollerbach and Flash (1982)) making

eye movement modeling a relatively simple visuomotor system for study.

1.3 Required reference frame transformations

One of the main tenets of 3D visuomotor transformations is that sensory and motor

signals are coded in different spatial reference frames. For example, because the

position of a coffee cup on the retina is spatially distinct from its position relative to

the hand, the brain must transform the retinal displacement between the cup and

the hand into hand-centered reference frame to guide a reach to the cup (Blohm

and Crawford, 2007). In doing so, the brain must account for the current geometry

of the eyes in the head, the head on the shoulders, and, finally, the hand relative to

the shoulder. Despite this geometrical complexity, we typically perform this reach

with ease. The underlying ability of the sensorimotor system to seamlessly perform

reference frame transformations (RFTs) allows us to move accurately throughout

the world while providing a way to quantify the progression of sensory signals

into motor planning signals (for review see Crawford et al. (2010)). Numerous

seminal studies have adopted an RFT framework at different levels of abstraction.

This work includes electrophysiological recordings of single neuron activity (Batista

et al., 1999; Buneo et al., 2002; Boussaoud and Bremmer, 1999; DeSouza et al.,

2011; Martinez-Trujillo et al., 2004), functional magnetic resonance imaging (fMRI)

of entire brain regions (Medendorp et al., 2003) and human psychophysics studies

(McGuire and Sabes, 2009b; Blohm and Lefèvre, 2010). Because they are based

on pure geometry, reference frames provide a powerful and practical means by

which neuroscientists can quantify the progression of visuomotor RFTs.
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1.3.1 The cost of reference frame transformations

Although RFTs are required for almost any voluntary movement, they come at a

price. RFTs are stochastic, adding variability to motor (Burns and Blohm, 2010;

Sober and Sabes, 2003; McGuire and Sabes, 2009a; Schlicht and Schrater, 2007)

or perceptual (Burns et al., 2011; Schlicht and Schrater, 2007) output. Further-

more, this stochasticity appears to scale with transformation complexity in a signal-

dependent fashion (Burns and Blohm, 2010; Schlicht and Schrater, 2007; Alikha-

nian et al., 2015). Although sensory signals are initially encoded with some vari-

ability depending on the precision of the sensory organ, they are also subjected

to intrinsic stochasticity from neuronal spiking as well as network dynamics, which

might explain the source of this transformational stochasticity.

Crucially, despite stochastic RFTs, we still move through the world with relative

ease. Psychophysical and modeling work (Burns and Blohm, 2010; Schlicht and

Schrater, 2007; Sober and Sabes, 2003; McGuire and Sabes, 2009a) suggests

that this results from a Bayesian process of weighting signals based on their relia-

bility (i. e., reliable signals are weighted more and less reliable signals are weighted

less during motor planning). In theory, although RFTs are costly, sensorimotor pro-

cesses have access to the statistics of affected signals, perhaps mitigating their

effect on sensorimotor control and perception.

1.3.2 Gain modulation

The presence of gain modulation has been postulated as a key requirement for

carrying out RFTs on the neural population level (for reviews, see Salinas and
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Thier (2000); Blohm and Crawford (2009)). Gain modulation can be mechanisti-

cally described as a nonlinear, distributed weighting of each neuron’s contribution

to the RFT, allowing a biological neural network to account for a practically infinite

set of realistic 3D geometrical inputs to produce a desired output. Theoretically,

gain modulation enables populations of neurons to effectively compute the vector

difference between effector (e. g., eye or hand) and target required for accurate

movement. Support for this claim has come from theoretical modeling work which

has consistently found that, at least for open-loop (i. e., non-feedback) portions of

movement generation, RFTs are carried out in a distributed fashion at the net-

work level using gain modulation (Zipser and Andersen, 1988; Salinas and Abbott,

1996; Pouget and Sejnowski, 1997; Smith and Crawford, 2005; Blohm et al., 2009;

Blohm, 2012).

Furthermore, electrophysiological recordings in visuomotor areas have also re-

vealed gain modulation during eye movement and reaching tasks, suggesting the

involvement of these areas in RFTs. For example, when a saccade target is pre-

sented in the receptive field of LIP neurons of the macaque brain, they are gain

modulated by eye orientation (Andersen et al., 1985). Gain modulation has simi-

larly been observed in parietal neurons during reaching tasks (Chang et al., 2009;

Batista et al., 1999; Buneo et al., 2002). Similar observations are made in the case

of visual motion. For example, when a secondary motion stimulus is presented

on the fovea during smooth pursuit of the primary stimulus, the activity of visual

motion-sensitive neurons in MT and MST are gain modulated by eye velocity (In-

aba et al., 2007, 2011; Chukoskie and Movshon, 2009), and neurons in MST are

similarly modulated by head roll (Fujiwara et al., 2011). Thus, there is powerful
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theoretical and electrophysiological evidence that gain modulation is involved in

RFTs.

1.4 Achieving perceptual stability

Anytime the retinal projection is misaligned with space (e. g., during ocular torsion)

the brain must account for the 3D geometry of the eyes and head to correctly per-

ceive retinal signals. To do this, our perceptual system has not only visual cues,

but also vestibular, proprioceptive, and auditory cues at its disposal. Although pro-

prioception plays a role in sensing 3D eye orientation, they lag behind changes in

eye orientation (Wang et al., 2007), making them practically useless for immedi-

ate perceptual stability. To limit the scope of this review, we will focus only on the

contributions of visual and vestibular cues to visual perception as they are most

closely tied to oculomotor control.

We experience vestibular contributions to our visual perception on a daily basis.

For example, while walking, one’s head may move slightly on the shoulders, but the

eyes remain fixated on the path ahead. This phenomenon is VOR, which involves

the eyes rotating counter to the head in order to maintain stable gaze. Another

example arises when riding in a subway car. Even without the visual input of the

car exterior as it moves through the dark tunnel, one knows when to constrict

their body and limb muscles as the train accelerates and decelerates in order to

maintain posture. These two examples represent circumstances in which the brain

combines visual input with various inputs from vestibular organs within the inner ear

— the semicircular canals, which infer angular accelerations, and otolith organs,

which infer linear accelerations — in order to maintain both a stable perception of
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the world and stable movements within it.

Acting on the hair cells within the otolith organs, gravity provides the brain with

a stable estimate of earth-vertical, and contributes to both posture control and per-

ception. Indeed, changing the vestibular input has a clear perceptual effect. In the

case of altered gravity (e. g., during parabolic flight or space travel), visual and tac-

tile signals are weighted differently for perceptual upright judgments (Dyde et al.,

2009; Jenkin et al., 2011; Hofstetter-Degen et al., 1993; Young et al., 1986a,b,

1996) and body tilt judgments (Cheung et al., 1990; Clément et al., 2001, 2007).

Lesioning the vestibular organs (Takeda et al., 1990; Angelaki and Hess, 1996;

Cohen et al., 1983), severing the vestibular nerve (Bronstein et al., 1987; Cass

et al., 1992; Lempert et al., 1998; Maioli et al., 1983) and lesioning the neural ar-

eas that are targets of vestibular afferents (Takemori and Cohen, 1974; Angelaki

and Hess, 1994, 1995b,a; Katz et al., 1991) all result in deteriorations of the VOR

as well as OKN. Finally, reversing the visual input using prism goggles results in

an acute inability to perform VOR, which rapidly adapts to the new visual-vestibular

mapping (for review, see Miles and Lisberger (1981)). These findings strongly im-

ply that intricate interactions between the visual and vestibular systems play a key

role in building a stable perception of the world and moving the eyes appropriately

to compensate for alterations in head or body position.

In addition to the 3D geometry of the eyes and head, the brain must also com-

pensate for massive shifts of the retinal projection each time the eyes move. This

point is of utmost importance for visual perception, as the eyes are in nearly con-

stant motion. However, because proprioceptive feedback about current eye orien-

tation is delayed (Wang et al., 2007), it is often theorized that our brains achieve this
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perceptual stability using predictive remapping of neuronal receptive fields. Indeed,

electrophysiological and psychophysical evidence supports this claim (Duhamel

et al., 1992; Melcher, 2007; Rolfs et al., 2011; Mathôt and Theeuwes, 2010; Wang

et al., 2016; Morris et al., 2012; Hall and Colby, 2011; Melcher, 2011; Colby et al.,

1995), though no study has yet linked perceptual remapping with neuronal remap-

ping.

As a result of sensory delays, an efference copy of the motor command sent

to the extraocular muscles (also known as a ”corollary discharge” signal) is an

ideal candidate for informing the perceptual system of the impending retinal shifts.

This signal is thought to arise subcortically within the SC where it is then relayed

through the mediodorsal part of the thalamus (MD) to the FEF (Sommer and Wurtz,

2004a,b, 2002). Although there is disagreement on precisely how this predictive

remapping is carried out by different cortical areas simultaneously (Wang et al.,

2016; Zirnsak et al., 2014), representations of eye orientation consistent with pre-

saccadic predictive remapping have been observed throughout cortical areas such

as the ventral intraparietal area (VIP), LIP, MT/MST and FEF (Morris et al., 2012;

Wang et al., 2016; Zirnsak et al., 2014). Solving how, at the neuronal level, predic-

tive remapping underlies presaccadic perceptual changes (Melcher, 2007; Rolfs

et al., 2011; Mathôt and Theeuwes, 2010), however, is an area of active investiga-

tion.



1.5. OUTLINE OF EXPERIMENTS 12

1.5 Outline of experiments

This thesis is composed of one computational modeling study and three psy-

chophysical studies. The first used a rate-based, feedforward artificial neural net-

work model to ask how the brain might perform the visuomotor velocity transfor-

mation of 2D retinal motion into accurate smooth pursuit eye movements using 3D

eye and head kinematics, in line with previous behavioral observations (Blohm and

Lefèvre, 2010) (chapter 2). Each psychophysics study was designed to investi-

gate a key aspect of visuomotor transformations, and all experiments involved a

paradigm in which human participants sat in complete darkness while their eye

movements were monitored using video-based eye trackers. Specifically, the goal

of the second study was to determine how the velocity memory driving anticipatory

smooth pursuit was updated across changes in head roll and head roll-induced

OCR (chapter 3). The goal of the third study was to determine how added vari-

ability from stochastic RFTs influenced performance during a perceptual decision

making task (chapter 4). Finally, the goal of the fourth study was to determine how

orientation perception was remapped across retinal motion in the often-ignored

torsional dimension during saccadic eye movements (chapter 5). Together, these

studies represent a comprehensive investigation into how our motor and percep-

tual systems account for 3D eye and head geometry.
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Chapter 2

Computations underlying the visuomotor

transformation for smooth pursuit eye movements

2.1 Abstract

Smooth pursuit eye movements are driven by retinal motion and enable us to view

moving targets with high acuity. Complicating the generation of these movements

is the fact that different eye and head rotations can produce different retinal stim-

uli but giving rise to identical smooth pursuit trajectories. However, because our

eyes accurately pursue targets regardless of eye and head orientation (Blohm and

Lefèvre, 2010), the brain must somehow take these signals into account. To learn

about the neural mechanisms potentially underlying this visual-to-motor transfor-

mation, we trained a physiologically-inspired neural network model to combine 2D

retinal motion signals with 3D eye and head orientation and velocity signals to

generate a spatially correct 3D pursuit command. We then simulated conditions of

(1) head roll-induced ocular counter-roll, (2) oblique gaze-induced retinal rotations,

(3) eccentric gazes (invoking the half-angle rule) and (4) optokinetic nystagmus to
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investigate how units in the intermediate layers of the network accounted for differ-

ent 3D constraints. Simultaneously, we simulated electrophysiological recordings

(visual and motor tunings) and microstimulation experiments to quantify the refer-

ence frames of signals at each processing stage. We found a gradual retinal-to-

intermediate-to-spatial feedforward transformation through the hidden layers. Our

model is the first to describe the general 3D transformation for smooth pursuit me-

diated by eye- and head-dependent gain modulation. Based on several testable ex-

perimental predictions, our model provides a mechanism by which the brain could

perform the 3D visuomotor transformation for smooth pursuit.

2.2 Introduction

Every day, we perform smooth pursuit eye movements to foveate objects mov-

ing across our visual field, allowing our brain to process characteristics of those

objects with high acuity. Smooth pursuit initiation is predominantly driven by the

two-dimensional (2D) velocity of the target across the retina, i. e., retinal slip (e. g.,

Orban de Xivry and Lefèvre (2007); Ilg (2008); Ilg and Thier (2008); Krauzlis (2004)

and Lisberger (2010)). However, as it is usually the case that eye and head

orientations are not perfectly aligned in space, the brain must account for three-

dimensional (3D) eye-head geometry to produce spatially correct pursuit from 2D

retinal slip (Blohm and Lefèvre, 2010). For example, during head roll towards the

shoulders, the eyes counter-rotate (in the opposite direction) by a small amount —

a phenomenon known as ocular counter-roll (OCR). As a result, the target’s retinal

projection is rotated relative to the direction that the extraocular muscles (attached

to the skull) need to move the eyes to minimize retinal slip, therefore requiring that
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the brain accounts for 3D eye-in-head geometry for spatially correct pursuit, as

depicted in Figure 2.1A (see 2.3 Methods for details). Blohm and Lefèvre (2010)

recently showed that we initiate spatially correct smooth pursuit movements tak-

ing the 3D head and eye-in-head orientations into account (see 2.3 Methods for

details). Thus the central nervous system (CNS) interprets each of these signals

in a geometrically correct way when transforming 2D retinal velocity into a 3D eye

velocity command, while also obeying the behavioral constraints of Listing’s law

(e. g., Crawford et al. (2003a)). This means that the CNS generates different spa-

tially correct smooth pursuit motor commands from the exact same retinal input,

depending on the 3D eye and head orientations. However, exactly where and how

populations of neurons in the brain perform this sensory-to-motor transformation is

unclear. Furthermore, no model predictions exist regarding what neural properties

electrophysiologists might expect to find when recording from areas involved in the

3D visuomotor velocity transformation for smooth pursuit.
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Figure 2.1: Overview of predicted effects. A Head roll-induced ocular counter-roll (OCR). Dur-
ing head roll, the eyes counter-rotate by a small gain (10% here for illustration purposes), causing
misalignments between the spatial target direction (black) when projected onto the retina (red) and
head-fixed axes (blue). These rotations must be accounted for by the brain, otherwise they lead to
smooth eye movements trajectories rotated by OCR (θOCR, red arrow). B Oblique gaze-induced
retinal rotations. When the eyes pursue moving targets starting from orientations along an oblique
gaze vector (along the 45° direction here), the retinal movement vector becomes increasingly ro-
tated (grayscale arrows) as a result of the spherical projection geometry of images onto the back
of the eyes. These retinal rotations predict pursuit vectors (red) that are rotated by this same angle
(θ) from each oblique orientation. C Half-angle rule. When the eyes pursue targets moving along
the horizontal direction at increasingly eccentric vertical gaze orientations (black θ), Listing’s law re-
quires that the axis of rotation has a torsional component equal to one half of the eccentricity (θ/2,
grayscale axes). If the eyes did not obey the half-angle rule, one might expect the axis of rotation
to contain torsional components orthogonal to the eccentricity of eye orientation (red θ, light to dark
red axes), as the retinal input remains constant regardless of vertical orientation (single black retinal
vector). D Optokinetic nystagmus (OKN). In order to pursue a target following OKN, the brain must
perform a vector addition of the current gaze speed (sg,0, green) and the retinal target speed (st,r)
in order to reconstruct the on-screen target speed (ŝt,s).

In general, visual inputs to the pursuit system arise in the primary visual cortex

(V1) and are then projected through the middle temporal area (MT) and medial

superior temporal area (MST) to parietal and frontal regions (Hubel and Wiesel,

1968; Hawken et al., 1988; Movshon and Newsome, 1996; Maunsell and van
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Essen, 1983; Ilg, 2008; Krauzlis, 2004; Lisberger, 2010) as well as subcortical

structures such as the superior colliculus (SC) and the cerebellum (e. g., Lisberger

et al. (1987); Keller and Heinen (1991); Ilg (1997, 2008); Krauzlis (2004); Lisberger

(2010). Thus, the visuomotor transformation for pursuit could theoretically be car-

ried out at any point throughout the pursuit circuitry. However, it has been hypoth-

esized that areas MT and MST possess all the properties required to perform the

visuomotor velocity transformation for smooth pursuit (Blohm and Lefèvre, 2010).

For this reason, we modeled the inputs to our network after the inputs to areas MT

and MST.

MT and MST provide the primary visual input to the rest of the pursuit circuitry,

but their firing characteristics are distinct from one another. In particular, neurons

in MT are selective to retinal velocity and position — that is, neurons in MT have

defined retinal receptive field locations and at each receptive field location there

are neurons tuned for retinal velocity (Albright, 1984; Mikami et al., 1986; Newsome

et al., 1988; Gattass and Gross, 1981; Perrone and Thiele, 2001; Inaba et al., 2007;

Ilg, 2008; Inaba et al., 2011; Richert et al., 2013). Area MST receives direct input

from MT (Maunsell and van Essen, 1983; Ungerleider and Desimone, 1986), but

also receives input from frontal areas which likely provide eye and head orientation

information (e. g., Ilg 2008). In contrast to MT, it is thought that MST neurons code

visual motion stimuli in non-retinal (i. e., head-centered, spatial or intermediate)

coordinates (Fujiwara et al., 2011; Inaba et al., 2007; Chukoskie and Movshon,

2009; Inaba et al., 2011), which might help generate a correct interpretation of

visual information for spatially accurate pursuit. It has therefore been hypothesized

that MT and MST are involved in the visuomotor transformation of retinal signals
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(Bremmer et al., 1997; Lisberger and Movshon, 1999; Blohm and Lefèvre, 2010).

While the visual tuning properties of areas MT and MST are relatively well un-

derstood, there is a dearth of empirical evidence and model predictions regarding

what electrophysiologists might find regarding neural properties related to motor

tuning in MT and MST. Only a few studies have investigated the motor tunings of

neurons in area MT (Groh et al., 1997; Born, 2000), and those of either the lateral

(Thier and Erickson, 1992) or dorsal portions of area MST (Komatsu and Wurtz,

1989; Fujiwara et al., 2011). This lack of both empirical and theoretical evidence

might have prevented neuroscientists from fully understanding the neural mecha-

nisms for the visuomotor velocity transformation underlying smooth pursuit.

Previous neural network studies of MT and MST have provided theoretical pre-

dictions about how neurons in areas MT and MST can be used to perform sev-

eral 1D and 2D aspects of the transformation, including detecting spatial heading

direction from optic flow (Cameron et al., 1998), reconstructing head- and world-

centered target motion in 2D (Dicke and Thier, 1999), and how MT and MST cells

can interact to use target, eye and background motion signals to control smooth

pursuit and suppress the optokinetic nystagmus (OKN) in 2D (Pack et al., 2001),

but none of these studies modeled the general, 3D visuomotor transformation for

the initiation of smooth pursuit (Blohm and Lefèvre, 2010), as we do here.

In this study, we used a neural network modeling approach to decipher the

neural properties underlying the 3D visuomotor velocity transformation for the ini-

tiation of visually guided smooth pursuit. To do this, we used a 3D geometrical

smooth pursuit model to train a simple rate-based, feed-forward network model.

We then probed the emergent network properties by implementing several realistic
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experimental simulations, each with different 3D requirements for the visuomotor

transformation, including (1) head roll-induced OCR, (2) oblique gaze-induced reti-

nal rotations, (3) eccentric gaze orientations (invoking the half-angle rule) and (4)

pursuit following optokinetic nystagmus. Meanwhile, we simulated electrophysio-

logical recording techniques (visual tuning and motor field tuning) and microstim-

ulation techniques. Using these simulations to assay the firing properties of our

artificial neurons, we then made testable predictions about how neurons involved

in the visuomotor velocity transformation should respond to changes in retinal and

extraretinal inputs, as well as how their contributions to pursuit output (i. e., their

motor tunings) should change depending on the 3D requirements of the visuo-

motor transformation. The implementation of these experimental simulations us-

ing our network model therefore provides specific, testable predictions about what

neural properties electrophysiologists might expect to find when recording areas

thought to be involved in the visuomotor velocity transformation for smooth pursuit,

such as in areas MT and MST.

2.3 Methods

It has been shown that the brain performs a spatially correct visuomotor reference

frame transformation of retinal signals to head-centered smooth pursuit commands

using the kinematics of the eyes in the head and the head relative to the shoulders

(Blohm and Lefèvre, 2010). The goal of this study was to reveal how populations

of neurons in the brain could combine retinal and extraretinal signals to produce

these motor commands. We did this by first training a physiologically inspired

artificial neural network model to produce spatially accurate smooth pursuit from
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various eye and head orientations and velocities, then probing the network’s ac-

tivation properties while it performed the transformation under different eye-head

geometries. By examining the activation properties of hidden layer units (HLUs) in

these simulations, we could reveal the coding mechanisms that lead to the trans-

formation, ultimately enabling us to compare our findings to those found in pursuit

areas of the brain.
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Figure 2.2: Geometrical model and neural network model. A Single trial of the simulated pursuit
task comprising our geometrical model used to generate retinal and extraretinal signals for the
training set. Using the depicted set-up, the model computes the smooth pursuit command required
to minimize the velocity of a frontoparallel on-screen target, projected onto the retina, given various
gaze positions, eye and head orientations and velocities. In this illustration (from the subject’s
perspective), the x-axis (horizontal) points to the right of the subject, the y-axis (depth) points
into screen and the z-axis (vertical) points towards the ceiling. B Network model architecture.
We trained a rate-based four-layer (two hidden), fully feed-forward network model to produce 3D,
spatially correct smooth pursuit velocity commands (output layer) from five input populations: (1)
2D retinal position and velocity signals, (2) 3D eye-in-head orientation and (3) velocity signals and
(4) 3D head-on-shoulders orientation and (5) velocity signals. All weight matrices (win, wHL, wout)
were adjusted during training and we trained eight network sizes (9-100 units in each hidden layer).
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2.3.1 Neural network model architecture

We modeled the brain’s 3D visuomotor velocity transformation for smooth pursuit

(Blohm and Lefèvre, 2010) using a physiologically inspired, four layer feed-forward

neural network. Figure 2.2A illustrates one example of the simulated pursuit task

that we used to generate the geometrically correct training set used to train the

network. Figure 2.2B shows a schematic of the network model’s architecture.

Retinal location and retinal slip information was provided to the network using an

area MT-like combined retinal target position and velocity input signal (Gattass and

Gross, 1981; Richert et al., 2013). The eye and head orientations and velocities

required for a geometrically correct pursuit command (Blohm and Lefèvre, 2010)

were also provided to the network using neural activities coded in 3D push-pull

coordinates (King et al., 1981; Fukushima et al., 1990, 1992; Xing and Andersen,

2000; Blohm et al., 2009; Blohm, 2012), representing eye and head efference copy

signals (Crawford, 1994; Crawford et al., 2003b; Klier et al., 2007), which are not

subject to proprioceptive delays that might preclude these signals from being used

in online processing of visual signals (Wang et al., 2007). Thus, a total of five input

population activities (Figure 2.2B, left: (1) combined retinal position and velocity,

(2) head orientation and (3) velocity and (4) eye orientation and (5) velocity) were

then passed through two consecutive hidden layers (HLs), each consisting of be-

tween 9 and 100 hidden layer units (HLUs), depending on the desired network

size. The number of HLUs in the two hidden layers was equivalent for each net-

work size. The output layer consisted of a rotational eye velocity command coded

in 3D brainstem coordinates (i. e., with a mixed vertical-torsional coding of eye ori-

entation (Crawford et al., 1991; Crawford and Vilis, 1992; Crawford, 1994; Suzuki
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et al., 1995; Blohm et al., 2009; Blohm, 2012)), similarly to the input eye velocity

signal. Each layer was fully connected by weight matrices (win, wHL, and wout)

whose values were adjusted during training to minimize output error. The input-

output relationship for each HLU was sigmoidal, mimicking the nonlinear transfer

function of actual neurons (eqn. 2.1; (Naka and Rushton, 1966c,a,b)):

a(x) =
1

1 + e−x
(2.1)

Input activations were not put through this sigmoidal function and the transfer

functions for output units were purely linear.

2.3.2 Inputs

Combined retinal position and velocity

We defined a population of neurons to code for the retinal target position and veloc-

ity based on a cyclopean eye representation (Ono and Barbeito, 1982; Ono et al.,

2002; Khokhotva et al., 2005; Blohm et al., 2009; Blohm, 2012). This was done

because we were not interested in distance effects driving vergence eye move-

ments. Neuron receptive fields (RFs) were placed at various eccentricities about a

circle and each neuron had a preferred retinal direction and speed (velocity). The

neurons were distributed according to these parameters (thus the neurons were

distributed across four dimensions, i. e., horizontal/vertical position and velocity).

Represented by grey dots in the retinal input panel of Figure 2.2B, visual input unit

RFs were distributed across four eccentricities (0°, 5°, 10° and 25°) and across

eight linearly spaced polar angles (0° through 315° in 45° steps). At each unit’s RF
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location, the units’ motion response functions had preferred velocities distributed

across four speeds (5°/s, 20°/s, 45°/s and 80°/s) and across eight linearly spaced

directions (0° through 315° in 45° steps). These eccentricities and speeds allowed

for reliable coding of our visual inputs, which had a maximum eccentricity of 20°

and maximum speed of 84°/s, since units tuning functions had enough overlap

so that for every possible retinal position and velocity there was at least one in-

put unit with an activation of at least 0.7 (maximum activation = 1; minimum = 0).

The activation function for these neurons was determined such that the activity

of each neuron depended on the similarity of the retinal input to the RF location

and preferred velocity (i. e., the greater the difference between the two, the lower

the activation), mimicking the visual motion responses of neurons in area MT/V5

(Albright, 1984; Mikami et al., 1986; Perrone and Thiele, 2001):

ai = exp [−(px − xi)2 + (py − yi)2

2σ2
RF

] · exp [−(θT − θi)2

2σ2
θ

] · exp [−(log2(vT/vi))
2

2σ2
v

] (2.2)

Where:

ai represents the normalized activation of unit i (value between 0 and 1, a.u.),

p represents the horizontal (subscript x) and vertical (subscript y) retinal target

eccentricities (°),

xi and yi represent the horizontal and vertical eccentricities (°) of unit i’s recep-

tive field (RF) center, respectively,

σRF represents the width of the unit i’s RF (°),

θT represents the retinal direction of target T (°),

θi represents the preferred retinal direction of unit i (°),



2.3. METHODS 39

σθ represents the width of unit i’s preferred direction tuning (°),

vT represents the retinal speed of target T (°/s),

vi represents the preferred retinal speed of unit i (°/s),

and σv represents the width of unit i’s preferred speed tuning (a.u.).

The space between units coding for retinal position and the width of the Gaus-

sian RFs (σRF , °) increased linearly with eccentricity to account for decreased vi-

sual acuity away from the fovea, given by the piecewise equation 2.3:

σRF = min (1.2 ∗
√
x2 + y2, 20) (2.3)

Similarly, the space between units coding for retinal velocity increased with

speed, however the response widths remained constant for both the lognormal

speed tuning (σv) and for Gaussian directional tuning (σθ), which were set to 1.25

(a.u.) and 45°, respectively. Note that because retinal velocity drives smooth pur-

suit initiation (Rashbass, 1961) neurons were not sensitive to zero retinal speed,

leaving a point of discontinuity at zero in our model. Accordingly, our training set

contained no trials with zero retinal speed. A total of 1024 neurons coded for the

combined retinal position and velocity input space.

Eye-in-head and head-on-shoulders orientations and velocities

We also coded for eye-in-head and head-on-shoulder orientations and velocities

required for the 3D visuomotor velocity transformation for smooth pursuit (Blohm

and Lefèvre, 2010). For each of these extraretinal inputs we converted the 3D

angle vector orientation, which describes rotations as angles about the vertical,

torsional and horizontal axes (rx, ry, rz), into a 6-dimensional array consisting of
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input unit activities (Smith and Crawford, 2005; Keith et al., 2007; Blohm et al.,

2009; Blohm, 2012), in an antagonistic push-pull arrangement (King et al., 1981;

Fukushima et al., 1990, 1992; Xing and Andersen, 2000; Crawford, 1994; Crawford

et al., 2003a,b; Klier et al., 2007). This resulted in 6 units coding for each 3D eye

orientation, head orientation, eye velocity and head velocity. The activations of

each unit (a±,i) were computed in the following way (eqn. 2.4 (Smith and Crawford,

2005; Keith et al., 2007; Blohm et al., 2009; Blohm, 2012)):

a±,i = 0.5± ri
2× r0

(2.4)

where the maximum angle (r0) of eye-in-head orientation was 50°, maximum

angle of head-on-shoulders orientation was 75° and maximum velocity of both eye

and head was 100°/s. The orientation axes for both eye orientation and eye ve-

locity were rotated by 45° about the vertical axis to account for the mixed vertical-

torsional coding of eye orientations seen in the brainstem neural integrator (Craw-

ford et al., 1991; Crawford and Vilis, 1992; Crawford, 1994; Suzuki et al., 1995;

Blohm et al., 2009; Blohm, 2012).

2.3.3 Output

Eye-in-head velocity motor output

We had six output units representing the push-pull eye velocity motor commands

(King et al., 1981; Fukushima et al., 1990, 1992; Xing and Andersen, 2000; Craw-

ford, 1994; Crawford et al., 2003a,b; Klier et al., 2007) and the network was trained

according to the activities of these six units (Smith and Crawford, 2005; Keith et al.,
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2007; Blohm et al., 2009; Blohm, 2012). At each training epoch, using equation

2.4 we computed the activities associated with the required 3D angular velocity

vector (rx, ry, rz) from the training set, and compared those activities to the cur-

rent output layer activities. The maximum speed of output eye-in-head velocity (r0)

was 100°/s and, like the input coding for eye-in-head orientation and velocity, the

orientation axis was rotated by 45° about the vertical axis to account for the mixed

vertical-torsional coding of eye orientations seen in the brainstem neural integra-

tor (Crawford et al., 1991; Crawford and Vilis, 1992; Crawford, 1994; Suzuki et al.,

1995; Blohm et al., 2009; Blohm, 2012).

2.3.4 Training set and training method

Because the goal of our network model was to describe the neural mechanisms

underlying the visuomotor velocity transformation for smooth pursuit, using a phys-

iologically plausible set of retinal and extraretinal signals to train our network was

paramount. With this in mind, we generated our training set using a 3D geometri-

cal model which has been described previously elsewhere (Blohm and Crawford,

2007; Blohm and Lefèvre, 2010; Leclercq et al., 2012, 2013a,b) that adhered to

the known physiological and kinematic constraints (Blohm and Lefèvre, 2010) of

head-free smooth pursuit eye movements. Figure 2.2A shows the schematic of

this geometrical model. We simulated a pursuit task in which a subject pursued a

point stimulus displayed at various eccentricities and velocities on a frontoparallel

screen, under various head and eye orientations and velocities. Using this simu-

lated setup, we randomly generated over 800,000 training points such that the full

range of plausible eye, head and retinal position and velocity inputs and outputs
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was covered approximately uniformly within the training set. For any given train-

ing point, our model assumed that: (1) we describe the transformation at a single

moment in time; (2) we only consider pursuit motor commands for the eyes (i. e.,

there was no head contribution to the output gaze shifts); (3) the stimulus is mov-

ing on a screen which is frontoparallel to the subject; (4) the desired gaze path is

also within that frontoparallel plane; and (5) we only consider version pursuit move-

ments and do not model vergence movements. The training set therefore adhered

to several physiological constraints, including Donders’ law (Blohm and Crawford,

2007; Glenn and Vilis, 1992) and Listing’s law (Blohm and Crawford, 2007), while

accounting for the natural variability of head and eye orientations (Glenn and Vilis,

1992; Aw et al., 1996; Goossens and Van Opstal, 1997; Murdison et al., 2013)

and movements (Aw et al., 1996; Tweed and Vilis, 1987, 1990; Blohm and Craw-

ford, 2007). Details of model implementation along with a dual quaternion Matlab

toolbox can be found in Leclercq et al. (2013a,b).

We used this 3D geometrical model to generate a training set consisting of

the retinal and extraretinal inputs and required eye velocity output to train eight

different network sizes (9, 16, 25, 36, 49, 64, 81 and 100 HLUs in each hidden

layer). The inputs to the first layer consisted of retinal, eye and head orientation

and velocity signals while the required output eye velocity signals were compared

to the fourth layer activations. We batch trained each network using a pseudo-

Newton method with pre-conditioned gradient descent, which encouraged faster

training convergence by multiplying the weight adjustments at each training step by

a term which corresponded to the sign of the mean squared error (MSE) gradient,

but was independent of its value. The connections whose weights were adjusted
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during training included those between layers 1-2, layers 2-3 and layers 3-4 (i. e.,

connections adjacent to the hidden layers). The number of training points used

depended on the total number of adjustable connection weights in each network

to avoid over-fitting. To implement and train the neural networks we utilized the

Neural Network Toolbox (v6.0.4) within Matlab 7.10.0 (R2010a) (The Mathworks,

Natick, MA) running on a Dell T7500 computer, equipped with a 64 bit Intel Xeon

X550 CPU (8 Mb cache, 2.66 GHz, 6.4 GT/s dual channel QuickPath Interconnect,

24 GB RAM) and running a Windows 7 (Professional Edition) operating system.

Training lasted from under an hour (9 HLU network) to up to a few days (100 HLU

network). We stopped training when the maximum number of epochs (500,000)

was reached. Note that good network performance based on test points not used

for training (see 2.4 Results) verified that our network was not over-specified, given

the number of training points we used in batch training.

2.3.5 Neural network analysis

We performed several analyses to assess the extent to which and mechanisms

by which our network model (and specifically our hidden layer units) performed

the visuomotor velocity transformation. These analyses were similar to those used

in previous work (Zipser and Andersen, 1988; Buneo et al., 2002; Pesaran et al.,

2006; Blohm and Crawford, 2007; Blohm et al., 2009; Blohm, 2012; Bremner and

Andersen, 2012).
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Network performance

First, we assessed the performance of the network models after training by ensur-

ing that our network both incorporated extraretinal signals and accounted for the

physiological constraints of Listing’s law when computing smooth pursuit move-

ment commands (Tweed et al., 1992; Tweed and Vilis, 1990; Blohm and Crawford,

2007; Blohm and Lefèvre, 2010). We computed the observed 3D compensation

index, which indicates the extent to which extraretinal signals were accounted for to

transform the retinal velocity vector into the head-centered motor command (Blohm

and Crawford, 2007; Blohm et al., 2009). Briefly, the compensation index was de-

fined by the dot product between the actual, network-generated 3D eye velocity

and the geometrically required 3D eye velocity (each with reference to the retinally-

predicted movement). As such, a compensation index of 0 represented network

output movements that were generated as if eye-head orientations were at 0, i. e.,

that none of the geometry was accounted for. To ensure that our network obeyed

Listing’s law, we compared the torsional component of the output rotational velocity

with that predicted by the half-angle rule and also computed the Listing’s law error

by finding the magnitude of the difference between the predicted and actual 3D ve-

locity output vectors (Tweed and Vilis, 1987; Blohm and Lefèvre, 2010). Together,

these methods ensured that our network both incorporated extraretinal signals and

accounted for the physiological constraints of Listing’s law when computing smooth

pursuit movement commands (Blohm and Lefèvre, 2010).
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Visual receptive fields and velocity tuning curves (VTCs)

We visualized the activation properties of our HLUs by computing their receptive

field center-of-mass (COM) locations (similar to a hot spot of unit activation at

which stimuli were presented for our simulations) and, for that location, determin-

ing the retinal tuning across the entire velocity space (which combines direction

and speed) for each HLU, which we call the retinal velocity tuning curves (VTCs).

Using these VTCs, we determined the preferred retinal velocity direction (visual

PD) of each HLU by computing the activity-weighted circular mean across all reti-

nal velocities (up to 90°/s).

Visual input properties: gain modulation and tuning shifts

We then probed the emergent properties used by our network HLUs by observing

how VTCs changed in response to changes to extraretinal inputs during experi-

mental simulations. The two main properties we observed were gain fields and ve-

locity tuning shifts. Gain fields were characterized by the up- and down-modulation

of each unit’s VTC with non-visual inputs. The gains of each HLU were quanti-

fied using regression analysis between the normalized extraretinal input and the

average activity in the VTC, as described by equation 2.5:

āi,j = Gj ∗
Xi

max (|X|)
+ intercept (2.5)

where ā represents the average activity across the entire retinal velocity space

(a.u.),
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the subscript i represents the dimension of the current extraretinal signal (hori-

zontal, vertical or torsional),

the subscript j represents the current HLU number,

X represents the magnitude of the extraretinal signal (° or °/s),

and Gj represents the gain computed via regression analysis for unit j (a.u.).

We computed the gain Gj using equation 2.5 for each unit regardless of if there

was also a shift in tuning resulting from extraretinal changes, meaning that the term

G captured any modulatory behaviors, not only those that were gain field-like. In

contrast, tuning shifts were characterized by modulations of VTCs in response to

changes in extraretinal inputs resulting in shifts of the HLU’s overall tuning proper-

ties. We quantified these shifts using regression analysis between the change in

extraretinal inputs and the shift of overall tuning directions (compared to the tuning

with zero extraretinal inputs).

Output properties: motor fields and simulated microstimulation

In contrast with VTCs, which represented each unit’s response across retinal veloc-

ity inputs, we also examined how each HLU’s activity correlated with the network

eye velocity output by computing the 3D motor field of each unit (Blohm et al.,

2009). The 3D motor field was determined by the activity of each HLU across

all possible 3D eye velocity outputs, based on our complete geometrical model,

such that for each 3D eye velocity output (and given extra-retinal signals) we com-

puted the corresponding retinal inputs. For each 3D motor field, we computed the

activity-weighted 3D motor field center-of-mass (COMMF ) and 2D preferred mo-

tor output direction (PDMF ). The COMMF was computed as the activity-weighted
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mean across each velocity output axis. The PDMF was the activity-weighted circu-

lar mean in the frontoparallel output plane, and thus ignored the effects of torsional

velocity output. We used the PDMF in reference frame analyses of OCR and

oblique gaze simulations because only rotations of the 2D retinal information were

required for spatially correct compensation.

Additionally, simulated microstimulation of each unit allowed us to examine how

each unit contributed to the motor output while accounting for downstream connec-

tivity. We simulated microstimulation-induced evoked eye movements by creating

circumstances in which there would normally be no required network output (by

fixating on a foveated target and locating the probe at each unit’s retinal RF center-

of-mass location), then setting the activity of each HLU to an artificially high value

(activation = 5) to ensure significant microstimulation-induced movement vectors.

We then computed the network 3D output velocity command and repeated this

procedure for every unit under various simulated experimental conditions.

Experimental simulations

To see how the network model carried out the transformation for smooth pursuit,

we simulated several pursuit experiments (illustrated in Figure 2.1), including: (1)

head roll-induced ocular counter-roll (Fig. 2.1A), (2) retinal rotations due to oblique

gaze positions (Fig. 2.1B), (3) adherence to the half-angle rule (Fig. 2.1C) and (4)

pursuit initiation during optokinetic nystagmus (Fig. 2.1D). Overall, we used ten dif-

ferent experimental simulations to describe the input (i. e., visual tuning) and output

(i. e., motor fields and microstimulation) coding reference frames of HLUs in order

to fully characterize the progression of the visuomotor transformation through the
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network layers. This framework ultimately enabled us to make testable predictions

about the neurophysiology underlying smooth pursuit eye movements.

First (see Figure 2.1A), to determine the visual input reference frame of HLUs,

we examined the influence of simulated head roll-induced ocular counter-roll (OCR)

on the VTCs of each HLU. The transformation for smooth pursuit is complicated

by the addition of head roll, resulting in OCR. The counter-rotation of the eyes

results in a misalignment between the spatial, head-centered and retinal target

direction, as revealed by the direction of the target (black arrow) when projected

into each reference frame’s coordinates (spatial, screen-centered frame as black

dotted axis; head-centered frame in blue; retinal frame in red). This misalign-

ment therefore requires that the brain accounts for head orientation and OCR when

transforming retinal slip into a pursuit command. Although typically small in mag-

nitude (e. g., static OCR between 6-16% of head roll on average; (Murdison et al.,

2013)), with the dynamic vestibulo-ocular reflex, ocular torsion can be as large as

70% of head roll (Aw et al., 1996). Ocular torsion-related pursuit errors (Murdi-

son et al., 2013) and perceptual errors (Wade and Curthoys, 1997) are significant,

and their (presence) absence indicates the (non) existence of 3D eye orientation

signals in the generation of motor commands (Murdison et al., 2013) and in vi-

sual perception (Wade and Curthoys, 1997). We investigated how the network

accounted for these signals by simulating head roll-induced OCR and mapping the

directional velocity tuning of hidden layer units, a method similar to electrophysi-

ological recordings from area MSTd under conditions of whole-body static roll-tilt

(Fujiwara et al., 2011). We made predictions about how a unit should change in re-

sponse to extraretinal changes if that unit coded information in different reference
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frames. For example, if an HLU was coding according to a retinal reference frame

(i. e., based solely on retinal input), the tuning would be independent of extrareti-

nal changes and the retinal prediction (red on-screen vector) would be rotated by

the angle of OCR (θOCR; exaggerated here for illustration purposes), resulting in

an idealized regression gain of 0 between θOCR and VTC shifts. However, if OCR

is accounted for (head-centered hypothesis), then the predicted gaze vector (blue

on-screen dotted vector) is equivalent to the spatial prediction (black on-screen

vector) since the extraocular muscles are attached to the skull (VTC shift regres-

sion gain equal to 1). Using a reference frame approach similar to the visual tuning

analyses, we determined the motor field reference frames of HLUs by observing

how motor fields varied under several simulated experimental conditions identical

to those used in the input analyses. Specifically, we used regression analysis to

compare between changes to the PDMF (representing each unit’s contribution to

the change in only the horizontal and vertical output velocity components) and

changes in head roll and head roll-induced OCR. Using these same reference

frame predictions, we performed multiple regression analysis between head roll,

OCR and microstimulation-evoked network output to determine the HLU output

reference frames.

Second (see Figure 2.1B), we simulated the effects of oblique gaze-induced

retinal rotations (i. e., with no actual eye-in-head torsional component (Blohm and

Lefèvre, 2010)). Oblique eye orientations result in rotations of retinal input rela-

tive to space, without any accumulation of ocular torsion (because eye orientations

are within Listing’s plane, i. e., the plane containing the rotation axes of all possi-

ble eye orientations (Tweed and Vilis, 1990; Crawford and Vilis, 1991; Blohm and
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Lefèvre, 2010)). This retino-spatial misalignment is demonstrated in Figure 2.1B;

as the gaze becomes more eccentric in an oblique (45°) direction, the retinal ve-

locity vector becomes increasingly rotated (θ). Since this is an effect of projecting

fronto-parallel planes onto a spherical retina without any actual ocular torsion, the

brain must have an internal model of this effect induced by oblique eye orientations

in order to compensate for these distortions when planning pursuit movements.

Conversely, if the brain were to carry out the transformation based solely on reti-

nal information (and did not use eye orientation signals), this would result in eye

movements (on-screen red arrows) that are rotated by θ relative to the spatial target

direction (on-screen grayscale arrows). Note that for demonstration purposes the

predicted pursuit trajectory errors in Figure 2.1B are not drawn to scale. Here, we

compared the shifts of the VTCs with the retinal rotation angle at various oblique

gaze positions using regression analysis (Blohm et al., 2009; Blohm and Lefèvre,

2010; Blohm, 2012). We also examined how HLUs compensated for the rotations

induced on the retina during oblique gaze positions by comparing this rotation an-

gle with the rotation of the PDMF (motor fields), as well as with the rotation across

evoked network output (microstimulation).

Third (see Figure 2.1C), we used the predictions made by Listing’s law and the

resulting half-angle rule to investigate the input coding reference frame of units.

Listing’s law necessitates that the rotational eye velocity axis contains a torsional

”tilt” proportional to half the angle of gaze eccentricity (θ/2) in order to keep the

eye orientation axis within Listing’s plane, known as the half-angle rule (Tweed

and Vilis, 1990; Crawford and Vilis, 1991; Blohm and Lefèvre, 2010). As eccen-

tricity increases, although the retinal input remains the same, the required eye
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velocity axis tilts according to the half-angle rule. In Figure 2.1C, these axes are

drawn to scale such that red- and gray-scale axes correspond to the pursuit velocity

axes for matching vertical eccentricities predicted either by the retinal hypothesis

(red-scale) or by the half-angle rule (gray-scale). However, if the network does

not account for the half-angle rule and simply uses retinal stimulation to drive eye

movements, it might be expected that the eye velocity axis does not tilt at all, as

would be the case for movements initiated from primary position (lightest gray on-

screen arrow). In this analysis, we computed the predicted torsional component

of the output velocity, given by the half-angle rule with initial eye orientations at

various vertical eccentricities and compared the torsional shift of VTCs with the

required value using regression analysis (Blohm et al., 2009; Blohm and Lefèvre,

2010; Blohm, 2012). We used a similar approach under different eye orientation

conditions in which the half-angle rule specifies that the 3D output velocity axis

have a torsional ”tilt” proportional to half of the gaze angle. Here, we used regres-

sion analysis to compare this required torsional tilt both to the torsional change in

the location of each COMMF (representing each unit’s motor field contribution to

the change in 3D motor velocity output) and to the required tilt to the change in

evoked network output (microstimulation).

Fourth (see Figure 2.1D), we investigated the effects of retinal stimulus speed

under various eye velocities using a simulated optokinetic nystagmus (OKN) task

with a large visual field of motion. To initiate smooth pursuit under these initial vi-

sual and gaze motion conditions, the brain must perform a vector addition of the

retinal target velocity (st,r) and gaze velocity (sg,0, green) in order to estimate the
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speed of a screen-centered target stimulus (ŝt,s, gray), and finally execute a pur-

suit movement in response (sg,f , black). In this analysis we computed each HLU’s

activity at every combination of retinal target velocity and eye velocity greater than

10°/s to examine the extent to which the activity of each HLU was modulated by

either target or eye velocity. Target and eye velocities were either moving in the

visual preferred direction (positive speeds) or in the null direction (visual PD+180°;

negative speeds), and we simulated every possible combination of target and eye

velocities by systematically varying both the on-screen target speed and the con-

tribution of the eyes to the OKN. As such, the direction of the summed activity

gradients across all combinations of target and eye velocities indicated the extent

to which target and eye signals were coded separately (separable) or in a com-

bined fashion (inseparable). Twice this gradient sum is equal to the separability

index used in electrophysiological and network studies (Buneo et al., 2002; Pe-

saran et al., 2006; Blohm et al., 2009; Blohm, 2012; Bremner and Andersen, 2012)

and we used the same index here (separability indices of 0° and 180° represented

separable encodings of target and eye signals while indices of 90° and 270° rep-

resented inseparable, combined encodings of target and eye signals). However,

we often found units that displayed multiple inseparable coding schemes that off-

set one another, resulting in an incorrect finding of a ”separable” target-centered

coding scheme. To overcome this limitation, we first selected units that exhibited

this behavior by locating the target velocities of minimal and maximal activity. If

the absolute velocities were less than 30°/s apart (presumably indicating a non-

monotonic gradient direction), we split the velocity field from which we sampled the

characteristic gradient direction into two fields at the maximum or minimum target
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velocity that was closer to the center of the velocity range (i. e., at the target velocity

that was not near the edge of the field). The rest of the gradient analysis proceeded

as previously described, but with each of these particular units essentially counting

as two units with two gradient directions. In this way, we could characterize the true

separability of target and eye motion signals in network units.

2.4 Results

2.4.1 Network performance

We first ensured that the network adequately performed the 3D visuomotor trans-

formation. To do so, we first computed the observed 3D compensation, which

indicates the extent to which the network used extraretinal eye and head signals

to transform the 2D retinal velocity into a 3D motor output for the eyes (Blohm and

Crawford, 2007; Blohm et al., 2009; Blohm and Lefèvre, 2010). We then performed

a regression analysis between the observed 3D compensation and the predicted

3D compensation, based on an ideal spatially accurate output for a set of 10,000

test points previously unseen by the network, sub-selected from the full training set

(see 2.3 Methods). Results are shown in Figure 2.3 for a 100 HLU network (black

solid line and grey dots), as well as the other network sizes (regression fits only,

dashed, various colors). Figure 2.3A shows that the 100 HLU network compen-

sated for most of the extraretinal signals, as the regression fit had a slope of 0.86

(and > 0.78 for all networks) and the R2 value of 0.81 also indicated a strong fit

(R2> 0.69 for all networks). Figure 2.3B shows the distributions of the 3D com-

pensation errors (or the components orthogonal to the predicted 3D compensation

vectors), and reveals that across all network sizes the mean errors were relatively
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small (mean errors < 4.02°/s, SD of error < 3.09°/s). While these compensa-

tion parameters indicate that the networks accounted for the extraretinal signals

giving rise to a spatially correct transformation, they do not necessarily address

the physiological plausibility of the network outputs, and, specifically, their adher-

ence to Listing’s law and the resulting half-angle rule. We computed this torsional

component for each network eye velocity output and compared it to the torsional

component required by the half-angle rule using regression analysis, revealing a

slope of 0.998 and an R2 value of 1.000 for the 100 HLU network (slopes ranging

from 0.998 to 1.001 and R2> 0.998 for all networks), corresponding to a narrow

distribution of torsional error with absolute means < 0.03° and SDs < 0.94° for

each network size, shown as a histogram in Figure 2.3C. Together, these analyses

provide evidence that the performance of the visuomotor transformation for smooth

pursuit, as observed in Blohm and Lefèvre (2010), can theoretically be computed

by the brain in a simple, distributed, feed-forward way.
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Figure 2.3: Network performance. A All network sizes adequately performed the 3D transfor-
mation, according to a regression analysis between the observed 3D compensation index and the
predicted 3D compensation index (Blohm and Crawford, 2007), based on 10,000 different test sim-
ulation points (previously unseen by the network), shown here for only the 100 HLU network for
clarity. Also shown are the regression fits (dashed color-matched lines) for each network size. B
3D compensation error, represented by the component of the observed 3D compensation orthogo-
nal to the predicted compensation, revealed that all network sizes (color-matched stair histograms)
adequately minimized 3D error. C Distributions of half-angle rule velocity axis ”torsional tilt” error
(°) for each network size (color-matched stair histograms) revealed that all networks adequately
adhered to Listing’s law.

2.4.2 Network analysis: General HLU properties

To see how the network carried out the visuomotor transformation, we needed to

determine the relationship between the inputs and outputs of the network’s HLUs.
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We used a reference frame approach to essentially trace the gradual transfor-

mation of information from a retinal reference frame to a spatially correct, head-

centered reference frame (Blohm and Lefèvre, 2010). We characterized the ref-

erence frames of information input to each HLU as well as those of information

output from each HLU using experimental simulations. For example, if information

input to a HLU were coded retinally, the activity of the HLU should be independent

of changes to eye orientation input, and, contrastingly, if the input were coded in a

spatially correct way, the HLU’s activity should be modulated by eye orientation in

a way that compensates for these changes. Using this methodology, we performed

experimental simulations in which we altered the head and eye inputs in order to

deduce the input reference frames of each HLU and the reference frames in which

each HLU coded motor outputs. Importantly, this simulation-based framework al-

lowed us to make testable predictions about the neurophysiological properties of

areas involved in the visuomotor transformation for smooth pursuit.

To do this, we simulated electrophysiological recording studies; that is, we com-

puted the activity of HLUs in our network for different simulated experimental con-

ditions, such that we could create a map of the HLU activity dependent on either

retinal input or motor output. First, we mapped the visual receptive fields of HLUs

(i. e., the HLU response across all retinal positions). Then, at each RF location, we

found the retinal velocity tuning of each HLU from the activities across all possible

retinal velocities, leaving us with a retinal velocity tuning curve (VTC) for each HLU,

as presented in the centers of the left and right panels in Figure 2.4A for example

units 85 and 72 from the first and second hidden layers of the 100 HLU network,

respectively. Thus, to determine the input reference frame of a unit, we examined
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how VTCs were modulated by eye and head signals. We investigated the output

reference frame of units in two ways: we examined both (1) how a unit’s activity

alignment with motor output (motor field) was modulated by eye and head signals

and (2) how each unit contributed differently to network output when modulated by

eye and head signals (simulated microstimulation).
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Figure 2.4: Gain modulation and visual tuning shifts. A (left) Gain-modulated unit from the
first hidden layer of the 100 HLU network (#85) with eye velocity gain fields. Note that for all
eye velocities the PD (white bar), COM (white circle), minimum (downward magenta triangle) and
maximum (upward green triangle) remain in constant locations. (right) Unit from the second hidden
layer of the 100 HLU network (#72) exhibiting eye velocity gain fields. B (left) Summary of gain
modulation in the first hidden layers of each network size. In general, the first hidden layer units
exhibited larger gain modulations than units in the second hidden layer (see right panel). Each box
represents the minimum and maximum of gain modulation in the horizontal and vertical eye velocity
directions, and the color-matched histograms along the borders reveal the distributions of gain
modulations for each network size. Note that this analysis only accounted for fluctuations in overall
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activity (not tuning directions). (right) Summary of gain modulation in the second hidden layers of
each network size. In general, the second hidden layer units exhibited smaller gain modulations
than units in the second hidden layer (see left panel). Conventions are the same as in the left-hand
panel.

2.4.3 Input properties: Retinal velocity tuning curves (VTCs)

We first analyzed the emergent input reference frame of HLUs in the second layer

of the network (or the first hidden layer). To do this, we determined each unit’s

activity in response to retinal velocity inputs and varied retinal velocity across a

range of retinal speeds from >0°/s to 45°/s and all directions, while keeping all

other inputs constant. For the units in the centers of Figure 2.4A, left and right

sides, the retinal position was centered on each unit’s visual RF, and all eye and

head orientation and velocity inputs were kept at zero (representing the target at

the center of the visual RF, the eye at primary position and the head in an upright

position). Within each VTC, we found the preferred retinal velocity tuning direc-

tion (PD; white bars in Figure 2.4A), the center-of-mass velocity (white circles in

Figure 2.4A), maximum activity (green, upward triangles in Figure 2.4A) and the

minimum activity (magenta, downward triangles in Figure 2.4A), which we used as

topographical ”landmarks” for tracking modulations of the VTCs with eye and head

input changes. In both layers, VTCs were typically complex in shape, often with

more than one hill of activity and more than one trough of activity (e. g., layer 1 unit

#85).

The next step in determining the reference frame of the inputs to each unit

was to observe how it was modulated by changes in extraretinal signals, such as

eye velocity. More precisely, we asked if the VTCs were gain-modulated by eye

velocity, i. e., whether the eye velocity had an approximately multiplicative effect on
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the activity of the unit, regardless of the retinal velocity. For units in both hidden

layers of the 100 HLU network, we found evidence of such gain modulation. For

instance, the activity of units 85 (panel A, left) and 72 (panel A, right) is gain-

modulated by the eye velocity. For those two units, we observed a constant PD

and constant locations of the activity COM , minimum and maximum regardless of

eye velocity, but, in general, units can have both a shift of their PD as well as a

gain-modulation of their activity.

The modulatory behaviors shown in the left and right panels of Figure 2.4A

were typical of units in each layer, as illustrated in the left and right panels of Fig-

ure 2.4B. In Figure 2.4B, each box represents the overall gain range of the activity

modulation exhibited by the units in each trained network size (the left and right

panels represent the first and second hidden layers, respectively) with horizontal

and vertical eye velocities. The width of these boxes represents the maxima and

minima of the gain values, as determined by regression analyses (see 2.3 Meth-

ods). Also shown in Figure 2.4B are the horizontal and vertical gains associated

with the units in Figure 2.4A (units 85 and 72, respectively; white disks with black

outlines). Figure 2.4 reveals that although there was modulation of VTCs in both

layers across network sizes, this modulation was often of greater magnitude (i. e.,

larger gains) in the first hidden layer, though this was not necessarily the case for

all networks.

2.4.4 Input properties

In the first experiment, we asked how network units accounted for the rotational

misalignment that occurs between the retina and the extraocular muscles under
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conditions of head roll-induced OCR. Figure 2.1A illustrates this misalignment.

Because the eyes rotate in the opposite direction of the head, and the extraoc-

ular muscles are head-fixed, the direction of the target velocity on the retina and

the direction of eye movement required to minimize that retinal slip are not spatially

equivalent (see 2.3 Methods). We thus tested if the units in our network coded for

this OCR compensation by investigating how visual PDs change across head roll

and OCR. We show an example of this analysis in Figure 2.5A for typical first and

second hidden layer units (#s 1 and 7, respectively) from the 100 HLU network. To

show the isolated effects of varying either head roll or ocular torsion on the tun-

ing properties of these units, we show (inset polar-coordinate plots) the directional

tuning of these example units for each head roll/ocular torsion amount across the

zero-head/ocular torsional cross-sections of the full head roll-OCR space (i. e., we

computed the PD at each head roll/ocular torsion angle while keeping the other

signal equal to 0, and the shift was the difference of these PDs from the head

and eyes at 0 torsion; colored to black tuning curves and corresponding colored

to black radii; for a constant retinal target speed of 20°/s). We then compared the

magnitude of this PD shift with that required for a spatially correct output (i. e., OCR

angle) and with the head roll angle using regression analysis. For the first hidden

layer unit (#1), the tuning curve was gain-modulated but there was no significant

shift of the tuning preference, resulting in a regression gain close to zero, thus in-

dicating that this HLU coded in a reference frame that was approximately retinal.

Second hidden layer units’ PDs shifted in a way that was proportional, though not

perfectly compensatory, for the torsional head and eye signals. Depicted for a typ-

ical second hidden layer unit (#7) in the lower panel of Figure 2.5A, this shifting
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behavior is indicative of a mixed coding scheme for target motion, intermediate to

both retinal and spatial coordinate frames.
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Figure 2.5: Visual tuning properties. A Visual tuning modulations of typical units in the first (#1)
and second hidden layers (#7) of the 100 HLU network during head roll-induced OCR. Across head
roll angles of -40° to 40° (pseudo-color plot, abscissa), and across ocular torsion angles of -28°
to 28° (pseudo-color plot, ordinate). The preferred tuning of the units (shown in polar coordinates
projected along each axis according to red and blue color scales) shift by small amounts for the
first hidden layer unit (0.5° with head roll and 0.02° with OCR) and larger amounts for the second
hidden layer (8° with head roll and -8° with OCR). B Comparing these shifts to those required
to compensate for head roll and OCR (in red and blue for first and second hidden layer units,
respectively), we see that the shifts of the first hidden layer unit indicate a nearly retinal coding
(regression gains = 0, dashed lines) and the shifts of the second hidden layer unit indicate an
intermediate coding frame. This same analysis was performed to observe unit by unit compensation
for head roll. Also shown are the distributions of compensation gains across head roll and ocular
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torsion for the 100 HLU network (grey histogram for first hidden layer units; black stair histogram
for second hidden layer units), with quartiles (tick marks representing 25%, 50% and 75% gain
percentiles) for each layer of each network size above histogram (color-matched, with lighter shades
corresponding to first hidden layer quartiles and darker shades corresponding to second hidden
layer quartiles). This histogram and these quartiles show a consistent narrow distribution of first
hidden layer units around the retinal gain (dashed vertical), while second hidden layer units show
a consistently wider distribution, indicating more units coding to a frame intermediate to retinal and
spatial (solid vertical). C and D Summaries of compensatory gain distributions for hidden layer units
in first and second hidden layers during oblique gaze (C) and half-angle rule (D) simulations. These
distributions revealed consistent, retinal coding by first hidden layer units and intermediate coding
by second hidden layer units. Color scheme and plotting conventions are identical to those in panel
B.

In the second experiment, we investigated how the HLUs compensated for reti-

nal rotations induced by oblique eye orientations. When the eyes change orienta-

tion in the head to direct gaze to an oblique (e. g., up and to the right) position, the

retinal projection undergoes a slight rotation as illustrated in Figure 2.1B. As such,

the rotations of retinal input are nonlinear and result from 3D properties of rotation

(Blohm and Crawford, 2007; Blohm and Lefèvre, 2010) and also depend on head

movements (because of head-movement-related changes to Listing’s law). Thus,

the brain must account for the full 3D geometry of the retina, eyes and head to

generate a spatially correct pursuit movement from oblique gaze locations.

Using a methodology similar to that in the OCR simulation, we compared the

shifts of PDs for each HLU to the magnitude of the retinal rotation induced by

oblique eye orientations ranging from eccentricities of 0° to 45°. We found the reti-

nal rotation by computing the angle between a horizontal unit vector rotated from a

0° eye orientation (i. e., with no rotational component) to each oblique position. We

then used regression analysis to compare the PD shifts to these values. Thus a

retinally-coding unit would exhibit no PD shift for changes in retinal rotation (regres-

sion gain = 0), whereas a spatially-coding unit would exhibit a fully compensatory
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PD shift (regression gain = 1).

In addition to accounting for OCR and oblique eye orientations in the transfor-

mation, the network HLUs should also account for half-angle rule (Tweed and Vilis,

1990; Crawford and Vilis, 1991; Blohm and Lefèvre, 2010), as we investigate in

the third experiment. As presented in Figure 2.1C, for the pursuit of a horizontal

stimulus starting from a vertical eye orientation, the axis of rotation should be tilted

(in the torsional direction) by half of the angle of vertical eccentricity. Although

the retinal input is identical for each of these eye orientations (see inset retinal

projection, Figure 2.1C), the motor requirements differ. Therefore, in order for the

pursuit command to obey Listing’s law, this torsional tilt must be accounted for in

the visuomotor transformation.

Similar to the OCR and oblique gaze simulations, we used regression analysis

to compare the PD shifts for each HLU to the torsion predicted by the half-angle

rule at various vertical eye orientation eccentricities (equivalent to half the angles

of eccentricity, accordingly). Accordingly, retinally coding units should exhibit a

regression gain of 0. On the other hand, the preferred tunings of spatially accurate

coding units should shift by the required torsional velocity. However, because the

half angle tilt directly influences the motor command output (rather than influencing

the retinal input), spatially compensatory shifts of visual PDs were represented by

regression gains of -1.

Input reference frame analyses for experiments 1, 2 and 3

Because head roll and OCR are correlated in our training set (R2 = 0.83), both

signals can provide information about OCR, despite the fact that head roll itself is
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irrelevant to the visuomotor transformation for smooth pursuit. Indeed, technically

only knowledge about OCR is needed for spatially accurate pursuit, as illustrated

by Figure 2.1A. However, because of this correlation, we performed a multiple

regression analysis to identify head roll and OCR gains. As shown in the pseudo-

color plots in Figure 2.5A for units 1 and 7, the shifting of units’ visual PDs remained

constant for most units within the first hidden layer (e. g., unit 1) or varied mono-

tonically across the full head roll-ocular torsion space for units within the second

hidden layer (e. g., unit 7).

We determined the head roll- and OCR-related compensatory gains for HLUs in

each layer and plotted their distributions with the retinal prediction (dashed lines) in

Figure 2.5B. The gains of multiple regression terms corresponding to head roll and

ocular torsion indicated that when the spatial transformation required the network

to use head roll and/or OCR signals, the first hidden layer units (HL1, grey) were

coding almost exclusively according to a retinal or nearly retinal input reference

frame, whereas the second hidden layer units (HL2, black outline) were coding

according to both a retinal frame and an intermediate input reference frame. Group

level t-tests on median gains agreed with this observation, as median ocular torsion

gains were not significantly different from 0 (first hidden layer: t7 = 1.12, p = 0.30,

95%CI [-0.002, 0.006]; second hidden layer: t7 = 1.62, p = 0.15, 95%CI [-0.02,

0.09]). Qualitatively, for all networks the interquartile gain distances were larger

in the second hidden layers than in the first hidden layers for both head roll and

ocular torsion, suggesting that there were also units coding visual inputs according

to an intermediate reference frame in the second hidden layers of each network;

however, this finding could not be confirmed using group-level statistical tests.
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We found that units within the second hidden layer often coded for a compen-

sation for head roll in addition to OCR (r = 0.70, p <0.001), even though OCR was

the only signal for which the network had to explicitly compensate. This finding

suggests that these units were able to (at least partially) learn an internal model

of the head roll-OCR interaction. Furthermore, the combined use of head roll and

ocular torsion signals might explain why neither signal independently produced sta-

tistically detectable intermediate coding of visual inputs (i. e., strong compensatory

shifts) in our second hidden layers. Therefore, when retinal signals are rotated rel-

ative to the head due to OCR (Blohm and Lefèvre, 2010), this analysis reveals that

first hidden layer units coded visual inputs according to a retinal frame and sug-

gests that second hidden layer units coded visual inputs according to both retinal

and mixed reference frames, intermediate to retinal and spatial.

In each of the other two experiments (oblique eye orientations and half-angle

rule), HLUs exhibited input coding frames consistent with and behaviors qualita-

tively similar to those found in the head roll-OCR simulation, as shown in the his-

tograms in Figures 2.5C and 2.5D (following the same conventions as Figure 2.5B).

However, when comparing the first and second hidden layer interquartile gain dis-

tances, for all networks and for both experiments we found significantly larger dis-

tances, strongly suggesting an intermediate coding of visual signals in the second

hidden layer (oblique eye orientations: t7 = -10.0, p <0.01, 95%CI [-1.35, -0.83];

half-angle rule: t7 = -7.47, p <0.01, 95%CI [-0.76, -0.39]).



2.4. RESULTS 67

Experiment 4: visual tuning effects of target and eye speeds during optoki-

netic nystagmus

For the pursuit system to correctly interpret the motion of a target in space and

subsequently pursue it (Blohm and Lefèvre, 2010), it must ultimately perform a

vector addition of retinal target signals and eye movement signals. However, it is

unclear how 2D retinal signals and 3D eye movement signals might be combined

in the brain. Here, we simulated an optokinetic nystagmus (OKN) experiment (Fox

et al., 1978; Wolfe et al., 1981; Archer et al., 1987) in which a large, textured visual

stimulus was displayed moving at various speeds in a direction either parallel to

the PD of the unit or in a direction exactly opposite (PD+180°) while the participant

underwent OKN, with gaze near the center of the background stimulus at various

speeds in the same direction, as illustrated for a positive speed (parallel to PD) in

Figure 2.1D. In this imagined task, we specify that participants would then be asked

to pursue a new target, interrupting OKN, though this final part of the simulated

task is unimportant for investigating how the brain might add together retinal target

motion and 3D eye motion in order to reconstruct spatial target motion.
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Figure 2.6: Visual tuning properties: OKN separability analysis. A Retinal target speed versus
eye speed normalized activity gradients for two typical target-dependent (T) units in the first hidden
layer of the 100 HLU network (#s 74 and 23) and B two units in the second hidden layer (#s 38 and
72) with both separable (T and E) and inseparable (T-E and T+E) characteristics. Because zero
retinal velocity induced zero eye movement vectors, we started the gradient analysis at speeds
greater than 10°/s, and analyzed positive and negative target speeds separately. C Direction-
binned polar histogram showing the distribution of gradients in first and D second hidden layer
units. The colored radii indicate the mean gradient directions for each network, and the dashed
radius (for the first hidden layer of the 25 HLU network) represents a mean gradient from which unit
gradients were significantly different (t99 = 2.09, p ¡ 0.05).

We computed the separability index of our network HLUs, which captures the

extent to which inputs are coded by units either in a combined (inseparable) or sep-

arable (independent) fashion, based on previous electrophysiological and network

studies (see 2.3 Methods (Buneo et al., 2002; Pesaran et al., 2006; Blohm et al.,

2009; Blohm, 2012; Bremner and Andersen, 2012)). The pseudo-color plots pre-

sented Figure 2.6A and B show this analysis for 4 example HLUs from the 100 HLU

network (#s 74 and 23 from the first hidden layer; 38 and 72 from the second hid-

den layer). In these plots, we show the normalized, color-coded activation of each

unit across all combinations of target (abscissa) and eye velocities (ordinate) for

target velocities in the PD+180° (left) and in the PD (right). Examining the change

in activation of each unit across each axis reveals the dependence on either target
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or eye speed. For example, units 74 and 23 in panel A show a strong dependence

on target speed, appearing as gradients in the horizontal (0°) direction, while unit

72 in panel B showed a distinct separability for each target velocity direction. In

the null (-) direction this unit showed strong target speed dependence while in the

preferred (+) direction it showed strong eye speed dependence (180°) direction.

Granted, these gradient directions were not perfectly separable for each unit, in-

dicating some eye speed dependence. Additionally, unit 23 displayed modulation

gradients resulting from combined target-eye coding but in opposite directions, re-

sulting in a gradient direction of 0° that appeared purely separable when in truth

was not (see 2.3 Methods for details). To overcome this limitation in these particu-

lar units, at the target velocity of minimal (magenta) or maximal activity (green; as

one of these locations typically represented the border between each gradient di-

rection) we split the velocity field from which we sampled the characteristic gradient

direction into two fields (black outline). Finally, unit 38 in panel B shows insepa-

rable coding both in the compensatory (T-E; -45° gradient) and anti-compensatory

ways (T+E; -45° gradient), depending on the direction of the target velocity.

In Figure 2.6C and D, we show the distributions of the separability indices for

each layer (Buneo et al., 2002; Pesaran et al., 2006; Blohm et al., 2009; Blohm,

2012; Bremner and Andersen, 2012). Each polar histogram is labeled at 0°, 90°,

180° and 270° as coding for retinal target motion (T), coding in an anti-compensatory

way (T+E), coding for eye motion (E) and coding in a compensatory way (T-E), re-

spectively. Figure 2.6C shows that first hidden layer units showed a mostly separa-

ble (target) coding, whereas many second hidden layer units (Figure 2.6D) exhib-

ited some target coding but with a large proportion of units displaying inseparable
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coding, intermediate between purely retinal (T) and spatially accurate (T-E). Fi-

nally, this gradient analysis revealed very few units in the first hidden layer and

some units in the second hidden layer coding motion inputs in a spatially correct

fashion (T-E), which is consistent with other visual input simulations (see Figures

2.6B, 2.7 and 2.8). Group level t-tests on the average gradient directions across

network sizes suggested a retinal coding in the first hidden layer (t7 = 1.00, p =

0.35, 95%CI [-7.80, 19.1]), but not as strongly in the second hidden layer, as given

by its wide 95%CI (t7 = 1.29, p = 0.24, 95%CI [-37.0, 125]), with average gradients

for the first hidden layer from -9.8° (16 HLU network) to 38.3° (25 HLU network),

though this mean gradient was not representative of the unit gradients (dotted ra-

dius in Fig. 2.6: t99 = 2.09, p <0.05), and average gradients for the second hidden

layer from -133.4° (49 HLU network) to 144.5° (25 HLU network). In the first hid-

den layer, SDs ranged from 59.5° for the 100 HLU network to 98.1° for the 25 HLU

network while, in the second hidden layer, SDs ranged from 88.6° for the 100 HLU

network to 111.1° for the 9 HLU network. These results suggest that, although the

first hidden layer units typically coded in a retinal, target-dependent fashion, the

second hidden layer units also exhibited a dependence on eye speed, indicating a

non-retinal, intermediate code. We will discuss these results in greater detail and

their implications for pursuit-related areas of the brain in 2.5 Discussion.

To this point, our simulated electrophysiological experiments have revealed con-

verging findings concerning the input reference frame of our network HLUs: (1) first

hidden layer units code inputs almost exclusively according to a retinal reference

frame with mainly separable retinal and eye motion signals, and (2) second hidden
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layer units code inputs according to both a retinal reference frame and an interme-

diate reference frame with inseparable motion coding.

2.4.5 Output properties: Motor fields

We next sought to determine the reference frames in which HLUs code motor out-

put. One might assume that units’ visual and motor tuning should be aligned in

a network performing visuomotor transformations (such that the input and output

reference frames would be the same); however, there is evidence supporting the

idea that network units involved in visuomotor transformations code visual input

and motor output tunings according to different reference frames (Salinas and Ab-

bott, 1995; Pouget and Sejnowski, 1997; Blohm, 2012), i. e., if a unit is involved in

transforming information, then the input and output codes should differ.

For example, one can consider head roll-induced OCR. As we investigated ear-

lier in the context of visual input tuning properties, units must be modulated by

head roll-induced OCR in order to compensate for the spatial misalignments be-

tween retinal input and the required pursuit output. We can take an alternative

approach as well, noting that the network’s motor output vector (its motor contri-

bution) must also compensate for spatial misalignments between retinal velocity

input and the required pursuit output. We computed how each unit’s activity was

correlated with the 3D motor output, known as the motor field of each unit (Smith

and Crawford, 2005; Keith et al., 2007; Blohm et al., 2009). To discern motor field

reference frames, we mapped units’ motor fields and determined how they were

modulated specifically by head roll-induced OCR, oblique gaze and the half-angle

rule.
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Figure 2.7: Typical HLU 3D and 2D motor field. A Depiction of the 3D motor field for a typical
unit from the first hidden layer of the 100 HLU network (#16). In the pseudo-color plots, we show
three orthogonal views: (top left) from the back, revealing activities correlated to outputs in the
frontoparallel (x-z) plane; (top right) from the side, revealing activities correlated to outputs in the
sagittal (y-z) plane; (bottom left) from the bottom, revealing activities correlated to outputs in the
transverse (x-y) plane. Also shown in each plot is the locus of the activity-weighted COMMF (white
circle). B 2D motor tuning curve for the same unit from the 100 HLU network (#16). The radial
distance represents the activation of the unit associated with each directional bin and the error
bars represent the SE within each bin. The red bar represents the preferred motor tuning direction
(PDMF ). Note the similarity between the 2D tuning curve and the area of high activation in the 3D
motor field representation in panel A.

In contrast to VTCs, which specified the activation of units to every possible 2D
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retinal velocity, the motor field is each unit’s activity for every possible motor out-

put, spanning all three spatial dimensions. Essentially, motor fields describe the

motor output tuning of each neuron. As such, we can examine how the motor field

of each unit changes with eye and/or head inputs in order to see the unit’s motor

field reference frame. Figure 2.7 presents the motor field for an example unit from

the first hidden layer (#16) of the 100 HLU network. Unit activations are shown in

3D, head-fixed space as viewed from behind (upper left, frontoparallel horizontal-

vertical plane), from below (lower left, transverse horizontal-torsional plane) and

from the side (upper right, sagittal vertical-torsional plane). Because the same mo-

tor outputs can be produced from an infinite combination of inputs, activations were

binned based solely on motor output — collapsing across all retinal, eye and head

input signals giving rise to that output. This resulted in a distribution of activities for

each bin, and in Figure 2.7A we present the color-coded average activities within

each bin. In this way, each viewpoint of the motor field resembled the unit’s true

output-aligned activation. We also summarize the activation profile along each axis

in the plots adjacent to each pseudo-color plot axis (error bars represent SE across

each dimension). To capture the three-dimensional preferred motor tuning of each

unit, we computed the activity-weighted 3D motor field center-of-mass (COMMF ),

which is represented in Figure 2.7A as a white disk. We also computed the 2D

frontoparallel motor field (by averaging across torsional output velocities), which

we show in Figure 2.7B plotted on polar axes for the same HLU (#16). Note that

the tuning shown in the 2D frontoparallel motor field is representative of the tuning

for the frontoparallel plane (Figure 2.7A, upper left). The red bar represents the

preferred motor tuning direction of this unit (PDMF ) and the black bars represent



2.4. RESULTS 74

the SD of activity for each directional output bin.

When determining the motor field reference frames of units, we examined how

shifts either of the COMMF or of the PDMF accounted for the spatial requirements

of the visuomotor transformation, analogous to how we used shifts of the preferred

visual tuning to delineate the input reference frames of units. In this section we will

review the findings of three experimental simulations that we used to find the motor

field reference frame of each HLU, each representing the corresponding simulation

performed in 2.4.4 Input Properties.

Motor field reference frame analyses for experiments 1, 2 and 3

We have thus far determined that, in general, units in the first hidden layer of our

network code the visual input independently of OCR while the units in the second

hidden layer code visual input while partially compensating for the 2D rotational

effects of OCR (by accounting for head roll). However, because our network com-

pensates for OCR to produce spatially correct smooth pursuit (see performance

in Figure 2.3), we must instead examine how the outputs of each unit accounted

for OCR in order to fully characterize the mechanisms underlying the transforma-

tion. To see how the network accounted for 2D retinal rotations due to OCR, we

examined how each unit’s PDMF was modulated by head roll-induced OCR.
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Figure 2.8: Motor field properties. A Shifts of a representative first hidden layer unit’s motor
tuning (top left, #63) and second hidden layer unit’s motor tuning (top right, #88) from the 100 HLU
network under conditions of head roll-induced OCR. The pseudo-color plots here represent the shift
of motor field tuning similar to those in Figure 2.5A, but the polar tuning plots were omitted here
for clarity. B Summary of compensatory gain distributions for hidden layer units in first and second
hidden layers across head roll and OCR. These distributions revealed retinal (unit #63), spatial
(unit #88), and mixed, intermediate coding by both first and second hidden layer units. C and
D Summary of compensatory gain distributions for hidden layer units in first and second hidden
layers during oblique gaze (C) and half-angle rule (D) simulations. These distributions revealed
mixed, intermediate coding by both first and second hidden layer units. Color scheme and plotting
conventions are identical to those in previous figures.

For a unit’s output to compensate for head roll-induced OCR its motor contribu-

tion should remain consistent regardless of the OCR angle. Conversely, a unit that
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coded its output according to retinal coordinates would exhibit shifts in an equal

and opposite direction relative to the signal for which it must compensate. We

present the effects of OCR on the frontoparallel motor field for two example units

(63 and 88) from the first and second hidden layers of our 100 HLU network in

Figure 2.8A (respectively). Here, the pseudo-color plots represent the change in

PDMF across changes in head roll (abscissa) and OCR (ordinate), using the iden-

tical conventions as the pseudo-color plots in Figure 2.5A. Across changes in head

roll and OCR, for unit 63 in the first hidden layer there was a shift of the PDMF by

approximately an equal and opposite angle of head roll and OCR, indicating that

this unit coded motor outputs according to a retinal frame, as confirmed by multiple

regression analysis (see red point in Figure 2.8B). Alternatively, for unit 88 in the

second hidden layer there was no shift of the PDMF across head roll and OCR, in-

dicating that this particular unit coded according to an approximately spatial frame

(see blue point in Figure 2.8B). Repeating this multiple regression analysis for all

network units yielded similar results between layers. Figure 2.8B shows the distri-

butions of these regression gains, along with their comparisons with the spatially

correct prediction (intersection of solid lines) and retinal prediction (intersection of

dashed lines).

This analysis revealed that units in each layer coded motor output according to

both the spatial and retinal predictions, but also according to frames intermediate

to both retinal and spatial. The various reference frames used by units can be seen

in Figure 2.8B, which shows units in both hidden layers clustering around either the

retinal or spatial hypotheses (see intersections of dashed lines and of solid lines,

respectively), and several units coding for intermediate reference frames. Because
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of this clear bimodality, using statistical analyses based on median gains was not

as revealing as in previous analyses, though for both layers these statistical anal-

yses agree with the qualitative observation that units in both layers coded neither

according to retinal nor spatial frames during both head roll and ocular torsion.

However, these analyses could not distinguish between the reference frame dis-

tributions of each layer (for both layers and both head roll and ocular torsion, all

group-level t-tests p <0.01 and there was no consistent change in variability be-

tween layers of any network size). Like in the visual tuning analysis, the concomi-

tant head roll and OCR dependence suggests that units in both layers showed

evidence of a learned internal model of the head roll-OCR interaction.

In each of the other two experiments (oblique eye orientations and half-angle

rule), HLUs exhibited motor field coding frames consistent with those found in the

head roll-OCR simulation, as shown in the histograms in Figures 2.8C and 2.8D

(following the same conventions as Figure 2.8B). Thus, HLUs displayed a variety

of reference frames that are — at the group level — sufficient to recover spatially

accurate motor plans (since our networks produce accurate movements).

2.4.6 Output properties: Simulated microstimulation

In contrast with the motor field analysis, simulated microstimulation allowed us to

investigate each unit’s specific contribution to motor output while also activating

a unit’s downstream connectivity, instead of only correlating its activity with the

output. To do this, unit-by-unit we examined how increases in each unit’s activity

affected network output by first setting the required network output to zero (by

foveating the retinal target in the network inputs), then ”evoking” network outputs
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by artificially setting each unit’s activity to 5. Thus the output vectors corresponded

to an amplification of each unit’s normal contribution to the network output. We then

repeated this process under three transformation contexts (i. e., head roll-induced

OCR, retinal rotations from oblique gazes and the half-angle rule) and compared

changes in the network output vectors to those required for each transformation to

reveal the reference frame of each unit’s motor output vector.

When determining the output reference frames of units, we examined how shifts

of the evoked network output accounted for the spatial requirements of the visuo-

motor transformation, analogous to how we used shifts of units’ preferred visual

and motor field tunings to delineate the unit-by-unit input and motor field reference

frames. In this section we will review the findings of three experimental simulations

that we used to find the output reference frame of each HLU, each representing the

corresponding simulations in the input and motor field reference frame analyses.

Simulated microstimulation reference frame analyses for experiments 1, 2

and 3

In addition to our motor field analysis, which found that units compensated for

head roll-induced OCR primarily according to mixed, intermediate output reference

frames in each hidden layer, we also wanted to see how changing the eye-head

geometry influenced units’ contributions to motor output and how these effects

compensated for OCR while accounting for downstream network connectivity. To

do so, we used simulated microstimulation and compared changes to the ”evoked”

network output to those required for a spatial or retinal coding.



2.4. RESULTS 79

Figure 2.9: Microstimulation properties. A Example evoked gaze velocity vector endpoints, pro-
jected onto the screen for units #15 and #93 from the first and second hidden layers of the 100 HLU
network, respectively, under conditions of head roll-induced OCR. Also shown are the axes repre-
senting head roll (blue) and OCR (red), which run along the outer edges of each ”field” of evoked
pursuit movements. B, C and D Summaries of microstimulation compensatory gain distributions for
hidden layer units in first and second hidden layers during head roll-induced OCR (B) oblique gaze
(C) and half-angle rule (D) simulations. Each of these distributions revealed mainly spatial coding
by the second hidden layer units, with some first and second hidden layer units coding according to
a mixed, intermediate frame as well. Color scheme and plotting conventions are identical to those
in previous figures.

Typical evoked gaze velocities across head roll and OCR for units in the first (15,
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blue) and second (93, green) hidden layers can be seen in Figure 2.9A. Each point

represents the tip of the on-screen gaze velocity vector evoked by microstimulation

at a specified head roll-OCR combination. As such, the grid-like patterns seen in

these plots represent the entire head roll-OCR space across which we performed

multiple regression analysis, as described in the following paragraph.

The network had to compensate for OCR under conditions of head roll in order

to produce spatially correct pursuit — therefore, because our network generated

spatially accurate pursuit, a complete compensation would reflect regression gains

between OCR (or head roll) and microstimulation output equal to 0 while no com-

pensation (implying a retinal coding of outputs) would correspond to regression

gains equal to -1. However, as we have discussed in earlier sections, because

head roll and OCR were correlated in our training set, either signal could theoret-

ically be used by the network to carry out the transformation. To account for this

potential effect we performed multiple regression analysis between the required

rotation angles (head roll and OCR) and the evoked eye movement directions. For

the typical units presented in Figure 2.9A, one can easily see that the unit from the

first hidden layer (15) exhibited a wider spatial distribution of evoked movements

across head roll and OCR compared to those evoked when the unit from the sec-

ond hidden layer (93) was stimulated. This result is indicative of an intermediate

coding by unit 15, as its evoked movements are modulated by head roll and OCR

but not in a directly compensatory way. On the other hand, the narrow field of

evoked movements for unit 93 is indicative of a spatial coding. These units were

representative of the regression findings for first and second hidden layer units.

Figure 2.9B shows the resulting multiple regression gains of evoked movement
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shifts relative to head roll and OCR. We performed these regression analyses on a

unit-by-unit basis for each network size and show the resulting histograms, along

with the spatial (intersection of solid lines) predictions, in Figure 2.9B. This anal-

ysis revealed that first hidden layer units coded motor outputs according to either

spatial or intermediate reference frames while second hidden layer units coded out-

puts mostly according to a spatial reference frame, though with some intermediate

coding also. Across head roll, group level t-tests on median gains were not signif-

icantly different from the spatial hypothesis (hidden layer 1: t7 = -0.48, p = 0.65,

95%CI [-0.01, 0.01]; hidden layer 2: t7 = -1.18, p = 0.28, 95%CI [-0.01, 0.004]).

Similarly, across OCR, group level t-tests on median gains were not significantly

different from the spatial hypothesis (hidden layer 1: t7 = -0.29, p = 0.78, 95%CI

[-0.03, 0.02]; hidden layer 2: t7 = 0.63, p = 0.55, 95%CI [-0.01, 0.01]). However,

for both head roll and ocular torsion the interquartile gain distances from the first

hidden layer were significantly larger (compared to those of the second hidden

layer) across all network sizes (head roll: t7 = 3.92, p <0.01, 95%CI [0.03, 0.12];

ocular torsion: t7 = 5.50, p <0.01, 95%CI [0.10, 0.24]), suggesting that the first

hidden layer was coding according to a more intermediate frame than the second

hidden layer. Therefore, when retinal signals were rotated relative to the head due

to OCR (Blohm and Lefèvre, 2010), this analysis revealed that, when accounting

for network connectivity, first hidden layer units coded motor outputs according to

both spatial and intermediate frames while second hidden layer units coded motor

outputs according to a primarily spatial reference frame. Additionally, like in the

other head roll-induced OCR simulations, the finding of an effect for both head roll

and OCR suggests at least a partial learning of the head roll-OCR interaction.
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In each of the other two experiments (oblique eye orientations and half-angle

rule), HLUs exhibited microstimulation coding frames consistent with those found

in the head roll-OCR simulation, as shown in the histograms in Figure 2.9C and

Figure 2.9D (following the same conventions as Figure 2.9B).

Summary of gradual visuomotor transformation

Using each of these analyses, we determined the input and output coding schemes

of each unit within our network, enabling us to trace the visuomotor transformation

from retinal input to spatially correct motor output. Figure 2.10 represents a sum-

mary of all analyses and hidden layer unit gains, plotted as quartiles relative to the

retinal and spatial predictions for visual tuning (orange), motor field (purple) and

microstimulation analyses (blue). We summarize the HLU reference frames for

each network size (see legend, top right) and collapsed across each experimental

simulation (head roll-induced OCR, oblique gaze-induced retinal rotations or the

half-angle rule). We found that units in the first hidden layer of our network coded

visual velocity inputs according to a retinal reference frame while units in the sec-

ond hidden layer coded visual velocity inputs according to both a retinal frame and

a mixed, intermediate frame. Additionally, motor field analyses revealed that the

motor tunings of units in the first and second hidden layers were coded according

to retinal, spatial and several mixed, intermediate frames. When accounting for

downstream connectivity, simulated microstimulation analyses revealed that units

in the first hidden layer coded motor outputs according to both spatial and interme-

diate reference frames, while units in the second hidden layer coded motor outputs
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primarily according to a spatial reference frame. Therefore, one of the key char-

acteristics that we observed in both our input and output analyses is that, in either

case, units in at least one layer coded according to various mixed reference frames,

neither in retinal nor spatial coordinates.

Figure 2.10: Summary of results across simulations and network sizes. We present the quar-
tile locations for the units of each hidden layer (first along horizontal axis, second along vertical
axis) for each network size (see legend), relative to the retinal (dashed lines) and spatial (solid
lines) predictions, for visual tuning shifts (orange quartiles), motor field properties (purple quartiles)
and microstimulation properties (blue quartiles). Also shown along each axis (representing each
hidden layer) are the distributions of all unit gains in each analysis (color coded), collapsed across
all network sizes.

To see if these intermediate coding schemes were consistent on a per-unit ba-

sis, we performed a meta-analysis of unit gains in the layers showing intermediate

properties (in the 100 HLU network). In the first hidden layer, we found a significant

correlation between units’ motor field reference frames during the oblique gaze
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simulation and the half-angle rule simulation (slope = -0.19, R2 = 0.24, p <0.01).

For the second hidden layer, we found significant correlations between units’ vi-

sual tuning reference frames during the oblique gaze simulation and the half-angle

rule simulation (slope = 0.26, R2 = 0.18, p <0.01), and between units’ motor field

reference frames during the oblique gaze simulation and the half-angle rule simu-

lation (slope = 0.14, R2 = 0.05, p <0.05). These significant correlations between

units suggest that, in some special cases, a given unit utilized a common inter-

mediate reference frame which generalized across visuomotor contexts. However,

these three significant cases represent a minority of all 12 possible comparisons

between intermediately coding network layers, suggesting that units code accord-

ing to a reference frame which depends on the exact context of the visuomotor

transformation. It would be interesting to see how the input and output properties

outlined in this report correlate with the neurophysiological properties of neurons

in areas of the brain thought to be involved in the visuomotor transformation for

smooth pursuit (Blohm and Lefèvre, 2010), such as MT and MST. The simulation

results presented here provide several testable predictions for the neurophysiolog-

ical properties electrophysiologists might expect to find when investigating the re-

sponses of neurons involved in smooth pursuit under different 3D transformational

contexts.

2.5 Discussion

We designed and trained a physiologically-inspired four-layer, feed-forward net-

work model to simulate the transformation of retinal motion signals into spatially

correct smooth pursuit commands. After training had completed, we found that
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the feed-forward model could perform the spatially correct 3D visuomotor velocity

transformation for smooth pursuit while obeying Listing’s law (Blohm and Lefèvre,

2010). To carry out this transformation units exhibited both gain modulation and

tuning shifts — two properties observed in electrophysiological studies of pursuit-

associated neurons (Inaba et al., 2011, 2007; Chukoskie and Movshon, 2009; Fu-

jiwara et al., 2011). Retinal velocity tuning, motor tuning, and simulated microstim-

ulation analyses revealed that hidden layer units carried out the transformation in

a gradual fashion from retinal (first hidden layer inputs) to spatial (second hidden

layer microstimulation outputs). Thus, we suggest that our network units used gain

modulation to differentially weight each unit’s input-output contribution to the trans-

formation, allowing the network to generate a spatially accurate pursuit command.

To our knowledge, these findings are consistent with all known electrophysiological

properties of pursuit-related areas of the brain, and could thus provide a mechanis-

tic explanation for the presence of eye and head orientation signals in these areas.

We will discuss these points in greater detail below.

2.5.1 General discussion

We trained our network model to perform the general transformation of 2D reti-

nal signals for pursuit with any combination of 3D eye and head geometries and

found that, to do this, the network utilized several emergent computational strate-

gies. First, the HLUs carried out the complex, nonlinear pursuit transformation in a

distributed fashion. As our tuning shift analyses revealed, units coded input motion

according to various reference frames that were neither retinal nor spatial (mixed

intermediate frames) while they also coded motor outputs according to a similar
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though more consistently spatial frame. Therefore, one single unit alone could

not account for the full, spatially correct 3D transformation of retinal motion into a

head-centered pursuit command.

Both in our network and in the real brain, intermediate reference frames are

often reported (Chang and Snyder, 2010; McGuire and Sabes, 2011). Those can

even lie beyond the limits of the expected range (e. g., over-compensating or anti-

compensating) and often the question about their meaning arises. When perform-

ing such reference frame analyses on (real or simulated) neural data, one should

always keep in mind that neurons do not care about reference frames; they par-

ticipate in a certain computation and all that counts is the end result, regardless

of how it is achieved. Thus, artificially assigning a reference frame to a unit is

questionable but unfortunately correlating neural activity with measurable quanti-

ties from the physical world is the only way we have to probe brain function. There-

fore, reference frame analyses can be used to probe network mechanisms that

cannot otherwise be quantified, in particular when investigating sensory-to-motor

transformations.

We also found that HLUs’ tuning curves were modulated by eye and head

orientation and velocity signals in a way that is consistent with gain field theory

for reference frame transformations (Blohm and Crawford, 2009). Thought to be

the optimal way for feed-forward network models to compute nonlinear sensorimo-

tor transformations (Zipser and Andersen, 1988; Salinas and Abbott, 1995, 1996;

Pouget and Sejnowski, 1997; Xing and Andersen, 2000; Smith and Crawford, 2005;

Blohm et al., 2009; Chang et al., 2009; Blohm, 2012), the finding that gain fields

were also used to account for the requirements of Listing’s law suggests that the
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brain could theoretically utilize gain fields when adhering to Listing’s law during the

transformation for smooth pursuit (Blohm and Lefèvre, 2010).

Network units also shared many activation properties with neurons recorded

in areas MT and MST. First, the visual tuning of HLUs were complex, often with

more than one peak of activity representing more than one ”preferred” direction

and areas of lower activity between those peaks (see Figure 2.3). Neurophysi-

ological recordings have found very similar velocity tuning properties in area MT

neurons (Richert et al., 2013), suggesting that the network units might encode vi-

sual inputs in a similar fashion as MT neurons. In our network we also observed

the use of gain modulation to generate smooth pursuit, similar to the gain fields

that have been found in electrophysiological recordings from areas MT and MST

during pursuit tasks. For example, visual and pursuit-related activity of MT and

MST neurons are gain modulated by eye orientation (Bremmer et al., 1997; Lee

et al., 2011) and by pursuit velocity (Chukoskie and Movshon, 2009; Inaba et al.,

2007, 2011). Additionally, gain fields have been implicated in the reference frame

transformations for reaching (Galletti et al., 1995; Batista et al., 1999; Blohm et al.,

2009; Chang et al., 2009) and for depth (Bhattacharyya et al., 2009; Ferraina et al.,

2009; Blohm, 2012), as parietal neurons are gain-modulated in response to eye ori-

entation changes and changes in hand position (Galletti et al., 1995; Batista et al.,

1999; Chang et al., 2009; Ferraina et al., 2009; Bhattacharyya et al., 2009). If the

brain indeed carries out the visuomotor velocity transformation for pursuit in the

same way as our network model, the agreement between emergent properties of

our network model and electrophysiological findings suggests that gain modulation

in areas MT and MST may play a key role in integrating extraretinal signals into the
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motor plan.

Analogous to the behavior of units within the second hidden layer, shifts of neu-

ronal visual tuning functions have been observed in area MST. Specifically, shifts

have been observed during pursuit under conditions of self-motion (Bradley et al.,

1996; Page and Duffy, 1999; Shenoy et al., 1999, 2002) and during pursuit of

an on-screen stimulus at a fixed depth (Inaba et al., 2011, 2007; Chukoskie and

Movshon, 2009). Tuning shifts have also been reported after changes in eye, head

and body orientation in area MST (Fujiwara et al., 2011) and in the frontal eye

fields (FEF (Kurkin et al., 2007)). Furthermore, these shifts corresponded to cod-

ing schemes in not only retinal and spatial frames, but also in mixed, intermediate

reference frames, which is not unlike the mixed coding schemes observed across

eye orientation shifts in area MST (Bremmer et al., 1997), in the lateral intrapari-

etal area (LIP) during saccades to remembered auditory locations (Stricanne et al.,

1996), in the ventral intraparietal area (VIP) across eye orientation shifts (Duhamel

et al., 1997), in the dorsal premotor cortex during reach (Batista et al., 2007) and in

previous computational work (Xing and Andersen, 2000; De Meyer and Spratling,

2013). Taken together, these findings suggest that shifts of neuronal tunings in ar-

eas MST and FEF might represent a distributed mechanism for the compensation

for distortions and rotations to retinal information, using properties that the sec-

ond layer of our network model reproduced spontaneously. Interestingly, previous

feed-forward network models (Salinas and Abbott, 1995, 1996) have also found

that the presence of these tuning shifts are indicative of gain modulation at earlier

processing stages of coordinate transformations.

While, to our knowledge, detailed mapping of neuronal motor fields has not
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been performed for MT or MST neurons, there have been several studies (Komatsu

and Wurtz, 1989; Groh et al., 1997; Britten and van Wezel, 1998; Born, 2000; Ilg

and Schumann, 2007) which investigated microstimulation of neurons in these ar-

eas and the effects on smooth pursuit. Another set of studies (Salzman et al.,

1990, 1992; Celebrini and Newsome, 1995; Britten and van Wezel, 1998) has in-

vestigated the effects of microstimulation on perceived heading or motion direction.

Microstimulation of area MT neurons has been shown to bias both perception of

motion towards the preferred retinal tuning of those neurons (Salzman et al., 1990,

1992; Born, 2000) and pursuit velocity in the anti-preferred retinal velocity direc-

tion, or the pursuit direction typically required to minimize retinal slip (Komatsu and

Wurtz, 1989; Groh et al., 1997; Born, 2000). Similarly, simulated microstimulation

of our first hidden layer units elicited network output velocities that were biased

towards the units’ preferred retinal velocity tunings. On the other hand, microstim-

ulation of area MST neurons has been shown to bias heading perception (Britten

and van Wezel, 1998) and motion direction perception (Celebrini and Newsome,

1995) as well as pursuit direction toward the preferred spatial tuning (Ilg and Schu-

mann, 2007) or toward the recording site of those neurons (Komatsu and Wurtz,

1989), which aligns well with the spatial constancy of the network outputs when

we stimulated units in the second hidden layer. Additionally, microstimulation stud-

ies of areas FEF (Tanaka and Lisberger, 2002; Gottlieb et al., 1993), SEF (Missal

and Heinen, 2004) and the cerebellar vermis (Krauzlis and Miles, 1998) have each

found that pursuit outputs correspond to the stimulated neurons’ spatial prefer-

ences, suggesting that these areas could alternatively be considered functional

analogues of the second hidden layer of the network model.
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Another emergent property of the network is that compensation for head roll-

induced OCR depended on both head roll and OCR signals during the visual tun-

ing, motor field and microstimulation reference frame multiple regression analyses.

This suggests that the network was able to learn an internal model of the head roll-

OCR interaction, even though eye orientation was only partially dependent on head

orientation in the training set. If the brain also uses an internal model of head roll-

induced OCR to compensate for ocular torsion, this might explain why there is little

direct electrophysiological evidence of compensation for OCR in pursuit-related

neurons (Kurkin et al., 2007; Fujiwara et al., 2011).

The presence (or absence) of ocular torsional signals in cortex raises some

questions about how the brain might plan geometrically correct pursuit movements

(Blohm and Lefèvre, 2010). Theoretically, in order to correctly interpret retinal in-

put an estimate of ocular torsion must be, and is, incorporated (Blohm and Lefèvre,

2010; Murdison et al., 2013; Klier and Crawford, 1998; Leclercq et al., 2013a). Tra-

ditional thinking is that a 2D motor command is transformed into a 3D movement

at the level of the brainstem and/or extraocular muscles, and while this might be

true, this does not preclude the visual system from requiring knowledge of torsion

in order to correctly interpret primary visual information (for review see Klier et al.

(2013)). But what is the source of these signals? A simple explanation could be

that cortical torsional signals might simply have gone undetected in electrophys-

iological studies; an effect potentially due to the fact that ocular torsional signals

(orientation and velocity) are typically small in magnitude, making them more diffi-

cult to detect. In this case, these explicit signals would presumably be included in
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any 3D motor plan. Another potential explanation comes from the idea that ocu-

lar torsion does not have to be explicitly coded, but could instead be the result of

an internal model of head and eye orientations and velocities (i. e., based on the

other signals present). As long as cortex has a model of the interactions between

eye and head signals, it could form an implicit estimate of ocular torsion. We ac-

counted for the correlated nature of the head and eyes when we analyzed both

head roll and ocular torsion as free variables in our regression models, and found

that our networks spontaneously used eye-head interactions to their advantage

when generating pursuit movements. Therefore, our model predicts that the brain

would utilize all available signals about 3D eye and head geometry, regardless of

their source, when generating pursuit movements.

2.5.2 Comparison to previous models

Gain modulation is an efficient way for feed-forward networks to compute com-

plex coordinate transformations (e. g., Blohm and Crawford (2009)). The gain field

mechanism used by our network echoes previous feed-forward network models

that also employ gain fields to perform coordinate transformations (Zipser and An-

dersen, 1988; Salinas and Abbott, 1995, 1996; Pouget and Sejnowski, 1997; Xing

and Andersen, 2000; Deneve et al., 2001; Smith and Crawford, 2005; Keith et al.,

2007; Blohm et al., 2009; Chang et al., 2009; Blohm, 2012). Here, we show that the

transformation of 2D retinal velocity (and position) signals into 3D smooth pursuit

movement plans can be carried out by a physiologically-inspired feed-forward net-

work model using gain modulation. This finding further supports the notion of gain

fields being the primary mechanism for feed-forward coordinate transformations in
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the brain (Zipser and Andersen, 1988; Salinas and Abbott, 1995, 1996; Pouget

and Sejnowski, 1997; Xing and Andersen, 2000; Deneve et al., 2001), including

transformations in 3D (Smith and Crawford, 2005; Blohm et al., 2009; Chang et al.,

2009; Blohm, 2012).

Though there have also been several models of the roles of areas MT and MST

during smooth pursuit (Pack et al., 2001; Furman and Gur, 2003, 2005; Shibata

et al., 2005), during coordinated saccades and pursuit (Grossberg et al., 2012),

during motion perception (Cameron et al., 1998; Furman and Gur, 2005) and in

reference frame transformations (Dicke and Thier, 1999), our model represents the

first time that the pursuit transformation has been performed in three dimensions,

as previous models including a pursuit component have only carried out transfor-

mations in one (Pack et al., 2001; Shibata et al., 2005; Grossberg et al., 2012) or

two dimensions (Furman and Gur, 2003, 2005). These models could not perform

the general, 3D transformation that our model performs here which accounts for

2D retinal signals, 3D eye orientation and velocity and 3D head orientation and

velocity, and instead they only accounted for the vector summation of retinal and

extraretinal signals.

Additionally, some of these network studies relied on pre-determined connec-

tivity between model neurons in MT, MST, visual and/or motor cortical areas (Pack

et al., 2001; Furman and Gur, 2003, 2005; Grossberg et al., 2012), whereas our

network only relied on a pre-determined processing architecture of three feed-

forward connection matrices, which were self-organized during training, between

four processing layers. This architecture allows for a more general description of

the mechanisms underlying transformations in the brain, and does not limit it to
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neurons in pre-specified areas such as MT and MST, though here we argue that

our model accounts for the activation properties of neurons in these areas solely

as a result of learning the 3D transformation for pursuit. Finally, to our knowledge,

our network model is the first to account for the combined coding of retinal posi-

tion and velocity, as found in MT (Gattass and Gross, 1981; Richert et al., 2013),

though only in the context of smooth pursuit.

To our knowledge, only one other model created by Smith and Crawford (2001)

performed the 3D transformation for saccade generation using a neural network

framework similar to ours, though there were several differences between their

study and ours. These differences consisted of distinct saccade and pursuit path-

ways, model design and major findings. First, they investigated the position trans-

formation underlying saccade generation with only retinal error and gaze orienta-

tion inputs (generating a motor error output) whereas we investigated the velocity

transformation for smooth pursuit with retinal, eye and head orientation and motion

inputs (generating an eye velocity output). While these pathways share some neu-

ral circuitry, they are ultimately distinct (for review, see Krauzlis (2004)), especially

when also considering head orientation and motion signals. Aside from the de-

sign choices coming from the differences between saccade and pursuit generation

(e. g., their use of retinal position compared to our retinal position and velocity), they

utilized different eye orientation codes. We used push-pull coordinates (similar to

motor neurons guiding the head-centered pairs of extraocular muscles) while they

utilized 3D angular vector coordinates (representing the spatial vectors required for

movement). Finally, the analyses they used to investigate how units in their model’s

hidden layer carried out the reference frame transformation consisted of simulated
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microstimulation, simulated lesions and computing the sensitivity vectors for each

unit, with no investigation of gain fields as we did here. Their main findings were

also different from ours; instead of units carrying out the transformation in a fully

distributed fashion as ours did, their units spontaneously organized into three ma-

jor classes, each being responsible for a different aspect of the transformation. As

such, our model provides novel predictions for circuitry underlying the generation

of smooth pursuit movements while accounting for eye and head geometries, and

these differences suggest that these mechanistic properties are distinct from those

underlying the saccadic transformation.

2.5.3 Predictions and limitations

Because our network model performs the general 3D transformation of 2D reti-

nal signals for smooth pursuit, it can be used to make many testable predictions

about the neurophysiological properties of areas involved in the transformation for

smooth pursuit. As we observed, the network model uses gain modulation to ac-

complish the transformation — a property which has been observed in numerous

visuomotor areas in the brain (Bremmer et al., 1997; Lee et al., 2011; Chukoskie

and Movshon, 2009; Inaba et al., 2011, 2007; Galletti et al., 1995; Batista et al.,

1999; Chang et al., 2009; Ferraina et al., 2009; Bhattacharyya et al., 2009), some

of which are involved in pursuit (Bradley et al., 1996; Bremmer et al., 1997; Page

and Duffy, 1999; Shenoy et al., 1999, 2002; Lee et al., 2011; Chukoskie and

Movshon, 2009; Inaba et al., 2011, 2007; Fujiwara et al., 2011) — suggesting that

the brain may use a similar mechanism for carrying out the transformation. Under

this assumption, we hypothesized that areas MT and MST are represented by our
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model’s first and second hidden layers, respectively, though in the real brain the

transformation may be carried out by numerous other areas. If this is in fact the

case, the model predictions would still hold but we would expect a more gradual

transformation throughout these areas using gain modulation.

One of our model’s main predictions regards the task-dependent, mixed coding

of visual inputs and motor outputs in areas involved in the transformation. Because

we found that units in the first hidden layer code retinal signals independently of

extraretinal signals, our model predicts that neurons early in the processing of the

transformation should exhibit retinal velocity tuning which is purely gain modulated

by eye and head orientation. On the other hand, because we found that the vi-

sual tunings of units in the second hidden layer shift with extraretinal changes, our

model predicts that neurons in subsequent processing stages should be similarly

dependent on eye and head orientation. This prediction, though present in each of

our analyses, is clearly exemplified in our separability analysis (Buneo et al., 2002;

Pesaran et al., 2006; Bremner and Andersen, 2012) during OKN (Fig. 9), revealing

that units in the first hidden layer typically code according to retinal target signals,

while second hidden layer units typically code according to a mixture of retinal and

eye-in-head motion signals. This prediction for our first hidden layer fits well with

the findings in areas MT (Chukoskie and Movshon, 2009; Inaba et al., 2011, 2007);

however, the separability of retinal and extraretinal signals has never been explic-

itly tested in area MST. Despite this, Lee et al. (2011) found that MST neurons ac-

count for eye motion when coding heading direction during pursuit, a finding which

is compatible with the inseparability of retinal and eye-in-head motion signals in

our model. Taken together, this electrophysiological evidence (Bradley et al., 1996;
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Bremmer et al., 1997; Page and Duffy, 1999; Shenoy et al., 1999, 2002; Lee et al.,

2011; Chukoskie and Movshon, 2009; Inaba et al., 2011, 2007; Fujiwara et al.,

2011) and the findings of our model suggest that the 3D transformation for pursuit

could be fully accounted for by areas MT and MST.

Moreover, we found that the intermediate coding schemes of units in each sim-

ulation were usually uncorrelated with one another (in 9 of 12 possible compar-

isons between simulation gains), implying that the exact contribution of each unit

to the transformation depended on the current task. Task-dependent coding has

been theorized to be used by neurons involved in several different transformations

(Pouget and Sejnowski, 1997) and in fact may be an efficient way for the brain

to carry out complex transformations across multiple areas (e. g., Boussaoud and

Bremmer (1999)). Thus, our network model predicts that networks of real neurons

could use similar intermediate coding schemes when performing transformations

in a distributed fashion. If MT and MST are functionally equivalent to the layers

of our network, our simulations predict that the visual tunings and motor tunings

should shift with eye and head orientation, though not necessarily according to any

specific reference frame nor consistently across tasks.

When considering these predictions, it is important to consider the limitations of

our model — some of which are similar to those of previous feed-forward network

models (Blohm et al., 2009; Blohm, 2012). First, the network only performs the

transformation for the initiation, or ”open-loop”, portion of smooth pursuit ((Blohm

and Lefèvre, 2010), e. g., Ilg (2008) or Lisberger (2010)). Therefore, the transfor-

mation during the minimization of retinal slip during ongoing smooth pursuit (i. e.,

once pursuit is driven primarily by extraretinal signals) is beyond the scope of this
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model. Next, in the brain sensory information about the eyes and the head either

arrive to visuomotor areas via proprioception, vestibular inputs or efference copies,

and we did not distinguish between these possibilities here. As a result, if, for

example, head velocity is coded both via proprioception and efference copies the

CNS would have to solve the multisensory integration problem (while also account-

ing for relative delays), which we did not consider for purposes of this model (Sober

and Sabes, 2003, 2005; McGuire and Sabes, 2009; Burns and Blohm, 2010). Addi-

tionally, we constructed our network model to be fully feed-forward, rate-based and

static — three assumptions which are almost never valid in the brain. In the brain

there are recurrent connections between neurons, neurons follow spike codes and

perform computations in a time-dependent, dynamic way. Also, the network archi-

tecture does not follow true cortical structure. We chose to implement two hidden

layers, but in the brain the transformation might be carried out across several neural

areas, potentially influencing the performance of the network (Hermundstad et al.,

2011).

Simulated microstimulation also presented two main limitations. Because we

did not model downstream pursuit circuitry such as the omnipause neurons (OPNs),

our model does not employ any gating mechanisms (e. g., the OPNs, whose ac-

tivities are lowered during pursuit) that might potentially account for the fact that

microstimulation effects are seen only during ongoing pursuit (Komatsu and Wurtz,

1989; Groh et al., 1997; Born et al., 2000; Ilg and Schumann, 2007) . However,

microstimulation-evoked smooth pursuit under a constant velocity (in the visual

preferred direction) produced qualitatively identical network output vectors to those

evoked from fixation, though offset by the initial eye velocity. Additionally, MT has
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been found to contain both local motion and wide field motion detectors (Born and

Tootell, 1992; Born, 2000), each which evoke distinct eye movements when stimu-

lated, potentially due to the respective preferences for target and background mo-

tion (Born, 2000) and their respective projections to the either the dorsal or lateral

subregion of MST (Berezovskii and Born, 2000; Komatsu and Wurtz, 1988). Our

self-organizing network model could not reproduce these neuron types because

the simulated pursuit task used to generate the training set contained only a point

motion target which was pursued in complete darkness (i. e., there was no back-

ground motion in the opposite direction projected onto the retina), thus presenting

one potential area for expansion.

Finally, the training method used might have slightly influenced the detailed

emergent properties of the network, though we expect qualitatively similar results

using other training algorithms (Blohm et al., 2009). Thus, these limitations pro-

vide several potential extensions of our model for future work. Astonishingly, de-

spite these limitations and abstractions from the real cortical network, there was a

striking similarity between our model units and known pursuit neuron properties in

the brain. This not only validates our approach but also indicates that such simple

feed-forward models might be good tools to understand the principal mechanisms

underlying sensory-to-motor transformations for pursuit.

In summary, we have shown that a simple feed-forward network model can

carry out the 3D, spatially correct transformation underlying smooth pursuit while

following Listing’s law (Blohm and Lefèvre, 2010). The network model does so

using eye- and head-dependent gain modulation to weight visual tuning, result-

ing in shifts of downstream visuomotor tuning, and generating a motor plan which
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fits the spatial task requirements. Thus, we provide a mechanistic explanation for

how this transformation could be performed by the brain, and suggest that areas

MT and MST utilize the powerful computational means of gain modulation and

tuning shifts to do so (Bremmer et al., 1997; Chukoskie and Movshon, 2009; Fuji-

wara et al., 2011; Inaba et al., 2011, 2007). Importantly, the model simulations we

present here provide several testable predictions for the neurophysiological proper-

ties which might be present in any area involved in the 3D transformation of retinal

signals for smooth pursuit.
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Chapter 3

Evidence for a retinal velocity memory underlying

the direction of anticipatory smooth pursuit eye

movements

3.1 Abstract

To compute spatially correct smooth pursuit eye movements, the brain uses both

retinal motion and extraretinal signals about the eyes and head in space (Blohm

and Lefèvre, 2010). However, when smooth eye movements rely solely on memo-

rized target velocity, such as during anticipatory pursuit, it is unknown if this velocity

memory also accounts for extraretinal information such as head roll and ocular tor-

sion. To answer this question, we used a novel behavioral updating paradigm in

which participants pursued a repetitive, spatially constant fixation-gap-ramp stimu-

lus in series of five trials. During the first four trials, participants’ heads were rolled

towards one shoulder, inducing ocular counter-roll (OCR). With each repetition,

participants increased their anticipatory pursuit gain, indicating a robust encod-

ing of velocity memory. On the fifth trial, they rolled their heads to the opposite
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shoulder prior to pursuit, also inducing changes in ocular torsion. Consequently,

for spatially accurate anticipatory pursuit, the velocity memory had to be updated

across changes in head roll and ocular torsion. We tested how the velocity memory

accounted for head roll and OCR by observing the effects of changes to these sig-

nals on anticipatory trajectories of the memory decoding (fifth) trials. We found that

anticipatory pursuit was updated for changes in head roll; however, we observed

no evidence of compensation for OCR, representing the absence of ocular torsion

signals within the velocity memory. This indicated that the directional component

of the memory must be coded retinally and updated to account for changes in head

roll, but not OCR.

3.2 Introduction

The human visuomotor system constantly generates eye movements such as sac-

cades and smooth pursuit to foveate objects of interest, enabling us to selectively

view moving objects with high acuity. While much research has investigated how

retinal signals are used to drive these movements (e. g., Johnston and Everling

(2008); Krauzlis (2004)), there has been less focus on the role memorized signals

play, such as those used for anticipatory pursuit movements. To counteract pro-

cessing delays associated with visually-guided pursuit, the brain can use a velocity

memory encoded during preceding target exposures to accelerate the eyes prior

to receiving any retinal input (e. g., Barnes (2008); Orban de Xivry and Lefèvre

(2007)), but how this memory is encoded and ultimately transformed into an antic-

ipatory pursuit command remains largely unknown.

For visually-guided smooth pursuit, it has been established that the retinal
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target velocity (retinal slip) is the primary driving signal for movement initiation

(e. g., Orban de Xivry and Lefèvre (2007); Ilg (2008); Ilg and Thier (2008); Krau-

zlis (2004); Lisberger (2010)). However, because the relative orientations of the

eyes and the head change with head-on-shoulder and eye-in-head rotations, it is

often the case that the retinal target direction is not spatially equivalent to the eye-

in-head movement direction required to minimize that retinal slip; i. e., the retinal

velocity vector must be rotated in some way to match the required motor output

vector (Blohm and Lefèvre, 2010). For example, during head roll towards the right

shoulder, the eyes counter-rotate about the gaze direction by a small angle (ocular

torsion) towards the left shoulder in a phenomenon known as ocular counter-roll

(OCR). OCR is depicted in Figure 3.1A which shows the relative alignments of the

head-centered (blue dashed lines), retinal (green dashed lines), and spatial (black

dashed lines) axes under these conditions. As a result, retinal slip is rotated by the

angle of OCR, while the required eye-in-head direction is rotated by the amount of

head roll. Therefore, to produce spatially accurate pursuit, integration of retinal and

both eye and head orientation signals in a geometrically correct, three-dimensional

(3D) transformation is required (Blohm and Lefèvre, 2010). The geometrical re-

quirement for a 3D transformation of retinal slip signals can also arise during hor-

izontal, vertical or oblique gaze positions, during horizontal cycloversion or cy-

clovergence and during head movement-induced compensatory vestibulo-ocular

reflex (VOR) movements, including OCR (Blohm and Lefèvre, 2010). Blohm and

Lefèvre (2010) observed spatially accurate visually-guided pursuit during OCR and

from vertical, horizontal and oblique gaze positions. This led them to propose that
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two-dimensional (2D) retinal slip signals undergo a 3D visuomotor velocity trans-

formation under each condition, meaning that the pursuit system uses extraretinal

information about eye and head orientations to account for misalignments between

the retinal target motion and the required head-centered motor output (Blohm and

Lefèvre, 2010). Here we investigated if the same type of spatially correct transfor-

mation exists within the anticipatory pursuit circuitry by determining the reference

frame of the velocity memory underlying the direction of anticipatory pursuit.

Memory-driven anticipatory pursuit can be experimentally elicited and analyzed

behaviorally (Becker and Fuchs, 1985; Barnes and Asselman, 1991; Knox, 1996,

1998; Barnes et al., 1997; Wells and Barnes, 1998; Barnes and Donelan, 1999;

Barnes et al., 2000; Blohm et al., 2003a,b; Collins and Barnes, 2005; Heinen et al.,

2005). In the present study, participants encoded a velocity memory used to drive

anticipatory pursuit with their heads rolled towards one shoulder (inducing OCR),

then used that velocity memory to drive anticipatory pursuit after rolling their heads

towards the opposite shoulder. Using a reference frame point of view, we devel-

oped theoretical scenarios in which head and eye signals were or were not inte-

grated into the velocity memory at encoding and/or updated prior to decoding. For

example, if the velocity memory were coded in a retinal reference frame, only the

2D target trajectory information would be accounted for by the memory, and, to

produce spatially accurate anticipatory pursuit after a head roll change, the mem-

ory would have to be updated across both head roll and OCR. Thus, by correlating

directional anticipatory pursuit errors on memory decoding trials (after the head

roll change) with different signals that should be present/absent in different coding

schemes, we arrived at three working hypotheses: (1) the velocity memory would
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not be updated across eye and possibly head orientation changes, showing errors

correlated at least with OCR and possibly also with head roll (retinal hypothesis);

(2) the velocity memory would be updated across eye orientation changes but not

head orientation changes, showing errors correlated with only head roll change

(head-centered hypothesis); (3) the velocity memory would be completely updated

across both eye and head orientation changes and no systematic errors would

occur on decoding trial anticipatory pursuit (spatial hypothesis).

We report that the velocity memory for anticipatory pursuit is updated across

head roll changes, but does not compensate for OCR on encoding trials, satisfying

the retinal hypothesis. This indicates that the directional component of the velocity

memory does not include any torsional eye-in-head orientation information and

must therefore be encoded in a retinal reference frame and is updated across head

roll. We discuss the implications of this study for other memory- and non-memory-

based visuomotor experiments and make predictions about the neurophysiology

underlying anticipatory pursuit.
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Figure 3.1: Experimental rationale and setup. A The eyes counter rotate (OCR) during static
head roll, creating a misalignment between retinal (green), head-centered (blue) and spatial (black)
axes. B The misalignment between retinal input and head-centered output exists both during en-
coding of the retinal velocity memory and during decoding of this memory. For a spatially correct
transformation, not only must this memory use extraretinal eye and head position signals to account
for these misalignments at encoding, but also across head roll change prior to decoding. Note that
for an arbitrary head roll, the spatial target direction (black text) remains constant while the head-
centered target direction (blue text) and the retinal target direction (green text) are misaligned and
change with head roll and encoding OCR. The shaded regions of these plots represent the signals
across which velocity memory must be updated for spatially-accurate anticipatory pursuit. C Trial
time course. Participants performed each trial in three stages, fixation (2000 ms), gap (300 ms)
and ramp (500 ms). During the target ramp participants pursued the target. At the start of each
trial sequence there was a verbal head roll instruction (blue vertical) indicating to the participant
the shoulder toward which the head should be rolled. Additionally, there were auditory tones (black
verticals) 300 ms prior to target onset, at target onset and 300 ms after target onset to improve
anticipation gains (Barnes and Donelan, 1999).

3.3 Methods

3.3.1 Hypotheses

We elicited memory-driven anticipatory pursuit of a predictable ramp stimulus. We

then introduced a change in head roll between the encoding of this memory and
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its decoding to a motor command in order to observe the updating of this memory

across head and eye orientation changes. Our updating paradigm allowed us to

determine the reference frame of velocity memory encoding and decoding by dis-

sociating the effects of head roll and ocular torsion signals at each stage. Figure

3.1B illustrates the potential rotational influences of each of these signals (circu-

lar plots: encoding and decoding head roll signals represented by blue shaded

regions and encoding ocular torsion signal represented by green regions) on a

theoretical pursuit target moving in the 45° direction on the screen. Depending on

which coordinate frames the velocity memory was encoded and decoded in, the

target direction, and therefore the anticipatory eye direction, would be rotated by

varying amounts as a result of head roll and OCR. For example, if the participant

rolls his head by 20° in the counter-clockwise (CCW) direction during encoding tri-

als ( Figure 3.1B, top) this rotates the head-centered axes by that amount relative

to the spatial axes (blue in circular plot). In this arbitrary example, the OCR induced

by head roll is 5° in the clockwise (CW) direction, meaning that the eyes (and thus

the retinal axes) are only rotated by 15° CCW relative to the spatial axes. Thus

the target direction in space, that relative to head-centered axes and that relative

to retinal axes are not equivalent. Figure 3.1B shows this misalignment of target

direction in different reference frames due to head roll and OCR in the encoding

circular plot (top) with target directions of 45° in space (black text), 25° relative to

the head (blue text) and 30° on the retina (green text). A change in head roll (and

OCR) prior to the decoding trial (Figure 3.1B, bottom) induces further misalign-

ments in target direction relative to each set of axes, with the target still moving in

the 45° direction in space, but in the 80° direction relative to the head and in the 75°
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direction on the retina. As such, the velocity memory should ideally account for the

extraretinal head roll and OCR signals giving rise to these geometrical misalign-

ments at memory encoding and must be updated prior to decoding for spatially

accurate anticipatory pursuit.

Barnes and Collins (2008) observed similarities between preceding visually-

guided pursuit and the current anticipatory response, leading to the hypothesis

that this velocity memory is based on the eye velocity of preceding visually-guided

pursuit. As the extraocular muscles generating this velocity are head-fixed, this

suggests that velocity memory for anticipatory pursuit exists in a head-centered

reference frame. In this case the directions of anticipatory trajectories would be

spatially accurate across changes in gaze location, but would have to be updated

across changes in head orientation to be spatially accurate.

In contrast, recent evidence has shown that information about head rotations

and the resulting VOR movements are used in predictive pursuit during transient

target disappearance (Ackerley and Barnes, 2011). Additionally, the pursuit sys-

tem is known to share its eye-in-head position and velocity information with the

saccadic system (Ron et al., 1989; Keller and Johnsen, 1990; Gellman and Carl,

1991; Keller et al., 1996; de Brouwer et al., 2002a, 2001, 2002b; Blohm et al.,

2003a, 2005, 2006; Orban de Xivry et al., 2006), suggesting that these signals

could also be accessible to the anticipatory pursuit system to be encoded in ve-

locity memory. Therefore, the anticipatory pursuit system could have access to

all the extraretinal signals required for a 3D visuomotor transformation of velocity

memory, meaning that a velocity memory could be coded in a spatial frame rather

than a head-centered frame and so requires no updating across any extraretinal
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changes to produce spatially accurate anticipatory pursuit.

Another hypothesis about the reference frame in which the velocity memory

for anticipatory pursuit is encoded comes from experiments investigating position

memory during visuospatial memory tasks (Henriques et al., 1998; Fiehler et al.,

2010). These experimenters found that both for saccades and for reaches memo-

rized targets are coded in retinal frames, meaning that target location information

needs to be updated across changes of gaze locations as well as head orienta-

tions to be spatially accurate (Henriques et al., 1998; Fiehler et al., 2010). In this

study, we ask whether velocity memory is coded in (1) a retinal reference frame

(requiring updating across eye orientation and head orientation changes), (2) a

head-centered reference frame (requiring updating across only head orientation

changes) or (3) a spatial reference frame (requiring no updating).

3.3.2 Participants

Seven human participants (aged 20-36 yrs, five male) were recruited after informed

consent. Five of those seven participants were naive as to the purpose of the ex-

periment. All participants had normal or corrected-to-normal vision and did not

have any known neurological, oculomotor or visual disorders. All procedures were

approved by the Queen’s University Ethics Committee in compliance with the Dec-

laration of Helsinki.

3.3.3 Apparatus

Participants sat in complete darkness 50 cm in front of a 36 cm x 27 cm Dell Ul-

traScan P991 CRT monitor (Dell Inc., Round Rock, Texas). Participants’ heads
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rested on a chin rest that allowed for head roll in the frontoparallel plane. With their

heads in an upright position on the chin rest, the inter-ocular midpoint was aligned

to the frontoparallel fixation position on the screen. A red 0.625° dot was displayed

on the screen (120 Hz refresh rate) using the ViSaGe Visual Stimulus Genera-

tor with VSG Toolbox for Matlab (Cambridge Research Systems, Rochester, UK).

Movements of both eyes were recorded at 400 Hz using a Chronos head-mounted

3D video eye tracker (Chronos Vision, Berlin, Germany) that was stabilized to the

head using a bite bar. Head movements were recorded at 400 Hz using an Op-

totrak Certus system (Northern Digital Inc., Waterloo, Ontario) with three infrared

diode markers placed on the Chronos helmet. For consistency across camera

positions, these helmet markers were calibrated with respect to an external or-

thonormal axis defined by a set of three orthogonal diodes located either on the

wall behind the participant or on the side of the CRT monitor. Screen brightness

and contrast settings were adjusted so that participants could not see the edges of

the monitor screen in complete darkness, even after 0.5 hour dark adaptation.

3.3.4 Procedure

Participants were presented with a series of blocks of trials. A calibration sequence

consisting of nine fixation positions (0°, ±5° and ±10° horizontal and vertical in

a grid pattern) was presented on the screen before each session. Participants

performed 10 blocks of 50 trials each per session. To avoid dark adaptation across

the session, participants rested for a few minutes in between blocks with the lights

on. Each participant performed between one and three sessions.

Trials were presented in series of five. The time course showing each trial
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phase is depicted in Figure 3.1C. For each of the first four trials of each series

(encoding trials), a red target dot was presented at the center of the screen for 2000

ms (fixation period). At the start of fixation, participants were verbally instructed to

roll their head toward either their left or right shoulder (blue vertical line in Figure

3.1C). The initial head roll direction was randomly chosen at the start of each block.

After this fixation period, the target dot was extinguished for 300 ms (gap period)

and then re-appeared, moving from the center at a constant velocity (26.9°/s) in

a randomly chosen direction between 1° and 360° for 500 ms (ramp period), then

was extinguished. The target ramp direction was kept constant for each series of

trials, and participants were informed of this prior to the experiment. During each

trial, auditory tones (gray vertical lines, Figure 3.1C) indicated to the participant

300 ms before the gap period began and the starts of the gap and ramp periods

with the aim of decreasing pursuit latencies (Barnes and Donelan, 1999). The

trial ended when the target disappeared. Participants were instructed to fixate

and pursue the target with their head rolled in the instructed direction, and were

instructed to maintain approximately the same head roll angle for the first four trials

in each series (with no return to upright head roll position between trials).

On the fifth (decoding) trial in each series, participants repeated this exact same

protocol, but were instructed to roll their head towards the opposite shoulder dur-

ing fixation and prior to pursuit. As depicted in Figure 3.1A, this change in head

roll direction also induced changes in ocular torsion by OCR, thus requiring that

velocity memory be updated across these changes for spatially correct anticipa-

tory pursuit. Participants were free to move their head to any chosen eccentricity

during encoding and decoding trials, the resulting variability in the data allowing
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us to perform regression analyses of the ocular torsion data. A schematic of the

experiment in Figure 3.1B shows the misalignments between retinal (green), head-

centered (blue) and spatial axes (black) arising from head roll (blue shading) and

OCR (green shading), which should be accounted for at both encoding and decod-

ing of velocity memory for spatially correct anticipatory pursuit. Directional errors

made during the anticipatory pursuit period on this decoding trial showed the ex-

tent to which the velocity memory was updated across head roll and ocular torsion

changes, thus revealing details about coding of the pursuit velocity memory and

the transformation for anticipatory pursuit (see 3.4 Results).

3.3.5 Analysis

3D head orientation was computed off-line as the difference (using quaternion ro-

tation) between a reference upright position measured at the start of each exper-

imental session and head positions throughout the trials. Participants were in-

structed to begin the first block of each experimental session with an upright head

position before responding to the first verbal head roll instruction.

The 3D eye-in-head position was extracted, horizontal and vertical eye positions

calibrated, ocular torsion computed, and saccades detected using the same tech-

niques as those used by Blohm and Lefèvre (2010). Briefly, the 3D eye-in-head po-

sition was extracted after each session from the saved images of the eyes using the

Iris software (Chronos Vision). This was done using a calibration sequence with the

head upright (on the chin rest) for horizontal and vertical eye position, and the eye-

ball parameters required for the algorithm to extract ocular torsion were determined
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with the head upright at the start of each block (prior to the first head roll instruc-

tion) (Moore et al., 1996). Ocular torsion was computed using the cross-correlation

between iris segments across images (Schreiber and Haslwanter, 2004). Eye-in-

head position was low-pass filtered (autoregressive forward-backward filter, cutoff

frequency = 25 Hz) and differentiated twice (weighted, central difference algorithm,

width = 5 ms). Saccades were detected using a threshold of 500 /s2, as previously

done (Blohm and Lefèvre, 2010). Smooth pursuit onset was detected with a veloc-

ity backward interpolation technique (Blohm and Lefèvre, 2010; Badler and Heinen,

2006; Carl and Gellman, 1987; Krauzlis and Miles, 1996). Using an eye velocity

threshold of 2 ∗ SD of fixation velocity (maintained over a 30 ms window), we re-

gressed velocity over a 100 ms period following the crossing of this threshold and

extrapolated backward to find the velocity intercept time. This time represented

the onset of the eye movement. The time window during which pursuit onset was

considered anticipatory began at the start of the gap period and ended 75 ms after

the ramp onset. We defined the eye movement direction as the direction of the

eyes sampled at the end of this 75 ms time window for decoding anticipatory trials

(trial 5). The 75 ms delay conservatively accounted for visual processing delays af-

ter ramp onset, which is estimated to be approximately 100 ms (e. g., , (Lisberger,

2010)). We also further accounted for any potential visually-guided pursuit that

might have occurred 75 ms after target onset by performing each of our analyses

using a decoding trial eye direction sampled 50 ms after target onset, and ob-

tained qualitatively identical results. For each trial, the head roll measurement was

obtained at the end of each trial and OCR was determined from eye position data

at the moment of pursuit onset.
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We recorded a total of 5450 trials from seven participants. Trials containing

low onset eye velocities that we assumed to be a result of measurement noise (<

1°/s), containing blinks or saccades during the gap and ramp periods and prior to

pursuit onset were removed. Similarly, trials with head motion at pursuit onset, with

inadequate eye tracking data due to the failure of the software to capture the true

location of the pupil or measure ocular torsion (usually resulting from pupil dilation

with elapsed block time), and those trials missing 3D head measurement data due

to obstruction to the view of the camera of the helmet-mounted infrared diodes

were removed. Finally, fifth trials during which participants failed to roll their heads

towards the opposite shoulder prior to the gap period were also removed. Thus,

note that invalid trials were not due to inaccuracies in the eye movements; rather

they were excluded due to data acquisition and/or measurement errors. Combined,

these trials comprised 26.9% of all trials, leaving 3986 valid trials. After visually ex-

amining all trials in each block for both eyes, we selected which eye recording

would be used for further analyses depending on which provided more valid trials

(i. e., better quality eye signals). Of valid trials, we determined the total number of

consecutive (i. e., within the same trial series) pairs of memory encoding and mem-

ory decoding trials. We did this by first finding all fifth trials that had anticipatory

pursuit onset latencies (see above), then by finding corresponding valid fourth tri-

als. If no valid fourth trial could be found, valid third trials were used instead (6.5%

of trial pairs), for a total of 566 encoding-decoding trial pairs. Each participant

had from 24 to 210 encoding-decoding trial pairs. For our head-centered updat-

ing analysis, we isolated the updating effects by removing outlier trial pairs during

which participants exhibited observed head-centered updating angles outside the
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95% CI determined by linear regression analysis between change in head roll and

observed head-centered updating angle (for each participant), leaving a total of

510 trial pairs for this analysis.

Detailed regression analysis

To capture the extent to which velocity memory was updated between encoding

and decoding trials, we needed to use a parameter that could be directly compared

to the change in head roll and to the encoding OCR. The change in eye-in-head

direction between encoding and decoding trials captured this effect. If the memory

were coded according to the spatial hypothesis (i. e., if all head and eye orientation

signals were accounted for by the velocity memory) then this head-centered eye

direction change would be directly proportional to head roll and OCR changes;

however, if the memory were not coded in a spatial reference frame (i. e., if head

or eye orientation signals were not accounted for by the velocity memory), the

head-centered eye direction change would not be proportional to the head roll

and/or OCR changes. We computed the observed head-centered velocity memory

updating (UH), under the assumption that the encoding eye direction was spatially

accurate (i. e., that encoding eye-in-head direction is equal to the encoding target

direction in head-centered coordinates). This assumption was supported by the

correlation coefficient between the two parameters on encoding trials across all

participants (n = 510 trials, r = 0.74, p ¡ 0.0001), and it was made to eliminate

variability in our dataset unrelated to the updating of anticipatory trajectory (eqn.

3.1):
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UH = θEH,dec − θTH,enc (3.1)

where θTH,enc is the encoding target direction in head-centered coordinates,

and θEH,dec is the decoding eye-in-head direction.

The target direction in head-centered coordinates (θTH,enc) was determined by

rotating the displayed spatial target direction by head roll. The decoding eye-in-

head direction (θEH,dec) was directly measured using the head-mounted eye tracker.

The head-centered updating angle, UH , could be compared to both the required

head updating angle (i. e., the angle between decoding head position and encoding

head position) and the required ocular torsion compensation (i. e., the angle of

encoding OCR) by way of linear regression. Because the head-centered target

direction is simply the retinal target direction rotated by the angle of OCR, θTH,enc

expands (eqn. 3.3), enabling us to separately analyze head roll and OCR effects

(eqn. 3.2):

UH = θEH,dec − (θTR,enc + φOCR,enc) (3.2)

with

θTH,enc = θTR,enc + φOCR,enc (3.3)

where the subscript R represents retinal coordinates, and φOCR represents the

ocular torsion angle (°). With ∆H = φH,dec − φH,enc we obtain our regression equa-

tion 3.4:

UH = β1∆H − β2φOCR,enc (3.4)
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where φH,dec and φH,enc represent decoding and encoding head roll angles, and

β1 and β2 represent the updating gains for head roll change and encoding OCR,

respectively. Note that there was no intercept in this regression model.

In our regression analyses, we compared equations 3.1 and 3.4 to determine

the amount of head roll (β1) and ocular torsion (β2) for which velocity memory was

updated. Therefore, if the velocity memory were updated across changes in both

head roll and encoding OCR, the regression gains (β1 and β2) between the required

updating and actual updating would be equal to 1, meaning the memory was in a

spatial frame (or in a perfectly updated retinal frame). Conversely, if the velocity

memory were not updated, the correlation gains would be equal to 0, meaning the

memory was in either retinal or head-centered frame, depending on the presence

of OCR compensation.

Because the gain corresponding to OCR updating was not significant in our

multiple regression analysis (see 3.4 Results), we also performed simple regres-

sion analyses for each participant across only head roll, based on the regression

model in equation 3.5:

UH = α∆H (3.5)

where α represents the simple regression slope corresponding to updating

across change in head roll.

To allow us to perform regression analyses on our encoding-decoding trial data

(which were initially bimodal), we sign-normalized several parameters based on the

encoding head roll direction. By convention, all encoding head rolls originally in the

negative CW direction became positive. As a result, all encoding trials had positive
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head roll values while all decoding trials (after a switch in head roll direction) had

negative head roll values. Accordingly, ocular torsion values changed sign with

head roll measurements. Finally, we re-computed the head-centered eye and tar-

get directions for these trials by rotating their velocities across the vertical axis (i. e.,

sign-normalized velocity direction = 180°– original velocity direction). Additionally,

because we sign-normalized our data, any intercept values found in regular regres-

sion analyses was not representative of our data. This is simply demonstrated by

the proportional nature of the OCR response; when there is no roll from an upright

head orientation there should be no OCR, by definition, thus, there should be no in-

tercept in a model of its response. Similarly, updating should be proportional to the

amount of updating required; when the head roll angle does not change between

trials, there should be no updating of velocity memory, by definition. We therefore

forced the regression fits through the origin. As such, regular regression analy-

sis tests, including using r-squared values to address goodness of fit, were not

appropriate for our analyses because the least-squares variance was often larger

than that of the regression variables. Instead, to address the significance of the

slopes we estimated their 95% CIs and to address goodness of fit we computed

each fit’s root mean squared error (RMSE). Additionally, to investigate the validity

of our zero-intercept regression model findings we performed a robust version of

our stepwise multiple regression analysis with a free intercept parameter.

Because vertical and horizontal pursuit movements have been found to exhibit

differing dynamics (Rottach et al., 1996), we also tested for these effects on our

regression results. We did this by binning trial pairs into four 90° bins about the

vertical and horizontal axes on the screen (two bins for either vertical or horizontal
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encoding trial head-centered target directions with edges at 45°, 135°, 270° and

315°), and repeating our regression analyses. For each target direction bin, re-

gression analysis of the binned data yielded results qualitatively similar to those of

the full dataset, indicating that target direction had little to no effect on our results.

OCR compensation analysis

To confirm our updating analysis results, we performed an additional OCR com-

pensation analysis comparing the OCR compensation on encoding and decoding

trials to the predicted amounts (assuming an updating of velocity memory for head

roll change). Because accurate pursuit during encoding and decoding trials would

be required to compensate for the same (encoding) OCR angle, we could use

regression analyses to compare these trials to observe the updating of the ve-

locity memory across OCR changes. For both encoding and decoding trials, the

required OCR compensation was the opposite (negative) of the angle of OCR.

For encoding trials, the observed OCR compensation was the angle between the

measured head-centered eye direction (θEH,enc) and the computed retinal target

direction (θTR,enc). For decoding trials, the observed compensation was the angle

between the measured eye-in-head direction (θEH,dec) and head-centered target di-

rection (θTH,dec), rotated by encoding OCR (φOCR,enc), such that a regression slope

of 1 would indicate perfect OCR compensation and a slope of 0 would indicate no

compensation.

Because the observed OCR compensation data was widespread (encoding

SD = 23.1°; decoding SD = 38.1°) compared to the predicted OCR compensa-

tion (measured encoding OCR SD = 2.14°), we utilized robust regression method
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with a bisquares weighting function (instead of a standard least-squares regression

model), which minimized the impact of outliers to our regression fit by weighting

them less (for review, see Ronchetti (1997)).

Statistical tests

We used one-way ANOVAs to compare trial means between series and paired

t-tests to compare trials within the same series, while we used unpaired t-tests

for significance testing of our regression results. We used Bartlett’s test for equal

variance (for comparing trial variances between series) and F-tests of variance (for

comparing trials within the same series) to compare variances.

3.4 Results

3.4.1 Quantification of experimental measures: typical trial series

Figure 3.2 presents data from an entire typical decoding trial and from the onset

of the gap period until trial end for its accompanying encoding (first four) trials

(participant #4, block B, trials 31-35). Figure 3.2A shows the evolutions of head roll

(HR) and OCR (top row; black and light blue traces and axes, respectively), eye-in-

head position (pos.; middle row) and eye-in-head velocity (vel.; bottom row) as the

trials in this series occurred. This participant exhibited a consistent head roll angle

throughout trials 31-34 and a typical head roll movement on trial 35; in general,

participants maintained their head roll angle for the first four trials and rolled their

heads smoothly from one shoulder to the other soon after the verbal instruction at

the start of the fifth trial. Additionally, OCR remained constant throughout the first
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four trials of the series, before changing direction along with head roll at the start

of the fifth trial, as was also typically the case among participants.

Figure 3.2: Typical trial series. A Typical trial series (participant #4, block B, trials 31-35) head roll
(HR), ocular counter-roll (OCR), eye position (pos.) and eye velocity (vel.) traces from the onset
of the gap period (-0.3 s) and from trial start (-2.3 s) until the trial end for trials 31-34 and trial
35, respectively. Note that we labeled trial timing relative to target onset. Top row: spatial head
roll and OCR, showing consistent head roll (black) and OCR (light blue) throughout the first four
trials (#31-34), and a smooth head roll transition from CW (negative) to CCW (positive) direction
with a corresponding rotation of OCR in the opposite direction on the fifth trial (#35). Middle row:
Eye-in-head position for trials 31-35. Gray shaded regions represent the time window during which
pursuit was considered anticipatory (see 3.3 Methods). Bottom row: Eye-in-head velocity plots
(same conventions as position traces) and target velocity information (thin lines, same conventions
as position traces). The thickest, colored lines represent the magnitude of their combined vectors
(h + v = (h2 + v2)1/2). Pursuit onsets (color-matched arrows beneath each velocity plot) are
also shown (see 3.3 Methods for detection protocol). Similarly to what we observed in the eye
position trace on trial 35, the eye velocity trace shows eye-in-head movements associated with
rolling the head while maintaining target fixation. B Typical, color-coded eye velocity traces for
trials 31-35 (from gap onset to trial end) merged onto one plot, showing trial-by-trial pursuit onsets
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(vertical color-matched arrows). Removed saccades across which we interpolated velocity (see
3.3 Methods for saccade detection and removal protocol) are represented by thick portions of
each trace. C Spatial plot showing corresponding spatial target direction (solid light blue line),
the memorized target direction predicted by a retinal velocity memory which has been updated
across head roll changes but not encoding OCR (light blue dashed line; see 3.3 Methods), the
memorized target direction predicted by a head-centered velocity memory which has been updated
across encoding OCR but not head roll changes (light blue dotted line; see 3.3 Methods), decoding
spatial anticipatory (red circles) and visually-guided (black circles) pursuit velocity for fifth trial (trial
#35). The space between each velocity point represents 0.005 s. Head roll for encoding (gray
dashed line) and decoding (gray solid line) trials are also shown.

The middle and lower rows of Figure 3.2A present the eye and target positions

and velocities, respectively, over the same trial series. In these plots, the thicker

lines represent eye tracking data and the thin lines show target data (after ramp

onset at 2.3 s). The dashed lines represent the horizontal component in the fron-

toparallel plane (h), whereas the solid lines represent the vertical component (v)

and for the velocity traces the thickest, colored lines represent the magnitude of

their combined vectors (h + v = (h2 + v2)1/2). Note that in the position row we

omitted the combined position vectors. The gray shaded regions represent the

time window during which pursuit was considered anticipatory (see 3.3 Methods).

Evidenced by the large deviations of eye position and velocity from zero during the

head roll change on trial 35 participants’ eye-in-head position changed to maintain

fixation (see zero eye velocity after head roll change). The onset of pursuit move-

ments (including both visually-guided and anticipatory movements, as determined

using the algorithm described in 3.3 Methods) is shown by the color-coded arrows

below each velocity trace.

Figure 3.2B shows the velocity magnitude traces for each trial in the series

(trials 31-35). For each trial, pursuit onset (including both anticipatory and visually-

guided movements) is represented by the color-matched vertical arrows and bold
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portions of the traces represent removed saccades (Blohm and Lefèvre, 2010).

Overlaying the velocity magnitude traces from all five trials and examining the pur-

suit onset in each (color-matched arrows below traces) reveals a gradual decrease

in pursuit onset latency, as expected with repeated target exposures. Inspection of

this series of trials reveals the general trend of building anticipation from the first

trial (gray) to the fourth trial (purple), with an increase in latency from the fourth to

the fifth trial (red).

Figure 3.2C is a spatial plot of eye (red and black circles) and target velocities

(solid light blue line), as well as encoding (dashed gray line) and decoding head

rolls (solid gray line), sampled over the first 210 ms after anticipatory pursuit on-

set on trial 35. The space between each eye velocity (EV) sample represents 5

ms, and red circles represent anticipatory pursuit whereas black circles represent

visually-guided pursuit. Also, the target direction prediction based on an encoded

retinal target representation (dashed light blue line) and the target direction predic-

tion based on a target representation coded in head-centered coordinates (dotted

light blue line) are shown (further described in 3.4.6 Detailed analysis of OCR

compensation). We chose to plot velocity for a few reasons: (1) velocity is what

drives smooth pursuit and it was the parameter we used to detect the onset and

direction of pursuit, (2) it reveals the direction of the eyes at any given moment

in the movement and (3) it is preferable to plotting position (which might be more

intuitive to interpret) because of the acceleration of the eyes, which would cause

the scaling of the plot to be not conducive to examining directional effects.
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3.4.2 Quantification of experimental measures: OCR and head roll

Before analyzing anticipatory eye velocities for directional errors caused by ocu-

lar torsion and/or head roll, we wanted to ensure that our paradigm consistently

induced both OCR and anticipatory pursuit (Figure 3.3). To determine the aver-

age amount of OCR induced by head roll, we performed simple linear regressions

between sign-normalized (see 3.3 Methods) head roll and OCR during paired en-

coding (purple) and decoding (red) trials. Note that we discarded any trials for

which the head position was not stationary at the moment of pursuit onset. Data

plotted in Figure 3.3A shows the extent of this OCR compensation. The slope of

these regressions revealed that OCR compensated for 16% of head roll (gain of

-0.16) during encoding trials (n = 565 trials; 95% CI: [-0.17, -0.15]; RMSE = 2.77°)

and 6% of head roll (gain of -0.06) during decoding trials (n = 565 trials; 95% CI:

[-0.07, -0.05]; RMSE = 2.84°). The reason for this difference in OCR magnitude

between encoding and decoding trials is unclear, but may be related to the stabi-

lization of OCR across each series of trials, an effect which has been observed

over prolonged periods (>10 s) of static roll-tilt in humans (Hamasaki et al., 2005).

Individual differences in the OCR response occurred across participants during en-

coding trials in terms of mean magnitude (F6 = 5.47, p < 10−4, corresponding to

gains from -0.25 to -0.12). The variance of the OCR response was also different

across participants (χ2
6 = 69.85, p < 10−12). During decoding trials, we observed no

significant individual differences in mean OCR magnitude (F6 = 1.97, p = 0.07, cor-

responding to gains from -0.12 to -0.05), but found different variances of the OCR

response between participants (χ2
6 = 73.58, p < 10−13). This highly variable inter-

participant OCR response is consistent with previous evidence (Diamond et al.,
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1979). We also found no significant overall change in variance of OCR magnitude

from encoding trials to decoding trials (F6,6 = 1.15, p = 0.87).

Figure 3.3: Quantification of experimental measures. A OCR is plotted against head roll for
encoding (purple) and decoding (red) trials. B Decoding head roll is plotted against encoding head
roll. C Trial-by-trial OCR variability analysis. We subtracted each head roll and OCR measurement
from those of the preceding trials within the same trial series and examined the resulting distribu-
tions, shown here for the differences between trials 2 and 1 (green), trials 3 and 2 (cyan), trials 4
and 3 (black, filled) and trials 5 and 4 (red). D Trial-by-trial head roll variability analysis. Similar
to panel C, here we show the deviations in head roll angles throughout the first four trials of each
series. Here, we only depict changes between trials 1 and 2 (green), 2 and 3 (cyan) and 3 and 4
(black, filled) because those between trials 4 and 5 were comparatively large (typically >30°) and
were unimportant for an analysis of the variability of head roll from trials 1-4. E Pursuit cumulative
latency distributions revealing gradual decrease in median pursuit latency from trials 2 through 4,
excluding the first and fifth trials. The gray, shaded region represents the window from gap onset
to 75 ms after target onset for which any pursuit was considered anticipatory (see 3.3 Methods).
Median latencies for each trial number were thus anticipatory, as elicited by our task design. F
Effects of eye speed on eye direction. The distributions of each trial’s parallel and perpendicular
velocity are summarized by the color-matched histograms and corresponding quartiles along the
outer edges of the central panel. The data in this panel follow the same color scheme as in panel
E. Note that the trials within the black circle (radius 1°/s) were excluded from our updating analyses
(see 3.3 Methods).
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We performed a regression analysis between consecutive (paired) encoding

and decoding trials’ head rolls (Figure 3.3B). The slope of this regression revealed

that participants rolled their heads approximately 9% more (in the opposite direc-

tion, corresponding to a gain of -1.09) on decoding trials than on encoding trials

for any given encoding-decoding trial pair (mean encoding head roll magnitudes

from 18.9° to 33.5°, mean decoding head roll magnitudes from -37.8° to -20.2°,

corresponding to gains from -1.12 to -0.94; n = 510 trial pairs; RMSE = 6.49°;

95%CI: [-1.11, -1.07]). There was unequal inter-participant head roll variability on

both encoding and decoding trials (encoding: χ2
6 = 62.23, p < 10−10; decoding: χ2

6

= 56.80, p < 10−9), and there were inter-participant differences in mean head roll

magnitude for both groups of trials (encoding: F6 = 57.96, p < 10−10; decoding: F6

= 132.86, p < 10−10). This inter-participant head roll variability was expected as

participants were free to roll their head as they preferred. This variability in the data

allowed us to reliably characterize head roll tendencies using regression analysis.

We found no significant overall change in head roll variability from encoding trials

to decoding trials (F6,6 = 0.60, p = 0.54).

Before using head roll and OCR signals to make any determinations about the

reference frame of the encoded velocity memory, we wanted to see how consistent

head roll and OCR were while the memory was being coded throughout each trial

series. If these signals were being coded within a velocity memory, their reliabilities

during encoding might influence our ability to detect them upon decoding. On the

other hand, the consistency of head roll and OCR on encoding trials might be

irrelevant, as the brain could presumably use the visually-guided portion of the

pursuit movement to store velocity information, or they might already be included
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in the memory itself. Regardless, with our assumption that the third trials of each

series could be used as the encoding trial paired with fifth trials (in cases for which

the fourth trials were invalid, see 3.3 Methods), it was important that head roll and

OCR were constant between trials 3 and 4.

We subtracted each head roll and OCR measurement from those of the pre-

ceding trials within the same trial series and examined the resulting distributions,

shown as histograms in Figure 3.3C and 3D. Figure 3.3C shows the results of

this analysis for the differences in measured OCR angles between trials 1 and 2

(green), between trials 2 and 3 (cyan), between trials 3 and 4 (black, filled) and be-

tween trials 4 and 5 (red). A group-level comparison of these distributions revealed

that OCR was not constant throughout the first two trials of each series (for trials

1-2: mean = -0.60°, SD = 1.83°, t6 = -4.35, p < 0.01), although the distribution was

clustered near zero. However, we found no significant difference in OCR between

trials 2 and 3 (for trials 2-3: mean = -0.47°, SD = 2.15°, t6 = -1.34, p = 0.23) or be-

tween trials 3 and 4 (for trials 3-4: mean = -0.01°, SD = 2.14°, t6 = -1.37, p = 0.22),

supporting our decision to use either the fourth or third trial as the encoding trial in

subsequent analyses. Despite the apparent progressive narrowing of each distri-

bution, group-level comparisons of the variance of each distribution revealed that

there was also no significant change in the variance from trials 1 through 4 (trials

1-2 compared with trials 2-3 distributions: F6,6 = 0.40, p = 0.29; trials 2-3 compared

with trials 3-4 distributions: F6,6 = 1.09, p = 0.92). Qualitatively, the changes in OCR

became smaller with each trial, as depicted by the progressively decreasing abso-

lute means of each distribution. Also, differences in OCR induced by the change in

head roll from trials 4 to 5 were consistently in the positive direction (as expected)
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and deviated from those seen between the other trials of the series, as evidenced

by minimal overlap between the distributions (for trials 5-4: mean = 6.22°, SD =

3.19°, t6 = 17.4, p < 10−5; comparing trials 4-3 and trials 5-4 distributions: t12 =

16.2, p < 10−8).

Similarly, Figure 3.3D shows the deviations in head roll angles throughout each

trial series. Here, we only depict changes between trials 1 and 2 (green), 2 and

3 (cyan) and 3 and 4 (black, filled) because those between trials 4 and 5 were

comparatively large (typically >30°) and were unimportant for determining head

roll constancy across trials 1-4. Head roll was relatively consistent throughout the

first four trials of each series, as evidenced by distributions close to zero, however

the means of these distributions were slightly negative (for trials 1-2: mean = -

0.65°, SD = 1.00°, t6 = -2.72, p < 0.05; for trials 2-3: mean = -0.46°, SD = 0.72°, t6

= -2.72, p < 0.05; and for trials 3-4: mean = -0.37°, SD = 0.69°, t6 = -2.78, p < 0.05).

The slightly negative skew of the distributions indicates that any changes in head

roll were typically small decreases in roll magnitude from trial to trial. Also, despite

the apparent progressive narrowing of the histograms, we detected no significant

change in variability between any of the encoding trials (trials 1-2 compared with

trials 2-3 distributions: F6,6 = 3.35, p = 0.17; trials 2-3 compared with trials 3-4

distributions: F6,6 = 1.75, p = 0.51).

3.4.3 Quantification of experimental measures: anticipatory response

Overall, participants’ anticipatory responses followed an expected ”build-up” trend

within each trial series. Figure 3.3E shows the cumulative distribution across all

participants and all trial sets for each trial’s pursuit onset latency and its relation
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to the predefined, shaded anticipatory pursuit time window (see 3.3 Methods). In

Figure 3.3E, this increasing anticipatory trend between trials 2 and 4 can be seen

in the leftward shift of their cumulative plots; participants increasingly anticipated

the target velocity with repeated exposures, in agreement with previous experi-

ments (Wells and Barnes, 1998; Knox, 1998, 1996). Increased anticipation was

not apparent between the first and second trials of each trial series; in fact, pursuit

onset latencies increased from trials 1 (trial 1 median latency = 1.01 ms) to 2 (trial

2 median latency = 6.07 ms; t1507 = 2.01, p < 0.05). This was likely because first

trials’ eye movements were often anticipatory for the previous trial series’ target

direction. Thus, a new target direction had to be learned for the rest of the trial

series (trials 2-5), resulting in latencies that were longer than those of the first trial

of each series. Pursuit latencies decreased from trials 2 to 3 (trial 3 median latency

= -11.77 ms; t1710 = 2.15, p < 0.05) and from trials 3 to 4 (trial 4 median latency =

-16.60 ms; t1748 = 1.99, p < 0.05). On the fifth trial, latencies were slightly longer

than on the fourth trial (trial 5 median latency = -5.82 ms; t1598 = −3.95, p < 10−4),

which might be attributed to the increase of uncertainty about target motion after

head roll change, but also may be partially explained by our pursuit onset detec-

tion algorithm. Because we based the detection of pursuit onset on the deviation

of the eye-in-head velocity from the baseline variability of fixation velocity (see 3.3

Methods), this threshold was higher (and thus was reached later) on trials with

a change in head roll (i. e., the first trials of each block and decoding trials) due

to changes in eye-in-head position required to maintain fixation. However, group-

level comparisons of each participant’s average pursuit onset latencies revealed

no significant changes in pursuit latency as the trials progressed (with 12 degrees
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of freedom, all p > 0.05), but there was a significant decrease in latencies between

trials 1 and 4 (t12 = 2.68, p < 0.05). In general, our task elicited anticipatory pursuit

on a large percentage of trials, as shown by the large proportion of each curve

lying within the anticipatory time window (see Figure 3.3E).

3.4.4 Quantification of experimental measures: effects of eye speed on pur-

suit direction variability

One aspect of the data that we have yet to consider is how the magnitude of the

eye velocity, or eye speed, affected the variability of eye direction. Importantly,

if the speed of the eyes influenced the variability of their direction, then attributing

any changes in eye direction between encoding and decoding to head roll changes

and/or OCR would be problematic. In Figure 3.3F, we compare the component of

the eye velocities parallel to the target (i. e., the spatially correct component; par-

allel velocity component, abscissa) to that which is perpendicular (i. e., the error

component; perpendicular velocity component, ordinate) across all valid (i. e., in-

cluding both anticipatory and visually-guided pursuit) trials in order to examine the

effect of eye speed on directional accuracy. Note that the trials within the black

circle (radius 1°/s) were excluded from our updating analyses (see 3.3 Methods).

We see that the distribution of velocities for first trials (gray points and histograms)

is disperse relative to its second (green), third (cyan), fourth (purple) and fifth (red)

trial counterparts. This finding is expected, as during our experiment participants

often exhibited anticipatory pursuit related to the previous trial series on the first

trial of the each series (which was in a randomly selected, different direction).

The quartiles for the velocity distributions on trials 2 through 4 (color-matched
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ticks adjacent to histograms) reveal that the parallel velocity component typically

became larger as each series progressed from trials 2 to 3 (trial 2 median = 5.58°/s

and trial 3 median = 5.88°/s, F1701 = 4.38, p < 0.05) but not from trials 3 to 4

(trial 4 median = 5.81°/s, F1739 = 0.01, p = 0.91). On trial 5, the parallel velocity

component typically decreased (trial 5 median = 3.84°/s, F1591 = 62.1, p < 0.01).

Contrastingly, we found no significant change in both the means and variances of

the perpendicular components from trials 2 through 5 (mean comparisons: trials

2-3 F1701 = 0.04, p = 0.83; trials 3-4 F1739 = 0.02, p = 0.89; trials 4-5 F1591 = 2.43,

p = 0.12; variance comparison: χ2
3 = 2.89, p = 0.41).

As an additional measure of the effects of eye speed on eye direction, we re-

peated each of our main analyses with trials exhibiting either above- or below-

median decoding trial eye speeds, and obtained qualitatively identical results when

compared to those of the full dataset.

3.4.5 Anticipatory directional error analysis

As a first step in our main analyses, we quantified any directional errors that oc-

curred during velocity memory-driven anticipatory decoding trials by comparing

their accuracy to those of their encoding trial counterparts. In order to directly

compare directional accuracy between each trial series, we performed a regres-

sion analysis of eye direction in spatial coordinates against target direction in spa-

tial coordinates. If updating errors occurred as a result of change in head roll

or OCR, then when compared to encoding trials this analysis should reveal an

increase in directional errors on decoding trials. Figure 3.4A shows the distribu-

tions of eye direction compared to target direction for paired encoding (purple)
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and decoding (red) trials. For clarity, the data was binned (10° width) according

to the spatial target direction, and within each bin we computed the average spa-

tial target direction and average spatial eye direction, represented by the solid,

color-matched lines. Plotted perpendicular to the line of unity are the spatial error

histograms for encoding (purple) and decoding trials (red). While both regressions

had slopes close to unity (1.02 for encoding and 0.97 for decoding), anticipatory

decoding trials displayed a significant increase in the variability of pursuit direction

(F562,564 = 0.34, p < 10−10), i. e., , on average, pursuit during both trials is spatially

accurate but there is an increase in error variability that occurs upon decoding this

velocity memory. When comparing participant-by-participant spatial error means,

we did not detect a significant change in error means (t12 = −0.55, p = 0.60) or in

error variance (F6,6 = 0.93, p = 0.93).



3.4. RESULTS 148

Figure 3.4: Spatial accuracy of encoding and decoding trials. A Spatial eye direction plotted
against spatial target direction, for encoding (purple) and decoding trials (red), with inset error his-
togram perpendicular to the unity line. For clarity, average eye direction is plotted against average
target direction over 10° bins as a solid, color-matched line. On average, we observed spatially
accurate pursuit during encoding and decoding trials (both slopes close to 1) but an increase in di-
rection variability on decoding trials (F562,564 = 0.34, p < 10−10). Color-matched arrowheads under
error histogram represent mean spatial error directions. B Individual participant and overall mean
errors. Asterisk (*) indicates a significant increase in error variance (F-test, p < 0.01) from encoding
trials to decoding trials (participant #2, #3, #5 and #6) while the dagger (†) indicates a significantly
different mean error (paired t-test, p < 0.05) between encoding and decoding trials (participant #2
only). Each participant had from 24 to 210 encoding-decoding trial pairs. C Encoding trial head
roll-separated compensation error histograms. CW head roll trials are plotted in color while CCW
head roll trials are plotted as black outlines. Color-matched text represents corresponding mean
compensation error and SD, and arrowheads represent the mean compensation error. D Like in
panel C, the decoding trial head roll separated compensation error histograms are plotted. Plotting
conventions are identical to panel C.
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We then determined if the increase in error variability from encoding to decod-

ing trials was consistent for each participant. In Figure 3.4B we plotted each par-

ticipant’s mean error for each trial pair (error bars represent SD). The mean error

remained the same from encoding to decoding for all participants, except one (par-

ticipant #2, marked with ”†”, t80 = 2.03, p < 0.05). However, we found an increase in

anticipatory directional variability for four of seven participants (points marked with

”*”, F -statistics between 0.11 and 0.46, each participant’s degrees of freedom >37

and each p <0.01, except participant #6, p < 0.05). Since these data include both

CW and CCW head roll directions, it could be that the added variability is a result

of the combination of two populations of anticipatory trajectory directions resulting

from a systematic updating error related to the direction of head roll. Alternatively,

this increase in error variability could have simply been due to added uncertainty

in the movement plan as a result of the change in head roll direction.

To determine the source of added variability, we separated the data depend-

ing on head roll direction, either CW or CCW (by convention CW was negative).

We then computed the compensation error for each trial by subtracting the spatial

target direction from the measured spatial eye direction (such that complete up-

dating across head roll and OCR would result in a compensation error value of 0

and an under-compensation across head roll and OCR would result in a compen-

sation error value with a sign opposite to the sign of the head roll direction). We

plotted these distributions for encoding (Figure 3.4C) and decoding trials (Figure

3.4D) and for each head roll direction (color shading is CW and black outline is

CCW). The compensation error distribution means across all participants and trial

pairs for CW and CCW trials (arrowheads in Figure 3.4D) did not differ significantly
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from each other for encoding trials (t12 = 1.01, p = 0.33, mean CW = 0.71° and

mean CCW = -4.79°), but did differ on decoding trials (t12 = 2.63, p < 0.05, mean

CW = 6.09° and mean CCW = -7.53°). The direction-specific significant difference

between the means of the decoding trial distributions hints at a systematic error

related to changes in head roll and/or OCR. The observation that the signs of de-

coding trial compensation error distribution means correspond to the opposite of

the head roll direction (i. e., that the actual compensation direction was opposite the

required direction) suggests that there was either an incomplete updating (under-

compensation) across head roll changes, an overcompensation for encoding OCR

or both. While the differences in the eye direction distributions could be due to

a systematic error related to head roll direction, we also observed an increase in

eye direction variability from encoding to decoding trials for CCW-CW head roll

pairs (F6,6 = 0.15, p < 0.05), and a nearly significant increase for CW-CCW head

roll pairs (F6,6 = 0.18, p = 0.06), which might contribute to the differences in CW

and CCW eye directions on decoding trials, though the reason for this increase in

variability is unclear.

To this point, we have shown that not only did our paradigm consistently induce

OCR, but also it consistently elicited anticipatory pursuit. Our analyses have also

suggested that participants’ change in head roll (and OCR) between encoding of

velocity memory and its decoding for anticipatory pursuit on fifth trials contributed

to systematic errors related to updating the velocity memory across these changes.

In the following sections, we will examine the contributions of the head roll change

and the encoding OCR to these errors in more detail.
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3.4.6 Updating analyses

Our experimental paradigm allowed us to determine the reference frame of velocity

encoding and decoding by dissociating the effects of head roll and ocular torsion

signals at each stage. Spatially accurate anticipatory pursuit requires that the ve-

locity memory compensates for the extraretinal signals causing these geometrical

misalignments at encoding and that the memory be updated prior to decoding. As

such, we found the amount of compensation that occurred between memory en-

coding and decoding for changes in head roll and for encoding OCR, respectively.

We did this by determining the observed updating and comparing to the required

amounts for head roll changes and for encoding OCR in the following sections.

Note that we did not test the effect of decoding OCR on anticipatory pursuit, as oc-

ular torsion signals do not affect horizontal and vertical motor commands but only

influence retinal input, which is absent during the anticipatory responses. Using

the amounts of head and eye orientation changes for which the velocity mem-

ory was updated, we could delineate the memory’s reference frame, as described

hereafter.

Accounting for head roll changes and encoding OCR

We performed stepwise multiple regression analyses for each participant to deter-

mine the amount of updating across head roll changes and encoding OCR. First we

computed the multiple regression gains associated with updating velocity memory

for both change in head roll and encoding OCR (see equation 3.4 in 3.3 Meth-

ods). A full updating of velocity memory across extraretinal head and eye changes
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would correspond to the memory being coded in spatial coordinates (spatial hy-

pothesis; all signals are accounted for during the updating). However, insignificant

updating across either parameter would suggest that the memory was coded in

either head-centered or retinal coordinates (depending on the presence of OCR

compensation).

Figure 3.5: Updating gains for head roll changes. Individual participant and overall head-
centered updating gains across head roll changes for multiple regression analysis and simple re-
gression analysis. Multiple regression gains across head roll (β1, black) and simple regression
gains across head roll (α, light blue), the spatially updated (dashed line; gain = 1) and not updated
(dotted line; gain = 0; see 3.3 Methods) horizontals are also shown. Error bars represent the 95%
CI associated with each gain value.

Figure 3.5 shows each participant’s head roll (β1) updating gains for our multiple

regression analysis (black boxes; error bars represent 95% confidence intervals).

Also shown are the predicted gains corresponding to if the anticipatory velocity was

decoded in spatial coordinates (dashed horizontal) or if the velocity memory was

decoded in either retinal or head-centered coordinates (dotted horizontal). Across

all participants and trial pairs this multiple regression analysis (see equation 3.4
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in 3.3 Methods) revealed that, on average, the velocity memory was updated for

81% of head roll change but not significantly updated for encoding OCR (n = 510

trial pairs, model RMSE = 27.6°, model p < 0.0001; head roll: gain = 0.81, 95%

CI: [0.72, 0.89]; OCR: gain = -0.88, 95% CI: [-1.85, 0.10]). Group-level analyses

on these multiple regression fits revealed that head roll gains (β1) were both sig-

nificantly different from zero (t6 = 8.44, p < 0.001) and not significantly different

from one (t6 = −2.28, p = 0.06). In contrast, OCR gains (β2) were not significantly

different from zero (t6 = −0.23, p = 0.83). Note that we do not show the updating

gains for OCR (β2) in Figure 3.5.

Because OCR gains were not significant, we removed the OCR parameter from

the model then performed a simple regression analysis in which we compared the

observed head-centered updating (UH) with only the change in head roll angle (see

equation 3.5 in 3.3 Methods). This is a requirement of stepwise regression proce-

dure because adding a variable to a regression model (regardless of significance)

always changes the regression results of significant dependent variables. We show

the resulting simple regression analysis gains in Figure 3.5 (light blue boxes; error

bars represent each 95% CI). This regression analysis revealed that, on average,

the velocity memory was updated for 87% of head roll change (corresponding to a

gain of 0.87, 95% CI: [0.83, 0.92], p < 0.0001). Group-level analysis revealed that

participants’ head roll gains (α) were not only significant (t6 = 14.0, p < 10−5) but

also smaller than one (t6 = −3.12, p < 0.05), possibly indicating that the brain might

not fully account for changes in head orientation when updating velocity memory.

We also performed a robust version of our stepwise multiple regression analysis

with a free intercept parameter. Group-level analysis revealed results which were
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qualitatively similar to our main regression analysis, with a final, significant head

roll gain of 1.06 (SE = 0.11; t6 = 4.47, p < 0.01) which was not significantly differ-

ent from 1 (t6 = 0.029, p = 0.98). Using this analysis we found no significant effect

of OCR (t6 = −0.136, p = 0.897), no significant interaction effects (t6 = −0.082,

p = 0.937) and no significant intercept value (t6 = 1.47, p = 0.192). Thus, the find-

ings of our regression analyses suggest that velocity memory was only updated for

head roll changes and this updating might have been incomplete. Also, because

we could not detect any updating for an OCR signal, these results suggest that

this velocity memory is encoded retinally. To confirm if a retinally encoded (and not

head-centered) velocity memory does in fact drive anticipatory pursuit, we next in-

vestigated the influence of encoding OCR on anticipatory decoding trial trajectories

in greater detail.

Detailed analysis of OCR compensation

For the retinal hypothesis to hold true, anticipatory errors should fit its predictions.

If a velocity memory were encoded without an OCR signal, anticipatory trajectories

on decoding trials after changes in head roll and OCR should contain systematic

directional errors proportional to the OCR present at memory encoding (but not

proportional to head roll). To more closely examine the error added by encoding

OCR on a trial-by-trial basis, we computed the anticipatory direction prediction with

updating of a retinal velocity memory across head roll changes (i. e., the encoding

retinal target projection rotated by head roll change) and compared it to the true

anticipatory eye trajectories. Figure 3.2C shows a typical decoding trial (participant
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#4, block B, trial 35) anticipatory eye velocity (EV; red circles), spatial target veloc-

ity (solid light blue line) and this retinal prediction rotated by head roll (dashed light

blue line). Note that the space between each eye velocity sample represents 5 ms,

and this plot shows eye velocity for the first 210 ms after pursuit onset. Qualitative

inspection of this trial suggests that eye velocity is biased in the direction of the reti-

nal prediction for target direction during anticipatory pursuit and corrected towards

being spatially accurate during visually-guided smooth pursuit (black circles).

We compared this required OCR compensation to the amount of OCR for which

the brain compensated for paired trials and for additional subsets of encoding tri-

als to test if eye velocities satisfied the requirements of the hypothesis for a retinal

velocity memory updated only with head roll. The hypothesis predicts that, un-

der constant head roll and OCR, encoding trial pursuit, whether visually-guided or

anticipatory, should be spatially accurate, showing compensation for OCR (Blohm

and Lefèvre, 2010). This is true for anticipatory encoding trials because there is

no explicit requirement for participants to use an OCR signal during these trials to

achieve spatially accurate movements; when maintaining a constant head roll (i. e.,

no rotations of the retinal projection due to changes in OCR) the pursuit system can

essentially learn the eye-in-head direction required to match the constant retinal in-

put prior to its appearance. In contrast, on decoding trials following those encoding

trials (after the head roll change), there should be no compensation for encoding

OCR, as the retinal hypothesis predicts that there should be no eye-in-head orien-

tation information encoded to memory. The results of a robust regression fit (see

3.3 Methods) for encoding anticipatory (second, third and fourth) trials indicates

that OCR was accounted for by anticipatory encoding trial trajectories, as expected
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(n = 2157 trials, slope = 1.00, RMSE = 21.7°, p < 10−25).

Figure 3.6: OCR compensation analysis for encoding-decoding trial pairs. Required and ob-
served OCR compensation are represented by gray data points for encoding (purple, panel A) and
decoding (red, panel B) trial pairs. Color-matched error bars represent SEM and are located at
each bin’s mean required and mean observed compensations. Bin width is 1.25° and bins con-
taining ten or fewer trials were omitted from the error bar plots. The dotted black lines in each
panel represent the line of unity. A We found a significant correlation between the required OCR
compensation and the observed OCR compensation on paired encoding trials (purple line; paired
third or fourth trials; robust slope = 1.08, RMSE = 22.6°, p < 0.05). B In contrast, we found no
significant correlation between the required ocular torsional compensation and the observed ocu-
lar torsional compensation on decoding anticipatory paired trials (red line; paired fifth trials; robust
slope = −0.18, RMSE = 29.0°, p = 0.76).

After quantifying the compensation for OCR in anticipatory encoding trials, we

examined how this compensation changed across head roll changes by performing

this regression analysis for pairs of encoding and decoding trials. In Figure 3.6 we

show the predicted and actual OCR compensation data (gray points), the locations

of the average data bins (colored boxes and error bars), the results of these re-

gression analyses and their comparisons to the line of unity (dashed black lines).

Similar to the anticipatory encoding case, encoding trials comprised of both antic-

ipatory and visually-guided pursuit showed significant OCR compensation (Figure

3.6A, purple line; n = 525 paired trials, slope = 1.08, RMSE = 22.6°, p < 0.05).
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When we performed this fit using the paired decoding anticipatory trials (Figure

3.6B, red lines), we found no significant compensation for encoding OCR (n = 525

paired trials, slope = −0.18, RMSE = 29.0°, p = 0.76), indicating that the decoding

anticipatory pursuit velocity did not account for encoding OCR. Finally, a simple

linear regression analysis confirmed that the lack of OCR compensation could not

be attributed to effects of head roll change (all participants p > 0.05).

Therefore, decoding trials showed no evidence of compensation for OCR. In

summary, our results show that the velocity memory for anticipatory pursuit is up-

dated across head roll changes and that the eye’s torsional component is not a part

of this velocity memory, implying that the directional component of the memory is

encoded in retinal coordinates.

3.5 Discussion

We tested (1) in which reference frame the velocity direction memory for anticipa-

tory pursuit was coded and (2) whether the velocity memory was updated accu-

rately across changes in head roll and ocular torsion. To do this, we made specific

predictions about the required spatial compensation across changes in head roll

and ocular torsion and computed the amount of updating for each using anticipa-

tory pursuit movements. We found that anticipatory pursuit accounted for changes

in head roll, but not for encoded ocular torsion. This implies that velocity mem-

ory could not have been coded in a head-centered or spatial frame of reference,

because these possibilities would require complete compensation for ocular tor-

sion (since the extraocular muscles are head-fixed and control the 3D eye-in-head

position). Rather, the velocity memory was in a retinal reference frame, as there
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was no information about the torsional eye-in-head position encoded in the veloc-

ity memory. Consequently, when computing the anticipatory command, the pursuit

system relied on a velocity memory that lacked the necessary torsional eye posi-

tion signals for a spatially correct transformation. We therefore propose that the

brain integrated a 2D retinally encoded velocity memory with past and current 3D

sensory information about the head in space to produce an anticipatory pursuit

command.

Our finding that velocity memory for anticipatory pursuit is coded in a retinal

frame disagrees with the idea that velocity memory could be encoded using an

efference copy of the pursuit motor command, or coded in a head-centered frame

(Barnes and Asselman, 1991; Barnes and Collins, 2008). This idea was based

on studies in which observed anticipatory pursuit velocities were indistinguishable

from those during visually-guided pursuit (Barnes and Asselman, 1991; Barnes

and Collins, 2008). Also, our results indicate that velocity memory is updated

across head roll changes using a current estimate of head roll and a vestibular

memory of encoding head roll, contrary to a head-free anticipatory pursuit model

proposed by Ackerley and Barnes (2011) which only accounts for real-time head

(and eye) geometry. This previous work, however, did not distinguish between the

encoding and decoding of velocity memory as we did here using head and eye

position changes. If the encoded memory were an efference copy of the motor

command, it would be coded in head-centered coordinates, because the extraoc-

ular muscles are head-fixed. Thus, an OCR signal would be encoded within this

memory (as ocular torsion is also controlled by the extraocular muscles), resulting

in a full compensation for encoding OCR during the decoding trials of our paradigm



3.5. DISCUSSION 159

(Blohm and Lefèvre, 2010). Because we found that anticipatory pursuit does not

compensate for encoding OCR, we propose that velocity memory is encoded using

retinal information rather than motor planning information.

Another consideration that may reconcile our findings with those of previous

work (Barnes and Asselman, 1991; Barnes and Collins, 2008) is the fact that these

previous experiments were designed to investigate the storage of speed informa-

tion for anticipatory pursuit whereas we only investigated the storage of direction in-

formation for anticipatory smooth pursuit. Importantly, there is some evidence that

the mechanisms underlying each are dissociated; Kowler (1989) found that par-

ticipants could voluntarily change the direction of anticipatory pursuit movements

in response to a cue, and Jarrett and Barnes (2001) found that participants could

change the direction of anticipatory pursuit movements (by 180°) while maintain-

ing target-dependent speed scaling, without having previously observed the new

motion direction. Presumably, it might be beneficial for the brain to store speed

information in a head-centered reference frame, as theorized by efference copy

models (Barnes and Asselman, 1991; Barnes and Collins, 2008; Ackerley and

Barnes, 2011), rather than in a retinal frame. This is because the speed of the

target on the retina is not constant after the initiation of pursuit movements, there-

fore requiring that an ongoing estimate of eye velocity be used to reconstruct the

required eye-in-head direction. Contrastingly, the retinal direction is constant dur-

ing pursuit movements to ramp targets, allowing for this aspect of velocity memory

to be stored using only retinal information.

Combined with previous work (Nakayama and Balliet, 1977; Balliet and Nakayama,

1978; Haustein and Mittelstaedt, 1990; Curthoys et al., 1991; Dieterich and Brandt,
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1993; Wade and Curthoys, 1997; Henriques et al., 1998; Zink et al., 1998; Pavlou

et al., 2003; Poljac et al., 2005; Goonetilleke et al., 2008; Fiehler et al., 2010), our

findings raise questions about the exact role of retinal representations in visuospa-

tial memory and perception. Not only have the positions of remembered targets

been shown to be encoded in a retinal reference frame (Henriques et al., 1998;

Fiehler et al., 2010), but also subjective postural and visual judgments have been

shown to be biased by the direction of the retinal stimulus projection (Nakayama

and Balliet, 1977; Balliet and Nakayama, 1978; Haustein and Mittelstaedt, 1990;

Curthoys et al., 1991; Dieterich and Brandt, 1993; Zink et al., 1998) as have the

perception of stimuli orientations (Wade and Curthoys, 1997; Pavlou et al., 2003;

Poljac et al., 2005; Goonetilleke et al., 2008), suggesting that retinal signals could

also be the primary basis for perceptual judgments. However, why a retinal rep-

resentation would be used for these tasks rather than, for example, a spatial rep-

resentation (which would provide consistent spatial target information across any

postural changes) is unclear. One possibility could be that a retinal representation

is coded at a higher fidelity than a representation that had to be transformed from

a retinal frame to a spatial frame under conditions of head roll (Burns et al., 2011).

The brain might use the less variable retinal representation, as the brain has been

shown to weigh reliable sensory signals more heavily than variable ones during

reference frame transformations (Burns and Blohm, 2010), but the true reason for

basing visuospatial memories and perceptual decisions on retinal representations

remains to be investigated.
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3.5.1 Hypothetical underlying neurophysiology

These findings lead us to posit that sensory signals coded within a memory store

to drive anticipatory pursuit do not undergo a spatially accurate visuomotor trans-

formation at any point during the production of the motor command. Instead, there

was only an updating of this memory across changes in head roll (and not across

changes in OCR). Thus the neural mechanisms underlying the encoding, updating

and decoding of velocity memory for anticipatory pursuit are presumably distinct

from those underlying the 3D visuomotor transformation for visually guided pursuit

(Blohm and Lefèvre, 2010). Our findings indicate that the neural circuitry involved

would have to maintain persistent activities representing retinal velocity and head

roll between pursuit movements. Blohm and Lefèvre (2010) recently hypothesized

that neurons in the medial superior temporal (MST) area possess the ideal connec-

tivity and activation characteristics to compute the velocity transformation for visual

pursuit; however, not only has this area been shown to encode in supraretinal coor-

dinates, i. e., head-centered or spatially-/world-centered (Inaba et al., 2011, 2007;

Fujiwara et al., 2011), but also there is no evidence of MST having persistent activ-

ity during prestimulus delay periods in anticipatory pursuit tasks (Shichinohe et al.,

2009; Kurkin et al., 2011). These limitations make MST an unlikely location for the

velocity memory encoding and updating for anticipatory pursuit.

To resolve this issue, there are at least two possible hypothetical solutions:

(1) either that MST does not perform the transformation from retinal to head-

centered pursuit coordinates, and rather the transformation occurs in a structure

downstream of MST in the pursuit circuitry (e. g., superior colliculus, brainstem or

cerebellum); or (2) that a distinct neural pathway executes the transformation of
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signals for visually-driven versus anticipatory pursuit.

In support of the first hypothesis, many studies have pointed to the cerebellum

because of its involvement in motor learning and in predictive pursuit tasks (Kettner

et al., 1997; Suh et al., 2000, 1997; Medina and Lisberger, 2009, 2008; Cerminara

et al., 2009). Cerebellum has the ability to encode and decode the timing and tar-

get trajectories for predictive pursuit (Kettner et al., 1997; Suh et al., 2000, 1997;

Medina and Lisberger, 2009, 2008; Cerminara et al., 2009) and partial ablations

of the cerebellum cause deficits in smooth pursuit and VOR adaptation (Rambold

et al., 2002). To our knowledge, no electrophysiological evidence for retinal neu-

ronal reference frames exists in cerebellar neurons, therefore making it unclear

whether cerebellum could encode and maintain a retinal velocity memory. There

is, however, evidence from cerebellum that inertial signals can be incorporated

from vestibular afferents into motor plans (Shaikh et al., 2004; Yakusheva et al.,

2007), potentially supporting an updating of a velocity memory across head roll

changes.

In support of the second hypothesis, one possibility is that there exist two par-

allel projections within the pursuit circuitry to the brainstem, one originating from

MST and the other from area FEF (Nuding et al., 2008). Nuding et al. (2008) sug-

gested that the MST pathway serves as the basic circuit for maintaining an ongoing

pursuit movement while an FEF pathway is responsible for the dynamic gain con-

trol of pursuit (Nuding et al., 2008; Tanaka and Lisberger, 2001, 2002a,b). FEF is

also thought to be involved in predicting the trajectories of moving visual targets

(Fukushima et al., 2002a; Barborica and Ferrera, 2004, 2003; Xiao et al., 2007)

and anticipatory pursuit, as lesioning of FEF results in its impairment (MacAvoy
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et al., 1991). Interconnected with FEF is area SEF (Schall et al., 1993; Huerta and

Kaas, 1990), which is also thought to be heavily involved in generating anticipatory

pursuit movements (Heinen, 1995; Heinen and Liu, 1997; Fukushima et al., 2004;

de Hemptinne et al., 2008). Given various representations of reference frames

in SEF (Russo and Bruce, 1996; Tehovnik et al., 1998; Heinen and Liu, 1997; Ol-

son and Gettner, 1999; Martinez-Trujillo et al., 2004), the activities of SEF and FEF

during both visually-guided and anticipatory pursuit (Heinen, 1995; Heinen and Liu,

1997; Fukushima et al., 2004; de Hemptinne et al., 2008; Fukushima et al., 2002b;

Gottlieb et al., 1994; Bruce and Goldberg, 1985), their coding of head orientation

signals (Fukushima et al., 2004, 2000; Gottlieb et al., 1993, 1994; MacAvoy et al.,

1991; Tanaka and Lisberger, 2002a,b) and close proximity in the pursuit circuitry

(Maunsell and van Essen, 1983), these findings lend credence to the idea that a

separate pathway including SEF and FEF could be responsible for the coding of

velocity memory and the transformation of anticipatory pursuit signals (Russo and

Bruce, 1996; Heinen and Liu, 1997; Missal and Heinen, 2004; Stanton et al., 2005;

de Hemptinne et al., 2008; Barnes and Collins, 2008; Shichinohe et al., 2009),

while area MST could compute the velocity transformation for visually-guided pur-

suit, as previously suggested (Blohm and Lefèvre, 2010). Although we provide two

hypotheses here, it remains to be seen what true neurophysiological mechanisms

underlie the generation of anticipatory pursuit based on a retinal velocity memory

that is updated for head roll changes.
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3.5.2 Implications

If confirmed that velocity memories in the brain are retinal and thus spatially inaccu-

rate, then this study has implications for any study using velocity memories for per-

ception, motor planning, or decision-making (e. g., motion extrapolation, anticipa-

tory pursuit, occluded pursuit, time-to-contact, etc.). This is because knowledge of

the coordinate frame in which the neural representations in these tasks are coded

could account for experimental findings and allow experimenters to make valuable

behavioral and neurophysiological predictions. This study reveals that the neu-

ral transformation underlying the execution of memory-driven anticipatory pursuit

movements can produce imperfect results compared to its online, visually-guided

counterpart. It remains to be seen if this difference in accuracy for movements

based on memory and those based on current sensory input can be extended to

other forms of predictive movements.



3.6. REFERENCES 165

3.6 References

Ackerley, R. and Barnes, G. R. (2011). Extraction of visual motion information for

the control of eye and head movement during head-free pursuit. Exp. Brain Res.,

210(3-4):569–82.

Badler, J. B. and Heinen, S. J. (2006). Anticipatory movement timing using predic-

tion and external cues. J. Neurosci., 26(17):4519–25.

Balliet, R. and Nakayama, K. (1978). Egocentric orientation is influenced by trained

voluntary cyclorotary eye movements. Nature, 275(21):214–16.

Barborica, A. and Ferrera, V. P. (2003). Estimating invisible target speed from

neuronal activity in monkey frontal eye field. Nat. Neurosci., 6(1):66–74.

Barborica, A. and Ferrera, V. P. (2004). Modification of saccades evoked by stimula-

tion of frontal eye field during invisible target tracking. J. Neurosci., 24(13):3260–

7.

Barnes, B. Y. G. R. and Asselman, P. T. (1991). The mechanism of prediction in

human smooth pursuit eye movements. J. Physiol., 439:439–461.

Barnes, G., Grealy, M., and Collins, S. (1997). Volitional control of anticipatory

ocular smooth pursuit after viewing, but not pursuing, a moving target: evidence

for a re-afferent velocity store. Exp. brain Res., 116(3):445–55.

Barnes, G. R. (2008). Cognitive processes involved in smooth pursuit eye move-

ments. Brain Cogn., 68(3):309–26.



3.6. REFERENCES 166

Barnes, G. R., Barnes, D. M., Chakraborti, S. R., Ackerley, R., and Barnes, G. R.

(2000). Ocular Pursuit Responses to Repeated , Single-Cycle Sinusoids Reveal

Behavior Compatible With Predictive Pursuit. J. Neurophysiol., 84(2000):2340–

2355.

Barnes, G. R. and Collins, C. J. S. (2008). Evidence for a link between the extra-

retinal component of random-onset pursuit and the anticipatory pursuit of pre-

dictable object motion. J. Neurophysiol., 100(2):1135–46.

Barnes, G. R. and Donelan, S. F. (1999). The remembered pursuit task: evidence

for segregation of timing and velocity storage in predictive oculomotor control.

Exp. brain Res., 129(1):57–67.

Becker, W. and Fuchs, A. (1985). Prediction in the oculomotor system: smooth pur-

suit during transient disappearance of a visual target. Exp. Brain Res., 57:562–

575.
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Chapter 4

Effector-dependent response deterioration by

stochastic transformations reveals mixed reference

frames for decisions

4.1 Abstract

Recent psychophysical and modeling studies have revealed that sensorimotor ref-

erence frame transformations (RFTs) add variability to motor output by decreas-

ing the fidelity of sensory signals. How RFT stochasticity affects the sensory in-

put underlying perceptual decisions, if at all, is unknown. To investigate this, we

asked participants to perform a simple two-alternative motion direction discrim-

ination task under varying conditions of head roll and/or stimulus rotation while

responding either with a saccade or button press, allowing us to attribute behav-

ioral effects to eye-, head- and shoulder-centered reference frames. We observed

a rotation-induced, increase in reaction time and decrease in accuracy, indicating a

degradation of motion evidence commensurate with a decrease in motion strength.

Inter-participant differences in performance were best explained by a continuum of
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eye-head-shoulder representations of accumulated decision evidence, with eye-

and shoulder-centered preferences during saccades and button presses, respec-

tively. We argue that perceptual decision making and stochastic RFTs are insepa-

rable, consistent with electrophysiological recordings in neural areas thought to be

encoding sensorimotor signals for perceptual decisions. Furthermore, transforma-

tional stochasticity appears to be a generalized phenomenon, applicable through-

out the perceptual and motor systems. We show for the first time that, by simply

rolling one’s head, perceptual decision making is impaired in a way that is captured

by stochastic RFTs.

4.2 Introduction

We typically maintain upright head and eye orientations with respect to the hori-

zon (Pozzo et al., 1990; Dunbar et al., 2008, 2004), despite potentially increased

energy expenditure. For example, during hunting (Land, 2014), flight (Altshuler

et al., 2015) or motorcycle racing it would be more energy efficient to align the

head with the inertial vector. Minimizing vertical disparity has been suggested as

one reason for this behavior (Misslisch et al., 2001; Schreiber et al., 2001). A po-

tential complementary reason could come from the recent finding that reference

frame transformations (RFTs) are stochastic (Alikhanian et al., 2015), as is ap-

parent in both perception (Schlicht and Schrater, 2007; Burns et al., 2011) and

motor planning (Sober and Sabes, 2005, 2003; McGuire and Sabes, 2009; Burns

and Blohm, 2010). If the encoding of evidence is similarly degraded by stochastic

transformations, then maintaining specific head orientations while making visuo-

motor decisions could be optimal for the signal’s preservation, despite requiring
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energy expenditure.

Bounded accumulator models account for a wealth of behavioral data from per-

ceptual decision tasks under the premise that noisy evidence for the alternatives

is accumulated until it reaches a criterion bound (Smith and Ratcliff, 2004; Bogacz

et al., 2006). Under this framework, stochastic RFTs could influence choice behav-

ior in predictable ways. One possibility is that RFTs can degrade the encoding of

evidence by lowering its signal-to-noise ratio. In this case, the behavioral outcome

should be commensurate with increasing task difficulty, resulting in increased re-

action times (RTs) and decreased accuracy (percent correct).
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rotation of stimulus

(HR-NS)

No rotation of 
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A

Figure 4.1: Task and paradigm. A Participants performed the task under one of eight conditions
— four for each response type (saccade or button), organized in a block design. These were com-
binations of head and/or congruent screen rotations, giving rise to visual motion that was separable
across eye, head and shoulder (screen) reference frames. B Each trial consisted of a fixation (500
ms), motion (up to 1500 ms) and decision epoch. Participants were instructed to determine the di-
rection (left or right) of coherently moving dots randomly chosen at 20%, 10% or 2% coherence and
make their decision using either a horizontal saccade or a button press as quickly and accurately
as possible.

The goal of this study was to determine the influence of stochastic RFTs on

perceptual decision making. To do so, participants were asked to perform a 2AFC

motion direction discrimination task either under non-rotated (control) conditions
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or under several different head roll or rotated stimulus conditions (Figure 4.1). In

a blocked design, they were also instructed to indicate their decision regarding the

left or right direction of coherent motion with either a saccade or a button press.

Because eye movements are executed in head-centered coordinates and, when

the arm is stationary, button presses occur in shoulder-centered coordinates, this

paradigm allowed us to perform well-established psychometric and chronometric

analyses while also allowing us to test the effects of eye-, head- and shoulder-

reference frames on choice behavior.

4.3 Materials and methods

4.3.1 Experimental paradigm

To test how reference frame transformations affect perceptual decisions, we devel-

oped an experimental paradigm with distinct conditions consisting of (1) rotations

of the visual stimulus, (2) rotations of the head and (3) changes to the response

type (saccade or button press). These conditions allowed us to comprehensively

investigate the influence of different reference frame transformations on the deci-

sion process based on the coding frame of the motion evidence and transformation

of that evidence into a reference frame appropriate for the motor response. These

conditions are illustrated in Figure 4.1A.

We determined participants’ baseline decision making performance using a

control condition (ctrl) in which participants’ heads remained upright (0° roll) and

the axis of coherent motion remained along the horizontal (0°) screen-centered

axis. Thus, comparing our other experimental conditions to this one provided the
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effects directly resulting from adding new requirements to the transformation (Fig-

ure 4.1A, first column). For each response type, the rotational conditions were

rolling the participants’ heads towards a shoulder (about 45°), without rotation of

the on-screen stimulus (head roll — no stimulus rotation, HR-NS, Figure 4.1A,

second column); head roll with 45° rotation of the on-screen stimulus (head roll

— stimulus rotation, HR-S, Figure 4.1A, third column); 45° rotation of only the on-

screen stimulus (S, Figure 4.1A, fourth column).

4.3.2 Participants

In total, 12 participants (age 20-32 years, 8 male) were recruited for two experi-

ments after informed consent was obtained. Eleven of 12 participants were right-

handed and 11 of 12 participants were nave as to the purpose of each experiment

(main and control). Each experiment had seven participants, and two participants

performed both main and control experiments. Participants in the main experiment

were between the ages of 22 and 32 years (5 male) and all were right-handed. Par-

ticipants in the control experiment were between the ages of 20 and 26 years (4

male) and six of seven were right-handed. All participants had normal or corrected-

to-normal vision and did not have any known neurological, oculomotor, or visual

disorders. All procedures were approved by the Queen’s University Ethics Com-

mittee in compliance with the Declaration of Helsinki.

4.3.3 Apparatus

Participants sat in complete darkness 50 cm in front of a 36 cm x 27 cm Dell Ul-

traScan P991 CRT monitor (Dell, Round Rock, TX). Participants’ heads rested on
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a chin rest that allowed for head roll in the frontoparallel plane. With their heads

in an upright position on the chin rest, the interocular midpoint was aligned to the

frontoparallel fixation position on the screen. The visual stimulus was displayed on

the screen (120 Hz refresh rate) using the ViSaGe Visual Stimulus Generator with

VSG Toolbox for Matlab (Cambridge Research Systems, Rochester, UK). Move-

ments of both eyes were recorded at 400 Hz using a Chronos head-mounted 3D

video eye tracker (Chronos Vision, Berlin, Germany) that was stabilized to the head

using a bite bar. Head movements were recorded at 400 Hz using an Optotrak Cer-

tus system (Northern Digital, Waterloo, Ontario, Canada) with three infrared diode

markers placed on the Chronos helmet. For consistency across camera positions,

these helmet markers were calibrated with respect to an external orthonormal axis

defined by a set of three orthogonal diodes located either on the wall behind the

participant or on the side of the CRT monitor. Screen brightness and contrast set-

tings were adjusted so that participants could not see the edges of the monitor

screen in complete darkness, even after 0.5 h dark adaptation.

4.3.4 Procedure

The visual stimulus consisted of a centered array of white circular dots (0.1° diame-

ter) arranged in a circle (10° diameter), marking the boundary to which participants

were instructed to make saccadic responses. At the center of this boundary there

was an aperture (5° diameter) inside of which we displayed the random dot mo-

tion stimulus. The central stimulus was composed of a white fixation point (0.1°

diameter) positioned at the center, and 200 red dots (each 0.1° diameter) with con-

stant velocities of 4 °/s. On each trial we randomly selected a subset of the dots
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in motion (2%, 10% or 20% of all dots) to move coherently in either the leftward

or rightward direction. In the stimulus rotation conditions (HR-S and S), we ro-

tated the on-screen motion axis by either 45° or -45°. In the HR-S condition, this

on-screen rotation of motion was congruent with the direction of head roll, such

that the motion axis lay approximately along the interocular axis. In all saccadic

trials, participants were instructed to make eye movements towards the on-screen

0° (rightward motion) or 180° (leftward motion) directions. Participants were also

informed of all block conditions (i. e., head roll, visual stimulus rotation) prior to the

start of each block.

A sample trial progression is illustrated in Figure 4.1B. At the start of each trial,

a fixation dot appeared in the center of the circular saccade boundary (fixation

period, 500 ms). This fixation period was followed by the visual motion stimulus,

displayed within the aperture in the center of the screen along with the fixation point

(1500 ms max). Participants were instructed to maintain fixation until they came

to a decision about the direction of the coherent motion, and were asked to do so

as quickly and as accurately as possible. Depending on the response condition,

they either made a saccade along the screen-centered horizontal (left or right) or

pressed a button with either their index (left) or middle (right) finger corresponding

to the perceived horizontal component of motion. For saccade response trials,

participants were instructed to press any button after making a saccade, ending

the trial. For button press trials, the decision also ended the trial. Participants

were not given feedback about whether their response was correct. There was an

inter-trial interval of 500 ms during which the screen was completely black.

Each participant performed four sessions, each consisting of seven, 100-trial
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blocks for a total of 2800 trials. All 14 conditions (left and right head rolls and

stimulus rotations included) were counter-balanced across all participants using

a reduced Latin squares method with an initially randomized list of all conditions.

To counterbalance potential learning and fatigue effects, participants performed

each condition twice; once in an initial sequence determined by the Latin squares

method (Shao and Wei, 1992) and a second time in the reverse sequence. Using

this method, each condition was uniformly distributed across all blocks.

4.3.5 Raw signal analysis

3D head orientation was computed offline as the difference (using quaternion ro-

tation based on (Leclercq et al., 2013)) between a reference upright position mea-

sured at the start of each experimental session and head positions throughout the

trials. Participants were instructed to begin the first block of each experimental

session with an upright head position before responding to the verbal head roll

instruction.

The eye-in-head orientation was extracted, calibrated and saccades detected

using the same techniques as those used by previous work (Blohm and Lefèvre,

2010; Murdison et al., 2013). Briefly, the eye-in-head orientation was extracted af-

ter each session from the saved images of the eyes using Iris software (Chronos

Vision). This was done using a 9-point grid of calibration dots (10° max eccentricity)

with a central fixation point, while the head remained upright on the chin rest. Each

participant was fitted with a customized bite-bar to stabilize the Chronos helmet to

the head. Eye-in-head orientation was low-pass filtered (autoregressive forward-

backward filter, cutoff frequency = 50 Hz) and differentiated twice (weighted central
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difference algorithm, width = 5 ms). Saccades were detected using an accelera-

tion threshold of 500°/s2, as previously done (Blohm and Lefèvre, 2010; Murdison

et al., 2013). We defined the eye movement direction as the circular average of

horizontal and vertical eye velocity components over the duration of the saccade.

For each trial, the head roll measurement was obtained by taking the average head

orientation from the motion stimulus onset until the decision time.

4.3.6 Trial selection

For the main experiment we recorded a total of 19,600 trials from seven partici-

pants (2800 trials per participant from four sessions of seven 100-trial blocks each).

Of those trials, we removed those that contained a head movement, blink, optoki-

netic nystagmus or smooth pursuit movement after motion stimulus onset but prior

to the decision. Finally, we removed trials on which participants had reaction la-

tencies smaller than 200 ms, as these trials likely represented decisions made

preemptively without the use of the visual motion evidence, due to visuomotor pro-

cessing delays (Thorpe et al., 1996). From the extracted saccades and button

presses we determined trial-to-trial directional choices and computed cumulative

RT distributions for each rotational condition. For saccades, left or right decisions

were classified as saccades whose average direction (based on the entire move-

ment) within a conservative directional window around the screen-centered hori-

zontal direction (0° or 180°) with a width of ± 75°. Trials with saccades with di-

rections outside these windows were removed from the analysis. Also trials for

which the participant failed to respond before the end of the 1500 ms response pe-

riod were removed from analyses (14% of all trials). Together, these omitted trials
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comprised 22% of all trials, leaving 15,274 valid trials.

4.3.7 Behavioral analysis

We quantified task performance using three main behavioral parameters capturing

both speed and accuracy aspects of task performance. These parameters were

RT (time elapsed between motion stimulus onset and response), percent error

(number of valid incorrect trials divided by the total valid correct and incorrect trials;

conversely, percent correct = 100%-percent error), and reward rate (sum of the

number of correct trials divided by the sum of all correct and incorrect reaction

times). From these parameters we computed the cumulative RT distributions for

correct and incorrect trials, to which we fit a modified version of the linear approach

to threshold with ergodic rate (LATER) model (Carpenter and Williams, 1995).

Because of the short 1500 ms response window some RT distributions were

truncated, resulting in LATER-estimated RT distributions that were not necessar-

ily representative of the data. To account for this issue we fit both correct and

incorrect trial RT distributions simultaneously using estimated percent correct as

a free parameter that scaled each distribution relative to the other correct (repre-

senting percent correct or (100%-percent error) at RT = ∞). We also performed

all analyses with the empirical percent correct using just the trials within the 1500

ms window and found results qualitatively similar to those based on the estimated

percent correct. We performed the fits using a constrained nonlinear method that

minimized the sum of squared residuals. These LATER model fits to the cumu-

lative RT distributions revealed the estimated median reaction latency with its µ

parameter, the approximate slope of the distribution (representing the variability of
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the distribution) with its σ parameter, and the estimated percent correct, each of

which we used in behavioral analyses.

We also fit participant and group-level psychometric curves using the Psignifit

Toolbox for Matlab (Wichmann and Hill, 2001; Fründ et al., 2011), and fit chrono-

metric data with a scaled logistic function using a nonlinear least squares method.

From the psychometric fits we extracted the 75% PSEs and computed the just-

noticeable difference (JND) based on the difference threshold, which is a function

of the slope and the midpoint percentile for 2AFC tasks π (= 75%), described by

equations 4.1 and 4.2:

difference threshold =
1

slope
× log

π

1− π
(4.1)

JND = 2× difference threshold (4.2)

4.3.8 Reference frame analysis

We then performed a reference frame analysis on the observed behavioral ef-

fects for each rotation condition. To do this, we first made predictions for these

effect sizes proportional to the complexity of the RFT in each reference frame

(Figure 4.5A), then computed R-squared coefficients for changes (relative to the

non-rotated condition) in RT, percent correct and reward rate. These predictions

represented RFTs ranging from highly complex (large effect size), intermediately

complex (intermediate effect size) or simple (no effect), depending on the angle of

coherent motion between input at a given reference frame and the required out-

put, which was left or right for either response type. Because they arose from
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rotations to retinal input due to ocular torsion during head roll (known as ocular

counter-roll), intermediate effect sizes were inversely dependent on one another

for eye- and head-centered frames. Instead of choosing arbitrary intermediate ef-

fect predictions (e. g., 0.5) we optimized the chosen intermediate predictions for

each response effector (eye or hand) and each behavioral parameter (RT, percent

error or reward rate). This optimization process chose the intermediate prediction

that produced the highest across-participant and across-motion coherence mean

R-squared value in our reference frame analysis. For saccades, this optimization

yielded eye-centered intermediate predictions of 0.83 (latency), 0.54 (percent er-

ror) and 0.59 (reward rate), corresponding to head-centered predictions of 0.17,

0.46 and 0.41 respectively. For button presses, this optimization yielded eye-

centered intermediate predictions of 0.55 (latency), 0.55 (percent error) and 0.59

(reward rate), corresponding to head-centered predictions of 0.45, 0.45 and 0.41

respectively.

4.3.9 Control experiment

We conducted a control experiment in order to account for potential confounds

in our data. Seven participants performed four sessions, each consisting of six,

100-trial blocks (2400 trials per participant) for a total of 16,800 trials, of which we

removed 17% of trials for reasons previously listed for the main experiment (see

4.3.6 Trial selection), leaving 13,927 valid trials.

First, we wanted to ensure that any effects we observed in the stimulus ro-

tated condition (S) were due to reference frame transformations and not due to

participants only accounting for motion along the screen horizontal, which, in the S
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condition was decreased by a factor of
√

2. To compensate, we introduced a new

condition in which the speed of the stimulus was increased by a factor of
√

2 (final

speed of 5.7°/s) while the screen stimulus was rotated, called S-spd, depicted in

Figure 4.6A.

Second, we wanted to isolate the variability added to the decision process by

the initial sensory estimate of head roll. With this in mind, we introduced a condition

only for saccadic responses in which the head, stimulus and saccadic response

axis were all rotated congruently, called HR-S-RR, depicted in Figure 4.6A. There-

fore, behavior during this condition could be compared to that during the control

condition in order to isolate the variability added by head roll. For completeness

we included all of the other conditions in the main experiment, and carried out an

identical fully counterbalanced and blocked design.

Finally, we wanted to ensure that truncation of the RT distributions did not play a

role in our observations during the main experiment. Participants were again given

instructions to ”decide as quickly and accurately as possible,” but we allowed them

to take up to 5000 ms to decide the direction of coherent motion, rather than 1500

ms. Participants rarely took the full time to reach a decision (0.1% of all trials).

Importantly, this task change did not result in any qualitative differences from our

main experiment findings.

4.3.10 Statistical analysis

We performed several n-way ANOVAs (either with 6 or 10-factors, including in-

teraction terms) to account for variance in decision making behavior (across RT,
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percent error and reward rate) due to coherence level, RFT requirements, partici-

pant and motor effector. To correct for statistical sampling error, we also carried out

a multiple comparison procedure based on Tukey’s honestly significant difference

criterion. We used the 95% confidence intervals estimated using Monte-Carlo sim-

ulations (Wichmann and Hill, 2001; Fründ et al., 2011) to compare 75% PSEs and

JNDs across RFT conditions in our psychometric analyses.

4.4 Results

We utilized several different rotational conditions to determine the effects of saccade-

related (eye-to-head) and button press-related (eye-to-shoulder) reference frame

transformations on the performance of a 2AFC perceptual decision task. Using

these conditions, we systematically induced different reference frame transforma-

tion requirements under which we analyzed the effects on speed (RT), accuracy

(percent error), and net performance (reward rate). This approach allowed us to

determine both if changing the RFT requirements had any effect on the integra-

tion of decision evidence and, if so, if these effects revealed anything about the

coordinate frame of the neural circuitry underlying these decisions.
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Figure 4.2: Rotation condition affected RTs and saccade trajectories. A Across coherence
levels (columns) specific patterns in RTs across rotational conditions (color-coded, see legend)
are shown for participant #7. Differences in the order of these RT distributions can be seen when
comparing saccade (top row) to button responses (bottom row). B Compared to control (upper left
panel), saccade trajectories were more variable under rotated conditions.

4.4.1 Head and stimulus rotations induced distinct effects on response times

and task performance across conditions

We found that head and stimulus rotations induced different effects on RT and ac-

curacy depending on condition. As shown in Figure 4.2A for example participant 7,

cumulative distributions of RTs showed that, depending on the rotation condition,

the estimated median RTs shifted by various amounts relative to the control con-

dition in which the head was upright and the stimulus motion axis was horizontally

oriented. We also observed overall increases in RT and decreases in accuracy

with task difficulty (20% to 10% to 2% motion coherence), with each condition in-

ducing different effect magnitudes. These effects depended on the response type,

suggesting a potential role for the transformation required to convert sensory input
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into the response frame used for decision making.

Although participants were instructed specifically to perform saccades along

their perceived screen-horizontal axis, the absence of visual landmarks around

the border of the stimulus allowed us to examine how inducing new rotational

conditions altered eye movement generation. As can be seen in Figure 4.2B for

example participant 1, changing the rotation condition resulted in more variable

saccade trajectories compared to the control condition. Combined with the ob-

served condition-dependent changes to RT and accuracy, these findings suggest

that visuomotor transformations systematically affect the neural processes under-

lying decision making.
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Figure 4.3: Psychometric and chronometric functions. Group-level psychometric and chrono-
metric functions revealed that speed and accuracy were not traded-off across rotation conditions,
as participants were generally less accurate (psychometric functions, left column) and also slower
(chronometric functions, right column) under rotated conditions. In the chronometric plots, each
point represents the group average of the LATER fit parameter µ approximating the median latency
of each condition at each motion strength. Left insets show the point of subjective equality (PSE),
which represents the threshold coherence (%) at which participants chose the correct direction 75%
of the time for the 2AFC task. On the same scale but with different units (% coherence per % cor-
rect), right insets also show the just-noticeable difference (JND), which approximates the amount of
variability in the psychometric function using the inverse of the slope around the 75% PSE, scaled
for 2AFC tasks. Each of these insets reveals a consistent trend in the median and variability of
performance across rotation conditions.

4.4.2 RT and percent correct varied with effector, but there was no speed-

accuracy tradeoff

Not only did each rotational condition induce RT and accuracy effects relative to

control, but those effects depended on response type. Figure 4.3 illustrates this
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phenomenon with psychometric and chronometric functions at the group level. For

example, psychometric functions (left column) show that behavior qualitatively dif-

fered between conditions depending on whether participants responded with a sac-

cade or button press. Under the HR-NS condition (grey), participants performed

similarly to control and reached the overall 75% correct threshold (or 2AFC psy-

chometric PSE) at the lowest motion coherence of any condition (left inset). The

JND, which is defined as the ratio representing the units of motion strength (%

coherence) required to increase the percent correct (%) by a single unit, reveals

that participants also tended to perform with the highest precision in the HR-NS

condition (right inset). After the HR-NS condition, the control, HR-S (red) and

S (cyan) conditions follow in overall accuracy (PSE) and precision (JND) across

motion strengths, with S condition JNDs differing significantly from those of other

conditions (p <0.05). Comparing directly to button responses (lower left panel),

one can see that this pattern is qualitatively different, with the control condition

having the lowest PSE of the conditions (p <0.05), followed by HR-NS, HR-S, and

S. The saccadic response chronometric functions (upper right panel), represented

across motion coherences and conditions reveal how RT distributions varied with

motion coherence and rotational condition. Across all coherence levels, RTs were

smallest in the control condition, followed by the nearly identical HR-NS and HR-S

conditions, and finally the S condition.

Taken together, these observations suggest that there was an overall degrada-

tion of the encoded evidence and no clear speed-accuracy tradeoff (SAT) across
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rotational conditions. Similarly, button press responses showed a pattern of psy-

chometric (lower left panel) and chronometric (lower right panel) changes sug-

gesting an overall degradation of the encoding of evidence by rotational changes

rather than an SAT (Standage et al., 2014a). Additionally, the observed effector

specific patterns of performance changes across condition suggest that the refer-

ence frame of the motor response played a role in the encoding of evidence.
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Figure 4.4: Variability of rotational effects on performance across participants. Changes in
latency (top row), percent error (middle row) and reward rate (bottom row) across coherence level
(columns), with left axes representing scale for single participant changes (colored line segments,
see legend for participant numbers) and right axes representing group-level average changes
across rotation conditions (color-coded bars). Each vertex of the line segments represents one
rotation condition, in line with the colored bars at the bottom. Note that for direct comparisons with
latency and percent error changes we inverted the vertical axes for reward rate changes.

However, we observed high amounts of inter-participant behavioral variability.
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We show this variability for changes in RT, percent error and reward rate in Figure

4.4 across all participants (colored line segments on left axes). We also observed

some consistent trends across task difficulty (RT: F2 = 12.73, p <0.01; percent

error: F2 = 326.5, p <0.01; reward rate: F2 = 33.54, p <0.01), rotation condition

(RT: F3 = 7.78, p <0.01; percent error: F3 = 4.76, p <0.05; reward rate: F2 =

34.25, p <0.01) and effector (reward rate: F1 = 21.58, p <0.01). Note that for

reward rate (bottom row), the y-axes are inverted for visualization purposes. On

average (inset bars on right axes), participants had longer RTs and had lower re-

ward rates when making decisions under the S condition (cyan bars), when com-

pared to control (multiple comparison p <0.05), HR-NS (grey; multiple comparison

p <0.05), and HR-S (red; multiple comparison p <0.05) conditions. Importantly,

we did not see an SAT, as reward rate also decreased (bottom row) with increases

in both RT and percent error. These behavioral changes were, however, consis-

tent with a degradation of evidence encoding such that the task was more difficult

under rotated conditions, and that difficulty increased with RFT complexity. We ob-

served participant-specific differences in RT between effectors (interaction effect,

F6 = 4.93, p <0.01) and between RFT condition (interaction effect, F18 = 3.03, p

<0.01). For example, one can see differences between saccade and button re-

sponses for participant #5 (blue traces) or for participant #3 (yellow traces) across

each effector and coherence level. This trend suggests that the noise added to the

evidence encoding not only changed with effector, but also with rotational condi-

tion, in agreement with the observed changes to psychometric and chronometric

functions. We next used a reference frame approach to determine the source of

this additive noise in the decision process.
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Figure 4.5: Reference frame predictions and analysis. A Effector specific reference frame pre-
diction matrices. Each cell represents a specific reference frame and the predicted effect size for
the corresponding rotation condition. For example, if motion evidence were coded according to an
eye-centered reference frame, for the condition in which only the motion stimulus were rotated (con-
dition S) we would expect a large (black shading) reference frame transformation-induced stochastic
effect on the coded evidence signal in both saccade and button response conditions. B Participant
R-squared coefficients for correlation analysis between prediction matrices in panel (A) and ob-
served changes in latency (top row), percent error (middle row), and reward rate (bottom row),
across coherence levels (columns). Participant color code is the same as in previous figures, and
black symbols represent across-participant means. Open circles and filled squares represent R-
squared coefficients for saccade responses and for button responses, respectively. Pure eye- (red),
head- (blue), and shoulder-centered (green) reference frame predictions are represented with large
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4.4.3 Reference frame analysis

To quantify this inter-participant variability, we interpreted the effects using predic-

tions from stochastic reference frame transformations (Alikhanian et al., 2015). We

did this under the assumption that the motion information used in the decision was
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impaired to an extent that was proportional to the complexity of the required visuo-

motor rotation. Using this approach, we predicted the size of each effect, relative to

control, according to the required rotation for a correct effector-centered response

in each condition, which we illustrate in Figure 4.5A. For example, consider the

eye-centered prediction for the condition in which both the head and the screen

were rotated and a saccadic response was required (HR-S; middle cell, top row,

top grid, panel A): in order to correctly interpret the spatial motion direction us-

ing eye-centered information, the brain must rotate the retinal vector (which points

along its horizontal; for visualization see Figure 4.1A) by the head roll magnitude

to generate a screen-centered horizontal saccade. This requirement differs for the

condition in which the head, but not the stimulus, was rotated (HR-NS). Because

the retinal vector was rotated solely by head roll and ocular counter-roll, and the

eyes are also rotated along with the head, the brain only needed to account for

ocular counter-roll when transforming the retinal vector into a screen-horizontal

saccade. Therefore, in the eye-centered case, we predicted a large stochastic ef-

fect for HR-S (black shading) due to head roll and an intermediate effect for HR-NS

(grey shading) due to only ocular counter-roll. In this way, we made predictions for

each effector and for each reference frame (eye, head and shoulder).

Using these predictions, we computed the R-squared coefficients for each be-

havioral parameter (RT, percent error and reward rate), each participant, each ef-

fector and each motion coherence. These are depicted in Figure 4.4B along with

the predictions for a purely eye-centered (red dot), head-centered (blue dot) and

shoulder-centered (green dot) codings. Each R-square coefficient is color-coded

according to participant and represented by a symbol depending on response type
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(saccades: open disk, button: filled square). Across both RT and percent er-

ror at 20% coherence, the R-square coefficients suggest that evidence was being

encoded according to a continuum of reference frames between eye and shoul-

der, with a strong head-centered component in some cases (e. g., button press

responses of participant 5).

The transformation-related effect was also dependent on the strength of the

stimulus, indicating that the addition of variability to the encoded evidence de-

pended on the initial strength of visual motion. For example, while there is a clear

organization of R-square coefficients for the 20% and 10% motion coherence con-

ditions for changes in latency along an eye-head-shoulder continuum (Fig. 4.5B,

upper left and middle panels), this continuum becomes less clear when the stimu-

lus strength is decreased at 2% motion coherence (Fig. 4.5B, upper right panel).

With this analysis, we quantified the effector specific component that we initially

observed in the psychometric and chronometric functions (Fig. 4.3). This compo-

nent was strongest when considering reward rate (bottom row of Fig. 4.5B). Across

motion coherence, group reward rate averages (black symbols) indicated that evi-

dence leading to saccadic responses was more eye-centered while evidence lead-

ing to button responses was more shoulder-centered. This trend suggests that the

neural circuitry encoding decision evidence is tied to the motor plan for the up-

coming movement. Additionally, this mixture of eye- and shoulder-centered com-

ponents indicates that there could be some concomitant evidence coding by eye-

and shoulder-related areas during integration, regardless of eventual motor effec-

tor.
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4.4.4 Control experiment

Our main experiment had two important limitations: (1) in the stimulus-rotated con-

dition S we could not definitively rule out the influence of decreased motion energy

along the screen horizontal during the integration of motion evidence, and (2) we

could not isolate the effects of only head roll on the decision process. To address

these limitations, we re-ran the experiment with a new group of participants with

two added conditions: (1) screen rotation with a proportional increase in the speed

of the stimulus to compensate for the loss of horizontal motion energy in the initial

S condition (S-speed, green) and (2) head roll with rotation of the screen stimulus

and saccadic responses rotated along the motion axis, and not screen horizontal

(HR-S-RR, purple), depicted in Figure 4.6A.
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Importantly, this experiment produced similar statistical RT, accuracy and re-

ward rate effects as the main experiment for the repeated RFT conditions across

task difficulty, motor effector, rotation condition and participant. Shown in Figure

4.6B, the cumulative RTs for participant 4 show that both the S-spd and HR-S-RR

conditions each produced behaviors similar to their conditional counterparts (note

that this is a different participant 4 than in the main experiment). We detected no

differences in RT, percent error or reward rate due to the RFT between S-spd and

S or between HR-S-RR and HR-S, but found one significant RFT effect between

control and HR-S-RR for only percent error (F1 = 9.10, p = 0.03, for RT and reward

rate all p >0.05). These findings indicate that (1) there was no detectable behav-

ioral effect of the decrease in horizontal motion energy during the S condition in the

main experiment, thus validating our initial findings, and (2) the behavioral effects

we observed under head roll conditions resulted from the transformation itself and

not from a noisy initial sensory estimate of head roll.

4.5 Discussion

4.5.1 Summary of findings

The goal of this study was to determine the influence of stochastic reference frame

transformations on decision making. We designed a paradigm in which 7 partici-

pants performed a 2AFC motion direction discrimination task under control condi-

tions (head upright, stimulus motion along the screen horizontal) or under one of

several rotation conditions in which the head and/or stimulus were rotated. Com-

bining rotation conditions with saccadic and button responses allowed us to behav-

iorally quantify eye-, head- and shoulder-centered effects.
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We made predictions for the influence of RFTs on speed (RT), accuracy (per-

cent error/correct) and overall performance (reward rate). We found (1) that stochas-

tic reference frame transformations impair decision making, leading to slower, less

accurate decisions, (2) that this stochasticity is added in a manner consistent with

a mixed eye-head-shoulder representation of evidence, and (3) that within this con-

tinuum there is an effector specific component, with saccadic responses more

closely resembling eye-centered predictions and button responses more closely

resembling shoulder-centered predictions. Our findings are consistent with the

hypothesis that perceptual decision making and visuomotor reference frame trans-

formations occur within the same neural circuitry (Dorris et al., 1997; Gold and

Shadlen, 2000), and as such are consistent with the affordance competition hy-

pothesis of embodied decision making, which predicts that motor planning for per-

ceptual decision making occurs in parallel between networks coding for multiple

potential actions (for reviews see Cisek (2007); Cisek and Pastor-Bernier (2014)).

Although both evidence integration and motor preparation are often necessary

for choice behavior, it is often difficult to distinguish between the contributions of

each using standard perceptual tasks. Previous efforts to do so include using

delays between stimulus viewing and motor response (Shadlen and Newsome,

2001; Sommer and Wurtz, 2001; Lemus et al., 2007), limiting stimulus viewing

time (Bergen and Julesz, 1983; Ratcliff and Rouder, 2000; Bodelón et al., 2007;

Kiani et al., 2008) and even ”compelling” the movement by informing the percep-

tual system ahead of time about the target characteristics (Salinas et al., 2014). At

the neural level, perceptual and motor processes both occur in sensorimotor asso-

ciation areas (Munoz and Wurtz, 1995; Dorris et al., 1997; Horwitz and Newsome,
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1999; Shadlen and Newsome, 2001; Hernández et al., 2010; Costello et al., 2013;

Mante et al., 2013). Not only are our findings consistent with these neurophysi-

ological principles, but we have also now quantified this inseparability for the first

time within an RFT framework.

4.5.2 Open questions

We found that transformation-induced stochasticity impairs decision making. Given

that psychophysical thresholds are systematically lowered by the added RFT noise,

the simplest explanation points to a degradation of the encoding of motion evidence

most likely in the middle temporal (MT) or medial superior temporal (MST) areas

(Albright, 1984; Britten et al., 1992, 1993, 1996; Salzman et al., 1992; Inaba et al.,

2007). MT and MST are highly interconnected areas that serve as the interface

between retinal motion signals and the rest of the visuomotor pathways ((Unger-

leider and Desimone, 1986; Komatsu and Wurtz, 1988b,a; Newsome et al., 1988;

Ilg and Thier, 2003; Inaba et al., 2011) for review see Krauzlis (2004)), and exhibit

gain modulation and receptive field shifts (Chukoskie and Movshon, 2009; Fujiwara

et al., 2011; Inaba et al., 2011) mechanistically consistent with carrying out 3D vi-

suomotor transformations (Blohm and Crawford, 2007; Blohm et al., 2009; Blohm

and Lefèvre, 2010; Blohm, 2012; Murdison et al., 2015). If these areas indeed

provide the neural substrate for the addition of variability to visual motion signals

via RFTs, then gain modulation for RFTs itself could be a stochastic process —

a question that should be investigated in future electrophysiological and modeling

work.

Our findings suggest that the encoding of evidence was shared by effectors.
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However, the contents of that signal differed between participants — something

that might be explained by inter-participant differences in the variability of the evi-

dence integration. RFT stochasticity added to the integration process could result

in a less reliable population ’readout’ of the current estimate of stimulus motion

by downstream areas, resulting in more variable RT distributions with shallower

slopes (Carpenter and Williams, 1995). Although we did not see any clear indi-

cations of this on LATER model slopes (σ; see 4.3 Methods), differences in how

these population responses are decoded by structures closer to the motor output

such as the superior colliculus (SC) (Munoz and Wurtz, 1995; Dorris et al., 1997;

Horwitz and Newsome, 1999; Sommer and Wurtz, 2001) or primary motor cortex

(M1) (Riehle and Requin, 1989; Crammond and Kalaska, 1996, 2000) could po-

tentially explain some of the inter-participant variability we observed in RT, percent

error and reward rate correlations.

4.5.3 Potential mechanism and underlying neural circuitry

Our findings are consistent with the hypothesis that the encoding of motion ev-

idence is degraded by RFTs; however, this was not the only possible way that

RFTs could have affected decision making. For example, changes in background

noise could have modulated the dynamics of circuitry integrating evidence (Fur-

man and Wang, 2008; Roxin and Ledberg, 2008; Standage et al., 2013, 2014b,a),

consistent with recent data (Heitz and Schall, 2012). If so, SAT would have been

observed (Standage et al., 2014b).

The finding that the impairment of performance relied partially on the response
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type implies the existence of two partially distinct perceptual decision making net-

works between behavioral effectors, as previously theorized (Dean et al., 2011;

Madlon-Kay et al., 2013). In the lateral intraparietal area (LIP) and the parietal

reach region (PRR), which lies along the medial bank of the intraparietal sul-

cus (IPS), population-level neural activity has been shown to reflect an effector-

nonspecific movement signal until a monkey makes a decision regarding which

effector to use, at which point PRR activity is associated with a reach (Cui and

Andersen, 2007; Yttri et al., 2014; Wong et al., 2016) or LIP activity is associated

with a saccade (Cui and Andersen, 2007; Wong et al., 2016). To accomplish this,

recent electrophysiological findings (Wong et al., 2016) indicate that there are en-

sembles of neurons on both the medial and lateral banks of the IPS that are active

during the decision process. Specifically, Wong et al. (2016) found an ensemble

of neurons that predict the upcoming decision, independent of effector specific re-

gion, that coherently spike prior to effector specific local ensembles in each bank

(Wong et al., 2016), consistent with previous findings (Cui and Andersen, 2007; Yt-

tri et al., 2014). These partially distinct neural ensembles could therefore give rise

to the mixture of reference frames our perceptual findings imply should be present

in the neural integration of motion evidence. Of course, this explanation does not

preclude perceptual and motor contributions from other effector nonspecific areas

such as the prefrontal cortex (Madlon-Kay et al., 2013) or from other effector spe-

cific areas whose activities are believed to implement a decision variable such as

FEF (Hanes and Schall, 1996; Gold and Shadlen, 2000, 2003; Sommer and Wurtz,

2001) or the dorsal premotor cortex (Crammond and Kalaska, 1996, 2000; Cisek
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and Kalaska, 2002, 2005), or downstream in SC (Munoz and Wurtz, 1995; Dor-

ris et al., 1997; Sommer and Wurtz, 2001; White et al., 2013) or M1 (Riehle and

Requin, 1989; Crammond and Kalaska, 1996, 2000). The precise role that RFT

stochasticity plays within such a distributed perceptual decision network, especially

with several anatomically distinct sensorimotor association areas with different in-

formation flow characteristics and latencies is unclear (Siegel et al., 2015). Further-

more, within these areas, it is also unclear how local neural population codes vary

with body and spatial geometry during visuomotor decisions. These are questions

that should be further investigated psychophysically and electrophysiologically.

Our findings have implications for studies involving the integration of evidence

for movement, whether used for perceptual decision making or motor preparation.

First, we found that RFT stochasticity affects the encoding of evidence for percep-

tual decision making, bringing to light the requirement for controlling the visuomotor

geometry during perceptual tasks. Second, the finding that this added variability

was partially effector specific could explain some variability between psychophys-

ical performance when the perceptual task is identical with the exception of the

motor response (Palmer et al., 2005).

The influence of RFT stochasticity on perceptual decision making is consistent

with previous findings in visuomotor tasks (Sober and Sabes, 2003, 2005; Schlicht

and Schrater, 2007; McGuire and Sabes, 2009; Burns and Blohm, 2010; Burns

et al., 2011), suggesting that it represents a generalized phenomenon wherever

RFTs can be found throughout the perceptual and motor systems. Whether this

phenomenon can be further extended to processes requiring a higher degree of

cognitive involvement such as strategic decision making or memory storage and
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retrieval remain open questions.
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Chapter 5

Predictive orientation remapping maintains a stable

retinal percept

5.1 Abstract

Despite catastrophic motion on the retina with every saccade, we perceive the

world as stable. But whether this stability is a result of neurons constructing a

spatial map or continually remapping a retinal representation is unclear. Previous

work has focused on the perceptual consequences of shifts in the horizontal and

vertical dimensions, but torsion is also a key component in ocular orienting that

provides a natural misalignment between spatial and retinal coordinates. Here we

took advantage of this fact to examine the perceptual consequences of oblique

eye orientation-induced retinal torsion during saccades. We found that orientation

perception was largely predicted by the retinal image throughout each trial. Sur-

prisingly however, we observed a significant presaccadic remapping of the percept

consistent with maintaining a stable (but spatially inaccurate) retinotopic percep-

tion throughout the saccade. These findings strongly suggest that our seamless
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perceptual stability relies on retinotopic signals that are remapped with each sac-

cade.

5.2 Introduction

We move our eyes all the time, and with every movement we induce massive shifts

of the retinal projection. Despite this motion, however, we can keep track of both

the locations and features (e. g., orientation) of objects in space. To achieve such

stability, the perceptual system is thought to compensate for each eye movement

using predictive remapping. Separate recordings from distinct retinotopic areas

have revealed that receptive fields (RFs) presaccadically modulate their spatial

tuning by either shifting (Zirnsak et al., 2014) or expanding (Duhamel et al., 1992;

Wang et al., 2016) towards the target. Consequently, these presaccadic RF mod-

ulations are assumed to be involved in the maintenance of perceptual stability,

though how is unclear. Two potential explanations that have garnered some recent

debate (Burr et al., 2007; Duhamel et al., 1997; Harrison and Bex, 2014; Harrison

et al., 2012; Melcher, 2005; Morris et al., 2016; Turi and Burr, 2012; Zimmermann

et al., 2011, 2013; Zirnsak and Moore, 2014) are that either these RF modulations

predictively remap a retinotopic representation purely in compensation for the up-

coming retinal motion or they are involved in constructing a stable spatial map of

the visual scene.

Previous remapping work has only considered two-dimensional (2D) motion on

the retina when in fact, shifts in the third, torsional dimension (i.e., around a rotation

axis parallel to the line of sight) is also present during almost any eye movement
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and is a key component of ocular orienting. For example, retinal torsion can be in-

duced by ocular counter-roll during head roll (Blohm and Lefèvre, 2010; Murdison

et al., 2013), by the natural tilt of Listing’s plane (Blohm et al., 2008), or by simply

manipulating the geometry of the retinal projection using oblique gaze orientations

(Blohm and Lefèvre, 2010; Tweed, 1997). Historically, differentiating between the

retinal and spatial models has been impossible without linking remapping to ex-

ogenous factors such as visual attention (Cavanagh et al., 2010; Harrison et al.,

2012; Mathôt and Theeuwes, 2010; Rolfs et al., 2011), the motion (Biber and Ilg,

2011; Turi and Burr, 2012) or tilt (Melcher, 2007; Zirnsak et al., 2011) after-effects,

or object features (Golomb et al., 2014; Harrison and Bex, 2014). Conveniently,

torsion provides a natural misalignment between retinal and spatial coordinates for

which the perceptual system must directly compensate. Here, we geometrically

induced torsional shifts by projecting a frontoparallel stimulus onto the retina dur-

ing movements to and from oblique eye orientations (oblique orientation-induced

retinal torsion, ORT). Past work has found that ORT influences orientation percep-

tion in a retinally predicted way during fixation (Haustein and Mittelstaedt, 1990;

Nakayama and Balliet, 1977), yet no study has examined how ORT affects orien-

tation perception during ongoing eye movements.

There are three possible perceptual outcomes of predictive remapping across

torsional shifts. First, there might be no predictive remapping, with orientation

perception adhering to ORT (Haustein and Mittelstaedt, 1990; Nakayama and Bal-

liet, 1977) throughout the movement (null model). Second, the perceptual system

might use an estimate of the future retino-spatial geometry to presaccadically tilt

perception towards the final ORT, ahead of the eyes (retino-spatial model). Third,
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the perceptual system might presaccadically tilt perception away from the final ori-

entation, allowing a retinotopic perception to move with the eyes (purely retinal

model). Here we provide strong evidence in support of the purely retinal model

using ORT (Blohm and Crawford, 2007; Blohm and Lefèvre, 2010; Haustein and

Mittelstaedt, 1990; Nakayama and Balliet, 1977; Murdison et al., 2015) during a

perisaccadic perceptual task.

5.3 Methods

5.3.1 Participants

Eight adults with normal or corrected to normal vision performed the experiment (3

female, age range 20-30 years). Participants were paid for their participation and

were all nave to the purpose of the experiment, and all had previous experience

with psychophysical experiments involving video eye tracking. Each participant

gave informed written consent prior to the experiment. All procedures used in this

study conformed to the Declaration of Helsinki.

5.3.2 Materials

Stimuli were computer-generated using the Psychophysics Toolbox (Brainard, 1997;

Pelli, 1997) within Matlab (The Mathworks, Inc., Natick, Massachusetts), and were

projected onto a large 120 cm (81°) x 90 cm (65.5°) flat screen by means of a

DS+6K-M Christie projector (Christie Digital, Cypress, California) at a frame rate of

120 Hz and a resolution of 1152 x 864 pixels. Participants sat in complete darkness

70 cm away from the screen, and a table-mounted chin rest supported their heads.
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The complete darkness was required to prevent subjects perceive a compression

of space, which might have confounded our data (Krekelberg et al., 2003; Lappe

et al., 2000; Morrone et al., 1997). Eye movements were recorded using an in-

frared video-based Eyelink II (SR Research, Ottawa, Ontario) that was attached to

the chin rest, providing a table-fixed head strap that kept each participant’s head in

a constant position throughout each experimental session. The screen was viewed

binocularly and eye position was sampled at 500 Hz. Prior to each block, partic-

ipants performed a 13-point calibration sequence over a maximum eccentricity of

25°. The eye to which the perceptual stimulus was fovea-locked for each block was

selected based on calibration performance. Drift correction was performed offline

every 10 trials, based on a central fixation position. To ensure precise temporal

measurement of trial start and stimulus presentation, we positioned a photosensi-

tive diode over the lower left corner of the screen, where we flashed a white patch

of pixels both at the start of each trial and at the presentation of the oriented bar

stimulus. This part of the experimental apparatus was occluded from the view of

the participant. After calibration for constant data acquisition delays, the photosen-

sitive diode’s voltage spikes provided reliable estimates of each trial’s time-course

(within a precision of approximately 2 ms).

5.3.3 Procedure

Participants performed a two-alternative, forced choice (2AFC) perceptual task in

which they made large horizontal saccades between targets 40° apart either along

a 20° vertically eccentric horizontal axis (test trials) or along the horizontal meridian

of the screen (control trials; Fig. 1). Importantly, test trials induced ORT throughout
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the eye movement. Participants began each trial by fixating the initial 0.3° diameter

dot on the left side of the screen (at -20°), and indicated with a key press that they

were prepared to start the trial. 300 ms later, a 0.3° diameter target was illuminated

40° to the right on the opposite side of the screen (at +20°). After a randomly se-

lected duration (400-600 ms), the initial target was extinguished, representing the

participant’s ”go” cue. At some point in time, either immediately before saccade

onset ( 250 ms prior), during the saccade (average saccade duration 120 ms)

or after the saccade, we presented an oriented bar stimulus in one of 7 different

orientations (from -8° to +8° rotated from vertical). For each trial, the exact time

at which we presented the stimulus was chosen randomly from one of four 200

ms-width Gaussians, linearly spaced from the average reaction time (based on a

10-trial moving window) to 100 ms after, approximating the end of the movement.

After the participant’s eyes had landed on the saccade target, they were asked to

respond with a key press representing their perception of the stimulus orientation

(counter-clockwise or clockwise perceptions). The trial ended after participants

made their selection. This paradigm allowed us to reliably compute each partici-

pant’s psychometric function with a fine time resolution throughout a saccade.

Participants also performed a fixation version of the same task in which they

fixated one of six randomly selected locations (-20°, 0° or +20° horizontal along

either the 0° or 20° screen meridian) and we flashed the identical stimulus at the

fixation location for a single frame (8.3 ms). After the stimulus flash participants

responded with a key press indicating their perception of its orientation, identically

to the first experiment.
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Participant Pitch
number offset, α0

1 0.16°
2 0.75°
3 0.58°
4 0.59°
5 0.97°
6 -0.48°
7 -2.76°
8 -0.73°

Table 5.1: Identified Listing’s plane tilt for each participant.

5.3.4 Identifying Listing’s plane for each participant

Finally, to correctly compute the retinal model predictions we measured each par-

ticipant’s individual Listing’s plane (Table 5.1) using photographs taken during fix-

ation at each of 10 orientations on the screen (rectangular grid in the upper half of

the screen along 0° and 20° meridians, with five equally-spaced orientations along

each horizontal and 20° eccentricity). From these photographs we extracted the

natural ocular torsion based on the irises compared between the central orientation

(0°, 0°) and eccentric locations, using an algorithm developed by Otero-Millan and

colleagues (Otero-Millan et al., 2015) modified for still images and implementation

in Matlab.

5.3.5 Analysis

All analyses were performed using custom Matlab code (The Mathworks, Nat-

ick, Massachusetts) and psychometric functions were fit using the Psignifit tool-

box (Fründ et al., 2011; Wichmann and Hill, 2001). Group-level statistics were

computed using paired Student t-tests, and participant-level and pooled analyses
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were performed using the bootstrapped 95% confidence intervals determined from

Monte Carlo simulations during the psychometric curve fitting.

5.4 Results

We directly investigated the functional role of ORT using a novel retinal feature

remapping paradigm in complete darkness (Fig. 5.1). Participants performed ei-

ther the test version of the task between oblique gaze locations (inducing ORT) or

the control version of the task along the horizontal screen meridian. They began

each trial by fixating a target on the left side of the screen. 300 ms later, a second

target was illuminated on the opposite (right) side of the screen. After a random-

ized fixation duration, we briefly presented an oriented bar stimulus in one of seven

different orientations rotated from vertical at the current gaze location. At the end

of the trial, participants reported their perception of the stimulus orientation relative

to gravity (clockwise, CW, or counter-clockwise, CCW). This paradigm allowed us

to reliably compute each participant’s psychometric function with a fine time reso-

lution throughout the saccade. A fixation version of the task in which we presented

the same stimulus at one of six possible fixation locations (three along each test or

control trajectory — left, center and right) allowed us to account for any perceptual

effects during stable fixation. We also measured each participant’s natural Listing’s

plane (Blohm et al., 2008) to account for any natural ocular torsion when making

predictions using our retinal model (Table 5.1).
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Figure 5.1: Paradigm and task timing. A Illustration demonstrating rotational effects induced on
retina due to oblique eye orientations while participants do task in either the test or control condition.
Note that these retinal rotations are exaggerated for illustration purposes. B Schematic showing
task timing and stimulus presentation frequency distributions. Bidirectional arrows represent 200
ms time window within which we randomly varied ”go” cue.

We examined the performance of each participant as a function of trial time

(aligned to saccade onset) revealing orientation perception throughout any given

trial, and we compared perceptions to the prediction of a retinal model. Participants

had clear perceptual differences (Fig. 5.2) between the start (light shades) and end

(dark shades) of the saccade, but these differences were most pronounced for test

trials. As the eyes moved across screen we found that the perceptual changes

were captured by the retinal model predictions during test trials (pooled regression

analysis across 4° on-screen bins, n = 12, slope = 0.87, R2 = 0.7, p < 0.01), and

matched perceptions during fixation at the extreme time points (paired t-test for

points of subjective equality, t15 = 1.52, p = 0.15, and for just-noticeable differences,

t15 = 0.47, p = 0.65), indicating that they behaved consistently during periods when

the eyes were stationary, regardless of the behavioral context (fixation vs. saccade

trials).
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Figure 5.2: Psychometric curves for four sample participants. Early (trial start until 50 ms
presaccade; light shades) and late (100 ms postsaccade until trial end; dark shades) psychometric
function fits are shown alongside the fixation experiment results for left (dotted) and right (dashed)
targets. Color-matched arrows represent retinal predictions for 50% thresholds during each time
bin.

After pooling the data across participants we were able to attain a time reso-

lution of 15 ms for which we could compute the bin-wise psychometric functions,

extracting the points of subjective equality (PSEs) to quantify the psychophysi-

cal biases and the just-noticeable differences (JNDs) to quantify the correspond-

ing precision. These time-resolved biases (PSEs with 95% confidence intervals)

are shown alongside the retinal predictions (dashed lines) for both control (green)

and test trials (blue) relative to saccade onset (Fig. 5.3A). Psychophysical biases

depended on whether participants performed control or test trials. Throughout

control trials, perceptual biases followed the retinally predicted perception, with

excursions from the retinal prediction occurring upon, but not prior to, saccade

onset. Throughout test trials however, orientation perception was biased towards
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the retinal prediction throughout the movement, with the exception of a significant

perceptual rotation immediately prior to the movement onset. Using the pooled

data, the effect began approximately 50 ms prior to the movement (grey shaded

window; inset), consistent with the timing of both attentional (Harrison et al., 2012;

Rolfs et al., 2011) and RF shifts observed in retinotopic areas (Wang et al., 2016;

Zirnsak et al., 2014). Furthermore, this deviation went in the direction opposite to

the upcoming shift in ORT in a manner consistent with maintaining the retinotopic

orientation throughout the upcoming movement, matching the purely retinal model.

Figure 5.3: Pooled and participant-level biases. A Pooled PSEs for control (green) and test trials
(blue), plotted alongside the retinal predictions (color-matched dashes) over time. Inset reveals sig-
nificant presaccadic perceptual rotation for test PSEs (asterisks). B Participant-level PSEs, binned
into early (t < −50 ms), presaccadic (−50 ms < t < 0 ms), perisaccadic (0 ms < t < 100 ms) and
post-saccadic time bins (t > 100 ms), aligned to saccade onset. PSEs during the control condition
are shown at top while PSEs during the test condition are shown at the bottom. Participant-level
significant effects are shown by color-matched bars crossing bin thresholds (vertical dotted lines),
and group-level significant effects are shown by bold black crossing lines and black asterisks. Insets
reveal direct comparisons between PSEs in presaccadic (ordinate) and early time bins (abscissa).
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Within test inset, shaded quadrant represents the retinal hypothesis for either time epoch, and ar-
rows represent direction of retino-spatial (black) or purely retinal (red) remapping. Black circles and
error bars represent across-participant means and standard deviations.

We next determined if this observed effect during test trials was simply a phe-

nomenological effect of pooling the data across participants (Fig. 5.3B). We sep-

arated each participant’s data into four separate time bins representing character-

istic time epochs during any given trial: 1. early fixation (trial start to 50 ms prior

to onset); 2. Presaccadic (50 ms prior to saccade onset); 3. Perisaccadic (sac-

cade onset to 100 ms later); and 4. Postsaccadic (100 ms post saccade onset

until trial end). Using these binned data, we observed the same presaccadic bias

shift on the group level for test trials (paired t-test, t7 = −4.33, p < 0.01), indicating

that it was not due to pooling data across participants. We varied the presaccadic

bin size as much as participants’ time resolutions allowed, and found qualitatively

identical group-level presaccadic remapping effects up to 40 ms prior to onset (not

shown here). Finally, as these bias shifts could also potentially be simply explained

by a less precise perception, we also examined the time-resolved changes in pre-

cision. We did this with JNDs in an identical way (Supplementary Fig. 5.4), and

found that they only increased perisaccadically (paired t-tests, all transsaccadic

p < 0.01), as expected from retinal blurring and/or saccadic suppression (Bremmer

et al., 2009; Burr et al., 1994), but presaccadic precision was not different from pre-

cision during fixation. Thus, presaccadic perceptual shifts could not be explained

by a decrease in perceptual precision.

We found that ORT, which is not corrected for during fixation (Haustein and

Mittelstaedt, 1990; Nakayama and Balliet, 1977), is predictively remapped across

saccades in an orientation perception task. Instead of updating the perception
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ahead of the eye movement using an estimate of the spatial geometry at the final

gaze location (retino-spatial model), the presaccadic shifts we observe instead are

compensatory for the future ORT, allowing the retinotopic orientation to be main-

tained while the eyes move (purely retinal model). This key finding is in agree-

ment with recent psychophysical work (Golomb et al., 2014; Rolfs et al., 2011) and

recordings from retinotopic areas (Duhamel et al., 1992; Wang et al., 2016; Zirn-

sak et al., 2014). These results suggest that with every eye movement the visual

perceptual system remaps a purely retinotopic orientation representation, even if

that retinotopic orientation representation is not spatially accurate.

5.5 Discussion

We examined how orientation perception is maintained across saccades using

ORT and found that retinal signals can explain orientation perception during fix-

ation (Haustein and Mittelstaedt, 1990; Nakayama and Balliet, 1977), and sac-

cades, with the exception of a compensatory presaccadic shift of perceptual bi-

ases. This predictive remapping worked to maintain a stable retinotopic represen-

tation throughout and at the end of the saccade, even though that perception was

spatially inaccurate. As such, our findings satisfy the purely retinal (and not the

retino-spatial) model of orientation perception, suggesting that the perceptual sys-

tem predictively remaps a purely retinotopic orientation representation with each

eye movement.

The predictive orientation shifts we observed are consistent with the hypothesis

that presaccadic RF shifts in retinotopic areas contribute to the stability of visual
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perception (Duhamel et al., 1992; Wang et al., 2016; Zirnsak et al., 2014). Conse-

quently, elucidating the neural substrate of these perceptual shifts could potentially

reconcile contrasting shifting (Zirnsak et al., 2014) and expansion (Duhamel et al.,

1992; Wang et al., 2016) RF models of predictive remapping. Our psychophysical

results predict that the activity of orientation-selective retinotopic neurons involved

in predictive remapping should also exhibit torsion-induced modulations. Such pre-

dictive orientation-selective modulations might, for example, be seen in extrastri-

ate visual cortex (Nakamura and Colby, 2002), lateral intraparietal area (Duhamel

et al., 1992; Wang et al., 2016) or frontal eye fields (Zirnsak et al., 2014), perhaps

from retinotopic corollary discharge signals arising in superior colliculus projected

via the mediodorsal thalamus (Sommer and Wurtz, 2004a,b, 2002; Zimmermann

and Bremmer, 2016).

The implication that the brain expends computational energy with each eye

movement to predictively remap a (spatially incorrect) retinal perception is seem-

ingly paradoxical; after all, in theory the brain has access to all the self-motion

signals required to compensate for retinal blurring and/or retino-spatial misalign-

ments. However, compensating for self-motion requires subjecting sensory sig-

nals to reference frame transformations (Blohm and Crawford, 2007; Blohm et al.,

2009; Blohm and Lefèvre, 2010; Murdison et al., 2015) to achieve spatial accuracy.

As reference frame transformations are stochastic (Alikhanian et al., 2015; Burns

et al., 2011; Burns and Blohm, 2010; McGuire and Sabes, 2009; Schlicht and

Schrater, 2007; Sober and Sabes, 2003), and the brain is aware of this added vari-

ability (Burns and Blohm, 2010; Schlicht and Schrater, 2007), retinotopic signals

might provide high acuity sensory information on which to base working memory
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(Golomb et al., 2008), perception (Burns et al., 2011; Rolfs et al., 2011) and move-

ment generation (Burns and Blohm, 2010; McGuire and Sabes, 2009; Schlicht

and Schrater, 2007; Sober and Sabes, 2003) explicitly requiring a reference frame

transformation.

The apparent dominance of retinotopic signals we observed during saccades is

consistent with a growing body of psychophysical (Golomb and Kanwisher, 2012b;

Golomb et al., 2014; Murdison et al., 2013; Rolfs et al., 2011; Zirnsak et al., 2011)

and electrophysiological (Colby et al., 1995; Duhamel et al., 1992, 1997; Wang

et al., 2016; Zirnsak et al., 2014) evidence. Indeed, participants are better at re-

calling the retinotopic locations of stimuli across saccades compared to their spatial

locations, which are degraded with each subsequent eye movement (Golomb and

Kanwisher, 2012a,b). Additionally, attention appears to be allocated in retinotopic

coordinates (Golomb et al., 2010b,a, 2008, 2014) and there is evidence that its

locus shifts to the retinotopic target of upcoming saccades (Mathôt and Theeuwes,

2010; Rolfs et al., 2011). Memorized targets for movement also appear to be

encoded retinotopically, as observed during saccades (Baker et al., 2003; Inaba

and Kawano, 2014), smooth pursuit (Murdison et al., 2013) and reaching (Batista

et al., 1999; Henriques et al., 1998; Medendorp et al., 1999). Together with this

past work, our findings indicate that reliable retinal signals are paramount to main-

taining a stable world percept during self-motion. Corollary to this claim is that the

natural statistics of the visual environment appear to play a more central role than

extraretinal signals (Blohm and Crawford, 2007; Blohm et al., 2003) in forming that

world percept on the millisecond timescale. As such, investigations into the tem-

poral stability of stimuli and retinal scene characteristics required during saccades



5.6. SUPPLEMENTARY DATA 236

for a spatially correct perception are logical extensions of this work.

For the first time, we have shown the orientation-specific perceptual conse-

quences of shifts in the torsional dimension during saccades. Together with pre-

vious work (Duhamel et al., 1992; Wang et al., 2016; Zirnsak et al., 2014; Zirnsak

and Moore, 2014), our current findings imply that the perceptual system faithfully

maintains a retinotopic representation by predictively remapping across both trans-

lational and torsional retinal shifts. In the midst of catastrophic motion on the retina

with each exploratory eye movement, it appears that this predictive remapping un-

derlies the seamless stability that is a hallmark of our perceptual experience.

5.6 Supplementary data

5.6.1 Just-noticeable difference analysis

In addition to analyses of the psychometric thresholds (PSEs), we analyzed the

just-noticeable differences for each participant, representing the precision with

which they made perceptual judgments (Supplementary Fig. 5.4). Both the

pooled (top panel) and group-level JND changes (lower two panels) revealed de-

creases in perceptual precision only upon the initiation of the saccade and an in-

crease in precision at the end of the saccade, regardless of trial condition. Interest-

ingly, several participants reported seeing a ”sheared box” shape during these par-

ticular trials, wondering why we had changed the stimulus shape. These findings

are consistent with a decrease in precision due to saccadic suppression and/or a

blurring of the retinal image, and indicate that, because there were no changes to

JND at the start of the presaccadic time bin, presaccadic bias changes could not

be attributed to a decrease in precision.
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Figure 5.4: Pooled and participant-level precision. Using identical color schemes and conven-
tions as in Fig. 5.3, we represent the pooled (left panel) and group-level (right stacked panels)
JNDs across trial time.
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Chapter 6

General Discussion

The purpose of this thesis was to determine how 3D eye and head kinematics

contribute to the transformation of retinal motion for smooth pursuit eye movements

(chapters 2 and 3) and for visual perception (chapters 4 and 5). In the following

sections, I will review the major contributions of each study and conclude with a

discussion of the open questions raised by this work.

6.1 Major contributions

Expanding upon earlier work that found the visuomotor velocity RFT for smooth

pursuit to be spatially accurate, regardless of eye and head geometry (Blohm and

Lefèvre, 2010), in chapter 2, we used an artificial neural network to investigate

the potential neural mechanism by which this 3D RFT could be performed. Pre-

vious networks explicitly modeled areas MT and/or MST and performed specific

1D and 2D aspects of the transformation (Dicke and Thier, 1999; Cameron et al.,

1998; Pack et al., 2001). Here, however, we implemented the full 3D RFT for

pursuit (Blohm and Lefèvre, 2010) using a simple rate-based, feedforward network
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which self-organized upon training with parameters generated by a physiologically-

plausible geometrical model of pursuit (Leclercq et al., 2012, 2013b).

This study had two main contributions. First, we showed that a simple feed-

forward network model can carry out the 3D, spatially correct transformation under-

lying smooth pursuit while following Listing’s law (Blohm and Lefèvre, 2010). The

network model did so using eye- and head-dependent gain modulation to weight

visual tuning, resulting in shifts of downstream visuomotor tuning, and generating a

motor plan that fits the spatial task requirements. Furthermore, the complex struc-

ture of the tuning curves in our first hidden layer units resembled that of neurons in

area MT (Richert et al., 2013). Thus, we provide a potential mechanistic explana-

tion for how this transformation could be performed by the brain, and suggest that

areas MT and MST utilize the powerful computational means of gain modulation

and tuning shifts to do so (Bremmer et al., 1997; Chukoskie and Movshon, 2009;

Fujiwara et al., 2011; Inaba et al., 2011, 2007). Second, the model simulations we

present here provide several testable predictions for the neurophysiological proper-

ties which might be present in any area involved in the 3D transformation of retinal

signals for smooth pursuit. We propose that, although only crudely approximating

in situ neural architecture, simple feedforward neural network models like ours and

similar ones previously developed (Blohm et al., 2009; Blohm, 2012) could provide

a quick, cheap and non-invasive means by which neuroelectrophysiologists could

test hypotheses about neurons thought to be involved in complex transformations.

To bypass inherent visuomotor delays, remembered signals, rather than active

visual input, will often drive movement. In this scenario, how does pursuit account

for eye and head geometry? To answer this question, we examined the signals
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comprising the velocity memory driving anticipatory smooth pursuit using a novel

updating paradigm in chapter 3. After pursuing a target repetitively for four con-

secutive trials with the head rolled to one shoulder, participants pursued the same

target on the fifth trial with the head rolled towards the opposing shoulder. Given

that anticipatory pursuit on this fifth trial did not account for ocular counter-roll, but

compensated for head roll, our results illustrate that memorized retinal signals did

drive anticipatory pursuit, but that those signals were updated across changes in

head orientation. This study’s major contribution was the novel finding that the

brain uses retinotopic signals to drive anticipatory pursuit, without a spatial RFT,

in contrast with its visually-guided counterpart (Blohm and Lefèvre, 2010). This

is in agreement with literature implicating retinal position memories that were par-

tially updated across extraretinal changes for reaching (Henriques et al., 1998b;

Medendorp et al., 1999; Fiehler et al., 2010). If velocity memories in the brain are

retinal and thus spatially inaccurate, then this study implies that any study using ve-

locity memories (e. g., motion extrapolation, anticipatory pursuit, occluded pursuit,

time-to-contact, etc.) should carefully control for head and eye orientation.

In the first two studies we investigated the RFT of retinal motion for movement,

but retinal motion signals must also undergo RFTs for spatially accurate percep-

tion. However, RFTs are stochastic — that is, they induce variability into their

output (Alikhanian et al., 2015) — and it is therefore logical to ask how they affect

visual perception. In chapter 4 we asked how forcing retinal motion to undergo

different visuomotor RFTs affected performance of a simple perceptual decision

making task. We found that decision making was impaired in both speed and ac-

curacy by changing either the retino-spatial alignment of the stimulus and/or by
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changing the response effector, suggesting an overall degradation of the visual

motion signals by RFTs. This decrease in performance was commensurate with

an increase in task difficulty. This study illustrates that, like other sensorimotor

systems (Burns and Blohm, 2010; Burns et al., 2011; Schlicht and Schrater, 2007;

Sober and Sabes, 2003; McGuire and Sabes, 2009b), perceptual decisions are

also vulnerable to stochastic RFTs, suggesting that minimizing the influence of

that stochasticity (e. g., by maintaining an upright head orientation) is optimal for

fast and accurate decision making.

Another question surrounding visual perception is how we achieve a stable

world percept, despite our nearly constant movement within it. For example, each

saccade induces massive retinal blur not only in the horizontal and vertical but also

the torsional (i. e., around the line of sight) directions for which the perceptual sys-

tem must compensate. To achieve this, the system must use an estimate of eye

motion, and, as sensory feedback is delayed, the system must do so predictively

using an efference copy of the motor command. Neuroscientists have proposed

two conflicting models for how our perceptual system maintains this stable repre-

sentation. With each saccade either (1) the perceptual system constructs a stable

spatiotopic representation of the world (Turi and Burr, 2012; Zimmermann et al.,

2013; Duhamel et al., 1997, 1992), or (2) the perceptual system continually remaps

a retinotopic representation (Rolfs et al., 2011; Mathôt and Theeuwes, 2010). We

differentiated between these models for predictive remapping in chapter 5 using a

novel paradigm in which we induced torsional shifts to the retinal projection and

examined how this retino-spatial misalignment affected orientation perception dur-

ing fixation and saccades. Consistent with past work (Haustein and Mittelstaedt,
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1990; Nakayama and Balliet, 1977), we found that orientation perception matched

the retinal projection during fixation. Surprisingly, however, we found a significant

presaccadic perceptual shift in the torsional direction compensatory for the retino-

spatial geometry at the end of the saccade, such that a purely retinal (but spatially

inaccurate) perception was maintained throughout the saccade. These findings

provide strong support of the hypothesis that the perceptual system continually

remaps a retinotopic representation across each saccade. Whether this predictive

orientation remapping represents a perceptual correlate of previous observations

of presaccadic changes in cortical retinotopic receptive fields (Wang et al., 2016;

Zirnsak et al., 2014; Duhamel et al., 1992) remains an open question.

The body of work comprising this thesis represents several major conclusions

about the function of the visuomotor and visual perceptual systems. First, we pro-

vide mechanistic insight into how the brain could carry out the visuomotor velocity

transformation for smooth pursuit eye movements (chapter 2), building upon previ-

ous behavioral (Blohm and Lefèvre, 2010; Leclercq et al., 2012, 2013a) and com-

putational work (Blohm et al., 2009) on visuomotor transformations. Second, we

illustrated how anticipatory pursuit driven by a velocity memory does not undergo

the same visuomotor velocity transformation as its visually-guided counterpart, and

is based primarily on encoded retinal signals (chapter 3). Third, on the perceptual

side, we first showed that stochastic RFTs degrade the retinal motion signals used

to make perceptual decisions, leading to decrements in decision making perfor-

mance (chapter 4). Finally, we showed that orientation perception matches the

retinal projection during saccades, and that the system even works to maintain a

stable (although spatially inaccurate) retinal representation across torsional retinal
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shifts using a predictive remapping similar to what has been observed for transla-

tional retinal shifts (chapter 5).

6.2 Open questions and perspectives

One key conclusion to be drawn from these findings is that, although the brain has

the capacity to generate spatially accurate movements (chapter 2) and percep-

tions (chapter 4) using RFTs, it does not always do so. Instead, and surprisingly,

both smooth pursuit and perceptual processes seem to rely heavily on retinotopic

signals. Thus having reliable retinal input appears to be paramount for efficiently

forming a stable, spatially correct perception of the world, even if that retinal input is

spatially inaccurate (chapters 3, 4 and 5). We will explore several of the questions

raised by this claim in the following sections.

6.2.1 On the dominance of retinal signals

We typically move accurately through the world and we perceive it as stable. How

can we reconcile this fact with our findings that spatially inaccurate retinal sig-

nals underlie both anticipatory pursuit (chapter 3) and our perception of visual

orientation (chapter 5)? This question might be answered by three main factors

that differentiate reductionist experimental approaches from naturalistic viewing.

First, the spatiotemporal stability of objects in the natural world affords the per-

ceptual system the opportunity to account for sensory feedback in the perception

that would otherwise be delayed, such as proprioception and visual reafference.

Second, compared to sparse experimental displays, the natural world provides a



6.2. OPEN QUESTIONS AND PERSPECTIVES 252

much richer visual experience, allowing the perceptual system to determine spa-

tial relationships based on the scene’s natural statistics (e. g., judging the distance

between objects based on their retinal sizes/locations). Finally, in contrast with

experimental displays that are typically frontoparallel screens (i. e., with no depth

component), the natural world has depth, which our visual system infers using

monocular retinal cues such as optical flow and binocular extraretinal cues such

as disparity or ocular vergence. Investigations into the influence of these factors on

perception in naturalistic settings could provide interesting extensions to the work

in this thesis.

Indeed, an expansive body of psychophysical (Golomb and Kanwisher, 2012b;

Golomb et al., 2014; Rolfs et al., 2011; Zirnsak et al., 2011; Henriques et al., 1998a;

Fiehler et al., 2010) and electrophysiological (Colby et al., 1995; Duhamel et al.,

1992, 1997; Wang et al., 2016; Zirnsak et al., 2014) evidence points to the impor-

tance of retinal signals for perception and action. Participants are better at recall-

ing the retinotopic locations of stimuli across saccades compared to their spatial

locations, which are degraded with each subsequent eye movement (Golomb and

Kanwisher, 2012a,b). Additionally, attention appears to be allocated in retinotopic

coordinates (Golomb et al., 2010b,a, 2008, 2014) and there is evidence that its

locus shifts to the retinotopic target of upcoming saccades (Mathôt and Theeuwes,

2010; Rolfs et al., 2011). Memorized targets for movement also appear to be en-

coded retinotopically, as observed during saccades (Baker et al., 2003; Inaba and

Kawano, 2014), smooth pursuit (chapter 3 or Murdison et al. (2013)) and reaching

(Batista et al., 1999; Henriques et al., 1998a; Medendorp et al., 1999; Fiehler et al.,

2010). Taken together, these results suggest that, despite our spatially accurate
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experience of the world, perhaps retinotopic signals are more important for our

ability to perceive and act within the world than previously thought.

6.2.2 Retinotopic versus spatiotopic mechanisms

The observations that retinotopic signals play a surprisingly large role in achieving

perceptual stability contrasts with other evidence suggesting that spatiotopic mech-

anisms are instead at play. For example, using a head-free, double-step saccadic

adaptation paradigm, Zimmermann et al. (2011) found that saccadic adaptation

occurs in spatiotopic and not retinotopic coordinates. Based on these findings one

might predict that anticipatory pursuit, a similarly adaptive eye movement, might

rely on a spatiotopic memory; however, our findings in chapter 3 directly contradict

this prediction. One reason for this contradiction might come from the fact that we

were investigating the transformation of velocity signals for pursuit and not posi-

tion signals for saccades as Zimmermann et al. (2011) were, and these pathways

are at least partially distinct for saccades and pursuit (Krauzlis, 2004, 2005). Sup-

port for this distinct pathway hypothesis comes from the observation that saccadic

adaptation tends to develop more slowly across trials than anticipatory pursuit.

Saccadic adaptation requires anywhere from 20 (Bahcall and Kowler, 1999) to 100

trials (Zimmermann et al., 2011) to reach maximum levels, while we observed an-

ticipatory pursuit that took only three trials to become robust. It could be that this

longer-term adaptive pathway results from plasticity of the forward model within

the cerebellum (Medina and Lisberger, 2008), which could be shared between

both the saccade and pursuit pathways (Krauzlis, 2004, 2005). Perhaps had we

allowed anticipatory pursuit to develop across more trials, we would have instead
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seen a spatiotopic velocity memory analogous to the saccadic adaptation observed

by Zimmermann et al. (2011), though this would be difficult to implement experi-

mentally. Another comparison that reveals differences in the updating mechanisms

for saccades and pursuit comes from Klier et al. (2005), who passively rotated par-

ticipants in the roll dimension and found that saccade trajectories were updated

accordingly using vestibular input alone. Although this near-perfect updating could

not be reproduced for rotations in the yaw dimension (Klier et al., 2006), Klier et al.

(2007) also found that remembered saccade targets were updated across series

of noncommutative rotations. Thus, based on both anatomy (Krauzlis, 2004, 2005)

and the findings of saccadic adaptation (Zimmermann et al., 2011) and updating

(Klier et al., 2005) studies, it appears likely that the transformation for remembered

motion signals and that for remembered position signals follow distinct retinotopic

and spatiotopic pathways.

Our finding that a retinotopic perception of orientation is predictively remapped

across saccades (chapter 5) is in contrast with proposed spatiotopic mechanisms

for stability Zimmermann et al. (2011). These spatiotopic mechanisms are sup-

ported by cortical recordings of spatially-invariant receptive fields (Duhamel et al.,

1992, 1997) or spatially-invariant psychophysical perceptions across saccades

(Turi and Burr, 2012; Zimmermann et al., 2013; Melcher, 2005; Melcher and Mor-

rone, 2003; Melcher, 2007; Burr et al., 2007; Harrison and Bex, 2014). Importantly,

these psychophysical studies used probe stimuli that lasted anywhere from 50 ms

to several hundred milliseconds. Contrastingly, in chapter 5 we presented the per-

ceptual stimulus for just 8 ms (a single screen frame) on each trial. Zimmermann

et al. (2013) specifically investigated the timing of perceptual spatiotopic maps and
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found that they take several hundred milliseconds to form. Interestingly, Blohm

et al. (2003) found that when participants were asked to make a saccade to the

remembered location of a target flashed during anticipatory pursuit there was a

400 ms delay in integrating the extraretinal eye movement signals into the saccade

plan. The findings of Blohm et al. (2003) indicate that, at least for saccade-pursuit

interaction, there is a delay in integrating extraretinal signals for spatially correct

movements. Additionally, an ”attentional trace” lingers after each saccade, facili-

tating perceptual discrimination at the (behaviorally irrelevant) retinotopic location

over the spatiotopic location (Golomb et al., 2010a). Thus, on the millisecond

timescale the brain might rely primarily on retinal signals until extraretinal signals

become available for a spatiotopic representation later on.

6.2.3 Effects of available extraretinal signals

If the brain can theoretically perform spatially accurate RFTs as we showed in

chapter 2, then why does it not always do so? This could be explained by the

finding that RFTs are stochastic. Using a retinotopic representation of the world

may be the visuomotor system’s method of circumventing costly stochastic RFTs

that degrade perception and action (Burns and Blohm, 2010; Burns et al., 2011;

Schlicht and Schrater, 2007; Sober and Sabes, 2003; Alikhanian et al., 2015;

McGuire and Sabes, 2009a). As we found in chapter 4, forcing retinal signals to

undergo RFTs degrades them and has consequences on subsequent perceptual

decisions.

It remains unclear how adding extra sensory evidence (e. g., auditory cues) to

this transformation would alter the influence of stochastic RFTs. For instance, in
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line with Bayesian theory for multisensory integration (Ernst and Banks, 2002; Knill

and Pouget, 2004), an extra source of sensory evidence during a perceptual task

could diminish the stochastic effect of the initial visuomotor RFT by providing more

information on which to base a posterior estimate of the motion direction. Alter-

natively, it could compound the effect by forcing the system to carry out a second

stochastic RFT on the new sensory signal, or because the added stochasticity

could cause the posterior distribution to deviate from normality (Alikhanian et al.,

2015). With this in mind, it could be interesting to test how multisensory integra-

tion of evidence, combined with stochastic RFTs, influences perceptual decision

making. An initial approach would be to predict the evolution of the posterior distri-

bution of encoded motion evidence over time, based on a noisy estimate of head

roll combined with integrated retinal motion energy at each time step (Alikhanian

et al., 2015), before extending the experiment to the multisensory domain. This

would provide a useful extension of chapter 4, and may also explain some of the

inter-participant variability we observed in the reference frames of encoded deci-

sion evidence.

6.2.4 Clinical considerations

If retinotopic signals are crucial for spatially accurate movement and perception,

an obvious question arises: what are the perceptual and motor experiences of

people who are missing cortical retinal signals, as in the case of blind individuals?

One theory that has gained traction is that the cortex is not necessarily a visual

associative structure but rather a meta-modal one (Pasqualotto and Proulx, 2012).

Studying individuals with blindness affords the opportunity to observe the role
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of vision in spatial perceptual and motor processes, and how it can be replaced or

supplemented (or not) by other sensory modalities (for a review, see Pasqualotto

and Proulx (2012)). Indeed, there seems to be a consensus that visual areas of

blind individuals are activated by stimuli from alternative modalities including audi-

tion, haptics and olfaction (Amedi et al., 2003; Burton et al., 2002; Kupers et al.,

2011; Noppeney et al., 2003; Röder et al., 2002; Sadato et al., 1996; Thaler et al.,

2011; Van Boven et al., 2000). For example, in a seminal fMRI study, Sadato et al.

(1996) found that V1 of congenitally blind individuals was activated while reading

Braille, illustrating that haptic stimuli can be processed within brain regions gen-

erally understood to process visual stimuli. Interestingly, there are neurons within

the human MT complex that are tuned to tactile motion input, suggesting that MT

might actually be a multi-purpose ”self-motion processing” structure, rather than

a strictly visual one (Van Kemenade et al., 2014; Ricciardi et al., 2007; Matteau

et al., 2010; Sani et al., 2010). Additionally, multimodal (i. e., visual, auditory and

tactile) motion representations have been observed along the intraparietal sulcus

(Bremmer et al., 2001), a structure typically attributed to the processing of visual

stimuli for motor preparation. Furthermore, these cross-modal effects appear to

be subject to plasticity. Using an electrotactile stimulator on the tongues of con-

genitally blind and sighted individuals (control group), Ptito et al. (2005) examined

correlations between changes in regional cerebral blood flow and performance of

a psychophysical discrimination task administered with the stimulator. They found

that, although both groups learned to perform the task with correlated changes to

cerebral blood flow in posterior parietal regions, only the congenitally blind group

had similarly correlated changes to cerebral blood flow in the occipital cortex with
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training (Ptito et al., 2005). From this, the authors concluded that cross-modal plas-

ticity in congenitally blind individuals recruited an occipital-parietal network that, in

sighted individuals, primarily carried visual signals (Ptito et al., 2005).

The literature on how blind individuals achieve perceptual stability is fragmented

at best. To my knowledge, there are currently no studies addressing remapping

across non-visual modalities in blind humans (or blind monkeys), although there

are some studies of how these blind human participants memorize spatial maps

compared to sighted control participants. These studies each found that the devel-

opment of spatial maps in blind individuals typically followed a serial pattern based

on the relative positions of landmarks in the environment (Vecchi et al., 2004; No-

ordzij et al., 2006; Bigelow, 1996). Sighted controls, on the other hand, formed a

complete spatial map that kept all landmarks in memory simultaneously (Vecchi

et al., 2004; Noordzij et al., 2006; Bigelow, 1996). This is likely due to the nature

of non-visual sensory organs, which are not as specialized for stimuli presented

in parallel as the retina. There is also evidence that the spatial abilities of blind

individuals depends on the neurodevelopmental stage at which blindness was ac-

quired (Fiehler et al., 2009b; Fiehler and Rösler, 2010). Fiehler et al. (2009b)

and Fiehler and Rösler (2010) found that individuals with earlier-onset blindness

were able to achieve better proprioceptive spatial discrimination acuity compared

to later-acquired blindness individuals and sighted controls. Additionally, in an

fMRI study Fiehler et al. (2009a) used a kinesthetically-guided tracing task and

found that extrastriate and auditory cortices of the dorsal pathway in congenitally

blind participants had higher blood oxygen level-dependent activations than those

in sighted controls. Thus, there is strong evidence that the development (Fiehler
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et al., 2009a) and plasticity (Ptito et al., 2005) of a meta-modal dorsal pathway

could, at least partially, underlie the spatial perceptual and motor abilities of blind

individuals. Further investigations into how perceptual stability is achieved across

non-visual motion in blind individuals could represent a useful addition to the lit-

erature that could help differentiate between the importance of retinotopic signals

versus meta-modal signals for perception.

6.2.5 Accounting for motion in depth

The studies comprising this thesis investigated how the brain accounts for visual

motion only in a 2D frontoparallel plane; of course, our visuomotor and visual per-

ceptual systems have evolved to seamlessly integrate depth cues as well. To

perceive depth, it has been suggested that the brain forms a retinocentric rep-

resentation of 3D space (that is, a representation of space anchored by the 3D

position of the fovea) (Blohm and Crawford, 2007; Blohm et al., 2008; Leclercq

et al., 2012, 2013a). Because binocular retinal disparity for an identical cyclopean

gaze-centered stimulus varies with eye orientation (vergence and version, specifi-

cally) (Blohm et al., 2008), to form this 3D representation the brain must account for

the current 3D eye orientation. In fact, using an experimentally-validated binocular

3D model of the retina-eye-head geometry, Blohm et al. (2008) found that reaches

in depth indeed account for the full eye-head geometry, essentially meaning that

the brain carries out a visuomotor position transformation for the depth dimension.

However, it remains unclear how this transformation for velocity would differ if the

eyes or the target are in motion.

To address this question, we designed an experiment (which is not included in
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this thesis) in which we asked participants to reconstruct spatial motion of a point-

like stimulus in the depth plane without any other visual cues. Participants began

each trial by fixating one of nine point-like stimuli (chosen from three vergence an-

gles and three horizontal version angles). We then illuminated a second point-like

target that moved along a particular trajectory in the horizontal depth plane, either

around the fixation point (foveal condition) or around a spatially-fixed central point

(peripheral condition). After target motion, participants reproduced the perceived

motion using a touchscreen. We compared these touchscreen trajectories with

both the real spatial motion and the motion as predicted by a binocular version of

the model developed previously (Blohm and Crawford, 2007; Blohm et al., 2008;

Leclercq et al., 2012, 2013a). After preliminary analysis of the foveal condition, we

found that reconstructed trajectories did not match the spatial nor retinal predic-

tions, and instead represented a partial transformation of retinal motion into spatial

coordinates. Fitting this partial model to the observed trajectories during the foveal

condition, we found that participants accounted for approximately two-thirds of hor-

izontal version. They also used a reference vergence angle which corresponded to

a distance within the reachable workspace. Thus, these mis-estimations of 3D eye

orientation led to an incomplete transformation of retinal motion to a spatial refer-

ence frame. However, retinal disparities near the fovea are smaller in magnitude

than those in the periphery (Blohm et al., 2008). Consequently, when interpreting

foveal motion the brain might rely more on allocentric cues in the visual scene than

on extraretinal signals. Conversely, it might rely more on extraretinal signals when

interpreting peripheral motion. As an ongoing study, the next step is to model

the extent to which extraretinal signals are used in the peripheral case. Though
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the final results are not yet known, this study complements the work in this thesis

by extending our investigations of the visuomotor velocity transformation into the

depth dimension.

6.3 Conclusions

Every day we move with ease through what we perceive to be a stable, 3D world.

This stability is constantly being challenged by movements of the eyes and head,

inducing retinal blur and retino-spatial misalignments for which the brain must com-

pensate. In this thesis we investigated how the brain achieves this compensa-

tion using both psychophysical and computational approaches, illustrated primarily

through saccadic and smooth pursuit eye movements. We demonstrated that, al-

though the visual system can fully account for the 3D geometry of the eyes and

head, this is not always the case. Instead, we found that the brain relies heavily on

(spatially inaccurate) retinotopic representations, raising new questions about how

the brain processes retinal and extraretinal signals for movement and perception,

especially when those signals are maladaptive. Together these studies represent

a significant advance in our understanding of how the brain creates our seamless

visual experience.
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Leclercq, G., Lefèvre, P., and Blohm, G. (2013b). 3D kinematics using dual

quaternions: theory and applications in neuroscience. Front. Behav. Neurosci.,

7(February):7.

Mathôt, S. and Theeuwes, J. (2010). Evidence for the predictive remapping of

visual attention. Exp. Brain Res., 200(1):117–122.

Matteau, I., Kupers, R., Ricciardi, E., Pietrini, P., and Ptito, M. (2010). Beyond

visual, aural and haptic movement perception: hMT+ is activated by electrotactile

motion stimulation of the tongue in sighted and in congenitally blind individuals.

Brain Res. Bull., 82(5-6):264–270.

McGuire, L. and Sabes, P. (2009a). Sensory transformations and the use of multi-

ple reference frames for reach planning. Nat. Neurosci., 12(8):1056–1061.

McGuire, L. M. M. and Sabes, P. N. (2009b). Sensory transformations and the use

of multiple reference frames for reach planning. Nat. Neurosci., 12(8):1056–61.



6.4. REFERENCES 269

Medendorp, W. P., Van Asselt, S., and Gielen, C. C. A. M. (1999). Pointing to re-

membered visual targets after active one-step self-displacements within reach-

ing space. Exp. Brain Res., 125(1):50–60.

Medina, J. F. and Lisberger, S. G. (2008). Links from complex spikes to local

plasticity and motor learning in the cerebellum of awake-behaving monkeys. Nat.

Neurosci., 11(10):1185–92.

Melcher, D. (2005). Spatiotopic transfer of visual-form adaptation across saccadic

eye movements. Curr. Biol., 15(19):1745–1748.

Melcher, D. (2007). Predictive remapping of visual features precedes saccadic eye

movements. Nat. Neurosci., 10(7):903–907.

Melcher, D. and Morrone, M. C. (2003). Spatiotopic temporal integration of visual

motion across saccadic eye movements. Nat Neurosci, 6(8):877–81.
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