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Abstract

Chip temperature is increasing with continued technology scaling due to increased

power density and decreased device feature sizes. Since temperature has significant

impact on performance and reliability, accurate thermal and circuit analysis are of

great importance. Due to the shrinking device feature size, effects occurring at the

nanometre scale, such as ballistic transport of energy carriers and electron tunneling,

have become increasingly important and must be considered. However, many existing

thermal and circuit analysis methods are not able to consider these effects efficiently, if

at all. This thesis presents methods for accurate and efficient multi-scale thermal and

circuit analysis. For circuit analysis, the simulation of single-electron device circuits

is specifically studied.

To target thermal analysis, in this work, ThermalScope, a multi-scale thermal

analysis method for nanometre-scale IC design is developed. It unifies microscopic and

macroscopic thermal physics modeling methods, i.e., the Boltzmann transport and

Fourier modeling methods. Moreover, it supports adaptive multi-resolution modeling.

Together, these ideas enable efficient and accurate characterization of nanometre-scale

heat transport as well as chip–package level heat flow. ThermalScope is designed

for full-chip thermal analysis of billion-transistor nanometre-scale IC designs, with

accuracy at the scale of individual devices. ThermalScope has been implemented in
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software and used for full-chip thermal analysis and temperature-dependent leakage

analysis of an IC design with more than 150 million transistors.

To target circuit analysis, in this work, SEMSIM, a multi-scale single-electron

device simulator is developed with an adaptive simulation technique based on the

Monte Carlo method. This technique significantly improves the time efficiency while

maintaining accuracy for single-electron device and circuit simulation. It is shown

that it is possible to reduce simulation time up to nearly 40 times and maintain

an average propagation delay error of under 5% compared to a non-adaptive Monte

Carlo method. This simulator has been used to handle large circuit benchmarks

with more than 6000 junctions, showing efficiency comparable to SPICE, with much

better accuracy. In addition, the simulator can characterize important secondary

effects including cotunneling and Cooper pair tunneling, which are critical for device

research.
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Chapter 1

Introduction

I Technology Scaling Trends

The performance and functionality of integrated circuits has increased due to

miniaturization of circuit elements, called technology scaling. The scaling of transis-

tors allows faster switch times due to shorter channel lengths and additional capacity

due to increased device density [1]. The increased power consumption and resulting

thermal issues have become increasingly important due to this technology scaling,

making focus on them an essential component of system design. Through technology

scaling, the increased power density along with the reduced feature sizes of on–chip

devices lead to increases in chip temperature. This rise in temperature can have

devastating consequences on circuit performance and reliability.

As technology scaling continues, the transistor density and operating frequency

increase, which in turn increases the dynamic power consumption. Figure 1.1 shows

the technology scaling trends of on–chip transistors and chip size scale, indicating

that the number of transistors and chip size increase with scaling [2].

In addition to an increase in dynamic power consumption, the leakage power

1
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Figure 1.1: Trend of CMOS logic chips progress, specifically the chip size and number of
transistors [2].
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Figure 1.2: Chip leakage and dynamic (active) power and power density trends [3].

increases exponentially with technology scaling due to the reduction of the threshold

voltage of transistors (VTH) with size (a transistor’s subthreshold leakage has an

inverse exponential dependency on the threshold voltage). The scaling trends of

leakage and dynamic (active) power, and power density are shown in Figure 1.2 [3].

As the power and power density scale, so too does the temperature. Semenov et

al. [2] have investigated the effect of scaling on chip temperature with simulations

of inverters constructed using various technologies. The effect of technology scaling

on device temperature can be examined using the transistor thermal resistance. The
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Figure 1.3: Inverter power dissipation and transistor thermal resistance versus CMOS
technology scaling [2].

increase in temperature of a device for a power consumption, P , can be estimated

by ∆T = RthP , where Rth is the transistor thermal resistance. From this relation

it is understood that a higher transistor thermal resistance would lead to a higher

device temperature. The scaling trends of power consumption and transistor ther-

mal resistance are shown in Figure 1.3 [2]. The inverter’s power consumption can be

seen to decrease with technology while its thermal resistance increases. The normal-

ized average temperature change per transistor with technology scaling is shown in

Figure 1.4 [2]. The increase in temperature from 0.35 to 0.18µm technology can be

attributed to the increase in thermal resistance. The decrease in temperature when

scaling from 0.18 to 0.13µm technology can be attributed to the significant decrease

in power supply voltage [2].

Using information on the transistor density and the temperature increase per tran-

sistor, the temperature increase of a CMOS (complementary metal-oxide-semiconductor)

chip can be estimated, as shown in Figure 1.5 [2]. The trend confirms the aforemen-

tioned statement that the chip temperature increases due to increased power density

and reduced device feature sizes.
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Figure 1.4: Impact of technology scaling on junction temperature change in MOSFET [2].
The temperature has been normalized with reference to 0.35µm CMOS technology.

These trends indicate that the chip power consumption and temperature are in-

creasing with technology scaling. This is problematic due to the significant impact

temperature has on integrated circuit (IC) behaviour. Process scaling and increas-

ing device density increase IC power density and thermal effects, and can lead to

on–chip hot spots in areas with significant heat generation [4]. Increased IC tempera-

ture affects circuit performance (via reduced transistor carrier mobility [5], decreased

threshold voltage, and increased interconnect resistance), reliability (via electromigra-

tion [6], dielectric breakdown, and negative body biasing), power consumption (via

increased sub-threshold current [7]), and cooling cost. Specifically, as the tempera-

ture increases, the mobility and sub-threshold slope of the on–chip devices decrease.

This causes the delay to increase while the on-current deceases [8]. The mean time to

failure (MTF), a common metric for reliability, decreases exponentially with temper-

ature, thus the temperature has a significant impact on the reliability of the system.
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Figure 1.5: Impact of technology scaling on normalized junction temperature increase of
CMOS chip [2]. The temperature has been normalized with reference to 0.35µm CMOS
technology.

II Novel Technologies

As previously mentioned, reducing system power consumption is a critical as-

pect of system design, since it impacts system lifetime and affects reliability and

performance through its impact on temperature. To solve power consumption issues,

technologies that require less energy per operation are sought after. In addition, these

technologies should allow increases in device density and performance to further im-

prove design functionality and speed. The major incentives for moving from vacuum

tubes to semiconductors and later moving from bipolar junction transistors to CMOS

were to address the power consumption and thermal issues [9]. As technology scaling

continues with CMOS as the current technology, fabrication, power consumption, and

thermal limits will be reached [9]. To solve this problem it may be necessary to once

again move to an alternative technology.

There has been extensive research in the area of alternative technologies. This re-

search has lead to proposed solutions that have the potential to address the challenges

that CMOS technology faces. These alternative technologies include carbon nanotube
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transistors [10], nanowires [11], graphene based field-effect transistors [12, 13], and

single-electron transistors (SETs) [14]. Among these (and all other known computa-

tion technology), the device with the lowest projected switching energy (1× 10−18J),

is the single-electron transistor (SET) [15].

SETs were invented in the 1980s [16,17] and single-electron devices in general have

received much attention in the last two decades. The operation of single-electron de-

vices is based on the electron tunneling effect, an intrinsically quantum phenomenon.

A single-electron device is comprised of small conducting “islands”, which are sepa-

rated by insulating (or semi-insulating) barriers. If the capacitive charging energy of

the islands is sufficiently large, electrons travel through the barriers one electron at a

time, hence the name single-electron device.

The most popular single-electron device is the single-electron transistor (SET)

(shown in Figure 1.6), which consists of metallic or semiconducting terminals that act

as the source, drain, and gate [14, 18, 19, 20, 21]. At low bias voltages and especially

at low temperatures, this device can enter a Coulomb blockade region where the

electrons do not have sufficient energy to tunnel onto the island. This is shown

in Figure 1.7, where the tunneling of electrons between the island and either the

source or drain is suppressed, in effect turning the SET off. Some metallic SETs

can become superconducting at sufficiently low temperatures (SSETs), where they

exhibit interesting and useful effects (such as Josephson quasi-particle peaks) that are

currently being investigated for quantum computation and highly-sensitive amplifiers.

Single-electron devices are useful in many applications. At the single device level,

single-electron devices are attractive because of their sensitivity and unique current-

voltage characteristics in both the superconducting and non-superconducting regimes.
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Figure 1.6: Scanning electron microscope (SEM) image of an Al-AlOx-Al single-electron
transistor fabricated by a double angled evaporation procedure [21]. The source and drain
leads are the bright vertical structures, while the device island is the bright horizontal
structure (∼ 1µm in length). The gate terminal is not shown, however it is approximately
1.5µm away from the island. The widths of the device features are shown with the use of
crosshairs and the circles indicate the location of the tunnel junctions (which are approxi-
mately 53×120nm). The metallic features (device leads and island) are made of aluminium,
while the tunnel junctions are made of aluminium oxide. The superconducting device char-
acteristics of such a device can be measured at a (sample) temperature of around 600mk
using a custom helium-3 refrigeration system [21].
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Figure 1.7: Experimental results of the current-voltage characteristics for a non-
superconducting single-electron transistor (for gate voltages of 5 and 15mV) [22]. The
device characteristics were measured at a temperature of 120mK. From the current-voltage
characteristics, a region of suppressed current (the Coulomb blockade region) can be seen in
this particular device for bias voltages in the range of −0.25 to 0.25mV and a gate voltage
of 15mV. The inset is an image of the device structure of a single-electron transistor similar
to the sample measured. The arrows indicate the locations of the tunnel junctions. The
device island consists of Ti, while the tunnel junctions and electrodes consist of TiO2 and
Cu, respectively. From the measured device characteristics, the total island capacitance
was estimated to be 0.53fF, while the resistances of the tunnel junctions were estimated to
be 31MΩ and 115MΩ (giving an asymmetric device) [22].
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Many experiments and theoretical studies have examined and taken advantage of the

unique properties of SETs and SSETs. Applications include the readout of quan-

tum computers [23], measurement of nanometre-scale motion [24], Coulomb blockade

thermometers [25], low-noise photodetectors [26], and cooling of nanomechanical res-

onators [27].

On a large scale (i.e., circuit design level), SETs have extremely low power dissipa-

tion. As previously stated, the International Technology Roadmap for Semiconduc-

tors projects that SETs have the potential to achieve the lowest energy per switching

event of any known computation technology (1×10−18 J) [15]. Therefore, using SETs

can potentially solve the circuit power consumption problem, a major challenge for

mainstream CMOS technology. In addition, SETs are anticipated to be functional

even when fabricated with close to atomic-scale features, enabling further technology

scaling and system integration. Various SET-based circuits have been proposed, such

as logic [28,29,30,31,32,33,34,35,36,37] and memory designs [38,39,18,40,41]. They

demonstrate orders of magnitude improvement in power consumption and energy

efficiency compared to CMOS.

Device fabrication challenges pose serious challenges that may prevent or delay the

use of SETs in large scale, high-density circuits. For example, metallic SETs require

feature sizes of several nanometres (∼1–10nm) for room temperature operation. Al-

though fabrication of devices with feature sizes of this magnitude can be considerably

challenging using top-down lithographic techniques, many unconventional methods

have been investigated with some success. Scanning-probe microscopes have been in-

vestigated for the fabrication of SETs that operate at room temperature using a nano-

oxidation process [42]. Bottom-up fabrication techniques have also been explored for
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SET fabrication. Structures such as molecular quantum dots [43], carbon nanotubes

and nanowires [44] can be used as SETs and can be fabricated using bottom-up

fabrication techniques. The benefit of using these structures as SETs is that they

show promise for room-temperature SET operation and they can be fabricated using

bottom-up fabrication techniques. In addition to the structures mentioned, graphene

has recently shown potential as a SET [45,46]. Although room temperature operation

of SETs is beneficial, it may not be a limiting factor due to the availability of cooling

systems that do not require liquid helium or nitrogen [47].

In addition to fabrication challenges, another challenge that single-electron device

circuits face is the existence of random background charges. Random background

charges can act as uncontrolled gate terminals, turning the single-electron device from

an on state to an off state, or vise versa. Single-electron devices are thus susceptible

to failure due to random background charges. These charges can appear in the form

of charged impurities near the device, charged traps at material and grain boundaries,

ionizing radiation, and charges on surrounding conductors [18]. Random background

charges can travel and vary with time, making handling them even more difficult.

Solutions to the random background charge problem have been proposed at the

material, device, circuit, and system levels. At the material level, increasing the purity

of fabrication systems would reduce the majority of the random background charges,

however the fabrication cost would also increase. At the device level, devices which

operate using Coulomb oscillations (e.g., a SET which has current oscillations due

to its periodic I − Vg relationship) can be used for background-charge-independent

memory. Since only the phase, and not amplitude, of these oscillations are affected by

background charges, the state of the devices can be determined by the amplitude of
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the current oscillations. The devices are in an on state if there are current oscillations,

and are in an off state when the current oscillations are suppressed. At the circuit and

system level, potential solutions include redundancy and the use of neural networks

[18].

III Multi-scale Thermal and Circuit Analysis

To fully evaluate the thermal and power consumption impact on system perfor-

mance and reliability of a novel or current technology, multi-scale solutions are re-

quired. These multi-scale solutions should allow designers to investigate the impact of

power consumption at all levels, from the device level to the system level. Multi-scale

solutions also provide designers with methods to examine and accurately evaluate the

effects of applied optimization techniques at every level, from device level strategies,

to circuit and architecture level solutions, to chip–package and cooling solutions. To

be practical, these multi-scale solutions require efficiency while maintaining sufficient

accuracy throughout all levels.

As CMOS technology scaling continues and novel devices are being proposed,

nanometre-scale effects become significant, which were previously negligible. These

effects include electron tunneling, charge quantization, and ballistic travel of energy

carriers. Nanometre-scale effects can alter the behaviour of device operation and

temperatures of the on-chip devices. Unfortunately, widely used modeling methods

are either classical in nature or make assumptions such that they cannot capture

these nanometre-scale effects [48,49,18]. This suggests that novel modeling methods

are required not only for circuit simulation but also for thermal analysis.
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Numerous modeling methods have been proposed to model nanometre-scale ef-

fects, such as Monte Carlo based methods [50,29] and molecular dynamics [51], how-

ever these methods are inefficient and not suitable for large scale use (e.g., simulating

the thermal profile of an entire integrated circuit at the device level). The efficiency

problem must be addressed to allow for multi-scale analysis, however it is important

that accuracy be maintained.

III-A Thermal Analysis

From the aforementioned dependencies of performance and reliability on tem-

perature, it is clear that IC thermal analysis is critical because it provides valuable

guidance for IC design-time and run-time thermal optimization.

IC thermal analysis comprises techniques that characterize the thermal profile of

an IC chip and its cooling package. There are two classifications of thermal analysis.

These include steady-state thermal analysis and dynamic thermal analysis. Steady-

state thermal analysis is used to obtain a system’s thermal profile when there is no

further variation of heat flow with time. Dynamic thermal analysis is used to obtain

a system’s thermal profile as it varies with time. These types of analyses require the

system to be described by power and conductivity profiles, and in the case of dynamic

analysis, initial temperature and heat capacity profiles are also required.

Thermal analysis can be used in conjunction with other analysis methods such as

power analysis for accurate leakage power analysis. Due to the strong relationship

between temperature and both performance and reliability, these types of analyses

must be executed simultaneously or iteratively during design stages to accurately

estimate the design metric of interest.

CMOS technology is fast approaching the nanometre-scale regime. 45 nm CMOS
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fabrication technology is entering mainstream use. In the coming five years and

beyond, ultra-thin body device structures, such as fin-based multi-gate field-effect

transistors (FinFETs) and silicon-on-insulator (SOI) metal-oxide-semiconductor field-

effect transistors (MOSFETs), will be used for mainstream ICs. As device feature

size approaches the nanometre scale, quantum thermal effects will become promi-

nent [48]. When the mean free path of phonons (lattice vibrations) is comparable

to the device feature scale, ballistic phonon transport serves as the main mechanism

of heat transfer. Heat transport within nanometre-scale devices is strongly affected

by interface scattering and reflection effects. IC thermal analysis thus requires accu-

rate modeling of heat transport across multiple scales, from nanometre-scale on-chip

devices through millimetre-scale silicon chip and centimetre-scale cooling package to

the ambient environment.

Conventional chip–package thermal analysis techniques have been so slow that

evaluating numerous design alternatives was prohibitively expensive during IC de-

sign [52,53,54]. As a result, most thermal optimization was done after packaging and

cooling solution design, and by that time the design is already tightly constrained.

Recently, a number of researchers have developed fast thermal analysis techniques for

use during the integrated circuit (IC) design process [55, 56, 57, 58, 59, 60, 61, 62, 63].

Using these methods, heat transfer through chip and cooling package is modeled us-

ing the classical Fourier transport model. IC chip and cooling packages are virtually

partitioned into discrete three-dimensional thermal elements. Compact heat transfer

equations are then derived and solved using numerical methods to characterize the

thermal profile of IC chip and cooling package. Although some of these techniques

are fast enough for use during IC design and within run-time thermal management
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techniques, they are all based on the Fourier heat flow model, which cannot cap-

ture phonon quantum thermal effects and gives inaccurate temperature prediction

when used at length scales on the order of phonon mean free path (200-300nm in

silicon [64, 48]) [65]. These observations are supported by the simulation results pre-

sented in Chapter 4.

As device feature sizes have already reached length scales on the order of the

phonon mean free path, the need for alternative modeling methods is clear. Tech-

niques with different fidelities and efficiencies have been developed to model nanometre-

scale device-level phonon heat transport, including molecular dynamics methods,

Boltzmann transport equation (BTE), and ballistic-diffusion model. Computational

complexity has been the primary challenge to considering nanometre-scale heat trans-

fer for large-scale IC chip–package thermal analysis. Molecular dynamics methods

model heat transfer by directly simulating inter-atomic interactions [51]. Approaches

using this method are accurate. However, they are known to be extremely compu-

tationally expensive. BTE and its variants model heat transfer by simulating the

transport of phonons [49], which can accurately approximate ballistic phonon trans-

port. BTE methods are much more efficient than molecular dynamics. However,

they still have high computational complexity, and their usage has been restricted to

device-level analysis. The ballistic-diffusion based thermal analysis method is an ap-

proximation of the Boltzmann transport method [66]. Although the ballistic-diffusion

model is the most efficient of these, it is still much more computationally-demanding

than the Fourier model. In addition, results from the ballistic-diffusion model tend

to have low fidelity [66]. In summary, there is a gap between the efficiency and accu-

racy of nanoscale and chip-package thermal analysis techniques that must be closed if
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high-quality, temperature-aware design techniques and run-time thermal management

algorithms are to be developed for ICs composed of nanometre-scale devices.

III-B Circuit Analysis

A similar gap between efficiency and accuracy exists in multi-scale circuit analysis

for novel device technologies. Single-electron device modeling and analysis forms the

basis of research on device and circuit design. In order to accurately characterize

the behaviour of single-electron devices and circuits, detailed models and simulation

methods are required. There are several major challenges in single-electron device and

circuit modeling. First, single-electron devices are inherently non-local, meaning that

device behaviour can be affected by its electromagnetic environment and surrounding

devices need to be considered during simulation. In contrast to conventional CMOS,

the operation of single-electron devices depends on discrete electron charges. This

discreteness must be explicitly considered in the model. Moreover, single-electron

devices exhibit a variety of secondary effects, such as cotunneling and Cooper pair

tunneling. In small scale applications, where most research on single-electron devices

takes place, these secondary effects can become significant. Considering these sec-

ondary effects can result in prohibitively long simulation times. This makes accurate

simulation intractable, especially for large circuits.

Three methods of simulating single-electron devices have been used in the recent

past, each with their own set of advantages and limitations. They include SPICE

simulation using integrated analytic models [67], the master equation (ME) method

[18], and the Monte Carlo (MC) method [18]. Although SPICE-based methods are

efficient, they lack the ability to model the discrete stochastic charge transport and

device coupling, required for accurate circuit analysis [18]. The ME and MC methods
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are the more accurate methods, as they are able to handle device coupling and the

discrete transport of electrons. However, these methods are plagued by inefficiency,

limiting their use to small scale circuits (e.g., MOSES, a simulator based on the MC

method, can handle up to a limit of 50 junctions, i.e., 25 SETs [68]).

The current use of single-electron devices covers several application domains, span-

ning from device research to integrated circuits [69]. Different applications require

distinct tradeoff between modeling accuracy and efficiency. Large-scale circuits re-

quire accurate and efficient characterization of macroscopic design metrics, such as

circuit propagation delay. This differs from the device-level application where it is

necessary to model secondary effects. Simulating these effects is too time consuming

for use on large-scale circuits. To be able to simulate circuits for the different applica-

tion domains, a multi-scale solution is required, which can not only provide accuracy

at the device level, but can also efficiently provide accuracy for large scale circuits.

Currently, the three modeling methods available target a specific application domain,

leaving a gap between efficiency and accuracy. This gap must be closed if multi-scale

circuit analysis is to be possible for future technology based designs.

IV Contributions

There are two major problems addressed in this thesis, namely full–chip ther-

mal analysis, and multi-scale circuit simulation for novel devices, specifically single-

electron devices. Techniques are developed to increase the efficiency of modeling

methods to allow for multi-scale analysis in a reasonable time. In addition, these

techniques consider nanoscale effects, not captured by current large scale simulation

methods, allowing accuracy while maintaining sufficient efficiency for system-level

analysis.
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One of the goals of this thesis is to close the gap between the efficiency and

accuracy of nanoscale and chip-package thermal analysis techniques that currently

exists. A multi-scale solution is developed, named ThermalScope, for unified device–

chip–package thermal analysis targeting billion-transistor nanometre-scale ICs. Ther-

malScope is a multi-scale solution that integrates microscopic and macroscopic ther-

mal physics modeling methods, enabling characterization of nanometre-scale heat

transport as well as chip–package level heat flow, detailed and compact numerical

analysis techniques, allowing the use of computationally-intensive non-classical device-

level modeling within full-chip thermal characterization, and multi-resolution adaptive

modeling granularities, permitting modeling thermal effects on length scales ranging

from nanometre-scale devices to centimetre-scale packaging and cooling structures.

The developed solution overcomes the limitations of existing chip–package level and

device-level thermal analysis methods. It provides a unified modeling infrastructure

for IC heat flow analysis from nanometre-scale devices to billion-device IC chips.

ThermalScope has been implemented in software and used for full-chip thermal anal-

ysis and temperature-dependent leakage analysis of an IC design with more than 150

million transistors.

As previously mentioned, a gap similar to that of thermal analysis also exists

between the efficiency and accuracy of nanoscale device-level and circuit-level simu-

lation. If scaling trends continue, or if novel devices are to take the place of or be

applied in conjunction with CMOS, multi-scale solutions are necessary for accurate

circuit evaluation and for effective optimization techniques. These solutions must

capture the behaviour of devices, which includes considering nanometre-scale effects.

In this work, an adaptive method suitable for both device-level and large-scale circuit
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simulation is developed. The developed adaptive method has been implemented into

a software package named SEMSIM. To guarantee the simulator’s accuracy, a Monte

Carlo method was chosen as the basis of the simulator and secondary effects are

modeled, including cotunneling and Cooper pair tunneling. The main challenge for

developing a multi-level simulator using the Monte Carlo method is prohibitively-long

simulation times. In this work, an adaptive algorithm is developed, which reduces

simulation time significantly by reducing the number of calculations carried out after

each tunneling event. Using this method, only the dynamic information, which has

changed significantly, is updated after each event. This makes the investigation of

circuit level computationally tractable, in contrast with conventional Monte Carlo

single-electron device simulators.

The contributions of this research are summarized as follows.

� Multi-scale modeling method for full–chip (chip–package level to device level)

thermal analysis.

� The development of a unified Fourier and BTE adaptive analysis technique to

efficiently and accurately handle device-level thermal analysis. This technique

allows efficient modeling of devices while considering nanoscale thermal effects.

� The development of multi-scale thermal analysis techniques for accurate and

efficient thermal analysis from chip–package level to inter-device level. These

techniques include hierarchical multi-scale partitioning, clustering, and thermal

gradient based spatial resolution adaptation.

� Multi-scale modeling method for single-electron device simulation.
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� The development of an accurate, adaptive single-electron device simulator ca-

pable of handling both large-scale circuit and device-level designs.

� An adaptive algorithm that improves the simulation time efficiency over an

order of magnitude compared to a conventional Monte Carlo method. For large

circuit benchmarks (more than 6000 junctions), the developed method shows

comparable efficiency as SPICE with much better accuracy, thus suitable for

large-scale circuit design.

� The developed technique accurately models single-electron devices in super-

conducting and non-superconducting states using second-order effects such as

cotunneling and Cooper pair tunneling, thus suitable for device research.

V Structure of the Thesis

Chapter 2 describes the recent work in the area of thermal and circuit analysis.

The thesis is then divided into two parts. Part I focuses on thermal analysis from

chip–package level to device level, while Part II focuses on multi-scale simulation of

single-electron devices and circuits.

In Part I, the multi-scale thermal analysis techniques used in ThermalScope, the

developed multi-scale thermal analysis solution, are described in Chapter 3 and are

evaluated in Chapter 4.

In Part II, background information on the effects present in single-electron devices

is given in Chapter 5. The modeling methods and adaptive simulation technique used

in SEMSIM, the developed multi-scale circuit analysis solution for single-electron de-

vices, are described in Chapter 6. The developed techniques are evaluated in Chap-

ter 7.
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Chapter 8 summarizes the work presented and provides future research directions.



Chapter 2

Literature Review

There are two areas which are vital to the analysis of power consumption and its

impact, these are thermal analysis and circuit analysis. Thermal analysis provides

the thermal profile based on the IC and chip–package configuration, and power profile.

Circuit analysis provides information on performance and power consumption of on-

chip devices. Both of these analysis types are addressed in this work.

First, an overview of the IC thermal analysis will be given, followed by a discus-

sion of the challenges and related work for accurate thermal analysis of nanometre-

scale ICs (ICs with nanometre-scale transistors). Next, related work in the area of

single-electron device modeling and simulation are presented. The limitations and

advantages of existing work are also examined.

I Thermal Analysis

IC thermal analysis is the process of characterizing the three-dimensional tem-

perature profile of an IC chip and cooling package. IC thermal profile is a complex

function of its design, fabrication technology, cooling package configuration, power

consumption, and ambient environment. The thermal profile of a nanometre-scale IC

21
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depends on power consumption variation at multiple scales: the chip average temper-

ature is determined by IC average power density and cooling efficiency. Hotspots in

the active layer are often caused by high power density functional units, e.g., a floating

point unit. Inside a transistor, a hotspot often occurs near the drain terminal region,

mainly due to the accumulation of slow-moving (optical) phonons (which are quanta

of vibrational energy, i.e., heat particles). IC thermal analysis thus requires accu-

rate modeling of heat transport across multiple scales, from nanometre-scale on-chip

devices through millimetre-scale silicon chip and centimetre-scale cooling package to

the ambient environment.

The Fourier heat diffusion model has been widely used in recently-developed IC

chip–package thermal analysis software [55, 56, 57, 58, 59, 60, 63, 62, 61]. This model

can be described by the following equations [49]:

q = −K∇T (2.1)

∇ � q = qvol −
∂e

∂t
(2.2)

C
∂T

∂t
=

∂e

∂t
(2.3)

C
∂T

∂t
= ∇ � (K∇T ) + qvol (2.4)

where q (W/m2) is the heat flux (rate of heat transfer per unit cross-sectional area),

K (W/mK) is the thermal conductivity, T (K) is the temperature, qvol (W/m3) is the

heat source power density, e (J/m3) is the internal energy, t (s) is time, and C (J/m3K)

is the volumetric heat capacity. Equation 2.1 is Fourier’s Law which states that the

heat flux is proportional to the (negative) gradient of the temperature. Equation 2.2

relates the net heat conducted out of a small element (left-hand side of equation) to

the internal heat generated and change in stored energy (right-hand side of equation).



CHAPTER 2. LITERATURE REVIEW 23

10 -4

10 -3

10 -2

10 -1

10 0

10 1

10 -3 10 -2 10 -1 10 0 10 1 10 2R
A

T
IO

  
O

F
  

T
H

ER
M

A
L

 C
O

N
D

U
C

T
IV

IT
Y 

k
e

ff
/k

bu
lk

PARTICLE  SIZE  PARAMETER   τ
1
(=r/ Λ )

FOURIER   LIMIT

r

ΛΛΛΛ

Figure 2.1: Effective thermal conductivity surrounding nanoscale heated spheres normal-
ized to the bulk thermal conductivity of the media, plotted as a function of the sphere size
normalized to the phonon mean free path. The dashed (Fourier limit) line refers to the bulk
thermal conductivity while the solid line refers to the effective thermal conductivity [72,73].

Equation 2.3 gives the relation between the change in internal energy and the ability

of a system to store heat by increasing its temperature. Equation 2.4 can be obtained

by combining Equation 2.1, Equation 2.2, and Equation 2.3.

In the classical Fourier model, the temperature distribution is governed by the

Fourier heat conduction equation. This incorrectly implies that the thermal effect

will not worsen as device dimensions are scaled down if transistor power density

remains constant [70]. However, the conventional diffusive treatment of heat transfer

is not valid at length scales less than the phonon mean free path in silicon, i.e., 200–

300 nm [64, 48]. This is analogous to the failure of the drift and diffusion model for

describing electron transport in nano-scale MOSFETs when the critical dimension is

only a few electron mean free paths long [71].
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Ballistic phonon transport implies reduced effective thermal conductivity in pro-

portion to the ratio of the hotspot size to the phonon mean free path (see Figure 2.1).

The ballistic transport creates a nonequilibrium situation where there are no scat-

tering processes between the hot phonons from the heat source region and the cold

phonons from the region surrounding the heat source. In a device, hot phonons are

generated in the heat source region and do not scatter with the cold phonons from

the surrounding region, leading to ineffective heat transfer from the heat source. This

in turn leads to a high temperature in the heat source region as the temperature in

this region is representative of the energy of the hot phonons (which have not lost

energy to scattering events with cold phonons). In the Fourier model, it is assumed

that localized regions reach equilibrium, and the heat can be effectively transferred

between these localized regions through scattering within the medium. However this

does not hold when the number of scattering events is negligible, which occurs when

the phonon mean free path is smaller than the device feature size. The assumption

that a local equilibrium is reached implies that there are sufficient scattering events

to reduce the energy of the hot phonons, and thus overpredicts the thermal conduc-

tivity [72]. An example of this is shown in Figure 2.2 for a MOSFET, where the

temperatures obtained using Fourier law are much lower than those obtained using

BTE simulations.

It is expected that heat conduction in some nanometre-scale circuits will devi-

ate considerably from that predicted by the Fourier model due to ballistic phonon

transport and the finite relaxation time of heat carriers, and this is supported by the

simulations presented in Chapter 4. In addition, the microelectronics industry is fast

approaching the scaling limits of bulk CMOS. 32 nm or 22 nm features appear to be
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Figure 2.2: (a) A nanometre sized heat source in a substrate is used to model heat
generation in a MOSFET. The simulation results of the thermal profile after 10 ps of device
operation using (b) BTE and (c) Fourier’s law [66].
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the end of the road. As a result, there is extensive research on thin film SOI, FinFET,

and other novel device structures. Many of these unconventional structures will bring

new thermal problems that did not exist for bulk silicon. In the case of thin film

SOI and FinFET, the presence of boundary scattering at the many interfaces and the

thick insulating films can raise thermal resistance substantially. Due to the feature

sizes of these devices and the boundary scattering at the oxide/silicon interface, the

Fourier model cannot accurately predict the thermal profile, as shown in Figure 2.3

for an SOI MOSFET. Note that the extent of the inaccuracy in the Fourier model

seen in Figure 2.3 differs from that in Figure 2.2 due to differences in the systems

being modeled.

Molecular dynamics methods model heat transfer by directly simulating inter-

atomic interactions (by solving atomistic equations of motion) [51, 74, 48]. Although

it is a classical method, corrections have been adopted to account for quantum thermal

effects [75]. Approaches using this method are accurate. However, they are known to

be extremely computationally expensive, and are only suitable for systems having a

few atomic layers [76] or several thousands of atoms [75], thus these methods are not

suitable for even device-level thermal analysis.

BTE and its variants model heat transfer in non-metallic solids by emulating the

transport of phonons [49,51], which can accurately model ballistic phonon transport.

The phonon BTE is given by [48]:

∂f

∂t
+∇ � (vgf) + α �∇vgf = Sscattering (2.5)

where f is the phonon distribution function, vg (m/s) is the phonon group velocity

vector, Sscattering (1/s) accounts for scattering processes, and α is the acceleration

dvg/dt and accounts for external forces. The left-hand side of the equation describes
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Figure 2.3: (a) A nanometre sized heat source in the silicon layer of an SOI substrate is
used to model heat generation in a SOI MOSFET. The simulation results of the thermal
profile using (b) Fourier’s law (c) BTE (gray model) [48].
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the heat transfer due to the group velocity vector of the phonons. The right-hand side

describes the rate of change in the phonon distribution due to scattering and the cre-

ation of particles. Solutions to the BTE assume a classical definition of temperature

in which a local temperature exists [51]. This temperature describes the localized

energy of phonons [48]. In the acoustically thick regime (i.e., when the phonon mean

free path is much smaller than the system of interest), solutions to the BTE agree

with those of the Fourier model [48].

Solving the BTE for a realistic system is non-trivial and reasonable assumptions

must be applied to make the problem tractable. Several models have been proposed,

each with a different level of complexity, such as the gray BTE [77,49,78,48,79] and

the semi-gray BTE [77, 49, 48]. These models differ in how they treat the phonons.

The gray model is the simpler of the two, as it treats all phonons as the same (no

consideration for polarization or frequency), having a single group velocity. In the

semi-gray model, the phonons are separated into propagating and reservoir modes.

Phonons in the reservoir mode are stationary, whereas phonons in the propagating

mode are responsible for energy transport. The different modes model the different

type of phonons in the system at the cost of additional complexity. In the past, the

propagating mode has been used to model longitudinal acoustic phonons (as they are

fast moving, e.g., group velocities of 7000-8000m/s in silicon [80]), and the reservoir

mode has been used to model transverse acoustic and optical phonons (as they are

slow moving, e.g., group velocities of 1000-2000m/s for longitudinal optical phonons

in silicon [80]) [49].

The BTE has been solved using Monte Carlo based methods [81, 82, 74, 83] and

finite volume methods [78, 77, 76]. In Monte Carlo based methods, the system is
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discretized into elements, each having an initial temperature. These initial tem-

peratures determine the number of phonons in each element, and their properties,

such as initial velocity. During the simulation, the phonons scatter randomly, with

a probability that is dependent on the estimated lifetime of the phonon [81]. In fi-

nite volume methods, the system is discretized into spatial and angular partitions

to model phonon transport, and discretized equations are used to solve the BTE.

This method is described in detail in Chapter 3. BTE methods are much more effi-

cient than molecular dynamics and agree well with experimental data [51]. However,

they still have high computational complexity, and their usage has been restricted to

device-level analysis [84].

The ballistic-diffusion based thermal analysis method is an approximation of the

Boltzmann transport method [66, 49, 48, 84]. Although the ballistic-diffusion model

is the most efficient of these, it is still much more computationally-demanding than

the Fourier model. In addition, results from the ballistic-diffusion model tend to have

low fidelity [66].

In summary, thermal analysis for nanometre-scale ICs raises the following chal-

lenges:

1. The major challenges of numerical thermal analysis of nanoscale devices and

ICs are high computational complexity and memory usage. Accurate thermal

analysis requires the use of detailed numerical analysis methods with fine-grain

models. The modeling granularities required for nanometre-scale ICs vary by

several orders of magnitude. IC chip–package level thermal analysis with ac-

curate characterization of individual on-chip devices will introduce tremendous

computation and memory overhead.
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2. Accurate thermal analysis requires unified heat transport modeling from nanoscale

devices to the chip–package level. However, chip–package level thermal analy-

sis and device-level thermal analysis are currently two isolated research fields.

The Fourier heat diffusion model has been widely used for fast chip–package

level thermal analysis. However, it does not accurately capture nanometre-scale

quantum thermal effects. Device-level modeling techniques, such as methods

employing the BTE, model nanoscale quantum thermal effects. However, their

usage has been limited to individual devices due to their high computational

complexity.

II Circuit Analysis

Similar to the case of past thermal analysis work, simulation methods for circuit

analysis of single-electron devices target efficiency (for large-scale circuit simulation)

or accuracy (for single device or small-scale circuit simulation). Three methods of

simulating single-electron devices have been used in the recent past. They include

SPICE simulation using analytical models, the master equation (ME) method, and

the Monte Carlo (MC) method, first proposed to simulate single-electron devices

by M. Fijishima et al. [85], E. Ben-Jacob et al. [86], and N. Bakhvalov et al. [87],

respectively [18]. The advantages and disadvantages of each method are summarized

in Table 2.1.

The basis of most of the available simulation methods stems from the “orthodox”

theory of single-electron tunneling. This theory was initially formulated by Kulik

and Shekhter [88], and later generalized for a more general applicability [14]. It

states that the tunneling of an electron through a tunnel barrier is a random event,

with an associated probability per unit time, or tunneling rate. Each tunneling event
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Table 2.1: Advantages and disadvantages of current SET device simulators.

Type Advantage Disadvantage Capabilities
SPICE Efficient. Can co-

simulate with con-
ventional devices.

Device coupling ignored.
Simplified model used.

Limited to simulations involving
devices for which the approximate
models have been created, e.g.,
SETs.

MC Accurate. Too slow for large cir-
cuits.

Can simulate a vast array of single-
electron devices.

ME Accurate. Relevant electronic
states of the circuit must
be known.

Can simulate a vast array of single-
electron devices. Slow when the
number of relevant states is large.

will lead to a change in the system’s free energy. The tunneling rate of the electron

is only dependent on this change in free energy [89, 90]. The approximations of the

“orthodox” theory can be summarized by the following [14]:

� The electron energy spectrum inside conductors is assumed to be continuous (no

single-particle quantization). This assumption is valid when Ek � kBT , where

Ek is the quantum kinetic energy of an “added” electron. In metallic devices

this is generally a good assumption, however it is not true for semiconducting

SETs or very small metallic SETs at low temperatures.

� The tunneling time of electrons through junctions is assumed to be much shorter

than the time between tunneling events, which is valid for practical devices

where the time it takes for an electron to tunnel through a junction is approxi-

mately 10−15 seconds.

� Processes described by multiple simultaneous tunneling events (i.e., cotunnel-

ing) are ignored. This assumption is valid if the tunnel barrier resistance, R,

is far greater than the quantum unit of resistance, RQ (i.e., R � RQ, where

RQ = h/4e2 ≈ 6.5kΩ).
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The “orthodox” theory has been used extensively in existing simulation meth-

ods due to its agreement with experimental results of metallic single-electron device

systems, however it has its limitations. Extensions to the “orthodox” theory have

been proposed to increase the accuracy of single-electron device modeling, such as

the addition of cotunneling event and superconducting tunnel junction modeling [18].

Using the “orthodox” theory, I − V (current-voltage) characteristics of single-

electron devices can be obtained. These characteristics can then be used as device

macromodels for use with SPICE, a general-purpose circuit simulator. Among the

three simulation methods, SPICE is the most time efficient. However, SPICE does

not have the capability to model the discrete stochastic charge transport in single-

electron devices or coupling effects between devices [18]. The assumption that single-

electron devices are independent is correct only if the capacitance at nodes between

devices are sufficiently large (i.e., much larger than the total capacitance of the island

[67]). Therefore, SPICE does not provide sufficient accuracy for cases where these

assumptions do not hold [18,91]. Moreover, SPICE requires separate models for every

type of single-electron device used in a circuit and is not yet capable of simulating

SSETs.

Models incorporated into SPICE include an analytical model previously proposed

by Uchida et al. [67] for symmetric SETs (the resistances of the source and drain

tunnel junctions are the same). This model was later extended by Inokawa et al. [92]

to allow for asymmetric SET designs. The model by Inokawa et al. was recently

modified to support multi-gate devices (i.e., SETs with multiple gates connected to

the island) and random background offset charge effects [9]. A simulation framework

targeting hybrid SET/CMOS circuits, which includes a SET model similar to that
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of [67], was also recently proposed [93].

In the master equation approach, the master equation for single-electron transport

is solved, which describes the probability of the circuit taking on a state where each

state has a particular discrete distribution of electrons. The problem can be written

in a matrix form (considering n states) [18]:



∂P1(t)
∂t

∂P2(t)
∂t

. . .

∂Pn(t)
∂t


=



−
∑

i6=1 Γi1 Γ12 . . . Γ1n

Γ21 −
∑

i6=2 Γi2 . . . Γ2n

. . . . . . . . . . . .

Γn1 Γn2 . . . −
∑

i6=n Γin





P1(t)

P2(t)

. . .

Pn(t)


(2.6)

where Pi(t) is the time-dependent occupation probability of state i, and Γij (1/s)

is the rate of transition from state j to i. Information on how to solve the master

equation can be found in [18].

The major disadvantage of this method is that the relevant states must be known

before simulation, which is not always possible for large scale circuits since single-

electron device circuits can potentially have an infinite number of states (since the

number of electrons on the islands is unbound) [18]. SENECA [94], a simulator fo-

cused on the simulation of cotunneling events, was designed using the master equation

approach. This simulator uses a technique that increases efficiency by ignoring states

with very low probabilities, however it is limited to small scale circuits due to high

computational complexity and memory usage.

In Monte Carlo based methods, electron tunneling events are simulated to emulate

the actual behaviour of electrons. During simulation, the tunneling rates (probability

of tunneling per unit time) of all possible tunneling events are calculated and tunneling

events are chosen randomly using the calculated probabilities. Monte Carlo methods
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provide great modeling accuracy. However, they are slow. To accurately emulate the

electronic transport behaviour of the circuit, a large number events must be simulated.

Since the tunneling rates of all junctions must be known at all times, this simulation

method requires the calculation of the tunneling rates for all junctions in the circuit

after each simulated jump or variation on inputs, which leads to excessive simulation

times. Several simulators were designed based on the Monte Carlo method, including

MOSES [29] and SIMON [50]. SIMON also has the ability to use a hybrid ME/MC

approach to include cotunneling effects.

From the existing work, it is clear that multi-scale solutions, which are suitable

for complete system analysis, for thermal analysis or circuit analysis for novel devices

such as single-electron transistors, do not exist. Current techniques tend to focus

on different application domains. These methods focus either on single or few device

level simulation, where the models or simulation methods are too inefficient to scale to

larger systems, or on chip–package or circuit level simulation, where nanometre-scale

effects are ignored in favor of efficiency, and by doing so, compromising the accuracy.

Multi-scale solutions should allow accurate and efficient analysis on both large

and small scales. These solutions should also consider effects at all levels, including

nanometre-scale effects due to their recent increase in significance in mainstream and

proposed future technologies. Using multi-scale solutions, complete system analysis

is possible, giving designers the capability to accurately estimate the impact of power

consumption and temperature on their design, and evaluate new design strategies and

circuits at all levels, from single device level to full circuit and chip–package level.
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Thermal Analysis
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Chapter 3

ThermalScope: A multi-scale

thermal analysis infrastructure

In this chapter, an overview of ThermalScope, the developed multi-scale thermal anal-

ysis solution for nanometre-scale ICs, is presented in Section I. Next the developed

unified Fourier/BTE solver is described in Section II, followed by an explanation of

the developed multi-scale thermal analysis techniques in Section III.

I Overview

Figure 3.1 illustrates the flow of ThermalScope. ThermalScope is a multi-scale

solution that integrates microscopic and macroscopic thermal physics modeling meth-

ods, as well as multi-resolution macromodeling techniques. In contrast with existing

Fourier-based chip–package thermal analysis methods, ThermalScope uses accurate

BTE analysis to capture thermal effects that are common at nanometre length scales.

Due to the computational complexity of BTE analysis, ThermalScope uses hybrid

36
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Figure 3.1: ThermalScope: The developed multi-scale thermal analysis infrastructure. A
hybrid Fourier/BTE solver is used to efficiently capture thermal effects at the device level.
The results of the device-level analysis are stored in a look-up table. Multi-scale techniques
such as hierarchical multi-scale refinement, clustering, and thermal-gradient based spatial
resolution adaptation are used for efficient thermal analysis from inter-device level to the
chip–package level. Together, these methods allow accurate and efficient full-chip thermal
analysis.
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Fourier/BTE analysis for modeling device thermal analysis. This accelerates ther-

mal analysis by orders of magnitude compared to BTE, while maintaining accuracy.

ThermalScope is also equipped with multi-resolution modeling methods, including

hierarchical multi-scale partitioning, clustering, and thermal-gradient based spatial

resolution adaption, enabling accurate and efficient characterization of thermal ef-

fects from chip–package, functional unit, to device level.

ThermalScope takes as input the power profile, device structure and technology,

as well as the dimensions and material information of the chip–package. Using this

information, ThermalScope conducts full-chip thermal analysis and reports the tem-

peratures of all on-chip devices. Using ThermalScope, it is also possible to obtain the

leakage power using an iterative approach, as described in Chapter 4. In summary,

ThermalScope provides a unified modeling infrastructure for IC heat flow analysis

from nanometre-scale devices to billion-device IC chips. The functionality and im-

portance of each component used within ThermalScope are now described.

I-A Unified Fourier and BTE adaptive analysis

To efficiently capture thermal effects at the device level, a hybrid Fourier/BTE

modeling method is developed, which is described below.

The Hybrid Fourier/BTE analysis method: A hybrid Fourier/BTE solver is

developed which is able to accurately model nanoscale heat flow efficiently. This solver

uses BTE analysis to model the area in close proximity to the device and the device

itself, while modeling the surrounding region with Fourier analysis. ThermalScope

uses this solver to generate thermal profiles at the device level, whose results are

stored in a look-up table.

Device-level look-up table generation: Although the hybrid Fourier/BTE method
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is much more efficient than the BTE method, it is still too slow for use with more than

a few devices. To efficiently capture nanoscale device-level effects, ThermalScope uses

a look-up table containing the temperatures of various device structures and sizes,

indexed by device power consumption. To generate the look-up table, temperatures

are obtained using hybrid Fourier/BTE thermal simulations for each device type. The

look-up table allows ThermalScope to predict the device temperatures accurately and

efficiently during full–chip thermal analysis.

I-B Multi-scale thermal analysis

To solve the thermal modeling challenges from the chip–package to inter-device

level, three techniques were developed and are described below.

Hierarchical multi-scale refinement: Thermal analysis at scales ranging from

the device level to the functional unit level can be prohibitively expensive due to the

required fine granularity over the entire active device layer. The following observation

is used to tackle this problem. The impact of a device’s temperature upon another

device is inversely related to the distance separating them. This allows the character-

ization of the impact of remote devices using fewer coefficients through coarse-grained

elements. In addition, the values which characterize the local thermal impact of a

fine-grain partition can be reused throughout the active device layer, since similar

local thermal dependencies exist among all fine grain elements. The described parti-

tioning scheme allows the accurate modeling of heat flow from the device level to the

functional unit length scale.

Clustering: To conduct thermal analysis using the developed partitioning scheme,

the thermal impact of each device on all other devices must be known. This type
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of thermal characterization is obtained by the generation of a matrix containing co-

efficients indicating the thermal impact of each device on all others. The thermal

impact is characterized by the change in temperature of a device due to another

device’s power consumption.

Due to the strong dependence of the thermal impact coefficients on the location,

multiple elements in the matrix will have similar values if they are nearly the same

distance away from the device of interest. Using this information, it is possible to

reduce the size of the thermal impact coefficient matrix by combining multiple values

in each row. ThermalScope uses a hierarchical clustering method to reduce the size

of this matrix by clustering common terms in each row. This can have a significant

impact on the run-time associated with the operations on the thermal coefficient

matrix, as demonstrated in Chapter 4.

Once the coefficients are clustered, they are combined with the device-level look-up

table to create the thermal compact model.

Thermal-gradient based spatial resolution adaption: The chip–package con-

tains many material layers with highly varying material properties, which have great

impact on the device temperatures. In addition, the power profile varies significantly

across different areas of the chip. To model the chip–package level heat flow accu-

rately, ThermalScope uses an adaptive Fourier solver that partitions the chip hetero-

geneously based on the magnitude of the thermal gradient. This partitioning scheme

allows fine grain thermal analysis in areas of the chip that contain a highly-varying

power distribution.

During full-chip thermal analysis, the partition information obtained using the

adaptive Fourier solver is used in conjunction with the compact model to obtain the
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thermal profile of the chip, which includes the temperatures of all on–chip devices.

II Unified Fourier/BTE adaptive analysis

This section presents the microscopic and macroscopic thermal physics modeling

methods used in ThermalScope. Section II-A describes the thermal physics models.

Section II-B details the developed unified Fourier/BTE analysis method.

II-A Thermal physics models

ThermalScope uses both the Fourier and BTE modeling methods to character-

ize the thermal effects from nanometre-scale devices to centimetre-scale chip and

package. This section details the thermal physics models and how they are used in

ThermalScope.

Fourier Model

The steady–state classical Fourier model is characterized by the following equation

[56]:

∇ � (K∇T ) + qvol = 0 (3.1)

where K is the thermal conductivity, T is temperature, and qvol is the heat source

power density.

The finite volume method is typically used to solve this equation by partitioning

the domain into numerous discrete elements (as shown in Figure 3.2), and transform-

ing it into a set of discretized equations, as follows.

−2(Kx + Ky + Kz)Tp + Kx(Te + Tw)+

Ky(Tn + Ts) + Kz(Tt + Tb) + qvol∆x∆y∆z = 0

(3.2)

where Kx, Ky, and, Kz are the thermal conductances that element p shares with its

neighbours in the x, y, and, z directions and ∆x, ∆y, and ∆z are the element sizes in
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Figure 3.2: Spatial discretization. This type of discretization allows the use cuboid grid
elements to model the system at all levels.

the x, y, and z directions, and the subscripts e, w, n, s, t, and b refer to the east, west,

north, south, top and bottom directions relative to element p, as shown in Figure 3.3.

Equation 3.2 can be rewritten as:

apTp =
∑
nb

anbTnb + bp (3.3)

where nb represents the neighbours of element p, the coefficients ap and anb are func-

tions of Kx, Ky, and Kz, and bp = qvol∆x∆y∆z.

The Fourier model is capable of accurately modeling the thermal effects only at

feature length scales much longer than the mean free path of phonons [48,75]. Since it

is much more efficient than the BTE method, ThermalScope uses the Fourier method

to model the thermal effects from the chip–package level down to the inter-device

level. The computationally-expensive BTE model is only used at the device level.

BTE Model

As described in Chapter 1, models that can capture the nanometre-scale quantum

thermal effects include molecular dynamics, the BTE model, and the ballistic diffu-

sive model. Molecular dynamics is not suitable for device-level, let alone multi-scale
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Figure 3.3: Finite volume method 3D grid element. Each element has six neighbours,
which are denoted by n, s, w, e, t, b.

thermal analysis problem due to the associated high computational complexity, while

the ballistic diffusive model is not suitable for multi-scale thermal analysis since it

provides insufficient accuracy. ThermalScope uses the gray phonon BTE under the

relaxation time approximation to model the device regions. The gray BTE is a widely

used model which does not require complex material parameters or parameter rela-

tions that may not be easily obtainable, such as the phonon dispersion curves (which

relate the phonon frequency and the wavevector) used for the frequency dependence of

phonons, to be known. Although the gray BTE model is used here, other approxima-

tions for solving the BTE, such as those used in the semi-gray model could be applied.

It should be noted however, when using the semi-gray model the choice for determin-

ing which types of phonons are responsible for heat transport is critical [48,75]. The

gray BTE model employs a phonon distribution function and neglects the wave-like

behaviour of phonons. This is valid for structures larger than the wavelength of
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the heat carrying phonons, which at room temperature is approximately a nanome-

tre [95, 51]. The model also assumes a single group velocity and relaxation time for

phonons, which are independent of their frequency and polarization. Although it is

possible to account for the interactions of phonons with differing frequencies (e.g.,

for one dimensional systems [79]), it increases the computational complexity signifi-

cantly, making thermal analysis prohibitively expensive. In addition, the relaxation

times for the phonon-phonon interactions for different phonon modes are not well

understood [95]. The relaxation time approximation used for the gray BTE is valid

when the length scales are larger than the heat carrying phonon wavelengths [76], and

allows the phonon scattering processes to be taken into account as a deviation from

the equilibrium distribution. The steady-state BTE equation in terms of the phonon

energy density using the gray model and relaxation time approximation follows [49]:

∇ � (~svge
′′) =

e0 − e′′

τeff

+ qvol (3.4)

where ~s is the phonon propagation direction, vg (m/s) is the group velocity of the

phonons, e′′ (J/m3sr) is the energy density per unit solid angle of the phonons, e0

(J/m3) is the equilibrium energy density, τeff (s) is the relaxation time, and qvol

(W/m3) is the heat source power density. The equilibrium energy density is repre-

sentative of the solid angle energy densities and is given by [49]:

e0 =
1

4π

∫
4π

e′′dΩ =
1

4π
C(TL − Tref ) (3.5)

where Ω (sr) is the angular discretization, C (J/m3K) is the volumetric heat capac-

ity, TL (K) is the lattice temperature, and Tref (K) is the reference temperature for

the volumetric heat capacity. The lattice temperature, TL, can be calculated using

Equation 3.5, once the equilibrium energy density is known.
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Figure 3.4: Angular discretization. θ and φ are the polar and azimuthal angles, respec-
tively.

The relaxation time, τeff , can be found using the bulk material equation:

K =
1

3
Cv2

gτeff (3.6)

where K is the thermal conductivity.

The electron–phonon interactions that occur inside devices are modeled by heat

sources, which are denoted by the term qvol in Equation 3.4. Its value can be derived

from power consumption information of the device, which can be obtained using

circuit simulation or through measurements.

Different types of boundary conditions are modeled in the solver, such as specular

and diffuse boundaries [96]. In addition, the model for the Fourier/BTE interface

contains a reflection coefficient parameter, which can be varied according to the ma-

terial properties at the two sides of the interface [96]. The reflection coefficient allows

accurate modeling of phonon interactions at the interfaces of materials.

Applying the finite volume method to discretize Equation 3.4, and noting that the

angular domain is also discretized (as shown in Figure 3.4) to account for different
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phonon directions, the following is obtained:

vg∆y∆zSx(e
′′

i,e − e
′′

i,w) + vg∆x∆zSy(e
′′

i,n − e
′′

i,s)+

vg∆x∆ySz(e
′′

i,t − e
′′

i,b) = (
e0

p − e
′′
i,p

τeff

+ qvol)∆x∆y∆z∆Ω

(3.7)

where ∆Ω is the angle extent resulting from angular discretization, i is the index for

the angle of propagation, Sx, Sy, and Sz are the x, y, and z components obtained

from the following integration:

~S =

∫ φ+∆φ/2

φ−∆φ/2

∫ θ+∆θ/2

θ−∆θ/2

~si sin θidθdφ (3.8)

which results in:

~S = [sin(φi) sin(0.5∆φ)[∆θ − cos(2θi) sin(∆θ)]i+

cos(φi) sin(0.5∆φ)[∆θ − cos(2θi) sin(∆θ)]j+

0.5∆φ sin(2θi) sin(∆θ)k]

(3.9)

where θ and φ are the polar, and azimuthal angles respectively. The rest of the terms

in Equation 3.7 are the same as defined previously. Equation 3.7 can be rewritten as

follows:

ape
′′
i,p =

∑
nb

anbe
′′
i,nb + bp (3.10)

where anb are the coefficients that relate the energy density of element p to its neigh-

bouring elements, and bp is a function of e0
p, τeff , ∆x, ∆y, ∆z and ∆Ω. Note that

Equation 3.10 is only for a single angular direction ~si.

Obtaining the temperature of an element using the BTE involves 3 steps. First,

Equation 3.10 is solved for different angular directions. Second, the solution is sub-

stituted in the first equality of Equation 3.5 to obtain the equilibrium energy density,

and lastly the second equality is used to evaluate the temperature of the element.
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As can be noted from the previous derivations, solving the BTE equation is much

more complex than the Fourier equation because (a) all the angles need to be con-

sidered for each element and (b) Equation 3.10 is in fact implicit, since the term bp

is a function of the equilibrium energy density e0, which slows down convergence of

the iterative solver.

Numerical Solution Method

In the developed hybrid Fourier/BTE approach, the tri-diagonal matrix algorithm

(TDMA) is used to solve Equation 3.3 and Equation 3.10 for the Fourier and BTE

models. TDMA is a frequently used numerical analysis technique in structured

meshes [48], making use of the tri-diagonal form of the coefficients matrix, such that

it is able to solve the system in O(N) operations. The TDMA algorithm improves

storage efficiency by only storing the non-zero elements of the coefficient matrices.

In order to obtain a tri-diagonal matrix form to solve using TDMA, the line-by-line

TDMA (LBL-TDMA) method is used. As its name indicates, this method trans-

forms the system to be solved along each dimension, thereby transforming it from a

three-dimensional to a one-dimensional system so that the coefficients of each cell are

non-zero only for neighbouring cells, and zero otherwise [48]. The pseudo code for

solving a line along the z-direction using LBL-TDMA is shown in Algorithm 1. The

algorithm goes over all the elements in the system, forms the one-dimensional system

(whose coefficients are denoted by the 1D subscript) from the three-dimensional one.

After forming the one-dimensional system, the TDMA algorithm is executed (lines

13 to 24).
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Algorithm 1 LBL-TDMA algorithm.

1: for each cell i in x-direction do
2: for each cell j in y-direction do
3: for each cell k in z-direction do
4: Get the system of equations for this line:
5: ap1D(k) = ap(i, j, k)
6: at1D(k) = −at(i, j, k)
7: ab1D(k) = −ab(i, j, k)
8: b1D(k) = b(i, j, k)
9: Use guessed values for neighbouring cells and add to the b term:

10: b1D(k) = b1D(k)+ae∗e′′(i+1, j, k)+aw∗e′′(i−1, j, k)+an∗e′′(i, j+1, k)+as∗e′′(i, j−1, k)
11: Add the effect of the two boundary cells and the heat source term to the b term
12: end for
13: Execute the TDMA algorithm:
14: for each element k in diagonal, starting from second row do
15: r = ab1D(k)/ap1D(k)
16: ap(k) = ap(k)− r ∗ at(k − 1)
17: b1D(k) = b1D(k)− r ∗ b1D(k − 1)
18: end for
19: Back Substitution:
20: e′′(i, j, last element) = b1D(last element)/ap(last element)
21: for each element k in diagonal starting from the one before last do
22: e′′(i, j, k) = (b1D(k)− at(k) ∗ e′′(i, j, k + 1))/ap(k)
23: end for
24: End TDMA algorithm
25: end for
26: end for
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II-B The Hybrid Fourier/BTE analysis method

As indicated in Section II-A, the main difficulty associated with the BTE model is

its high computational complexity. To overcome this difficulty, a hybrid Fourier/BTE

method is proposed which combines the best of both models. Compared to the BTE

method, the Fourier method is orders of magnitude faster, but can be inaccurate when

used for analysis of nanoscale devices. However, its accuracy is sufficient if used to

model the regions further than the mean free path of phonons from the heat sources,

providing significant simulation time savings. The flow of the hybrid approach is

described next, while its accuracy and efficiency are evaluated in Chapter 4.

Figure 3.1 illustrates the hybrid Fourier/BTE flow, which consists of the following

stages.

Unified Fourier and BTE adaptive solver: The hybrid solver leverages both

Fourier and BTE models to offer accurate and efficient thermal analysis. The ap-

propriate modeling technique is selected based on a distance measure. The distance

η×vgτeff , surrounding the devices is chosen as the BTE region, where η is a constant;

vgτeff is defined as the mean free path of a phonon, where vg is the phonon group

velocity and τeff is the effective relaxation time. Varying the constant η changes the

number of elements in the BTE region, and thus the physical area modeled using

BTE as well. The effect of changing the constant η is evaluated in Chapter 4. The

rest of the structure outside of this region is analyzed using the Fourier solver.

Fourier/BTE boundary update: In the hybrid solver, the Fourier solver and the

BTE solver are invoked iteratively. The boundary temperatures of the Fourier/BTE

region interfaces, and the heat flow into the Fourier region, are updated after each

iteration. Once convergence is reached, the thermal profile of the entire structure is
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reported.

Device-level look-up table generation: In order to obtain accurate temperature

profiles at the finest granularity level, nanoscale thermal effects, such as the ballistic

transport of phonons, must be considered. Due to the prohibitively expensive simula-

tion time of a BTE based (and even a Fourier/BTE based) solver, it is not feasible to

simulate the thermal profiles for each device in a billion-transistor chip. To address

this issue, a compact modeling method to enable accurate and efficient device-level

thermal analysis is constructed. Using the hybrid Fourier/BTE solver, a compact

model, i.e., a look-up table, is derived to model the device-level quantum thermal ef-

fect. This compact model contains device-level temperature information for different

device geometries, power consumptions, and technologies. During full–chip thermal

profile evaluation, the look-up table is consulted to obtain intra-device thermal effect.

III Multi-scale thermal analysis

This section describes the developed multi-scale modeling techniques which opti-

mize the efficiency of thermal analysis while capturing the diverse thermal behaviour

at all scales from chip–package level to device level.

Modern ICs contain hundreds of millions of devices. The temperature of a device,

i, is influenced by the power consumptions of all the on-chip devices, as follows.

Ti = fi(P1, . . . , PN) = ri,1 × P1 + · · ·+ ri,N × PN (3.11)

where Ti is the temperature of device i, Pj is the power of device j, and N is the total

number of devices. ri,j is defined as thermal impact coefficient, which indicates the

impact of a unit power consumption of device j on the temperature of device i. Given

N devices, TN×1 = RN×N × PN×1, where T and P are the vectors of temperatures

and powers of on-chip devices. R is called the thermal impact coefficient matrix.
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It is the inverse of the thermal conductance matrix, K (see Equation 3.1). Note

that K is an M ×M matrix, where M is the total number of elements of the whole

chip and package partition, and M > N . In other words, R is a submatrix of K−1,

containing the coefficients corresponding to the device elements. To accurately model

the device-level thermal effect, each device needs to be partitioned into a large number

of elements. The size of each element is in the nanometre scale. Given a modern IC

design containing hundreds of millions of nanometre-scale devices with a package on

the centimetre length scale, matrix K will contain a massive number of elements, i.e.,

M is an extremely large number. Computing Equation 3.11 is a daunting task.

ThermalScope uses the following techniques to optimize thermal modeling effi-

ciency: (1) hierarchical multi-scale spatial partitioning (Section III-A), (2) thermal

impact clustering (Section III-B), and (3) thermal gradient based spatial resolution

adaption (Section III-C).

III-A Hierarchical multi-scale spatial partitioning

As shown in Equation 3.11, to characterize a device i’s temperature Ti, the thermal

impact of all on-chip devices must be considered. To simplify the thermal analysis

process, a hierarchical multi-scale spatial partitioning method was developed. The

basic idea of this technique follows. Inter-device thermal interaction, characterized

by inter-device thermal impact coefficients, is strongly influenced by the distances

between devices. Starting from the local neighbourhood of the device of interest,

i.e., device i, the thermal impact coefficient ri,j (which characterizes the temperature

change of device i due to a unit of power consumption of device j) decreases signifi-

cantly with the increase of the distance between device i and j. Outside of the local

neighbourhood, the thermal impact coefficient ri,j decreases slowly with the increase
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Figure 3.5: The hierarchical multi-resolution partitioning. Due to common localized
properties among elements, local refinements at different levels can be reused.

of inter-device distance. The developed spatial partitioning method leverages such

characteristics by adaptively adjusting the spatial partitioning, i.e., fine-grain par-

tition is applied to the local neighbourhood of the device of interest to characterize

the heterogeneous thermal impacts of neighbouring devices, and coarse-grained parti-

tions are used to characterize the thermal effects of remote devices. The temperature

equation for device i is as follows.

Ti = ζi,1 × ξ1 + · · ·+ ζi,L × ξL (3.12)

where ζi,j is the thermal impact coefficient of partition j, and ξj is the total power

consumption of the devices inside partition j. L is the total number of partitions

required to accurately model device i’s temperature. As shown in Figure 3.5, since

coarse-grained partitioning can be used in most locations, i.e., L � N , Equation 3.11
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is greatly simplified. Therefore, adaptive spatial partitioning can reduce the modeling

complexity. However, as the device-level thermal effect becomes increasingly signifi-

cant, nanometre-scale fine-grain modeling in the device neighbourhood is required to

accurately estimate the temperature of each device. Therefore, L in Equation 3.12 is

still a large number. Given N devices, the total memory usage is thus proportional

to N × L.

The developed hierarchical multi-scale spatial partitioning technique further im-

proves thermal analysis efficiency and reduces memory usage by sharing common

partitions hierarchically when computing the temperatures of different devices. This

concept is depicted in Figure 3.5, which shows a three-level hierarchical adaptive

partitioning. At the functional unit level (Level 0), if we are interested in the temper-

atures of two devices i and j located at the center of regions A and B respectively,

we can use a coarse-grained partition for regions far away from A and B. For the

fine-grained partition, A and B will share similar local dependencies, and thus can

be characterized by the same fine-grained partitioning (Level 1). These fine-grained

partitions also contain heterogeneous partitioning surrounding areas/devices of inter-

est. Assuming we are interested in devices in regions C and D, which are located in

A and B respectively, we can further reuse the fine-grained partitioning at Level 2.

Therefore, the temperature equations for device i and j are simplified as follows.

Ti = fi,Level0(. . . ) + fLevel1(. . . ) + fLevel2(. . . )

Tj = fj,Level0(. . . ) + fLevel1(. . . ) + fLevel2(. . . ) (3.13)

i.e., these two temperature equations share the same level 1 and level 2 equations. On

the other hand, if we are interested in the temperatures of two devices i and j both
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in region C, the temperature equations for device i and j are simplified as follows.

Ti = fLevel0(. . . ) + fLevel1(. . . ) + fi,Level2(. . . )

Tj = fLevel0(. . . ) + fLevel1(. . . ) + fj,Level2(. . . ) (3.14)

i.e., these two temperature equations share the same level 0 and level 1 equations.

Therefore, this hierarchical multi-scale spatial partitioning method can reduce the

modeling complexity significantly.

III-B Clustering

Due to symmetry, distance, or material properties, the thermal impact of devices

in different regions of the spatial partition may be equivalent. This leads to the stor-

age of redundant information and inefficiencies in the total number of computations.

To increase the efficiency of the compact model, ThermalScope uses clustering to min-

imize the amount of redundant information by grouping equivalent thermal elements

into a single representative element.

A hierarchical clustering technique is used to simplify each row of the thermal

impact coefficient matrix. A single row of the thermal impact coefficient matrix

contains all coefficients required to describe the thermal impact of every element on

a given level, X, to element i. By reducing the total number of thermal impact

coefficients, and thus thermal elements, clustering looks to simplify the following

equation:

fi,LevelX (P1, . . . , PQ) = ri,1 × P1 + · · ·+ ri,Q × PQ (3.15)

where Q is the number of elements on level X.

The clustering algorithm flow is as follows. The thermal impact coefficient matrix

is subdivided into single row vectors. Elements in the row are sorted to increase the
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efficiency of clustering. The elements are then clustered using a hierarchical clustering

algorithm where elements having similar thermal impacts within a certain threshold

are grouped together and assigned a representative thermal impact value taken as

the average of all elements within the cluster. Clustering elements of each row vector

together leads to significant reduction in the coefficient matrix size. This clustering

technique is applied to the thermal impact coefficient matrix of each granularity level.

III-C Thermal gradient based spatial resolution adaptation

Due to the highly varying power profile at the chip–package level, and the exis-

tence of multiple material layers, including the heat sink, an efficient thermal analysis

method with the ability to model fine-grained features is required. To handle this

problem, ThermalScope uses an adaptive Fourier solver to model heat flow from the

functional unit level to the chip–package level. This solver contains an adaptive spatial

refinement scheme that allows the chip to be partitioned heterogeneously, providing

fine-grained modeling elements where there are significant thermal fluctuations, and

coarse-grained elements where the temperature is relatively constant.

Using the power profile and chip–package material properties and dimensions, a

Fourier solver is invoked. Spatial refinement is carried out and the thermal gradi-

ent conditions are verified. If the threshold thermal gradient condition has not been

met, the Fourier solver is invoked again. This process continues until all elements

have satisfied the thermal gradient condition, i.e., all neighbouring elements temper-

ature differences are below the threshold. Assuming that the temperature of thermal

element i is Ti, and S is the threshold, the new number of elements, Q, will be:

Q =

[
log2

Ti − Tj

S

]
(3.16)
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Figure 3.6: Spatial refinement in the active layer of a quad-core chip using benchmark
cholesky. The quad–core chip and benchmarks are further described in Chapter 4. Us-
ing thermal gradient based spatial resolution adaptation, an initial partition of 8 × 8 (64
elements) was further refined into 431 elements.

This condition must be tested in all three dimensions to determine the final parti-

tion of element i. Further details on the heterogeneous spatial resolution adaptation

used by ThermalScope can be found in [56].

Figure 3.6 shows an example of the spatial refinement in the active layer of a

quad–core chip that is used for evaluation purposes in Chapter 4. The figure refers

to benchmark cholesky using an initial partition in the active layer of 8 × 8 (i.e.,

64 elements in the active layer). The total number of elements in the active layer

becomes 431 after adaptive spatial refinement. By comparing the final partition with

the power profile of benchmark cholesky, later presented in Figure 4.7, it can be seen

that the density of elements is much higher in regions of highly-varying power density,
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compared to regions with insignificant variation in the power density, such as on the

far right of the chip.

Once the heterogeneous partition is obtained for the chip–package level to the

functional unit level, it can be used in conjunction with the compact model to obtain

the full-chip thermal profile. The temperatures of all thermal elements, which are

obtained during the chip–package thermal analysis stage are used in Equation 3.12

to describe the chip–package level temperature effect on devices as follows.

Ti = ζi,1 × ξ1 + · · ·+ ζi,K × ξK + Tsre (3.17)

where Ti is the temperature of device i, Tsre is the temperature of the chip–package

level spatially resolved element (whose self-thermal impact has been removed, to

assure it is not accounted for twice), and K < L, where as before L is the total

number of partitions required to model the temperature of device i. The thermal

impact due to partitions 1 to K are handled by the compact model, which accounts

for levels between (and including) the functional unit level and device level.



Chapter 4

Results

In this section ThermalScope, the developed multi-scale thermal analysis method, is

evaluated. ThermalScope unifies Fourier and BTE modeling techniques as well as

a multi-scale macromodeling method. Since there are no available tools for direct

comparison of the developed multi-scale thermal analysis method, due to its ability

to simultaneously handle thermal analysis at scales ranging from chip–package level

to device level, the developed methods are evaluated at different levels of granularity.

� In Section I, the hybrid analysis method is evaluated using device-level thermal

analysis, and in Section II, the results are reported that indicate that inter-

device thermal interaction can be accurately modeled using Fourier thermal

analysis.

� In Section III, the full-chip thermal modeling capability is examined and the

chip–package and functional unit level modeling accuracy is evaluated by com-

paring it with COMSOL, a commercial physics modeling package [52].

58
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� ThermalScope is developed to target billion-transistor nanometre-scale IC de-

signs. The experience of using ThermalScope for thermal analysis and temperature-

dependent leakage analysis of an industry IC design with over 150 million tran-

sistors is reported in Section IV.

I Device-level thermal modeling using hybrid Fourier/BTE analysis

In this section, it is shown that the BTE method is necessary for accurate com-

putation of device-level thermal profiles. the accuracy and speedup of the hybrid

Fourier/BTE method are then evaluated.

I-A Accuracy of the BTE method

ThermalScope is capable of using either a BTE solver and a hybrid BTE/Fourier

solver to model the thermal profile at the device level. To evaluate the accuracy of

the BTE solver for length scales below and above the mean free path of phonons,

the Heaslet and Warming problem [97] was modeled. In this problem a block of

isotropic material has two opposing walls, separated by distance L, held at different

temperatures (constant temperature boundaries), while all other walls are insulating

(modeled by specular boundaries in ThermalScope), as depicted in Figure 4.1. The

distance between the two fixed-temperature walls is varied, and the resulting thermal

gradients are observed. The number of mean free paths, n, is used to characterize the

distance between the walls. For example, n = 1 refers to the length of the structure

equaling the distance of one mean free path.

The accuracy of the solver was measured via comparison with the results of Rutily

et al. [98]. Table 4.1 shows the error obtained for structures with various lengths. The
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Figure 4.1: Simulated structure for the Heaslet and Warming problem. A bar made of a
single material, having length L, is held at a constant temperature of T1 at one end, and
T2 at the other.

error was determined by using the following expression:

eavg = 1/|E|
∑
e∈E

|Ti − T
′

i |/Ti (4.1)

where E is the set of points used in [98], at which the temperatures are evaluated, Ti

is the temperature at location i along the structure [98], and T
′
i is the temperature

at location i along the structure obtained using ThermalScope. Figure 4.2 shows

the comparison results for only three (for clarity purposes) of the simulated struc-

tures. The results of ThermalScope are in excellent agreement with those of Rutily

et al. [98]. In the figure, the dimensionless temperature is plotted against the dimen-

sionless length. The dimensionless length is defined by l∗ = x/L, where L is the total

length of the structure and x denotes the location along the length of the structure,

dimensionless temperature is defined by T ∗ = T/(T1 − T2), where T1 and T2 are the

temperatures of the hotter and cooler constant temperature boundaries, respectively,

and T is the temperature along the structure at a given x, or l∗.

I-B The BTE method vs. Fourier analysis

Here the inaccuracy of the Fourier model in capturing the device-level thermal

effects is shown by comparing it to the hybrid Fourier/BTE method. A 910 nm×
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Figure 4.2: Results for the Heaslet and Warming problem, for various acoustic thicknesses,
n = 0.01, 0.50, and 100. The dimensionless temperature is plotted (for both ThermalScope
simulation results and published data) over the dimensionless length of the structure shown
in Figure 4.1.

910 nm×500 nm region containing a bulk silicon device is simulated at different tech-

nology nodes (65 nm, 45 nm, and 32 nm). The bulk silicon device was modeled as a

heat source the length of the device channel [66, 49], as shown in Figure 4.3. Com-

pared to the BTE method, the Fourier method introduces 34.0%, 44.8%, and 54.1%

error at 65 nm, 45 nm, and 32 nm technology, respectively. This analysis shows a clear

trend that the error of the Fourier method increases as device size decreases, which is

expected since the Fourier model becomes less accurate as the length scales approach

the mean free path of phonons. Therefore, if used alone, the Fourier method is unable

to model the thermal effects of nanometre-scale structures.
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Table 4.1: Accuracy evaluation for BTE method for various acoustic thicknesses.

n 0.01 0.1 0.5 1 10 100
eavg (%) 0.64 1.33 0.70 0.96 1.04 0.28

Channel
(heat source)L ch

Silicon

Silicon

H ch

Wch

Side viewTop view

Figure 4.3: Thermal modeling of a bulk silicon device. The heat is generated in the
channel of the device, which has a given length, Lch, effective width, Wch, and effective
height, Hch. An effective height of 10nm was used in the simulations in this study and it
was assumed the effective width was equal to the channel length. The boundary at the top
of the device is assumed to be insulating [49].

I-C The hybrid method vs. BTE analysis

The idea of the hybrid method is to leverage the advantages of both Fourier and

BTE methods. The BTE method is only used when necessary, e.g., for regions within

the mean free path of phonons from device heat sources. The Fourier method is

applied to other regions to speed up thermal analysis. To test the accuracy of the

hybrid method, the same setup described above is used. This material is partitioned

into 343,128 thermal elements. First, BTE analysis is applied to the whole system.

The overall simulation time was 16.3 hours. Next, the hybrid approach is used, and

the number of elements solved using the Fourier method is varied by changing, η,

the number of mean free paths the BTE region extends from the heat source. The

relative peak temperature differences and the speedups compared to the BTE-only
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method are reported. The test setup is repeated for 45 nm and 32 nm technologies.

Figure 4.4 shows the results. The trends among the technologies are clear, however

direct comparisons (between technologies) of the exact values in Figure 4.4 should not

be made, as the system size and amount of cells varied between the simulations for

different technologies. This study indicates that the hybrid method can accurately

model the thermal effect beyond the mean free path of phonons using the Fourier

method, with speedups ranging from 23× to over 150× with an error of less than 4%,

and a 10× to 70× speedup with an error of less than 2%.

Note that this analysis only considers the device and its local neighbourhood.

The chip–package material outside of the mean free path of phonons, such as silicon

substrate, packaging, and cooling structure, are not considered. These structures

account for the vast majority of the analyzed system and it is known that Fourier

analysis is capable of accurately modeling them. From the results in this subsection,

it is concluded that the hybrid method greatly accelerate the simulation process

of IC full-chip thermal analysis compared to BTE-only approach with only slight

degradation in accuracy.

II Inter-device thermal effect modeling using Fourier analysis

The goal of this analysis is to demonstrate whether the Fourier method is sufficient

to accurately model the thermal interaction between neighbouring devices. This

would allow the application of the Fourier model for everything but characterizing

individual devices, i.e., from chip-level analysis all the way down to, but not including,

device-level analysis (which was described in the previous section). At the device level,

only the device of interest needs to have its self-thermal impact (i.e., the change in

temperature of a device caused by its own power consumption) computed using the
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Figure 4.4: Accuracy and efficiency of the hybrid solver. The error and speedup in using
a hybrid Fourier/BTE solver for various BTE region dimensions compared to a BTE-only
solver are evaluated.

BTE model.

The inter-device thermal correlation is evaluated using both the hybrid Fourier/BTE

method and BTE-only method. The peak temperature of one of the two devices when

the BTE solver is used for both is reported and compared against the peak tempera-

ture of the same device when its neighbour has been solved using the Fourier model.

This simulation is repeated for different inter-device distances. This study allows

the accuracy of Fourier based inter-device thermal correlation analysis, as well as the

length scale at which the BTE model becomes necessary to be determined.

Figure 4.5 shows the error of Fourier-based inter-device thermal correlation anal-

ysis as a function of inter-device distance for both bulk silicon and FinFET devices.
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Figure 4.5: BTE inter-device correlation for bulk silicon/FinFET devices. Absolute error
in a device’s peak temperature when the Fourier model is used to obtain a neighbouring
device’s thermal profile, for various inter-device distances.

The FinFET device was modeled as a defined silicon region in the shape of a FinFET

device that was surrounded by an oxide layer. The heat source was positioned in the

device fin to model the electron-phonon interactions, as shown in Figure 4.6. The

analysis error defined as
∣∣∣TBTE−TFourier

TBTE−Ta

∣∣∣, where TBTE is the peak temperature of the

device when its neighbour is solved using the BTE solver, TFourier is the peak tem-

perature of the device when its neighbour is solved using the Fourier solver, and Ta

is the ambient temperature. As shown in Figure 4.5, the error of Fourier-based inter-

device thermal correlation analysis decreases as the inter-device distance increases

and quantum thermal effects become less significant. The minimum in the absolute

error seen in Figure 4.5 can be explained as a crossing point between under and over
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Figure 4.6: Thermal modeling of a FinFET. The heat is generated in the fin of the device,
which has a given length, Lfin width, Wfin, and height, Hfin. The source and drain regions
also have a given length, Ld,s, width, Wd,s, and height, Hd,s. The source, drain, and fin are
surrounded by an oxide layer, and as in the case for the bulk silicon device, the boundary at
the top of the device is assumed to be insulating [49]. In this study, the following FinFET
device dimensions are used: Lfin = 60nm, Wfin = 10nm, Hfin = 60nm, Ld,s = 200nm,
Wd,s = 190nm, and Hd,s = 60nm.

estimation of the temperature. Compared to the BTE method, the Fourier method

can accurately estimate inter-device thermal effects with less than 1% error even when

the inter-device distance is as low as 20 nm for both bulk silicon and FinFET devices.

Although for a single device it was found that using the Fourier method to predict

its peak temperature was not sufficient, the results from Figure 4.5 suggest that the

Fourier method can provide sufficient accuracy for inter-device thermal correlation

analysis, and thus only individual devices of interest will need to have their thermal

profiles computed using the BTE model.
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III Chip–package and functional unit level accuracy evaluation

To evaluate the chip–package and functional unit level modeling accuracy of Ther-

malScope, ThermalScope is compared against COMSOL, a commercial physics mod-

eling package [52], using a quad-core chip-multiprocessor design. Since this test is

for evaluating the accuracy down to the functional unit level, only Fourier analy-

sis techniques are used: thermal-gradient based spatial resolution adaptation and a

single level of hierarchical multi-scale partitioning and clustering. For this test, the

threshold S in Equation 3.16 was set to (tmax− tmin)/20, where tmax and tmin are the

maximum and minimum temperatures of the thermal profile using the initial parti-

tion of 8× 8. For clustering, a threshold of 0.01 was used to determine the maximum

relative difference between the largest and smallest thermal impact coefficient in a

cluster.

The quad-core chip-multiprocessor design used for this test contains four alpha

21264 cores and an L2 cache. The silicon die is 9.88mm×9.88mm, with a 50µm

thickness. There is a 10µm layer of thermal grease between the heat sink and die,

and the extruded copper heat sink is 9.88mm×9.88mm with a thickness of 6.9mm.

17 multithreaded and multiprogrammed testing cases are considered, each running on

the multi-core chip. Each run contains eight copies of each test case. The functional-

unit level power profile (containing static and dynamic power breakdown) of each

benchmark was obtained by the M5 full-system simulator [99] with a Wattch-based

EV6 power model [100].

The temperature profiles for benchmark cholesky obtained using COMSOL and

ThermalScope are shown in Figures 4.8(a) and 4.8(b), respectively, while the power

profile, which also shows the functional unit layout, is shown in Figure 4.7. Each
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Figure 4.7: Steady-state average functional unit level power profile for benchmark
cholesky.

on-chip core contains 15 functional units. For the sake of illustration, Table 4.2

reports the results for the functional units in all four cores. The error, eavg, for each

functional unit is calculated using Equation 4.1, with Tamb subtracted from Ti in the

denominator, where E is the set of functional units, Ti is the average temperature

of functional unit i obtained using COMSOL, and T
′
i is the average temperature of

functional unit i obtained using ThermalScope, and Tamb is the ambient temperature

used in the simulations (318.15K). This error measure is in fact conservative since the

denominator represents the temperature rise above ambient temperature as opposed

to 0K. The results show a maximum of 3.3% error for ThermalScope compared to

COMSOL, with an average error of 1.89% for all functional units.

Table 4.3 shows the results of the 17 test cases. Again, the average error, eavg

from Equation 4.1 is used for comparing the thermal profile of the entire chip where

E is the set of elements of the active layer, Ti is the temperature of element i obtained

using COMSOL, and T
′
i is the temperature of element i obtained using ThermalScope.

As in Table 4.2, the errors were calculated relative to the ambient temperature. The

results show a maximum error of 1.97%, while the average error for all benchmarks
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Figure 4.8: (a) Temperature profile for benchmark cholesky using COMSOL. (b) Tem-
perature profile for benchmark cholesky using ThermalScope.

is 1.77%.

IV Test Case: Full–Chip Thermal Analysis and

Temperature-Dependent Leakage Power Estimation

ThermalScope is designed for thermal analysis of billion-transistor nanometre-

scale ICs. In this section, the use of ThermalScope in full-chip thermal analysis and

temperature-dependent leakage analysis is demonstrated using an industry design

containing over 150 million transistors.

The configuration of the chip design considered in this analysis is as follows. The

silicon die is 16mm×16mm, with a 725 µm thickness for bulk silicon technology and

202µm thickness (including the oxide layer) for FinFET technology. The aluminum

heat sink is 34mm×34mm with a 2mm thick base and 23mm fin height. The chip

uses flip-chip packaging, and a layer of interface material between the silicon die and

cooling solution. The air-cooling flow rate is 1.5m/s.

The potential simulation time and memory storage savings of the developed tech-

nique are now evaluated. For device-level thermal analysis, the elements are required



CHAPTER 4. RESULTS 70

Table 4.2: Accuracy evaluation using benchmark cholesky.

Functional unit eavg (%)
Core 1 Core 2 Core 3 Core 4

Icache 1.05 2.39 1.99 1.74
ITB 1.59 1.60 1.74 1.91

Bpred 1.54 3.01 2.14 2.81
LdStQ 1.97 2.01 2.07 1.61
IntMap 1.24 2.51 1.73 1.58
FPMap 2.45 3.73 1.95 1.59
IntQ 1.61 2.62 1.73 2.58
FPQ 1.99 2.31 1.84 1.19

IntReg 3.30 3.75 2.49 3.46
FPReg 1.74 3.95 1.77 2.30
Dcache 1.05 1.55 1.37 1.67
DTB 1.68 2.52 1.74 2.47

IntExec 2.87 2.75 2.40 2.12
FPAdd 2.23 2.58 2.72 1.66
FPMul 2.08 3.67 2.39 1.52

to be much smaller than the heat source. Assuming the heat source is the size of

the device and the process technology is 65 nm, then the element size is required to

be a few nanometres along each dimension. At the other end of the spectrum, the

sizes of the chip and cooling package are in the range of centimetres. To construct a

partition of the industry design with over 150 million transistors, the storage require-

ments would be on the order of 1018 bytes. The computations required to evaluate

the temperature of a single device would be 1012 additions and 1012 multiplications.

From this example, it can be seen that device level thermal analysis of entire chips is

computationally intensive.

ThermalScope uses several methods to reduce the storage requirements and total

amount of computation. Hierarchical adaptive modeling granularities are used from

the chip level down to the device level. To retain accuracy, a large number of elements
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Table 4.3: Accuracy evaluation using 17 benchmarks.

Benchmark eavg (%)
cholesky 1.77

gzip, mgrid 1.83
parser, vpr 1.88
gzip, parser 1.83
mgrid, vpr 1.81

lu 1.67
applu, gcc 1.77
twolf, mcf 1.80
applu, mcf 1.77
gcc, twolf 1.78

jpegdec, gsmenc 1.97
gsmenc, g721enc 1.97

mpgenc 1.82
radix 1.60

sphinx3 1.92
waternsq 1.64
waterspa 1.20

are desired on each level, however due to current memory limitations, the number of

elements per level is limited to 4096 (i.e., 64 × 64 per level) giving an unclustered

thermal impact coefficient matrix size of 4096× 4096 per level. Given this level gran-

ularity, a total of three levels can be used to model the chip down to the device level.

This adaptive modeling reduces the problem size to requiring storage on the order

of 108 bytes for the thermal impact coefficient matrices for the same problem as de-

scribed above, an improvement of 10 orders of magnitude. For comparison purposes,

the input power profile of the industry design itself requires more than 7×108 bytes

of storage. The number of computations required to evaluate the temperature of a

single device would also be reduced to 108 additions and multiplications, and the

results from the majority of these computations can be reused among devices. The

amount of computation is further reduced by ThermalScope’s clustering technique.
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The simulation run-time and memory usage results for the device level temperature

evaluation (after obtaining the coefficient matrices) for the developed technique with

and without clustering are shown in Table 4.4. The chip evaluated contained over

150 million devices. The evaluation was carried out for both a bulk silicon design

and a FinFET design. The results show that although the memory usage may not

be significantly reduced by clustering, significant speed-up can be achieved. For the

clustering technique, memory usage for indexing is required in addition to storing the

clustered information, which can explain the lack of significant memory reduction.

Table 4.4: Efficiency evaluation of clustering technique.

Bulk silicon FinFET

ThermalScope
No

ThermalScope
No

clustering clustering
tCPU (min) 167 485 179 607
Mem. (MB) 548 604 620 604

Thermal Analysis and Temperature-Dependent Leakage Power Estimation: Accurate

thermal analysis is critical for evaluation of temperature-dependent effects. Ther-

malScope is capable of handling large IC designs with device-level accuracy. In

this section, the use of ThermalScope is reported for full-chip thermal analysis and

temperature-dependent IC leakage analysis of a large industry design.

Since the leakage power of the chip is strongly affected by the temperature, it is

necessary to include leakage power estimation in the thermal analysis simulation flow.

To determine the thermal profile of the industry chip while taking into account the

leakage power, the following iterative process can be used. From the data set of the

industry design, the initial dynamic and leakage power are estimated at the ambient

temperature of 55◦C. The device level thermal profile is then evaluated for the given
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Figure 4.9: Thermal profile of the full-
chip for the bulk silicon design.

Figure 4.10: Thermal profile of the full-
chip for the FinFET design.

initial power profile. The results of this simulation are then used to update the leak-

age power of the chip. This is an iterative process that continues until convergence

is reached between the simulated temperature and the power. Whether or not the

system will converge depends on whether the cooling solution can remove the gen-

erated heat. If the generated heat cannot be removed, a positive feedback condition

is created, which leads to thermal run-away [101]. In this study, the thermal-leakage

power dependency is obtained by curve fitting the leakage measurement results of the

industrial design data set, which contains power numbers for various temperatures.

For this study, both bulk silicon and FinFET technologies are considered. The

thermal profile of the IC design is characterized using the multi-scale macromodeling

method through the described iterative analysis process. During thermal analysis,

the temperature of every individual device is evaluated, and the leakage power of

each device is adjusted based on its change in temperature. This process is carried

out for every single device on the chip. The temperature profiles obtained for three

different levels of granularity are shown in Figures 4.9, 4.11, and 4.13 for bulk silicon
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Figure 4.11: Thermal profile of a
255µm×255µm hotspot for the bulk silicon
design.

Figure 4.12: Thermal profile of a
255µm×255µm hotspot for the FinFet de-
sign.

technology, and Figures 4.10, 4.12, and 4.14 for FinFET technology. Figures 4.11 and

4.12 refer to enlarged fine grain thermal profiles of a hot spot on the chip. Figures

4.13 and 4.14 illustrate a further enlargement of the area, showing the device level

information for two devices out of the hundreds of millions who’s temperatures have

been reported. Although ThermalScope evaluates the temperature of every device,

it also has the capability of coarse-grained thermal analysis. The thermal profiles

demonstrate the capability of ThermalScope to handle analysis at scales varying by

six orders of magnitude. The profiles also indicate however, the inaccuracies of coarse-

grained estimates for device temperatures.

Figures 4.9 through 4.14 show the information lost when device level thermal anal-

ysis is not considered. Using coarse-grained thermal analysis, large inaccuracies occur

due to the assumption that all devices within a single coarse-grained element have

the same temperature as the element. For the bulk silicon design, at the intermediate

level (255µm×255µm) this may be a valid assumption, however at the device level
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Figure 4.13: Thermal profile of a
1.6µm×1.6µm hotspot for the bulk silicon
design.

Figure 4.14: Thermal profile of a
1.6µm×1.6µm hotspot for the FinFET de-
sign.

a significant deviation from the average coarse-grained temperature can be clearly

seen. This demonstrates that thermal analysis of the entire chip at the intermediate

level would not be sufficient to characterize the device temperatures. In contrast,

ThermalScope determines the temperature of each device on chip which allows for

detailed full-chip thermal analysis. In coarse-grained thermal analysis, the features

that occur at the device level are not considered, which leads to inaccurate estimation

of the device temperatures, as shown in Figures 4.9 through 4.14.

In addition to thermal analysis, ThermalScope can also be used to estimate the

leakage power of the chip. The leakage power is determined by the same iterative

process described earlier. For comparison purposes, the results of the leakage power

obtained using four distinct techniques are compared.

The first leakage power value to be compared, P1, is the leakage power from

the industrial benchmark data set for the ambient temperature of 55◦C. The second

leakage power, P2 was obtained by estimating the leakage power after full-chip thermal
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analysis, using device level modeling granularity. The third and fourth leakage powers

were evaluated using the iterative process. The iterative process was carried out for

both the coarse-grained thermal analysis (chip divided into 64×64 elements) for P3,

and full chip thermal analysis, using device level modeling granularity for P4. By

comparing the leakage power obtained with the various techniques, it is possible

to gain insight into the importance of device level information on leakage power

estimation and the significance of iterative solutions. The leakage power results are

presented in Table 4.5.

The results indicate that iterative solutions converge to a significantly higher leak-

age power and thus single iteration evaluation methods are not sufficient for accurate

leakage power estimation. The results also demonstrate the effect of considering

device-level thermal behaviour during leakage analysis. For both the FinFET and

bulk silicon designs, the leakage power reported using multiple iterations of device-

level thermal analysis is higher than the other leakage powers reported. The leakage

power profile of the industry design, obtained using the iterative full-chip thermal

analysis using device-level modeling granularity technique is shown in Figure 4.15.

From the results presented in this section, it can be concluded that device-level

thermal analysis is necessary for both accurate thermal profile information, and leak-

age power estimation. By using a compact macromodeling method, ThermalScope is

able to obtain such information within reasonable time frames and storage require-

ments.
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Table 4.5: Leakage power estimation.

P1 P2 P3 P4

Bulk silicon Pleakage (mW) 13277.4 16452.5 16454.3 16563.4
FinFET Pleakage (mW) 13277.4 16565.0 16242.6 16983.8

 0
 5
 10
 15
 20
 25
 30
 35

x (mm)

y 
(m

m
)

Power (mW)

0  2  4  6  8  10  12  14  16

 2

 4

 6

 8

 10

 12

 14

 16

Figure 4.15: Leakage power profile of the industry design obtained using the iterative
process with device-level modeling granularity.



Part II

Single-electron Device and Circuit

Analysis

78



Chapter 5

Background

In this chapter, the background information associated with the single-electron effects

modeled by SEMSIM, the developed multi-scale simulator for single-electron devices,

is discussed. These effects include single-electron tunneling [14] and cotunneling [19]

for non-superconducting devices, and Josephson quasi-particle peaks (JQP) [27],

double Josephson quasi-particle peaks (DJQP) [27], and singularity matching fea-

tures [102] for superconducting devices. The different tunneling scenarios involved in

these effects are illustrated in Figure 5.1.

When an island is connected to two terminals separated by tunnel junctions, which

is the case for SETs, the required energy to add (or remove) an electron from the

island is e2/2CΣ, where CΣ is the capacitance of the island to its surroundings (for

example, in Figure 5.1 CΣ = C1 + C2 + Cg). If this capacitance is sufficiently small,

this charging energy can be much greater than the available thermal energy, kBT .

At bias voltages below a certain threshold, this leads to the suppression of electron

tunneling. The suppression of current in the region where the bias voltage is below

this threshold is known as Coulomb blockade. Varying the potential on a third (or

79
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quasi−particle

Cooper pair

R  , C2 2R  , C1 1
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C g
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DrainIslandSource

Junction 2Junction 1
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Figure 5.1: Circuit schematic of a single-electron transistor showing several different
tunneling scenarios. The tunnel junctions of the device are modeled by a resistance, R
and capacitance, C, which depend on the area and thickness of the tunnel junction [21]. If
the tunnel junction resistance satisfies the condition R > h/e2 ∼ 26kΩ, the charge on the
island will be quantized, meaning q = −ne, where q is the charge on the island, and n is
the number of excess electrons on the island [103].

gate) terminal, which is capacitively coupled to the island, shifts the energy levels of

the island, which in turn reduces or raises the threshold voltage and allows control

of the device current. An interesting property of SETs is the periodic threshold

dependence on the gate voltage, which has a period of e/Cg (see Figure 5.2). It

should also be mentioned that maximum slope of the current-voltage relation in a

SET is independent of temperature, so long as the resistance of the tunnel junctions

may be considered temperature independent.

Cotunneling: While a single-electron device is operating in the Coulomb blockade

region, although the tunneling of electrons to and from the island is suppressed,

the tunneling of electrons through multiple junctions is possible [19]. In this case,

electrons travel through several junctions at once, instead of traveling through a single

junction sequentially. These “cotunneling” events become noticeable when operating

in Coulomb blockade regions at low temperatures, providing non-zero current.

Cotunneling may be divided into elastic and inelastic events. For elastic cotun-

neling, the same electron travels through several junctions. For inelastic cotunneling,
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Figure 5.2: The periodic relationship between the threshold bias voltage and the gate
voltage at zero temperature, where ‘n’ is the number of electrons on the island. Coulomb
blockade occurs in the shaded “diamond” regions.

separate electrons tunnel through the junctions in a very short period of time. Since

elastic cotunneling events are typically negligible (except at very low voltages and

temperatures) compared to inelastic events [18,19], they are ignored in this work.

Superconductors: Superconducting materials exhibit certain properties below a

material dependent critical temperature Tc. The most important property of these

materials is that when they are cooled below Tc, a material dependent temperature,

their resistance completely vanishes. This is due to the gap of 2∆ in their density of

states. This gap is temperature dependent and decreases with increasing temperature

up to Tc, where the gap is no longer in existence [104], and the material is no longer

in a superconducting state.

In superconductors, electrons can be bound in pairs and travel without energy

dissipation. The electrons travel in pairs due to their interaction with the material

lattice. A simplistic explanation of this phenomenon is that traveling electrons attract
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Figure 5.3: Left: SEMSIM simulation results at T=5K for various gate voltages of a SET
with R1=R2=1MΩ, C1=C2=1aF, Cg=3aF, and a symmetric bias. The Coulomb blockade
region can be seen as the suppression of current near Vds=0V. Right: SEMSIM simulation
results at T=50mK for various gate voltages of a SSET with the same parameters as the
non-superconducting SET with ∆(0 K)=0.2meV and Tc=1.2K. In this case, the the reduced
current region is enlarged due to the superconducting gap, ∆.

the positively charged lattice atoms. The attracted wave of positively charged lattice

atoms then attracts an electron in the vicinity. These electrons travel as pairs called

Cooper pairs. As one electron travels, the other one follows due to lattice attractions.

Thermal energy can break up these pairs into single particles called quasi-particles.

In superconducting single-electron devices where all terminals and islands are

in the superconducting state, electrons can travel alone, as quasi-particles, or in

pairs, as Cooper pairs. Quasi-particle tunneling is similar to single electron tunneling

in non-superconducting devices except that the reduced current region (caused by

Coulomb blockade) is extended due to the superconducting gap, ∆. An example

of the extension of the reduced current region for a SSET (compared to that of a

non-superconducting SET) is shown in Figure 5.3.

Cooper pair tunneling, together with quasi-particle tunneling can lead to resonant

current peaks. These resonances are known as the Josephson quasi-particle (JQP)
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Figure 5.4: Cycle summary for JQP and DJQP processes. The JQP process involves
three separate tunneling events (each corresponding to a given number of electrons on the
island), while the DJQP process involves four separate tunneling events. Since these cycles
take place in superconducting devices, the tunneling of Cooper pairs and quasi-particles are
possible.

and double Josephson quasi-particle (DJQP) resonances.

Josephson quasi-particle peaks: Josephson quasi-particle peaks in SSETs occur

at low bias voltages when the required energy for a Cooper pair tunneling event

is approximately zero. After a Cooper pair tunnels to (or from) the island, either

another Cooper pair can tunnel to return the island to its initial state, making the

net current zero, or a quasi-particle can tunnel from (or to) the island to bring the

system closer to its original state. If a quasi-particle tunnels after a Cooper pair does,

then another quasi-particle tunnels from (or to) the island to return it to its original

state. This process can occur repeatedly, causing peaks in the current. The process

is summarized in Figure 5.4. Either a Cooper pair tunnels through junction ‘A’ and

is followed by two quasi-particle tunneling events through junction ‘B’ [27], or the

reverse.

Double Josephson quasi-particle peaks: Double Josephson quasi-particle pro-

cesses are similar to JQP processes except that a Cooper pair tunneling event always
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follows a quasi-particle tunneling event (see Figure 5.4). In this process, a Cooper pair

tunnels through junction ‘A’, followed by a quasi-particle tunneling through junction

‘B’, followed by a Cooper pair tunneling through junction ‘B’, which is then followed

by a quasi-particle tunneling through junction ‘A’. The cycle then restarts, leading

to resonant current peaks [27, 105]. Both of these effects are significant in supercon-

ducting devices because they enable significant current flow in regions that would

otherwise be in the Coulomb blockade state, if only single-particle events would be

considered.

Singularity matching: Another interesting feature in low voltage biased SSETs is

the appearance of peaks in the current due to singularity matching at finite tempera-

tures (0 < T < Tc) [102]. These peaks appear when thermally excited quasi-particles

just above the superconducting gap (in the energy spectrum) line up with empty

states on the other side of a tunnel junction. At lower temperatures, these peaks are

not visible since there are few thermally excited quasi-particles. For a more complete

description of singularity matching peaks, see [106,102].

Other effects that appear in SSETs include parity effects [107], Andreev reflec-

tion [108], simultaneous tunneling of Cooper pair and quasi-particle tunneling (3e

tunneling) [109], quasi-particle cotunneling [110, 111], and supercurrent [112]. These

effects are neglected in this simulator since their impact is only significant for a small

range of parameters.



Chapter 6

SEMSIM: A multi-scale

single-electron device and circuit

simulator

In this chapter, SEMSIM, the developed adaptive simulator for single-electron devices

is presented. In Section I, the simulation flow is summarized. In Section II, the models

and equations used to model single-electron devices and circuits are described. In

Section III, the adaptive simulation flow and algorithm are explained in detail.

I Overview

The modeling and simulation flow is shown in Figure 6.1. SEMSIM uses a Monte

Carlo based method to accurately simulate single-electron device circuits, which in-

cludes known secondary effects. The adaptive algorithm reduces the number of cal-

culations required for each iteration of the Monte Carlo solver, thus making the

simulator more efficient for use with large scale circuits at the expense of accuracy.

85



CHAPTER 6. MULTI-SCALE SINGLE-ELECTRON CIRCUIT ANALYSIS 86

YesNo Output results

Update tunneling rates and
node potentials selectively

Calculate all possible tunneling
rates and node potentials

Non−adaptive solver

Input circuit interpretation

Event solver

Adaptive solver

Monte Carlo solver

Jumps simulated > Desired amount?

Time simulated > Desired amount?
or

Figure 6.1: SEMSIM overview. SEMSIM uses a Monte Carlo based solver with adaptive
and non-adaptive methods to simulate single-electron device circuits.

Circuit information is passed to SEMSIM via a SPICE-like input file containing

all the necessary information, which includes component values and simulation time.

Once the circuit components have been characterized by the simulator, the Monte

Carlo process begins. During simulation, one tunnel event is simulated each itera-

tion. In a typical simulation, many tunnel events are simulated to emulate circuit

behaviour. At the beginning of each iteration, an adaptive solver is used to calculate

the circuit node potentials and single-electron tunnel rate information. If secondary

effects are included, or the circuit is superconducting, a non-adaptive solver is used

to calculate the tunnel rate information specific to these effects. The tunnel rate

information is then used by the event solver to choose a specific tunneling event each

iteration. Once the desired simulation time has been reached, or the number of re-

quested tunnel events has been satisfied, the simulation is complete and the results

are stored in a file.
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II Modeling

The tunneling rate of an electron through a junction is the probability per unit

time that an electron will tunnel across it. Each junction has two corresponding

tunneling rates, to characterize the tunneling probability in each direction. The

tunneling rates of electrons for all junctions in a given circuit must be known to

accurately model single-electron devices. In this section, the tunneling rate equations

and associated assumptions for the effects modeled in SEMSIM are presented.

Single-electron tunneling: The assumptions of the single-electron tunneling model

used by SEMSIM are based on the “orthodox” theory [14], which was discussed

in Chapter 2. These assumptions are briefly explained here. First, the electron

energy spectrum inside conductors is assumed to be continuous (no single-particle

quantization). In metallic devices this is generally a good assumption, however it is

not true for semiconducting SETs. Second, the tunneling time of electrons through

junctions is assumed to be much shorter than the time between tunneling events,

which is valid for practical devices where the time it takes for an electron to tunnel

through a junction is approximately 10−15 seconds [14].

The tunneling rate of electrons is a function of temperature and change in free

energy. Using the assumptions listed above, the tunneling rate of an electron through

a single junction [18,14]:

Γ(∆W ) =
I(∆W/e)

e[exp∆W/(kBT )−1]
(6.1)

where ∆W (J) is the change in free energy from after and before the tunneling event;

kB (J/K) is Boltzmann’s constant; T (K) is the absolute temperature; and for the

non-superconducting case I(∆W/e) is assumed to have the form (∆W/e)/R, where
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R (Ω) is the resistance of the junction being tunneled through. The form of I(∆W/e)

for the superconducting case will be described later. Assuming that nodes i and f are

both islands, the change in free energy for an electron to tunnel from i to f is [18]:

∆W = −e(vf − vi) + (C−1
ii − 2C−1

if + C−1
ff )e2/2 (6.2)

where vi and vf are the initial voltages (V) on nodes i and f ; and C−1 (1/F) is

the n × n inverse capacitance matrix, which contains information on the coupling

between nodes, where n is the number of islands. This change in free energy comes

from removing an electron from node i and adding an electron to node f . From

Equation 6.2 it can bee seen that the change in free energy is dependent on the

voltage across the junction (vf − vi) and a constant term that does not depend on

the charge distribution.

Cotunneling: While the orthodox theory ignores coherent simultaneous tunneling

events [14], SEMSIM includes such events up to the second order. For second order

cotunneling, electrons tunnel through two junctions within an insignificant period of

time. It is assumed here that higher order cotunneling rates are negligible since the

rate equation is inversely proportional to RN , where R is the resistance of the junctions

and N is the order of tunneling (only N = 2 is considered). Note however that higher

order cotunneling can become significant, depending on the device and operating

conditions. The cotunneling rates are calculated using the following equations [94]:

Γ(N) =
2π

~

(
N∏

i=1

αi

)
S2FN(∆EN , T ) (6.3)

S =
∑

perm{j1,...,jN}

(
N−1∏
l=1

1

∆El − l
N

∆EN

)
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FN(∆EN , T ) =

∏N−1
i=1 [(2πkBTi)2 + (∆EN)2]

(2N − 1)!

× ∆EN

exp
(

∆EN

kBT

)
− 1

αi = GiRQ/π2

where N = 2 as second order cotunneling is considered; ∆Ei (J) is the change in

energy from leaving the initial state E0 and entering state i due to an electron jump,

Gi (1/Ω) is the conductance of junction i, and RQ = π~/2e2.

In Equation 6.3, the permutation in S is taken over two intermediate states. This

can be described using a two junction system, as illustrated in Figure 6.2. Assuming

zero temperature (T = 0K), and a bias where electrons favorably cotunnel towards

the top, there are two possible intermediate states. In ‘Situation 1’, an electron

tunnels from the bottom terminal to the island and then an electron tunnels from

the island to the top terminal. In this case, the intermediate state is a state with

one extra electron on the island. The other case, ‘Situation 2’, is when an electron

tunnels from the island to the top terminal and then another electron tunnels from

the bottom terminal to the island. The intermediate state is thus a state where the

island is missing an electron.

I have implemented two different methods using the tunneling rate Equation 6.3,

known as the exclusion and coexistence principles [94], to avoid singularities when

∆El = l
N

∆EN in Equation 6.3. These singularities occur when the intermediate

energies lie between the final and initial energy state, i.e., EN ≤ El ≤ E0. In the

exclusion principle implementation, cotunneling events with intermediate energies, El,

in this region are not considered and thus the cotunneling rates are zero. When the

intermediate energies are outside of this region, the cotunneling rates are calculated
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Figure 6.2: Possible cotunneling intermediate states for a two junction device. The inter-
mediate states differ by the order in which the tunneling events occur and the number of
electrons on the island after the first tunneling event.

as usual. This approximation is said to be valid for ~/2e2R � 1, where R is the

resistance of the junction [94].

For the coexistence principle implementation, buffer zones are employed to avoid

divergent situations. These buffer zones, which are placed around both EN and E0,

have widths of kBT . Intermediate energy levels that lie between E0 and EN are

shifted to the furthest edge of buffer zone that the intermediate energy level is closest

to. This avoids the possibility of the intermediate energy being between the final and

initial energy levels.

Quasi-particle tunneling: In the superconducting state, I(∆W/e) in Equation 6.1

is the quasi-particle tunneling I-V function [19] given by [104]:

Iss =
Gnn

e

∫ ∞

−∞

Ns1(E)

N1(0)

Ns2(E + eV )

N2(0)
[f(E, T )− f(E + eV, T )]dE (6.4)

where Gnn (1/Ω) is the normal state conductance (1/R); Ns1,2(E, T )/N1,2(0) are the

BCS (Bardeen, Cooper, and Schrieffer) reduced densities of states of the supercon-

ducting metal on nodes 1 and 2 respectively. The reduced densities of states are given
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by [104]:

Ns1,2(E, T )

N1,2(0)
=

|E|√
E2 −∆2

1,2(T )
θ[|E| −∆1,2(T )] (6.5)

θ[x] =

 1 if x > 0

0 otherwise

where ∆(T ) is the temperature dependent superconducting energy gap. f(x, T ) is

the Fermi function given by [113]:

f(x, T ) =
1

1 + exp[x/kBT ]
(6.6)

The current given by Equation 6.4 differs from the normal state linear relation

(I(∆W/e) = (∆W/e)/R) in that there is current suppression for voltages, eV , below

∆1 + ∆2, as illustrated in Figure 6.3. This causes additional suppression of current

in superconducting single-electron devices (as shown in Figure 5.3). The relation in

Equation 6.4 resembles the normal state linear relation for voltages much greater than

the superconducting gap (� 2∆, assuming gaps of equal energy).

Cooper pair tunneling: Cooper pair tunneling is modeled for the regime of high

resistance junctions. In this regime, R � h/4e2 ' 6.5kΩ, where R is the normal state

resistance of the junction. Another assumption is that EJ � Ec, where Ec (J) is the

charging energy (= e2/2CΣ for a SSET) and EJ (J) is the Josephson energy. Since

the gaps are assumed to be of equal energy, the definition of EJ , which is valid for

any temperature, is given by [114]:

EJ =
~π∆(T )

4e2R
tanh

(
∆(T )

2kBT

)
(6.7)

where ∆(T ) is the superconducting gap energy at temperature T .
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Figure 6.3: Tunnel junction current as a function of bias voltage (across the junction)
for superconducting (Iss) and non-superconducting (Inn) terminals. At T = 0, current is
suppressed until there is sufficient energy to create quasi-particles (eV = ∆1 + ∆2). At
T > 0, lower bias voltages are required for current to flow (eV < ∆1 + ∆2) due to the
available thermal energy. In this study, it is assumed the superconducting gaps of both
terminals are equivalent, i.e., ∆1 = ∆2. Figure reproduced from [104].

Using the assumptions described above, the Cooper pair tunneling rate is given

by [115]:

γ =
ΓqpE

2
J

4δ2 + (~Γqp)2
(6.8)

where Γqp (1/s) is the tunneling rate of the first quasi-particle that will leave the node

where the Cooper pair tunnels to, and δ (J) is the change in energy of the system

when a Cooper pair tunnels. The quasi-particle corresponding to Γqp is the quasi-

particle in the second step of either the JQP or DJQP cycle, as illustrated in Figure

5.4.
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Figure 6.4: A detailed simulation flow of SEMSIM.

III Algorithm

In this section, a detailed explanation of SEMSIM’s process flow is presented. The

processes involved in each block shown in Figure 6.4 are described below.

Input circuit interpretation: SEMSIM supports a SPICE-like input format to

ease device-level and large-scale circuit simulation. Circuits can contain capacitors,

voltage sources, and tunnel junctions, and the elements must be superconducting or

non-superconducting, but not both. The user can specify the simulation parameters,

such as the secondary effects being considered. As an example, the input file to

generate the results seen in Figure 5.3 for the non-superconducting SET is presented

in Example Input File 1. SEMSIM is also equipped with a parser which supports

logic representation of a circuit netlist, such as NAND and NOR network, allowing

circuit designers to describe large-scale circuits.

Superconducting preprocessing: The Monte Carlo algorithm for quasi-particle

tunneling in the superconducting regime is similar to that of single-electron tunneling
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Example Input File 1: Single-electron
transistor
#SET component definitions
junc 1 1 4 1e-6 1e-18
junc 2 2 4 1e-6 1e-18
cap 3 4 3e-18
charge 4 0.0

#Input source information
vdc 1 0.02
vdc 2 -0.02
vdc 3 0.0
symm 1

#Overall node information
num j 2
num ext 3
num nodes 4

#Simulation specific information
temp 5
cotunnel
record 1 2 2
jumps 100000 1
sweep 2 0.02 0.00005
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in the non-superconducting regime except one major difference: the use of a non-linear

current-voltage relationship as seen in Equation 6.4. This relationship is temperature

and material specific and must be computed prior to circuit simulation.

If the circuit includes superconducting devices, prior to circuit simulations, the

integration in Equation 6.4 is solved using an adaptive fourth order Runge-Kutta

method [116]. An adaptive method is used to dynamically change the step size,

∆E, to efficiently approximate the shape of the integrand. To solve Equation 6.4,

the superconducting gap at the operating temperature, ∆(T ), and the operating

temperature itself must be known. If the superconducting gap is only known at

T = 0K, and the critical temperature of the superconductor, Tc, is known, ∆(T ) is

estimated using the temperature dependence of superconducting gaps [117].

Before the integration is carried out, the integration range of Equation 6.4 is

divided into multiple stages in order to avoid singularities [113]. To obtain the current

voltage relation, the integration is evaluated for voltages (eV ) ranging from 0 to 20∆.

Since the current-voltage relationship approaches the linear relationship I(V ) = V/R

after 2∆, the current is assumed to have this linear relationship for voltages higher

than 20∆ (� 2∆). The integration is only carried out for positive voltages since

the negative voltage relationship is similar, the difference being that the current is

negative. When the integration is complete, the results are stored so they can be

accessed during circuit simulation.

Circuit matrix solver: Once the circuit information has been interpreted by the

simulator, two coupling matrices are constructed using circuit capacitance informa-

tion. These matrices are calculated once and used throughout the simulation process.

One of the matrices is used during simulation to calculate the induced node potentials



CHAPTER 6. MULTI-SCALE SINGLE-ELECTRON CIRCUIT ANALYSIS 96

from input voltage sources. The other matrix is an inverted matrix, known as the

inverse capacitance matrix, as seen in equation Equation 6.2. This matrix is used

during simulation to calculate the free energy for tunneling electrons.

Monte Carlo solver: The Monte Carlo process begins after the required circuit

parameters have been extracted from the circuit information. The simulation then

proceeds into an iterative process, where a tunnel event is simulated each iteration,

until the desired simulation time is met or desired number of tunnel events is satisfied.

In typical simulations, many tunnel events are simulated to emulate circuit behaviour.

To emulate tunnel events, the tunneling rates of all possible tunnel events are cal-

culated each iteration. Since the tunnel rate calculation is the most computationally

expensive part of the simulation [18], in this work an adaptive solver is developed,

which is used to update dynamic node potentials and tunnel rates. The tunnel rates

are calculated by either an adaptive solver for single-electron tunnel events, or a non-

adaptive solver for secondary or superconducting effects, if they are included. In each

iteration, the event solver calculates the time between tunnel events and selects a par-

ticular tunnel event randomly, using the tunneling rate probabilities as a probability

distribution.

Non-adaptive solver: Similar to conventional Monte Carlo single-electron device

solvers, the non-adaptive solver updates the potential of every single node and re-

calculates the tunneling rate of every junction at each iteration. This solver is used

to calculate secondary or superconducting effects due to the complexity required for

them to be solved using an adaptive method while maintaining accuracy. The equa-

tions used to calculate effect specific tunneling rates are those given in Section II.
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Since each tunneling rate equation requires the change in free energy for that tun-

nel event to be known, the change in free energy (Equation 6.2) must be calculated

at least once per tunneling rate calculation (the cotunneling rate equation requires

several energy values to be known).

Adaptive solver: In a non-adaptive Monte Carlo single-electron device solver, the

computation of the tunneling rates is the most time consuming part of the simulation

[18]. To reduce the number of tunneling rate calculations per loop, a method is

developed to only update the tunneling rates and node potentials which have changed

significantly after an electron jump or a significant change in the input voltage.

To determine whether or not the tunneling rate will change significantly after a

tunneling event, the change in free energy due to a tunnel event (∆W in Equation 6.1)

is used, since it is the only dynamic parameter of the tunneling rate equation. For

∆W to vary, either the electron distribution of the circuit or the input voltages must

change. These occurrences will only have a significant impact on ∆W if the junction

nodes are tightly coupled to where the event took place.

The adaptive algorithm is shown in Algorithm 2. After each tunnel event or

change in input potential, the junctions nearest to the tunneling event and/or AC

input(s) are each tested. The potential change across junction i, currently being

tested, is calculated, where n1 and n2 are the nodes in contact with the junction,

and ∆Pn1 and ∆Pn2 are the potential changes on nodes n1 and n2, respectively. The

change in potential across the junction, ∆Pn, is then calculated. This junction’s new

tunneling rates are calculated using the change in potential across its nodes added

to the previous values of ∆W for both directions, where the subscripts fw and bw

indicate tunneling in each direction (“forwards” and “backwards” respectively). The
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previous tunneling rates for this junction are used to calculate the change in tunneling

rates ∆Γfw and ∆Γbw.

Algorithm 2 Adaptive analysis

1: if electron tunnel event occurred or AC signal(s) present then
2: for each junction where a tunnel event occurred, in contact with AC input(s), and

neighbour to be tested do
3: Compute potential change for nodes n1 and n2 surrounding junction i
4: Update node potentials
5: ∆Pn = ∆Pn1 −∆Pn2

6: Γfw = Γ(e∆Pn + ∆W
′
fw)

7: Γbw = Γ(−e∆Pn + ∆W
′
bw)

8: Compute change in tunnel rates, ∆Γfw & ∆Γbw

9: if (|∆Γfw/Γfw,old| ≥ ε) or (|∆Γbw/Γbw,old| ≥ ε) then
10: Update tunneling rate for this junction
11: Go to 2 to test junction i’s neighbours
12: end if
13: end for
14: end if

To determine whether this junction’s neighbours’ tunneling rates will be recalcu-

lated, the absolute relative change in tunneling rate is tested against a threshold value

ε. If the relative difference for either tunneling direction is larger than the threshold

value, i.e., (|∆Γfw/Γfw,old| ≥ ε) or (|∆Γbw/Γbw,old| ≥ ε), it indicates significant change

of the tunneling rate across this junction. Therefore, this junction’s neighbours must

be put through the same testing procedure. The threshold, ε, is used to bound the

error in the tunneling rates. The adaptive algorithm assures that the relative error

in the tunneling rate is below ε.

Since the error of calculating the tunneling rates in this method is cumulative

(accumulates every loop), all junction tunneling rates are recalculated periodically.

Using this adaptive method, the number of tunneling rate calculations can be reduced
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Figure 6.5: a) Tunneling example of the circuit below. The tunneling rate magnitudes
are shown in grayscale (darker shades refer to higher the tunneling rates) and the junctions
are represented by circles. Only junctions that will have their tunnel rates recalculated are
shown. b) Circuit schematic for an AND function using voltage state logic implemented
with pSETs and nSETs.

significantly, enabling time efficient Monte Carlo simulations while maintaining accu-

racy.

To illustrate how the adaptive method works on a typical circuit, an example is

shown in Figure 6.5. Initially, the circuit in b) has a certain electronic configuration

with a given number of electrons on each island. Each junction has an associated

tunneling rate for the current electronic configuration, which is shown in grayscale

in a), where darker shades refer to higher tunneling rates. In the example, a tunnel

event through junction 2 is chosen randomly. After the tunnel event, the potentials
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on the nodes where the electron tunneled to and from will change. The potentials

on surrounding nodes will also slightly change due to the coupling between nodes.

When the node potentials surrounding a junction change, the tunneling rate will

also change (see Equation 6.2). In the non-adaptive method, all the junctions in the

circuit would have their tunneling rates recalculated. On the contrary, the adaptive

method will only recalculate the tunneling rates of junctions 1 through 4 since the

change in node potentials surrounding all other junctions would have only increased

by an insignificant amount after the tunnel event due to the large capacitance C1.

Although in the example above it was assumed that C1 was sufficiently large to isolate

the potential change due to a tunnel event, the adaptive algorithm determines which

tunnel rates and node potentials require updating based on the actual circuit coupling

values. If the devices and/or circuit stages cannot be considered isolated due to high

coupling, they will not be treated as such.

Event solver: In Monte Carlo simulations, tunnel events are treated as independent

events with a Poisson probability distribution. The time between tunneling events is

found using:

∆t = −ln(r)/
∑

Γ (6.9)

where r is a random number with a uniform distribution between 0 and 1; and
∑

Γ

represents the sum of the tunneling rates (in both directions) of all the junctions in

the circuit. This is a slight variation of the method presented in [18].

To decide which tunnel event will occur during an iteration of the Monte Carlo

process, tunneling rates are used as a probability distribution and events are chosen

randomly based on this distribution. Using this method, during each iteration, the
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tunnel events with the highest probabilities are most likely to occur.



Chapter 7

Results

In this section, the accuracy and performance of SEMSIM are evaluated. Experiments

were conducted on a Linux workstation with a 2.66GHz Intel processor and 4GB

memory. The accuracy of the simulator is first evaluated at the single device level,

then the accuracy and performance of the developed adaptive technique are evaluated

using circuit-level benchmarks. It is shown that the adaptive method is capable of

decreasing running time by nearly 40 times with error kept below 5% compared to

the non-adaptive method.

To evaluate the accuracy at the single device level, SEMSIM’s simulation results

are compared with actual experimental results, analytic approximations, and sim-

ulation results from other circuit simulators. Specifically, the second order effects

presented in Chapter 5 for superconducting and non-superconducting devices are ex-

amined.

For large-scale circuit evaluation, 15 benchmark circuits are used to compare the

simulation results of SEMSIM with those from a non-adaptive Monte Carlo approach

102
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(for accuracy comparison) and an analytical model in SPICE (for efficiency compari-

son). To investigate the performance of the adaptive technique, simulation times from

the three simulation methods are compared. For design metric accuracy evaluation,

the circuit propagation delays reported from SEMSIM and SPICE simulations are

compared against the results from the non-adaptive Monte Carlo approach, which

are assumed to be the most accurate results. SPICE simulations are used in our

analysis to determine whether the adaptive method has suitable efficiency for large

scale circuit simulation since it is a widely used circuit design simulator.

This section is organized as follows. Section I summarizes the experiment results

for the single device cases. Section II compares SEMSIM’s adaptive approach with

alternative methods to verify the accuracy and performance.
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Figure 7.1: Cotunneling results from SIMON and analytic approximations, taken from
[118]. The device being tested has two junctions in series and is biased by a constant voltage
source (Vb). The junctions are symmetric with a resistance of 100kΩ and capacitance of
1aF.

I Single Device Level Simulation

SEMSIM can model effects for both superconducting and non-superconducting

single-electron devices. These effects include single-electron tunneling and second-

order cotunneling for non-superconducting devices, and quasi-particle and Cooper

pair tunneling for superconducting devices. With the inclusion of these effects, it is

possible to simulate unique properties of superconducting devices, such as Josephson

quasi-particle peaks [27], double Josephson quasi-particle peaks [27], and singularity

matching features [106]. The focus of the tests in Section I-A is on cotunneling for

non-superconducting single-electron devices. In Section I-B, the focus is on the sim-

ulation of superconducting secondary effects, which include Josephson quasi-particle
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Figure 7.2: Cotunneling results using SEMSIM. The device being tested has two junctions
in series and is biased by a constant voltage source (Vb). The junctions are symmetric with
a resistance of 100kΩ and capacitance of 1aF.

resonances (JQPs), double Josephson quasi-particle resonances (DJQPs), and singu-

larity matching features.

I-A Non-superconducting Devices

To validate the simulator in the most simple cases, using only single-electron

tunneling, the simulator’s accuracy was tested against experimental data [21] and

simulation results from a SET SPICE model [9] and SIMON [50].

To demonstrate the cotunneling accuracy of the simulator, a two junction system

was tested. A voltage source across two junctions in series was varied and the current

calculated at different temperatures. The resistances of the symmetric junctions were

100 kΩ and the capacitances were 1 aF. Results from the simulator, as well as from

SIMON and analytic expressions, all using the same experimental setup can be seen



CHAPTER 7. RESULTS 106

10-11

10-10

10-9

10-8

10-7

-0.02 -0.01  0  0.01  0.02  0.03  0.04

I (
A

)

Vg (V)

Exculsion Princ.
Coexistence Princ.

Figure 7.3: Simulation results using the exclusion and coexistence principles of a SET
with R1 = R2 = 100kΩ, C1 = C2 = 1aF, Cg = 3aF, Vds = 0.02V, and T = 0K.

in Figure 7.1 and Figure 7.2. It can be seen that the results from SEMSIM shows

excellent agreement with the analytic approximations and SIMON results [118].

Two different implementations of cotunneling were tested, namely the exclusion

and coexistence principles, as discussed in Chapter 6. Although both methods gave

similar results for R > 2MΩ, when using the exclusion principle implementation

with resistances lower than this (that approach the exclusion principle validity limit),

discontinuities in the current were visible, as shown in Figure 7.3 The discontinuities

took place in the transition areas where the intermediate energy El approached either

boundary energy E0 or EN where cotunneling events were not considered. The pres-

ence of these discontinuities was also mentioned in [94]. Although the discontinuities

mentioned above were not present while using the coexistence principle implemen-

tation, the disadvantage is that the computation time is slightly higher because the
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calculation of the cotunneling rates are required whether or not the intermediate

energy levels are between E0 and EN .

I-B Superconducting Devices

Experimental data in [115] was used to evaluate the accuracy of the JQP simula-

tions for a SSET. The setup includes a single SSET with C1 = 210aF, C2 = 117aF,

R1 = 105kΩ, R2 = 135kΩ, ∆(0K) = 198µV, and T = 0K. The bias voltage was

set to 650µV and 750µV. The temperature was set to 0K in the simulation in order

to compare with the author’s calculations. The results from the reference and the

simulation results can be seen in Figure 7.4. The background charge on the island

was assumed to be Qb/e = 0.1573 from results presented in the reference. The results

of SEMSIM gave close quantitative agreement with the experimental and theoretical

values.

To compare the qualitative features of a SSET with SEMSIM, simulations were

carried out using a similar setup as the experiment from [106]. The setup includes

testing a SSET at T = 0.52K, R1 = R2 = 210kΩ, C1 = C2 = 110aF, ∆(0.52K) =

0.21meV, Cg = 14aF, and a background charge, Qb/e, of 0.65. The current was

simulated while the bias and gate voltages were swept. The results found from the

experiment in the reference and a contour plot of the simulated results can be seen

in Figure 7.5. The same features can be seen in the simulations that were found in

the referenced experiment. The JQP features that correspond to open triangles on

the left of Figure 7.5 and the singularity matching features that correspond to solid

diamonds can clearly be seen in the simulation results contour plot. The change in

current from rising to constant, represented by open squares, can also be seen in the

contour plot in the low bias and gate voltage region.
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Figure 7.4: Left: Experimental data and simulation results from reference [115] showing
Josephson quasi-particle (JQP) peaks. Top right: SEMSIM simulation results using a bias
voltage of 650µV and 6pA of background current. Bottom right: SEMSIM simulation
results using a bias voltage of 750µV and 20pA of background current.
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II Large Scale Circuit Simulation

Next, the performance and accuracy of SEMSIM are evaluated for large-scale

single-electron device circuit simulation.

II-A SET SPICE model deficiency

In single-electron device circuits, the capacitance of the metal interconnect deter-

mines the coupling effect between adjacent devices. When the interconnect capaci-

tance is comparable to the capacitance of the device islands, adjacent devices become

tightly coupled. Since SET SPICE models do not model the coupling between devices

(it assumes that devices are isolated) [92], SPICE simulations of circuits which have

small interconnect capacitance may lead to erroneous results. In this section SPICE

and SEMSIM simulations are compared with non-adaptive Monte Carlo simulations.

The analytic SPICE model used in the experiments was an extended version of

the model designed by Inokawa et al. [92], which allows for multiple gates that are

used here to achieve pSET and nSET designs [9]. The SPICE model uses as basis

the master equation and the “orthodox” theory considering the two most probable

occupation states of electrons on the SET island, n and n + 1, where n is an integer.

In this model, the current through the device is given by (assuming equal source and

drain junction resistance, Rs = Rd = R) [9]:

I =
e

4RCΣ

(Ṽ 2
g − Ṽ 2

d )sinh(Ṽd/T̃ )

Ṽgsinh(Ṽg/T̃ )− Ṽdsinh(Ṽd/T̃ )
(7.1)

Ṽg =
2ΣCgi

Vgi

e
− (ΣCgi

+ Cs − Cd)Vd

e
− 1− 2n + ζ

Ṽd =
CΣVd

e
, T̃ =

2kBTCΣ

e2
, CΣ = Cs + Cd + ΣCgi

where the subscript i represents gate i, Cg, Cd, and Cs are the gate, drain, and source

capacitances, respectively, n represents the number of electrons on the island, and ζ
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is a real number used to characterize the effect of the random background charge.

Using the setup described in Section II-B, a SET based full-adder was modeled.

In this test, the interconnect capacitances were scaled from an initial value of 40aF,

which is the interconnect value used in Section II-B. To characterize and compare

the accuracy of SPICE and SEMSIM, the circuit propagation delay reported by each

simulator is recorded and compared against the result reported by the non-adaptive

Monte Carlo solver, assuming the non-adaptive Monte Carlo method is accurate. An

error threshold ε used in SEMSIM (described in Chapter 6) is set to be 0.01. The

propagation delay errors found by changing the interconnect capacitance are reported

in Table 7.1.

Table 7.1 indicates that SEMSIM achieves higher modeling accuracy than SPICE.

Moreover, given interconnect capacitance comparable to the gate, source, and drain

capacitances (C = 0.4aF), both SEMSIM and the non-adaptive Monte Carlo solver

detected that the circuit can no longer perform addition properly for such small inter-

connect capacitance. However, SPICE results incorrectly predicted that the circuit

was functional. In addition, the results indicate that as the interconnect capacitance

increases, the propagation delay error decreases for both SEMSIM and SPICE, al-

though the propagation delay errors are much lower for the SEMSIM simulations. It

can be seen that neglecting the coupling between devices can lead to larger errors

when the interconnects have very small capacitances. In this particular setup, inter-

connect capacitances approximately two times that of the island capacitance lead to

a 13% propagation delay error.
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Table 7.1: Propagation delay error for different interconnect capacitances.

Simulator Propagation delay error (%)
0.4aF 2aF 4aF 20aF 40aF 200aF 400aF

SPICE Incorrect 14.9 13.6 4.5 6.4 7.7 3.5
SEMSIM Correct 8.8 4.5 3.2 2.1 1.6 1.8

II-B Large scale model validation

To further evaluate the accuracy and efficiency of SEMSIM for large scale SET

circuit simulation, 15 logic benchmarks are considered, ranging in size from 76 junc-

tions (38 SETs) to 6,988 junctions (3,494 SETs). These benchmarks include logic

benchmark circuits from ISCAS ’85 and ’89 [119], and other realistic large-scale logic

circuits. The simulation time and propagation delays were measured to evaluate the

efficiency and accuracy of SEMSIM. Experimental results demonstrate that SEMSIM

reduces the running time by nearly 40 times and maintains an average error of under

5% compared to the non-adaptive approach. SPICE, a widely used circuit design sim-

ulator, is used in this analysis to evaluate the efficiency and applicability of SEMSIM

for large scale circuit simulation. The experimental results indicate that the running

time of SEMSIM is comparable to that of SPICE, with better accuracy.

The logic benchmarks were converted into single-electron device circuits using

CMOS interpretations of the logic circuits. To mimic the CMOS interpretations

of the logic circuits, nSETs and pSETs were implemented. nSETs and pSETs are

ordinary SETs with a second gate terminal added that has a constant voltage, which

shifts the current-voltage characteristic curve in a desired direction, allowing the

SET to behave in a similar fashion to nMOS and pMOS transistors. An example

circuit using the type of single-electron voltage state logic described is shown at
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Table 7.2: Multi-scale simulation component values.

Temp. Capacitance Voltage Resistance
(K) (aF) (mV) (MΩ)
T Cg Cs, Cd CL Vdd, Vin Rs, Rd

40 0.7 0.23 2000 57 10

the bottom of Figure 6.5. Note that the feasibility of this implementation is not

relevant to its use in testing this simulator: it is used to give a realistic large-scale

circuit for simulation, and other implementations can be simulated as well. For circuit

component values, a setup similar to [9] was used. To assure that thermal fluctuations

were negligible, the charging energy of the SETs was set to be significantly higher

than the thermal energy. The condition CΣ = e2/40kBT was used. The circuits were

simulated at a temperature of 40K to assure reasonable capacitance values. The gain

of each SET was set to 1.5 = Cg/(Cs + Cs), making the gate capacitance three times

larger than the source and drain capacitances. Vss and Vdd were set to −e/4Cg and

e/4Cg, respectively. The input voltage was set to switch in this range. The resistance

requirement that the junction resistances be larger than h/e2 (approximately 26kΩ)

was satisfied by using 10MΩ resistances. The resulting component values from these

conditions are reported in Table 7.2.

The non-adaptive Monte Carlo approach is an implementation of MOSES [29] in

C++, however LAPACK libraries [120] were used in this implementation as opposed

to standard Gauss-Jordan matrix inversion used in MOSES to speed up matrix in-

version. As in MOSES, this implementation includes a method to speed up the node

voltage calculation by updating node potentials based on the voltage change due to

tunnel events, as opposed to the more computationally expensive re-computation of
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the node voltages based on the charges of all surrounding nodes.

Table 7.3 shows the running time and propagation delay error results for the

non-adaptive Monte Carlo approach, SPICE, and SEMSIM simulations. For each

benchmark, the second column indicates the circuit size by showing the number of

junctions for each benchmark, while the other columns indicate the results for the

particular simulation methods. Benchmarks beginning with s are sequential ISCAS

’89 benchmarks, and benchmarks starting with c are combinational ISCAS ’85 bench-

marks. The other benchmarks come from the logic diagram from the datasheet of the

given model number. A 10µs circuit simulation time was used for most benchmarks,

however the larger benchmarks were set up for shorter simulation times to allow

for reasonable running times for the non-adaptive Monte Carlo method. Benchmarks

with shorter simulation times include 54LS181, which simulated 5µs, and c1908, c432,

c499, and c1355, which simulated 2.5µs.

Figure 7.6 shows the relationship between running time (CPU) and number of

junctions, where Ndevices = Njunctions/2, since there are two junctions in each SET.

In the figure, the benchmarks are represented by the number of junctions in those

circuits. The number of junctions for each benchmark can be found in Table 7.3.

The running times for c1908, c432, c1355, c499, and 54LS181 were extrapolated from

shorter running times (for all simulation methods), and were adjusted for a circuit

simulation time of 10µs. As the number of junctions increases, the time savings of

the adaptive method becomes more obvious. This is due to the fact that the ratio

of the total number of calculations solved for the adaptive approach over the total

number solved for the non-adaptive approach decreases as the number of junctions

increases. The adaptive method proved to be the most time efficient for the largest
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Figure 7.6: Simulation times for 15 benchmarks using SPICE, a non-adaptive Monte Carlo
approach, and SEMSIM using different error thresholds (ε).
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Figure 7.7: Propagation delay errors for 15 benchmarks simulated using a non-adaptive
Monte Carlo approach and SEMSIM with different error thresholds (ε). The numbers in
parentheses indicate the number of junctions for each benchmark.

benchmark, where the simulation time was reduced by nearly a factor of 40 for an

error threshold of ε = 0.1.

Figure 7.7 shows the relationship between the number of junctions and the error

present in the propagation delay. The benchmarks are referred to on the x-axis with

the number of junctions enclosed in parentheses. The propagation delays considered

were for the output of interest to switch low (tpL) and high (tpH). The difference in

percentage of the propagation delays was found using the equation below.

tpx error =
(tpx,actual − tpx,error

tpx,actual

)
∗ 100% (7.2)

where x is either L or H depending on if the output switched low or high, tpx,actual

is the average propagation delay for the non-adaptive approach, and tpx,error is either

the propagation delay found by SEMSIM or SPICE. Since SEMSIM is a Monte Carlo

simulator and the propagation delays from each simulation run using different ran-

dom seeds would differ slightly from each other, the propagation delay errors were
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calculated for nine different runs of SEMSIM and the average error for those nine

runs is shown in Figure 7.7.

Figure 7.7 and Table 7.3 demonstrate that the averaged propagation delay error

for the SEMSIM results are within an acceptable range for reasonable error thresholds

(below 5% error in propagation delay for error threshold ε = 0.1 and less). SPICE

simulation, on the other hand, reports propagation delay errors of nearly 17%. This

demonstrates that using the adaptive method implemented in SEMSIM, the accuracy

of the large scale design metric is retained. SEMSIM was also able to simulate all

the benchmarks and give expected logic outputs. SPICE was not able to simulate

benchmarks 74LS153 and c1908 due to a source loop found and non-converge, and

gave unexpected output (incorrect logic function) on one of the outputs of benchmark

74LS153.

From the SEMSIM simulation results for these benchmarks, two major trends are

noticeable. The first is that the simulation times for the benchmarks using different

error thresholds do not differ significantly. The second, which can be related to the

first, is that the propagation delay error for simulations using different error thresholds

also do not have significant variation. This can be explained by the following.

In the adaptive method, to decide whether or not to update tunnel rates for

junctions, the change in the tunnel rate is monitored, which only changes significantly

if the change in potential across the junction is significant. If we consider SETs near

the center of the circuit, far away from direct influence of the input voltage nodes,

the potential change for nodes in contact with the junction will only be significant if

there is an electron jump to or from nodes that are tightly coupled to the junction

nodes. As an example, the change in potential at an arbitrary node 1 due to an
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electron leaving arbitrary node 2 is given by [18]:

∆P1 = eC−1
2,1 (7.3)

where C−1
2,1 is the inverse capacitance matrix element coupling node 1 and 2.

From this equation it can be seen that if the inverse of the capacitance matrix

value at index (1, 2) is relatively high, there will be a significant change in potential.

Looking at the inverse capacitance matrix for the benchmarks tested, it can be seen

that the coupling between nodes varies with several orders of magnitude. Thus, in

the large scale circuit setup, since the error threshold was only varied over one order

of magnitude, there is not much change in result. If the threshold were to be varied

over many orders of magnitude, it would be possible to see that the simulation times

vary drastically and that the propagation delay errors vary significantly.

To summarize, since the coupling capacitances in the benchmarks vary drastically

from node to node, by changing the error threshold within a factor of ten, it is

not possible to see a significant impact on the simulation accuracy. During these

simulations, approximately the same number of junctions will also be updated each

iteration, and thus the timing and propagation delay error results will be similar

among the different error thresholds used.
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Conclusions

I Summary

Due to continued technology scaling, the power density of ICs has increased and

the device feature sizes have decreased, which has lead to an increase in chip temper-

ature. Because of the negative impacts of increased temperature on performance and

reliability, power consumption and temperature are important factors in the circuit

design stages. In addition to considering analysis of these parameters at the macro-

scopic level, effects at the microscopic level (on the order of nanometres), such as

ballistic transport of energy carriers and electron tunneling, have become increasingly

significant due to the shrinking device size. For these reasons, multi-scale thermal

and circuit analysis is necessary for accurate and efficient system analysis. Current

thermal and circuit analysis methods tend to focus on either efficiency or accuracy

and are not suitable for multi-scale analysis. The primary objective of this thesis was

to provide multi-scale analysis techniques by closing the gap between efficiency and

accuracy of current thermal and circuit analysis methods.

Thermal analysis and optimization are now critical in nanometre-scale IC design.

120
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One of the goals of this work is to develop thermal modeling techniques that are

accurate at nanometre length scales and also computationally-efficient for full-chip

thermal analysis. To achieve this goal, ThermalScope, a multi-scale thermal analy-

sis solution was developed. It unifies microscopic and macroscopic thermal physics

modeling methods and multi-resolution adaptive macromodeling methods, permitting

accurate thermal modeling on length scales ranging from nanometre-scale devices to

centimetre-scale packaging and cooling structures. ThermalScope has been used in a

large IC design consisting of more than 150 million transistors. The study shows that

ThermalScope is suitable for characterization of thermal and thermal-related effects

for billion-transistor nanometre-scale IC designs.

To address the problem of multi-scale circuit analysis for novel devices, I have

presented an adaptive technique for single-electron device and circuit simulation and

demonstrated the ability to include secondary and superconducting effects in a Monte

Carlo simulation. The accuracy of the secondary and superconducting effects model-

ing was validated against experimental and theoretical data. The developed adaptive

technique was validated against non-adaptive Monte Carlo simulations using 15 logic

benchmarks. Simulation times, compared to the non-adaptive approach, were reduced

by nearly 40 times for the largest benchmark tested while the propagation delay error

was kept below 5%. For large circuit benchmarks with more than 6000 junctions, the

developed method shows comparable efficiency as SPICE with much better accuracy.

Combining the adaptive technique with the secondary and superconducting effects

handling allows multi-domain simulation where circuits with differing scales can be

simulated using a single tool while maintaining scale specific design metric accuracy,
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which was not possible previously using non-adaptive Monte Carlo or SPICE simu-

lation approaches. The developed techniques presented have been implemented as a

software tool, which will be publicly released for free academic and personal use.

Although these techniques targeted multi-scale thermal and circuit analysis, sim-

ilar concepts may be applied to other areas of analysis, such as multi-scale reliability

analysis. Multi-scale thermal analysis was made possible by the reuse of local in-

formation, which takes into account nanometre-scale effects. For circuit analysis,

the independence of loosely coupled devices was taken advantage of to develop a

multi-scale solution. To achieve a general multi-scale solution, involving all aspects

of system analysis, these techniques may be used, however additional concepts may

be required, as these techniques may not apply to other forms of analysis.

II Future work

II-A Thermal Analysis

Transient Thermal Analysis

The focus of thermal analysis in this thesis was on steady state solutions. Steady state

thermal analysis is appropriate when the power profile does not change before the

thermal profile has converged. It is also sufficient when short-term transient features

are negligible. However, if these do not hold true, transient analysis is necessary.

Transient thermal analysis can be a much more challenging problem than steady

state thermal analysis because both time and spatial granularities must be consid-

ered. In the past, both frequency and time domain methods have been proposed for

IC transient analysis [56], however these methods are based on the Fourier model.

In addition, these methods are not capable of reporting thermal profiles at the de-

vice level due to their expensive computation requirements. As with steady state
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thermal analysis, device level models which capture transient thermal behaviour at

the nanometre scale are not suitable for large scale thermal analysis, meaning new

techniques are required to achieve multi-scale transient thermal analysis.

II-B Circuit Analysis

Coupling with SPICE

Although the developed multi-scale circuit analysis method focused on single-electron

devices, there are a variety of novel devices that have been proposed, e.g., carbon nan-

otube transistors. Circuit designers may want to create hybrid designs to achieve bet-

ter performance or certain design criteria. To evaluate these designs, circuit analysis

tools will require the ability to simulate the various devices used.

One of the strengths of the SPICE circuit simulator is that it is a general purpose

tool that allows the integration of device models. This means it can capture the

behaviour of the devices for which accurate SPICE models exist, and thus it has the

capability to evaluate hybrid designs containing multiple device types.

For accurate circuit analysis of hybrid circuits containing single-electron devices,

it would be beneficial to couple the developed circuit analysis technique with SPICE

in the future. In addition, circuit designers may want to have simple circuit compo-

nents such as resistors, which are currently not supported in SEMSIM. There are two

possible ways to couple the two solvers [18]. The first method is a black-box method

that involves calling a subroutine from SPICE, where the node voltages and other

necessary information would be passed to a single-electron device simulator. In this

case, the black box represents the single-electron subcircuit being simulated. This

method has been achieved in the past using a master equation method for the single-

electron device simulator [121, 122]. The other method involves integrating SPICE
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capabilities into the single-electron device simulator. Due to the wide spread use of

SPICE, the first method may be the more sensible choice.
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