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Abstract 

 
Accurate 3D protein structure prediction is one of the most challenging problems 

facing bioinformaticians today. This thesis develops and examines an evaluation module 

for ranking predicted super-secondary structures – specifically α-helix pairs – as part of a 

case-based reasoning system. 

The proposed module is part of the Triptych project, which aims at the accurate 

prediction of the three-dimensional structure of proteins from contact maps. Triptych is 

an advanced case-based reasoning system that utilizes a library of existing protein 

structures and motifs to help predict the structure of a known polypeptide chain of amino 

acids that represents a target α-helix pair. 

The proposed module evaluates possible solutions by integrating multiple 

strategies, learning methods and sources of knowledge in the form of expert advisors. It 

uses advisors which integrate knowledge from the fields of biology, biochemistry, 

classical physics, and statistical data analysis obtained from pre-determined structures.   

 

Lastly, the proposed evaluation module would allow for the integration of more 

sources of knowledge, in the form of expert advisors,  as well as serve as a framework for 

evaluating other structural motifs in future. 
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Glossary 
 
 
 
Aliphatic: Organic molecules that are joined together by branched, or straight-chained 
Carbon atoms. (As opposed to aromatic compounds) 
 
Aromaticity: Organic molecules that contain Carbon atoms in a cyclic ring structure. 
 
Electronegativity: is defined by an atom’s tendency to draw electrons towards itself in an 
attempt to fill its outer shell of electrons. This can lead to an uneven separation of charge 
within the bond, or molecule causing it to become polar. See polarity for more details. 
 
Eukaryote: An organism whos cells contain a membrane-bound nucleus, and other 
membrane-bound vesicles, including all members of the protist, fungi, plant, and animal 
kingdoms 
 
Hydrophobicity: Is the association of non-polar molecules in aqueous solution. These 
molecules are not water soluble, and tend to repel and not absorb water. 
 
NMR spectroscopy: Nuclear Magnetic Resonance spectroscopy is an imaging technique 
that can determine the position of atoms by measuring the signal reflected from the 
protons in the nucleus after being placed in a magnetic field, and bombarded with radio 
waves. 
 
PDB: The Protein Data Bank was founded in 1971 at Brookhaven National Laboratory, 
and has become one of the largest repositories containing the 3D structural information of 
nucleic acids and proteins. 
 
Polarity: Refers to the dipole-dipole interactions that exist between a small positive 
charge on the end of one molecule and the negative end of another (or the same) 
molecule. These molecular forces are the result of the asymmetry in a molecule’s 
structure, as well as the difference in electronegativity between the atoms in the 
molecule.  
 
Prokaryote: Cell or organism lacking a structurally discrete, membrane-bound, nucleus 
and other subcellular compartments. 
 
Protein: A functional, and fundamental component of all living cells, a  protein is a 
polypeptide macromolecule composed of one or more amino acids joined together by a 
peptide bond. A protein’s tertiary structure, or 3D geometry is crucial to it’s proper 
functioning within the cell and/or organ. 
 
Proteinogenic: Describes the 20 amino acids incorporated naturally in proteins by 
transcription/translation of genetic code in humans.  



 x

 
Ramachandran Plots: These are diagrams representing the sterically feasible 
conformations of a dipeptide unit in phi-psi space (indicating the possible dihedral bond 
angles that the dipeptide unit may  
 
X-Ray Crystallography: This is the process of determining protein structure by first 
isolating a large enough sample of the purified protein which is crystallized through a 
series of trial and error titrations. A beam of X-rays is passed through the protein sample, 
and the X-ray diffraction patterns are examined. 
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Chapter 1 
 
Introduction 

 

Protein structure prediction remains an important problem being addressed by 

bioinformaticians today. Some experiments have shown that the amino acid sequence of 

a protein contains all the necessary information for it to correctly fold into its three-

dimensional (3D) conformation in vitro [3,7]. Furthermore, it has also been shown 

repeatedly that a protein’s functionality is directly related to its 3D structure [3, 4, 10, 12, 

21].  Many diseases such as Alzheimer’s, sickle cell anemia, and Mad Cow disease to 

name a few, are the result of proteins that fold incorrectly [7]. One of the major goals of 

researchers in the health sciences field is to be able to provide quick and effective patient 

specific treatment, which may include the introduction of synthesized proteins fragments 

to aid in proper metabolic processes. 

In order to readily design and produce these proteins for use in patient therapy, 

researchers need to be able to predict protein structure from first principles – that is from 

its amino acid sequence. Prediction is advantageous because the two methods currently 

used by researchers to determine protein structure – namely protein crystallography and 

nuclear magnetic resonance (NMR), are extremely time consuming (months to years to 

determine individual 3D information for one protein). Following protein structure 
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prediction, a second task in the design and production of patient specific proteins would 

then be finding the appropriate sequence for a modeled structure that binds or otherwise 

interacts with a known protein site. One approach to the problem of predicting protein 

structure from amino acid sequence is to break it down into two parts. The first part of the 

proposed solution is to go from amino acid sequence to an intermediate contact map. The 

second part entails protein structure prediction from the given contact map. A contact 

map is a binary n-by-n array for which each element i,j is a 1 if amino acid i is within a 

distance threshold t from amino acid j in 3D space, and a 0 otherwise.  This thesis 

develops and tests an evaluation module for the second part of the proposed solution. 

More specifically, the evaluation module ranks and retains the best predictions for pairs 

of alpha helices based on available contact map information. This evaluation module is 

loosely based on that of the FORR architecture (FOr the Right Reasons)[19, 20], that uses 

a 3-tier system of expert advisors to rank, and retain the best available options – or in our 

case predictions – to come up with a suitable solution to the problem at hand. FORR is a 

general architecture that has been developed for problem solving and learning that 

mimics the way by which human learning and expertise is achieved. 

The main goal of the evaluation module is to correctly rank predictions of α-helix 

pair structures based on a minimum root mean squared deviation (RMSD) to a target α-

helix pair.  Sub-goals include methods of more accurately determining the RMSD 

between two α-helix pairs in Cartesian space, a method of validating the significance of 

the  system’s results, and a method of simulating advisors and their impact on the 

consensus-based scoring scheme presented  in Chapter 3. There are currently several 

research groups who are devising computational tools to help distinguish native protein 

structures in decoy sets [11,15,24]. This approach is different in that it concentrates only 
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on α-helix pairs, uses predicted contact maps as a basis for the predictions, and uses the 

multiple advisor approach of the FORR architecture. It is hypothesized that this 

architecture can be successfully applied to the field of α-helix pair structure prediction, 

and thus serve as a basis for complete tertiary structure prediction. Correlation analysis 

and significance tests are used to determine validity of this evaluation module.  

This thesis is divided into six chapters. Chapters 2 and 3 provide background for 

the ideas developed within the thesis. Chapter 2 focuses mainly on proteins and protein 

structure determination. Chapter 3 focuses on the FORR architecture and case-based 

reasoning. Chapter 4 gives an overview of the Triptych system which provides the 

framework for the overall structure prediction system, describes available data, and 

outlines the interaction of the different components within the system. Chapter 5 

describes the methodology used in creating the evaluation module. A description of each 

advisor used in the system is provided, and methods for testing the system are also 

described. Chapter 6 provides and discusses the results from testing the evaluation 

module while chapter 7 draws conclusions, and discusses potential future work. 
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Chapter 2  
 
Proteins 
 
2.1  Introduction to Proteins 
 
Proteins are complex nitrogenous organic compounds of high molecular weight made of 

amino acids. Proteins perform a vast variety of functions, all of which are essential to the 

normal functioning of cells. Many, but not all, proteins are enzymes. These are used by 

living systems to decrease the activation energy required for chemical reactions to occur 

at high speeds within the strict temperature, and pH environment in which they are found. 

The body can use other non-enzymatic proteins that are produced within cells as 

hormones, neurotransmitters, and antibodies. All proteins are made up of strings of amino 

acids all of which are encoded in the organism’s genetic material. 

 
Some of the functions of proteins are mentioned below: 
 
Catalysis – facilitating chemical reactions by lowering their energy of activation 

Structure – providing strength and support where required 

Defense – facilitating immune reactions and acting as antibodies 

Regulation – coordinating processes between multiple organs 
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Transport – Actively binding to specific atoms or molecules and moving them to new                                                                
           locations.
All of these functions depend greatly on the structure (i.e. 3-dimensional geometry) of the 

proteins in question. For many of the functions listed above, a protein must interact and 

bind with other molecules making its structure vita. 

2.2 Amino Acids 

Amino acids are the basic building blocks of proteins. They are organic molecules that 

contain both an amino group and a carboxyl group. Though there are several amino acids 

that have been identified, only 20 of them are proteinogenic (incorporated naturally in 

proteins by transcription/translation of genetic code) and are therefore considered to be 

standard amino acids. Proteinogenic amino acids all have their amino and carboxyl 

groups attached to the same Carbon atom (called the alpha carbon or Cα). 

 

 

 

 

 

Figure 2.1: The general formula for an amino acid. R denotes one of 20 amino acid side chains.  
At physiological pH 7.4, both the amino and carboxyl groups are ionized. 

 

What differs one amino acid from another is the functional side-chain.  Amino acids are 

joined together by an amide linkage called a peptide bond. 

 
 
 
 
 
 

Figure 2.2: The condensation reaction yields a peptide bond between  
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the carboxyl-carbon and amino-nitrogen. 
 

It should be noted that the Cα is asymmetric and allows for two stereoisomers to be 

formed (L and D) of which only the L form is found in mammalian proteins. Polypeptide 

chains of amino acids ranging from hundreds to thousands of the 20 different amino acids 

make up the multitude of proteins found in living organisms. 

Table of Amino Acids 
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Table 1: Amino acids are listed in alphabetical order. Ionizable groups are shown in their neutral form - this 
implies absolutely nothing about the predominant form at any particular pH.  

Image used with permission [1]. 

2.2.1  Amino Acid families 
 
Amino acid residues have different properties that allow them to react in specific ways. 

Amino acids are grouped based on their residues as being acidic, basic, uncharged-polar, 

or non-polar. The properties of the amino acid side chains determine the properties of the 

proteins that they constitute. These properties are central to how the polypeptide chain 

reacts with itself and its environment to form the overall functional 3D structure, and are 

therefore essential in enabling proteins to provide their diverse and sophisticated 

functions. Hydrophobic or non-polar residues for example, tend to group together and 

form the core of globular proteins whereas charged or uncharged polar residues are often 

found on the surface of the protein and react with outside environment. Some amino 

acids also contain aromatic rings such as Tyrosine, or can form disulfide bonds such as 

Cysteine both of which can greatly affect how the protein achieves its final 

conformational shape. Table 2 below lists some common amino acid properties and the 

amino acids that share them [2,3]  

Property Amino Acid(s) 
Basic Side Chains Lysine, Arginine, Histidine 
Acidic Side Chains Aspartic acid, Glutamic acid 
Uncharged Polar Side Chains Asparagine, Glutamine, Serine, Threonine, Tyrosine 

Non-Polar Side Chains Alanine, Glycine, Valine, Leucine, Isoleucine, Proline, 
Phenylalanine, Methionine, Tryptophan, Cysteine 

H-bonding Cysteine, Tryptophan, Asparagine, Glutamine, Serine, 
Threonine, Tyrosine, Lysine, Arginine, Histidine, 
Aspartic acid, Glutamic acid 

Aromatic Phenylalanine, Tryptophan, Tyrosine, Histidine 
Ionizible Aspartic acid, Glutamic acid, Histidine, Cysteine, 

tyrosine, Lysine, Arginine 
Contains sulfur Cysteine, Methionine 
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Forms disulfide bonds Cysteine 

Table 2:  Most common amino acid properties, and residues that share them 

2.3   Levels of Structural Organization in Proteins 

It is helpful to distinguish the various levels of organization in protein structure as shown 

in Figure 2.3. 

Primary (1o) Structure: This is simply the amino acid sequence that makes up the 

protein. Protein sequences vary greatly in length, but average 361 amino acids in 

Eukaryotes, and 267 in their Prokaryotic counterpart [51]. An amino acid sequence that 

codes for a protein is initially formed using messenger RNA that in turn was formed 

using DNA in a series of biochemical reactions referred to as transcription/translation 

(see Glossary for more details) [3,4,7]. 

Secondary (2o) Structure: Occurs when regular local folding patterns due to hydrogen 

bonding are present. In proteins these take the shape of α-helices and β-pleated sheets.  

Not all proteins have secondary structure, and those which do, have it in varying 

percentages. Certain combinations of α-helices and β-sheets pack together to form 

distinct globular units known as domains. 

Tertiary (3 o) Structure: This is the final 3D shape of the protein (or protein subunit). 

The conformation is in no way obvious, but it is consistent between polypeptide chains of 

the same primary structure.  

Quaternary (4o) Structure: When two or more polypeptide chains interact chemically to 

form a functional protein from one or more protein subunits. Not all proteins have 

quaternary structure.  
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Figure 2.3: Displays the four different levels of organization. Image altered with permission [4] 

2.4  Classical methods of determining protein structure 
 

Traditionally, a protein’s 3D structure was determined using one of two 

techniques: X-ray crystallography or nuclear magnetic resonance spectroscopy. 

 

2.4.1 X-ray Crystallography: 

A crystal is a solid material in which the component molecules are present in an 

ordered, and regularly aligned and repeating array called a lattice. The component 

molecules are the basic building block of a crystal and each is referred to as a unit cell. In 

a protein crystal, each unit cell is one protein molecule, and contains all of the 

information representative of the crystal. When placed in the path of an X-ray beam, 

crystals produce a complex and unique diffraction pattern with each orientation. An 

important property of crystals is that each unit cell is oriented in the same direction, and 

when in the path of an X-ray beam, all unit cells present the same face. Once the X-ray 

beam enters the crystal, a number of smaller beams emerge in different directions and 

different intensities. Each diffracted ray, called a reflection, can be measured if a film, or 
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other X-ray detector is present. Since only a few reflections emerge with every 

orientation, a device for accurately setting and changing the orientation of the crystal is 

required. The set of images produced with the different orientation provides information 

about the crystal structure at hand. A program can then be used on the set of images given 

the orientation information to produce an electron density map. Protein crystallography 

usually proceeds in eight steps: crystallization, preparation of isomorphous heavy atom 

derivatives, collection of data, data processing, determination of heavy atom positions, 

calculation of phases, interpretation of electron density maps, and refinement [5,6]. The 

Problem with X-ray Crystallography is that the protein molecule under study must first 

be crystallized through a series of very specific precipitations in which each parameter 

must be experimentally determined. Secondly, the crystal must be singular, and of perfect 

quality [6, 7]. The entire process generally takes between several months and several 

years to determine the 3D structure for each individual protein. 
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Figure 2.4: Digitally enhanced representation of an electron density map for the molecule  
Adenosine Tri-Phosphate (ATP). Image used with permission [8]. 

 

An electron  density map is a 3D computational array containing values of the probability 

of electrons being present at each voxel, each of which corresponds to an area of set size 

within the molecule in question [8]. Figure 2.4 presents a digitally enhanced 

representation of an electron density map for the molecule Adenosine Tri-Phosphate 

(ATP), and exemplifies the ability of crystallography as a whole to determine 

microscopic structures. 
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2.4.2  Nuclear magnetic resonance spectroscopy:  

In NMR spectroscopy, a solution containing the protein sample is immersed in a 

magnetic field and then bombarded with radio waves. The radio waves cause the 

positively charged nuclei to spin, or resonate. The moving positive charge creates a 

magnetic moment, while the thermal motion of the molecule – the movement associated 

with the temperature of the material – further creates a torque. When the radio waves hit 

the spinning nuclei, they tilt even further, sometime flipping over. The resonating nuclei 

emit a unique signal that is then picked up on a special radio receiver and translated using 

a Fourier transform. By measuring the frequencies at which different nuclei flip, the 

molecular structure can be determined. NMR spectroscopy has the advantage over 

crystallographic techniques in that experiments are performed in solution as opposed to a 

crystal lattice (Figure 2.5). In contrast to X-ray crystallography, NMR is primarily limited 

to relatively small proteins, usually smaller than 25 kDa, though technical advances allow 

ever larger structures to be solved [7].  

 

 

 

 

 

 

 

Figure 2.5: Graphical representation of the average solution structure of 
Glc3Man9GlcNAc2 as determined by NMR. Image used with permission [62]. 
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2.5   Distance and Contact Maps 

Once the final protein structure has been determined, a distance map can easily be 

generated (Figure 2.6). This is an n-by-n square array where n represents the length of the 

amino acid sequence being examined. The amino acid sequence runs along both the x and 

y axis, and the gray level intensity is determined by how close or far apart each amino 

acid residue is from every other amino acid (i.e. the distance values contained within the 

array). For this reason, one diagonal will always show full contact, as an amino acid will 

always be in close contact with itself and the two residues on either side of it.  

 

Figure 2.6: Top Left: A grey level intensity representation of a sample distance map. Top right: the 
corresponding contact map clearly showing parallel, and anti-parallel beta pleated sheets and thick bands 

corresponding to α-helices. Used with permission [10]. 
 
 
A contact map is a binary image that is obtained by applying a threshold value to the 

distance map. Determining the optimal threshold to use when obtaining contact maps 

varies greatly from one research group to another in the literature. The Fariselli group use 

8 angstroms (denoted Å) between beta-Carbons (Cβ) to determine their contact maps 
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[52], while the Vendruscolo group use 9Å between Cα while adding an additional 

constraint to eliminate all contacts that are within seven positions of each other in the 

sequence to avoid getting the contacts associated with turns [11]. The Queen’s research 

group currently uses 10Å between Cα as the threshold. This distance is used to remain 

consistent with our research partners at the University of Bologna [10]. 

 

2.6   Computational Protein Structure Prediction 

The limitations and constraints of traditional methods of protein structure 

determination have caused a surge of computational techniques to emerge in order to 

expedite the process of fold determination. Scientists have generally classified protein-

structure prediction into three different categories – each of which will be further 

described in detail:  

1) Comparative modeling, in which a protein’s sequence closely resembles 

that of a known protein in the Protein Data Bank (PDB). In this 

strategy, the known structure serves as a template for determining the 

unknown protein’s structure [7, 48]. 

2) Fold recognition methods compare a specific sequence with all of the 

known folds in the PDB and estimate the probability of the unknown 

protein sequence having the same fold as that for a known sequence 

[48].  

3) New fold methods are used when a protein has no detectable structural 

relative in the PDB. New fold analysis methods are the most difficult, 

and use a combination of techniques to model folds [7].  
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Different computational approaches are used in combination with sources of 

knowledge to assist in protein fold recognition. Some techniques rely solely on geometry 

and physics to approximate the fold [12-14], some techniques use energy minimization 

information [3,15,16], while others focus mostly on the biochemical properties of 

proteins, such as hydrophobicity and hydrogen bonding to determine the fold’s 

configuration [7,17,18]. More often than not however, some or all of these techniques are 

combined to provide the most accurate prediction. The information provided by all of 

these techniques is used in many cases to reduce the near infinite space of possibilities 

that a computer must search through to find an optimal solution.    

2.6.1 De Novo  

De Novo or Ab-Initio methods predict the structure from sequence alone without 

relying on fold similarity between the target protein sequence and any known structures. 

De Novo methods assume that the final folded conformational structure corresponds to 

the global free energy minimum accessible during the lifetime of the protein, and further 

attempts to find this minimum by searching through a large sample of conceivable 

conformations [7,27]. Two components characteristic of all De Novo methods are the 

procedure for efficiently performing the conformational search, and the free energy 

function used for evaluating the generated conformations. One inherent problem with this 

method of protein structure prediction is that it is computationally exhaustive. The large 

conformational space that a protein can potentially occupy can limit the effectiveness of 

this approach. 
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2.6.2 Comparative Modeling 

The comparative modeling category attempts to predict the 3D structure of a 

given target protein sequence based on the alignment of its sequence to one or more 

proteins of known structure called templates [7]. The comparative modeling approach to 

protein structure prediction is possible because small changes in the protein sequence 

usually result in a small change in its 3D structure. Furthermore, because a protein's 

shape is more evolutionarily conserved than its amino acid sequence, a target sequence 

can be accurately modeled given a distantly related template [28]. This is only possible if 

through sequence alignment, the relationship between target and template can be 

discerned. This also means that proteins that have low or even non-detectable sequence 

similarity, may fold into similar structures [3,7], and is the basis for the third method of 

protein structure prediction; namely fold recognition.  

 

2.6.3 Fold Recognition 

In protein fold recognition, researchers attempt to find similarities between 3D 

protein structures that are not necessarily accompanied by any significant sequence 

similarity. There are several approaches to the fold recognition problem [29, 31, 32], but 

all share the same goal of finding folds that are compatible with a given amino acid 

sequence. These methods make use of the additional information available from 3D 

structure analysis. In effect, we turn the protein-folding problem upside down. Rather 

than trying to predict how an amino acid sequence will fold into its 3D conformation, 

fold recognition will try to predict how well a fold will fit a sequence. 
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2.6.4 The CASP Experiment 

Critical Assessment of techniques for protein Structure Prediction (CASP) is a 

community wide experiment, which allows researchers to submit bona-fide blind 

predictions on a number of yet to be determined protein structures [43]. The researchers 

are only given the primary sequence of amino acids to work from. The main goal of 

CASP is to provide an in-depth and objective assessment of the current abilities and 

pitfalls of techniques used to predict 3 dimensional protein structures. Different 

categories within the CASP experiment outline the different approaches to computer-

assisted protein structure prediction and allow for researchers to focus more on their areas 

of interest.  

Of key importance in all approaches to protein structural prediction, is a method 

of discriminating native from near-native and non-native generated decoys. Several 

approaches exist, and fall into two categories: knowledge-based functions that compile 

parameters from tendencies observed in a database of experimentally determined protein 

structures, and physics-based functions that involve calculations for determining the 

energy of a conformation [7, 43]. 

 

2.7  Protein Data Bank (PDB) 

Founded in 1971 at Brookhaven National Laboratory, the PDB originally 

contained 7 structures. It has since grown to include over 44 000 structures (at the time of 

this writing) to become one of the largest repositories containing the 3D structural 

information of nucleic acids and proteins [21]. In 1998, responsibility of PDB 

maintenance was left to the Research Collaboratory for Structural Biology (RCSB). The 
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structures are solved by x-ray crystallography and NMR and are submitted to the RCSB 

PDP by researchers worldwide [21]. Structure information contained within the PDB is 

posted on the public domain and is free of charge providing researchers unhindered 

access to a large volume of structural data. 

2.8 Summary 

Structure determination is important for understanding a protein’s function, and integral 

to the field of new drug design [7]. Progress has been made in the fields of X-ray 

crystallography and NMR, but these methods still can not keep up with the rate at which 

new proteins are being discovered and sequenced [10]. As a result, there has been a surge 

of research in computational techniques in an attempt to predict 3D protein structure. 

Although many of these techniques provide promising results on small polypeptide 

chains, protein structure prediction remains a largely open problem [44]. Furthermore, 

methods of correctly discriminating good predictions – predictions most similar to the 

native structure – from bad, also remains open. These reasons provide a strong 

motivation for researching new ways of protein structure prediction.
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Chapter 3 

Background Methodologies  

Case-Based Reasoning (CBR) and the FORR architecture are important concepts used in 

the development of this thesis. Each of these methodologies are explained in detail in this 

section. The Triptych system is itself a CBR system, and as such is implemented using all 

the components described in the case-based reasoning section below. Within the Triptych 

CBR system lies the evaluation module which is the focus of this thesis, and is 

implemented using concepts derived from the FORR architecture’s multiple expert 

approach to evaluating possible solutions. 

 

3.1  Case-Based Reasoning 

 CBR is a paradigm that involves solving new problems based on the solutions of 

similar past problems [10,53]. Expertise is embodied in a library of past cases called the 

case base. The case base contains a priori knowledge formed from the solutions and 

outcomes of past experiences in which each problem and its respective solution represent 

one case. To solve any given new problem, it is matched against all appropriate cases in 

the library of cases. The most relevant cases are retrieved and used to propose a solution 

for the problem at hand. Each proposed solution is evaluated to see if it adequately solves 

the problem. Solutions can further be adapted, or altered, to improve the end result if 

necessary, and is again scrutinized by the evaluation module. This process of adaptation 

and evaluation continues as long as necessary to provide an acceptable solution.
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The accepted solution along with the outcome is then retained along with the new 

problem and is added as part of the case base and is used to increase the number of 

available cases in the library for the next iteration of the system. CBR is being used 

extensively in the biomedical field ranging in task from diagnosis and decision making 

support systems, to classification, planning, and tutoring systems [54]. CBR has been 

useful in a variety of application domains including stem cell transplantation, psychiatry, 

image classification, and detection of coronary heart disease [55-58]. These examples 

represent only a small fraction of current CBR applications and demonstrate the 

versatility of the CBR paradigm. 

 

3.2)  The FORR Architecture 

 FORR (FOr the Right Reasons) is a general architecture that has been developed 

for problem solving and learning that develops its expertise from a related set of problem 

classes [19]. The architecture is based on the method by which human learning and 

expertise is achieved. Rather than restrict learning to a single method or evaluation to a 

single heuristic, FORR depends on many (often times) disagreeing heuristic advisors to 

collaborate on decisions, and multiple learning strategies to specialize as an expert in the 

domain of choice. The architecture’s principle strengths are its easy integration of 

multiple knowledge sources, its graceful degradation and robustness in unfamiliar 

situations, and its tolerance for human and machine error. Furthermore, since this 

architecture mimics the human learning and decision-making experience, it is well suited 

for implementation in any domain where human experts exist, and where first principles 

are lacking.  
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  There are two well known programs in which the FORR architecture has been 

implemented successfully to provide expert knowledge. The first is Ariadne[19], where 

the goal is path finding through grid mazes. The second implementation is found in 

Hoyle games, where the domain is perfect information, 2-person, finite board games. The 

program is designed to become an expert player in any of the 18 different board game 

classes for which it was designed [19,20].  

  

The FORR architecture relies on advisors to help in the decision making process 

within the domain in question. “An advisor is a good reason for taking, or not taking, an 

action” [19]. Advisors are specialized in that they only take into consideration one aspect 

of the problem definition. Each advisor gives its opinion in the form of a real number in 

the range [a .. b] such that a, b are elements of the real number scale. Within this range, 

where a suggests that an advisor strongly disagrees with an action, b suggests that the 

advisor strongly agrees with the action, and the value of [(a+b)/2] informs us one of two 

things: it neither agrees nor disagrees with the action in question, or the advisor is 

irrelevant to that specific case. The values obtained from the advisors are usually not the 

extremes. For example, given the scale of [-1 .. 1], a value approaching -1 implies 

increasing disagreement whilst a value approaching 1 implies the opposite. In the domain 

of vehicle driving as suggested by Kotlyar [5], you would have several advisors including 

a safety advisor (SA) and a fuel economy advisor (FEA). Depending on the situation, 

these advisors may agree or disagree with the final action taken by the driver at any one 

time. As an example, on a long stretch of empty highway when a driver can either drive 

really fast, or obey the speed limit, both SA and FEA would agree that obeying the speed 
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limit is safer and more fuel efficient, while speeding is neither as safe nor as fuel 

efficient. In this case common sense would also dictate that following the speed limit is 

safer and cheaper (though many drivers have other reasons which incline them to speed 

up). It becomes a more challenging problem however, when the advisors disagree. If on 

the same stretch of highway a large truck was flashing its caution lights and driving much 

slower than traffic. The fuel economy advisor would still maintain that speeding up is not 

recommended (as it is oblivious to all conditions outside the realm of fuel economy) 

whereas the safety advisor may recommend to speed up and pass the vehicle as a much 

safer solution. In these types of situations, where disagreement among advisors occur, a 

method for determining the course of action must exist. These disagreements are often 

resolved by combining an importance value for each advisor, or weight, based on the 

decisions and outcomes of previous similar cases. Both the weight learning algorithm and 

the full decision making algorithm are described further below.  

 

3.2.1  Main components of the FORR Architecture. 

The main goal of the FORR architecture is to learn expertise in a specific skill 

domain. Before starting to learn however, the program must be given some basic 

knowledge about the problem domain. Only commonsense knowledge and a weak theory 

that only has some basic assumptions on the domain are required. On top of this basic 

knowledge, the aim is the acquisition, validation, and refinement of knowledge for the 

specified behaviour. The following is a list of the components of the architecture 

[8,19,20]: 
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The Problem Class Definition: 

The problem class definition is a frame-based description of the domain that 

represents the start-up knowledge of the weak theory [8,19]. The problem class definition 

has a class frame that represents the entire domain in which instances of the frame 

represent the individual problem classes. In the domain of vehicle driving for example, 

one instance frame could be driving trucks, while another could describe driving cars.  

 

Behavioural Script 

The behavioural script has overall control of the system and flow of the 

information. It enforces that only legal moves are performed, and it transfers information 

between all components of the system.  

 

Expert Model 

 The expert model is an external module that cannot be queried by the program. It 

is not necessarily a perfect driver in the class of vehicle driving, or perfect chess player in 

the game playing domain, but one that is generally very good. The expert model must 

continuously demonstrate rich and good behaviour. This is used to train the learner. In the 

case of protein structure prediction, expertise is drawn from predetermined structures 

posted on the PDB. 

 

Blackboard 

The blackboard is a shared memory space to allow for communication between all 

components of the program. When the behavioural script instantiates the problem class 
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definition, all allowable, legal moves (possible actions) are placed on the blackboard, as 

well as all the comments posted by each advisor regarding each of the available 

moves/actions.  

 

Useful Knowledge 

This is initially empty as it relates to all of the learned knowledge over time. 

Useful knowledge is frame-based and represents the learned knowledge for the skill 

domain. This component has not been implemented for the Triptych system, but could 

prove useful. Please see the Future Work section for further details. 

 

Advisors 

Advisors lie at the very core of the FORR architecture. They are individual 

programs, each of which focuses on one aspect of the problem domain. Generally, any 

facet of the problem at hand is considered to be of high enough importance for the 

implementation of an advisor if it is found applicable by an expert in the skill domain. 

Advisors as mentioned above can overlap, contradict, agree or disagree with one another. 

An advisor can even give a different answer than one it previously gave when examining 

the same state of the world, as the useful knowledge frame is developed and populated 

over time. All advisors act on the same information, and post their comments to the 

blackboard. Some advisors generate their comments in the form of a path of subsequent 

moves or actions to take. The majority of advisors however, post their comments in the 

form of an ordered triple: [advisor name, plausible action, score], in which the score 
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ranges the real scale from -1 to 1. Each advisor either promotes or discourages possible 

actions based on its expert-like, albeit limited perspective. 

There are three types of advisors in most representations of the FORR 

architecture, although rarely are all three types used. This three-tiered advisor scheme 

includes Absolute advisors that make up the first tier; Path-Finding advisors make up the 

second, and Heuristic advisors the third. Each of these are described below: 

Absolute Advisors – Tier 1 

Absolute advisors are perfectly correct advisors that are guaranteed to select the 

best action. Generally, these advisors apply fairly obvious common sense reasons and for 

the most part are quite simple. These advisors are run on all the legal actions from the 

blackboard in their selected order before any other advisors see the data. The strength of 

these advisors is that they can either select the best action if it is obvious, or in many 

cases, eliminate an action they deem unacceptable. An example of this is found in the 

chess-playing domain [20]. The first perfectly correct Tier 1 advisor would be Can_Win. 

This advisor would look at all the moves available, and if there is one that can generate a 

checkmate, the move will be made without any consideration to either tier 2 and 3 

advisors, or to any tier 1 advisors lower to it in precedence. 

 

Search-Based Advisors – Tier 2 

Search-based advisors are usually correct and work on the principle of solving 

small, well-defined portions of the overall problem. These however only make sense to 

use when a sub-problem can be clearly defined. A tier 2 advisor would therefore try 

identifying sub problems within the overall problem and then perform a limited search of 
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the problem space. It constructs a sequence of possible actions, checks to see if these 

actions solve the sub-problem, and starts over if they do not. Generally, tier 2 advisors 

post their comments in the form of a series of actions to take to solve the sub problem. In 

many cases however, these advisors face the difficulty of being able to identify and 

define sub problems from the overall, and are therefore not applicable and only of limited 

use [8,19]. 

 

Heuristic Advisors – Tier 3 

These are the most common type of advisors. Individually they are not extremely 

accurate as their comments are based on heuristics that only take into account one aspect 

of the overall problem. These advisors are intended to be used collectively. A consensus 

on the best possible action to take is made by means of a weighted sum of the advisor 

scores. The best feature of these advisors is that in any situation within the problem 

domain, at least some of them will be applicable. This is the essence of the FORR 

architecture’s graceful degradation when analyzing unfamiliar cases, and is currently the 

only type of advisor implemented for the Triptych CBR system. 

 

Decision Making Algorithm 

Basic conflict resolution in FORR combines all the comments to reach a decision, 

while at times; conflicts are resolved purely by the rationales behind them. There are 

therefore two types of control in the FORR architecture. Pre-specified control as 

employed by the Tier 1 advisors in which the pre-specified order and priority of the 

advisor resolves conflicting advice (as mentioned above, if a solution is found using one 
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of these advisors, lower priority advisors are not even considered).  Learned control 

forms the decision-making algorithm for tier 2 and 3 advisors, where finding a good 

answer – not necessarily the best - is of key importance.  Once all comments are posted to 

the blackboard, the decision-making algorithm for tier 2 and 3 advisors can work in any 

number of ways. The fundamental voting paradigm for the later tiers is simply to tally the 

comments and the action with the greatest total strength. Further refinements to this 

voting algorithm include smoothing in which comments are turned into yes or no answers 

to remove the bias of advisors that usually comment with higher values. Constrained 

voting is another refinement where only the strongest comments are tallied. Finally, 

relevance and significance values can be applied to the advisors in a class dependent 

manner, such that some advisors are weighted more heavily based on their performance 

in previous cases. 

 

Learner 

The learning components provide a means of learning either through experience 

or instruction. The input to the learner is a record of decisions made by the system or by 

an outside expert for the given problem, and the output is a series of slot values to post to 

the useful knowledge repository. What to learn is determined by the programmer and is 

placed as slot names in the useful knowledge frame, while how to learn is implemented 

within the learner in the form of slot values for the corresponding slot names in the useful 

knowledge frame. 
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3.2.2 Interaction of Components 

The system is controlled by the behavioural script, and all information is stored in 

the blackboard. The domain of chess playing is used as an example by Epstein to help 

visualize the interaction of components [8]. Initially, the behavioural script activates the 

problem class definition to specify to the system that the game is chess. The problem 

class definition – having been programmed with the rules of chess – posts the legal 

moves to the blackboard, while the decision making algorithm posts the current problem 

state. The behavioural script ensures that each advisor is presented all the information 

contained within the blackboard. The advisors rate the available moves and the decision 

making algorithm is activated to post the selected move. The expert model is then 

activated to review the selected moves efficacy (which is later used to train the learner), 

and the behavioural script then records the move [8,19,20]. Figure 3.1 depicts the 

interaction of the components 
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Figure 3.1: Interaction of the different components. Image is a slightly altered version from [5] 
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3.2.3 Differences between FORR and Tryptich’s Evaluation Strategy 
 

The Triptych system shares many similarities with the FORR architecture’s 

components, but does have a few differences. The behavioural script controls information 

flow, but instead of one blackboard, each advisor posts their answers to an individual text 

file. This was done because the advisors were all originally coded independently by 

different programmers. Simple input/output was originally determined to be the easiest 

way of achieving format compatibility, and further changing the format as the program 

evolved. The problem class definition was abandoned within the Triptych system since 

the number of ‘legal’ possibilities that span the conformational space of a protein is 

exceedingly large. Instead, the behavioural script presents structures that have been 

retrieved and adapted from relevant cases within the CBR paradigm, and as such acts as 

the problem class definition. The advisors in both systems are identical with the 

exception that only Tier 3 heuristic advisors have been implemented for Triptych to date 

(see the Future Work section for more details). Finally, the algorithm for weight learning 

and the expert model work on the same principles in both systems.  
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Chapter 4 

The Triptych Project  

This section will describe the Triptych system [10] in detail, and focus on the 

different components of the case-based reasoning system and their implementations 

within the context of protein structure prediction. 

 

 

4.1  General overview of Triptych 

The Triptych project is a case-based reasoning system who’s overall goal is the 

accurate prediction of tertiary protein structure from contact maps. The approach is 

bottom-up, and the system is being used to predict the conformation in 3D space of α-

helix pairs found in globular proteins from predicted contact maps. Other well known 

repeating motifs, as well as super-secondary structures, will later be explored before 

combining these sets in an attempt to solve complete tertiary structures. The system is 

first populated with cases representing its startup knowledge. This knowledge is taken 

from previously solved globular protein structures found in the PDB [21] . The 

information from the PDB is parsed, and contact maps are generated and stored along 

with other relevant information. The cases representing the startup knowledge are what 

form the initial library in the case-based reasoning system. When a new contact map is 
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given as input into the system, the retrieval module examines it and searches through all 

applicable cases in the library. Similar contact maps are retrieved, and passed to the 

adaptation module. The adaptation module adjusts the length of the retrieved source 

strands using known ideal α-helix structure (see Appendix A) as needed to match the 

length of the corresponding target α-helix pair. These adapted retrievals are then passed 

to the evaluation module as predictions. The design, implementation, and testing of the 

evaluation module make up the bulk of this thesis. It uses several advisors combining 

knowledge from biochemistry, physics, and statistical analysis to evaluate each prediction 

passed to it from the adaptation module. A weighted score incorporating feedback from 

all the advisors is assigned to each prediction. The predictions are ranked and the best 

solution’s 3D coordinate structure, and corresponding contact map, is retained in the 

fourth and final module of the case-based reasoning system as a new case which can be 

used by the retrieval module in the next iteration of the system. If necessary, the 

predictions may be sent back to the adaptation module for further modification. The 

repeated process of adaptation and evaluation is continued as long as necessary to 

provide a suitable solution.  
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Figure 4.1: Triptych cased-based reasoning system.  
This image is taken with permission from Glasgow et al [10]. 

 
 

4.2  Populating the Library of Cases 

In order to create the startup knowledge of the system, the library of cases must 

first be populated with cases of known correct α-helix pair configurations (Figure 4.2). 

These make up the initial experience of the system which is required for the system to 

start solving the first several cases it is presented. This initial experience is inherent to all 

case-based reasoning systems [10, 53]. The startup knowledge for the α-helix pair 
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portion of Triptych is obtained from the PDB [21].  It should be noted that only globular 

proteins are currently retained as many trans-membrane proteins contain α-helix super-

secondary structures that are only found in other trans-membrane proteins [3,43].  To 

date, 61 globular proteins with at least one pair of α-helices that are in contact are 

retained. These proteins are also filtered from the remaining PDB structures because they 

contain no missing data. For each retained protein, a contact map for each pair of α-

helices is generated using a cutoff threshold of 10 Ǻ between Cα atoms. Only pairs that 

have a minimum of 10 contacts are retained. For any protein containing n α-helices 

(where n>=2), there are exactly n(n-1)/2 possible α-helix pairs. Each case in the library 

of cases contains the following information:  

1) The contact map of the helix pair;  

2) The amino acid sequence of the entire protein sequence; 

3) The amino acid sequence of each helix in the helix-pair; 

4) The start and end positions of each of the two helices within the protein 
(counted from the amino acid residue at the N-terminus of each α-helix); 
 
5) The 3D XYZ coordinates of all Cα for each of the two amino acid sequences 
representing the α-helix pair. 
 

The 61 globular proteins produce 399 suitable helix-pairs that are each used in 
conjunction with the information listed above to create a case in the initial library of 
cases (see Figure 4.2). 
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Figure 4.2: Populating the library of cases. The startup knowledge of the system is created by first filtering out 
globular proteins that contain 2 or more α-helices from the PDB. 61 proteins are found and for every α-helix pair 
within each of these proteins that contains a minimum of ten contacts, a case is created. Each case contains a binary 
representation of the contact map, the amino acid sequence of each helix in contact as well as that of the entire protein 
sequence that contains them, the start and end Cα position for each helix within the protein2, and finally the XYZ 
coordinates of all Cα for each of the two amino acid sequences representing the α-helix pair. 

 

                                                 
2 Positions go from the N-terminus to the C-terminus direction starting with the number 1 representing the 
first Cα of the protein sequence. 
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4.3  Retrieval 

When attempting to determine the 3D structure of a new helix pair, its predicted 

target contact map is matched against those found in the library of cases. For the purpose 

of retrieval, a similarity measure was constructed by treating contact maps as visual 

objects and using computer vision and image processing techniques in a two-tier retrieval 

system [10, 44]. The retrieval module used various transforms and metrics to test for 

performance based on the RMSD in angstroms of the helix pairs retrieved. Quad trees, 

color and edge distributions, and gray level co-occurrence matrices were tested as general 

content descriptors, and their similarity to a query was used in the first tier of retrieval 

[44].  

In the second tier, both the Hamming and Jaccard’s distance metrics were tested 

for performance. Mathematical morphology and Gaussian smoothing were also used to 

preprocess the contact map, and their performance in retrieval was compared to the native 

map [44]. Experiments showed that a retrieval of 100 in the first tier using the native 

contact map for quadtrees and smoothed maps for color distributions, edge distributions, 

and grey level co-occurrence matrices had the best performance. These individual general 

content descriptors were used in a committee to provide robustness for the different 

contact map densities. In the second tier, the Jaccard’s distance provided the best retrieval 

results.  When possible, a minimum number of ten contacts is used to discriminate the 

cases that are retrieved from those that are not3. It should be noted that the retrieval 

module is flexible in it’s retrieval strategy, and is used differently during normal use of 

the Triptych system compared to its use during the training and testing of the evaluation 
                                                 
3 For training and testing of the evaluation module the top n cases are retrieved,  but for all practical 
applications, the number of retrieved cases may vary depending on stricter requirements imposed on the 
retrieval module. See chapter 5.3 for more details.  
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module. For purposes of training and testing of the evaluation module, the 100 most 

similar maps are retained and those cases are then passed on to the adaptation module. 

The 100 predictions were further pruned to 25, and it was shown that the best RMSD-

based match was found within the pruned selection 83% of the time. The retrieval 

module is shown in Figure 4.3, and the differences in its use are further discussed and 

explained in Section 5.3.  

 

 

Figure 4.3: Triptych’s retrieval module. Hundreds of contact maps are examined, and during normal 
functioning of the system, only a handful that meet the retrieval module’s requirements  

are retained and forwarded to the adaptation module. 
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4.4  Adaptation 

For each query (target) contact map, the retrieval module returns potential source 

helix pairs from the PDB ranked in order of estimated similarity. Triptych’s adaptation 

module transfers the structure information from each of these to the input target map 

[10]. The transfer process is required to adjust the length of the retrieved helices to match 

that of the query in order to produce a prediction of the appropriate shape and length, and 

requires a mapping function to determine which residues in the target structure map to 

which residues in the retrieved structures. To accomplish this task, the contact maps of 

the retrieved structures are first aligned with the target contact map by aligning the mean 

cell location of contacting residues of the maps [10]. Once the initial alignment is 

complete, a final prediction can be generated from a retrieved structure by creating a 

helix pair that consists of the source’s Cα coordinates for locations where the target and 

source maps have a corresponding residue in the contact maps, and estimating the 

location of Cα for any remaining target Cα based on general domain knowledge of α-

helices. This estimation process is made possible because α-helices tend to have a 

consistent structure, and is demonstrated in Figure 4.4 [10, 44, 45]. Specifically, each 

turn of an α-helix is estimated at 5.4Å along the helix axis, and each turn 5Å across. 

Using this knowledge in combination with the new prediction’s two helix axes 

(calculated using the new helices’ available Cα  locations), it becomes possible to fill in 

the location of missing Cα along the length of the helices that make up the new helix 

pair. For full details of ideal α-helix structure, see Appendix A.  Each of the generated 
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approximations is a prediction of the final 3D structure of the target helix pair. These 

predictions are sent to the evaluation module to be scored and subsequently ranked. 

 

 

 

 

 

 

 
This retrieved  
segment is grown to 
match the length of 
the target helix pair. 

 

 

Figure 4.4: Adaptation and growing of retained contact map structures to create an α-helix pair prediction. 
This image is used with permission from Glasgow et al [10]. 

 

4.4 Evaluation  

The evaluation module examines each of the generated predictions and ranks 

them using a weighted sum of expert advisors [10,19]. The advisors work independently 

to score predictions, and each focuses on one aspect of the problem definition. 

Independently, the advisors are not expected to perform well, but collectively provide a 

consensus which is hoped to outperform any individual advisor. The evaluation module 

will be the topic of focus for the remaining chapters of this thesis. 

4.5 Save 
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The Save module contains a feedback component to help ensure that the best 

ranked prediction received from the evaluation module is viable, and meets the 

requirements of the Triptych CBR system. Provided that these conditions are met, the 

save module retains the prediction by using it to create a new case for the case library that 

can potentially be retrieved by the retrieval module in future iterations of the system. This 

module is currently not implemented, and is outside the scope of this thesis.
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Chapter 5 

The Evaluation Module 

This chapter describes the evaluation module for the Triptych system. The module is 

based on the FORR architecture’s evaluation strategy [19, 20], in that it uses multiple 

advisors to score and rank the predictions forwarded to it by the adaptation module. The 

evaluation module is the third component of the CBR system, and is made to work in 

conjunction with the previously completed retrieval and adaptation modules. The first 

section of this chapter describes the overall objectives of the evaluation module, and 

further describes the module’s role within Triptych. This is followed by a section 

explaining the data available to the evaluation module, a section detailing the algorithm 

used for advisor weight distribution, and the methods used for the evaluation module’s 

training, testing, and validation. Finally a description of the currently available advisors, 

and their use within the evaluation module is provided. This module is programmed using 

both Java and Matlab programming languages, and currently accepts advisors in the form 

of Matlab ‘m-files’, which are functions and scripts executable within the Matlab 

programming environment.
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5.1  Objectives 

The main objective of the Triptych system is the accurate prediction of protein 

tertiary structure from its contact map. One of the sub-goals of this project is to provide a 

framework for the generation and evaluation of α-helix pair predictions based on contact 

map information. This sub-goal entails the evaluation of retrieved and adapted helix pair 

predictions within the context of the CBR framework discussed in section 4.1. The 

Triptych system is hierarchical. It is currently being used to predict structures for pairs of 

α-helices, but will ultimately be used to predict other repeating motifs before attempting 

to solve super-secondary structure, and finally full tertiary 3D structure. The evaluation 

module has been implemented in such a way that it may be reused for the other motifs 

examined with little or no modification. It should be noted that the advisors used within 

the evaluation module are (for the most part) specific to the domain for which they are 

programmed. The module is designed to score and rank all predictions received, and in so 

doing, consistently provide a reasonably good – if not perfect –3D helix-pair structure. A  

‘reasonably good’ prediction within the domain of protein structure prediction is 

somewhat ambiguous and changes depending on the size of the target molecule, the 

method used to generate the prediction (ab-initio, fold recognition, homology modelling, 

or other) [7, 48]. The level of uncertainty in knowing a protein structure with complete 

accuracy is within 1 to 1.5Å for X-ray crystallography, within 2 to 2.5Å for NMR, and 

within 4Å for computer modeling [13]. For the purposes of this thesis, the top-ranked 

prediction is considered to be reasonably good if the determined RMSD between it and 

the known correct structure is under 2Å. The increase in expected performance over 
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traditional computer modeling techniques is due to the fact that we are only considering a 

small portion of the protein instead of the protein as a whole. It is therefore expected that 

the results obtained are significantly better than those that will be obtained when 

considering an entire protein’s 3D structure. 

 

5.2  Operation of the Evaluation Module 

The evaluation module provides a framework for incorporating various sources of 

knowledge when scoring generated predictions. This module thus shares similarities with 

the FORR architecture in that it employs multiple heuristic advisors that incorporate 

various sources of knowledge to evaluate the available options. This is meant to assist 

and improve on the results of individual advisors. When combining advisors, the system 

employs a leave one out method of training and testing for advisor weight determination 

[60]. In this evaluation strategy, all but one (n-1) observations are used as the training 

data set, and validation is performed on the excluded case. This process is repeated n 

times so that each case is excluded once. This method was used over k-fold cross-

validation because it most closely mimics the case-based reasoning framework, in which 

all previous cases are available for use by the system during any given iteration. To assist 

in this task, helix pair files are created and their use is described in the next section. The 

evaluation module accomplishes the scoring procedure by assigning a weighted sum 

value to each prediction based on the available advisors. In the real scale of [-1 .. 1], a 

higher value represents a better cumulative score assigned to the prediction, and therefore 

indicates a stronger prediction. Similarly, a negative score indicates a cumulative 

disapproval of the prediction. 
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5.3 Generating target maps and helix pair files 

During normal functioning of the system, predicted contact maps would be 

required as input to the retrieval module. Unfortunately, current contact map prediction 

capabilities yield an accuracy insufficient to provide an accurate measure of the Triptych 

system’s performance. In the absence of more accurate maps, two viable options exist: 1)  

adding noise to correct contact maps to provide the target maps, and then testing the 

system’s ability to select the corresponding correct helix pair, and 2) using known 

structures to construct ideal contact maps as targets, and exclude their case from the 

library of possible retrievals. The first option could prove to be an inaccurate measure of 

the system’s performance as the amount of noise to be added is uncertain and subjective. 

The second option is the most viable and provides an accurate analysis of the system’s 

performance in unfamiliar cases without compounding the possible sources of error4. To 

help realize the latter option, helix pair files were created. There are currently 399 cases 

populating the library of cases. Collectively, they represent the startup knowledge of the 

system. Helix pair files contain one case’s actual contact map as the target, and contain 

100 predictions derived from the retrieval and adaptation of structures from the remaining 

398 case files. Since each case file can serve its use as the target molecule during one 

iteration of the system, 399 such helix pair files exist. The purpose of these files is to 

provide a standard, self-contained file format used to assess the strength of the advisors 

                                                 
4 Using ideal contact maps is expected to yield better results than contact maps containing noise. Using this 
approach will give some indication of how much error is attributed to the evaluation module versus the 
error due to noisy contact map predictions used in later phases of Triptych’s development. See Section 7.3 
for more detail. 
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used in weight determination, as well as to evaluate the performance of the advisors when 

combined.  

 

Each helix pair file contains the following information (shown in Figure 5.1): 

1. The target5 contact map of the helix pair sequence. 
 
2. The amino acid sequence of the entire protein containing the pair of helices. 

 
3. The amino acid residue positions for each of the two α-helices within the 

protein. 
 
4. The amino acid sequence of each of the two α-helices that form the helix pair. 
 
5. The XYZ Cartesian coordinates of all Cαs along the backbone of each α-helix 

in the helix pair6. 
 
6. 100 helix pair predictions. 

 
Where each prediction contains: 

1. The predicted XYZ Cartesian coordinates of all Cα that constitute each helix of 
the predicted α-helix pair. 

 
2. The XYZ Cartesian coordinates of all Cα of the source7 α-helix pair. 

3. The amino acid sequences of the prediction’s source contact map. 

4. The position of each amino acid that makes up the source α-helix pair 

 
A helix pair file contains all the information necessary for the advisors to examine, and 

score each prediction. Recall that the 100 predictions are based on adapted pairs of the 

100 most similar contact maps retrieved. This retrieval strategy is different than that 

                                                 
5 The target contact map is one generated from PDB files. This information is used to test the system. 
Predicted contact maps provided by the University of Bologna will be used instead once available. See 
Section 7.3  for more details. 
6 This information is only used for testing the effectiveness of the system and is not used by any advisor. 
7 A source refers to helix pairs, individual helices, contact maps, and any other information available prior 
to modification completed in Triptych’s adaptation phase. 
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normally employed by the retrieval module in which a variable number of cases are 

retrieved depending on the similarity metric used and its respective experimentally 

determined cutoff value. The retrieval module’s strategy was altered to ensure that a high 

enough number of predictions are used to provide statistically significant results.  

 

 

5.4  Algorithm for Weight Learning 

There are several methods currently available for determining advisor weights in multi-

advisor systems implemented for solving constraint satisfaction problems, as well as a 

few methods specifically used within the FORR architecture [19,20,34-36]. Two methods 

were tested within the context of this thesis. When evaluating any given helix pair file, 

the first algorithm assigns a weight to each advisor proportional to the advisor’s  

performance (mean correlation value) relative to the performance of all other advisors 

when  evaluating the remaining 398 helix pair files. This weighted advisor approach is 

repeated for all 399 helix pair files, and in so doing employs leave-one-out training and 

testing methodology.  The second method does the same as the first, but also increases 

the allotted weight on any individual prediction where the score assigned by the ith  

advisor (Ai) is different from the mean of all assigned scores of Ai by a value greater 

than n standard deviation(s). 

 
 
 
 
 
 
 
 
 
 



CHAPTER 5.   THE EVALUATION MODULE 

 47 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

  Figure 5.1: Sample helix pair file. The keywords vertical and horizontal are used to describe the first and 
second helices respectively in order of appearance when examining the full protein sequence in the N-

terminus to C-terminus direction. 

FULL_SEQUENCE 
MDPFLVLLHSVSSSLSSSELTELKGLCLGRVGKRKLERVQSGLDLFSMLLEQNDLEPGHTELLRELLASLRRHDLLRRVDDFE 
VERTICAL_SEQUENCE 
ELLRELLASL 
VERTICAL_RESIDUE_NUMBERS 
61 62 63 64 65 66 67 68 69 70 
HORIZONTAL_SEQUENCE 
HDLLRRVDD 
HORIZONTAL_RESIDUE_NUMBERS 
73 74 75 76 77 78 79 80 81 
CONTACT_MAP 
000000110 
000000000 
000100110 
101111110 
000100010 
000100000 
111110100 
101110000 
100100000 
100100000 
PREDICT_V 
147.51 143.99 145.6 147.13 143.84 142.04 144.44 144.31 140.53 140.29 
119.53 118.99 118.19 121.64 123.14 121.27 122.6 126.17 125.95 124.3 
78.195 79.537 82.881 83.333 82.131 84.919 87.562 86.252 86.276 89.701 
PREDICT_H 
152.52 153.59 154.81 151.69 149.32 151 151.07 147.41 149.6 
121.02 124.64 125.73 124.56 125.89 129.31 129.23 128.3 131.58 
87.221 88.8 85.361 83.527 86.194 86.19 82.387 81.905 81.16 
SOURCE_VERTICAL_SEQUENCE 
YDKAAEIAKKAHKE 
SOURCE_VERTICAL_RESIDUE_NUMBERS 
415 416 417 418 419 420 421 422 423 424 425 426 427 428 
SOURCE_VERTICAL_COORDINATES 
145.74 145.3 148.47 147.51 143.99 145.6 147.13 143.84 142.04 144.44 144.31 140.53 140.29 142.94 
115.71 114.51 116.19 119.53 118.99 118.19 121.64 123.14 121.27 122.6 126.17 125.95 124.3 126.43 
74.839 78.443 79.725 78.195 79.537 82.881 83.333 82.131 84.919 87.562 86.252 86.276 89.701 91.398 
SOURCE_HORIZONTAL_SEQUENCE 
LKAAALA 
SOURCE_HORIZONTAL_RESIDUE_NUMBERS 
432 433 434 435 436 437 438 
SOURCE_HORIZONTAL_COORDINATES 
147.41 151.07 151 149.32 151.69 154.81 153.59 
128.3 129.23 129.31 125.89 124.56 125.73 124.64 
81.905 82.387 86.19 86.194 83.527 85.361 88.8 
PREDICT_V 
19.078 22.574 22.142 21.492 24.8 26.95 25.803 26.073 29.528 28.229 
24.807 26.605 29.275 26.181 24.733 27.797 28.596 24.938 24.602 23.695 
12.395 11.212 14.3 16.582 15.262 15.716 19.313 20.403 18.821 22.176 
PREDICT_H 
12.206 13.389 17.033 16.027 13.913 16.501 19.154 16.992 15.089 
25.46 27.935 27.591 28.018 31.096 32.767 32.329 34.207 36.787 
20.163 22.864 21.72 18.052 18.881 21.173 18.469 15.983 18.062 

. 

. 

. 
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The idea is to award a prediction a greater score (either positive or negative) if an 

advisor deems it to be either much better or worse than the majority of predictions 

evaluated. The equation for determining the standard deviation is as follows [61]:  

 

where       
(1) 

 

where σ denotes the standard deviation of X across N samples such that X = {x1, x2, …,  
 
xn}, x i represents the ith sample in X, and     represents the mean values of X.  
 

As mentioned earlier, the weights of all advisors must add up to 1.  

 

5.5 Measuring protein sub-structure similarity 

In order to empirically test and validate the evaluation module, an accurate 

method of determining α-helix similarity must be established. Many similarity metrics 

have been created in order to measure the similarity that exists between protein structures 

[48, 64]. Some of these focus on measuring evolutionary conservation and take into 

consideration amino acid sequence information. Some methods focus only on geometric 

conformation similarity, while others still try to incorporate various factors in an attempt 

to create a universal similarity metric [51]. This thesis focuses on the geometric similarity 

between the conformations of two sets of points (or clouds) in 3D space. In 3D molecular 

geometry, root mean squared deviation (RMSD) is used as the standard in determining 

the similarity between two – optimally aligned – corresponding structures. It is a measure 

of the physical space separating the two conformations in Cartesian space, where a 
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smaller RMSD value indicates a greater similarity between the two structures. Equation 2 

is used for determining RMSD between two structures (v and w) that have 

corresponding Cα. 

 

   (2)  

 

where a point in 3D Cartesian space vi (or wi)= (vix, viy, viz), n represents the number of 

data points contained by each of the two structures, vi and wi are the corresponding point 

i in structures v and w,  and x, y, and z  represent the XYZ coordinates in Cartesian 

space of the ith corresponding point in both structures. Optimal alignment of the 

superimposed helix pairs is achieved by using the algorithm defined by Kabsch [47].  It 

should be noted that differences in RMSD values are obtained when trying to align a 

helix pair as a rigid body versus first attempting to align a single helical coil and then 

applying the necessary rotations and translations in 3D space to achieve an optimal 

(local) solution. The difference is the result of the initial alignment. For this reason, 

several initial alignments were tested, and the best (i.e. lowest) RMSD is kept. In one 

method, the initial alignments are accomplished by superimposing the center of mass and 

aligning the axis of an individual a-helix (8 conformations for an a-helix pair), and in the 

other method the center of mass of the helix pair is initially superimposed prior to using 

Kabsch’s algorithm. 
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5.6 Validation: 

Validation of the evaluation module’s ranking is done by means of further ranking 

each prediction based on the measured RMSD between each of the predictions and the 

target’s known correct structure. Rank correlation analysis can then be performed to test 

the effectiveness of the evaluation module in ranking the predictions.  

 

5.6.1  Spearman rank correlation: 

Rank correlation deals with measuring the relationship between different rankings on 

the  same set of data, and further assessing the significance of this relationship. A rank 

correlation coefficient lies in the interval [-1 .. 1] where: 

• -1 indicates perfect disagreement between two rankings (i.e. one ranking is the 

reverse of the other). 

• 1 indicates perfect agreement between the two rankings (i.e. the two rankings are the 

same) 

• 0 indicates that the rankings are independent and unrelated.  

• The larger the correlation coefficient,  the stronger the correlation and vice-versa.  

• A negative coefficient implies a negative correlation, whereas a positive value implies 

a positive correlation. 

Spearman Correlation for two rankings of size n, denoted by Q, and R is given by the 

formula [61]:  

 

  (3) 
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where ρ represents the Spearman correlation coefficient, and di represents the difference  
 
in rank between the corresponding ith ranking value from Q, and R. 
 
5.6.2 Measuring Significance  

Significance is measured in two ways. During validation of the system, a lookup table 

is used to determine the significance of the correlation results. This is quick and easy, and 

since the number of predictions used is constant (100 predictions per helix pair file), the 

significance threshold is also constant, and is found in a lookup table [61] at (+ or -) 

0.195 (with the an associated p-value of 0.05). During normal operation of the system, 

significance is measured by using a Monte Carlo permutation test as the validation 

method of choice. This method of validation is used because it can deal with ranked 

orders of several different sizes while providing a relatively fast and accurate 

approximation to the computationally intensive procedures completed during a full 

permutation test. A full permutation test that finds the correlation between every possible 

permutation of rank order and the correct ranking can be used to find an exact 

measurement of significance but is not used because it is computationally infeasible (nor 

does it substantially improve accuracy of the approximation [63]). In both methods, the 

rank coefficient is determined between the rank permutation and the correct ranking in 

order to determine the probability that the coefficient is the result of chance. The 

procedure used to determine whether the results are significant using the Monte Carlo 

approximation technique is completed as follows: 

1. Determine the Spearman rank correlation coefficient between each advisor’s 

ranking of a case containing n predictions and the correct ordering of the n 
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predictions based on RMSD. The p-value used for the test is 0.05 as this value is 

generally accepted as the norm within the scientific community for in most 

general applications [64]. This p-value denotes that there is a 95% (or 1 – p-value) 

probability that the results are significant, and did not occur by chance. 

2.  Determine the Spearman rank correlation coefficient between q permutations 

(within the context of this thesis, q is assigned a value of 1000 – a value based on 

several statistical manuscripts [63, 65]) of the ranked order of n predictions and 

the correct ordering of the n predictions based on RMSD.  

3. Determine the number of occurrences e in which the random permutations of the 

ranked order are greater than or equal to the rank correlation coefficient 

determined in Step 1. 

4. Calculate (e/q) to determine the probability that the correlation determined in Step 

1 occurred by chance. If (e/q <=  p), then reject the null hypothesis, as the results 

are significant.  

 

5.7    The Advisors  

The advisors form the core functionality of the evaluation module. Every advisor 

assigns each prediction found in each helix pair file a real value in the range [–1 .. 1], 

where –1 suggests complete disagreement with the prediction, 1 suggests complete 

agreement, and 0 means that either the advisor is not applicable to the current prediction 

(for example a disulfide bridge advisor on predictions that contain no Cysteines), or that 

the advisor neither agrees nor disagrees with the prediction. The values obtained are 

rarely at these extremes, and a value approaching 1 implies a stronger agreement with the 
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prediction, while a value approaching -1 implies increasing disagreement. Since the 

advisors may initially provide values outside the [-1 .. 1] range, a scaling method was 

implemented and used to adjust the scores provided. For each advisor, the following 

adjustment procedure was completed: 

1) Across all cases find the advisor’s minimum and maximum scores to provide 

the range of scores [min .. max]. 

2) Convert the [min .. max] range to [-1 .. 1] by applying the transformation   

 
(4)                            

 
to each value in the range where X represents the value. 
 
3) Some advisors produce an initial range of scores in which a higher value  
 
implies a weaker prediction, and vice-versa. For these ranges a final step is  
 
multiplying all the scaled values from step 2) by -1. 
 
 

 Several advisors have been coded to date, and the integration of more sources of 

knowledge in the form of advisors is relatively easy using this strategy. Each advisor 

carries with it a corresponding weight as determined by the algorithm for weight learning. 

An individual advisor’s weight is determined by the advisor’s performance during 

previous trials relative to the performance of all other advisors as previously indicated in 

section 5.4. The sum of the weights will always equal 1, and if an advisor’s individual 

performance does not yield significant results, it may be assigned a weight of 0 indicating 

that the advisor will not be used or considered in the final weighting. This cumulative 

weighting scheme is seen in Figure 5.2. This allows several advisors to be added to the 
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system, without decreasing the system’s performance if they convey no relevant 

information about the correctness of predictions.  

 

Figure 5.2: In the cumulative scoring scheme, each prediction is assigned a value corresponding to a 
weighted sum of the advisors. In this diagram, Ai represents ith advisor with wi its corresponding weight. 

 

The advisors were all researched and created by other members of the Triptych group.   

Each were, however, reprogrammed to work with the current format of helix pair files, 

and in some instances further modified for correctness. The extent of modification 

depends on the advisor in question.  

 

 

5.7.1  Contact Map Advisor 

Recall that a contact map is an n x n Boolean array8 such that position ij is a 1 if 

and only if amino acid i is within some distance threshold t of amino acid residue j, and is 

a 0 otherwise. The contact map advisor completes the following procedure to score the 

predictions:  

1) Given a helix pair file, a contact map is generated for each available prediction. 

                                                 
8 The contact map of any structure with itself is always n by n, where n indicates the length of the structure 
(or substructure), however when dealing with distinct (sub)structures of varying length, the contact map 
becomes m by n where m is the length of the first (sub)structure, and n the length of the second. 
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2) The advisor sums all positive matches between corresponding cells of target and 

prediction contact maps, and scales the results between [-1 .. 1] using the formula: 

 
(5) 

 
where m is the width of the contact map, and n is the length8. This step is possible 

because the adaptation module lengthens all retrieved predictions to match the length of 

the target helix pair in the helix pair file, which results in contact maps of identical size 

throughout.  

 

5.7.2 Sequence Similarity advisor 

  Comparative (homology) modeling is a powerful and accurate method of protein 

structure prediction that attempts to construct a model of a protein's tertiary structure 

based on its amino acid sequence [7]. Homology modeling relies on a sequence 

alignment between the sequence to be predicted known as the target, and the template 

which is a related sequence whose structure has been experimentally determined. It is 

well known that 3D protein structures are more conserved than amino acid sequences that 

form them [3, 7]. Because protein structures are more conserved than protein sequences, 

detectable levels of sequence similarity usually imply significant structural similarity. 

The sequence similarity advisor measures similarity between a target structure and 

several predictions, which serve as templates, to rank predictions in order of structural 

similarity. 

The Blosum substitution matrix was developed by Henikoff and Henikoff [23] as 

a new benchmark to the earlier PAM (Percent Accepted Mutation) scoring matrix [60]. 
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This new substitution matrix focuses on highly conserved sequences rather than 

examining the evolutionary divergence of similar sequences as done by PAM. This 

advisor makes use of a Blosum substitution matrix (Blosum 62) which examines the 

probability of substitution from one amino acid to another. This sequence alignment 

information is used to score each prediction and rank helix pairs based on their similarity 

to those found in the PDB taking into consideration the possibility of mutation by 

substitution. The first step to developing the Blosom matrix is to reduce the significance 

of sequences that are of greater similarity than a threshold t (in this case 62% - see Figure 

5.3). This is accomplished by clustering the similar sequences in order to reduce the 

frequency of multiple contributions of amino acid pairs from the most closely related 

members of a protein family. In each column of the block, the probability of the 

individual amino acid is determined, as well as the frequency of amino acid pairs, which 

allows a log odds ratio of expected over observed probabilities to be calculated.  

 

 

 

 C S T P A G N D E Q H R K M I L V F Y W 
C 9 -1 -1 -3 0 -3 -3 -3 -4 -3 -3 -3 -3 -1 -1 -1 -1 -2 -2 -2 
S -1 4 1 -1 1 0 1 0 0 0 -1 -1 0 -1 -2 -2 -2 -2 -2 -3 
T -1 1 4 1 -1 1 0 1 0 0 0 -1 0 -1 -2 -2 -2 -2 -2 -3 
P -3 -1 1 7 -1 -2 -1 -1 -1 -1 -2 -2 -1 -2 -3 -3 -2 -4 -3 -4 
A 0 1 -1 -1 4 0 -1 -2 -1 -1 -2 -1 -1 -1 -1 -1 -2 -2 -2 -3 
G -3 0 1 -2 0 6 -2 -1 -2 -2 -2 -2 -2 -3 -4 -4 0 -3 -3 -2 
N -3 1 0 -2 -2 0 6 1 0 0 -1 0 0 -2 -3 -3 -3 -3 -2 -4 
D -3 0 1 -1 -2 -1 1 6 2 0 -1 -2 -1 -3 -3 -4 -3 -3 -3 -4 
E -4 0 0 -1 -1 -2 0 2 5 2 0 0 1 -2 -3 -3 -3 -3 -2 -3 
Q -3 0 0 -1 -1 -2 0 0 2 5 0 1 1 0 -3 -2 -2 -3 -1 -2 
H -3 -1 0 -2 -2 -2 1 1 0 0 8 0 -1 -2 -3 -3 -2 -1 2 -2 
R -3 -1 -1 -2 -1 -2 0 -2 0 1 0 5 2 -1 -3 -2 -3 -3 -2 -3 
K -3 0 0 -1 -1 -2 0 -1 1 1 -1 2 5 -1 -3 -2 -3 -3 -2 -3 
M -1 -1 -1 -2 -1 -3 -2 -3 -2 0 -2 -1 -1 5 1 2 -2 0 -1 -1 
I -1 -2 -2 -3 -1 -4 -3 -3 -3 -3 -3 -3 -3 1 4 2 1 0 -1 -3 
L -1 -2 -2 -3 -1 -4 -3 -4 -3 -2 -3 -2 -2 2 2 4 3 0 -1 -2 
V -1 -2 -2 -2 0 -3 -3 -3 -2 -2 -3 -3 -2 1 3 1 4 -1 -1 -3 
F -2 -2 -2 -4 -2 -3 -3 -3 -3 -3 -1 -3 -3 0 0 0 -1 6 3 1 
Y -2 -2 -2 -3 -2 -3 -2 -3 -2 -1 2 -2 -2 -1 -1 -1 -1 3 7 2 
W -2 -3 -3 -4 -3 -2 -4 -4 -3 -2 -2 -3 -3 -1 -3 -2 -3 1 2 11 
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Figure 5.3: Blosum 62 substitution matrix [23] where all sequences used are less than or equal to 62% 
similarity, and has been found to outperform all other scoring matrices. These values are the log odds 
ratio of expected over observed.  

 

Given a helix pair file, the sequence similarity advisor performs the following in its 

scoring procedure: 

1) Retrieves the amino acid sequences of the two helices forming the target structure. 

2) For each prediction, the advisor retrieves the amino acid sequences of the two helices 

forming the prediction’s source pair. 

3) The target and source helix pair sequences are then compared using the Blosum 62 

substitution matrix for amino acids that form the contact region found in the target 

structure’s contact map. 

4) The retained prediction scores are scaled to the range of [-1 .. 1] for each helix pair 

file. 

 
5.7.3 Potential Mean Force Advisor: 
 

Protein folding depends critically on the interaction potential between the 

different amino acid residues as well as the interaction of protein side chains with the 

surrounding environment. Using a physics-based approach to calculate the mean force 

potential is computationally exhaustive, and requires a thorough knowledge of the 

potential energy environment, and dynamics of protein folding. Knowledge-based 

statistical potentials obtained from statistical analysis of known protein structures are 

attractive because they are simple, and easy to use. This approach simplifies the energy 

function to efficiently represent the conformational space of polypeptide chains. 

  The guiding principle of most prediction models is that the native protein 
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conformation (or set of conformations) is thermodynamically stable and therefore 

minimizes the free energy of the system. This approach is somewhat flawed however 

because the statistical representation is acquired from inhomogeneous mixtures of amino 

acid residues in which the amino acid composition weighs heavily on the statistical 

outcome. It has further been shown that free energy alone is not an accurate measure for 

ranking the most native-like structures among a set of closely related decoy models [24]. 

The Nanias group has developed an energy based method to pack α-helices in 

proteins by treating the helices as rigid bodies, and then applying a simple potential with 

contact-energy parameters to successfully reproduce native-like folds [25]. The 

hypothesis for this study is that a simplistic semi-empirical energy potential will be able 

to discriminate and evaluate decoy protein conformations from native conformations as 

part of the evaluation module for the Triptych case-based reasoning system.  

The potential mean force of a system describes a physical quantity which captures 

(attractive and repulsive) forces between particles. The function uses both the amino acid 

labels and the distances between the Cα atoms of a pair of α-helices within a protein. It 

sums surface potential terms that model solvent interactions, and pair potentials that are 

functions of a distance with a smooth cut off.  It is measured by:  

 

(6) 

 

where p, q (q<p), and ro are adjustable parameters. rmn is the distance between the 

Cα atoms of residues m and n, and e is the contact energy associated with residues of 

types i and j. 
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  A matrix of contact potentials [26] has been shown to capture native energy 

qualities taking into consideration individual side chain solvent accessibility and 

distances measured between Cα. These values are shown in Appendix C, and used as eij 

in equation (6). The potential mean force advisor calculates a score for each prediction 

given a helix pair file by the following procedure: 

1) For each prediction, retrieve the source helix pair’s amino acid sequences and 3D Ca 

positions. 

2) Calculate the distance map of the source predictions 

3) Using the values from Appendix C, and equation above, calculate the potential mean 

force value and scale these in the [-1 .. 1] range. 

 

5.7.4  Biochemical Similarity Advisor 

The biochemical (or combined property) similarity advisor is based on the 

observation that residues of similar biochemical properties will have a greater 

substitution rate than dissimilar residues [49]. It is similar to the sequence similarity 

advisor,  but it examines similarity of the sequence based only on general biological, 

physical, and chemical knowledge rather than observed differences. For the purpose of 

this advisor, there are six characteristic traits that are used to determine similarity: 

hydrophobicity, charge, polarity, residue size, aromaticity, and aliphaticity. This advisor 

favours sequences that are similar in biochemical or structural origin, and thus bases its 

evaluation on analogy instead of homology (as in the case of the sequence similarity 

advisor) [49]. This advisor values all of the above-mentioned characteristic traits equally 

and a score table is created between each possible pair of amino acids by summing up all 
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the shared traits and dividing by 6 (Appendix D).  The advisor scores each prediction by 

the following procedure: 

1) All 8 possible alignment orientations of the target and source helix pair sequences are 

compared using the generated scoring matrix.  

2) The maximum score is retained which represents the maximum similarity based on  

the combined properties.  

3) The scores are then converted to the [-1 .. 1] range. 

 

5.7.5   Proof of Concept Advisor 

This advisor was first completed to simulate the ability of the multi-advisor 

approach in the domain of protein structure prediction. The simulation was used to show 

that using several advisors of varying strength (where strength is measured by the level of 

rank correlation to the RMSD-based ranking of predictions), a final ranking can be 

achieved that outperforms any individual advisor. These findings (included in Chapter 6) 

provide evidence that the advisor consensus approach implemented in this evaluation 

module may outperform the use of the strongest available advisor and provides 

motivation for additional research in this field. In order to mimic the behaviour of several 

advisors of varying strength, this advisor was programmed to use the correct RMSD 

values of the listed predictions to create rankings with varying degrees of introduced 

error. This advisor, basing its answers on the correct RMSD values, cannot be used 

during normal operation of the system. Rather, it is used to show that a significant 

increase in Triptych’s performance may result from the addition of one or several 

strongly correlated advisors (see Chapter 6 for more details). User-defined parameters are 
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tweaked to increase or decrease the strength of the advisor, and several instances can be 

used simultaneously to mimic the use of several advisors within Triptych, thus simulating 

the multi-advisor consensus-based approach. This advisor can also be used in conjunction 

with existing advisors to simulate the potential change in performance that might be 

expected by the addition of one or several advisors of strength predetermined by the user. 

The advisor works as follows: 

1) For each prediction, the RMSD to the target map’s correct 3D coordinates is calculated 

to create a vector of correct RMSD values. 

2) For each prediction, a pseudo-random value is generated in the [-1 .. 1] range and is 

multiplied by a user defined constant n. This produces a value in the range of [-n .. n] that 

is added to the prediction’s RMSD found in step 1).  A larger constant implies that a 

larger amount of error may be introduced, while supplying a constant of 0 introduces no 

error (and thus provides a perfect final ranking of the predictions).  

3) All values are scaled to the [-1 .. 1] range, and then multiplied by -1 (because this 

advisor is based on RMSD, and a lower RMSD implies a stronger prediction). 

4) Steps 1) to 3) may be repeated to obtain additional rankings simulating the use of 

additional advisors.   

 

5.8  Summary of Evaluation Module 

The evaluation module provides a framework for the evaluation and subsequent ranking 

of helix pair predictions as part of the Triptych CBR system. This evaluation module uses 

several weighted heuristic advisors that provide a consensus of each prediction’s strength, 

with the goal of discerning and retaining the best predictions. To date several advisors 



CHAPTER 5.   THE EVALUATION MODULE 

 62 

have been implemented, and they draw their knowledge from biochemistry, physics, 

statistical observations, and image processing techniques[44, 49]. An algorithm for 

weight learning has also been implemented, and the process of advisor weight 

distribution is automated. Further modification to the current advisors, and the addition of 

future advisors is simple within this system. Furthermore, a method to test the individual 

advisors, and validate the module has been devised, and implemented. The results are 

examined in the next chapter.
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Chapter 6 

Analysis and Results 

This chapter focuses on the performance results of the advisors tested independently 

and when combined using two different methods of weight determination. Also, the 

statistical validity of these findings is examined. Each advisor is tested on 399 helix pair 

files, each of which represents one case in the case-based system’s library. Each case has 

been populated with 100 predictions adapted from 100 sources that exclude the correct 

solution. Each advisor scores all the predictions it is presented. The predictions are 

subsequently ranked from best to worst. These rankings are compared to the RMSD-

based rankings and a measure of correlation is computed. 

 

6.1    Individual Advisor Performance  

Performance of individual advisors is measured by several methods. A strong rank 

correlation implies that an advisor can do a reasonable job of identifying good 

predictions, and can also discern which predictions are poor. Lacking a strong rank 

correlation, and thus the ability to distinguish strong and weak predictions, an advisor can 
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still be useful if it is able to accomplish either one of the two tasks. This makes the rank 

correlation based weighting in the combined advisor approach biased, and does not

 allow the advisors to be used to their fullest. To compensate for this short fall, a bonus 

score is applied to a prediction’s weighted score if two requirements are met: 

1) Correlation with good or bad models. The advisor must show a positive 

correlation between it’s top ranked predictions and the top RMSD-based 

prediction (or alternatively, consistently eliminate the worse predictions) across 

the 399 trials. Only when this correlation exists, can an advisor credit the 

prediction with the additional bonus.   

2) The advisor is confident about the prediction. The advisor assigns a 

score to the prediction greater than 2 standard deviations away from the mean. 

Provided that the correlation condition above is met, the difference between the 

mean score of the advisor and the score for the prediction in question implies a 

level of certainty on behalf of the advisor. 

For advisors whose weight contribution is negligible, the bonus may be the only way the 

advisor can contribute to the prediction’s weighted sum score. The remainder of this 

section provides an in depth analysis of each of the advisors tested within the Triptych 

system, and then later describes the bonus scheme implemented. 

 

6.1.1   The Contact Map Advisor 

The contact map advisor is currently the best performing individual advisor with a 

mean correlation value of 0.6639. This strong correlation supports the hypothesis that 

structures with similar contact maps are likely to have similar 3D geometry and vice-
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versa. The results further demonstrate that the 2D contact map contains sufficient 

information to construct a good predictor of 3D structure. One hundred predictions were 

ranked across 399 helix pair files. For each case to be significant, with a p-value of less 

than or equal to 0.05, the rank correlation coefficient would need to be less than -0.195 

indicating a significant negative correlation, or greater than 0.195 indicating the positive 

variant.  This means that the probability that the correlation value (on the scale of -1 to 1) 

lies outside the boundaries of -0.195 to +0.195 by chance alone is less than 5%, and 

therefore we can reject the null hypothesis and accept that the results are significant. All 

399 cases are graphed in a histogram below indicating their correlation values. 

 

Figure 6.1: Rank correlation values determined by using the contact map advisor ranking and RMSD-based 
ranking for 399 helix pair files with 100 predictions per file. Values outside the grey-shaded box are 

determined to be significant (p-value = 0.05). 
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The histogram of results displays a bell-shaped curve centered around 0.66 that is slightly 

skewed to the left. To further understand this advisor’s ability as an advisor, a histogram 

of best prediction versus actual ranking is examined. In this analysis, the contact map 

advisor’s best prediction across 399 individual trials is retained, and that prediction’s 

actual (RMSD-based) ranking is plotted. This gives a measure of how consistently the 

advisor’s top pick matches with the best RMSD-based prediction (Figure 6.2).   

 

Figure 6.2: A histogram plotting the actual RMSD-based ranking corresponding 
to the contact map advisor’s single, top-ranked prediction, for each of the 399 
independent trials. 
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These results are further summarized in Table 3 to include the number of occurrences in 

which the contact map advisor’s top ranked prediction occurs as the top RMSD-based 

prediction, as well as the number of occurrences in the top 5, 10, 20, and 30 RMSD-based 

predictions. 

 
The number of the best n 

RMSD-based 
predictions, where 

(1<n<100) 

Number of cases in which the top advisor-
based prediction is found in the best n 

RMSD-based predictions (399 cases in total) 

Percentage of 
Cases 

n = 1 83 20.8% 

n = 5 212 53.1% 

n = 10 280 70.2% 

n = 20 350 87.5% 

n = 30 378 94.7% 

Table 3:  This table shows the number of times in which the contact map advisor’s top-
ranked prediction falls in to the top 1, 5, 10, 20, and 30 RMSD-based prediction(s). 
 

These results demonstrate that the best RMSD-based prediction is chosen by the contact 

map advisor alone 20.8 % of the time, and the strong rank correlation indicates that the 

advisor is both able to discern good predictions and bad. The jump to 53.1% for n = 5, 

indicates that although this advisor does a good job of discriminating good predictions, it 

still exhibits some difficulty in discriminating the best prediction from similar decoys. It 

should be noted that since the process of RMSD determination does not provide 

completely accurate measures of RMSD (recall that superimposing the target and 

predicted structures provides an optimal local – and not global – alignment), and since 

the difference in RMSD between the best prediction and the 5th is relatively small (less 

than 0.4 Å), the advisor may be better at discriminating the most native-like prediction 
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than is presented above. Further research can be done by retaining the advisor’s top n 

predictions (where 1< n< total number of predictions), and examining the frequency of 

obtaining the best RMSD-based prediction. Doing so may demonstrate that the contact 

map advisor can also be developed as a Tier 1 advisor, thus eliminating a large number of 

predictions prior to evaluation by any of the other advisors.  It should be noted that to 

date the Tier 1 system of absolute evaluators has not been implemented. See Future Work 

section for more details. 

6.1.2   The Sequence Similarity advisor 

The Sequence Similarity advisor used the Blossum62 matrix in an attempt to 

favor similar sequences and disfavor dissimilar sequences when scoring to create a 

ranking that would show some correlation to RMSD ranking. Unfortunately, this advisor 

showed no such correlation. One explanation is based on the well known fact that the 

structure of a protein is more conserved than the sequence of amino acids that forms it [3, 

7, 23].  Henikoff and Henikoff [23] further suggest that fairly dissimilar sequences may 

have a great deal of structural similarity. This advisor - although potentially able to 

identify a strong prediction based on sequence similarity- is unable to judge ‘levels of 

goodness’ for the majority of predictions that have dissimilar sequences to the target α-

helix pair. This advisor had a median correlation value of -3.42e-04. The results are 

shown in Figure 6.3. In order to determine if the poor correlation of this advisor is due to 

its inability to properly judge the relative strength of prediction ‘goodness’ in dissimilar 

sequences alone, the advisor’s highest ranking prediction is plotted with that prediction’s 

RMSD-based ranking for all 399 helix pair files. This measures performance based solely 

on the most similar sequence as determined by the advisor.  
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Figure 6.3:   The Sequence Similarity advisor shows no significant correlation between its ranking of the 
predictions and the ranking based on RMSD on the 399 trials. 

 
The histogram in Figure 6.4 shows that the sequence similarity advisor does not 

perform significantly well in its top ranked prediction when comparing to the top RMSD-

based prediction the results of which are further summarized in Table 4. Note that there is 

a slight increase in the advisor’s ability to rank the top RMSD-based prediction, and is 

the basis of the scoring bonus in the multi-advisor approach examined later in this 

chapter. 
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Figure 6.4: A histogram plotting the actual RMSD-based ranking corresponding to the sequence 
similarity advisor’s top ranked prediction plotted for 399 independent trials. 

 
 
 

The number of the best n 
RMSD-based 

predictions, where 
(1<n<100) 

Number of cases in which the top advisor-
based prediction is found in the best n 

RMSD-based predictions (399 cases in total) 

Percentage of 
Cases 

n=1 22 5.5% 

n=5 49 12.3% 

n=10 68 17.0% 

n=20 110 27.6% 

n=30 158 39.6% 

Table 4: This table shows the number of times in which the sequence similarity advisor’s top-ranked 
prediction falls in to the top 1, 5, 10, 20, and 30 RMSD-based prediction(s). 
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6.1.3  The Potential Mean Force Advisor 

This advisor shows no correlation to the RMSD-based ranking of predictions. The results 

of correlation analysis show a mean rank correlation of 0. This signifies that the potential 

of mean force as defined within the context of this advisor is either insufficient, or 

irrelevant in evaluating decoy sets of α-helix pairs. The results are shown in Figure 6.5. 

 

 

 

 

 

 

 

 

 

 

 

 

 Figure 6.5:   The potential mean force advisor shows no significant correlation between its ranking of the 
predictions and the ranking based on RMSD for the 399 trials. 

  

When examining this advisor, its rankings perform no better than random, and as such, 

this advisor’s weight is adjusted to 0 so that it has no bearing on the final outcome on the 

consensus achieved in the combined advisor approach. A plot of the RMSD-based 

ranking corresponding to this advisor’s top ranked prediction is shown in Figure 6.6. 
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Figure 6.6: A histogram plotting the actual RMSD-based ranking corresponding to the potential 

mean force advisor’s top ranked prediction plotted for 399 independent trials. This advisor shows 
no bias towards choosing high ranking RMSD-based predictions 

 

6.1.4  The Biochemical Similarity Advisor 

The biochemical similarity advisor was run with several different gap penalty values and 

was experimentally found to perform best with the value of -0.2 [49]. The results of rank 

correlation are shown in Figure 6.7. Though the median rank correlation value of 0.0506  

is not significantly different from zero, the advisor shows some promise in its ability to 

rank the top prediction (Figure 6.8). 
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Figure 6.7:  The biochemical similarity advisor shows a mean correlation of 0.05 indicating a slight 

positive correlation between its ranking of the predictions and the ranking based on RMSD.   
 

 

 

 

 

 

 

 

 

 

 

Figure 6.8:  A histogram plotting the actual RMSD-based ranking corresponding to the biochemical 
similarity advisor’s top ranked prediction plotted for 399 independent trials. There is a noticeable 
increase in the number of times in which this advisor chooses the best RMSD-based prediction, 
compared to random selection. 
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The biochemical similarity advisor demonstrates a significant increase in its ability to 

rank the top RMSD-based prediction (accomplishing this task 8.5% of the time). The 

results are further summarized in Table 5.  

 

Table 5: This table shows the number of times in which the biochemical similarity advisor’s top-ranked 
prediction falls in to the top 1, 5, 10, 20, and 30 RMSD-based prediction(s). 

 

Even though most of the advisors show no significant rank correlation to the RMSD-

based ranking, some do demonstrate the ability to chose the best prediction a significantly 

greater number of times than expected by random chance alone. A method for utilizing 

the advisors that exhibit this ability is described in the next section. 

 

6.2  The Multi-Advisor approach 

Since only the contact map advisor demonstrates consistently strong rank 

correlation to RMSD distance, the algorithm for weight learning assigns a greater weight 

value to this advisor than any other. If only using the median rank correlation value of the 

advisors to determine the weighting, the advisor’s mean correlation is divided by the sum 

The number of the best n 
RMSD-based predictions, 

where 
(1<n<100) 

Number of cases in which the top advisor-
based prediction is found in the best n RMSD-

based predictions (399 cases in total) 

Percentage of 
Cases 

n=1 34 8.5% 

n=5 68 17.0% 

n=10 90 22.6% 

n=20 132 33.1% 

n=30 180 45.1% 
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of the mean correlations of all advisors. The weight distribution and the corresponding 

results are displayed in Figures 6.9, and 6.10.  

 

 

 

 

 

 

 

 

 

Figure 6.9: Chart of weight distribution of advisors based on correlation. The contact map, 
biochemical similarity, sequence similarity, and potential mean force advisors receive a weight value of 

92.9, 7.1,  0.0, and 0.0 respectively. 
 

The multi-advisor approach shows a decrease in predictive power over the use of the 

contact map advisor alone. This was somewhat expected due to the significant difference 

in strength between the contact map advisor, and all the others. When an extremely 

strong predictor shares some of the decision making responsibilities with predictors that 

are relatively much weaker, it is understandable that the result of the combination may 

sometimes be favourable, but in the majority of instances detrimental. 

The histogram plotting the best combined advisor prediction versus actual ranking is 

shown in Figure 6.11, followed by the summary of those result shown in Table 6. 

 
 
 
 

Correlation-Based Weight Distribution
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Figure 6.10: The weighted approach shows a decrease in performance over the contact map advisor alone 
(refer back to Figure 6.1),  showing a mean correlation value of 0.61. 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 6.11: A histogram plotting the actual RMSD-based ranking corresponding to the 
consensus-based approach’s top ranked prediction plotted for 399 independent trials. 
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The number of 
the best n RMSD-
based predictions, 

where 
(1<n<100) 

Number of cases in which 
the top advisor-based 

prediction is found in the 
best n RMSD-based 

predictions (399 cases in 
total) 

Percentage 
of Cases 

n=1 69 17.3% 

n=5 173 43.4% 

n=10 240 60.2% 

n=20 308 77.2% 

n=30 349 87.5% 

 
Table 6: This table shows the number of times in which the top-ranked prediction – as ranked by the 

combined advisor approach – falls in to the top 1, 5, 10, 20, and 30 RMSD-based prediction(s). 
 

 

6.3  Scoring Bonus 

From the tables listed earlier (Tables 4-6), we see that in all but the potential mean force 

advisor, there exists an (albeit limited) predictive ability for ranking the top RMSD-based 

prediction.  In order to see if we can increase the capability of the system in 

discriminating the best prediction, an additional test is done to see if, for any of the 

advisors, there exists a correlation between the number of standard deviations from the 

mean score of all predictions (demonstrating confidence in the prediction), and the 

RMSD-Based ranking of the advisor’s top ranked predictions. This would effectively 

allow for an advisor specific scoring threshold τ, that could be used to assign a bonus 

value to the final scoring when the advisor is sufficiently confident. For instance, 

supposing advisor α1 assigned prediction ι (1<=ι<=399) a score greater than that 



CHAPTER 6.   ANALYSIS AND RESULTS 
 

 78 

advisor’s threshold τ, this would indicate some measure of certainty. This prediction’s 

score would then be increased by a value χ. Within the context of this thesis, χ has been 

assigned a value of 0.1 corresponding to a bonus of 10% of the maximum score of 1 for a 

prediction under normal circumstances9.  As a rough evaluation, the correlation between 

confidence rankings and RMSD rankings is studied. Table 7 is a summary of the median 

standard deviation value of prediction score versus RMSD-based rank of prediction for 

each advisor’s top prediction across 399 helix pair files.   

 

Advisor Name Correlation between the 
number of standard 

deviations away from the 
mean of the advisor’s best 
ranked prediction, and the 

actual RMSD-based ranking. 

Average 
number of 
standard 

deviations away 
for best advisor-

ranked 
prediction 

p-Value Significant? 
(at p-value= 

0.05) 

Contact Map 
Advisor 

-0.1986  10 1.5338 
 

6.4903 
e-005 
 

Yes 

Biochem 
Similarity 

-0.2766 
 

2.1408 1.9431 
e-008 
 

Yes 

Sequence 
Similarity 

-0.1101 2.6869 0.0279 Yes 

Potential of 
Mean Force 

0.0837 0.0897 0.0950 No 

 
Table 7: These results indicate a significant correlation between the number of standard deviations away 
from the mean of results, and the predictive accuracy of the advisor across the 399 helix pair files for the 
contact map, the biochemical similarity, and the sequence similarity advisors, but not for the potential of 
mean force advisor. The correlation suggests that for the applicable advisors, a level of certainty exists for 
scores on predictions that deviate significantly from the mean value of scores. 
 

                                                 
9 Experimental determination for the optimal value of χ is left as an open research project recommended in 
Section 7.3. 
10 the negative correlation is expected since an increase in the number of standard deviations correlates to a 
decrease in rank (i.e. a lower rank indicates a better prediction). 
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Correlation analysis was used to determine that there was in fact a correlation between 

the confidence of the advisor  (expressed by the number of standard deviations of the top 

advisor-ranked prediction’s score away from the mean score), and the RMSD-based 

performance for three of the advisors, the contact map, biochemical similarity, and 

sequence similarity advisors, as shown in Table 7. This suggests that those advisors 

exhibit a level of certainty that can potentially be used in the multi-advisor approach to 

help retain the best predictions. As a result of these findings, a confidence bonus of χ = 

0.111 is assigned to predictions that are assigned an advisor score greater than an 

experimentally determined threshold τ and are penalized by 0.1 if the assigned score 

value is below the average score by the same threshold. Based on some experiments 

using a subset of the data, the threshold was set to 2 standard deviations. In practice, this 

bonus scheme resulted in only a slight increase in performance of the overall system. The 

ranking results are shown in Figure 6.12, and are further summarized in Table 8. The 

observed improvement in score, though promising, is still not good enough to provide 

results better than the contact map advisor alone. Since no increase in the predictive 

capability of the system was observed when using multiple advisors (with or without 

applying the bonus) over the contact map advisor alone, a proof of concept advisor was 

implemented to test whether or not the limitation in predictive capability was due to the 

difference in strength of the several advisors used. 

 

                                                 
11 Recall that a prediction’s score is always between [-1 and 1] at base level. The assigned bonus allows for 
a new maximum score of 1 + n * (0.1) for a prediction, where n is the number of advisors provided that all 
advisors scored the prediction in question with a value of 1, and the value of 1 (assigned by each advisor) is 
greater than the experimentally determined threshold of 2 standard deviations from the mean. 
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Figure 6.12: A histogram plotting the actual RMSD-based ranking corresponding to the consensus-based 
approach’s top ranked prediction and applying the bonus score,  plotted for the 399 independent trials. A 

slight decrease in performance is observed when compared to the contact map advisor alone. 
 

The 
number of 
the best n 
RMSD-
based 

predictions, 
where 

(1<n<100) 

Number of cases 
in which the top 
advisor-based 
prediction is 

found in the best 
n RMSD-based 

predictions  
(no bonus) 

Percentage 
of cases 

(no bonus) 

Number of cases 
in which the top 
advisor-based 
prediction is 

found in the best 
n RMSD-based 

predictions  
(with bonus) 

Percentage 
of cases 
(with 

bonus) 

Improvement 
in score 

between no 
bonus, and 

bonus 
strategies 

n=1 69 17.3% 72 18.0% + 0.7% 

n=5 173 43.4% 205 51.4% + 8.0% 

n=10 240 60.2% 267 66.9% + 6.7% 

n=20 308 77.2% 346 86.7% + 9.5% 

n=30 349 87.5% 371 93.0% + 5.5% 

 
Table 8: This table shows the number of times in which the top-ranked prediction – as ranked by the 

combined advisor approach both with and without the applied bonus – falls in to the top 1, 5, 10, 20, and 30 
RMSD-based prediction(s), and further shows the difference in score between the two methods. When used 

alone, the contact map advisor still provides better results (see Table 4). 
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The proof of concept advisor was designed to mimic several advisors of varying strength. 

Since the contact map advisor provides relatively strong results as an advisor in the 

domain of protein folding, the proof of concept advisor was used to create a ‘pseudo-

advisor’ with approximately half the predictive capability (a mean correlation value of 

0.31) of the contact map advisor. The strength of the proof of concept advisor was 

adjusted to several other values to see when and if the combined advisor approach would 

yield better results than those of the best individual advisor.  

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 6.13: Rank correlation values between proof of concept advisor and the actual ranking based on 
RMSD for 399 trials with the mean rank value adjusted to 0.31. This distribution of correlations was 
selected by setting the user-defined constant of this advisor to n = 0.8 (refer to Section 5.7.6 for more 

details). 
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 The results for the combined advisor approach using the proof of concept advisor 

adjusted with the mean correlation adjusted to 0.31 is summarized in Table 10. 

The number of the best n 
RMSD-based predictions, 

where (1<n<100) 

Number of cases in which the top 
advisor-based prediction is found in the 

best n RMSD-based predictions  

Percentage 
of cases 

n=1 57 14.3% 

n=5 103 25.8% 

n=10 140 35.1% 

n=20 200 50.1% 

n=30 239 59.9% 

 
Table 9: This table shows the number of times in which the top-ranked prediction – as ranked by the 
combined advisor approach (including the use of the proof of concept advisor with mean correlation 

adjusted to 0.31) – falls in to the top 1, 5, 10, 20, and 30 RMSD-based prediction(s). 
 

Interestingly, combining the proof of concept advisor (strength of 0.31) resulted in a 

significant decrease in the system’s performance. The resulting mean RMSD of the best 

ranked structure increased from 1.42Å to 1.62Å, and the mean correlation across the 399 

helix pair files decreased from 0.61 to 0.54. The decrease in performance demonstrates 

the problem of integrating advisors that are not strongly correlated into the system. In two 

follow-up experiments, the proof of concept advisor was used with the mean rank 

correlation values adjusted to 0.55, and 0.65 respectively. Figures 6.14, and 6.15 

demonstrate the resulting ability of the system to evaluate predictions using the combined 

advisor approach (with no bonus applied).  
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Figure 6.14: Correlation results when combining the 4 regular advisors with the proof of concept advisor 
adjusted to a mean correlation of 0.55. The combined mean correlation surpasses that of any advisor alone 

achieving a mean correlation value of 0.76. 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 6.15: Correlation results when combining the 4 regular advisors with the proof of concept advisor 
adjusted to 0.65. The combined mean correlation surpasses that of any advisor alone achieving a mean rank 

correlation of 0.82. 
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As can be seen from Figures 6.14 and 6.15, the addition of only one or two well-

correlated advisors can increase Triptych’s performance. Recall that the contact map 

advisor produces a mean rank correlation of 0.66. By combining this advisor with a 

second highly correlated advisor with mean correlation of 0.55, the combined approach 

yields a (simulated) mean rank correlation of 0.72. When the second advisor has a mean 

correlation of 0.65, the combined approach’s mean rank correlation value jumps to 0.82. 

This gives us reason to believe that our combined advisor system could be effective if 

another advisor of comparable accuracy could be built. 

 

6.4  Summary 

This chapter examined the results of the advisors tested individually, and when 

combined, to measure the predictive capability of the overall system. Individually, only 

the contact map advisor demonstrated a significant positive correlation between its  

ranking of predicted structures and the ranking based on RMSD. The biochemical 

similarity advisor showed a very weak positive correlation, while the sequence similarity, 

and the potential mean force advisors showed no correlation. Unfortunately, when the 

advisors scores were combined based on correlation alone, a decrease in performance 

was observed. A bonus scoring scheme was then devised to reward an advisor which 

exhibited certainty in the form of a score greater than or equal to 2 standard deviations 

from the mean score of predictions. Using this bonus scheme resulted in a small 

improvement in the overall system accuracy. Despite the resulting increase in Triptych’s 

performance when using the bonus scheme over rank correlation alone in the multi-
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advisor approach, the system still showed the best results when using the contact map 

advisor alone. A test was therefore conducted to simulate the ability of the Triptych 

system were it given another advisor with a mean rank correlation ranging between half 

that of the contact map advisor, to one of approximately the same strength. This test was 

performed to see if the deterioration in performance when combining multiple advisors 

was due to the large difference in correlation strength of the advisors currently available 

for use within Triptych, and whether a more accurate second advisor could improve the 

system’s effectiveness. Using the contact map advisor with the proof of concept advisor,  

showed an increase in performance over any of the individual advisors when the mean 

rank correlation value of the simulated advisor was 0.55 or greater. These results are 

consistent with [19, 20] in which only strongly correlated advisors ( >= 0.5) positively 

affect the outcome of the FORR-based system.  
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Chapter 7  

Conclusion  

In this thesis, an evaluation module was implemented, and tested  as part of the 

Triptych CBR system. The module runs several heuristic advisors that incorporate several 

sources of knowledge in order to score and subsequently rank predictions that have been 

generated by the adaptation of cases retrieved on the basis of contact map similarity.  The 

module was used to test advisors independently, and together on 61 protein chains 

consisting of 399 helix pairs.  The best results were found when using the contact map 

advisor alone. These show a mean RMSD of 1.42 Å from the target helix pair molecule. 

Furthermore, the best prediction is retrieved 20.8% of the time, and the top 20 evaluated 

prediction contained the lowest RMSD prediction in 350 out of 399 trials. It has also been 

demonstrated that an increase in the number of strongly correlated advisors can 

significantly improve the results witnessed thus far.  The hypothesis that the FORR 

architecture can be successfully applied to the field of helix pair prediction cannot wholly 

be confirmed (despite the simulations) without the development of strongly correlated 

advisors.   
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Triptych’s CBR framework is a knowledge-based approach that incorporates the 

three main categories of current protein prediction methods.  The prediction of contact 

maps relies on homology modeling, whereas the contact maps themselves provide the 

structural templates of fold recognition techniques which are used by the Triptych’s 

adaptation module.  Furthermore, statistical analysis, and biochemical principles used in 

Ab initio methods are used within Triptych as the basis for the advisors found in the 

evaluation module.  

 

7.1 Contributions 

In completion of this thesis, the evaluation module for Triptych has been 

implemented and tested. The module allows for the automated running of an unlimited 

number of advisors, and provides correlation analysis of the advisors individual 

effectiveness, as well as when combined. The results gathered also provide evidence that 

the multiple advisor approach inherent to the FORR architecture can be applied 

successfully to any field in which multiple learning strategies are used to form a 

consensus.  

All of the advisors used within Triptych were originally programmed by other 

members of the Triptych group. A significant amount of time was spent supervising and 

coaching these individuals, assisting with their overall projects,  altering the programs for 

correctness, speed, format, and finally testing of their final product. I would like to thank 

these individuals again, as without their continued hard work, testing and validation of 

the evaluation module would not be possible. 
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7.2  Future work 

In completion of this thesis, the evaluation module was programmed to allows for 

several advisors to be tested and run automatically. The module was programmed to also 

accept advisors that work on different domains of the problem, and with small alterations 

can be used for pairs of beta-pleated sheets, or other combinations of secondary and/or 

super-secondary structures.  

An increase in the system’s performance is possible primarily through the 

creation of more advisors. Several possibilities for advisors exist, and the following is 

just a partial list of some of the advisors that can be created in hopes of increasing 

performance:   

1) Ramachandran advisor – This advisor would test the feasibility of helix pairs based on 

Ramachandran plots. 

2) Polarity – Research on the polarity advisor needs to be completed, and the advisor 

reprogrammed to comply with the format set forth by the evaluation module. 

3) Angle advisor – to measure the helical bond angle formed from an a-helix pair and 

compare against every prediction. 

4) Coil Length advisor 

Furthermore, alterations to the current advisors may lead to better results (for example, if 

the contact map advisor used the similarity metric found in [44]).  
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Other modifications can be made to the algorithm for weight learning, in which 

the weight distribution can be dynamically altered during each iteration of the system. 

One such method proposed in [19] was shown to slightly outperform the method 

implemented for Triptych. Different weight learning algorithms altogether can be tested 

to see if the module would yield better results. With regards to the bonus scheme 

proposed in section 6.3,  more research should be done to determine the optimal bonus 

threshold and scores. The bonus should be applied again once more advisors are added to 

Triptych as this may lead to an increase in the system’s performance.   

Finally, some improvement in the system’s ability to retain the best prediction 

would likely be accomplished by implementing the Tier 1 advisor system to assist in 

removing the poorest predictions prior to the heuristic evaluation described in this thesis. 

The system has yet to be tested on noisy, imperfect contact maps. This evaluation module 

can further be used and applied in other unrelated domains where human expertise is used 

to judge and evaluate different options, paths, or available courses of action.    
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Appendix A  Ideal α-helix structure 
 

The α-helix can be either right or left-handed and has an ideal structure that was derived 

statistically by analysis of several solved structures[45].  

  
 
Figure A-1 : Different views of the ideal a-helix. In the leftmost picture, the numbers 1 through 9 represent 
the alpha Carbons. The middle image displays the position of the R groups, and the rightmost image only 

displays the a-helix backbone (Image used with permission [45, 46] with alteration). 
 

The ideal α-helix has the following characteristics: 

• Every 3.6 residues make one turn. 

• The distance between two turns is 5.4 Angstroms. 

• The C=O (or N-H) of one turn is hydrogen bonded to N-H (or C=O) of the 
neighboring turn. This hydrogen bonding aids in stabilizing the helix structure. 

 
• The width of the helical coil is 5.0 Angstroms. 
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Appendix B  Phi and Psi angles, and rigidity across partial double bond 

 
 

 
For each amino acid residue in a protein, two dihedral angles phi and psi determine the 

backbone conformation of the protein. A third angle omega is present but is usually 

locked in a planar conformation of either 0o or 180o due to delocalization of the carbonyl 

π electrons and the N lone pair. The dihedral angle phi for residue n is formed by four 

atoms: the carbonyl carbon of residue n-1, and atoms N, Cα, and C of residue n. Psi is the 

dihedral angle formed by atoms N, Cα, and C of residue n, and atom N of residue n+1
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Appendix C   Table of empirical amino acid contact energies as defined by Berrera et al. [26] 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
This is a matrix of contact potentials provides contact energies for all amino acid pairs corresponding to the SC+CA (Side Chain 
heavy atom and α-Carbon)  contact definition, and employing a cutoff of 1.0 Å [26]. 
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Appendix D Table of biochemical similarity values used by the biochemical similarity advisor.  
 
 

 
 
 
These values are calculated based on attributes of size, polarity, hydrophobicity, charge, aromaticity, and aliphaticity [49].  

 ALA CYS ASP GLU PHE GLY HIS ILE LYS LEU MET ASN PRO GLN ARG SER THR VAL TRP TYR 
ALA 1 0 0 0 0.33 1 0 0.67 0 0.67 0.5 0 1 0 0 0.5 0 0.67 0.33 0 
CYS 0 1 0.5 0.5 0.5 0 0.5 0 0.5 0 0.5 0.5 0 1 0.5 0.5 0.5 0.5 0.5 0.5 
ASP 0 0.5 1 1 0 0 0.33 0 0.5 0 0 1 0 1 0.5 0.5 1 0 0 0.5 
GLU 0 0.5 1 1 0 0 0.5 0 0.5 0 0 0.5 0 1 0.5 0.5 0.5 0 0 0.5 
PHE 0.33 0.5 0 0 1 0.33 0.33 0.67 0 0.67 1 0 0.33 0 0 0 0 0.67 1 0.5 
GLY 1 0 0 0 0.33 1 0 0.67 0 0.67 0.5 0 1 0 0 0.5 0 0.67 0.33 0 
HIS 0 0.5 0.33 0.5 0.33 0 1 0 1 0 0 0.5 0 1 1 0.5 0.5 0 0.33 1 
ILE 0.67 0 0 0 0.67 0.67 0 1 0 1 1 0 0.67 0 0 0 0 1 0.67 0 
LYS 0 0.5 0.5 0.5 0 0 1 0 1 0 0 0.5 0 1 1 0.5 0.5 0 0 0.5 
LEU 0.67 0 0 0 0.67 0.67 0 1 0 1 1 0 0.67 0 0 0 0 1 0.67 0 
MET 0.5 0.5 0 0 1 0.5 0 1 0 1 1 0 0.5 0 0 0 0 1 1 0 
ASN 0 0.5 1 0.5 0 0 0.5 0 0.5 0 0 1 0 1 0.5 0.5 1 0 0 0.5 
PRO 1 0 0 0 0.33 1 0 0.67 0 0.67 0.5 0 1 0 0 0.5 0 0.67 0.33 0 
GLN 0 1 1 1 0 0 1 0 1 0 0 1 0 1 1 1 1 0 0 1 
ARG 0 0.5 0.5 0.5 0 0 1 0 1 0 0 0.5 0 1 1 0.5 0.5 0 0 0.5 
SER 0.5 0.5 0.5 0.5 0 0.5 0.5 0 0.5 0 0 0.5 0.5 1 0.5 1 0.5 0 0 0.5 
THR 0 0.5 1 0.5 0 0 0.5 0 0.5 0 0 1 0 1 0.5 0.5 1 0 0 0.5 
VAL 0.67 0.5 0 0 0.67 0.67 0 1 0 1 1 0 0.67 0 0 0 0 1 0.67 0 
TRP 0.33 0.5 0 0 1 0.33 0.33 0.67 0 0.67 1 0 0.33 0 0 0 0 0.67 1 0.5 
TYR 0 0.5 0.5 0.5 0.5 0 1 0 0.5 0 0 0.5 0 1 0.5 0.5 0.5 0 0.5 1 


