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Abstract 

Pattern discovery in protein structures is a fundamental task in computational biology, with 

important applications in protein structure prediction, profiling and alignment. We propose a 

novel approach for pattern discovery in protein structures using Particle Swarm-based flying 

windows over potentially promising regions of the search space. Using a heuristic search, based 

on Particle Swarm Optimization (PSO) is, however, easily trapped in local optima due to the 

sparse nature of the problem search space. Thus, we introduce a novel fitness-based stagnation 

detection technique that effectively and efficiently restarts the search process to escape potential 

local optima.  

The proposed fitness-based method significantly outperforms the commonly-used distance-

based method when tested on eight classical and advanced (shifted/rotated) benchmark functions, 

as well as on two other applications for proteomic pattern matching and discovery. The main idea 

is to make use of the already-calculated fitness values of swarm particles, instead of their pairwise 

distance values, to predict an imminent stagnation situation. That is, the proposed fitness-based 

method does not require any computational overhead of repeatedly calculating pairwise distances 

between all particles at each iteration. Moreover, the fitness-based method is less dependent on 

the problem search space, compared with the distance-based method.    

The proposed pattern discovery algorithms are first applied to protein contact maps, which are 

the 2D compact representation of protein structures. Then, they are extended to work on actual 

protein 3D structures and interaction networks, offering a novel and low-cost approach to protein 

structure classification and interaction prediction.  Concerning protein structure classification, the 

proposed PSO-based approach correctly distinguishes between the positive and negative 

examples in two protein datasets over 50 trials. As for protein interaction prediction, the proposed 

approach works effectively on complex, mostly sparse protein interaction networks, and predicts 

high-confidence protein-protein interactions — validated by more than one computational and 
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experimental source — through knowledge transfer between topologically-similar interaction 

patterns of close proximity. 

Such encouraging results demonstrate that pattern discovery in protein structures and 

interaction networks are promising new applications of the fast-growing and far-reaching PSO 

algorithms, which is the main argument of this thesis. 
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Chapter 1 

Introduction 

With a growing number of characterized protein sequences and a widening gap between 

known sequences and their structures and functions, computational prediction techniques for 

protein structure, function and interactions have become increasingly valuable in the past 

decades. Proteins are complex macromolecules that perform a number of essential biological 

functions for any living cell. Not only do they transport oxygen, hormones and catalyze almost all 

chemical reactions in the cell, but also proteins play an important role in protecting our bodies 

from foreign invaders through the human immune system. Proteins are made of long sequences of 

amino acid residues that fold into energetically-favorable three-dimensional structures to achieve 

minimal energy conformations of its individual residues for the sake of stability. Protein folding 

is influenced by various chemical properties of amino acids (e.g., hydrophobicity, polarity), as 

well as different local and global energy factors, which make modeling the general folding 

process an extremely complex task. There have been several attempts to understand the structural 

and functional properties of proteins, both experimentally and computationally, which can 

ultimately expand our understanding of the mysterious folding process.  Despite the higher-

resolution results of the experimental determination techniques of protein structures, such as X-

ray crystallography [1] and NMR spectroscopy [2], computational modeling techniques for 

protein structures are considered low-cost alternatives to supplement the results of the time-

consuming and expensive experimental techniques.  Examples of computational methods for 

protein structure prediction include: ab-initio protein modeling [3], comparative protein modeling 

[4], and side-chain geometry prediction [5]. 

Many proteins perform their functions only when they interact with a number of other partner 

proteins. Protein-Protein Interactions (PPIs) are, therefore, important in understanding almost all 
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biological processes taking place in the cell. The study of PPIs can not only help predict the 

function of unknown proteins, but it can also help characterize essential pathways and cellular 

processes. Unfortunately we do not have a complete and accurate picture of all PPIs within cells. 

It is estimated that our current knowledge of human PPIs could have as high as 64% false 

positives (noisy PPIs) and between 43% to 71% false negatives (missing PPIs) [6].  Our current 

knowledge of PPIs is similarly derived from experimental determination techniques and 

computational prediction methods.  Examples of common experimental techniques for 

determining PPIs include Yeast two-hybrid (Y2H),[7] Mass Spectrometry (MS) with Tandem 

Affinity Purification (TAP)[8] and Protein Microarrays.[9] While these techniques offer good 

insights about large numbers of PPIs, they are expensive, lab-intensive and often include high 

false-positive and false-negative rates [10]. Thus, computational prediction methods based on 

Artificial Intelligence (AI) and machine learning have been widely tried as less-expensive 

alternatives to expand, validate or denoise the current knowledge of PPIs [11].    

Swarm Intelligence (SI) is a relatively new branch of AI inspired by the collective social 

behaviour of natural swarms, such as ant colonies, bird flocks and fish schools.  Although these 

agents (swarm individuals) are relatively unsophisticated with limited capabilities on their own, 

their continuous communications with one another and interactions with their environment allow 

coherent functional patterns to emerge, such as figuring out the shortest route between their nest 

and nearby food sources, or flying for extended long distances in large groups without crashing 

into each other. Inspired by such intelligent behaviour of bird flocking, Particle Swarm 

Optimization (PSO) became one of the most popular SI-based algorithms because of its low-cost 

and fast-convergence nature. PSO was first simulated on a computer by Craig Reynolds [12] and 

further studied by the biologist Frank Heppner [13]. A few years later, particularly in 1995, it was 

introduced by James Kennedy, a social psychologist, and Russell Eberhart, an electrical engineer, 

as a heuristic population-based optimization technique [14, 15]. In the last decade, PSO has 
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demonstrated its effectiveness in hundreds of different applications in a diverse set of domains 

ranging from electrical and electromagnetic applications [16] to signal processing and image 

analysis [17], from robotics [18] to bioinformatics and medical applications [19-22]. 

1.1 Motivations  

Pattern matching and discovery techniques have been increasingly applied to computational 

molecular biology, such as DNA string patterns (e.g., finding sequence motif(s) of multiple 

sequence alignment [23]), and protein structural patterns (e.g., identifying common structural 

core(s) of a protein family [24]).  Proteomic pattern matching involves finding new occurrences 

of a known proteomic pattern, while proteomic pattern discovery involves identifying unknown 

patterns in a number of related proteins.  Each protein family shares one or more                

common sequence motifs or structural cores, which can be used as signature patterns to 

characterize the family [25].   

An application of proteomic pattern matching is illustrated in the following Protein 

Classification Task: Given an already known sequence motif or structural core of a specific 

protein family, we want to test its family membership for other proteins. If another protein is 

found to share a common signature pattern of the same protein family, it can be assumed that this 

protein is a member of that family.  Pattern matching in proteomic data can also be used in 

Protein Function Annotation based on the premise that proteins of the same family are often 

found to share similar or related functions [26]. 

An application of proteomic pattern discovery is illustrated in the following Protein Structure 

Prediction Task: Given a set of homologues (or evolutionary related) proteins, we want to check 

if (and where) they share any common sub-structural patterns.  Such patterns can be used in a 

computational bottom-up technique for protein structure prediction, in which an unknown 

structure of a query protein is progressively built from a set of homologous template proteins with 

known structures [27]. This computational method for protein structure prediction is called 
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homology modeling (or comparative protein modeling). Both the quality and quantity of the 

retrieved regions in homology modeling directly influence the predicted structure. The more 

retrieved substructural patterns of the template proteins, the better the prediction quality of the 

query protein structure  [28]. 

As for protein interactions, the analysis of PPI networks remains highly studied, because of 

the crucial biological knowledge they can reveal on the inner workings of cellular machinery. 

Although far from complete [29, 30], extracting meaningful patterns from protein interaction 

networks is a non-trivial task due to their size-complexity and lack of knowledge about spatio-

temporal regulation. While protein interactions detected by high-throughput methods are known 

to include many false positives and negatives [31], integrating multiple interaction evidences 

(experimentally and/or computationally) could improve their accuracy and completeness. Many 

applications would benefit from a more complete human interactome (the totality of human 

protein interactions), such as understanding drug mechanism of action and drug design [32], 

projecting functional annotation [33], identifying protein complexes [34] and conserved 

functional modules across species [35], and human disease classification [36]. The hundreds of 

thousands of currently known interactions among thousands of human proteins (which may only 

represent 10% of the entire interactome [29, 30]) possess a challenge to efficiently analyze such 

complex networks and extract meaningful information within reasonable amount of time. 

1.2 Problem Statement  

Thesis Statement: The Particle Swarm Optimization (PSO) metaheuristic can offer efficient 

and robust pattern discovery techniques in protein structures and interaction networks, which can 

help in fundamental computational and systems biology tasks, such as protein-protein interaction 

prediction, protein structure modeling and classification.  

As will be later discussed in more details, PSO is a population-based optimization technique 

that is inspired by the intelligent social behaviour of bird flocking. Bird flocking can be defined 
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as the collective motion behaviour of a large number of interacting birds with a shared objective. 

The local interactions between birds (particles) generally determine the shared motion direction 

of the swarm.  These interactions are based on the “nearest neighbour” principle where birds 

follow certain flocking rules to adjust their position and velocity based on their nearest 

flockmates, without any central coordination. The secret of PSO success lies in the experience-

sharing behaviour, in which the experience of the best performing particles is continuously 

communicated to the entire swarm, leading the overall motion of the swarm towards the most 

promising areas detected so far in the search space.  

We propose the use of PSO metaheuristic as a novel technique in the context of protein 

structures and interaction networks for a host of reasons. Aside from the rapidly growing 

scientific attention that PSO algorithms have received over the past decade in various domains, 

PSO algorithms have a number of important properties that make them particularly promising for 

the tackled research problems in this thesis: 

 Adaptability: Due to the inherit adaptive capabilities of PSO algorithms, the proposed 

PSO-based pattern matching and discovery approaches are suitable to work well on the 

challenging, sparse search space of protein structures and interaction networks.  

 Scalability: PSO algorithms are highly scalable; their impressive abilities are generally 

maintained when using groups ranging from just sufficiently few particles to very large 

number of particles. In other words, the control mechanisms used in PSO algorithms are 

not too dependent on swarm size, unlike some other population-based optimization 

techniques [37].  

 Collective Robustness: PSO algorithms are robust as they collectively work without 

central control, and there is no single individual crucial for the swarm to continue to 

function. They choose the path of “cooperation”, i.e., convergence is driven through 

learning from cooperative peers/particles, as opposed to the path of “competition” that 
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Genetic Algorithms, for example, adopt, in which the convergence is driven through 

learning from competitive individuals (based on the survival of the fittest principle) [38]. 

 Individual Simplicity: PSO algorithms consist of a number of simple individuals with 

fairly limited capabilities on their own, yet the simple behavioural rules at the individual 

level are actually sufficient to cooperatively emerge a sophisticated group behaviour [15]. 

1.3 Objectives  

The main objective of this thesis is to develop robust, low-cost and efficient PSO-based 

algorithms to address the challenging pattern discovery problems in protein structures and 

interaction networks, which can help in several useful bioinformatics and medical applications. 

To the best of our knowledge, this is the first study in the literature that applies PSO to the 

complex pattern discovery problems in protein structure and interaction networks. 

Pattern discovery in protein structures can help in 1) protein local structure alignment, 2) 

homology-based protein structure perdition, and 3) pairwise protein structure comparison based 

on protein residue-residue interactions and contacts information. The current computational 

methods for protein structure prediction offer rapid, low-cost insights about protein structures, but 

are not necessarily able to accurately predict high-resolution structures. Thus, there has been a bi-

annual competition called CASP (Critical Assessment of Structure Prediction), which provides an 

independent mechanism for the assessment of protein structure prediction methods. I-TASSER 

server is an internet service for protein structure and function prediction, developed by Zhang lab 

[39]. It was ranked #1 server in CASP 7 & CASP 8, and #2 in CASP 9 & CASP10 (2012) [40]. 

Roy et al. mentioned in their conclusions that “although I-TASSER is one of the most efficient 

algorithms for protein structure and function predictions, any experimental data or functional 

insights such as ‘residue contacts’ or binding information will be extremely useful in increasing 

the accuracy of the prediction [41].” Thus, one objective of this thesis focuses on the pattern 

discovery problem in residue-residue interactions or protein contact maps, which offer compact, 
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yet essential information about protein topology.  A pair of protein residues is considered in 

contact if they fall within a predefined distance threshold in 3D space.   

The heuristic search for similar pair-wise contact patterns, however, is easily trapped in a local 

optimum region due to the sparseness nature of protein contact maps. Thus, the second objective 

of this thesis is concerned with developing an efficient and robust stagnation detection technique 

that can help the heuristic search to avoid premature convergence to sub-optimal regions/patterns. 

This thesis suggests the use of a novel fitness-based criterion to efficiently detect an imminent 

stagnation situation and restart the search process to escape potential local optima.  

Pattern discovery in protein interaction networks is also useful in many applications. The 

discovered topologically-similar patterns in PPI networks have shown to overlap in biologically-

relevant functions/processes and have been, for example, used to effectively construct    

phylogeny [42]. Thus, the third objective of this thesis is to develop a novel pattern discovery 

method in protein interaction networks, which can help in protein interaction prediction. We 

propose an efficient pattern discovery method for protein interaction networks based on PSO, and 

use the resulting topologically-similar patterns of close proximity to systematically predict new 

high-confidence PPIs (validated by more than one computational and experimental source).  

In summary, the three main objectives of this thesis are to: 

1. Develop robust PSO-based algorithms for the pattern matching and discovery problems 

in 2D protein contact maps and 3D protein structures. 

2. Propose an efficient stagnation detection method to restart the search process (as 

necessary) to escape potential local optima.  

3. Introduce a novel technique for high-confidence PPI prediction using PSO-based pattern 

discovery in protein interaction networks. 

For the first objective, we propose novel PSO-based algorithms for pattern matching and 

discovery in 2D protein contact maps and 3D protein structures. Pattern discovery in 2D protein 
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contact maps can help in a bottom-up approach for protein structure prediction from contact maps 

[27], whereas pattern discovery in 3D protein structures can be used in motif-based structure 

classification. Our experimental results show that the proposed approach for motif-based structure 

classification correctly distinguishes between the positive and negative examples in two protein 

datasets. The mean ranks of the positive and negative examples over 50 trials are statistically 

validated to be significantly different at 99% confidence level using Wilcoxon Rank-Sum test. 

Moreover, the proposed approach demonstrated a highly robust performance with accurate   

results by consistently producing similar ranks for positive and negative examples over 50 

independent runs.   

Concerning the second objective, we proposed an efficient stagnation detection technique 

using a novel fitness-based criterion that detects an imminent stagnation situation and restarts the 

search process, as needed, to avoid premature convergence to sub-optimal regions/patterns. The 

proposed fitness-based method outperformed the commonly-used distance-based method, which 

is not only dependent on the problem search space, but also requires a computational overhead of 

repeatedly calculating all pairwise distances at each iteration. Our experimental results show that 

the proposed fitness-based approach is more efficient (up to 3 times faster) and significantly 

better performing (using Wilcoxon rank-sum significance test) than the distance-based method, 

when tested on several classical and advanced (shifted/rotated) benchmark functions. 

As for the third objective, we proposed a novel approach for PPI predictions that is not only 

the first to use topology-based pattern discovery in PPI networks for predicting protein 

interactions, but also the first to apply PSO to the pattern discovery problem itself. While a 

number of studies [43, 44] employed network topological features for PPI prediction (such as 

number of common neighbours and node degree, or some topologically-defined classes for the 

interaction behaviour of the immediate neighbour [45]), no study in the literature, to the best of 

our knowledge, applied topology-based pattern discovery in protein interaction networks for PPI 
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prediction. Protein sets in topologically-similar patterns of close proximity are repeatedly found 

to be statistically over-represented in a number of overlapping domain/motif interactions. Our 

proposed method performs a systematic knowledge transfer of PPIs between pairs of protein sets 

that are significantly enriched (P-value < 0.001) in overlapping domains. These lists are also 

repeatedly found to be statistically over-represented in a number of overlapping molecular 

functions, pathways, biological processes and/or tissue expression [46].  

1.4 Document Organization 

Chapter 2 and Chapter 3 offer the necessary background materials for the thesis. Chapter 2 

provides a biological foundation on protein structures, interaction networks and contact maps, 

whereas Chapter 3 provides a computational foundation on swarm intelligence with a particular 

focus on the Particle Swarm Optimization (PSO) metaheuristic. Chapter 4 discusses and evaluates 

the proposed algorithms on pattern matching and discovery in protein 2D contact Maps and 3D 

structures.  Chapter 5 discusses and evaluates the proposed fitness-based stagnation detection 

technique on solving PSO premature convergence. Chapter 6 discusses and evaluates the 

proposed methodology on pattern discovery in protein networks for novel interactions prediction. 

Lastly, Chapter 7 concludes with the key findings and contributions of the thesis, and suggests 

some further potential directions for future research. 
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Chapter 2 

Biological Foundations  

This chapter offers the necessary biological background of the domain of this research, 

providing the reader with an overview of the main biological concepts and relevant terms 

discussed throughout the thesis, such as the hierarchical nature of protein structures, protein 

contact maps and protein interaction networks. 

2.1 Hierarchical Nature of Protein Structures 

The simplest way to represent proteins is in the form of sequences of amino acids, which are 

the basic structural units of which all proteins are composed (also called primary structures). 

Amino acids form short polymer chains called peptides or polypeptides that fold into three-

dimensional structures. A polymer is a large molecule composed of repeating amino acids that are 

typically connected by covalent chemical bonds. The native structure of a protein is stabilized 

when it achieves minimal energy conformations of its individual residues.  

2.1.1 Protein Secondary Structures  

Protein secondary structures are the formation of energetically-favorable structural elements. 

The two popular conformations of secondary structures in proteins are alpha-helices and        

beta-sheets, as shown in Figure  2-1. 

2.1.1.1 Alpha-Helices 

The helical configuration of the polypeptide chain is one of the highly energetically-favorable 

structural elements in proteins. Thus, α-helices are largely the most common type of secondary 

structural elements in protein structures. The structure of the α-helix (Figure  2-1-a) was first 

introduced by Pauling et al. in early 1950s [47]. The lengths of α-helices vary from 4 or 5 

residues to over 40 residues, with an average length of about 10 residues [48].   
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2.1.1.2 Beta-Sheets   

The pleated-sheet configuration of the polypeptide chain is the second major structural 

element in protein structures, after helices. In the pleated sheet configuration, the binding between 

the main chain atoms of amino acids does not occur inside a continuous region or turn, as in the 

helical configuration, but rather occurs between neighboring peptide-chains. A β-sheet is 

composed of adjacent strands that are interacting in either parallel or antiparallel orientation, as 

shown in Figure  2-1-b.  

 

Figure  2-1: Structural representation of (a) an α-helix, (b) parallel and antiparallel β-sheets. (Reproduced 

with permission from [49]). 

2.1.2 Protein Structural Motifs 

Protein structural motifs, or supersecondary structures, are the conformation of a region of 

polypeptide chain formed by the interaction of at least two secondary structures in a particular 

geometric arrangement, such as the helix-loop-helix motif and the zinc-finger motif, as shown     

in Figure  2-2. 

2.1.2.1 Helix-Loop-Helix Motif 

The helix-loop-helix motif (HLH) is characterized by two α-helices separated by a flexible 

loop structure, as shown in Figure  2-2-a. The helix-loop-helix motifs are found in many         
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DNA-binding proteins that regulate transcription by using the HLH motifs to bind DNA [50]. 

Therefore, if an HLH structural motif is recognized in a new protein with unknown function, one 

can predict that the function of the newly-discovered protein is involved in the transcriptional 

regulation process, without necessarily knowing its full tertiary structure. Therefore, the 

identification of structural motifs in proteins can largely help infer their functions.  

2.1.2.2 Zinc-Finger Motif 

The term 'zinc finger' was first introduced in mid-1980s as a short chain of 20-30 amino    

acids that folds tightly and independently around a central zinc ion, which helps stabilizes its 

structure [51]. Zinc finger proteins are among the most abundant proteins in the human proteome, 

with a wide range of diverse functional roles. The ability to identify zinc-binding sites in zinc 

finger proteins with unknown functions is important for their function inference [52]. One of the 

most common zinc binding motifs is the classic C2H2 zinc finger motif, which is abundantly 

found in transcriptional regulatory proteins [53]. The structure of the classic zinc finger motifs 

contain a central zinc atom and a short anti-parallel beta sheet (β-hairpin), followed by a small 

loop and an α helix, as shown in Figure  2-2-b.   

 

Figure  2-2: Structural representation of (a) helix-loop-helix motif, (b) classic zinc-finger motif. 
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2.1.3 Protein Structural Domains  

Structural domains (or protein modules) are larger associations of at least two structural motifs 

with a specific function. They are usually evolutionarily-conserved units within protein sequences 

that can fold and function independently [54]. Protein domains can also be mixtures of two or 

more secondary and supersecondary structures, and they are considered the fundamental building 

block of protein tertiary structures.  

2.1.4 Protein Tertiary Structures  

Tertiary structure is the total folded conformation of a combination of secondary structures 

linked by turns and loops, representing the actual three-dimensional unit, or subunit, of a 

protein’s shape in the 3D space. While certain level of protein function can be identified without 

structure, a protein’s tertiary structure is the principal determinate to understand its detailed 

functional mechanism. 

2.1.5 Protein Quaternary Structures 

Quaternary structure is a higher order assembly of at least two or more protein subunits to 

form a protein complex, such as the human hemoglobin protein, which is symmetrically 

composed of two α subunits and two β subunits (Figure  2-3). In general, quaternary structures are 

commonly found in enzymes, which are globular proteins of usually large sizes involved in 

catalyzing chemical reactions.   

 

 

 

 

 

 

Figure  2-3: Structural representation of human hemoglobin. 
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2.2 Protein Distance and Contact Maps  

One challenge of protein structure comparison stems from the fact that the 3D coordinate 

information of each protein structure has a fixed coordinate space. However, in order to reliably 

compare different protein structures, they need to be represented in a coordinate-independent 

space that is invariant to trivial changes, such as translation and rotation [55].  Thus, instead of 

using the 3D coordinate information for structure comparison, we need to find a robust structural 

feature that is rotational and translational invariant, and at the same time can be used to 

reconstruct the original 3D structure of proteins.  This raises the question of what such a robust 

structural feature is. Could it be, for example, the center of gravity of the protein shape?  While 

the center of gravity of any shape is rotationally invariant, it is not translationally invariant. Then 

the center of gravity is not the robust structural feature that can be used for protein structure 

comparison. Alternatively, could it be the diameter of protein structures, or the longest possible 

distance between any residues in protein structures? In fact, the diameter of any shape is a good 

structural feature since it is coordinate independent, as well as rotational and translational 

invariant. Nonetheless, because different shapes may have the same diameter length, it is not 

possible to reconstruct the original 3D structure only from the distance between the farthest two 

points on the shape. The reconstruction could be possible, however, given all pairwise distances 

of protein residues. And this is what is called the intra-residue protein distance plot, distance 

matrix or simply the distance map.      

The intra-molecular protein distance maps provide an effective and reliable alternative 

representation of protein structures, because they are coordinate independent, as well as rotational 

and translational invariant. Furthermore, they are simpler and more compact two-dimensional 

representation of the three-dimensional coordinate information of protein structures. This 

relatively reduces the complexity of proteomic pattern discovery problem from the comparison of 
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protein 3D structures to the comparison of 2D matrices or feature maps. That is why many 

researchers have adopted them for protein structure comparison and structure alignment [56-61].  

A distance map, D, for a protein of n amino acids is a symmetric n x n matrix that represents 

the intra-residue distance between each pair of amino acids in 3D space, e.g. all pairwise 

distances between the alpha-carbon atoms of protein amino acids in 3D space.  As shown in 

Figure  2-4-a, each axis represents the residues of the protein. It is also observable that the darker 

the distance map region, the closer the distance between its corresponding amino acid pair.   The 

intra-residue distance information can be further used to infer the interactions between residues of 

proteins by constructing another same-sized matrix called a contact map.  

A contact map, C, is a two-dimensional binary symmetric matrix that represents all interacting 

amino acid pairs.  Residue-residue interactions fold a protein into a unique three-dimensional 

structure, which essentially determines its specific function. A pair of amino acids is defined to be 

interacting if the distance between their alpha-carbon atoms is less than or equal a given distance 

threshold (usually measured in Ångstroms, 1.0 Å = 0.1 nm), as shown in Figure  2-4-b. Contact 

map shows residue interaction patterns of protein structures, which can be used to infer some 

important structural features of the original 3D structures. In fact, it has been found that different 

secondary structures (e.g., α-helices and β-sheets) have distinctive structural patterns in contact 

maps. For example, an α-helix appears as an unbroken row of contacts between i, i ± 4 pairs 

along the main diagonal (short-range contacts), while β-sheets appear as an unbroken row of 

contacts in the off-diagonal areas (long-range contacts). A row of contacts that is parallel to the 

main diagonal represents a pair of parallel β-sheets, while a row of contacts that is perpendicular 

to the main diagonal represents a pair of anti-parallel β-sheets [62]. The reconstruction of the 

original 3D structure from distance or contact maps is fortunately possible. Although the 3D 

structure reconstruction from a distance map is simpler (due to the more information it encodes 

compared with  the  thresholded contact map),  a  number  of  studies  have  shown  some  
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potential to reconstruct the 3D conformation of a protein from accurate and even predicted 

(noisy) contact maps [63].   

An element of the ith  and jth residues of a contact map, C(i,j), can be defined as follows: 

,
			1; 				 		 ,

	
	0	; 															 									

 

Where D(i,j) is the distance between amino acids i and j, one denotes contacts (or white in color 

space), and zero denotes no contacts (or black in color space). 

 

 
Figure  2-4: (a) Distance map for a protein of 191 amino acid residues. (b) Contact map for the same protein 

after applying a distance threshold of 10 Ångstrom on its distance map and ignoring local contacts < 3.8 Å. 

 
Similar to this study [64], a distance threshold of 7.5Å was generally adopted in our 

experiments without taking into account local contacts or contacts between neighboring amino 

acids of at most two residues apart (unless otherwise specified). In protein structure comparison 

using contact maps, local contacts between each residue and itself on the main diagonal are 

typically ignored. In fact, comparing the main diagonal of contact maps (protein backbone) will 

neither add meaningful information for their similarity nor their dissimilarity. This is because 

even two distant contact maps will share a similar main diagonal anyway. Thus, local contacts 

with distance less than 3.8 Å are ignored in our research, based on the fact that the minimum 

distance between any pair of different residues cannot be < 3.8Å [65]. 
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2.3 Protein Interaction Networks 

Protein interactions can be best represented as a network with a set of nodes (proteins) and 

edges that connect physically interacting proteins. The computational problems of identifying 

major patterns from such networks or locating important subgraphs can reveal interesting 

topological properties and crucial biological knowledge on the inner workings of cellular 

machinery [31]. However, the hundreds of thousands of currently known interactions among 

thousands of human proteins possess a challenge to efficiently analyze such complex networks 

and extract meaningful information within reasonable amount of time. Experimentally 

determining physical/functional protein interactions does not only require considerable resources 

and effort, but is also generally challenging and hard to achieve [66]. Examples of issues with 

experimentally determined protein-protein interactions (PPIs) include: 1) biases or systematic 

errors from experimental techniques [67, 68], 2) differences in the use of binding affinities to 

infer interactions [69], and 3) basic uncertainties regarding the complex cellular regulation system 

[66]. As a result of such challenges and considerable selection and detection biases [70], there is 

only a small, but nonetheless statistically significant overlap, between different human PPI 

databases [31].  

2.3.1 Experimental Determination Methods of PPIs 

Methods for the experimental determination of PPIs can be classified into two groups: small 

scale (or low-throughput experiments) and large scans (or high-throughput HTP screening).  

2.3.1.1 Small Scale 

Low-throughput experiments are generally considered more reliable than high-throughput 

screening [71, 72], because they often use multiple detection and validation methods to identify 

interactions (as a result of having a particular focus on a manageable number of proteins, and the 

interactions are mostly followed up by investigation of their biological relevance [73]). However, 

only a few number of interactions are identified through these experiments at a time, and 



 

19 

 

therefore they generally do not offer efficient ways to provide rapid and high coverage of the 

interactome [54]. Moreover, the interactions determined through low-throughput experiments are 

usually hidden within the text of millions of research papers, which requires yet another 

challenging task of extracting PPIs from the rapidly-growing literature. Extracting PPIs from 

relevant research articles is either done through a time-consuming and laborious process of 

manual curation, or through a faster, but less-reliable automatic process of text mining, which can 

result in false positives and false negatives [72, 74] and may deteriorate the original reliability 

benefit of low-throughput experiments.  

2.3.1.2 Large Scans  

The second class of experimental determination methods of PPIs is large scans (or high-

throughput screening), which offers rapid screens containing several proteins (up to many 

thousand interactions per screen [54]), but the interaction results often include high false-positive 

rates [31].  High-throughput methods include Yeast two-Hybrid (Y2H) systems [7], mass 

spectrometry-based methods (coupled with Tandem Affinity Purification (TAP) [8]), and protein 

chips/microarrays [9]. 

2.3.2 Interaction Inference Methods of PPIs 

Besides being determined experimentally, PPIs can also be inferred from other biological 

association studies [66]. For example, PPIs may be derived from significant gene co-expression 

[75], over-represented protein domain pairs [76], interactions between orthologous proteins in 

other organisms [77], as well as from PPI network topology [54]. 

2.3.2.1 Gene Co-Expression   

It has been shown that the corresponding genes of many interacting protein pairs are co-

expressed [71]. Thus, gene co-expression has long been used to predict or verify PPIs [75, 78]. 

The main premise of predicting or verifying PPIs from gene-co-expression is that significantly 
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co-expressed genes (or, gene pairs with correlated expression profiles across different 

conditions/samples) are more likely to encode interacting proteins [75]. Not only does gene 

expression data help verify/predict PPIs, but also gene expression data can help determine where 

the interaction occurs (e.g., tissue or cell type), when it occurs (e.g., before/after taking a 

particular medication), how long it lasts (e.g., transient/stable interaction) and what phenotype it 

is associated with (e.g., Acute Myeloid Leukemia (AML) vs. Acute Lymphoblastic Leukemia 

(ALL)). First, an interacting protein pair is generally assigned to a particular tissue if the 

corresponding gene pair is highly expressed in that tissue, above a predefined threshold [79] (e.g., 

top 1% in the expression profile). Second, time series analysis can be performed on gene 

expression data to give an estimate when an interaction begins and how long it lasts [80]. Third, 

the strength of gene co-expression can be used to estimate the stability of the corresponding 

protein interaction based on the premise that the corresponding genes of stable interactions (e.g., 

of a particular protein complex or those in the ribosome) are often highly co-expressed, otherwise 

the interactions are generally considered transient (i.e., temporarily occur for a limited time) [81]. 

Lastly, an interacting protein pair can be considered to be associated with a particular phenotype 

if the corresponding genes are differentially expressed or differentially co-expressed in the 

phenotype [82]. 

However, gene co-expression is generally not the best predictor of interaction since it may 

lead to some false positives or false negatives. For instance, the corresponding gene pairs of 

transient PPIs are often not highly co-expressed, as mentioned earlier. Thus, the use of gene 

expression data would potentially lead to false negatives for transient PPIs [78]. Moreover, it may 

lead to false positives when a pair of genes, for example, is in two pathways activated by the 

same stimulus [54]. In this case, the gene pair would be co-expressed but the corresponding 

protein pair is only functionally, but not physically (directly) interacting. Because of such 
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prediction limitations of gene co-expression, it has often been coupled with other types of 

interaction evidence such as protein domains, orthology and/or topology data [83]. 

2.3.2.2 Protein Domains   

As mentioned earlier in Section  2.1.3, protein domains are evolutionarily-conserved, distinct 

structural/functional units within protein sequences that usually can fold and function 

independently [54]. Over-represented domain/motif pairs that are frequently observed in 

interacting proteins have been studied and used to infer PPIs in several studies [31, 76, 84, 85], 

based on the premise that PPIs often depend on the presence of specific protein domains [86, 87]. 

Such studies infer PPIs from the observed associations between domains and experimentally-

determined protein interactions. First, the co-occurrence of domain pairs is observed on PPIs 

detected by experimental methods, then those domain pairs significantly enriched (over-

represented) among interacting protein pairs are associated with them [54]. 

2.3.2.3 Protein Orthology  

Inferring PPI from orthology data (Interologous prediction) has also been discussed and used 

in a number of studies [88, 89]. Orthologs are homologous proteins in different species resulted 

from speciation events [90]. Interologous prediction considers a pair of proteins as interacting if 

their orthologs in another species are known to interact [54]. Several thousands of PPIs have been 

inferred by this method in the Interologous Interaction Database (I2D), which is one of the most 

comprehensive online sources of known and predicted PPIs for 6 different organisms [88]. 

However,  some limitations are still associated with the Interologous prediction [54], such as it 

cannot identify species-specific interactions and  it is not generally as effective for identifying 

transient interactions, as in the case of stable interactions [88].  
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2.3.2.4 PPI Network Topology  

Network topology generally refers to the relative connectivity of its nodes. The topological 

structures of biological networks have been widely studied [31], because major cellular functions 

and processes could be understood by analyzing the complex interaction patterns in PPI networks 

[91], as well as the relative positions of proteins within the PPI networks may indicate their 

functional importance [31]. For example, Han et al. [92] showed a positive correlation between 

biological essentiality and graphical connectivity [78], which suggests a potential relationship 

between topological centrality and functional essentiality [31]. Many methods that use network 

topology [93-95] represent PPIs as a graph of nodes (proteins) and edges (interactions). One way 

to infer PPI perdition from network topology is through common interaction partners. Protein 

pairs are usually predicted to be likely interacting if they have many known interaction partners in 

common [54], based on the premise that PPI networks have densely connected local 

neighbourhoods [96]. The main limitation of topology-based approaches, however, is that PPI 

networks are still far from complete. For instance, the known human PPIs may represent only 

10% of the entire interactome [29, 30], and about one-third of human proteins have no known 

interactions (orphan proteins) [54].  

2.3.3 Computational Prediction Methods of PPIs (Learning from Information Integration) 

Both experimental and computational methods for PPI identification complement each other 

[66]. Computational predictions methods are generally considered efficient, less-expensive 

alternatives to expand or validate the currently known PPIs, and thus they have been widely tried 

to provide a faster accumulation of our knowledge of the interactome [11].  While computational 

prediction methods cannot provide the same level of confirmation as experimental determination 

techniques, both of them have their own biases, and their False Discovery Rates (FDRs) are 

largely comparable [54].  
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Computational prediction methods of PPIs have been widely attempted in several studies [97-

101]. These methods usually integrate more than one interaction evidence for making PPI 

predictions [34, 102, 103], based on machine learning and statistical approaches. That is, most 

computational methods make PPI prediction through supervised machine learning classifiers that 

learn from information integration of multiple interaction evidences. In particular, they usually 

use classification algorithms that are trained on a diverse set of interaction evidences to recognize 

positive examples of truly interacting protein pairs from the negative examples of random, non-

interacting pairs [31]. Each protein pair is encoded as a feature vector of all used interaction 

evidences, such as domain co-occurrence, local network topology similarity, similar protein 

sequence/structure, function/localization similarity, orthology, similar Gene Ontology (GO), Post 

Translation Modification (PTM) co-occurrence [31, 54, 104]. Examples of machine-learning 

based algorithms for computational prediction of PPIs using data integration from multiple 

sources of the aforementioned interaction evidences include: Bayesian Classifiers [44, 98], 

decision trees [102], logistic regression [105], random forests [106, 107], support vector machines 

[108], artificial neural networks [109], association mining [43] and genetic algorithms [104]. 

Nevertheless, most these computational methods have not been systematically evaluated [54].  

2.3.4 Beyond Protein Interaction Networks 

Learning from protein interaction networks is an important topic not only because of the 

crucial biological knowledge they can reveal on the inner workings of cellular machinery, but 

also because of the generality of related computational problems in other fields [31]. For 

example, several related studies in social networks and graph mining [110]  could benefit from 

the different machine learning algorithms proposed for PPI networks. However, covering the 

similarities between social networks and PPI networks is beyond the scope of this thesis.   
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2.4 Summary 

First, this chapter provided an overview of different structural levels of proteins, namely, 

primary, secondary, tertiary, and quaternary structures. An interesting analogy between the 

hierarchical nature of protein structures and ‘textbooks’ was made by Arthur Lesk in [111]. In 

this book analogy, Lesk considered primary structures of proteins correspond to letters, secondary 

structures correspond to words, supersecondary structures correspond to sentences, protein 

domains correspond to paragraphs, tertiary structures correspond to chapters, and quaternary 

structures correspond to the assembly of some chapters into a complete book. However, it is not 

necessarily the case that each single protein would form a complete book. Interestingly, similar to 

the book analogy, Eric Lander (one of the principal leaders of the Human Genome Project) 

provided a 7-word summary of the 10-year Human Genome Project in the 2003 Ig Nobel® Prize 

Nano-Lecture [112], saying “Genome: Bought the book; hard to read.”  

Next, the chapter presented the idea behind protein distance and contact maps, explaining why 

they are widely considered an effective and reliable alternative representation of protein 3D 

structures. On the one hand, these two-dimensional maps are coordinate independent, rotational 

and translational invariant. On the other hand, they provide simpler and more compact 

representation of the 3D protein structures in 2D feature maps. 

Lastly, the chapter moved from protein structures to protein interactions, providing a brief 

background on: 1) protein interaction networks, 2) experimental determination techniques of 

protein interactions at small scale and large scans, and 3) computational prediction methods of 

protein interactions based on gene co-expression, protein domains, protein orthology and/or 

network topology.     
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Word Cloud 3: Visual abstract of Chapter 3 – Computational Foundations. 

 

  



 

26 

 

Chapter 3 

Computational Foundations 

 
This chapter provides the necessary computational foundations pertinent to the research 

domain of this thesis. It starts by introducing Swarm Intelligence (SI), as a relatively recent 

branch of Artificial Intelligence, followed by a discussion on how a natural phenomenon can lead 

to a nature-inspired algorithm, such as Particle Swarm Optimization (PSO) – one of the most 

popular and successful  SI-based metaheuristics. Lastly, the chapter ends with a number of 

diverse examples of PSO applications, as well as how the PSO metaheuristic is relevant to 

bioinformatics problems.   

3.1 Swarm Intelligence 

A swarm is a large number of homogenous, simple agents interacting locally among 

themselves and their environment, with no central control to allow a globally interesting 

behaviour to emerge. Swarm-based algorithms have recently emerged as a family of nature-

inspired, population-based algorithms that are capable of producing low cost, fast, and robust 

solutions to several complex problems [113, 114]. Swarm Intelligence (SI) can therefore be 

defined as a relatively new branch of Artificial Intelligence that models the collective behaviour 

of social swarms in nature, such as ant colonies, honeybees, and bird flocks. Although these 

agents (insects or swarm individuals) are relatively unsophisticated with limited capabilities on 

their own, they are interacting together with certain behavioural patterns to cooperatively achieve 

complex tasks necessary for their survival.  

In the late-80s, computer scientists proposed the scientific insights of these natural swarm 

systems to the field of Artificial Intelligence. In 1989, the expression "Swarm Intelligence" was 

first introduced by G. Beni and J. Wang in the global optimization framework as a set of 
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algorithms for controlling robotic swarm [115]. In 1991, Ant Colony Optimization (ACO) [116, 

117] was introduced by M. Dorigo and colleagues as a novel nature-inspired metaheuristic for the 

solution of hard combinatorial optimization (CO) problems. In 1995, particle swarm optimization 

was introduced by J. Kennedy and R. Eberhart [14, 15], and was first intended for simulating the 

birds flocking social behaviour. By the late-90s, swarm intelligence algorithms started to go 

beyond a pure scientific interest and to enter the realm of real-world applications.  

Swarm Intelligence principles have been successfully applied in a variety of problem domains 

including function optimization problems, finding optimal routes, scheduling, structural 

optimization, and image and data analysis [118, 119]. Computational modeling of swarms has 

been further applied to a wide-range of diverse domains, including machine learning [120], 

bioinformatics and medical informatics [121], dynamical systems and operations research [122]; 

they have been even applied in business [123]. 

To date, several swarm intelligence models based on different natural swarm systems have 

been proposed in the literature, and successfully applied in many real-life applications. Examples 

of swarm intelligence metaheuristics include: Ant Colony Optimization [116, 117], Particle 

Swarm Optimization [14, 15], Artificial Bee Colony [124], Bacterial Foraging [125], Cat Swarm 

Optimization [126], Artificial Immune System [127], and Glowworm Swarm Optimization [128]. 

In this thesis, we will primarily focus on Particle Swarm Optimization as one of the most popular 

and successful swarm-based metaheuristics. 

3.2 Nature’s Inspiration  

Understanding a natural phenomenon and designing a nature-inspired algorithm are two 

related, yet different tasks. Understanding a natural phenomenon is constrained by observations 

and experiments, while designing a nature-inspired algorithm is only limited by one's imagination 

and available modeling technology. 
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Modeling serves as an interface between understanding nature and designing artificial 

systems. In other words, one starts from the observed natural phenomenon, tries to make a nature-

inspired model of it, and then design an artificial system after exploring the model              

without constraints [129]. Figure  3-1 illustrates the general framework used to move from a 

natural phenomenon to a nature-inspired algorithm. First, nature inspires humans to develop       

an observation of a particular natural phenomenon. Next, they create a model and test it          

using mathematical simulations, which help refine the original model. Then, the refined model 

will be used to extract a metaheuristic that can be used as a basis to finally design and               

tune a nature-inspired algorithm. Particle Swarm Optimization is a popular example of         

nature-inspired algorithms, drawing inspiration from the amazing natural phenomenon of birds 

flocking behaviour. 

 

 

Figure  3-1: An illustration to the framework used to move from a natural phenomenon to a nature-inspired 

algorithm. 
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3.2.1 Birds in Nature 

Vision is considered as the most important sense for flock organization. The eyes of most 

birds are on both sides of their heads, allowing them to see objects on each side at the same time. 

The larger size of birds’ eyes relative to other animal groups is one reason why birds have one of 

the most highly developed senses of vision in the animal kingdom [130]. As a result of such large 

sizes of birds’ eyes, as well as the way their heads and eyes are arranged, most species of birds 

have a wide field of view [12]. For example, Pigeons can see 300 degrees without turning their 

head, and American Woodcocks have, amazingly, the full 360-degree field of view [130]. Birds 

are generally attracted by food; they have impressive abilities in flocking synchronously for food 

searching and long-distance migration. Birds also have efficient social interaction that enables 

them to be capable of: (i) flying without collision even while often changing direction suddenly, 

(ii) scattering and quickly regrouping when reacting to external threats, and (iii) avoiding 

predators [15].  

3.2.2 Birds Flocking Behavior  

It is a natural observation that birds can fly in large groups with no collision for extended long 

distances, making use of their effort to maintain an optimum distance between themselves and 

their neighbours. The emergence of flocking and schooling in groups of interacting agents (such 

as birds, fish, penguins, etc.) have long intrigued a wide range of scientists from diverse 

disciplines including animal behaviour, physics, social psychology, social science, and computer 

science for many decades [131-134].  Bird flocking can be defined as the social collective motion 

behaviour of a large number of interacting birds with a common group objective. The local 

interactions between birds (particles) usually emerge the shared motion direction of the swarm, as 

shown in Figure  3-2. Such interactions are based on the “nearest neighbour principle,” where 

birds follow certain flocking rules to adjust their motion (i.e., position and velocity) based only on 

their nearest neighbours, without any central coordination.  In 1986, birds flocking behaviour was 
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first simulated on a computer by Craig Reynolds [12]. The pioneering work of  Reynolds 

proposed three simple flocking rules to implement a simulated flocking behaviour of birds:         

(i) flock centering (flock members attempt to stay close to nearby flockmates by flying in a 

direction that keeps them closer to the centroid of the nearby flockmates), (ii) collision avoidance 

(flock members avoid collisions with nearby flockmates based on their relative position), and (iii) 

velocity matching (flock members attempt to match velocity with nearby flockmates) [12].  

Although the underlying rules of flocking behaviour can be considered simple, the flocking is 

visually complex with an overall motion that looks fluid yet it is made of discrete birds [12]. One 

should note here that collision avoidance rule serves to “establish” the minimum required 

separation distance, whereas velocity matching rule helps to “maintain” such separation distance 

during flocking; thus, both rules act as a complement to each other.  In fact, both rules, together, 

ensure that any group of members of a simulated flock are free to fly without running into one 

another, no matter how large the group is. It is worth mentioning that the three aforementioned 

flocking rules of Reynolds are generally known as cohesion, separation, and alignment rules in 

the literature [135, 136]. For example, according to the animal cognition and animal behaviour 

research, individuals of animals in nature are frequently observed to be attracted towards other 

individuals to avoid being isolated and to align themselves with neighbours [137, 138]. Reynolds 

rules are also comparable to the evaluation, comparison, and imitation principles of the Adaptive 

Culture Model in the Social Cognitive Theory [139].   

 

 

 

 

 

 

Figure  3-2: The flocking behaviour of a group of birds (adapted from  [140]). 
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3.2.3 Birds’ Physical Movement vs. Humans’ Psychological Change 

The Social Cognitive Theory, used in psychology, education, and communication, suggests 

that portions of knowledge acquired by humans can be directly influenced by their neighbours 

within the context of social interactions and experiences [139].  While being different, the birds 

flocking behaviour can be mapped to the human social behaviour, since the concept of bird’s 

physical movement is roughly analogous to the concept of psychological behaviour change in 

humans. But unlike birds, we tend to adjust our ideas, beliefs and attitudes, instead of just 

adjusting our physical positions, to conform to our social peers. Another obvious distinction 

between humans and birds in this context lies in the fact that the same attitudes and beliefs can be 

concurrently held by many individuals without banging with each other, but any two birds must 

occupy different positions in the 3D space to avoid collision [15]. In other words, birds move 

through a three-dimensional physical space, avoiding collisions, whereas humans psychologically 

change in an n-dimensional abstract space, collision-free, in addition to moving through a 3D 

physical space and avoiding collisions. It is worth emphasizing, however, that although we learn 

to avoid physical collision by an early age, decades of practice and experience are often required 

to learn how to efficiently navigate through such an abstract n-dimensional, psychological      

space [15].  

3.3 Particle Swarm Optimization (PSO) Metaheuristic    

One of the most popular and successful SI-based metaheuristics is Particle Swarm 

Optimization (PSO), which was introduced by Russell Eberhart, an electrical engineer, and James 

Kennedy, a social psychologist, in 1995 [14, 15]. PSO was originally used to solve continuous 

optimization problems, but it is now used to solve various types of problems, including 

combinatorial optimization problems, as well as constrained, multi-objective and dynamic 

problems. For example, PSO has been successfully applied to track dynamic systems [141], 

evolve weights and structure of neural networks [142], analyze human tremor [143], register 3D-
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to-3D biomedical image [144], control reactive power and voltage [145], even learning to play 

games [146] and music composition [147].  

PSO draws inspiration from the intelligent, experience-sharing, social behaviour associated 

with birds flocking. In particular, PSO is a population-based search strategy that finds optimal 

solutions using a set of flying particles with velocities that are dynamically adjusted according to 

their historical performance, as well as their neighbours in the search space [148]. The term 

“particles” refers to population members, which are fundamentally described as the swarm 

positions in the n-dimensional solution space. Each particle is set into motion through the solution 

space with a velocity vector representing the particle’s speed in each dimension. Each particle has 

a memory to store its historically best solution (i.e., its best position ever attained in the search 

space so far, which is also called its experience).  

The secret of the PSO success lies in the experience-sharing behaviour in which the 

experience of each particle is continuously communicated to part or the whole swarm, leading the 

overall swarm motion towards the most promising areas detected so far in the search space [122]. 

Therefore, the moving particles, at each iteration, evaluate their current position with respect to 

the problem’s fitness function to be optimized, and compare the current fitness of themselves to 

their historically best positions, as well as to the other individuals of the swarm (either locally 

within their neighbourhood in the local version of the PSO algorithm, or globally throughout the 

entire swarm in the global version of the algorithm). Then, each particle updates its experience (if 

the current position is better than its historically best one), and adjusts its velocity to imitate the 

swarm’s global best particle (or, its local superior neighbour, the one within its neighbourhood 

whose current position represents a better solution than the particle’s current one) by moving 

closer towards it. Before the end of each iteration of PSO, the index of the swarm’s global best 

particle (or, the local best particle in the neighbourhood) is updated if the most recent update of 

the position of any particle in the entire swarm (or, within a predetermined neighbourhood 
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topology) happened to be better than the current position of the swarm’s global best particle (or, 

the local best particle in the neighbourhood). 

3.3.1 The Original PSO Algorithm 

The original PSO was designed as a global version of the algorithm [15], that is, in the original 

PSO algorithm, each particle globally compares its fitness to the entire swarm population and 

adjusts its velocity towards the swarm’s global best particle. There are, however, recent versions 

of local/topological PSO algorithms, in which the comparison process is locally performed within 

a predetermined neighbourhood topology [149-151]. The original version of the PSO algorithm is 

essentially described by the following two simple “velocity” and “position” update equations, 

shown in 1 and 2 respectively. 

vid(t+1)= vid(t) + c1 r1d(pid(t) – xid(t)) + c2 r2d (pgd(t) – xid(t))           (1) 

                     xid(t+1) = xid(t) + vid(t+1)                        (2) 

 
Where:  

 Vid represents the rate of the position change (velocity) of the ith particle in the dth 

dimension, and t denotes the iteration counter. 

 Xid represents the position of the ith particle in the dth dimension. It is worth noting 

here that Xi is referred to as the ith particle itself or as a vector of its positions in all 

dimensions of the problem space. The n-dimensional problem space has a number of 

dimensions that equals to the numbers of variables of the desired fitness function to be 

optimized.  

 Pid represents the historically best position of the ith particle in the dth dimension (or, 

the position giving the best ever fitness value attained by Xi).  
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 Pgd represents the position of the swarm’s global best particle (Xg) in the dimension 

(or, the position giving the global best fitness value attained by any particle among the 

entire swarm).   

 r1d and r2d are two random numbers uniformly selected in the range of [0.0, 1.0], 

which introduce useful randomness for the search strategy.  It worth noting that each 

dimension has its own random number, r, because PSO operates on each dimension 

independently [122]. 

 c1 and c2 are positive constant weighting parameters, also called the cognitive and 

social parameters, respectively, which control the relative importance of particle’s 

private experience versus swarm’s social experience (or, in other words, it controls the 

movement of each particle towards its individual and global best position [152]). It is 

worth emphasizing that a single weighting parameter, c, called the acceleration 

constant or the learning factor, was initially used in the original version of PSO and 

was typically set to equal 2 in some applications (i.e., it was initially considered that c1 

= c2 = c = 2). But, to better control the search ability, recent versions of PSO are now 

using different weighting parameters, which generally fall in the range of [0,4] with    

c1 + c2 = 4 in some typical applications [122]. The values of c1 and c2 can affect the 

search ability of PSO by biasing the new position of Xi toward its historically best 

position (its own private experiences, Pi), or the globally best position (the swarm’s 

overall social experience, Pg):     

o High values of c1 and c2 can provide new positions in relatively distant regions 

of the search space, which often leads to a better global exploration [122], but it 

may cause the particles to diverge.  

o Small values of c1 and c2 limit the movement of the particles, which generally 

leads to a more refined local search around the best positions achieved [122]. 
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o When c1 > c2, the search behaviour will be biased towards particles’ historically 

best experiences. 

o When c1 < c2, the search behaviour will be biased towards the swarm’s globally 

best experience. 

The velocity update equation in (1) has three main terms: (i) The first term, vid(t), is 

sometimes referred to as “inertia”, “momentum” or “habit” [122]. It ensures that the velocity of 

each particle is not changed abruptly, but rather the previous velocity of the particle is taken into 

consideration [148]. That is why the particles generally tend to continue in the same direction 

they have been flying, unless there is a really major difference between the particle’s current 

position from one side, and the particle’s historically best position or the swarm’s globally best 

position from the other side (which means the particle starts to move in the wrong direction). This 

term has a particularly important role for the swarm’s globally best particle, Xg .This is because if 

a particle, Xi, discovers a new position with a better fitness value than the fitness of swarm’s 

globally best particle, then it becomes the global best (i.e., g←i). In this case, its historically best 

position, Pi, will coincide with both the swarm’s global best position, Pg,  and its own position 

vector, Xi in the next iteration (i.e., Pi = Xi = Pg  ) [122]. Therefore, the effect of last two terms in 

equation (1) will be no longer there, since in this special case Pid(t) – xid(t) = pig(t) – xid(t) = 0,  

∀	d.  This will prevent the global best particle to change its position (because of its zero velocity), 

so it will keep staying at its same position for several iterations, as long as there was no way to 

offer an inertial movement and there has been no new best position discovered by another 

particle. Alternatively, when the previous velocity term is included in the velocity updating 

equation (1), the global best particle will continue its exploration of the search space using the 

inertial movement of its previous velocity [122]. (ii) The second term, ( pid(t) – xid(t) ), is the 

“cognitive” part of the equation that implements a linear attraction towards the historically best 

position found so far by each particle [152]. This term represents the private-thinking or the self-
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learning component from each particle’s flying experience [148], and is often referred to as “local 

memory”, “self-knowledge”, “nostalgia” or “remembrance”  [122]. (iii) The third term, ( pgd(t) – 

xid(t) ), is the “social” part of the equation that implements a linear attraction towards the globally 

best position ever found by any particle [152]. This term represents the experience-sharing or the 

group-learning component from the overall swarm’s flying experience [148], and is often referred 

to as “cooperation”, “social knowledge”, “group knowledge” or “shared information”  [122]. 

According to the aforementioned equations (1) and (2), the basic flow of the original PSO 

algorithm can be described as shown below. 

 
Algorithm 1: Basic flow of PSO (adapted from [148]) 
1) Initialize the swarm by randomly assigning each particle to an arbitrarily initial 

velocity and a position in each dimension of the solution space. 

2) Evaluate the desired fitness function to be optimized for each particle’s position. 

3) For each individual particle, update its historically best position so far, Pi, if its current 

position is better than its historically best one. 

4) Identify/Update the swarm’s globally best particle that has the swarm’s best fitness 

value, and set/reset its index as g and its position at Pg. 

5) Update the velocities of all the particles using equation (1). 

6) Move each particle to its new position using equation (2). 

7) Repeat steps 2–6 until convergence or a stopping criterion is met (e.g., the maximum 

number of allowed iterations is reached; a sufficiently good fitness value is achieved; or 

the algorithm has not improved its performance for a number of consecutive iterations). 

3.3.2 The Refinements and Extensions to the Original PSO 

The PSO algorithm showed sufficiently good performance on the simple optimization 

problems firstly applied to its original and early versions, but some limitations later appeared 

when PSO was applied to harder optimization problems with large search spaces and multiple 

local optima [122]. As a result, a number of parameter/methodology refinements are considered 

in the later versions of PSO in order to (i) prevent what is known as “swarm explosion” by 
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limiting the maximum velocity, (ii) facilitate the convergence by introducing new parameters, 

such as inertia weight and constriction coefficient, and (iii) control the convergence to handle 

multi-modal optimization problems by defining local PSO neighborhood topologies [152]. 

3.3.2.1 Limiting the Maximum Velocity  

In the velocity update equation (1), when xid(t) << pid(t) and xid(t) << pgd(t), the new velocity, 

vid(t+1), will have a very large +ve value, and the algorithm will enforce the ith particle’s current 

position to be significantly adjusted forward to become closer to its historically best position and 

the swarm’s global best position. On the other hand, when  xid(t) >> pid(t) and xid(t) >> pgd(t), the 

new velocity, vid(t+1), will have a very large -ve value, and the algorithm will enforce the ith 

particle’s current position to be significantly adjusted back to its historically best position and the 

swarm’s global best position. It has been observed, however, that too much increase or decrease 

to the values of particles’ velocities has often led to what is known as “swarm explosion” in the 

early versions of PSO. Swarm explosion refers to the uncontrolled increase of the magnitude of 

particle velocities, |vid(t+1)|, which could lead to swarm divergence (especially when the 

problem’s search space is very large)  [122]. This issue was addressed by defining a problem-

dependent maximum velocity threshold (vmax > 0) for the velocity magnitude to avoid the 

particles taking extremely large shifts from their current position, realistically simulating the 

incremental change of human learning [153], as described below: 

        |vid(t+1)| ≤ vmax,       i = 1, 2, …, N (particles)   and   d = 1, 2, …., n (dimensions) 

If, at any iteration, t, the result of the velocity update equation presented at (1) violates the rule 

above, i.e., |vid(t+1)| > vmax, then the values of the violating particles’ velocities are clamped, as 

follows: 

														 1
,											 	 1 	 ,	

– ,						 	 1 	–
        (3) 
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The value of the parameter, vmax, is important because it remarkably affects the algorithm 

behaviour. For example, if vmax is sufficiently big, the particles fly far past the target region and 

could discover even better positions than what they originally set out for. This improves the 

global exploration ability of the algorithm as the particle would be able to take sufficiently large 

steps to escape from local optima.  On the other hand, a small value of vmax could cause the 

particles to be trapped into local optima, and prevent them from discovering better solution areas 

[148]. If necessary, the value of the maximum velocity could be not only problem-dependent, but 

also dimension-dependent according to the problem’s space dimensions [122]. Nevertheless, in 

order to ensure uniform velocity throughout all dimensions, Abido [154] has proposed an 

equation to govern the maximum velocity value, as shown below in equation (4): 

																		 	 	
–	 	

																																		 (4) 

Where:  and  are the maximum and minimum position values found so far by the 

particles in the dth dimension, and K is a user-defined parameter that controls the shift intervals 

(or, the particles’ steps in each dimension of the search space), with k = 2 being a common choice 

(i.e., velocities are clamped to at most 50% of the range on each dimension [122]).   

3.3.2.2 Introducing an Inertia Weight  

The inertia weight is introduced to control the global exploration ability of PSO, and to 

provide a balance between the global and local search abilities. It has been observed that PSO 

produces better results when its global exploration ability is more favoured in the early 

optimization stages to allow the exploration of as many promising areas of the search space as 

possible. Then, towards the end of the optimization process, the local exploitation ability of the 

algorithm should be promoted, instead, to allow for a more refined search around the best areas 

previously roughly detected [152]. This is possible by reducing the position shifts (or, the 

velocity) of the particles in the later search stages. This means the effect of the previous velocity 
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term, vid(t), of equation (1) (which is known as “inertia” or “momentum” as discussed in 

Section  3.3.1) will gradually fade over PSO iterations for each particle.  Therefore, a linearly 

decreasing inertia weight, ω, multiplied to that previous velocity term was introduced by Shi and 

Eberhart [155],  as shown in equation (5). Intuitively, the linearly decreasing inertia weight is 

initially set to a high value, ωhi, around 1.0 (typically, from 0.9 to 1.2) in order to allow the 

particles to move freely, and quickly explore the global optimum neighbourhood [122]. Towards 

the later optimization stages, when the optimal regions are roughly identified, the value of the 

inertia weight is decreased to a small amount, ωlow, around 0.2 (typically, from 0.1 to 0.4) in order 

to refine the search, and shift the optimization process from an exploratory mode to an 

exploitative mode [122]. 

 

vid(t+1)= ω vid(t) + c1 r1d(pid(t) – xid(t)) + c2 r2d (pgd(t) – xid(t))                   (5) 

  xid(t+1) = xid(t) + vid(t+1)                                        (6) 

 
The rest of the parameters of equations (5) and (6) remain the same as for the equations of the 

original PSO version presented in equations (1) and (2). Since the inertia weight is selected such 

that the effect of vid(t) gradually fades during the execution of the algorithm, a linearly decreasing 

scheme for the inertia weight is often utilized [122]. One possible definition of such linearly 

decreasing scheme can be mathematically described, as shown in equation (7).    

   

																																				ω t 	ω 	 	ω 		 	ω 	                                   (7) 

 
Where: t is the iteration counter; ωhi and ωlow are the desired higher and lower bounds of the 

inertia weight, respectively; Tmax is the maximum allowed number of iterations after which the 

algorithm shall terminate.  The definition of that scheme produces a linearly decreasing time-

dependent inertia weight with initial value, ωhi, at the first iteration, t = 0, and final value, ωlow, 

at the last possible iteration, Tmax. It is worth noting that the concept of a linearly decreasing value 



 

40 

 

of the inertia weight could be considered quite analogous to the concept of simulated annealing1 

that is often used in global optimization problems [156].  

3.3.2.3 Introducing a Constriction Coefficient  

 One disadvantage of the linearly decreasing inertia weight is that once the inertia weight is 

decreased, the swarm cannot recover its exploratory mode and loses its ability to search new areas 

[152]. Another method that addresses this issue is Clerc‘s constriction PSO [157], which defines a 

mathematical formula that links cognitive and social parameters, c1 and c2, with a new parameter 

called the constriction coefficient, χ, as shown in (8) and (9). 

                           vid(t+1)= [vid(t) + c1r1d(pid(t)–xid(t)) + c2r2d(pgd(t) – xid(t))]                (8) 

 

χ 	
| 	Ф 	√Ф Ф	|

	Ф 4

 
Typically, Ф is set to 4.1 (i.e., c1=c2=2.05), which makes the constriction coefficient,                 

 0.729 [157].  The main advantage of the constriction PSO [157, 158], is that the cognitive 

and social parameters (c1 and c2) are connected through the constriction coefficient equation (eq. 

9), reducing algorithm’s parameters to be selected.  Another advantage is that the constriction 

coefficient method allows the particles to take smaller steps, so it is not necessary to define an 

explicit limit to particle velocities to control the known problem of the swarm explosion.  The 

constriction coefficient generally improves the convergence of the particle over time by damping 

the oscillations once the particle has discovered the best point in a potentially promising region 

within the search space, but the convergence may take longer when particle’s best position is far 

from the swarm’s global best position [122]. 

                                                      

1 Simulated Annealing (SA), inspired by the annealing in solids, simulates the process of material 
cooling in a heat bath, which is known as the process of physical annealing. SA is a stochastic 
search technique with good abilities to escape local optima by taking a random walk through the 
search space at successively lower temperatures, following a Boltzmann distribution. 
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3.3.2.4 Defining a Neighbourhood Topology   

As mentioned earlier, one disadvantage of the linearly-decreasing inertia weight is that once 

the inertia weight is faded, the swarm’s exploration ability is almost lost and cannot be recovered 

[152]. This means no further exploration is possible and the particles can only perform local 

search around their convergence point, which most likely exists close to the swarm’s global best 

position. The instant information-sharing of the swarm’s global best position can be attributed to 

this disadvantage, because each particle always knows and instantly shares the global best 

position at each iteration [122].  If this information, however, is not instantly shared, but rather 

slowly propagated throughout several local neighbourhoods before affecting the entire swarm, 

the particles’ exploration ability will generally be retained longer to explore more areas in the 

search space, which solves that disadvantage and decreases the chance of premature convergence 

[159]. The main idea of using the concept of local neighbourhood is as follows: the information 

of the swarm’s best particle position is initially shared only to its neighbours and successively to 

the rest of the entire swarm’s particles through their neighbours, allowing the wisdom to 

gradually emerge instead of trying to impose it. It is worth mentioning, however, that while the 

aforementioned disadvantage did not particularly appear for simple optimization problems with 

unimodal or convex fitness functions, it remarkably appeared for high-dimensional, multimodal, 

and complex optimization problems [122].  

Neighbourhoods are either based on randomly assigned indices to the particles, the actual 

distances of the particles in the search space, or a particular predefined topological 

neighbourhood structure [122, 151, 160]. The original global version of PSO can be considered a 

special case of the local version with its neighbourhood being defined as the entire swarm.  The 

neighbourhood of the global version of PSO can, therefore, be conceptualized as a fully 

connected network in which each particle has access to the information of all other particles in the 

swarm (Figure  3-3(a)), as opposed to just its immediate local neighbours in a predefined 

neighbourhood topology. The two most common local neighbourhood topologies are ring (or, 
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circle) and star (or, wheel) topologies [152]. As for the ring topology, particles are arranged in a 

ring-like structure in which each particle is directly connected with its two immediate neighbours 

to its right and left (Figure  3-3(b)). Whereas, for the star topology, particles are not directly 

connected to one another; rather they are all connected to a selected one particle called the focal 

point to which all the swarm information is shared and communicated, as shown in Figure  3-3(c). 

There are also many other regular predefined neighbourhood topologies, such as the pyramid 

topology and the von Neumann topology. As its name implies, the particles in the pyramid 

topology are arranged in a pyramid-like structure in which each particle is directly connected to 

its three immediate neighbours, as shown in Figure  3-3(d).  Whereas, in the Von Neumann 

structure, particles are arranged in a grid-like structure or  a two-dimensional lattice network 

where each particle is connected to at most four of its immediate neighbours (above, below, right 

and left), as shown in Figure  3-3(e).  

The choice of neighbourhood topology has a significant effect on the propagation of the best 

solution found by the swarm. For example, in the global version of PSO, the propagation of the 

best solution is very fast, since the global best solution is instantly shared among all the particles 

[159]. However, in the ring and Von Neumann topologies, on the other hand, the best solution is 

slowly propagated throughout several local neighbourhoods before reaching all particles in the 

swarm.  Kennedy et al. suggested that the global version of PSO converges fast but it may get 

trapped in local optimum or increase the chance of premature convergence, while the local 

version results in a larger diversity and increases the chances to find the global optimal solution, 

although with slower convergence rate [149]. Kennedy and Mendes tested and evaluated PSO 

performance with all aforementioned regular topologies, shown in Figure  3-3, as well as PSO 

performance with randomly generated neighbours [151]. In their experiments, with a fixed swarm 

size of 20 particles, they observed that the best performance occurred in the case of randomly 

generated neighbours with an average size of five neighbouring particles. As for regular shaped 
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topologies, the authors recommended Von Neumann topology over all other regular shaped 

topologies, since it consistently performed better, in their experiments, compared to all other 

topologies, including the global and the local (e.g., ring) version [151]. It is worth emphasizing, 

however, that selecting the most efficient neighbourhood topology largely depends on the type of 

problem. One topology may perform more effectively on specific types of problems; however, it 

could have a worse performance on other problems [152]. Kennedy believed that regular shaped 

topologies with fewer connections might perform better on highly multimodal problems, while 

highly interconnected topologies would be better and faster for unimodal problems [150]. 

Figure  3-3: Common regular shaped neighbourhood topologies: (a) the fully connected network 

topology (PSO’s original global version), (b) the ring (circle) topology, (c) the star (wheel) 

topology, (d) the pyramid topology and (e) the Von Neumann topology (the generally 

recommended neighbourhood topology). Adapted from [152]. 
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In addition to the previously-discussed refinements to the original PSO [15], several different 

variations and extensions to the original PSO have been proposed in the literature, such as 

Dissipative PSO [161], Stretching PSO [162], Gaussian PSO [163], PSO with Mutation [164], 

Fully-informed PSO [165], Species-based PSO [166], Self-organizing Hierarchical PSO [167], 

Cooperative PSO [168] and Comprehensive Learning PSO [169], among many other variations. 

The details of PSO variations are beyond the scope of this thesis, but interested readers may refer 

to these references [148, 149, 152] for more information. 

3.3.3 PSO Discussion  

This section summarizes the strengths and limitations of PSO, as well as it highlights the 

similarities and dissimilarities between PSO, as one of the most competitive Emerging 

Computing techniques versus Genetic Algorithms (GAs) as an example of Evolutionary 

Computing techniques. Lastly, it discusses the advantages of using PSO over GAs.   

3.3.3.1 PSO Strengths  

 PSO uses a two-level memory model to store the particle’s historically best position 

and the swarm’s global best position, which helps not only each particle to keep track 

of its own individual experience, but also helps the most superior particle to 

communicate its social experience to the other particles. This generally directs the 

convergence to the most promising areas on the search space and accelerates the 

optimization process towards the optimal solution [149].  

 PSO is not only characterized by its fast convergence behaviour, but also by its 

simplicity. The core mathematical equations of PSO (namely, velocity update, 

position update, and memory update) are easily calculated. Thus, the implementation 

of PSO procedure is quite simple and does not requires countless lines of code [15]. 
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 PSO has an inherit potential to adapt to a changing environment, which can expand its 

ability from just locating optima in static environments to further track them in 

dynamic environments [170].  

3.3.3.2 PSO Limitations  

 The typical PSO problems are those whose solutions can be represented as a set of 

points in an n-dimensional Cartesian coordinate system, as it would be easy, in such 

problems, to determine the previous and next positions for each point (i.e., particle). 

On the other hand, PSO fails to work if the problem representation does not offer a 

clear way to uniquely define what the next and previous particle positions are to help 

search in the solution space [171].  

 The original PSO assumes all particles of the entire swarm are completely 

homogenous, and therefore employs the same value settings of inertia weight, 

cognitive and social parameters (c1 and c2) for the entire swarm. This assumption, 

however, ignores the internal differences among birds of the same swarm in real life, 

such as ages, catching skills, flying experiences, and muscles' stretching. It also 

neglects the relative flying position within the swarm, although it provides an 

important influence on particles. For example, particles flying in the outer side of the 

swarm often make more choices than those in the swarm center, and thus should 

receive more attention [38]. 

 The original PSO fails to locate multiple optima, since the idea of the original PSO 

was to adjust the swarm direction closer to the swarm’s global best particle to guide 

the entire swarm to converge to a single optimum. However, many variations of the 

original PSO have been proposed in the literature to overcome such a limitation. For 

example, Li proposed a species-based PSO (SPSO), which divides the swarm into 
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multiple species (groups of particles sharing similar characteristics) and enables them 

to concurrently search for multiple optima [166]. 

3.3.4 PSO Applications  

The first practical application of PSO was in the field of neural network, in 1995, when PSO 

was able to train and adjust the weights of a feed-forward multilayer perceptron neural network as 

effectively as the conventional error back-propagation approach [15]. Since then, a nearly-

exponential growing number of PSO applications have been explored in several domains due to 

their simplicity, efficiency and fast-convergence nature. A comprehensive technical report in 

[172] has made an extensive review of over one thousand PSO publications. Among them, the 

review report considered around 350 papers as proposals for improvements and extensions to the 

original “1995-version” of PSO. Such large proposed number of PSO variations and extensions 

has made PSO capable of solving several optimization problems ranging from unconstrained, 

single-objective or static problems to constrained, multi-objective or dynamic problems. The 

report further considered the remaining ~700 papers as PSO applications, although many of them 

also introduced different customizations and extensions to PSO method to fit their particular 

application. Of those ~700 papers, PSO applications have been classified into 26 different 

categories. The massive number and scope of successful PSO applications fall under a broad 

domain of research areas, ranging from combinatorial optimization problems to computational 

intelligence applications,  from electrical & electromagnetic applications to signal processing, 

image analysis & graphics, from robotics to bioinformatics and medical applications.     

Among the 26 proposed categories of PSO applications, the “Image and Video Analysis” 

application category was the biggest one with about 9% of the total surveyed PSO applications at 

the time of the report.  Examples of the Image analysis applications surveyed in the technical 

report [172] include: iris recognition, fruit quality grading, face detection and recognition, image 

segmentation, synthetic aperture radar imaging, locating treatment planning landmarks in 
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orthodontic x-ray images, image classification, inversion of ocean colour reflectance 

measurements, traffic stop-sign detection, defect detection, image retrieval, human detection in 

infrared imagery, image registration, pixel classification, detection of objects, pedestrian 

detection and tracking, texture synthesis, microwave imaging, scene matching, photo time-stamp 

recognition, contrast enhancement, 3D recovery with structured beam matrix, auto cropping for 

digital photographs, character recognition, shape matching and image noise cancellation. 

Additionally, examples of the reviewed video analysis applications in the technical report [172] 

include: MPEG optimization, motion estimation, object tracking, body posture tracking, and 

traffic incident detection. 

3.3.4.1 PSO Relevance to Bioinformatics 

The potential of PSO is yet far from being exhausted with many interesting applications 

still to be explored, especially in bioinformatics. In the past few years, there has been a slow, 

yet steady increase in the number of research papers that have successfully applied PSO 

algorithms in bioinformatics. This is because several tasks in bioinformatics involve 

optimization of different criteria (such as, energy, alignment score, overlap strength, etc.), 

and the various applications of PSO algorithms proved them to be efficient, robust and 

computationally inexpensive optimization techniques, which made their applications in 

bioinformatics more obvious and appropriate [121].  

One key challenge of bioinformatics problems lies in the huge amount of their data, and 

thereby their computational complexity. So, similar to many complex computing problems, 

bioinformatics problems do not always need optimality, or optimality is usually out of reach, and 

an approximation to the solution is, therefore, often used instead. It is more important in 

bioinformatics problems to find computationally inexpensive solutions that could be produced in 

a fast and robust means, which what PSO algorithms are actually distinguished by.  This made the 

application of PSO algorithms in many bioinformatics problems steadily growing. Furthermore, 
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the laboratory operations on DNA, for instance, inherently involve errors and uncertainty, which 

are more tolerable in PSO algorithms compared to deterministic approaches2. Actually, these 

errors may be considered beneficial in PSO to some extent, as they may introduce useful 

randomness and contribute to population diversity – a desirable property for PSO convergence  

[122].   

The review report in [172] has surveyed more than 25 different PSO applications in 

bioinformatics, biomedical and pharmaceutical problems. Examples of the listed applications in 

the survey report include: human tremor analysis for the diagnosis of Parkinson’s disease, 

inference of gene regulatory networks, human movement biomechanics optimization, 

phylogenetic tree reconstruction, cancer classification and survival prediction, DNA motif 

detection, gene clustering, identification of transcription factor binding sites in DNA, biomarker 

selection, protein structure prediction, docking, drug design, radiotherapy planning, analysis of 

brain MEG data, RNA secondary structure determination, EEG analysis and biometrics. 

Nonetheless, to the best of our knowledge, no study in the literature applied the PSO 

metaheuristic to the complex pattern discovery problems in protein structures or interaction 

networks. These are the research problems that we target in this thesis using our proposed PSO-

based pattern discovery algorithms, as later discussed in the following chapters.      

3.4 Pattern Matching and Discovery Techniques in the Literature   

In general, the task of pattern matching involves finding new occurrences of a known pattern, 

whereas the task of pattern discovery involves identifying unknown patterns in a number of 

related objects. Pattern matching and discovery algorithms have been increasingly applied to 

computational biology problems, such as finding protein sequence motifs (conserved regions) of 

                                                      
2 Deterministic approaches are those with no parameter tuning or randomness involved, such as 
the least square optimization. 
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multiple sequence alignment [23] and identifying common 3D structural cores related to a 

specific protein family [24].   

As discussed earlier, protein structure comparison is an important task for structural biologists. 

Protein structures are generally 3-10 times more evolutionary conserved than protein sequences 

[173]. Thus, the analysis of protein structures can provide better insights into understanding 

evolutionary history and detecting distant homology that may not be detectable by sequence 

comparison alone. Moreover, protein structure comparison can help in protein structure 

prediction, classification and alignment tasks.    

Different representations of protein 3D structures have been used in the literature to facilitate 

their comparison, such as contact maps and contact graphs, as shown in Figure  3-4. Contact maps 

provide two-dimensional representation of protein 3D structures, offering a compact 

representation that does not only capture useful spatial and topological information about protein 

conformation, but also provides a simpler representation that is readily amenable to optimization 

algorithms, as previously discussed in Section  2.2.   

To the best of our knowledge, no PSO-based algorithm has been proposed in the literature for 

pattern matching in 2D contact maps; however, the method proposed by Mussi et al. [174] can be 

considered closely related to this task. Mussi’s method uses the PSO metaheuristic to find similar 

occurrence of predefined 2D patterns in colored images.  In their proposed PSO-based, pattern-

matching algorithm, particles fly around a target image looking for clues (e.g., similar 

color/topology) of the presence of the query pattern.  Instead of encoding this into a general 

objective function commonly used by all particles, they proposed to assign each particle a 

different sample of the query pattern, which requires a ‘swarm training’ pre-processing step to 

help each particle “learn” its own sample of the query pattern before searching for it. The 

convergence occurs when the swarm reaches an area within which most pixels have colors similar 

to that query pattern. They argued that it is important, besides checking the color of the matched 
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area, to also check its spatial organization. Thus, they proposed to verify the overall swarm 

neighborhood topology to confirm, not only the outline color, but also the spatial organization of 

the matched area by most particles. A brief comparison between Mussi’s approach for PSO-based 

pattern matching and our proposed approach in this thesis will be discussed in Section  4.1.4.   

3.4.1 Maximum Contact Map Overlap (Max-CMO) Problem 

The other popular representation of protein 3D structures is contact graphs, in which nodes 

correspond to protein amino acids and edges correspond to residue-residue interactions, as shown 

in Figure  3-4-c. That is, there is an undirected edge between any two nodes of the contact graph if 

their corresponding amino acids are in contact, i.e., their positions in the three-dimensional 

structure of the protein are within a predefined distance threshold. The contact graph 

representation has been commonly used in the Contact Map Overlap problem, which measures 

the similarity between protein structures as the maximum overlap of their contact graphs. The 

Maximum Contact Map Overlap problem (Max-CMO) has received continued scientific attention 

during the past decade for protein structure comparison [175]. One widespread way to tackle the 

Max-CMO problem  is to model it as a type of the maximum clique problem in an alignment 

graph [176] (or maximum edge-induced sub-graph problem). The basic idea is to globally align 

protein structures by maximizing their common sub-graph. The amount of similarity between two 

proteins is, therefore, determined according to the size of the maximum common contacts (edges) 

in their contact graphs. In other words, the amount of similarity represents the number of edges 

that connect two equivalent nodes in both alignment graphs, or the number of common contacts 

between protein pairs [64]. Several studies have been proposed in the literature to tackle the Max-

CMO problem using different techniques that vary from Integer Programming approaches [177] 

using the Branch-and-Cut method [178], to a Memetic Evolutionary Algorithm [179], from 

Branch-and-Bound (B&B) splitting problem [180] to a more-efficient problem approximation 

approach using Lagrangian Relaxation [181].  
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Figure  3-4: Different representations of protein structures. (a) Protein 3D structure. (b) Protein Contact 

Map. (c) Protein contact graph. 

3.4.2 Existing Computational Techniques for Proteomic Pattern Discovery 

Proteomic pattern discovery involves identifying novel, interesting patterns in a number of 

related proteins.  In general, pattern discovery is a more computationally intensive and harder task 

than pattern matching. For one reason, there is no universal definition of the “best” pattern to 

discover as it generally depends on the intended use of the pattern.  Also, there is often a huge 

number of potentially promising patterns, and it is not easy to decide which of them are the most 

promising [25]. Thus, it is not always practical in a pattern discovery task to exhaustively explore 
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the entire search space using a sliding window technique. Besides it may be computationally 

prohibitive to use a brute-force search strategy, especially for large-scale problems. 

Our earlier work in [182] attempted to use sequence similarity and  evolutionary information 

as clues to discover corresponding similarity in substructural contact map patterns without having 

to exhaustively explore the entire search space. It was found that high sequence similarity (above 

60%) proved to be a good indicator of a corresponding high diagonal contact map similarity 

(around 70-90%). This correlation, however, did not appear to be suitable when contacts are long-

range (i.e., in the off-diagonal areas of contact maps), or when local sequence similarity is low 

(less than 60%). It was suggested that alternative machine learning or heuristic optimization 

techniques are necessary to be employed in the off-diagonal areas of contact maps, instead of 

sequence and evolutionary information that both did not appear helpful in these off-diagonal 

areas, where the most uncertain, yet important, protein long-range contacts exist. Applying 

heuristic optimization techniques to the task of discovering similar substructural patterns at the 

off-diagonal areas of contact map pairs will be useful in reducing the problem’s computational 

complexity, compared with the traditional brute-force search strategy.  

Several studies have been proposed in the literature to tackle the problems of proteomic 

pattern discovery and protein structure comparison, using different techniques that vary from 

recursive  branch-and-bound methods [183] to maximal common subgraph detection algorithms 

[184], from stochastic optimization by Monte Carlo simulated annealing methods [185] to 

evolutionary optimization by genetic algorithms [186], and from geometric hashing methods 

[187] to dynamic programming [188] and clustering algorithms [189].  Protein contact maps were 

commonly used in various protein structure comparison studies, such as DALI [56],  MATRAS 

[57], SSAP [58], VOROLIGN [59], and MATALIGN [60]. However, to the best of our 

knowledge, no attempt has been made in the literature to make use of the relatively-recent PSO 
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metaheuristic to the problems of proteomic pattern discovery in contact maps or even to the 

general problems of protein structure comparison/alignment.  

3.5 Beyond the PSO Metaheuristic 

Particle Swarm Optimization is just one paradigm of Swarm Intelligence (SI). Other SI-

inspired algorithms include Ant Colony Optimization (ACO) [116, 117], Artificial Bee Colony 

(ABC) Optimization [124], Bacterial Foraging Optimization (BFO) [125] and Artificial Immune 

System (AIS) [127], to mention a few. All these SI models intrinsically share the same 

inspirational origin of the intelligence of different swarms and colonies in nature, such as the 

social collective intelligence of ant colonies in ACO, honeybee colonies in ABC, swarms of        

E. Coli bacteria in BFO, and swarms of cells and molecules in AIS. 

3.5.1 Ant Colony Optimization (ACO)  

Ant Colony Optimization (ACO) is actually the first example of a successful SI-inspired 

metaheuristic, which was introduced by M. Dorigo et al.  [116, 117] and has been originally used 

to solve discrete optimization problems in early 1990s. ACO draws inspiration from the social 

behaviour of ant colonies. It is a natural observation that a group of ‘almost blind’ ants can jointly 

figure out the shortest route between their food and their nest without any visual information. 

Interestingly, while ants are crawling searching for potential food sources, they deposit trails of a 

volatile chemical substance known as pheromone to help other ants to follow their trace. 

Therefore, ants that happened to pick the shortest route to the food source will be the fastest to 

return to the nest, and will reinforce this shortest route by depositing more pheromone trial on 

their way back to the nest. 
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Figure  3-5: Ants’ stigmergic behaviour in finding the shortest route between food and nest. 

 

Consequently, the shortest route will gradually attract other ants to follow, and as more ants 

follow the route, it becomes more attractive to other ants as shown in Figure  3-5. This 

autocatalytic or positive feedback process is an example of a self-organizing behaviour of ants, in 

which the probability of an ant’s choosing a route increases as the count of ants that already 

passed by that route increases. When the food source is exhausted, no new food pheromone trails 

are marked by returning ants and the volatile pheromone scent slowly evaporates. This negative 

feedback behaviour helps ants deal with changes in their environment. For instance, when an 

already established path to a food source is blocked by an obstacle, the ants leave the path to 

explore new routes. Such trail-laying, trail-following behaviour is called stigmergy (interaction 

through the environment), and is considered an indirect type of communication in which ants 

change the environment (soil surface) and the other ants detect and respond to the new 

environment. Stigmergy provides a general mechanism that relates individual (local) and colony-

level (global) behaviours: individual behaviour modifies the environment (trail-laying), which in 

turn modifies the behaviour of other individuals (trail-following) [129]. 

3.5.1.1 PSO vs. ACO 

Despite the fact that both PSO and ACO metaheuristics are principally similar in their 

inspirational origin (the intelligence of crowds or swarms), and are based on nature-inspired 

properties, they are fundamentally different in a number of aspects, as summarized in Table  3-1:  
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Criteria PSO ACO 

Communication 
Mechanism  

PSO uses a direct communication 
mechanism among particles 
without altering the environment. 

ACO uses an indirect communication 
mechanism among ants, called stigmergy, 
which means interaction through the 
environment. 

Problem Types  

PSO is originally used to solve 
continuous problems, but it was 
later modified to adapt binary/ 
discrete optimization problems. 

ACO is originally used to solve combinatorial 
(discrete) optimization problems, but it was 
later modified to adapt continuous problems. 

Problem 
Representation  

PSO’s solution space is typically 
represented as a set of  
n-dimensional points. 

ACO’s solution space is typically represented 
as a weighted graph, called construction graph. 

Algorithm’s 
Applicability 

PSO is more applicable to 
problems where previous and next 
particle positions at each point are 
clear and uniquely defined. 

ACO is more applicable to problems where 
source and destination are predefined and 
specific. 

Algorithm 
Objective  

PSO’s objective is generally finding 
the location of an optimal point in a 
Cartesian coordinate system. 

ACO’s objective is generally searching for an 
optimal path in the construction graph. 

Examples of 
Algorithm 

Applications 

Track dynamic systems [141], 
evolve NN weights  [190], analyze 
human tremor [143], register 3D-to-
3D biomedical image [144], control 
reactive power and voltage [145], 
and even play games [146]. 

Sequential ordering  [191], scheduling [192], 
assembly line balancing [193], probabilistic 
TSP [194], DNA sequencing [195], 2D-HP 
protein folding [196], and protein–ligand 
docking  [38]. 

Table  3-1: Comparison between PSO and ACO 

3.5.2 Artificial Bee Colony Optimization (ABC)  

As its name implies, ABC algorithm is inspired by natural honeybee colonies [124]. 

Honeybees are known to be very efficient in exploiting the best food sources (in terms of distance 

and quality) based on a group of forager bees.  When a forager bee (recruiter) decides to attract 

more bee mates to a newly discovered good food source, it returns to the hive and starts 

performing what is known as the “waggle dance” to communicate spatial and profitability 

information about the discovered food source, and recruit more honeybees (dancer followers) to 

exploit it. The language of waggle dance and its orientation patterns were first deciphered by von 

Frisch in 1967 [197]. The waggle dance consists of a series of waggle phases. A waggle phase 

starts when the recruiter bee vigorously shakes its body from side to side [198]. The time interval 

between each waggle phase is called a return phase, in which the recruiter bee makes an abrupt 
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turn to the left or right before starting another waggle phase. The waggle dance encodes both 

spatial and profitability information of the target food source to dance followers [199].  

3.5.2.1 Spatial Information 

The waggle dance encodes two important pieces of spatial information:  the direction and the 

distance to the target. The direction information is encoded in the waggle dance orientation [199]. 

During the waggle dance, the recruiter bees amazingly align their body with an angle representing 

the direction of food location relative to current sun direction. This means food sources located 

directly in line with the current sun direction are represented by a series of waggle phases 

oriented to the upward/vertical direction. If food sources, however, are located with an angle to 

the right or left of the sun, their direction is encoded in the waggle dance orientation by a 

corresponding angle to the right or left of the upward direction. What is really astounding is that 

recruiter bees have an internal clock that helps them adjust the angles of their dances relative to 

the sun directional changes throughout the day, even after they have been in their almost dark 

hive for extended time [197].  

On the other hand, distance information is encoded in the waggle phase duration, i.e., dances 

for close targets have short waggle phases, while dances for remote targets have long waggle 

phases. Dance followers need both direction and distance information to reach the target food 

source, which could be several kilometers away from the hive, as they fly in a three-dimensional 

space, unlike most ants that just normally walk on the ground searching for nearby food sources.  

3.5.2.2 Profitability Information 

 Profitability information is encoded in the overall waggle dance duration and the return phase 

duration (or the time interval between waggle phases). The larger the number of waggle phases 

(or the longer the overall duration of waggle dance), and the shorter time interval between waggle 

phases, the more profitable the target food source [199]. Even more astoundingly, the nervous 

system of even beginner recruiter bees has been internally calibrated to assess the profitability of 
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food sources based on different factors: (a) the sugar content of their nectar, (b) their distance 

from the colony, and (c) the ease with which nectar (or pollen) can be collected. After recruiter 

bees assess these factors, they decide on two things: firstly, if the food source worth foraging for 

(by themselves), and secondly if it worth recruiting more honeybees [200]. 

3.5.2.3 Honeybee Foraging Behaviour 

The foraging behaviour of a honeybee colony can be summarized as follows: when a forager 

bee finds a food source, it first returns to the hive and relinquishes its nectar to worker bees to 

store it in the hive. At that point, the forager bee has three options/decisions to take: (i) it can 

become a recruiter bee and performs a waggle dance to recruit more bees (the dance followers) to 

join it in foraging for the food source, if it is worthwhile, (ii) it can remain as a forager bee by just 

going back to the food source and continue foraging there by itself, if it is not really worth 

advertising for, or (iii) it can become an uncommitted follower by abandoning the food source 

when it is completely exhausted – in this case, the uncommitted-follower bee starts to watch for 

any waggle dances being performed by other recruiter bees and potentially become a dance-

follower bee [201]. More details about natural honeybee colonies and Artificial Bee Colony 

optimization algorithm can be found here  [124]. 

3.5.3 Genetic Algorithms (GAs) 

Swarm Intelligence is just one of several other "metaphorical" models that have been 

introduced in Soft Computing. Another example of a successful "metaphorical" model is the 

Evolutionary Computation, including Genetic Algorithms (GAs) [202] and Deferential Evolution 

(DE) [203] algorithms, which mimic the evolution process of the Darwinian Theory. A third 

popular example is the Artificial Neural Networks (ANN) algorithm that mimics the human 

neural networks and the massive interactions among neurons in the human brain. The knowledge 

resulted from the learning process in ANN algorithm is numerically embedded in the weights of 

the network connections (similar to ACO’s knowledge that is numerically embedded in the 
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pheromone concentrations, as briefly discussed in Section  3.5.1). Actually both ACO and ANN 

algorithms are based on the same autocatalytic principle: reinforcement of portions of solutions 

that belong to good solutions either by adding more pheromone amounts in case of ACO or 

increasing network weights in case of ANN. Differential Evolution (DE) algorithm, on the other 

hand, is rather similar to GAs, since both are based on the same evolutionary principles, except 

that DE (and also PSO) better handle real-valued objective functions and floating-point 

parameters than GAs.    

Covering all these Soft Computing algorithms in detail is obviously beyond the scope of the 

thesis, but let us take Genetic Algorithms (GAs) as an interesting example to compare with PSO 

algorithm – our primary focus in this thesis.  The main concepts of Genetic Algorithms (GAs) 

were first rigorously presented by John Holland in the mid-1970s [202], drawing inspiration from 

the evolution metaphor of the Darwinian theory, and following basic genetics principles. GAs 

employ three operators to propagate their population from one generation to another: Selection, 

Crossover and Mutation. (i) Selection operator mimics the natural selection’s principal (Survival 

of the Fittest), in which the most fitted population individuals are selected for future generations 

over weaker, less fit individuals. (ii) Crossover operator mimics the reproduction behavior 

observed in biological populations. It produces future generations of high-quality off-springs, 

sharing a combination of the good characteristics/chromosomes from the previously-selected, 

most fitted parents. (iii) Mutation operator promotes the exploration ability of the algorithm by 

introducing diversity in population characteristics, which acts as necessary randomness to reduce 

the probability of getting tapped into local optima. More details on GAs can be found in these 

references [204, 205] for interested  readers.  

3.5.3.1 PSO vs. GAs 

The comparison between PSO and GAs has generally been popular in the literature [206-210], 

because it highlights what the novelty of PSO metaphor is and what's new PSO can really offer 
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compared to the other well-established metaphorical models (such as GAs). The comparison also 

demonstrates the fact that the general SI metaphor is not merely giving new names to existing 

operations, but there are fundamental differences in the core optimization processes and functions 

between it and other metaphorical models. 

 
Criteria PSO GAs 

Conceptual Bases 
 

PSO is based on the intelligent social 
behaviour of swarms in nature. 

GAs are based on the process of 
natural selection.                                      

Cooperation vs. 
Competition 

 

The convergence in PSO is driven through 
learning from cooperative peers (social 
experience-sharing strategy ) 
 

The convergence in GAs is driven 
through learning from competitive 
individuals (survival of the fittest 
principle) 

Population 
Adapting 

vs. Population 
Replacement 

 

PSO uses a velocity update equation 
through a process of “adapting” the current 
population. (search by attracting the 
particles to positions with good solutions) 
 

GAs use arithmetic crossover and 
mutation operators through a process 
of “replacing” the previous population 
with a new one (resembling 
generations’ death and birth)  

Conscious 
Mutation  

vs. Random 
Mutation 

The position update equation of PSO 
performs some sort of conscious mutation 
using the flying experience of each particle 
and its peers. 
 

The arithmetic mutation operation in 
GAs performs some sort of random 
mutation using a predefined mutation 
operator and mutation rate 
 

Information 
Sharing 

Mechanism 
 

In PSO, only the global/local best particle 
communicates its position information to 
other particles in a one-way information 
sharing mechanism  

In GAs, chromosomes mutually share 
their genetic information with each other 
through a genetic recombination process 
(crossover). 

 Table  3-2: Comparison between PSO and GAs  

3.5.3.2 PSO Advantages over GAs 

 The key advantage of PSO over GA is that it is algorithmically simpler, yet more 

robust and generally converges faster than GAs [159, 208]. In fact, the simplicity of 

PSO allowed scientists from different backgrounds, not necessarily related to 

computer science or programming skills, to use PSO as an efficient optimization tool 

to a wide-range of application domains.    

 PSO is more able to control convergence than GAs. Although manipulating rates of 

crossover and mutation can have an effect on controlling GA’s convergence, such 

controlling effect is not as significant compared to the level of control that can be 

achieved in PSO through, e.g., manipulating its inertia weight [206]. For example, it 
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has been shown that the decrease of inertia weight dramatically increases the swarm’s 

convergence [211].  

 Because of the various studies available in the literature to address the parameter 

selection issue in PSO, the PSO parameters are now more easily selected and more 

robustly tuned/controlled than GA parameters [155, 212]. 

 PSO has an impressive ability to perform well without having a large swarm size. In 

fact, it has been observed that PSO with smaller swarm sizes perform comparably to 

GAs with larger populations [159]. It has also been observed that the PSO 

performance is not sensitive to the population size, as long as the population size is 

not too small. This observation was first suggested by Shi and Eberhart [155], and 

then verified by Løvberg and Krink [213, 214]. 

Hybrid approaches combining PSO and GAs were attempted by Veeramachaneni et al. in 

2003 [215]. The main idea of their work is to take the population of one algorithm (when there 

has been no fitness improvement) and use it as the starting population for the other one, instead of 

just employing the traditional random initialization mechanism [159]. Two versions were 

proposed in this study: GA-PSO and PSO-GA. In GA-PSO, the GA population is used to 

initialize the PSO population, while in PSO-GA, the PSO population is used to initialize the GA 

population. The study results showed that:   GA & GA-PSO << PSO < PSO-GA, i.e., PSO-GA 

was the best-performing version, and it even had a slightly better performance than PSO. 

Furthermore, both PSO and PSO-GA performed remarkably better than both GA and               

GA-PSO [159, 215]. 

3.5.3.3 Similarities between PSO and GAs 

Although PSO and GAs are based on totally different philosophical metaphors (namely, the 

evolution metaphor for GAs vs. the bird flocking metaphor for PSO), both PSO and GAs share a 

number of common features, such as: 
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 Initialization Mechanism: Both PSO and GAs are stochastic population-based 

algorithms that start with a number of randomly generated individuals/particles.  

 Fitness Function: Both PSO and GAs use a specific fitness function (required to be 

optimized) to evaluate the population members (i.e., either individuals’ genetic 

encodings in GAs or particles’ positions in PSO), and accordingly assign fitness 

values to them.  

 Nature-inspired Properties: Both PSO and GAs update their population according to a 

number of nature-inspired properties.  For instance, the velocity update equation in 

PSO and the arithmetic crossover operator in GAs are both nature-inspired properties 

that can actually be considered quite analogous to each other [216].  

 Parameter Tuning: Both GAs and PSO have several numerical parameters that 

remarkably affect the convergence process, and therefore need to be carefully 

selected.  For example, population size, crossover and mutation rates are required to 

be carefully selected in GAs. Also, swarm size, inertia weight, cognitive and social 

parameters (c1 and c2) need to be cleverly decided upon in PSO [206]. 

3.5.3.4 Dissimilarities between PSO and GAs  

 Different Conceptual Bases: The conceptual bases of PSO and GAs are intrinsically 

different: GAs are based on the process of natural selection, whereas PSO algorithms 

are based on the intelligent social behaviour of swarms in nature. 

 Cooperation vs. Competition: PSO algorithms choose the path of “cooperation”, i.e., 

convergence is driven through learning from cooperative peers/particles, while GAs 

choose the path of “competition”, i.e., the convergence is driven through learning 

from competitive individuals (following the survival of the fittest principle) [38]. 

 Selection Mechanism: The objective of the selection mechanism in GAs is to apply 

natural selection’s principle (survival of the fittest), in such a way that the best 
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individuals with the highest performance on the optimization problem are selected and 

individuals with poor performance are discarded.  On the other hand, PSO does not 

explicitly include a selection mechanism for its convergence strategy; rather it relies 

on each particle’s memory of its historically best position and the swarm’s 

global/local best position. It is worth noting that the particle’s best position (the 

individual experience) in PSO largely resembles the parent’s role in GAs with the 

distinction that no new individuals in PSO are created, but instead are updated relative 

to their own individual experience, or, for analogy purposes, their own parents [207]. 

 Population Adapting vs. Population Replacement: In PSO, instead of explicitly using 

genetic operators like crossover and mutation, each particle adjusts its velocity (and 

therefore position) according to its own flying experience, as well as the flying 

experience of its peers, so the changes are driven through learning from peers and not 

through genetic recombination and mutations [155]. In other words, PSO iteratively 

uses a velocity update equation through a process of “adapting” the current 

population (so, the convergence is performed by attracting the particles to positions 

with good solutions), while GAs use crossover and mutation operators through a 

process of “replacing” the previous population with a new one (resembling the death 

and birth of successive generations in nature). In contrast, PSO population is more 

stable, as its particles are not destroyed or created, but rather they are just influenced 

by the best performance of themselves and their peers [38]. 

 Conscious Mutation vs. Random Mutation: The position update equation in PSO, 

which adds the velocity to the current position to generate the new/next position, is 

quite analogous to the arithmetic mutation operation in GAs. However, the "mutation" 

process in PSO is not randomly performed (as in GAs); rather it is guided by a 

particle’s own flying experience and the flying experience of its peers. In other words, 
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the position update equation of PSO performs some sort of conscious mutation, as 

opposed to the random mutation performed in GAs (using a predefined mutation 

operator and rate) [155]. 

 Memory Capabilities: Since the original PSO has a built-in memory capability, each 

particle in PSO benefits from its previous experience. In contrast, individuals in GAs 

do not benefit from their history because the standard GA has no memory, plus the 

population in each iteration of GAs replaces itself, anyway, in a number of 

generations that are successively destroyed and created.  

 Information Sharing Mechanism: In GAs, chromosomes mutually share their genetic 

information with each other through a genetic recombination process known as 

crossover. In PSO, however, only the global/local best particle communicates its 

position information to other particles in a one-way information sharing       

mechanism [38].    

 Problems Types: The standard GA is an inherently discrete algorithm, i.e., it encodes 

its design variables into bits of 0’s and 1’s, making it generally suitable for 

discrete/binary problems [208]. In contrast, the original PSO is an inherently 

continuous algorithm, but it was later modified to handle discrete/binary problems. It 

has been observed that the binary PSO is generally faster, more robust and performs 

better than GAs, particularly on high dimensional problems [209, 210]. 

3.6 Summary  

In this chapter, the main concepts and principles of Swarm Intelligence (SI) are presented, 

with a particular focus on Particle Swarm Optimization (PSO), as one of the most popular SI-

inspired optimization techniques with thousands of successful and diverse applications available 

in the literature. Moreover, the chapter provided a brief survey of existing computational 

techniques commonly used for related research problems to this thesis, namely, proteomic pattern 
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matching/discovery and protein structure comparison/alignment. This chapter also briefly covered 

other SI-inspired algorithms, such as Ant Colony Optimization and Artificial Bee Colony 

Optimization. This showed how astoundingly-intelligent the social collective behaviour of 

swarms in nature is, as well as how knowledge from different disciplines (such as, animal 

behaviour, physics and social psychology) can actually work in harmony together, and practically 

be used in computer science and beyond. Lastly, the chapter summarized the similarities and 

dissimilarities between PSO, as one of the most competitive emerging computing techniques, 

versus Genetic Algorithms (GAs), as an example of evolutionary computing techniques.  

The key points of this chapter can be summarized, as follow:    

 Nature is a rich inspirational source and there is still much to learn from. 

 We can take advantage of the social collective behaviour of swarms to solve our real-

life problems, by observing how these swarms have survived and solved their own 

challenges in nature.  

 The key idea of SI is that several simple agents interacting locally among themselves 

can eventually emerge a sophisticated global behaviour.   

 SI-based algorithms are fast-growing and far-reaching in many domains, and have a 

wide-range of successful applications on various different areas. 

 SI is an active field in Emerging Computing with huge potential still far from 

exhausted, as well as SI-based research is exponentially growing and going on. 
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Word Cloud 4: Visual abstract of Chapter 4 – Pattern Discovery in Protein Structures. 
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Chapter 4 

Pattern Discovery in Protein Structures  

This chapter discusses and evaluates the proposed PSO-based algorithms for pattern matching 

and discovery in protein 2D contact maps and 3D structures. Moreover, it presents a number of 

proteomic applications for motif detection and protein structure classification. Let us start by a 

typical pattern matching task in protein contact maps: Given a query contact pattern of size u x v, 

the goal of the pattern matching task is to search for the given pattern in an n x n target contact 

map, where n >  u and v. In this thesis, the 2D position of each particle is used to represent the 

upper-left corner of a flying u x v window on the target contact map. Particle positions are 

rounded to the nearest integer since they represent pixel locations on the target contact maps.  

Each particle’s fitness is computed at each iteration by calculating the similarity between the 

query contact pattern and the region covered by each flying window on the target contact map 

using Jaccard’s coefficient, as discussed in Section  4.1.3. Due to the symmetrical nature of 

contact maps, only one half of the target contact map is considered. Thus, particle positions are 

initialized (and re-initialized as necessary) to always be at the upper triangle of the contact map, 

which is surrounded by three boundaries, namely, upper horizontal boundary, left vertical 

boundary and diagonal boundary.  

There are several types of boundary conditions that have been proposed in the literature to 

prevent particles from crossing search boundaries (called restricted boundary conditions), or 

proposed to gradually help particles to go back inside search boundaries (called unrestricted 

boundary conditions), such as absorbing, reflecting, invisible and damping conditions [217]. Xu 

et al. [218] suggest that the damping boundary condition is generally a safe choice due to its 

robust and consistent performance, while the invisible boundary condition is an efficient 

alternative.   In our study, it is empirically found that the restricted damping boundary condition 
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works well with the vertical and horizontal contact map boundaries, while the invisible damping 

boundary condition is adopted for the contact map diagonal boundary.   

Firstly, in the restricted damping boundary condition, particles are not allowed to go outside 

the vertical and horizontal boundaries of the contact maps. Thus, when the updated particle 

position in any dimension is happened to be outside the contact map boundaries, the position 

value is reset to the contact map boundary in that dimension, and the particle velocity (vid(t)) in 

that dimension is changed to the opposite direction after multiplying it by a random number 

between 0 and 1, i.e.,  vid(t) is changed to – rand() * vid(t).  This acts as a “hard” wall that absorbs 

a randomly-determined amount of the particle velocity and reflects it back, after losing part of its 

energy, inside the contact map.  

Secondly, in the invisible damping boundary condition, particles are initially allowed to go 

beyond the main diagonal of contact maps in the lower triangle, but they are given bad fitness 

value to eventually get attracted back to the upper triangle. That is, instead of resetting particle 

positions, the particle fitness value is reset to zero, and the particle velocity components ( vid ( t ) ) 

in both dimensions  are changed  to the opposite directions after multiplying them by a random 

number between 0 and 1, i.e., vid(t) is changed to  –rand() * vid(t) in both dimensions.  This acts as 

a “soft” wall that initially allows errant particles to go beyond that wall, but their momentum will 

be reversed due to the bad fitness value they are assigned, as well as the damping negative 

velocity they are received in both X- and Y- dimensions.  This will eventually cause any errant 

particle to get attracted back to the upper triangle, after losing part of its energy.  

4.1 Agile PSO (APSO) Algorithm for Contact Pattern Matching 

In general, agility is the ability to change the body's position rapidly and efficiently as 

required, which is basically what the Agile PSO attempts to accomplish when particles are 

trapped in a local optimum. Several attempts have been proposed in the literature to recover the 

swarm from a stagnation situation using different strategies, such as restarting, resetting or 
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regrouping the particles to diversify the swarm and escape possible local optima [219, 220]. One 

of the key questions for these strategies is when to best restart or re-initialize the swarm.  Some 

studies suggest resetting the swarm every fixed K number of iterations [220], while other studies 

suggest restarting the swarm when the Maximum Swarm Radius (or, the most-distant particle 

from the global best) reaches a predefined stagnation threshold (or, a minimum distance threshold 

taken as a percentage of the search range) [219, 221, 222]. Our proposed Agile PSO uses a novel 

strategy that showed to be more efficient and effective compared with the aforementioned studies, 

as well as less dependent on the problem search space, as later discussed in Section  4.1.5.3.  

4.1.1 When to Restart 

The proposed APSO restarts the swarm using a criterion based on the swarm-wide 

performance on the objective function with relative to the global best performance. That is, APSO 

uses a Performance-based Stagnation Indicator (PSI) based on the Average Swarm Fitness to 

define a potential stagnation situation to be imminent when the average fitness of the entire 

swarm becomes almost the same as the global best particle, as shown in equation (10). Unlike the 

distance-based methods for stagnation detection, the PSI method is not dependent on the range of 

the search space. Moreover, the PSI method defines a stagnation situation without the overhead of 

calculating all pairwise distances between particles and the global best particle at each iteration, 

which represents a computational overheard of O(nk) for a swarm of n particles in k number of 

iterations. Instead, the PSI method makes use of particle fitness values that are already calculated 

and stored in their memory:  

                             
	 	 	 	

	 ,			 0                     (10) 

where f is the objective (maximization) function,  is the corresponding fitness vector of 

particles’ historically best positions,  is the fitness value of the global best particle position, 

and  is the PSI threshold, which is a positive percentage value to be specified by the user (the 

PSI threshold is empirically set to 90% in the 2D proteomic pattern matching problem). PSI value 
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clearly affects the algorithm sensitivity to triggering the restart mechanism.  The smaller the value 

of	ψ, the more frequent the PSI condition will be satisfied during the algorithm run.   Thus, the 

PSI threshold needs to be large enough to avoid unnecessarily restarting the swarm when the 

majority of particles are still exploring the search space and have not even become closer to the 

global best particle. Since the chance of stagnation situation generally increases as the problem 

dimensionality increases, a more sensitive restart mechanism for higher-dimensional problems 

would be needed. Therefore, it was not surprising to empirically find that a PSI threshold of 80% 

works better in the higher-dimensional pair-wise pattern discovery problem, as later discussed in 

Section  4.2.3. 

It is worth noting, however, that the fitness values of all particles are initially set to zero, 

which is the worst possible fitness value in the pattern matching/discovery maximization 

problem. So when particles start exploring the search space with bad fitness values, it may 

happen that the average fitness of the swarm is almost as bad (close to zero) as the fitness value 

of the global best particle at the very first iterations, although they are not even close to the global 

best particle.  To avoid incorrectly considering this case as a stagnation situation, the PSI 

condition is not checked at the very beginning of the search stage (when the fitness value of the 

global best particle is still around zero), nor at the very end (e.g., after exceeding 90% of the 

maximum number of iterations).      

In summary, the proposed restart mechanism in APSO is triggered when the average fitness of 

the entire swarm is almost (>90%) the same as the fitness value of the global best at any iteration 

except at the very beginning (when particles are just started to explore the search space), and 

except at the very end (when it is not practical to restart the swarm). The proposed PSI method 

has shown competitive performance compared with a number of other studies that restart the 

swarm after a fixed K number of iterations [220], or that use the Maximum Swarm Radius 

criterion to restart the swarm [219, 221, 222], as later discussed in more details in Section  4.1.5.3. 
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The efficiency and the effectiveness of the PSI method is also going to be analyzed in more detail 

on a number of classical and advanced (shifted/rotated) general benchmark optimization 

functions, as discussed in the next chapter (Section  5.4.2). 

4.1.2 What to Restart 

Another key question concerning Multi-Start PSOs is what actually to restart. Different studies 

have used numerous strategies that vary from restarting the particle positions and/or changing 

their velocities (e.g., resetting velocity to zero [223] or inverting velocity’s direction  [224]) to 

also resetting particle memories. These strategies have been applied either to 1) only the global 

best particle since it has the most influence on the rest of the swarm [225], 2) to a random 

percentage of the swarm (e.g., 10% [226]), or 3) to all swarm particles except the global best to 

help them discover better positions [227].  Each restarting strategy has its own limitations. For 

example, restarting the global best particle position alone would not cause instant change to the 

search behaviour, whereas resetting a random percentage of the swarm may not have a strong 

influence to the swarm if the randomly selected particles do not include the global best particle 

(the most influential particle to the entire swarm). Moreover, changing particles’ positions 

without resetting their velocities/memories would not remove previous directional/performance 

search bias. Therefore, in this study, the positions of all swarm particles are re-initialized, as well 

as their velocities and memories are reset to instantly change the overall search trend and remove 

previous search bias, while keeping a dictionary of all previously found best search results.  

Recording the performance prior to each restart is vital because it is not necessarily the case that 

the performance is going to improve after each full restart – the swarm may get trapped in another 

even worse local optimum especially in complex multimodal problems.  Thus, in the proposed 

restart, while all particle memories, velocities and their positions are reset or lost after each 

restart, their best global performances over all number of restarts are kept in a performance 

dictionary. Using this approach, the proposed APSO guarantees to eventually pick the historically 
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best performance (achieved over all number of restarts) that does not necessarily have to occur at 

the end of the last iteration. 

4.1.3 Objective Function 

Jaccard’s Coefficient (J) is a standard similarity measure that is commonly used to calculate 

the similarity of asymmetric or sparse binary data [228]. In contact maps, binary values do not 

hold equal information since zero values hold no information (zero values mean there is no 

contact between corresponding protein residues), as opposed to the most interesting non-zero 

values where contacts between protein residues occurred. That is why Jaccard’s coefficient is 

suitable for measuring contact map similarity where binary values do not carry equal information. 

Furthermore, Jaccard’s coefficient does not consider counting common zero elements (i.e., no-

contacts in contact map pairs), which removes the effect of the “double absence” that has neither 

meaningful contribution to the similarity, nor the dissimilarity, of contact map pairs, as shown in 

equation (11). Therefore, Jaccard’s coefficient was chosen as the contact map similarity measure 

that best determines the fitness value of particles.  

                              00

11

CS

C
J


                                         ( 11) 

Where, C11 is the count of nonzero elements (contacts) of both contact maps, C00 is the count of 

zero elements (no-contacts) of both contact maps, and S is the contact map size (i.e., the square of 

its protein sequence length). 

4.1.4 Related Work for Contact Pattern Matching  

The proposed APSO method is unlike the method proposed by Mussi et al. [174], in  which  

each  particle  has  a  different  sample  of  the query common target for all particles, as briefly 

described in Section  3.4. Mussi’s method is not suitable for binary pattern matching where one 

cannot have different samples of the colorless query pattern’s boundary (i.e., there are no 

distinguishing color features along the boundary). Unlike APSO, Mussi’s method is insensitive to 



 

72 

 

the basic pattern transforms (e.g., rotation, skewing and scaling). But according to the nature of 

our study, scaled or skewed contact patterns do not necessarily represent useful corresponding 

similarity in protein structures; thus, we are more interested in locating query patterns without 

any transforms.   Moreover, as discussed in Section  3.4, Mussi’s method requires swarm training 

so that each particle can “learn” its own sample of the query pattern before searching for it, 

whereas there is no training required in the proposed method since particles learn from their own 

memory and their global best particle simultaneously while they are searching for their common 

target. That is, all particles in APSO have the same target of locating the upper-left corner of the 

query contact pattern. Figure  4-1 shows two examples of target and query contact patterns, and 

Figure  4-2 shows a sample run of the proposed APSO algorithm for contact pattern matching on 

the first test case.   

4.1.5 Performance Evaluation and Discussion of the APSO Algorithm  

In this section, we evaluate the performance of the proposed APSO algorithm. So we first 

present the experimental settings and parameters adopted for the APSO algorithm, and then we 

compare APSO with other related work in the literature. 

4.1.5.1 Experimental Settings and Parameters for Agile PSO (APSO) 

The code for APSO is written in Matlab.  For each test case shown in Figure  4-1, the 

experiments were repeated using a swarm of 50 particles over 10 independent runs, once using a 

linearly decreasing inertia weight with ωhi = 0.9 and ωlow = 0.4 and c1=c2=1.5, and another time 

using the constriction coefficient method with  0.729 and c1=c2=2.05. A histogram analysis is 

then conducted to compare the overall performance during each set of 10 independent runs for 

different tested cases.  

For a more robust comparative analysis, the performance was measured by how many times 

the method was able to find the target pattern in the contact map with over 90% similarity in 1000 

iterations (number of hits),  instead of  checking how long  the algorithm  needed  to  discover the  
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Figure  4-1: Two test cases of query contact pattern and its target contact map of two proteins (1b71 and 

1rn1, respectively).  

 
Figure  4-2: Sample run of the APSO on the first test case. (a) Particles are initialized in the upper triangle. 

(b) Particles are about to converge to a local optimum. (c) A stagnation situation is detected using the PSI 

method and the restart mechanism in the APSO is triggered. (d) Particles converged to the global optimum 

and found the query contact pattern in the target contact map. 
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target pattern, regardless of  the number of iterations or objective function evaluations per run.  

This is in order to check the consistency of the algorithm’s ability in finding the optimum solution 

several times in a given number of iterations.   That is why APSO does not terminate, in this 

experiment, even when it finds an exact match; it rather restarts the swarm and continues the 

search for any other optimum region(s) until reaching a maximum number of predefined (1000) 

iterations, or 50,000 function evaluations.  

4.1.5.2 Constriction Coefficient is better than Inertia Weight 

To compare APSO performances using the constriction coefficient method with the inertia 

weight method, the algorithm recorded the fitness value of the global best particle at each 

iteration out of the allowed 1000 iterations. Then, a histogram with ten equally-spaced bins is 

calculated for each run, and a boxplot is used to visualize the median performance at each bin 

over 10 independent runs for each case.  The first bin represents the worst performance of 0-10% 

similarity range, while the last bin represents the best performance of 91-100%. As shown in 

Figure  4-3, APSO using the constriction coefficient method achieved better performance, on 

average, than the inertia weight method over 10 independent runs for all test cases.   

4.1.5.3 Comparison between Agile PSO (APSO) and Related Work 

Table  4-1 summarizes the results from a total of 220 independent runs, 10 runs for each tested 

algorithm. The table compares the performance between four PSO variants: 1) APSO, 2) the 

Classical Constricted PSO (without restarts), 3) a third method that resets the swarm every fixed 

K number of iterations [220]  (where five K values were tested: K=25, K=50, K=100, K=200 and 

K=500), and 4) a distance-based method that restarts the swarm when the Maximum Swarm 

Radius has reached a minimum distance threshold taken as a percentage of the problem search 

range [219, 221, 222]. One issue of the distance-based method is that the minimum distance 

threshold is dependent on the search space range. According to this study [219], the minimum 

distance threshold is suggested to be 1.1x10-4, or 0.011% of the search space range. This 
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percentage, however, is found to be very low in our experiments where particle locations 

represent integer values of pixels on contact maps. For example, if the most-distant particle is 

only one pixel away from the global best, the search range needs to be at least 9,090 to trigger the 

restart mechanism. This means, such a low threshold will not be effective in our study unless the 

protein sequence of the target contact map has a length greater than 9,090 amino acids, which is 

much larger than a typical protein size  (e.g., the average protein length for eukaryotic organisms  

     

 

 

 

 

 

 

 

 

  

Figure 4-3: Histogram analysis of APSO with 10 bins of different similarity range, each of which has a boxplot 

that aggregates the performance results over 10 independent runs for each bin/case. The performance is 

measured using the  number of times to identify a target region with a similarity that falls within each given 

similarity ranges.  (a) Shows the algorithm using inertia weight discovered the optimum region for Test Case 1 

with a median of ~564 times out of 1000, over 10 independent runs with 1000 iterations each. (b) Shows the 

performance using the constriction coefficient for Test Case 1 is better than case (a), on average. (c) Shows the 

performance using inertia weight for Test Case 2. (d) Shows the performance using the constriction coefficient 

method for Test Case 2 is better than case (c), on average. 

(a) (b)

(c) (d)
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is about 300-400 amino acids [229]). Thus, we tried different larger percentages in our 

experiments, ranging from 0.5% to 2% of the search range, but none of them (including the 

initially suggested 0.011%) achieved higher than 75% average success rate on locating the query 

contact pattern in the target contact maps, as shown in Table  4-1. 

For each case, the ‘max’, ‘min’ and ‘average’ number of times when the method was able to 

find the target pattern with over 90% similarity in 1000 iterations is recorded (i.e., the value at the 

last histogram bin).  When the ‘min’ performance is 0, this means the method was unable to find 

the target pattern in one or more complete runs. The exact number of failures can be determined 

from the success rate. For example, 70% success rate means the method was unable to find the 

target pattern in 3 out of 10 runs.   Bold values in the table represent the highest performance for 

methods with no less than 100% success rate on any test case.  

As shown in Table  4-1, while the classical constricted PSO achieved impressive performance 

on Test Case 1, it only achieved a 50% success rate on the more deceptive Test Case 2. As for the 

second method that simply restarts the swarm every fixed K number of iterations, it consistently 

achieved worse performance compared with APSO for all the tested five values of K, except 

when K = 200. When k = 200, the method achieved a better ‘max’ performance than APSO for 

Test Case 1, but still with a worse ‘min’ and ‘average’ performances for both Test Cases 1 & 2 

than APSO. This is due to the fact that APSO uses an adaptively changing number of restarts, as 

opposed to a fixed K number of restarts. That is, the restart trigger is not determined according to 

some artificially fixed cycles of equal length – it is rather dynamically triggered (as required) 

according to the “run-time” behaviour of the search process (i.e., when the majority of swarm 

particles approaches similar fitness value to the global best particle). Moreover, although the 

Maximum Swarm Radius method generally achieved a better ‘max’ performance than APSO, it 

never achieved a 100% success rate in both test cases, besides it consistently achieved worse 
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‘min’ and ‘average’ performances than APSO, with no success rate greater than 70% in all tested 

percentages on Test Case 2. 

In summary, not only did APSO with ψ=90% achieve a 100% success rate in both test cases, 

but it consistently achieved superior performance compared with the other tested restarting 

techniques, with a remarkable competitive performance especially on the more challenging Test 

Case 2. 

Constricted  
PSO (with 

no restarts) 

Restarting PSO every K fixed iterations 
[220]

Restarting PSO using Max 
Swarm Radius [219, 221, 222] 

 (% of search range) 

APSO
(ψ=90
%) 

K=25  K=50  K=100  K=200  K=500  0.50%  1%  1.50%  2% 

Test 
Case 
#1 

Max  998  589  804  912  969  990  998  998  943  957  897 

Min  979  347  544  592  573  490  0  0  250  492  744 

Avg  991  497  647  774  817  918  884.5  756  683  747  825 
Success 
Rate  100%  100%  100%  100%  100%  100%  90%  80%  100%  100%  100% 

Test 
Case 
#2 

Max  998  216  456  539  721  990  998  998  999  948  916 

Min  0  108  150  158  199  0  0  0  0  0  341 

Avg  478  169  255  328  402  440  581.4  392  472  494  644 
Success 
Rate  50%  100%  100%  100%  100%  60%  70%  40%  50%  70%  100% 

Table  4-1: Performance comparison between the proposed Agile PSO and related work in the literature. 

4.2 Extended Agile PSO (APSO 2) Algorithm for Contact Pattern Discovery 

This section presents an extension to the previously described APSO algorithm, upgrading its 

ability from two-dimensional pattern matching to four-dimensional pattern discovery in contact 

map pairs. In this section, a coding scheme of the particles is suggested to enable the application 

of PSO to the pairwise pattern discovery problem in contact maps.  Moreover, an improved 

initialization strategy is proposed to better target potentially promising regions of the more 

challenging and higher-dimensional problem search space. Each particle has a four-dimensional 

position vector:  X1, Y1, X2, Y2, which represents a pair of 2D points in the contact map pair. In 

particular, X1 and Y1 represent the upper-left corner of a flying u x v window on the first contact 

map, and X2 and Y2 represent the upper-left corner of a flying window (obviously of the same 

size) on the other contact map.  
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4.2.1 Extended APSO Strategies: Attractors vs. Distractors  

In this thesis, we are interested in the discovery of common or similar contact patterns at the 

off-diagonal regions of protein contact maps, where the most uncertain, yet important, long-range 

contacts exist. The discovery of such contact patterns at the off-diagonal regions is more 

challenging, compared with the contact patterns at the diagonal regions. This is because the dense 

short-range contacts are found to continuously distract the swarm particles from exploring the 

sparse long-range contacts at the off-diagonal regions.  One proposed solution for this problem is 

not only ignoring local contacts of less than 3.8Å, but also pruning short-range diagonal contacts 

of less than 7 residues apart.  This solution seemed to improve the swarm exploration ability at 

the off-diagonal regions of more interest to our study, but did not completely solve the problem.  

Another proposed solution is to strategically initialize the swarm towards the top right corner of 

the contact map (where the real attractors of long-range contacts exist), and far away from the 

diagonal area that is mainly found to distract particles from exploring the more valuable off-

diagonal regions.  Pruning the main diagonal and using the directed initialization/re-initialization 

strategy (as opposed to random initialization) have together remarkably improved the algorithm’s 

ability to discover common patterns of the more-challenging and valuable long-range contacts, as 

will be further discussed in Section  4.2.3. 

The extended Agile PSO (APSO 2) aims to automatically discover common or similar patterns 

of size u x v in a pair of protein contact maps without user intervention. Two pairs of contact 

maps  were  used  as  two  test cases, as shown in Figure  4-4. To test the algorithm’s ability in 

finding the global optimum, i.e., 100% similarity, a rectangular pattern of size u x v  is selected 

from one contact map and manually placed, at a random position, in the upper triangle of the 

other contact map for each test case.  Only the upper triangle is considered due to the symmetrical 

nature of contact maps. The 4D position of each particle is rounded to the nearest integer since 

this represents two pixel locations on the contact map pair.  Each particle’s fitness is computed 

using the aforementioned equation (11) by calculating the similarity between the pair of 
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rectangular regions covered by its current two pixel locations on the contact map pair, as shown 

in Figure  4-5. It is worth noting that the same boundary conditions of APSO are also used in the 

extended APSO 2. Figure  4-6 provides a brief pseudo-code that summarizes the main steps of the 

extended Agile PSO 2.    

 

 

 

Figure  4-4: Two pairs of contact maps: the two test cases. 
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Figure  4-5: Sample run of APSO 2 on the first test case. (a) Particles are initialized towards the top right corner of 

each contact map. (b) & (d) Particles are about to converge to a local optimum. (c) A stagnation situation is detected 

and particles are re-initialized. (e) & (f) Particles are getting converged to the global optimum and discovered the 

common contact pattern.  
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Agile PSO 2 for pattern discovery in protein contact maps 

 

Remove diagonal distractors:  

     Prune short‐range contacts of less than 7 residues apart.  

 

Perform directed initialization strategy: 

      Initialize particle positions towards the off‐diagonal area.  

      Initialize particle velocities and memories to zero.  

 

Do 

 

     Evaluate particle fitness values.  

     Record pbest for each particle and gbest for the swarm. 

     Update particles velocities using equation (8). 

     Move each particle to its new position using equation (2).   

 

     Apply boundary conditions for out‐of‐range particles:  

            Use restricted damping condition for V/H boundaries.       

            Use invisible damping condition for diagonal boundary.  

  

     IF an imminent stagnation is detected using equation (10), 

            Perform Agile Restart:  

                  Re‐initialize particles towards the off‐diagonal area. 

                  Reset their velocities and memories to zero. 

     END IF    

 

WHILE (reaching the maximum number of allowed iterations)  

Figure  4-6: Pseudo-code of the extended Agile PSO (APSO2) for pair-wise pattern discovery in protein contact maps. 
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4.2.2 Experimental Settings and Parameters for Extended Agile PSO (APSO 2) 

For each test case shown in Figure  4-4, the experiments were repeated with a swarm of 50 

particles over 10 independent runs using the constriction coefficient method with  0.729 and 

c1=c2=2.05. Performance analysis is conducted for different proposed variants of APSO algorithm 

at different PSI thresholds.  For  a  more  robust  comparative  analysis,  the performance was not 

measured by how long the algorithm needed to discover highly similar patterns in an unrestricted 

number of iterations, but rather it was measured by how many times the algorithm was able to 

discover highly similar patterns (>90% similarity) in 1000 iterations.   That is, the algorithm does 

not terminate when it finds highly similar patterns, instead the algorithm restarts the swarm and 

the pattern discovery process continues until reaching a maximum number of predefined (1000) 

iterations. This is in order to not merely check the effectiveness of the algorithm on discovering 

highly similar patterns but also to check the consistency of the algorithm’s ability in discovering 

such highly similar patterns in a given number of iterations. 

4.2.3 Performance Comparison and Evaluation of Extended Agile PSO (APSO 2) 

In this experiment, the performance was measured using the number of successful times in 

which each algorithm was able to discover highly similar patterns of over 90% similarity in 1000 

iterations per run. Thus, the algorithm kept the fitness value of the global best particle at each 

iteration. Then the count of fitness values of 90% or more is reported in each run.  Figure  4-7 

shows the count at each run for different proposed variants of APSO algorithm with the same set 

of parameters (as described in Section  4.2), namely: 

 APSO with Directed Initialization (APSO_D), 

 APSO with Pruned Main Diagonal (APSO_P), 

 APSO (APSO) with random initialization and unpruned main diagonal, and 

 Extended APSO (APSO_2) with directed initialization and pruned main diagonal. 
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Figure  4-7 clearly shows that APSO 2 achieved remarkably better performance over all 10 

independent runs for all test cases.  Another observation is that pruning the main diagonal appears 

to cause more performance improvement, on average, as opposed to using the directed 

initialization strategy. This is because pruning the dense short-range contacts at the diagonal area 

removes one of the main causes of search distraction that often leads particles to get trapped in a 

sub-optimal position at the dense diagonal area. Whereas, keeping dense diagonal contacts 

(distractors), even while using the directed initialization strategy towards off-diagonal areas, 

would not greatly reduce the chances of getting trapped in a local optimum region around the 

main diagonal.  Moreover, as shown in Figure  4-7, PSO algorithm with Directed Initialization 

slightly improved the success rate of APSO from 10% to 40% in Test Case 1, and from 20% to 

30% in Test Case 2.  Whereas, APSO with pruned main diagonal achieved even more 

performance improvement and raised the success rate to 80% in Test Case 1 and to 50% in Test 

Case 2. Using both strategies of pruned main diagonal and directed initialization achieved 

superior performance improvement and raised the success rate to 100% in both test cases.   

Table  4-2 summarizes the results of an empirical analysis on the effect of the PSI threshold on 

the performance of APSO 2 in a total of 180 independent runs, 10 runs for each tested 

case/experiment. The table also compares the performance of APSO 2 with APSO at different 

PSI thresholds. For each experiment, the ‘max’, ‘min’ and ‘average’ number of times in which 

the method was able to discover common or similar patterns with over 90% similarity in 1000 

iterations is reported over 10 independent runs. Similarly, an experiment with ‘min’ performance 

of zero means it included one or more failure runs (out of 10).  A failure run is defined as a 

complete run (of 1000 iterations), in which it was unable to discover highly similar patterns 

(>90%), causing the success rate to drop accordingly. For example, a success rate of 60% means 

the method was only able to discover highly similar patterns in 6 out of 10 runs.  
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Bold values in tables represent the highest performance for methods with no less than 100% 

success rate on both test cases. As shown in Table  4-2, the success rate deteriorates when PSI 

threshold is set > 80% for all test cases. Moreover, the ‘average’ performance generally appears 

to decrease when the PSI threshold is set below 80%.  Thus, a PSI threshold of 80% seems to 

work best for all test cases. It is also worth noting that while APSO 2 with ψ=95% generally 

achieved comparable ‘average’ performance and higher ‘max’ performance in both test cases, as 

opposed to APSO 2 with ψ=80%, the 95% PSI threshold only achieved an average of 70% 

success rate in both test cases.   

Table  4-3 compares between the number of restarts of each experiment over 10 independent 

runs, the number of iterations needed to discover the first pair of patterns of more than 90% 

similarity (the first success), as well as the first pair of patterns of 100% similarity (the first global 

best), at different PSI values.  As expected, the number of restarts consistently increases as the 

PSI value decreases. That being said, there are mixed results regarding the effect of changing the 

PSI threshold on the number of iterations needed to discover the first success and the first global 

best. For example,  APSO 2 with ψ = 90% needed 131 iterations to discover the first global best 

pattern in Test Case 1, while the same method with the same PSI threshold value needed over 

2000 iterations to discover the first global best pattern in Test Case 2.  

In summary, both tables suggest that not only did APSO 2 with a PSI threshold of 80% 

achieve a superior success rate in both test cases, but such a threshold consistently showed overall 

better performance than other tested PSI values, with a remarkable improved performance 

compared with APSO and APSO 2 with ψ > 80% in particular. 
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Figure  4-7: Performance analysis of each test case over 10 independent runs with 1000 iterations each. For 

better visual clarity, all runs are ordered on the X-axis with 1 being the worst run and 10 being the best run. 

This shows, for each test case,  the performance difference between the extended APSO (APSO_2), APSO 

with Directed Initialization (APSO_D), APSO with Pruned Main Diagonal (APSO_P), and the previously 

described APSO with random initialization and unpruned main diagonal, all with the same set of 

parameters and same PSI threshold (ψ) of 80%. The performance is measured using the number of times in 

which each algorithm was able to discover a common or similar pattern of over 90% similarity in 1000 

iterations per run in the contact map pair for each test case. The proposed APSO 2 algorithm remarkably 

demonstrated superior performance over all independent runs for all test cases. 

 

 APSO 2 with different values for PSI Parameter (ψ)  APSO  
(ψ = 
90%) 

APSO  
(ψ = 
80%) 

ψ = 
65% 

ψ = 
70% 

ψ = 
75% 

ψ = 
80% 

ψ = 
85% 

ψ = 
90% 

ψ = 
95% 

Test 
Case #1 

Max   492  609  658  701  685  776  880  0  137 

Min   79  170  143  140  0  0  0  0  0 

Avg   265  404  430  442  321  343  440  0  14 
Success 
Rate 

100%  100%  100%  100%  90%  70%  80%  0%  10% 

Test 
Case #2 

Max   492  549  976  906  779  833  983  507  767 

Min   0  0  0  86  0  0  0  0  0 

Avg   303  254  419  489  271  310  456  89  135 
Success 
Rate 

90%  90%  90%  100%  80%  40%  60%  20%  20% 

Table  4-2: Empirical analysis on the effect of the PSI threshold on the performance of Agile PSO 

algorithms. 
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APSO 2 with different values for PSI Parameter (ψ)  APSO  
(ψ = 
90%) 

APSO  
(ψ = 
80%) 

ψ = 
65% 

ψ = 
70% 

ψ = 
75% 

ψ = 
80% 

ψ = 
85% 

ψ = 
90% 

ψ = 
95% 

Test 
Case 
#1 

Num. of 
Restarts 

144  91  77  58  46  34  19  88  176 

First 
Success  

140  94  91  299  295  62  936  N/A  864 

First Global 
Best  

159  130  147  379  374  131  1473  N/A  864 

Test 
Case 
#2 

Num. of 
Restarts 

110  76  52  37  21  16  9  64  105 

First 
Success  

22  746  202  165  222  2179  60  3621  234 

First Global 
Best  

22  859  202  176  222  2179  60  3621  234 

Table  4-3: Comparison between the number of restarts at different PSI values; the number of iterations 

needed to discover the first success (or, highly similar patterns of over 90% similarity), as well as the first 

global best (or, common patterns of 100% similarity). 

4.3 Targeted Agile PSO (TA-PSO) Algorithm for Contact Map Comparison  

This section proposes a Targeted Agile PSO (TA-PSO) that uses a dynamic window-based 

search for automatic variable-size pattern discovery in protein contact maps. The main focus of 

the previously described APSO algorithms was on what and when to restart the swarm to escape 

potential local optima around the more attractive diagonal area of the dense short-range contacts, 

whereas here we focus more on how and where to restart. Another challenge of applying heuristic 

search to protein contact maps is that the fitness landscape (or the gradient of the search space) 

does not necessarily guide to the optimal region in some cases, especially when the best/largest 

contact pattern is isolated in the off-diagonal area. The nature of the search space in contact maps 

can be misleading due to the sparse nature of the off-diagonal contacts. This can potentially cause 

the optimum region to be isolated in the sparse off-diagonal area by several “deep valleys” of 

black regions or no contacts, which are not attractive to the particles (as shown in Figure  4-8-b).  

To address this issue, the TA-PSO automatically builds a guiding list of potential contact patterns 

and uses it during the search process, which helps to find better solutions faster. Then, it performs 

a targeted  search  approach  while  focusing the  search  process  on  the  most  promising  search   
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Figure  4-8: Distance map of the 1HPP protein with 99 residues. (b) Its 7.5Å contact map, with ignored 

local contacts at the main diagonal. This protein is the most widely used strain in the study of potential 

drugs against HIV. 

subspaces, with the top largest contact patterns. The proposed TA-PSO showed remarkably 

improved performance with a more robust, effective and efficient behaviour when tested on two 

benchmark protein datasets [176, 230], compared with the non-targeted APSO, in which particles 

are mainly guided by their fitness values only (as in many other PSOs). 

4.3.1 How to Restart 

Besides addressing what and when to restart, another important question concerning Multi-

start PSOs (MPSOs) is how to initialize and re-initialize swarm particles. Initializing particle 

positions using a uniform random distribution is an easy and simple answer to this question. 

However, it has been found that the resulting set of particle positions using this approach does not 

evenly cover the whole search space [231]. This issue becomes prominent in high-dimensional or 

complex search spaces when the optimum region is hidden or is not easy to reach, which is often 

the case in the generally sparse contact maps. One approach to address this issue is to use a robust 

initialization scheme for particles that evenly covers the entire search space as “regular” as 

possible to avoid missing the optimum region when it is fully surrounded by bad or non-attractive 

areas. Clerc suggested the use of Hammersley distribution [232] to better initialize particle 

positions, which showed remarkably improved performance, especially on complex, multimodal 
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and/or multidimensional search problems [231]. That is the reason why it is adopted in the 

proposed TA-PSO to better initialize/re-initialize particle positions for the generally sparse 

contact maps. 

4.3.2 Where to Restart 

Another key question concerning MPSOs is where to initialize and re-initialize swarm 

particles.  Traditional search strategies initialize particles evenly all over the entire search space.   

Applying this approach to contact maps with an MPSO using Hammersley distribution may avoid 

missing the optimum regions.  However, the search process may take longer to discover hidden 

optimum region(s), if they are surrounded by a low-fitness, less-attractive area for the flying 

particles. This commonly happens when the optimum region is isolated in an off-diagonal area 

with just a few sparse contacts around. In this case, the fitness landscape or the gradient of the 

search space will not generally guide to such an isolated optimum region. Thus, in order to speed 

the discovery of the optimum regions, when they are out of particles’ sight, this section suggests 

the use of a targeted search strategy, as later discussed in more details. 

4.3.3 Window Size and Termination Conditions 

TA-PSO uses an expanding window-based search approach for the automatic discovery of 

common variable-size patterns in protein contact maps. Each particle in TA-PSO has a five-

dimensional position vector:  X1, Y1, X2, Y2, and L which represents a pair of 2D points in the 

contact map pair and the size of a flying square window pair L. In particular, X1 and Y1 represent 

the upper-left corner of a flying L x L window on the first contact map, and X2 and Y2 represent 

the upper-left corner of another flying window on the other contact map. Each pair of flying 

windows has the same size, L x L, which is initially set to some small value and then iteratively 

gets expanded as needed (i.e., it is separately determined outside of the PSO optimization 

process).  The first question regarding this approach is: what are the lower and upper bounds to be 

used during the expansion process for flying window pairs? 
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 In our experiments, we started with an initial minimum window size of 5X5. It is known that 

proteomic patterns of less than five-residue length can abundantly re-occur even in non-

evolutionary related proteins  (especially at the dense diagonal area of local contacts) [233], 

because they simply may occur as a result of the general folding constraints of proteins. Thus, 

similarities of less than 5X5 window are ignored in this study. Unfortunately, however, it is not as 

easy to decide on the maximum window size.  Without an informed search strategy in a pair of 

contact maps of two proteins with sizes L1 and L2, there is no definite upper-bound of the 

expanding window size.    All what is known is that the ultimate maximum window size should 

never go beyond the size of the smaller contact map, min(L1,L2), which may be used as an 

ultimate upper-bound. The proposed TA-PSO, however, determines the upper bound using a 

more efficient strategy than using the ultimate maximum window size.   

As discussed earlier, TA-PSO automatically builds a guiding list of potential contact patterns 

(with largest connected white regions in the larger contact map) in a descending order according 

to their size. Then, a targeted search is performed on the smaller contact map while focusing the 

search on the larger contact map within the boundaries of the most potential patterns. The first 

advantage of this approach is that the upper-bound of the window size can now be determined 

more efficiently according to the size of the largest pattern in the guiding list, which is almost 

always going to be much less than the aforementioned ultimate maximum window size. 

Justifiably, there is no need to expand the search window beyond the size of the largest pattern in 

the larger contact map. This more efficient strategy is found to save considerable time during the 

expansion process and improved the overall computation speed, as discussed in Section  4.3.5.  

The next question regarding the use of dynamically changing window size is when to stop the 

expansion process. In our experiments, the expansion stops the sooner of reaching the upper-

bound of the expanding window, or reaching an iteration that does not improve the number of 

common contacts after just increasing the window size. At the dense diagonal area, however, the 
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bigger the window size, the more the common contacts is normally expected to be found, often 

regardless of the actual pair-wise pattern similarity. Thus, we used a similarity threshold of 80%, 

below which the expansion process terminates. Then, the fitness value and the square window 

size L before terminating the expansion process is given to the 5-dimesnional particle residing at 

that location, which represents a pair of 2D points in the two contact maps and the window size. 

4.3.4 Related Work for Contact Map Comparison  

As discussed in Section  3.4.1, the Maximum Contact Map Overlap (Max-CMO) is a popular 

problem for pairwise protein structure comparison [175].  In Max-CMO, the similarity between 

protein structures is represented as the maximum overlap of their contact maps. Max-CMO tries 

to find the best global pairwise structure alignment that maximizes the number of common 

contacts between protein pairs [64].  Unlike Max-CMO that tries to find pairwise global 

alignments between protein structures, our proposed TA-PSO algorithm focuses on finding local 

alignments instead. This is because the discovered similar local structural patterns of contact 

maps can be eventually used as building blocks in a bottom-up approach for protein structure 

prediction [27, 234]. Thus, TA-PSO is more interested in discovering similar local patterns (local 

alignment) than finding the global pairwise alignment that may maximize the contact map 

overlap, but may not find the common structural building blocks between the query and template 

proteins. 

The ability of PSO algorithm to scale well in high dimensional search spaces makes this study 

extendable to not only pairwise structure comparison but also to multiple structure comparison.  

To the best of our knowledge, no attempt has been made in the literature to apply PSO neither to 

the CMO problem nor to the general proteomic pattern analysis/structure alignment problems.   

Both MaxCMO and the proposed TA-PSO can be used to compare protein structures, but 

there are a number of major differences between the two approaches. Firstly, TA-PSO uses a 

dynamic window-based search directly on the binary adjacency matrix of residue-residue 
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interactions without the need of converting protein contact maps to contact graphs. Secondly, TA-

PSO is concerned with discovering similar local patterns (local alignment) that could be used as 

building blocks for protein structure prediction [27, 234], as opposed to finding the best global 

pairwise alignment that maximizes the contact map overlap, but not necessarily the local 

structural patterns, between protein structures. 

The following example, adapted from [180], is used to illustrate the different problem 

representation in Max-CMO (Figure  4-10) versus TA-PSO (Figure  4-11). The example uses a 

pair of small mainly-alpha proteins, cow insulin (1cph) and chicken villin (1vii), as shown in 

Figure  4-9, which are two of other collected proteins in the Sokol benchmark dataset [176]. 

 

 

Figure  4-9:  A pair of small mainly-alpha proteins: 1cph and 1vii. The left protein (1cph, 21 residues) has 

two α-helices (H1 and H2). The other protein (1vii, 36 residues) has three α-helices (H1, H2 and H3).   

   

 
Figure  4-10: An instance of CMO between 1cph (21 residue) & 1vii (36 residues), using a 6Å distance 

threshold to define interacting residues. Solid arcs represent the edges of the contact graph for each protein, 

dashed lines indicate a global alignment of residues, and bold solid arcs correspond to the 24 overlaps that 

result from this alignment instance. Adapted from [180]. 
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Figure  4-10 shows an instance of CMO with 18 aligned residues (or dashed lines of common 

contacts) resulting from the global alignment between the two proteins. A sample run of TA-PSO 

shown in Figure  4-11, retrieved a 7-residue match with 13 common contacts (C11 = 13 and J = 

86.7%) between H2 of 1cph and H3 of 1vii, which is a good local alignment between the two 

proteins that the method repeatedly managed to locate (Figure  4-11-b). It is worth mentioning 

that the used objective function to be maximized in this problem is the number of common 

contacts C11, and not the actual Jaccard similarity (J). In fact, we tried using Jaccard similarity as 

the objective function at first, but the search was observed to be so conservative with no 

preference to expand the window size beyond the given minimum size of 5X5. This is because 

the bigger the window size, the larger the number of common contacts (C11), and the smaller or 

same Jaccard similarity (J).  Thus, the objective of maximizing J would conflict with the 

objective of maximizing the window size. On the other hand, when C11 was used, alone, as the 

objective function to be maximized, the search showed a total opposite behavior.  It was biased to 

find  larger patterns with lower similarity (up to almost always the maximum window size). Thus, 

to address this issue, we used C11 as the objective function while also setting a minimum 

similarity threshold of 80%, after which the window expansion process stops even if C11 is still 

increasing. In the previous example, however, if the minimum 80% similarity threshold is slightly 

relaxed, a bigger local alignment of 8 residues with 14 common contacts (C11 = 14) can be 

located, but with lower similarly (J = 70%), between H1 of 1cph and H3 of 1vii, as shown in 

Figure  4-11-f. 

While the upper bound of the aforementioned CMO instance was presented in [180], it is 

worth noting that this upper bound is less relevant to our study since it represents the maximum 

global overlap (like most state-of-the-art algorithms), not the maximum local alignment that TA-

PSO algorithm is interested to discover instead, which as mentioned earlier can be eventually 

used as building blocks in our future research on protein structure modeling from contact map 
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[27, 234]. In this study, however, similar to the original example in [180], local and consecutive 

contacts at the main diagonal are not taken into consideration since they always occur in any 

contact maps. Thus, as a pre-processing step, all contacts with i < j -1 are removed, where i is a 

residue on the contact map’s X-axis and j is a residue on the contact map’s Y-axis. Also, the 

lower triangle was ignored due to the symmetrical nature of contact maps.  As discussed earlier, 

the TA-PSO algorithm builds a guiding list of TopN largest patterns in the larger contact maps, 

where in this example N was set to 3 (H1, H2, and H3) of 1vii protein. The largest pattern in this 

guiding list is H3 with 11-resuide length.  Thus, the expanding window size starts with 5X5 up to 

11X11, instead of going up to the ultimate maximum window size 21X21, which is the size of the 

smaller contact map (1cph). The use of the guiding list did not only help to use a more targeted 

search that only focused on potential patterns of interest, but also it considerably cut the 

expansion time to almost half in this example.  

Another interesting point we need to make here is that while the initialization/re-initialization 

on the larger contact maps was targeted to mainly focus on the largest contact patterns, particles 

fly over the entire search space (the upper triangle in this problem) of the other smaller contact 

map using Hammersley distribution.  The use of Hammersley distribution to restart particle 

positions allowed particles to almost always cover the entire search space evenly, as shown in 

Figure  4-11-c, for instance.  

Last but not least, the same boundary conditions of APSO algorithms were used in the 

proposed TA-PSO algorithm. In particular, the restricted damping condition was used for vertical 

and horizontal boundaries and the invisible damping condition was used for the diagonal 

boundary of contact maps.   
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Figure  4-11: Sample run of TA-PSO (using Top3, 50 particles and 80% for J & ) on a pair of 6Å contact 

maps: 1vii protein on the upper contact map and 1cph protein on the lower one.   (a) Particles are targeted 

to the largest pattern H3 in the top contact  map for the larger protein 1vii, while a Hammsersly distribution 

is used over the other smaller contact map. (b) Particles are almost converged and rapidly discovered a 

good local alignment between H3 of 1vii and H2 of 1cph. (c) & (e) Restart mechanism is triggered: 

Particles on the top contact maps have switched focus to the next largest pattern H1 then H2 of 1vii, and 

particle positions are re-initialized using Hammersley distribution to evenly cover the upper triangle of the 

smaller contact map. (d) Particles are about to converge, and the restart mechanism is about to get triggered 

again. (f) When the minimum J similarity threshold is relaxed, particles were able to locate a larger 

alignment between H3 of 1vii and H1 of 1cph with C11 = 14 but with lower similarity (J = 70%).  
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4.3.5 Performance Evaluation of the Targeted Agile PSO (TA-PSO) 

An all-against-all analysis was performed on two benchmark protein datasets (Sokol with 45 

instances of protein pairs from three different fold families [176], and Skolnick with 820 

instances of protein pairs from five different fold families [230]), using Clerc’s constriction model 

with  0.729 and c1=c2=2.05 over 10 independent runs, with a swarm of 50 particles and 200 

iterations per each pairwise comparison (unless otherwise specified). All experiments used 7.5Å 

contact maps without local contacts up to two residues apart.  As discussed earlier, TA-PSO 

builds a guiding list of the top N largest patterns from the larger contact map. The first question 

about this approach is how many N largest patterns to consider. Different TopN values are tested 

ranging for Top1 to Top7. As shown in Figure  4-12, Top2 seems to work best (i.e., achieved the 

largest number of common contacts) among other tested values.  One reason of this could be due 

to the fact that Top1 makes a kind of greedy approach that considers the top largest pattern only, 

whereas Top3+ distracts the search with over 3 targets (or, actually makes it ‘less targeted’).  

The J threshold is another search parameter used to tune the minimum Jaccard similarity, 

which is utilized to terminate the window expansion process. Different values for J thresholds 

were tested ranging from a greedy approach of 100% similarity to a very relaxed threshold of 

only 40% similarity. As shown in Figure  4-13, using a J threshold of 100% similarity achieved 

the lowest number of common contacts, which is expected because the search in this case 

becomes very restrictive and refuses any patterns unless they have a perfect 100% match.  

Moreover, there is an almost increasing trend of the number of common contacts as the J 

threshold decreases, but the performance difference appears quite negligible with less than 80% J 

thresholds (e.g., 0.05% difference when J=70% and 1.9% at the very relaxed J threshold of 40%). 

Thus, a J threshold of 80% is considered a good value that makes a balance between search 

flexibility and search effectiveness. 
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As for the number of particles, Figure  4-14 shows the effect of varying swarm sizes (from 20 

to 80 particles) on the performance. As expected, there is a general increasing trend on the search 

performance as the swarm size increases.  We observed an 8% performance improvement, on 

average, by increasing the swarm size from 20 to 80 particles; however, the algorithm apparently 

becomes less sensitive to swarm size after using over 40-50 particles. For example, the difference 

between using 50 and 80 particles is only 1.8%. A swarm of 50 is therefore considered a good 

value that makes a balance between search effectiveness and search efficiency. 

As for the PSI threshold, its range is generally found to best start from 90% for low-

dimensional problems to 70% for high-dimensional problems. As discussed earlier in 

Section  4.2.3, the use of 80% PSI threshold was empirically found suitable for 4-D pairwise 

pattern discovery with a fixed window size.  In this 5-D pairwise pattern discovery problem with 

dynamically expanding window size, the same PSI value of 80% seems to still work well. As 

shown in Figure  4-15, among different tested PSI thresholds from 95% to 65%, a PSI value of 

80% achieved the best median performance over 10 runs. 

   

 

 

Figure  4-12: No. of common contacts with various TopN values (Sokol). 
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Figure  4-13: No. of common contacts with various J similarity thresholds (Sokol). 

 

 

 

 

 

 
Figure  4-14: No. of common contacts with various swarm sizes (Sokol). 
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Figure  4-15: No. of common contacts with various PSI thresholds (Sokol). 

 
The number of iterations in any heuristic search plays an influential role in the search 

performance. In our experiments, we set a maximum number of iterations per each pairwise 

comparison. In general, more iteration is preferred for better solution quality, but this comes at 

the cost of search efficiency. Thus, a sufficiently good number of iterations are necessary to make 

a trade-off between search time and solution quality. Figure  4-16 shows the number of common 

contacts discovered in the Sokol dataset at various iteration choices, ranging from 25 to 1000 

iterations, per each pairwise comparison.  The normally increasing trend of discovered common 

contacts with more iteration is expected. An interesting observation, however, is that the average 

results over 10 independent runs when using 1000 iterations is almost the same as using 600 

iterations (0.1% difference), and even when using 400 iterations (0.6% difference). Moreover, the 

average results when using 200 iterations can hardly be distinguished from using more iteration. 

For example, there is only 2.6% difference when increasing the number of iteration from 200 to 

1000 iterations. Thus, the maximum number of iterations per pairwise comparison is set to 200 in 

our experiments.    
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Another interesting observation from Figure  4-16 is that the difference between the upper and 

lower quartiles of the performance over 10 independent runs is becoming negligible when using 

200 iterations or more. For example, there is less than 1% performance difference between the 

25th percentile (i.e., the performance of the worst 25% runs) and the 75th percentile (i.e., the 

performance of the best 25% runs) when using 200 iteration. This difference approaches zero 

when using more iteration, and it generally increases with less iteration (e.g., 2% difference when 

using 100 iterations and 6% difference when using 25 iterations).  The lesser the performance 

difference between the worst and best runs, the more robust and consistent the heuristic search is, 

and the less dependent it is on different initial random seeds. This essentially highlights the main 

contribution of the proposed targeted search approach, as opposed to the traditional non-targeted 

search approach, as discussed in the following paragraph. 

Figure  4-17 shows the number of common contacts discovered in the Sokol dataset using the 

non-targeted search approach at different number of iterations, ranging from 25 to 1000. Not only 

is the median performance of TA-PSO four times better, on average, than the non-targeted APSO  

 

 

Figure  4-16: TA-PSO applied to Sokol dataset at different number of  iterations. 
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Figure  4-17:  APSO applied to Sokol dataset at different number of iterations. 

 
median performance, but also it is six times more robust, on average, compared with the non-

targeted approach. The robustness here is measured in terms of the performance difference 

between the 25% worst runs (lower quartile) and the 25% best runs (upper quartile) for both 

approaches. TA-PSO has an average performance difference of 37 common contacts, as opposed 

to APSO with 239 common contacts (i.e., over 6 times bigger difference on average). Besides the 

robustness and effectiveness of the proposed targeted approach, it is also more efficient than non-

targeted approach. In our experiments, TA-PSO is found to be over 3.5 times faster than APSO. 

The computation speed is expected due to the better ability of the targeted approach to decide on 

the maximum expanding window size, as opposed to the non-targeted approach that tries up to 

the ultimate maximum window size (i.e., the size of the smaller contact map – as discussed earlier 

in Section  4.3.3).  

Lastly, Figure  4-18 shows the performance of TA-PSO on the larger Skolnick dataset of 820 

instances of protein pairs, using the best parameter values as previously discussed for the Sokol 

dataset, namely Top2, 50 particles, 80% for J and PSI thresholds at various numbers of iterations 

per each pairwise comparison. The first quick observation from this figure is that the number of 
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discovered common contacts in the Skolnick dataset is justifiably in order of magnitude bigger 

than the previously tested smaller Sokol dataset. Another observation is that there is an expected 

increasing trend of discovered common contacts as the number of iteration increases. Moreover, 

similar to the aforementioned Sokol results, the search robustness/consistency increases with 

more iteration. For instance, there is only 0.6% performance difference between the upper and 

lower quartiles when using 200 iterations, as opposed to 1.1% when using 100 iterations. Also 

similar to Sokol results, this difference approaches zero with more iteration (e.g., 0.28% 

difference when using 1000 iterations and 0.15% difference when using 2000 iterations).   

Unlike Sokol results, however, the performance improvement when increasing the number of 

iterations from 200 to 1000 is relatively bigger (12%), as opposed to 2.6% in Sokol. This suggests 

that the use of extra iterations is more preferable in the more challenging Skolnick dataset, 

although the performance with 200 iterations still achieved fairly decent results. We therefore 

tested more choices of iteration values in this experiment. The performance improvement with 

more iteration is observed to keep decreasing after 200-300 iterations (but not as strongly 

decreasing as in Sokol). But eventually there was less than 1% performance improvement when 

the number of iterations is doubled from 1000 to 2000. 

4.4 RMSD-based Analysis using PSO (RA-PSO) Algorithm for 3D Motif Matching   

In previous sections of this chapter, we investigated the applicability of the proposed PSO-

based algorithms to protein contact maps, which are the 2D compact representation of protein 

structures. In this section, we extend our work to further investigate the applicability of PSO to 

the actual protein 3D structures, which can help in 3D motif matching, protein structure 

classification and function annotation.  A 3D motif is a spatial, local pattern in a protein structure 

important for its function. In the proposed RA-PSO algorithm, the problem of 3D motif matching 

is formulated as an optimization task with an objective function of minimizing the least Root 

Mean Square Deviation (lRMSD)  between the query motif and target structures. 
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Figure  4-18: TA-PSO applied  to Skolnick dataset  at different number of iterations, using best parameter 

values (Top2, 50 particles, 80% for J & PSI thresholds). 

 
As discussed in Section  3.4,  protein structures are 3-10 times more evolutionary conserved 

than protein sequences [173]. Thus, the analysis of protein structures can provide better insights 

into understanding evolutionary history and detecting distant homology that may not be 

detectable by sequence comparison alone, in addition to providing insights into predicting protein 

functional annotation and classification. Proteins can be classified into different classes, folds, 

super-families and families [235]. Each protein family generally shares one or more common sub-

structural patterns or motif(s), which can be used as signature patterns to characterize the family 

[25]. That is the reason why proteomic pattern analysis helps in protein classification by 

identifying common structural core(s) or conserved motif(s) of family-related proteins [183, 236]. 

One general approach for protein fold classification is concerned with identifying common 

substructures in two proteins based on an overall structure similarity search, whereas another 

more-focused approach is concerned with finding specific 3D motifs or patterns, which could 

help in protein structure classification by distinguishing between proteins of the same overall 

fold, but different super-families or families [237]. Most programs that measure pairwise 
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similarity in protein structures perform an overall similarity search to find any regions of common 

substructures between protein pairs [238]. However, structural classification experts are usually 

more interested in finding specific 3D motifs in protein structures than performing a general 

structure similarity search between protein pairs for a number of reasons [239-241]. Firstly, 

structural differences within the motif are often more important than structural differences in 

other regions of protein structures. Secondly, a motif-based search helps focus attention on the 

conserved motif regions of a protein fold instead of the other less-conserved regions in protein 

structures [237]. This motivates the RA-PSO objective of finding all target structures that share a 

query 3D motif of a particular protein classification with known function. The retrieved high-

scoring target structures can then be assigned a similar structural classification or functional 

annotation of that query motif.  

One important question here is how to score local structural similarity between the target 

structures and the query 3D motif. While there are numerous scoring techniques to  quantify 3D 

structural similarity between two protein conformations [242], one of the most widely accepted 

score is the least Root Mean Square Deviation (lRMSD) [243], which is the average atomic 

displacement of equivalent α-carbon atoms after optimal rigid-body superimposition using least-

squares minimization [244]. In particular, the RMSD is calculated as the square root of the 

average of the squared positional deviations between corresponding atoms of the 3D structure 

pair.  

Another important question is concerned with the structure searching technique. Largely, most 

protein structure comparison and searching tools in the literature use heuristics [242], such as 

Monte Carlo simulated annealing [185], Genetic Algorithms [186], and Variable Neighborhood 

Search [245]. However, to the best of our knowledge, none of the available protein structural 

comparison tools employed Particle Swarm Optimization as a simple, efficient and robust 

heuristic technique to this problem. 
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4.4.1 Least Root Mean Square Deviation (lRMSD) 

As mentioned earlier, the Root Mean Square Deviation (RMSD) is one of the standard scoring 

techniques for protein structural similarity, which principally calculates the square root of the 

average of all square distances between two paired sets of atomic positions in the two structures, 

as shown in equation (12). 

RMSD = 
∑

  (12) 

Where:  is the number of corresponding atoms, and  is the Euclidian distance between the pair 

of corresponding atoms i. 

However, it is often the case that the atomic positions of different structural conformations do 

not follow the same coordinate reference system [243]. Therefore it is necessary to calculate 

RMSD after performing optimal rigid-body superimposition to find the least RMSD (lRMSD) 

over all possible relative positions and orientations of the pair of conformations under 

consideration. This is in order to accurately assess the structural similarity without artificially 

increasing the RMSD distance between two conformations just because their 3D coordinate 

information does not share the same origin [243].   

One of the commonly-used techniques for the optimal rigid-body superimposition is the 

Kabsch Algorithm [246], which calculates the optimal translation and rotation matrices of the two 

conformations using least-squares minimization. The algorithm starts by translating the centroid 

of both conformations to the origin of the coordinate system by subtracting their corresponding 

centroids from the 3D atomic positions of each structure. Then, it computes the optimal rotation 

matrix of both conformations using their covariance matrix and Lagrange multipliers [243]. The 

mathematical details of the Kabsch Algorithm implemented in the proposed RA-PSO algorithm  

can be found here [246, 247]. 
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4.4.2 RA-PSO Scheme  

Given a query motif, Q, of size L residues, the goal is to locate the best matching substructures 

similar to Q in a set of target proteins.  All high-scoring target structures (with lowest RMSD) can 

then be assigned a similar structural classification and/or functional annotation to the query 

protein. The proposed RA-PSO algorithm initializes each particle at a random residue of the 

target protein with a 3xL window of coordinate positions, and calculates its fitness as the least 

RMSD between the 3xL window and Q. The swarm objective is obviously to minimize the 

lRMSD scores and locate the best matching 3xL window to the query motif, as shown in 

Figure  4-19.     

For the sake of simplicity, the ‘toy’ example presented in Figure  4-19 only uses two particles, 

P1 & P2, over a set of 3 iterations to find the best matching sub-structure in the target protein with 

respect to a query motif of size 14 residues.  Assuming the best matching 3x14 window in the 

target structure is located at the positions 4—17, and P1 & P2 are initially randomly placed at the 

positions 1 and 5, respectively. By the end of the first iteration, the global best particle is marked 

as P2 (the particle with the best lRMSD or closest to the query motif), which will attract P1 to 

move closer to in the next iteration. Thus, if P1, at the second iteration, moved to position 4 (the 

global optimum position), it will be marked as the global best and will attract P1 to its position. So 

eventually, or by the end of the third iteration in this example, the swarm will converge to the 

global optimum and will be able to accurately locate the best matching substructure to Q in the 

target protein, which is the main hypothesis of the proposed RA-PSO algorithm. 

It is worth mentioning that to prevent particles from going beyond the allowed search range, 

the aforementioned restricted boundary condition [218] is enforced to reset the position of errant 

particles to the maximum possible position Pmax and reverses their velocity direction towards the 

respective search space, where Pmax  = Target Protein Length – Query Motif Size. 
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Figure  4-19: A schematic illustration of the proposed RA-PSO algorithm for 3D motif matching. 

 

4.4.3 Performance Evaluation and Discussion of the RA-PSO Algorithm  

4.4.3.1 Protein Datasets 

The first protein dataset used in this study consists of 68 proteins: 1 query protein with CCHC 

zinc finger motif (1mfsA: 15—28), 19 positive protein examples of the same protein family (Zinc 

finger, CCHC type) and 48 negative protein examples of different protein families. A brief 

overview on Zinc finger motifs can be found in Section  2.1.2.2. The following is a list of all 

positive examples in the first protein dataset of small proteins with an average length of 40 

residues, formatted as AAAAC(n), where AAAA is the PDB ID, C the is Chain ID and n is the 

starting position of the zinc finger motif retrieved from the SITE record in the PDB file: 

 
1a1tA(13), 1a6bB(24), 1aafA(13), 1bj6A(13), 1cl4A(51), 1dsqA(29), 1dsvA(56), 1eskA(13), 
1f6uA(34), 1hvnE(1), 1hvoE(1), 1nc8A(7), 1ncpC(1), 1u6pA(24), 1wwdA(24), 1wweA(24), 
1wwfA(24), 1wwgA(24), 2znfA(1).  
 

 
The second protein dataset used in this study consists of 96 proteins: 1 query protein with 

classic zinc finger motif (1aijA: 137—157), 47 positive examples of the same protein family 
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(Classic Zinc finger, C2H2 type), and similarly, the rest are negative protein examples of 

different protein families. Both protein datasets were generated from the PAST server [248]. The 

following is a list of all positive examples in the second protein dataset of medium-to-large 

proteins with an average length of 137 residues: 

 
1a1fA(137), 1a1gA(137), 1a1hA(137), 1a1iA(137), 1a1kA(137), 1a1lA(137), 1aayA(137), 
1ej6C(183), 1f2iG(1137), 1f2iH(2137), 1f2iI(3137), 1f2iK(5137), 1f2iL(6137), 1g2dC(137), 
1g2fC(137),  1g2fF(237),  1jk1A(137),  1jk2A(137),  1llmD(206),  1meyC(7),  1meyF(35), 
1meyG(63),  1p47A(137),  1sp1A(5),  1ubdC(327),  1yuiA(36),  1zaaC(37),  2drpD(113), 
2givA(37),  2i13A(136),  2i13B(108),  2pq8A(210),  2prtA(385),  2rc4A(540),  2wbtA(103), 
2y0mA(210), 3mjhD(43), 3qahA(210), 3toaA(210), 3tobA(210), 3uk3C(473), 3uk3D(473), 
4dncA(210), 4f2jC(501), 4f6mA(496), 4f6nA(496), 4is1D(473). 

 

4.4.3.2 Motif Matching Results  

The first task in our experiments is to locate the true positions of the query motifs, displayed 

above in parentheses, for each target protein (or positive examples) in both datasets using the 

proposed RA-PSO method. Because PSO is a heuristic search, it is necessary to evaluate both the 

algorithm effectiveness and robustness in the search results by checking its ability on successfully 

and consistently locating the true positions of the query motif over multiple trials. Thus, the 

search process is repeated 10 times per each target protein and the success rate is measured as the 

number of successful runs over all number of 10 trials. For example, a success rate of 70% means 

the algorithm managed to successfully locate the true position of a query motif in 7 out of 10 

runs, each with a maximum of 100 iterations. 

Figure  4-20 and Figure  4-21 show the success rates for all positive examples in both datasets, 

respectively, over 10 runs and varying swarm sizes from 10 to 50 particles. Not surprisingly, the 

performance on the first dataset (of small target proteins) is relatively better than the performance 

on the other dataset (of medium-to-large target proteins). 
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Figure  4-20: Success rate results for the first dataset (CCHC-type Zinc Finger) of 19 small target proteins 

over 10 runs. 

 

Figure  4-21: Success rate results for the second dataset (Classic C2H2 Zinc Finger) of 47 medium-to-large 

target proteins over 10 runs. 

 
Swarm 

Size 

Avg Success Rate on CCHC 

Dataset of 19 Targets 

Avg Success Rate on C2H2 

Dataset of 47 Targets 

10 87% 55% 

20 91% 65% 

30 91% 74% 

40 94% 74% 

50 92% 82% 

Table  4-4: Average success rate of locating true motif sites over 10 runs. 
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Moreover, as shown in Table  4-4, the performance on the first dataset appears less sensitive to 

the swarm size compared to the second dataset with a success rate ranging from  87% — 94% as 

opposed to 55% —82%.  It is worth emphasizing that an average success rate of 92% does not 

mean that the proposed method managed to find the query motif in only 92% of the target 

proteins, but rather means it almost always managed to find the true positions of the query motif 

in all target proteins 92% of the time (i.e., an average of ~9 times out of 10 trials per each target).  

4.4.3.3 Protein Classification Results 

The second task in our experiments is to check the ability of the proposed RA-PSO algorithm 

on distinguishing between positive and negative examples in each dataset. Thus, ideally all true 

positives in the first dataset that belong to the CCHC-Type Zinc protein family should be ranked 

at the top 19 experimental results with lowest RMSD scores (out of 68 proteins), whereas all true 

positives in the second dataset that belong to the classic-C2H2 Zinc protein family should be 

ranked at the top 47 results with lowest RMSD scores (out of 96 proteins). To that end, each 

protein in both datasets is given a score according to its structural similarity to the respective 

query motif, and all proteins in each dataset are ordered ascendingly by their least RMSD scores.  

Figure  4-22 and Figure  4-23 confirm that all true positives of both datasets are indeed ranked 

at the very top of the results with lowest RMSD scores. It is also worth mentioning that the query 

protein in each dataset was deliberately included among the target proteins to be compared with 

itself, which always resulted into the expected zero RMSD score over multiple trials. 

 

Figure  4-22: First dataset of 68 proteins ordered by their RMSD scores. All true positives (of CCHC-Type 

Zinc protein family) are successfully ranked at the top 19 of experimental results with lowest scores.    
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Figure  4-23: Second dataset of 96 proteins ordered by their RMSD scores. All true positives (of classic 

C2H2-Zinc protein family) are successfully ranked at the top 47 of experimental results with lowest scores.    

 
For validation purposes, the experiment is repeated 50 times, and the results in  all  trials  are  

statistically compared  using  the  Wilcoxon  Rank-Sum  test,  which determines if the means of 

the RMSD scores for positive and negative examples are significantly different at 99% 

confidence level (i.e., P-Value <0.01 and H=1).  Table  4-5 confirms the significance of the results 

and shows that the mean RMSD scores for positive and negative examples are indeed 

significantly different in both datasets. 

 
Significance First Dataset (CCHC) Second Dataset (C2H2) 

P-Value 6.87E-18 7.07E-18 

Z-Score 8.61709 8.61383 

H 1 1 

Table  4-5: Wilcoxon rank-sum significance test results over 50 trials of RA-PSO. 

 
Lastly, Figure  4-24 and Figure  4-25 perform a boxplot analysis of the mean RMSD results 

over 50 trials for positive and negative examples in both datasets, respectively, which shows two 

important observations. Firstly, there is a distinguishable mean RMSD score between positive and 

negative examples, with a median of less than one RMSD over 50 trails for all positives examples 

in both datasets. Secondly, the small difference between the lower and upper quartiles in the 

boxplots indicates the robustness of the algorithm and the consistency of the results.  
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Figure  4-24: The average RMSD scores over 50 runs for positive and negative examples in the first dataset 

of 68 small proteins.  

 

 

Figure  4-25: The average RMSD scores over 50 runs for positive and negative examples in the second 

dataset of 96 medium-to-large proteins. 

4.5 Summary 

In this chapter, we first discussed a number of different boundary conditions used in the 

literature to help particles remain within their respective search range, either by reversing the 

velocity direction of errant particles, or by giving ‘bad’ fitness values for out-of-range particles. 

Next, we explained the premature convergence issue of PSO, and how restarting the search 

process in the appropriate time/way can help recover the swarm from a potential stagnation 

situation. We then introduced the idea of ‘Agile Restart’ that uses the proposed Performance-
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based Stagnation Indicator (PSI) to restart the search process when an imminent stagnation 

situation is detected in order to escape potential local optima. Agility is the ability to change the 

body's position rapidly and efficiently as required, which is basically what the proposed ‘Agile 

Restart’ attempts to accomplish for particles trapped in a local optimum. We then applied the idea 

of Agile Restart to two proteomic applications for pattern matching (using the proposed APSO 

algorithm) and pattern discovery (using the extended APSO algorithm) in protein contact maps. 

We showed that the proposed Agile Restart is better performing on these two proteomic 

applications, compared with other alternative restarting methods in the literature.  

After that, we discussed another challenge of applying PSO-based search to protein contact 

maps whose fitness landscape (or the gradient of the search space) may not be able to guide 

particles to the optimal region, especially when the pattern of interest is isolated in the sparse off-

diagonal area of contact maps. We, therefore, proposed a more targeted search algorithm (TA-

PSO) that automatically builds a guiding list of potential contact patterns and uses it during the 

search process, which helps to find better solutions faster. We showed that TA-PSO is more 

effective (4 times better) and more efficient (~3.5 times faster) on 2 proteins datasets, as well as  

~6 times more robust/consistent over 10 independent runs, compared with the traditional non-

targeted search approach. This is mainly because TA-PSO does not only address what and when 

to best restart, but also where and how to effectively restart the search process, especially for the 

challenging nature of the search space in case of the sparse protein contact maps.   

Lastly, we formulated a novel PSO-based algorithm (RA-PSO) for 3D motif matching and 

protein structure classification [249]. The problem of 3D motif matching is represented as an 

optimization task with an objective function of minimizing the least Root Mean Square Deviation 

(lRMSD) between a query motif and target structures. Evaluation results on two protein datasets 

demonstrated the ability of RA-PSO on locating the true query motif of all tested target proteins 

almost always (9 and 8 times, respectively, on average, out of 10 trials per target). As for the 
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protein classification task, RA-PSO managed to correctly distinguish between the positive and 

negative examples by consistently ranking all positive examples at the very top of the 

experimental results over 50 runs in the two datasets. Moreover, the mean ranks of all positive 

examples are statistically validated to be significantly different than the mean ranks of all 

negative examples at 99% confidence level using Wilcoxon Rank-Sum test. The Wilcoxon rank-

sum statistic is a nonparametric statistical test that determines if the population medians of two 

independent samples are significantly different. Unlike the two-sample t-test  that assumes 

normal distribution, the Wilcoxon rank-sum test is distribution-free and primarily based on the 

order in which the observations from the two samples fall [250]. 
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Word Cloud 5: Visual abstract of Chapter 5 – Agile Fitness-based Stagnation Detection. 
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Chapter 5 

Agile Fitness-based Stagnation Detection 

In the previous chapter, we introduced a Performance-based Stagnation Indicator (PSI) based 

on the Average Swarm Fitness that restarts the swarm when the average fitness of the entire 

swarm becomes almost the same as the global best particle to escape potential local optima. This 

is because the PSO-based search (like many other heuristics) is prone to being trapped into local 

optima, especially for deceptive multimodal optimization problems. Swarm stagnation occurs 

when the private experiences of the particles (or, their individual best positions) don’t change 

relative to the swarm social experience (or, the global best position) for a number of iterations. 

Stagnation makes the rate of position changes (or velocities) that attract particles to the global 

best position is almost zero. This situation, if left unhandled, may lead the swarm to being trapped 

in a local optimum, from which it cannot escape nor can it generate new better solutions. The PSI 

method, or what we also called Agile, Fitness-based Restart, was applied to two proteomic 

pattern matching and discovery in protein contact maps, and as discussed in the previous chapter, 

outperformed the commonly used distance-based restart (Section  4.1.5.3). 

In this chapter, we generalize the proposed Agile Restart beyond the application-specific 

context of protein contact maps for general optimization problems. To this end, the proposed 

Agile Restart is further tested on a number of classical and advanced (shifted/rotated)    

benchmark optimization functions. As will be discussed in more detail in the following sections, 

the proposed Agile Restart outperforms the distance-based restart on most tested benchmark 

optimization functions, verifying not only a significantly better, but also a remarkably more 

efficient, performance.  
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5.1 Different Stagnation Detection Methods 

Maximum Swarm Radius, Cluster Analysis and Objective Function Slope are three different 

methods that have been studied in the literature to detect swarm stagnation [251]. The Maximum 

Swarm Radius method detects stagnation and restarts the swarm when the most-distant particle 

from the global best particle reaches a predefined minimum distance, while the Cluster Analysis 

method detects stagnation and restarts the swarm when the majority of swarm particles (>60%) 

reach a predefined minimum distance from the global best particle. Both the Maximum Swarm 

Radius and Cluster Analysis are distance-based methods that check how close the particles are to 

the global best particle.  The third method, Objective Function Slope, detects stagnation and 

restarts the swarm when the change rate in the objective function remains negligible for a 

predefined number of iterations.  It has been claimed that distance-based methods outperform the 

Objective Function Slope method [219]; thus, the Maximum Swarm Radius method was adopted 

in Regrouping PSO [219], as well as in a number of other recent studies [221, 222]. The main 

disadvantages, however, of the distance-based methods is that they are computationally expensive 

and dependent on the range of the search space [252], as previously discussed in Section  4.1.1 

and Section  4.1.5.3, respectively.  

5.2 Comparison with Related Work 

Distance-based restart triggers the restart mechanism using the Max Swarm Radius criterion, 

which has long been known to be the best stagnation detection method for Multi-Start PSOs [219, 

251]. Different recent studies have adopted the distance-based restart for stagnation detection 

[219, 221, 222]; however, it has been reported to have a relatively slow performance when 

recently applied to data clustering [252]. The proposed APSO, on the other hand, uses a more 

efficient fitness-based criterion to rapidly trigger the proposed “Agile Restart” mechanism, as 

needed, by collectively incorporating the fitness performances of the swarm relative to the 

objective function, and comparing the Average Swarm Fitness with the global best fitness.  The 
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proposed fitness-based criterion has a computational advantage over the distance-based criterion 

of o(nk) for a swarm of n particles in k number of iterations, since it makes use of the already 

calculated fitness values of each particle to trigger the restart mechanism without the overhead of 

calculating all pairwise distances between particles and the global best at each iteration.  

The efficiency of the proposed criterion does not come at the cost of the solution quality. The 

proposed criterion showed competitive results when compared with the Maximum Swarm Radius 

criterion, not only on the two previously-discussed  proteomic applications for pattern matching 

and discovery in protein contact maps, but also on general benchmark optimization functions, as 

will be discussed in Section  5.4.2. 

5.3 From Maximization to Minimization Problems  

One critical point that must be emphasized here is that the aforementioned equation (10), 

which defined Agile Restart using Average Swarm Fitness, was originally designed for 

maximization problems (the main goal in the previous chapter was to maximize similarity 

between proteomic patterns for 2D pattern matching and pairwise pattern discovery in protein 

contact maps). However, in order to find local/global minima for general benchmark optimization 

functions, a minor, yet critical, change in the equation is required, as shown in equation (13). 

                            
					 	 	 	 	

	 ,			 0                     (13) 

 
The first term of equation (13) is inversed because, in general, the Average Swarm Fitness can 

never be better than the fitness of the global best particle. This means, in minimization problems, 

the Average Swarm Fitness will always be greater than or equal the fitness of the global best 

particle. As discussed in the Section  4.2.3, the PSI threshold is meant to range between 90% for 

low-dimensional problems and 70% for high-dimensional problems. Therefore, if the first term 

was not inversed, the criterion will always be satisfied. This is because the value of the division 

will be greater than 1, which makes it always greater than the PSI threshold.                         
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Moreover, for minimization problems with a global minimum of zero, it may happen that 

	 	 	 =  = 0; thus, the equation is re-written as shown in (14) to avoid    

division by zero.   

            	 ∗ 	 	 	 	                      (14) 

 

5.4 Evaluating the Proposed Agile Stagnation Detection on General Benchmarks 

To demonstrate that the advantages of the proposed agile fitness-based stagnation detection do 

not only apply to the specific proteomic pattern matching and discovery problems discussed 

earlier in the previous chapter, but also to general optimization problems, we adopted a test set of 

8 classical and advanced (shifted/rotated) benchmark optimization functions to compare the 

commonly used Distance-based Restart with the proposed Agile Restart. This set is sufficient to 

include various classes of problems with different regularity, modality, separability and 

dimensionality [219, 253]. A function is called unimodal if it only has one global optimum with 

no local optima, whereas a function is called multimodal if it has more than one local optimum, 

besides at least one global optimum. A function of variables is called separable if it can be 

rewritten as a sum of functions of only a single variable [254]. 

5.4.1 General Benchmark Optimization Functions 

As shown in Table  5-1, the classical tested benchmark optimization functions are Ackley, 

Griewank, Quadric, Rastrigin, Rosenbrock and Spherical [255], each at 3 to 30 dimensions. We 

have also tested the proposed method on some advanced shifted and rotated benchmarks [256, 

257], namely the rotated Rastrigin and the shifted Rosenbrock, also at 3 to 30 dimensions. 

As shown in Figure  5-1, the Ackley’s function is multimodal and separable with a narrow 

global optimum basin and several local optima that look more like noise for the search range [-30, 

30].  The Ackley function has only one narrow global optimum basin located at the point 

0=(0,...,0)D and many shallow local optima that are located at regular intervals [255].  
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Figure  5-1: (a) 3D surface plot and (b) contour plot for the Ackley’s function. 

The Griewank’s function is multimodal and non-separable, with a complex structure of 

numerous local minima within the search region defined by [-600, 600], and only one global 

optimum located at the point 0=(0,...,0)D.  The Griewank’s function is different than other 

benchmarks in the sense that it becomes more difficult to optimize in lower dimensions. This 

interesting phenomenon is due to its cosine factor that produces all the local optima in the search 

space. For low dimensions, it becomes a highly multimodal function, whereas in higher 

dimensions, the cosine factor approaches zero for almost all points in the search area, making the 

Griewank’s function simpler and more “Sphere-like” [255]. Figure  5-2 shows the Griewank’s 

function within its standard search region of [-600, 600]; however, its complexity is rather better 

revealed in the zoomed-in plot, e.g. at [-50, 50].   

 

Figure  5-2: (a) 3D surface plot and (b) contour plot for the Griewank’s function. 
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As shown in Figure  5-3, the Rastrigin’s function is non-convex, multimodal and additively 

separable with several local optima arranged in a regular lattice, within the search region defined 

by [-5.12, 5.12], and only one global minimum  also located at the point 0=(0,...,0)D. This makes 

it fairly difficult to find Rastrigin’s global minimum, and thus many traditional optimization 

algorithms may easily fall into a local optimum [255].  While the original Rastrigin’s function is 

separable, the advanced rotated Rastrigin’s benchmark is non-separable [256]. 

 
Figure  5-3: (a) 3D surface plot and (b) contour plot for the Rastrigin’s function. 

 
As shown in Figure  5-4, the Rosenbrock’s function is non-convex, unimodal and non-

separable. It is also known as Rosenbrock's valley or the banana-valley function. The global 

minimum is hidden inside a long, narrow, parabolic shaped flat valley. It is generally easy to find  

 
Figure  5-4: (a) 3D surface plot and (b) contour plot for the Rosenbrock’s function. 
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the valley, but the convergence towards the global optimum inside the valley usually tends to be 

slow and difficult. The function only has one global optimum located at the point 0=(1,...,1)D with 

a search range defined by [-30, 30] for each variable [255]. 

As shown in Figure  5-5, the Spherical benchmark function is continuous, convex, unimodal 

and additively separable optimization function with only one global optimum located at the point 

0=(0,...,0)D. It is considered one of the simplest optimization functions, and its search range is 

typically defined by [-100, 100] for each variable [255]. Both the Spherical (Figure  5-5) and the 

Quadric (Figure  5-6) functions are unimodal and they are, therefore, relatively easy to solve. 

 

Figure  5-5: (a) 3D surface plot and (b) contour plot for the Spherical function. 

 

Figure  5-6: (a) 3D surface plot and (b) contour plot for the Quadric function. 
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Table  5-1: The tested benchmark optimization functions at different dimensions (3, 10, 30).                

Reproduced from [219].  
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5.4.2  Performance Metrics 

Three performance evaluation metrics are considered in this experiment: 1) the achieved 

solution quality or the algorithm’s effectiveness, 2) the search effort or the number of function 

evaluations (Fun Eval) required to reach the solution, and 3) the algorithm’s efficiency, 

represented as the CPU time needed to reach the solution. It is worth emphasizing here that the 

goal of this experiment is not to compare two different Multi-Start PSOs (MPSOs) but to 

compare the effect of using the popular Max Swarm Radius criterion with the proposed Average 

Swarm Fitness criterion on any MPSO model. In this thesis, an MPSO model based on the 

Cerlc’s constricted PSO algorithm [157] was used for all of the following comparisons. Table  5-2 

summarizes the performance over 50 independent runs (with different random seeds) per 

benchmark with a maximum of 800,000 function evaluations per run, using a swarm size of 20 

and Clerc’s constriction model with  = 0.729 and c1=c2=2.05. 

5.4.2.1 Solution Quality 

The first comparison metric that we considered in this experiment is the solution quality, or 

algorithm’s effectiveness. As  shown  in  Table  5-2,   the  proposed  Agile Restart using Average 

Swarm Radius generally showed better performance on most tested benchmark functions with 

low dimensionality (n=3). For moderate dimensional problems, when n=10,  Agile Restart 

showed better Median and Min performance on the first 6 benchmark functions, as well as better 

Mean performance on all of them except Rosenbrock.  For high-dimensional problems (n=30), 

Agile Restart generally showed better performance on unimodal functions, such as Quadric, 

Spherical and the advanced shifted Rosenbrock benchmarks. As for multimodal functions, Agile 

Restart showed better Median performance on Ackley benchmark, better Mean performance on 

Rosenbrock benchmark, and better overall performance on the advanced rotated Rastrigin.   

Moreover, the proposed Agile Restart showed better Min performance on most tested benchmark 

functions with high dimensionality (all but the classical and the advanced shifted Rosenbrock). 
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5.4.2.2 Search Effort 

The second comparison metric is the search effort or the number of function evaluations 

required to find the optimal solutions.  The termination criterion of the search process is 

considered the sooner of reaching a maximum of 800,000 function evaluations per run, or 

reaching a 64-bit, double-precision value of zero, which is the global optimum on all  tested  

benchmarks (except shifted Rosenbrock with a global optimum of 390).  As shown in Table  5-2, 

distance-based restart never achieved a better (fewer) number of function evaluations compared 

with the proposed Agile Restart (except for low-dimensional Quadric function with n=3). 

Whereas, Agile Restart generally exhibited same or less search effort on most tested functions at 

different dimensionality. In particular,  Agile Restart remarkably exhibited less search effort on 

most tested benchmarks with n = 3 and 10, and fairly less search effort on Griewank and 

Classical Rastrigin with n =30.  

5.4.2.3 Search Efficiency 

The third comparison metric is the algorithm’s efficiency, represented as the CPU time  

needed to reach the solution (in seconds). All experiments were executed on a 2.20 GHz, 64-bit 

Core-i7 processor with 8 GB RAM. As shown in Figure  5-7, the CPU time is remarkably 

improved on the first 6 tested benchmarks at different tested dimensions. The improvement is 

generally stronger, however, in low-dimensional problems as opposed to high dimensional 

problems. The time improvement is particularly impressive for Rastrigin, Quadric and Spherical 

functions. The average improvement on the first 6 classical benchmarks with low dimensionality 

(n = 3) is about 308%, which means PSO with Agile Restart is about 3 times faster than PSO   

with Distance-based Restart. It is also about 203% faster for n = 10 and 121% faster for n=30,   

on average.  
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   Distance-based Restart using Max Swarm Radius Agile Restart using Average Swarm Fitness 

   Dimensions  n = 3  n =10  n = 30  n = 3  n =10  n = 30 

   Value Fun Eval Value Fun Eval Value Fun Eval  Value Fun Eval Value Fun Eval Value Fun Eval

Ackley 

[-30, 30] 

Median 8.84E-06 800K 1.39E-04 800K 7.67E-04 800K 8.88E-16 800K 4.44E-15 800K 1.06E-06 800K 

Mean 9.56E-06 800K 1.48E-04 800K 7.81E-04 800K 8.88E-16 800K 4.44E-15 800K 1.4122 800K 

Min 1.98E-06 800K 2.87E-05 800K 4.76E-04 800K 8.88E-16 800K 4.44E-15 800K 7.99E-15 800K 

Max 2.36E-05 800K 3.86E-04 800K 0.00112 800K 8.88E-16 800K 4.44E-15 800K 4.5697 800K 

Std. Dev. 5.62E-06 0 5.85E-05 0 1.46E-04 0 0 0 0 0 1.703 0 

Griewank 

[-600, 600] 

Median 0.00986 800K 0.06762 800K 0.03352 800K 0.0074 800K 0.05655 800K 0.873492 800K 

Mean 0.00789 800K 0.07292 800K 0.04230 800K 0.00680 602K 0.06954 794K 0.665311 779.5K 

Min 4.67E-09 800K 0.02710 800K 0.00468 800K 0 9K 0 513K 0 779K 

Max 0.01232 800K 0.15011 800K 0.13802 800K 0.01232 800K 0.485111 800K 1.069561 800K 

Std. Dev. 0.00376 0 0.02998 0 0.03253 0 0.0043 337K 0.067688 41K 0.428905 3K 

Quadric 

[-100, 100] 

Median 1.17E-06 800K 0.00567 800K 0.53703 800K 0 94K 0 340K 7.06E-38 800K 

Mean 1.36E-06 752K 0.00541 800K 0.55548 800K 0 94K 0 459K 1.27E-33 800K 

Min 0 1K 0.00027 800K 0.10202 800K 0 92K 0 319K 3.40E-63 800K 

Max 5.02E-06 800K 0.00964 800K 1.14049 800K 0 96K 9.88E-324 800K 2.37E-32 800K 

Std. Dev. 9.89E-07 191K 0.00273 0 0.19199 0 0 1K 0 193K 4.54E-33 0 

 

 

Rastrigin 

[-5.12, 5.12]  

 

Median 1.61E-10 800K 1.76E-06 800K 0.99832 800K 0 5K 0 132K 0.696E+1 800K 

Mean 1.72E-09 593K 2.10E-06 800K 0.98E+1 800K 0 7K 0 150K 1.342E+1 793K 

Min 0 4K 2.87E-07 800K 0.00016 800K 0 4K 0 37K 0 607K 

Max 2.16E-08 800K 5.65E-06 800K 5.38E+1 800K 0 20K 0 456K 7.052E+1 800K 

Std. Dev. 3.71E-09 352K 1.40E-06 0 1.36E+1 0 0 3K 0 80K 1.735E+1 34K  



 

126 

 

Rosenbrock 

[-30, 30] 

Median 5.16E-11 800K 3.43E-22 800K 2.66E+1 800K 0 720K 4.99E-35 800K 2.686E+1 800K 

Mean 1.70E-10 800K 0.01196 800K 3.97E+1 800K 1.74E-60 588K 0.186797 800K 3.323E+1 800K 

Min 2.03E-20 800K 3.04E-52 800K 0.48E+1 800K 0 160K 2.52E-54 800K 1.166E+1 800K 

Max 1.63E-09 800K 0.46535 800K 0.81E+2 800K 2.58E-59 800K 9.339852 800K 1.004E+2 800K 

Std. Dev. 3.00E-10 0 0.06796 0 2.54E+1 0 5.42E-60 250K 1.320854 0 2.04E+1 0 

Spherical 

[-100, 100] 

Median 1.19E-06 800K 0.00528 800K 0.09267 800K 0 87K 0 146K 1.09E-97 800K 

Mean 1.37E-06 720K 0.00491 800K 0.09446 800K 0 84K 0 145K 8.37E-92 800K 

Min 0 1K 0.00016 800K 0.05991 800K 0 1K 0 142K 2.98E-103 800K 

Max 4.71E-06 800K 0.0099 800K 0.14789 800K 0 890K 0 148K 2.58E-90 800K 

Std. Dev. 1.09E-06 242K 0.00246 0 0.01741 0 0 17K 0 2K 3.92E-91 0 

Rotated  

Rastrigin 

[-30, 30] 

Median 0 10K 1.47E+01 800K 1.92E+02 800K 0 7K 1.54E+01 800K 1.58E+02 800K 

Mean 7.56E-11 132K 1.28E+01 773K 1.91E+02 800K 7.97E-02 100K 1.38E+01 722K 1.57E+02 800K 

Min 0 4K 0 82K 1.29E+02 800K 0 3.5K 0 11K 1.10E+02 800K 

Max 2.72E-09 800K 2.47E+01 800K 2.49E+02 800K 9.98E-01 800K 2.44E+01 800K 2.06E+02 800K 

Std. Dev. 4.09E-10 252K 7.6404849 136K 2.80E+01 0 2.73E-01 225K 7.37E+00 218K 1.98E+01 0 

Shifted 

Rosenbrock 

[-30, 30] 

f_bias = 390 

Median 393.0995 800K 390.0177 800K 470.282 800K 393.0995 800K 396.8759 800K 425.6038 800K 

Mean 393.0995 800K 391.6301 800K 509.699 800K 393.0995 800K 396.2971 800K 447.1656 800K 

Min 393.0995 800K 390.0000 800K 390.0000 800K 393.0995 800K 390.488 800K 415.7537 800K 

Max 393.0995 800K 396.2884 800K 1366.92 800K 393.0995 800K 398.996 800K 557.8531 800K 

Std. Dev. 6.1E-07 0 2.02E+00 0 2.08E+02 0 1.402E-06 0 1.646207 0 3.58E+01 0 

Table  5-2 : Performance comparison between distance-based restart using the max swarm radius criterion [219, 221, 222] versus the proposed fitness-

based agile restart using the average swarm fitness criterion over 50 independent runs per benchmark with varying dimensionality from 3 to 30 

dimensions, while setting a maximum of 800,000 function evaluations per run and using a swarm size of 20 and the Clerc’s Constricted PSO with          

= 0.729 and c1=c2=2.05. The best values in each row are highlighted in Bold. 
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As for the advanced (shifted/rotated) benchmarks [256, 257], we observed a slight time 

improvement,  but  not  as  substantial as the time improvement for the 6 tested classical 

benchmarks, as shown in Figure  5-7. The aggregated average time improvement on all 8 tested 

benchmarks became 238%, 159%, and 117% for n = 3, 10 and 30, respectively. This considerable 

CPU time improvement was expected, as discussed earlier, due to the fact that Agile Restart does 

not require the time consuming process of calculating pairwise distances between all particles and 

the global best. Instead, the stagnation is detected using the Average Swarm Fitness criterion, 

making use of the already calculated fitness values for each particle. Replacing distance-based 

criterion with the proposed fitness-based criterion can, therefore, be used to increase the 

computation speed for any Multi-Start PSO model that uses Maximum Swarm Radius, such as 

RegPSO, which showed rather slow performance when recently applied to data clustering [252]. 

 

 

 
Figure  5-7: CPU time difference in seconds between distance-based restart and the proposed agile restart 

over 50 runs on 8 tested benchmarks at different n number of dimensions.   
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5.4.2.4 Statistical Significance  

To validate the significance of the results in Table  5-2, we performed the Wilcoxon rank-sum 

test [258] using Matlab statistical toolbox, as shown in Table  5-3. As mentioned earlier, the 

Wilcoxon rank-sum statistic is a nonparametric statistical test that determines if the population 

medians of two independent samples are significantly different. Unlike the two-sample t-test  that 

assumes normal distribution, the Wilcoxon rank-sum test is distribution-free and primarily based 

on the order in which the observations from the two samples fall [250]. We therefore used it to 

check if the performance of distance-based restart and the agile restart are significantly different 

(i.e., P<0.05, h=1), over the 50 conducted independent runs [259]. Table  5-3 confirms that the 

proposed agile restart is indeed significantly better performing than the distance-based restart, 

except for the few highlighted values in bold and red color.  

 

Dimensions n = 3 n = 10 n = 30 

Significance P h Z P h Z P h Z 

Ackley 3.31E-20 1 9.21 4.73E-20 1 9.17 3.03E-01 0 1.03 

Griewank 6.64E-04 1 3.40 6.72E-02 0 1.83 5.14E-09 1 -5.84 

Quadric 1.69E-18 1 8.78 5.26E-19 1 8.91 7.07E-18 1 8.61 

Rastrigin 1.85E-13 1 7.36 3.31E-20 1 9.21 1.33E-03 1 -3.21 

Rosenbrock 2.75E-18 1 8.72 2.37E-06 1 4.72 7.49E-01 0 -0.32 

Spherical 2.06E-17 1 8.49 3.31E-20 1 9.21 7.07E-18 1 8.61 

Rotated 

Rastrigin 
8.40E-01 0 0.20 5.06E-01 0 -0.67 1.58E-09 1 6.04 

Shifted 

Rosenbrock 
1.05E-06 1 -4.88 1.74E-15 1 -7.96 2.16E-01 0 1.24 

Table  5-3: Wilcoxon Rank-Sum Significance Test Results 
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5.5 Summary 

Firstly, this chapter started by discussing some drawbacks of a number of stagnation detection 

methods available in the literature, such as Maximum Swarm Radius, Cluster Analysis and 

Objective Function Slope. Then it explained how the proposed Fitness-based stagnation detection 

method using the Agile Restart idea addresses these drawbacks/issues.  

In order to generalize the benefits of the previously introduced Agile Restart (in Chapter 4) 

beyond the application-specific context of protein contact maps, it was further tested on a number 

of classical and advanced (shifted/rotated) benchmarks for general optimization functions. The 

proposed Agile Restart demonstrated, once again, superior performance (compared with the 

commonly-used distance-based restart) on most tested benchmark optimization functions, 

verifying not only a significantly better, but also a remarkably more efficient, performance. The 

significance of the performance comparison results over 50 independent runs was validated by 

the Wilcoxon rank-sum test, which showed that the proposed approach is indeed significantly 

better performing on most tested benchmark optimization functions at different dimensionality 

(from 3 to 30).  
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Word Cloud 6: Visual abstract of Chapter 6 – Pattern Discovery in Protein Interaction Networks. 
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Chapter 6 

Pattern Discovery in Protein Interaction Networks 

Pattern discovery in protein interaction networks can reveal crucial biological knowledge 

on the inner workings of cellular machinery. Although far from complete, extracting meaningful 

patterns from proteomic networks is a non-trivial task due to their size-complexity. In this 

chapter, we propose a computational framework to efficiently discover topologically-similar 

patterns from large proteomic networks using Particle Swarm Optimization (PSO), which 

demonstrated to work effectively on the complex, mostly sparse proteomic networks. The 

resulting topologically-similar patterns of close proximity are utilized to systematically predict 

novel, high-confidence Protein-Protein Interactions (PPIs), validated by more than one 

computational/experimental source. A brief background on protein interaction networks and PPI 

prediction methods can be found in Section  2.3.     

6.1 PSO-based PPI prediction (3PI) Strategy  

The main idea behind the proposed PSO-based PPI prediction (3PI) method is integrating 

network topology and protein domains with network proximity information to make high-

confidence PPI predictions through knowledge transfer between topologically-similar interaction 

patterns of close proximity. The proposed 3PI method attempts to discover topologically-similar 

patterns in the interactions among all immediate neighbors of a pair of interfacing proteins. We 

focus on the immediate neighbors of a pair of physically interacting proteins, since they are likely 

to be biologically-relevant due to their close proximity in the interaction networks. Not only will 

discovering topologically-similar patterns capture a strong similarity signal from protein 

interaction networks, but also the close proximity of proteins in these patterns (with at most 3 

edges apart) will make them more likely to be functionally related. This is due to the fact that 

proteins in the discovered topologically-similar patterns are originally interacting partners of a 
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pair of physically interfacing proteins, which guarantees their Shortest Paths (SP) to be at most 3. 

SP = 3 if they are not common interaction neighbors of the pair of interfacing proteins 

(Figure  6-1-a), whereas SP = 2 if at least one of them is a common neighbor (Figure  6-1-b), or   

SP = 1 if they also happened to be directly interacting with one another (Figure  6-1-c). 

Figure  6-1: The minimum number of edges, or the shortest paths (SP), between X and Y ranges from 1 to 3 

(max) in all possible cases. 

6.1.1 PPI Predictions from Similar Patterns 

For each pair of topologically-similar patterns, we generated a corresponding pair of non-

overlapping protein lists. We ignored overlapping proteins at this stage in order not to bias our 

enrichment analysis3 results of the next stage. We used the DAVID annotation tool [260] to 

perform InterPro domain enrichment analysis for each protein list. Enrichment results identified a 

number of overlapping domains that are statistically over-represented in both protein lists           

(p-value < 0.001). We selected the overlapping domain in both lists with the lowest p-value, and 

constructed a smaller pair of ‘protein sets’ of only those proteins enriched in the most-significant 

overlapping domain. 

The corresponding members of pairs of enriched protein sets, A and B, are not only 

significantly over-represented in shared domains, but are already known to be interacting 

neighbors of the original pair of interfacing proteins, P1 and P2, respectively. Based on a proposed 

PPI knowledge transfer process between A and B, we hypothesize that P2 will likely interact with 

all members in A, and P1 will also likely interact with all members in B. 

                                                      
3 More details on the conducted enrichment analysis can be found in Appendix A. 
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6.1.2 PSO-based Similar Local Pattern Discovery 

PSO-based pattern discovery is an important step in the proposed 3PI method. We first 

extracted all interactions among the partners of each pair of interfacing proteins (e.g., UBC and 

GRB2 partners), as shown in Figure  6-2 and Figure  6-3, and then we represented them as two 

adjacency matrices (as shown in Figure  6-4). This created a very sparse and challenging search 

space (e.g., about 2.9x1012 possible patterns of size 100x100 could be generated only from these 

two adjacency matrices). It is, therefore, impractical to apply exhaustive sliding window-based 

search to exactly discover the best similar patterns. To efficiently explore such a large search 

space, a PSO-based heuristic search is adopted. In the PSO-based search, similar to Section  4.2, 

each particle has a four-dimensional position vector: X1, Y1, X2, Y2, which represents a pair of 2D 

points in the adjacency matrix pair. In particular, X1 and Y1 represent the upper-left corner of a 

flying u x v window on the first adjacency matrix, and X2 and Y2 represent the upper-left corner 

of a flying window (obviously of the same, user-defined size, e.g., 100x100) on the other 

adjacency matrix. 

However, as discussed in Chapter 5, a well-known issue in PSO-based search is swarm 

stagnation, which occurs when the rate of position changes (or velocities) that attract particles to 

the global best position is prematurely approaching zero. This situation, if left unhandled, may 

lead the swarm to being trapped in a local optimum, from which it cannot escape nor can it 

generate new better solutions. A common strategy to help recover the swarm from a stagnation 

situation is to restart the particles before approaching a premature convergence situation. As 

shown in equation (15), the proposed 3PI method restarts particle positions and resets their 

velocity and memory using the aforementioned Agile, Fitness-based Stagnation Detection 

strategy, initially introduced in Section  4.1.1.    

 
	 	 	 	

	 ,			 0,				 | ∩ |           (15) 

 



 

134 

 

Where A and B are the flying window pair on both adjacency matrices of protein interactions, f is 

the objective (maximization) function, described as the size of the intersection between the two 

binary flying windows (or the size of the shared white positions representing common interaction 

patterns, or “common contacts”),  is the corresponding fitness vector of particles’ historically 

best positions,  is the fitness value of the global best particle position, and  is the PSI 

threshold, which is a positive percentage value to be specified by the user. As discussed earlier in 

in Section  4.2.3, it was empirically found that a PSI threshold of 80% works better in the four-

dimensional pair-wise pattern discovery problem. 

   

 

 

 

 

 

Figure  6-2: (a) Interaction partners of UBC and GRB2 (Case Study #1). 

 

 

Figure  6-3: Interaction partners of EGFR and ERBB3 (Case Study #2). 
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Figure  6-4: A pair of adjacency matrices representing interactions among UBC and GBR2 partners. 

 

Figure  6-5: A sample run of the proposed 3PI method with multi-start over 1000 iterations. The proposed 

3PI method discovered patterns with over 100 common contacts in less than 1000 iterations. 
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Figure  6-6: Samples of discovered local similar pattern pairs, each of size 100x100. 

 
Figure  6-5 shows the search behavior over 1000 iterations that eventually, after a few restarts, 

was able to discover better patterns.  In particular, the method managed to find several decent 

patterns (with 103 - 121 common contacts), within a small number of iterations. Sample of these 

patterns are shown in Figure  6-6. In order to get an idea if these patterns could just be generated 

by chance, we ran a random search for million times and checked how many common contacts 

were able to be identified just by random chance. As shown in Figure  6-7, the maximum number 

of common contacts identified by random search was 75 in only 12 times, and the random search 

was able to identify patterns with only less than 10 common contacts most of the times, due to the 

complex and sparse nature of the problem search space.   
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Figure  6-7: Null distribution of the random search process repeated million times. Random search failed to 

discover patterns with more than 75 common contacts over million iterations. 

 
Then, we transformed all interactions in a similar pattern pair from the adjacency matrix 

representation to actual network topology (as shown in Figure  6-8), in order to visualize how the 

captured similarity in adjacency matrix has a corresponding similarity in network topology.  

 
Figure  6-8: Corresponding local similarities in adjacency matrices and network topology. 
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Figure  6-9: Graph cluster analysis showing groups of cliques in the two sub-networks. 
 

 
Figure  6-9 shows different groups of cliques (or set of highly- interconnected nodes) in the 

two discovered sub-networks. The highlighted “Cluste001” in both tables visualizes the local 

topological similarity of exactly the same number of 8 nodes, as well as almost the same number 

of edges and density.  

The workflow of the proposed 3PI can be summarized as follows. We first pick a pair of 

physically interfacing proteins. Then we convert the interactions among their immediate 

neighbors to adjacency matrix. Next, we apply the proposed PSO-based pattern discovery to    

find pairs of locally similar interaction patterns. After that, we find the corresponding pairs of 

non-overlapping protein lists, and perform InterPro enrichment analysis for interaction domains 

for each pair of protein lists. Lastly, the final PPI predictions are systematically generated from 

the proposed PPI knowledge transfer between the ‘protein sets’ of only those proteins enriched in 

the most-significant overlapping domain. A brief overview on enrichment analysis and 

overlapping results is provided in  Appendix A. Figure  6-10 visualizes a schematic illustration of 

the complete workflow of the proposed 3PI method. 
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Figure  6-10: A schematic illustration of the complete workflow of the proposed 3PI method starting from a 

pair of physically interfacing proteins to the final PPI predictions. 

 

6.2 Comparison with Related work  

As briefly discussed in Section  2.3.3, the FpClass algorithm is a data mining-based approach 

that estimates interaction probabilities for all human protein pairs using several predictive 

features commonly used for Protein-Protein Interactions (PPI) prediction [43, 54], such as protein 

sequence and structure, orthology, network topology, Gene Ontology, and gene co-expression. 

FpClass has shown to provide increased coverage of the interactome at 50% False Discovery 

Rate (FDR) [54], compared with probabilistic Bayesian-based models for PPI prediction with       

> 68% FDR [44, 103]. Among such a comprehensive set of predictive features used to predict 
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PPIs in the FpClass algorithm [43], it has been shown that network topology and protein domains 

are the two most powerful features for interaction prediction [54]. Moreover, Scott et al. [44] 

predicted human PPIs using diverse evidence types and confirmed that network topology was the 

most effective. That is the reason why the 3PI method is proposed to combine network topology 

and protein domains with network proximity information in this study.   

As will be discussed in the next section, over 80% of the 3PI predictions are overlapped with 

the Top 1% predictions of the FpClass method [43]. The 3PI method also managed to predict a 

number of PPIs overlapped with publically-available interaction databases that were not 

discovered by the FpClass method. This suggests that the proposed 3PI method that only uses 

interaction domains and topology information can complement FpClass predictions, despite the 

comprehensive set of predictive features that FpClass uses to estimate interaction probabilities. 

6.3 Evaluating the Proposed 3PI Method 

We first present the results of our proposed 3PI method on two case studies. The first case 

study analyzes the interactions among the immediate neighbors of a pair of interfacing ‘hub’ 

proteins. In this case study, we used the two most highly connected human proteins in I2D 

(Interologous Interaction Database),[88] namely UBC_P0CG48 and GRB2_P62993.  I2D is one 

of the most comprehensive online sources of known and predicted PPIs for 6 different organisms; 

in our experiments, we used the latest version of Human I2D 2.0, released in 2012. Next, we 

analyzed the interactions among the neighbors of a pair of interfacing less-connected ‘bottleneck’ 

proteins, which are often found to be biologically important [93, 261]. The two interfacing 

bottleneck proteins used in the second case study are: EFGR_P00533 and ERBB3_P21860. 

Based on the discovered local topologically-similar patterns, several PPI predictions for UBC, 

GRB2, EFGR and ERBB3 were systematically generated for both case studies. A sample of these 

predictions are presented in Table  6-1 and Table  6-2, and summarized in Figure  6-11. As shown 

in both tables, 72% and 80% of the predictions overlapped with FpClass predictions with high 
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interaction probabilities (> 0.97 and 0.90, respectively).  This means 4 in 5 predictions are among 

the Top 1% of the FpClass predictions. Moreover, 52% of the predictions have been validated 

with at least one publically available interaction databases, e.g., BioGrid, BIND, IntAct, HPRD 

and MINT. Although about 1 in 6 predictions received low interaction probabilities (< 0.74), 

which are reported under the ‘FpClass’ column as “N/A” in Table  6-1(b), 75% of these 

predictions are overlapped with the BioGrid database. This suggests that the proposed 3PI method 

that only uses interaction domains and topology information can complement FpClass 

predictions, despite the comprehensive set of predictive features that FpClass uses to estimate 

interaction probabilities. 

Third, the highlighted interaction in Table  6-1(b) between P0CG48 (UBC) and Q06187 (BTK) 

is the only PPI prediction that neither overlapped with FpClass high-confidence predictions, nor 

with any manually curated databases in Human I2D 2.0, released in 2012. However, a thorough 

PubMed search has revealed two PubMed publications [262, 263] that experimentally supported 

this particular interaction between UBC and BTK. Moreover, this interaction has been recently 

imported to the BioGrid database, with a comment saying that “this interaction was 

experimentally detected by Affinity Capture-MS assay and manually curated” based on these two 

PubMed publications. This literature validation gives yet another example on the ability of the 

proposed 3PI method to discover high-confidence PPIs, and supplement the prediction results of 

FpClass method, based primarily on pattern discovery in protein networks and shared domain 

interactions among immediate neighbors of pairs of interfacing proteins. Furthermore, 

Figure  6-11 shows that 80% the proposed PPI predictions overlap with those protein pairs whose 

gene co-expression values appear among the top 1% in different gene expression datasets across a 

number of normal and tumor tissues. As mentioned earlier, significant co-expression in 

microarray profiles have generally been used to verify PPIs [264], because it has been shown that 

genes with similar expression profiles are more likely to encode interacting proteins [75]. 
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P1: 
GRB2 
P62993 

FpClass 
Probabilities 
(Confidence)   

I2D Sources 
(PPI Databases) 

P2: 
 UBC 

P0CG48 

FpClass 
Probabilities 
(Confidence)   

I2D Sources 
(PPI Databases) 

P10721  0.99712 

BioGrid, BIND, 
HPRD, IntAct, 

MINT, 
INNATEDB_Mouse

Q05397  N/A 
BioGrid, 

BioGrid_Mouse 

P07948  0.97828  N/A  Q04912  N/A  BioGrid 

P08069  0.97828  N/A  Q02763  N/A  BioGrid 

P08581  0.97828  BioGrid, HPRD  Q06187  N/A  N/A 

P08631  0.97828  N/A 

P11362  0.97828  BCI 

Table  6-1: PPI predictions for (a) GBR2 and (b) UBC in the first case study. 

 
P3: 
EFGR 
P00533 

FpClass 
Probabilities 
(Confidence)   

I2D Sources 
(PPI Databases) 

P4: 
ERBB3 
P21860 

FpClass 
Probabilities 
(Confidence)   

I2D Sources 
(PPI Databases) 

P42684  0.97828  MINT, JonesErbB1  P08581  0.97828  N/A 

P16591  0.97828 
BioGrid, HPRD, 
JonesErbB1 

P08069  0.97828  N/A 

P00519  0.97828  MINT, JonesErbB1  P12931  0.97828  MINT, JonesErbB1

Q05397  0.97828  BioGrid, IntAct  P07948  0.97828  JonesErbB1 

P43405  0.97828  MINT, JonesErbB1  P07947  0.97828  N/A 

P08631  0.97828  N/A  P07332  0.91822  N/A 

P11362  0.97555  N/A  P08922  0.78189  N/A 

P42681  0.90932  N/A 

Table  6-2:  PPI predictions for (a) EFGR and (b) ERBB3 in the second case study. 

 

Figure  6-11: Overlapping proposed PPIs with I2D, the Top 1% Co-Expression and  FpClass Results (with 

high-confidence > 0.97). 
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6.3.1 Further Analysis for EGFR and ERBB2 Interactions  

As shown in Figure  6-12, we further tested the proposed method on another pair of bottleneck, 

cancer-related proteins (EFGR_P00533 and ERBB2_ P04626), in order to check if we would get 

repeated pattern of overlaps with our different validation sources, similar to the obtained results 

in the previously discussed two case studies.   

Figure  6-12: Interaction partners of EGFR and ERBB2 (Case Study #3). 

 
Interestingly, similar observations could be drawn from the prediction results presented in 

Table  6-3, and summarized in Figure  6-13. First, about 5 in 6 predictions overlapped with 

FpClass predictions with high interaction probabilities (> 0.97).  This means over 80% of the 

prediction are again among the Top 1% of the FpClass predictions with interaction probability 

greater than 0.97.  Moreover, the remaining ~16% of the predictions are still considered high 

interaction probabilities in FpClass results (ranging between 0.90 and 0.93), and one of them is 

already overlapped with the MINT interaction database.  Lastly, similar to previous case studies, 

about 50% of the predictions in the third case study are overlapped with at least one publically 

available interaction database in I2D. 
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P3: 

EFGR 

P00533 

FpClass 

Prob. 

(Confid.) 

I2D Sources 

(PPI Databases)   

P5: 

ERBB2 

P04626 

FpClass 

Probabilities 

(Confidence)

I2D Sources 

(PPI Databases) 

O60674  0.97828 

BioGrid, HPRD, 

JonesErbB1, MINT, 

INNATEDB 

P12931  0.97828 

IntAct, HPRD, 

BioGrid, MINT,  

JonesErbB1,   BCI 

P06239  0.97828  N/A  P07947  0.97828  N/A 

P09769  0.97828  N/A  P07948  0.97828  N/A 

P21860 

0.99712  HPRD, IntAct, 

BioGrid  P08581  0.97828  N/A 

P23458  0.97828  INNATEDB  P09619  0.97828  N/A 

P42681  0.90932  N/A  P07332  0.93115  N/A 

P42684  0.97828  MINT, JonesErbB1     

P43405  0.97828  MINT, JonesErbB1 

P51451  0.97828  MINT, JonesErbB1   

P51813  0.91902  MINT, JonesErbB1   

Q05397  0.97828  BioGrid, IntAct   

Q15303  0.97828  IntAct, HPRD   

                     Table  6-3: PPI predictions for (a) EFGR and (b) ERBB2 in the third case study.   

 

Figure  6-13: Overlapping proposed PPIs with I2D and the Top 1% FpClass PPIs (confidence > 0.97) 
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6.4 Summary 

This chapter made use of the proposed PSO-based algorithms for pattern discovery in contact 

maps in a different, yet related, problem, moving from protein structures to interaction networks. 

The discovered interaction patterns in protein networks helped with the systems biology task of 

protein-protein interactions (PPIs), so well as the discovered structural patterns in protein 

structures previously helped with the computational biology task of protein structure 

classification.     

The chapter started by explaining the computational strategy and biological bases upon which 

the proposed 3PI method works. The main idea of the 3PI method is to extract topologically-

similar patterns from all interactions among the immediate neighbors of a pair of physically 

interfacing proteins, which are likely to be biologically-relevant due to their close proximity in 

the interaction networks. Then, the proposed 3PI method integrates two of the most powerful 

interaction evidences, namely, similar network topology and shared protein domains, with 

network proximity information to make high-confidence PPI predictions through knowledge 

transfer between topologically-similar interaction patterns of close proximity. 

Our prediction results are compared with an alternative computational method for PPI 

prediction (FpClass), showing that 80% of our predictions are successfully overlapped with the 

top 1% of the predictions suggested by the FpClass method with high confidence (greater than 

0.97). Besides such an encouraging computational validation, we used two experimental 

validation sources to evaluate our PPI predictions. Specifically, we used significant co-expression 

in microarray profiles and publically available interaction databases of experimentally determined 

interactions. Again about 80% of our predictions are overlapped with those protein pairs whose 

corresponding genes are significantly co-expressed across a number of normal and tumor tissues. 

Furthermore, over 50% of our interaction predictions are validated with at least one publically 

available interaction databases, such as BioGrid, BIND, IntAct, HPRD and MINT.  
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Chapter 7 

Conclusions and Future Work 

The primary goal of my PhD research is to develop robust and efficient stochastic algorithms 

based on Particle Swarm Optimization (PSO) to address the challenging pattern matching and 

discovery problems in protein structures and interaction networks. This can help in fundamental 

computational and systems biology tasks, such as protein-protein interaction prediction, protein 

structure modeling and classification. 

Two-dimensional representations of protein 3D structures, such as protein contact maps, have 

been widely used to analyze the 3D structure because they capture useful spatial and topological 

information about protein conformation, while also being readily amenable to optimization 

algorithms. A contact map is a 2D binary symmetric matrix that represents whether pairs of 

amino acids are in contact, i.e., their positions in the 3D structure of the protein are within a given 

distance threshold. Sliding window-based search is a traditional approach to find a given contact 

pattern within a contact map, through an exhaustive pixel-by-pixel comparison over the entire 

search space. This brute-force search is a trivial, yet inefficient solution to the pattern matching 

and discovery problems. While the brute-force search generally guarantees an optimal solution, it 

is time consuming and impractical for large-scale search problems. 

Heuristics are therefore needed to efficiently navigate the problem space and discover decent 

solutions without exhaustively exploring the entire search space. In my PhD research, instead of 

using sliding windows over the full search space, a novel approach was adopted with PSO-based 

flying windows over potentially promising regions of the problem search space (e.g., contact 

maps). 

Nonetheless, PSO-based heuristic search for similar pair-wise contact patterns is easily 

trapped in a local optimum region due to the sparse nature of protein contact maps. Thus, another 
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objective of my thesis is concerned with developing an efficient and effective stagnation 

detection technique that can help avoid premature convergence to sub-optimal regions or patterns. 

An efficient fitness-based criterion (or what we called ‘Agile Restart’) was therefore proposed to 

effectively detect an imminent stagnation situation and restart the search process to escape 

potential local optima. 

Agile PSO is a multi-start variant of PSO that integrates the proposed fitness-based restart 

with the PSO-based heuristic search. The proposed fitness-based criterion for stagnation detection 

outperformed the commonly-used distance-based criterion, which is not only dependent on the 

problem search space, but also requires an overhead of repeatedly calculating all pairwise 

distances at each iteration, a computational cost of O(nk) for a swarm of n particles in k number 

of iterations. 

The Agile PSO algorithm was first applied to protein contact maps. One observed challenge of 

applying PSO-based search to contact maps is that the fitness landscape (or the gradient of the 

search space) may not be able to guide particles to the optimal region, especially when the pattern 

of interest is isolated in the sparse off-diagonal area of contact maps. Thus, we proposed a more 

targeted search algorithm, Targeted Agile PSO (TA-PSO), which automatically builds a guiding 

list of potential contact patterns and uses it during the search process. TA-PSO was successfully 

able to find better contact patterns faster. This is because it inherently addresses where and how 

to effectively restart the search process, particularly for the challenging search space of protein 

contact maps.   

The proposed pattern discovery algorithms in contact maps are then extended to work on 

actual protein 3D structures. We developed the RA-PSO algorithm (RMSD-based Analysis using 

PSO) for pattern discovery in protein 3D structures, which offered an efficient and robust 

approach to motif matching and motif-based structure classification.  The objective function of 

RA-PSO is designed to minimize the least Root Mean Square Distance (lRMSD) between 
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corresponding residues of a query motif and target protein structures, as opposed to maximizing 

the binary Jaccard similarity between contact map patterns (as previously discussed in the TA-

PSO algorithm). 

Lastly, we introduced a PSO-based pattern discovery algorithm in protein interaction 

networks, and used the discovered topologically-similar interaction patterns to predict novel 

Protein-Protein Interaction (PPI) predictions. Our PSO-based PPI prediction approach (3PI) is 

based on the hypothesis that we could extend the commonly-used knowledge transfer process of 

topologically-similar proteins of close proximity in the human protein interaction network to 

predict novel PPIs of high confidence. 

7.1 Summary of Contributions  

This section highlights the main contributions and summarizes the key findings and results of 

our proposed PSO-based algorithms in the thesis. 

7.1.1 Agile Fitness-based Restart (Performance-based Stagnation Indictor) 

The main idea behind the Agile Restart is collectively incorporating the fitness performances 

of all particles to diversify the swarm when an imminent stagnation situation is detected, by 

comparing the average swarm fitness with the global best fitness to avoid getting trapped into 

local optima.  

Our experimental results show that the proposed fitness-based restart substantially 

outperformed the distance-based restart, and demonstrated a more efficient and effective 

performance, especially for moderate dimensional problems. In particular, the proposed approach 

showed up to 3 times faster and a significantly better solution quality (using Wilcoxon rank-sum 

significance test), when applied to eight classical and advanced benchmark functions, as well as 

on two proteomic applications for pattern matching and discovery in protein contact maps. 
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7.1.2 Extended Agile PSO (APSO 2) 

As mentioned earlier, Agile PSO is a multi-start variant of PSO that integrates the agile, 

fitness-based restart idea with the PSO algorithm. We extended a higher-dimensional version of 

Agile PSO, called APSO 2, which was then applied to the pairwise pattern discovery problem in 

protein contact maps. A more sensitive restart mechanism for APSO 2 was found necessary, 

because it deals with a higher-dimensional and sparse search space of the more-complex 

proteomic pattern discovery problem. Furthermore, APSO 2 uses a pre-processing step to prune 

search distractors and introduces a directed initialization technique towards the search regions of 

more interest to our study, where the real attractors of most uncertain, yet important, long-range 

protein contacts exist.  

Our experimental results show that using a more sensitive restart mechanism, while pruning 

short-range diagonal contacts and adopting a directed initialization strategy, have together 

improved the algorithm’s ability in discovering highly similar patterns of the more-challenging 

and valuable long-range contacts and increased the success rate from an average of 47%, on all 

test cases, to over 95%. 

7.1.3 Targeted Agile PSO (TA-PSO) 

One challenge of applying heuristic search to protein contact maps is that the fitness landscape 

(or the gradient of the search space) does not necessarily guide to the optimal region in some 

cases, especially when the best/largest contact pattern is isolated in an off-diagonal area with just 

a few sparse contacts around. That is why a more targeted search strategy is proposed to address 

this issue. Instead of using the simple, yet less effective, uniform random distribution to 

initialize/reinitialize particle positions, TA-PSO adopts the more robust Hammersley distribution 

that better covers the entire search space evenly to increase the chances of finding hidden 

optimum regions, which is often the case in the generally sparse protein contact maps. Moreover, 

the proposed TA-PSO uses a targeted search approach by focusing the search on the most 
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promising regions, using an automatically-built guiding list of largest contact patterns. That is, the 

Targeted Agile PSO (TA-PSO) automatically builds a guiding list of potential contact patterns 

and uses it during the search process, which helps to find better solutions faster.  Then, it 

performs a targeted search approach while focusing the search process on the most promising 

search subspaces, with the top largest contact patterns. 

The proposed TA-PSO achieved a more robust, effective and efficient behaviour than the 

traditional non-targeted PSO search, in which particles are mainly only guided by their fitness 

values (as in many other PSOs). In particular, our experimental results on two protein benchmark 

datasets (of 45 and 820 instances of protein pairs, respectively) showed that the targeted search 

approach is more effective (4 times better), more efficient (~3.5 times faster) and ~6 times more 

robust/consistent over 10 independent runs.  

7.1.4 RMSD-based Analysis using PSO (RA-PSO) 

We also made use of the PSO metaheuristic to perform RMSD-based Analysis of protein 

structures, which was successfully applied to motif matching and protein structure classification. 

The proposed RA-PSO method [249] almost always managed to successfully locate the true motif 

positions of all 66 targets in two datasets of small and medium-to-large proteins 94% and 82% of 

the time, on average, for each dataset, respectively.  

The successful detection of structural motifs in proteins can help predict their functions and 

families/super-families classification. Thus, one large-scale application of the motif matching 

problem is protein structure classification, which we further investigated in our experiments.    

RA-PSO correctly distinguished between the positive and negative examples in two protein 

datasets (of 68 and 96 proteins), where the mean ranks of all positive examples over 50 trials are 

statistically validated to be significantly different than the mean ranks of all negative examples in 

both datasets at 99% confidence level. The proposed method also showed a highly robust 
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performance with accurate results by consistently producing similar ranks for positive and 

negative examples over 50 runs. 

7.1.5 PSO-based PPI Prediction (3PI)  

Lastly, we proposed a PSO-based pattern discovery approach in protein interaction networks 

and applied it to the important problem of PPI prediction. Unlike existing neural networks-based 

approaches for PPI prediction, the proposed PSO-based approach does not require a 

comprehensive training set of positive and negative interaction examples to learn patterns, nor 

does it require the heavy-handed feature construction that data mining-based approaches need.   

 The proposed 3PI algorithm is not only the first to apply PSO to the pattern discovery 

problem in protein interaction networks, but also the first to make use of the resulting 

topologically-similar patterns of close proximity in predicting high-confidence PPIs. Discovering 

such similar interaction patterns is not the sole reason for capturing a strong similarity signal from 

PPI networks, with high biological relevance. Another reason for such a strong similarity signal is 

due to the close proximity of proteins in these patterns, which are at most 3 edges apart.  

In three conducted case studies, over 50% of the predicted interactions for EFGR, ERBB2, 

ERBB3, GRB2 and UBC proteins are overlapped with publically available interaction databases, 

~80% of the predictions are found among the Top 1% results of another PPI prediction method 

called FpClass, and their genes are significantly co-expressed across different tissues. Moreover, 

the only single prediction example that did not overlap with any of our validation sources was 

recently experimentally supported by two PubMed publications.  

7.2 Zooming Out: Breadth vs. Depth 

As discussed in Section  3.5, Particle Swarm Optimization is just one paradigm of the Swarm 

Intelligence research field, and Swarm Intelligence is just one component of the Soft Computing 

research area, which in turn includes several other well-established algorithms, such as 

Differential Evolution, Neural Networks and Support Vector Machines. Figure  7-1 highlights the 
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research focus of the thesis within the larger context of Soft Computing. While we largely 

favoured exploring the algorithmic ‘depth’ over ‘breadth’ in this thesis, it is planned in our future 

research to relate PSO results with alternative Soft Computing algorithms. This is in order to 

demonstrate not merely the applicability, but possibly also the superiority, of the PSO paradigm 

compared with other SI-based and non-SI-based paradigms on solving the presented research 

problems in this thesis. Nonetheless, our proposed algorithms are all based on heuristics, so the 

optimality is not guaranteed anyway, and arguably, the claim that they are superior may              

be irrelevant.      

 

 
Figure  7-1: The research focus of this thesis within the larger context of the Soft Computing research area.  
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7.3 Future Work and Limitations  

The experimental results presented in Chapters 4 and 5 demonstrated that our proposed 

fitness-based stagnation detection technique is not only significantly better, but also remarkably 

more efficient, than the commonly used distance-based stagnation detection technique in the 

literature. The performance comparison was conducted at low-to-moderate dimensionality that 

ranges from 3 to 30. We wanted to specifically test the performance at moderate dimensional 

space (less than 30 dimensions), because our primary focus was mainly on a 2-dimensional 

pattern matching problem up to 5-dimenasional dynamic pattern discovery problems. Thus, 

possible future work includes carrying out further verification simulations on a more 

comprehensive set of benchmarks at even higher dimensions (greater than 30).  

While the proposed fitness-based stagnation detection technique was compared with related 

methods in the literature, the performance comparison of the proposed PSO-based algorithms 

with alternative population-based heuristics is planned for future research. The main objective of 

the proposed PSO-based algorithms was to showcase the applicability of PSO metaheuristic (as a 

relatively recent optimization technique) to protein structure classification and interaction 

prediction for the first time in the literature.  Because comparing the results to alternative methods 

is left for future research, the main argument of the thesis is to show that the proposed PSO-based 

approaches can at least offer robust and efficient solutions to the aforementioned problems. 

Another point is that the proposed TA-PSO and RA-PSO algorithms investigated the applicability 

of PSO to pairwise protein structure comparison/alignment, but possible future work includes 

extending the algorithms to perform simultaneous multiple protein structure 

comparison/alignment. Multiple structure alignment is an essential, yet computationally difficult 

(NP-Complete) problem in bioinformatics with various medical and biological applications, such 

as efficient drug design and detection of recurring substructural motifs.  
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Unlike previously discussed algorithms, in the PPI prediction task, we unfortunately did not 

have a set of gold standard (or bona fide) interactions to validate the prediction results with. Thus, 

it was necessary to compare our prediction results with the corresponding prediction results of the 

state-of-the-art computational methods for PPI prediction, such as the FpClass method, as well as 

with alternative experimental methods for PPI determination, such as mass spectrometry-based 

methods.  The successful validation of our prediction results with more than one computational 

and experimental source suggests that the proposed 3PI method is a promising novel class of PPI 

prediction techniques using pattern discovery in protein interaction networks.  

Despite such encouraging and high-confidence results, the 3PI method is still in its early 

stages. Our future work includes conducting more in-depth analysis and fine-tuning for each step 

in the 3PI methodology workflow, as well as applying the proposed method on a large proteome 

scale towards a more complete and accurate human interactome that is currently far from 

complete (with up to 70% missing interactions estimated) and very noisy (with as high as 60% 

false interactions estimated). Our ultimate goal here is to expand the knowledge of high-

confidence PPIs starting from the known 10%, as well as the known interaction domains and 

proximity information, using an efficient, low-cost and robust heuristic technique for topology-

based pattern discovery in PPI networks, which does not necessarily require protein structure or 

even sequence information. 
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Appendix A: 

Enrichment Analysis  

As discussed in Section  6.1.1, InterPro domain enrichment analysis was conducted for each 

protein list to identify the overlapping domains that are statistically over-represented in both 

protein lists (p-value < 0.001). InterPro [265] is a non-redundant, integrated database that 

combines signatures from several protein databases, such as Pfam, SMART and Prosite, offering 

a powerful functional analysis and comprehensive classification of proteins into families, 

domains and important sites. InterPro is regularly updated every 8 weeks. The most recent 

InterPro version (InterPro 46.0) was released in January 2014, and contains 25586 entries, as 

summarized in Figure  A-1.  

 

Figure  A-1: InterPro 46.0 entries as recently released in January 2014. 

In this Appendix, we provide a brief overview of enrichment analysis and present more 

examples of enrichment/overlapping results. Enrichment analysis is a high-throughput strategy 

that helps provide functional interpretation or uncover cellular mechanisms relevant to a pre-

selected list of genes or proteins, such as a particular biological process or pathway in which a 

substantial number of list members are involved. In other words, enrichment analysis provides 

the most likely annotations that are significantly overlapping or statistically over-represented in 

the gene/protein list of interest.  
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The two main types of enrichment analysis are list-based or rank-based.  In the list-based type, 

a particular list of ‘interesting’ genes or proteins is selected by some relevant method, e.g., a list 

of genes that are differentially expressed under a certain condition or, in our case, a list of 

proteins with an interesting interaction pattern (as discussed in Section  6.1.2, and shown earlier in 

Figure  6-6). Whereas, in the rank-base type, the gene/protein list is not only selected by some 

relevant method, but also ranked by some metric, such as ratio, fold change, etc. In either case, 

the goal of the analysis is to extract any enriched (statistically overlapped) annotations linked to 

the selected (and optionally ranked) gene/protein list under investigation.  

It is important to statistically test whether the overlap is larger than expected by random 

chance. There are many statistics to calculate the significance of enrichment, such as Fisher’s 

exact (Hypergeometric) test, Kolmogorov-Smirnov (KS) test, Chi-squared test, or Z-test [266]. 

The goal of the statistical test is to find out the probability of observing similar or better 

enrichment/overlap by chance (i.e., determining the enrichment p-value). 

Different tests produce different ranges of enrichment p-values, which usually need to be 

corrected because of multiple hypothesis testing, using False Discovery Rate (FDR) or 

Bonferroni correction [267]. FDR is the expected proportion of false positives or the observed 

enrichments due to random chance. The FDR threshold is often called q-value, which is the FDR 

analogue to p-value. The q-value of an individual hypothesis test is a user-defined maximum 

FDR before which the test may be considered significant.  

One of the popular enrichment tools is DAVID [260] (the Database for Annotation, 

Visualization and Integrated Discovery), which provides a user-friendly, list-based enrichment 

analysis that uses a modified Fisher’s exact test to calculate the enrichment significance.  Fisher’s 

exact test examines the Null hypothesis that the gene/protein list is a random sample from 

population (e.g., the population will be the entire ‘human’ genome/proteome if we are working 

with human genes/proteins). The alternative hypothesis of Fisher’s exact test is that the 
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gene/protein list is statistically over-represented in a particular functional annotation or cellular 

process (i.e., greater than expected by random chance).    

The following example (adapted from [267]) illustrates the Fisher’s exact test. Assume that we 

are only interested in two ‘hypothetical’ types of proteins:  the ‘black’ type and the ‘red’ type. 

Also assume that the entire protein population exclusively includes just 45 ‘red’-type proteins and 

5 ‘black’-type proteins. As shown in Figure  A-2, we want to determine whether getting a list of 5 

proteins that includes 4 ‘black’-type proteins and one ‘red’-type protein can just happen due to 

random chance. So in this example, the Fisher’s exact test examines the following two 

hypotheses: 

 
Null hypothesis: The list is a just random sample from population. 

 Alternative hypothesis: There are more ‘black’‐type proteins than expected by random chance. 

 

 

Figure  A-2: Given a hypothetical protein universe or background population of 5 ‘black’-type proteins and 

45 ‘red’-type proteins, the Fisher’s exact test examines, in this example, the probability of getting a protein 

list of at least 4 black-type proteins.  Adapted from [267]. 
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To calculate the probability of having a list of at least 4 black-type proteins (out of 5), or to 

determine if the list includes more black-type proteins than expected by random, the Fisher’s 

exact test randomly selected a list of 5 proteins from the background population 1000s of times, 

which generates the null distribution. As shown in Figure  A-3, the probability of getting a list of 

all red is the highest because the background population, in this example, is mostly composed of 

red-type proteins. In particular, there is about 57% chance of getting a 5-protein sample (without 

replacement) of all reds, and about 37% chance of getting a 5-protein sample of 4 reds and 1 

black, as shown in Figure  A-3. Intuitively, the chance of getting a list of more black-type proteins 

(out of 5) is smaller than getting a list of fewer black-type proteins.    

The Fisher’s exact p-value is calculated as the cumulative sum of the probabilities that the list 

would be as high or higher than expected by random chance.  So in this example, the p-value of 

getting the list of at least 4 blacks equals the expected probability of getting a list of 4 blacks and 

1 red plus the expected probability of getting a list of all 5 blacks, which equals 0.00106 + 4.7E-7 

= 4.6E-4 (less than 0.01). This means the observations of getting a list of at least 4 blacks is 

indeed significant (more than expected by random chance) at 99% confidence level, suggesting 

the rejection of the null hypothesis that this list is just a random sample from population. 

In summary, the main steps of the conducted enrichment analysis for the experiments presented 

in Chapter 6 are as follows: 

1. Generate pairs of non-overlapping protein lists that exhibit similar interaction patterns 

using the proposed PSO-based pattern discovery method in protein interaction, as 

discussed in Section  6.1.2.    

2. The protein lists are overlapped against the InterPro database to find enriched protein 

sets that are statistically over-represented in particular protein domains or important 

protein sites.  
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3. The protein-sets are ascendingly ordered by the enrichment p-values corrected for 

Multiple Hypothesis Testing using FDR. 

4.  Lastly, the proposed PPI knowledge transfer is performed (as discussed in 

Section  6.1.1) between pairs of protein-sets enriched in the most-significant 

overlapping domain.         

 

Figure  A-3: Calculating the enrichment significance (p-value) using Fisher’s exact test for the 

aforementioned example of getting a list of at least 4 black-type proteins. Adapted from [267]. 

 
Interestingly, enriched protein sets in overlapping protein domains (Figure  A-10) are 

repeatedly found to share common structural properties as shown in the following series of 

figures starting from Figure  A-4 to Figure  A-9. Moreover, they are also found to be statistically 

over-represented in a number of overlapping molecular functions, pathways, biological processes 

and/or tissue expression, as shown in Figure  A-11, for instance.  
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As shown in Figure  A-4, the enrichment results of a pair of non-overlapping protein lists, 

extracted from the proposed 3PI method, are found to be statistically over-represented in 

“PS00109_Tyrosine Protein Kinases Specific Active-site Signature.” The highlighted members of 

the protein sets are found to share common structural similarities, as shown in Figure  A-5. 

 

Figure  A-4: A pair of enriched protein sets in ‘Tyrosine Protein Kinases Specific Active-site Signature’. 

 

 

Figure  A-5: Schematic structural description retrieved from the Protein Data Bank (PDB) for the 

highlighted pair of protein members in both enriched protein-sets, showing common structural similarities 

even at the motif level (e.g., SH3, SH2).    
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Figure  A-6 shows another example of the enrichment results of a pair of non-overlapping 

protein lists that are found to be statistically over-represented in “Ipr008266:Tyrosine Protein 

Kinase, Active Site.”  The highlighted members of the protein sets are found to share similar 

structural similarities, as shown in Figure  A-7. 

 

Figure  A-6: A pair of enriched protein sets in Tyrosine Protein Kinase, Active Site. 

 

 

Figure  A-7: Schematic structural description retrieved from the Protein Data Bank (PDB) for the 

highlighted pair of protein members in both enriched protein-sets, showing similar structural similarities 

even at the motif level.   
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Figure  A-8 shows a different pair of protein members from the aforementioned protein sets 

enriched in “Ipr008266:Tyrosine Protein Kinase, Active Site.” The corresponding structural 

similarities of the highlighted protein pair at the motif level, as well as “pfam” important sites, are 

shown in Figure  A-9.   

  

Figure  A-8: A different protein pair from the enriched protein sets in Tyrosine Protein Kinase, Active Site. 

 

Figure  A-9: Schematic structural description retrieved from the Protein Data Bank (PDB) for the 

highlighted pair of protein members in both enriched protein-sets, showing similar structural similarities 

even at the motif level (e.g., Sema and IPT/TIG 1). 
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  Lastly, Figure  A-10 and Figure  A-11 show the shared enriched protein domains and the 

common tissue-enriched expression profiles between a pair of protein lists, extracted by the 

proposed PSO-based method for pattern discovery in protein interaction networks. 

 

Figure  A-10: Red nodes with red borders represent shared enriched protein domains between a pair of 

extracted protein lists, generated by the ‘Enrichment Map’ Cytoscape plugin [268]. 

 

Figure  A-11: Red nodes with red border represent common tissue-enriched expression profiles between a 

pair of extracted protein lists, generated by the ‘Enrichment Map’ Cytoscape plugin [268]. 


