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Abstract

This thesis contains three essays spanning the fields of econometrics and the economics

of education. The first is a methodological essay wherein I propose a solution to the

test score measurement problem. Test scores that measure the same skill or trait are

often scaled differently. I propose a statistical methodology to express test scores in a

standard format to make them comparable across different tests. While other methods

to standardize scores exist, the method I develop avoids several statistical pitfalls that

commonly befall other procedures. The second chapter is an applied paper examining

the question of whether academic achievement increases when students are the same

race as their teacher. I pay particular attention to the effects of same-race teachers on

academic achievement in both the short and medium run. Using a model that takes

into account past school inputs, I find positive effects of racial matching on student

achievement; moreover, these benefits persist with time. The third is a methodological

piece that develops a technique to answer the question of whether one can be confident

that a statistical estimate of something such as a mean or a regression parameter

estimate lies between two points. The procedure has desirable statistical properties,

and is ideally suited for use when testing for the existence of zero or near-zero effects.
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Chapter 1

Introduction

The economics of education is a field that has recently witnessed considerable econo-

metric advances. This progress is both motivated and made possible partly by the

types of data available to researchers. Data in the economics of education are at

times quite detailed, since students are matched with teachers and are often followed

over multiple grades. Some of the main challenges facing those looking to use the

extant literature for policymaking are the still nascent research using methods that

take advantage of the structure of education data, and the fact that test score data

are at times unreliable or difficult with which to make inferences. In this dissertation,

I contribute to the resolution of both of these challenges. Two chapters of this thesis

develop econometric tools that aid in the proper inference of education data; one

of these methodologies is immediately applicable to the statistical analysis of topics

outside the economics of education. In one chapter, I perform an empirical anal-

ysis wherein I employ a recently-developed empirical methodology that can exploit

the structure of education data to examine a question that has heretofore only been

explored using traditional statistical methods.

Chapter Two is a methodological essay wherein I propose a solution to the test
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score measurement problem. Test scores are measures that are unlike things like

weight, time, and distance since these latter three are all anchored to the physical

environment while test scores are not. Because of this, we are not quite sure what

different magnitudes of test scores actually mean; what we know for sure is that, if

we ignore measurement error, test scores illustrate a ranking of ability of test takers.

This ordinality problem has been hypothesized to be at least part of the reason

why research in the economics of education often comes to contradictory conclusions:

for example, the Black-White test score gap has been shown in the literature to be

increasing, decreasing, and remaining constant after kindergarten. In this paper, I

propose a statistical methodology to express test scores in a standard format to make

them comparable across different tests that evaluate ability in the same subject or

skill that is robust to the ordinality problem; that is, these transformed test scores

have interval properties. In addition, I show that the standard transformation of test

scores into z-scores induces a sort of mechanical distortion of the parameters of interest

that can result in misleading inferences. The technique I develop is robust to this

particular problem. The assumptions that are required to employ the methodology

are fairly weak. This chapter contains an applied section that examines the dynamics

of the Black-White test score gap from kindergarten through third grade using the

procedure developed within, and contrasts the results of this new measure with that

from the standard methodology of using z-scores.

Chapter Three extends the literature on racial complementarities in education. It

is considered common wisdom that minority students learn more when matched with

teachers of the same race; this view is quite popular in the education community,

and it is often used to motivate the hiring of proportionately more minority teachers.
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Should such an effect exist, minority students could potentially benefit considerably

by these racial interaction effects since they are generally less likely to be matched

with teachers of their own race compared to white students. In this chapter, I in-

vestigate whether academic achievement increases for students who share the same

racial background as their teacher. I examine this question using data from Project

STAR, an education experiment wherein participating schools randomized teachers

and students to classrooms of different sizes. Unlike most research examining the

question of racial complementarities, I consider these effects in both the short and

medium run: for example, whether having a teacher of the same race in kindergarten

helps academic achievement one to three years afterwards. The approach is novel in

that the statistical methodology employed explicitly takes into account past observ-

able factors in addition to the usual contemporaneous inputs. I find that these racial

complementarities can explain a small but significant portion of the Black-White test

score gap.

At times it may be of interest to see whether we have enough information from

our data to determine if an estimated parameter (such as an average or a regression

coefficient) is zero or effectively zero; this is often called economic significance or

practical significance. More generally, sometimes we would like to investigate whether

or not a parameter falls within an upper and lower bound. Three examples follow.

Perhaps one is interested in whether minimum wage increases have a zero or effectively

zero effect on the teenage unemployment rate. A biostatistician may be tasked to

determine if the difference in the incidence of death between the placebo group and

the experimental group in a clinical trial is meaningfully large. A labour economist

may hypothesize that the average returns to schooling for a high school diploma lie
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between 8% and 12%. What is generally done in these sorts of situations is an ad hoc

method based on confidence intervals. In the first two examples, the scientist would

pick an upper bound and a lower bound of what would constitute a “null effect”, then

see if the estimated parameter’s 95% confidence interval falls within these arbitrary

bounds. For the last case, the investigator would verify whether the parameter’s 95%

confidence interval was entirely contained between 8% and 12%. In Chapter Four,

I devise a rigorous replacement for this confidence interval method that is easy to

implement and has good statistical properties. The tool can readily be used in the

context of education: for example, to determine whether an educational intervention

has a precisely estimated zero effect on an outcome of interest.

The contributions of this thesis are intended to advance the econometrics and

economics of education. Questions as to racial interaction effects may lead to intrigu-

ing policy prescriptions. Some debates whose disagreements are based on test score

measurement due to the ordinality may be settled. Finally, the economic significance

of results is often seen as just as important as statistical significance. These lines of

inquiry should all meaningfully add to the literatures in education and econometrics.
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Chapter 2

Test Score Measurement, Value-Added Models,

and the Black-White Test Score Gap

Research in the economics of education literature as to the effectiveness of education

inputs, the usefulness of value-added models, and the size of the Black-White test

score gap often comes to contradictory conclusions. Recent literature has affirmed

that the source of these contradictions may be due to the fact that test scores contain

only ordinal information. In this chapter, I propose a normalization of test scores that

is invariant to any monotonic transformation. Under fairly weak assumptions, this

metric has interval properties and thus solves the ordinality problem. A heretofore

unnoticed self-reference problem concerning test score normalization is also assuaged

by using this measure. Because of these desirable properties, the measure can be

employed to resolve longstanding debates in the economics of education.
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2.1 Introduction

There are contradictory results in nearly all fields of empirical research, and the eco-

nomics of education is no exception. In most any subfield in which a relationship

between a variable of interest and test scores is examined, conflicting conclusions

across different studies continue to arise even in topics that have long seen consider-

able research effort. For example, some research posits that smaller class sizes yield

pedagogical benefits in later grades (Finn and Achilles, 1999; Krueger, 1999), while

other research presents evidence that the benefits fade very quickly (Hanushek, 1999;

Ding and Lehrer, 2010). Another instance of disagreement is with value-added models

(VAMs), which is a commonly used empirical approach to measure how inputs affect

gains in student achievement that is typically employed to obtain estimates of teacher

quality proxied via their effect on student test scores. The validity of this research en-

tered the public eye in 2014, when the landmark case Vergara v. California debated,

inter alia, whether VAMs provided accurate estimates of teacher quality. Debate con-

tinues to rage in this area, with some recent research supporting the idea (Chetty et

al., 2014a) and some claiming that VAMs suffer from serious flaws (Rothstein, 2009;

2014). An answer to the longstanding debate on the dynamics of the Black-White

test score gap also proves to be elusive. The current majority view is that there is a

small gap at entry that quickly grows to be large by third grade (Fryer and Levitt,

2004; Fryer and Levitt, 2006), and that a substantial gap exists in [the] later grades

(Clotfelter et al., 2009). However, some scholars have argued that the test score gap

is moderate at kindergarten entry but instead shrinks after first grade (Murnane et

al., 2006), or that it is large throughout (Bond and Lang, 2013a). There exist other

persistent disagreements in research that examines various subjects where test scores
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are the outcome variable.

Recent research has potentially found a source of some of these contradictions in

the literature. It has long been accepted by psychometricians that test scores only

have ordinal properties, since these scores are monotonic transformations of some

unobserved true measure of ability in a subject (Lord, 1975). Moreover, any mono-

tonic transformation of a test score scale is also a valid scale (Cunha and Heckman,

2008). In light of these facts, Bond and Lang (2013b) perform a bounding exercise

on the Black-White test score gap. Using an algorithm to generate monotonic trans-

formations of the original test score scale to maximize and then minimize the growth

of the test score gap, they find that the bounds they create are almost completely

uninformative, and that the results of Fryer and Levitt (2004, 2006) of an increasing

gap starting from kindergarten likely reflect scaling decisions.

In this chapter, I outline a method to normalize test score scales that is invariant

to any monotonic transformation. The primary strength of the proposed metric is

that the same results will be obtained as if one had access to the latent true ability

score themselves, since the observed test score is a monotonic transformation of the

latent true scale. The measure has interval properties and therefore solves the ordi-

nality problem. An additional benefit of this metric is that it solves a self-reference

problem that causes difficulties when comparing coefficient magnitudes between dif-

ferent samples that has heretofore gone unnoticed; this issue is a mechanical side

effect of employing the usual normalization of transforming test scores into z-scores

for analysis. Due to these desirable properties, the proposed measure can be employed

to produce comparisons that are valid across different samples and different test score
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scales. The metric has the additional benefit of being based on unconditional quan-

tile regression (Firpo et al., 2009), which allows investigators to examine the research

question at any quantile of the outcome of interest. I illustrate the use of the measure

with a value-added model and in examining the Black-White test score gap. In the

case of the latter, I find that the results at the mean reported in Fryer and Levitt

(2004, 2006) and Clotfelter et al. (2009) are very similar to the results of this new

measure at the median; I additionally find that the prior literature did not report the

substantial heterogeneity in the Black-White test score gap across different quantiles

in many of the different grades examined.

This chapter is organized as follows. Section 2.2 places the discussion into context

by examining scaling issues related to test scores, and then explains the ordinality

and self-reference problems. The proposed test score normalization is outlined in

Section 2.3. The application to value-added models is contained in Section 2.4, while

the application to the Black-White test score gap is undertaken in Section 2.5. The

chapter concludes with a brief discussion in Section 2.6.

2.2 Background

2.2.1 Scaling and Measurement Issues

Briefly, numbers come in one of four types of scales (Stevens, 1946). The first is a

nominal scale, which consists of numbers used to designate particular things, such as

1 for a bus, 2 for a train, and 3 for a plane. Multinomial logit models are commonly

employed to estimate regressions with nominal scale response variables. The second

type of scale is an ordinal scale. As its name implies, order matters. The magnitude of

the differences between equal intervals is unknown: for example, consider a happiness
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scale where a person can respond with a number from 1 to 3 with 1 being “unhappy”

and 3 designating “happy”. The difference in happiness between 1 and 2 may differ

from the difference between 2 and 3; this is the case whether or not we assume

happiness is a latent continuous variable and every respondent selected the same

thresholds for each response. Ordinal logit estimation is the proper methodology to

use in models where the response variable is an ordinal variable. The third is an

interval scale, wherein the distance between numbers matters: the difference between

5 and 10 is the same as the difference between 80 and 85. An example is temperature.

One does not say that 30 degrees is twice as warm as 15 degrees; for a scale to have

this property, it needs to be a ratio scale, the last of the four types of scales.1 In

a regression context, we most often deal with the latter two types of scales. Each

subsequent scale includes the listed properties of all the prior listed scales in the order

given above; for example, an ordinal scale includes the properties of the nominal scale.

Test scores are subject to rather unique issues relating to measurement. Most

agreed-upon scales that are used in the sciences have readily observable effects on

the physical environment: weight is a function of force on an object due to gravity,

time is expressed in terms of how long it takes for the earth to orbit the sun, and

temperature has until recently been defined as the length of a column of mercury. By

contradistinction, academic test scores do not have an effect on the physical environ-

ment and reference only the test from which they are measured; therefore, what they

represent is more difficult to quantify. The development of Item Response Theory

(IRT) to scale tests, which produces scores that are estimates of the underlying true

trait of interest (e.g. mathematical ability), was a step towards more meaningful

1However, ratios of differences are possible with interval scales: for example, one can say that the
difference in temperature between 10 degrees and 20 degrees is twice that of the difference between
30 degrees and 35 degrees.
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inference. These test scores allow for both relative and absolute performance mea-

sures; for example, a verbal score of 800 on the GRE verbal indicates a person with a

wide vocabulary, while a score of 200 would signal a person as inarticulate. However,

IRT is not a catholicon, as the scoring scales still only refer to the tests themselves.

Comparing scores on different scales that measure the same cognitive trait or ability

presents an additional challenge: for example, consider comparing a verbal score of

400 on the SAT with a reading score of 9 on the ACT.

Many of the problems associated with test scaling are at least partially assuaged

by using test score normalization. The usual practice in analyses involving test scores

in the education literature is to convert them into z-scores (e.g. Fryer and Levitt

2004, 2006; Rivkin et al., 2005; Chetty et al., 2014a); this is done by subtracting the

mean from each score and then dividing by the standard deviation. Normalizing test

scores in this fashion accomplishes two things. First, it provides concreteness to the

test scores since the coefficient estimates in a model using normalized scores describe

magnitude in terms of their variability. Second, it allows the results to be compared

across tests that measure the same underlying trait but are on a different scale.

It is important to note that transforming a dependent variable into a z-score

produces the same parameter estimates (except for the intercept term) as dividing

the coefficient estimates after the regression is run by the standard deviation of the

dependent variable. The reason is that adding or subtracting a constant to y for every

observation only affects the intercept term in a linear regression because the vector

of ones for the constant is not correlated with any of the other explanatory variables,

and dividing y by a constant simply scales down the coefficient estimates: this can

easily be seen by replacing y in the formula for the OLS coefficient estimate of beta



2.2. BACKGROUND 11

with y/k where k is a constant. Moreover, t-statistics (and thus levels of significance)

are also the same despite this transformation since they are also invariant to these

changes in y for the same reasons.2 Therefore, the step at which normalization occurs

is immaterial for inference.

2.2.2 The Ordinality Problem

Nearly all research in economics and education that uses test scores as a dependent

variable implicitly makes the following assumptions: (i) there exists an unobservable

score A that represents ability in a subject; (ii) A has interval properties; (iii) ob-

servable test scores T have interval properties since they are an affine transformation

of unobserved ability A: T = mA + b, where m and b are parameters. The first two

assumptions are uncontroversial and are in agreement with the psychometric litera-

ture. However, the third is potentially problematic because psychometricians almost

universally assume instead that T is a monotonic (rather than affine) transformation

of A; that is, T = f(A) for some unknown monotonic function f (Lord, 1975). This

belief is partially based on the fact that the IRT test scores are not uniquely identi-

fied: for any set of estimated test scores T , any arbitrary monotonic transformation of

these test scores g(T ) produces scores that fit the IRT model with the same likelihood;

therefore, latent ability in a subject or skill A cannot be identified.

Table 2.1 illustrates the ordinality problem. Three different values of the latent

true test score A are listed, and there is a constant difference between each step.

Suppose that a test is created to measure the underlying trait that A represents.

2Since the correct t-statistic and coefficient estimate can be obtained ex post, so can the standard
error of the normalized coefficient estimate.
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Table 2.1: Example of Test Score Ordinality

A ∆A T =ln(A) ∆ln(A) T = eA ∆eA

1 - 0 - 2.7 -
2 1 0.7 0.7 7.4 4.7
3 1 1.1 0.4 20.1 12.7

Under one monotonic transformation, the first step is larger than the second; with

the other, the second step is larger than the first. While each monotonic transfor-

mation preserves ordinality, the interval properties dissipate; even if the monotonic

transformation f were affine, it would be impossible to determine whether this was

the case. Both sets of scores would fit the Item Response Theory model with the

same likelihood.

2.2.3 The Self-reference Problem

The “self-reference problem” refers to the fact that the magnitude of a coefficient in

a regression whose dependent variable is normalized by some function of the variance

is affected by the variance of the explanatory variables (such as group membership

dummies). In the data generating process (DGP) of a variable of interest, the uncon-

ditional variance of the said variable can be decomposed into two separate factors: (i)

the variance due to the characteristics of the observation, and (ii) the variance due to

the randomness of the unexplained component. In terms of what could be estimated

given the data, we could think of (i) as the set of observable characteristics, and (ii)

as the unobserved factors and noise. When the unconditional variance is used to

normalize a variable, one is implicitly making use of the sum of both of these compo-

nents; in particular, the variance of the covariate of interest itself interacts with its

magnitude in a way that can affect inference. I call this the “self-reference problem”,
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which I illustrate below.

Take for example a demographic test score gap. Consider the model with two

groups, P and R. Suppose the DGP is

testscore = β0 + β1D + e (2.1)

where D is a dummy variable indicating membership in group R, testscore is a scaled

test score,3, and e is the usual error term that is uncorrelated with D. Therefore,

the average test score gap between groups P and R is β1. Let there be two samples,

I and II. In sample I, P is 95% of the sample membership and R is 5%. In sample

II, P is 80% of the sample membership and R is 20%. If we express the test score

gap using the scaled test score, both samples will produce the same OLS estimate for

β1 asymptotically. However, if both samples normalize the test score into a z-score,

the coefficient for β1 will be smaller in absolute value for sample II despite the scaled

score gap being exactly the same; this is because the unconditional variance of the

test score in sample II is larger.4 Of course, it would be misleading to claim that

the test score gap between groups P and R is smaller in sample II simply due to

differences in the proportion of each group.

3I define a scaled test score as one whose scale was created using IRT.
4The variance of a Bernoulli random variable is p(1−p), which is maximized at p = 0.5. Therefore,

the test score gap in this example will shrink up until the point where the sample membership in
both groups is 50%.
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2.3 Methodology

The metric proposed herein employs the ordinary least squares variant of uncondi-

tional quantile regressions5 as developed by Firpo, Fortin, and Lemieux (2009) to

estimate the test score gap at a given quantile (such as the median) and then nor-

malizes the coefficients of interest by dividing them with the standard error of the

regression. This is in contrast to the usual method, which instead normalizes the

coefficients by dividing them by the standard deviation of the dependent variable.

Unconditional quantile regressions possess a number of useful invariance properties:

for example, t-statistics and R-squared values are invariant to monotonic transforma-

tions of the dependent variable.

This measure solves the ordinality and self-reference problems outlined in the

previous section. By using the standard error of the regression to normalize the coef-

ficients rather than the standard deviation of the test scores, the problem of coefficient

magnitudes being potentially influenced by the variability in the explanatory variables

is sidestepped. This measure’s invariance to monotonic transformations means that

the same regression results will be obtained as if one had access to the true set of test

scores. Since this methodology produces estimates at given quantiles, it implicitly

relaxes the assumption that the effect of interest is the same at every quantile of the

distribution of test scores.6

5There are three different methods to estimate unconditional quantile regressions; Firpo, Fortin,
and Lemieux (2009) provide evidence that they all yield substantially the same results. The OLS
variant is the one typically used in practice.

6Of course, the mean effects estimated in the literature could also be interpreted as the average
effect of the covariate of interest across the distribution.
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I now provide a formal proof of the invariance property. Recall that an uncondi-

tional quantile regression transforms the response variable y as

IF (y; qτ , Fy) = (τ − 1[y ≤ qτ ])/fy(qτ ) ≡ ỹ (2.2)

where τ is the quantile of interest, qτ is the value of y at the quantile τ , 1[·] is an

indicator function taking the value of 1 if the statement in the square brackets is

true and 0 otherwise, fy(qτ ) is the density of y at qτ , and IF(·) denotes the influence

function.7 Observe that the key to many of the invariance properties of unconditional

quantile regressions is the indicator function.

Lemma 1. The term 1[y ≤ qτ ] is the same for any monotonic transformation of y.

Proof. Define y∗ ≡ g(y) and let g be a monotonic function. Then, τ = Pr[y∗ ≤ j∗] =

Pr[g(y) ≤ j∗] = Pr[y ≤ g−1(j∗)]. Thus, j∗ = g(j), and therefore Pr[y∗ ≤ j∗] =

Pr[y ≤ g−1(g(j))] = Pr[y ≤ j]. Hence, j = qτ .

With this in hand, the invariance property of the proposed measure can now be

proven.

Theorem 1. In an unconditional quantile regression model without a lagged depen-

dent variable, the ratio of any regression coefficient to the standard error of the re-

gression is invariant to any monotonic transformation of the dependent variable.

7From Firpo, Fortin, and Lemieux (2009): “the influence function of a distributional statistic
represents the influence of an individual observation on that distributional statistic”. Note that the
influence function used here is not recentered. The use of the influence function rather than the
recentered variant is used to considerably simplify the proof of Theorem 1. Using the recentered
influence function (RIF) in place of the influence function does not affect the results since qτ is a
constant element for all ỹ; because of this, its only influence on the coefficient estimates is on the
constant term, and thus it can be ignored.
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Proof. Recall that ỹ is the transformed value of y by the IF. By Lemma 1, 1[y ≤ qτ ]

is invariant to monotonic transformations. What is left to show is that the ratio β̂/s

is invariant to changes in fy(qτ ). The value of the ratio is

β̂/s = (X>X)−1X>ỹ/
√
ỹ>Mxỹ(n− k)−1 (2.3)

where n is the number of observations and k is the number of estimated parameters.

Note that fy(qτ ) scales the values of ỹ by a constant factor. Suppose a monotonic

transformation of y takes place, y∗ ≡ g(y) where g is monotonic, and thus ỹ∗ = θỹ.

The ratio is thus

β̂∗/s∗ = (X>X)−1X>ỹ∗/

√
ỹ∗
>
Mxỹ∗(n− k)−1

= (X>X)−1X>θỹ/
√
θỹ>Mxθỹ(n− k)−1

= (X>X)−1X>ỹ/
√
ỹ>Mxỹ(n− k)−1 = β̂/s

where the third equality holds since θ is a scalar. Therefore, the ratio of the uncondi-

tional quantile regression coefficient estimate to the standard error of the regression

is invariant to any monotonic transformation of y.

Note that the invariance property holds for any quantile of interest. In the case

where a lagged dependent variable is present on the right-hand side, the invariance

property holds only asymptotically. Because of the unknown monotonic transforma-

tion of the response variable, it is necessary to include a polynomial expansion of the
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lagged response variable in order to approximate the unknown form of its transfor-

mation.

Theorem 2. In an unconditional quantile regression model with a lagged dependent

variable, the ratio of any non-lag regression coefficient to the standard error of the

regression is asymptotically invariant to any monotonic transformation of the depen-

dent variable.

Proof. Specify the untransformed and transformed unconditional quantile regressions

as

y∗1
σ1

= α0 + α1X + f(α2, y
′
1) + ε1 (2.4)

y∗2
σ2

= β0 + β2X + g(β2, y
′
2) + ε2 (2.5)

where f and g are polynomial expansions of the response variable. Recall that y′2 =

h(y′1) for some function h that is monotonic and continuous. Therefore, f can be well-

approximated by the polynomial expansion g(β2, y
′
2) = β21y

′
2 + β22y

2′
2 + . . . + β2ky

k′
2 .

Recall that y∗2, the transformed value of y2 by the influence function, is related to the

transformed value of y1 by y∗2 = Ay∗1 and similarly σ2 = Aσ1 for some unknown linear

scaling factor A. Thus, estimating (2.5) is equivalent to estimating

y∗1
σ1

= β0 + β1X + g(β2, y
′
2) + ε2. (2.6)

Let My′1 be a projection matrix that projects off the space spanned by the polynomial

expansion of y1. By the Frisch-Waugh-Lovell (Frisch and Waugh, 1933; Lovell, 1963),
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the estimates of α1 of the regression

My′1
y∗1
σ1

= α0 + α1My′1X + u1. (2.7)

will be identical to those in equation (2.4). Therefore, the estimate of β1 in

My′1
y∗1
σ1

= β0 + β1My′1X +My′1g(β2, y
′
2) + u2 (2.8)

will be the same as the estimate of α1 in (2.4) if we have
∑

nMy′1xiju2 = 0: that

is, the error of approximation f(α2, y
′
1)− g(β2, y

′
2) is uncorrelated with the residuals

from the linear relationship between y′1 and X. Since the former is a mathematical

object that is asymptotically uncorrelated with the latter, β̂1 in (2.5) is equal to α̂1

in (2.4) asymptotically.

2.4 Application: Value-Added Models

The goal of valued-added models (VAMs) is to measure teacher quality by examining

the test score gains of their students during their tutelage. They are somewhat

controversial in that it is exclusively based on test scores, and many scholars in the

fields of education and statistics criticize it on this front (e.g. Ewing, 2011; Koretz,

2008). Nonetheless, these models have allowed education economists to come to

substantive policy conclusions. For example, using data from Texas public schools,

Rivkin et al. (2005) find that a class size reduction of ten students yielded a smaller

benefit than a one standard deviation increase in teacher quality. Evidence has begun

to accumulate that students who learn under high quality teachers (as defined by

having high value-added) experience more desirable outcomes in adulthood, such as
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earning higher salaries and being more likely to attend college (Chetty et al., 2014b).

However, these findings have recently been challenged (Rothstein, 2014). Analysis

concerning value-added has thus far been exclusively conducted under the assumption

that test scores have interval properties.

The currently preferred model of student achievement using the terminology of

Rothstein (2010) is the VAM2 model. It is parameterized as follows:

Tit = α +Diβ + γTi,t−1 + εit (2.9)

where Tit is the student’s test score in grade t, Di is a J vector of dummies indicating

which teacher a student was assigned to, and Ti,t−1 is the student’s test score in

the previous grade. The interpretation of the coefficient on β for the jth teacher is

“Controlling for previous inputs such as which teacher the student had least year,

family background, and other past observable factors, how much did the average

student of teacher j learn this year?”, i.e. the value-added of that teacher. From the

above regression, the VAM1 model drops the lagged term on test scores and replaces

the response variable with ∆Tit ≡ Tit − Ti,t−1, while the VAM3 model is identical

to the VAM1 model but adds student fixed effects on the right-hand side. These

alternative specifications entail a number of different restrictions to obtain unbiased

and consistent estimates of the coefficients of interest; see Todd and Wolpin (2003)

or Rothstein (2010) for details.8

The VAM2 model is preferred for several reasons. Including a lagged test score as

8These are not the only specifications to evaluate value-added. For example, Ding and Lehrer
(2014) specify an education production function where unobserved ability can vary across grades;
Heckman, Hansen, and Mullen (2004) provide empirical evidence of this phenomenon. While VAM2
and VAM1 do not place any restrictions on the evolution of unobserved ability, it is unlikely to bias
coefficients of interest unless teacher quality affects growth in ability.
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a control can be thought of as a sufficient statistic for both observed and unobserved

past inputs (including things such as the unobserved endowment of mental capacity)

(Todd and Wolpin, 2003).9 In their measure of value-added, Chetty et al. (2014a) ar-

gue that controlling for past scores is necessary in order to obtain unbiased estimates.

The primary downside to this specification is that the effect of past inputs is assumed

to decline at a common geometric rate (Todd and Wolpin, 2003). With reference to

the methodology proposed herein, the VAM2 specification is the only option, since

VAM1 and VAM3 models can change the ranking of teacher value-added (Penney,

2014).

2.4.1 Data

The data employed in this section come from a cohort of students that participated

in Project STAR, an experiment that took place in Tennessee that ran from 1985

until 1989.10 The primary goal of the experiment, as its acronym (Student-Teacher

Achievement Ratio) implies, was to determine the effect of class size on student

achievement in primary education (Finn et al., 2007). A cohort of over 6000 students

from 79 schools took part in the experiment. To qualify for participation, schools

required sufficient enrollment to support at least three different classes per grade and

agree to the randomization protocol. Both students and teachers were randomly as-

signed to three different class types, but this randomization took place within schools

only. The class types were as follows: a small class (13 to 17 students), a regular class

(22 to 25 students), or a regular class with a full-time teacher’s aide. Compliance

was nearly perfect in kindergarten, with approximately 0.3% of students enrolled in

9Moreover, test scores are assumed to follow a Markov process in these cases.
10This is the same dataset as used in Chapter 3. It is outlined in more detail there.
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a class type that was not assigned to them.11 However, in first grade and beyond,

there were some problems with noncompliance, with a number of students switching

in or out of small classes. Noncompliance was primarily due to parental complaints

or discipline problems (Ding and Lehrer, 2010).12 At the end of each academic year,

all participating students were given a battery of academic and non-academic tests.

More detailed overviews of Project STAR can be found in Krueger (1999) and Finn et

al. (2007). The Project STAR dataset was selected due to its experimental protocol,

so that there would be no fears of bias due to non-random sorting in the teacher

value-added estimates.

2.4.2 Application

In this section, I compare the results of a VAM2 model estimated by OLS using the

z-score transformation with those of a VAM2 model that also includes polynomial

terms on the lagged test score that is normalized using the proposed metric. The

regression I will run for the latter is

Ti1 = α +Diβ + γ1Ti,k + γ2T
2
i,k + γ3T

3
i,k + γ4T

4
i,k + εit (2.10)

where again the vector β contains the estimates of teacher value-added. The test score

Ti1 is grade 1 test scores in mathematics. The fourth-order polynomial in kindergarten

mathematics test score is employed as the control for past inputs.

The exercise is performed as follows. I calculate the value-added of three differ-

ent teachers using both estimation methods on the Project STAR test score data.

11Krueger (1999) found this figure to be the case for a subset of Project STAR schools.
12Ding and Lehrer (2010) further note that this noncompliance can affect estimates of regression

parameters.
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Moreover, I also construct two other test scores that are simply monotonic transfor-

mations of the original data and repeat the analysis for each. The transformations

are as follows: a square of the original test score, and a square root of the original

test score. Tables 2.2 and 2.3 below display the results of this exercise.

Table 2.2: UQR with Standard Error of Regression Normalization

Teacher T = math T = math2 T =
√
math

A -1.47 -1.47 -1.47
B -0.73 -0.72 -0.74
C -0.48 -0.46 -0.48

Table 2.3: OLS with Standard Deviation of T Normalization

Teacher T = math T = math2 T =
√
math

A -1.13 -1.09 -1.15
B 0.05 0.11 0.02
C -0.09 -0.03 -0.11

Despite different transformations of the test score, each teacher’s value added is

almost the same across all regressions for the UQR case, while the OLS normalization

produced estimates that are much more variable. The monotonic transformations in

the example are rather tame – more extreme transformations could potentially further

display the robustness of the proposed metric relative to OLS.13 Moreover, we see that

the order of the value-added ranking has changed: in the UQR normalization method,

we see that teacher C is the best of the three, followed by B and then A; in the usual

OLS method, B is the best, followed by C then A. This is an example of just how

critical the ordinality problem can be when evaluating teacher value-added.

13Bond and Lang (2013b) demonstrate that regression estimates can change substantially due to
monotonic transformations of the scaled test score.
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2.5 Application: Black-White Test Score Gap

The subject of gaps in various outcomes between demographic groups remains a

contentious issue that has attracted considerable attention from academics and pol-

icymakers for many decades. One of the most examined gaps in the education and

economics literatures is the Black-White test score gap (e.g. Bond and Lang, 2013a;

Bond and Lang, 2013b; Clotfelter et al., 2009; Fryer and Levitt, 2004; Fryer and

Levitt, 2006). It is widely believed that reducing this gap in test scores is an impor-

tant step to promoting racial equity in outcomes such as crime, health, and family

structure (Dee, 2005).

Two important papers in this literature are the works of Fryer and Levitt (2004,

2006). Using a nationally representative dataset they find that, inter alia, the Black-

White test score gap is almost nonexistent once a small number of controls are taken

into account; blacks were even found to have an advantage over whites in reading

test scores at school entry. However, test score gaps began to emerge by the end of

kindergarten, and by third grade, the gaps in both mathematics and reading were

quite considerable even using controls. Clotfelter et al. (2009), using administrative

data from North Carolina, show large persistent gaps between blacks and whites from

third through eighth grade. While there were studies that found contradictory results

(Murnane et al., 2006), most of the literature on the Black-White test score gap finds

it to exhibit these patterns.

Bond and Lang (2013b) have recently called this entire body of research into

question. They argue that, once the ordinality of test scores is taken into account, the

Black-White test score gap can vary between “there is a small gap in kindergarten

that declines thereafter” to “there is no gap in kindergarten but the gap grows to
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be significant”. These results are obtained using a bounding exercise in which test

scores are subject to various monotonic transformations in order to find their growth

maximizing and minimizing evolutions. These results lead the authors to claim that

the dynamics of the gap in the literature largely reflect test score scaling decisions.

The debate as to the evolution of the Black-White test score gap, then, requires a

metric that is invariant to monotonic transformations. In this section, I employ the

proposed measure in equation (2.3) in an attempt to uncover the true evolution of

the test score gap.

2.5.1 Data

To facilitate comparisons with the existing literature, I use the same dataset as other

prominent papers in the field of test score gaps (e.g. Bond and Lang, 2013b; Fryer

and Levitt, 2004; Fryer and Levitt, 2006). This research employs the Early Childhood

Longitudinal Study Kindergarten Cohort (herein “ECLS-K”), a nationally represen-

tative survey of 21,260 children who entered kindergarten in the autumn of 1998. It

contains a wide breadth of information on topics ranging from the emotional health

and wellbeing of children to various kinds of test scores. The ECLS-K surveyed stu-

dents, parents, and educators such as teachers and school administrators. Data were

collected in the spring and fall of kindergarten, the spring and fall of first grade, and

in the springs of third, fifth, and eighth grade.

The analysis of this chapter employs the same controls as Fryer and Levitt (2004),

which are as follows: race, socioeconomic status, gender, age, whether the mother of

the child was a teenager when she first gave birth, whether the mother of the child

was 30 or over when she first gave birth, WIC participation, and the number of
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children’s books in the home. This set of controls was found to produce estimates of

the corrected racial test score gaps that were largely similar to those from a much more

fully specified model that included 94 control variables (Fryer and Levitt, 2004). The

racial categories are broken down into white, black, Hispanic, Asian, and other. The

“white” category refers exclusively to non-Hispanic whites, and the “other” category

includes Native Americans, native Alaskans, and other racial backgrounds that do not

fall into those previously listed. The socioeconomic status measure is a continuous

variable that is a function of the education levels of the parents or guardians, the

occupations of the parents or guardians, and household income.14 WIC participation

is a dummy variable indicating enrollment in the Special Supplemental Nutrition

Program for Women, Infants, and Children, which is a program targeted to low-

income mothers and children.

The summary statistics of the data are listed in Table 2.4. White children tend to

be roughly a month older than children of other races when they first enter kinder-

garten; since test-at-age effects are quite strong early in a child’s life, not correcting

for age will overestimate the test score gap between whites and other minorities.15

Blacks and Hispanics are more than twice as likely as whites to participate in the

WIC nutrition program. Black and Hispanic mothers tend to have their children 3

to 4 years earlier than whites on average; moreover, over half of black mothers in

the sample began their families as teenage mothers, while almost 40% of Hispanic

14Details about the construction of the variable can be found starting on page 7-8 of the ECLS-K
User Guide.

15I speculate that this age difference is due to white parents delaying their children’s entry into
kindergarten more often. Keeping a child out of school for a year is a practice known as “redshirting”;
this term is also used in other contexts, such as in sports. Parents engage in redshirting because,
inter alia, it raises academic achievement in the early grades (Datar, 2004).
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Table 2.4: Summary Statistics

Total White Black Hispanic Asian

Sample proportion 1 0.58 0.14 0.18 0.05
Number of observations 17117 9890 2392 3027 868

Controls
Female 0.49 0.49 0.51 0.5 0.5

(0.50) (0.50) (0.50) (0.50) (0.50)
Age in fall kindergarten, months 65.5 65.93 65.12 64.78 64.55

(4.28) (4.25) (4.23) (4.28) (4.03)
SES composite measure 0.03 0.23 -0.34 -0.39 0.29

(0.79) (0.73) (0.75) (0.71) (0.87)
WIC participant 0.45 0.31 0.77 0.63 0.33

(0.50) (0.46) (0.42) (0.48) (0.47)
Number of children’s books in the home 73.79 94.62 40.15 42.4 48.47

(59.64) (59.36) (40.17) (46.16) (49.98)
Mother’s age at birth of first child 23.63 24.8 20.64 21.94 25.73

(5.47) (5.35) (4.75) (4.95) (5.46)
First birth under age 20 0.27 0.19 0.51 0.37 0.15

(0.44) (0.39) (0.50) (0.48) (0.35)
First birth at age 30 or over 0.16 0.20 0.06 0.09 0.25

(0.36) (0.40) (0.24) (0.29) (0.43)

Author’s calculations. Standard deviations are in parentheses. Statistics for time-variant variables
are those for the fall of the child’s kindergarten year. The first two rows do not add up to the total
because the “other” racial category, which contains all the other races other than those listed on
this table, is not listed here.

mothers did the same. Whites tend to have many more children’s books in the home

than the other races.

The ECLS-K dataset includes several kinds of math and reading test scores. Those

employed in this chapter are the longitudinal Item Response Theory (IRT) test scores,

which were designed to be fully comparable across grades. These test scores were

constructed using a Bayesian three-parameter IRT model. One of the primary benefits

of the IRT approach is that it is able to yield precise estimates of the underlying

latent trait of interest despite a small number of test questions. Moreover, use of
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the Bayesian variant minimizes possible issues related to test score shrinkage.16 The

testing procedure was adaptive in that routing items were used to give students tests

that were commensurate with the likely range of their ability, which should minimize

floor and ceiling effects as well as maximize the accuracy of the measurement. The test

scores were found to have a very high level of reliability. The reliability score is defined

as 1− ψ/θ, where ψ is the within-person variance estimate of underlying ability and

θ is the between-person estimate of the underlying ability (the total between-person

variance of the posterior mean). A value of 1 indicates that latent ability is perfectly

measured, while a value of zero signals that there is no information about the latent

trait in the data. The various reliability scores for the math and reading tests for

each year can be found below in Table 2.5. All but one of the values exceed 0.9 and

some even exceed 0.95, which should assuage potential measurement error concerns.

Table 2.5: Reliability Estimates

Fall Spring Fall Spring Spring Spring Spring
grade K grade K grade 1 grade 1 grade 3 grade 5 grade 8

Reading 0.92 0.95 0.96 0.96 0.94 0.93 0.87
Mathematics 0.91 0.93 0.94 0.94 0.95 0.95 0.92
Source: Taken from Table 3-10 in the Combined User’s Manual for the ECLS-K Eighth-Grade and
K8 Full Sample Data Files and Electronic Codebooks. A value of 1 denotes perfect measurement
of the latent trait.

It is important to note that the IRT test scores were recalibrated in every round;

thus estimates of the test score gaps across different studies that do not use the same

iterations of the ECLS-K data may be dissimilar to a small degree. The recalibration

is necessary since the IRT scale scores in the database represent estimates of the

16Test score shrinkage is occasionally a threat to the validity of results, for example, see Bond and
Lang (2013a) who implement a procedure to correct for it.
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number of items children would have answered correctly at each point in time if they

had answered all of the questions from each round. Therefore, the scaled score at time

t is equal to the sum of the probabilities of a correct answer for every question in the

database. Therefore, as new questions are added in successive waves, the scaled score

for each child at every grade will increase if they are estimated to have a non-zero

probability of answering at least one of the new questions correctly.

The test score summary statistics are displayed in Table 2.6. To maintain compa-

rability with the other literature on this subject, the test scores were converted into

z scores.17 At the population level, there exists an increasingly large gap between

blacks and whites for both reading and math test scores from kindergarten to eighth

grade.

The criteria for inclusion in the dataset for this analysis are as follows. Students

missing data on the Fryer-Levitt controls or who do not have at least one valid test

score are dropped from the sample.18 For the variables that are time-variant, the

ones used in the analysis are those from the fall of the child’s kindergarten year.

Unlike Fryer and Levitt (2004, 2006), students who are missing some waves of test

score information are not dropped from the sample; I do not follow the same practice

because attrition in the 5th and 8th grade is quite high relative to the earlier years.

Nonetheless, replication exercises give similar results, so the samples should be quite

comparable.

The ECLS-K contains an extensive selection of sample weights, with the suggested

weight varying depending on the unit of analysis; see section 4-3-1 of the ECLS-K

17By Theorem 1, this normalization does not affect the analysis.
18Analysis of the math and reading test scores in the fall of first grade are excluded because only

a small portion of the sample took this particular test.
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Table 2.6: Test Score Summary Statistics

White Black Hispanic Asian
Mathematics
fall kindergarten 0.22 -0.39 -0.46 0.43

(1.02) (0.75) (0.79) (1.19)
spring kindergarten 0.22 -0.44 -0.41 0.33

(1.00) (0.80) (0.85) (1.12)
spring first grade 0.22 -0.51 -0.34 0.15

(1.01) (0.80) (0.87) (1.03)
spring third grade 0.24 -0.65 -0.33 0.24

(0.94) (0.90) (0.94) (1.01)
spring fifth grade 0.22 -0.75 -0.32 0.36

(0.90) (1.00) (0.99) (0.92)
spring eighth grade 0.2 -0.8 -0.33 0.41

(0.88) (1.07) (1.05) (0.91)

Reading
fall kindergarten 0.11 -0.27 -0.27 0.49

(1.00) (0.78) (0.88) (1.45)
spring kindergarten 0.1 -0.29 -0.22 0.5

(1.01) (0.81) (0.86) (1.34)
spring first grade 0.15 -0.38 -0.29 0.36

(1.00) (0.87) (0.89) (1.08)
spring third grade 0.25 -0.56 -0.41 0.1

(0.93) (0.91) (0.98) (0.92)
spring fifth grade 0.25 -0.62 -0.41 0.12

(0.90) (1.01) (0.98) (0.93)
spring eighth grade 0.23 -0.78 -0.42 0.26

(0.86) (1.09) (1.08) (0.88)
Author’s calculations. Test scores have been normalized to have a
mean of 0 and a standard deviation of 1. Standard deviations are
in parentheses.

User Guide for more information. I do not use sample weights in this analysis as the

results are not sensitive to their use; this was also found to be the case in the previous

research by Fryer and Levitt (2004, 2006) on this subject.
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2.5.2 Application

The regression equation estimated is

Tit = β0 + ρiβ1 +Xitβ2 + εit (2.11)

where Tit is the normalized test score of individual i at time t, ρ is a vector of racial

dummies (black, Hispanic, Asian, other), Xit is a vector containing the Fryer-Levitt

controls, and εit is the usual error term. Non-Hispanic whites are the baseline racial

category, therefore all test score gaps are relative to their performance.

It is important to note that, because race cannot be changed, the β1 coefficients

require a slightly different interpretation than usual. Chernozhukov et al. (2013)

show that a dummy coefficient in an unconditional quantile regression is a first order

approximation to the following expression:

infy∈Y [

∫
χ1

FY0|X0(y|x)dFX1(x) ≤ τ ]− infy∈Y [

∫
χ0

FY0|X0(y|x)dFX0(x) ≤ τ ] (2.12)

where y is an arbitrary value of the response variable, Y is the set of values y can

take, Yi is the set of values for group i = 0, 1, x is an arbitrary set of values for the set

of control variables, Xi is the set of characteristics for group i with χi as its support,

F is a cumulative distribution function, and τ is the quantile of interest. Thus, the

first term of this difference is the counterfactual quantile τ for the group of interest,

while the second term is the definition of the quantile of the baseline group. Defining

X1 = X0 for all controls except the dummy, we can interpret the dummy variables

(2.11) as the difference at quantile τ if the group of interest had the same distribution

of coefficients as the baseline group. In the case of this chapter, a coefficient β on
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black at the quantile τ indicates the difference between the blacks and whites at that

quantile of their distributions of test scores if the former had the same distribution

of control variables as the latter.19

Figures 2.1 and 2.2 display graphs containing information on the unconditional

quantile estimates of the proposed metric and their confidence intervals, as well as

OLS estimates for comparison purposes. In order to ensure comparability with the

extant literature, the test scores in the OLS regression have been converted to z-

scores.20

Comparing the OLS estimates with the quantile regression results at the median,

there is a remarkable degree of consistency between the two measures, despite the

fact that they were constructed in different fashions. The similarity of the results

suggests that research using the ECLS-K math and reading test score data may be

more robust to scaling concerns than was originally thought.

The Black-White mathematics test score gap increases from kindergarten until

third grade for most of the distribution, and then remains roughly constant after-

wards: black students across the distribution do not regain much if any lost ground by

eighth grade. However, those near the top of the distribution of test scores experience

little if any growth of the gap in test scores at all, with it remaining approximately

0.1 standard errors throughout. For those near the bottom of the distribution, they

fall significantly behind by third grade: those under the 4th decile experience a gap

of almost 0.4 standard errors at this point. While the gap at different deciles is fairly

invariant across quantiles in kindergarten and first grade, by the spring of third grade,

19Applications of Firpo et al. in the context of gender gaps can be found in Boudarbat and
Connolly (2013) and Fortin et al. (forthcoming).

20Recall that for the unconditional quantile regressions, regression (2.11) will yield the same result
regardless of how the test scores are monotonically transformed.
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Figure 2.1: Black-White Mathematics Test Score Gap
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Figure 2.2: Black-White Reading Test Score Gap
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the gap is larger for those near the bottom and shrinks as we approach the top of the

distribution.

Reading scores for blacks are actually superior to whites when entering school, and

this is true across the (counterfactual) distribution.21 By the spring of the first year,

a small gap forms for about the bottom half of the distribution, while those at the top

of the reading distribution experience no statistically significant gap associated with

their race compared to whites. By fifth grade, those under the 5th decile experience

larger gaps than those above it. Blacks at the top of the distribution only have a

small gap by this point of about 0.1 standard errors, while those near the bottom

have only fallen further behind with a gap of roughly 0.4 standard errors.

The results of this analysis are largely in agreement with other literature on the

subject. In previous work, Fryer and Levitt (2004) examines kindergarten and first

grade, Fryer and Levitt (2006) cover kindergarten through third grade, and Clotfelter

et al. investigate third through eighth grade.22 Fryer and Levitt (2006) observed a

widening of the Black-White test score gap in mathematics in the first four years

of school, which I also document here. The test score gap in mathematics appears

to stabilize at third grade and remain the same all the way up until at least eighth

grade, which is the same pattern that was observed in Clotfelter et al. (2009). I

also document the initial advantage for blacks in reading that turns into a deficiency

by third grade. The gap is approximately constant in third and fifth grade, but

widens for the eighth grade test score, which is mostly in agreement with Clotfelter

21The counterfactual distribution is the distribution of test scores that is conditional on the co-
variates; that is, what the distribution of black test scores would look like if they had the same
distribution of observable characteristics as whites. Herein, the use of the word “distribution” refers
to this specific counterfactual distribution.

22However, the latter use administrative data from North Carolina rather than a nationally rep-
resentative sample such as the ECLS-K.
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et al. (2009). That similar results at the median using this proposed methodology

and at the mean using the standard transformation are obtained here points to the

strong possibility that, at least for this analysis using these particular test scores and

control variables, the ordinality problem is not a serious issue, possibly because of a

well-constructed item response theory scale.23

That the gaps are mostly in the lower part of the test score distributions suggests

that policies to reduce the Black-White test score gap should target these students.

For schools with significant minority populations, improvements in school and teacher

quality, access to additional resources, and other initiatives such as increasing the

number of minority teachers24 could be employed to (potentially) reduce the test

score gap.

In conclusion, there is substantial distributional heterogeneity in the gaps over

time. The dynamics of the gaps at the median mostly agree with those of the literature

at the mean. The gaps at the tops of the distributions in nearly all grades show

a gap of zero or close to zero; this suggests that there is no racial test score gap

between whites and blacks at the top of the distribution of test scores in reading and

mathematics (and likely other subjects).

23Bond and Lang (2013b) explain that, under some exceptional conditions, IRT scales can have
interval properties. If these conditions are met, the methodology proposed here should produce very
similar results as the standard approaches.

24I examine the effect of racial matching on test score outcomes in Chapter 3 of this thesis. In
brief, I find that there is a positive effect on test scores and that blacks are far less likely to be
matched with a teacher of the same race. Therefore, blacks are less likely to benefit from racial
matching, which may explain part of the test score gap.
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2.6 Discussion

In this chapter, I proposed a method to normalize test scores that is invariant to

monotonic transformations. In addition, the metric assuaged a problem with z-score

normalization which caused the parameter estimates to be sensitive to the sample

variability in the control variables.25 Because of these desirable properties, the met-

ric could be used to compare results across different datasets. The proposed test

score normalization is usable in many value-added frameworks, including those where

lagged test scores are included as regressors. I perform two empirical applications

with the metric: I estimate the value-added of three teachers from the Project STAR

experiment, and I investigate the Black-White test score gap in a number of primary

and secondary grades using the ECLS-K cohort. In the case of the former, I find

the results of the analysis to be fairly robust to monotonic transformations. For the

latter, I conclude that the results of the literature (Fryer and Levitt, 2004; Fryer

and Levitt, 2006; Clotfelter et al., 2009) were largely correct despite not taking into

account the ordinality problem of test scores. Substantial heterogeneity in the distri-

bution of these gaps was found: most of the test score gap between blacks and whites

appears to be driven by poor-performing black students at the bottom of the ability

distribution. Blacks at the top of the ability distribution experience no economic

nor statistically significant gap with whites in most cases. The metric developed in

this chapter should prove useful in resolving debates that are primarily based on test

scores in the economics of education literature.

The use of this metric instead of percentiles brings the same implications in terms

25The use of irrelevant variables on the right-hand side should not distort the measure relative to
the usual OLS approach, since variables that have no explanatory power do not reduce the residual
variance; as such, it will not affect the normalization of the coefficient of interest.
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of pros and cons as when comparing the latter with z-scores. For example, the average

treatment effect on the treated of a small class intervention may yield an estimated

gain of 4 percentile points; however, 4 percentile points at the median may be 0.1

standard deviations of the scaled test score, while 4 percentile points at the 90th

percentile may be 0.3 standard deviations of the scaled test score. Since the OLS

estimate of an effect is supposed to be the same across the distribution, one can

argue that percentiles are inferior to normalizations that preserve the test score scale.

Further discussion of this issue is beyond the scope of this chapter.

The use of this proposed metric comes with an important caveat. While it is an

effective tool to compare results across different tests, the tests must be measuring

the same underlying factor in order for comparisons to be meaningful. For example,

Murnane et al. (2006) employ the National Institute of Child Health and Human

Development dataset (NICHD) and show that the racial test score gap between blacks

and whites holds steady for reading and decreases by almost half for mathematics from

kindergarten to third grade, which are results that do not agree with Fryer and Levitt

(2006). However, the tests used in the NICHD cover basic skills, while the ECLS-

K focuses on subjects learned in school; therefore, the results are not comparable

with each other. Discussion of demographic test score gaps, like any other subject of

interest, necessitates that they be clearly defined.

An alternative method to measure gaps is Oaxaca-Blinder decomposition. This

methodology is most commonly used to determine the extent of possible discrimina-

tion in the gender wage gap literature. The procedure decomposes an observed gap

into two parts: an explained gap due to observable characteristics, and an unexplained

gap that is present due to differences in the coefficients and in the unobservables. It
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has a desirable technical property of being “doubly robust”, i.e. it is consistent if

either the propensity score assumption or the model for outcomes is correct (Kline,

2011).26 The procedure outlined in this chapter can be suitably modified for Oaxaca

decomposition analysis. However, it has recently been argued that using a dummy

variable to measure a gap between two groups is not only sufficient, but it may also

possess advantages over Oaxaca-Blinder decomposition (Elder et al., 2010).

An alternative method to measure demographic test score gaps is to anchor them

to adult outcomes (e.g. Bond and Lang 2013a, Cunha and Heckman, 2008; Cunha

et al., 2010). Such an approach is not a panacea. Some results may be sensitive to

distributional assumptions, such as whether to anchor test scores with either earnings

or log earnings (Bond and Lang, 2013b). Adult outcomes come with significant delays

(Barlevy and Neil, 2012), which may limit the policy relevance of the results, or may

fail to materialize altogether, leading to possible selection bias. Moreover, the extent

to which unobservable heterogeneity in tastes affects the relationship between test

scores and adult outcomes is currently unknown: for example, educational attainment

may be lower purely due to the desire of a person to pursue a trade such as electrician

before completing high school despite having the cognitive skills necessary to complete

higher education. Earnings may be lower due to occupational choice, such as the

desire to become a social worker. In these two particular examples, the former yields

high earnings and a low level of education, while the latter vice versa. Moreover,

tastes themselves may weaken the link between test scores and either schooling or

26What is meant by the propensity score assumption is that two conditions are satisfied. The first
is unconfoundedness: treatment status Xi is assigned randomly conditional on the propensity score.
The second is a common support assumption wherein suitable control observations can be found
for every treated observation; that is, for every treated unit with some given vector of values of the
control variables, we can find an untreated observation with similar values of the control variables.
See Kline (2011) for details.
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earnings outcomes: Zafar (2013) shows that the choice of college major is largely

due to preference (enjoying coursework) and the desire to obtain parental approval,

and the choice of college major has a substatial effect on earnings. Nonetheless, the

primary and significant advantage to anchoring is that the gaps are expressed in

concrete units, such as completed years of education; magnitudes expressed in such a

metric are much more easily understood than the measures typically used in the test

score gap literature. These units also have the highly desirable property of being ratio

scales. I view the anchoring literature as complementary to the approach advanced

here for purposes of test score analysis.

Further research in the topic of test score measurement should investigate issues

relating to measurement error. Boyd et al. (2012) argue that reliability estimates

used in IRT models may understate the true level of measurement error. Correcting

for this potential problem, Bond and Lang (2013a) find that the increasing Black-

White test score gap in the early grades may be an artifact of measurement error,

and that the Black-White gap is large at kindergarten entry and remains constant

through to the seventh grade.
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Chapter 3

Racial Interaction Effects and Student

Achievement

This chapter examines the possibility that racial complementarities exist in the ed-

ucation production function. Using a model of education production that accounts

for the full history of school inputs, a conditional differences-in-differences estima-

tion procedure is employed to nonparametrically identify dynamic treatment effects

of various sequences of interventions. The approach is analogous to a value-added

model that allows for non-uniform decay. I apply the methodology to Tennessee’s

Project STAR class size experiment. I find positive effects of matching students with

teachers of the same race on academic achievement; however, these gains may vary

substantially according to the treatment path. Early exposures to same-race teachers

yield benefits that persist in the medium run. In kindergarten, this racial matching

effect appears to explain 22% of the Black-White test score gap in mathematics and

14% of the gap in reading.
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3.1 Introduction

There is a conventional wisdom among educators that when a minority student is

paired with a teacher of the same racial or ethnic background, he or she is more

likely to excel educationally (Dee, 2004). Behavioural changes according to race in

other areas are well documented: for example, the racial background of a manager

has been shown to affect the racial composition of new hires (Giuliano et al., 2013).

There are a number of theories that have been put forth as the reason for racial

complementarities in education, perhaps the most popular of which is that minority

teachers can serve as important role models for minority students; another is the idea

of “cultural synchronicity” which is hypothesized to occur between minority students

and teachers who share the same cultural background (Ingersoll and May, 2011).

These arguments, among others, have been advanced to encourage the recruitment

of minority teachers. An attractive feature of such a hiring policy is that it may be

inexpensive to implement: employing a more representative workforce does not on

the surface appear to entail any additional costs since race is irrelevant to salary in

this labour market, yet academic achievement gains (inter alia) could nonetheless be

obtained due to racial matching – a “free lunch” of sorts.

Racial complementarities in educational achievement have much empirical sup-

port. There is a positive correlation between academic achievement and racial match

for both blacks and whites on concrete measures of performance such as test scores

(Hanushek et al., 2005). Using data from Project STAR and examining each gender-

race combination separately, Dee (2004) finds that the contemporaneous test score

benefits are of the order of approximately 4 percentile points in all subjects, with the

exception of white females in reading, where the gain is smaller but not statistically
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significant. On average, the gains are almost as large as those obtained due to small

class size interventions that are found with the same data reported in Krueger (1999).

The possibility that favouritism in grading for students who share the teacher’s racial

or ethnic background as the source of these test score gains is a concern, since there

is evidence that teachers evaluate students of the same race more favourably us-

ing subjective assessments of academic performance (Ouazad, 2014). However, the

complementarities are also present when the evaluations are externally administered,

which effectively rules out this possibility. Clotfelter et al. (2010) demonstrate the

importance of accounting for racial interactions in education production by illus-

trating their effect on race coefficients when same-race dummies are excluded from

the regression equation. Using administrative data from North Carolina, they show

that the negative relationship between a black teacher and contemporaneous student

achievement is driven by a strong negative racial interaction between black teachers

and white students, since no negative relationship exists between black teachers and

black students.

Cost benefit exercises of any policy should consider not just the immediate effects

but also those in the medium and long run time horizons. Moreover, the interventions

themselves can exhibit substantial differences in terms of timing and dosage, both of

which may matter for the outcomes. These considerations suggest that ignoring the

cumulative and dynamic nature of education production may lead to incorrect infer-

ences. In a highly influential paper investigating the effect of small class sizes using

data from Project STAR, Krueger (1999) finds that attending a small class yields

contemporaneous test score benefits in kindergarten through third grade. However,

estimating a dynamic model of education production that takes into account the full
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history of observable inputs, Ding and Lehrer (2010) find that statistically significant

achievement gains from the small class intervention in Project STAR are present only

in kindergarten and first grade; they further find that the intervention may actually

reduce achievement in third grade for those who were not in small classes from kinder-

garten through second grade.1 These results are consistent with that of Hanushek

(1999), who finds an erosion of the small class effect in later grades.

In this chapter, I investigate the effect of racial interactions on student achieve-

ment. It differs from previous examinations of the topic along several dimensions.

The analysis is based on a dynamic model of education production that takes into

account the full history of observed inputs. The specification allows for both the

timing and the dosage to matter for the outcome at each grade: for example, being

instructed by a teacher of the same race in kindergarten and first grade may have

a different effect on third grade math test scores than instead having the same-race

teacher in the first and second grade. To estimate the model, I employ a conditional

differences-in-differences procedure to nonparametrically identify dynamic treatment

effects of exposure(s) to a same-race teacher in the short and medium run. The effect

of any particular treatment path can be estimated. The regression model can be

thought of as a value-added model that allows for non-uniform decay of past inputs.

The theoretical model and the estimation procedure are explained in Section 3.2.

To facilitate comparison with Dee (2004), this study makes use of data from

Project STAR, a highly influential education experiment that took place in Tennessee

in the 1980s that sought to determine the effect of class size on student achievement.

Participating schools had their students and teachers randomized into classrooms of

1Ding and Lehrer (2010) also pay important attention to the selective attrition and non-
compliance issues of Project STAR.
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different sizes within each grade. I employ data from a cohort that participated in the

experiment from kindergarten until the end of third grade. There are three primary

concerns that need to be assuaged for the analysis of this chapter to be valid. The

first consideration is whether randomization of students and teachers into different

class types is equivalent to randomization according to racial matches. I write a

formal proof that shows randomization into different groups should impart no bias

on the distribution of characteristics across those groups asymptotically. Examining

the allocation of students and teachers in the sample, I find no evidence of a failure

of randomization across the dimension of racial matches. An investigation into the

attrition behaviour of the sample reveals that it is likely nonignorable; this chapter

implements a correction for this feature of the data. Lastly, student sorting across

schools by race may be a concern if these sorting patterns are also related to academic

ability; for example, able black students primarily attending schools whose students

are predominantly black. Examining these patterns, I find no evidence that possible

student sorting by ability is taking place. A discussion of the data and these possible

threats to validity are contained in Section 3.3.

Section 3.4 conducts the empirical analysis and outlines the main findings. Expo-

sure to a teacher of the same race increases test score performance across a variety of

dimensions. However, the timing appears to matter, as the contemporaneous bene-

fits are strongest in the early grades. The estimated dynamic treatment effects show

that the benefits appear to persist in the medium run, with early grade exposure to

same-race teachers having statistically significant benefits to scores in later grades.

A number of robustness checks confirm these results. I examine whether the findings

are due to the possibility that they are merely an artifact of across-school sorting by
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teachers by race; this is an important consideration, as Project STAR randomized

students and teachers only within schools. Repeating the analysis using classroom

fixed effects in order to expunge any possible bias arising from within school quality

differences between black and white teachers, I find no substantive changes in the

results. The main results were qualitatively and in many cases quantitatively simi-

lar when the analysis of the main section was repeated only including students that

complied with their treatment assignment, by size of school, and by race.2

To conclude the chapter, I discuss the policy implications of the findings in Section

3.5. There are economically significant gains in achievement when students are taught

by teachers of the same race which are moderate in magnitude, ranging from approx-

imately 4 to 10 percentile points on third grade test scores for continuous treatment

from kindergarten through third grade. The existence of effects that persist past the

short run and the economic significance of the effects indicate that future research

should investigate the channels through which they occur. Once the channels are

identified, policy prescriptions relating to racial sorting may be found to be desirable.

In kindergarten, the own-race teacher effect on achievement explains approximately

14% and 22% of the Black-White reading and math test score gaps respectively, since

minorities are far less likely to be matched with a teacher of the same race.

2In contrast to the existing literature, Ding and Lehrer (2011) find that whites and asians do not
benefit less from small classes compared to members of other races.
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3.2 Model

3.2.1 Theory

Most models of education production are based on the ideas of Ben-Porath (1967) and

Boardman and Murnane (1979), wherein outcomes are seen as a function of both past

and contemporaneous factors. Todd and Wolpin (2003) assume the various actors in

education production (such as the parents or the teachers of a student) act according

to decision rules. Typically included in the specification of an education production

function (EPF) are familial and school inputs as well as student characteristics. Here,

I augment the usual analysis of education production in two ways: first, I explicitly

include past inputs into the model; second, I include the effect of an own-race teacher

on achievement. I specify the EPF as:

Aig = f(P, T, S, F,D, ε) (3.1)

where Aig is the achievement of student i in grade g, ε = {εig, εi,g−1, ...} are the

independent random period g shocks, and D = {dig, di,g−1, ...} are the aforementioned

same-race teacher dummy variables; these take the value of 1 if the student has a

teacher of the same race in grade g and 0 otherwise. The decision rules describing

the inputs of the pupil, the teachers, the school, and the family are respectively given
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by:

P = P (µi)

T = T (xjg, xj,g−1, ...)

S = S(cig, ci,g−1, ...)

F = F (wig, wi,g−1, ...)

where µi is the unobservable ability of student i, the term xjg denotes the charac-

teristics of teacher j in grade g, and the variable wig denotes family inputs. School

characteristics, such as class type, are included in cig.
3

The above formulation is very flexible, as it allows for the possibility of the timing

of the inputs to matter. For example, it could be the case that having a same-race

teacher in kindergarten and first grade has a different effect than in second and third

grade: in both scenarios, the student had a same-race teacher for two grades, but the

overall effect on achievement could differ despite the level of the inputs (two doses of

the treatment) being identical. Another advantage is that it decreases the probability

of omitted variable bias affecting the results compared to a model that only includes

contemporaneous inputs.4 Continuing with the example above, if having a same-race

teacher in third grade is positively correlated with having one in kindergarten, and if

the benefit of such an intervention only exists in kindergarten, then the estimate of

the racial complementarity in third grade may be biased upwards.

3In non-experimental research commonly studied in empirical exercises in the economics of edu-
cation, principals generally match students to teachers. In this case, the racial match can be thought
of as a direct school input; given the random matching of students and teachers, I do not interpret
it this way in this chapter.

4An example of such a model would be yt = β0 + β1Dt + ε where Dt is a dummy variable equal
to 1 if treatment is received at time t and 0 otherwise. Note the lack of controls for past treatments.
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3.2.2 Estimation

To estimate the model, I linearize the production function (3.1) and assume the error

term to be additively separable. Since the education production function is cumulative

in its inputs, each grade requires a different specification (Ding and Lehrer, 2010).5

Here, let X be a matrix of control variables and a constant term, and grade g = k

denote kindergarten. Recall that dig is a dummy for the same race intervention for

student i in grade g. The system of equations is given by:

Aik = vi +Xikα1k + α2kdik + εik (3.2)

Ai1 = vi +Xi1β11 +Xikβ1k + β21di1 + β2kdik + εi1 (3.3)

Ai2 = vi +Xi2γ12 +Xi1γ11 +Xikγ1k + γ22di2 + γ21di1 + γ2kdik + εi2 (3.4)

Ai3 = vi+Xi3δ13+Xi2δ12+Xi1δ11+Xikδ1k+δ23di3+δ22di2+δ21di1+δ2kdik+εi3. (3.5)

This specification allows for the effect of inputs to vary over time: for example, the

effect of having a same-race teacher in kindergarten on achievement can be different in

kindergarten compared to first grade (that is, I allow the possibility that α2k 6= β2k).

I make the following simplifications to allow estimation of the policy effects of

interest.6 The fixed effect vi can be correlated with the observed and unobserved

5Ding and Lehrer (2010) also discuss the nonparametric identification of the regression coeffi-
cients.

6The estimated effects are policy effects since many of the inputs and decision rules are unob-
servable. Econometric estimation of (3.1) where the student-teacher racial matches are randomly
assigned produces a policy parameter describing the expected value of the total effect of an own-race
teacher; this includes not only the treatment effect from the school but all other effects not explicitly
specified in the regression equation such as the behavioural effects of the treatment assignment of
the student’s parents. The estimated effect does not correspond to a parameter of the EPF without
strong assumptions on the decision rules (Todd and Wolpin, 2003).
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determinants of achievement; it contains the effect of not only student ability µi but

also other time-invariant inputs and characteristics. Other unobservable inputs into

the EPF are assumed to be either fixed over the course of the sample (and are thus

absorbed by the fixed effects) or uncorrelated with the included inputs.7 I assume no

pretreatment effects; that is, treatment assignment in future periods does not affect

current achievement. Teacher characteristics xjg comprise the teacher’s race, years

of experience, and whether the teacher has a graduate degree. Observable school

inputs cig are the type of class the student attends (a small class, a regular class, or a

regular class with a full-time teacher’s aide) and school fixed effects which I allow to

vary by grade (that is, each equation includes a school fixed effect), while free lunch

status is used as a proxy variable for family inputs wig. Given these assumptions,

any differential effect of changes in treatment assignment will reveal themselves in

the same-race coefficient vectors {α2g, β2g, γ2g, δ2g}.

There remains the issue of the fixed effect vi, which is unobservable. If it is corre-

lated with the included inputs but excluded from the regression equation, estimation

of the system of equations {(3.2), (3.3), (3.4), (3.5)} is biased and inconsistent. Un-

der the assumptions outlined above, the regression coefficients can be consistently

estimated by first-differencing the system of equations; such a transformation will

eliminate the individual fixed effects. Miquel (2003) and Lechner and Miquel (2010)

demonstrate that this conditional differences-in-differences approach can be employed

to nonparametrically identify the causal effects of sequences of interventions. The

7Using a restricted version of the method developed in Ding and Lehrer (2014), Ding and Lehrer
(2010) find evidence that the effect of unobserved inputs on achievement in the STAR data for
second and third grade is relatively constant.
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equation for achievement in first grade is:

Ai1 − Aik = Xi1β11 +Xik(β1k − α1k) + β21di1 + (β2k − α2k)dik + ε∗i1 (3.6)

where ε∗i1 ≡ εi1− εik. Note that the kindergarten equation remains unchanged in this

transformation: while the fixed effect is still present, random assignment in this grade

ensures that the fixed effect is not correlated with the included covariates. However,

because of potentially non-random attrition in the following grades, we require that

the fixed effect be differenced out in the other achievement equations.8

Note that the differencing procedure, under the assumptions above, is an iden-

tification strategy to obtain unbiased and consistent estimates of the system {(3.2),

(3.3), (3.4), (3.5)}. This approach can be thought of as analogous to a fixed ef-

fects procedure: while some of the variables are transformed in order to perform the

estimation, the interpretation of the coefficients does not change as a result.

Because the differenced system of equations is triangular, it can be estimated using

equation-by-equation OLS to obtain the coefficient estimates. As the parameters enter

recursively into the equations, one is required to estimate them in a sequential fashion

(starting with kindergarten) since the desire is to separately identify the coefficients

of interest; for example, we require the estimates of α from (3.2) to enter into (3.6)

in order to obtain the estimates of β.

The above specification can be thought of as a value-added model. Using the

language of Rothstein (2010), the model employed here reduces to the VAM1 case

if it is assumed that there is no decay of past inputs (αlg = βlg = γlg = δlg) and

8Should vi = 0 ∀i, estimation will be less efficient than a system OLS approach, but unbiased
and consistent estimates of the regression coefficients would still be obtained.
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no individual fixed effects (vi = 0); the same estimates as a VAM1 model would

be obtained if there is no decay of past inputs and the individual fixed effect is

uncorrelated with the included variables. The same estimates as a VAM3 model

would be obtained if there is no decay of past inputs and if the changes in unobserved

inputs are uncorrelated with the included variables. The model estimated here is most

similar to the VAM2 specification, which implicitly includes the effect of past inputs by

including a lagged term in achievement. Doing so imposes an assumption of constant

decay: past inputs, both observed and unobserved, are all assumed to decay at a

constant rate. The model employed here relaxes the constant decay assumption for

the observed inputs, but at the cost of assuming that past time-variant unobservables

are uncorrelated with future observables; VAM2 allows for such a correlation.

3.2.3 Dynamic Treatment Effects

I now describe the procedure to produce the estimates of the dynamic effects of own-

race teachers on student achievement. In this chapter, they are dynamic average

treatment effect on the treated (DATT) estimates: that is, the effect of the treatment

sequence for those who have experienced that treatment sequence.

The approach employed here is similar to that in Ding and Lehrer (2010), wherein

the estimated parameters from the system of equations are used to calculate the

dynamic effects of various sequences of interventions. For purposes of exposition, I

consider the case of two periods. Let τ(a, b)(w, x) be the DATT for the treatment

sequence (a, b) with the counterfactual sequence (w, x). For example, τ(1, 1)(0, 0)

refers to the DATT of having an own-race teacher in kindergarten and first grade for

those who had teachers of the same race in both grades, τ(1, 0)(0, 0) describes the
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effect of an exposure to a teacher of the same race in kindergarten on achievement for

those who have only had a same-race teacher in kindergarten, and τ(1, 0)(0, 1) is the

effect of an own-race teacher in kindergarten instead of first grade for those who only

had a same-race teacher in kindergarten (thus, this last measure states the average

difference in achievement for those who had a same-race teacher in kindergarten but

not in first grade if they instead had a same-race teacher in first grade but not in

kindergarten). Using the estimated parameters from (3.6), the DATT for the three

examples would be calculated as follows:

τ(1, 1)(0, 0) = β̂2k + β̂21

τ(1, 0)(0, 0) = β̂2k

τ(1, 0)(0, 1) = β̂2k − β̂21

The standard errors of these effects are calculated using the standard formula for

sums of random variables.9 The same logic extends to more than two periods.

3.3 Data

3.3.1 Description

The data employed in this study come from a cohort of students who participated in

Project STAR, an experiment that took place in Tennessee that ran from 1985 until

1989. The experiment was legislated into existence and funded by the state govern-

ment,10 at a cost of approximately $12 million over five years; this figure included the

9For example, the standard error of τ̂(1, 1)(0, 0) is equal to

√
var(β̂2k) + var(β̂21) + 2cov(β̂2k, β̂21).

10See House Bill (HB) 544, Tennessee Legislature, 1985.
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data analysis and reporting that took place in the fifth year. The primary goal of

the experiment, as its acronym (Student-Teacher Achievement Ratio) implies, was to

determine the effect of class size on student achievement in primary education (Finn

et al., 2007). Across the state, 79 schools signed up for the experiment, and had to

commit to participation for four years; data were also gathered from nonparticipating

schools to use as a benchmark. To qualify for participation in Project STAR, schools

required enough students to support at least three different classes per grade. Stu-

dents and teachers were randomly assigned within schools to one of three class types:

a small class (13 to 17 students), a regular class (22 to 25 students), or a regular class

with a full-time teacher’s aide. However, regular classes still had a part-time teacher’s

aide available to assist the class from approximately 25% to 33% of the time on av-

erage. It was initially intended that students stay in their assigned class type from

kindergarten through third grade; however, after kindergarten, students in regular or

regular with aide classes were randomly permanently reassigned between these two

class types. An examination of 1581 students enrolled in kindergarten found that

compliance was almost perfect (Krueger, 1999). However, in first grade and beyond,

there were some problems with noncompliance, with a number of students switching

in or out of small classes. Noncompliance was primarily due to parental complaints

or discipline problems (Krueger, 1999). At the end of each year, all participating

students were given a battery of academic and non-academic tests. More detailed

overviews of Project STAR can be found in Krueger (1999) and Finn et al. (2007).

In this chapter, the measures of student achievement examined are obtained from

the 7th edition Stanford Achievement Test (SAT) scores in mathematics, reading,

and word recognition. The tests were designed so that the scores were comparable
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across grades (Finn et al., 2007); that is, students effectively took the same tests in

each subject.11 I elect to use the natural scaled scores in this analysis in order to

avoid potential pitfalls associated with some transformations of the test score data.

Cascio and Staiger (2012) show that the use of normalized scores mechanically cause

the estimated impacts of interventions to appear to fade out over time.12 Percentile

scores are typically employed when the scaled test scores across several grades are not

directly comparable, which is not the case here. Nonetheless, the results of this chap-

ter are qualitatively and in most cases quantitatively similar (in terms of precision of

the estimates and relative magnitude of the coefficients) when examined in percentile

and normalized form, which should assuage concerns regarding the ordinality of test

score variables and its effects on inference raised in Bond and Lang (2013).13

I follow the STAR cohort of students that entered the program in 1985, excluding

students that joined after kindergarten. This is done to more credibly estimate the

full sequence of dynamic effects (Ding and Lehrer, 2010). I only keep students whose

race is either black or white, which results in a loss of 33 students from the sample

(under 1%); dropping these students does not affect the results.14

11There is considerable overlap in the test scores across grades. For example, the top kindergarten
students performed similarly to the median third grade students in mathematics.

12Cascio and Staiger (2012) show that these results stem from the increasing variance in accumu-
lated knowledge as students move through school. There is no such pattern of increasing variance
in the scaled test scores in the data employed here.

13The procedure outlined earlier in this thesis is not applicable here due to the estimation pro-
cedure employed: specifically, the recursive estimation process prevents quantile regressions from
being employed.

14There are 12 teachers (less than 1% of the teacher pool) that are neither black nor white in
the sample, and they are all in third grade. Excluding them from the analysis does not change the
results.



3.3. DATA 55

3.3.2 Summary Statistics

The schools in the Project STAR dataset are highly segregated: only about 1 in 5

have a racial balance that lies between 20% and 80% of students being of a single race.

Moreover, most teachers in schools that have predominantly white student bodies are

themselves white, while teachers in schools with majority black student bodies have a

more even racial distribution of teachers. The proportions of students for each grade

that are taught by a teacher of the same race are displayed on Table 3.1.

Table 3.1: Proportion of Students with a Teacher of the Same Race

Kindergarten First grade Second grade Third grade
White students 0.9414 0.9588 0.9213 0.9501
Black students 0.4023 0.4454 0.4480 0.5036
Note: numbers calculated from sample data. The table shows the proportion of students
of a given race who had a teacher of the same race for the listed grade.

The transitions that students experience is displayed in Table 3.2. We see that

the vast majority of students have a teacher of the same race throughout the grades,

while other treatment paths have less support. This means that the standard er-

rors produced in the estimation process will be conservative in terms of inference by

favouring the null hypotheses.

An initial look at the relationship between having an own-race teacher and test

score performance is presented in Table 3.3. For white students, the average test

score is never higher for those with black teachers in any of the 12 categories; for

black students, it is higher in 2 of the 12 categories if they have a white teacher, both

of which are in third grade.

To better illustrate the association between having an own-race teacher and stu-

dent achievement, I plot the density of the kindergarten math test score for each race
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Table 3.2: Transition Tree

Kindergarten First grade Second grade Third grade

di3 = 1, [1946]
di3 = 0, [117]

di2 = 1, [2290] Li3 = 1, [227]
di2 = 0, [252]
Li2 = 1, [613] di3 = 1, [176]

di3 = 0, [44]
di1 = 1, [3155] Li3 = 1, [32]
di1 = 0, [358]
Li1 = 1, [1301] di3 = 1, [101]

di3 = 0, [43]
di2 = 1, [182] Li3 = 1, [38]
di2 = 0, [64]
Li2 = 1, [112] di3 = 1, [18]

di3 = 0, [31]
Li3 = 1, [15]

dik = 1, [4814]
dik = 0, [1435]

di3 = 1, [101]
di3 = 0, [34]

di2 = 1, [164] Li3 = 1, [29]
di2 = 0, [164]
Li2 = 1, [108] di3 = 1, [76]

di3 = 0, [44]
di1 = 1, [436] Li3 = 1, [44]
di1 = 0, [502]
Li1 = 1, [497] di3 = 1, [48]

di3 = 0, [32]
di2 = 1, [115] Li3 = 1, [35]
di2 = 0, [233]
Li2 = 1, [154] di3 = 1, [52]

di3 = 0, [136]
Li3 = 1, [45]

Note: the number of students that experience each treatment path are in square
brackets. A downward move corresponds to dig = 0 in the previous period, while an
upward move signifies dig = 1 in the previous period. Lig = 1 signifies attrition in
period g. For example, 108 people had the sequence dik = 0, di1 = 1 before attriting in
the second grade, and 43 people have undergone the treatment sequence dik = 1, di1 =
0, di2 = 1, di3 = 0.
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Table 3.3: Average Test Scores by Race and Racial Match

White students Black students
Average Teacher is Teacher is Teacher is Teacher is
test score same race different race same race different race
Kindergarten
Mathematics 491.79 487.99 481.51 468.49
Reading 440.77 437.36 432.74 426.49
Word Recognition 439.07 433.77 429.21 422.89
First grade
Mathematics 545.52 525.20 521.39 511.32
Reading 540.56 518.95 503.81 499.43
Word Recognition 529.34 513.80 502.61 498.70
Second grade
Mathematics 596.64 593.09 569.64 565.89
Reading 602.56 595.43 570.85 566.93
Word Recognition 601.72 599.65 576.50 567.31
Third grade
Mathematics 633.04 620.39 607.63 609.35
Reading 630.23 624.09 608.54 608.09
Word Recognition 627.80 620.17 602.88 604.01
Note: numbers calculated from sample data. The table displays the average scaled scores
of the subject Stanford Achievement Tests by subject, race, racial match, and grade.

on Figure 3.1. In both cases, having a teacher of the same race provides a rightward

shift in the distribution of test scores, but some parts of the distribution appear to

benefit more than others. An examination of all test subjects at each grade for various

percentiles shows that the distribution of test scores for students with teachers of the

same race is almost higher at every point compared to the distribution of students

that do not have a racial match.15 Kolmogorov-Smirnov tests conclude that students

in classes with a teacher of the same race have higher mathematics, reading, and word

recognition test scores compared to those who do not (p=0.000 for all tests).

15However, in the distributions displayed below, there is neither first- nor second-order stochastic
dominance; at the very bottom of these distributions, there are a very small number of same-race
observations that have test scores below the control observations.
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Figure 3.1: Distribution of Kindergarten Mathematics Test Scores

Notes: kernel density estimates of the probability density functions calculated

from sample data using the Epanechnikov kernel with optimal bandwidth. The

kernel densities are evaluated at 50 points.

This preliminary analysis allows us to come to a substantive conclusion: there may

be reason to believe that own-race teachers increase student achievement; should this

be true, it may be that this can explain part of the Black-White test score gap since

whites are far more likely to be paired with a teacher of the same race compared to

blacks.

3.3.3 Threats to Validity

Randomization

Previous studies have shown that classroom sorting according to ability and race

occurs even within schools (Clotfelter et al. 2003; Clotfelter et al., 2006). This is a
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serious concern in research on racial matching and its effect on academic achievement,

as sorting patterns can be so pronounced as to distort the direction (and magnitude)

of the causal effect. For example, if parents of high-ability students are pushing

school administrators to match their children with teachers of the same race, we

could observe a positive relationship between racial matching and achievement, even

if there is no causal mechanism from the former to the latter.

The general consensus of the literature is that the randomization process of Project

STAR was successful. Krueger (1999) showed that, examining within school variation

along student characteristics, there is no evidence that randomization was unsuccess-

ful across the different class types. Since the number of observable student character-

istics of the student is rather scarce in the data, some skepticism still remained about

whether randomization was indeed properly executed (Hanushek, 2003); Chetty et

al. (2011), who merged the Project STAR data with income tax records, found that

the additional observables afforded through the merge were still balanced within class

types.

While students and teachers were randomly matched within schools in the Project

STAR experiment, the matching was performed according to class type and not racial

match. What follows is a formal proof that randomization into distinct groups (such

as a classroom) effectively randomizes along other observable dimensions.

Proposition 1. Let there be a pool of objects Y , whose n individual elements y have

a characteristic b with probability distribution f . Let j be an arbitrary particular value

of the characteristic b. Suppose Y is divided into a finite number of k distinct sets

Y1, Y2, . . . , Yk such that ∪iYi = Y and each y is randomly allocated to a single subset.

Then, ∀Yi, prn(y(b = j)|y ∈ Yi)
a.s.→ pr(y(b = j)) as n→∞.
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Proof. Since randomization into the k subsets of Y is independent of the value of b,

pr(y(b = j) ∈ Yi) = pr(y ∈ Yi). Therefore, fn(y|y ∈ Yi)
d→ f(y) as n→∞ ∀i, which

implies prn(y(b = j)|y ∈ Yi)
a.s.→ pr(y(b = j)) ∀Yi.

Roughly speaking, randomly sorting objects from a group into different subgroups

will give the same expected distribution of characteristics of the objects as the original

group in each of the subgroups. Since there is no reason to believe that randomization

into different class types leads to an asymptotically dissimilar distribution along the

dimension of racial matches between students and teachers in the different classes,

all that remains to verify is whether randomization failed in the finite sample. To

examine this question, I run the following regression for every grade i and every

current and future grade j:

sameracei = β0 + β1smallj + β2aidej + θl + εi (3.7)

where smallj and aidej are dummy variables taking the value of 1 if the student

is assigned to a small class or a regular class with a teacher’s aide respectively and

0 otherwise, and sameracei is a dummy variable for whether the student and the

teacher are of the same race in grade i. The school fixed effect for school l is given by

θl, whose inclusion in (3.7) is required since randomization occurred within schools;

standard errors were clustered at this level. If the coefficients are jointly significant

in the contemporaneous regressions (where i = j), then there is evidence that being

assigned to a certain class type is associated with a change in the probability of a racial

match, which would indicate a possible failure in randomization. If the coefficients

β1 and β2 are jointly significant for the case of i < j, then this means randomization
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may have failed in a dynamic fashion: past racial matches should not be indicative of

current and future class assignments. Examining the results, I do not find any cause

Table 3.4: Tests of Randomization

Kindergarten Grade 1 Grade 2 Grade 3

Kindergarten 0.9168
Grade 1 0.9236 0.2623
Grade 2 0.8049 0.3977 0.8031
Grade 3 0.9107 0.5446 0.8586 0.6393
Note: the table contains the p-values of the test of joint significance of the
coefficients β1 and β2 in regression (3.7) where the column is the current
grade i and the rows indicate current or future grades j.

to believe that randomization of students and teachers failed in any current or future

grade along the dimension of race.16

Attrition

Attrition in the Project STAR data is considerable. Of the students who were initially

enrolled in kindergarten, 48.9% of them have left the experiment by third grade. If

attrition is nonrandom, naive regressions using the data may result in biased and

inconsistent estimates despite random assignment of students and teachers.

Past researchers have generally dealt with the attrition problem in STAR in one of

four ways. The first is to limit the analysis to the kindergarten data, since randomiza-

tion was successful in that grade; of course, this prevents the analysis of any dynamics.

The second is to interpret the estimate of the intervention as an intent to treat (ITT)

parameter. The third is to use an instrumental variables strategy, interpreting the

estimated coefficient as a local average treatment effect (LATE). Frangakis and Rubin

16Note that given the large number of tests, there was a 41% chance of at least one false rejection
of the null of randomization if the null is true.
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(1999) show that these two approaches may be problematic in the face of nonrandom

attrition, since in this case, the ITT estimator is biased and the IV estimator cannot

be interpreted as causal. The fourth method is to employ a partial identification ap-

proach and impute the missing values using a number of different assumptions, such

as the procedure outlined in Horowitz and Manski (2000). However, the attrition rate

is so high in these data that the bounds created using these approaches are typically

uninformative. In this chapter, I take a different approach that relies on whether the

attrition is due to observable or unobservable factors.

I begin by testing to determine whether attrition is correlated with observable

characteristics using a procedure developed by Becketti et al. (1988).17 I estimate

the following regression equation:

Aik = Xikβ1 + LiXikβ2 + θl + εik (3.8)

where X is a row vector of a constant term and initial characteristics, and Li is

a dummy variable taking the value of 1 if the student leaves the sample before

the end of the experiment and 0 otherwise. If the interaction terms in β2 have a

jointly statistically significant effect, then selection on observables is present: based

on known characteristics, those who left the experiment before it completed had dif-

ferent achievement scores in kindergarten compared to those who stayed.

The coefficient estimates in the β2 vector of regression (3.8) are displayed in Table

3.5. Students who subsequently left the sample after kindergarten performed much

worse in kindergarten compared to non-attritors. The only statistically significant

input is free lunch status in the mathematics regression: students who receive a free

17Ding and Lehrer (2010) also perform this test on the Project STAR data.
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Table 3.5: Test for Attrition Based on Observables

Variable Mathematics Reading Word Recognition
Attrition dummy -15.67** -13.36** -11.87**

(4.54) (2.67) (3.35)
Attrition dummy interacted with:
Student and teacher are same race -4.67 0.27 -0.92

(2.65) (1.67) (2.09)
Small class -3.06 -0.18 -1.39

(2.92) (1.92) (2.22)
Regular with aide class 3.93 2.80 2.30

(2.66) (1.76) (2.09)
Student receives free lunch -5.35* -0.62 0.50

(2.29) (1.51) (1.77)
Years of experience -0.02 -0.21 -0.41

(0.65) (0.40) (0.53)
Years of experience2 0.01 0.01 0.02

(0.03) (0.02) (0.02)
Teacher has a graduate degree -1.25 0.68 1.31

(2.48) (1.68) (1.99)
Teacher is black 3.22 2.22 1.16

(3.22) (2.11) (2.56)
F-test on variables in β2:
all variables 0.0000 0.0000 0.0000
interaction variables only 0.0317 0.6398 0.8188
constant only 0.0006 0.0000 0.0005
Note: the table contains the coefficients on β2 in regression (3.8). * denotes statistical significance
at 5% level, and ** at the 1% level. Standard errors clustered at the level of the classroom are
given in parentheses. Numbers given for the F-test are the corresponding p-values of the test using
clustered standard errors. Scaled test scores are used as the response variable.

lunch in kindergarten that later attrit showed lower scores in mathematics. Since

the coefficients on the attrition interaction variables are jointly significant in one

regression, attrition due to observables is likely nonignorable. Encouragingly, there

is no statistically significant difference in the effectiveness of the same-race teacher

treatment on test scores in kindergarten between attritors and non-attritors.

Because selective attrition due to observables may be present,
√
N consistent
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estimates18 may still be obtained through the use of inverse probability weights

(Wooldridge, 2002); since I am allowing for heterogeneous treatment effects, they

are required to consistently estimate the model parameters. I perform Duncan and

Dumouchel (1983) tests to determine whether weighting produces systematically dif-

ferent estimates compared to an unweighted regression. For every grade and every

subject, the null hypothesis that the estimates are not statistically distinguishable is

strongly rejected (the F-statistic exceeds 19.37 in all cases, p = 0.0000); therefore,

weighted estimates are required.

Previous research has found that attrition patterns across schools that participated

in STAR did not systematically differ from those that did not, which should assuage

concerns regarding selection on unobservables (Ding and Lehrer, 2010).

Student Sorting

Student sorting across schools is an additional challenge above and beyond the usual

randomization and attrition concerns of Project STAR, because sorting patterns

across schools could potentially bias the results even though students were random-

ized within schools. For example, if high ability white students tend to attend schools

with a high percentage of white teachers, while low ability white students tend to en-

roll in schools with a lower percentage of white teachers, then the magnitude of the

racial interaction effect may be overestimated. We can examine whether there is any

evidence of across school sorting by graphing the relationship between the percentage

of white teachers and the Black-White test score gap at school entry. Here I define

the Black-White test score gap as the difference in the average test score in a school

between whites and blacks, with positive numbers indicating the number of scaled

18Here, I use N to denote sample size.
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score points that whites are ahead. If high ability students tend to attend schools

staffed by teachers of the same race and low ability students tend to enroll in schools

largely staffed by teachers of a different race, we would expect the Black-White test

score gap to be increasing as the percentage of white teachers in a school increases;

that is, we expect a positive relationship between % of white teachers in a school and

the size of the Black-White test score gap.

Figure 3.2: Student Sorting by Teacher Race

Notes: the figures display scatterplots of the Black-White test score gap at
school entry and the percentage of white teachers in the school participating in
the Project STAR program for kindergarten through third grade.

Figure 3.2 plots the relationships between staffing and racial test score gaps using

scatterplots for test scores at school entry for mathematics and reading scores.19 We

19The findings for reading scores and word recognition scores are almost identical; the latter are
omitted for reasons of space. Racially homogeneous schools are not included in the above graphs
since Black-White test score gaps are not identified.
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see that there appears to be no relationship between the composition of teachers

and the Black-White test score gap. The figures both hint at a slightly negative

relationship, which is the opposite of what we would expect if students were sorting

in a way to overestimate the racial interaction effect; in fact, there are many schools

staffed entirely by white teachers in the sample where blacks are ahead of whites in

reading scores. Naive OLS regressions show a negative relationship between percent

of white teachers and the Black-White test score gap for all three subjects, but none

are statistically significant. Given this evidence, it appears unlikely that across school

sorting of students is driving the results.20

3.4 Empirical Analysis

3.4.1 Results

Table 3.6 presents the estimates on the coefficients of the dig variables obtained by

estimating the system of equations described in Section 3.2. I denote the estimated

coefficients from the table as intermediate because they (and their covariance matrix)

are required to calculate the DATT estimates, as outlined in Section 3.2.3.

Taken in isolation, the estimated parameters from the system of equations corre-

spond to dynamic average treatment effect on the treated estimates for single expo-

sures: for example, the estimate of the coefficient on dik in Grade 3 is the estimate

of τ(1, 0, 0, 0)(0, 0, 0, 0), which is the estimated DATT for a student that has an own-

race teacher in kindergarten but never again for those who have only had an own-race

teacher in kindergarten. Examining these results we see that, for a single intervention,

20The issue of across school sorting of teachers is addressed in Section 3.4.2 since it is a robustness
check of the regression results.
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early exposure generally benefits children more than late exposure. There appear to

be precisely estimated positive effects up until second grade for the case of mathemat-

ics. The effect of the same-race teacher treatment can be persistent in the medium

run: the benefit from kindergarten for a single exposure is statistically significant in

all grade-subject combinations.

The case of having an own-race teacher in multiple grades is displayed in Table

3.7. Multiple exposures are shown to be beneficial in many cases. However, while the

number of doses matters, so does their timing: examining τ(1, 1, 0, 0)(0, 0, 0, 0) and

τ(0, 0, 1, 1)(0, 0, 0, 0) in third grade, we see that the former sequence of treatments

gives far more of a benefit than the latter in all subjects, even though both sequences

give two exposures to a teacher of the same race. The difference between these

treatment paths is statistically significant at the 5% level for mathematics and at

the 1% level for reading and word recognition. Differences in timing do not always

result in differences in outcomes: in second grade, there are no statistically significant

differences in the dynamic average treatment effect estimates between τ(0, 1, 1)(0, 0, 0)

and τ(1, 1, 0)(0, 0, 0) in any of the subjects. Another insight is that additional doses

of treatment on a treatment path may not always yield additional tangible benefits.

Comparing τ(1, 1, 1, 1)(0, 0, 0, 0) to τ(1, 1, 1, 0)(0, 0, 0, 0), the former sequence does not

appear to be that much more beneficial for all subjects, since the estimated DATT

are well within each other’s confidence intervals (that is, there is no statistically

significant difference at the 5% level). Hence, the benefit of a teacher of the same race

for mathematics, reading, and word comprehension in third grade may potentially be

limited. The results here are largely in agreement with Dee (2004), with the additional

insight that the timing matters for exposure to a teacher of the same race.
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Table 3.6: Intermediate Coefficient Estimates

Mathematics Reading Word Recognition
Kindergarten
dik 11.40** 5.08** 5.10**

(2.52) (1.63) (1.87)
First grade
dik 4.39 8.78** 9.09**

(2.58) (2.57) (3.18)
di1 12.00** 3.79 3.22

(2.68) (2.63) (3.18)
Second grade
dik 6.33** 4.94 4.55

(2.42) (2.65) (3.57)
di1 -0.17 -1.39 1.71

(2.95) (3.04) (4.03)
di2 6.24** 3.98 1.31

(2.77) (2.74) (3.19)
Third grade
dik 5.65 11.26** 12.76**

(2.99) (2.36) (3.97)
di1 1.53 2.05 7.03

(2.81) (2.45) (3.91)
di2 5.14 1.79 -0.19

(2.99) (2.74) (3.29)
di3 -4.53 -2.38 0.81

(2.45) (2.51) (3.60)
Note: the table contains the reduced form coefficient estimates on the dig vari-
ables in the system of reduced form equations described in Section 3.2 that are
to be used in the calculation of the DATT of an own-race teacher; see the text for
details. * denotes statistical significance at the 5% level, and ** at the 1% level.
Standard errors clustered at the level of the classroom are given in parentheses.
Scaled test scores are used as the response variable.
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Table 3.7: Dynamic Average Treatment Effect on the Treated Estimates

Mathematics Reading Word Recognition
Kindergarten
τ(1)(0) 11.40** 5.08** 5.10**

(2.52) (1.63) (1.87)
observations 5782 5701 5762

First grade
τ(1, 1)(0, 0) 16.38** 12.57** 12.31**

(2.74) (2.76) (3.15)
τ(1, 0)(0, 0) 4.39 8.78** 9.09**

(2.58) (2.57) (3.18)
observations 3958 3865 3359

Second grade
τ(1, 1, 1)(0, 0, 0) 12.40** 7.53* 7.57

(3.20) (2.95) (4.00)
τ(1, 1, 0)(0, 0, 0) 6.16* 3.55 6.26

(3.09) (3.29) (4.29)
τ(0, 1, 1)(0, 0, 0) 6.07 2.59 3.02

(3.64) (3.35) (4.45)
observations 2336 2338 2348

Third grade
τ(1, 1, 1, 1)(0, 0, 0, 0) 7.80* 12.73** 20.41**

(3.41) (3.03) (5.10)
τ(1, 1, 1, 0)(0, 0, 0, 0) 12.32** 15.10** 19.60**

(3.45) (3.42) (5.44)
τ(1, 1, 0, 0)(0, 0, 0, 0) 7.18* 13.31** 19.79**

(3.34) (2.93) (4.53)
τ(0, 0, 1, 1)(0, 0, 0, 0) 0.61 -0.58 0.62

(3.77) (3.19) (4.46)
observations 1840 1852 1877
Note: The table displays the dynamic average treatment effects on the treated
for exposure to a teacher of the same race for a given treatment path τ(·). *
denotes statistical significance at the 5% level, and ** at the 1% level. Standard
errors clustered at the level of the classroom are given in parentheses. Scaled
test scores are used as the response variable. Regressions include class type, free
lunch status, teacher years of experience and its square, whether the teacher has
a graduate degree, and whether the teacher is black as controls. Student fixed
effects are included in the specification.
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3.4.2 Robustness

Teacher Sorting

There is a concern that the results of the analysis are driven by selection due to

teacher sorting across schools since teachers were randomized only within schools;

this is an important consideration, as it has been shown that teacher-school matching

is a relevant factor in education production (Jackson, 2013). If schools whose student

bodies were primarily white attracted high quality white teachers and poor quality

black teachers, and predominantly black schools attracted high quality black teachers

and low quality white teachers, the estimates of the racial complementarities would

be biased upwards. Since approximately 85% of the total variation in teacher quality

occurs within schools (Chetty et al., 2014; Rothstein, 2014), this pattern of sorting is a

possibility that must be taken seriously. Note that controlling for teacher observables

does not solve the selection problem in this case because the significance of teacher

unobservable heterogeneity in the determination of student achievement is quite high,

and is responsible for far more of its variation than observable characteristics such as

the teacher’s qualifications or experience (Rivkin et al., 2005).

The effects of teacher quality on the robustness of the racial interaction effects

can be assessed by using classroom fixed effects in the regression in place of school

fixed effects (Dee, 2004). This will result in the racial interaction effects being identi-

fied using within-classroom variation; therefore, any potential teacher sorting across

schools by quality and race will no longer be conflated with the racial interaction

effect. This is because the estimate of the effect is no longer also capturing any po-

tential within-school quality differences of a low quality teacher whose students are

mostly of the opposite race with a high quality teacher whose students are largely of
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the same race, which is a potential danger if the racial interaction effects are identified

using within-school variation (i.e. by using a school fixed effect). An additional ben-

efit of including classroom fixed effects is that it also controls for other unobservable

teacher inputs and classroom effects (such as peer effects). Estimating the system of

equations using classroom fixed effects, I find no substantive differences in the results;

they are displayed on Table 3.8.21

Subsample Analysis

There is a moderate level of noncompliance with classroom type assignment in the

Project STAR data. While noncompliance was estimated to be only about 0.3% of

the sample in kindergarten (Krueger, 1999), a significant number of students moved

between regular, regular with aide, and small classes in first grade and beyond: in the

sample, approximately 5% do not comply in first grade, about 13% do not in second

grade, and roughly 20% do not in third grade. If students nonrandomly switched class

types based on the race of the teacher they would have been assigned, estimates of

the teacher effects would be biased and inconsistent. To examine whether the results

are sensitive to nonrandom switchers, I run a regression that only contains those that

comply with their treatment assignment, the results of which are displayed in Table

3.9. Desite the loss of a considerable number of observations, the results are largely

similar to those from the full sample.

Past research has found that the effect of small classes may vary according to the

school characteristics (Ding and Lehrer, 2011). Given this, I examine whether there

exists a differential effect of racial matching according to school size. Both small

21These regressions contain far fewer control variables. In particular, there is no teacher race
variable, since this would be perfectly collinear with the “same race as teacher” variable: for example,
if the teacher is black, all white students would all have the same-race dummy equal to zero.



3.4. EMPIRICAL ANALYSIS 72

Table 3.8: Own-race Teacher Effect on Achievement, using Classroom Fixed Effects

Mathematics Reading Word Recognition
Kindergarten
τ(1)(0) 15.39*** 6.00*** 5.28**

(2.63) (1.76) (2.05)
observations 5782 5701 5762

First grade
τ(1, 1)(0, 0) 17.12*** 13.01*** 13.15***

(2.69) (2.86) (3.40)
τ(1, 0)(0, 0) 5.57** 10.94*** 10.28***

(2.55) (2.93) (3.79)
observations 3958 3865 3359

Second grade
τ(1, 1, 1)(0, 0, 0) 13.76*** 8.46** 9.22**

(3.36) (3.40) (4.11)
τ(1, 1, 0)(0, 0, 0) 7.89*** 3.28 4.01

(3.00) (2.95) (3.81)
τ(0, 1, 1)(0, 0, 0) 6.68** 3.55 5.26

(3.31) (3.27) (4.42)
observations 2336 2338 2348

Third grade
τ(1, 1, 1, 1)(0, 0, 0, 0) 13.68*** 17.85*** 26.94***

(3.25) (3.26) (5.13)
τ(1, 1, 1, 0)(0, 0, 0, 0) 16.90*** 18.52*** 25.26***

(3.39) (3.77) (5.63)
τ(1, 1, 0, 0)(0, 0, 0, 0) 11.32*** 14.50*** 20.01***

(3.18) (3.05) (4.43)
τ(0, 0, 1, 1)(0, 0, 0, 0) 2.36 3.35 6.93

(3.38) (3.22) (4.30)
observations 1840 1852 1877
Note: The table displays the dynamic average treatment effects on the treated
for exposure to a teacher of the same race for a given treatment path τ(·). *
denotes statistical significance at the 5% level, and ** at the 1% level. Standard
errors clustered at the level of the classroom are given in parentheses. Scaled
test scores are used as the response variable. Regressions only include free
lunch status as additional covariates, since the classroom fixed effects absorb all
classroom-invariant control variables. Student fixed effects are included in the
specification.
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Table 3.9: Own-race Teacher Effect on Achievement, Compliers of Treatment Assign-
ment

Mathematics Reading Word Recognition
First grade
τ(1, 1)(0, 0) 16.88** 11.42** 7.38

(3.91) (3.99) (4.33)
τ(1, 0)(0, 0) 6.26* 10.43** 10.91**

(2.71) (3.05) (3.59)
observations 3660 3572 3121

Second grade
τ(1, 1, 1)(0, 0, 0) 16.02** 8.83* 7.73

(3.58) (3.69) (4.57)
τ(1, 1, 0)(0, 0, 0) 9.10* 7.49 8.40

(3.64) (4.10) (5.06)
τ(0, 1, 1)(0, 0, 0) 6.29 0.14 -3.98

(4.15) (4.31) (5.67)
observations 1996 1997 2005

Third grade
τ(1, 1, 1, 1)(0, 0, 0, 0) 12.26** 11.27** 15.19**

(3.62) (3.56) (5.81)
τ(1, 1, 1, 0)(0, 0, 0, 0) 15.13** 15.09** 12.56*

(3.79) (4.06) (5.75)
τ(1, 1, 0, 0)(0, 0, 0, 0) 10.98** 17.36** 16.96**

(3.84) (3.75) (4.92)
τ(0, 0, 1, 1)(0, 0, 0, 0) 1.28 -6.09 -1.77

(4.15) (3.45) (4.78)
observations 1457 1468 1487
Note: The table displays the dynamic average treatment effects on the treated
for exposure to a teacher of the same race for a given treatment path τ(·)
using the subpopulation of those that comply with their assigned class type.
* denotes statistical significance at the 5% level, and ** at the 1% level. Stan-
dard errors clustered at the level of the classroom are given in parentheses.
Scaled test scores are used as the response variable. Regressions include class
type, free lunch status, teacher years of experience and its square, whether
the teacher has a graduate degree, and whether the teacher is black as con-
trols. Student fixed effects are included in the specification. Kindergarten
estimates are not included since students are assumed to have complied in
this initial grade; they would be identical to those in Table 3.7.



3.4. EMPIRICAL ANALYSIS 74

schools (defined as the bottom 50% in school enrollment at kindergarten) and large

schools (defined as the top 50%) show largely similar qualitative and in most cases

quantitative results.

Dee (2004) finds that own-race teacher effects existed in almost all subjects for

both blacks and whites, and that the magnitude of the effects was similar. Here, I

investigate whether there exists a differential effect of an own-race teacher treatment

for black students, who comprise about a third of the sample. I estimate the regres-

sions only using black students; the results of the estimation are in Table 3.10. It

is important to note that we have significantly fewer observations compared to most

of the other regressions in this chapter, which entails a substantial cost in precision.

The benefits from treatment appear to exhibit a qualitatively similar pattern to the

results in Table 3.7. However, the lack of precision means that we cannot reject the

hypotheses that the estimates are different from zero in many cases, even though they

may be numerically similar to the DATT estimates of the full sample.

Peer effects

Some may be interested in the effect of classroom environments on academic achieve-

ment, such as the racial composition of the classroom or the school. If we assume

that such an effect is linear (for example, the effect works through a linear term as

the percent of black students in the classroom) and allow it to be correlated with

the included controls, the former is factored into the robustness check with classroom

fixed effects, while the latter is absorbed in all the other models since they include

a school fixed effect. Moreover, due to random assignment, peer effects should have

no effect on the racial interaction coefficients (outside of statistical noise) because of
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Table 3.10: Own-race Teacher Effect on Achievement, Black Students

Mathematics Reading Word Recognition
Kindergarten
τ(1)(0) 5.31 3.36 2.49

(4.60) (3.02) (3.26)
observations 1889 1852 1889

First grade
τ(1, 1)(0, 0) 16.07* 12.76* 12.50

(6.55) (5.72) (7.07)
τ(0, 1)(0, 0) 10.87* 9.60* 7.99

(4.96) (4.57) (5.42)
observations 1156 1150 990

Second grade
τ(1, 1, 1)(0, 0, 0) 5.37 3.91 0.90

(6.96) (6.62) (8.22)
τ(1, 1, 0)(0, 0, 0) 0.87 2.87 2.74

(5.64) (5.77) (6.70)
τ(0, 1, 1)(0, 0, 0) 1.33 -1.17 -5.09

(6.29) (6.60) (8.48)
observations 642 641 646

Third grade
τ(1, 1, 1, 1)(0, 0, 0, 0) 3.69 15.84* 14.67

(7.56) (7.26) (8.07)
τ(1, 1, 1, 0)(0, 0, 0, 0) 10.67 17.01** 17.07*

(6.60) (6.28) (7.22)
τ(1, 1, 0, 0)(0, 0, 0, 0) 0.56 14.52** 19.22**

(5.40) (5.17) (5.72)
τ(0, 0, 1, 1)(0, 0, 0, 0) 3.13 1.32 -4.56

(6.20) (5.09) (5.47)
observations 436 441 448
Note: the table displays the dynamic average treatment effects on the treated
for exposure to a teacher of the same race for a given treatment path τ(·) using
blacks only. * denotes statistical significance at the 5% level, and ** at the
1% level. Standard errors clustered at the level of the classroom are given in
parentheses. Scaled test scores are used as the response variable. Regressions
include class type, free lunch status, teacher years of experience and its square,
whether the teacher has a graduate degree, and whether the teacher is black
as controls. Student fixed effects are included in the specification.
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random assignment; thus, the coefficients of interest are largely inoculated from peer

effects, regardless of their functional form or interactions with the controls. Nonethe-

less, I include a set of regressions with school fixed effects that contains a % of black

students in the classroom as a control variable, as in Dee (2004). We see that the

results presented in Table 3.11 are almost exactly the same as in Table 3.7.

3.5 Policy Discussion

This paper has heretofore demonstrated that there exist statistically significant bene-

fits to academic achievement by sorting students and teachers along the dimension of

race. The question remains as to the policy relevance, which depends on the economic

significance of these gains. Dividing the coefficients of the DATT from Table 3.7 by

the standard deviations of the test scores in the respective grades, I find that the gains

from having a same-race teacher to be about the level of the benefit of being assigned

to a small class in Project STAR (e.g. Mueller, 2013). For example, the benefits of

treatment in kindergarten range from 0.14 standard deviations for word recognition

test scores to 0.24 standard deviations for mathematics scores. Continuous treat-

ment in reading from kindergarten through third grade yields a test score increase of

0.34 standard deviations. The magnitude of the effects is roughly comparable with

those found in Dee (2004).22 The size of these effects is slightly higher than what

was found for the effect of gender interactions between teachers and students in high

school found in Dee (2007).23 Overall, these represent moderate gains in academic

achievement and are therefore policy relevant.

22Dee (2004) uses percentile scores in his analysis; an indirect comparison can be made by exam-
ining what the percentile scores correspond to on average in terms of standard deviations.

23In this study, Dee (2007) finds effects that range from approximately -0.08 to 00.08 test score
standard deviations, depending on the gender match combination and the subject taught.
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Table 3.11: Own-race Teacher Effect on Achievement, Peer controls

Mathematics Reading Word Recognition
Kindergarten
τ(1)(0) 11.29 4.64 4.76

(2.51) (1.65) (1.92)
observations 5782 5701 5762

First grade
τ(1, 1)(0, 0) 16.40 12.64 12.42

(2.74) (2.76) (3.15)
τ(1, 0)(0, 0) 4.26 8.38 8.19

(2.54) (2.53) (3.21)
observations 3958 3865 3359

Second grade
τ(1, 1, 1)(0, 0, 0) 12.37 7.28 7.02

(3.20) (2.93) (4.01)
τ(1, 1, 0)(0, 0, 0) 6.14 3.33 5.75

(3.10) (3.27) (4.27)
τ(0, 1, 1)(0, 0, 0) 6.01 2.32 2.60

(3.64) (3.36) (4.47)
observations 2336 2338 2348

Third grade
τ(1, 1, 1, 1)(0, 0, 0, 0) 7.60 12.46 19.70

(3.38) (3.04) (5.01)
τ(1, 1, 1, 0)(0, 0, 0, 0) 12.89 14.94 19.49

(3.42) (3.43) (5.30)
τ(1, 1, 0, 0)(0, 0, 0, 0) 7.64 13.13 19.68

(3.31) (2.93) (4.48)
τ(0, 0, 1, 1)(0, 0, 0, 0) -0.04 -0.66 0.02

(3.71) (3.19) (4.50)
observations 1840 1852 1877
Note: The table displays the dynamic average treatment effects on the treated
for exposure to a teacher of the same race for a given treatment path τ(·). *
denotes statistical significance at the 5% level, and ** at the 1% level. Standard
errors clustered at the level of the classroom are given in parentheses. Scaled
test scores are used as the response variable. Regressions include class type, free
lunch status, teacher years of experience and its square, whether the teacher has
a graduate degree, whether the teacher is black, and percent of black students in
the classroom as controls. Student fixed effects are included in the specification.
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Since much of the benefit from an own-race teacher comes from kindergarten and

first grade in most subjects and the benefit appears to persist for at least a few

years, some may argue that it may be justifiable to sort teachers and students ac-

cording to race in the first few grades if the goal is to maximize student achievement.

Such a policy is especially attractive since effectively costless gains may potentially

be obtained by simply reallocating students and teachers across classrooms; many

jurisdictions have already attempted to implement costly class-size reductions based

on evidence from Project STAR. Though academic benefits of sorting students and

teachers across race within classrooms are present, they come with an important

caveat: additional research should first be conducted on the source of these com-

plementarities to determine why they exist before incorporating such a policy. For

example, if they are present because teachers provide more effort into students that

are of the same race, and such effort comes at the intensive margin, then teachers are

engaging in favouritism towards students of the same race at the expense of students

that do not share their racial background; in short, we do not yet know if the same-

race effects are a “free lunch”. Moreover, such racial sorting could have pernicious

effects on student noncognitive skills, such as the ability to socialize and interact with

students of different races or the willingness to respect authority figures of a different

race. General equilibrium issues may also be relevant because of supply constraints:

should a concerted effort to hire a more representative workforce in order to more

effectively incorporate this policy be successful, it may result in a lower average qual-

ity of teachers from the underrepresented races if we assume that the highest quality

teachers are hired first (and a higher average quality for the majority race teachers).
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This latter assumption seems plausible: California’s experiment with class size re-

ductions led to considerable decreases in teacher quality and exacerbated inequalities

across school districts because educational institutions were forced to hire teachers

that lacked experience and credentials in order to implement the policy (Imazeki,

2003; Jepsen and Rivkin, 2009). At this time, there appears to be insufficient evi-

dence to support a policy of sorting students and teachers across classrooms by race.

Other experiments wherein teachers and students were randomly allocated across

classrooms can be employed to determine whether these racial matching effects are

present in other datasets to help gather evidence to conclusively answer the question

of racial interaction effects.

Table 3.12: Estimated Black-White Test Score Gap in Kindergarten

raw gap adjusted with same race % of gap explained
mathematics -0.37 -0.36 -0.28 21.72%
reading -0.36 -0.25 -0.21 13.55%
school fixed effects? no yes yes
Note: this table displays regression results where a normalized test score is the response variable,
and the displayed coefficient is the black student dummy. Numbers are in standard deviations,
save the final column. The adjusted column includes student and teacher covariates, and the
column following adds a same-race teacher dummy.

The positive influence of a teacher of the same race on student achievement may

help explain a small but non-trivial part of the racial test score gap between black and

white students, since black students are far less likely to be matched with an own-race

teacher compared to white students. Table 3.12 above displays the data concerning

the racial test score gap in the Project STAR data, where the figures are in standard

deviation units.24 The raw gap for math is slightly over half the size as in Fryer and

24School fixed effects are included in the adjusted gaps to account for the fact that schools have a
high level of racial segregation; since schools whose student bodies are white are much more likely to
have own-race teacher matches, the contribution to the same-race teacher gap may be overestimated
if this is not controlled for.
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Levitt (2006) (where they find a gap of 0.663 standard deviations), while the raw

gap in reading is minimally smaller (where it is 0.4 standard deviations). Including

student and teacher covariates does not appreciably change the gap in math but

decreases it considerably in reading; however, these adjusted gaps are much larger

than in Fryer and Levitt (2006).25 Augmenting the model further with an own-race

teacher variable moderately narrows the racial gap for mathematics, and gives a drop

of roughly half that reduction in reading. Overall, accounting for racial matches

appears to explain a non-trivial portion of the gap in test scores.

25However, caution should be taken in comparing the adjusted gaps. A direct comparison between
these gaps and the gaps of Fryer and Levitt (2004, 2006) is not possible since the latter employ a
different set of covariates.
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Chapter 4

Hypothesis Testing for Arbitrary Bounds

I derive a rigorous method to help determine whether a true parameter takes a value

between two arbitrarily chosen points for a given level of confidence via a multiple

testing procedure which strongly controls the familywise error rate. For any test size,

the distance between the upper and lower bounds can be made smaller than that

created by a confidence interval. The procedure is more powerful than other multiple

testing methods that test the same hypothesis. This test can be used to provide an

affirmative answer about the existence of a negligible effect.1

1A version of this chapter was published in Economics Letters, vol. 121 (3) pages 492-494,
December 2013. The title of the paper is “Hypothesis Testing for Arbitrary Bounds”.
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4.1 Introduction

In statistical and policy analysis, it is often of interest to determine whether the value

of an unknown parameter lies within a certain range. There are two primary reasons

for this. The first is to determine if a true parameter lies between the upper and

lower bounds of what is considered usual for the issue at hand. The second is to

investigate the possibility of a “null result”; to illustrate, consider a scenario where a

biostatistician would like to determine if a new drug treatment has a negligible effect

on the incidence of a specific side effect usually associated with the class of drugs that

the new drug is a member of.

The current practice is usually based on confidence intervals, normally ones de-

rived from inverting a t-statistic. Typically, an investigator would arbitrarily pick an

upper and a lower bound for the parameter of interest, and then examine whether the

entire range of the estimated confidence interval falls within these chosen bounds.2

The problem with this approach is that the confidence interval is symmetric and se-

lected for the investigator, which may result in inference about the range of values of

the true parameter that is too conservative. The issue of what constitutes a null re-

sult is nebulous (Krantz, 1999), especially since the failure to reject a null hypothesis

could simply be due to a lack of precision.

There are two possibilities when a null hypothesis of zero fails to be rejected:

either the null (or a value close to it) is true, or the quantity of interest is measured

imprecisely and thus too much uncertainty exists to come to a firm conclusion about

a statistically significant difference from zero. It is easy to see that, if the true value is

2At times, investigators would instead look at the confidence interval first and then decide that
they are not economically significant without explicitly stating what an economically significant
effect would be; see Hoxby (2000) for an example.
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zero, a p-value of 0.05 is impossible to achieve asymptotically; if the true value is near

zero, one requires an especially large sample, very small variance, or a combination

of both to obtain a statistically significant result. A possible solution to this problem

is an argument based on effect size: it has been argued that statistically significant

findings may not be important if their magnitude is low, and that confidence intervals

should be used for inference instead (Goodman, 2008). As mentioned previously,

arguments based on confidence intervals are subject to some limitations.

This chapter proposes a formal method that assuages the aforementioned prob-

lems. After the investigator selects the upper and lower bounds for the test, the

procedure then determines whether sufficient evidence exists to conclude that the

true parameter lies within the prescribed range. The method is constructed using

a combination of hypothesis tests and is thus a multiple testing procedure. Section

2 introduces the notation, formulates the problem, and discusses existing methods.

The proposed testing procedure is outlined in Section 3. In Section 4, I apply it to

two illustrative empirical examples. This test has a number of desirable technical

properties, which are proven in Section 5. A Stata program that implements this

procedure can be found for download at http://www.econ.queensu.ca/penney/home.

4.2 Problem Formulation and Existing Methods

Label the lower bound τl, and the upper bound τu; τl < τu. The estimated coefficient

of interest is β̂. The two relevant hypotheses are:

Ho,l : β ≤ τl Ha,l : β > τl (4.1)

Ho,u : β ≥ τu Ha,u : β < τu (4.2)
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The p-value for test (4.1) shall be designated po,l and the p-value for test (4.2) is po,u.

For simplicity of exposition, I combine both of these hypotheses to form a combined

test :

Ho,c : Ho,l YHo,u Ha,c : τl < β < τu (4.3)

Care needs to be taken in interpretation of the outcome of the combined test; in

particular, if both nulls fail to be rejected, there is a potential contradiction.3 In

the case where both nulls fail to be rejected, users should conclude that insufficient

evidence exists to claim τl < β < τu at the level of confidence α.

In a multiple testing scenario, the probability of rejecting at least one true null hy-

pothesis is called the familywise error rate (FWE), here denoted as α. The distinction

is that, for a given level of confidence that we use for the individual tests, the chance

of committing at least one type I error increases as we test additional hypotheses. For

example, consider three hypothesis tests that are independent, and whose nulls are

all true. If we use 0.05 as the threshold p-value, the FWE is α = 1− 0.953 = 0.143.

A test is said to have strong control of the FWE at level α if it is equal to or below

level α regardless of which null hypotheses are true in H = {Ho,1, . . . , Ho,m}.

There are two classical methods that deal with the general case of multiple tests

with unknown dependence. The Bonferonni method,4 introduced by Dunn (1961),

modifies the critical p-values by dividing by the number of hypothesis tests being

performed: if we wish to control the FWE at level α, for each null hypothesis, we

reject Ho,i only if po,i ≤ α
m

where m is the number of hypotheses we test. This test

provides weak control of the FWE. A refined approach developed by Holm (1979),

known as the Holm-Bonferroni method, strongly controls the FWE at level α and

3See Finner and Strassburger (2002) for a guide as to how to interpret these cases.
4It is known as the Bonferonni method due to its use of the Bonferonni inequality in its proof.
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is uniformly more powerful than the Bonferonni method.5 To use it, one orders the

p-values of the m null hypotheses from smallest to largest, p(1), . . . , p(k), . . . , p(m) with

their corresponding null hypotheses H(1), . . . , H(m). Starting with k = 1, reject the

null hypothesis if p(k) ≤ α
m+1−k . If the null hypothesis is not rejected, also immediately

fail to reject all null hypotheses whose index is greater than the current k. If the null

hypothesis is rejected for k = 1, examine the case of k = 2 and so on until all null

hypotheses are rejected or we fail to reject a null hypothesis. The method developed

here will later be shown to be more powerful than these procedures for the case of

testing arbitrary bounds.

One recently developed method that can be applied to an arbitrary bounds prob-

lem is a partitioning procedure proposed by Finner and Stassburger (2002). There

are several key differences between their procedure and the one proposed in this chap-

ter. Their procedure, when applied to this bounds problem,6 reverses the direction

of the signs of the null hypotheses; this necessitates a different interpretation of the

outcomes of the joint hypothesis test.7 The method also requires the generation of

non-standard test statistics and critical values. Other recently developed multiple

testing methods are not valid to be applied to the problem examined here, such as

Romano and Wolf (2005) and Bittman et al. (2008), because of the dependence of

the hypotheses and the fact that the nulls operate in different directions.

5A test is said to have strong control of the FWE at level α if Pr(reject any Ho,i|H ′ is true)
≤ α ∀H ′ v H. In words, we have strong control of the FWE if it is equal to or below level α
regardless of which null hypotheses are true in H.

6This is done in Example 4.2 on page 1207 in Finner and Strassburger (2002).
7For example, consider the case of large standard errors wherein the two nulls will not be rejected

for many different values of τl and τu.
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4.3 Testing Procedure

The steps to test the combined hypothesis (4.3) are as follows:

1. Choose the lower bound τl and the upper bound τu.

2. Conduct a test of the null hypothesis of the lower bound Ho,l : β ≤ τl;Ha,l :

β > τl and record its p-value po,l.

3. Conduct a test of the null hypothesis of the upper bound Ho,u : β ≥ τu;Ha,u :

β < τu and record its p-value po,u.

4. Define the p-value of the combined test po,c =sup{po,l, po,u}. If po,c ≤ α, reject

the combined null hypothesis and conclude sufficient evidence exists that τl <

β < τu.

It is important to note that the bounds should not be interpreted as a confidence

interval. This testing procedure says nothing about the chance that the population

parameter is between the upper and lower limit; rather, rejecting the combined null

hypothesis leads us to conclude that it is unlikely that the population parameter is

outside the bounds. If the combined null hypothesis is true, there is at most an α

chance that the test wrongly produces an affirmative result.

4.4 Empirical Examples

Example 1. An economist would like to determine whether the returns to schooling

estimated in her regression is within the range of what is considered usual in the

literature. The economist, after looking at a number of papers, determines an estimate

of between 7% and 17% would be considered normal: τl = 7 and τu = 17. In her
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regression, the estimated coefficient on the returns to schooling is β̂ = 12.7, with

a standard error of 2.5. This implies a 95% confidence interval of [7.8, 17.5]. The

interval falls outside of [τl, τu], so she decides to use the arbitrary bounds test to

examine whether there is sufficient evidence to claim that β̂ ∈ [τl, τu] at level α=5%.

Since |β̂−τl| = |12.7−7| > |12.7−17| = |β̂−τu|, she tests the upper limit τu since that

hypothesis will yield the relevant (higher) p-value.8 The economist obtains a p-value

of 0.04. She concludes that there is sufficient evidence to claim that the estimated

returns to schooling in her regression falls within the usual range of estimates.

Example 2. A biostatistician working for a pharmaceutical company is performing

an analysis of a drug currently in clinical trials. According to the country’s regula-

tions, a drug must list as a side effect any condition that occurs over 3 percentage

points more or less often in patients taking the drug compared to placebo. Hence,

the investigator sets τl = −3 and τu = 3. He estimates a regression that includes a

dummy variable for those in the experimental group. The estimated coefficient on

the dummy is β̂ = −0.09, with SE(β̂) = 1.72. The 95% confidence interval on the

parameter estimate is [−3.47, 3.29], exceeding both limits. He employs the arbitrary

bounds test. Since |β̂ − τl| = | − 0.09 − −3| < | − 0.09 − 3| = |β̂ − τu|, he examines

the lower bound since it will yield the larger p-value. Performing the one-tail test

of Ho,l : β ≤ τl gives a p-value of 0.045. The investigator concludes that sufficient

evidence exists to claim −3 < β̂ < 3 at level α = 5%: the drug is not different from

the placebo for the incidence of the side effect.

8There is no need to divide both sides by the standard error of β in this comparison, since that
will simply rescale both numbers.
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4.5 Mathematical Properties

I first discuss an important technical issue. Denote the set of null hypotheses H =

{Ho,l, Ho,u}. Since the case that all null component hypotheses are true is not pos-

sible, H is said to be closed under arbitrary intersections; furthermore, a global null

hypothesis9 does not exist (Finner and Strassburger, 2002). Because of this, the

technical property of coherence is satisfied. A test is coherent if whenever a joint

null hypothesis fails to be rejected, all of its components also fail to be rejected; for

example, a test that fails to reject the joint null hypothesis H12 : β1 = β2 = 0 will also

fail to reject both H1 : β1 = 0 and H2 : β2 = 0 separately. Since there are no such

implications in the combined test, this property is satisfied vacuously. Coherence is

a necessary feature of any multiple testing procedure, as any incoherent test can be

replaced with a coherent test that has at least as much power and will reject in every

situation where the noncoherent test will reject (Sonnemann and Finner, 1988).

This bounds test has the following technical properties, which I prove in turn. I

first present a technical lemma for later use.

Lemma 2. The inequality Pr(po,l ≤ α|po,u < po,l) ≤ Pr(po,u ≤ α|po,u < po,l) holds.

Proof. By contradiction. Suppose instead Pr(po,l ≤ α|po,u < po,l) > Pr(po,u ≤

α|po,u < po,l). Call the probability on the left-hand side of the inequality the prob-

ability of event A occurring, and the one on the right-hand side for event B. Using

Bayes’s theorem and cancelling out the denominator, we have Pr(po,u < po,l|po,l ≤

α) > Pr(po,u < po,l|po,u ≤ α). Suppose po,u < po,l occurs, and po,l ≤ α. Then,

po,u < po,l ≤ α, so when event A occurs, event B occurs as well. Thus, event B is as

9A global null hypothesis is defined as the case where all null hypotheses in a set of null hypotheses
H are true.
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least as likely as event A, contradicting the inequality.

Theorem 3. The proposed test has the following properties.

(i) The familywise error rate is strongly controlled for at level α.

(ii) FWE = α is possible.

(iii) FWE
a.s.→ α.

(iv) ∀α, one can bound the estimated parameter β̂ in a narrower area compared

to using a confidence interval based on a t-statistic.

(v) Pr(Ho,c is rejected|τl < β < τu) → 1 as n→ ∞.

(vi) This is an asymptotically uniformly most powerful (AUMP) test.

Proof. (i) Without loss of generality, consider the case where (4.2) is true at the point

β = τu. We have two possibilities for test statistics: po,c =sup{po,l, po,u} = po,u and

po,c = po,l. Denote the expression (β = τu) ≡ θ. Then, the FWE is

= Pr(po,u ≤ α|po,u ≥ po,l, θ)Pr(po,u ≥ po,l|θ) + Pr(po,l ≤ α|po,u < po,l, θ)Pr(po,u < po,l|θ)

≤ Pr(po,u ≤ α|po,u ≥ po,l, θ)Pr(po,u ≥ po,l|θ) + Pr(po,u ≤ α|po,u < po,l, θ)Pr(po,u < po,l|θ)

= Pr(po,u ≤ α|θ) = α.

The inequality follows by Lemma 2, and the second equality follows from the law of

total probability. An analogous proof follows for the case of (4.1) being true at the

point β = τl. Since this proof shows that the FWE is controlled at level α regardless

of which null hypothesis is true, the test strongly controls for the FWE.

Proof. (ii) Consider the case where the null Ho,u is true, β = τu, and β̂−τu
se(β̂)

= t−1(df, 1−

α) where t−1(df, ·) is the quantile function of Student’s t distribution with df degrees

of freedom. By continuity, ∃τl : β̂−τl
se(β̂)

= t−1(df, α) = |t−1(df, 1 − α)|, thus po,l = po,u.
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Thus, po,l is irrelevant. Then, Pr(po,u ≤ α|β = τu) = α, giving us exactly FWE

= α.

Proof. (iii) Without loss of generality, consider (4.2) to be true at the point β = τu.

Then, Pr(sup{po,l, po,u} = po,u)
a.s.
= 1, since β̂

p→ β = τu implies that |β̂ − τu| <

|β̂ − τl| ⇒ to,u < to,l as n→∞. The FWE is thus

= Pr(po,u ≤ α|po,u ≥ po,l, θ)Pr(po,u ≥ po,l|θ) + Pr(po,l ≤ α|po,u < po,l, θ)Pr(po,u < po,l|θ)
a.s.
= Pr(po,u ≤ α|θ) = α

where the almost surely equality follows because Pr(po,u ≥ po,l|θ)
a.s.
= 1 and Pr(po,u ≤

α|po,u ≥ po,l, θ)
a.s.
= Pr(po,u ≤ α|θ). An analogous proof can be constructed for the

case of β = τl.

Proof. (iv) A (1 − α)% confidence interval is defined as β̂ − se(β̂) · t−1(df, α/2),

β̂+se(β̂)·t−1(df, α/2). Set τl = β̂−se(β̂)·t−1(df, α/2), and τh = β̂+se(β̂)·t−1(df, α/2).

See that

τl = β̂ − se(β̂) · t−1(df, α/2)⇒ t−1(df, α/2) =
β̂ − τl
se(β̂)

> t−1(df, α/2)

where the right-hand side expression of the second equal sign is the t-statistic for

hypothesis (4.1), and t−1(df, α) is its critical value. Similarly, we see that τu =

β̂ + se(β̂)t−1(df, α/2) ⇒ β̂−τu
se(β̂)

= −t−1(df, α/2) = t−1(df, 1 − α/2) < t−1(df, 1 − α)

where the left-hand side expression of the second equal sign is the t-statistic for

hypothesis (4.2). Thus, we can pick a larger value for τl and a smaller value for τu,
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giving us a range of values narrower than that created by a confidence interval for a

given level of α.

Remark. (iv) In fact, we can set po,l = α, po,u = α, and use these values in the t-

statistics for the hypothesis tests (4.1) and (4.2) to derive figures for τl and τu that

would form an interval that would be equivalent to a (1− 2α) confidence interval. It

is easy to see that this is the maximum possible length of the interval.

Proof. (v) Assume τl < β < τu and, without loss of generality, |β − τu| < |β − τl|.

Since β̂
p→ β, Pr(|β̂ − τu| < |β̂ − τl|)

a.s.
= 1 as n → ∞, thus Pr(sup{po,l, po,u} =

po,u) = 1. Therefore, we need only consider Ho,u to reject the combined null Ho,c.

We thus require z−1(α) ≥ β̂−τu
se(β̂)

, where z−1(α) is the α-quantile of the standard

normal distribution. Clearly, limn→∞
β̂−τu
se(β̂)

= −∞ ≤ z−1(α) since limn→∞ se(β̂) = 0

and β < τu. Hence, the null hypothesis Ho,u will be rejected with probability 1

asymptotically, which means Ho,c will be as well. The proof of |β − τu| > |β − τl| is

similar, and the case of |β − τu| = |β − τl| is trivial.

Proof. (vi) Since Ho,l ∩ Ho,u = ∅, that is, both nulls that make up the combined

test cannot be true simultaneously, a global null hypothesis does not exist. There-

fore, the combined null hypothesis must necessarily be tested through its individual

components Ho,l and Ho,u. Asymptotically, the Likelihood Ratio test and the t-test

are equivalent; therefore, Ho,l and Ho,u are both AUMP at level α. Since each com-

ponent of the combined test is AUMP, the combined test is AUMP as the rejection

probability is maximized through the sum of its parts at the level FWE
a.s.→ α.
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4.6 Discussion

The ad hoc method of examining whether a coefficient’s confidence interval lies com-

pletely within two arbitrary bounds has long been employed as a test for an econom-

ically insignificant (or “precise zero”) effect, or as a way to determine whether a true

parameter lies between these bounds. Some may be interested in the intuition as to

why the procedure developed here improves on the confidence interval method for

arbitrary bounds. There reason the former is an improvement is that the definition of

a confidence interval asks a different question than what we are interested in: specif-

ically, if the random sampling process is repeated ad infinitum, what percentage of

the constructed confidence intervals would contain the true parameter? On the other

hand, the procedure here asks the question about the bounds of interest directly. The

method developed in this chapter is not meant to replace the confidence interval in

statistical inference in general, nor could it; rather, I advance the idea that it should

be employed when one is concerned about whether a true regression parameter lies

between two arbitrary bounds.
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Appendix to Chapter 2

Table 1 displays the results of Figures 2.1 and 2.2: the regression coefficients from

OLS regressions using the standard deviation of the test score normalization, and the

coefficients from the unconditional quantile regressions using the standard error of

the regression normalization. The standard errors are in parentheses.
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