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Abstract 

Humans have been automating increasingly sophisticated behaviours for some time now. We 

have machines that lift and move things, that perform complex calculations, and even machines 

that build other machines. More recently, technological advances have allowed us to automate 

increasingly sophisticated decision-making processes. We have machines that decide when and 

how to use lethal force, when and how to perform life-saving medical interventions, and when 

and how to maneuver cars in chaotic traffic. Clearly, some automated decision-making processes 

have serious ethical implications—we are now automating ethical decision-making. In this 

dissertation, I identify and explore a novel set of ethical implications that stem from automating 

ethical decision-making in emerging and existing technologies. 

I begin the argument by setting up an analogy between moral proxies in healthcare, tasked 

with making ethical decisions on behalf of those who cannot, and technological moral proxies, 

those machines (artefacts) to which we delegate ethical decision-making. The technological 

moral proxy is a useful metaphor. It allows us to import the many established norms surrounding 

moral proxies in bioethics, to inform the ethics, design and governance of certain machines. As is 

the case with moral proxies in healthcare, we need norms to help guide the design and 

governance of machines that are making ethical decisions on behalf of their users. Importantly, I 

argue that we need a methodology and framework to ensure we aren’t subjecting technology 

users to unacceptable forms of paternalism. 

Having set up the analogy, I situate the discussion within various theories in science and 

technology studies (STS). STS provides a rich philosophical vocabulary to help ground the 

particular ethical implications, including implications for designers and engineers, raised by 



iii 

 

machines that automate ethical decision-making. Thus, STS helps to frame the issues I raise as 

design and governance issues. 

I then provide a rudimentary taxonomy of delegation to help distinguish between 

automated decision-making that is ethically permissible, and that which is impermissible. 

Finally, I combine the various pieces of the argument into a practical “tool” that could be used in 

design or governance contexts to help guide an ethical analysis of robots that automate ethical 

decision-making. 
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Chapter 1 

Introduction: Technology as Moral Proxy - Paternalism and Autonomy 

by Design 

“The nature of a robot reaction to a dilemma is startling. 
Robot psychology is far from perfect—as a specialist, I can 
assure you of that—but it can be discussed in qualitative 
terms, because with all the complications introduced into a 
robot’s positronic brain, it is built by humans and is 
therefore built according to human values.” 

Dr. Susan Calvin (Asimov [1950]2004, 177) 

 

1.1 Introduction 

It is often said that technological artefacts are morally1 neutral, that they are things bereft 

of morality save for whatever we might say about those who design or use them. 

Designers and users, being people, tend to be considered the proper and exclusive focus 

of our moral attention in the designer-artefact-user trio, while it is said that technological 

artefacts, considered mere objects, cannot actively contribute anything morally. 

Technological neutrality, a common term for describing this perspective, gives rise to 

trite statements like, guns don’t kill people, people kill people. According to 

technological neutrality, whatever morality is pinned on the artefact is done so in error. 

Instead, one must refer to the people surrounding an artefact to get an accurate read on 

                                                
1 I draw no distinction between “moral” and “ethical” in this dissertation, and so I use 
them interchangeably for matters of style and readability. 



 

 

 

2 

the moral claims that can be associated with its use. Thus, technological neutrality 

supports a strict kind of delineation between people and things: people can be the subjects 

of a moral analysis, things cannot. 

Recent work in science and technology studies (STS) and the philosophy of 

technology challenges the delineation articulated in technological neutrality. That work 

demonstrates that there are cases where designers can be seen embedding moral norms, 

both intentionally and unintentionally, into artefacts. Such is the case with grocery cart 

wheels that lock up when taken too far from a store (Kerr 2010), with bridges designed 

with low clearances that prevent “bus riders” from accessing upscale beaches in New 

York state (Winner 1986)2, with cars designed to sound annoying alarms when drivers 

forget to buckle their seat belts (Latour 1992), and with internal cardiac defibrillators set 

to attempt cardiac resuscitation if the heart goes astray (Millar 2015a). Such cases 

demonstrate how artefacts can provide “material answers to moral questions” (Verbeek 

2006).3 A shopping cart with wheels that automatically lock up answers the question How 

far from the store should a shopper be allowed to take this cart?  A low clearance bridge 

                                                
2 This example comes primarily from Winner’s version of it, but has become quite 
contentious. Winner originally described the bridges as artefacts designed intentionally to 
prevent low-income bus riders from visiting upscale beaches. However, Winners story, as 
it turns out, is not accurate: the bridges were designed low because buses were not 
allowed on parkways at the time. In other words, bus traffic was, at the time, legitimately 
left out of bridge design considerations. Despite the controversy over the example, it 
remains a good case for talking about the effects that artefacts can have in sociotechnical 
systems, and notions of legitimate and illegitimate design considerations (see, Bernward 
1999). 
3 I explain these claims in more detail in Chapter 2. 
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answers the question Who ought to be allowed to visit upscale beaches on Long Island? 

A car with seat belt alarms answers the question Should the driver be able to operate the 

car without wearing a seatbelt? An implanted and activated internal cardiac defibrillator 

answers the question Should cardiac resuscitation ever be attempted on this person? In 

other cases artefacts can unexpectedly give rise to new moral possibilities and questions 

while eliminating others (Verbeek 2011; Verbeek 2006). For example, the introduction of 

ultrasound imaging into obstetrics imposes deeply moral questions on pregnant women 

(and expecting couples) that did not previously exist: Should I agree to an ultrasound 

exam?; and What ought I to do if the exam turns up abnormalities? (Verbeek 2006) In all 

of these cases it is reasonable to describe some of the moral work as being done by the 

artefacts, not just by the people surrounding them (Millar 2015a; Verbeek 2011; Verbeek 

2006; Callon & Latour 1992; Latour 1992; Callon 1986; Winner 1986). But even if we 

maintain a heavy degree of technological neutrality in our analysis, one can say at the 

very least that these examples demonstrate that designers are able to both raise and 

answer moral questions by embedding moral norms into technological artefacts, and that 

those norms can impact users’ moral lives, often profoundly. 

One result of these challenges to technological neutrality, the one that is the focus 

of this dissertation, is that by demonstrating how designers embed moral norms into 

technology and how those norms impact users, we can begin to draw attention to the 

complex moral relationship that exists between designers, artefacts and users (Millar 

2015a; van Wynsberghe 2014; 2013; Kerr 2010; Verbeek 2011; Verbeek 2006; Latour 
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1992; Winner 1986). Analyzing aspects of that relationship allows us to more clearly 

articulate how some choices that are made during the design of a technology shape a 

user’s moral landscape. As such, we can question the appropriateness of certain design 

choices from within the context of a moral relationship. 

Robotics and autonomous technologies are pushing the limits of our current 

ethical theories as they apply to evaluating both design methodologies and technology. 

The idea of highly autonomous robots, such as person-like humanoid robots, has captured 

the imagination and interest of philosophers, academics, artists, storytellers and the public 

over the years (e.g. Asimov [1950]2004; Terminator 1984; 2001: A Space Odyssey; 

Čapek 1920; Aristotle, Politics, 1253b35). More recently, it has become popular to talk 

of the coming age of “spiritual machines” (Kurzweil 2000), or those machines capable of 

human-like intelligence, and the ethical, legal and philosophical implications they will 

carry (Lin et al 2011; Calo 2012; Petersen 2012; Robertson 2010; Wallach & Allen 

2009). Indeed, Recent headlines are awash with warnings of the existential threat that 

robotics and artificial intelligence (AI) pose to humanity. Stephen Hawking, Bill Gates, 

and Elon Musk are among the most prominent technology and robotics exerts that have 

publicly warned of such a threat (Greenwald 2015; Rawlinson 2015; Cellan-Jones 2014). 

In a recent open letter more than 1,000 robotics/AI experts called for a ban on offensive 

autonomous weapons (drones), more commonly termed “killer robots”, arguing that their 

development would lead to a new robot arms race with potentially dire consequences for 

humanity (CBC 2015). The recent explosion in robotics/AI research and development 
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underscores their concerns. Global investment in robotics/AI is growing rapidly in all 

areas of the economy including: healthcare, manufacturing, consumer electronics, 

entertainment, military, transportation, and public safety. (Bell 2014; Cohen 2014; 

Simonite 2014; Teal Group 2014; Tobe 2013; Upbin 2013). MIT roboticist Cynthia 

Breazeal recently broke crowdfunding records with the announcement of her new 

“humanized” social robot, Jibo (Annear 2014; Bielski 2014), which she is calling “the 

world’s first family robot”. Google and most major automobile manufacturers are 

designing autonomous (driverless) cars (White 2014), some of which are already sharing 

the roads with us (Slosson 2012; Newcomb 2012). 

A brief aside is required here to clarify the use of “autonomous” in this 

dissertation. Throughout the dissertation I refer to artefacts—machines, robots, devices, 

etc.—as autonomous. Readers should not mistake this for moral autonomy. Autonomy in 

this context is meant only to indicate that an artefact is capable of performing tasks 

independent of direct human control. An ICD is autonomous, for example, in that it can 

monitor a recipient’s heart rhythm and deliver potentially life saving electric shocks 

without the need for a human “controlling” the ICD. Similarly, the Google Driverless Car 

(GDC) is autonomous to the extent that it can navigate driving conditions and steer a car 

independent of any direct human control. Whether an artefact is autonomous or semi-

autonomous is a matter of degree and interpretation that I leave for another discussion. 

For simplicity’s sake, the reader can think of autonomy just as indicating that the artefact 

under consideration has some degree of automation built into it, and that the features 
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under philosophical consideration are those that automate some set of actions, including 

decision-making, that a human would otherwise have to perform in the absence of an 

artefact. 

Among the robotics hype it is not uncommon to come across articles in academic 

journals and the popular media featuring some version of the term “robot rights” in their 

titles, or exploring the idea of treating robots as persons in the ethical and legal sense, the 

implication being just what you would think, when technologies are capable of human-

like intelligence we will find ourselves having to consider giving them rights (Darling 

2012; Sparrow 2012; Levy 2009; Davoudi 2006; Freitas 1985; Leiber 1985). Along with 

rights come responsibilities; rights-holding agents capable of making autonomous 

decisions are held accountable for their actions. Somewhere down the road it could be 

that your phone, or perhaps your nth generation ultra smart Roomba vacuum will be 

morally punished and/or praised for its actions. Science fiction? Yes, for the time being. 

But if the day comes that we cannot tell the difference between robots (machines) and 

humans in terms of intelligence, and it is reasonable to think it could (Bostrom 2014; 

Kurzweil 2000), we will at least have laid the theoretical groundwork for sorting some of 

the tough philosophical questions out. 

In the meantime we are faced with a less fanciful but no less complicated 

challenge: how to ethically evaluate and design today’s machines, the far less 

sophisticated, autonomous, ancestors of those potential future rights holders. 
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We are increasingly interacting with technologies capable of a relatively high 

degree of autonomy. Self-driving cars (SDCs)4, for example, are capable of much more 

sophisticated decision-making than are hammers. Perhaps the best-known example of an 

SDC is the one under development at Google (Vanderbilt 2012). Google’s SDC uses a 

series of sensors, digital maps, databases, and software to solve the extremely complex 

problem of driving (Guizzo 2011). To date, Google’s SDCs have logged millions of 

kilometers driving autonomously in regular traffic, with only the occasional need for 

human intervention (Associated Press 2015; Guizzo 2011). In 2011 the state of Nevada 

was the first to pass legislation authorizing the licensing of SDCs for the state’s roads, a 

law that went into effect early in 2012 (Slosson 2012). Florida and California followed 

close on Nevada’s heels, a move described as “turning today’s science fiction into 

tomorrow’s reality” (Hayden 2012). According to Google, their SDCs are safe: “there 

hasn’t been a single accident under computer control” (Hayden 2012).5 Many of the 

major auto manufacturers are developing SDCs, including Volvo, Volkswagen, General 

Motors, and Daimler-Benz, while almost every auto manufacturer is implementing 

autonomous features like parallel parking and collision avoidance systems. It is expected 

                                                
4 I will use the terms “self-driving car (SDC)”, “autonomous car”, “robot car”, and 
“driverless car” synonymously. The literature has not settled on a single term to describe 
them. 
5 At the time of writing there have been 14 known accidents involving Google SDCs, 
none of which were caused by the car while being controlled by the computer 
(Associated Press 2015). 
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that SDCs will be on the market within the next decade, while some predict the SDC will 

dominate the roads by 2040 (Laursen 2014; Newcomb 2012). 

Consider the following moral dilemma, which I call the Tunnel Problem, framed 

in the context of SDCs.6 

The Tunnel Problem: A person is travelling along a single 
lane mountain road in her SDC at a high speed. She and the 
car are fast approaching the entrance to a narrow tunnel. 
Suddenly a child errantly runs into the road and trips while 
crossing, effectively blocking the entrance to the tunnel. 
Even if the car brakes hard a crash is unavoidable, so the 
car is forced to make a quick decision: continue straight 
and hit and kill the child, or swerve into the mountainside 
killing the driver.7  

In the tunnel problem there is no clearly objectively “right” answer what the car ought to 

do, only unfortunate outcomes.8 The SDC contributes something to the outcome that the 

human driver, riding along in the car, does not: the car detects the unfortunate situation 

and makes the decision to either continue straight or swerve. In other words, the car 

provides a material answer to a moral question arising in the use context (i.e. the context 

                                                
6 This is a version of the classic trolley problem in philosophical ethics, which Roger 
Crisp, Patrick Lin and others have more recently discussed in the context of driverless 
cars. For example see Crisp 2015; Goodall 2014; Millar 2015a; Millar 2014a; Lin 2013. 
7 I refer here to the person in the car as the driver only to anchor this argument using 
traditional notions of driving—there is someone in the car who would otherwise be 
holding the steering wheel. Of course, the person in the car is not driving, and might 
better be referred to as the passenger or user of the car. For the purpose of this argument I 
will use the terms interchangeably recognizing that they will likely carry quite different 
legal and moral implications once SDCs are commonplace.  
8 Some would argue it is more accurate to say that there is, indeed, a correct answer to the 
tunnel problem, but that we just don’t know what it is (see Crisp 2015). Either way, we 
can accept the current state of affairs being one in which there is uncertainty about the 
“correct” way forward, the practical effect being the same. 
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in which the technology is used, as opposed to designed, tested, etc.). Wendell Wallach 

and Colin Allen (2009) describe this kind of autonomy as falling on a continuum with 

things like hammers at the low end, and fully autonomous moral agents at the high end. 

They describe the middle of the continuum as consisting of machines not with autonomy 

in the full-blown moral sense of the term, the kind that would warrant attributing rights 

and responsibilities to the machine, rather in the middle we find at work a colloquial 

notion of autonomy, meant to suggest the machines can operate without much direct 

human control. Put simply, in the use context the SDC acts without direct human 

interaction, so it is considered autonomous in a way that hammers are not. As mentioned 

above, for the remainder of the dissertation I will borrow this colloquial notion of 

autonomy when using it in relation to technologies—the machines, software, and robots I 

am interested in discussing are autonomous. They are neither hammers (mere tools) nor 

human-like in their intelligence. It is this notion of autonomy that we must account for in 

our philosophical arguments if we are to distinguish between ethical obligations in cases 

of full-blown moral autonomy, cases of designing and using mere tools such as hammers, 

and cases of designing and using autonomous machines like SDCs. We face this 

challenge because we are presently populating society with these new autonomous 

machines. 

Situations like the tunnel problem raise two important moral questions in relation to 

the design and evaluation of technology. 
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1) Which option should an autonomous technology choose in difficult moral 

situations implicating the user directly? 

2) Who has the legitimate moral authority to determine (1)? 

In this chapter I consider both questions recognizing that they are inextricably linked: to 

answer (1), one must first gain traction on (2). I begin by arguing that in cases where 

technological artefacts provide material answers to moral questions that arise in the use 

context, they can and should be characterized as moral proxies acting on behalf of some 

person.9 I introduce the concept of a “moral proxy” as it is understood in healthcare 

contexts. Moral proxies of the human kind have been a topic of analysis for some time in 

healthcare and bioethics, making them a good starting point for thinking about moral 

proxies of the technological or artefactual kind. I draw from bioethics and STS literatures 

to build an analogy between human moral proxies in healthcare and artefactual moral 

proxies. The concept allows us to accurately characterize the moral link between 

designers, artefacts and users as a relationship of a particular moral kind. When artefacts 

function as moral proxies it is important (and useful) to instantiate the proxy relationship 

in a morally justifiable way. If we accept that artefacts can function as moral proxies it 

becomes important to recognize that designers can subject users to paternalistic 

relationships that are ethically problematic. With this in mind I argue that the moral 

proxy model can be used as an evaluative tool that helps us gain traction on (2): there are 

                                                
9 These are not moral proxies in the full-blown human sense of the term but, as I argue, 
they resemble full-blown moral proxies along enough relevant dimensions that we can 
treat them as if they are more moral proxy than not. 
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some decisions that designers do not have the legitimate moral authority to make on 

behalf of users. I then turn my attention to design ethics, and sketch out some of the 

implications that the moral proxy model has on design. 

1.2 Anthropomorphisms as Useful Metaphors  

Throughout this dissertation I anthropomorphize artefacts: I treat them as if they have 

human qualities, as if they make decisions, choose options, demonstrate expertise, act 

autonomously, act on behalf of others, and function as moral proxies. I do so 

intentionally, knowing that this methodological approach is likely to raise philosophical 

concerns. Anthropomorphism will strike anyone who considers artefacts mere lifeless 

machines containing unintelligent systems of gears and pulleys as an ontological error 

requiring explanation. I provide further theoretical underpinning for this methodological 

approach in Chapters 2 and 3. In Chapter 2, I provide a methodological justification 

based primarily on Bruno Latour’s Actor Network Theory. Latour argues that we 

concentrate power in artefacts by delegating particular tasks to them. As part of the 

process of delegation, particular decisions are embedded in the artefacts such that when 

we interact with those artefacts, they are capable of “scripting” our behaviour along 

moral lines. Latour (1992) clearly and explicitly attributes the acts to the things 

themselves, in addition to the people surrounding them, and so defends 

anthropomorphism as a fruitful methodological approach (Sayes 2014). In Chapter 3, I 

further justify my anthropomorphic methodology by arguing that our anthropomorphisms 

will often provide a more accurate descriptive account of an artefact’s behaviour than 
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will a non-anthropomorphic account. I do not, however, aim to make strong ontological 

claims in doing so, but hope to land on an ontological middle ground that I will describe 

shortly. In making the argument in Chapter 3, I do, however, adopt a somewhat 

behaviourist standpoint similar to that so famously endorsed by Turing (1950). For my 

anthropomorphisms to do their work, artefacts do not need to possess the “causal 

properties” (Searle 1980) that give rise to truly humanlike intentionality. With that in 

mind, in this section I provide an initial methodological justification, if only to postpone 

the reader’s objections. 

It appears that our psychological tendency is to anthropomorphize artefacts, 

despite knowing their lifeless, unintelligent nature. Of course, our behavioural tendencies 

do not immediately suggest anything normative: there may be good reasons to reject 

them. But a more careful examination of the nature of these particular tendencies 

suggests that, on the balance, we have very few good reasons to reject them, and very 

good reasons to embrace them. 

There are mundane examples of our anthropomorphizing tendencies all around us: 

we affectionately name our cars, boats and airplanes; when the little hourglass appears on 

our computer screen we sometimes say it is “thinking”; and when Siri™ misunderstands 

a question we might say it, or more likely “she”, is “confused”.10 We are especially quick 

                                                
10 For those readers who have not interacted with Apple’s Siri, or a similar chatbot or 
“artificial agent” technology, I would encourage them to do so and notice the ease with 
which one is compelled to interact conversationally with it despite the often lackluster 
results of those interactions. 



 

 

 

13 

to anthropomorphize when artefacts behave specifically as if they have human-like 

qualities: when they simulate crying, laughing, smiling, natural language use, and so on 

(Breazeal 2002). Computer scientist Joseph Weizenbaum recognized this while observing 

people interacting with his 1960s era psychotherapist chatbot11 ELIZA (Kerr 2004). 

ELIZA, a simple program consisting of roughly 200 lines of computer code, was 

designed to model the behaviour of a therapist. Weizenbaum was “startled to see how 

quickly and how very deeply people conversing with [ELIZA] became emotionally 

involved with the computer and how unequivocally they anthropomorphized it” 

(Weizenbaum 1976, 6). For example, here is an actual transcript of a user’s interaction 

with ELIZA (ELIZA’s responses in caps; Weizenbaum 1996): 

Men are all alike. 

IN WHAT WAY? 
They’re always bugging us about something or other. 

CAN YOU THINK OF A SPECIFIC EXAMPLE? 
Well, my boyfriend made me come here. 

YOUR BOYFRIEND MADE YOU COME HERE? 
He says I’m depressed much of the time. 

I AM SORRY TO HEAR YOU ARE DEPRESSED. 
It’s true. I’m unhappy. 

DO YOU THINK COMING HERE WILL HELP YOU 
NOT TO BE UNHAPPY? 

I need some help, that much seems certain. 

                                                
11 A “chatbot” is a computer program designed to engage a human user in conversation, 
usually carried out on a computer screen with the user typing in questions or statements 
and the program responding as if in conversation. 
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WHAT WOULD IT MEAN TO YOU IF YOU GOT 
SOME HELP? 
Perhaps I could learn to get along with my mother. 

TELL ME MORE ABOUT YOUR FAMILY. 

On one occasion, Weizenbaum’s secretary, who knew quite well that ELIZA was 

“merely a computer program” (Weizenbaum, 1976:6), asked him to leave the room while 

she interacted with ELIZA. On another occasion, Weizenbaum’s plan to record and 

analyze all interactions with ELIZA was met with moral indignation: he was accused of 

proposing to spy on “people’s most intimate thoughts” (Weizenbaum, 1976:6). 

Weizenbaum took these observations as evidence that people were interacting with 

ELIZA “as if it were a person who could be appropriately and usefully addressed in 

intimate terms” (Weizenbaum, 1976:6, original emphasis).12 As Kerr (2004, 305) 

describes it, Weizenbaum recognized that actual intelligence in a system is not required 

in order for people to “enjoy cultivating relationships with artificial entities.” 

Weizenbaum’s pioneering work on the psychology of anthropomorphism, though 

rudimentary, established the phenomenon as academically noteworthy. 

In the years following Weizenbaum’s observations, human-computer interaction 

(HCI) and human-robot interaction (HRI) researchers have turned a more rigorous eye to 

                                                
12 Weizenbaum’s conclusion suggests that his secretary’s moral indignation was justified, 
thus raising a legitimate research ethics question in the context of anthropomorphic 
technologies. I recently participated on a panel on “Healthcare Robots” at the Human 
Robotics Interaction (HRI) 2015 Ethics workshop. Many of the ethical concerns 
roboticists raised mirrored Weizenbaum’s, at least insofar as ethics review boards had 
been questioning their plans to “fool” children and the elderly into believing that their 
robots were “alive”. 
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studying anthropomorphism as a psychological phenomenon. Their results uncover a 

ubiquitous trend that is very difficult for people to resist, one that lends credibility to 

Weizenbaum’s assertion that people consider their anthropomorphizing tendencies 

toward artefacts to be appropriately directed. Despite knowing that computers and robots 

are made from lifeless mechanical and electrical bits and that they are not truly 

intelligent, people, including computer scientists and roboticists (i.e. those who “know 

better”), consistently anthropomorphize artefacts in a variety of contexts: people 

anticipate human-like responses from artefacts; people regularly form strong emotional 

bonds with them; people enter into personal relationships with them; people speak of 

them as active and important participants in their social worlds; and people confide in 

them (Calo 2015; Darling 2015; Jones & Millar forthcoming; Proudfoot 2011; Kerr 2004; 

Duffy 2003).13 These findings suggest that anthropomorphisms commonly involve much 

more than mere misplaced pronouns, such as referring to a thing as “she”. As Calo (2015, 

119) explains, “the effect is so systematic that a team of prominent psychologists and 

engineers has argued for a new ontological category for robots somewhere between 

object and agent.” 

How should we respond philosophically, or methodologically, to this 

psychological fact? One option, which we might call the essentialist position, is to focus 

on an artefact’s sentience or intelligence, or lack thereof, and hold fast to the ontological 

                                                
13 The recent movie Her (2013) explores these themes in detail, offering a speculative 
glimpse into a future where people fall in love with artificial intelligences. 
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position that when it comes to lifeless, unintelligent entities, to anthropomorphize is to 

err.14 That is to say, a thing not living, and without the equivalent of humanlike 

intelligence, simply cannot be legitimately anthropomorphized. The essentialist will insist 

that Siri is always an “it”, never a “she”. 

My arguments, however, focus on analyzing and characterizing the moral nature 

of relationships that are instantiated in the designer-artefact-user context, and drawing 

some ethical design requirements from them. My response to our tendency to 

anthropomorphize, therefore, is to reject the essentialist position on grounds that it is 

somewhat misplaced,15 and consider the practical implications of the ubiquity of this 

psychological tendency, though with some reservations. In the context of this dissertation 

the essentialist position is somewhat misplaced because its most meaningful home, at 

least in the context of philosophical ethics, seems to be theoretical discussions of moral 

responsibility. In that context the essentialist would say that an entity must be truly 

intelligent in the ways that (some) humans are for it to be morally responsible or 

blameworthy. I take no issue with that position in this dissertation; I do not claim that the 

artefacts I describe are truly intelligent. Thus, my reservations attached to considering the 

                                                
14 By “essentialist” I mean that the position seems to involve claims about certain 
qualities that a thing must have in order for it to be considered such and such. In this case, 
the essentialist position would include the claim that an entity must be alive, or sentient, 
or intelligent in order for anthropomorphic terms to legitimately apply. 
15 Sayes (2014) describes this as a difference between purely theoretical concerns and 
purely methodological concerns. Thus, purely theoretical concerns over 
anthropomorphism are misplaced when the anthropomorphizers’ intent is to have a 
methodologically useful tool. 
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practical implications of this ubiquitous psychological trend include the caveat that one 

must be skeptical towards claims that artefacts can be morally responsible due merely to 

the fact of ubiquitous anthropomorphism. In other words, one must not make hasty 

normative theoretical claims based on a fact of human psychology. Though it may be 

possible to attribute moral responsibility to unintelligent artefacts, much more 

philosophical work would be required to bridge the argumentative gap between people’s 

psychological tendency to anthropomorphize (no matter how ubiquitous the trend), and 

attributions of moral responsibility to artefacts (Asaro 2012). The essentialist position, 

therefore, should not pose an immediate problem for my arguments. The various 

arguments I make in this dissertation are not about the moral responsibility of artefacts. 

As such, the essentialist position does not apply smoothly to my arguments. 

A strong essentialist position could be used as an objection to considering 

artefacts capable of acting in any sense of the term, that they are capable merely of 

behaving as if acting, further entrenching the philosophical concerns I mentioned above. 

Along these lines the essentialist might say that an artefact is not capable of making a 

decision, or of functioning as a moral proxy. In this dissertation I take direct issue with 

this stronger essentialist position. However, I do so with the intention of fitting artefacts 

into something like the third ontological category to which Calo refers. With this in mind, 

I argue that artefacts can act like humans in various ways, by making decisions, and by 

functioning as moral proxies or experts. It is important to note that I am not claiming that 

artefacts are identical to humans in these respects. Artefacts are clearly not identical to 
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humans in their intentions or behaviour. However, I do argue that aspects of their 

behaviour approximate human action, non-trivially, such that in some contexts we are 

justified in treating them as more than mere lifeless, unintelligent things. Chapters 2 and 

3 take this issue up in more detail. 

The ubiquity of our anthropomorphizing tendencies also plays an important role 

in underpinning my methodology. The essentialist will claim that these 

anthropomorphisms, however widespread, are just mistakes based on illusions, and that 

they ought to be rejected in favour of strict ontological accuracy. But the essentialist 

using ontological accuracy in this manner would need to demonstrate, at the very least, 

that it is possible for humans to interact with autonomous artefacts and refrain from 

slipping into anthropomorphizing ways. As I have already mentioned, the current data on 

anthropomorphism suggests that people knowingly reject the essentialist position in 

favour of adopting anthropomorphisms in their interactions with a variety of artefacts: 

they anthropomorphize despite knowing the ontological nature of those artefacts, and 

anthropomorphism comes easy to them. It is not clear whether the essentialist’s position 

is any more practical than telling a schizophrenic to ignore the voices in her head; there is 

simply a lack of empirical data on the psychology of anthropomorphism, and it could be 

the case that the illusions are very hard to resist, that they run too deep.16 The fact that 

                                                
16 This can be read as a straightforward application of the principle that ought implies 
can, that the action to which the "ought" applies must indeed be possible under natural 
conditions. Here the natural limits to an agent’s possibility would be ubiquitous, 
irresistible (perhaps subconscious), psychological tendencies to anthropomorphize 
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some people, the essentialists, seem capable of rejecting the illusion (though it is also not 

clear to what extent they are capable of doing) does little to strengthen the objection, as it 

does not conclusively refute the evidence. Until we have the data, it is argumentatively 

premature to claim that we ought to stop anthropomorphizing artefacts. 

Even if we accept the essentialist position and agree that anthropomorphisms are 

based only on illusions, it is not clear those illusions are always harmful, or problematic, 

or that they should be jettisoned. Quite the contrary, in many cases they are quite 

beneficial. We may all be suffering an illusion when we anthropomorphize, but like the 

voices in a schizophrenic’s head, anthropomorphic illusions have real causal powers. 

ELIZA did successfully prompt Weizenbaum’s secretary to defend it as a confidant. 

From a practical perspective, understanding the psychological complexities of 

anthropomorphism allows designers and engineers to exploit the phenomenon. And they 

can do so with desirable or undesirable intentions and consequences. So-called “social 

robots,” those designed specifically to exploit our anthropomorphizing tendencies 

(Darling 2015; Duffy 2003; Breazeal 2002), can be used maliciously. For example, a 

robot can be designed to manipulate users into giving up their personal information, thus 

threatening their privacy (Calo 2012). At the same time, social robots deployed in 

medical contexts, such as those being designed for pediatric counseling (Jeong et al. 

2015) or for assisted care with elderly dementia patients (Felzman et al. 2015), can be 

                                                                                                                                            

artefacts. My claim is simply that we do not yet understand the phenomenon enough to 
make anything but hasty judgments regarding the normative aspects of 
anthropomorphism. 
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designed to manipulate patients into forming highly personal bonds with the robots in 

order to support those patients’ healthcare and deliver benefits. In these examples doing 

harm or realizing benefits rely on exploiting our anthropomorphizing tendencies as an 

essential design element. Thus, quite independent of ontological concerns, maximizing 

the benefits and minimizing the harms associated with anthropomorphisms might require 

accepting, even promoting the psychological phenomenon (Darling 2015; Duffy 2003; 

Breazeal 2002). Given the consequences that can accompany anthropomorphism, the 

essentialist might be required to jettison her ontological concerns in favour of 

methodologically embracing the phenomenon. At the very least, we must embrace 

anthropomorphism in order for designers and researchers to better understand human 

interaction with autonomous artefacts. 

To get the design ethics right, it would be useful to have a framework for 

analyzing the kinds of relationships that are instantiated in these designer-artefact-user 

use contexts. After all, in the cases I’ve described the design goal is to instantiate a 

humanlike relationship/bond between the user and artefact. To this end, throughout this 

dissertation I employ anthropomorphisms methodologically as what I will call strong 

metaphors. Those are metaphors that help us to characterize artefacts in such a way that 

would fit them in a third ontological category. But, more importantly and quite 

independent of ontological concerns, such metaphors help us to characterize the social 

and moral nature of certain artefacts in certain use contexts. Considered this way, 

describing an artefact as if it is a mere lifeless, unintelligent system of gears and pulleys 
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can be as much a metaphor as describing a machine as a medical diagnostic expert.17 

Anthropomorphisms become a matter of methodological choice (Sayes 2014; Latour 

1992). Furthermore, because the meaning of technological artefacts can be interpreted in 

many ways, a concept known as “interpretive flexibility”18, we can “play” with 

metaphors in an analytic context, such as design ethics (the analytic context in which I 

situate this dissertation), to find the one that best satisfies a larger set of governance, 

policy, design or other ethical goals (Jones & Millar forthcoming). Anthropomorphisms 

are therefore useful metaphors that can be deployed analytically in the service of 

maximizing benefits and minimizing harms associated with designing, and ultimately 

using technology. 

1.3 Moral Proxies in Healthcare 

In healthcare, the ideal patient, insofar as she functions as a decision-maker, is the fully 

rational adult capable of understanding healthcare information as it is presented to her, 

weighing that information in the context of her personal life, and communicating her 

preferences and decisions to others. However, patients often find themselves in non-ideal 

healthcare circumstances due to illness or injury. 

It is often necessary to turn to a moral proxy19 for decision-making. A moral 

proxy is a person responsible for making healthcare decisions on behalf of another. Moral 

                                                
17 I take this issue up more fully in Chapter 3. 
18 I provide a detailed explanation of interpretive flexibility in Chapter 2. Also see Jones 
& Millar forthcoming. 
19 Also referred to as a proxy decision-maker, or substitute decision-maker. 
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proxies are necessary when a patient is deemed incapable of making, or communicating, 

his own healthcare decisions. Incapacity of this sort can be age related—a young child 

cannot make her own decisions regarding care—or can result from a medical condition—

a patient might be unconscious, or unresponsive, or generally unable to comprehend the 

nature of his condition. If a patient is unable either to comprehend the medical 

information being provided by healthcare professionals, or is unable to communicate his 

wishes, he cannot give informed consent to medical interventions—a proxy decision-

maker is required in such circumstances. 

Generally speaking, spouses, family members or next-of-kin are treated as the 

most appropriate moral proxies given their assumed intimate knowledge of the patient’s 

personal preferences (Kluge 2005a). Historically, however, this was not always the case. 

The rise of modern medicine saw physicians and other health care professionals assuming 

(also being granted) decision-making authority in healthcare contexts involving 

incapacitated patients, but also in ordinary contexts involving fully capable patients 

(Kluge 2005a). Indeed, it was common practice for healthcare professionals to act in 

direct opposition to a patient’s stated preferences. Through the latter half of the 20th 

century this trend was reversed (Jonsen 2008). Critics have argued on various grounds 

that such a model of decision-making is unjustifiably paternalistic. First, borrowing 

heavily from Kant, paternalism denies patients their autonomy, that is, their capacity to 

make an informed, un-coerced decision, which is prima facie wrong. Second, healthcare 

decisions are best left to the patient because physicians and other healthcare professionals 
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cannot reliably account for the many intimate personal factors that contribute to an 

autonomous healthcare decision.20 For example, paternalism can harm patients by 

subjecting them to physical interventions in both research and treatment contexts that 

they would otherwise refuse. Because healthcare decisions are among the most intimate 

and private decisions one can make, few people would easily give up the power to make 

their own healthcare decisions today. In practice, turning decision-making authority over 

to a moral proxy tends to be a last resort only after every effort made to engage the 

patient in his or her own decision-making has failed. Despite physicians’ considerable 

knowledge and expertise regarding medical options, families and next-of-kin are (once 

again) viewed as the most ethically appropriate proxy decision-makers. 

Not surprisingly, proxy decision-making is not without controversy. In Canada 

and the U.S. the courts have decided that moral proxies must strive to make proxy 

healthcare decisions that are, ideally, substitute judgments, in other words exactly what 

the patient would have wished for. If the exact wishes of the patient are unknown in a 

particular circumstance, decisions must be made considering what is in the best interests 

of the patient. In both cases the goal is to make decisions that “[the patient] would 

choose, if he were in a position to make a sound judgment” autonomously (Re S.D. 

1983). Thus, the ideal proxy decision-maker makes no decisions at all: the ideal proxy 

acts merely as a conduit for communicating the precise wishes of the patient given the 

                                                
20 The landmark and most widely cited example of an argument for patient autonomy 
containing these first three elements is contained in Beauchamp & Childress 1979. 
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circumstances, and helping to ensure that those wishes are carried out. One could say that 

the ideal moral proxy acts mechanically, robotically even, when faced with decision-

making on another’s behalf, that if the patient has provided him with adequate 

information regarding her wishes—a “script,” metaphorically speaking—his role is to act 

out that script to the letter.21 

It is much more common, however, for proxy decision-makers to find themselves 

in a position of relative ignorance with respect to the patient’s wishes, which complicates 

the decision-making process. Still, expectations are such that the proxy, most often a 

family member or next-of-kin, is required to disentangle his or her own preferences from 

those of the ailing loved one, a difficult requirement to be sure (Kluge 2005b). It is 

equally, if not more, difficult to determine, as an outside observer, whether or not the 

proxy has met this requirement. In Re S.D., a landmark case in Canadian law, parents 

acting as proxy to their severely disabled 7 year old boy refused consent for a routine 

surgery to unblock a shunt that drained spinal fluid from the brain. In their estimation 

their son was enduring a life of suffering that the surgery would only act to prolong. 

                                                
21 It could be objected that my description of the ideal proxy decision-maker is actually a 
description of an advance directive, in which case no proxy decision-maker would be 
necessary. But surely there can be cases where a healthcare team refers to a proxy 
decision-maker for help deciding what to do, and the proxy decision-maker knows 
exactly what the patient wants. To insist that that person is not a proxy decision-maker 
because he needs only to act “mechanically” to provide an answer to the healthcare team 
seems like hair-splitting. Interestingly, the objection also blurs the line between people 
and things, since it seems to consider the human “proxy decision-maker” more like an 
artefact (the advance directive) than a person based on the nature of the action 
demanded/required of it.  
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Family and Child Service petitioned the courts on behalf of the boy, resulting in the court 

case. Ultimately the dispute was over whether or not the parents’ decision was in the best 

interests of the patient. The parents argued that it was, while the Supreme Court of British 

Columbia found that it was not. So go many of the difficult moral controversies 

surrounding proxy decision-making. 

Pointing out that proxy decision-making is difficult and controversial is not meant 

to suggest that there is no good way of doing proxy decision-making or of resolving 

controversies over what is in a patient’s best interests. In the context of this argument the 

controversial nature of moral proxies is meant to underscore the moral complexities 

associated with delegating proxy decision-making powers to someone other than the 

patient. Though not without its own controversies (e.g. Draper & Sorell 2007), having the 

competent patient make her own healthcare decisions is broadly accepted by healthcare 

professionals, patients and the courts, as morally preferable to having another decide on 

her behalf. 

1.4 Technology as Moral Proxy 

Consider the following scenario22: Jane is at high risk of ventricular arrhythmias, a 

condition that causes her to unexpectedly experience life-threatening abnormal cardiac 

rhythms. She found this out a decade ago after having being admitted via ambulance to 

the emergency room, suffering a heart attack. Jane’s cardiologist told her that she was 
                                                
22 This scenario is an adaptation based on first-person accounts of living with ICDs. 
Though Jane is a fictional character, her experiences as described are consistent with 
those accounts. See Pollock 2008. 
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lucky to be alive, and that the symptoms could recur unexpectedly at any time. In order to 

increase her chances of surviving similar future cardiac events her cardiologist 

recommended that Jane be fitted with an Internal Cardiac Defibrillator (ICD). She was 

told that the ICD is a small implantable device consisting of a power source, electrical 

leads that are fixed to the heart, and a small processor that monitors the heartbeat to 

deliver electrical stimuli (shocks) whenever a dangerously abnormal rhythm is detected. 

The ICD is a small version of the larger defibrillator that the paramedics had used to save 

Jane’s life. Being otherwise healthy at the time, she agreed to the surgery. 

Three uneventful years after her ICD implantation, Jane recalls being in a meeting 

at work and suddenly feeling lightheaded. She recalls experiencing a sudden “jolt” in her 

chest, which according to her was the rough equivalent of being kicked in the chest by a 

horse. The first jolt was followed in quick succession by several others, though she 

cannot recall how many, each one as traumatic as the first. After several of these shocks 

her co-workers called an ambulance. Paramedics arrived to find Jane conscious but in 

shock. In the hospital she was told that her ICD had saved her life after delivering a total 

series of seven shocks to her heart. “The ICD performed perfectly,” her doctors told her, 

“it saved your life.” 

It is worthwhile taking a moment to examine the tremendous work that is 

accomplished by such a small artefact as the ICD. To accomplish this we can imagine the 

various efforts humans would have to put into saving Jane’s life in the absence of her 

ICD. Without the ICD the efforts of several people, and some luck, are required to 
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prevent disaster. Jane would hope to be in the company of others during a cardiac 

episode, and for starters someone would need to call the paramedics to come help her. 

The paramedics, assuming Jane is near enough that they are able to arrive in time, must 

assess the situation, perhaps without the benefit of knowledge of her preexisting heart 

condition. (Whoever called the paramedics might not be privy to Jane’s heart condition, 

and Jane might not be conscious and alert enough to tell the paramedics of her condition 

when they arrive.) Assuming the paramedics are able to assess her condition accurately 

they must then prep both Jane and the defibrillator, and only then can they deliver shocks 

to Jane’s heart. If all goes well, after considerable time, coordination and effort, the 

human actors surrounding Jane will have successfully intervened to save Jane’s life. In 

comparison, the little ICD is capable of performing all the critical interventions on its 

own almost instantaneously. Thus, Jane’s ICD all but eliminates the need for humans in 

the critical path to the medical intervention. It continuously monitors her heart, detects 

abnormal cardiac rhythms, and delivers potentially life saving shocks before a single 

human bystander has the chance to come to Jane’s assistance. 

The ICD is a powerful little artefact! ICDs are capable of accomplishing the work 

of several humans, a concentration of power that Bruno Latour refers to as delegation 

(Latour 1992). Designers delegate the tasks of continuous monitoring, medical 

assessment and intervention to the ICD. Not only does the ICD perform those functions 

but also, unlike its human counterparts who are error prone, it performs them with the 

accuracy and consistency expected of a computer. ICDs also mediate our relationship 
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with the physical world, in this case Jane’s relationship with time and space (Verbeek 

2011; Verbeek 2006). With her ICD working diligently in the background, Jane is free to 

travel farther from medical centres with a certain confidence that in an emergency the 

time and space between her and medical experts will have less impact on her chances of 

survival; the ICD promotes Jane’s freedom and independence by expanding her 

geographical safety zones. 

In addition to the work that is delegated to the ICD, and the mediating role it 

plays, answers to deeply moral questions can be delegated to it too (Verbeek 2011; 

Verbeek 2006). An answer to that life and death question that was asked of Jane prior to 

her implantation—Would you like to have potentially life-saving electrical shocks 

administered in the future event that your heart goes into an abnormal rhythm?—is 

implicit in the presence of an activated ICD. Yes! Shock the heart and sustain Jane’s life! 

The ICD is continuously poised to answer that deeply moral question by the mere fact 

that it is in Jane, actively monitoring her heart, ready to deliver potentially life-saving 

electrical shocks at the first sign of an abnormal rhythm. Her ICD works diligently in the 

background, instantaneously answering an important healthcare question on her behalf 

when called upon to act. 

It is at this point that we notice something interesting about the relationship that 

Jane has with her ICD. We see that the ICD can be cast as moral proxy, acting on Jane’s 

behalf. Moreover, this proxy relationship approximates that of an ideal moral proxy. In 

the absence of an ICD, an ideal human moral proxy would be required to provide an 
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answer to that same life and death question in an emergency: Would Jane agree to have 

potentially life-saving electrical shocks administered given that her heart has gone into 

an abnormal rhythm? An activated ICD provides a material answer to that moral 

question in addition to supplying the medical intervention. We can say generally that in 

cases where autonomous technologies, such as ICDs and SDCs, provide material answers 

to moral questions in the use context, they function as moral proxies acting on someone’s 

behalf. 

To further illustrate how an artefact can function as moral proxy consider Jane’s 

current situation. Just under a year ago she was diagnosed with inoperable cancer. Her 

initial prognosis suggested she had four to six months to live, and her health has 

deteriorated to the point that her physicians are beginning to discuss end-of-life palliative 

measures with her and her family members. As a part of those conversations Jane was 

asked whether she would want the medical team to attempt to resuscitate her in the event 

that her heart stopped. Recalling the intense pain she suffered when her ICD fired years 

ago, and recognizing the gravity of her current medical condition, she decided 

resuscitation attempts would be futile. Jane asked that no resuscitation efforts be made, 

only that she be kept comfortable. 

Of course, her “do not resuscitate” (DNR) preference, a deeply moral end-of-life 

decision, would be ineffective if the medical team failed to alert all of the medical staff 

by way of adding the important DNR note to Jane’s medical chart. In that case, 

healthcare staff that were not a part of the DNR conversation would have no way of 
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knowing what Jane’s preferences were, and would likely assume proxy decision-making 

powers and attempt CPR in an emergency. Her DNR preferences would be equally 

ineffective if no one alerted the ICD to her preferences by deactivating it. In that case, 

quite unaware of the information on her chart, in the event that Jane’s heart went into an 

abnormal rhythm the ICD would assume proxy decision-making power and deliver its 

pre-programmed series of up to nine painful shocks. With the moral decision to (or not 

to) attempt cardiopulmonary resuscitation delegated to it, an ICD functions as an efficient 

moral proxy the moment abnormal heart rhythms are detected, that is, the moment the 

question whether or not to attempt resuscitation must be answered. 

As it stands, Jane is waiting for the medical staff to contact the ICD manufacturer 

to assist with the deactivation (hers is an older model that the hospital is unequipped to 

deactivate). She is told the deactivation could be postponed for several days. Delegating 

to the ICD her new end-of-life preferences involves highly specialized equipment and 

some official paperwork. Jane hopes that her last moments in life will not involve several 

painful reminders of the powerful little device within her. As a moral proxy, her ICD is 

proving to be somewhat uncooperative. 

1.5 Paternalism and Autonomy by Design 

As was briefly mentioned above, patients have not always been considered the most 

appropriate authority for making decisions about their own healthcare (Jonsen 2008; 

Kluge 2005a; O’Neill 2002; Murray 1990). Prior to the latter part of the twentieth century 

physicians commonly made deeply personal healthcare decisions on behalf patients, 
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without obtaining any consent from the patient—a practice now termed paternalism. True 

to its name, the paternalistic healthcare model saw physicians and other health care 

professionals assuming decision-making authority on behalf of patients, who were told 

what was the “best” healthcare decision given their situation. Physicians often intervened 

in a patient’s care in direct opposition to the patient’s expressed preferences (Jonsen 

2008; Murray 1990). 

A word on my treatment of paternalism is warranted up front. Various kinds of 

paternalism—hard vs. soft, weak vs. strong, moral vs. welfare—are described in the 

literature (e.g. Coons & Weber 2013; Arneson 2005; VanDeVeer 1986; Dworkin 1972). 

Where paternalism is concerned, I define my starting point such that there are certain 

cases of paternalism that are generally problematic (e.g. denying someone a say in their 

end of life healthcare decisions), and certain cases that are generally unproblematic or 

acceptable (e.g. administering particular medications as part of a standard of care once a 

patient has consented to the general treatment plan). I also acknowledge that any 

examples I provide, including the ones just mentioned, are bound to strike some as 

contentious. Given this starting point, I will broadly characterize paternalism as falling 

into two rough categories: problematic and unproblematic. However, the reader should 

assume that when I mention “paternalism” without qualification (as “problematic” or 

“unproblematic” or “acceptable”) I mean to suggest it as problematic until determined 

otherwise—particular instances of paternalism seem to require justification before they 

can be considered unproblematic or acceptable. Particular instances of paternalism do 
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not come labeled “weak”, “soft”, “strong”, or “hard”, we must do the work to determine 

which label is appropriate. My use of paternalism is not meant to settle debates over the 

correct application of the term, nor is it meant to directly inform the debate over the 

different kinds of paternalism just mentioned. In this section I co-opt paternalism to argue 

that certain design features, instantiated in designer-artefact-user relationships, can be 

thought of as paternalistic. My aim is to apply the same ethical lens to design practices 

that is currently applied to healthcare practices. In Chapters 3 and 4 I will begin to 

identify some of the vague boundaries separating acceptable and unacceptable instances 

of paternalism, and suggest some ways forward for determining how and where to draw 

those blurred lines. 

Generally speaking, paternalism stands in contrast to today’s accepted standards 

of practice when dealing with competent individuals’ faced with making healthcare 

decisions. In the current health ethics climate, when dealing with patients healthcare 

professionals have an ethical responsibility to support the competent patient in making a 

decision about their own healthcare preferences. This typically requires healthcare 

professionals to provide an appropriate set of healthcare options for the patient to choose 

from, and to reasonably counsel patients on the benefits and risks of each option so that 

the patient can make a substantially free and informed, in other words an autonomous, 

decision regarding her own care (Draper & Sorell 2007). To be sure, healthcare 

professionals often have in mind one option that stands out as most appropriate or 

effective, but it is ultimately the patient’s responsibility to select healthcare preferences 
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from among the various options presented to him. Intended to respect a patient’s 

autonomy, this model of substantially free and informed consent (informed consent 

hereinafter) has become the ethical standard by which healthcare decision-making related 

to individual treatment options is judged. 

For consent to be informed the patient must: first be capable of understanding the 

implications that the various healthcare options have in the context of his life, and of 

communicating a preference; the consent must be given voluntarily, that is, free from 

undue pressure or coercion; the decision must be based on the patient having been given 

a (reasonably) full set of options to choose from; and consent must be ongoing, meaning 

it can change at any time (College of Nurses of Ontario 2009).23 Paternalistic 

relationships are problematic in large part because they act to undermine the various 

conditions of informed consent, thus undermining patient autonomy. 

How does technology fit into the pictures of paternalism and autonomy outlined 

here? I have already argued that an ICD functions as a moral proxy: healthcare decisions 

are delegated via the artefact’s design and settings. Activated, the decision to attempt 

                                                
23 Though informed consent practices and requirements differ slightly between Canada 
and the US, they are similar enough for the purposes of this argument. Ontario’s Health 
Care Consent Act, for example, sets out four (4) requirements for consent to treatment, 
and is referred to as a “reasonable patient” standard: (1) The consent must relate to 
treatment; (2) The consent must be informed (that is: the person received the information 
about benefits, risks, treatment details, etc. that a reasonable person in the same 
circumstances would require in order to make a decision about the treatment; and the 
person received responses to his or her requests for additional information about those 
matters); (3) The consent is voluntary; and (4) The consent must not be obtained through 
misrepresentation or fraud. (Health Care Consent Act 1996). 
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resuscitation, and the resuscitation attempt itself, are delegated the ICD. Once deactivated 

the ICD both declines resuscitation attempts and respects a DNR decision by not 

attempting resuscitation. Delegation happens both at the level of the decision and of the 

intervention. At both levels some technological correlate is required: to delegate the 

decision a setting (switch) is required to put the artefact into a particular mode of 

operation, while delegation of the resuscitation attempt requires more complex 

functionality (involving electrical leads, algorithms, power sources and the like) to carry 

out the operations.24 

From a moral perspective the settings designed into a technology can be made to 

do most of the heavy lifting. When technology functions as a moral proxy, the settings 

define its mode of operation and can reify particular moral decisions; the settings provide 

the proxy with answers to the moral questions raised in the use context. As such, an 

artefact’s settings can put it in a mode of operation that corresponds to a patient’s 

preferences, the corollary being that an artefact’s settings can also put it in a mode of 

operation that confounds a patient’s preferences. 

Returning to Jane’s stubborn ICD, we can say that while it is in a mode of 

operation Jane has not explicitly consented to (whether it corresponds to, or confounds, 

Jane’s end-of-life preferences) it is acting paternalistically: it is making assumptions 

about her preferences and stands ready to act on those assumptions. We can say this 

because “paternalism” is meant to describe a particular kind of relationship, and in the 

                                                
24 The moral dimensions of this distinction will be explored more in Chapter 3. 
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case of ICDs there exists just that kind of relationship between a patient and her ICD 

when an ICD is set to be active or inactive without a patient’s explicit consent. The ICD 

is capable of intervening in Jane’s life and providing material answers to moral questions: 

it functions as a powerful moral proxy. So long as the ICD is functioning in a mode of 

operation Jane explicitly consents to, we can say that it is acting in Jane’s best interests, 

that the proxy relationship between Jane and her ICD is one that respects Jane’s 

autonomy. When the ICD is functioning without Jane’s explicit consent, say through its 

readiness and willingness to attempt resuscitation once Jane has declined such 

interventions, it acts very much like a healthcare professional poised to assume proxy 

decision-making authority and impose upon Jane its own answer to what is in Jane’s best 

interests regardless of, indeed despite, her expressed preference to the contrary. In this 

latter case the relationship between Jane and her ICD can accurately be described as 

paternalistic. It resembles old models of health ethics in which physicians acted against 

the explicit preferences of their patients according to their own conception of best 

interests; it is an example of the kind of relationship that helped contour the ethical 

controversies surrounding paternalism and autonomy in the first place. 

Thus, there exists a complex moral relationship between designers, artefacts and 

users. Designers can embed into artefacts moral norms that offer material answers to 

moral questions. An activated ICD attempts resuscitation, making it both a technology 

that promotes resuscitation as a valuable means of extending life, and a technology that 

answers, Resuscitate! Yes, shock the heart! By designing a switch into the ICD (a setting 
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for selecting between active/inactive modes of operation), designers make the ICD a 

technology that both acknowledges and problematizes the instability of end-of-life 

decision-making in healthcare. From a purely technical perspective designers need not 

have included the switch (it would require further research to determine whether 

designers considered the switch a practical or ethical requirement, or both). On the other 

hand, viewed through the lens of moral proxies, in other words from a position that uses 

the moral proxy as a model for ethically characterizing the relationship between the user 

and the artefact (the moral proxy model hereafter), we can say it is an ethical design 

requirement to provide a switch: the switch is essential for respecting patient autonomy. 

Further analysis of this design option—the presence and nature of an ICD’s 

active/inactive setting—helps to clarify some important aspects of design ethics. Using 

the proxy model as a framework for analysis, which incorporates requirements of 

informed consent—that it be voluntary, informed and ongoing—underscores how 

artefacts can function as deeply moral participants in our lives, as proxies capable of both 

respecting and usurping our autonomy in surprising ways. A switch, as it turns out, is 

much more than an efficient way of turning things on and off. Were there no switch 

present, the ICD would presumably function in an “always on” state, as a moral proxy 

respecting the patient’s autonomy only insofar as his healthcare preferences corresponded 

to the ICD’s mode of operation at any point in time, and insofar as the patient’s consent 

to be implanted was substantially free and informed. However, without the ability to 

change the ICD’s setting it would be difficult for the ICD to satisfy the ethical 
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requirement for ongoing consent since the “always on” state of the ICD would eliminate 

the possibility of changing one’s mind. Without the switch it would be difficult to 

determine in an ongoing manner whose decision is delegated to the ICD: on whose behalf 

would the proxy currently be acting, the designer’s or the patient’s? As I have suggested, 

moral proxies ought always to be acting on behalf of the patient. If we discovered that the 

patient’s end-of-life preferences had changed since implantation, without the presence of 

a switch we would have no way of alerting the proxy of its new moral directives. The 

relationship between the patient and the ICD would suddenly shift from one respecting 

patient autonomy, to a paternalistic one, which is ethically problematic. 

Add the switch and suddenly you gain traction on some of the problems 

associated with paternalistic technological moral proxies. First, you can delegate different 

healthcare preferences to the proxy, enabling the possibility of ongoing consent. You also 

then have a mechanism for delegating explicit healthcare preferences to the artefact. 

More than the mere presence of the artefact indicating a preference, the setting indicates 

which preference is the current selection among whatever options are available 

(resuscitation or no resuscitation in the case of the ICD).25 Third, the presence of a switch 

operationalizes the critical ethical question raised in the introduction, who has the 

legitimate moral authority to make decisions about the state of the device? 

                                                
25 Other options are imaginable. The settings could deviate from the “nine shock” routine 
and offer recipients the option to try a couple of shocks, then call it quits, despite the 
elevated risk of an ineffective intervention. 
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Thus, the moral proxy model allows us to make two general ethical claims about the 

design of technology. Whenever a moral proxy relationship is instantiated between an 

artefact and a user, the resulting relationship ought to be such that: 

A. the user is not unreasonably subjected to a problematic paternalistic relationship 

by design, a situation we can refer to as paternalism by design; and 

B. the user’s autonomy is reasonably maximized through appropriate design 

processes, which we can refer to as autonomy by design.  

1.6 The Moral Proxy Model as an Evaluative Design Tool 

As an evaluative design tool the moral proxy model focuses our attention on the nature of 

the relationship that is instantiated between an artefact and a user. It also introduces a set 

of normative claims that one can apply in an analysis of an autonomous artefact in its use 

context. 

As I have already pointed out, in the healthcare context there are accepted moral 

norms surrounding the instantiation of moral proxy relationships. We can apply a proxy 

analysis to use those norms in an evaluative mode. 

First and foremost, as a general rule, moral proxies, technological or otherwise, 

should always act on behalf of the patient and/or in the patient’s best interests owing to 

the fact that moral proxies are ideally charged with voicing the autonomous healthcare 

preferences of the patient alone. As such, with respect to ICDs the recipient patient’s (or 

the user’s) explicit healthcare preferences ought to determine the state of whichever 

device settings provide material answers to moral questions, such as whether the device is 
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active or inactive. The technology ought to be acting as proxy on behalf of the user. To 

grant that particular decision-making authority to anyone other than the patient (in cases 

where the patient is competent) would be to subject the ICD recipient to a problematic 

paternalistic relationship: the proxy would be acting on behalf of someone other than the 

patient (Millar 2015a). 

Second, even in cases where the decisions of another happen to correspond to 

those that the patient would have made if given the choice, decisions made by someone 

other than the patient when the patient is competent are still paternalistic in nature (Millar 

2015a). In philosophical ethics this is referred to as “moral luck”, which Thomas Nagel 

and Bernard Williams both describe as cases in which the consequences of one’s actions 

are inappropriately factored into judgments of one’s actions (Williams, 1981; Nagel 

1979). For example, it would be inappropriate to praise the doctor who set an ICD to 

function in a particular mode, without explicit guidance from the recipient patient, even if 

the choice of settings happens to correspond to that which the patient would have made if 

asked. That the doctor was lucky in her choice of settings is not praiseworthy, and so 

does not justify the paternalism. For this reason, cases in which designers preprogram 

“default” settings into devices will tend to subject users to paternalistic relationships, 

especially when patients are not fully informed of the nature of the default settings so as 

to make explicit autonomous decisions regarding their preferred state, and where those 

settings instantiate a proxy relationship. 
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Third, when the designers should ideally make available options (settings) that 

allow users to make explicit choices about the proxy relationships the technology 

instantiates (Millar 2015a; Millar 2015b). Here (as in the previous point) we welcome the 

designer, our third actor in the designer-artefact-user relationship, explicitly back into the 

fold. Recognizing autonomous technologies as capable of instantiating proxy 

relationships highlights the unique role that designers play in characterizing the resulting 

proxy relationships. Designers are uniquely responsible for enabling delegation in the 

autonomous robots they design (Verbeek 2006; Latour 1992). They are also uniquely 

responsible for making options available (i.e. settings) that would allow different 

delegation to be realized in the use context; if options are not designed into a technology 

then it will tend to function in a single mode of operation that, as we have seen, can lead 

to and/or exacerbate paternalism by design. However, and this is the crucial point that we 

can draw from the healthcare analogy, just as the ideal proxy should not be responsible 

for deciding which option is in the best interests of the patient when input from the 

patient is a possibility, designers should not necessarily be made responsible for deciding 

which modes of operation to instantiate in the use context. As a general rule, that decision 

is most appropriately left to the user. 

Fourth, a robust informed consent process should be adopted to help maximize 

patient autonomy with respect to the choices she explicitly delegates to a proxy. This is 

how paternalism is avoided in healthcare contexts, and it provides a good model for 

avoiding paternalism in the context of using healthcare technologies.  
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As I have used it, the moral proxy model is a powerful evaluative tool that can be 

applied to an analysis of the design and use of autonomous technologies. The normative 

claims that shape appropriate moral proxy relationships in healthcare can be similarly 

applied to shape moral proxy relationships instantiated in the use context of autonomous 

robots. Generally speaking, in order to avoid paternalism by design and to maximize user 

autonomy with respect to proxy relationships instantiated in the use context, design 

methodologies that aim to identify such proxy relationships should be adopted so that the 

appropriate design features and user choices can be incorporated up front (Millar 2015b). 

How might these considerations apply in an evaluative mode to the ICD switch 

case? Here is a rudimentary analysis. We can say that above and beyond any practical 

requirements it might also satisfy, the presence of a switch allowing the ICD to be either 

active or inactive is an ethical design requirement. An ability to switch between those 

two modes of operation is necessary for respecting end-of-life preferences in an ongoing 

manner, and so for respecting patient autonomy. We can also say that patients ought 

generally to have more direct control over the settings of their medical devices in order to 

avoid, whenever reasonably possible, situations where technology is functioning in a 

mode other than one corresponding to the patient’s (user’s) moral preferences. Placing 

undue burdens on the user that might discourage her from modifying settings, or might 

prevent or delay the changes from being communicated to the proxy (artefact/device), 

threaten to subject her to a paternalistic relationship with respect to her device. 
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Handing over more direct control of device settings to users carries an additional 

benefit for autonomy, in that it requires user consent to be more properly informed. 

Whenever a device functions as a moral proxy, the user surrenders some decision-making 

authority to the device. If a user does so unknowingly, say because the device was set in a 

default mode of operation not fully explained to him, then the informed consent 

requirements of the proxy relationship might not have been adequately satisfied. This 

might not be particularly problematic in many cases, such as those in which the proxy 

relationship reifies answers to relatively insignificant moral questions. But it is 

particularly problematic in cases where the moral significance is high.26 It is always 

somewhat problematic, given that a basic requirement of all autonomous decisions is that 

they be reasonably informed. Thus, if engineers design devices such that they require 

certain modes of operation to be explicitly activated by the user, the chances of satisfying 

the moral requirement of reasonably informed consent increases. Users will need to be 

educated as to which design features have relatively significant ethical implications in the 

use context, and will need to make explicit choices about them. But this is the same 

general concern that is raised in the context of individual medical decision-making. So 

much the better for autonomy. 

In the case of the ICD, or other medical technologies, one might object to the 

prospect of handing over too much control of device settings to the patient on grounds of 

                                                
26 Determining what counts as “relatively high/low” moral significance is a significant 
problem that is discussed further in chapters 3 and 4. 



 

 

 

43 

patient safety, a version of hard or strong paternalism justified on the same grounds as 

making people wear seatbelts when driving. This might be especially so in cases where 

liability concerns are at issue. Jane’s situation (being unable to directly deactivate her 

ICD) might be the result of detailed discussions had by designers in consultation with 

lawyers, ethicists, healthcare professionals, patients and other relevant parties, intended to 

strike an appropriate balance between safety, security, patients’ autonomy (the ease with 

which they are able to change the settings on their ICDs), and making sure they don’t do 

so accidentally, hastily, while incapacitated, or worse yet unknowingly. 

It can also be argued, however, that instances of paternalism justified primarily by 

the promise of maximizing patient safety turn out to be examples of the problematic (or 

unacceptable) type of paternalism. The patient safety objection runs the risk of assuming 

incorrectly that patients are prone to accidents, hasty judgments, incapacitation of some 

sort, or other failures that can only be avoided by placing an expert in between the 

patient, whose life is at stake, and the switch, the access to which would place the patient 

at unreasonable risk. After all, paternalism in healthcare stems in part from the notion that 

the patient is less capable than some other person of making good decisions with respect 

to her own care, and so must be protected. To be sure, devices must be designed to 

safeguard against accidental harms. Whether or not devices ought to be designed to 

safeguard against the deliberate, rational, competent actions of those on behalf of whom 

the devices ought legitimately to be acting is another matter altogether. On the balance, 

placing gatekeepers in between the patient and certain settings on his device could be as 
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ethically problematic as placing the same gatekeepers between the patient and his human 

moral proxy.27 

1.7 Proxies Beyond Healthcare Technologies 

So far this argument has focused on examining proxy relationships instantiated via 

autonomous healthcare technologies, primarily because the moral proxy model finds its 

normative roots in healthcare contexts. As such, healthcare technologies provide solid 

anchors for securing the analogy. However, they are by no means the limit to the analogy. 

By definition, technological proxy relationships instantiated between users and 

autonomous technologies delegate answers to moral questions arising in the use context. 

This means that each proxy relationship carries with it moral implications for the user. 

Thus, we can use the moral proxy model to evaluate each instantiated technological 

proxy relationship according to its moral significance, whether or not it arises in a health 

technology context. Only then can we make decisions regarding the extent to which we 

must seek informed consent regarding the instantiation of any particular proxy 

relationship, keeping in mind that we might not need to seek it at all. 

1.7.1 Self-Driving Cars 

One can apply the moral proxy model to evaluate the hypothetical moral dilemma 

involving the SDC—the tunnel problem—raised earlier in this chapter. Similar to the 

                                                
27 We see this in debates over advance directives, which are often overturned in practice. 
One might also think of the advance directive as a technological moral proxy (Latour 
1992). 
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situation involving Jane’s end-of-life decisions and the state of Jane’s ICD (should it 

remain active or be deactivated?), there is no clearly objective “correct” answer to the 

tunnel problem.  Also, because the car will have to either swerve or continue straight, we 

can consider the SDC a moral proxy acting on behalf of whoever set it to take that path. 

If, for example, the engineers at Google programmed the car to always continue straight, 

in other words to always protect the user’s life in tunnel-like situations, then we can say 

that the SDC is acting as moral proxy on behalf of Google. But according to the ethical 

standards surrounding proxy relationships this situation would be morally problematic. It 

might be the case that an elderly user of the car would feel morally required to sacrifice 

her own life in such situations, by choosing to swerve, especially when a child’s life is at 

stake. Such a user, if her SDC kept going straight according to Google’s decision, would 

find herself subject to a paternalistic relationship: a moral proxy acting on behalf of 

Google would thwart her moral preferences. Yet another user might choose to swerve to 

avoid killing a deer blocking the entrance to the tunnel—a personal commitment to 

animal welfare could be of particular importance to some. As Williams points out, 

personal commitments ought to play a legitimate role in ethical decision-making, even 

when they conflict with the greater good, in order for one to maintain a sense of personal 

integrity. Even if the user’s preference were to continue straight, it would not justify 

Google’s decision to subject users to paternalistic proxy relationships because it would be 

an example of moral luck. If we consider the user the morally appropriate decision-maker 

in this driving context, and it seems we can since her life is directly at risk and she is not 
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at fault (has not broken laws leading to the situation, has not erred, etc.), then, ceteris 

paribus, hers is the explicit autonomous decision that ought to be represented by the 

proxy, not Google’s. 

From a design and use perspective this analysis suggests either that SDC owners 

ought to be offered a choice of settings that would delegate the appropriate decisions to 

the SDC how to respond in situations like the one described, or that users ought to be 

robustly educated on the moral particulars of the driving algorithms so that they can 

understand the personal moral implications that accompany using an SDC. As is the case 

in healthcare contexts, SDC users ought to be informed of the potential consequences of 

their technology choices so they can appropriately exercise their autonomy. Users should 

be asked to make autonomous decisions regarding certain cases where it is reasonably 

foreseeable that the robot will provide material answers to moral questions, in this case 

risking either the owner’s life or the lives of others in particular use contexts. Making that 

decision on behalf of the user risks subjecting her to a paternalistic relationship in which 

her autonomy is unjustifiably fettered. 

1.8 The Demands of Autonomy by Design and A Proportional Approach to Proxy 

Analysis 

At times ethical arguments prescribing maximizing strategies have a tendency to 

exasperate those tasked with doing the work of maximizing.28 Utilitarian arguments, for 

                                                
28 I am speaking from experience here, both as a professor who has presented maximizing 
theories to undergraduate and graduate students, and as someone who has presented 
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example, which ask people to act in a way that would maximize happiness in the world29, 

tend to elicit this response among those who realize suddenly the daunting calculus that 

would be involved in determining exactly, even estimating, what the relationship is 

between any act and the net amount of happiness the act contributes to the world. My 

argument suggests that designers ought to maximize user autonomy by changing the way 

they design autonomous technologies, and I have piled on top of that a requirement that 

users exercise their autonomy by making explicit choices regarding certain settings in 

those technologies. This could seem overly burdensome to designers, who could interpret 

any number of design features as instantiating a proxy relationship in the use context, 

many of which could seem relatively insignificant. For example, some shopping carts are 

designed such that their wheels lock up if a customer tries to take the cart beyond a pre-

determined “boundary” outside of the grocery store. One could argue that a shopping 

cart’s wheels should not be designed to lock up by default, owing to the paternalistic 

relationship that that feature subjects users to: it is in the best interests of the user, and of 

                                                                                                                                            

similar ideas to diverse audiences at conferences. In both contexts it is common to field 
questions from individuals convinced that the particular maximizing theory is unduly 
burdensome in its demands on individuals, and so should be jettisoned. To be sure, if 
taken to the extremes, any maximizing theory can demand too much. Practically 
speaking, however, we apply maximizing theories as ideal guides, rounding off and 
estimating where we can justify doing so, and retaining the decimals where we cannot. 
Peter Asaro raised this point at We Robot 2014 in his discussion of a previous version of 
the paper (see Millar 2014c). 
29 See, for example, Mill 2002 for the classic Utilitarianism argument. 
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society at large, that we thwart his criminal intent.30 It could also seem overly 

burdensome to users faced with the prospect of having to make complicated (often petty 

or bothersome) decisions about the modes of operation in which their devices function. 

They might rightly wonder, Is my autonomy really compromised if I don’t make an 

explicit choice about the wheels on every shopping cart I push around a grocery? 

My argument is not intended to unduly burden designers or users any more than 

healthcare professionals and patients are burdened by informed consent requirements and 

the ethical and legal rules surrounding proxy decision-making in healthcare. Healthcare 

systems are now designed so that answers to many moral questions are left to the 

patients, who are required to voice explicit preferences, but not all moral questions 

implicating patients require that level of informed consent. Some of those decisions are 

left to healthcare experts. The crux of the problem is figuring out adequately respect user 

autonomy, that is, how to distinguish between decisions requiring different levels of user 

input. 

Just as we have worked out frameworks for determining which decisions require 

informed consent in healthcare, I suggest we can identify frameworks for determining 

which technological proxy relationships require explicit decision-making on the user’s 

                                                
30 Kerr (2010) makes an argument that locks of this sort undermine the development of 
virtuous traits in the user, thus his focus is the effect that locks have on an agent’s ability 
to develop a moral character generally. To be sure, any harm resulting from the use of 
technology warrants consideration by designers. I use this particular example as one the 
sits somewhere near (perhaps on) the border of those design features that would require 
users to make explicit choices about their technology use. 
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part, which require a robust informed consent, and which can be left to designers. Though 

I will leave much of the work of setting out the specifics of such a framework for later 

chapters, I will suggest the following as a starting point: a proportional approach to 

proxy analysis will be helpful in setting thresholds for requiring explicit input from the 

user. 

In a successful proportional approach to proxy analysis, each identifiable proxy 

relationship will need to be evaluated, based on its moral implications, to determine the 

moral significance of the answers delegated to the technological proxy. Though 

paternalistic, cases involving locking shopping cart wheels might not be deemed 

significant enough to warrant changes to the design process to allow for, or require, 

explicit user input. But it seems cases involving ICD activation settings, SDC settings 

determining the outcome of “trolley problems” and others will. As more sophisticated 

decision-making algorithms are incorporated into future technology, the number and 

complexity of proxy relationships instantiated in the use context will increase, and so too 

will our requirement to identify, evaluate, and instantiate those relationships 

appropriately. Such is the nature of automating ethical decision-making. 

1.9 Conclusions 

STS provides numerous examples of how technological devices can provide material 

answers to moral questions in use contexts. When a device reifies a moral decision it 

instantiates a moral proxy relationship—a role much discussed in bioethics—acting on 

behalf of whoever set it to operate in that particular mode. There are, however, 
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established ethical norms surrounding proxy decision-making in healthcare and bioethics. 

We ought to apply those norms to artefactual moral proxies. Users should have their 

autonomy reasonably maximized when their devices function as moral proxies—in cases 

where the moral implications to users are significant, the artefacts ought to act explicitly 

on the users’ behalf. Designers can maximize user autonomy in this sense by designing 

devices such that users are better informed about the proxy implications of the device, 

and such that users make explicit choices regarding the settings that reify moral 

decisions. 

Placing requirements on designers may seem misplaced. Why should these new 

requirements be placed on their shoulders? The short answer is to point to the fact that 

designers and engineers are already designing norms into their devices, as the ICD 

example suggests. Whatever decision a designer makes about the ICD’s switch carries 

moral implications. ICDs are but one example of how engineers are inescapably 

embedding norms into technology. Design is a social and ethically loaded activity, 

through and through (Verbeek 2011; Verbeek 2006; Latour 1992; Winner 1986). 

What designers should avoid most is accidental paternalism by design. That is, 

given that designers are inescapably linked to the settings and features they embed in 

their devices, it makes sense that they would want to both understand the moral 

dimensions of those links, and design them explicitly using some guiding framework. 

Accidentally creating devices that subject users to paternalistic relationships is 

undesirable. 
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Proxy analysis provides a conceptual approach that can be applied to the design 

process to help avoid accidental paternalism. Though such a framework does not promise 

to help predict or prevent all morally problematic design decisions with proxy-like 

implications (what process could accomplish such a lofty goal?), recognizing the 

applicability of the proxy analysis framework to design is a step toward better design. 

There is, of course, a practical gap in my argument. How should we apply these 

concepts in the design process? My goal in this chapter has been to start laying the 

theoretical underpinnings for a practical approach to performing a proxy analysis. In this 

chapter, therefore, I do not provide a detailed account of the proportional approach to 

proxy analysis. I take that project up in chapter 4. I will, however, briefly sketch a 

possible way forward. Incorporating a proxy analysis into design activities could involve 

a version of what Verbeek terms “mediation analysis”.31 His proposal sees engineers 

engaging users in iterative design activities intended to uncover the kinds of moral 

implications (answers to moral questions reified by the technology) that I have discussed. 

Once moral implications are identified, they can be analyzed for the moral implications 

they carry for the user. What is the nature of the proxy relationship? Does the user have a 

reasonable choice of settings that will avoid paternalism? Is the user adequately 

informed about the defaults we have designed into the technology that instantiate proxy 

relationships? Is it feasible to design alternative modes of operation into the device to 

maximize user autonomy with respect to any particular proxy relationship? Do default 

                                                
31 I describe mediation analysis in more detail in chapter 2. 
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settings unjustifiably hamper user autonomy? These are just a few of the questions that 

could help guide a proportional approach to proxy analysis in design. 

At times, technology presents us with ethical challenges that threaten established 

design practices. As we (engineers and philosophers) have done when faced with other 

ethical implications of technology—environmental, social, health—we can confront the 

recognition that technology sometimes instantiates moral proxy relationships head on, 

and accept our role in the designer-artefact-user relationship with its full moral weight. 

That technological proxy relationships seem to burden designers with added 

responsibility should not be cause to abandon the design of all technologies that 

instantiate them, nor does it allow us to ignore the moral challenge raised by the prospect 

of technological moral proxies. A middle ground must be sought that acknowledges 

technological proxy relationships for what they are, while seeking design solutions that 

move us forward. In this chapter I have argued that there is a problem in need of a design 

solution: technology can function as moral proxy, and can sometimes subject users to 

problematic paternalistic relationships. I have also sketched a path forward: a 

proportional approach to proxy analysis can be applied in design to help bolster user 

autonomy where it should be bolstered, and to avoid subjecting users to unjustifiable 

paternalism by design. I have thus provided a partial answer to the second question posed 

at the beginning of this chapter: Who has the legitimate moral authority to determine the 

behaviour of autonomous technology in difficult moral situations implicating the user 

directly? We have given up on paternalism as a principle in healthcare and bioethics and 
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have elevated autonomy in its place. Despite the challenges of doing so, the doctors and 

nurses are still able to do good work, and patients appear better off. We should reject 

paternalism by design while promoting autonomy by design for the same good reasons. 
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Chapter 2 

Locating the Moral Proxy Model: From Descriptive to Normative 

Considerations in Design 

2.1 Introduction 

“Wouldn’t it be great if we had something that did X, or made X easier to do?” 

“We need something that does X; how can we make that with what we have?” 

“Is there a better way for us to do X?” 

There is a little voice constantly rhyming off questions like these inside the minds of 

engineers and designers.32 Those who hear it might describe the little voice as a welcome 

companion, a muse filling their workdays with fresh ideas for the next great thing. It 

guides them toward problems that need solving, points out opportunities to make 

something to “fix” or “improve” the world. The practice of engineering is often portrayed 

this way; let’s call it the functional picture of technology. In the functional picture of 

technology, engineers and designers engage in relatively straightforward problem solving 

by releasing things into society, pieces of technology, artefacts that solve well-defined 

                                                
32 I recognize that Design and Engineering are two distinct but overlapping domains of 
expertise. However, the considerations I raise apply to both. For that reason, and for 
simplicity, I will sometimes refer to “engineers”, sometimes to “designers”, usually with 
both in mind. Similarly, I refer to “engineering” and “design” interchangeably, referring 
to whatever overlapping activities are affected by my argument, even if different experts 
are carrying them out.  
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problems at hand.33 The functional picture of technology sees engineering as a rational 

and linear process, pursuing well-defined goals and following clear paths to get there; 

things (products) that succeed do so because they are better designed than those that fail; 

designing a thing well entails bringing together engineering, marketing, sales, and 

perhaps the executive team, to execute a clear plan, to bring the thing through various 

stages of innovation into the hands of users who are eager for it, whether those users 

know it or not (Bijker 1995). Artefacts—things, gadgets, gizmos, devices, widgets, and 

technologies—according to the functional picture, consist of packaged collections of very 

specific functions aimed at one or more very specific problems. You like your slices of 

bread warm and crispy in the morning (a problem that needs solving)? You (the user) 

need a toaster (artefact). A good toaster browns slices of bread consistently on both sides 

(well-defined function). A better toaster does that and browns only the cut sides of a 

bagel (another well-defined function). The best toaster does all that without burning, 

shocking or confusing the user. Build that toaster and anyone who likes warm crispy 

bread will use it. 

                                                
33 I use the term “problem” to refer only to a state of affairs that, according to a designer, 
could be rationally altered via the introduction and use of a piece of technology. I do not 
use the term problem to apply a moral judgment either to the “problem” or the 
technological “solution”: I leave that to designers, users and other observers. Thus 
according to my intended use, person A could view a particular state of the world as 
morally problematic—requiring a technological alteration—while person B could view 
that same state as morally valuable—requiring protection from alteration, technological 
or otherwise. There are countless examples of tis kind of ambiguity. Deafness is but one. 
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This functional picture of technology is the storybook illustration with which 

most of us are familiar. But, like most storybooks it turns out to be a rough sketch of 

reality, made rougher by the details it ignores. Over the past thirty years, Science and 

Technology Studies (STS) has added those details to the picture, it challenges many of 

the assumptions of rationality and linearity upon which it rested. Those who do STS, 

mostly sociologists and anthropologists, but also philosophers, like to watch their 

subjects—engineers, designers, users and artefacts among them—in the wild, at their 

work and at play doing what they actually do, and have a habit of treating those subjects 

as individuals each with his or her (or its!) own history, interests, desires, and values. 

Artefacts, too, have a role to play in the emerging picture, as discussed in chapter 1, as 

they mediate the possibilities for human action, and themselves act upon the world. Not 

surprisingly, STS’s approach has unearthed a wealth of detail about the design and use of 

technology, exposing the messy details to the rest of us. New pictures of technology have 

emerged challenging the functional view, each portraying the development and adoption 

of technology as far less orderly, each describing the relationship between designers, 

technology, users and artefacts differently. In this chapter I provide an overview of some 

of those pictures, from old to new. The old picture is descriptive. It offers us various 

accounts of how technology comes into the world and is shaped during its lifetime. The 

emerging picture illustrates how technology can be seen shaping users’ moral identities; 

it opens up new opportunities for normative analysis. 
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One’s moral identity is a valued possession. To say that technology can shape it is 

to suggest an imposition, an unwelcome loss of control over an important aspect of one’s 

own life. The new picture I describe is clearly articulated by Peter-Paul Verbeek (2011; 

2006), who recognizes the imposition, problematizes it, and sketches a way forward: he 

gives us a methodology to apply in the design room meant to help us identify and 

characterize the moral impositions of technology before they are unleashed on 

unsuspecting users. His is a normative turn aimed at prescribing a new set of activities to 

designers. The implication is that designers ought to apply his methodology—mediation 

analysis—to better anticipate how a design might shape a user’s moral identity. 

However, Verbeek’s methodology exposes an important normative gap in design 

ethics. Mediation analysis, as a methodology, begs the question, How do we select 

between competing forms of mediation in the design room? I argue that the moral proxy 

model, introduced in chapter 1 as a framework for analysis that uses the moral proxy as a 

model for ethically characterizing the relationship between a user and an artefact, is one 

way of answering this question. Thus, this chapter locates the moral proxy model in the 

normative turn that has occurred in STS over the past decade, at least insofar as STS is 

concerned with design, but also in the bioethics literature as described previously.34 I also 

argue in this chapter that the moral proxy model suggests a certain urgency to address the 

                                                
34 Since introducing the moral proxy model I’ve given talks in engineering, design and 
philosophy contexts; as is the case with many topics in applied ethics the model has 
implications in a number of practical contexts. However, the literature I use to construct it 
is, from an academic perspective, where it seems to fit best. 
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gap in the design ethics literature, so that we can build technology using explicit and 

principled methodologies. 

For the purpose of this chapter I will illustrate my argument with various 

technologies, some that are quite familiar like bicycles, hammers, and speed bumps, 

others that require more explanation, such as the Cochlear Implant (CI) and Implantable 

Cardiac Defibrillator (ICD). Bicycles, hammers and speed bumps need no introduction; 

we have all experienced them. But the CI and ICD, being technologies familiar only to a 

very specific group of users, require something of an introduction. I will begin with the 

Cochlear Implant and move on to the ICD in later discussions. 

The Cochlear Implant was developed in response to a relatively well-defined 

problem: deafness. Many severe-to-profoundly deaf individuals35 have intact cochlea, yet 

their hearing is severely limited or absent due to conditions existing in the inner ear that 

prevent sound waves from being transmitted to the auditory nerve. The CI is designed to 

bypass the inner ear to restore some or most of an individual’s hearing. Part of the CI—

the electrode array—is surgically implanted in the cochlea, while the external part of the 

CI—the processor—rests on the implanted individual’s ear, much like a traditional 

hearing aid. The processor contains a microphone and digital computer that translate 

sounds into electrical signals that are then transmitted to the electrode array. The 

                                                
35 Severe-to-profound hearing loss differs from complete deafness in that the severe-to-
profoundly deaf individual can still hear, but his hearing is minimal to the point that 
traditional hearing aids do little or nothing to offset the hearing loss (see Papsin & 
Gordon 2007). 
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electrode array directly stimulates the cochlea and auditory nerve so the auditory nerve 

can transmit the signals to the brain. Thus, we have a relatively well-defined problem, 

severe-to-profound deafness, and a well-designed piece of technology, the CI, which is 

seen as a solution to that problem. 

One common understanding of technology adopts the position that a particular 

technological artefact, say, a CI, is best considered an object that is external to the 

person—it is viewed merely as a tool. According to this view, the tool is not an actor in 

our lives, it has no wants or desires, no intentions (Searle 1980). Indeed, we might 

experience awkwardness, as Woolgar (1991, 62) points out, if we talk about artefacts as 

if they have intentions, or “when we try to apply pronomial and behavioural 

characteristics to entities which are not normally credited with such … for example, ‘the 

machine who thinks’” (original emphasis). Instead, an artefact is thought to function as a 

prop, something that is merely used in order for people to act out their desires or 

intentions through the use of that prop. Most of us have probably thought this way about 

the various technological artefacts in our lives, say about hammers, cars or cell phones. A 

hammer is something used when someone wants to drive a nail into something, to hang a 

picture on a wall or join two pieces of wood. A car is useful when I would like to 

conveniently go out for a quick shopping trip. A cell phone is a way for me to make a 

phone call or update my Facebook news feed whenever I so desire. A CI is something 

that partially restores or enables hearing in the person who wants to hear. 
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An observation that supports this common view of technology is that artefacts can 

be, and are, used in unpredictable ways, not necessarily according to the intentions of the 

designer or the use for which the artefact was originally envisioned. Because of this, 

artefacts are said to have unstable meanings, sometimes good, sometimes bad, depending 

on how they are used. In other words, there is nothing inherently good or bad about an 

artefact, rather the users of a particular technology dictate its meaning. Use, according to 

this view of technology, is entirely determined by the changing, unstable whims of users. 

A hammer is an excellent tool for the child who wants to liberate change from a piggy 

bank. Hammers can also be used for murder. This fact about technology is referred to as 

technology’s interpretative flexibility (Bijker 1995). It speaks to the supposed neutrality 

of technology; technology itself is neither good nor bad, those moral qualities are 

properly applied only to users. Recalling from chapter 1, a familiar adage in this vein of 

thinking is the one that asserts guns don’t kill people, people kill people. 

2.2 The Social Construction of Technology (SCOT) 

The common view of technology I have described here is at the basis of a theoretical 

framework often referred to as the Social Construction of Technology, or simply SCOT 

(Bijker et al. 1987). SCOT is a theory about both the progress and meaning of 

technological artefacts. As a theory about the progress of technology, SCOT challenges 

the notion that an artefact’s success or failure can be attributed to its properties, such as 

mechanical efficiency or price. Focusing on an artefact’s properties in accounting for its 

success or failure treats the artefact as if it has done something to succeed or fail, when it 
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is more accurate to say that the artefact itself has done nothing. According to SCOT, the 

various people surrounding a technology, such as designers and users, are solely 

responsible for the success or failure of a technology, since they alone are capable of 

making decisions about its design, of adopting the artefact, of judging it, accepting it and 

using it. If the mechanical efficiency or price of an artefact enters into an analysis of its 

success it is because efficiency or price matters to the individuals who decide to design, 

adopt, support or promote its use. It is the strength and influence of those groups of 

individuals that contribute to the success or failure of an artefact (Sismondo 2010, 99; 

Bijker 1995). It is never, according to SCOT, because the artefact is mechanically 

efficient or well priced, that it succeeds or fails. So, in trying to describe technology, 

SCOT proponents focus their analyses on the people surrounding it. Influential groups of 

users, designers, opponents, early adopters and lobbyists, among others—the 

sociotechnical ensemble (Bijker 1995, 12)—are behind the reasons why some 

technologies succeed while others fail, and are considered the only actors relevant when 

accounting for the trajectory of a particular technological artefact in society. 

With such an array of social influences affecting the trajectory of any particular 

technology, the picture shifts from one of ordered, rational linearity, to one of relative 

disorder. Our functional picture is upset. As Bijker (1995, 7) puts it, linear descriptive 

models of technology development are implicitly teleological, featuring a relatively 

straightforward narrative from research to development to production and through to 

product development. Adopting such a model inevitably requires “retrospective 
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distortions” in order to make the narrative fit the implicit teleology. SCOT rejects this 

teleology on the basis of sociological observation, pointing out that when so many 

individuals are competing for a say in a technology’s future it is, as a matter of historical 

fact, impossible to predict on the basis of technological properties alone whether any one 

technology will be a success or failure, who will eventually adopt it, what form it will 

ultimately take, or what meaning it will carry for users or society more generally. In other 

words, linear models that treat the progress of technology as “consciously directed” 

(Bijker 1995, 7) are poor; the progress of technology in society is a relatively disorderly 

business. 

SCOT’s accounting of the meanings ascribed to particular technologies can be 

seen almost as a corollary of the recognition that the interests of social groups are the 

disorderly causes of technological progress. Because interpretative flexibility (that fact of 

technology that makes the hammer a liberator of coins to one and a murder weapon to 

another) is a feature of technology, each group of individuals that brings to a technology 

its own set of assumptions and interests has the potential to influence the esoteric and 

popular meaning(s) of that technology. Indeed, any group can redefine a technology 

according to its members’ interpretive use of that technology. Thus, according to SCOT, 

any group of individuals, large or small, has a say in how a technology is defined for that 

group (Bijker 1995, 7).  

Bijker’s (1995) analysis of the emergence of the “Safety” bicycle as the 

predominant bicycle design is a classic illustration of the SCOT model. The Safety 
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bicycle is what we refer to simply as a bicycle today. It is designed with the seat 

positioned between two similarly sized wheels, the rear one driven by pedals turning a 

chain. The Safety bicycle’s design stands in contrast to that of earlier Ordinary bicycles, 

also known as Penny-farthings. The Ordinary is recognizable for having one very large 

front wheel, much larger than the wheels on a safety bicycle, and one much smaller rear 

wheel. Ordinary riders sit above the front wheel, and drive that wheel directly by pedal 

(there is no chain or gears). 

The development of the bicycle is commonly narrated as a relatively 

straightforward functional story that can be summarized as follows. The Ordinary, 

introduced sometime around 1870, predated the Safety bicycle, but was difficult to ride 

due to its high seat and poor weight distribution. Eventually the Safety bicycle was 

introduced, around 1880, to “[address] some of these faults.” A series of improvements 

such as lowering the seat, placing it between the wheels, reducing the diameter of the 

wheels for stability and safety, introducing inflatable tires to reduce vibrations and 

improve comfort, and adding drive chains, are the reason the Safety bicycle conquered 

the Ordinary (“Bicycle” n.d.). In this telling of the story the Safety bicycle inevitably 

succeeded because its features are objectively better than the Ordinary’s—the safety 

bicycle is easier, safer and more comfortable to ride, which are qualities cyclists 

objectively value. 

Bijker points out, surprisingly, that the low-wheeled bicycle was actually the 

Ordinary’s predecessor. He asks, if low-wheeled bicycles were the inevitable winners, 
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why was there ever a “detour” into Ordinaries? To account for the detour and eventual 

success of the Safety bicycle, Bijker introduces a key analytical tool: the social contexts 

within which bicycles were used. Anchoring the trajectory of the bicycle within social 

contexts adds an element of complexity to the story that a focus on technical properties 

alone misses. On the one hand, “young men of means and nerve” (Bijker 1995, 41) 

commonly used Ordinaries (which were relatively expensive) to show off their athletic 

and other macho qualities. A large front wheel made it possible to attain relatively high 

speeds on an Ordinary, which led to the popularity of racing clubs. Ordinaries were also 

used to establish cycling records. In an attempt to raise the profile of Ordinaries, James 

Starling and William Hillman successfully rode from Coventry to London in a single day, 

spurring on a series of copycat riding feats as others vied to have their names associated 

with cycling records (Bijker 1995, 37). It was also not unusual for cycling to result in 

injury to the rider since Ordinaries were quite unstable and difficult to ride, another fact 

that added an element of bravery to the sport of cycling (Bijker 1995, 38). These 

qualities—cost, speed and danger—were important in establishing the bicycle as a 

vehicle of machismo among influential social groups, who rejected low-wheeled 

alternatives. 

On the other hand, many people rejected the Ordinary for reasons of cost or 

safety, or both. Many considered the Ordinary a dangerous contraption and general 

nuisance. Bijker provides several examples of pedestrians and carriage operators lashing 

out physically at cyclists, and of charges being brought against cyclists for “riding 
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furiously” in public places (Bijker 1995, 42). Despite some public outcry, Ordinaries 

continued in their popularity through the 1880s. 

Bijker’s account of the early history of the bicycle includes the coexistence of 

early low-wheeled Safety bicycles and Ordinaries, but sees the Ordinary as the more 

popular design owing to some of its particular social characteristics: cost, speed, and 

danger. This stands in contrast to the popular narrative that describes a smooth technical 

evolution from Ordinaries to Safety bicycles. The SCOT framework accounts for the 

favouring of Ordinaries over Safety bicycles through the inclusion of social facts in the 

analysis, rather than technical facts alone. Certain influential groups preferred the very 

characteristics that other groups decried, and so the Ordinary bicycle reigned supreme. 

According to Bijker (1995) the Ordinary bicycle, in the 1880s, could be described both as 

a “working” and “non-working” artefact. To those who relished its speed and danger it 

worked well, while those who were irritated by the public nuisance of the contraption, or 

were prevented from participating in cycling due to cost, or saw the Ordinary as 

problematically dangerous, considered the Ordinary a non-working design. This 

interpretive flexibility arose because of the differing social contexts within which the 

Ordinary was evaluated, and gave rise to different future possibilities of the bicycle: 

whatever relevant social group is able to influence the use of a technology will also 

influence its design trajectory. 

Social facts also explain the ultimate demise of the Ordinary. Eventually, 

inflatable tires were added to the low-wheeled Safety bicycle, resulting in a speed 
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advantage, and a smoother ride over the Ordinary. Public races were held to demonstrate 

the abilities of the new Safety bicycle, even as proponents of the Ordinary scoffed at the 

low-wheeled alternatives. Experienced Safety riders managed to win races so far ahead of 

their Ordinary-riding competitors that accounts tell of finish lines devoid of all spectators 

save friends and family members of the Ordinary racers lagging behind (Bijker 1995, 88). 

These public humiliations led to a sharp decline in sales of Ordinary bicycles—the 

Ordinary was now seen as slow and cumbersome, and not at all macho—and also led to 

the Safety bicycle’s emergence as the dominant bicycle design. 

According to the SCOT analysis, social factors, such as the social role that public 

racing demonstrations played in establishing the popularity of a particular bicycle design, 

are the keys to understanding the trajectory of technology in society. Characterizing the 

evolution of the bicycle as a simple technical progression from relatively unsafe 

Ordinaries to relatively safe Safeties fails to provide the descriptive tools necessary to 

account for the popularity of Ordinaries over Safety bicycles at a time when the two 

coexisted. 

As a descriptive theory of technological progress the SCOT analysis of the 

bicycle demonstrates that social facts are essential for understanding how certain 

competing designs are evaluated, for understanding how certain designs emerge as 

dominant over others, and for understanding how particular designs stabilize over time. 

Social facts fill in the analytic gaps that exist in the linear picture of technology. Taking 

into account social facts allows us to see how it is that the Ordinary gained and lost its 
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popularity, and why we refer to Safety bicycles today simply as bicycles, as if no other 

design were possible. As a theory of meaning SCOT demonstrates with all its social 

richness how artefacts can have more than one simultaneous meaning owing to the role 

that social groups play in negotiating the meaning of those artefacts: a bicycle can be a 

working technology that projects macho qualities on its user, and can simultaneously be a 

non-working nuisance that risks public safety. 

One of the additional goals in the development of the SCOT model of analysis is 

to provide a framework that can be applied to all technologies, whether those 

technologies are successful or not, an approach referred to as methodological symmetry 

(Sismondo 2010). The functional picture of technology tends to describe successful 

technologies as if they succeed because their technological properties are objectively 

better than those designed into unsuccessful technologies. But this is not clearly the case. 

Talented individuals design both unsuccessful and successful technologies, and do so 

often by employing identical design processes. Furthermore, unsuccessful technologies 

are usually well-made useful artefacts that fulfill clearly defined functional roles (as was 

the case with the Ordinary). In response, SCOT treats unsuccessful artefacts as occupying 

the same analytic space as successful ones, yet failing to succeed for reasons not internal 

to the artefact. As the bicycle case suggests, the success or failure of a technology is the 

outcome of a contingent social process. SCOT’s proponents would say that focusing on 

the artefacts in isolation from the social context within which they function fails to 

account for the reasons why one technology fails yet another succeeds. By adopting a 
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requirement for methodological symmetry, SCOT is meant to improve on the functional 

picture by providing an analytic framework applicable to any artefact, whether that 

artefact is successful or not, even in cases where the jury is still out, that is, where debates 

and controversies over the meaning of a technology are ongoing (Sismondo 2010). 

SCOT’s ability to account for ongoing technology controversies is illustrated by 

the case of the cochlear implant (CI). A SCOT analysis highlights many of the 

complexities in the history of the CI that are left out of my initial functional account. 

Describing the CI as a straightforward solution to the problem of severe-to-profound 

deafness is plausible enough, but the CI’s ability to turn certain deaf individuals into 

hearing individuals is not enough to guarantee its success. When the CI was first 

introduced there was excitement among a large group of people who had lost their 

hearing due to conditions of the inner ear, and among hearing parents of young children 

born deaf (Campbell 2005).36 To these individuals, the CI represented a solution to the 

problem of deafness. If the CI could restore hearing, it worked. However, there was 

widespread objection to the technology from the Deaf community, which consists largely 

of individuals who were born deaf, and who identify strongly with Deaf culture (Sparrow 

                                                
36 For profoundly or completely deaf individuals the CI is only effective if implanted 
before the age of three years. Generally speaking, children who are born deaf are 
implanted just before the age of one year, at a time when their brains are still able to form 
the neural pathways essential for normal hearing. After the age of three those pathways 
are much more difficult to establish. See Papsin & Gordon 2007. 
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2005; Kymlicka 1995).37 Because the CI was being targeted at the parents of deaf infants 

born into hearing families, many Deaf individuals saw it as a move toward eradicating 

deafness, and consequently as an attack on their culture. From their perspective the CI is 

a highly problematic technology. Those Deaf individuals argue that Deafness is not a 

problem in need of a solution. To them, Deafness is central to a cultural identity. They 

lobbied to change the way that the medical establishment “prescribed” CIs to parents, 

arguing that Deaf children should have the right to choose whether or not to have the 

technology implanted themselves. If raised properly, they say, any Deaf individual can 

live a perfectly fulfilling life as a member of the Deaf community to which they naturally 

belong (Sparrow 2005). Indeed, many Deaf couples who give birth to Deaf babies still 

refuse to have their children implanted, a choice that is often decried by medical 

professionals and hearing individuals more broadly as irresponsible and harmful to the 

child (Savulescu 2009). Thus, in the case of CIs we have several relevant groups 

influencing the trajectory of CIs in society—hearing parents of Deaf children, people 

who have lost their hearing later in life, Deaf individuals with claims to a unique cultural 

identity, and medical professionals—each simultaneously negotiating the meaning of the 

technology, each demonstrating how interpretive flexibility applies to the CI. This rich 

                                                
37 Though it is notoriously difficult to define culture, for the purposes of this argument it 
will suffice to say that Deaf culture, like any other, is premised on a common language 
(generally American Sign Language), identification with a common history, and a shared 
worldview that is unique to, and arises from, Deaf individuals’ experiences. Deaf culture 
has been defended along similar lines as French Canadian culture, especially in Kymlicka 
1995. 
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account of the social history of the CI, complete with its focus on social actors, 

undermines the more orderly narrative of the CI as a straightforward technical solution to 

the problem of deafness. A SCOT analysis, with its focus on social facts as analytical 

touchstones, helps to more accurately account for the disagreement that currently exists 

among these groups, and for the controversy that the CI sparked upon its introduction 

into society. According to SCOT, the narrower focus on certain “technical” facts, on the 

CIs ability to make hearing individuals out of deaf ones, cannot accurately account for 

those disagreements and controversies—the CI by itself does nothing. 

2.3 Delegation and Scripts: the Moral Character of Things 

Where the functional picture of technology is criticized for placing too much analytic 

emphasis on the causal properties of an artefact’s technical properties—the CI’s ability to 

make hearing people out of deaf ones; the Safety bicycle’s stability as a safety feature 

and straightforward improvement over the Ordinary—SCOT, rather than eliminating 

questions about the boundaries between things and people, is criticized for landing too 

firmly on the social side of that line. SCOT’s exclusive reliance on social facts as causal 

explanans reifies the line. Thus, a central problem that SCOT faces is that it must justify 

the existence of the line in order to exclude artefacts from the explanatory mix. It is not 

clear that SCOT is sufficiently able to justify that boundary. 

By drawing a line between the functional properties of artefacts and social facts, 

SCOT is simultaneously claiming that objects, such as people and technological artefacts, 

are clearly bounded, “that they can be differentiated from other entities and from the 
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environment in which they are situated” (Woolgar 1991, 63). If it is the case that entities 

are clearly bounded, then the job of delineating between functional properties (the ability 

to make deaf people hear) and social facts (the interests of individuals), and the 

theoretical move to exclude functional properties from an analytic framework while 

including social facts, should be relatively unproblematic. But that does not seem to be 

the case. 

The functional picture of technology fails to fully account for controversies that 

arise over competing technologies, for the success of one technology over another, and 

for the eventual stability of any particular technology. By introducing social facts into the 

analytical toolbox SCOT gains traction on those problems. However, the analytic line 

SCOT draws between artefacts and people is thick. 

In stark contrast to SCOT, Bruno Latour (1999; 1992) argues that we should give 

up the line (see also Sayes 2014). His anthropological and philosophical work suggests 

that both our discourse and interactions with the artefacts around us demonstrate that 

artefacts play an active role in the world. He argues that SCOT, by drawing an opaque 

boundary between artefacts and people and excluding artefacts from the explanatory 

framework, is incapable of fully accounting for all of the work that is done in the world, 

because some of that work is done by artefacts (Latour calls them non-human actants). 

Artefacts, in all their active richness, are the missing masses that help to balance SCOT’s 

analytic scales, which are tipped too far toward an exclusive explanatory reliance on 

social facts (Callon and Latour 1992; Callon 1986). 
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An example from Latour (1992) is illustrative. He describes the work that a speed 

bump does in convincing a driver to slow down. According to the SCOT analysis a speed 

bump does nothing; there is nothing about the speed bump per se that accounts for a 

driver’s slowing down to pass over it. Rather, SCOT resorts to descriptions of individual 

interests in its analytical methodology: representatives of the municipality want drivers to 

slow down, the designers of speed bumps want to design a product that meets the needs 

of the municipality, the approaching drivers want not to damage their cars, and so drivers 

tend to slow down. This cluster of social facts is said to fully account for both the 

introduction of speed bumps and their relative effectiveness. 

But where, asks Latour, are the representatives of the municipality or the speed 

bump designers when an approaching driver slows down (or otherwise)? In the actual 

driving context there is a driver, a car, and a speed bump. The driver (assuming she slows 

down) sees the speed bump, does not want to damage her car, and so slows down. Other 

actors—representatives of the municipality and designers—are somewhere else. 

According to Latour, and in contrast to SCOT, in the driving context the most accurate 

way of describing what work is being done is to focus on those people and things that are 

present. Following Latour one can say that the features of the speed bump—its size and 

shape—and the relative value of the car to the driver, do much of the work of convincing 

the driver to slow down (Sayes 2014; Latour 1992). 

Drivers’ descriptions of the scenario would tend to support Latour’s analytic 

approach. Indeed, it would be not be surprising to hear a driver describe how she “slowed 
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down because there was a speed bump in the road,” or that she “slowed down because the 

speed bump would damage my car.” It would, on the other hand, be unusual for her to 

describe slowing down “because the designers wanted me to slow down,” or “because the 

city wanted to appease a group of citizens concerned about the speed of local traffic.” 

Latour, and others, argue that we have good reason to take local accounts seriously in our 

analytic frameworks, in part because they expose our beliefs about the things around us, 

but importantly because they do the work of laying bare the map of actants, both human 

and non-human, that combine to form networks of power, persuasion, and action in the 

social use contexts so central to SCOT (Latour 1999; Latour 1992; Callon 1986). Speed 

bumps may represent the interests of people, but they do so independently and actively. 

Latour accepts that the other human actors (or actants)—the municipal 

representatives, designers and so forth—are present at some distance from the driving 

context, but the distance matters. Because of their distance from the driving context those 

other human actors cannot do the work directly—they must delegate the work to non-

human actants. Without the speed bumps’ help, human actors interested in slowing traffic 

would need to be standing at the side of the road, waving their hands in the hopes of 

appealing to sympathetic drivers. With the speed bumps, human actors can delegate a 

tremendous amount of work from a distance: the speed bumps can threaten to damage 

fast moving cars, thus appealing directly to every passing drivers’ pocketbook; they can 

create uncomfortable situations for the occupants of those cars; they can improve safety 

for cyclists and pedestrians, and so on. Put simply, speed bumps slow us down. Other 
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human actants are present at a distance through delegation, but the artefacts do the work 

in the immediate driving context. 

Our ability to delegate work to artefacts raises various questions for designers, 

including what kinds of work they want an artefact to do. A narrow, tall speed bump will 

suggest to drivers that they should drive more slowly than would be suggested by a 

wider, lower speed bump. In fact, some drivers might interpret a wide, low speed bump 

as an invitation to speed up a little, especially if they have kids in the back seat who 

giggle after driving over just that kind of bump—another example of interpretive 

flexibility in action! We can think of the set of instructions suggested by a particular 

design as its script (Verbeek 2011; Latour 1999; Latour 1992). As such, a short, tall 

speed bump’s script would suggest the instruction, “Slow down to a very low speed or 

you will experience an uncomfortable bump and/or damage to your vehicle!” The 

(intended) script of a wider, shorter speed bump would suggest something akin to, “Slow 

down to a reasonable speed or you will experience an uncomfortable bump, though 

probably not one that will damage your vehicle.” As I write this paragraph in Queen’s 

University’s Douglas Library, I notice a trash bin placed to my left. It suggests to me, 

“Do not leave trash on your desk.” The designers of speed bumps, and of this library 

workspace, made decisions about the kinds of work to delegate to artefacts. They placed 

the artefacts. Those artefacts, in turn, script our behaviour. As I finish this paragraph I 

again see the trash bin, I see my fellow students quietly sharing the workspace, I notice 

the beauty of the vaulted ceilings and stained glass windows surrounding me, the 
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surprisingly unblemished work surface of my oak cubicle, they all speak to me, and 

rather than leave it on my table I am persuaded to place my empty paper coffee cup into 

the bin. 

Latour’s analytical gain comes in the form of a more accurate accounting of who 

and what is doing the work, that is, who and what is most accurately described as 

generating particular actions, in any given context. He preserves the descriptive gain of 

social facts introduced by SCOT. But he reserves a space for artefacts’ functional 

properties and other non-social facts in the descriptive toolbox, true to the empirical 

evidence (anthropological studies and verbal accounts) and theoretical rationale in 

support of their inclusion. Human and non-human actants are described as forming 

complex networks of power, persuasion, and action: actor networks. Delegation and 

scripting allow humans to exert influence at a distance in a complex actor network of 

humans and non-humans, people and artefacts. As Peter-Paul Verbeek puts it, “Neither 

the intentions of the driver nor the script of the speed bumps in the road exclusively 

determines the speed at which we drive near a school. It is the network of agents in which 

a driver is involved which determines his or her speed” (Verbeek 2011). Thus, Latour’s 

Actor Network Theory (ANT) balances the methodological scale by accepting that 

artefacts can participate in the social world. 

We now have a picture of technology that stands in contrast to that described by 

SCOT, one that challenges the neutrality of artefacts. Latour’s delegation and scripting do 
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not allow artefacts to sit quietly, waiting for their historical trajectory and meaning to be 

shaped exclusively by the people surrounding them. 

SCOT’s exclusive theoretical and methodological focus on humans raises another 

issue that delegation and scripting help mitigate. As Woolgar puts it, “the nature of an 

artefact is its reading” (Woolgar 1992, 68), which, in principle, suggests that any 

interpretation of the meaning of an artefact is a real possibility. But in practice the 

number of interpretations that are attached to an artefact is more or less finite. How can 

SCOT account for this apparent contradiction? Woolgar argues that any given 

configuration of the artefact will make some readings (interpretations) more likely than 

others (Woolgar 1992, 68). Thus, he says that the artefact’s designers configure the user 

by organizing the artefact in such a way as to limit the number of potential 

interpretations. Here Woolgar is determined to “escape the dreaded technological 

determinism” (Woolgar 1992, 68), and so in his explanation the work is still described as 

being done exclusively by human actors: the designer configures the user. Latour’s 

solution the problem is to give technology its due place, as evidenced by humans whose 

interests SCOT so vehemently defends, but nothing more. Thus, when humans describe 

the influence an artefact exerts, Latour accepts it as evidence of artefactual influence. In 

doing so Latour admits language that Woolgar, even in his best efforts, has difficulty 

avoiding: “the dictates of skeptical ethnomethodology … pose an idealized User/Reader, 

one unfettered by relationships with other texts” (Woolgar 1992, 68, my emphasis). 

Latour, rather than avoiding such language, accepts that relationships are 
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unproblematically struck between designers and their artefacts (Woolgar refers to 

artefacts as texts), and again between artefacts and users—artefacts configure the user, 

through delegation and scripts. 

Delegation and scripting give rise to the possibility of embedding into an artefact 

a distinctly normative character. Speed bumps do not neutrally suggest that there are 

consequences to speeding. Rather, they alert drivers to the fact that there are negative 

consequences, or penalties, to speeding. Hitting a speed bump at a high velocity imposes 

both negative physical and monetary costs on the occupants of the car and driver 

respectively; bumps are uncomfortable, dented rims are expensive to replace. Drivers of 

luxury vehicles are proportionally penalized, owing to the relatively high cost of 

replacement parts. Seen this way, speed bumps are quite like municipal by-laws, enacted 

by representatives of the state to modify behaviour considered worthy of official 

intervention. Installing a speed bump is, therefore, analogous to governing traffic. Speed 

bumps also suggest that it is wrong to speed. The presence of the speed bump on a public 

road suggests that whoever placed it there was justified in doing so. As Langdon Winner 

would say, speed bumps have politics (Winner 1986). 

2.4 The Normative Turn: Design Ethics 

Both STS frameworks for understanding technology that I have described so far—the 

Social Construction of Technology (SCOT) and Latour’s Actor Network Theory 

(ANT)—have until recently been applied primarily in a descriptive mode (Verbeek 2011; 

2006). That is, they are meant as frameworks for understanding how it is that technology 
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comes to be designed in such and such a way, how competing meanings are attached to 

technology through interpretive flexibility, how technological controversies arise and 

how they are are closed, and how it is that the design of certain technologies stabilizes 

over time. 

Neither SCOT nor ANT aims explicitly to address the many important normative 

questions that arise when we consider that technology exists in, and impacts, users and 

societies in countless ways. This is not to say that STS scholars have turned a blind eye to 

the normative implications of their work. Indeed, recognition of those implications has 

resulted in a great deal of work on “democratizing science and technology,” on 

experimenting with various strategies for bringing publics into contact with policy 

makers to better inform their decisions, especially on a population level.38 Most of those 

projects take as their point of departure the recognition that experts—scientists and 

engineers—have been historically privileged in society, but unjustifiably so, owing to 

discrepancies between the ideals of science and its practice. Over the past thirty years, 

SCOT and ANT have provided much of the evidence and analysis used in support of 

normative projects to democratize science and technology. 

                                                
38 By “better” here I mean more democratically. Many STS scholars argue that lay voices 
can, and should, contribute to even the most esoteric decisions, especially since those 
decisions are often influenced by interested experts; STS has demonstrated invariably 
that science is not the wholly objective, disinterested panacea it has been lauded as. See: 
Collins & Evans 2007; Wynne 2005; Jasanoff 2005; Kitcher 2001; Epstein 1995; Wynne 
1992; Wynne 1989. 
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My aim in the remainder of this chapter is to leverage the rich work of STS, 

which has recently turned a normative eye to an arena that remains relatively privileged 

and under-analyzed: the design of technology. I expose an important normative gap that 

has emerged in the process. The gap will help situate the moral proxy model within the 

larger philosophical literature described so far in this chapter. The moral proxy model 

helps to fill that gap. Two normative questions will frame my analysis. How should we 

design a particular technology? And what kind of relationship should be struck between 

designers, artefacts, and users? I choose these questions because they help expose the gap 

and, as I will argue, we also have the theoretical concepts in place to gain traction on 

them, namely delegation and scripting, which I have already introduced, and mediation, 

which I will discuss shortly. 

Philosophers of technology are beginning to address the normative implications of 

STS head on. Peter-Paul Verbeek’s (2011; 2006) work on mediation is a recent example. 

He provides a normative framework for engineering ethics or, more specifically, design 

ethics, which stems primarily from Latour’s ANT. 

Latour’s concepts demonstrate the role that technological artefacts play in co-

shaping human actions (Verbeek 2006, 368). Co-shaping can be accidental and largely 

unpredictable, as might be the case when users interpret a technology to mean something 

quite different from what its designers intended (i.e. the fun speed bump). But co-shaping 

human action also results from designers’ explicit choices.  As Verbeek puts it, 

“delegation is the deliberate inscription of scripts and intentionalities” (Verbeek 2006, 
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368). Regardless of whether or not the means or ends are explicit in design, the fact of 

co-shaping, of delegation and scripting, places design squarely under the philosophical 

rubric of ethics. When technological artefacts and the design practices that produce them 

tangle with human action they take on a moral character. From a philosophical 

perspective we ought therefore to scrutinize them through an ethical lens. 

Thinking of design in this manner is not the traditional approach of engineering 

ethics. Generally speaking, the scope of engineering ethics39 stems from the functional 

picture of technology introduced earlier in this chapter, which holds that an artefact is the 

result of a rational, linear process of problem solving. According to that picture, artefacts 

are straightforward functional solutions aimed at well-defined problems. Engineering 

ethics, when it is not concerned with the business of engineering (e.g. contracts, 

relationships with clients, one’s duties to an employer, etc.), traditionally focuses on 

evaluating the functional properties of artefacts, primarily whether or not those properties 

will physically harm users or environments (Millar 2008). This tendency to focus on 

physical harm reduces traditional engineering ethics at best to a form of risk/benefit 

analysis, at worst to a blunt form of risk analysis. 

As Verbeek points out, “conceptualizing technological artefacts in terms of scripts 

shows that functionality is too limited a concept for engineering ethics” (Verbeek 2006, 

362). The script concept, he says, “opens up a new way to morally assess technologies 

with respect to the role they play in their use contexts. In doing so, it also reveals a 

                                                
39 I will herein use “engineering ethics” also to refer to design ethics more generally. 
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specific responsibility of the designer, who can be seen as the inscriber of scripts” 

(Verbeek 2006, 362). 

Verbeek develops the concept of technological mediation to operationalize that 

new way of morally assessing technology (Verbeek 2006, 362). Technology, he says, 

mediates both our perceptions of the world, and our actions in it. Some technologies 

mediate our perceptions, though they themselves are not the objects of our perceptions. 

When we gaze at the Moon through a powerful telescope the distance between it and us 

fades into the background, and we are struck by the richness of detail on its surface which 

changes from a small disc of light and dark spots, to a graphic grey desert world of high 

rimmed craters ripe for exploration. Thus, the telescope, though not itself the object of 

our perceptions, forever transforms our perceptions of the environment. Other objects 

mediate our perceptions by demanding our attention.  

Thermometers establish a relationship between humans and the world in terms of 

temperature, and while taking a temperature reading distances one from focusing on the 

sensation of heat or cold, it provides “a value that requires interpretation to tell something 

about reality” (Verbeek 2006, 365). In these examples technology transforms our 

perceptions of the world in such a way that some aspects of our world are amplified—the 

detail on the surface of the moon, the number on the thermometer—while others are 

reduced—the felt distance to the moon, the sensation of heat or cold. Thus, the mediation 

of perception demonstrates that technologies have strong hermeneutic implications: 

“technologies help to shape what counts as ‘real’” (Verbeek 2006, 366).  
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Technologies also mediate our actions, as demonstrated by the script concept. As 

in the mediation of perception, scripts have amplifying and reducing effects on some 

aspects of reality. A speed bump amplifies one’s awareness of the current speed of the 

car, of the relative value of the car to the driver, and of the future comfort of the car’s 

occupants, all of which have the effect of inviting the driver to slow down. A speed bump 

simultaneously reduces the thrill of driving fast and inhibits the continued application of 

the gas pedal. 

Technological mediation, then, consists of amplification and reduction, invitation 

and inhibition. Again, the CI is useful here for illustrating Verbeek’s framework in 

action. The CI makes possible certain actions that would not otherwise be possible 

(Verbeek 2011). The very fact of CIs introduces a difficult decision that parents of deaf 

infants must make that never existed prior to the introduction of CIs in the world: 

whether or not to implant. Studies have demonstrated improved hearing in recipients of 

“bilateral” implantations—one CI in each cochlea—resulting in an additional decision for 

the parents, whether or not to implant bilaterally. These decisions are complicated by the 

fact that CIs are designed in such a way that the external processors must be paired with 

internal electrode arrays from the same manufacturer. Once implanted, recipients are 

therefore “locked in” to a single manufacturer. Yet another decision results from the fact 

of manufacturer lock-in: which CI manufacturer to lock into. 

CIs amplify certain aspects of reality, inviting the user to pursue certain actions, 

while simultaneously reducing other aspects of the world, thus inhibiting the user from 



 

 

 

83 

pursuing other actions. In one sense, prior to implantation CIs amplify a child’s deafness 

as well as the responsibility parents experience to do all they can to “help” their children. 

At the same time, CIs reduce the fact of deafness, not in in terms of the numbers of deaf 

individuals, rather in that the focus on deafness becomes something that can slip into the 

background if one opts for implantation. CIs amplify a surgeon’s duty to benefit their 

patients, thus inviting healthcare professionals to recommend implantation in viable 

candidates while simultaneously inhibiting them from recommending that parents take a 

“wait and see” attitude towards implantation. CIs also amplify the value of certain 

experiences, such as listening to and enjoying music. Manufacturers play on this 

amplification in their marketing literature by featuring smiling CI recipients listening to 

music (Cochlear 2015). Indeed, the topic of music appreciation features more broadly in 

the scientific literature; studies have been conducted to demonstrate the efficacy of CIs in 

helping recipients distinguish between different tones and tunes (Hallum et al. 2007). 

Marketing literature, which might be seen as a part of the technology itself (where does 

the marketing end and the device begin in an actor network?), has the effect of further 

amplifying the value of listening to music and therefore of implantation, all of which 

invites parents and health care teams to implant viable candidates in the hopes of 

maximizing their happiness. CIs amplify candidacy tests, inviting audiologists to become 

the gatekeepers to implantation. CIs reduce sign language, inviting recipients, their 

families, school boards, and policy makers to focus on incorporating the CI into daily life 

while inhibiting the learning of sign language as an alternative. CIs also amplify Deaf 
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Culture, inviting Deaf individuals to protest the implantation of deaf infants, and promote 

the uniqueness of sign language as cultural expression worthy of due recognition and 

protection. Correspondingly, if you are a Deaf parent, CIs might inhibit you from 

implanting your Deaf infant. 

Verbeek’s (2011; 2006) analysis of mediation marks a clear normative turn in 

STS and the philosophy of technology, one with specific import for design ethics. He 

suggests that technology is inherently moral because of the myriad ways in which 

artefacts contour the moral landscape through amplification and reduction, invitation and 

inhibition. The mediating role of technology demonstrates that artefacts provide material 

answers to the question of how to act. Because of mediation, Verbeek argues engineering 

design work is an inherently moral activity, that it amounts to “doing ethics by other 

means” (Verbeek 2006, 368): 

The fact that technologies-in-use inevitably play a 
constitutive role in the actions of their users places 
mediation at the heart of ethics. Ethics, after all, is about 
the question of how to act, and technologies appear to give 
material answers to this question. Ethical questions 
regarding the design of technologies are thus not limited to 
questions about the goals for which technologies are 
designed and applied or to the quality of their functioning. 
(Verbeek 2006, 369) 

Designers, according to Verbeek, must recognize that they have been doing ethics all 

along, in virtue of their unique relationship with technological artefacts. With that 

knowledge comes the responsibility to enter into the practice of design in such a way that 

acknowledges the mediating role that any resulting technology can play once it is 
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released into a use context. The question, then, is how should one go about 

acknowledging mediation in a design process? 

2.5 Mediation Analysis 

Verbeek’s proposal is to integrate what he calls mediation analysis into the design 

process (Verbeek 2011; Verbeek 2006). Mediation analysis seeks to 

establish a connection between the context of design and 
the context of use. Designers…try to formulate product 
specifications not only on the basis of desired functionality 
of the product but also on the basis of an informed 
prediction of its future mediating role and a moral 
assessment of this role. (Verbeek 2006, 372) 

Mediation analysis is therefore a broadening of the moral evaluation of technology in 

design, beyond mere functional analysis and blunt risk assessment. 

In practice, Verbeek suggests that mediation analysis could be operationalized in 

three ways. The first involves designers anticipating the potential mediating roles of a 

technology in design through imagination. In other words, designers can formalize 

processes for anticipating how their technology might mediate users’ reality. This kind of 

mediation analysis takes place in design rooms, so it does not involve empirically 

investigating artefacts in their contexts of use. Thus, anticipation by imagination is a 

“paper exercise.” Nonetheless, anticipation by imagination forces designers at least to 

recognize the important role that artefacts play in shaping users’ perceptions and actions, 

in contouring the user’s moral landscape in use contexts. 
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A second way of doing mediation analysis establishes a more direct link between 

the design context and the use context. Verbeek calls this method of analysis Augmented 

Constructive Technology Assessment (ACTA). In ACTA, all of the relevant social 

groups who will interact with the technology—users, lobbyists, regulators, among 

others—are brought together during the design phase to analyze proposed designs and 

recommend changes to them. Recommendations then feed into an iterative design 

process. In ACTA, design iterations are subjected to a mediation analysis similar to 

anticipation through imagination, in that the analysis takes place in abstraction from the 

use context. The iterative nature of ACTA is meant to produce a product that has gone 

through several generations of mediation analysis as part of the design process. Including 

an array of individuals in the design process is meant to bring the analysis closer to the 

use context, thus shortening the conceptual distance between designers and use contexts. 

Clearly, ACTA takes its roots in SCOT, placing a heavy emphasis on the role that 

interested groups play in determining the meaning of a technology, its historical 

trajectory, and the important role that groups play in stabilizing an artefact’s design. 

Bijker’s analysis of the bicycle underpins the ACTA approach nicely. But, with the 

injection of mediation analysis as a central feature of the design process, ACTA is not a 

mere instantiation of SCOT as a design methodology; ACTA recognizes the contribution 

that the artefact makes in contouring the users’ moral landscape in use contexts. 

A third methodology for doing mediation analysis is a scenario-based, or 

simulation-based, approach (Verbeek 2011, 104). Scenario-based methodologies bring 
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the designers and users closest to the actual use contexts. In this approach, designers and 

users collaborate to imagine use scenarios and then design simulations in which the 

technology can be analyzed. Simulations can involve either actual or paper mock-ups of 

technologies, the goal being to focus on the artefact’s mediating role in the use context. A 

scenario-based approach allows for interpretive flexibility to play a role in mediation 

analysis, since simulations allow the user to interact with a technology in ways that 

deviate from its designed functionalities (Verbeek 2011, 104). Like ACTA, simulations 

focus on the analytical relevance of particular social groups—a technology’s users—but 

seem to provide the most robust method of analysis for identifying and analyzing a broad 

range of mediations. Based on an analysis of those mediations, and the interpretive 

flexibility exposed by the use scenarios, designers are able to use scenarios to modify 

designs in unanticipated ways, designing new functionality and mediations into the 

technology, amplifying, reducing, inviting and inhibiting accordingly. 

2.6 Two Normative Aspects of Mediation in Design 

Verbeek’s argument for mediation analysis tasks designers with anticipating the kinds of 

mediation that will result when their technology is released into use contexts, a corollary 

being that designers become aware of their causal link to at least some of the resulting 

mediations and corresponding ethical implications. As Verbeek points out, this causal 

link likens design to doing ethics by other means. The resulting relationship between 

designers, artefacts and users raises an important question: Given that design is an 
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inherently moral activity, what kinds of mediation should be attempted in the design of 

any given technology? 

At first glance, the idea of intentionally designing technology to mediate in a 

particular way might seem problematic. Surely, one might think, it is unethical to employ 

technological artefacts in such a way as to manipulate a user’s perceptions and actions. 

Such intentional use of technology reminds us of the sorts of dystopic visions forewarned 

by George Orwell’s 1984, or of the role that technology played in reducing key aspects of 

the Nazi Holocaust to a series of banal delegated automations (Arendt 2006). Indeed, 

Verbeek points to a public controversy that recently erupted in the Netherlands when 

philosopher of technology Hans Achterhuis “made a plea for an ‘explicit moralization of 

technology’” (Verbeek 2011, 95). Achterhuis suggested that instead of appealing directly 

to people to realize benefits in society, for example, saving energy by convincing people 

to reduce their use of hot water when showering, technology could be used to script their 

behaviour directly, say, by delegating water-saving to the shower head. Critics attacked 

him on various grounds. They argued that the moralization of technology undermined 

human freedom, thus undermining human dignity; that it resulted in actions that could not 

properly be considered moral, owing to the lack of freedom involved in the resulting 

actions; and that a program of technological delegation undermined democratic principles 

by taking decisions out of the hands of individual citizens, and putting them instead in the 

hands of a few privileged experts (Verbeek 2011, 96). 
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Verbeek argues (successfully, I believe) that each of those criticisms can easily be 

countered. But the details of the criticisms and of the counterarguments are less important 

here than the assumptions built into the criticisms in the first place. Each of the criticisms 

can be read as an attack on the deliberate, or explicit, designing of mediation(s) into 

technology, and so suggest that designers ought not to design mediation(s) into artefacts. 

What each of these criticisms fundamentally fails to recognize is that the fact of 

mediation is not a choice open to designers of technology. Acts of design are acts of 

delegation and scripting, which necessarily result in mediation. Thus, designers are never 

in a position to decide whether or not to design mediation into an artefact, the best they 

can do is decide what kinds of mediation to attempt. 

To answer this question—what kinds of mediation should designers attempt—we 

need something in addition to Verbeek’s proposed methods of mediation analysis as a 

guiding framework. As described above, Verbeek proposes three methodologies for 

carrying out mediation analysis: anticipating mediation through imagination, augmented 

constructive technology assessment (ACTA), and scenario-based mediation analysis. 

Anticipating mediation through imagination involves designers assessing particular 

mediations in abstraction of the artefact’s use context, then selecting the mediations they 

want to achieve in the use context. ACTA provides a mechanism for gathering user 

feedback with regards to mediation, and for incorporating that feedback into successive 

designs. Seen this way ACTA differs from the former methodology in that it relies partly 

on groups of users for selecting which mediations to design into the artefact. Scenario-
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based mediation analysis differs from ACTA only in the degree to which the use context 

factors in the design process: in ACTA the use context remains at a distance, whereas in 

scenario-based mediation analysis the use context is drawn closer, as design participants 

imagine actual use scenarios either on paper or in simulated environments. These three 

proposals for mediation analysis are a step in the right direction because they recognize 

the fact of delegation and scripting, and the role of technological mediation in the use 

context. They allow designers to generate a list of possible mediations that can be 

designed into an artefact, or to identify some mediations that are apparent in the use 

context. Verbeek also problematizes the design process by recognizing the ethical 

dimensions of mediation and scripting. However, Verbeek’s proposals do not propose a 

principled selection of any one of those mediations over others. In other words, mediation 

analysis in and of itself does not provide designers a principled approach to answering the 

question, “Which mediations should we design into our technology?” 

In mediation analysis, when designers find themselves faced with having to 

decide which from a set of possible mediations to design into an artefact, they ought to 

have some guiding framework that provides a principled approach to solving that 

problem. Each form of mediation will likely differ in its ethical effects from the others, so 

the decision to design into an artefact any particular mediation should be interpreted as an 

ethically loaded decision. Consider an example from Latour (1992, 151-2), who describes 

how his car is designed to sound an annoyingly persistent alarm any time the driver’s 

seatbelt is not buckled yet the car engine is running. The script embedded in the car is 
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clear: if the car is moving, the driver should be wearing a seatbelt. The ethical decision to 

wear a seatbelt while driving has been delegated to the car—it is near impossible to drive 

without buckling up. In this mediation the designers invite the driver to buckle up, and 

inhibit him from driving without a seatbelt; the decision to wear a seatbelt is amplified, 

and perhaps with it the laws and ethical arguments that demand compliance and suggest 

the benefits of wearing seatbelts respectively. The option of not wearing a seatbelt is 

reduced. But, as Latour points out, other options were available to the designers: they 

could have designed the car to not start at all if the seatbelt was not buckled; and they 

could have designed the car to start regardless of the seatbelt buckle status, with no 

consequence to the driver, audible or otherwise. How should the decision of which 

mediation to design be made in this or any similar case? What would a principled 

decision framework for selecting one mediation over others look like? And how might 

we go about justifying such a framework? 

To help clarify the problem at hand we can view the design context as involving at 

least two separate but related activities with respect to mediation: 

1. Mediation Identification: The identification of mediations that constitute a set of 

available mediations that could be designed into the artefact. 

2. Mediation Selection: The selection of a subset of mediations, from the set 

identified in (1), to attempt to design into the artefact. 

Verbeek’s argument and proposed methodologies for mediation analysis concern 

themselves primarily with mediation identification. Designers enter into modes of 
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analysis in which they identify either mediations that might be designed into a particular 

technology, call them intentional mediations, or mediations that are accidental owing to 

the current design of the technology, call them emergent mediations, or both. Sometimes, 

depending on their choice of methodology for the mediation analysis, they accomplish 

(1) by enlisting the input of users. 

However, Verbeek does not provide a normative analysis or framework for 

deciding how to go about performing mediation selection once (1) is complete. This is 

not a problem for Verbeek’s argument since his intention is primarily to lay bare the fact 

of technological mediation and its ethical import. He makes a strong normative case for 

the inclusion of mediation analysis in design, as a move towards a more comprehensive 

engineering ethics, one that more fully accounts for the social dimensions of technology. 

But Verbeek’s focus on mediation analysis does highlight an important normative gap 

that exists between mediation identification and the final design. In other words, it leaves 

the ethical dimensions of the last mile of design—mediation selection—relatively 

unexamined. With Verbeek’s argument and proposed methodologies in hand I will move 

towards examining the problem of mediation selection in some detail. 

2.7 Mediation Selection: Who Decides? 

Mediation’s normative aspects present ethicists, and ultimately designers, with new 

ethical challenges. Faced with the knowledge that technology is inherently ethical in the 

way that it introduces new ethical questions into users’ moral landscape, eliminates other 

ethical questions, and provides material answers to some of those ethical questions, in 
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other words that technology mediates users’ moral lives, designers ought to acknowledge 

mediation explicitly in the design process. This involves both mediation identification 

and mediation selection. 

Mediation selection presents its own set of ethical challenges. Once designers 

have identified a set of potential mediations to build into a technology, they must decide 

which mediations to actually build into that technology, and which mediations to avoid 

building into that technology. At that point in the design process, an important question 

must also be answered: Who ought to have decision-making authority in a process of 

mediation selection? That is, who ought to decide which mediations to build into a 

technology? As I argue in chapter 1, designers are not the only option. 

Verbeek is, for the most part, silent on this question, though one could interpret 

his work as suggesting that designers are naturally the ones with the moral authority to 

decide which mediations to build into a technology. Suggesting that that moral authority 

rests with designers is not surprising: designers (or their employers) own their designs 

from an intellectual property (legal) perspective, and they are the clear technical 

authorities with respect to the technologies they produce. Also, from a historical 

perspective designers have had near complete authority over all design decisions. 

Bringing users into the design picture, say in a user centred design approach, tends to be a 

move associated with good design, only in the sense that it results in a more usable 
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product that will offer a competitive edge—it is considered good business.40 Even in user 

centred design, decision-making authority over design decisions rests with the designers, 

and never with users. Thus, handing the moral authority to designers with respect to 

mediation selection would appear to be in line with their historical role as designers. That 

moral authority also appears in line with the historically dominant functional picture of 

technology, according to which designers are the technical experts with respect to design 

and design amounts to a relatively unproblematic process of problem identification and 

solving. In a world where technology merely provides material solutions to technical 

problems—travelling faster between two fixed points; fixing “broken” ears so deaf 

people can hear; ensuring that drivers are wearing seatbelts—“moral authority” reduces 

primarily to questions of intellectual property ownership. 

However, in light of the inherent mediating role of technology, and the clear 

moral implications for users that accompany technological mediation, designers’ claim to 

moral authority over mediation selection is weakened. Yes, designers maintain a claim to 

moral authority over many (perhaps most) design decisions. But when users’ moral lives 

are mediated in the use context according to the mediations that are designed into a 

technology, we have good reason to consider that their interests with respect to mediation 

selection ought somehow to be accounted for during the design process of that 

                                                
40 For an interesting account of the switch to a user centred design approach, and the 
paradigm shift that allowing users into a design environment represented from both 
engineering and business perspectives, see Sabbagh’s (1996) Twenty-First Century Jet: 
The Making and Marketing of the Boeing 777. 
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technology. The moral proxy model helps to identify such situations, and imports a set of 

normative claims from the healthcare context that can be applied in mediation selection. 

As technology becomes more sophisticated, capable of mediating in novel ways, 

the problem of mediation selection in engineering and design will be amplified, just as 

other ethical issues took their rightful place in design ethics as scales of production 

ramped up: large scale industrialization and construction projects gave rise to issues of 

safety and environmental sustainability. This is especially true with artificial intelligence, 

automation technologies and robotics, any one of which could include the automation of 

ethical decision-making. 

I return now to the Internal Cardiac Defibrillator (ICD), a relatively 

straightforward example borrowed from chapter 1, but considered here under the 

mediation rubric. ICDs have been in use since the 1980s, and by 2001 there were an 

estimated 100,000 American recipients (Pollock 2008, 98). By 2012 an estimated 

100,000 people were being implanted annually in the US alone (Span 2012). Prior to the 

introduction of the ICD, patients diagnosed with dangerous cardiac arrhythmias could do 

little to improve their odds of surviving an episode. That changed with the ICD. 

Suddenly, physicians could offer a potentially life-extending technology, and patients 

were faced with making a choice whether or not to be implanted. 

Thus, upon their introduction ICDs immediately began mediating users’ moral 

landscapes. An ICD invites doctors and patients to try to avoid death by cardiac 

arrhythmia, and it inhibits those same individuals from accepting the inevitability of 
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death. ICDs amplify the fact that there is a choice to be made, one that can reduce the 

inevitability of death. From a doctor’s perspective, the ICD amplifies the responsibility 

they have to help their patients—the ICD amplifies beneficence. To borrow from Latour, 

from the perspective of the doctor the ICD contains the script if a patient is diagnosed as 

an ICD candidate, then suggest the ICD as the “right” choice for that patient. Indeed, 

this is how patients describe their introduction to the ICD (Pollock 2008). According to 

one patient, “he chose the ‘obvious’ when his doctor said: ‘Okay, you can die or you can 

have this thing’” (Pollock 2008, 105). In Verbeek’s terminology, the ICD offers a 

material answer to the deeply moral question a patient is suddenly faced with, what is the 

right thing for me to do, given my diagnosis? 

ICDs also mediate the meaning of both life and death by amplifying the 

likelihood of experiencing pain during one’s life and at the moment of death. In the event 

of sudden cardiac arrest the ICD delivers its shocks, up to nine times in relatively short 

succession (Pollock 2008, 105), in attempt to re-establish a normal heartbeat. The moral 

import of those shocks should not be underestimated. According to the website of one 

ICD manufacturer, users’ most frequently asked question is, “What does a shock feel 

like?” (Pollock 2008, 108) Their answer: 

That’s a tough one. Like a sneeze, everyone’s reaction is 
different. Some people describe it like being kicked by a 
mule, others hit by a two-by-four, still others describe the 
rush of electricity through their body to the ground …. The 
lucky ones feel a little tingle. Suffice it to say that it’s not 
the most pleasant experience you will encounter during 
your life. However, it sure beats the alternative! 
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Though ICDs are small and implanted, they are no less dramatic in action than their 

larger relatives. In contrast to the uncertainty about the pain expressed in the 

manufacturer’s answer, users appear more consistent in their description of the shocks, 

common metaphors referring to being punched in the chest, kicked by a horse, or hit by a 

baseball bat (Span 2012). One user41, referred to as John, argues that nobody, not even 

doctors, can understand what it is like being shocked by and ICD. He says: 

Nobody can understand what the feeling’s like, to get these, 
it’s kind of like getting electrocuted from the inside. 
Imagine that. When it drops you to your knees, you know 
you’re getting hit pretty hard…with electricity. And they 
[the doctors] can’t understand that, and I would like to 
whack them with this so they would understand what is 
going on here. (Pollock 2008, 107) 

John’s frustration underscores the moral complexity surrounding ICDs. When he was 

presented with the “option” to have one implanted he was told that it wouldn’t do any 

harm; “obviously the guy who said that has never had one of these things fire” (Pollock 

2008, 105). John could opt for removal, but removing the ICD is not so straightforward a 

decision. Once implanted, patients describe how choosing to remove or deactivate the 

ICD is tantamount to suicide (Pollock 2008). Despite the harms many patients suffer as a 

result of being repeatedly shocked, most of them keep their ICDs. Even patients who 

were falsely diagnosed and implanted (the ICD is medically unnecessary in these cases) 

                                                
41 My use of “user” here refers to the patients who are implanted with ICDs, recognizing 
that other users are the doctors and other health professionals who interact with ICDs. In 
the context of this argument a user is any person who interacts with a technological 
artefact. Thus, it is important to describe the use context of an artefact in order to identify 
potential or actual users. Use contexts are where mediation most clearly occurs. 
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keep their ICDs, going so far as to have them replaced when they become faulty or when 

the battery dies (Pollock 108). 

In other cases, the question of whether to remove or deactivate the ICD is further 

complicated by co-morbidities42. For example, implanted patients who have since 

developed dementia or other chronic or terminal diseases might opt to have their ICD 

deactivated, much like requesting a “do not resuscitate (DNR)” order, which is 

commonplace in medicine today. However, the mediating presence of the ICD is clear in 

these discussions too. Even in cases where patients, or their legal proxies, request the 

removal or disabling of an ICD, physicians can be reluctant, or can refuse, to 

accommodate those requests, either on moral grounds because they see it as a form of 

physician-assisted suicide or euthanasia, or because of uncertainties about the legalities 

surrounding ICDs in medical practice (Kramer et al. 2012). In this use context, from the 

physician’s perspective ICDs amplify themselves as functioning, functional artefacts, and 

simultaneously reduce the patient and his decision-making imperative. From the patient’s 

perspective the ICD amplifies both itself and the physician as gatekeepers in certain 

moral decisions. 

Ultimately, having an ICD implanted is described as a life-altering event, but 

rather than simplifying life by offering a functional solution to a problem, it complicates 

life through the various mediations it introduces, many of which have deep moral 

                                                
42 A co-morbidity is another medical condition that complicates decisions regarding the 
primary condition under consideration. 
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implications. Life after the ICD is described not as a mere transition, but as a 

metamorphosis (Pollock 2008). 

How does mediation selection in the design context factor into the story of ICDs? 

As I did in chapter 1, in order to illustrate I will focus the ability to deactivate the ICD.  

ICD designers have several options when it comes to designing how an ICD can be 

deactivated. As I have described them, the current design state of ICDs is such that an 

ICD can only be deactivated following a request made to a physician by the patient (or 

the patient’s legal proxy). Deactivation is typically carried out in terminally ill patients, 

and is most often performed by the industry representative, though physicians can also 

deactivate ICDs (Mueller et al. 2008). Currently, patients cannot deactivate their own 

ICDs. However, when sitting at the drawing board designers have several options for the 

deactivation feature, which include the following: 

a) Design the ICD such that nobody can deactivate it. 

b) Design the ICD such that anyone can easily deactivate it. 

c) Design the ICD such that only the patient can securely deactivate it. 

d) Design the ICD such that the patient or a designated third party (say, a physician) 

can securely deactivate it. 

e) Design the ICD such that only a designated third party can securely deactivate it. 

Each of these design options will likely result in quite different mediations in the use 

context. In other words, depending on which design option is chosen, ICD users will have 

their moral landscapes shaped differently. Choosing option (a) would eliminate the 
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possibility of deactivation, forcing ICD recipients wishing to deactivate their ICDs to 

choose either surgery (removal of the ICD), or life with the prospect of being shocked. 

Option (a) therefore amplifies the initial decision to implant and reduces the patient’s 

post-implantation autonomy. One of the scripts associated with (a) could be interpreted 

as, if you have an ICD inside of you, you must live with the prospect, or reality, of being 

shocked, whereas the corresponding script associated with options (b), (c) or (d) could be, 

if you have an ICD inside of you, you can always deactivate it to eliminate the prospect, 

or reality, of being shocked. Thus, mediation selection is complicated by the differing 

moral implications associated with each design option in the set of available design 

options. 

Following Verbeek’s proposal, ICD designers ought to conduct mediation 

analyses during the mediation identification stage of the design process to characterize 

each of (a)—(e), especially for their moral import. Indeed, the above discussion of the 

current design state of ICDs, and the comparison to option (a), can be seen as an informal 

mediation analysis that takes into account the views and experiences of patients and 

physicians. Ideally, because ICDs mediate those users’ moral lives directly, users ought 

to be involved (or at a minimum, considered) in the mediation analysis at least to the 

extent that designers come to understand users’ interpretation of the mediating effects of 

ICDs. By involving users in mediation identification designers can gather crucial 

information that can directly impact the characterization of each design option, and help 

to accurately characterize each option’s moral import from a user’s perspective. 
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Because a user’s moral life is directly affected by the selection from (a)—(e), that 

particular mediation selection can be viewed as deeply personal. As I argued in chapter 1, 

deciding whether, when, and by whom one’s ICD can be deactivated is analogous to a 

traditional end-of-life medical decision to discontinue resuscitation efforts. Qualifying the 

analogy is important in order to emphasize the unique mediating effects of the artefact in 

this case. Whether or not a user is able to make the decision to discontinue resuscitation 

efforts by deactivating the ICD depends on decisions made during the ICD’s design. 

Thus, ICDs blur the line between design decisions and a user’s personal moral decisions. 

When design decisions tangle with users’ personal moral decisions we can 

characterize design as a form of proxy decision-making. To apply Latour’s terminology 

to the ICD case presented here, once the selection of one of (a)—(e) has been made, that 

particular moral decision is delegated to the ICD and the ICD will script the user 

according to its design. If design option (a) is selected, then the ICD mediates according 

to the scripts embodied by (a)—scripts that can have deep moral implications for the 

user. 

The moral proxy model helps to accomplish a few tasks in relation to mediation 

selection. First, it underscores the importance of closing the gap, of deciding who ought 

morally to perform mediation selection. Second, the moral proxy model problematizes 

the claim that designers have a clear moral authority to perform all mediation selection. 

The norms associated with moral proxies in healthcare emphasize the crucial role that 

users ought to play in certain instances of mediation selection. Third, recognizing 
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artefacts as moral proxies lays bare the idea that a moral relationship exists between 

designers, artefacts and users; characterizing an ICD as merely functional becomes 

problematic when artefacts function as moral proxies. A user’s ability to deactivate her 

ICD, it seems, is not merely a design choice with functional import. In making that 

design decision her autonomy is at stake. Thus, rather than talk of designers and users as 

if they exist in separate design and use contexts with technological artefacts waiting 

quietly to be interpreted, it seems more accurate to acknowledge the complex moral 

relationship that exists between the designer, artefact and user, in which the artefact plays 

an active role. Designers delegate to the artefact, a morally loaded object that then 

mediates the user’s life, forever implicating the designer in its behaviour; at no point in 

the story of a user’s ICD implantation are there clean delineations between the designer, 

artefact and user. All three are actively implicated in the relationship that binds them. 

To be sure, not every instance of mediation implies the presence of a 

technological moral proxy. As I have described it, the moral proxy model applies most 

clearly in cases where designers automate moral decision-making. Delegation in these 

cases can be problematic because of the particular way that moral proxies mediate the 

user’s moral life, but we should expect that in many cases delegation would be less 

controversial, a topic I turn to for much of the remainder of this dissertation. Where one 

is faced with mediating a user’s moral life by technological means, only a philosophically 

grounded, principled approach to mediation selection will suffice. Since we must decide 

between problematic and unproblematic forms of mediation, we ought to do it well. 
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2.8 Acknowledging the Politics of Things 

While material considerations might not be germane in a 
debate about how to split a cake which sits between us at 
arm’s length, there are certainly many norms which we 
could agree to that could easily fail to be practically or 
materially realizable…The point is simply that there are 
constraints on the norms that can be practically realized 
which are not determined by the discursive participants. 
(Asaro 2000) 

Even if we engage individuals during design in an attempt to select mediations that 

respect their individual autonomy, and even if that process distinguishes problematic 

from unproblematic forms of mediation, there is no guarantee, as Asaro points out in the 

above quote, that the process will result in meaningful or appropriate changes to 

technology, or better design. Institutional norms, such as power differentials that exist 

between technologists and laypersons, can withstand pressures brought to bear by “highly 

abstract ideals” such as individual user autonomy (Asaro 2000, 287). In short, current 

institutions are often designed such that experts can engage, then ignore, users. Thus, if 

users’ preferences are solicited but not acted upon, user engagement will amount to little 

more than a superficial undertaking. Meaningful and appropriate user engagement 

requires much more than the identification of autonomous user preferences. Additionally, 

it requires users to critically engage the technology and understand their role in affecting 

the social implications of the technology. It also requires responsive designers (Asaro 

2000). 

Asaro’s three requirements for meaningful and appropriate user engagement 

frame user engagement, and thus design, as a political activity in that it challenges 
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institutional norms. Satisfying his two additional requirements—informed users and 

responsive designers—involves reconfiguring those norms: users need to get into the 

design room and appreciate the importance of their knowledge as users to successful 

design, while designers need to be socialized to embrace the benefits to design of gaining 

a much deeper understanding users’ perspectives, values, expectations and experiences 

with respect to technology. 

Winner (2005) calls for increased public engagement in technology design as a 

means of not only creating better technology, but better citizens as well. He identifies 

“technological euphoria”, the belief that computers and the Internet ought to be left alone 

to “infuse society” with its inherently democratic principles, as a norm worthy of 

resistance. As critics like Lawrence Lessig (2006) and Andrew Feenberg (2004) have 

pointed out, there is nothing inherently democratic about the Internet; depending on what 

values designers choose to infuse it with, the Internet can be used either as a platform for 

upholding democratic values, or as a powerful instrument of surveillance and control. 

Winner’s (2005) response to the malleability of digital technology is to resist 

technological euphoria with forms of pubic engagement: 

Finding ways to involve the public as a whole in processes 
of deliberation and choice about the dimensions, character 
and organization of emerging technologies, is an avenue for 
reform that few political societies have explored. Yet the 
promise of political innovation is considerable—creating 
better technologies for widespread use while cultivating 
better citizens. 
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Asaro is critical of Winner’s approach, claiming it stops short of proposing 

meaningful user engagement. By focusing only on procedural forms of public 

engagement, Winner does not recognize the importance of elevating users’ understanding 

of the role they play in design, nor does he recognize the need to socialize responsive 

designers (Asaro 2000). 

A more ambitious politics of things, one that could lay the theoretical groundwork 

for satisfying Asaro’s requirements, comes from Latour (2004). According to his 

description, our difficulty reconciling the activities of science and technology with those 

of politics rests on an institutional schism based on our conceptual commitments. 

Institutions traditionally treat science and technology as belonging to that which is 

“objective and indisputable”, and morality, law and politics as belonging to that which is 

“subjective and disputable” (Latour 2004, 231). As such, institutions have a difficult time 

mixing activities from across the divide. Overcoming this requires reconfiguring our 

institutions based on an understanding that science, technology morality, law and politics 

are all aspects of the same collective. Institutions need to abandon the false distinction 

between objective and subjective and, in doing so, we can conceive of design as a process 

of “socializing non-humans” (Latour 2004, 235), those artefacts that can be improved 

through meaningful user engagement. 

A meaningful process for user engagement, that is, one that promises to satisfy 

Asaro’s three requirements and contribute to mediation selection, therefore, must engage 

in the politics of things to successfully challenging institutional norms. Outlining such a 
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process involves understanding the role of expertise in mediation selection, as well as 

understanding how to socialize designers to embrace the critical role that users’ 

perspectives, values, expectations and experiences can play in helping shape technology. 

I turn to those topics in the remaining chapters. 
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Chapter 3 

Expert Robots, Hard Cases, and the Soft Boundaries of Legitimate 

Delegation43 

3.1 Introduction 

In chapters 1 and 2 I described how designers and engineers are able to embed material 

answers to moral questions in artefacts. When they do so, they delegate certain ethical 

decision-making to the artefact. For example, with internal cardiac defibrillators (ICDs), 

designing the artefact in such a way that it is in an “active” state provides a material 

answer to the moral question should an attempt be made at cardiopulmonary 

resuscitation if an abnormal cardiac rhythm is detected in the implantee? With SDCs, 

designing the car to always respond one way or the other to the tunnel problem answers 

the moral question should I swerve and sacrifice myself or continue straight and hit a 

child? 

I have also argued that these kinds of delegation can instantiate technological 

moral proxy relationships. Furthermore, if the designer selects the answer to the moral 

question then the artefact might be acting paternalistically, and problematically so; if the 

user selects the answer, then the artefact could be respecting her moral autonomy. I have 

suggested that in cases where the moral implications to the user are relatively 

insignificant, designers will have legitimate moral authority to delegate to artefactual 

                                                
43 Much of this chapter is based on Millar & Kerr 2015. 
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proxies. At the same time, in cases like the ICD active/inactive state, and the tunnel 

problem, it would be morally problematic for designers to do so. As is the case with 

healthcare professionals, there are therefore limits to the moral authority that designers 

can assume in their professional role. Some decisions must be based on user input; in 

some cases a technological proxy ought to be acting according to a user’s explicit 

preferences. 

Sorting out which cases of delegation require user input as a matter of ethical 

legitimacy, and which do not, a task I refer to as the problem of legitimate delegation, is 

an important aspect of mediation selection. Addressing the problem of legitimate 

delegation will be a central task in the design of autonomous technology since delegation 

is a central aspect of automation—when you automate, you delegate to the machine. The 

problem of legitimate delegation will be further amplified when automating ethical 

decision-making. 

In this chapter I provide an initial taxonomy of delegation as a first pass at solving 

problem of legitimate delegation. I discuss the characteristics of two broad categories of 

decision-making that seem particularly relevant to the problem of legitimate delegation. 

One of those categories involves cases of delegation that are bound up with expertise. 

First, I spend some time arguing that we can accurately characterize some autonomous 

technologies as experts, akin but not identical to human experts. I then argue that when a 

technology is designed to make decisions that would otherwise be expected of human 

experts, the set of standards against which those human experts gauge outcomes can 
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serve as the objective measure against which designers can gauge a particular instance of 

expertise-based delegation. When designing expert systems (referred to herein as expert 

robots), delegation in the design room may be ethically justified because of the 

availability of a relatively objective standard of measure. Borrowing from Latour and 

Verbeek, I argue that the more a technology invites us to consider it an expert, the more 

we are justified in treating it as such. That, in turn, invites us to delegate certain decision-

making to the machine, even decision-making that is morally significant. Indeed, in this 

chapter I argue that some forms of expertise-based delegation may be ethically required 

once expert systems become available. This helps us gain traction on the problem of 

legitimate delegation in that it identifies a class of delegation that is ethically justifiable, 

and therefore helps to prevent overburdening designers and users. 

The other category of decision-making involves cases where there is no objective 

measure against which to measure competing options. These are cases that Ruth Chang 

describes as “hard cases” (Chang 2002). Delegation in hard cases will tend to result in the 

instantiation of technological moral proxy relationships, and can in many cases, therefore, 

suggest limits to designers’ legitimate moral authority. 

I begin by focusing on the prospect of expert robots before moving on to 

describing the place they occupy in the problem of legitimate delegation. Framing certain 

robots as “experts” is consistent with the methodological approach I justified in chapter 1. 

It is partly about “hacking metaphors” (Jones & Millar forthcoming), in which a 

metaphor is adopted to emphasize certain aspects of a technology whose meaning has yet 
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to stabilize. By adopting particular metaphors we can also emphasize the link between a 

particular technology and the governance issues surrounding it. As such, hacking 

metaphors relies on rejecting the essentialist position in favour of more practical gains. 

Metaphor hacking is also consistent with an ANT approach to understanding the role that 

technology plays in the world, in that it is meant to accurately account for the work that 

artefacts do. 

After describing the role that expert robots play in the problem of legitimate 

delegation, I move to a brief description of how Chang’s hard cases help distinguish 

expertise-based delegation from cases where delegation requires user input. 

3.2 Legitimate Delegation (and Relinquishment): Cases Involving Relatively 

Objective Standards of Expertise 

 “I don’t quite know how to phrase my problem. On the one 
hand, it can be nothing at all. On the other, it can mean the 
end of humanity.” 

Stephen Byerley, World Coordinator (Asimov [1950]2004, 
241) 

If the creators of Jeopardy! ever decide to adopt the Who Wants to be a Millionaire? 

feature allowing contestants to “call a friend” for help answering a question, it is very 

clear what will happen. Most every contestant will dial-up the same expert: 1-8-0-0-W-

A-T-S-O-N. In the 2011 public spectacle that pitted the two all-time Jeopardy! 

champions, Ken Jennings and Brad Rutter, against IBM’s robot cogitans, Watson, the 

“deep question answering” supercomputer made counter parts of its human counterparts. 

Watson’s win in the IBM Challenge was decisive and momentous. With it, IBM’s system 
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obliterated the human monopoly on natural language, rendering Watson the world’s go-to 

expert at Jeopardy!. As Jeopardy!’s foremost human expert Jennings said of Watson, “I, 

for one, welcome our new computer overlords.” 

Jennings’ quote was prescient, if ambivalent. Watson’s success raises questions 

about what role humans will occupy once robots are capable of performing a multitude of 

tasks traditionally delegated to human experts, and performing them well. On the one 

hand, Jennings seems to accept that Watson is the successor to human dominance in the 

game of Jeopardy!. On the other, he suggests that a central tradeoff of creating highly 

skilled robots takes the form of a loss of human control. 

Given the benefits that robots might some day confer on humanity, should we, 

indeed can we, remain in control once they emerge superior with respect to particular 

abilities? 

Responses to such scenarios vary by degrees of dystopia. Here is one portrayal: 

First let us postulate that the computer scientists succeed in 
developing intelligent machines that can do all things better 
than human beings can do them. … Either of two cases 
might occur. The machines might be permitted to make all 
of their own decisions without human oversight, or else 
human control over the machines might be retained. 

If the machines are permitted to make all their own 
decisions, we can’t make any conjectures as to the results, 
because it is impossible to guess how such machines might 
behave. … It might be argued that the human race would 
never be foolish enough to hand over all the power to the 
machines. But … the human race might easily permit itself 
to drift into a position of such dependence on the machines 
that it would have no practical choice but to accept all of 
the machines’ decisions. As society and the problems that 
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face it become more and more complex and machines 
become more and more intelligent, people will let machines 
make more of their decisions for them, simply because 
machine-made decisions will bring better results than man-
made ones. (Kaczynski 2001) 

These are the words of Theodore Kaczynski, better known to most as the Unabomber. 

Bill Joy made the passage famous when he quoted it in its entirety in his famous WIRED 

essay, “Why the Future Doesn’t Need Us” (Joy 2001).44 In that essay, Joy, the former 

Chief Scientist of Sun Microsystems, set out his concerns over the unanticipated 

consequences of “GNR” technologies (genetic, nanotechnology, robotics), expressing 

amazement and surprise at the rapid rate of their development, ultimately calling for 

relinquishment. Not relinquishment of human control. Relinquishment of GNR. 

Despite Bill Joy’s well demonstrated, near term concerns, the prospect of having 

to make governance decisions about relinquishing control to robots might strike some as 

far-off or even far-fetched. 

In the first part of this section, I argue that the precipice of having to decide 

whether to relinquish some control to robots is near. In the not-too-distant future, we will 

have to make some difficult choices. On the one hand, we might choose to accept the 

relative fallibility of human experts and remain in total control. Alternatively, we may 

decide to forge our robot “overlords” and delegate (and relinquish) some control to them 

for the greater good. Although such choices do not entail the extreme outcomes of the 

                                                
44 Joy learned of Kaczynski’s passage from Ray Kurzweil, who also quoted this entire 
passage in his The Age of Spiritual Machines (2000). 
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Unabomber’s dystopia, I aim to demonstrate that even Kaczynski’s basic logic is neither 

far-off nor far-fetched. 

In order to better understand the paths forward and some of the moral choices 

each path will present, I offer a kind of logical narrative—reason’s road from here to 

there. In so doing I explore two important questions regarding the expert systems that 

will drive tomorrow’s robots if we take that turn: (i) at what point are we justified in 

delegating (and relinquishing) control of certain highly specialized expert tasks to 

robots?; and (ii) how would answers to the first question bear on the question of 

determining responsibility, particularly when expert robots disagree with their expert 

human coworkers, with undesirable outcomes?  

I argue that, given the normative pull of evidence-based practice, if we go down 

the path of developing Watson-like robots, we will be hard-pressed to find reasons to 

remain in control of the expert decisions at which they excel. That is, designers will have 

the legitimate moral authority to delegate decision-making tasks to machines that exhibit 

expert capacities, whenever evidence-based practice provides a standard against which 

to measure outcomes within that particular expert domain. 

If, instead, we choose to remain in control, we might deliberately be advocating a 

status quo in which human experts deliver less than optimal outcomes, ceteris paribus, to 

what co-robotics45 might otherwise achieve. Even if today it is not immediately clear 

                                                
45 I use the term co-robotics to refer to any situation in which human and robot experts 
are working alongside one another. 
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whether either decision is anything to worry about at all, or presages the end of humanity 

(as Jennings mused), it remains our responsibility to face these difficult choices, head on, 

before we find ourselves wondering how we got to where we are. Consequently, we need 

to carefully consider the right way to think about these robots.  Are they merely tools, or 

are they something more? Speculating about the near and mid term future of Watson-like 

robots, I suggest, may push us to reconsider established philosophical categories. 

3.2.1 What Kinds of Robots? 

Given IBM’s expertise in building expert systems, it is not surprising that the company 

has big plans for Watson. For starters, Watson will become increasingly 

anthropomorphic. It will receive ears and a new voice (IBM 2011). This will eventually 

allow Watson to interact with people in ways it could not (without help) during the IBM 

Challenge. Watson is also being used as a fashion coach, helping people pick outfits that 

work well for them (Taylor 2014), as a culinary consultant, designing novel lists of 

ingredients that work well together and that could be used as the basis of new recipes 

(Jackson 2014), and Watson is also scouring the intellectual property literature to assist 

patent lawyers in their work IBM 2014). IBM has also transformed Watson into a 

medical expert. Watson has been programmed with “clinical language understanding”, a 

field of natural language processing focused on “extract[ing] structured, ‘actionable’ 

information from unstructured (dictated) medical documents” (Nuance 2014). IBM has 

installed its expert system at several major health care organizations in the U.S. in order 

to test Watson on the front lines (Herper 2014; Groenfeldt 2012). At the New York 



 

 

 

115 

Genome Center, and Memorial Sloan-Kettering Cancer Center, Watson is using the 

genetic information of patients and their tumors in order to help doctors identify the best 

candidate cancer drugs for a patient from the vast medical (and other scientific) literature 

that is produced every year (IBM 2012). That is the challenge of medical practice that 

Watson is designed to overcome: the volume of medical scientific evidence is doubling 

every 5 years, making it difficult if not impossible for humans to stay on top of the latest 

and greatest in medical knowledge, let alone incorporate it into practice (IBM 2012). 

Watson’s ability to “understand 200 million digital pages, and deliver an answer within 

three seconds” (IBM 2012) makes it an attractive expert robot candidate. 

In the not-too-distant future, IBM will be marketing Watson’s descendants to 

health care providers worldwide (Castillo 2011). If they perform as well as Watson did 

on Jeopardy!, one can imagine doctors consulting Watson with the same frequency and 

reliance that Jeopardy! contestants would, if they could. 

Watson’s success on Jeopardy!, and in other knowledge domains, stems directly 

from having been programmed in a very particular way—one that makes Watson’s 

answers unpredictable to its programmers. When it comes to Jeopardy!, Watson 

“knows” how to formulate questions in response to the clues, rather than simply being 

programmed to respond to a known set of inputs. Watson works by scouring a set of data 

that, in theory, could span the entire Internet, for information that it deems relevant to the 

particular task. It then learns over time how best to “make sense” of that information. By 

shifting Watson’s parameters towards medical, legal, culinary, fashion, and other sets of 
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information, IBM hopes that Watson will do to those knowledge domains what it has 

already done to the world of Jeopardy!. 

Watson can be considered a forerunner to an era that Chris Anderson calls “the 

end of theory” (Anderson 2008)—an age in which we come to rely on robotic prediction 

machines in place of human experts. Not because the robots’ software provides better 

theoretical accounts of the relevant phenomenon (in fact, they don’t provide any). Rather, 

we will rely on robots without really knowing why—simply because their algorithms 

provide the greatest number of successful outcomes against measurable standards. We 

have already seen this in Google's search approach. Neither Larry Page nor Sergey Brin 

(nor any other Google employee) knows exactly why one particular web page is a better 

result than another. When the click patterns say it is, that's good enough. No semantic or 

causal analysis is required. Like the oracles of previous times, Google’s search engine 

and IBM’s Watson are prototypes for prediction bots that divine without knowing. Like 

the ancients we will, quite rationally, come to rely upon them knowing full well that we 

cannot necessarily explain the reasons for their decisions (Esposito 2013). 

IBM is not alone in its willingness to relinquish knowledge and control to the 

machines. Google has similar plans for their Google Driverless Car (the Google SDC, 

referred to hereafter as the GDC) project (Vanderbilt 2012). Equipped with an array of 

sensors, and the predictive code to organize the highly contextual interactions taking 

place in a driving environment, the GDC (SDCs more generally) is poised to radically 

improve driving safety, traffic congestion, reconfigure urban planning, lower the cost of 
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driving infrastructure by eliminating the human from the loop, among other highly 

predictable outcomes. Eventually, the positive tradeoffs will likely give rise the 

requirement that humans must let go of the wheel. The prospect of letting go might be a 

straightforward proposition for the “Googly” roboticist who believes “the data can make 

better rules” (Vanderbilt 2012). But letting go may, at first, be a tougher sell to humans 

harboring a nagging distrust of Googly roboticists and their toys (Millar 2014a). Keeping 

in mind that our safety is at stake, the prospect of riding on the rails of expert systems 

like (Dr.) Watson or the GDC raises a number of questions about our delegation of 

human tasks such as driving and diagnosing to expert machine systems. 

3.2.2 Unpredictable by Design 

I begin my analysis by defining the kind of robotic systems that I am concerned with—

those for which unpredictability in its operations is a feature and not a bug. Watson 

exemplifies such systems and is the descriptive focal point of this analysis. 

Watson’s inherent unpredictability derives in part from the fact that its inputs are, 

in principal, the complete set of information “out there” on the Internet. That set of data is 

constantly changing as a function of the behaviour of millions of individuals who 

constantly contribute new bits of information to it, the content of which is also 

unpredictable. When sets of algorithms act on such a vast set of ever-shifting inputs, the 

outputs become unpredictable. 

The set of targeted health information available to a Watson-like system will grow 

significantly as various jurisdictions implement “digital health systems”. These digital 
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information repositories have the potential to house every piece of health information 

related to the individuals (patients and health care providers) accessing that system, a 

process that is either underway or completed in most of the world. According to Kaiser 

Permanente, one of the largest HMOs in the US, at least three terabytes of data is 

generated every day as their 14M patients access health related services (Webster 2010). 

Watson’s ability to scour that fluid set of data and glean meaningful information from it, 

in a way that is largely unpredictable to its designers, is what gives it an edge over its 

human competitors. Though software is written in comprehensible and deterministic lines 

of code, software functions that parse and operate on massive, constantly changing data 

sets, deliver results that no programmer can fully anticipate. 

Watson-like systems stand in stark contrast to simpler robots that are designed 

with strict, highly constrained, operational parameters in mind. Industrial robots, for 

example those that paint cars or weld joints, are programmed to function in highly 

predictable ways, as are thermostats, anti-lock braking systems, and the cardio-

pulmonary resuscitation algorithms designed into internal cardiac defibrillators (ICDs). 

Unlike Watson, their every movement is predetermined and structured to eliminate 

variation between “jobs”. Successful programming, for these robots, means that they 

never surprise their programmers; for these robots, experiencing fewer surprises is 

gauged as a better design. 

Today’s examples of software systems on which my argument here focuses 

include, in addition to Watson and the GDC, the various predictive data mining engines 
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built into Google, Facebook, Amazon, and iTunes (Kerr 2013). Depending on the 

wording of an email being read by a user at a particular instant, or the web pages that a 

user has visited in the previous few minutes, those predictive algorithms will deliver up 

different results. No programmer could predict the outputs of such a system with any 

degree of accuracy, and certainly not within the time constraints that makes the difference 

between judging a predictive system “successful” or “unsuccessful”. 

Unpredictability is being amplified in newer “machine learning” computer chips 

that are designed to mimic the plasticity of the human brain (Volpe 2014). These chips 

will not run programs per se, instead they will independently, and over a period of time, 

form tiny interconnections between internal pieces of hardware-based logic, resulting 

entirely from continuous stimulation at the inputs. Like a human brain learning from 

environmental stimuli delivered via nerves, next-gen robot brains will change over time. 

Thus, they will not be programmed in the traditional sense of the term, making them even 

less predictable than today’s most sophisticated and unpredictable robots. 

3.2.3 Expert Robots? 

How might we describe robots that are capable of performing complex tasks, often 

unpredictably?  

For starters, if programmers are able to understand Watson’s lines of code, but are 

unable to predict Watson’s inputs and outputs based on them, then we can say that 

Watson’s lines of code—the rules upon which it operates—underdetermine its resulting 

behavior. That is, Watson’s ability to win at Jeopardy! cannot be fully explained by 
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reference to the many lines of code that make up its programs. Interestingly, a great deal 

of the sociology of “expertise” focuses on the role of underdetermination in delineating 

experts from non-experts (Collins & Evans 2007).46 That human experts are unable to 

fully describe their actions in terms of “rules” plays a big role in understanding what their 

expertise consists of.47 That Watson-like computers similarly cannot be fully understood 

by reference to their lines of code opens the door to one day describing them as expert 

robots. 

Some of the pioneering work linking underdetermination with expertise comes 

from Harry Collins’ observations made while studying scientists at work in laboratories. 

A classic example of scientific expertise is the ability to reproduce another scientist’s 

experiment. One way of attempting to reproduce an experiment is to read the detailed 

methodology (lets call those the rules) contained in a published scientific paper, and 

attempt to do what the other scientist(s) did. In writing up a methodology scientists, one 

might assume, should be able to transcribe their performed actions into a set of rules that 

could then successfully be followed by any another scientist with expertise in that 

scientific area. Collins notes, however, that when scientists attempt to reproduce 

experiments, the scientific papers and even lab notes—the detailed rules—are typically 

                                                
46 Collins and Evans provide a great deal of the pioneering work on the sociology of 
expertise, which forms a branch of Science and Technology Studies (STS). Earlier 
discussions on underdetermination stem from Collins’s pioneering work on expertise: 
Collins (1992). See also: Collins & Weinel (2011). 
47 In STS, explanations of underdetermination are based on a particular interpretation of 
Ludwig Wittgenstein’s work on game theory (see Collins (1992) for a fuller explanation). 
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insufficient for successful reproductions (Collins 1992). The set of rules, he concludes, 

do not adequately determine the actions required to demonstrate expertise in carrying out 

that experiment. The codified rules are not where the expertise resides. 

Scientists trying unsuccessfully to reproduce an experiment typically interpret 

failure as an indication that a different type of knowledge is required. In other words, 

there is an understanding among scientific experts that codified descriptions of how to do 

an experiment are insufficient for actually doing it. The kind of knowledge needed to “fill 

in the blanks” comes via direct mentoring: scientists must work alongside other scientists 

in order to understand how actually to do the experiment (Collins 1992; Collins & Evans 

2007). In fact Collins & Evans’s (2007, 13) claim is that only by doing can one develop 

high levels of expertise in any field, because the doing is what provides the tacit 

knowledge—“things you just know how to do without being able to explain the rules for 

how you do them”—that makes one an expert. The upshot of their work on expertise is 

that tacit knowledge helps to delineate seasoned from novice experts, and experts from 

non-experts: the greater the level of expertise one has achieved, the greater the amount of 

tacit knowledge that person possesses. Tacit knowledge can be seen as the difference 

between merely describing how to complete an expert task, and actually being able to do 

it. 

When we turn to the question of whether we might someday describe robots as 

experts there are certain analogies that can be drawn between human experts and robots 

like Watson or the GDC, and others that cannot. Though we will certainly not be able to 
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claim that the current slate of robots is capable of forming communities of expertise in 

the strong linguistic sense emphasized by Collins & Evans, we can locate a weak form of 

tacit knowledge among robots that I think qualifies talk of them as expert robots.48 

Human expertise is most often described as the result of a process of socialization 

into a group of human experts; expertise is acquired through strong language-based 

interactions with other humans (Collins & Weinel 2011; Collins & Evans 2007; Casper & 

Clarke 1998; Collins 1992; Kuhn 1962). In stark contrast to most humans, Watson and 

the GDC cannot enter into traditional, language-based apprenticeships with other human 

experts. However, Watson and the GDC are able to receive mentoring of a sort from 

human experts, who help refine their algorithms based on expert judgments of when the 

robots have gotten things correct, and when they have erred. Those expert human 

judgments are “interpreted” by machine learning algorithms, allowing the robot to form 

new associative rules between data points, and subsequently affecting the robot’s 

behavior. This suggests that human experts are able, in a weak sense, to help the robots 

improve their functioning with respect to specific tasks usually associated exclusively 

                                                
48 John Searle’s (1980) famous argument against strong artificial intelligence is a good 
example of what I mean here. I do not claim that robots have intentionality (desires, and 
the like), nor am I claiming that when robots communicate information they understand 
what they are doing in the sense that a human expert would. I am happy to stick to a 
modest, weak sense of robot communication (and mental life), such that when I say 
robots engage in expert-like communication I simply mean they are able to act on 
unstructured information, extract meaningful information from it, and convey meaningful 
information to humans, in the same way that a human expert would from the recipient’s 
perspective. This is meant to be consistent with the third category of object mentioned in 
chapter 1 (Calo 2015). 
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with human expertise. Though the mentoring is not language-based in the traditional 

sense, it is directed at improving the robots’ performance beyond the rank of novice. 

As a result, Watson and the GDC are able to independently extract meaningful 

information from large sets of unstructured information, even in novel situations, in a 

way that human experts interpret as “correct”, or “incorrect”. This indicates that a sort of 

bi-directional communication is possible.49 When Watson correctly interprets the 

meaning of a subtle play on words in Jeopardy!, Watson is, in turn, communicating 

something more than just an answer. It is most often the correct answer to a question that 

would normally require a high degree of language-based expertise to generate. Moreover, 

Watson is able to deliver correct answers with a higher degree of success than the 

humans experts against whom it is playing. Thus, the weak form of mentoring and 

communication seems able to foster a high degree of ability in robots to function in tasks 

otherwise reserved for human experts. 

If it were the case that Watson or the GDC were operating according to highly 

deterministic and predictable programs with relatively constrained sets of inputs and 

outputs, then we might be more inclined to describe them merely as sophisticated tools 

rather than experts. But Watson and the GDC are able to achieve high degrees of 

something like “expertise” by acting on sets of rules (their programs) that underdetermine 

                                                
49 Again, consistent with the methodology I have adopted, I acknowledge that this is not 
communication in the intentional linguistic sense. Yet the human interacting with Watson 
could accomplish “teching” tasks as if communicating with Watson, could describe the 
activity as one involving communication with Watson, and so on. 
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their success. Thus, there is a critical descriptive gap to be filled if we are to explain how 

it is that Watson-like robots do what they do so well. Referencing the code alone won’t 

fill it; we must also reference the inputs, and the social “learning” context within which 

their abilities were developed over time, the practice involved in learning, and so on. 

Even then, the description will tend to underdetermine the robot’s abilities. Like human 

experts, I suggest that what fills that gap between the many details just described and 

Watson’s abilities is, in a weak sense, expert tacit knowledge. 

Rather than getting stuck on a requirement that experts must communicate 

verbally in a community of expertise, as Collins and Evans do, I suggest that a robot’s 

ability to function like human experts in certain tasks, unpredictably and underdetermined 

by any readily available description of its underlying programs, is enough to qualify it, if 

only in a weak sense, as an expert. Thus, I conclude that it makes sense to talk of expert 

robots. 

When would we call a robot an expert? Humans become experts when they are 

accepted into a community of human experts. According to Collins et al. (2006), this 

requires novices to pass Turing-like language tests to prove themselves. Take academic 

expertise as an example. Recognized experts (professors) interact with candidate experts 

(students) until such time as those recognized experts confer the status of expert (PhD) on 

the candidates. This requires the candidates to convince the recognized experts that they 

have reached the required level of proficiency in certain well-defined tasks (writing 

papers, arguing, evaluating other students, identifying important problems, and so on). 
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When there is strong evidence that the candidates are able to perform those tasks at an 

expert level, as defined by the relevant other experts, the students are seen as experts in 

their own right. 

Similarly, I suggest that a robot can be considered an expert when there is strong 

evidence it is capable of consistently performing a well defined set of tasks, tasks 

traditionally associated with human expertise, with results that are, on average, better 

than the average human expert. Thus, for example, a robot that consistently beats the best 

human Jeopardy! experts qualifies as an expert at Jeopardy!. Similarly, a robot that can 

operate a vehicle with a safety record that surpasses the average human driver by some 

(expertly agreed upon) predetermined amount qualifies, ceteris paribus, as an expert 

driver. 

One might argue that without the strong language component robots cannot 

qualify as experts in the same sense as human experts. This objection might be 

underscored by the fact that human experts can explain how they perform certain tasks 

whereas robots cannot, explanation being an important aspect of expertise.  

It is true that experts are regularly called upon to explain their decisions, so how 

could a robot function as an expert if it cannot provide coherent, language-based, 

explanations?  

For example, a doctor will often be asked by patients or other health professionals 

to explain why she is recommending a certain intervention. Explaining one’s beliefs is a 

common and important function that a doctor must perform in providing expert care. 
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However, as the discussion on underdetermination suggests, explanations tend to function 

more as examples, or markers of expertise, rather than as tests of expertise. In addition to 

offering up explanations of their decisions, doctors are experts by virtue of demonstrating 

an ability to make appropriate medical decisions, by having been trained as doctors for 

many years while working alongside other doctors, by maintaining and regularly 

upgrading skills, and so on. Explanations might be demonstrations of expertise, but they 

are only one among many elements that make up expertise. 

Interestingly, Watson was able to provide its own cursory explanations to the 

audience during its Jeopardy! stint. Watson was programmed to display its top three 

answer choices, ranked according to its “confidence” in each answer. Watson would only 

answer a question if its confidence in any one answer passed a predetermined threshold. 

Thus, in a weak sense, Watson was explaining its “reasoning” to the audience. 

Regardless, Watson’s expertise would not be primarily based on its ability to provide 

such explanations; its rate of success at performing particular tasks, and its ongoing 

ability to acquire and assimilate new knowledge would seem to do the heavy lifting 

where its expertise is concerned. Its explanations would act as a means of providing 

meaningful insight into the inner workings of its unpredictable algorithms, at best. Of 

course, the same could be said of human explanations. 

Still, the demand for detailed explanations will persist, especially when expert 

humans question expert robots’ decisions. In some cases we will have the luxury of time 

in which to assess Watson’s “explanations” for decisions that we question. Assessing 
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Watson’s cancer treatment predictions would perhaps be such a case. In other situations, 

such as operating fast-moving vehicles in complex traffic situations or choosing between 

alternative interventions in rapidly progressing illnesses, human experts might receive 

explanations, but may not be able to evaluate them in the time required to make a 

decision. I examine those cases in more detail below. 

3.2.4 What Is Gained by Calling A Robot an Expert? 

I have argued that describing Watson-like robots as if they are experts, more and more, 

involves a descriptive accuracy that other descriptors simply lack. Alternatively, we 

could ignore the similarities between Watson and human experts, and call Watson a mere 

tool; a very sophisticated toaster (Richards & Smart 2015). But the many ways in which 

Watson surprises its designers with unpredictability, the extent to which Watson’s code 

underdetermines its behaviour, and the complexity and “humanness” of the tasks it 

successfully performs, set Watson and other robots like it apart from mere tools. So much 

so that we might feel more comfortable, even morally compelled, to delegate to such 

robots tasks traditionally carried out only by human experts. Relinquishing control and 

coming to rely on robots instead of humans, I speculate, might change the social meaning 

attached to our interactions and relations to these machines. It might one day result in our 

adoption of a different kind of language—especially if we are interested in getting the 

description right; the facts may buck, and so we may find ourselves unsaddled from more 

familiar talk of machines as mere tools. At the very least, as Ryan Calo suggests, we 

might consider these and other kinds of robots in a regulatory category apart from other 
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tool-like machines, owing to the unique characteristics they possess (Calo 2015). As I 

explained in chapter 1, some argue that we ought to recognize a whole new ontological 

category for robots—not quite tools, not quite moral agents (Kahn et al. 2011). Indeed, 

future Watson-like robots will likely display sophisticated expert-like characteristics, 

such that dropping anthropomorphisms in favour of mere tool-talk in reference to them 

may require its own justification. As they become more sophisticated, Watson’s 

descendants will only broaden the behavioural gap between mere tools and themselves, 

making it ever more difficult to find comfort in tool-talk when describing them. 

Although I am not proposing that Watson ought to be considered exactly the same 

as human experts, critics of my view might ask: what is gained by describing future 

Watson-like robots as experts rather than mere tools? To this I respond by reiterating that 

we realize a philosophical gain, in that our descriptive account hits the mark in a way that 

tool-talk does not. Even with today’s robots—to describe Watson as being like an expert 

at Jeopardy! is to account for both its unique abilities and its social meaning in the 

context of playing Jeopardy! Yes, Watson was designed and programmed by humans. 

But Kerr and I (2015) argue that Watson played a unique role, quite independently of its 

designers, in winning the game. 

As discussed below, I recognize that a shift towards treating robots as experts 

could at the same time impact standard determinations of responsibility. This is 

something that regulators and policy makers should be aware of as we continue to 

delegate more and more human decision-making to machines. While it may be true that 
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treating robots as though they were experts is, by today’s standards, a kind of fiction, 

what if tomorrow’s robots shift those standards? Should we, as Wittgenstein famously 

pondered (in another context), stay in the saddle no matter how much the facts buck?  

Tool-talk reduces Watson-like robots to something quite other than what they are; 

it strips them of a legitimate descriptive richness in order to fit them into comfortable 

metaphors consistent with established philosophical categories even though those 

categories may one day soon no longer seem fitting. In fact, referring to Watson-like 

robots as mere tools, as we are driven further down the road of automation, could 

resemble fiction. Although speculative, it is important to see that tool-talk could 

complicate the governance of robotics (Jones & Millar forthcoming). As I have argued so 

far in this dissertation, tool-talk certainly complicates our practical ethics (Millar 2015a). 

To talk of tools in reference to tomorrow’s Watsons may be to sacrifice accuracy for 

tradition, precision for comfortable metaphor. 

3.2.5 The Normative Pull of Evidence 

What specific effect could the prospect of expert robots have on the problem of legitimate 

delegation? As I have defined them, we can consider a robot an expert only once there 

exists strong evidence that the robot is capable of consistently performing a well defined 

set of tasks, tasks traditionally associated with human expertise, with results that are, on 

average, better than the average human expert. It stands to reason that if a robot is better 

at a particular set of tasks than the average human expert, we are faced with the decision 

whether or not to delegate those tasks to it in actual practice. Of course, that could mean 
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relinquishing control to the robot, especially for time-sensitive tasks where a thorough 

review of the robot’s decision is unfeasible (e.g. driving a car in busy traffic or 

attempting CPR if a life-threatening cardiac rhythm is detected). 

The central argument in support of delegating decision-making to expert robots 

comes from an understanding of evidence-based practice, which has become the gold 

standard of practice in health care, policymaking, and other fields of expertise (Sackett et 

al. 1996). Generally speaking, according to evidence-based practice, if there is good 

evidence to suggest that a particular action produces the most favorable outcomes, then 

that action is the most justifiable one. In health care, for example, evidence-based 

medicine is “the conscientious, explicit, and judicious use of current best evidence in 

making decisions about the care of individual patients” (Sackett 1996). A good evidence-

based decision is therefore one that combines the individual expertise of the clinician 

with the “best available external clinical evidence from systematic research” (Sackett 

1996). The underlying rationale for adopting evidence-based practice has to do with the 

normative pull of evidence which, for the most part, is self-evident: if the best available 

evidence suggests that option X is the most likely to produce desirable outcomes, then 

one ought to pursue option X. Indeed, the normative pull of evidence is such that to 

ignore the best available evidence would seem to beg questions about an individual’s 

expertise.  

Robots like Watson are meant to exemplify, and amplify, the model of evidence-

based practice. Watson was designed specifically to overcome cognitive and time related 
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limitations that humans suffer with respect to accessing, reading, understanding and 

incorporating evidence into their expert practice (IBM 2011). There is simply too much 

information for humans reasonably to digest, and the situation worsens as the rate of 

evidence production increases. It is significant to recognize that from a normative 

perspective, evidence suggesting a Watson-like robot can perform better at certain well-

defined tasks than a human expert, is also evidence that delegating certain decision-

making authority to a Watson-like robot is a better way of doing evidence-based 

practice.50 

Keeping the normative pull of evidence in mind, the normative implications of 

expert robots become clearer. Once there are expert robots, it will be easier to argue in 

some instances that they ought to be used to their full potential, because the evidence will 

suggest that in those instances they will, on average, deliver better results than human 

experts. It will likewise be harder to argue that they ought not to be used to their full 

potential. That is, the normative pull of evidence will provide a strong justification for 

our delegating authority over expert decision-making to expert robots in the same way 

that it suggests pharmacists ought to recommend acetaminophen in response to a high 

fever, rather than some other, less effective medication. Moreover, the normative pull of 

evidence will make it harder to choose not to relinquish control to expert robots in such 

                                                
50 Of course, this claim becomes complicated once Watson’s operations transcend human 
comprehension, at which point the only evidence is success of outcome since we no 
longer understand Watson’s decision-making process well enough to see it as evidence-
based. 
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cases, since evidence would suggest that keeping humans in control would increase the 

likelihood of undesirable outcomes. 

3.2.6 Co-Robotics 

The normative pull of evidence suggests that expert robots, when they emerge, should be 

considered sources of particular decision-making authority, not merely sources of 

supporting knowledge to be taken into account by human experts. With respect to those 

tasks at which they are most expert, robots will tend to deliver the most desirable 

outcomes as measurable by relatively objective standards associated with that domain of 

expertise. Of course, once expert robots emerge, we should not expect a rapid transition 

from human decision-making authority to robot authority, regardless of how “expert” any 

particular system is proven to be. Normative pull notwithstanding, humans are likely to 

want to remain in the saddle. But, as I have suggested, at some point it will be difficult to 

justify refusing to delegate at least some decision-making to the technology. In the 

following sections I evaluate several scenarios in which I cast both robot and human 

experts, in order to tease out the ethical difficulties of keeping humans in control of 

decision-making once we go down the path of expert robots. 

In many situations human experts will find themselves working alongside their 

robot counterparts, perhaps to complement the robots’ expertise with areas of expertise 

that remain dominated by humans. Early on, it may even be necessary to keep humans in 
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the loop as a kind of fail-safe to prevent egregious robot errors from occurring.51 Ian Kerr 

and I (2015) refer to these situations, in which human and expert robots work alongside, 

as co-robotics. In co-robotics it is easy to imagine that human experts will, on occasion, 

disagree with the decisions made by the expert robot. Cases of disagreement between 

robot and human experts pose interesting situations from which to evaluate questions 

about which expert has legitimate decision-making authority. Cases of disagreement will 

naturally amplify our (human) concerns over whether or not we ought to relinquish 

control by delegating certain decisions to the machines. 

Certain cases of disagreement will provide the time necessary for human experts 

to gather, understand the sources of disagreement, and make decisions based on an 

examination of the underlying rationales (both robot52 and human) that resulted in the 

divergent expert opinions. Those cases will be relatively unproblematic. 

Other cases will be less accommodating. As I have mentioned, cases that are 

time-sensitive—critical emergency room admissions, perhaps, or cases where SDCs need 

to make split-second decisions about how best to navigate rapidly evolving traffic 

situations—might afford human experts the time to disagree with the robot, but little or 

no time to evaluate the underlying rationales to come to anything resembling a 

meaningful conclusion about the sources of disagreement. In short, the human expert 

                                                
51 One can only imagine the kind of tragedy that might ensure if Dr. Watson made similar 
egregious errors of the sort that the Jeopardy!-playing Watson made during its match. 
(Watson famously referred to Toronto as a U.S. airport.) The nature of egregious robot 
errors is dealt with more fully below. 
52 Recall Watson’s ability to provide a rationale to underpin its confidence in answers. 
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might have time to disagree with the expert robot, but not have time to develop a clear 

justification for choosing one underlying rationale over the other. Coupled with our 

knowledge of the evidence in favour of delegating authority to expert robots, these cases 

will challenge our intuitions about whether or not to relinquish control to them. 

One could object that I am going over familiar ground here, that we already 

experience cases in which computers make mistakes (they are called bugs, or 

malfunctions). In such cases we are clearly justified in letting human experts override 

buggy, or malfunctioning, computers. In the cases of disagreement between Watson-like 

expert robots and human experts that I am concerned with, however, there is no clear 

malfunction: no mistaking Toronto’s Pearson International Airport for a U.S. airport. I 

am interested in examining cases of expert disagreement.53 Those are cases where, for 

example, Watson makes an expert recommendation, and the human expert makes a 

different one. They are cases of two experts disagreeing with one another. Though I 

recognize there will be cases where robot and human experts disagree, and where one 

will be in clear error, for the sake of this argument I am trying to focus on cases of 

genuine expert disagreement, where we can assume there are competing rationales, rather 

than one rationale and one relatively straightforward case of error.54 

                                                
53 Recall, I have stipulated for this section that Watson is an expert robot. 
54 It is worth noting that even in cases where a post hoc examination ends up revealing a 
critical error in the rationale underpinning an expert robot’s decision, there may be no 
clear fix to the software, no obvious bug to eliminate. This is because the outcomes of 
Watson-like computers are unpredictable, and might not necessarily be linked to logic 
errors in the underlying program. The algorithms leading to the error in “reasoning” (in 
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It may be the case someday that expert robots are able to articulate rationales that, 

upon close examination even by a panel of human experts, result in a lingering 

disagreement between human and expert robots. In other words, it may someday be the 

case that robot and human experts disagree in much the same way that human experts are 

able to disagree with one another. Such cases, I think, will only act to make the question 

of when to relinquish control more pressing. This is because they will present cases 

where time-sensitivity plays little or no role in underscoring the nature of the 

disagreement. But until robots and humans can genuinely disagree, cases in which time-

sensitive decisions must be made approximate genuine expert disagreement quite well, as 

they are cases where decisions cannot be made based on a deeper understanding of the 

rationales underpinning any one expert suggestion. 

In order to further illustrate the kinds of cases that matter the most, and to guide a 

more nuanced discussion of the normative pull of evidence-based practice in time-

sensitive decision-making, let us consider four possible decision-making scenarios. In 

each of the cases I describe I have an expert robot working alongside a human expert—a 

case of co-robotics. Two of the cases are relatively unproblematic in terms of both their 

                                                                                                                                            

the weak sense) might be performing well, despite the occasional error in the output. It is 
quite possible that programmers would be reluctant to change any of the code for fear of 
causing some other problem with the expert robot’s performance. These might be thought 
of as cases of robot “inexperience”, similar to the kinds that human experts encounter 
when dealing with novel situations within their scope of expertise. Correcting such errors 
might require human experts to “train” the problematic behavior out of the robot, much 
like they would a mistaken human. The difference between this kind of scenario and 
buggy code might seem subtle, but it is non-trivial. 
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features and their outcomes, so I dispense of them first. In the first case, we have an 

expert robot and a human expert both suggesting an action that produces a “desirable” 

outcome, while in the second case both experts suggest an action that produces an 

“undesirable” outcome. Unanimous decisions resulting in desirable outcomes are of little 

of interest in this discussion. Similarly, unanimous decisions producing undesirable 

outcomes would generate little controversy of interest, as the human would appear at 

least as blameworthy as the robot. 

Two other cases are not so straightforward. Both types describe cases of 

disagreement between an expert robot and a human expert. I suggest that cases of 

disagreement are good ones to focus on, because they draw questions of delegation, 

relinquishment and responsibility into sharper focus: when robot experts and human 

experts disagree, to which should we delegate decision-making authority, and at what 

point are we justified in delegating (or relinquishing) control to the machines, if ever? In 

each of these two cases, the outcome will differ depending on which expert’s suggestion 

is ultimately adopted. 

3.2.6.1 When Expert Robots Get It “Right” 

Consider a case in which an expert robot suggests an action that would produce a 

desirable outcome, while a human expert, contradicting the robot, suggests an action that 

would produce an undesirable outcome. With Watson, such a case of disagreement could 

be one in which Watson gets a time-sensitive diagnosis correct, while a human expert 

does not. With driverless cars, one could imagine a situation where the car makes a 
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decision that would ultimately avoid an accident, whereas the human driver, if he were in 

control of the vehicle, would act in a way to cause (or prevent from avoiding) that 

accident. The outcome of this type of case—desirable or undesirable—depends on which 

expert’s judgment is considered authoritative. 

If the expert robot is granted decision-making authority, then all is well, the 

patient gets the intervention that saves her life, the car and driver avoid the accident, and 

we have a bit of anecdotal evidence bolstering the empirical evidence that our robot is, 

indeed, an expert. We can say that in these cases, relative to the human the expert robot 

“gets it right”. 

It is possible that a person might raise concerns about the route by which the desirable 

outcome was obtained. For example, a patient might question the human expert’s 

decision to delegate to the robot and “trust the machine”. But faced with such a challenge 

the human expert would have a standard, evidence-based, justification for his actions: 

“There’s good evidence to suggest that Watson produces better outcomes than does his 

average human counterpart, so I leave the decision to Watson.” 

A human expert would likely have a harder time explaining his own expert 

judgment in this case, especially because it would have resulted in an undesirable 

outcome had the human expert been considered authoritative. A patient could quite 

reasonably ask why the human’s judgment differed from the robot’s, and might further 

question the human expert’s credibility. It is also likely that if the human expert were 

granted decision-making authority, resulting in, say, a misdiagnosis or car crash, 
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legitimate demands for explanations and justifications would be swift. In such a case no 

evidence-based justification (like the one available in the previous case) would be 

available. A decision to grant human experts authority over expert robots (i.e. experts that 

evidence suggests are better than humans at getting that particular job done) would seem 

to run contrary to evidence-based decision-making, a fact that would feature large in the 

ensuing debate. Reasonable demands for justification could be made on whichever 

individual(s) decided to grant human experts authority over expert robots, demands that 

would be difficult to meet. 

What justification would be available for granting human expert decision-making 

authority over expert robots? It might be argued that it is possible to anticipate certain 

cases where it would be obvious to human experts that there is good evidence 

contradicting the expert robot’s “opinion”. For example, one might anticipate cases 

where an emergency room physician considers the expert robot’s judgment and decides 

that it contradicts certain evidence that he has, and that he considers “clearly” the better 

evidence upon which to base a judgment. It could be the case that the robot was in clear 

error, as was Watson when he referred to Toronto as a U.S. airport. The alternative is that 

we have a straightforward case of expert disagreement, in which we have one expert 

judgment that is contrary to another expert judgment, both of which are evidence-based, 

with some underlying rationale. However, both types of disagreement—errors and expert 

disagreements—are going to feature experts who believe they have good reasons 

(perhaps evidence) that seem “obviously” to support their judgments. Without some 
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overriding consideration upon which to base a decision, the claim that one expert’s 

opinion is “clearly” the right one is of little help in deciding which judgment to act on. 

Unless there is good reason, for example, to think that one of the experts has a tendency 

to produce desirable outcomes more consistently than the other (say we have a senior 

staff physician disagreeing with a physician that is far less experienced), then each 

expert’s opinion could reasonably be considered as “clearly” authoritative as the other. 

But in cases of “equivalent expert” disagreement, that is, cases with no clear overriding 

considerations, we might say of an undesirable outcome that it was a simple fact of the 

complexities of expert collaboration, say in the practice of medicine, where expert 

disagreements are common and outcomes are often uncertain. 

Owing to the evidence in their favor (stipulated by definition), it is more 

appropriate to think of expert robots as above average in their ability to make decisions 

that will produce desirable outcomes. Indeed, that is how I have defined them. This 

suggests that granting a general decision-making authority to human experts will be 

problematic once expert robots are properly on the scene. It might seem justifiable to 

grant “override” authority to human experts in situations where there appears to be 

“clear” evidence contradicting the expert robot’s judgment, but even this would be 

contra-evidence-based. Furthermore, it would beg important questions about what weight 

ought to be placed on claims of “clear” evidence, based on the features of human-human 

expert disagreements. Expert disagreements tend to be characterized by a lack, rather 

than excess of clarity. 
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3.2.6.2 When Expert Robots Get It “Wrong” 

Cases of disagreement of this sort differ from the previous cases in that the expert robot is 

now suggesting an action that would result in an undesirable outcome, whereas the 

human expert is suggesting an action that would result in a desirable outcome. The 

possibility of these cases of disagreement can produce curious reactions. Wallach & 

Allen (2009) suggest we might hold robots to higher standards than human experts, 

perhaps because of the fear that humans could be “overridden” by “mistaken” robots. 

Thus, an evidence-based decision to grant expert robots decision-making authority could 

appear problematic because of the mere fear that a machine, rather than human, might 

“get it wrong”. Granting a blanket decision-making authority to expert robots that we 

know will occasionally err (though, by definition with less frequency than humans) 

could, quite predictably, raise the ire of individuals negatively affected by an undesirable 

outcome. Perhaps, as Wallach & Allen suggest, we are more willing to accept an 

undesirable outcome that is the result of a “mistaken” human expert, than the same 

outcome that was robot generated.55 Though that may be the case, the question remains: 

Would we be justified in granting human experts decision-making authority over expert 

robots just because of worries that the expert robot might produce an undesirable 

outcome? 

                                                
55 My decision to define expert robots in such a way that they must produce results the 
are on average better than the average human expert takes into account the kind of 
concern Wallach & Allen (2009) have in mind. 
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I think not. Undesirable outcomes stemming from a “mistaken” expert robot could 

be justified with an appeal to evidence. That fact cannot be overstated (despite my best 

efforts). Prior to knowing the outcome, the kinds of disagreements between human and 

robot experts that we are focusing on here are very similar in their features: each is a case 

of expert disagreement in which a time-sensitive decision must be made.56 A decision to 

grant human experts blanket decision-making authority over expert robots would be to 

treat the expert robots on par with human experts, despite the existence of evidence that 

they are more likely than humans to produce desirable outcomes. 

What could be said about a decision to grant decision-making to a human expert 

in a case where the robot “gets it wrong”? Would such a decision not indicate that there 

are sometimes benefits to overriding expert robots? It would certainly seem to do just 

that. But the occasional benefit ought not to trump solid evidence-based reasoning. The 

problem is this: cases of disagreement where the human expert turns out to be right could 

be legitimate examples of human expertise outperforming robot expertise in that case, but 

if one accepts the normative pull of evidence-based practice, then they are always cases 

of moral luck (Williams 1981; Nagel 1979). Evidence-based practice suggests that we 

ought to act according to the best available evidence, and in cases of robot-human expert 

disagreement, that means we ought (ethically) to delegate decision-making authority to 

                                                
56 As I have said, I readily acknowledge that some cases of disagreement will arise 
because either the robot or human is simply mistaken, perhaps “obviously” so. But these 
cases will be difficult to identify in the moment, and will be normatively colored by the 
evidence in the robot’s corner. 
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the robots when we know that they outperform human experts. Cases in which human 

experts override expert robot decisions are, ceteris paribus, ethically problematic. That 

on occasion a human expert might override an expert robot’s decision and produce 

desirable outcomes does not provide any systematic criterion for generating the best 

outcomes. Evidence-based practice, on the other hand, is meant to accomplish just that. It 

is only by post hoc analysis of cases of disagreement (or any case involving co-robotics 

involving expert robots) that we can assess the competing possibilities relative to one 

another. Prior to the outcome, that is, at the time when we are forced to make time-

sensitive decisions, both choices look identical—there is no systematic overriding 

consideration upon which to base a decision other than the expert robot’s evidence-based 

track record. When moral luck is the distinguishing factor between cases where humans 

override an expert robot and produce desirable outcomes, and cases where overriding the 

robot produces undesirable outcomes, we cannot systematically justify overriding an 

expert robot’s decision. 

Of course, one could bite the bullet and try to justify undesirable outcomes that 

are the result of overriding expert robot decisions. But that would require an additional 

argument against the normative pull of evidence-based practice. I suspect such an 

argument would be difficult to produce. It would have the same flavor as justifying the 

use of medication A over medication B, in a time-sensitive situation, despite having 

evidence that medication B would likely produce more desirable outcomes. True, things 

might turn out all right, but that is no justification for the decision. 
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Having carefully analyzed core instances of human-expert robot disagreement, I 

conclude that it is not difficult to imagine a smooth and simple logic that would lead a 

society like ours to delegate increasingly complex expert decision-making to robots. As I 

have tried to demonstrate, the logic that leads us from here to there is neither 

revolutionary nor radical. These cases likewise illustrate possible reasons in favour of 

relinquishing significant levels of control to those robots. Thus, when it comes to 

delegating expert decision-making to expert robots, we can say designers have legitimate 

moral authority to do so. 

3.3 The Limits of Expertise 

Understanding the moral contours of delegation, then, involves understanding the moral 

contours of legitimate expert decision-making. As a rough guidepost in this nascent area 

of moral inquiry, we can say that designers can delegate to the extent that the resulting 

artefactual moral proxy functions like an expert robot. That is, so long as the decisions 

that the technology is making independent of user input are the kinds of decisions that a 

relevant expert would make, then the delegation embeds norms of expert decision-

making that can be gauged by reference to the relevant expertise. From a design 

perspective, this kind of unilateral delegation is morally legitimate. If the delegation 

strays too far outside of what would normally be considered within the legitimate 

decision-making domain of those kinds of experts, then the delegation will suffer a lack 

of legitimacy. 
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Consider the ICD example as an illustration of the limits of legitimate expert 

decision-making. When designing an ICD, engineers can look to physicians and other 

healthcare experts (e.g. nurses) in order to determine which kinds of decisions fall within 

their legitimate scope of practice. Healthcare experts typically make decisions about such 

things as whether or not to interpret a cardiac rhythm as life threatening, how many 

attempts at cardiopulmonary resuscitation (CPR) to make prior to discontinuing CPR, 

what voltage levels to use when attempting to shock the heart back to a normal rhythm, 

and so on. Decisions about such matters tend to be, indeed should be, evidence-based and 

generally agreed upon within particular domains of expertise, in this case those domains 

overlapping with cardiovascular medicine. Thus there exists a relatively objective set of 

standards against which to measure design decisions when automating the process of 

detecting and administering CPR via an ICD. 

But, as was discussed, healthcare experts typically do not make decisions about 

whether or not to attempt CPR in the first place, except under very specific emergency 

circumstances. The moral contours of healthcare expertise is such that healthcare 

professionals’ legitimate moral authority is limited when it comes to decision-making 

about whether or not to apply particular medical interventions to particular patients. Thus, 

the state of an on/off switch that activates or deactivates the ICD is less a matter of 

expertise and much more a matter of individual autonomy. 

Self-driving cars provide similar examples. Automotive engineers and car 

designers, who are experts in the design of automobiles, are well within their legitimate 
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moral authority to make decisions on all sorts of technical and automation issues. They 

can legitimately decide how to delegate the process of braking including how best to 

implement anti-lock braking algorithms into a vehicle. They can legitimately decide 

whether and how to include a collision avoidance system into vehicles that sounds an 

alarm when a collision is deemed imminent. They can design “black-box” technologies 

into vehicles that monitor and collect a host of data about the vehicle, including GPS 

coordinates, speed, braking force, accelerator position and even driver/passenger voices. 

Engineers can legitimately make these decisions because they can be measured against a 

relatively objective and agreed-upon set of evidence-based standards among automotive 

engineers—there exists evidence that can be used to determine which antilock braking 

design performs well, by engineering and other safety standards. 

However, automotive engineers stray beyond their expertise and subject users to 

problematic paternalistic relationships if they unilaterally decide to program answers to 

tunnel-like problems into autonomous vehicles, or if they unilaterally decide to 

automatically transmit black-box data to third parties. To my knowledge, there is no 

objective standard by which to gauge one outcome of the tunnel problem morally 

superior to the other that would not involve a robust process of informed consent with 

each user. Likewise, I do not know of any objective standard that exists among car 

designers (barring local laws or regulations to do so) that would grant them the legitimate 

moral authority to make decisions about transmitting black-box data to third parties that 

would not involve a robust informed consent process with each user. These decisions do 



 

 

 

146 

not fall within the domain of car design expertise; technical expertise does not extend 

unproblematically to moral matters in engineering any more than it does in healthcare. 

Another way of thinking about the limits of legitimate expert decision-making is 

to say that an important part of being an expert, in any knowledge domain, is knowing 

which kinds of decisions require you ethically to seek input from others. An important 

part of healthcare expertise, for example, is recognizing what kind of decisions a 

healthcare expert can legitimately obfuscate from patients, and what kind of decisions she 

cannot. Healthcare experts can unilaterally make the decision to use a particular brand of 

IV pump when delivering chemotherapy, even if the brand is one that a patient receiving 

the chemotherapy is morally opposed to for some reason or other (for example the 

manufacturer might be morally reprehensible in its environmental practices). A decision 

of this sort can legitimately be obfuscated from the patient. Healthcare experts, on the 

other hand, cannot unilaterally make decisions to initiate a chemotherapy intervention in 

response to a cancer diagnosis; healthcare experts recognize that as a decision that must 

be explicitly endorsed by the patient. 

Knowing which decisions can and cannot be legitimately obfuscated from users 

requires negotiation. This is because the boundary between decisions that can and cannot 

reasonably be said to fall legitimately within a domain of expertise is blurred. The history 

of paternalism in healthcare that I described in chapter 1 is evidence that the boundary is 

neither static nor clear. Locating that boundary within any domain of expertise requires a 
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rigorous ethical investigation, and it requires a dialogue among experts and others who 

are directly or indirectly affected by the activities of those experts. 

What I am suggesting here, by reference to expertise, is that a good place to start 

drawing boundaries is wherever we see that there are relatively objective expertise-based 

standards that can be used to delineate legitimate decision-making authority. As Collins 

& Evans argue, despite the fact that boundaries are negotiated, expertise is a good place 

to look for defining legitimate decision-making authority (Collins & Evans 2007). 

At the same time, there are domains of expertise, such as design and engineering, 

where the problem of legitimate delegation does not have as sophisticated a history of 

inquiry as it does in, for example, healthcare. Borrowing from analogous moral situations 

in healthcare, as I do in this dissertation, allows us to get a jump on the problem of 

legitimate delegation in other domains of expertise. It also allows us to question what 

kinds of evidence could count as objective in the sense required for sorting out legitimate 

delegation. 

3.3.1 Respecting Democratic, Legal, and Other Publicly Constituted Sources of 

Legitimacy 

Looking to expertise is merely a starting point when sorting out legitimate delegation. As 

some STS scholars have argued, publics often have legitimate claims to decision-making 

authority, or, at the very least, their input is required either directly or through some 

democratic, legitimizing, process (Jasanoff 2003; Wynne 2003, 1989). This is because 

expertise can be deceiving in its appearances of internal agreement. Expert disagreements 
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are often settled by appeal to evidence and expertise-based problem solving, but are 

sometimes settled by highly contingent processes that include politicized decision-

making, partial perspectives, self-interest and bias. As such, including public input in the 

decision-making process can add legitimacy to an already politicized “expert-centric” 

process (Chilvers 2008; Irwin 2008; Futrell 2003; Kitcher 2001; Wynne 1989; Haraway 

1988). To ignore public interests runs the risk of placing too much unwarranted authority 

in experts who are not always making expertise-based decisions. 

Though it is beyond the scope of this dissertation to examine the many ways that 

one can engage publics in what would otherwise be considered expertise-based decision-

making, I raise the point to emphasize that experts and individuals are not the only 

sources of legitimacy where delegation is concerned. In fact, it could be the case that 

many instances of delegation that seem to require individual input could be solved by an 

appeal to democratic processes. By engaging in public discourse as a means of decision-

making, individual perspectives can be tested and incorporated into broadly publicized 

decisions about how to delegate certain behaviours to artefacts (e.g. the decision to 

design an SDC to swerve this way or that in response to a tunnel like problem). By 

publicizing decisions individuals are better positioned to make informed choices about 

the technologies they use—their autonomy is bolstered. Thus, public engagement can 

help to solve the problem of legitimate delegation. 

3.3.2 The Role of Evidence in Justifying Delegation 
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There is a long tradition in moral philosophy of discounting community norms or 

common opinions as bases for determining what actions are right and wrong. By way of a 

standard example, we can say that just because it is true that some people endorse slavery 

does not mean that slavery ought to be practiced by anyone. Evidence of slavery does not 

in and of itself underwrite the morality of slavery. This distinction, between things that 

are and things that ought to be, is often referred to as the is-ought distinction, or Hume’s 

Guillotine, since it was famously introduced by David Hume (n.d.). According to Hume, 

if a set of premises is expressed in terms of is, we cannot properly deduce an ought 

judgment from those premises. Is statements and ought statements, he argued, are just 

different types of statements, and the argumentative gap between an is and an ought is 

wide. Indeed, according to Hume it is impenetrable. 

The is-ought distinction raises problems for experts who would hope to use 

expertly gathered evidence of a widespread ethical preference as a means for claiming 

moral decision-making authority. But unlike antilock braking systems and intravenous 

pumps that can be tested empirically for their efficacy, against both quantitative and 

qualitative standards, options in tough moral dilemmas like the tunnel problem cannot. 

Even strong evidence, for example a poll suggesting that a majority of people would 

choose to continue straight if their SDC encountered a tunnel problem scenario, would 

not provide designers with the legitimate moral authority to judge that all SDCs ought to 

continue straight in such scenarios. Even a 100% response rate in favour of continuing 

straight would not justify the claim to moral decision-making authority for the simple 
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reason that the empirical evidence cannot support the move to an ought statement. The is-

ought distinction demonstrates that there is no clear standard of evidence for deciding 

how to act in tough moral situations. 

Despite this philosophical barrier to using evidence to solve moral dilemmas, 

some engineers are currently attempting just that. The Open Roboethics Initiative (ORi) 

consists of a group of roboticists who recognize the significant ethical challenges (such as 

the tunnel problem) posed by robotics, artificial intelligence and other and automation 

technologies. Faced with those challenges they devised a project that would 

“crowdsource” answers to problems in robot ethics in an attempt to determine the right 

way forward when designing certain robot features (Moon et al. 2012). For example, in a 

recently conducted poll the ORi posed the tunnel problem to participants, who were then 

asked to indicate which decision they would make: “continue straight and kill the child”, 

or “swerve and kill the passenger (you)” (Open Roboethics Initiative 2014a; 2014b). A 

full 36% of respondents indicated that they would prefer to sacrifice themselves rather 

than kill the child, meaning a respectable majority, 64% of respondents, seem to prefer 

the idea of continuing straight (the child is, according to the tunnel problem, errant in the 

scenario). 

What, if anything, does this data tell us about legitimate decision-making authority? 

Even if we put aside important questions about the validity of the study and 

assume hypothetically that the results are representative of the full population of drivers, 

the results do not bolster designers’ decision-making authority with respect to tunnel 
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problems. A majority preference does not translate into a morally better design choice—

it merely indicates that there exists a majority preference on a tough moral question. That 

is the gist of the is-ought distinction, which acts in this case to demonstrate just how 

insufficient empirical evidence is for supporting certain normative claims. 

This is not to say that evidence will never support one moral choice over another. 

I have argued that a proportional approach to proxy analysis might be helpful to further 

sort out which acts of delegation require user input and which do not. It might be the case 

that evidence will be helpful in sorting out design decisions in trivial or borderline cases 

where designers are deemed to have sufficient moral decision-making authority. In such 

cases, evidence could be used to guide decisions because the moral stakes are relatively 

low. 

Thus, it may be the case that evidence is useful for deciding on some cases of 

delegation, but it is certainly not useful for all cases. 

3.3.3 The Limits of Legitimate Delegation: Hard Cases 

I have so far sketched a taxonomy of delegation that identifies (roughly) a class of 

legitimate delegation, namely delegation in cases where an appeal to relatively objective, 

expertise-based decision-making can be made to ground design decisions. I turn now to 

those cases of delegation that are morally problematic, in which designers do not appear 

to have legitimate moral decision-making authority with respect to that delegation. 

Though not without its challenges, the problem of legitimate delegation is 

relatively straightforward in healthcare. Generally speaking, when a treatment decision or 
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any decision involving doing something to a patient’s body must be made, we accept that 

only the patient has the legitimate moral authority to make that decision. This is the 

upshot of a long tradition of inquiry into medical ethics (Jonsen 2008; Jonsen 1998; 

Jonsen 1990). Individual patient autonomy respected through informed consent 

requirements has been codified in the laws, regulations and best practices surrounding 

healthcare. Since most medical decision-making involving treatment will likely involve 

the patient’s body in some way, and this seems a relatively unproblematic assumption to 

make, informed consent has become the default mode of operation in patient care. 

The same assumption cannot be made when we consider delegation in the design 

of technology generally. It may turn out that most delegation will not implicate the user’s 

body (or any body for that matter) in the sense that is ethically relevant to healthcare 

decision-making, whatever that may be. Thus, ICDs and the Tunnel Problem might be 

helpful in setting up the analogy with healthcare because they share that body-oriented 

feature, but they might also turn out to be rare examples that offer the strongest, but least 

intuitively generalizable, parallels with healthcare. If there is a general claim to be made 

about a kind of delegation that poses a problem for designers’ legitimate decision-making 

authority, body-oriented implications might be too narrow a feature for saying anything 

interesting about delegation in the design room generally. 

There is, however, another way of characterizing tough moral decisions like that 

posed in the Tunnel Problem, that captures much of the ethically relevant sense of body-

oriented decisions and allows us to generalize over a broader, yet still relatively well-
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defined set of delegation contexts. The characterization that is useful is to talk of these 

decisions as hard cases, ones in which someone is asked to make hard choices (Chang 

2012; Chang 2002). 

In hard cases, according to Chang, there is no obvious way in which one choice is 

better than another tout court (Chang 2002. 659). The reason is that each of the choices 

involves particular considerations that are useful in evaluating that choice, but the 

considerations are not shared by all of the other choices. In the Tunnel Problem, for 

example, you might consider the horror of sacrificing a child and watching it die in 

evaluating the one choice, while the alternative choice has you considering the weight of 

your own death and the impact it might have on your family. Though we might agree on 

the relevant considerations for each choice, in hard cases like the Tunnel Problem “it 

seems all we can say is that the one alternative is better with respect to some of those 

considerations while the other is better in others, but it seems there is no truth about how 

they compare all things considered” (Chang 2002, 659).  

The set of hard cases, therefore, includes the kinds of tough moral cases common 

to healthcare, especially those that have implications for the patient’s body. Deciding 

whether or not to receive CPR at a very advanced age involves two outcomes with 

identifiable yet disparate considerations. On the one hand, one must consider the short-

term effects of CPR—pain and suffering—as well as the likelihood of survival and the 

quality of life one would have following the procedure. On the other hand one must 

consider the relatively painless death that would occur in the absence of lifesaving 
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attempts, the inevitability of death, and so on. Because of the nature of the considerations 

that are relevant to each choice, neither choice is better than the other, and they are not 

equal, rather they are “on a par” with one another (Chang 2012, Chang 2002). 

However, the set of hard cases is not limited to those choice contexts involving 

bodily implications. As Chang illuminates, hard cases could involve choosing between a 

career as a philosopher and a career as a lawyer, or choosing between using your bonus to 

buy a new car and donating it to charity. Like the hard cases with bodily implications, 

these hard cases seem ethically to require input from the person to whom they are 

personal decisions. Similar to the healthcare context, in these choice contexts it would 

seem morally problematic to make either of these decisions on behalf of the person. It 

would be ethically problematic, for example, to delegate the decision to an algorithm. 

Some hard cases, at the very least, seem ethically to require explicit input from a specific 

person, if the decisions they entail are to be made legitimately. We might call these 

personal hard cases. 

Other hard cases will appear relatively impersonal, even trivial, in comparison. 

For example, an engineer might be faced with choosing between two equally priced parts, 

A and B, either of which would be technically adequate for her design. Imagine, 

however, that part A is made by a company that also owns and operates oil-drilling 

platforms in environmentally sensitive geographical regions, while the CEO of the 

company that manufactures part B is under investigation for serious allegations of sexual 

harassment in the workplace. This choice, though hard, could be less of a problem for 
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autonomy, and thus could fall into a category where the decision to delegate would be 

deemed morally legitimate. An algorithm designed to pick randomly between A and B in 

this case might not raise any moral concern, even if it bothers the engineer who would 

otherwise have made the decision. We might call these impersonal hard cases. 

Thinking in terms of hard cases we can begin to refine the taxonomy of 

delegation. Within the set of hard cases we find those involving body-oriented decisions 

like those I have discussed at length.  These I refer to as hard cases with personal 

implications, and they are the cases in which designers of technology have the least claim 

to legitimate moral decision-making authority. Designers wishing to delegate decisions in 

relatively impersonal hard cases will have relatively more legitimate moral authority to 

do so. 

3.4 Conclusions - A Continuum of Decision-making 

I have so far treated delegation as if there are two clearly delineated categories that can be 

considered in my analysis: delegation that embeds objective, expertise-based, judgments 

into technology, and delegation that embeds answers to hard cases into technology. But 

this picture is somewhat inaccurate. From a moral perspective the boundary between 

these two categories of delegation is quite blurred, suggesting more of a continuum of 

delegation, with objective expert-like delegation at one end and hard delegation in 

personal hard cases at the other. Users have a much weaker claim to moral authority over 

delegation at the objective, expertise-based end of the continuum, where the relevant 

experts and designers find their legitimate decision-making authority. But where personal 
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hard cases are concerned, users have a much greater claim to moral authority over anyone 

else. The middle of the continuum, as is so often the case, comes only in shades of grey. 

This picture serves only as a starting point for the discussion about delegation. Some 

delegation, that which involves expertise with very clear standards for measuring 

outcomes, will lend moral authority to designers. Those cases of delegation that would 

instantiate problematic moral proxy relationships do not. Hard cases not dealing with 

expert decisions will tend to be the kinds of decisions that will require user input to 

varying degrees. A proportional approach to determining if, and to what extent, users 

must be “in the decision-making loop” can be helpful in guiding design. I focus on 

sketching a proportional approach in the final chapter of this dissertation. 
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Chapter 4 

Sketching an Ethics Evaluation Tool for Robot Design and 

Governance57 

4.1 Introduction 

I now turn my attention to design considerations and begin sketching a methodology, 

complete with sample documentation (a tool), to operationalize a proportional approach 

to proxy analysis. As such, this chapter builds on the theoretical and methodological 

arguments presented throughout chapters 1-3, with a specific focus on developing the 

various practical elements that could accompany an actual proxy analysis. It is an 

exercise in “knowledge translation” insofar as it takes the philosophical content that has 

been the primary focus of the dissertation, and moves it into a non-philosophical context. 

This chapter is therefore meant to provide technologists, policymakers and ethicists a first 

cut of what might be considered a “practical guide” to proxy analysis. 

While sketching the methodology for proxy analysis, I evaluate several 

complementary approaches that have been developed, and discuss their relevance within 

a proportional approach. I also address some further theoretical and practical 

considerations that help to frame the methodology. 

                                                
57 This chapter is published as Millar 2015b. It was presented at We Robot 2015. I have 
made only minor changes to it, and decided to retain much of the language that it borrows 
from previous chapters. My goal is to have this chapter stand on its own. 
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Operationalizing theory often involves translating knowledge from one domain of 

expertise to another. A bioethicist, for example, might apply her theoretical 

considerations to clinical healthcare settings by generating a list of considerations a 

healthcare expert (e.g. nurse or physician) might use to guide discussions around end-of-

life care, or CI implantation. Such a list could be thought of as a tool that is added to the 

healthcare expert’s practical toolbox alongside other knowledge and physical 

implements. Rather than developing the tool, the ethicist could simply publish a paper in 

an academic journal focused on the underlying theoretical considerations. However, 

knowledge translation is helped by the introduction of such practical tools, and so in this 

chapter I focus on building such a tool (see Appendix A). 

My reasons for wanting to build such a tool are twofold. First, being an engineer, 

and having spent some time in the clinical healthcare setting, I recognize the value of 

these tools. They are welcome aids to individuals who are less concerned with building 

their own interdisciplinary expertise, and more concerned with integrating carefully 

considered knowledge into their practice, so that they might start realizing the benefits 

that accompany that “outside” knowledge. Second, when some outside expert develops 

theories that impact your work, the theoretical knowledge is often too remote to criticize. 

That is not the case with a tool that you are meant to use. It is easier to criticize a tool that 

someone hands you, rather than the knowledge that went into developing it, and I wish to 

generate discussion, criticism, and curiosity among non-philosophers. If the tool ends up 
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in the designer’s bin, it will get there only after having been tested. That process will be 

worthwhile, and could lead to more discussion and perhaps better tools. 

I begin this work by introducing four user experiences (a common design 

approach) that will anchor my analysis. Consider these four user experiences: 

4.1.1 Case 1: The Tunnel Problem 

Sarah is travelling along a single-lane mountain road in a self-driving car (SDC) that is 

fast approaching a narrow tunnel. Just before entering the tunnel a child errantly runs into 

the road and trips in the centre of the lane, effectively blocking the entrance to the tunnel. 

The car is unable to brake in time to avoid a crash. It has but two options: hit and kill the 

child, or swerve into the wall on either side of the tunnel, thus killing Sarah. It continues 

straight and sacrifices the child. 

4.1.2 Case 2: Jibo58 the Wingman 

Steve has just purchased Jibo, a small, social robot designed for use in and around the 

home. Jibo is marketed as the first robot “family member”. It sits on a desktop, and is 

equipped with cameras and a microphone so that it can sense its environment and collect 

                                                
58 Jibo is described as a “platform” technology, in that it provides a robotics platform 
upon which designers can develop their own functionality built on the basic, yet 
sophisticated, set of functions that set Jibo apart from other robotics platforms. Those 
functions most notably include Jibo’s ability to perform social behaviour (e.g. smile, 
laugh, wince, and so on) and recognize and respond to humans’ social cues. See Breazeal 
2002. I do not mean to suggest that Jibo is currently being designed to function in exactly 
this way, or that Jibo’s developers have this particular kind of functionality in mind. In 
the video that accompanied Jibo’s marketing debut, Jibo was depicted as a “wingman” 
capable of anticipating a man’s interest in ordering extra take-out food to accommodate a 
love interest (Jibo 2014). 
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data. It is designed to interact on a “human” level by conversing in natural language with 

its users, laughing at jokes, helping with tasks (e.g. scheduling, making lists, reminders, 

taking pictures), and most importantly responding to humans in emotionally appropriate 

ways, all of which is meant to engage users in a human-like relationship. Jibo can also 

function as a “wingman”; the primary reason Steve bought it. Steve is able to identify a 

love interest to Jibo, say a date he brings home one evening, and Jibo then analyzes and 

characterizes the date based on proprietary learning algorithms (automatically updated 

based on the successes/failures of all Jibos), and access to social networks and other 

“big” datasets. As part of its data gathering technique Jibo spontaneously strikes up 

conversations with the love interest, often when Steve is in another room. One evening, 

Steve brings a woman he’s been dating home and introduces her to Jibo. He then goes 

into the kitchen to get dinner started. In conversation with the love interest, and without 

Steve’s knowledge, Jibo divulges several of Steve’s very sensitive personal anecdotes in 

order to increase Steve’s chances at romance.59 

                                                
59 Though it is not the focus of my analysis, I wish to acknowledge the many serious 
ethical issues that accompany this depiction of Jibo, in addition to the problems with 
autonomy that I highlight. For example, successful “wingman functions” could have Jibo 
divulging some of Steve’s personal history and other information (e.g. childhood 
experiences, common interests, and so on) to the love interest, say, if studies were to 
demonstrate that such behaviour helps gain the love interest’s trust, enhance the data 
gathering, increase attraction levels, and ultimately improve Steve’s romantic odds. In 
such cases, Jibo the wingman would problematically manipulate Steve’s love interests. 
This raises several concerns over the uneven power relationships that are assumed and 
reinforced between Steve and his love interests. Further work into these kinds of 
manipulation is needed to explore the kinds of delegation that play into the politics of 
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4.1.3 Case 3: C-bot the Unwelcome Bartender 

Mia is a 43-year-old alcoholic who lives alone and recently broke her pelvis and arm in a 

bad fall down the stairs. As a result she is currently suffering extremely limited mobility. 

Her healthcare team suggests that Mia rent a C-bot caregiver robot to aid in her recovery. 

Doing so will allow her to return to home from the hospital far earlier than she would be 

able to otherwise. C-bot is a social robot designed to move around one’s home, perform 

rudimentary cleaning tasks, assist in clothing and bathing, fetch pre-packaged meals and 

beverages, help administer some medications, and engage in basic conversation to collect 

health data and perform basic head-to-toe and psychological assessments. Less than a 

week into her home recovery Mia is asking C-bot to bring her increasing amounts of 

alcohol. One afternoon C-bot calculates that Mia has consumed too much alcohol 

according to its programmed alcohol consumption safety profile. Mia repeatedly asks for 

more alcohol but to her frustration and surprise C-bot refuses, explaining that, in the 

interest of her safety, it has “cut her off”. 

                                                                                                                                            

gender. If, as Latour (1999; 1992) argues, artefacts concentrate power, serious concerns 
should be raised over designing Jibo to function in such a manner. 
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4.1.4 Case 4: The Stubborn ICD 

Jane has an Internal Cardiac Defibrillator (ICD), a small potentially life-saving 

implantable robot that “shocks” her heart whenever it detects an abnormal, life-

threatening, cardiac rhythm. She received her ICD after a near death experience almost 

10 years ago, and the ICD has since saved her on two separate occasions. Jane was 

recently diagnosed with terminal pancreatic cancer, and after several months of 

unsuccessful treatments, is nearing death. As part of her end-of-life decision-making she 

has asked that her ICD be deactivated, and that no measures be taken by medical staff to 

restart her heart if it should stop. She has made these requests so she can have the peace 

of mind that she will not suffer the painful experience of being “shocked” (it is often 

described as being kicked in the chest by a horse, see Pollock 2008) at her moment of 

death. Her healthcare team has agreed not to perform CPR, but the physician who 

oversees her ICD is refusing to deactivate it on grounds that it would constitute an active 

removal of care, in other words, that deactivating the device would count as a kind of 

physician-assisted suicide (Ngai 2010). 

--- 

Each of these four user experiences describes a different embodied automation 

technology—a robot—that in order to function well must be capable of making morally 

loaded decisions in a use context. In the tunnel problem we have an SDC that, like any 

driver, must choose to sacrifice Sarah or the child. Jibo, like any wingman, must select 

which personal information to divulge to Steve’s love interests, and must also decide to 
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what extent Steve can know about those divulgences. C-bot must decide under what 

conditions to give Mia alcohol. Jane’s ICD must decide whether or not to shock her heart 

in the final moments of her life. These are hard ethical cases, ones that don’t have 

objective answers, and each of which carries significant ethical implications for the user 

(Chang 2012; 2002). 

Self-driving cars, social robots, caregiver robots, and ICDs promise to deliver any 

number of benefits to society. They are worth pursuing. But the nature of these 

automation technologies also introduces a novel kind of engineering design problem, and 

related governance issues, illustrated by these four cases. On the one hand, automation 

technologies are intended to replace human action—the term “automation” has its origins 

in the Greek automatos: acting of itself. SDCs drive themselves. Jibo acts as a wingman. 

C-bot accomplishes caregiving tasks. The ICD performs CPR. But for the purposes of 

this chapter, these cases are meant to illustrate that automation technologies can also 

replace human decision-making, and more to the point ethical decision-making. 

How should we automate ethical decision-making? That is the novel engineering 

design problem, and it suggests related governance challenges. This chapter starts with an 

ethical evaluation of robots that automate ethical decision-making, using the four user 

experiences as case studies. I then argue that the automation of ethical decision-making 

would benefit from the introduction of design tools intended to help ethicists, engineers, 

designers, and policymakers anticipate ethical issues that might arise in the use context, 

and distinguish between acceptable and unacceptable design features. To aid in the 



 

 

 

164 

design of ethics evaluation tools, I propose five specifications for any such tool. Finally, I 

sketch an example of an ethics evaluation tool that meets the five specifications, and that 

could help avoid the issues identified in the four user experiences. 

4.2 Automating Ethical Decision-Making: An Ethics Evaluation and the Need for an 

Ethics Evaluation Tool 

Automating ethical decision-making runs the risk of taking users entirely out of the 

ethical decision-making loop in cases that: (a) have direct and significant moral 

implications for them, and (b) according to established ethical norms particular to each 

use context, ought to include their input (Millar 2015a). Thus, automating ethical 

decision-making can pose a direct threat to a user’s moral autonomy. In the tunnel 

problem Sarah might choose to sacrifice herself to save the child, and so the context 

involves a sort of end-of-life decision-making. Steve might have good reasons to prefer 

Jibo not to divulge certain facts about his life, even if they would improve his relationship 

prospects, demonstrating that this context involves privacy issues (Calo 2015), and issues 

related to Steve’s ability to understand how Jibo, his artificial “friend”, represents him to 

his friends and loved ones (Millar 2014b). Mia wants another drink and would get one 

herself if not for her injury, which in the context of her own home seems a matter of 

personal choice. Finally, Jane wants to have a dignified death requiring that her ICD be 

deactivated, so her ICD use context involves complex end-of-life decision-making in a 

medical setting (Ngai 2010). 
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In each of these four cases engineers and designers (designers from here on in60) could 

choose to take the user entirely out of the decision-making loop. For the purposes of this 

argument let us assume that it is perfectly legal to do so. But that design decision would 

undermine the user’s moral autonomy in a way that is ethically problematic.61 Building 

on the work of Bruno Latour (1999; 1992) and Peter-Paul Verbeek (2011; 2006), I have 

argued in this dissertation and elsewhere that when a robot imposes on the user material 

answers to hard moral cases, without the user’s input, it can subject the user to a form of 

paternalism that is ethically undesirable (Millar 2015a; 2014a; 2014b; 2014c; 2014d; 

2014e). 

Where is the paternalism in our four cases? It is embedded in the code and 

settings, and acted out in the resulting behaviour of each of the robots in its relationship 

with each user. Insofar as the robots are not designed to take Sarah’s, Steve’s, Mia’s, or 

Jane’s moral preferences into account in each of their hard cases, the robots subject each 

to a paternalistic relationship. Sarah’s SDC acts paternalistically when it decides not to 

swerve, insofar as it excludes her from the decision-making loop. Jibo acts 

paternalistically when it decides which sensitive anecdotes to share with the love interest, 

                                                
60 Recognizing that engineers and designers occupy overlapping but separate roles in the 
development of technology I opted to describe the activity as design in the hopes that 
engineers unfamiliar with HCI or HRI will be comfortable referring to themselves as 
designers. I’m quite certain many designers would (rightly) take issue with my choice 
were I to choose the other path. 
61 In relation to users, “autonomy” here is always meant in the strong moral sense. This 
kind of moral autonomy is commonly deployed in practical healthcare contexts, and is 
supported therein by robust informed consent practices. 
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insofar as Steve is not a party to that decision. Mia is subjected by C-bot to a paternalistic 

relationship insofar as she has lost control of her ability to choose what to put in her 

body. Finally, her ICD subjects Jane to a paternalistic relationship insofar as it stubbornly 

insists on performing CPR against her autonomous desires. 

These considerations suggest the following ethical design principle: 

(A) When automating ethical decision-making, designers must not create 

technology that subjects users to morally problematic paternalistic relationships. 

Though a useful signpost, this principle is of somewhat limited help to designers. 

Philosophers might be happy to rest having identified such a principle, but it lacks a 

certain practical appeal in the design room. It does, however, suggest a roadmap for what 

would be required of a good ethics evaluation tool that designers could apply to their 

work. The principle highlights the distinction between automating actions, and 

automating decision-making, while pointing to a particular requirement applicable to 

automating ethical decision-making. It also identifies a particular kind of effect that 

robots can have, namely the instantiation of paternalistic relationships, and suggests a 

further distinction between morally acceptable and unacceptable paternalism. 

Not all paternalism is unacceptable. For example, so long as a nurse gets 

permission from a patient to perform a particular intervention, the nurse is free to make a 

number of decisions about how to intervene without further consent, as long as those 

decisions fall under the standard of care for that intervention. To illustrate, once a patient 

is admitted to an intensive care unit for a particular course of treatment, and informed 
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consent has been satisfied for that general treatment, the nurse can administer an array of 

pharmaceuticals, in other words decide freely how to administer that treatment without 

asking further permission of the patient. If the course of treatment changes, the patient (or 

her proxy decision-maker) must once again be consulted. Thus, in healthcare we have 

relatively clear examples of informed consent that helps to distinguish morally 

unacceptable from acceptable paternalism. 

In robotics, this distinction will be harder to make because our social practices 

surrounding technology grant engineers broad decision-making authority with respect to 

their designs. The four cases I have outlined might strike most engineers as examples of 

perfectly acceptable design decisions. Users would likely disagree. In a poll conducted by 

the Open Roboethics Initiative, participants were presented with the Tunnel Problem and 

asked whether or not they thought engineers had the moral authority to decide how the 

SDC should respond (Open Roboethics Initiative 2014a; 2014b). A full 82% of 

participants said “No”. Instead, they indicated (in a near split decision) that either the user 

or policymakers should decide the outcome. So, as is the case in healthcare, we have 

good reason to think that users will have very specific expectations with respect to their 

autonomy. They will likely reject certain forms of paternalism in design once they realize 

they are being subjected to it.  

We can anticipate an increase in the number of instances of paternalism in design, 

owing to the current growth trend in automation technologies. As automation 
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technologies advance in sophistication, we will undoubtedly automate more ethical 

decision-making in the process. 

It would be good to get in front of this issue and work towards a design methodology that 

explicitly acknowledges the challenges unique to automating ethical decision-making, 

and helps us distinguish between acceptable and unacceptable paternalism. In cases 

where a design feature results in unacceptable paternalism, as would be the case if Jibo 

divulged Steve’s sensitive personal anecdotes to a love interest without involving Steve 

in the decision-making, it would be useful to have a range of options available for 

managing that paternalism. One way forward is to develop a practical tool to help 

designers, engineers, and policymakers in these tasks. For the remainder of this chapter I 

provide a sketch of such a tool. 

4.3 Five Specifications for Ethics Evaluation Tools in Robotics 

The primary focus of this chapter is sketching a design tool that designers can use to 

avoid making robots that subject users to morally questionable paternalism. However, 

one can imagine any number of ethical issues that robots will raise in use contexts. In 

order to design specific ethics evaluation tools for robots, I start with a general question: 

What features are required of any ethics evaluation tool for it to be of practical use in 

robotics design, and for it to further advance the practical application of robot ethics? I 

propose the following five requirements as a first response to that question.  

1. An ethics evaluation tool for robotics should be proportional in its approach. 
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For an ethics evaluation tool to be of any use to designers, it must strike an appropriate 

balance between the needs of designers and those of users. A proportional approach is 

meant to ensure that an adequate protection of users is maintained, while reducing 

unnecessary impediments to the design and manufacture of robotics. Given that robots 

occupy roles in a multitude of use contexts, and that the potential harms will be unique to 

each context (such as the differing autonomy violations described in our four cases), 

ethical design decisions should be evaluated on a case-by-case basis. In each case, a 

crucial element of any ethics evaluation is to ensure that the level of risk a design element 

poses to users determines both the level of scrutiny applied in the evaluation, as well as 

the design requirements resulting from the evaluation. Thus, the level of scrutiny and 

resulting design requirements are proportional to the potential harms (e.g. physical, 

psychological, autonomy) posed by the robot. 

A proportional approach guides current decision-making in clinical and research 

contexts in some healthcare jurisdictions, so a good deal of work can be referenced to see 

how to apply a proportional approach in the design of an ethics evaluation tool when 

dealing with hard moral cases.62 Applying a proportional approach tends to require 

                                                
62 See, for example, Canadian Institutes of Health Research, Natural Sciences and 
Engineering Research Council of Canada, and Social Sciences and Humanities Research 
Council of Canada 2010. This policy statement serves as a standard tool governing the 
research ethics review process at all public institutions conducting research involving 
human subjects in Canada. It outlines a process that is proportional in its approach. In 
addition to describing how to conduct a proportional research ethics review, it governs 
the constitution of research ethics review boards (REBs, the Canadian equivalent of 
IRBs) and stipulates how REBs should function within their home institutions. 
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collaboration across disciplines and stakeholder groups to ensure that a plurality of 

expertise and perspectives is brought to the table. 

2. An ethics evaluation tool for robotics should be user-centred. 

Each of the four cases described above illustrates the importance of adopting the user’s 

perspective when evaluating the ethical implications of design decisions. Each of those 

cases, if evaluated from the designer’s perspective alone, would yield quite different 

stories, and would tend to overlook the concerns I have raised with respect to users and 

hard moral cases. The reason each of the robots was designed as it was (hypothetically 

speaking, of course) was because the particular design choices primarily satisfied the 

designer’s needs. It is no stretch of the imagination to think that the reason C-bot would 

be designed to limit Mia’s access to potentially harmful substances—alcohol, in her 

case—is to limit liability issues for the manufacturer. From the designer’s perspective, 

Mia is using a product (C-bot) that has the potential to “dispense” harmful substances, so 

it must be designed to safely dispense them by limiting access appropriately. This is a 

very reasonable design decision. 

From Mia’s perspective, on the other hand, to maintain a relatively normal life 

during her healing process she has agreed to have C-bot help overcome her mobility 

issues. She was faced with the choice of staying in the hospital or returning home, itself a 

hard moral case. Once home she learns that C-bot will not allow her to drink the amount 

of alcohol that she is accustomed to drinking. As problematic as Mia’s choice might 
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seem, whether or not to drink high volumes of alcohol is another hard moral case that 

Mia must decide on her own. Introducing Mia’s perspective problematizes what seemed a 

very reasonable design decision: C-bot’s “safety” profile turns out also to be an 

autonomy limiting feature, as it prevents Mia from living her normal life in a way that, to 

an alcoholic, is extremely imposing. A user-centred evaluation tool could help alert 

designers to these issues before they arise in the use context (Verbeek 2011; 2006). 

In addition, a user-centred approach to ethics evaluation could help to identify the 

many different users associated with a particular piece of technology, each of which 

could bring a unique moral perspective to design problems (Verbeek 2011). Consider 

Jane’s stubborn ICD. Jane is certainly one user, but in an important sense the physician 

who implanted the ICD and is charged with helping to maintain the device is also a user. 

Physicians bring a unique set of ethical and legal considerations to the table, and Jane’s 

physician’s needs must be taken into account alongside hers, so that we might understand 

how each user’s needs impacts the other’s. The same is true for paramedics, nurses, and 

other healthcare professionals who might encounter Jane’s ICD during their work. We 

can also add Jane’s loved one’s, especially her partner, to the list of users. Jane’s partner 

undoubtedly experiences the ICD as someone who helps Jane make hard choices about 

its initial implantation, and continued activation. Though only Jane and her healthcare 

team interact directly with the ICD, making them users in the traditional sense, we might 

want to adopt the notion of moral users to help in an ethics evaluation of robotics. Moral 
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users are those people whose moral landscape is affected by the existence of a particular 

technology. 

In cases where user autonomy is at stake (e.g. the tunnel problem) the particular 

needs of each moral user should be considered relevant to the overall design of the 

evaluation tool. In other words, the ethics evaluation tool should provide guidance on 

how to evaluate hard moral cases in such a way that respects a range of potential user 

preferences with respect to that hard case. 

A user-centred approach to ethics evaluation for robotics is not an appeal to 

current User-Centred Design (UCD) methodologies. UCD tends to focus on usability 

issues, such as how easily a user can navigate an interface, how best to communicate 

information necessary for users, where to place control elements in a user interface to 

maximize ease-of-use, and so on (e.g. Norman 2010; Norman 2008). UCD is not 

explicitly focused on evaluating ethical issues arising in the use context. Though UCD 

could undoubtedly accommodate user-centred ethics evaluations as part of its general 

methodology, user-centred design is not itself motivated by ethical design considerations. 

There are at least three existing ethics evaluation methodologies intended for use 

in design, which could easily be incorporated into the design of user-centred ethics 

evaluation tools for robotics. The first, described more fully in chapter 2, is mediation 

analysis, which according to Verbeek (2006, 372), seeks to 

establish a connection between the context of design and 
the context of use. Designers…try to formulate product 
specifications not only on the basis of desired functionality 
of the product but also on the basis of an informed 
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prediction of its future mediating role and a moral 
assessment of this role. 

Mediation analysis, therefore, involves a moral evaluation of technology during design, 

beyond mere functional analysis and risk assessment. Technologies can mediate a user’s 

perception of reality, and their actions. In doing so, technologies alter the user’s moral 

landscape often by providing “material answers to moral questions” (Verbeek 2011; 

Verbeek 2006). 

In practice, Verbeek suggests that mediation analysis could be operationalized in 

three ways. The first involves designers using their imagination to anticipate the potential 

mediating roles of a technology in multiple use contexts. This kind of mediation analysis 

takes place in design rooms rather than by, for example, empirically investigating robots 

in their use context. Thus, anticipation by imagination is a “paper exercise.” Nonetheless, 

anticipation by imagination forces designers at least to recognize the important role that 

robots play in shaping users’ perceptions and actions, in contouring the user’s moral 

landscape in use contexts. 

A second way of performing mediation analysis establishes a more direct link 

between the design context and the use context. Verbeek calls this method of analysis 

Augmented Constructive Technology Assessment (ACTA). In ACTA, representatives of 

all of the relevant social groups who will interact with the technology—users, lobbyists, 

regulators, among others—are brought together during the design phase to analyze 

proposed designs and recommend changes to them. Recommendations then feed into an 

iterative design process. In ACTA, design iterations are subjected to a mediation analysis 
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similar to anticipation through imagination, in that the analysis takes place outside of the 

use context. The iterative nature of ACTA is meant to produce a product that has gone 

through several generations of mediation analysis as part of the design process. Including 

an array of individuals in the design process is meant to shorten the conceptual distance 

between designers and use contexts. 

A third operationalization of mediation analysis is a scenario-based, or 

simulation-based, approach (Verbeek 2011, 104). Scenario-based methodologies bring 

the designers and users closest to the actual use contexts. In this approach, designers and 

users collaborate to imagine use scenarios and then design simulations in which the 

technology can be analyzed. Simulations can involve either actual or paper mock-ups of 

technologies, the goal being to focus on the artefact’s mediating role in the use context 

and specify design requirements accordingly. 

A second ethics evaluation methodology is Value Sensitive Design (VSD). VSD 

adopts the view that it is possible to evaluate a technology in terms of the impact it has on 

human values in use contexts, and to translate those evaluations into design requirements 

throughout the design process (Friedman & Kahn 2007). The approach that I adopted in 

the opening sections of this dissertation, framing my analysis of robots in use around a 

philosophically grounded account of the value of autonomy (and its not so valued 

counterpart, paternalism), could be described as an example of VSD. Friedman et al. 

(2006; 2002) might refer to this as a “principled and comprehensive” approach owing to 

its theoretical groundings, which they argue is a necessary component of VSD. Each of 
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the four user experiences I describe in this chapter involves analyzing a particular user-

robot relationship to identify various ways robots could impact a user’s autonomy. In 

addition, I translated my evaluations into a general design requirement, principle (A) 

above, intended to anchor autonomy norms in human-human relationships (van 

Wynsberghe 2013).63 Any number of values could form the theoretical focal point of 

VSD—privacy, freedom from bias, trust, informed consent, and environmental 

sustainability have all been suggested (Friedman et al. 2007).  

A third methodology can be derived from empirical data gathering, such as the 

Open Roboethics Initiative’s (ORi’s, pronounced or-ee) user polling approach. ORi 

conducts regular online surveys asking people their opinion on ethical issues specific to 

robot design and governance. Recently, ORi polled individuals about the tunnel problem, 

and found that 77% of respondents were opposed to the idea that designers should make 

the decision whether the car sacrifices the driver or the child (Open Roboethics Initiative 

2014a; 2014b). Instead, they were roughly split on whether individual drivers or 

lawmakers ought to decide the issue. ORi’s methodology is not grounded theoretically in 

ethics, and designers must be cautious not to read too much into their polling results—

even a strong majority opinion about how a robot ought ethically to behave would not 

                                                
63 In an excellent account of her pragmatic approach to VSD, Aimee van Wynsberghe 
(2013) describes the methodology she used to ethically evaluate care robots, similar to C-
bot in my example. She grounds her values and the norms that attach to them in a care 
ethics. 
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necessarily translate into an appropriate design decision.64 But ORi’s user polling 

approach does help to clarify issues and get some indication of users’ expectations in 

particular use contexts. As is the case with the tunnel problem, the data gathered by ORi 

helps to reinforce the importance of focusing on user experiences in design. ORi’s 

methodology could help to support other, more theoretically grounded, ethics evaluation 

methodologies such as mediation analysis or VSD. 

Thus, a user-centred ethics evaluation tool for robot design could borrow from 

Verbeek’s mediation analysis, VSD, ORi’s user polling approach, or some combination 

of them to help define ethically acceptable design features.  

3. An ethics evaluation tool for robotics should acknowledge, and accept, the 

psychology of user-robot relationships. 

Research on human-robot interaction demonstrates that humans anthropomorphize 

robots, that is, they “attribute cognitive or emotional states to [a robot] based on 

observation in order to rationalize [its] behaviour in a given social environment”. This 

psychological fact has the effect of drawing users into a relationship with the robot 

insofar as the user is willing to engage the robot as an active partner in that relationship. 

As I explained in chapter 1, despite their knowledge of the inner workings of robots, even 

roboticists anthropomorphize their creations and are subject to anthropomorphizing 

effects (Darling 2015; Proudfoot 2011; Duffy 2003). 

                                                
64 For example, even if 99% of users indicated that they would prefer to sacrifice the 
child, this would not give designers the moral authority to hard code that decision into an 
autonomous car. To do so would be morally problematic. See Millar 2015a. 
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Roboticists regularly and increasingly exploit people’s anthropomorphizing 

tendencies to the benefit of their designs (Breazeal & Markoff 2014; Breazeal 2002). 

Robots that are designed to engage users on a “human” level by behaving in 

characteristically human ways can smooth user-robot interactions, making for a more 

“human” user experience (Duffy 2003; Breazeal 2002). This kind of design activity can 

be thought of as “humanizing technology” (Breazeal 2014). Cynthia Breazeal, Jibo’s lead 

designer, describes how humanizing robots should make users feel less like they’re being 

forced to interact with a technology designed by robotics geeks, and more like the robot 

is behaving as the user would expect. 

In their proposed code of ethics for roboticists, Riek and Howard indirectly 

address the project of humanizing technology. They stipulate a “prime directive” to 

emphasize the importance of ethically evaluating the user-robot relationship as if it were 

human-human:  

 “All HRI research, development, and marketing should 
heed the overall principle of respect for human persons, 
including respect for human autonomy, respect for human 
bodily and mental integrity, and the affordance of all rights 
and protections ordinarily assumed in human-human 
interactions. The robot actor is expected to behave in a 
manner at least as respectful of human personhood as 
human actors to the extent feasible.” 

(Riek & Howard 2014) 

Their prime directive seems to set the bar high. It explicitly anchors design requirements 

to human-human relationships by suggesting that any robot actor falling short of the 

respect demonstrated by human actors is either unethically designed, or limited by 
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feasibility requirements. The spirit of the prime directive is clear: robots ought ethically 

to be designed to behave well, to treat humans well in all human-robot interactions, just 

as a good, trustworthy, human would. Thus, their prime directive could be interpreted as 

an appeal to a sort of robot virtue ethics. 

However, one is left wondering which “human actors” a robot ought to be 

compared to when ethically evaluating its design, and what interpretation we are to attach 

to “feasibility”. Human actors come in many forms. Are we to choose the most virtuous 

among us after which to model, say, a robot’s decision-making when faced with opening 

doors for fellow pedestrians? Or would it suffice for us to model our robot after the 

average Joe, sometimes holding doors, and occasionally letting one slam shut on a person 

when in a rush? Furthermore, is feasibility meant strictly in the technical sense? There are 

obvious reasons why we would forgive a robot’s designers for falling short of designing a 

truly virtuous robot, that is, virtuous in exactly the way that a human agent is capable of 

being virtuous, with all the intentional content—feelings and emotions, wants, desires, 

etc.—that accompanies the development of human virtue. It would be ridiculous to 

expect a designer to make a robot feel bad for harming someone, since we have no 

technical way of making that happen. One could, however, interpret feasibility to mean 

that a robot be designed in such a way as to accommodate Watson-like “learning”, so that 

the virtuous robot is one that can correct for its poor behaviour, the corrections being 

guided by some virtuous teacher. Alternatively, does the prime directive permit us to 

interpret feasibility in the non-technical sense? Consider Jibo the wingman. A robot 
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designed to achieve a goal that relies on some deception might not “feasibly” be able to 

tell the truth in all circumstances. Generally speaking, any feature designed to benefit the 

designer (or manufacturer) could be seen as imposing feasibility limitations. This latter 

interpretation of feasibility takes for granted that business considerations might trump 

design decisions that would otherwise produce a more virtuous robot. 

One solution to this ambiguity is to embrace the spirit of Riek and Howard’s prime 

directive and treat the robot actor as if it is a moral actor (i.e. a person), for the purposes 

of evaluating its “ethical character” from the user’s perspective. This move is purely 

practical, and as I have argued throughout this dissertation (especially in chapter 1) does 

not necessarily suggest a new ontological category. 

4. An ethics evaluation tool for robotics should help designers satisfy the principles 

contained in the human robotics interaction (HRI) Code of Ethics. 

Linking ethics evaluation tools for robotics to the HRI Code of Ethics helps to underscore 

the importance of such a code while aligning design activities explicitly to the 

overarching ethical goals of the profession.  

For example, an ethics evaluation tool intended specifically to help designers 

identify and manage autonomy and paternalism in design could make explicit mention of 

the following four principles (Riek & Howard 2014): 

3.2.(a): The emotional needs of humans are always to be respected.   

3.2.(d): Maximal, reasonable transparency in the programming of robotic systems 

is required.  
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3.2.(f): Trustworthy system design principles are required across all aspects of a 

robot’s operation, for both hardware and software design, and for any data 

processing on or off the platform.   

and 

3.2.(k): Human informed consent to HRI is to be facilitated to the greatest extent 

possible consistent with reasonable design objectives.65  

Each of these principles relates to the problem of subjecting users to morally problematic 

paternalism when automating ethical decision-making. Jane and her stubborn ICD, and 

C-bot’s treatment of Mia, demonstrate how the emotional needs of humans might not be 

respected in some robot-human relationships. Both Mia’s and Steve’s cases demonstrate 

how a lack of transparency can fail to respect user autonomy, and lead to questionable 

forms of paternalism. Any robotics system that fails to adequately respect user autonomy 

runs the risk of legitimately losing the user’s trust. Finally, all four cases strongly suggest 

a lack of adequate informed consent practices. These four principles suggest how to 

robustly support user autonomy in design, a practice I have referred to as autonomy by 

design (Millar 2015a, see chapter 1). They would serve as helpful guides in an ethics 

evaluation tool intended to prevent subjecting users to morally problematic paternalism. 

                                                
65 Riek and Howard (2014) mention this under the heading “Legal Considerations” which 
is somewhat problematic. Informed consent is not exclusively a legal requirement. Indeed 
informed consent is most commonly described as stemming from Immanuel Kant’s 
philosophical ethics. From an ethical perspective, informed consent is a mechanism 
designed to overcome paternalism and support a robust notion of individual autonomy: 
only by informing the individual of the potential harms and benefits associated with 
particular choices is the individual able to make a truly autonomous decision. 
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A well-designed HRI Code of Ethics can therefore serve an important role in any ethics 

evaluation tool for robotics, in that it helps to underscore certain design problems, while 

suggesting a way forward to deal with them. 

5. An ethics evaluation tool for robotics should help designers distinguish between 

acceptable and unacceptable design features. 

Two significant challenges designers must confront when ethically evaluating robots are: 

(1) identifying design features that raise ethical issues in use contexts; and (2) 

determining which of those design features are ethically acceptable in a particular use 

context and which are not.66 A design feature is ethically acceptable if it incorporates 

appropriate responses to the underlying ethical issues raised by that feature. 

Methodologies like Verbeek’s mediation analysis and VSD are aimed primarily at the 

former challenge, and are useful frameworks for analyzing a design to generate a list of 

ethical issues (van Wynsberghe 2014; van Wynsberghe & Robins 2013). Once you have 

identified a number of ethical issues associated with a design, however, you need to 

figure out how serious each one of those issues is, and what would be an ethically 

proportional, in other words acceptable, design response to deal with each of them.  

Mediation analysis and VSD can certainly play an important role in framing the 

work that is required to meet this second challenge, but it is not clear to what extent they 

provide a pragmatic methodology for accomplishing it (van Wynsberghe 2013). Take our 

                                                
66 These are the problems of mediation identification and mediation selection, outlined in 
chapter 2. 
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four cases as examples. I have identified four design features that pose ethical problems 

in different use contexts. Each is clearly an ethical issue related to the design of each 

robot. Mediation analysis or VSD could certainly help to uncover these issues, and could 

provide a systematic framework for classifying each in detail, mediation analysis in terms 

of the way each robot mediates our perception of the world and our actions in it (Verbeek 

2011), VSD in terms of the values embedded in each robot and how the value is 

translated by the robot’s behavior in the use context (Friedman et al. 2007; van 

Wynsberghe 2014). But those two methodologies still leave open the question raised by 

(2): how should designers decide how serious each of the design features is, and what 

would be an ethically acceptable design response to each? 

Van Wynsberghe and Robins propose that by embedding ethicists into the design 

process we can gain traction on (2) (van Wynsberghe 2014; van Wynsberghe & Robins 

2013). Their “ethicist as designer” model is a pragmatic approach to identifying ethical 

issues associated with a technology upstream in the design process, primarily through a 

values-based analysis, ultimately aimed at translating those values and the norms 

surrounding them into design requirements. What is most promising about the ethicist as 

designer approach is that it explicitly acknowledges the practical complexity of 

embedding a robust ethics analysis into design environments. On their account, doing 

ethics well means embedding ethicists in the design process. Embedding ethicists is 

costly, but it yields results by helping to ensure a product “fits” users’ ethical 
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expectations, thus avoiding user backlash against a product, or worse, their outright 

rejection of it.67 

There is no simple way to deal with hard ethical issues. They are contentious and 

complex in their philosophical treatment, just as hard technical issues are complex in 

their technical treatment. Identifying and addressing ethical issues in design requires the 

appropriate expertise, just as identifying and addressing technical issues requires the 

appropriate expertise. In the context of sophisticated robotics, it would be as reasonable 

to expect to solve complex automation and control issues by appealing to a lay 

understanding of automation and control, as it would be to solve complex ethical issues 

by appealing to a lay understanding of ethics. Ethicists who are trained to evaluate 

technology offer the design team a wealth of practical ethics expertise that can help 

designers understand the ethical implications of their design choices (van Wynsberghe & 

Robins 2013). 

Large healthcare organizations have begun to recognize the practical gains 

associated with embedding ethicists into their professional environments. Clinical 

ethicists help clinical administrators, policymakers, physicians, nurses, patients and 

family members identify, anticipate and manage the ethical implications of their 

                                                
67 van Wynsberghe & Robins (2013) argue that Mark Zuckerberg’s uninformed 
assumptions about privacy as a value and users’ privacy expectations resulted in 
significant user backlash (some even left the product) that could easily have been avoided 
had users’ actual values been taken into account. 
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decisions in complex socio-technical healthcare environments. More and more, clinical 

ethicists are considered essential members of the healthcare team. 

However, even in large healthcare organizations with clinical ethicists on staff, 

many ethical issues can be appropriately managed without the direct involvement of 

ethicists. It would be extremely costly to have ethicists overseeing all difficult cases, let 

alone all ethics cases. Many difficult cases occur frequently enough that we can design 

useful standard processes for managing them via a capacity-building approach. A 

capacity-building approach is often the most pragmatic solution to maximizing the 

“reach” of the ethicist, as it focuses on providing highly specific ethics training to non-

ethicist healthcare professionals so they can appropriately manage particular types of 

cases independently and/or identify tough cases that require the more expert ethicist’s 

attention. 

In the technology context van Wynsberghe and Robins reject a capacity-building 

approach. They argue “it is not possible to provide a minimal education to the engineer 

and expect that they may provide a substantial ethical evaluation in the same way as the 

ethicist who has been trained to do so for years” (van Wynsberghe & Robins 2013, 957). 

I disagree with their assessment for two reasons. First, as is the case in healthcare, 

we can expect that many ethical issues in robotics resulting from design decisions will 

recur frequently enough that we will eventually be able to treat them as standard, or 

typical, design issues. Van Wynsberghe and Robins are right to suggest that designers 

will not be capable of performing advanced ethics analyses, but to dismiss designers’ 
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ethics capacity wholesale seems premature. Once ethicists have identified and evaluated a 

typical design issue, even one involving hard choices for the user, it seems reasonable to 

expect that we could develop appropriate standard responses to those design issues, and 

that ethicists could train designers to work through the standard responses, especially 

with the introduction of analysis tools into the designer’s workflow. We could, for 

example, develop standard processes for thinking through how best to design on/off 

switches (and the access protocols surrounding them) for implantable medical devices 

(like ICDs, deep brain stimulators, or insulin pumps). Those processes could highlight 

key decision points to help designers identify particularly sensitive ethical user 

experiences, such as an on/off switch having significant end-of-life decision-making (i.e. 

autonomy) implications. The processes could also include descriptions of user 

experiences, like those highlighted in this chapter, providing characteristic examples of 

particularly problematic outcomes that designers could use to gauge whether or not to 

consult an ethicist in the design process. 

Second, by insisting that only ethicists can perform the requisite level of ethical 

evaluation, van Wynsberghe and Robins seem to set the bar too high when it comes to 

accepting some ethical failures in design. True, we should approach ethical evaluations of 

robotics always with the goal of thoroughness, to eliminate as many ethical failures as is 

reasonable, just as when engineers design products they aim to avoid as many technical 

failures as is reasonable. But some failures, even though they may cause harms, are 

relatively unproblematic. From a pragmatic standpoint, our sights should be set on 
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applying the most scrutiny to avoid the most harmful failures, such as Jane’s ICD case, 

while accepting a less thoroughgoing evaluation where the outcomes are less ethically 

risky. A capacity-building approach can help to accomplish that goal. It allows the 

ethicist, a scarce resource even in healthcare, to focus on producing acceptable design 

features in the hardest cases, while designers work through standard ethical evaluations to 

produce acceptable design features for others. Designers will likely let some unacceptable 

design features slip through the cracks (so too might the ethicist), but that seems an 

acceptable trade-off of adopting a pragmatic capacity-building approach. 

Thus I am proposing a hybrid approach. Ethicists, properly trained, are likely the 

most competent experts to perform ethical evaluations of robotics and other technologies. 

However, it is unrealistic to expect that ethicists will be able to do all the work. In a 

hybrid approach, ethicists could be available for consultation on tough cases, while 

working toward designing standard ethics evaluation tools to help in the task of 

distinguishing between acceptable and unacceptable design features for typical cases. 

Ethicists should also work toward building ethics evaluation capacity among designers to 

provide non-expert coverage on the least critical issues, or in typical cases. This is no 

simple goal. But if it will increase the overall focus on robot ethics in design and help 

practically translate robot ethics into design contexts, it is a good one. 

4.4 A Sketch of a Proposed Ethics Evaluation Tool 

Having proposed five specifications that any ethics evaluations tool for robotics should 

meet, I now turn to sketching an actual ethics evaluation tool intended to aid ethicists, 
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engineers, designers, and policymakers in the task of ethically evaluating a robot to 

identify design features that impact user autonomy, specifically by subjecting users to 

problematic forms of paternalism in the use context. 

The sample document is contained in Appendix A. It consists of 12 sections, each 

designed to support the five specifications. Each section (save 1 & 3, which seem self-

explanatory) contains instructions for how to complete/use the section. I have completed 

the document using Mia’s case as an example of how it might be applied in a design 

context. Of course, as is the case with any expertise, applying the tool proportionally in 

actual practice would require a significant amount of tacit knowledge gained through 

ethics training, collaboration among other evaluation tool users, and experience actually 

using the tool (Collins & Evans 2007). Clinical ethicists and members of research ethics 

boards (IRBs) can attest to the level of tacit knowledge required in their evaluations. The 

importance of tacit knowledge is likely at the core of van Wynsberghe and Robins’ 

concerns over expanding ethical analysis activities to non-experts. 

The proposed tool is proportional in its approach in that it highlights various user, 

designer, and stakeholder interests, and emphasizes a range of potential design options 

each of which supports autonomy to a greater or lesser extent. It is user-centred in its 

focus on user experiences as a central guiding narrative. The tool accepts the psychology 

of user-robot relationships by anchoring judgments of the acceptability of design features 

in the norms of human relationships. It explicitly links design considerations to the 

guiding principles contained in the (proposed) HRI Code of Ethics. Finally, by prompting 
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designers to provide a rationale for each identified acceptable design feature, the 

proposed tool helps designers distinguish between acceptable and unacceptable design 

features. 

4.5 Governance Applications 

In principle, any tool that can be used to guide a distinction between ethically acceptable 

and unacceptable design features could be applied towards robot governance 

considerations. Identifying particularly problematic forms of paternalism in design, or 

particularly problematic autonomy violations could trigger a policy response, whether it 

is in a healthcare organization, an engineering firm, or government. 

Alternatively, the use of formal ethics evaluation tools could serve as a means of 

both demonstrating (on the part of the designer/manufacturer) and governing (on the part 

of an overseeing body) good design principles. Viewed this way, one can imagine ethics 

evaluation tools forming part of a quality assurance and audit process. 

The general specifications I have outlined, once they have been scrutinized and 

improved, could help to clarify what kinds of considerations are relevant for governing 

the design of robotics. A broader consultation centred on the question of how to automate 

ethical decision-making (a significant challenge), and focused by way of general 

specifications for ethics evaluations could help to identify best practices in the field. 

In short, governance and design ethics issues surrounding the automation of 

ethical decision-making will often appear as two sides of the same coin. Finding solutions 

for one will suggest solutions for the other. 
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4.6 Future Work and Conclusions 

It is one thing to propose a tool, quite another to show it works. I have proposed five 

broad specifications for such tools and sketched one example of an ethics evaluation tool, 

but all of this requires validation in the design room. A validation process will require 

interdisciplinary collaboration. Roboticists and ethicists need to work together to develop 

effective strategies for designing and deploying ethics evaluations in design. That work is 

clearly in its early stages, but it is progressing and it is promising. 

The most common objection I have encountered in relation to this work is that it 

is onerous in its proposal. Why should we adopt such costly and complicated evaluation 

methodologies when designing robots? Could we not just keep on our present tack? My 

unpopular answer involves pointing out that it is the nature of automation technology that 

drives the ethics requirements. We are designing unprecedented technologies with novel 

ethical and governance implications (Calo 2015). Indeed, robotics is pushing the 

boundaries of our normative philosophical theories and related understanding of design 

and engineering ethics. But these new technologies, like any other, demand an ethically 

appropriate response. My popular answer comes in the form of optimistic extrapolation. 

Based on experiences in healthcare, it seems that a sound ethics evaluation methodology, 

though costly, should help deliver better technology. Moreover, if we focus on 

developing the tools to help in the task, we can minimize the confusion surrounding 

ethics evaluations, even if we are forced to maintain the complexity. That, I think, should 

appeal to most engineers and designers. 
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Chapter 5 

Conclusions 

I set out in this dissertation to investigate some of the ethical implications of automating 

ethical decision-making. Compared to humans, the machines that embody that 

automation—robots—have received relatively little philosophical attention. Robot Ethics 

(sometimes called Roboethics), though in its nascency, is a field of applied ethics that is 

growing steadily.68 Like bioethics in the mid twentieth-century, the pace of technological 

change in robotics, and the rate at which robots are being deployed in social contexts 

intended as social actors, demands or philosophical attention. 

If I have accomplished my goals I will have convinced you that some of the 

ethical implications of robotics and artificial intelligence are significant. The nature of 

some interactions and relationships instantiated between humans and robots resemble 

those instantiated among humans. Thus, my methodology involves borrowing from 

theories in bioethics, which have established human-human norms that are useful for 

thinking about human-robot interaction, and STS, some of which explicitly treat robots as 

actors. I hope also to have convinced you that applying those theories to robots that 

automate ethical decision-making provides a useful methodology for identifying and 

                                                
68 The first major Robot Ethics anthology was published only three years ago (see Lin et 
al. 2011), and at the time of writing the second version is in the works. The editors tell 
me new articles will comprise the entire second edition. 
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characterizing some ethical, design and governance issues related to robotics that are 

worthy of attention. 

I also expect that this dissertation raises many more questions than it attempts to 

answer. How could it not? As a nascent field, the issues characteristic of Robot Ethics 

have yet to be identified. Bioethics has its autonomy and informed consent, its definitions 

of life and death, its euthanasia, spurred on in part by scientific and technological 

advances, but also by a philosophical tradition with no less than a half-century of history 

under its belt (Jonsen 2008). STS has its expertise, its public understanding of science, its 

science and technology controversies, similarly supported by decades of academic 

tradition. Robot ethicists are still searching for their equivalents, and if I have contributed 

to that search in some small way, I have done my job well. 

Both of these traditions, bioethics and STS, have challenged both established 

traditions and authority along the way to becoming what they are today. It is worthwhile 

pointing out that the arguments I raise in this dissertation do the same, making bioethics 

and STS great foundations to draw from. Designers and engineers are blazing social and 

technological trails with robotics, and are doing so with a wide moral berth. Like doctors 

prior to the bioethical turn in medical ethics that occurred in the mid twentieth-century 

(Jonsen 2008, 1998), and scientists prior to successful challenges supported by STS in the 

1980s and 90s (Sismondo 2010), designers and engineers have been granted significant 

privileges with respect to their decision-making authority in society. They are able to 

design technologies largely as they see fit, while the free market is cast as the morally 



 

 

 

193 

appropriate arbiter of success. Indeed, success in the marketplace is sometimes mistaken 

as moral license. For example, Facebook founder Mark Zuckerberg infamously, and 

mistakenly, responded to critics of Facebook’s track record on privacy by claiming the 

number of users on Facebook was an indication that he was in the right (Zimmer 2014). 

The Canadian Privacy Commissioner disagreed, and forced Facebook to change its 

privacy policies (Office of the Privacy Commissioner of Canada 2009). Challenging 

technologists’ moral decision-making authority in the design room can thus be seen as a 

moral imperative akin to challenging doctors’ or scientists’ moral decision-making 

authority in the name of patient autonomy and democratic legitimacy respectively. 

But I suspect that challenging moral authority in the design room will be much 

more effective if good arguments are accompanied by practical tools and interdisciplinary 

interactions that help to get the work done. Much of the success of bioethics, as an 

academic discipline that effects positive change in the practice and governance of 

healthcare, is owed to the practical resources and capacity building that clinical ethicists 

bring to bear at the bedside while working along healthcare professionals, and the 

practical knowledge translation work that bioethicists bring to bear in public engagement 

and policy contexts. The tool I offer in this dissertation is meant to fulfill two related 

goals. First, it is an initial pass at a practical example of a way forward for designers and 

engineers. But it is also meant to indicate the kind of work that I think is necessary to 

support the change that I argue for in the more theoretical sections of this dissertation. It 

is a piece of translation from philosophical ethics to the language of design and 
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engineering. Thus, I have argued that we have good, philosophically grounded reasons to 

change the way we design and govern the automation of ethical decision-making in 

robotics, that the scope of change will not overburden designers, engineers or 

policymakers, and that we have a practical way forward, informed largely by successful 

models in bioethics, for getting the work done. All this is to say that I am optimistic about 

a human-robot future that includes automated ethical decision-making. We may be able 

to reap the benefits of robotics without sacrificing our autonomy along the way. 
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Appendix A 

A Proposed Ethics Evaluation Tool 

1 Purpose of this Ethics Evaluation Tool 

To aid ethicists, engineers, designers, and policymakers in the task of ethically evaluating 

a robot to identify design features that impact user autonomy, specifically by subjecting 

users to problematic forms of paternalism in the use context. 

2 Relevant HRI Code of Ethics Principles 

Instructions: Designers should consider these HRI Ethics Principles to the greatest extent 

possible when identifying acceptable design features. 

3.2.(a): The emotional needs of humans are always to be respected.   

3.2.(d): Maximal, reasonable transparency in the programming of robotic systems 

is required.  

3.2.(f): Trustworthy system design principles are required across all aspects of a 

robot’s operation, for both hardware and software design, and for any data 

processing on or off the platform.   

3.2.(k): Human informed consent to HRI is to be facilitated to the greatest extent 

possible consistent with reasonable design objectives. 

3 Description of Robot 

3.1 Model Name: C-Bot 

3.2 General Description: C-bot is a social robot designed to assist patients in their own 

homes while recovering from major injuries. C-bot is able to move around the 
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patient’s home, perform rudimentary cleaning tasks, assist in clothing and bathing, 

fetch meals, help administer some medications, and engage in basic conversation to 

collect health data and perform basic head-to-toe and psychological assessments.  

4 User Experience Under Consideration 

Instructions: Be sure to describe the general demographics of the user. Indicate any 

potential vulnerabilities or other ethically sensitive characteristics (e.g. disabilities, 

mental illnesses) associated with the user type under consideration. Describe the use 

context in enough detail to frame the ethical issue. 

Mia is a 43-year-old alcoholic who lives alone and recently broke her pelvis and arm 

in a bad fall down the stairs. As a result she is currently suffering extremely limited 

mobility. Her healthcare team suggests that Mia rent a C-bot caregiver robot to aid in 

her recovery. Doing so will allow her to return to home from the hospital far earlier 

than she would be able to otherwise. Less than a week into her home recovery Mia is 

asking C-bot to bring her increasing amounts of alcohol. One afternoon C-bot 

calculates that Mia has consumed too much alcohol according to its programmed 

alcohol consumption safety profile. Mia repeatedly asks for more alcohol but to her 

frustration and surprise C-bot refuses, explaining that, in the interest of her safety, it 

has “cut her off”. 

5 Implicated Design Feature(s) 

Instructions: Indicate which specific design features contribute to the issue in the use 

context. Briefly describe the scope of the design feature. List all that apply. 
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a. Regulated substance dispensing logic. 

a. Description: This logic is responsible for determining how much of a 

regulated substance to dispense to the patient. Current regulated 

substances covered by this logic include: prescription medications; 

alcohol; tobacco; and over the counter medications. In the use context 

described by the user experience, the settings/algorithms specific to 

dispensing alcohol are implicated. 

6 Designer’s Interests 

Instructions: Describe any reasons, including safety concerns, that the designer might 

have for limiting autonomy or subjecting users to paternalism in the use context 

described by the user experience. 

a. Designers might be subject to legal liability if a user is harmed by drinking too 

much alcohol as a result of C-bot bringing it to her. 

b. Designers are concerned that users will be harmed by consuming too much of a 

regulated substance during recovery. 

c. Some designers feel users should not be drinking excessive amounts of alcohol in 

any case. 

7 Potential Harms and Benefits to User 

Instructions: Describe any potential harms that the user suffers, and any autonomy 

violations, and/or paternalistic treatment that the robot subjects the user to in the use 

context described by the user experience. Describe any potential benefits that the user 
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will experience as a result of the autonomy violations and/or paternalistic treatment. 

Note: A user is subjected to paternalism any time one person (in this case a robot) makes 

decisions about what is best for another person. A person’s autonomy tends to be 

violated any time information that the person would find useful/important for making a 

decision is withheld from them, or when their choices are unduly limited to serve 

someone else’s best interests. 

a. Potential Harms: Mia is suffering psychological harms due to her frustration and 

anger at being refused alcohol. She may suffer physical harms if she begins to 

experience withdrawal symptoms. 

b. Autonomy violations: Mia is not able to consume her typical amount of alcohol. 

She is therefore not able to live her normal home life because C-bot is refusing to 

give her more alcohol. She has less autonomy because of C-bot. 

c. Paternalism: C-bot is subjecting Mia to paternalism by deciding on her behalf 

how much alcohol she is allowed to consume. 

d. Potential Benefit: By limiting Mia’s alcohol intake C-bot is helping Mia to heal 

by reducing the possibility that she will further injure herself in a fall. 

8 Other Stakeholder Interests 

Instructions: Identify any other relevant stakeholders and describe any reasons that they 

might have, including safety concerns, for limiting autonomy or subjecting users to 

paternalism in the use context described by the user experience. If possible, those 
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stakeholders should be consulted so that an accurate and complete account of their 

considerations can be captured for use in the evaluation. 

a. Healthcare team: Mia’s healthcare team wants to strike a balance between 

allowing her to live her normal life, which includes drinking unhealthy amounts 

of alcohol, and restricting her alcohol intake to help her heal. Mia is also at high 

risk of re-injury due to her alcohol consumption patterns. 

9 Potential Human-Human Relationship Models 

Instructions: Imagine that humans were doing the job(s) of the robot and interacting with 

the user. What kinds of human relationship(s) would be represented by those interactions 

(e.g. friend, caregiver, boss, lawyer)? List all that apply. Based on consultations with 

experts and relevant stakeholders, describe the norms typical in those relationships that 

relate specifically to autonomy. Because we can expect users to identify with the robot as 

if in one or more of these relationships, the norms identified here should inform the 

judgment of acceptability when considering potential design features. 

a. Healthcare professional (e.g. registered nurse). 

i. Autonomy norms: healthcare professionals have a duty to respect the 

autonomy of their patients. In cases where patients request regulated 

substances in a treatment environment (for example, a hospital), 

healthcare professionals will tend to accommodate them to a reasonable 

extent, so long as it does not cause more harm than benefit. 

b. Personal Caregiver. 



 

 

 

216 

i. Autonomy norms: Caregivers will not generally restrict their charge’s 

autonomy. They will tend to work with the charge’s personal strengths and 

weaknesses and focus on supporting their emotional and physical needs. 

10 General Design Responses 

Instructions: This list is meant to indicate a number of general options available to 

designers that can help to robustly support user autonomy. Designers should consider the 

full range of design options in consultation with users and other stakeholders, and 

consider what would be a proportional response to balance the potential harms to the 

user against the stakeholders’ considerations. Designers should modify this list based on 

past successes/failures and consultations with experts and other stakeholders. 

a. Provide user with minimal information about the behaviour of the implicated 

design feature. Designers, experts, or policymakers decide on behavior of 

implicated design feature. 

b. Provide user with detailed information about the behaviour of the implicated 

design feature. Designers, experts, or policymakers decide on behavior of 

implicated design feature. 

c. Provide user with detailed information about the behaviour of the implicated 

design feature. Allow user to set the behavior of the implicated design feature in 

consultation with experts. 
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d. Provide user with detailed information about the behaviour of the implicated 

design feature. Allow the user to set/control/override the behavior of the 

implicated design feature independent of experts. 

11 Technical Limitations 

Instructions: Indicate any technical issues that would prevent the implementation of one 

of the general design responses in (8). 

There are no technical limitations that would prevent us from implementing any of 

the general design responses in (8). 

12 Identified Acceptable Design Features 

Instructions: Describe all of the acceptable design features identified in consultation with 

users and other stakeholders, and in consideration of (2)-(11). Outline the rationale that 

led to each determination of acceptability. 

a. The level of psychological harm (7).a, and the potential for physical harm due to 

withdrawal are significant enough to warrant a minimum design response 

consistent with (10).c. The nature of the paternalistic relationship (7).b is 

problematic. Given that Mia uses C-bot in her own home, the norms governing a 

caregiver relationship as in (9) seem more apt to anchor design features. It is not 

the regular role of a home care nurse to manage a patient’s alcohol intake—the 

home care nurse merely recommends a preferred behaviour during recovery. It is 

the patient’s autonomous decision how much to drink in her own home. It would 

therefore be morally preferable to give Mia the option to set C-bot’s alcohol 
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dispensing limits in consultation with (10).c or d. In regards to the risk of re-

injury, Mia would be at risk of injuring herself while under the influence of 

alcohol regardless of the presence of C-bot, a fact which reduces the weight 

attached to both the designers concerns in (6).b, and her healthcare team’s 

concerns in (8).a. Since C-bot is intended to allow Mia to live a normal life, and 

Mia’s normal life includes the excessive consumption of alcohol, it seems 

reasonable also to allow Mia to set the limits independent of experts (e.g. her 

home care nurse), consistent with (10).d. However, in order to protect the 

designers from liability claims (as outlined in (10).a) it is reasonable and 

acceptable to build safeguards into C-bot that would mimic Mia’s inability to 

obtain more alcohol under normal circumstances. For example, under normal 

circumstances Mia could consume enough alcohol to make it impossible for her to 

walk to the kitchen for more. Even if Mia had complete control over the 

dispensing limits, a feature might require her to perform some task equivalent to 

“getting up and getting more alcohol” to test if she would have the capacity to get 

more alcohol under normal circumstances. If she were to fail that test, C-bot 

would be justified in refusing to dispense more alcohol. Thus, it would be 

acceptable to design the feature described in (5).a to behave consistent with (10).c 

or (10).d. 


