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Abstract

This research develops an econometric framework to analyze time series processes
with bounds. The framework is general enough that it can incorporate several dif-
ferent kinds of bounding information that constrain continuous-time stochastic pro-
cesses between discretely-sampled observations. It applies to situations in which the
process is known to remain within an interval between observations, by way of ei-
ther a known constraint or through the observation of extreme realizations of the
process. The main statistical technique employs the theory of maximum likelihood
estimation. This approach leads to the development of the asymptotic distribution
theory for the estimation of the parameters in bounded diffusion models.

The results of this analysis present several implications for empirical research.
The advantages are realized in the form of efficiency gains, bias reduction and in the
flexibility of model specification. A bias arises in the presence of bounding informa-
tion that is ignored, while it is mitigated within this framework. An efficiency gain
arises, in the sense that the statistical methods make use of conditioning information,
as revealed by the bounds. Further, the specification of an econometric model can
be uncoupled from the restriction to the bounds, leaving the researcher free to model
the process near the bound in a way that avoids bias from misspecification.

One byproduct of the improvements in model specification is that the more pre-
cise model estimation exposes other sources of misspecification. Some processes
reveal themselves to be unlikely candidates for a given diffusion model, once the
observations are analyzed in combination with the bounding information. A closer
inspection of the theoretical foundation behind diffusion models leads to a more gen-
eral specification of the model. This approach is used to produce a set of algorithms
to make the model computationally feasible and more widely applicable.

Finally, the modeling framework is applied to a series of interest rates, which,
for several years, have been constrained by the lower bound of zero. The estimates
from a series of diffusion models suggest a substantial difference in estimation re-
sults between models that ignore bounds and the framework that takes bounding
information into consideration.
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Chapter 1

Introduction

Binding constraints should be given careful consideration in the statistical analysis

of stochastic processes. In the field of economics, this has become especially relevant

in the last several years, with the zero lower bound looming heavily in the minds of

those who deal in credit markets. This dissertation exposes a number of problems

in estimation of time series processes with that are bounded. It provides methods

to improve estimation in a number of these situations. Moreover, several other

forms of information between observations are combined to the empirical researcher’s

advantage within a general framework.

As the foundation of this thesis, Chapter 2 presents an econometric framework

to analyze stochastic processes with bounds. In particular, the second chapter inves-

tigates the estimation of discretely sampled, continuous-time models in the presence

of information bounding the series between observations. Maximum likelihood esti-

mation of diffusion models is improved in several ways, for cases in which the process

1



CHAPTER 1. INTRODUCTION 2

is known to remain within an interval, either by chance or by constraint. Several

types of bounding information are shown to share some key features, stemming from

their connection with the heat equation and the reflection principle. As a result,

the estimation technique and corresponding asymptotic distribution theory combine

several cases at once.

In particular, these estimation methods are derived by merging two branches

of literature in the field of econometric theory. The first concerns the analysis of

bounded time series processes, led by Cavaliere (2005) and Cavaliere and Xu (2014).

This is combined with econometric techniques from the financial econometrics liter-

ature, using two-way asymptotics. Through this approach, limiting conditions can

be derived through an arbitrarily large sample size, with either a large horizon or

a short interval between observations. For the current research, a key example of

this body of research is the work of Jeong (2008) and Jeong and Park (2013). Their

maximum likelihood framework for analysing diffusion models provides an excellent

springboard for the analysis of such processes in the presence of bounding informa-

tion. The resulting theoretical framework produces estimation techniques with a

number of favourable properties.

The advantages of this approach are realized in the form of efficiency gains, bias

reduction and in the flexibility of model specification. These results are of particular

relevance in the current regime of near-zero interest rates. The specification of an

econometric model can be uncoupled from the restriction to positive values, leaving

the researcher free to model the process near the bound and avoid bias from misspec-

ification. This flexibility is especially useful as an alternative to selecting models that
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impose the restriction within boundaries through the domain of the process. This

approach is often the only alternative to ensure that a variable takes on sensible

values, often sacrificing the realism of the modeling strategy. With a wider variety

of models to choose from, a researcher can model a stochastic process more accu-

rately, armed with the knowledge that the bounding information is explicitly taken

into account. These results are demonstrated with some empirical applications, one

involving interest rates and another analyzing stock market returns.

The theoretical framework presented in this dissertation also addresses the prob-

lem of aliasing in time series analysis. This concept is commonly discussed in the

disciplines of signal processing and the computerized rendering of digital images. It

is an effect that causes different signals to become indistinguishable, or aliases of

one another, when sampled. Aliasing occurs when a phenomenon takes on values

over a continuum of locations, or points in time, but is observed or calculated over

a discrete set of points.

In time series analysis, this question is usually posed in the context of the fre-

quency domain, since the symptoms of aliasing are particulary acute when the series

in question has a cyclical nature. This research is unique in its approach to the

problem of aliasing in the time domain. The concept of aliasing also refers to the

distortion or artifact that results when the signal reconstructed from discrete sam-

ples is different than the original continuous signal. A similar sort of distortion also

appears in an empirical example that is presented in Chapter 2. The characteristics

of a series of observations is shown to differ, depending on the information known

about the process between discrete observations.
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Chapter 3 presents a discussion of the side-effects of the treatments applied to the

statistical techniques for the estimation of bounded diffusion processes. Adjusting

the estimation of diffusion models for the presence of bounding information is an

exercise in proper specification. When this added degree of accuracy is imposed, some

other problems arise, as a result of misspecification elsewhere. Without the added

improvement in accuracy, a number of model failures would have gone undetected,

along with the loss from ignoring the bounding information. With bounds included,

other inaccuracies are magnified, so that the goodness of model fit declines with the

incorporation of more information. Chapter 3 focuses on the idea of correcting for

these other failures, so that the improved specifications with bounding information

can yield their full potential.

The improvement in model specification is derived by considering the assumptions

implicit in the choice of a diffusion model. A closer look at the physical underpinnings

of this modeling framework leads to a series of discretizations, which serve to enhance

the applicability of the model to a variety of realistic situations. To get there, I zoom

in to the level of the atom, the scale on which continuous-time models are implicitly

built. At this level, we see the true nature of the fit for Brownian motion as a model

of physical phenomena. At this level of detail, I discuss the limitations of these tools

for use in financial modeling. From this analysis I design improved algorithms that

properly discretize the calculation of probability densities, which will improve the

accuracy of the calculation of the likelihood function. As a result, I improve the

estimation of parameters in bounded diffusion models.
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This improvement requires a deeper investigation into the mathematical tech-

nique that forms the basis for the econometric framework presented in this disserta-

tion. The body of knowledge on partial differential equations is employed to unify

the statistical techniques mentioned above into a series of physical problems. This

discussion stems from the derivation of solutions to a type of constrained differential

equation, termed a boundary value problem. In particular, this discussion centers

on the applications of the heat equation and employs the reflection principle to view

the inner workings of the statistical techniques applied in this dissertation. In some

cases considered here, it is based on a concept known as the barbershop effect from

the field of geometric optics. The chapter reconsiders the estimation technique in

light of these physical interpretations and ties together these issues within the lit-

erature on what are called quasiprobability distributions. This involves bringing to

bear a branch of applied mathematics, originally applied to the study of antimatter.

In combination with the reflection principle, these tools permit the fine-tuning of the

econometric approach presented in Chapter 2. A central product of this result is

the formulation of a numerically stable algorithm for the computation of the asymp-

totic distributions presented in this dissertation. This exploration unifies the various

cases of bounding information and sheds light on the path toward new econometric

techniques. The resulting algorithms make the model both computationally feasible

and more widely applicable.

The final chapter is focused on the empirical application of the the econometric

theory. This is a study of US interest rates, with consideration for the zero lower

bound. The decision to either include or ignore the zero lower bound is shown to
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have striking implications on the outcome of an empirical analysis.

In the aftermath of the great recession, monetary policy has been restricted, with

the interest rate constrained to the zero lower bound, in an effort to get the economy

back on track. This presents an empirical challenge, when it comes to analyzing

interest rates from a time series perspective, since the interest rates in question are

bounded below by zero. The previous chapters extended the applicability of time

series processes to handle these bounds. I apply these techniques to estimate simple

term structure models in the presence of the zero lower bound. I estimate a number of

diffusion models and demonstrate the difference in interpretation between the cases

with or without the bounds explicitly incorporated into the estimation technique. In

particular, these methods are applied to the estimation of the seminal term structure

models of Vasicek (1977) and Cox, Ingersoll, and Ross (1985), which are listed among

a number of stochastic processes analyzed in Jeong and Park (2013).

When the bounds are taken into account, the estimated drift is more negatively

sloped and is higher near the zero lower bound, while the estimated rate of diffusion

is higher. This is a result of the biases created by ignoring the bounds. In this

case, the zero lower bound creates the false impression that there is a strong positive

drift at low interest rates and the interest rate is less variable than it would be if

not constrained by the bounds. Further, the explicit modeling of the lower bound

allows greater flexibility in model specification, particularly in achieving a non-zero

diffusion rate at the zero lower bound. In terms of the precision of estimates, the

confidence intervals are wider when the lower bound is acknowledged, which avoids

mistaking a process stuck near bounds for one that would truly be less variable in
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the absence of the bounds.

This empirical application gives credit to the techniques developed in this re-

search. The pages that follow will detail the many ways in which constraints should

be accounted for when analyzing stochastic processes.



Chapter 2

Keeping Diffusion Processes

within Bounds

2.1 Introduction

This chapter investigates the estimation of discretely sampled time series models in

continuous time, when information is available to bound the series between observa-

tions. This situation is analyzed in the context of maximum likelihood estimation of

diffusion models that have parametric drift and diffusion functions.

The information considered can be one of three types. One case involves variables

that are forced to remain within an interval, either by definition or as a result of some

sort of institutional framework. Alternatively, a realized process may have remained

within an interval for the entire series, even in the absence of any such requirement.

Another possibility arises when the researcher has observed the highest and lowest

8
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levels attained by the process between discrete observations. In each of these cases,

the results presented here allow the researcher to take advantage of this information

to improve estimation. The gains are achieved through improvements in efficiency,

reduction of bias and flexibility of model specification.

The researcher observes the series at a finite set of points in time. At these points

in time, the value of the series is known to the researcher, while there is a continuum

of lost information between each pair of consecutive observations. In between the

observations, there is a variety of paths that could have occurred and pass through

the very same points at the points in time at which the series was observed. A

common approach is to assume a stochastic process that describes the law of motion

between the parameters. The assumed process provides a measure of probability to

the set of paths that are observationally equivalent. The approach in this thesis is

to employ some additional information about the paths between observation points.

This allows a further refinement to the probability mass placed on particular path

and can be fruitfully used to estimate the parameters in the law of motion for the

process, and to better specify the model itself.

With the approach taken here, this research also addresses the problem of aliasing

in time series analysis. Aliasing is an effect that is prominent in the disciplines of

signal processing and the computerized rendering of digital images (see Harris (2006)

and Miller, Vandome, and McBrewster (2009)). It is an effect that causes different

signals to become indistinguishable, or aliases of one another, when sampled. Aliasing

occurs when a phenomenon takes on values over a continuum of locations, or points

in time, but is observed or calculated over a discrete set of points. For a given
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realization of the discrete observations, a multitude of realizations of the continuous

process are consistent with those observations.

The concept of aliasing also refers to the distortion or artifact that results when

the signal reconstructed from discrete samples is different than the original contin-

uous signal. A common manifestation of aliasing is referred to as the wagon-wheel

effect, in which a spoked wheel appears to rotate too slowly or even backwards,

when shown in a film with a frames set at a discrete set of points. While this is

typically referred to in image processing, a similar sort of distortion also appears in

an empirical example that is presented in Section 2.5. In this example, it is shown

that the omission of information between discrete observations results in a different

description of the process in question.

In time series analysis, this question is usually posed in the context of the fre-

quency domain, since the symptoms of aliasing are particulary acute when the series

in question has a cyclical nature. This research is unique in its approach to the

problem of aliasing in the time domain.

This analysis opens doors to the study of several kinds of variables. One example

of particular importance today is the modelling of interest rates near the lower bound

of zero.1 With the present framework, the bound is included directly in the likelihood

function, removing any confounding influence on parameter estimates. This frame-

work also allows for the separate specification of the stochastic process for the interest

rate, independent of the restriction to positive values. Many common nonnegative

specifications employ some combination of shrinking variance and positive drift near

1See Christensen and Rudebusch (2015) or Bauer and Rudebusch (2016) for some recent discus-
sion of the empirical difficulties in a regime with interest rates near the zero lower bound.
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zero. This implies short-lived visits to the zero lower bound, contrary to the situation

in the current economic climate. In the framework presented here, a specification

can be chosen that closely matches the dynamics of the process, regardless of the

distance from bounds.

The same advantages apply to variables stated in percentages. Other variables

that can be studied include interest rate spreads and credit spreads. The time series

analysis of quantiles can similarly be analyzed using the framework in this chapter.

Furthermore, this framework permits an application for using high-frequency fi-

nancial data. In this case, the estimation procedure presented in this chapter can be

used to estimate integrated volatility. In an approach similar to that for range-based

procedures, more efficient estimates are derived from the inclusion of maximum and

minimum values of security prices in between observations.

This efficiency gain is made possible even when the intraday financial data are

limited to the daily open-high-low-close observations. The additional high and low

observations are widely available and often free of charge. This is in contrast to high

frequency data that are beyond the reach of many researchers. The intraday price

series are often very expensive or are simply unavailable for many assets, particularly

those that are less liquid, and those that may reveal proprietary information. Typi-

cally, with open-high-low-close data, the closing observations are the only ones that

are retained for analysis. However, the high and the low observations strengthen the

information provided by the closing price. Whether or not the extreme prices deviate

far from the close, these values reveal information about the variance of the process.

With the techniques in this chapter, these freely available data provide more efficient



CHAPTER 2. KEEPING DIFFUSION PROCESSES WITHIN BOUNDS 12

estimates whenever high frequency data are not available.

In the context of a diffusion model, the above situations all fit into a general

framework, since they all arise from solutions to the heat equation. In each case, the

analysis takes advantage of the reflection principle in the derivation of the respective

transition densities. Repeated use of the reflection principle, in a phenomenon known

as the barbershop effect in the field of geometric optics, provides the mapping of

paths from an unrestricted process to the observed restricted paths. As a result, the

asymptotic distribution theory is presented in a general form that is common to all

types of information.

While the geometric argument that is presented in this chapter does illustrate

the workings of the reflection principle, it also lends itself to the construction of

an algorithm for the implementation of the asymptotic distribution theory. This

algorithm is used to generate realizations from the asymptotic distribution, in a way

that is robust to numerical challenges. The details are discussed further in Chapter 3

but it suffices to say that, while the reflection principle clarifies the analysis from the

transition densities through to the asymptotic distribution, it leads to the resulting

algorithm.

In one of his last papers, Granger (2010) highlights some topics for the develop-

ment of cointegration analysis. He suggests the study of time series processes that

are bounded as a first step in understanding the time series behaviour of conditional

quantiles. Cavaliere (2005) and Cavaliere and Xu (2014) consider bounded time se-

ries with unit roots and analyze the behaviour of unit root tests in the presence of

bounds.
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In another line of research, Jeong (2008) and Jeong and Park (2013) consider

maximum likelihood estimation of diffusion processes. What they produce is a useful

framework for the estimation of diffusion models using two-way asymptotics, as either

the time interval shrinks or the sampling horizon increases, or both. The result is

also a suitable workbench on which to study the estimation of diffusion models with

bounding information.

This chapter combines and further develops these lines of research to result in

the simultaneous study of various types of bounded time series within the family of

diffusion models. Throughout the chapter, the main text contains the general version

of each step in the development of the model and theory. These are supplemented

with a case-by-case description for each kind of bounding information. Each case-by-

case specification is then followed by an example that links two central cases to a pair

of empirical applications that are explored further at the end. Readers interested

only in the general specification are free to skip the details pertaining to particular

cases throughout the text. Others may want to focus on the examples themselves to

help visualize the applications to interest rates and stock index levels.

This chapter proceeds with a specification of the model and the types of bounds.

The chapter then continues by outlining the asymptotic framework in Section 2.3, in

which the models are analyzed, resulting in the distribution of the estimators. In this

section, a focal point is the explanation of the reflection principle and its application

in the analysis to follow. Section 2.4 presents a general form for the transition density

of successive observations, applicable to all types of bounds considered in this chapter.

The resulting likelihood function is the first stage of the derivation of the terms that
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make up the asymptotic distribution. Finally, the chapter concludes in Section 2.5,

with a discussion of the features of these estimation methods, illustrated by their

application to interest rates and stock prices. These examples serve to demonstrate

the usefulness of the framework developed in this chapter.

2.2 Model

2.2.1 Diffusion Processes

A diffusion process Xt is a continuous-time process defined for all times t ∈ R+. The

instantaneous change in Xt satisfies the stochastic differential equation

dXt = µ(Xt;α)dt+ σ(Xt; β)dWt, (2.1)

where Wt is a standard Brownian motion, µ(Xt;α) is the drift function with parame-

ter α, and σ(Xt; β) is the diffusion function with parameter β. Collect the parameters

into one vector θ = (α′, β′)′ ∈ Θ and define D as the domain of the diffusion process.

This definition includes the following examples, each of which has a parameter space

Θ that is convex.

Example 1. Some examples of diffusion processes are as follows:

• Arithmetic Brownian motion (ABM):

µ(Xt;α) = α and σ(Xt; β) = β with β > 0 and D = R.

• Geometric Brownian motion (GBM):

µ(Xt;α) = αXt and σ(Xt; β) = βXt with β > 0 and D = R+.
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• Ornstein-Uhlenbeck process (OU):

µ(Xt;α) = α1 + α2Xt and σ(Xt; β) = βXt with α2 < 0, β > 0 and D = R.

• Square root process (SQR):

µ(Xt;α) = α1 + α2Xt and σ(Xt; β) = β
√
Xt with α2 < 0, β > 0, 2α1/β

2 ≥ 1

and D = R+.

• Constant elasticity of variance process (CEV):

µ(Xt;α) = α1 + α2Xt and σ(Xt; β) = β1X
β2
t with α1 > 0, α2 < 0, β1 > 0, β2 >

1/2 and D = R+.

• Nonlinear drift process (NLD):

µ(Xt;α) = α1 + α2Xt + α3X
2
t + α4X

−1
t and σ(Xt; β) =

√
β1 + β2Xt + β3X

β4
t

and for some specifications, such as with α1, α4 > 0, it follows that D = R+.

In what follows, two of the above examples will be used in empirical applications

that highlight the estimation techniques described in this chapter. The levels of the

Standard and Poor’s 500 index will be modelled with geometric Brownian motion.

The three month Treasury bill rate will be analyzed using the nonlinear drift process.

In the usual framework, the process is free to move throughout D, the domain of

the diffusion process. In this way, the process is already bounded by its domain. In

this chapter, several other situations are explored, in which the process is known to

remain within a subset of D between time periods [(i− 1)∆, i∆] within [0, T ].
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2.2.2 Bounds B

The researcher observes {Xi∆}ni=1, a sample of discretely spaced observations from

the process at times i∆ ∈ [0, T ]. There are n = T/∆ observations in the sample over

the time period [0, T ]. For example, with T days of hourly observations, ∆ = 1/24

and n = 24T ; with T years of daily observations, ∆ = 1/365 and n = 365T . In

addition to the sample of observations Xi∆, the list of intervals B provides some

additional information that bounds those observations.

Bounds B, Case-by-Case: 1. The cases of bounding information B, considered in

this chapter, are among the list
{
B,B, B̃,B∞

}
, each specified as follows.

Absorbing Barriers: B = B = {b, b} ∈ R2 when it is known that the

process has remained within the interval [b, b] at all times t within the sample

period [0, T ], even though the process was free to move outside these

bounds.

Reflecting Bounds: B = B = {b, b} ∈ R2 when it is known that the process

is regulated to remain within the interval [b, b] at all times t within the

sample period [0, T ].

Realized Extreme Values: B = B̃ = {bi˜, b̃i}ni=1 ∈ R2×n when it is observed

that the process has attained but not exceeded the values bi˜ and b̃i at some

times within each interval [i∆, (i+ 1)∆] for each observation i = 1 . . . n.

Unbounded Case: B = B∞ = {−∞,∞} is the benchmark case in which no

other information is observed beyond the sample {Xi∆}ni=1.
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The unbounded case is the benchmark, which is dealt with in Jeong (2008) and

Jeong and Park (2013). Their work provides the framework in which the other cases

are analyzed in this chapter. This case, along with the single-bounded cases, are all

contained within the respective cases above. Single-bounded cases for the absorbing

and reflective bounds are specified by the limit as b → −∞ or b → −∞. The same

logic concerning both bounds together captures the benchmark as a special case.

The case of absorbing barriers is so named because the set of paths that are

impossible, given the known boundaries, are absorbed at the barrier and ruled out of

consideration. For the details, an early reference is Cox and Miller (1972). This model

is mainly considered as an intermediate step between the benchmark and others but

it is useful as an econometric model in its own right. For instance, a researcher

holding a sample of asset values may also be armed with the knowledge that the

values were always positive between observations. This case could be useful in any

situation in which it is known that an event did not happen, such as bankruptcy,

that would have been triggered had a variable crossed a threshold, such as zero net

asset value.

When such an event is not even permitted, the case of reflective boundaries might

be an alternative. It can be analyzed under the guise of either reflected Brownian

motion or regulated Brownian motion, which are two different ways of looking at such

objects but they have the same probability densities. The theoretical background for

regulated processes is set by Harrison (1985) and the density is found in Veestraeten

(2004). Since then, Cavaliere (2005) and Cavaliere and Xu (2014) have derived

estimators for unit root tests, which use regulated Brownian motion in the limiting
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distribution. This type of model is useful in considering data that are restricted by

some sort of institutional framework. Economic examples include exchange rates or

inflation rates that are regulated by a monetary authority to lie within a specified

range. Other obvious examples arise from variables that can only take on positive

values, such as interest rates or percentages.

However, the example of exchange rate regimes is fundamentally different than

that of percentages. Percentages are bound by the unit interval, by definition of the

variable itself. When the bounds are not enforced by a solid boundary, this opens up

the opportunity to estimate an unknown set of bounds. One could imagine widening

the interpretation of the parameter space, to include parameters that specify the

bounds themselves. Estimates of the bounding parameters would be derived from

the observations alone, without prior knowledge of the bounds themselves, when the

researcher is armed only with the knowledge that the bounds exist.

This gives rise to the potential for estimation of other types of technical indicators,

including the potential to infer bounds that are not specified or known in advance.

Other examples include the unobserved private values within auctions or the level

of reservation wages in labour markets. Addressing this question would require an

expansion of the asymptotic theory to incorporate the additional parameters. The

implementation and the associated asymptotic distribution theory is left for further

research.

The reward from studying the above two classes of models is achieved mainly

from the point of view of model specification. When absorbing barriers are included

within the statistical model, the estimation will be less likely to result in a process
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that would otherwise go out of bounds. In this case, the information content of the

bounds combines the advantages of a more accurate specification and an efficiency

gain, particularly when many observations lie near the bounds.

By imposing reflective barriers, the researcher is free to choose an economic model

without being forced to use the features of the statistical model to maintain the

boundaries. For example, an asset price is usually modelled with a process that has

sharply reduced variance when the price nears zero, thus preventing a negative price.

Models such as the constant elasticity of volatility process or the square root process

are some examples. The parameters are often chosen so that a slight positive drift

will override random shocks and keep the process within positive values. It might be

the case, however, that the process does have variance much higher than is specified

for low prices. For example, firms on the verge of bankruptcy often have a highly

variable stock price, just as their stock price is lowest. The use of a statistical model

with a regulating mechanism, as in the present framework, allows the researcher to

uncouple the specification of the mean and variance from the imposition of bounds.

Traditionally, a common approach to model a nonnegative variable is to trans-

form an unregulated variable. Arithmetic Brownian motion may take on any real

number but its exponential, geometric Brownian motion, is always positive. Through

this transformation, the values on the entire negative half-plane are mapped to the

interval (0, 1) and the resulting variance is very low in that range2. Whether the

2As is often the case in the literature on stochastic calculus, this is a good time to mention
the first use of Brownian motion in finance, or any other field, which was Bachelier’s Ph.D. thesis
Théorie de la Spéculation, Bachelier (1900). As is the tradition, the next sentence contains the
qualification that Bachelier used arithmetic Brownian motion, which can produce negative stock
prices. With the theory in this chapter, this is an obstacle that can be overcome.
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process is well described by this sort of model will depend on the situation at hand.

The econometric methods in this chapter allow for flexible modelling of the price

process above the zero bound, without sacrificing model fit to maintain the bounds.

Another feature of this approach, a result demonstrated by Cavaliere (2005), is

that estimation with a model that ignores existing bounds will result in estimates

that exaggerate the degree of mean reversion. This is true even when the process

follows a random walk at points within bounds. Incorporating the bounds explicitly

will mitigate this bias in parameter estimates.

Yet another advantage of analyzing bounding information comes largely in the

form of an efficiency gain. As is common in the financial arena, the researcher may

have access to daily prices at the open, high, low and close of trading. This may

be the most detailed data available for thinly traded securities or whenever there

is limited access to high-frequency data. Then the sample includes the maximum

and minimum values that were attained during each trading day and these provide

some information about what happened during the trading day. Essentially, the

inclusion of the minimum and maximum values can be thought of as additional

observations without a specific time stamp, instead known to lie within an interval

between neighbouring observations. Models of this sort have been studied by Ball

and Torous (1984) and, more recently, by Lildholdt (2002) but have received little

attention since the proliferation of high-frequency data and in-fill asymptotics in the

literature.

The case of realized extreme values is, in fact, fundamentally different than the

other cases in a few respects. First, the bounds are not known in advance, they are
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realizations of the process itself and, as a result, these bounds are only known after

the series is observed. These are random quantities and, as a result, the associated

quantities in the likelihood function, that are presented later, are also realizations of

random quantities.

This case also subsumes the benchmark case, through its relation to the case

with absorbing bounds. Starting with the realized extreme values, the density under

absorbing barriers is obtained as the marginal density integrated over all values of

realized points bi˜ and b̃i within [b, b].

Finally, this chapter considers these cases when the underlying model is a dif-

fusion process. It turns out that the analysis is greatly simplified by the two-way

asymptotics that are presented in Jeong (2008) and Jeong and Park (2013) in a con-

tinuous time framework. Their work paves the way towards an understanding of this

richer class of models, leaving their benchmark as a special case.

The relationships between these models are described in more detail in Chapter 3.

For now, the types of bounding information can be well represented by two particular

examples, described as follows.

Example 2. Reflective bounds and realized extreme values will be studied through-

out the chapter by way of the following two examples.

Interest Rates: The case of reflective bounds is exemplified by an interest

rate. Consider the three month treasury bill rate. This series takes on a positive

value that can be observed each day. The interest rate surely takes on different

values in the transactions that take place throughout the day, but these are

assumed to be unobserved to the econometrician. However, since it is known
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that interest rates must take on positive values in the unobserved transactions,

the interest rate can be modelled as a continuous-time process with bounding

information B = B = {b, b} = {0,∞}.

Stock Prices: Realized extreme values might be observed alongside closing

prices of a stock price index, such as the Standard and Poor’s 500 index. Most

websites will provide the index levels at the open and the close of trading, sup-

plemented by the highest and lowest index values throughout the day. The high

and low prices are the realizations of the bounding information B = B̃ = {bi˜, b̃i}.
With this information, the path of the index level can be analyzed more effi-

ciently, rather than simply discarding the extreme values. The same is true

when the intraday prices of shares are not available.

Of course, the intraday trades on interest-bearing securities can, in fact, be ob-

served. However, this thesis presents a solution for the case when the econometrician

does not observe the interest rate between daily observations. Further, the contin-

uous interest rate process can also take on interest rates at which interest-bearing

securities could be traded at any given time, even though no trade may have been

made at that particular time. The theory presented in this thesis uses the infor-

mation about bounds below to draw conclusions about the interest rate at times

between observed trades.

These examples are discussed further in the specification of the transition prob-

ability densities between successive observations. That section is preceded by a

statement of the analytical framework, in which the asymptotic distribution theory

is presented. This begins with the statement of conditions that are required in order
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for the main results to hold.

2.3 Asymptotic Distributions

This section will outline the methodology used to derive the asymptotic distribution

theory for the maximum likelihood estimation of α and β. The next step outlines the

required conditions for the drift and diffusion functions. A scaling condition is closely

linked to the simulation method for the asymptotic distribution of the estimators,

and is required to ensure that, as ∆→ 0, the bounds remain just as important as in

the sample.

2.3.1 Assumptions

First of all, the analysis only applies to diffusion processes with drift and diffusion

functions that are sufficiently well behaved.

Assumption 1 (DIFF). The drift function µ(x, α) is six times differentiable and

the diffusion function σ(x, β) is strictly positive and seven times differentiable with

respect to x on D. In addition, µ(x, α) and σ(x, β) are three times differentiable in

θ = (α′, β′)′ on Θ and these derivatives are also three times differentiable with respect

to x.

In what follows, let f denote any of the functions in Assumption 1, including

derivatives such as µα(x, α), σβ(x, β), µαα′(x, α), σββ′(x, β), and so on. The notation

ḟ refers to the derivative of f with respect to x. Additional characteristics are

assumed to hold for these functions, to permit the use of the limit theorems employed
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in this chapter. These conditions involve ε{f}(T ), called the asymptotic function of

f , which is used to define the asymptotic order in the horizon T , of any function f ,

defined in the following.

Assumption 2 (ORDER). For f(x) that is any function of the drift or diffusion

functions mentioned in Assumption 1, f(x) is locally bounded on the domain D and

there exists a positive, nondecreasing function ε{f}(T ) such that the following hold.

a)
1

ε{f}(T )
sup
t∈[0,T ]

|f(Xt)| −→p 0 as T →∞,

b) T pε{f}(T ) −→ 0 for some p <∞ as T →∞,

c) T−q
ε{ḟ}(T )

ε{f}(T )
−→ 0 for any q > 0 as T →∞, and

d) ∆T → 0 and εf1(Tεf2(T ))→ 0 as ∆→ 0 and T →∞, for any two functions

f1 and f2 among those represented by f .

e) Consider a sequence of neighbourhoods N (θ0, v), with v = v(∆, T ) a sequence

of weighting vectors with the same dimensions as θ. For each neighbourhood

N (θ0, v) = {θ : |v′(θ − θ0)| ≤ 1} there exists a matrix sequence w = w(∆, T )

such that vw−1 → 0 and

sup
θ∈N (θ0,v)

∣∣∣∣∣ε{f}(T, θ0)

ε{f}(T, θ)

∣∣∣∣∣ −→ 1 (2.2)

as T −→∞ and ∆ −→ 0.

The first condition requires the existence of a function that dominates each of

the derivatives of functions, f , mentioned above. It is used to quantify the rate
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of convergence to the limit for the particular drift and diffusion functions in use.

Secondly, this dominating function must be of smaller order than some power of

T in order for the limits to converge. The first derivatives of functions of µ and

σ with respect to Xt must be of small enough order relative to each function, and

similarly for the functions relative to each other. Finally, the functions of drift and

diffusion must be smooth functions of θ in the neighbourhood of the true parameter

values. The distribution of the estimates is taken as the sampling interval becomes

increasingly small, at a rate faster than T grows. That way, these order conditions

provide upper bounds on the lower order terms in the score and Hessian, so that

they vanish as ∆ shrinks to zero.

These conditions are satisfied for the diffusion processes considered in Example

1. In particular, consider the OU process. For this case, an appropriate asymptotic

order function is ε{f}(T ) = T , for f representing all of the functions referenced

in Assumption 1 [DIFF]. In the stationary case, when α2 < 0, the variable Xt is

stochastically bounded, so Assumption 2 (a) holds. Assumption 2 (b) also holds

for any p > 1. Assumption 2 (c) is satisfied by defining ε{f}(T ) = ε{ḟ}(T ) = T .

Further, Assumption 2 (d) is satisfied, as long as the condition ∆T 4 → 0 also holds.

Finally, since ε{f}(T ) = T is not dependent on the parameter θ, Assumption 2 (e)

holds trivially.

The next set of assumptions apply only to bounded processes and is the basis

for the limits from which the asymptotic distributions are derived. This is a version

of the conditions used in Cavaliere (2005) and in Cavaliere and Xu (2014), modified

to handle drift and diffusion functions that depend on Xt. Basically, the intervals



CHAPTER 2. KEEPING DIFFUSION PROCESSES WITHIN BOUNDS 26

that bound Xt are made increasingly small along with the sampling interval. In the

absence of this condition, any point in the interior of [b, b] will eventually become

arbitrarily far away from the bounds, in terms of the rate of diffusion over a small

enough interval ∆. If the interval that bounds Xt shrinks too quickly, it becomes

infinitesimal, relative to the variation inXt and the limiting process is nonrandom. At

a rate slower than
√

∆, the bounds become unimportant in the limiting distribution.

Shrinking the interval [b, b] at exactly rate
√

∆ ensures that the values of Xt are the

same relative distance from the bounds throughout. This is because it is the same

rate that the increments Xi∆−X(i−1)∆ shrink as well, and the bounds remain equally

prominent in the likelihood function. In precise terms, the limiting behaviour is as

follows.

Assumption 3 (SCALE). In the limit, the bounds are of order
√

∆. That is, the

bounds such as c and c are replaced with

c∆(X(i−1)∆) =
(b−X(i−1)∆)

√
∆

σ(X(i−1)∆; β)
for upper bounds (2.3)

and

c∆(X(i−1)∆) =
(X(i−1)∆ − b)

√
∆

σ(X(i−1)∆; β)
for lower bounds. (2.4)

In addition, the diffusion process Xt is replaced with the scaled diffusion X∆,t =

Xt

√
∆. Furthermore, the drift function µ∆(X∆,t;α) and the diffusion function σ∆(X∆,t; β)
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Figure 2.1: Damping Drift and Diffusion Functions

(a) Original Scale (b) Original Scale

(c) Without Damping (d) With Damping

(e) Without Damping (f) With Damping

Damping Drift and Diffusion Functions As ∆ → 0, the interval [c, c] shrinks along with it.
The rectangle defining the domain and range of µ and σ will shrink in width, but not in height,
unless the functions are damped toward some functions µ0(α) and σ0(β). Otherwise the result will
be functions with unbounded slope in the limit. With damping, the limiting drift and diffusion will
resemble those for the actual sample, as much as possible.
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are also adjusted as follows:

µ∆(X∆,t;α) =
∆

∆0

µ

(
X∆,t√

∆
;α

)
+

(
1− ∆

∆0

)
µ0(α) (2.5)

and

σ∆(X∆,t; β) =
∆

∆0

σ

(
X∆,t√

∆
; β

)
+

(
1− ∆

∆0

)
σ0(β) (2.6)

for some µ0(α) and some σ0(β), in which ∆0 is the interval length for the actual

sample. The functions µ∆(X∆,t;α) and σ∆(X∆,t; β) are called the damped drift and

diffusion functions, respectively.

The case of absorbing barriers is scaled similarly for c∆ and c∆. Realized extreme

values and the associated functions need not be scaled since they are already of order
√

∆.

The scaling conditions above may seem unusual but they are essential to obtain

meaningful limiting distributions. Once it is established that the bounds shrink along

with ∆, it makes no sense to speak of Xt outside of bounds. Instead, the variables

X∆,t shrink along with ∆ in a manner that is simply a change of units. The variable

X∆,t is the proportional location of Xt between the bounds.

Finally, the damping of the drift and diffusion functions is necessary to ensure

the existence of limits. Figure 2.1 illustrates the reason for damping. If the functions

µ and σ are not rescaled to give the same interval of values over X∆,t as they do

with Xt, then the limit will involve the constant values of µ(0;α) and σ(0; β), if they

exist.

Additionally, rescaling for inputsX∆,t, without damping towards µ0(α) and σ0(β),
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will result in functions with unbounded slope, since the functions can take on values

within the intervals µ([c, c];α) and σ([c, c]; β), over an interval that shrinks to zero.

The weight on the original functions must be exactly ∆/∆0. If it is any smaller,

they converge to zero too quickly, any larger and the slopes are unbounded. In

technical terms, damping at the correct rate ensures the existence of the first and

second derivatives with respect to X∆,t, a requirement for using Itô’s formula in the

derivation of the required limits. In a practical sense, the damping is done to ensure

that the characteristics of the drift and diffusion in the limiting distribution resemble

those for the actual sample, to the greatest extent possible. Functions that satisfy

this objective might include the second order Taylor expansions in α or β for a fixed

value of Xt in [c, c].

In sum, the scaling of the intervals and the damping of the drift and diffusion

functions ensure that the asymptotic distributions carry with them the characteristics

of the sample used in estimation.

2.3.2 Asymptotic Framework

Letting p
(
X(i−1)∆, Xi∆,∆; θ,B

)
represent the transition density, from X(i−1)∆ to Xi∆,

over the time interval ∆, under the particular type of bounding information B, the

likelihood function is

`(θ) =
n∑
i=1

`i(θ) =
n∑
i=1

log p
(
X(i−1)∆, Xi∆,∆; θ,B

)
, (2.7)

with sample size n = T/∆. Now, consider the maximum likelihood estimator θ̂ of
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θ = (α′, β′)′ defined as

θ̂ = argmax
θ∈Θ

`(θ). (2.8)

The asymptotic distribution of this estimator involves the limits of the score vector

and Hessian matrix, defined as S(θ) = ∂`(θ)/∂θ and H(θ) = ∂2`(θ)/∂θ∂θ′, respec-

tively. This distribution is obtained from the application of the Mean Value Theorem,

which implies

S(θ̂) = S(θ0) +H(θ̃)(θ̂ − θ0), (2.9)

where θ̃ is an intermediate value between θ̂ and θ0.

The development of the asymptotic theory follows the approach taken in Jeong

(2008) and Jeong and Park (2013), and applies their method of two-way asymptotics.

In this framework, the distance between observations goes to zero, i.e. ∆ → 0, and

the total time span diverges, i.e. T → ∞. In particular, this approach leads to

a simple consistency argument, see Corollary 1 below. The two-way asymptotic

framework of Jeong (2008) and Jeong and Park (2013) is based on the verification

of the following conditions, taken from Wooldridge (1994), Theorem 8.1.

Assumption 4 (ASY). The following conditions hold as ∆ → 0 and T → ∞ for

some normalizing sequence of matrices δ = δ(∆, T ):

AD1 δ−1S(θ̂)→p S = Op(1).

AD2 δ−1H(θ̂)δ−1′ →p H = Op(1), where H is an a.s. positive definite matrix.

AD3 There exists sequence of weighting vectors v = v(∆, T ) defining neighbourhoods
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N (θ0, v) such that vδ−1 → 0 and

sup
θ∈N (θ0,v)

∣∣v−1
(
H(θ̂)−H(θ0)

)
v−1′∣∣→p 0, (2.10)

where N (θ0, v) = {θ : |v′(θ̂ − θ0)| ≤ 1}.

The proof of AD3 presented in Jeong (2008) is sufficiently general to apply to the

cases studied in the current chapter. As such, the following analysis will concentrate

on the verification of AD1 and AD2, and, hence, on the derivation of the score and

Hessian, and their limits, for each type of bound.

2.3.3 Asymptotic Distributions

The conditions in AD1-AD3 are the key requirements for the derivation of the

asymptotic distribution of the estimator θ̂. The result is stated formally as follows.

Theorem 1. Let Xt be a diffusion process with drift function µ(Xt;α) and diffu-

sion function σ(Xt; β), combined with bounding information B. Suppose that µ and

σ satisfy the conditions in Assumption 1 [DIFF], Assumption 2 [ORDER] and As-

sumption 3 [SCALE]. Then the estimator θ̂ has the following asymptotic distribution:

δ′(θ̂ − θ0)→d H−1S (2.11)

as ∆→ 0 and T →∞.

Proof. The proof follows Jeong (2008) and Jeong and Park (2013), by verifying the

conditions AD1-AD3, and is given in Appendix B.
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By exactly the argument in Corollary 4.2 in Jeong and Park (2013), the following

consistency result is obtained when both ∆→ 0 and T →∞.

Corollary 1. Under the assumptions of Theorem 1, θ̂ is a consistent estimator of

θ0 as ∆→ 0 and T →∞.

The limiting distribution shown in Theorem 1 above can be calculated using

realizations ofH and S, when T is large and ∆ is small. If ∆ is small enough, relative

to T , such that ∆T is small, one should expect that these realizations generate

a close approximation to the finite sample distribution of the estimators. In this

way, the two-way asymptotics of Jeong and Park (2013) are especially useful when

analyzing high-frequency data that cover a short horizon. This first step in the

two-way asymptotic theory in Jeong and Park (2013) is referred to as the primary

asymptotics, allowing the researcher to calculate a distribution for an estimator from

just such a dataset. The same conditions apply to the estimators in this chapter.

For small ∆, the limit as T →∞ achieves the consistency result shown above.

The following discussion focuses on deriving the limits of the score vector and

Hessian matrix. Before doing so, it is necessary to define the three main components.

The first is a limiting bounded process that closely resembles the process from which

a sample is drawn. The second is a sequence of reflection points, generated by the

specification of bounds B, using the reflection principle. The third is a weighted

average involving the reflection points and features prominently in the limits to

follow.

Definition 1. The set of stochastic processes XB∆,t(ω) is a set of bounded diffu-

sion processes corresponding to bounding information B if it satisfies the
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following conditions.

(i) XB∆,t(ω) is a random function of t ∈ [0, T ], mapped from realizations of ω ∈ Ω,

associated with a probability space (P,Ω,F).

(ii) Increments of XB∆,t, dX
B
∆,t satisfy the following stochastic differential equation:

dXB∆,t = µ∆(XB∆,t;α)dt+ σ∆(XB∆,t; β)dWt, (2.12)

in which dWt = dWt(ω) are the increments of realizations of a standard Brow-

nian motion.

(iii) The process XB∆,t conforms to the bounding information of the type contained

in B, scaled by
√

∆ so that, e.g., b is replaced with c∆(XB∆,t), and similarly for

other types of bounds.

When drawing realizations from a process in this set for the purpose of inference,

the researcher must take the following steps. Choose the functions µ0(α) and σ0(β)

for the second term in the damped functions µ∆(X∆,tα) and σ∆(X∆,tβ). These are

the functions towards which the damped functions will converge, as the sampling

interval ∆ becomes arbitrarily small. One way to do this is by choosing a central

value x0 consistent with the bounds specified by B. This can be achieved using the

midpoint of either [b, b] or [b, b], in the case of fixed bounds, or the expected value of

the process Xt, in the case that it exists. In some cases, the decisions will be simple,

such as the case of constant drift and diffusion, in which damping is not necessary.

This is because the set of bounded diffusion processes in Definition 1 is only indexed
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by ∆ through the bounds [c∆, c∆] for that model, and not by damping the drift and

diffusion functions.

For simulation of the asymptotic distribution of the estimates, the choice of the

sampling interval ∆ is made in tandem with the specification of µ0(α) and σ0(β),

considering the tradeoff between two goals. The first is the goal of making the

dynamics of the limiting process resemble those of the sample, as closely as possible.

The other is to make ∆ small enough such that the terms of the score and Hessian

in the above distribution form a close approximation to those from the likelihood

function calculated from the sample.

The derivation of the limiting distributions relies on the reflection principle through

the reflection points defined next. To clarify notation, it is helpful to express the

bounds in terms of the (positive) distance from the starting point X(i−1)∆ for each

observation. The unit of distance for each observation i is the number of standard de-

viations σ(X(i−1)∆; β) from the last observation X(i−1)∆. For the case with reflecting

bounds b and b, the standardized bounds are

c = c(X(i−1)∆; θ,B) =
(b−X(i−1)∆)

σ(X(i−1)∆; β)
(> 0) for upper bounds (2.13)

and

c = c(X(i−1)∆; θ,B) =
(X(i−1)∆ − b)
σ(X(i−1)∆; β)

(> 0) for lower bounds, (2.14)

and similarly for the case of absorbing bounds or of realized extreme values. Note

the similarity with the bounds presented in Assumption 3 [SCALE], without the
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scaling by the factor of
√

∆. Using these standardized bounds, the reflection points

are defined as follows.

Definition 2. The set of reflection points corresponding to the diffusion

process Xt with bounding information B are defined as

rRk = 2k(c+ c) and rLk = 2((1 + k)c+ kc) (= 2c+ rRk ), (2.15)

in the case of reflecting bounds, and similarly for the other cases.

The location of the reflection points rRk and rLk can be explained using a geometric

argument. Imagine that there is only one bound at location c above the origin. The

first reflection point rR0 is the origin itself. If the bound were replaced by a mirror,

the location of the only other reflection point rL0 is 2c, which is the apparent location

of the mirror image of the origin through the mirror at c, when looking from the

origin.

Now, consider the case of the double-bounded process. In this situation, there

are two mirrors, each located at one of the bounds c and c, parallel to each other.

The first reflection point rR0 is still at the origin, but in this arrangement, the view

from between the mirrors would be an infinite sequence of reflection points. Each

reflection point is the perceived location of either a mirror image of the origin, or a

mirror image of a mirror image of the origin, and so on. This picture resembles the

scene inside a barbershop, with mirrors positioned so that the customer can see the

barber’s work in both the front and the back.

In the study of bounded processes, the reflection points can be thought of as the
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images of the barber, standing at the origin, in his barbershop with parallel mirrors

on the wall at the bounds c and c. The superscripts on the reflection points rRk and rLk

represent the locations at which the right-handed barber appears to be either right-

or left-handed. In fact, throughout the sequence, the entire barbershops are arranged

in either the original or the reverse layout. The images of the mirrors themselves will

appear to be located at the mirror points mk = c+ 2k[c+ c] and mk = c+ 2k[c+ c]

between the reflection points.

The following weighted average over the reflection points is the third component

of the asymptotic distribution theory to follow.

Definition 3. The operator E∗R[g(wi, r)|wi,B] is computed in the same way as the

conditional expectation of the function g(wi, r), given the increment wi, taken with a

discrete distribution over the reflection points r ∈ R, implied by bounds B. Call

E∗R[g(wi, r)|wi,B] the conditional expectation under the quasi-probability

distribution function over the set of reflection points R, given the increment

wi, for a bounded diffusion process that corresponds to bounding information B.

Through this conditional expectation operator, the reflection principle described

above offers some intuition into the asymptotic distribution theory to follow. The

distribution of the estimators involves weighted averages across the reflection points

associated with paths of Brownian motion. The operator E∗R[·] captures the idea

that there is a joint density over the observations of a path and the correspond-

ing interactions with boundaries in the time between observations. When only the

endpoints are observed, combined with information of the form B, the expectation
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E∗R[·] integrates over the unknown interactions with boundaries between observa-

tions. However, even though this computation is performed in the same way as for a

conditional expectation, the corresponding probability mass is either added or sub-

tracted from the calculation, depending on the type of bounds B and the particular

reflection point considered.3

To illustrate, the reflection points can be seen from a different point of view.

An early application of Brownian motion involves the path travelled by a particle

through a liquid medium. Imagine adding a drop of food colouring to a glass of

water. The initial condition is unit concentration in the location of the original drop,

with pure water elsewhere. As time goes on, the coloured particles interact with their

neighbouring water molecules and eventually make their way further into the water.

The density of Browninan motion is then the same mathematical representation that

specifies the concentration of colouring in the water at a particular location.

Follow the path of a particle of food colouring as it wanders through the glass of

water. On its way down, the particle may have bounced off the inside of the glass.

Now suppose that there were some uncertainty as to whether the region of water were

contained in a glass with mirrors inside or whether the region were simply a subset

of a large swimming pool. From the endpoint of the particle, the two alternatives

would be indistinguishable, as long as some food colouring could have been added

at the reflection point in the pool. The path from the reflection point is the mirror

3In the case of subtraction, the expectation is taken with respect to a weighting function that is
termed a quasiprobability distribution, or negative probability distribution, since it satisfies only two
of the three axioms of probability (see Burgin (2010), Feynman (1987a), Haug (2004) and Burgin and
Meissner (2012a)). However, the mathematical operations involved in taking expectations are the
same, regardless. For further discussion on this point, see Chapter 3, wherein this quasiprobability
function is also used to generate realizations of the asymptotic distribution of estimators.
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image of the path from the origin and the terms in the probability densities, to be

presented next, reflect this correspondence. This line of reasoning is illustrated in

Figure 2.2. Similar reasoning applies in the case of two bounds, with the potential

for more reflections. In either case, the subjective probability distribution over the

interaction with boundaries between observations translates each of the univariate

transition densities into a joint density with the set R containing the reflection

points.

Figure 2.2: The Viewpoint from the Endpoint

The Viewpoint from the Endpoint: From the vantage point of the observer, the path of a
particle reflected off the glass with a mirror inside looks the same as a path that originated from
the outside. The observer can visualize two reflection points associated with this path and might
attach subjective probabilities to the two possible origins of the path. The weights attached to the
possible interactions with bounds is central to the asymptotic distribution theory for the parameter
estimates.

This arrangement can be formalized as follows. A path of Brownian motion

W (t, ω) is a function of a realization ω from a sample space Ω. This path may
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breach the bounds [b, b] intended for its corresponding regulated process W b
b (t, ω).

The probability mass associated with the path that respects the bounds is generated

from a series of reflections that take place at points in time when the process W (t, ω)

crosses any one of the sequence of mirror points mk and mk, the images of the true

bounds. The probability mass assigned to sets of paths W b
b (t, ω) is the same as the

probability assigned to the corresponding sets of ω for all the W (t, ω) that are in the

preimage of W b
b (t, ω), through the reflection transformation (·)bb. The operator E∗R[·]

performs the precise combination of additions and subtractions of probability mass

attached to paths of the underlying unbounded process W (t, ω).

The result is a key component of the asymptotic approximation to the distribu-

tion of the estimators of α and β. In presenting the following asymptotic results, I

follow the convention of Jeong and Park (2013) and use the notation “∼p” to de-

note asymptotic equivalence in probability. More specifically, P ∼p Q implies that

P/Q→p
1, or equivalently, P −Q = op(Q).

Theorem 2. Let Xt be a bounded diffusion process satisfying the conditions of Theo-

rem 1. Assume that there exist nonsingular sequences δ2,α(T ) and δ2,β(T ), dependent

on the drift and diffusion functions, such that

δ(∆, T ) = diag(δα(∆, T ), δβ(∆, T )) = diag(δ1,α(∆) ·δ2,α(T ), δ1,β(∆) ·δ2,β(T )). (2.16)

Then

δ(∆, T ) = diag(δ2,α(T ),∆−
1
2 δ2,β(T )) (2.17)

and, for large T and small ∆, the drift and diffusion blocks of the asymptotic score,
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S(θ0) = (S ′α(θ0),S ′β(θ0))′, and Hessian, H(θ0) = diag(Hαα(θ0),Hββ(θ0)), are approx-

imated as follows.

Sα(θ0) ∼p
∫ T

0

µ∆,α(XB∆,t)

σ∆(XB∆,t)
dWB

∆,t, (2.18)

Hαα(θ0) ∼p
∫ T

0

µ∆,α(XB∆,t)µ
′
∆,α(XB∆,t)

σ2
∆(XB∆,t)

dWB
∆,t, (2.19)

Sβ(θ0),∼p
∫ T

0

σ∆,β(XB∆,t)

σ∆(XB∆,t)
dVB∆,t, (2.20)

and

Hββ(θ0) ∼p
∫ T

0

σ∆,β(XB∆,t)σ∆β′(X
B
∆,t)

σ∆(XB∆,t) · σ∆(XB∆,t)
dUB∆,t − 2(1 + a)

∫ T

0

σ∆,β(XB∆,t)σ∆β′(X
B
∆,t)

σ∆(XB∆,t) · σ∆(XB∆,t)
dt.

(2.21)

The term dWB
∆,t is the increment of a standard bounded diffusion process with zero

drift and unit variance. The increments dVB∆,t and dUB∆,t are defined as

dVB∆,t = E∗R
[(
dXB∆,t − r

)2 −∆

∣∣∣∣dXB∆,t, XB∆,t,B] (2.22)

and

dUB∆,t = Var
∗
R

[(
dXB∆,t − r

)2

∣∣∣∣dXB∆,t, XB∆,t,B] . (2.23)

The constant a is the number of realized extreme values observed: a = 2 for open-

high-low-close data, a = 1 when either the high or low is observed, and a = 0 for all

other types of bounds.
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Proof. Apply Theorem 1, with the terms of the score and Hessian presented in Propo-

sitions 1-4 in Section 2.4 below, with corresponding proofs in Appendix B.

The increment dVB∆,t is the above conditional expectation of a function of an

increment of the diffusion process, taken across all reflection points that could have

been involved in the generation of the increment dX∆,t. For the unbounded case,

dVB∆,t reduces to an increment of a Wiener process that is independent of dWt,

the innovation driving Xt. In this case, there are no bounds off which to reflect,

and so there is no uncertainty over the potential interactions with bounds between

observations. The only reflection point is the origin, the last position X(i−1)∆ of the

process Xt, with probability one.

To clarify the meaning of the preceding equations for the conditional expectations

discussed above, consider the following. The conditioning information contained in

B depends on the type of bounds under study. The conditional expectation is taken,

given that the process follows the bounded diffusion process in question and ends at

the value of Xt+∆, as observed at this point in time in the sample. For the case of

absorbing bounds or reflective barriers, this takes as an input the values of the fixed

bounds that are known to the researcher. For the case of realized extreme values,

the relevant information contained in B is limited to that which corresponds to the

particular subinterval from t to t+ ∆, represented by B̃.

For the other cases, the score vector above includes a conditional expectation to

reflect the fact that potential reflections are unknown. From the point of view of

the researcher, this means that the information content of every observation is an

average over what might have happened on the path to the endpoint wi. This builds
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into the distribution of the estimator the same degree of uncertainty over the path

ending at wi. To some extent, this distribution includes an adjustment for a sort of

measurement error that arises from unobserved interactions with bounds.

The first term in the Hessian matrix, includes the increment dUB∆,t, the conditional

variance of the same term as in the score, and accounts for the variability of the set

of paths that could have generated the sample. In the absence of bounds, this term

vanishes, but it is present whenever there is any uncertainty over the reflections

on the path through the points in the sample. The degree to which there is such

uncertainty is positively related to the proximity to the bounds. Far from bounds,

there is little to no such uncertainty, as in the unbounded case, in which the values

inside the expectation are constant with respect to the reflection points.

The second term, related to the variance of observations, is multiplied by (1 +a),

equal to the number of squared random variables in the score. When introducing

a high or low to the likelihood, one more squared random variable is added to the

observation. This adds to the set of observations from which the estimates are

derived, and the effect on this term is the same as if the sample were a·n observations

larger.

The remainder of the chapter focuses on the derivation of the above results, before

illustrating them with a series of empirical examples.
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2.4 Likelihood Function and its Derivatives

This section presents the transition density that is used to calculate the likelihood

function and the terms of the score and Hessian that are presented in Theorem 2.

2.4.1 Transition Density

In each case of bounding information, the density p
(
X(i−1)∆, Xi∆,∆; θ,B

)
takes on a

similar form. The density for a process with drift function µ(x;α) can be expressed

in the following two ways:

p
(
X(i−1)∆, Xi∆,∆; θ,B

)
= px

(
X(i−1)∆, Xi∆,∆; θ,B

)
+ Dµ

1 (X(i−1)∆, Xi∆,∆; θ,B
)

= Dµ
0 (X(i−1)∆, Xi∆,∆; θ,B) × pw

(
X(i−1)∆, Xi∆,∆; β,B

)
+ Dµ

1 (X(i−1)∆, Xi∆,∆; θ,B
)
,

(2.24)

where px is the transition density for the particular process with nonzero drift µ(x;α)

and pw is the density for the process with no drift. That is, px = pw when µ = 0,

which is the reason that pw is a function of β and not of θ = (α′, β′)′. The term Dµ
0

is the Radon-Nikodým derivative (see, e.g. Shreve (2004) for details)

Dµ
0 (X(i−1)∆, Xi∆,∆; θ,B) = exp

(
µ(x;α)

(
Xi∆ −X(i−1)∆

)
σ(x; β)2

− 1

2

µ(x;α)2∆

σ(x; β)2

)
. (2.25)

Although this term is not explicitly a function of B, it is calculated using realizations

of the process Xt, which are dependent on the conditions in B. The final term Dµ
1 is
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an additional term, used only in the case of nonzero drift in the model with reflective

bounds. It is presented after the density px, since it has a similar form.

In all cases considered in this chapter, the density px
(
X(i−1)∆, Xi∆,∆; θ,B

)
, for

X(i−1)∆ and Xi∆ within bounds, takes on the same form. It is stated in two ways, one

(px) in terms of observed variables Xi∆, parameters θ and bounds B and another (qx)

in terms of standardized variables w and η, with parameters and bounds suppressed

for brevity.

The standardized drift η is defined as

η =
µ(X(i−1)∆;α)

σ(X(i−1)∆; β)
, (2.26)

while w = Wi∆ −W(i−1)∆, using the Euler approximation

Xi∆ −X(i−1)∆ ≈ µ(Xi∆;α)∆ + σ(Xi∆; β)(Wi∆ −W(i−1)∆), (2.27)

over small intervals of length ∆, as is done in Jeong (2008) and Jeong and Park

(2013). Then, the Euler approximation to the transition density satisfies the following

differential equation, called the heat equation

1

2
σ2∂

2px
∂y2

− µ∂px
∂y

=
∂px
∂t

. (2.28)

This law of motion is supplemented by boundary conditions that depend on the type

of bounds, which are listed in Chapter 3. For absorbing barriers, Cox and Miller

(1972) provides the density that solves the boundary value problem. Veestraeten
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(2004) provides the solution for case of reflective bounds. With realized extreme

values, the density is shown in, e.g., Ball and Torous (1984), while Shreve (2004)

outlines the solution in further detail.

The Gaussian density is a solution to the heat equation (2.28), as are linear

combinations of Gaussian densities with different means. Using this fact, a variety

of boundary conditions are satisfied with weighted averages of Gaussian distributions.

As a result, all cases feature a density that is expressed in the following form:

px
(
X(i−1)∆, Xi∆,∆; θ,B

)
= qx(w, η,∆)

=
∞∑

k=−∞

{
γRk (w, η, rRk )φ

(
w−rRk√

∆

)
+ γLk (w, η, rLk )φ

(
w−rLk√

∆

)}
.

(2.29)

The function φ(·) is the density of the standard normal distribution. The density

function px is a weighted sum of Gaussian densities. It is reminiscent of the sum-

of-Gaussian nonlinear filter analyzed in Tanizaki (1996), except that it is not an

approximation. In fact, it converges to the solution to (2.28) with a few terms,

whenever the last observation X(i−1)∆ is a multiple of σ(X(i−1)∆; β)
√

∆ from either

bound.

The functions γ
(·)
k (w, η, r

(·)
k ), as well as the values of r

(·)
k , depend on the particular

model. In all cases, the weights γ
(·)
k (w, η, r

(·)
k ) are either zero or of the form

γ
(·)
k (w, η, r

(·)
k ) = λ

(·)
k (w, η, r

(·)
k )eηr

(·)
k , (2.30)

with standardized drift η, as defined above. The functions λ
(·)
k (w, η, r

(·)
k ) are outlined
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below.

Bounds B, Case-by-Case: 2. The transition densities for the versions of B are

specified as follows.

Absorbing Barriers: For B = B = {b, b}, the weights γRk (w, η, rRk ) have

λRk (w, η, rRk ) = 1 and weights γLk (w, η, rLk ) have λLk (w, η, rLk ) = −1.

For the single bounded case, b→ −∞, the resulting weights are γR0 (w, η, rR0 ) = 1

with λR0 (w, η, rR0 ) = 1 and γL0 (w, η, rL0 ) with λL0 (w, η, rL0 ) = −1. In this case, all

other γk weights vanish.

Reflecting Bounds: When B = B = {b, b}, the weights γRk (w, η, rRk ) have

λRk (w, η, rRk ) = 1 and weights γLk (w, η, rLk ) have λLk (w, η, rLk ) = 1.

For the single bounded case, b→ −∞, the resulting weights are γR0 (w, η, rR0 ) = 1

with λR0 (w, η, rR0 ) = 1 and γL0 (w, η, rL0 ) with λL0 (w, η, rL0 ) = 1. In this case, all

other γk weights vanish.

The additional term Dµ
1

(
X(i−1)∆, Xi∆,∆; θ,B

)
has a structure similar to that

of the density and is presented below.

Realized Extreme Values: If B = B̃ = {bi˜, b̃i}ni=1, the density is related

to that with absorbing barriers. The reflection points are calculated the same

way as those for absorbing barriers (with b replaced with b̃i) and the weights

γRk (w, η, rRk ) and γLk (w, η, rLk ) have

λRk (w, η, rRk ) =
4k2

σ2∆2

{(
η∆ + (w − rRk )

)2 −∆
}

(2.31)
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and

λLk (w, η, rLk ) =
1− k
k

λRk (w, η, rLk ), (2.32)

which are nonzero whenever k 6= 0, in which case λL0 = λR0 = 0.

For the single-bounded case, when bi˜ are not observed, the resulting weights are

λR0 = 1, with rR0 = 0, and also

λL0 (w, η, rLk ) =
−2

σ∆
{η∆ + (w − rL0 )} =

2

σ∆
{(2c̃i − w)− η∆}, (2.33)

while λ
(·)
k = 0 for all other k, i.

Unbounded Case: For the benchmark model B = B∞ = {−∞,∞}, the only

nonzero weight is γR0 (w, η, rR0 ) = 1 associated with the only reflecting point

rR0 = 0 and the resulting density is the Gaussian density.

The remaining drift term for the case of reflecting bounds, Dµ
1 , is also a weighted

sum of functions derived from Gaussian densities.

Dµ
1

(
X(i−1)∆, Xi∆,∆; θ,B

)
= qµ1 (w, η,∆, σ)

= 2
σ
ηe2η(w+η∆)

∞∑
k=0

{
γL−k−1(w, η, rL−k−1)

[
1− Φ

(
w+2η∆+rL−k−1√

∆

)]
+γLk (w, η, rLk )Φ

(
w+2η∆+rLk√

∆

)}
.

(2.34)

The function Φ(·) is the cumulative distribution function of the standard normal

distribution.

Now consider the application of the densities in the context of these two examples.
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Example 3. The following is a more concrete description of the transition

densities for the two highlighted types of bounds.

Interest Rates: The transition density with reflective bounds is a weighted

average of two normal densities. The first is the usual density that would be

calculated when ignoring the zero bound. It is the probability density of changes

in the interest rate dXt, the value that is then standardized by the drift and

diffusion, to result in the standardized transition w.

The second term is the density that corresponds to the possible interest rate

paths that might have reached the zero lower bound during the day. The density

is calculated as the transition of the interest rate along the mirror image of the

day’s path, reflected through the lower bound of zero. When the interest rate is

large, this term will have a weight lower than one, λL0 (w, η, rLk ) = e−2ηXt−1 to

be exact, to reflect the fact that fewer paths will hit the lower bound. This term

is more important when interest rates are near the zero lower bound. Finally,

the R and L superscripts denote right- and left-handed paths. This notation

is chosen to highlight the fact that the second term involves the mirror image

of the true interest rate path. It reflects the fact that the mirror image of a

right-handed person will appear to be left-handed.

Stock Prices: The Standard and Poor’s 500 index provides an example of

realized extreme values. The density for observed open-high-low-close levels has

two features, beyond those of the interest rate. First of all, the value of the

bounds b˜i and b̃i are realizations of the day’s trading activity, instead of known



CHAPTER 2. KEEPING DIFFUSION PROCESSES WITHIN BOUNDS 49

constants. For this reason, the weights λ
(·)
k are functions of the standardized

price change w, as well as the reflection points r
(·)
k , which are functions of the

high and low prices.

From this, the second difference arises between open-high-low-close prices and

interest rates. The density of the changes in the interest rate has a second term

that depends on the mirror image of the interest rate through zero. The high and

low index levels provide two mirror points m˜ 0 = b˜i and m̃0 = b̃i, through which

we can consider the mirror image of the path since the last close, Xt−1. Since

there are two mirrors, there are not only two terms, but an infinite number

of terms, as there would be an infinite number of mirror images of the S&P

500 index reflected through the high and low observations. This provides an

extension of the reflection principle to the case of two bounds using a principle

from geometric optics known as the barbershop effect. It derives its name from

the view you have through two parallel mirrors in a barbershop, as discussed

earlier.

The formulation of the transition density is the main input to the likelihood

function, which is discussed next.

2.4.2 Likelihood Function

In order to analyze the limiting behaviour of the score vector and Hessian matrix, the

likelihood function is broken down into several terms. Within the likelihood function

`(θ), consider the contributions to the likelihood for observation i. As with the

density, the contributions can be expressed in either of two forms as they are broken
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up into separate terms, using the following shorthand notation. For each observed

increment dxi = Xi∆ −X(i−1)∆ following the previous observation xi = X(i−1)∆,

`i(θ) = `0
i (∆) + `σi (xi; β) + `xi (dxi, xi,∆;α, β)

= `0
i (∆) + `σi (xi; β) + `µi (dxi, xi,∆;α, β) + `wi (dxi, xi,∆;α, β).

(2.35)

For each block of the score vector and Hessian matrix, using a particular form

simplifies the analysis. These terms take on the forms

`0
i (∆) = −1

2
ln(2π)− (1

2
+ a) ln(∆)

`σi (β) = −(1 + a) ln(σ(xi; β))
(2.36)

`µi (dxi, xi,∆;α, β) = log{Dµ
0 (dxi, xi,∆;α, β)}

`xi (dxi, xi,∆;α, β) = log{px(dxi, xi,∆;α, β) +Dµ
1 (dxi, xi,∆;α, β)}

= log{Dµ
1 (dxi, xi,∆;α, β)× pw(dxi, xi,∆; β) +Dµ

1 (dxi, xi,∆;α, β)}

`wi (dxi, xi,∆;α, β) = log{pw(dxi, xi,∆; β) + [Dµ
0 ]−1Dµ

1 (dxi, xi,∆;α, β)}.
(2.37)

The specific conditions by case are as follows.

Bounds B, Case-by-Case: 3. The specific constants in the likelihood for each

version of B are:

Absorbing Barriers: For B = B = {b, b}, a = 0 and Dµ
1 = 0.

Reflecting Bounds: For B = B = {b, b}, a = 0 and Dµ
1 is nonzero and is

discussed in Appendix C.
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Realized Extreme Values: With B = B̃ = {bi˜, b̃i}ni=1, Dµ
1 = 0 and a = 1 in

the single-bounded case, while a = 2 in the double-bounded case.

Unbounded Case: For B = B∞ = {−∞,∞}, a = 0 and Dµ
1 = 0.

The differences in the likelihood function can be explained in terms of the interest

rate and the index levels.

Example 4. These terms in the likelihood function are involved in the following

examples.

Interest Rates: With the reflective lower bound of zero, the nonzero drift

term Dµ
1 captures the interaction between the drift and the bound. Probability

mass is rearranged, depending on the tendency of the interest rate to continue

to decrease as it approaches zero. Even if the interest rate has strong downward

momentum near zero, the observations are still confined to positive values. The

drift term accounts for the fact that the interest rate can stay near zero, either

because it has zero drift or because it is kept there by the bound.

Stock Prices: When the Standard and Poor’s 500 index is observed at the

high and the low index levels, the econometrician has two additional observa-

tions available. These provide two more realizations with which to estimate the

variance of changes in the index. The efficiency gain from these observations

is represented by the additional weight a on the log(σ) term.

For each block of the score vector and Hessian matrix, one of the above likelihood

functions will be more convenient.



CHAPTER 2. KEEPING DIFFUSION PROCESSES WITHIN BOUNDS 52

2.4.3 Score Vector: Drift

Consider the contributions to the score vector S(θ0) = (`α, `β)′, in which the ar-

guments ∆, θ and B are suppressed for ease of notation. Define wi = (dxi −

µ(xi))/σ(xi) ≡ (xi − µ(xi))/σ(xi), using the shorthand notation xi and dxi, and

suppressing dependence on α and β in µ and σ. The maximum likelihood estimator

of the drift parameter α involves Sα, which is the α block of the score vector:

Sα,i(θ0) =
∂

∂α
`µi (dxi, xi,∆;α, β) =

µα(xi)

σ(xi)
wi, (2.38)

for all cases except that with reflective bounds, in which there is an extra term

discussed in Appendix C. In the case of (2.38), the limit follows from the application

of Lemma 1(b) in Appendix A:

Sα(θ0) =
n∑
i=1

Sα,i(θ0) =
n∑
i=1

µα(xi)

σ(xi)
wi =⇒

∫ T

0

µ0,α

σ0

dWB
t ≡ Sα(θ0), (2.39)

as ∆ → 0. The symbol “=⇒” denotes weak convergence of probability measures.

The increments dWB
t are generated from those of XB∆,t in Definition 1, standardized

by µ(XBt ;α) and σ(XBt ; β). Notice that for all models with Dµ
1 = 0, this term is the

same. With the exception of the case of reflecting barriers, the bounding information

does not improve the estimate of α. Furthermore, this also holds for the off-diagonal

block of the Hessian matrix, since it holds for the unbounded case. So it is also true

that the Hessian matrix will be block diagonal, since the off-diagonal block Hαβ′,i(θ0)

is of smaller order than the diagonal blocks. These results hold because the Radon-

Nikodým derivative Dµ
0 is factored out of px, leaving the log-likelihood function as a
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sum of the two logged terms, only one of which is a function of α. This is the same

term as in the unbounded case.

Notice that the above limit is still a function of T . With the two-way asymptotics

employed here, the sampling interval shrinks and the limits of the partial sums are

stochastic integrals. They will also be associated with normalizing factors of T to

ensure convergence in that dimension and the rates will depend on the drift and

diffusion functions.

Furthermore, for samples with small T , the distribution of variables such as Sα

will depend on the starting point and will be based on a range of values of Xt

nearby. For samples with longer T , the variable Xt can take on a wider range of

values, possibly with an unconditional distribution, or they may even diverge.

Along those lines, it should also be noted that the increments wi, on which Sα

is built, must be generated from realizations of Xt with the corresponding type of

bounds in B, formalized in the definition of XB∆,t above. They are then standardized

to compute wi. These considerations carry forward to the other random variables

considered below.

2.4.4 Score Vector: Diffusion

Consider first the term Sxβ,i, which is the derivative of the term `xi with respect to

β, after factoring out the power of σ. The Sxβ,i term of the diffusion block of the

score vector can be represented in either of two forms, either derived from the term

`xi (dxi, xi,∆;α, β) or from the product Dµ
1 × pw, stated formally as follows.
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Proposition 1. Let Xt be a diffusion process with drift function µ(Xt;α) and diffu-

sion function σ(Xt; β), combined with bounding information B, satisfying Assump-

tion 1. Then the ith contribution to the diffusion block of the score vector correspond-

ing to the term `xi is

Sxβ,i(θ0) =
1

∆

σβ
σ
E∗R
[
(wi − r)2 − 2η∆r

∣∣∣∣wi,B]
=

1

∆

σβ
σ
E∗R
[
(dxi − r)2

∣∣∣∣dxi, xi,B]− 2η∆wi − η2∆2.
(2.40)

Proof. See Appendix B.

This term is the first term in the score vector for β for all cases considered, even

in the case of reflecting bounds, when Dµ
1 6= 0. For that case, the additional terms

are presented in Appendix C.

Proposition 2. Let Xt be a diffusion process satisfying the assumptions stated in

Theorem 1. Then the diffusion block of the score vector Sβ(θ0) has the following

asymptotic distribution,

Sβ(θ0) =
√

∆
n∑
i=1

Sβ,i(θ0) =⇒
∫ T

0

σ0,β

σ0

dVt ≡ Sβ(θ0), (2.41)

as ∆→ 0.

Proof. See Appendix B.

The analysis proceeds by considering the second derivative of the likelihood func-

tion.
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2.4.5 Hessian Matrix: Diffusion

Since Sα(θ0) does not depend on B, Hαα′(θ0) and Hαβ′(θ0) are identical to those in

the unbounded case in Jeong and Park (2013). These are not studied further here.

Instead, consider the diffusion block of the Hessian matrix.

Proposition 3. Let Xt be a diffusion process with drift function µ(Xt;α) and diffu-

sion function σ(Xt; β), combined with bounding information B, satisfying Assump-

tion 1. Then the ith contribution to the diffusion block of the Hessian matrix corre-

sponding to the term `xi is

Hx
ββ′,i(θ0) =

1

∆2

σβσ
′
β

σ · σ
Var

∗
R

[
(w − r)2 − 2η∆r

∣∣∣∣w,B]
+

1

∆

(
σββ′

σ
− 3

σβσ
′
β

σ · σ

)
E∗R
[
(w − r)2 − 2η∆r

∣∣∣∣w,B] . (2.42)

Proof. See Appendix B.

This is the first term in the Hessian matrix for β for all cases considered. Again,

the additional terms involving Dµ
1 are deferred to Appendix C.

Summing the above terms over the entire sample, the resulting distribution is

shown next.

Proposition 4. Let Xt be a diffusion process satisfying the assumptions stated in

Theorem 1. Then the diffusion block of the Hessian matrix Hββ′(θ0) has the following

asymptotic distribution,

Hββ′(θ0) = ∆
n∑
i=1

Hββ′,i(θ0) =⇒
∫ T

0

σ0,βσ
′
0,β

σ0 · σ0

dUt−2(1+a)

∫ T

0

σ0,βσ
′
0,β

σ0 · σ0

dt. ≡ Hββ′(θ0),

(2.43)
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as ∆→ 0.

Proof. See Appendix B.

Within the weighted average E∗R[·], inside the increments dVB∆,t and dUB∆,t, the

weight on term r
(·)
k has numerator

λ
(·)
k (w, η, r

(·)
k )φ

(
w − r(·)

k√
∆

)
, (2.44)

normalized by the sum of all similar terms in the denominator. As a result, these

weights sum to one. In the case of reflecting bounds, they are all positive and the

operator E∗R is truly a conditional expectation, using a nondegenerate probability

distribution. In the other cases, some λ
(·)
k (w, η, r

(·)
k ) terms are negative, and the

E∗R operator simply involves the same calculations as is needed for a conditional

expectation. In all cases, however, for any observed path from xi to xi + dxi, the

total probability mass attached to the set of possible reflection points is positive.

This formulation results from the log(px) term that ends up in the denominator

after taking the derivative. This denominator is also the marginal density of the

increment wi with the reflection points r
(·)
k integrated out. The numerator is made

up of the terms from the joint density of the increment wi and the reflection points

r
(·)
k , weighting the terms within the score and Hessian.

The empirical examples considered next demonstrate the change in estimation re-

sults, driven by careful accounting for the uncertainty over interactions with bound-

aries, within the time intervals between observations.
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2.5 Empirical Examples

The remainder of the chapter serves to illustrate the effect on estimation results,

when using the econometric techniques that were presented above. The first example

concerns interest rates in the presence of the lower bound of zero. It is put forth

to illustrate the effects of reflecting boundaries. The second example involves stock

index data, with observations at daily high and low, in addition to the closing price.

This suggests an efficiency gain from including realized extreme values in estimation

methods.

2.5.1 Drift within Reflective Bounds: Interest Rates

Consider the estimation of the drift and diffusion functions for an interest rate. The

rates analyzed below are three month Treasury bill rates on the secondary market,

obtained from the web site of the Federal Reserve. The data are observed daily

over the period between January 4, 1954 and October 31, 2013, with n = 14, 950

observations in total. The diffusion process is the nonlinear drift model with

µ(Xt;α) = α1 + α2Xt + α3X
2
t + α4X

−1
t (2.45)

and

σ(Xt; β) =

√
β1 + β2Xt + β3X

β4
t . (2.46)
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This is a flexible model that is capable of describing a law of motion that varies

widely across interest rate levels.4

This model is estimated both with and without explicitly accommodating the

lower bound of zero. The estimated functions are presented in Figure 2.3. In the

unbounded case, the drift function is hump-shaped with positive drift when the

interest rate is between 2 and 8 percent. The drift function is almost flat for interest

rates within the middle range, with downward drift at the extremes. There is a

strong tendency toward lower interest rates when the interest rate is in the double-

digit range. This part of the function is largely influenced by the inflationary period

in the late 1970’s to the early 1980’s. On the other extreme, the diffusion function

reveals a slight negative drift toward zero when the interest rate is near zero. This

is the current state of the economy, in which the interest rate has remained near

the zero bound for quite some time. This negative drift indicates that interest rates

may remain near zero for some time, but will eventually be freed after some positive

shocks are experienced. Note that the inverse term in the model serves to impose

an arbitrarily high rate of drift at zero, which imposes the lower bound through the

specification of the diffusion model.

A different picture emerges in the bounded case. With the zero lower bound

explicitly included as a reflective bound (B = {0,∞}), the drift function is negative

everywhere. The downward tendency is even more pronounced as the interest rate

nears zero, capturing the current tendency of the rate to remain near zero for an

4Other models, such as geometric Brownian motion and the constant elasticity of volatility
process, already impose the lower bound of zero. The Ornstein-Uhlenbeck mean-reverting process
is a simpler example that could also be considered, but its lack of flexibility would make an unfair
comparison between bounded and unbounded cases.
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Figure 2.3: Estimation of Interest Rate Process

(a) Estimated Drift Functions

(b) Estimated Diffusion Functions

Estimation of Interest Rate Process: The above figures depict the drift and diffusion functions
for an interest rate process using the nonlinear drift process. The interest rate is the three month
treasury bill rate on the secondary market, between January 4, 1954 and October 31, 2013. The
functions are estimated with the zero lower bound included (dashed red lines) or ignored (solid blue
lines).
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extended period of time. This law of motion is analogous to that of a bouncing ball.

The force of gravity is always pointing downwards but the ball may be bounced off

the floor for a short time. Eventually, what goes up must come down. Forays into

better economic times are short-lived and eventually the interest rate will be lowered

to jumpstart the economy after a slump. Of course, this model does not take into

account structural breaks or interactions with other economic variables.

The diffusion functions have a similar shape under both the bounded and un-

bounded cases. The rate of diffusion is lower when the zero lower bound is included,

reflecting a better fit, since the process is not used to enforce the bound.

A more important consideration is the reduction of bias by incorporating known

information about bounds directly into the estimation technique. The example above

demonstrates a substantial difference in the estimated drift function, depending on

whether bounds are included or ignored. If a process were restricted to lie within

a prescribed range (b, b), it would appear as if there were strong mean reversion,

pushing upwards from below b and downwards from above b. The result is a bias

toward parameters that imply stronger mean reversion and, if the model specification

allows, a bias toward a cubic drift function. This phenomenon has a direct connection

to the additional terms that factor into the likelihood function with reflective bounds.

The drift that is realized over the time step between observations may be quite

different than that specified by the drift function. Call this specified drift the “true

drift”, which is the local rate of drift that specified by the drift function µ(Xt;α).

Compare this with the “effective drift”, which is the expected value of the change in

the level of the process over a subinterval. These values will not necessarily be the
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same, but will be very close when the process is far from bounds. The magnitude of

this difference is dependent on the proximity of Xt to the bounds, while the direction

of the difference pushes the effective drift away from the closest, most restrictive

bound. This occurs because the probability mass that would otherwise lie beyond

the bounds are mapped back within bounds, shifting the distribution away from the

bounds.

As an example of the above bias, consider the following special case. Suppose

that the diffusion model has a single lower bound and is a mean-reverting process,

with mean above the bound. Assume a single lower bound on a process with mean

reversion toward an unconditional mean value above the bounds. Further, suppose

that the mean value is close enough so that the specification would imply positive

probability on realizations out of bounds, for the unbounded version of the process.

One difference between a process with a lower bound and one without is that the

bounded process will have some probability mass allocated back within bounds. The

empirical probability for the true bounded process would have the probability mass

that would be out of bounds mapped into bounds, placing more weight on higher

values of the process. This is the case because the mapping is based on the monotonic

nature of the sides of the normal density.

In the optimization of the likelihood function, this has an appearance similar

to that with different parameters. In a specification that ignores the bounds, this

favours parameter values that specify a diffusion process with either a higher mean

or a greater rate of mean reversion. However, with the incorporation of the lower

bounding information, parameter values that would otherwise imply a lower mean
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and slower mean reversion, in the absence of the bounds, would optimize the likeli-

hood function.

A more exhaustive analysis of interest rates is pursued in Chapter 4. In that

chapter, the estimation is carried out for a series of bounded diffusion models, while

taking full advantage of the flexibility for specification within that framework. Until

then, consider another application of the theory presented in this chapter.

2.5.2 Information Content of Extreme Values: Stock Prices

The information content of realized extreme values is also revealed in the following

empirical example. The data are the levels of the Standard and Poor’s 500 index at

the open and close of each trading day from January 3, 1990 to October 31, 2013,

for a total of n = 6, 009 observations. These price levels are augmented with the

highest and lowest values within each trading day to represent bounding information

B = {bi˜, b̃i}. The indices are fit to geometric Brownian motion with µ(x;α) = αx

and σ(x; β) = βx.

A slight modification of the likelihood function is imposed to deal with observa-

tions such that either the opening or closing price matches either the high or the

low price. With a strict application of the transition density detailed above, this

should be an event with probability zero. However, it does occur roughly 2% of the

time and is dealt with by adjusting for the minimum tick size. Specifically, for these

observations, prices that match a bound are deemed to be half of the minimum tick

size within that bound, which places the blame squarely on the approximation due to

the imposition of the minimum tick size. A more comprehensive approach to dealing
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with such forms of misspecification is the main topic of Chapter 3.

A careful approach to numerical optimization was employed to estimate the pa-

rameters. The likelihood function can be very flat within some regions of the param-

eter space, while it can be very steep within others. At candidate parameter values

where the likelihood function is steep, the step size can be very large, pushing the

next candidate point far from the optimum. Conversely, the optimization could stop

at a local maximum or a flat area, stopping prematurely. To attenuate these con-

cerns, a series of optimization routines was performed. The first round of estimations

are performed starting from parameter values at the mean and standard deviations

of the changes in the price series. A second round of estimation is performed, to

refit the data for each type of bounds, with starting values taken from each set of

estimates from the first round of estimation, i.e. for all types of bounds. The final

estimates are taken to be the parameter values corresponding to the highest value of

the likelihood function, for each type of bounds.

Table 1 shows the results of this estimation. The rows show the pairs of drift and

diffusion coefficients for each case of bounding information. The point estimates are

in the middle column, while the left and right columns show the lower and upper

bounds of the 95% confidence intervals.

With a single bound included, the point estimates do not change much from

those in the unbounded case. Although the confidence intervals get smaller as more

information is added, the first three cases show a significantly positive drift. This is

not the case when both the upper and lower bounds are included. This case suggests

that the drift is nearly zero and is more accurately estimated, since the inclusion of
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Table 2.1: Estimation with Open-High-Low-Close Data

Coefficient Lower C.I. Estimate Upper C.I.
Unbounded Case: B = {∅}
α 0.0861 0.3316 0.5681
β 11.3367 11.5822 11.8188
Single-bounded Case: B = {b˜i}α 0.1069 0.3217 0.5481
β 10.3761 10.6008 10.8173

Single-bounded Case: B = {b̃i}
α 0.1311 0.3629 0.5248
β 9.2596 9.4601 9.6533

Double-bounded Case: B = {b˜i, b̃i}α 0.1526 0.3415 0.4981
β 8.2022 8.3663 8.5887

Estimation with Open-High-Low-Close Data: This table shows the estimation of parameters
in geometric Brownian motion fit to the levels of the Standard and Poor’s 500 index. The data are
observed at the open, high, low and close of each trading day from January 1990 to October 2013.
Each pair of two rows of coefficients represents the estimates under a particular case of bounding
information. Point estimates are in the middle column, while the lower and upper limits of the
95% confidence interval are shown on each side. The coefficients are measured in thousandths, per
trading day.

extra information results in the smallest confidence interval.

The estimated diffusion coefficient is also reduced as extreme values are included

in the estimation. The single bound cases each show nearly a 10% decrease in the

coefficient, while it is even lower when both bounds are included. Again, the confi-

dence intervals decrease in width as more information is included in the estimation.

While this example is applied to data at the daily frequency, the technique also al-

lows for similar gains when applied to the estimation of integrated volatility, when

using high-frequency data.
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Figure 2.4: Conditional Densities given Extreme Values

(a) Low information content (b) Low information content

(c) High information content (d) High information content

Information Content of Conditional Densities given Extreme Values: In the two examples
shown above, it is revealed what new information is contained in the additional observations b˜i and

b̃i over the course of a trading day. It could be that observed maxima and minima provide evidence
for very high variance while revealing little about the process throughout the day. On the other
hand, extreme values clustered near the open and closing levels indicate very low variance and
provide detailed information about the location of the process over the course of the day.
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While the decreasing width of the confidence intervals match the intuition that the

estimates are more efficient with additional information, the point estimates follow

an interesting pattern. In particular, the estimated rates of diffusion are decreasing

in the number of extreme values observed. Moreover, the point estimates lie below

the lower bound of the confidence interval for models with fewer bounds. Instead,

one would expect that the point estimates are each contained within the confidence

intervals. While the estimates obtained here would be unusual in the case that the

true model were a diffusion model, this does highlight some unique features of the

stock market index.

To take a closer look at the situation, consider the histograms in Figure 2.5. This

figure shows two sets of histograms of the excess of the highs or lows beyond the

open and close values. Specifically, the excess of the high above the maximum of the

open and close appear in panel (a), while the excess of the low below the minimum

of the open and close are shown in panel (b). These histograms are shown for two

series, one from simulated realizations of a diffusion process (in light red) and the

other the observed realizations from the S&P 500 index (in light blue).

Notice that the distribution of the observed values follow a different distribution

than that of the simulated values. The observed values follow and exponential-shaped

distribution, with a tail extending further than the support of the simulated values.

In contrast, the simulated values are concentrated closer to zero and the distribution

of the simulated values increases from zero, toward a positive mode. The difference in

the tail is expected for a series that has an element of time-varying volatility, which,

taken alone, would lean toward a higher estimate of the rate of diffusion. However,
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Figure 2.5: Examination of Excess High and Low

(a) Standardized Excess High Returns

(b) Standardized Excess Low Returns

Examination of Excess High and Low: Excess high and low realizations are defined as the
excess of the high or low realization, beyond the closest of the opening or closing index level.
Realizations from the S&P 500 index are shown in light blue, while simulated values from a standard
Brownian motion are shown in light red. The simulated series are calculated with ∇ = 100 time
steps per interval of length ∆ = 1 trading day. The deeper shade represents the region in which
the histograms overlap. Dotted lines outside of the horizontal axis represent the fraction of the
population with excess values of exactly zero. These observed figures are standardized, by stating
them in terms of the estimated rate of diffusion at each point in time.
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it is the behaviour near zero that is more influential.

The realizations of the price index reveal that, for a large fraction of days, the

high or low are equal to the nearest open or close. This fraction is a good deal higher

than that for the simulated series, even while the simulated series is constructed with

only ∇ = 100 time steps per day. The fraction of zero-valued observations continues

to decline as ∇ becomes arbitrarily large. Furthermore, the fraction of zero-valued

observations of the simulated series is lower than the density for the adjacent positive

bin of the histogram. In contrast, the proportion of times when the extreme values

are realized at either the high or the low are 20% and 18%, respectively, which are

both the modes of their respective distributions. This reveals that something that

should be a rare event for the simulated process is actually a regular occurrence in

the index levels. For the stock price index, it is actually quite common that the

majority of the trading is done either in the earlier or later hours of the trading day,

with much less activity taking place in the middle of the day. In particular, this is a

well-known diurnal pattern of trading activity and these results are consistent with

this pattern. These features reveal a lack of self-similarity of the process, between

daily movements and intraday behaviour. Model specification issues, such as these,

are explored in more detail in Chapter 3.

An efficiency gain is obtained from estimation using open-high-low-close prices,

rather than just the closing prices. How this happens can be illustrated by considering

two cases of observed extreme values, as shown in Figure 2.4. The panels in Figure

2.4 illustrate what new information is contained in the additional observations b˜i and

b̃i, over the course of two hypothetical trading days. In the first case, Panels (a) and
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(b), the beginning and ending points are zero, i.e. unchanged from open to close.

The drift is also zero, while the variance is very high. The high and the low are both

relatively far from zero (the open and close). This information reveals very little

about the location of the path over the course of the time interval, a hypothetical

trading day. In the next example, Panels (c) and (d), the realization begins at zero

and ends at the close of −0.9. The high of the day is 0.05 and the low is −1.0,

which are both very close to the open and close, respectively. It is clear that the

path likely moved downward very early in the morning and remained near the low

point and the close for much of the afternoon. Moreover, notice, that both sets of

realized bounds reveal some information about the variance. In the first case, the

endpoint gives no information about the variability of the process, while the extreme

values do. In the second, the endpoint gives evidence that the process had a lower

variance, since it did not veer too far off its path. This is another way to tease out

more information from estimation methods, when observations are augmented by

information describing the series in the time intervals between observations.

A further efficiency gain would be obtained, had the researcher also observed the

timing of the realizations of daily highs and lows. This would be implemented by

separating the daily observation interval into three subintervals, from the open to

the earliest of the high or the low, followed by the next interval between the high

and low, with the rest of the subinterval beginning with the last of the high or low

and extending to the close of the day. The treatment of the observations over the

first and last of these subintervals would be a hybrid approach, borrowing from the

cases of absorbing barriers and extreme values. The middle subintervals would be
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treated just as in the usual case for the case of absorbing barriers, except that the

open and close are equal to the extreme values.

However, this information would also bring with it the added complication that

the relevant subsample interval ∆ would no longer be constant. Aside from this

complication, the asymptotic distribution theory would be conceptually similar.

As an expository exercise, consider the possibility of expanding this framework

when the timing of extreme realizations are not known. One would follow the above

approach and integrate over the set of all possible highs and lows, weighted by

the probabilities of such realizations. This is essentially what is happening in the

framework presented in this chapter, since the transition probabilities are calculated

based on this chain of events.

The diffusion model, combined with the knowledge of bounds, provides a more

precise description of the set of paths that are consistent with the observations. The

use of bounding information alleviates the problem of aliasing that is a result of the

sampling of a discrete set of points. With bounds, the probability distributions are

more precise, while the distributions would be more diffuse, had the bounds not been

known. The probability distribution of potential paths, through the specification of

a stochastic process, also contributes to the description of the process in the time

intervals that are lost through the aliasing problem. In Figure 2.4, there are a

number of paths that are consistent with what is observed and only one that has

actually occurred. In panel (a), the aliasing problem is particularly acute, since a

wide variety of paths are consistent with the observations. The distributions in panel

(b), however, provide a fairly informative description of the path that has occurred.
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2.5.3 Concluding Remarks

The class of models considered in this chapter are closely related in ways that allow

their simultaneous study. They all depend on the heat equation, and differ only in

their treatment of boundary conditions. Moreover, they can all fruitfully be analyzed

using the reflection principle and its double-bound counterpart, the barbershop ef-

fect. As a result, they can be analyzed as a group and their characteristics can be

summarized for the entire class of models at once.

The empirical examples illustrate the gains to be realized from the inclusion of

bounding information in the estimation of diffusion models. The stage is set for

the analysis of data that are influenced by bounds. It is now possible to choose

a stochastic process that is independent of the bounds. For instance, the leverage

effect can be more flexibly modelled in asset prices, allowing for higher variance

with low stock prices. There is now a reliable technique to model the behaviour of

interest rates near the lower bound of zero. Exchange rates that are limited by a

central bank can be analyzed from a new perspective. Variables that are measured in

percentages can be freely modeled, while remaining in the unit interval. Finally, this

can justify the early attempts of Louis Bachelier, since arithmetic Brownian motion

can be considered as a well-specified model, while keeping asset prices safely within

bounds.



Chapter 3

Reflection and Discretization:

Solutions to Problems of

Misspecification

3.1 Introduction

A team of scientists, Shen, Henry, Tong, Zheng, and Chen (2010), have discovered

a material with some unique properties. They discovered a type of polyethylene

nanofibre with very high thermal conductivities. Moreover, this compound is de-

signed with nanofibres aligned in a particular way, such that heat travels one way

and not the other. This discovery gives rise to a number of applications in the cooling

of advanced computing components but it also allows for a literal application of the

transfer of heat in one of the bounded diffusion models considered in the previous

72
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chapter.

While the theory that was presented in Chapter 2 guides the theoretical proper-

ties of estimates in bounded diffusion models, it also raises some problems for the

econometrician. It should provide an improvement in the goodness of model fit but

this more precise specification can also expose incidences of misspecification else-

where. I put forward the idea that there can be serious limitations of the economic

application of models designed for the physical sciences. Some assumptions, implicit

in the choice of the model, will very accurately describe the physical phenomena for

which they are designed, while the predictions will differ markedly from the situation

described in an economic model.

To bridge this gap, I take a closer look at the implicit assumptions within diffusion

models, in order to make some improvements in specification. I alter some compo-

nents, originally specified within the continuous-time framework, so that they take on

a discrete form. Often, as in the case of the binomial option pricing model of Sharpe

(1978), a discrete-time model is taken as an approximation to the continuous-time

ideal, such as that in Black and Scholes (1973). The contributions of Chapter 2 are

built on the continuous-time modeling framework of the diffusion model. Taking a

step back, away from limiting conditions and also back in time, it will be argued that

a discrete specification of some parts of the model offers a better specification. The

resulting model is improved, in that this modeling framework can again be fruitfully

applied to model economic phenomena.

In the previous chapter, I tossed about the concept of Brownian motion, taking

for granted that it is a suitable description of the vicissitudes of economic quantities.
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This failure is not of my doing, but has a long history in the field of finance. Since

Bachelier (1900), financiers and economists have been just as guilty for abusing this

metaphor to describe the laws of motion of economic matter. However, the phenom-

ena of economics typically do not share the properties of these related tools, originally

designed for physical phenomena. In particular, the limit to the infinitesimal does

not fit into a world in which events are measured in discrete units.

In some contexts, the continuous-time framework can be a reasonable approxi-

mation to economic reality. Consider, for example, the effect of a minimum tick size

for stock prices. Although this does make a difference in the literal measurement of

prices, this restriction can be a harmless error in specification. From a theoretical

viewpoint, one could argue that the value of a share in a company does vary across a

continuum and, if markets are efficient, the observation will lie within a single tick of

this value. At any point in time, any one of an infinite number of actions can affect

this value. The value may change by a quantity that varies across a continuum, much

the same as in the physical model. However, information tends to arrive in clumps,

such as the opening news story of the day, and this chapter will make an attempt at

reconciling such a difference.

Compare this to the path of a particle suspended within a liquid. Brownian

motion provides an accurate description of the path of this particle and, in fact, it

was formulated with this sort of application in mind, dating back to the pioneering

work of Einstein (1926). For a population of these particles in the liquid, the normal

density provides an accurate measure of their concentration. The reason for this

accuracy is the reasonable application of the central limit theorem on a large number
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of interactions between infinitesimal particles. In this application, Brownian motion

was not simply a useful tool that happened to coincide with the motion of particles

through a liquid medium. It was the mathematical result that arose as the unit

of measure is divided into the smallest of particles, bordering on the infinitesimal.

Einstein posited the existence of the atom, a unit small enough that the normal

approximation is accurate. However, in financial markets, the smallest unit is far

larger than the indivisible unit in this infinitesimal ideal. In this chapter, I will track

down the source of this approximation error in economic contexts and suggest a

discrete framework that improves this specification for phenomena that are discrete.

The continuous approach also characterizes the interactions among atoms within

a metal rod. As heat is applied to a metal rod in one location, it dissipates according

to the interaction of individual atoms. As the particles are energized at the origin,

they influence their neighbors, which then influence their own neighbors. The motion

disperses out into the far reaches of the rod, and the heat dissipates along with it.

The heat at a given location is the sum of a limitless number of paths, represented

by a chain of interactions between sequences of particles, from the origin to their

endpoints.

While the particle-in-liquid example describes the path of a particular particle,

the normal distribution characterizes the probability distribution of its location. In

the heat transfer example, the normal density characterizes the temperature at a

particular location, and this density represents the sum of the paths of interactions

that lead to that location. The similarity is no coincidence. Both processes are

driven by the same underlying interactions between neighboring elementary particles
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of infinitesimal size, which produce such similar behaviour.

Now consider the path of the stock price on the financial chart, instead of the path

of particles in a glass of water. The probability distribution of the future stock price

can be viewed in the same way as the probability distribution over the endpoints of

particles in water. The path of the stock price can be considered to be like the path of

the particle in water or the path left behind by a sequence of interactions of particles

within the heated metal rod. However, the accuracy of this simile is limited by the

magnitude of the cumulative interactions between elementary parts, and the size of

the parts themselves. In financial markets, the magnitude of interactions involved

often do not abide by this size requirement.

A company might have a large number of employees, the actions of whom all con-

tribute to the bottom line. Each one, considered alone, may constitute a vanishingly

small fraction of the whole. At any given moment, there could be executives making

after-hours decisions relating to business ventures that will change the stock price.

In a literal interpretation of the continuous time model, these events must be

happening around the clock, each with infinitesimal price effects. The C.E.O. could

be having a heart attack, putting the future of the company in the hands of the

doctor’s second-by-second decision-making. An employee could be stubbing his toe

on the way to get a glass of water in the middle of the night. Events like this could

be happening all the time. In fact, such events would have to happen, literally, all

the time in order for the model of Brownian motion to fit as well for stock prices as

it does for particles in water.

This is a problem with the theory in Chapter 2, partly because of the accuracy
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of the model itself. The literal application of Brownian motion implies that the

daily maximum will equal the open or close on a set of measure zero. A glance at

stock quotes on your favorite data source will show you that the next-to-impossible

is a regular occurrence. This will immediately invalidate the approach of fitting a

pure diffusion process to a stock price series. The maximum likelihood estimate

will not exist, as the likelihood function will have a value of zero over the entire

parameter space. Further, this is a misspecification problem that the estimation of

an unbounded diffusion model will fail to detect. With its greater level of accuracy,

the bounded diffusion model estimator will label some realizations as impossible.

The usefulness lies in its ability to place much more weight on plausible models and

much less weight on the implausible. That is, the bounded diffusion model is well-

specified enough to rule out a model that might otherwise be flawlessly applied to

a series for which it is not suitable, since an unbounded model would not give any

indication of the lack of fit.

It should be clarified that the suitability of models for either economic and phys-

ical phenomena is a question of the nature of the phenomena and the degree of pre-

dictability. Some physical phenomena are easily predicted with today’s understand-

ing. Scientists can predict the location of planets and design and send a satellite to

take pictures of Saturn’s rings, to very precise specifications. For these phenomena,

the deterministic models in physics offer accurate predictions.

For others, there is an inherent randomness such that outcomes cannot easily be

predicted but their relative probabilities can be modeled. Diffusion models are de-

signed for predictions within this category. This is a justification for their popularity
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in the field of economics, to a first approximation. On the other hand, the diffusion of

particles in water are accurately modeled by this model, since the matter in question

has a level of granularity that approaches the infinitesimal. However, this does not

hold precisely for economic phenomena. While this offers a first approximation, it

creates an opportunity to improve the model for a greater degree of accuracy. This

need for improvement is especially acute when the specification is focused so that a

small deviation shows signs of misspecification.

It should be conceded that Brownian motion is a suitable model for financial

time series, in the sense that it does provide a framework for stating probabilities

of uncertain events. The realization of the path of a stock price is highly variable,

like the path of a particular suspended particle or a particular chain of interactions

of heated molecules. The corresponding physical phenomena of heat distribution

and particle concentration are the aggregate measures, which tend to follow the

distribution with a high degree of accuracy. The limitation for economics is that we

observe only a single path for a price. However, these events are not as well-behaved

as those of physics, so the probabilities do not fit as well. In principle, these models

are equally suitable to model economic and physical phenomena alike. However,

once the economic phenomena are examined under the lens of a better econometric

specification, several deviations from the physical ideal are revealed. A number of

these deviations are addressed in this chapter.

It is surely the case that physicists must deal with similar deviations from the

theoretical ideal. Factors such as air turbulence, frictions and impurities must be

accounted for in physical predictions. However, in the contexts of economic models,



CHAPTER 3. SOLUTIONS TO PROBLEMS OF MISSPECIFICATION 79

such adjustments can best be made through approaches that are designed with eco-

nomic realities in mind. The following pages present a series of solutions with the

aim of accounting for a number of these characteristics.

In this chapter, I zoom in on the physical applications on which continuous time

tools are built and, from them, I create algorithms that overcome the limitations of

the economic applications. First, I specify the diffusion model, and introduce nota-

tion for the limiting conditions that are implicit in this specification. Then, I take

a closer look at the physical phenomena that form the inspiration for this modeling

approach. I then augment the modeling approach to include discrete elements that

are likely to appear in an economic scenario. Taking a closer look at the computation

of the transition probability density in a diffusion model, I highlight the explanatory

value of the reflection principle. This approach then allows for the use of simula-

tion techniques that provide a method for the calculation of quantities related to

the estimation of the bounded diffusion models that were analysed in the previous

chapter.

3.2 Modeling Framework

The estimation technique employed here is built on the approach taken in Chapter 2.

This technique is designed for the estimation of parameters in models of the following

form. A diffusion process Xt is a continuous-time process defined for each t ∈ R+.

The instantaneous change in Xt satisfies the stochastic differential equation

dXt = µ(Xt;α)dt+ σ(Xt; β)dWt, (3.1)
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where Wt is a standard Brownian motion, µ(Xt;α) is the drift function with param-

eter α, and σ(Xt; β) is the diffusion function with parameter β.

When specified in this way, the transition probability density of the model has

the following form. The transition density for this process is a linear combination of

Gaussian densities φ(·), each centered at the points r
(·)
k , called reflection points.

px
(
X(i−1)∆, Xi∆,∆; θ,B

)
=

∞∑
k=−∞

{
λRk (w, η, rRk )φ

(
w−rRk√

∆

)
+ λLk (w, η, rLk )φ

(
w−rLk√

∆

)}
.

(3.2)

Equation (3.2) is expressed as functions of weights λ
(·)
k (wi, η, r

(·)
k ) and wi = Wi∆ −

W(i−1)∆ = σ(X(i−1)∆)−1[Xi∆ −X(i−1)∆ − µ(X(i−1)∆)∆], with arguments X(i−1)∆ and

θ and subscripts i suppressed in what follows. The weighting functions λ
(·)
k (w, η, r

(·)
k )

are specified in Chapter 2, Section 2.4, and are considered in more detail below.

For now, consider some modifications of the framework just presented. When the

process is not continuously updated, it is a discrete-time Markov process. Let ∇

represent the number of moments in time at which the process will change values.

For example, a trading day may be split up into ∇ time periods and prices are

recorded at the points in time between these intervals. Then � = ∆
∇ is the time step

between increments of the process, the length of time between observed prices within

the day.

Then, the law of motion can be adjusted to

dXt = µ(Xt;α) �+σ(Xt; β)
√
�wt, (3.3)
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with wt an i.i.d. standard normal random variable.

This is the first of a number of discrete specification choices that can allow the

diffusion model to more closely approximate the modeling target. Further, it could

be the case that realizations of Xt are rounded to the nearest element on a grid of

values of Xg
t , for g = 1, . . . , G. These labels can be evenly spaced, fitting the realiza-

tions into bins of fixed width δ. Another element of this specification, the innovation

wt, can take on a discrete distribution, introducing another source of discretization.

In summary, these modifications can be categorized in terms of the length of sam-

pling interval, rounding, step size and jumps.

Sampling interval (Large ∆): The continuous time model takes as given that

∆ is a small quantity. When ∆ is large, the Gaussian density fails to accurately

characterize the transition density of a diffusion process, in general. Discretizetion

can provide an accurate measurement of the transition density.

Rounding (Large δ): The continuous-time model, which includes Brownian mo-

tion, takes, as given, that the endpoint of the path can take on any value. The

minimum tick size for stock prices is an excellent example of rounding. Also, mea-

surement to a finite number of decimals will produce an equivalent effect on estima-

tion accuracy.

Step size (Small ∇): The accuracy of Brownian motion depends on continuous

changes over infinitesimal steps between observations. This means that for the model
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to apply accurately, the changes in the process cannot be limited to a few points in

time. In the case of financial markets, stock prices are only recorded when trading

activity takes place. Trading frequency can also be modelled as a process of arrivals

of trades.

Jumps (Large wt): The Brownian motion model is driven by infinitesimal changes

in the level of the process. In particular, dWt is of the order of
√

∆, with an arbi-

trarily large ∇. Even if ∆ is small and ∇ is large, that is, the process is allowed to

change infinitely often, it could be the case that there are discontinuities in the path

of the process. Such a possibility is ruled out of the standard model. However, real

life is punctuated by discrete changes in quantities of interest.

There is a considerable literature covering the subject of jumps in financial time

series. Cont and Tankov (2003) provides an excellent summary of the models to

specify this type of process. A typical form of such a model is a Levy process, which

is characterised by a continuous time component that is augmented by a discrete

series of discontinuities in the process. The researcher would specify the distribution

for the magnitude of the jumps, as well as a framework for the arrival of the jumps,

which could follow a Poisson distribution, for example. Its application should be

tailored to the situation at hand, as it carries with it a number of considerations.

An immediate concern in the empirical application of this approach is the esti-

mation of the additional parameters related to a jump process. A first step would

be to specify a rule for the detection of jumps, to separate the affected observations
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from those that concern only the continuous-time component of the process. As long

as there were no dependence between the continuous-time component and the jump

process, the jumps could be reliably detected in the limit as ∆ approaches zero. How-

ever, this would not be the case for the situations considered in the current chapter,

since there would be some confusion between the observations with jumps and those

with more extreme realizations of the continuous part of process. For this reason, a

first attempt at modeling this approach would be best guided by the study of the

continuous-time limit, in the fashion presented in Chapter 2. Such an approach is

left for future research.

For the purposes considered here, the inclusion of jumps allows for the possibility

that the series could move several steps of size δ, outside of what is usual for the

continuous component of the process. This extension would allow for a more realistic

portrayal of price changes relating to information that arrives at points in time. In

particular, it would address some of the features noted in the estimation using open-

high-low-close stock index levels in Chapter 2. Jumps that are concentrated at the

beginning or end of the day would account for the pattern in which the high and low

levels were closely related to the nearest of the levels at the open and close.

Jumping to the case of large δ, the case in which the process is realized on a finite

set of values, this part of the specification can be related to a common empirical

solution. Specifically, there is an easy solution for the case when an observation

carries zero probability mass under the model. One could assign a small, positive

probability to the observations in question and optimize the rest of the observations.

While this would also make estimation possible, the framework presented here offers
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an alternative. In particular, the use of rounding (large δ) or, equivalently, modeling

on a finite grid of values for Xt, offers a similar alternative. For an observation

that was recorded exactly at the barrier, the probability would be zero under the

continuous model. Under rounding, one could infer that the true ending value must

have been rounded to that value from within bounds. A possible estimate of the

true ending value would be the grid point closest to the absorbing barrier. This

places a small, positive probability of that event and makes the likelihood function

well-behaved. An advantage of following this approach is that the approximation

takes into account the law of motion, and the associated parameters, for the process

for any candidate parameter values.

To consider these modifications in more detail, focus on the physical interpretation

for the original formulation, leading to Equation 3.2, from which the analysis will

continue.

3.3 The Heat Equation

The diffusion of heat through a metal rod is a typical problem considered in an

elementary course in differential equations, as is found in texts such as Haberman

(1983). The study of differential equations is focused on the exercise of inferring an

equation for a quantity, given only some expressions for the rates of change in that

quantity, its differential.

This is more than an analogy between the diffusion model and the diffusion of heat

and it allows for a literal application of this concept to the calculation of probability
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mass. The result is a set of specific instructions for creating metal objects that could

be used to measure the probability density under each case of bounded processes, by

measuring the temperature of the objects. Armed with the equipment to create a

perfect vacuum, access to superconductive material and a means of obtaining precise

measurements of temperature, one could apply heat on the metal rod at the origin

and measure the temperature at the desired locations over time.

There is a good reason that the heat equation is so named. The equation describes

the movement of heat through an object. If heat is applied to a location on a metal

rod, the temperature of the neighbouring locations increases. This occurs as the

quick vibration of the heated molecules interacts with the slow vibration of the

cooler molecules nearby.

A realization of Brownian motion is a sequence of collisions1 between neighbouring

molecules, each part of a continuous chain. The temperature at each location is the

aggregate transfer from all the sequences passing through there from the origin, akin

to the density under the normal probability distribution.

The introduction of boundary conditions, which is described in most textbooks

on partial differential equations, can be organized for our purposes as follows.

Bounds B, Case-by-Case: 4. The following configurations of metal rods, repre-

senting each version of B are:

Unbounded Case: Under B = {−∞,∞} there is an infinitely long rod ex-

tending in both directions. No heat is ever lost but the energy becomes more

1Actually, none of the particles are colliding, it is only the forces around the molecules that are
interacting. At this level, nothing touches anything else - not even the molecules in your fingers to
those in this page.
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diffuse as time goes on.

Reflecting Bounds: In the case of B = {b, b}, the rod has finite length b− b

and is suspended in a total vacuum, so there is no other matter to which the heat

can spread. As time passes, the energy becomes evenly spread along the rod,

unless the rod has only a single bound, in which case the heat will be gradually

lost on the unbounded end.

The temperature on locations within the rod are the same as if it were a segment

of an infinitely long rod that is heated at all of the reflection points r
(·)
k to

temperatures in γ(w,m, r
(·)
k ).

Absorbing Barriers: With the absorbing bounds B = {b, b}, the metal rod

has length b− b, with each end touching a superconductive liquid. Heat spreads

as usual within the rod but any energy reaching the liquid at the bound is ab-

sorbed instantly. Eventually, the rod cools to the temperature of the surrounding

environment. With a single bound, the rod extends to infinity on one end.

The temperature on locations within the rod are the same as if it were also a

segment of an infinitely long rod that is heated at all of the reflection points

rRk to change temperature by γ(w,m, rRk ) > 0 and cooled at all of the reflection

points rLk to change temperature by γ(w,m, rRk ) < 0.

Realized Extreme Values: When B = {bi˜, b̃i}ni=1, the situation is more

complicated. Consider the single bound case first. Begin with a rod with an

absorbing barrier at b̃i. The end is dipped in the superconductive liquid but

is also touching another rod of the same length, at exactly the same point as
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it contacts the liquid. Between the point of contact of the two rods, there is

membrane of polyethylene fiber arranged to ensure that heat only travels in one

direction.2 Some heat will be lost to the left (toward −∞) while the heat that

crosses the membrane, without getting absorbed, will form the distribution of

heat from a chain of particles that just reaches b̃i, but doesn’t exceed it, and

rests at some location on the second rod.

In the case of two realized bounds, there are two ends, both touching another

rod through the membrane, allowing only some heat to escape to the second

and third rods. These rods are then connected to a fourth and final rod that is

connected to the second and third at opposite ends. The distribution of heat will

result from the paths of collisions of particles that pass, but just barely touch,

the connection between each intervening rod. These paths then pass through

either of two channels (first the high then the low or vice versa) and remain on

the fourth rod.

In this case, the density of probability mass is one or two orders of magnitude

lower than in the previous cases, since much heat is lost from paths that over-

shoot the bounds. This explains the factors of ∆ and ∆2 in the denominators of

the respective densities. Also, the random nature of the weights γ(w,m, r
(·)
k ) are

comparable to an uncertain change in temperature administered to a randomly

located, but equally spaced, sequence of reflection points.

From this description, the specification of the law of motion motivates the design

2This material does exist; see Shen, Henry, Tong, Zheng, and Chen (2010), which was referred
to in the introduction.
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of an algorithm. This algorithm discretizes the calculation of the transition density

of a bounded diffusion process.

3.3.1 Specification of Boundary Value Problems

The types of bounding information are analyzed together since they are all solutions

of a partial differential equation that is known as the heat equation. The differences

between cases arise out of the specification of boundary conditions. The bench-

mark involves no bounds and no boundary conditions. Absorbing barriers imply

zero probability at the bounds, while reflecting bounds ensure that no probability

mass escapes the bounds. The heat equation and its boundary value problems are

described in what follows. The relationships between cases are then outlined in Fig-

ure 3.1, which illustrates a taxonomy of bounded processes. This diagram shows the

connection between each type of bounded process, along with the representation of

the transmission of heat through physical objects.

Consider the situation in which σ(Xt;α) = σ and µ(Xt; β) = µ are both con-

stant. This condition will approximately hold for small ∆ and characterizes the

Euler approximation to the likelihood function, which is the one considered in this

chapter.

The transition density px(y, x, t; θ,B), is the solution to the following boundary

value problem. The first condition is that the density satisfy the partial differential

equation

1

2
σ2∂

2px
∂y2

− µ∂px
∂y

=
∂px
∂t

(3.4)
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Figure 3.1: A Taxonomy of Bounded Processes

A Taxonomy of Bounded Processes: The transition densities of the bounded processes under
study are derived in a similar fashion, as they are all solutions of the same partial differential
equation. The difference lies in the use of boundary conditions, or in the case of the realized
extreme values, differentiating with respect to the boundaries themselves. Operations inward,
toward absorbing barriers, are shown under the arrows.
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subject to the condition

px(y, x0, 0) = I{y=x0} (3.5)

at time t = 0. This primes the density with one unit of probability mass at the

initial level of x0 at time zero. The remaining boundary conditions depend on the

information contained in B.

Bounds B, Case-by-Case: 5. The boundary conditions for each version of B are:

Absorbing Barriers: When B = {b, b} the conditions that produce the

transition density will ensure that probability mass is absorbed into the

bounds:

px(b, x, t) = 0 for all t > 0 and all x,

px(b, x, t) = 0 for all t > 0 and all x.
(3.6)

For the case of a single bound, only the relevant boundary condition applies.

Reflecting Bounds: With B = {b, b} the required condition is that no prob-

ability mass crosses the boundaries:

lim
y↗b

1

2

[
∂

∂y
σ2px(y, x, t)− µpx(y, x, t)

]
= 0 and

lim
y↘b

1

2

[
∂

∂y
σ2px(y, x, t)− µpx(y, x, t)

]
= 0,

(3.7)

for all t > 0 and all x and only one of these conditions apply for the single-

bound cases.

Realized Extreme Values: For B = {bi˜, b̃i}ni=1 the boundary conditions are
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the same as those with absorbing barriers, since that case is the marginal distri-

bution with the extreme values integrated out. The resulting transition density

is the change in density from an infinitesimal outward shift of the

boundaries.

Unbounded Case: When B = {−∞,∞} there are no other boundary condi-

tions.

The physical interpretation of this problem arises from the fact that the heat

equation represents the change in temperature of a linear object at locations x at

times t. The relationships between the various types of bounds are illustrated in the

taxonomy shown in Figure 3.1. In addition to graphs of the densities for various

cases, there are colour-coded bars that illustrate the literal interpretation of the heat

equation. Specific examples of this physical interpretation are provided next.

3.3.2 Economic Applications

The previous discussion was focused on the characteristics of heat dissipation within

physical objects. Some examples of economic applications display characteristics

similar to those governed by the bounds mentioned above.

Bounds B, Case-by-Case: 6. The boundary conditions for each version of B are:

Absorbing Barriers: When B = {b, b} The stock price of a company could be

modeled as following geometric Brownian motion. If the company were facing

a period of financial distress, the stock price might fall substantially. Should
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the firm go bankrupt, the stock price would fall to zero as the company, and the

stock, would cease to exist. In this case, the minimal asset value of zero is an

absorbing state.

Reflecting Bounds: With B = {b, b} A key example, experienced in the

American economy for the last several years, is the restriction of interest rates

above the zero lower bound. Interest-bearing assets must trade above the return

that can be attained by investing in cash, so the restriction is imposed by an

arbitrage bound. This example is discussed at length in Chapter 4.

Another example occurs in currency exchange markets. In some states, the

central banking authority imposes upper and lower limits on currency exchange

rates. When the monetary authority follows a policy of trading in the open

market to enforce the bounds, the currency is regulated to remain within

bounds.

Realized Extreme Values: For B = {bi˜, b̃i}ni=1 Many financial data providers

will display daily stock prices at the market open and close, augmented by the

highest and lowest prices within the day. This open-high-low-close stock price

data is an example of bounding information in the form of realized extreme

values.

Unbounded Case: When B = {−∞,∞} When the value of a financial asset

is specified to follow a diffusion model without constraints, as is the usual case,

this is an example of the unbounded model.

The case of bankruptcy appears to be a reasonable example of absorbing barriers.
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However, a model of bankruptcy is not such a straightforward application of the case

of absorbing barriers. In order to pursue a serious analysis of this scenario, a more

precise specification is warranted. First of all, the absorbing lower bound for the

stock price is not exactly zero. It is possible, and quite common, for the stock price

of a company to remain above zero when bankruptcy is imminent. Some possibility

of resolution permits a more optimistic stock price.

Further, these considerations are dependent on a number of, possibly endogenous,

factors, such as the degree of financial leverage, the circumstances surrounding the

financial stresses and the nature of the industry. Such an exercise is left for further

research, designed specifically to handle this situation.

These examples are not as compelling, in light of the earlier discussion that

concerned the physical foundations of continuous-time models. Bounded diffusion

models are suitable analogies for the phenomena discussed above but they lack the

purity that stems from the literal interpretation of the boundary conditions involved.

This sounds like a minor deviation from the literal interpretation of the model but

in problems of this nature, small differences in boundary conditions can lead to a

substantial change in the dynamics away from bounds. This calls into question the

appropriateness of the continuous-time models for economic interactions. It leads to

the need for a modified calculation method that will take these factors into account.

3.3.3 Calculation of Transition Densities: Discrete-time Case

Now, consider the transition density, specified for the discrete case. Let pt(δ,∇; θ,B)

denote a g × 1 vector of probabilities that the discrete variable takes on one of the
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values Xg
t , for g = 1, . . . , G and spaced by the fixed width δ. The vector p is specified

in accordance with the law of motion of a bounded stochastic process, at points in

time t separated by intervals of length ∆.

The transition probabilities are defined by the parameter θ, comprising the pa-

rameters α and β, which specify the drift and diffusion functions of the corresponding

continuous-time diffusion model. The discrete-time analog of this model has a prob-

ability mass function specified as

pt+∆(δ,∇) = P(∆, δ,∇)∇pt(δ,∇) (3.8)

where the transition matrix P(∆, δ,∇) is specified with elements calculated from

the transition probabilities p
(
Xt, X

g
t+∆,∆; θ,B

)
from the continuous-time model, by

integrating over intervals of width δ, containing the element of Xg
t+∆ that corre-

sponds to Xt+∆. When constructed this way, it is clear that the transition density

p
(
Xt, X

g
t+∆,∆; θ,B

)
, presented above, is a limit of the discrete transition probability

mass function. This limiting relationship is

p
(
Xg1
t , X

g2
t+∆,∆; θ,B

)
= lim

δ→0
lim
∇→∞

1

δ

[
P(∆, δ,∇)∇

]
g1,g2

, (3.9)

with ∆, the sampling interval, the remaining quantity for which the limit is taken,

in the derivation of the asymptotic distribution theory for the bounded diffusion

model estimator. This limiting behaviour is achieved by design, since the probability

density in the continuous-time framework is derived for infinitesimal time steps, with

a continuum of time steps between any two different points in time.
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Figure 3.2: Weighted Sum of Gaussian Densities (Absorbing Barriers)

(a) First Two Densities

(b) Remaining Densities

Weighted Sum of Gaussian Densities (Absorbing Barriers):
The above illustrations demonstrate the calculation of transition densities for the case of absorbing
barriers. In this case, the density is a sum of alternating positive (red dashed lines) and negative
(blue solid lines) normal densities. The sequence of black curves are the partial sums converging
to the density. The convergence is from above, since the first term is simply the Gaussian density
centered at the origin. The second density removes the probability mass from paths which went
out of bounds, by subtracting the mirror image of the density through the upper bound. In the
lower panel, the density to the left removes the probability mass from the mirror images through
the lower bound. The others are far enough that they have a negligible impact on the total.
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Figure 3.3: Weighted Sum of Gaussian Densities (Reflecting Bounds)

(a) First Two Densities

(b) Remaining Densities

Weighted Sum of Gaussian Densities (Reflecting Bounds):
The above illustrations demonstrate the calculation of transition densities for two types of bounds.
Under reflective bounds, the terms in the sum are all positive-weighted normal densities. The
sequence of black curves are the partial sums converging to the density. The convergence is from
below, with the first term simply the Gaussian density centered at the origin. The second density
adds back the probability mass from paths that would have escaped the bounds, by adding back
the mirror image of the density through the upper bound. In the lower panel, the density to the
left adds back the probability mass from the mirror images reflected through the lower bound. The
others are far enough that they have a negligible impact on the total.
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In order to calculate this transition probability matrix, the following steps must

be performed. First, the grid of potential Xt values is set between bounds. In the

single-bounded case, an upper bound can either be chosen high enough to serve

as an upper bound for the whole process or the upper bound can be chosen for

each observation. Then, for every pair of potential starting and ending values on

the grid, a transition probability is calculated. Then, for each observation, the

grid is primed with unit probability mass on the grid point corresponding to the

last value of the process, X(i−1). The transition probabilities are applied for each

of the ∇ intermediate time steps, to cover the interval of length ∆. The density

that is accumulated in the likelihood function is the probability mass that remains

on the gridpoint corresponding to the next value of the process, Xi. Throughout

these calculations for the ∇ steps between intermediate values of Xt, these transition

probabilities depend on the drift and diffusion functions, which are functions of the

level of the process at each level of Xt.

Note that the transition probabilities for grid points far away from each other, in

terms of the local rate of diffusion, will often be very small. As a result, the transition

probability matrix can be sparse. As a computational savings, it is appropriate to

calculate only the near-diagonal elements of the matrix, corresponding to transitions

of no more than several standard deviations, in terms of the rate of diffusion.
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3.3.4 Calculation of Transition Densities: Continuous-time

Case

In order to calculate the elements of the matrix P, the continuous-time version of

this model must be taken into consideration. It is used both for the literal calculation

of the elements in P and also to gather insight into the workings of the calculation,

in order to facilitate another approach to calculation: that of simulation.

Figures 3.2 and 3.3 illustrate the calculation of the densities in the absorbing

and reflective cases. These densities have support on [− c, c] and [−c, c], in units of

the standardized distances from the previous observation. The probability mass is a

weighted sum of the mass within the support from a sequence of normal densities.

These densities are centered at reflection points rLk and rRk for all integers k.

The weights λ
(·)
k , in the sum of the normal densities, will either be positive or

will be both positive and negative, depending on the type of bounds. In the case of

absorbing bounds, the negative λLk terms serve to subtract probability mass, reflecting

the fact that some paths are absorbed into the barriers. On the other hand, with

reflective bounds, all λ
(·)
k coefficients are positive because the paths that would have

escaped the bounds are mapped back into the interval defined by the bounds.

Panel (a) in Figure 3.4 shows the reflection point, 2b+, as a source of a path that

eventually reaches endpoint w. It is the mirror image of the first part of the observed

path from the origin that was reflected off the upper bound. The transition densities

are calculated by taking partial sums over these sets of paths. The convergence of

the partial sums is illustrated in Figure 3.2 for absorbing barriers and in Figure 3.3

with reflecting bounds. The single-bounded cases are shown in panel (a) of each
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Figure 3.4: Illustrations of the Reflection Principle

(a) Single-Bound Case

(b) Double-Bound Case

Illustrations of the Reflection Principle: Consider a realization of a path that begins at the
origin and ends at w. If this path reaches the upper bound b+, it may have been that the original
path continued to the point 2b+ − w but was reflected off b+, resulting in the path we observe.
There is a one-to-one correspondence between such pairs of paths. Then consider the mirror image
of the entire path from 0 to 2b+ − w through b+. This path begins at the reflection point 2b+ and
ends at w and can also be considered as the original path that may have occurred, except that it
was the beginning of the path that was reflected. In the case of two bounds, the path from 0 to b−
could also be reflected through the lower bound b− and will then originate at the reflection point
2b−. Any one of these paths, when reflected through the bounds, will result in the same observed
path from 0 to w.
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figure. In each case, the first term is the Gaussian density centered at the origin.

With absorbing bounds, the second density removes the probability mass from paths

which went out of bounds, by subtracting the mirror image of the density through the

upper bound. Under reflective bounds, the second density adds back the probability

mass from paths that would have escaped the bounds, by adding back the mirror

image of the density through the upper bound.

For the double-bounded case, the effect of the remaining terms in the weighted

sum of densities is shown in the lower panels of Figures 3.2 and 3.3. In this case,

the next term accounts for the lower bound in the same way that was done for the

upper bound. The remaining terms will provide a better approximation, but once

the corresponding reflection points are far from the origin, the terms will have little

influence on the total. The need for additional terms in the series for the density is

demonstrated in panel (b) of Figure 3.4. A path that hits both bounds is reflected

twice, and carries with it two possible mirror images, one from each bound. Paths

that hit bounds more often will be accounted for with additional terms, but, for

a high number of reflections, the occurrence is exceedingly rare, so the additional

densities attached to these events have a negligible effect on the sum.

3.4 The Reflection Principle

First, consider the modeling of a reflected Browninan motion, which is also referred

to as regulated Brownian motion. Harrison (1985) notes that a theorem of P. Levy
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establishes the equivalence of the distributions of these two processes, formalized as

Zt = Xt − inf
0≤s≤t

Xt, t ≥ 0 (3.10)

and

Yt = |Xt|, t ≥ 0. (3.11)

The first representation, regulated Brownian motion, has been put forth by Harrison

(1985) as a useful alternative to the terminology of reflecting processes, since it offers

a convenient conceptual framework for analyzing problems of the flow of inventory

under constraints, among others. This is the approach followed by Cavaliere (2005)

and Cavaliere and Xu (2014), in their study of regulated processes, to produce unit

root tests for bounded processes. The second representation is known as reflected

Brownian motion, reflected off the zero lower bound. This is the approach followed

in this chapter, following the approach taken in Chapter 2. Shreve (2004) also uses

the reflection principle to analyze derivative pricing for securities dependent on the

realized maximum value of the underlying security price.

In either case, the probability mass attached to the paths of (unbounded) Brow-

nian motion can be mapped to the probability mass attached to corresponding real-

izations of a bounded process.

3.4.1 Weights on Transition Probabilities

Consider the simplest example of reflecting bounds, represented by the case of re-

flecting bounds with a single lower bound. In the case of lower bounds, the only
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positive weights are λR0 = λL0 = 1 > 0, so the distribution is a simple mixture of

Gaussian densities.

Then consider a path that began at the origin rR0 = 0 and landed at point

w > 0. The joint density for endpoint w and reflection points r ∈ R =
{
rR0 , r

L
0

}
is

represented by fW,R(w, r|B). The marginal distribution for w is

fW (w|B) =
∑
r∈R

fR(r)fW |R(w|r,B) = λR0 φ(w − rR0 ) + λL0φ(w − rL0 ), (3.12)

with positive, unit weight on both densities. Then, the conditional expectation is

E∗R[g(w, r)|w,B] =
∑
r∈R

g(w, r)fR|W (r)fR|W (r|w,B)

=
∑
r∈R

g(w, r)
fW,R(w, r|B)

fW (w|B)

=
g(w, rR0 )φ(w − rR0 ) + g(w, rR0 )φ(w − rL0 )

φ(w − rR0 ) + φ(w − rL0 )

(3.13)

This expression can be calculated directly, but could also be calculated by simulation.

Given the value of w, draw a value of r ∈
{
rR0 , r

L
0

}
according to the probability

distribution

r =


rR0 w.p.

φ(w − rR0 )

φ(w − rR0 ) + φ(w − rL0 )

rL0 w.p.
φ(w − rL0 )

φ(w − rR0 ) + φ(w − rL0 )

(3.14)

For each draw, increment the value in the denominator by one realization and accu-

mulate either the left- or right-handed value of the quantity g(w, r
(·)
0 ), for which you

wish to calculate the expectation E∗R[g(w, r)|w,B]. Repeat for the desired number of

replications and, finally, divide the numerator by the denominator to complete the
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Figure 3.5: Calculating the Weight λL0 by Simulation (Reflecting Bounds)

(a) Continuous-time Approximation (∇ = 1000)

(b) Discrete Time Steps (∇ = 100)

Calculating the Weight λL0 by Simulation (Reflecting Bounds): The positive weight λL0 is
calculated by drawing realizations of a Brownian bridge from the origin to each of the endpoints
w, for values below the upper reflecting bound of c = 0.5. The weight is calculated by taking the
expected value of an indicator variable for reflection off the upper bound. The realizations are
generated with series that have time steps of size ∇ = 1000 (Panel (a)) and ∇ = 100 (Panel (b)).
The expected value calculation is taken by averaging over M = 100 replications.
The mean calculated value is shown with blue dashed lines, along with the upper (95%) and lower
(5%) quantiles, from the realizations of this calculation with finite time steps of size ∇. These
quantiles are taken over 500 replications of the Monte Carlo simulations. In both panels, the
continuous-time limit is shown with the solid red line. Note that, in Panel (b), the series converges
from below, since fewer reflections will be identified under a smaller, finite time step ∇.
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calculation of the conditional expectation.

This example illustrates the basic procedure followed in this chapter. However,

a closer connection can be made between the conditional expectation for the corre-

sponding bounded diffusion process. The drawings of the reflection points r·0 can be

made the result of a simulated path of the bounded diffusion process itself.

With this reasoning in mind, Figure 3.4 demonstrates the advantage of pursuing

the approach involving the reflection principle. Draw a path that is a Brownian

bridge from the origin rR0 = 0 to land at w. If the path does not contact or cross the

upper bound, then it corresponds to a drawing of the right-handed reflection point,

the origin rR0 . In this case, add the right-handed version, g(w, rR0 ), to the numerator

and add 1 for the denominator. However, if the path does contact the upper bound,

then the left-handed version, g(w, rL0 ), is added within the calculation, instead.

A diagram depicting an example of such a calculation appears in Figure 3.5.

This illustrates the calculation of a simple conditional expectation, E∗R[g(w, r)|w,B],

where g(w, r) is an indicator function for r = rL0 , the weight on the left-handed

reflection point. This expectation simply calculates the probability attached to the

left-handed reflection point, shown above, in Equation 3.14.

The positive weight λL0 is calculated by drawing realizations of a Brownian bridge

from the origin to each of the endpoints w, for values below the upper reflecting bound

of c = 0.5. The weight is calculated by taking the expected value of an indicator

variable for reflection off the upper bound. The realizations are generated with series

that have time steps of size ∇ = 1000 (Panel (a)) and ∇ = 100 (Panel (b)). The

expected value calculation is taken by averaging over M = 100 replications.
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The mean calculated value is shown with blue dashed lines, along with the upper

(95%) and lower (5%) quantiles, from the realizations of this calculation with finite

time steps of size ∇. These quantiles are taken over 500 replications of the Monte

Carlo simulations. In both panels, the continuous-time limit is shown with the

solid red line. Note that, in Panel (b), the series converges from below, since fewer

reflections will be identified under a smaller, finite time step ∇.

This calculation accounts for the uncertainty of the reflections that may have

taken place for a path ending at a particular point w. For a path that touches one

of the bounds, there is a question of whether or not a reflection was required to keep

the path within bounds. This would be true, even if the entire path were observed.

It is always possible, however unlikely, that the path you observed was going to turn

at that point anyway. In fact, it is equally likely that the path was generated by

its mirror image that would have passed through the bound, if the process were

unbounded. This line of reasoning leads to the introduction of a second source of

randomness in the generation of bounded Brownian motion: the reflection points.

These reflection points are the latent variables that reflect the unknown nature of

the interactions with bounds.

Now refer back to Figure 3.4. For any path that avoided bounds, or made contact

with only one bound, the accounting is the same as that in the single-bound case.

For a path that has contacted both bounds, there are two left-handed reflection

points associated with this path, one on either side of the origin. When these paths

are drawn in the simulation for the calculation of (3.13), the terms corresponding

to these reflection points are added to the cumulative totals, according to the same
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scheme as for the single-bounded case.

The case of reflecting bounds is the simplest case considered in this chapter, but

it is not the case that involves negative weights, nor the terminology surrounding

quasiprobability functions. First, consider the connection between the calculations

that are involved in both reflecting and absorbing bounds.

3.5 Absorbing Bounds and Negative Probabilities

The illustration of the method of calculating the probabilities presented in Figure 3.2

shows that some paths imply the subtraction of probability mass from the density.

This implies that, even though this computation is performed in the same way as

for a conditional expectation, the corresponding probability mass is either added or

subtracted from the calculation, depending on the type of bounds B and the particu-

lar reflection point considered. In the cases that involve subtraction, the expectation

is taken with respect to a weighting function that is termed a quasiprobability dis-

tribution, or negative probability distribution, since it satisfies only two of the three

axioms of probability.3 This function specifies values for the elements in a set, just

as is true for a probability distribution. The difference is that, while some elements

– the events – are mapped to positive values, other elements – the antievents – are

mapped to negative values. However, throughout the calculations presented here, the

mathematical operations involved in taking expectations are the same, regardless,

aside from the signs of the terms in question.

3This object is occasionally termed a quasiprobability function, which is a more appealing name
for those uneasy with the association of the word “probability” with an object that does not satisfy
all three axioms of probability.
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Over the last several years, the work of Haug (2004), Székely (2005), and Bur-

gin and Meissner (2012a) demonstrate the usefulness of this concept in the finance

literature. Haug (2004) highlights the value of negative probabilities for calculating

conditional expectations for asset price valuation. He shows that negative probabil-

ities can naturally occur, for example in the binomial model, such as that developed

by Cox, Ross, and Rubinstein (1979), or in the binomial option pricing model de-

veloped by Sharpe (1978), which is a discrete representation of the model of Black

and Scholes (1973). Haug argues that rather than disregarding the whole model or

transforming the negative probabilities to positive ones, negative probabilities can

be a valuable mathematical tool in financial models to add flexibility. Székely (2005)

discusses the negative probability distribution function as a concept that completes

a larger set of probability distributions to allow for closure under convolution. This

line of reasoning is further explored by Burgin and Meissner (2012b), in their analysis

of the pricing of caps and floors in derivatives. They continue the work of Burgin

(2010), who seeks to build a rigorous foundation, allowing for the analysis of the

properties of the quasiprobability distribution as a mathematical object in its own

right. On a similar note, Burgin and Meissner (2012a) then allow for the possibil-

ity that probabilities greater than one may fruitfully used to analyze option prices,

which is another extension that is permitted by relaxing this particular axiom of

probability.

This concept has a long history in the physics literature, going back several

decades. The first appearance is in the work of Wigner (1932), who introduced a

function, which looked like a conventional probability distribution, except that
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Figure 3.6: Calculating the Weight λL0 by Simulation (Absorbing Barriers)

(a) Continuous-time Approximation (∇ = 1000)

(b) Discrete Time Steps (∇ = 100)

Calculating the Weight λL0 by Simulation (Absorbing Barriers): The negative weight λL0
is calculated by drawing realizations of a Brownian bridge from the origin to each of the endpoints
w, for values below the upper reflecting bound of c = 0.5. The weight is calculated in the same way
as taking the expected value of an indicator variable for reflection off the upper bound, except that
the quantity in the denominator is the net number of paths generated, after subtracting the paths
that reflected off the upper bound. The realizations are generated with series that have time steps
of size ∇ = 1000 (Panel (a)) and ∇ = 100 (Panel (b)). The expected value calculation is taken by
averaging over M = 100 replications.
The mean calculated value is shown with blue dashed lines, along with the upper (95%) and lower
(5%) quantiles, from the realizations of this calculation with finite time steps of size ∇. These
quantiles are taken over 500 replications of the Monte Carlo simulations. In both panels, the
continuous-time limit is shown with the solid red line. Note that, in Panel (b), the series converges
from above, since a smaller proportion of paths will actually land very close to the upper bound
with a smaller, finite time step ∇, with this proportion approaching zero as ∇ →∞.
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it could take on negative values, which was later known as the Wigner quasi-probability

distribution. It took several years, until Dirac (1942) not only supported Wigners

approach but also introduced the physical concept of negative energy. See Vidmar

(2011) for a more recent explanation of the developments in this literature, reaching

back to Dirac (1928) and Dirac (1933). Not long after, Barnett (1945) worked out

the mathematical and logical consistency of negative probabilities. Years later, it is

highlighted by Feynman (1987b), who makes the case that this concept can be used

to fruitfully analyze a number of phenomena, despite its lack of conformity to the

axioms of probability. This reasoning led to Burgin (2010), from where it was picked

up in the finance literature. This line of research originally led to a theory with which

to analyze antimatter, with weights used to describe the distributions of matter and

antimatter. In the case of the present chapter, these weights are associated with

realized paths of the bounded diffusion model. In this case, the antievents are the

left-handed paths that are the mirror images of the associated right-handed paths –

the events. While antimatter annihilates matter, the left-handed paths have negative

values, in order to annihilate the positive values attached to the right-handed paths.

Taking this theoretical justification as an invitation to proceed, weights λ
(·)
0 , for

the case of absorbing bounds, can be calculated by simulation. The only difference

is that a negative sign is applied to the quantities accumulated in the numerator and

denominator of the expected value, whenever a left-handed path is encountered.

In general, there remains the possibility of negative weights in the calculation of

conditional expectations. However, the possibilities are less extreme for the diffusion

models considered here. This is because the quasiprobability distributions from the
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present specification are a particularly well-behaved subset of all quasiprobability

distributions. While particular reflections of paths may carry a negative weight, the

set of reflected paths corresponding to a single path will, collectively, carry a net

positive weight. In all cases, there is probability mass attached to events that can

occur with positive probability. Conversely, a path with a negative probability would

only arise if a particular reflection of a path were considered in isolation. When the

set of all reflections of a path are considered together, the series of reflected paths

carries with it the corresponding positive probability mass. This factor is taken into

account in the construction of the algorithm for the calculation of the conditional

expectations by simulation in subsection 3.5.1. Figure 3.6 shows an example of the

calculation of λL0 for the case of absorbing bounds, corresponding to that, shown

above, in Figure 3.5, for the case of reflecting bounds.

The negative weight λL0 is calculated by drawing realizations of a Brownian bridge

from the origin to each of the endpoints w, for values below the upper reflecting bound

of c = 0.5. The weight is calculated in the same way as taking the expected value of

an indicator variable for reflection off the upper bound, except that the quantity in

the denominator is the net number of paths generated, after subtracting the paths

that reflected off the upper bound. The realizations are generated with series that

have time steps of size ∇ = 1000 (Panel (a)) and ∇ = 100 (Panel (b)). The expected

value calculation is taken by averaging over M = 100 replications.

The mean calculated value is shown with blue dashed lines, along with the upper

(95%) and lower (5%) quantiles, from the realizations of this calculation with finite

time steps of size ∇. These quantiles are taken over 500 replications of the Monte
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Carlo simulations. In both panels, the continuous-time limit is shown with the solid

red line. Note that, in Panel (b), the series converges from above, since a smaller

proportion of paths will actually land very close to the upper bound, without being

absorbed by the bounds, with a smaller, finite, time step ∇, with this proportion of

paths approaching zero as ∇ →∞.

3.5.1 Computational Issues and Algorithm Selection

Aside from the curious qualities of the reflection points in a statistical context, an

understanding of the reflection points as random variables offers practical value. For

the cases of bounds that depend on absorbing barriers, the infinite sums present

a number of computational challenges. First of all, truncation of the series is a

consideration, but is not a barrier to computation. Unless the bounds are very

restrictive, the partial sums converge rather quickly since the normal density has

negligible mass more than a few standard deviations from a reflection point. In the

same way that the truncation of terms can safely be applied to the calculation of the

probabilities in the direct calculation approach, the simulation of terms can also be

restricted to cases within a noticeable distance of the bounds.

A more important consideration is that the density with absorbing barriers ap-

proaches zero probability mass near the bounds. This is the reason for the vertical

asymptote at the rightmost bound of 0.5, in Figure 3.6. Also, in the case of realized

extreme values, the density can take on very small values in some regions of the

support. The fact that the weighted average of functions of the reflection points can

be represented as a conditional probability distribution allows an alternative method
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of computation.

For a time series of observations, this computation is required for each time step

of length ∆. This can be used to take sums of the conditional expectations of the

form (Wi∆− r(·)
k )2, in the asymptotic distributions that were presented in Chapter 2.

Generating realizations from the asymptotic distribution involves an inner loop for

each time step. At this stage, if the density is well behaved, or if the location of Xt

is far from bounds, it could be that no calculation is required, or possibly that only

a few terms are important. In the case that one or more bounds are nearby, then the

division by very small values often results in very large – even negative – values. A

way of avoiding this problem is to draw realizations from the conditional density of

the observed increment and bounds. This can be easily done by drawing realizations

from a Brownian bridge. Then for each realization, determine the reflection points

associated with that path, noting whether the reflection point has a positive or

negative weight. There may be several associated with a particular path but they

will be a sequence of consecutive reflection points and will always include the origin.

For each reflection point, calculate the function within the expectation and multiply

by the sign of the weight. Divide these values by the net number of reflection points

and add to the total. This sum will converge to the conditional expectation. A more

detailed explanation is provided as follows.

The following algorithm is proposed to calculate conditional expectations that

are based on the corresponding unobserved reflection points, which are associated

with realizations of bounded processes. It performs the calculation that corresponds

to a series of observations, for the calculation of sums of an expected value, for
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each observation. This is to calculate the terms that appear in the score vector

and Hessian matrix of the likelihood function in Chapter 2, including the likelihood

function itself. As a result, this procedure enables the calculation of the asymptotic

distribution for the estimated parameters, along with the estimation itself, should

the discrete nature of the series not be well-approximated by the likelihood formula

from the continuous-time limit. The algorithm requires calculation over two loops:

the outer loop is performed over n observations, separated by intervals of length ∆;

the inner loop is performed by running a Monte Carlo simulation of M realizations

of paths, for the ∇ unobserved realizations that lie within each of the intervals. In

preparation, set the desired interval length ∆∗ and calculate n∗ = T/∆∗, the number

of observations for the realized statistic. Further divide time intervals [(i−1)∆∗, i∆∗]

into ∇ subintervals of length ♦ (= ∆
∇).

For each realization of the estimator, perform the following.

1. Generate dW ∗ = (dW ∗
1 , dW

∗
2 , . . . , dWn∗♦), a realization of normally distributed

increments of Brownian motion.

2. Calculate a realization of the diffusion process, with appropriate consideration

for the type of bounds dictated by B. Ensure that the bounds are scaled and

the drift and diffusion functions are damped according to the choice of ∆∗.

3. Calculate the required derivatives of the drift and diffusion functions, evaluated

at the observation times i∆∗, i = 0, . . . , n∗.

4. Standardize the ending points W ∗
i∆ of the unobserved path W ∗ using the start-

ing points W ∗
(i−1)∆ and the damped drift and diffusion functions.



CHAPTER 3. SOLUTIONS TO PROBLEMS OF MISSPECIFICATION 114

Figure 3.7: Regions of Proximity to Bounds

(a) Distance from Bounds, Unit Variance

(b) Location within Fixed Bounds, by Variance Level

Regions of Proximity to Bounds: The number of terms in E∗R[·], and the optimal choice of
algorithm to compute it, depends on the distance between the current point Xt and the bounds,
normalized by the rate of diffusion σ(Xt;β). For regions several units away from any bound, the
value g(wi, 0) is already a good approximation to E∗R[g(wi, r)|wi,B]. At locations close to only one
boundary, the first two terms appearing in the single-bound density will give a close approximation,
as long as the other bound is far away. Finally, at those points very close to either bound, the
analytical formula can be badly behaved, necessitating the use of simulation.
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Note: This will only differ from the partial sum of the generated increments

dW ∗ when an intermediate point has contacted the bound.

5. Perform the inner loop for each time i = 1, . . . , n∗, as described next.

For each time interval [(i − 1)∆, i∆], follow one of the following algorithms for

calculating the weighted average of the desired quantity (i.e. (W ∗
i∆−r

(·)
k )2), depending

on the distance from the standardized bounds. Refer to Figure 3.7 for guidance on

the recommended method for calculating this quantity.

For regions several units away from any bound, the probability mass function

for calculating E∗R[(Wi − r)2|Wi,B] is approximately a unit point mass on reflection

point rR0 , which is the origin. As a result, the value of (W ∗
i∆− rR0 )2 is already a good

approximation to E∗R[(Wi − r)2|Wi,B] and no simulation is necessary. Similarly, at

locations close to only one boundary, the first two terms appearing in the single-

bound density will give a close approximation, as long as the other bound is far

away. Finally, at those points very close to either bound, the analytical formula can

be badly behaved, necessitating the use of simulation. This is because the bounds

involving absorbing barriers will have density near zero for endpoints close to the

boundaries. In this case, which will often happen with realized extreme values,

execute the following inner loop.

1. Generate a realization W ∗∗, a Brownian bridge from zero to the standardized

ending point W ∗
i∆ with ∇ intermediate observations. This conditions on the

endpoint.

2. Determine the set of reflection points corresponding to the realization of W ∗∗
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as follows.

(a) If the realization W ∗∗ does not reach any bound at any time between

(i− 1)∆ and i∆, then the only associated reflection point is the origin.

(b) If the realization reaches only one bound, without contacting another

mirror point beyond that bound, then the associated reflection points are

the two adjacent to that bound: the origin and its mirror image.

(c) In the double-bounded case, there is another possibility, which only oc-

curs when the realization contacts more than one mirror point (either

the bounds or mirror images of the bounds). Count the number of times

the path has contacted a mirror point distinct from the last mirror point

crossed. Count mirror points in both directions from the last boundary

breached before the path arrived at the endpoint W ∗
i∆. The set of reflec-

tion points contains the two that are mirror images of each other at the

extreme mirror points and all reflection points in between.4

The number of reflection points will be a power of 2, with exponent equal

to the number of mirror points crossed, while the origin is always one of the

centermost reflection points. This includes the case that no mirror point is

crossed, in which only the origin is included.

3. For each reflection point in the set, determine the sign of the weight γ
(·)
k , or

4It would be correct to draw one of these reflection points at random. However, since the
computational expense of generating a path has already been expended, it is more efficient to
spread the probability mass across the entire set. This can be interpreted as a variation on antithetic
variates as a variance reduction technique.
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zero, if applicable.

4. Calculate and store the contribution of the desired variable, using the corre-

sponding reflection points, multiplied by the correct sign. Divide the proba-

bility mass associated with this realization evenly among the set of reflection

points.

5. Repeat this loop for the entire generated sample.

This algorithm is repeated for each realization of the distribution.

As mentioned above, it may not always be necessary to go through such trouble.

If the current point Xt is far away from bounds, the increment will be almost equal

to an unbounded Wiener increment. It is only important to consider bounds when it

is likely that the path will contact the bounds over the current interval ∆. Of course,

this will happen quite often in the case of realized extreme values. In this way, Figure

3.7 also serves as an illustration of the regions appropriate for the choice of different

methods for computing increments for the asymptotic distributions. The first panel

shows the regions for selection of alternate algorithms, depending on the standardized

distance from each bound. In the lower panel, the same selection procedure is implied

for fixed bounds with a varying rate of diffusion.

3.6 Conclusion

This chapter addresses some of the limitations of applying the standard continuous-

time model to time-series variables that are constrained to lie within bounds. It
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covers the types of discretization that can be applied to real-life data that do not

match the limiting cases in the theory. Still, there are issues that I do not address.

The first is the possibility of discontinuous changes in the series. The possibility of

jumps has been extensively studied and is not addressed here in any detail. However,

once the transition densities are calculated numerically, either by the finite difference

approach presented in Subsection 3.3.3 or the simulation methods presented in Sec-

tions 3.4 and 3.5, there is no limit to the generality of the model for the transition

of the process.

Still, there are issues that I do not address in this chapter. A notable topic is

the possibility of discontinuous changes in the series. The modeling of jumps has

been extensively studied in the financial time series literature, yet I present only a

cursory treatment of this rich topic. It is a subject that carries with it a number

of unanswered questions, relating to the specification of a model for a jump process

and the detection of the observations with jumps.

The asymptotic distribution theory for the estimates of the jump parameters

presents a question that requires further study. A serious treatment of this topic

could entail an analysis that parallels that in Chapter 2. At each step, the analysis

would be augmented to account for the presence of jumps, incorporating the decision

rule for the detection of jumps.

This analysis would be the logical next step to enable the extension to the discrete

case considered here. However, once these issues are addressed, and the transition

densities are calculated numerically, either by the finite difference approach presented

in Subsection 3.3.3 or the simulation methods presented in Sections 3.4 and 3.5, there
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is no limit to the generality of the model for the transition of the process.

This chapter solves several problems that would otherwise constrain the tech-

niques presented in Chapter 2, so that the techniques are not only limited to the

theoretically ideal scenario. With this list of deviations from the traditional model

solved, a researcher can go ahead and apply the techniques developed earlier and the

estimates will be well-behaved – unless, of course, some other form of misspecifica-

tion emerges. As it was once told in Box and Draper (2007), “essentially, all models

are wrong but some are useful”. This chapter makes one set of models less wrong,

and more useful.



Chapter 4

Mysteries Abound near the Zero

Lower Bound: A Time Series

Analysis

4.1 Introduction

In the winter of 2009, 12 people entered a room to make a decision never before con-

sidered in the history of the US economy. They were facing a previously unthinkable

banking crisis not seen since the great depression. When the members of the Federal

Reserve Open Market committee emerged from the meeting chambers at the Federal

Reserve Board, they changed the policy of setting a target rate for the Federal Funds

rate. Instead, they replaced this policy with a target range for the Federal Funds

rate. Most notably, this range had a lower bound of zero. Little did they know that

120
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there would be no need to alter this setting for several years, since the aftermath

of this recession would continue for years to come. During this extended period of

recovery, the interest rate remained very close to the lower bound of zero, leaving

little information to empirically assess the fluctuations in markets for interest rate

bearing assets.

In this chapter, I implement an econometric solution for this problem that elim-

inates the biases attached to the estimation of interest rate processes near the lower

bound of zero. This involves the implementation of the techniques developed in

Chapter 2, which developed the asymptotic distribution theory for the estimation of

bounded diffusion processes. I apply these techniques to estimate univariate term

structure models in the presence of the zero lower bound. I estimate a number of

diffusion models and demonstrate the difference in interpretation between the cases

with or without the bounds explicitly incorporated into the estimation technique.

When the bounds are taken into account, the estimated drift is more negatively

sloped and the estimated rate of diffusion is higher. This is a result of the biases

created by ignoring the bounds. In this case, the zero lower bound creates the

false impression that there is a strong positive drift at low interest rates and the

interest rate is less variable than it would be if away from the bounds. Further, the

explicit modeling of the lower bound allows greater flexibility in model specification,

particularly in achieving a non-zero diffusion rate at the zero lower bound. This line

of research offers a solution to the continued use of term structure models, in the

period following the first contact of the interest rate with the zero lower bound.

Since the lower bound became binding, this issue has garnered a good deal of



CHAPTER 4. MYSTERIES ABOUND NEAR THE ZERO LOWER BOUND 122

attention in the macroeconomic literature. Some of the work has been directed

toward the consideration of alternative monetary policy options. Christensen and

Rudebusch (2015) and Bauer and Rudebusch (2016) provide some discussion of these

monetary policy options at the zero lower bound.

Another line of research revolves around the concept of a shadow interest rate.

The shadow interest rate is a latent state variable that generates the observed interest

rate variable. It is often used as an artificial measure of the tendency for intermediate-

and longer-maturity interest rates to be lower than expected if a zero interest rate

had prevailed in the absence of unconventional monetary policy measures. In a sense,

it reflects the interest rate changes that would have an effect equivalent to that of

unconventional policy measures. The literature discussing this concept follows in

the pioneering work of Black (1995). He formalizes the relationship between the

shadow rate, at which a borrower may be willing to borrow funds, with the observed

interest rate. The connection is made with option pricing theory, augmenting the

price of the interest-bearing security with the option value of holding cash that has

an interest rate of zero. Krippner (2013) has extended this line of reasoning to derive

approaches for modeling the term structure in the presence of the zero lower bound,

building on his earlier work in Krippner (2012). Claus, Claus, and Krippner (2014)

uses the framework developed in Krippner (2013) to assess the effect of monetary

policy surprises and unconventional monetary policy on asset prices.

In a shadow rate, the zero lower bound is maintained as long as the shadow rate

remains below this bound. In this sort of model, a significant deviation from the zero

lower bound is dependent on the hitting time for the shadow process to cross back
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above zero. Compare this to the current approach, in which the process is specifying

the tendency for the interest rate to remain near the lower bound, as specified by

the drift function. The duration of visits to the zero lower bound are dictated in

different ways, between these two competing approaches.

Using Ito’s formula, one can specify the diffusion process of the option value of

the interest rate, as derived from the level of the shadow rate. However, this does

not allow for the freedom that is offered through the uncoupling of the law of motion

for the interest rate from the specification of the bound. The shadow interest rate

is not typically specified with as rich a law of motion as that which can be specified

here and it would be cumbersome to do so in a way that depends on the proximity to

the zero lower bound. The approach taken here offers an added degree of flexibility

for model specification.

Term structure models have a long history in the macroeconomic literature. This

literature dates back to Cox, Ingersoll, and Ross (1981) with the expectations hy-

pothesis of the term structure. This was followed by Campbell (1986) and Campbell

and Shiller (1991), which provided an early prescription such that default-risk-free

zero coupon bonds were priced based on expected returns with term premiums that

are constant through time.

Within this framework, affine term structure models have been given careful

attention for their analytical tractability. Duffie (2001) presents an authoritative

treatment of asset pricing and term structure modeling. Affine term structure models

are based on an assumption of no arbitrage. Through a well-known theoretical

result, this implies the existence of a strictly positive stochastic process that prices all
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assets, referred to as a state price deflator, in continuous time models, or a stochastic

discount factor, in discrete time models. The existence of either the deflator or

the discount factor implies the existence of a risk-neutral probability measure that

generates the observed variation in asset prices.

Independent of the asset pricing model, it is always possible to express the price

at time t of a zero coupon bond that matures at time t+ τ as

Pt(τ) = EQ
t

[
exp

(∫ τ

0

rsds

)]
(4.1)

where EQ
t denotes the expected value at time t under the risk neutral measure, and

r is the instantaneous rate of interest, or the short rate. In this framework, the short

rate can be expressed as

rt = lim
τ↓0

lnPt(τ) (4.2)

and the state price deflator as

dΛt

Λt

= −rtdt+ σΛ(Λt, t)dW
Q
t (4.3)

where WQ
t is a Brownian motion under Q and σΛ(·) is a possibly state-and-time

dependent instantaneous volatility of the state price deflator. To get to the physi-

cal probability measure P, governing the observed interest rate, from Q, governing

observed prices, a term structure model must also specify a structure for the risk

premium functions controlling the transformation between the measure P and Q.
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Early examples included the foundational single-factor models pioneered by Va-

sicek (1977) and Cox, Ingersoll, and Ross (1985). Vasicek (1977) proposed an

Ornstein-Uhlenbeck, or mean-reverting process, which is a model of the following

form

drt = κ(θ − rt)dt+ σdWQ
t , (4.4)

where θ is the unconditional mean and κ is known as the speed of mean reversion.

Cox, Ingersoll, and Ross (1985) propose a modification to this model, in the form of

state-dependent rate of diffusion.

drt = κ(θ − rt)dt+ σ
√
rtdW

Q
t . (4.5)

This formulation is sometimes known as a square root process. The mean reversion

characteristic of these models make for an interesting comparison, when analyzed in

combination with a series constrained by bounds.

These models provide the foundation for the set of models that are considered

in this chapter. In particular, this chapter features the estimation of the physical

probability distribution for the interest rate actually observed, using the two models

shown above, among others. It concentrates on the short rate, represented by the

three-month Treasury bill rate. This interest rate is only one of many that may be

considered. Much research has been undertaken with respect to the term structure

of interest rates, which is inherently multivariate in nature, even though it is concep-

tually generated by potential paths of a single variable, the short rate. A univariate

approach, such as the one pursued here, is sacrificing some of the richness of a model
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that follows a multifactor approach.

A further complication arises when one considers that the Federal Reserve has

enacted policies targeting the higher maturities, through its quantitative easing pro-

grams, since the interest rate has reached the zero lower bound. This is a feature that

is not explicitly addressed in a univariate model. Another option is to incorporate

variables that capture the severity of economic conditions. This would allow for a

changing effect on the interest rate, in a way that captures the effects of quantitative

easing programs. Such an approach is left out of consideration here. However, it is a

potential extension of the multivariate approach taken in Morin and Shang (2015),

in which the rate of change in the interest rate is dependent on economic conditions.

While the two models that were cited above have been complemented in the

literature with multifactor models of the term structure, I progress in a different

direction. This framework can later be extended to a multivariate setting, once the

approach for handling bounds, demonstrated here, is extended into the multivari-

ate setting. There is a budding literature developing the statistical methodologies

involving bounded processes, with Cavaliere (2005) and Cavaliere and Xu (2014)

highlighted as key examples in econometric theory. This builds on an authoritative

treatment by Harrison (1985), setting the stage for the theoretical analysis of stochas-

tic processes within bounds. The theory that is presented in Chapter 2 builds on

this body of knowledge by merging this line of research with the maximum likelihood

methodology developed in Jeong (2008) and Jeong and Park (2013). In this bounded

setting, I consider the maximum likelihood estimation of univariate diffusion models,

defined in what follows.
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The bounded diffusion models employed in this chapter are generalizations of

regulated Brownian motion, expanded to consider diffusion processes. A diffusion

process Xt is a continuous-time process defined for each t ∈ R+. The instantaneous

change in Xt satisfies the stochastic differential equation

dXt = µ(Xt;α)dt+ σ(Xt; β)dWt, (4.6)

where Wt is a standard Brownian motion, µ(Xt;α) is the drift function with parame-

ter α, and σ(Xt; β) is the diffusion function with parameter β. Collect the parameters

into one vector θ = (α′, β′)′ ∈ Θ and define D as the domain of the diffusion process.

This definition includes the following examples, each of which has a parameter space

Θ that is convex.

Example 5. Some examples of diffusion processes are as follows:

• Arithmetic Brownian motion (ABM):

µ(Xt;α) = α and σ(Xt; β) = β with β > 0 and D = R.

• Geometric Brownian motion (GBM):

µ(Xt;α) = αXt and σ(Xt; β) = βXt with β > 0 and D = R+.

• Ornstein-Uhlenbeck process (OU):

µ(Xt;α) = α1 + α2Xt and σ(Xt; β) = β with α2 < 0, β > 0 and D = R.

• Square root process (SQR):

µ(Xt;α) = α1 + α2Xt and σ(Xt; β) = β
√
Xt with α2 < 0, β > 0 and D = R+.
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• Constant elasticity of variance process (CEV):

µ(Xt;α) = α1 + α2Xt and σ(Xt; β) = β1X
β2
t with α1 > 0, α2 < 0, β1 > 0 and

D = R+.

In the usual framework, the process is free to move throughout D, the domain of

the diffusion process. In this way, the process is already bounded by its domain. In

this chapter, several other situations are explored, in which the process is known to

remain within a subset of D, between time periods [(i−1)∆, i∆], which are contained

within [0, T ].

Note that some models presented above are reduced-form versions of the models

proposed by Vasicek (1977) and Cox, Ingersoll, and Ross (1985). In particular, the

mean-reverting drift function κ(θ− rt) is equivalent to µ(Xt;α) = α1 + α2Xt, in the

OU, SQR and CEV models that were presented above. The parameter α2 is precisely

the negative of the speed of mean reversion κ. The unconditional mean θ is captured

by the ratio α1/κ. The interest rate is our primary concern in this chapter, so the

interest rate, denoted by rt in the literature, will be denoted as XT for the remainder

of this chapter.

The observed interest rate series is denoted as {Xi∆}ni=1, a sample of discretely

spaced observations from the process at times i∆ ∈ [0, T ]. There are n = T/∆

observations in the sample over the time period [0, T ]. For example,with T years

of daily observations, ∆ = 1/365 and n = 365T . In addition to the sample of

observations Xi∆, the list of intervals B provides some additional information that

bounds those observations.
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Bounds B, Case-by-Case: 7. The type of bounding information B that is consid-

ered in this chapter, is a special case among the list that is developed in Chapter 2.

The featured case is that of reflecting bounds, denoted B and is specified as follows.

Reflecting Bounds: B = B = {b, b} ∈ R2 when it is known that the process

is regulated to remain within the interval [b, b] at all times t within the

sample period [0, T ].

In the case involving the interest rate, the upper bound does not apply, and it is

assumed that b is infinite. The lower bound, b is the only binding bound, which is

set near zero. The true value of the lower bound is set to −2.5 b.p., which is a lower

bound that, under minimal trading costs, still prevents arbitrage between cash and

interest-bearing instruments. The discussion in this chapter follows the conventions

in the literature and refers to this threshold as the zero lower bound, even though it

may be slightly below zero and may depend on the economic circumstances.

In the absence of an explicit specification of the bounds, modelers are often con-

strained to choose a model specification that enforces the bound. Using the flexibility

offered by the explicit modeling of the bounds, there is no need to be constrained

to such a specification. In addition, many of these constrained specifications en-

force the bound by specifying a rate of diffusion that vanishes near the bound. This

specification might be in conflict with the reality of a non-zero rate of diffusion near

the bound. In fact, even away from the bounds, there is more flexibility offered by

including an intercept in the diffusion function.

For these reasons, models of this type are augmented to allow for a nonzero

constant at the lower bound of zero. This extends the modeling options that are
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listed above, by appending the following set of models.

Example 6. The augmented versions of selected diffusion processes are as follows:

• Augmented geometric Brownian motion (GBM-C):

µ(Xt;α) = αXt and σ(Xt; β) = β1Xt + β2 with D = R+.

• Augmented square root process (SQR-C):

µ(Xt;α) = α1 + α2Xt and σ(Xt; β) = β1

√
Xt + β2 with α2 < 0 and D = R+.

• Augmented constant elasticity of variance process (CEV-C):

µ(Xt;α) = α1 + α2Xt and σ(Xt; β) = β1X
β2
t + β3 with α1 > 0, α2 < 0, β1 > 0

and D = R+.

Again, it should be emphasized that this is a first step toward a model of the

term structure that incorporates the constraints imposed by the zero lower bound.

This approach makes a sacrifice by using a single factor model, since it is well known

that up to three factors will improve prediction. Littermann and Scheinkman (1991)

is a key reference in this regard. These factors correspond to the level, the slope and

the curvature of the yield curve. Within this chapter, I will restrict attention to the

level, which is of first order importance, along with the proximity to the zero lower

bound. I make the argument that a one-factor model that accounts for the zero

lower bound will be better-suited than a one-factor model without, when it comes to

modeling interest rates after the great recession. A question left for further research

regards the comparison of performance between a multifactor model with the zero

lower bound, versus one that ignores the bounds. Moreover, a step in that direction

would be to consider the bounded univariate model with a multifactor model without
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bounds. It would be interesting to determine whether the incorporation of bounds

has more explanatory power than other factors. If so, it might preclude the need for

those factors, or allow for an additional improvement to be gained from adding more

factors. The results presented here support this approach as a promising avenue of

research.

4.2 Federal Reserve Data

Figure 4.1: Three-Month Treasury Bills, Secondary Market

Three-Month Treasury Bills, 1954-2016:
The data used for the empirical analysis in this chapter are the interest rates on three-month
Treasury bills, traded in the secondary market, from January 4, 1954 to January 7, 2016.
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The empirical analysis is conducted using a dataset made up of three-month

Treasury bill rates on the secondary market, obtained from the web site of the Federal

Reserve. The data are observed daily over the period between January 4, 1954 and

January 7, 2016, with n = 15, 495 observations in total. The series is shown in Figure

4.1. The series begins with low interest rates, with an elongated trend of increasing

interest rates throughout the 1970’s, reaching a peak of 17.14 in December 11, 1980.

Since then, the rate has fallen, with a number of periods of sustained increases,

through a series of economic expansions, punctuated by contractions. The last two

recessions brought with them the sharpest reductions in the interest rate, culminating

in a visit to the zero lower bound, which has been sustained up to the time of writing.

Along a similar vein, the policy of the day reflects the attitudes and opinions of the

members of the Federal Reserve.

Table 4.1: Subsamples Designated by the Tenures of Federal Reserve Chairpersons

Sample Name Start Date End Date Number of Observations

McCabe-Martin January 4, 1954 January 31, 1970 4,021
Burns-Miller February 1, 1970 August 5, 1979 2,369
Volker August 6, 1979 August 10, 1987 1,997
Greenspan August 11, 1987 January 31, 2006 4,620
Bernanke-Yellen February 1, 2006 January 7, 2016 2,488
Full sample January 4, 1954 January 7, 2016 15,495

Subsamples Designated by the Tenures of Federal Reserve Chairpersons:
The sample is collected from interest rates on three-month Treasury bills, available on the secondary
market. It is divided into subsamples, which correspond to periods of different leadership of the
Federal Reserve. Three subsamples are defined by the merged tenures of consecutive Federal Reserve
chairs, in the case of either low sample size or similar macroeconomic conditions and monetary
policy.

For this reason, the sample is divided into subsamples characterized by the tenures
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of Federal reserve chairpersons. Table 4.1 shows the division of the sample into the

various subsamples. This division into subsamples allows for separate estimation for

periods of similar macroeconomic conditions and Federal Reserve policy. The most

important feature of this division is that the most recent sample, with the sustained

contact with the zero lower bound, is considered separately. This subsample, along

with the full sample, will allow a meaningful comparison between models that ignore

any bounds with those that explicitly incorporate the zero lower bound.

The decision to separate the sample is admittedly a step taken in the interests

of simplifying the analysis. A data driven approach to determining breaks in the

sample would usually be justifiable. This would entail the search for break points,

for which the estimation before and after the break would yield significantly different

parameter estimates. Following this approach, there would be a clear distinction

between the samples before and after the first contact with the zero lower bound.

The separation of the Bernanke-Yellen tenure is representative of this division of the

sample. The Greenspan sample is characterized by discrete jumps of multiples of 25

basis points, a convention that was not always followed by the Federal Reserve. The

Volker sample would represent the decline in interest rates from the peak in 1980,

while the Burns-Miller sample entails the period of highly variable, rising interest

rates in the 1970’s. Before then, the Burns-Miller tenure represents a steadier rise in

interest rates, while the McCabe-Martin sample comprises moderately low interest

rates. This division of the sample into periods represented by the chair of the Federal

Reserve closely approximates the division of the sample into periods with interest

rates that are near zero, highly variable, quickly declining, quickly rising, gradually
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rising and moderately low. Thus, to a first approximation, this categorization of

the sample serves to separate the sample into periods with different rates of drift or

diffusion.

Figure 4.2: Three-Month Treasury Bills, Secondary Market

Three-Month Treasury Bills, 1954-2016:
This is a histogram of the interest rates on three-month Treasury bills traded in the secondary
market, from January 4, 1954 to January 7, 2016.

Next, consider the histogram of interest rates over the sample, presented in Figure

4.2. The histogram has most of its mass at interest rates between 4 and 7 percent

annual rates. There is a long right tail, representing the period of sustained high

interest rates and inflation in the 1970s. The dotted red vertical line symbolizes

the zero lower bound, above which interest rates are constrained by the absence of

arbitrage. Just above this bound is the lower mode of this distribution, with more
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than two thousand days of interest rates less than one percent. Since the fall of 2008,

the rate has been consistently held against this lower bound, which is a key feature

of the Bernanke-Yellen subsample.

Figure 4.3: Three-Month Treasury Bills, Secondary Market

Three-Month Treasury Bills, 1954-2016:
This is a scatter plot of daily changes in the interest rates on three-month Treasury bills traded
in the secondary market, from January 4, 1954 to January 7, 2016. The red line indicates the
boundary for the changes, dictated by the lover bound for the level of the interest rate.

Finally, consider the scatter plot shown in Figure 4.3. This shows the distribution

of the changes in the interest rate dXt, in the vertical axis, against the level of the

interest rate Xt, on the horizontal axis. The changes in the interest rate are more

extreme for interest rates above 10%. The magnitude of changes are also fairly high

for interest rates in the range from 5 to 10%. The rate of change levels off somewhat
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for lower interest rates, tapering slightly for interest rates less than 2%.

However, it is noteworthy that the magnitude of changes does not converge to

zero, as would be suggested by model specifications that impose the zero lower bound

directly. This is sufficient justification for the addition of a positive parameter,

which can keep the rate of diffusion above zero, when the interest rate is near zero.

This change in specification will take full advantage of the flexibility offered by the

approach of explicitly modeling the lower bound into the likelihood function. It

is for this reason that the models GBM, SQR and CEV are all estimated with an

augmented version that includes an additive constant added to the rate of diffusion,

denoted by GBM-C, SQR-C and CEV-C, respectively. These will be estimated in

the section to follow.

4.3 Empirical Analysis

Now consider the estimation of the drift and diffusion functions for the models of

the interest rates. The models are estimated using the interest rates on three-month

Treasury bills, traded on the secondary market. The estimation is performed both

on the entire sample from January 4, 1954 to January 7, 2016 and on a number

of subsamples, separated by selected changes in leadership at the Federal Reserve.

Each estimation performed on the subsample uses only those observations within the

date ranges given in Table 4.1.

The estimation is performed with the data stated in terms of the percentage

interest rate times 100, or in units of 100 basis points. The subsample interval ∆ is
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set to 1/252, to reflect the annual rates of change of the process over the course of

approximately 252 trading days in the secondary market.

The estimation is performed for two sets of models. The first is the standard

model, with no consideration for the lower bound of zero. The second uses the

techniques developed in Chapter 2 to incorporate the information content of the lower

bound. The specification of the likelihood function is labelled to indicate whether

the zero lower bound is explicitly specified (ZLB) or ignored, as in the unbounded

model (UNB). The estimates for the ZLB model are only shown for the full sample

and the last subsample, the Bernanke-Yellen regime, since these are the samples in

which the lower bound is a binding constraint. In the other samples, the likelihood

is nearly identical in either case, so these are excluded from consideration.

Three of the models considered are already specified in a way that incorporates

the lower bound of zero. These models include geometric Brownian motion (GBM),

the square root process (SQR) and the constant elasticity of variance (CEV) model.

In each case, the diffusion term is increasing in the level of the interest rate Xt and has

a limit of zero as the level of the process shrinks to zero. This specification precludes

the possibility of the process breaching the lower bound of zero. When the domain

of the process is restricted in this way, the estimates from the unconstrained UNB

model, and those of the bounded ZLB model, will be nearly identical. In this case,

there are an additional series of models estimated to include an extra constant term

in the diffusion function. This expands the function space for the diffusion function,

in a way that will not violate the zero lower bound, whenever the ZLB specification

is in effect. This specification essentially constitutes a test of the restriction that the
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rate of diffusion has a limit of zero at the zero lower bound. This is a specification

offered only through the bounded diffusion model that was developed in Chapter 2.

As is the case for the estimation with open-high-low-close stock price index data in

Chapter 2, the likelihood function can be badly behaved. The optimization routine

runs the risk of landing on a local maximum or stopping on a flat region of the

likelihood function. The estimation is repeated, using several starting values and is

described in more detail in what follows.

The estimation algorithm is similar to that followed in Chapter 2. The estimation

is first performed for each model, in each subsample, from a starting value chosen

to match the mean and standard deviation of changes in the interest rate. After

this first set of estimates, the results are compared against the parameter estimates

from the other samples in the following way. There is an additional loop, in which

the estimation is restarted for all models, taking starting values from the estimated

values from all other subsamples. For every new estimate, the value of the likelihood

value is stored, in order to compare with other optimized values. The parameter

values corresponding to the highest likelihood function are set as the new candidate

values. In a similar fashion, an additional round of estimation was performed, with

starting values taken from neighbouring nested or nesting models. These measures

ensure that the estimates correspond to global maxima of the likelihood function.

4.3.1 Estimation Results

The coefficient estimates of each model, for the list of subsamples, are presented

in Tables 4.2 to 4.6. The models are examined in order of complexity, beginning
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with arithmetic Brownian motion (ABM), followed by the mean-reverting Ornstein-

Uhlenbeck process (OU), with an extra drift parameter. These are followed by the

geometric Brownian motion model (GBM), the square root process (SQR) and the

constant elasticity of variance process (CEV). These models have more complex

specifications for the diffusion function. It is the last three models that are estimated

with an augmented model for the intercept, while the two simplest models are already

specified with constant rates of diffusion.

Arithmetic Brownian motion model (ABM)

Consider the simplest model first. Table 4.2 shows the estimation results for the

arithmetic Brownian motion (ABM) model. There are only two parameters in this

model, a constant drift and a constant rate of diffusion.

The estimated drift rates are all close to zero. In fact, all of the estimated

drift coefficients are not significantly different than zero. However, the signs of the

coefficients are still of interest, at least for a qualitative description. It should be no

surprise that these rates are positive in times of increasing interest rates and negative

when interest rates are decreasing, in response to economic contractions. In the latest

subsample, when either Bernanke or Yellen were leading the Federal Reserve, the rate

of drift is decreasing for all estimates. However, for the models estimated with the

zero lower bound imposed, the rates of drift are larger negative numbers, suggesting

a constant downward pressure on the interest rate. This is in line with the notion

that the zero lower bound creates the illusion that there is upward pressure on the

interest rate at low interest rates, when there is simply an arbitrage bound at zero.
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Turn now to the estimated rates of diffusion, shown in Table 4.2. The rates of

diffusion are all of similar magnitude, ranging from 0.8 to 3.0 percentage points of

standard deviation of interest rate changes, over the course of a year. In contrast to

the coefficient for the drift function, all are statistically different than zero. The

Table 4.2: Parameter Estimates for ABM Model

Bound Type, Sample α1 β1 Log-likelihood

UNB, full - 0.000 1.425 - 27,470.0
(0.003) (0.004) .

ZLB, full - 0.002 1.449 - 27,110.6
(0.003) (0.004) .

UNB, McCabe-Martin 0.002 0.764 - 4,621.7
(0.007) (0.007) .

UNB, Burns-Miller 0.001 1.642 - 4,534.5
(0.018) (0.011) .

UNB, Volker - 0.002 2.985 - 5,015.2
(0.024) (0.013) .

UNB, Greenspan - 0.000 0.801 - 5,529.9
(0.008) (0.007) .

UNB, Bernanke-Yellen - 0.002 0.887 - 3,229.6
(0.012) (0.011) .

ZLB, Bernanke-Yellen - 0.006 0.970 - 3,058.5
(0.014) (0.012) .

Parameter Estimates for ABM Model :
The models are estimated using Three-Month Treasury Bills on the secondary market as the interest
rate. Estimation is carried out on the entire sample from 1954 to 2016 and on a number of
subsamples, separated by selected changes in leadership at the Federal Reserve. The likelihood
function is specified with the zero lower bound either explicitly specified (ZLB) or ignored, as in
the unbounded model (UNB). Standard errors of estimates are shown in parentheses, calculted
according to the techniques outlined in Chapter 2.

highest estimated rates correspond to the Volker sample, while the lowest diffusion

rates appear through the samples representing the subsequent Greenspan, Bernanke
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and Yellen tenures, continuing to the present. It is reasonable that the samples from

the 1970’s show the highest levels of variability, as that decade brought the sharpest

increases in interest rates, leading to the highest rates of interest in the sample. The

degree of variability declined thereafter, including the later subsamples, with interest

rates near the zero lower bound.

The estimates from models that incorporate the zero lower bound both show a

higher rate of diffusion than the estimates from the unconstrained models. This is

evidence that the bounds, when not specified in the model, appear to restrict the

variability of the process. With the zero lower bound taken into account, the models

appear as though they would have been more variable, had the zero lower bound

not been a binding constraint. In addition, for the samples with the lowest interest

rates, the standard errors are larger for models that explicitly account for the zero

lower bound. This is especially true for the drift coefficient, but it also holds for

the rate of diffusion. These coefficients are estimated with lower precision, since a

wider range of coefficient estimates would produce similar dynamics, when masked

by the bound. The explicit incorporation of the bound is, in a sense, an admission of

ignorance of the true variability of the process. While there appears to be a decrease

in the quality of estimation, it is, in fact, a more accurate estimate of the variability

of the estimates.

Ornstein-Uhlenbeck process (OU)

Now consider a model with more flexible dynamics. The Ornstein-Uhlenbeck process

is a model with the property of mean reversion. The model specifies that the process
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should have an unconditional mean, combined with a rate of reversion to the mean.

The process tends to move toward the unconditional mean at the rate dependent on

the coefficient α2, provided that this coefficient is negative. See Table 4.3 for the

coefficients estimated with this model. The coefficients relating to the rate of

Table 4.3: Parameter Estimates for OU Model

Bound Type, Sample α1 α2 β1 Log-likelihood

UNB, full 0.002 - 0.000 1.425 - 27,468.6
(0.019) (0.000) (0.004) .

ZLB, full - 0.003 0.000 1.449 - 27,109.8
(0.029) (0.000) (0.008) .

UNB, McCabe-Martin 0.000 0.000 0.764 - 4,621.4
(0.026) (0.001) (0.009) .

UNB, Burns-Miller 0.009 - 0.001 1.642 - 4,533.9
(0.073) (0.001) (0.009) .

UNB, Volker 0.014 - 0.002 2.984 - 5,014.6
(0.130) (0.002) (0.010) .

UNB, Greenspan 0.001 - 0.000 0.801 - 5,529.4
(0.026) (0.001) (0.007) .

UNB, Bernanke-Yellen - 0.000 - 0.001 0.886 - 3,227.9
(0.037) (0.001) (0.009) .

ZLB, Bernanke-Yellen - 0.006 0.000 0.971 - 3,058.4
(0.076) (0.005) (0.020) .

Parameter Estimates for OU Model :
The models are estimated using Three-Month Treasury Bills on the secondary market as the interest
rate. Estimation is carried out on the entire sample from 1954 to 2016 and on a number of
subsamples, separated by selected changes in leadership at the Federal Reserve. The likelihood
function is specified with the zero lower bound either explicitly specified (ZLB) or ignored, as in
the unbounded model (UNB). Standard errors of estimates are shown in parentheses, calculted
according to the techniques outlined in Chapter 2.

drift are two orders of magnitude smaller than those related to the rate of diffusion,

much like the case for the ABM model, discussed earlier. Similarly, these coefficients
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are close enough to zero that they do not statistically differ from zero. Still, the

coefficients vary across subsamples in a way that relates to the dynamics within the

subsamples. The parameter α1, which is a key component in the sign and level of the

unconditional mean, varies with average interest rates across the subsamples. This

mean rate is highest in the samples from the Burns, Miller and Volker tenures, and

is near zero or negative in the remaining samples.

The signs of the coefficients on α2 indicate the direction of mean reversion. While

this rate is near zero for the earlier McCabe and Martin sample, it is negative for

the rest of the samples, when estimated using the standard model that ignores the

zero lower bound. This is the behaviour one would expect, indicating a true mean-

reverting model. A different picture emerges when the model is estimated with

the zero lower bound taken into consideration. The signs on α2 switch to positive

numbers, both for the recent Bernanke-Yellen sample and the full sample. Without

confounding upward momentum from a fixed arbitrage bound, these models demon-

strate a reinforcing tendency to remain at the bound for quite some time. This

tendency matches the experience of the last several years, with the interest rate

constrained to the lower bound for an extended period of time.

Consider the drift functions that are implied by these estimates. The estimates

for both the full sample and the Bernanke-Yellen subsample demonstrate different

dynamics between the models. The slope is reversed, changing from a modest rate of

mean reversion to an explosive model with the tendency to remain constrained to the

zero lower bound, once entering a region near the bound. The model specification

that ignores the bounds creates the perception that there is an inherent stability to
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the level of interest rates, mistaking the lower bound for mean reverting pressure on

the interest rate.

Another decline in stability emerges, concerning the magnitude of the standard

errors of the estimates. Similar to the estimation of the ABM model, the estimates

of the variability of the coefficients are larger when the zero lower bound is taken

into account. Again, this can be interpreted as an admission of the greater degree

of uncertainty corresponding to the partial observation of the potential changes in

interest rates.

Now, consider the estimated diffusion functions that are shown in Table 4.3. The

estimates are nearly identical to those for the ABM model, since the specification of

the diffusion function is also identical. The highest rates of diffusion appear in the

Burns-Miller and Volker samples from the 1970’s and the lowest rates of diffusion

appear thereafter, in the gradual decline toward the zero lower bound.

Geometric Brownian motion model (GBM)

The next model considered is already specified in such a way as to impose the lower

bound. This is the case for the remaining models examined here, with geometric

Brownian motion (GBM) being the simplest of these examples. For every sample,

the model is estimated for both the standard Geometric Brownian motion and its

augmented version, with an intercept term for the diffusion function. The augmented

version is only estimated for the version of the model with the lower bound imposed,

to maintain logically consistent specification across all models considered.

The estimated drift functions are all linear functions of the level of the interest
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Table 4.4: Parameter Estimates for GBM Model

Bound Type, Sample α1 β1 β2 Log-likelihood p-value

UNB, full 0.004 2.014 . - 62,530.0 .
(0.004) (0.027) . . .

UNB, full 0.000 0.161 0.433 - 25,124.5 0.000
(0.001) (0.275) (0.148) . .

ZLB, full 0.004 2.014 . - 62,530.0 .
(0.004) (0.030) . . .

ZLB, full 0.000 0.160 0.438 - 25,114.5 0.000
(0.001) (0.294) (0.196) . .

UNB, McCabe-Martin 0.001 0.309 . - 5,398.2 .
(0.000) (0.220) . . .

ZLB, McCabe-Martin 0.000 0.046 0.604 - 4,585.8 0.000
(0.001) (1.517) (0.140) . .

UNB, Burns-Miller 0.000 0.253 . - 4,292.8 .
(0.001) (0.162) . . .

ZLB, Burns-Miller 0.000 0.269 - 0.091 - 4,291.7 0.131
(0.000) (0.587) (0.292) . .

UNB, Volker - 0.000 0.270 . - 4,597.0 .
(0.001) (0.177) . . .

ZLB, Volker 0.000 0.418 - 1.315 - 4,524.5 0.000
(0.000) (0.251) (0.384) . .

UNB, Greenspan 0.000 0.207 . - 5,545.3 .
(0.000) (0.176) . . .

ZLB, Greenspan - 0.000 0.114 0.271 - 5,182.7 0.000
(0.001) (0.150) (0.853) . .

UNB, Bernanke-Yellen 0.030 6.014 . - 16,173.2 .
(0.022) (0.015) . . .

UNB, Bernanke-Yellen - 0.002 1.264 0.188 - 4,562.0 0.000
(0.009) (0.016) (0.116) . .

ZLB, Bernanke-Yellen 0.030 6.014 . - 16,172.9 .
(0.019) (0.014) . . .

ZLB, Bernanke-Yellen - 0.002 1.263 0.188 - 4,561.7 0.000
(0.010) (0.020) (0.123) . .

Parameter Estimates for GBM Model :
The models are estimated using Three-Month Treasury Bills on the secondary market as the interest
rate. Estimation is carried out on the entire sample from 1954 to 2016 and on a number of
subsamples, separated by selected changes in leadership at the Federal Reserve. The likelihood
function is specified with the zero lower bound either explicitly specified (ZLB) or ignored, as
in the unbounded model (UNB). The p-values shown refer to the test of the restriction that the
augmented constant is eliminated from the model. Standard errors of estimates are shown in
parentheses, calculted according to the techniques outlined in Chapter 2.
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rate, with the intercept at the origin, for models without the augmented constant.

The slopes of these functions are all very close to zero, again, orders of magnitude

smaller than the rate of diffusion. The drift coefficients of greatest magnitude corre-

spond to the samples in which the zero lower bound is binding. In the case of

the latest subsample, the rate of drift is a positive rate of drift of 3 basis points per

year, times the level of the interest rate, when the unconstrained model is estimated.

This figure corresponds to a rate of 0.4 basis points per year, for each percentage

point, when estimated over the entire sample. When the model is augmented with

a constant, the drift is lower in both samples that come in contact with the lower

bound. In fact, it is an order of magnitude smaller in both cases.

The differences between estimates are more pronounced for the diffusion function,

when comparing the augmented model with the standard model. First, consider the

estimated coefficients for the standard model, every even model estimated in Table

4.4. Between the bounded and unbounded models, the pattern is the opposite of

that for the previous two diffusion models. In this case, the highest rates of diffusion

appear in the samples that are in contact with the zero lower bound, when interest

rates are the lowest. Since the drift function for geometric Brownian motion is

measured as a proportion of the level of the process, the drift is constrained to zero,

and it is very low near zero, unless the proportion is very high. Since there is a

non-negligible degree of variability, even for low interest rates, this restriction is not

supported by the data. As a consequence, the estimated drift overcompensates for

the underestimated drift at low interest rates.

Clearly, this proportional drift specification more than accounts for the tendency
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for greater variability at higher interest rates. This conclusion is supported by the

estimates from the augmented models, with a nonzero intercept specified in the

diffusion function. In both the full sample and the Bernanke-Yellen subsample,

the slope coefficient on the unbounded diffusion function is around 10 and 5 times

smaller, respectively, than the corresponding figure for the augmented model. In

comparison, the intercept terms explain more of the variation in interest rates. The

intercept coefficients are positive, for these samples, and this is also the case for the

McCabe-Martin and Greenspan tenures.

However, the intercepts are negative for the period spanning the Burns, Miller

and Volker tenures. In the case of these two samples, the prevailing interest rates

were high enough that a negative rate of diffusion was not encountered in the sam-

ple. However, the negative intercept was associated with a steeper slope, indicating

greater sensitivity to the interest rate than is permitted by the restricted model. For

some samples, the inclusion of the intercept term has generated an improvement in

fit that is not simply explained by the constant itself. For the samples denoted by

Greenspan, Bernanke and Yellen, as well as the full sample, the p-value for the ex-

clusion of the diffusion intercept strongly rejects that hypothesis. However, for those

samples, the intercepts themselves are poorly estimated. During estimation, the in-

clusion of the diffusion intercept permits large changes in the other coefficients in

the model, particulary for the coefficients for mean reversion. Overall, the inclusion

of this additional parameter introduces uncertainty into the estimation, such that it

is associated with higher standard errors. These patterns continue through the more

flexible models considered next.
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Square root process (SQR)

The square root (SQR) process features a combination of some of the features of

the previous models, with a new addition. This model has the mean-reverting drift

function borrowed from the Ornstein-Uhlenbeck process. The diffusion function is

unique among the models considered so far. The name of this process owes to the

feature that the diffusion function is specified as proportional to the square root of

the level of the process. This introduces a fixed degree of concavity to the diffusion

function.

First, consider the drift functions estimated for the square root process. Table

4.5 presents the estimated coefficients for this model. Again, the conditional means

are quite small for the samples and models considered. They are, however, positive

for all models, except for those with the zero lower bound imposed, when the series

is also in contact with the bound. In this case, the model suggests the tendency for

the process to continue downward, toward a negative unconditional mean.

However, when it comes to the precision of the estimates, when the zero lower

bound is imposed, the estimated models demonstrate a greater degree of variability

of estimates, just as was the case for the earlier models. Further, the models that

are augmented with an intercept, in addition to the zero lower bound, show a much

higher variability of estimates. This is partially due to a reduction in degrees of

freedom, as is usually the case when estimating a model with additional parameters.

On the other hand, the decrease in precision is compounded by an overlap between

competing models within the augmented SQR framework. With the inclusion of a

positive intercept term, there is a reduction of the diffusion slope coefficient β1.
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Table 4.5: Parameter Estimates for SQR Model

Bound Type, Sample α1 α2 β1 β2 Log-likelihood p-value

UNB, full 0.002 - 0.000 0.665 . - 23,585.5 .
(0.002) (0.001) (0.005) . . .

UNB, full 0.001 - 0.000 0.538 0.152 - 23,538.5 0.000
(0.045) (0.123) (0.073) (0.132) . .

ZLB, full - 0.002 0.000 0.715 . - 23,229.2 .
(0.002) (0.001) (0.006) . . .

ZLB, full - 0.005 0.000 0.563 0.160 - 23,194.7 0.000
(0.063) (0.159) (0.054) (0.135) . .

UNB, McCabe-Martin 0.002 - 0.000 0.447 . - 4,692.7 .
(0.002) (0.003) (0.015) . . .

ZLB, McCabe-Martin 0.001 0.000 0.166 0.463 - 4,585.9 0.000
(0.013) (0.002) (0.136) (0.141) . .

UNB, Burns-Miller 0.008 - 0.001 0.632 . - 4,371.0 .
(0.004) (0.003) (0.014) . . .

ZLB, Burns-Miller 0.008 - 0.001 1.212 - 1.416 - 4,306.6 0.000
(0.107) (0.081) (0.570) (0.073) . .

UNB, Volker 0.009 - 0.001 0.878 . - 4,765.2 .
(0.007) (0.004) (0.013) . . .

ZLB, Volker 0.009 - 0.001 2.435 - 4.766 - 4,532.9 0.000
(0.032) (0.086) (0.208) (0.275) . .

UNB, Greenspan 0.001 - 0.000 0.375 . - 5,172.4 .
(0.001) (0.002) (0.016) . . .

ZLB, Greenspan 0.001 - 0.000 0.406 - 0.056 - 5,168.3 0.004
(0.028) (0.016) (0.120) (0.036) . .

UNB, Bernanke-Yellen 0.002 - 0.003 1.082 . - 1,972.0 .
(0.012) (0.003) (0.012) . . .

UNB, Bernanke-Yellen 0.002 - 0.003 1.022 0.077 - 1,940.5 0.000
(0.110) (0.115) (0.747) (1.075) . .

ZLB, Bernanke-Yellen - 0.006 - 0.001 1.208 . - 1,784.8 .
(0.010) (0.004) (0.012) . . .

ZLB, Bernanke-Yellen - 0.006 - 0.000 1.124 0.082 - 1,715.6 0.000
(0.080) (0.125) (0.305) (0.419) . .

Parameter Estimates for SQR Model :
The models are estimated using Three-Month Treasury Bills on the secondary market as the interest
rate. Estimation is carried out on the entire sample from 1954 to 2016 and on a number of
subsamples, separated by selected changes in leadership at the Federal Reserve. The likelihood
function is specified with the zero lower bound either explicitly specified (ZLB) or ignored, as
in the unbounded model (UNB). The p-values shown refer to the test of the restriction that the
augmented constant is eliminated from the model. Standard errors of estimates are shown in
parentheses, calculted according to the techniques outlined in Chapter 2.
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Because of the convexity of the square root function, a broadly similar shape is

achieved, without a constant but with a steeper slope coefficient. Overall, this sim-

ilarity results in a diminished ability to distinguish between these two model alter-

natives within the parameter space. As a result, the estimated variability of the

estimates are larger for the augmented models.

The slopes of the diffusion functions follow a pattern similar to that for geometric

Brownian motion. In this case, there is some sort of balance between the estimated

diffusion functions between subsamples. The tendency for high diffusion slope co-

efficients still shows up, to make up for the vanishing square root term near zero.

With higher interest rates, the slope coefficients are also higher, to make up for the

concavity of the square root function.

Constant elasticity of variance process (CEV)

The constant elasticity of variance (CEV) process is a model that nests the previously

estimated models. See Table 4.6 for the estimated coefficients for this model. Once

again, the level of precision of the estimates follows a pattern similar to that for the

previous models. The zero lower bound masks variation in the processes that would

otherwise improve estimation.

As for the estimates themselves, the estimated drift functions support the con-

clusions drawn for both the OU and SQR processes and the estimates presented in

Table 4.6 reflect this similarity. The intercept coefficients decrease when the bound is

included in the specification. Further, the signs of the coefficients in the drift function

still flip from positive to negative, between the UNB and ZLB specifications,
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Table 4.6: Parameter Estimates for CEV Model

Bound Type, Sample α1 α2 β1 β2 β3 Log- p-value
. . . . . likelihood .

UNB, full 0.001 - 0.000 0.711 0.413 . - 23,246.9 .
(0.002) (0.001) (0.007) (0.003) . . .

UNB, full 0.000 - 0.000 0.005 2.562 0.674 - 23,195.4 0.000
(0.118) (0.027) (0.048) (0.054) (0.006) . .

ZLB, full - 0.001 0.000 0.749 0.427 . - 22,850.5 .
(0.003) (0.001) (0.006) (0.003) . . .

ZLB, full - 0.006 0.000 0.004 2.894 0.695 - 22,717.5 0.000
(0.457) (0.163) (0.038) (0.062) (0.023) . .

UNB, McCabe-Martin 0.001 0.000 0.615 0.188 . - 4,586.0 .
(0.011) (0.002) (0.019) (0.008) . . .

ZLB, McCabe-Martin 0.001 0.000 0.000 3.842 0.713 - 4,581.7 0.003
(0.187) (0.047) (0.060) (0.127) (0.012) . .

UNB, Burns-Miller 0.008 - 0.001 0.194 1.145 . - 4,288.0 .
(0.000) (0.003) (0.635) (0.210) . . .

ZLB, Burns-Miller 0.005 - 0.001 0.003 3.017 0.787 - 4,263.0 0.000
(0.184) (0.056) (0.082) (0.047) (0.012) . .

UNB, Volker 0.006 - 0.001 0.065 1.628 . - 4,520.3 .
(0.000) (0.001) (0.021) (0.026) . . .

ZLB, Volker 0.006 - 0.001 0.065 1.630 0.009 - 4,482.3 0.000
(0.001) (0.003) (0.026) (0.030) (0.005) . .

UNB, Greenspan 0.001 - 0.000 0.350 0.549 . - 5,168.9 .
(0.002) (0.003) (0.029) (0.040) . . .

ZLB, Greenspan 0.001 - 0.000 0.564 0.399 - 0.219 - 5,167.8 0.144
(0.015) (0.128) (0.345) (0.195) (0.022) . .

UNB, Bernanke-Yellen 0.002 - 0.003 1.131 0.587 . - 1,966.8 .
(0.010) (0.002) (0.014) (0.007) . . .

UNB, Bernanke-Yellen 0.002 - 0.004 1.066 0.607 0.085 - 1,832.1 0.000
(0.047) (0.006) (0.380) (0.035) (0.033) . .

ZLB, Bernanke-Yellen - 0.007 0.001 1.306 0.617 . - 1,747.4 .
(0.009) (0.002) (0.014) (0.006) . . .

ZLB, Bernanke-Yellen - 0.008 0.002 1.211 0.654 0.089 - 1,674.9 0.000
(0.109) (0.014) (0.409) (0.056) (0.043) . .

Parameter Estimates for CEV Model :
The models are estimated using Three-Month Treasury Bills on the secondary market as the interest
rate. Estimation is carried out on the entire sample from 1954 to 2016 and on a number of
subsamples, separated by selected changes in leadership at the Federal Reserve. The likelihood
function is specified with the zero lower bound either explicitly specified (ZLB) or ignored, as
in the unbounded model (UNB). The p-values shown refer to the test of the restriction that the
augmented constant is eliminated from the model. Standard errors of estimates are shown in
parentheses, calculted according to the techniques outlined in Chapter 2.
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for the two samples with interest rates near the lower bound.

As for the estimated diffusion function, there is some degree of concavity of the

diffusion function for several models, particularly for those samples that include

very high realizations of the interest rate. A good number of the models estimated

suggest an exponent in the neighbourhood of 0.6, which is only slightly above the

value specified in the square root model. For other samples and models, the difference

appears mainly in the form of increasing convexity. Values higher than one appear

for the samples covering the 1970’s, in which high interest rates are observed. This

feature appears for the full sample, in which a pattern emerges between the UNB

and ZLB specifications. The ZLB specification allows for a nonzero intercept, which

explains a non-negligible degree of variability near zero. In the absence of such a term,

the model optimization compensates for this by moving in the direction of increased

convexity of the diffusion function. This achieves a higher rate of diffusion for low

values, while it imposes different behaviour at higher interest rates. Without this

restriction, nonzero variation is explained by a positive intercept, while the convexity

of the diffusion function explains the increasing variability at higher interest rates.

Comparison of nested models

The models estimated above are related in several ways. Some of them are nested

within other models, in the sense that one model shares the same specification as

another model, when a restriction is placed on the parameters of the larger model.

For example, in the above discussion, the models without a constant are nested

within those augmented with a constant.
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Table 4.7: Likelihood Ratio Tests for Nested Models

Bound Type (Constant?), Sample CEV-SQR CEV-GBM CEV-OU OU-ABM

UNB (No), full 677.198 78,566.198 8,443.351 2.848
(0.000) (0.000) (0.000) (0.092)

UNB (Yes), full 686.172 3,858.133 . .
(0.000) (0.000) . .

ZLB (No), full 757.398 79,359.112 8,518.534 1.707
(0.000) (0.000) (0.000) (0.191)

ZLB (Yes), full 954.390 4,793.931 . .
(0.000) (0.000) . .

UNB (No), McCabe-Martin 213.342 1,624.342 70.753 0.554
(0.000) (0.000) (0.000) (0.457)

ZLB (Yes), McCabe-Martin 8.427 8.071 . .
(0.004) (0.004) . .

UNB (No), Burns-Miller 166.064 9.710 491.867 1.099
(0.000) (0.002) (0.000) (0.294)

ZLB (Yes), Burns-Miller 87.369 57.509 . .
(0.000) (0.000) . .

UNB (No), Volker 489.738 153.351 988.530 1.364
(0.000) (0.000) (0.000) (0.243)

ZLB (Yes), Volker 101.256 84.391 . .
(0.000) (0.000) . .

UNB (No), Greenspan 6.969 752.710 720.976 1.051
(0.008) (0.000) (0.000) (0.305)

ZLB (Yes), Greenspan 0.896 29.643 . .
(0.344) (0.000) . .

UNB (No), Bernanke-Yellen 10.473 28,412.850 2,522.295 3.230
(0.001) (0.000) (0.000) (0.072)

UNB (Yes), Bernanke-Yellen 216.922 5,459.852 . .
(0.000) (0.000) . .

ZLB (No), Bernanke-Yellen 74.645 28,850.874 2,621.850 0.232
(0.000) (0.000) (0.000) (0.630)

ZLB (Yes), Bernanke-Yellen 81.505 5,773.619 . .
(0.000) (0.000) . .

Likelihood Ratio Tests for Nested Models:
The models are estimated using Three-Month Treasury Bills on the secondary market as the interest
rate. Estimation is carried out on the entire sample from 1954 to 2016 and on a number of
subsamples, separated by selected changes in leadership at the Federal Reserve. The likelihood
function is specified with the zero lower bound either explicitly specified (ZLB) or ignored, as in
the unbounded model (UNB). Numbers in parentheses are p-values for likelihood ratio test for the
restriction to the corresponding nested model.
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In particular, the ABM process is a special case of the OU process, with the

restriction that α2 is zero. The OU process is also nested within the CEV model,

which shares the mean-reverting drift function. In this case, a restriction on the

diffusion function specifies the nesting relationship. The CEV model also nests the

SQR model, with an exponent of β2 = 1/2. Further, the CEV model also nests the

GBM and OU models, with β2 = 1 and β2 = 0, respectively.

These restrictions are tested by considering the value of likelihood ratio statistics

for each pair of nested models. The tests are presented in Table 4.7. The statistics

suggest that the larger models offer a significant improvement in the fit of the models,

for the rate of diffusion, but this is not the case for the drift function. In the rightmost

column, the statistics provide a test that the OU model should be used in the place

of the ABM model. In all cases, there is not a significant improvement in the value

of the likelihood function, when the additional drift parameter is included. Thus,

the ABM model is preferred over the OU model. This is in accordance with the lack

of precision noted for the drift coefficients in the estimation results discussed above.

In terms of the diffusion function, the rest of the tests suggest the adoption of a

larger model. The CEV model is compared against both the SQR and GBM model

in the first three columns of Table 4.7. In nearly all cases, the CEV model offers

a significant improvement over both the GBM and OU models. This indicates that

there is an improvement in model fit, due to the flexibility over the exponent on Xt

in the diffusion function.

Furthermore, the fact that the most general model offers the best fit is an in-

dication that this analysis could be pursued further. For instance, a richer set of
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models could be considered that includes more complicated dynamics in the drift

and diffusion function. This is also evident from the sizable degree of variation of

the parameter estimates between samples. A more general model might introduce

some time-dependence, for example. Another approach could be to consider the in-

fluence of economic conditions and other macroeconomic variables. While a fruitful

approach, this endeavor would take us far from the model under consideration and

would require further refinement of the econometric theory. While this extension is

left for further research, it is enough to say that the most general model offers the

best fit, among the models considered above. Regardless of the model considered,

however, some recurring themes in the estimation results warrant further considera-

tion.

4.3.2 Discussion

Two major themes appear throughout these estimation results. The first involves

the change in the estimated drift functions, when the bound is specified in the model.

The tendency to detect an upward trend in the model is less prevalent and the models

considered here suggest an absorbing condition of the drift function near zero. The

results suggest that this is a form of bias that is induced by the misspecification

that results from ignoring the bounds. A second feature of the model is a result

of the added flexibility in modeling choices offered by the explicit specification of a

zero lower bound. This uncouples the specification of the model from the imposition

of the bounds. In this case, the relaxation of this constraint is supported by the

estimation results. These findings are considered in more detail in what follows.
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Bias reduction

The changes in drift coefficients are put forth as a reduction of bias, resulting from the

use of an estimation that ignores the zero lower bound. This is a key contribution of

the technique demonstrated here, by incorporating known information about bounds,

directly into the estimation technique. Figure 4.4 illustrates the situation. The

diagrams show the vector field describing the drift function of a constant elasticity

of variance (CEV) process, with linear drift µ(x;α) = 0.0072− 0.09Xt and diffusion

σ(x; β) = 0.8(3/2). The mean reversion tendency is obvious from panel (a). On

the other hand, in panel (b), the process has extremely restrictive bounds (b, b) =

(0.06, 0.18), a region over which the drift function is near zero. Since the process

does not leave this small range, it appears as if there were strong mean reversion,

pushing upwards from below b and downwards from above b. The result is a bias

toward parameters that imply stronger mean reversion.

Now reconsider an example presented in Chapter 2. The example was a mean-

reverting process that, for an unbounded process, would imply an unconditional mean

above a single, reflecting, lower bound. The restriction to lie above the bound serves

to allocate probability mass above the lower bound, thereby shifting the probability

mass in the positive direction. In the optimization of the likelihood function, this has

an appearance similar to that with different parameters. In a specification that ig-

nores the bounds, this favours parameter values that specify a diffusion process with

either a higher mean or a greater rate of mean reversion. However, with the incor-

poration of the lower bounding information, parameter values that would otherwise

imply a lower mean and slower mean reversion, in the absence of the bounds,
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Figure 4.4: Bias from Estimation with Unobserved Bounds

(a) Drift Function without Bounds

(b) Drift Function with Unobserved Bounds

Bias from Estimation with Unobserved Bounds: When the information contained in bounds
is ignored, the parameter estimates may be biased. This is the result of the concentration of
observations within a small range. The bounds produce a sample that has the appearance of a
realization of a process with strong mean reversion.
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would optimize the likelihood function.

In addition, the imposition of bounds is falsely labeled as behaviour that is gen-

erated by the drift function, thus appearing to give more information about the

drift function. In fact, it offers less information, in the sense that the unconstrained

behaviour of the model is only partially observed. Without using the bounds in

estimation, the process appears less variable, resulting in lower estimated rates of

diffusion.

Flexibility in specification

In the augmented models, each with a constant diffusion intercept, the estimated

constant is statistically significant for all samples with interest rates in contact with

the zero lower bound. This addition is intended to test the hypothesis that the rate

of diffusion approaches zero at the zero lower bound. In all cases in the Bernanke-

Yellen samples and the full sample, The estimated rate of diffusion has both a higher

intercept and a lower slope in the interest rate.

For other subsamples, the constant also appears significant, although not always

greater than zero. This indicates that there is a benefit to be gained from this added

flexibility in modeling choices, and the goodness of fit is not limited to improving

interactions with the zero lower bound.

Further, the imposition of bounds offers a limited sample on which to estimate the

coefficients. Without bounds, the process would likely wander further into positive

territory, further from the mean, where the strength of mean reversion is greater.

Thus the samples obtained from unbounded replications would better identify the
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parameters.

This results in artificially small standard errors of the estimates, while the bounds,

in fact, suppress the information content of the sample. As a result, the standard

errors are larger throughout the estimation results, when the zero lower bound is

duly taken into consideration.

Notice the large deviation of the value of the likelihood between a few of the nested

models. This is particularly the case for models imposing a zero intercept for the

diffusion function, where the restricted model is designed to impose a vanishing rate

of diffusion, as the level of the process nears zero, in order to enforce a lower bound

of zero. What is most conspicuous is that the statistical significance of the restriction

implied by the standard errors is not consistent with the value of a likelihood ratio

statistic. This is in direct conflict with the claims of the standard distribution theory

for the maximum likelihood estimator.

Most versions of this theory, such as that stated in Amemiya (1985), for example,

state a number of conditions for the consistency and asymptotic normality of the

maximum likelihood estimator. The first is the need for the optimization problem to

be well-behaved. In particular, an identification condition must be satisfied, i.e. the

likelihood function is maximized at a unique parameter value. Also, the candidate

parameter values must be contained within a compact parameter space. Further,

there is the need for some form of continuity of the likelihood function.

The likelihood function must also satisfy certain regularity conditions, one of

them being a dominance condition. This condition requires that the absolute value

of the log of the likelihood function is dominated by another function that may be
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a function of the observations but is independent of the parameter value. That

there exists a dominating function is not in question here. The unusual nature of

the changes in the log-likelihood function is a question of degree. In essence, the

dominance condition, while satisfied, requires a very large dominating function.

This situation can occur when the model is misspecified. In this case, there are

some realizations of the sample that would have very low probability. For example,

if the value of Xt very near zero is immediately followed by a change in the process

of even a few basis points, the size of the change can be several orders of magnitude

beyond what is suggested by the rate of diffusion at that level. In these instances,

the log-likelihood function would take on a very large negative value. As a result,

the dominance condition would require a dominating function with a very large

magnitude and the small sample results differ markedly from those suggested by

large sample theory.

This situation is especially important when the null hypothesis is at the boundary

of the parameter space. In this case, there is no guarantee that the likelihood is even

bounded below. This is especially true in the case of a null hypothesis that is strongly

rejected by the data or a severely misspecified model. The situation would not be so

extreme for tests of null hypothesis in the interior of the parameter space, possibly

closer to the true values, where the likelihood function is better behaved.

The implication is that a quadratic approximation of this function will be a poor

approximation, since the approximation will be well-behaved, while the true function

is not. Refer to Figure 4.4 to provide some intuition on this situation. Figure 4.4

shows the concentrated likelihood function for the XXX model, as a function of the
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diffusion intercept, β2. It is evident that the curve reaches arbitrarily low values for

values of β2 near zero, while the likelihood function levels off quickly for higher values,

flattening considerably above that point. Once the parameter reaches the estimated

coefficient, the function is comparatively flat, although still concave, compared to the

region closer to β2 = 0. Consequently, the convexity at this value implies a quadratic

approximation with much less curvature. Following the quadratic approximation to

the approximated likelihood at zero, the level of the approximation of the likelihood

function is not so extreme. Such a large approximation error is responsible for the

large deviation between the results of the statistical tests for the restriction of zero

Figure 4.5: Concentrated Log-likelihood Function for the GBM Model

Concentrated Log-likelihood Function for the GBM Model: Log-likelihood function for the
GBM model, as a function of the diffusion intercept β2, with other parameters concentrated out.
The log-likelihood is represented by the blue solid line. The quadratic approximation to the log-
likelihood function is represented by the red dotted line. Note that the likelihood function declines
sharply as the intercept approaches zero, while the quadratic approximation is relatively flat.
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intercept in the diffusion function.

However, the quadratic approximation of the likelihood function does provide

a more accurate description of the variability of the estimates and for tests of hy-

potheses near the estimated values. Furthermore, it is not the primary concern of

the analysis in this chapter to test that the restricted intercept in the diffusion term

is rejected. While this conclusion is strongly supported, it better serves to provide

evidence for the improvement of fit from the specification that includes bounds. The

additional flexibility in specifying the diffusion function, such as a positive rate of

diffusion near a lower bound, provides a substantial improvement in the fit of the

model. This is simply put forth as further evidence that this improved specification

is warranted.

4.4 Conclusion

I apply the techniques developed in Chapter 2 to estimate simple term structure

models, in the presence of the zero lower bound. I estimate a number of diffusion

models and demonstrate the difference in interpretation between the cases with and

without the bounds explicitly incorporated into the estimation technique.

When the bounds are taken into account, the estimated drift is more negatively

sloped and is higher near the zero lower bound, while the estimated rate of diffusion

is higher. This is a result of the biases created by ignoring the bounds. In this case,

the zero lower bound creates the false impression that there is a strong positive drift

at low interest rates and that the interest rate is less variable than it would be if
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it were away from the bounds. Further, the explicit modeling of the lower bound

allows greater flexibility in model specification, particularly in achieving a non-zero

diffusion rate at the zero lower bound.

In terms of the precision of estimates, the estimates are more variable when the

lower bound is acknowledged, which avoids mistaking a process stuck near bounds

for one that is less variable. These considerations were not important until the last

subsample – until the response to the financial crisis led the interest rate to the

zero lower bound. However, the effect on it is lasting – the estimation with the full

sample provides evidence for the strength of this effect, even though the bound was

constraining the variable for only a small fraction of the sample.

This chapter has addressed a single issue in a way that has not appeared in the

literature. There are other specifications to consider, which would be fruitful avenues

for future research. As a sensitivity analysis, I performed the estimation without the

large jumps in interest rates, corresponding to the meeting dates of the Federal

Reserve Open Market Committee. In this case, the processes were less variable but

the estimates were very close to those obtained from the entire sample.

This empirical analysis has presented a model that accounts for bounding condi-

tions that do not appear in typical models of the interest rate, yet these constraints

are clearly visible in recent memory. Another approach to the evaluation of the per-

formance of the model would be a comparison of the predictive value of the model

out of sample. In particular, this comparison would be made between the perfor-

mance of the predictions from a multifactor model, without bounding information,

with those from the model estimated here, with bounds included. It is an exciting
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prospect because the result would determine whether the incorporation of bounds

has more predictive value than additional factors. If the bounded model were to

produce a significant improvement in predictive value, beyond that of a multifactor

model, it would verify the benefit of this approach to modeling the interest rate.

Furthermore, it would leave open the opportunity to further augment a bounded

model with additional factors.

On the Open Market Committee meeting dates, in particular, the fit of the model

could be considerably improved by introducing a more detailed specification of the

events taking place. A model that takes the information available at the time of the

meeting is an option that lies outside of the univariate framework presented here.

Clearly, the members of the Federal Reserve Board respond to factors that mea-

sure the state of the economy, in addition to subjective conditions, such as investor

sentiment. The analysis of these rate changes is certainly more complicated than

a univariate model would suggest. A step in this direction is applied in Morin and

Shang (2015), in which the technique of indirect inference is leveraged, to enable

estimation of interest rate dynamics, within a multivariate setting. Still, the ap-

proach taken here factors in the zero lower bound, and is sufficient to demonstrate a

significant effect on the estimation results.

The current state of econometric theory for diffusion processes, that formed the

foundation of the estimation techniques that were applied here, is limited to the

univariate modeling framework. Much work needs to be done to advance this area

of research to the point that it can handle other considerations. In the meantime,

an analysis of the interest rate from a multivariate perspective, in the presence of
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bounds, is outside the scope of this piece of work, so such an analysis is left for future

research.



Chapter 5

Conclusion

This dissertation has presented an approach for estimating continuous-time diffusion

processes for variables that are constrained to lie within bounds. This approach was

then extended to cover a wider range of situations. The expansion of this technique

arose from a journey into the very earliest uses of these models, including their

formulation for the analysis of processes in the physical sciences. Finally, a series

of models were estimated to take advantage of the improvements offered by these

econometric techniques. These applications verified the usefulness of the modeling

framework just developed.

The class of models considered in this dissertation are closely related in ways that

allow their simultaneous study. They all depend on the heat equation, and differ only

in their treatment of boundary conditions. Moreover, they have been analyzed using

a number of geometric principles, including the reflection principle and its double-

bound counterpart, the barbershop effect. As a result, an entire set of models was

166
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analyzed as a group and their characteristics were summarized for the entire class of

models at once.

Some empirical examples illustrated the gains to be realized from the inclusion

of bounding information in the estimation of diffusion models. The stage is set for

the analysis of data that are influenced by bounds. It is now possible for a modeler

to choose a stochastic process that is independent of the bounds. For instance,

the leverage effect can be more flexibly modelled in asset prices, allowing for higher

variance with low stock prices. There is now a reliable technique with which to model

the behaviour of interest rates near the lower bound of zero. Exchange rates that are

limited by a central bank can be analyzed from a new perspective. Variables that

are measured in percentages can be freely modeled, while remaining within the unit

interval. Finally, this work ties together ideas separated by more than a century with

in the finance literature. This is achieved by linking today’s econometric methods

with the original application of Brownian motion to financial prices. In essence, this

justifies the early attempts of Louis Bachelier, since arithmetic Brownian motion

can be considered as a well-specified model, while keeping asset prices safely within

bounds.

These achievements also brought with them some new complications. Chapter 3

addressed some of the limitations of applying the standard continuous time model to

time-series variables involving bounds. It covered the types of discretization that can

be applied to real-life data that do not match the limiting cases in the theory. Still,

there are issues that are not addressed here. One possibility is the inclusion of jumps

in stochastic processes. This concept has been extensively studied and not addressed
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here in any detail. However, the econometric techniques developed in Chapter 3

allow for this possibility. Once the transition densities are calculated numerically,

either by the finite difference approach or the simulation methods presented here,

there is no limit to the generality of the model for the transition of the process.

The methods presented in Chapter 2 solved a lot of problems that would otherwise

make techniques presented in the rest of the dissertation much less widely applicable.

With these deviations from the traditional model solved, a researcher can go ahead

and apply the techniques developed in Chapter 2 and the estimates will be better-

behaved, as the consequences of misspecification are mitigated.

The next chapter presented the application of the new econometric techniques

to the estimation of simple term structure models in the presence of the zero lower

bound. I estimated a number of diffusion models and demonstrated the difference in

interpretation between the cases with and without the bounds explicitly incorporated

into the estimation technique.

When the bounds were taken into account, the estimated drift is more negatively

sloped and is higher near the zero lower bound, while the estimated rate of diffusion

is higher. This is a result of the biases created by ignoring the bounds. In this case,

the zero lower bound creates the false impression that there is a strong positive drift

at low interest rates and the interest is less variable than it would be if away from the

bounds. Further, the explicit modeling of the lower bound allowed greater flexibility

in model specification, particularly in achieving a non-zero diffusion rate at the zero

lower bound.

In terms of the precision of estimates, the estimates are more variable when the
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lower bound is acknowledged, which avoids mistaking a process stuck near bounds

for one that is less variable. These considerations were not important until the most

recent subsample – until the response to the financial crisis led the interest rate to

the zero lower bound. However, the effect on it is lasting – the estimation with the

full sample provides evidence on how strong this effect is, even though the bound

was constraining the sample for only a small fraction of the sample.

This chapter addressed a single issue in a way that has not appeared in the

literature. There are other specifications to consider, which would be fruitful avenues

for future research.

In particular, these techniques could be usefully applied to the events surround-

ing meeting dates of the Federal Reserve Open Market Committee. Clearly, on these

dates in particular, the fit of the model could be considerably improved by intro-

ducing a more detailed specification. However, a model that takes the information

available at the time of the meeting is an option that lies outside of the univariate

framework presented here. The members of the Federal Reserve Board surely take

into account factors that measure the state of the economy, in addition to subjective

conditions, such as investor sentiment. The analysis of these rate changes are surely

more complicated than a univariate model would suggest. Still, the approach taken

here, factors in the zero lower bound, which is shown to have a significant effect

on the estimation results. Extending the theoretical framework presented here to a

multivariate setting would allow for this possibility. Much work needs to be done to

advance this area of research to the point that it can handle these considerations.

In the meantime, an analysis of the interest rate from a multivariate perspective, in
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the presence of bounds is left for future research.

This research has also provided an application to the phenomenon of aliasing. It

is an attempt at making up for the problem of missing information between discrete

observations. The primary addition is from the information content of the diffusion

model to be estimated. Not only does the bounding information improve the esti-

mation of the parameters of the stochastic process, it also provides a more precise

description of the process between discrete observations.

In summary, this research has merged two branches of econometric research, to

make up for the loss of information between discrete observations. This combination

has produced an improved model specification for the estimation of stochastic pro-

cesses. To make the estimation more widely applicable and computationally feasible,

it was necessary to dig to the very foundation of the literature on stochastic pro-

cesses, all the way to the original specifications of these models for analyzing physical

processes. The result is a modeling framework that is shown, through both theory

and application, to be specified in a way that is less wrong and more useful.
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A Useful Limits

Lemma 1. Let Wt and Vt be independent Brownian motions for t ∈ [0, T ]. Let

Xt be a realization of a diffusion process generated by Wt with drift function µ(Xt)

and diffusion function σ(Xt), satisfying Assumption 1 [DIFF]. Define wi = Wi∆ −

W(i−1)∆ = σ(X(i−1)∆)−1[Xi∆ − X(i−1)∆ − µ(X(i−1)∆)∆]. Let f(Xt) be a continuous

function of Xt, and let ḟ(Xt) and f̈(Xt) denote the first and second derivatives with

respect to Xt. Assume the conditions in Assumption 2 [ORDER] hold. Then

a)

n∑
i=1

f(X(i−1)∆)∆ =

∫ T

0

f(Xt)dt+Op

(
∆Tε{µḟ+σ2f̈}(T )

)
+Op

(
∆
√
Tε{σḟ}(T )

)
,

b)
n∑
i=1

f(X(i−1)∆)wi =

∫ T

0

f(Xt)dWt +Op

(√
∆Tε{σḟ}(T )

)
,

c)

√
2

∆

n∑
i=1

f(X(i−1)∆)

∫ i∆

(i−1)∆

∫ s

(i−1)∆

dWudWs

=

∫ T

0

f(Xt)dVt +Op

(
∆1/4T 1/4ε{f}(T )

)
+Op

(
∆1/4T 3/4ε{σ2ḟ}(T )

)
+Op

(
∆1/4T 5/4ε{µḟ+σ2f̈

√
µḟ f̈σ}(T )

)
,

d)

1√
2∆

n∑
i=1

f(X(i−1)∆)[w2
i −∆]

=

∫ T

0

f(Xt)dVt +Op

(
∆1/4T 1/4ε{f}(T )

)
+Op

(
∆1/4T 3/4ε{σ2ḟ}(T )

)
+Op

(
∆1/4T 5/4ε{µḟ+σ2f̈

√
µḟ f̈σ}(T )

)
,

,

where ε{f}(T ) is the asymptotic order function referred to in Assumption 2 [OR-

DER].
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Proof. First, (a) is Lemma 1 in Jeong (2008) as well as b), which follows from the

definition of the Itô integral. Next, (c) is Lemma 10 in Jeong (2008), from which (d)

follows using Itô’s lemma.

As they apply to the results in this paper, these results vary only slightly for each

case of bounds. First of all, Lemma 1(a) applies to all such integrals with respect to

time. Secondly, since these results are stated for the unbounded case, these results

apply as they stand for that case. With bounds, two possibilities arise. With known

bounds, as in the absorbing or reflective cases, the variable Xt can potentially take

on only a bounded set of values, or at least a smaller set than under the unbounded

case. In these cases, the order of the asymptotic functions εf (T ) can only be smaller

than is shown in the remainder terms above. On the other hand, with realized

extreme values, the process is not restricted and can take on the same values as

in the unbounded case. Since the bounds in that case only appear as additional

observations, they do not influence the process Xt, nor the order of the remainder

terms.

B Proofs

Proof of Theorem 1. The proof of AD3 presented in Jeong (2008) is sufficiently

general to apply to the cases studied in the current paper. The proof centers on

the verification of AD1 and AD2, and hence, on the derivation of the score and

Hessian, and their limits, for each type of bound. The proofs further concentrate on

the conditions for the diffusion blocks, since the results from Jeong and Park (2013)
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cover the drift blocks, for all the cases shown here. Condition AD1, involving the

score vector, is shown in the proof of Proposition 2, which follows from Proposition

1. Similarly, AD2, for the Hessian matrix, follows from Proposition 4, which is built

upon Proposition 3.

B.1 Score Vector: Diffusion

Proof of Proposition 1. The term Sxβ,i(θ0) is the derivative of the term `xi with re-

spect to β, after factoring out the power of σ in weights λ(w, η, r
(·)
k ), which appears

separately in the term Sσβ,i(θ0). The term `xi is the derivative of the log of the density

px:

Sxβ,i(θ0) =
∂

∂β
log
( px
σ(1+a)

)
=

1

px

∂px
∂β
− Sσβ,i(θ0), (1)

where px is shown below:

px
(
X(i−1)∆, Xi∆,∆; θ,B

)
= qx(w, η,∆)

=
∞∑

k=−∞

{
γRk (w, η, rRk )φ

(
w−rRk√

∆

)
+ γLk (w, η, rLk )φ

(
w−rLk√

∆

)}
.

(2)

It is expressed as functions of

γ
(·)
k (wi, η, r

(·)
k ) = λ

(·)
k (wi, η, r

(·)
k )eηr

(·)
k with η =

µ(X(i−1)∆;α)

σ(X(i−1)∆; β)
(3)

and wi = Wi∆−W(i−1)∆ = σ(X(i−1)∆)−1[Xi∆−X(i−1)∆−µ(X(i−1)∆)∆] with arguments

X(i−1)∆ and θ and subscripts i suppressed in what follows.
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The numerator of (1) for term j is

∂px,j
∂β

=
∂

∂β

[
λ

(·)
j (w, η, r

(·)
j )
]
eηr

(·)
j φ

(
w − r(·)

j√
∆

)
+λ

(·)
j (w, η, r

(·)
j )

∂

∂β

[
eηr

(·)
j

]
φ

(
w − r(·)

j√
∆

)
+λ

(·)
j (w, η, r

(·)
j )eηr

(·)
j
∂

∂β

[
φ

(
w − r(·)

j√
∆

)]
.

(4)

Using the chain rule, normalizing by px and summing across j gives the following

weighted sum:

Sxβ,i(θ0) =
1

∆

σβ
σ

∞∑
j=−∞

{[(
w − rRj

)2 − 2η∆rRj

]
ΠR
j

(
w, η, rRj

)
+
[(
w − rLj

)2 − 2η∆rLj

]
ΠL
j

(
w, η, rLj

)}
.

(5)

The weighting terms

Π
(·)
j

(
wi, η, r

(·)
j

)
=

γ
(·)
j (wi, η, r

(·)
j )φ

(
wi−r

(·)
j√

∆

)
∞∑

k=−∞

{
γRk (wi, η, rRk )φ

(
wi−rRk√

∆

)
+ γLk (wi, η, rLk )φ

(
wi−rLk√

∆

)} (6)

have the transition density in the denominator, so the pairs of terms

ΠR
j

(
wi, η, r

R
j

)
+ ΠL

j

(
wi, η, r

L
j

)
(7)

represent the conditional density of the pairs of unobserved reflection points.1 Since

1In general, it is the conditional quasi -density to accommodate the cases with negative γk
weights. Refer back to the introduction of this quasi-distribution in the discussion on the reflection
principle.
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the denominator is the marginal distribution of the observed endpoint w, integrat-

ing out all the reflection points, equation (5) is the operator E∗R[g(w, r)|w,B], with

g(w, r) = (w − r)2 − 2η∆r.

The second equality is derived from the first by completing the square:

(w − r)2 − 2η∆r

= (w2 − 2rw + r2) + (2η∆w + η2∆2)− 2η∆r − (2η∆w + η2∆2)

= ((w + η∆)− r)2 − 2η∆w − η2∆2.

(8)

This is the same as what is done to separate px into Dµ
0pw, from which the extra

terms arise as the derivative of log{Dµ
0}.

Proof of Proposition 2. The score vector of the diffusion function is composed of two

parts. A typical contribution to the score from observation i is of the form

Sβ,i(θ0) = Sσβ,i(β0) + Sxβ,i(θ0) =
∂

∂β
`σi (β0) +

∂

∂β
`xi (θ0), (9)

where the first term arises from the multiple of σ(Xt; β) factored out of the density

and

Sσβ,i(β0) = −(1 + a)
σβ
σ

= −1 + a

∆

σβ
σ

∆, (10)

for all observations i.

Using the second version of Sxβ,i(θ0) from Proposition 1, subtract the first from

the second term in (9) and normalize by
√

∆ to define

νR(x,B) =
1√
∆
Ew
[
(dx− r)2 −∆(1 + a)

∣∣∣∣dx,B] , (11)
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in which the increment dx is defined as (Xi∆ −X(i−1)∆)/σ(X(i−1)∆; β). Notice that

this expectation is taken over increments w in the Brownian motion driving Xt, not

over the reflection points.

When a = 0, the bounds, if any, are nonrandom functions of X(i−1)∆. In this case,

the 1 ·∆ term subtracts the mean from dx2 (aside from the effect of drift µ(x;α)),

when the current point X(i−1)∆ is far from the bounds. The quantity νR(x,B) is a

nonrandom function of x = X(i−1)∆ and is invariant to ∆ under the Euler approx-

imation to dXt. Similarly, when the bounds are realizations of random variables,

as when a = 1, 2, There are a additional squared random terms in the expectation.

These are the distances from each bound, relative to the current point Xt. Then,

aside from the effects of drift, subtracting a·∆ within the expectation leaves νR(x,B)

accumulating only the deviations from a zero mean that are induced by a proximity

to bounds.

Next, bring the terms of (9) within the E∗R[·|x,B] operator, add and subtract
√

∆σβ/σ · νR(x,B) to obtain

Sβ,i(θ0) =
1

∆

σβ
σ
E∗R
[
(dx− r)2 −∆(1 + a+ νR(x,B)

√
∆)

∣∣∣∣dx,B]+
σβ
σ
νR(x,B)

√
∆

−2ηw∆− η2∆2.

(12)

The last two terms are the remainder from the derivative of log(Dµ
0 ) with respect

to β in the proof of Proposition 1. When normalized by 1/∆, partial sums of 2ηw∆
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have limiting behaviour

n∑
i=1

2ηwi =⇒ 2

∫ T

0

η0dW
B
t , (13)

which follows from Lemma 1, part 1(b). The function η0 = µ0/σ0 is the limit of the

damped drift, standardized by the limit of the damped diffusion. Similarly, the next

term η2∆2, normalized by 1/∆, has partial sums that converge as

n∑
i=1

η2∆ =⇒
∫ T

0

η2
0dt, (14)

following from Lemma 1, part 1(a). Finally, the demeaned expectation is the only

term in Sβ,i(θ0) that remains when normalized by δ−1 =
√

∆. When the process V1
t

is such that

1√
∆

[nt/T ]∑
i=1

E∗R
[
(dx− r)2 −∆(1 + a+ νR(x,B)

√
∆)

∣∣∣∣dx,B] =⇒ V1
t , (15)

the limit of Sβ(θ0) is

√
∆

n∑
i=1

Sβ,i(θ0) =⇒
∫ T

0

σ0,β

σ0

dV1
t +

∫ T

0

σ0,β

σ0

νR(Xt,B)dt, (16)

and the two remainder terms vanish in the limit since they are both Op(∆). The

result is obtained by adding the νR(Xt,B) term back to the expectation in dV1
t .
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B.2 Hessian Matrix: Diffusion

Proof of Proposition 3. The term Hx
ββ′,i(θ0) is the derivative of the corresponding

term in the score vector: Sxβ,i(θ0). By performing similar calculations, this term of

the Hessian is

Hx
ββ′,i(θ0) =

1

∆

σββ′

σ

∞∑
j=−∞

{[(
w − rRj

)2 − 2η∆rRj

]
ΠR
j

(
w, η, rRj

)
+
[(
w − rLj

)2 − 2η∆rLj

]
ΠL
j

(
w, η, rLj

)}
− 3

∆

σβσβ′

σ · σ

∞∑
j=−∞

{[(
w − rRj

)2 − 2η∆rRj

]
ΠR
j

(
w, η, rRj

)
+
[(
w − rLj

)2 − 2η∆rLj

]
ΠL
j

(
w, η, rLj

)}
− Sxβ,i(θ0)Sxβ′,i(θ0)

+
1

∆2

σβσβ′

σ · σ

∞∑
j=−∞

{[(
w − rRj

)2 − 2η∆rRj

]2

ΠR
j

(
w, η, rRj

)
+
[(
w − rLj

)2 − 2η∆rLj

]2

ΠL
j

(
w, η, rLj

)}
.

(17)

The first term is the derivative with respect to the σβ factor. The second is with

respect to the σ in the denominator of the σβ factor. The third is the derivative with

respect to the px in the denominator, with the chain rule producing another factor

in the numerator, which is the same as the numerator of Sxβ,i(θ0). The last term is

the derivative with respect to the weighting term for the reflection point r
(·)
j

γ
(·)
j (w, η, r

(·)
j )φ

(
w − r(·)

j√
∆

)
, (18)
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producing another factor of the form (w− r(·)
j )2− 2η∆r

(·)
j , thus, increasing its power

by one.

Collecting like terms, again using Definition 3, the conditional expectation under

the latent distribution over reflection points in R, reduces this term of the Hessian

matrix to

Hx
ββ′,i(θ0) = − 1

∆2

σβσ
′
β

σ · σ

{
E∗R
[
(w − r)2 − 2η∆r

∣∣∣∣w,B]}2

+
1

∆2

σβσ
′
β

σ · σ
E∗R
[{

(w − r)2 − 2η∆r
}2
∣∣∣∣w,B]

+
1

∆

(
σββ′

σ
− 3

σβσ
′
β

σ · σ

)
E∗R
[
(w − r)2 − 2η∆r

∣∣∣∣w,B] .
(19)

Now, notice that the first term is the square of the expectation of the same variable

within the expectation in the second term, both multiplied by the same factor. The

relationship Var[Y ] = E[Y 2]−{E[Y ]}2 still holds, regardless of whether the weights

are all positive. Using this with the previous equation implies

Hx
ββ′,i(θ0) =

1

∆2

σβσ
′
β

σ · σ
Var

∗
R

[
(w − r)2 − 2η∆r

∣∣∣∣w,B]
+

1

∆

(
σββ′

σ
− 3

σβσ
′
β

σ · σ

)
E∗R
[
(w − r)2 − 2η∆r

∣∣∣∣w,B] . (20)

Proof of Proposition 4. Similar to the equation for the score function, the Hessian

matrix has two components:

Hββ′,i(θ0) = Hσ
ββ′,i(β0) +Hx

ββ′,i(θ0), (21)
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and in this case

Hσ
ββ′,i(β0) = −(1 + a)

σββ′

σ
+ (1 + a)

σβσ
′
β

σ · σ
, (22)

for all observations i.

Similar to the analysis with the score, add and subtract the term

2(1 + a)
1

∆

σβσ
′
β

σ · σ
∆ (23)

to Hσ
ββ′,i(β0) to obtain

Hσ
ββ′,i(β0) = − 1

∆

(
σββ′

σ
− 3

σβσ
′
β

σ · σ

)
(1 + a)∆− 2(1 + a)

1

∆

σβσ
′
β

σ · σ
∆. (24)

Next, add this form of Hσ
ββ′,i(β0) with Hx

ββ′,i(β0). Bring the first term of Hσ
ββ′,i(β0)

within the second term with the E∗R[·|x,B] operator in (20). Also, add and subtract

√
∆

(
σββ′

σ
− 3

σβσ
′
β

σ · σ

)
· νR(x,B) (25)

as was done with the E∗R[·|x,B] operator in the score vector to result in

Hx
ββ′,i(θ0) =

1

∆2

σβσ
′
β

σ · σ
Var

∗
R

[
(dx− r)2 − 2η∆r

∣∣∣∣dx,B]
+

1

∆

(
σββ′

σ
− 3

σβσ
′
β

σ · σ

)
E∗R
[
(dx− r)2 −∆(1 + a+ νR(x,B)

√
∆)

∣∣∣∣dx,B]
−2(1 + a)

1

∆

σβσ
′
β

σ · σ
∆

+
√

∆

(
σββ′

σ
− 3

σβσ
′
β

σ · σ

)
νR(x,B)

+Op(∆),

(26)
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in which the Op(∆) terms are the remainders from the log(Dµ
0 ) term, just as with

the score vector.

The first term with the Var∗R[·] operator is of the same order as the quadratic

variation of Xt, so normalizing by ∆ will generate realizations of the variable Ut,

defined by the limit

1

∆

[nt/T ]∑
i=1

Var
∗
R

[
(dx− r)2

∣∣∣∣dx,B] =⇒ Ut, (27)

in which the 2η∆r disappears, just as it does in the expectations. The second term

is the same as the score, which vanishes when normalized by ∆, instead of
√

∆. The

last term, when normalized by
√

∆, will converge to

n∑
i=1

(
σββ′

σ
− 3

σβσ
′
β

σ · σ

)
νR(x,B)∆ =⇒

∫ T

0

(
σ∆,ββ′

σ∆

− 3
σ∆,βσ

′
∆,β

σ∆ · σ∆

)
νR(Xt,B)dt, (28)

from part 1(a) of Lemma 1. This term will also vanish, when normalized by ∆,

instead of
√

∆.

The only other term that remains is

−2(1 + a)
1

∆

σβσ
′
β

σ · σ
∆, (29)

which, when normalized by ∆, has limiting behaviour

−2(1 + a)
n∑
i=1

σβσ
′
β

σ · σ
∆ =⇒ −2(1 + a)

∫ T

0

σ∆,βσ
′
∆β

σ∆ · σ∆

dt, (30)
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which follows from part 1(a) of Lemma 1. The limiting Hessian matrix that results

is

∆
n∑
i=1

Hββ′,i(θ0) =⇒
∫ T

0

σ0,βσ
′
0,β

σ0 · σ0

dUt − 2(1 + a)

∫ T

0

σ0,βσ
′
0,β

σ0 · σ0

dt. (31)

C Drift Terms in the Case of Reflective Bounds

For reflecting bounds only, an additional term is required in the transition density.

This term is carried into the likelihood function and appears in the denominator of

the score vector and Hessian matrix. The result is a set of terms in addition to those

discussed in the body of the text when the bounds are the reflecting type. For the

most part, the implications are similar to those from the main term in the other cases.

These terms are negligible when the process is far away from the bounds but must be

included when near the bounds. They represent an adjustment to the distributions

to reflect the fact that the drift might push the process against the bounds, requiring

the addition of probability mass to make up for what would otherwise escape the

bounds. However, the density under reflective bounds does not approach zero, so the

numerical difficulties noted for the other cases do not arise here. Thus, the intuition

for the distributions in this case still hold, with adjustments, even though there is
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no need for a distinctive recipe for computation. The remaining drift term is

Dµ
1

(
X(i−1)∆, Xi∆,∆; θ,B

)
= qµ1 (w, η,∆, σ)

= 2
σ
ηe2η(w+η∆)

∞∑
k=0

{
γL−k−1(w, η, rL−k−1)

[
1− Φ

(
w+2η∆+rL−k−1√

∆

)]
+γLk (w, η, rLk )Φ

(
w+2η∆+rLk√

∆

)}
.

(32)

The function Φ(·) is the cumulative distribution function of the standard normal

distribution.

Bounds B, Case-by-Case: 8. The final term in p
(
X(i−1)∆, Xi∆,∆; θ,B

)
is Dµ

1 = Dµ
1

(
X(i−1)∆, Xi∆,∆; θ,B

)
, specified as follows.

Reflecting Bounds: When B = {b, b}, the weights γLk (cLk ; θ) have λLk (w, η, rLk ) = 1.

For the single bounded case, b→ −∞, the resulting weights are γL0 (w, η, rLk ) with

λL0 (w, η, rL0 ) = 1 and reflecting point cL0 = 2c so only the Φ(·) term remains. In this

case, all other γk weights vanish.

For all other cases: Dµ
1 = 0.

What follows is a listing of terms that appear in addition to those in the other

cases. Recall that the density in the case of reflective bounds has an additional term:

ln{Dµ
1 (x,∆;α, β)× pw(x,∆;α, β) +Dµ

1 (x,∆;α, β)}. (33)

with the powers of σ and ∆ factored out, but they will be multiplied back in, as is

done for the denominator for notational convenience.
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The derivatives that follow will be part of the numerator, while those above will

form the denominator. In most cases, a term is factored out that matches those from

the px or pw term, allowing the denominator to be cancelled and leaving the same

term that appears with the other types of bounds.

C.1 Score Vector: Drift

The numerator of the score under reflective bounds can be broken down as follows,

showing only the kth term in the summation for the ith observation, with terms

standardized by σ whenever possible.

[Dµ
1,α]k =

∂

∂α

(
2

σ
ηe2η(w+η∆)

)
[Dµ

1 ]k +
2

σ
ηe2η(w+η∆)

{
µα
σ
r

(·)
k Φk(·) + eηr

(·)
k
∂

∂α
Φk(·)

}
.

(34)

From the first term,

∂

∂α

2

σ
ηe2η(w+η∆) =

µα
σ

[2η(w + η∆)]
2

σ
e2η(w+η∆). (35)

Subtracting the product of Wiµα/σ and the above factor from the above derivative

will allow the first term in the score vector to match those of the other cases with

Dµ
1 = 0. The resulting term is

µα
σ

[η(w + 2η∆) + 1]
2

σ
e2η(w+η∆). (36)

This term, multiplied by Dµ
1 , is the first term in the remainder of Sα.
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The second term has the same form as Dµ
1 with weighting functions

µαr
(·)
k

σ
γ

(·)
k (37)

and the third term has this additional factor outside the summation:

∆
µα
σ

2ηe2η(w+η∆). (38)

It is multiplied by the summation as in Dµ
1 , except the cumulative density functions

Φ(·) are replaced with the probability density functions φ(·).

C.2 Score Vector: Diffusion

Similarly, the diffusion block of the score vector has the following form.

[Dµ
1,β]k =

∂

∂β

(
2

σ
ηe2η(w+η∆)

)
[Dµ

1 ]k +
2

σ
ηe2η(w+η∆)

{
−2

σ
ηr

(·)
k Φk(·) + eηr

(·)
k
∂

∂β
Φk(·)

}
.

(39)

From the first term,

∂

∂α

2

σ
ηe2η(w+η∆) =

µα
σ

[2η(w + η∆)]
2

σ
e2η(w+η∆). (40)

Subtracting the product of Wiµα/σ and the above factor from the above derivative

will allow the first term in the score vector to match those of the other cases with
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Dµ
1 = 0. The resulting term is

µα
σ

[η(w + 2η∆) + 1]
2

σ
e2η(w+η∆). (41)

This term, multiplied by Dµ
1 , is the first term in the remainder of Sα.

The second term has the same form as Dµ
1 with weighting functions

−2

σ
ηr

(·)
k γ

(·)
k (42)

and the third term has this additional factor of −σβ
σ

outside the summation, with

(w + 2η∆− r(·)
k )φk(·)− Φk(·) (43)

inside the summation.

The other terms in the Hessian matrix share the same structure as was just

presented. Suffice it to say that the operations are similar and it is possible to factor

out the common term that applies to the other cases. The additional terms are the

same order as those common to all cases but offer little additional insight into the

workings of the distribution.
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