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Abstract 

This thesis focuses on two distinct investigations: filter replications and the testing of a real-time system.  

The filter replication section used a Finisar WaveShaper programmable filter, a Yenista adjustable bandpass 

filter and a Luna Optical Vector Analyzer to adjust the input to the WaveShaper in a feedback method. 

There were two different scenarios for the filter replication: bandwidth narrowing/ center frequency shift 

and passband impairments. Both were meant to model the effect of concatenating filters from a signal being 

transmitted through cascaded ROADMs. 

The real-time testing section was based around using a WaveLogic 3 real-time transceiver in QPSK mode. 

In this setting, the transceiver sends and receives a QPSK signal, performing all of its digital signal 

processing in real-time. Similar to the filter replication section, the real-time performance of the WL3 

transceiver was tested with bandwidth narrowing/center frequency shift as well as passband impairments. 

For the bandwidth narrowing, only the Yenista bandpass filter was used between the transmitter and 

receiver to provide the effect of bandwidth narrowing/center frequency shift. For the passband impairments, 

the WaveShaper and Yenista filter were used together to provide passband impairments with an adjustable 

bandwidth setting. Unlike the filter replication case, the WaveShaper was used in a feed-forward capacity. 

For the filter replication, the metric for measuring success was the reduction of the mean squared error 

compared to the feedforward case. The bandwidth narrowing/center frequency shift case had limited 

success, with a mean MSE reduction of 16.08% and one scenario of 10 resulting in an increase in the MSE. 

The passband impairment filter replication was much more effective, resulting in a mean reduction in MSE 

of 73.53% and an improvement in all 10 scenarios.  

With real-time testing, the penalty associated with narrow bandwidth filtering / center frequency shift was 

explored by determining the required OSNR for a BER of 1x10-3 at different bandwidths and amounts of 

center frequency shift. The overall range of ROSNR was 2.2 dB, after which there was breakdown in the 

Forward Error Correction coding.  
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It was found that for the passband impairments, passband ripple had a much larger effect on the performance 

of the system than passband slope, due to the interaction with the Erbium-Doped Fiber Amplifier. In the 

ranges tested, the slope was not correlated with the mean SNR, whereas the ripple amplitude was negatively 

correlated with the mean SNR. The ripple period was also found to influence the performance penalty.  
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Chapter 1 

Introduction 

Optical communication systems are the backbone of modern communications and the internet. 

Intercontinental cables allow us to transport data at an ever-increasing rate to anywhere in the 

world. With the rise of mobile usage in the digital age, the need for internet capacity has been 

increasing at an unprecedented rate. There are three methods to increase capacity: installing more 

cables, increasing the channel bit rate, and increasing the number of channels per fiber using 

Wavelength Division Multiplexing (WDM) [1]. Increasing the channel bit rate can be done by 

either increasing the symbol rate or increasing the spectral efficiency by using a higher order 

modulation format. The order of the modulation format is largely dependent on the transmission 

distance, as higher order modulation formats require a higher Signal to Noise Ratio (SNR) and thus 

cannot travel as far. The bit rate per Hz of spectrum is called the spectral efficiency, which also 

relates closely to WDM through flex-grids, superchannels, etc. Installing a cable can be extremely 

expensive, with some cables costing upwards of $90,000 per kilometer [2]. Laying cable is not 

always a feasible process, and is reserved for when new cables are absolutely required, such as 

when they are being run to new geographical areas. Increasing the system bit rate is effective up to 

a certain point, however there is a limit to the bit rate of any single transmitted signal. Optical 

communication systems still rely on electrical components at the transmitter and receiver, the 

Analog to Digital Converter (ADC) and Digital to Analog Converter (DAC), which have finite 

sampling rates. According to Nyquist, the sampling rate must be double the bandwidth of the signal 

being sampled to reproduce it without aliasing [3]. The bandwidth of the transmitted signal is a 

factor of the symbol rate, and it follows that the maximum symbol rate is limited by the sampling 

rate of the ADC and DAC. Thus, wavelength division multiplexing combined with high bit rate 

channels is the most effective method to maximize capacity.  
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An optical fiber is a bandlimited channel: there is a certain amount of bandwidth that is ideal for 

communications, ranging from 1530 nm to 1565 nm [4]. This can also be defined as frequencies 

from 191.6 THz to 195.9 THz. The amount of bandwidth that a single optical signal occupies 

depends on the symbol rate and the pulse shaping used when the signal is transmitted. A root raised 

cosine pulse shape is bandlimited by nature, while some other pulse shapes will require filtering 

before being launched into the fiber. Since each of the signals take up only a very small portion of 

the entire C band, multiple signals can be sent which are separated spectrally in the frequency 

domain. This process is called Wavelength Division Multiplexing.  In general, optical 

communication systems rely on WDM to increase the capacity of a single fiber by sending signals 

on different laser wavelengths or frequencies. As a result, these signals must be multiplexed 

(combined) at the source and demultiplexed (separated) at the destination. It is unlikely that the 

signals will all have the same source and destination, so there are often multiplexers and 

demultiplexers at different points along the signal path. The multiplex/demultiplex process is 

carried out using Reconfigurable Optical Add/Drop Multiplexers (ROADMs), which filter specific 

wavelengths as required to separate them, and choosing whether to add or drop signals based on 

network requirements and a routing plan. By the time a signal has reached its destination it may 

have passed through a multitude of filters, each of which has shaped the signal in some way. The 

overall transfer function of several filters can be calculated by simply multiplying the transfer 

functions of the individual filters together in the frequency domain. This process is referred to as 

filter concatenation, and the most noticeable effect of filter concatenation is a reduction in the 

overall filter bandwidth. The filter concatenation will also likely amplify any overlapping passband 

impairments that occur in the filters such as an asymmetric slope or ripple, although in some cases 

the passband impairments may cancel. This in turn affects the signal that passes through the filters, 

and thus it is important to measure the performance of a transmitted signal as it passes through the 

ROADMs. 
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To get the maximum capacity out of an optical communication system, the different wavelengths 

should be packed together as tightly as possible. In the past, WDM channels were centered on a 

100 GHz grid, leaving plenty of guard band for filtering such that filter concatenation was not an 

issue. Now, the guard band between adjacent channels is shrinking to its absolute minimum size to 

increase the number of channels that can be transmitted simultaneously. This means that filter 

concatenation and narrow filtering are real concerns for modern optical communication systems. 

In order to test the effects of filter concatenation on a system with any particular set of ROADMs, 

they must all be physically attached together with spools of fiber. The end result will then only 

apply to a very small subset of filters; those that were used for the experiment. Measuring additional 

small subsets of filters requires having another set of filters, as well as the time and effort to set up 

a new experiment. Because the filters are not ideal and exhibit a variance in center frequency, 3 dB 

frequency, symmetry, and passband impairment, there are an extremely large number of 

combinations of filters that can be tested and any specific subset that is tested is not necessarily 

representative of the average or worst case scenario. A better method of measurement and testing 

for concatenated filters is therefore necessary. 

1.1 Research Motivation 

The main motivation for this research is to provide a platform and methodology for the improved 

testing and measurement of optical transceivers. There can be a significant Optical Signal to Noise 

Ratio (OSNR) penalty resulting from propagating an optical data-bearing signal through a filter or 

series of filters. The effect of this manifests as reduced maximum propagation distance. In order to 

properly characterize a transceiver, it should be tested in many different scenarios. However, it is 

impractical to manually connect multiple physical filters for this testing process. Not only would it 

be time consuming to connect and disconnect filters for each experiment, it would also require an 

immense number of filters to test a comprehensive number of possibilities. It is not feasible to 

expect to cover all possible filter cases with physical filters.  
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As an alternative to this, the filters could be generated offline with a Matlab script, and then realized 

using a programmable filter. With a programmable optical filter such as the Finisar WaveShaper, 

it is possible to realize any number of arbitrary filter concatenations without having to physically 

attach different devices together. Hundreds or thousands of different filter profiles could then be 

tested sequentially without requiring any adjustments or physical changes to the experimental 

setup. It allows one to explore the concatenation of different filter shapes, as well as adjust variables 

such as center frequency deviation, filter bandwidth deviation, and various passband impairments 

like filter slope or ripple. This process is something that would be impractical to do with physical 

filter realizations, as impairments such as passband ripple are a byproduct of manufacturing optical 

filters, and thus are not something that is specified by typical filter parameters.  

The problem at hand is producing the desired filter shape with a programmable optical filter. The 

desired filter specifications can be given as a filter response input to the WaveShaper device, but 

this does not guarantee that the desired filter will be realized by the WaveShaper or that the output 

will be what is specified. The metric used to calculate the accuracy of the filter representation is 

Mean Squared Error (MSE), and the goal is to reproduce any arbitrary filter shape with minimal 

MSE between the desired filter profile and the realized filter profile. This will be accomplished 

using an optimization process where the measured filter response is fed back to the filter input, 

altering the input filter response until the MSE is minimized. After the optimization process, the 

effects of filter concatenation for thousands of different filters can be measured. 

1.2 Thesis Objectives and Contributions 

There are three main objectives this thesis: 

1. To provide and test a methodology to replicate an arbitrary filter profile. Practically, this 

involves optimizing the filter response input to the Finisar WaveShaper programmable 

filter to reduce the Mean Squared Error between the desired filter response and the actual 
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filter response. This is split into two separate cases: bandwidth narrowing/center frequency 

shift and passband impairment. 

2. To test and characterize the effects of filter bandwidth narrowing and center frequency 

offset on a WaveLogic 3 (WL3) real-time transceiver and on a simulated system. 

3. To test the effects of filter passband impairments on a WL3 real-time transceiver and 

determine which impairments are most detrimental to system performance.     

1.3 Thesis Organization 

This thesis is broken down into 6 chapters, which are organized as follows: 

Chapter 1 serves as an introduction to modern fiber optic communications and gives an outline of 

what is expected in the rest of the thesis. 

Chapter 2 provides a technical background of previous work related to the topics in this thesis. The 

topics covered in chapter 2 include an explanation of the different Wavelength Selective Switch 

(WSS) and ROADM architectures and investigations on filter concatenation. The topics also 

include other real-time results from filter concatenation in an experimental setting. 

Chapter 3 outlines the filter replication process and results. In this chapter, the filter generation 

process is outlined, as well as the Luna Optical Vector Analyzer measurement instrument 

functionality. The two filters used in this thesis, the Finisar WaveShaper and the Yenista bandpass 

filter are characterized. The Finisar WaveShaper is a programmable optical filter, and the Yenista 

filter is a bandwidth/center frequency variable filter. The Yenista filter’s long term stability is 

analyzed, and steps are taken to reduce center frequency and bandwidth drift that occur over time. 

The filter replication optimization process is outlined, first for the WaveShaper only and then for 

the combination of the Yenista filter and the WaveShaper. Finally, the results of the optimization 

process for two filter scenarios are presented, first the results for bandwidth narrowing and center 

frequency shifting, then for passband impairments. 
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Chapter 4 introduces the Ciena WL3 real-time transceiver. In this chapter, the effects of bandwidth 

narrowing and center frequency shift on a real-time transmitter and receiver are explored. The 

effects are also simulated for two cases: one case similar to the WaveLogic 3 transceiver with a 35 

GBaud symbol rate with a roll-off of 0.14, and another with a more typical symbol rate of 32 GBaud 

and a roll-off of 0.1.  

Chapter 5 continues the real-time measurements with the Ciena WL3 transceiver. This chapter 

focuses on the effects of passband impairments rather than bandwidth or center frequency effects. 

The effects of passband ripple and slope are explored as their parameters are changed.  

Chapter 6 provides the conclusions of the thesis and outlines future work. 
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Chapter 2 

Literature Review 

In the internet age, the need for capacity is constantly growing as services such as video streaming 

become more popular [5]. There are three methods to increase capacity: installing more cables, 

increasing the per channel bit rate, and increasing the number of channels through WDM [1]. 

Optical communications rely on WDM to increase the capacity of a single fiber by sending signals 

on different laser wavelengths. Originally this was done with 2.5 Gb/s and 10 Gb/s channels 

implemented using Intensity Modulation and Direct Detection (IMDD). Using typical Non-Return 

to Zero pulses, this results in a modulated signal bandwidth of 5 GHz and 20 GHz. Optical channels 

were set to a 100 GHz grid, resulting in 71 channels across the C-Band and a maximum capacity 

of around 700 Gb/s per fiber. [6]. The channel spacing was much larger than the modulated signal 

bandwidth, and the empty spectrum between channels was used as a guard band. The change from 

IMDD to coherent modulation and detection, which allows the amplitude and phase of a signal to 

be detected rather than just the intensity, allowed for higher data throughput at the same symbol 

rate due to more complex modulation formats. The same 100 GHz grid that was used for 10 Gb/s 

can now handle 100 Gb/s or higher in the same amount of bandwidth. To keep up with the growing 

usage, metro networks are replacing 2.5Gb/s and 10 Gb/s solutions with 100Gb/s coherent 

channels. With metro legacy networks, there may be fixed optical filtering present in the form of 

built in Optical Add-Drop Multiplexers (OADMs) that are too expensive to remove, and thus 

coherent systems must simply work around the filtering. New metro networks are being deployed 

with many ROADMs to ensure that the new network is as flexible as possible. Either way, the 

effect of optical filtering has a significant impact on the design of new coherent networks. In this 

chapter, the functionality and progression of ROADM technology will be discussed, along with its 

position in a flexible network. Then, the effects of filter concatenation will be covered, both the 
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effects on the filter profile itself as well as the impact in a communication system. Finally, different 

methods of mitigation of optical filtering penalties will be outlined.  

Before the usage of Optical Add-Drop Mulitplexers, an optical signal would have to be converted 

to the electrical domain then switched electronically to change the path before being converted 

back to the optical domain [7]. Optical Add-Drop Multiplexers allow network traffic to be re-routed 

without requiring an OEO approach, eliminating the need for additional electronic equipment [7]. 

First OADMs were based on a Wavelength Blocker architecture, which is a 2-port device that 

allows Dynamic Channel Equalization (DCE) and wavelength blocking capabilities [7]. While this 

device has an advantage over OEO conversions, it does not have add and drop functions built in, 

and requires splitters or combiners to perform add/drop functions [7].  It simply blocks certain 

wavelengths from passing through it by adjusting their attenuation.  

 

Figure 1: Simple Wavelength Blocker [7] 

The signal is demultiplexed to N channels, some of which are then blocked by the wavelength 

blocker. At the output, the remaining channels are multiplexed back onto a single fiber. A splitter 

could be used before the device to drop channels that would then be blocked inside the OADM. 

New wavelengths could then be added after the device using a combiner. 
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First generation OADMs were fixed and required a wavelength add-drop plan that was fixed and 

known at installation [8]. Any changes to the OADM configuration required hardware changes [8]. 

The next architecture, using Planar Lightwave Circuits (PLC), allowed Add/Drop functionality 

with one port in, one port out and 2N single-λ ports (N Add, N Drop) [7]. While an improvement 

over the wavelength blocker, PLC ROADMS required large switches to function and are not easily 

upgradable past a degree of two [7]. The degree of a ROADM determines how many different 

optical fibers it can act on; a degree of two means that there is only one input and one output in 

each direction.  

 

Figure 2: PLC Based ROADM [7] 

In Figure 2 we can see that while any number of wavelengths can be added or dropped at a node, 

there is still only one input and one output for each direction. This is more flexible than the 

wavelength blocker architecture, but is not yet ideal. 

Modern ROADM technology is based on a Wavelength Selective Switch (WSS). The WSS is an 

active component that performs wavelength switching and monitoring [9]. The WSS based 

ROADM can perform three functions: add, drop and bypass [9]. The user can drop any wavelength 
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to any port, add new wavelengths to open channels, or pass wavelengths through the ROADM 

without altering them [9].  

 

Figure 3: 1x5 WSS degree-4 node [7] 

Figure 3 shows a 1x5 WSS – 5 inputs with one aggregated output. Any subset of the total number 

of channels can exit the output port, however because fixed multiplexing is used for adding and 

dropping signals, the node is not perfectly flexible. To be more flexible, the multiplexers could be 

replaced with additional WSSs, however this is quite costly [7].  
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Figure 4: Internal mechanism of a 1x9 WSS [7] 

Figure 4 shows the internal working of an n channel 1x9 WSS – 1 input 9 outputs. First, the input 

is demultiplexed, with each individual channel (wavelength) being routed to a 1x9 switch. From 

there, the channels can be routed to the out port, or any of the 8 drop ports. Figure 4 shows the 

schematic implementation of the WSS, however most WSS implementations use free-space optics 

where a single diffraction grating performs all the demultiplexing and multiplexing functionality 

[7]. 

ROADMs allow the overall network to grow in capacity and flexibility. Particularly, as video traffic 

increases, the traffic in metro networks will increase at a higher rate than long-haul networks due 

to the spread of content delivery networks [5]. Long-haul networks involve large data throughput 

from one node to another with focus on capacity, however due to their point to point architecture 

ROADMs are not always necessary. Metro networks, on the other hand, involve breaking down 

the data stream and routing it short distances to the desired end node. In these metro networks 

traffic is becoming more dynamic than conventional networks, and ROADMs have the role of 

restoring wavelength paths and creating a network configuration that optimizes the use of resources 
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[5]. Future generation ROADMS will enable any add/drop port to support any wavelength and 

connect to any fiber, allowing increased levels of network flexibility [5].  

Modern systems require flexibility, and in the search for higher capacities and increased spectral 

efficiency, the idea of a flexible grid has been proposed in recent years due to the widespread use 

of coherent systems [10]. Instead of having a fixed 50 GHz or 100 GHz grid, the channel bandwidth 

would be adjustable with a 12.5 GHz resolution [10]. This allows more spectrally efficient 

modulation formats to use only the amount of channel bandwidth that is required, rather than 

wasting precious bandwidth [10] , [11]. By changing the grid spacing to a 12.5 GHz resolution and 

using 37.5 GHz channels, network capacity can be increased by more than 30% in the currently 

implemented networks [11]. This reduction in channel sizing comes with a cost; as the channel size 

is reduced, filtering penalties are more severe due to reduced amount of buffer bandwidth on either 

side of the signal.  

Next generation ROADM systems allow for a much higher efficiency than previous generations, 

as the reconfigurable nature allows for automatic and software enabled optical switching [12]. 

However, advances will have to be made to deal with network grooming with a flexibility that 

ensures the network doesn’t become fragmented as channels are added and removed [13]. 

The idea of filtering penalties resulting from the cascade of ROADMs, and by association WSSs, 

is something that has been covered extensively in the literature. In metro applications, a signal can 

pass through many ROADMs before reaching its destination [14]. In [15], the reduction in clear 3-

dB frequency as a function of number of filter cascades was explored. The filter shape of the WSS 

depends on the technology used, but the different filter technologies can be approximated using 

increasing orders of a Super-Gaussian filter shape [15].The paper also outlines the effects of 

random center frequency shifts, which arise as a result of the imperfections in the manufacturing 

of WSS devices. The paper is written in the context of Non-Return-to-Zero Differential Phase-Shift 

Keying (NRZ-DPSK) signals and a 50 GHz ITU grid, and as such is somewhat dated compared to 
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current technology [15]. However, the effects of filter concatenation occur regardless of what type 

of modulation is used. A filter that is narrower than the modulated signal bandwidth reduces the 

amount of signal energy that can be captured at the receiver, thus reducing its ability to discriminate 

between signal and noise [16]. Also, as the bandwidth of the filter is lowered, its impulse response 

spreads more in the time domain, causing signal distortion and Inter-Symbol Interference (ISI) [16].  

There are two primary architectures for ROADM construction, called Broadcast-and-Select (B&S) 

and Route-and-Select (R&S), which have been studied in [17]. The main difference between the 

two architectures is that the B&S architecture has a passive splitter followed by a single WSS per 

ROADM node, whereas the R&S architecture utilizes two WSSs per ROADM node. With two 

WSSs per ROADM node, there is less crosstalk between adjacent wavelengths, however this also 

leads to additional narrowing of the signal spectrum [17]. The ROADM architectures were tested 

using 120-Gb/s Dual-Polarization Quadrature Phase-Shift Keying (DP-QPSK) transmission, and it 

was found that the Required Optical Signal to Noise Ratio (ROSNR) penalty from the passband 

narrowing outweighed the benefits of increased isolation from using the R&S architecture [17]. 

Still, both architectures resulted in a ROSNR penalty after 24 ROADMs, with the R&S architecture 

having a penalty of 1.6 dB and the B&S architecture having a penalty of around 1 dB. The 

bandwidth of both ROADM architectures narrowed from 44-45 GHz to 30 GHz and 28 GHz for 

the B&S and R&S architectures respectively, showing the immense reduction in bandwidth that 

occurs with cascaded ROADMs [17]. It also clear from the measured cascaded passbands that the 

passband is not flat, and that significant ripple occurs after many cascades. 

In [14], the effects of ROADM cascades were investigated for a 127-Gb/s coherent DP-QPSK 

signal using Return-to-Zero (RZ) pulses, this time using a Finisar WaveShaper as the WSS. Again, 

the WSS was set up for emulation of a 50 GHz channel, with the filter having an effective 3-dB 

bandwidth of 45 GHz. The OSNR penalty was measured as the ROADM 3-dB bandwidth was 

reduced, resulting in a 0.5 dB required OSNR penalty at 28 GHz [14]. The center frequency of the 
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ROADM was also shifted relative to the signal center frequency, finding a 0.5 dB penalty at ± 12 

GHz, rapidly rising at higher shifts due to the small amount that the signal spectrum uses in the 50 

GHz channel [14]. The signal tolerance to WSS filtering over 1000 km was tested, with 10 WSSs, 

9 of which were in “Express” mode and one of which was in “Drop” mode around the main channel. 

With the “Drop” filter at the transmitter, the tolerance for bandwidth reduction and center frequency 

detuning was significantly lower than when the “Drop” filter was at the receiver, which is attributed 

to worse nonlinear tolerance when the signal is heavily filtered at the beginning of transmission 

[14]. Finally, the cascade limit was tested by using a WaveShaper to emulate the cascade of six 

WSSs within a single WSS, finding that the 1 dB OSNR penalty point was around 27 cascades 

[14]. A similar experiment was done in [18], showing the effects of dispersion on the OSNR penalty 

from cascaded filters. In [19], the tolerance for center frequency shift in cascaded filters was 

explored and a formula to predict Q was formed. Both [20] and [21] explore signal distortion and 

crosstalk penalties for RZ and NRZ 10 Gb/s signals induced by cascaded optical filters. 

The resulting bandwidth narrowing from cascaded filters not only affects the signal; it can affect 

the ability to perform digital signal processing on the received signal as well. Processing algorithms 

are used to compensate for impairments in the received signal, one of which is the nonlinear effect 

of an optical fiber on the transmitted signal. In [22], the performance of the perturbative nonlinear 

pre-compensation (NLC) algorithm for the compensation of fiber nonlinearities was investigated 

in the presence of optical filtering. This perturbative method gives a performance improvement 

similar to that of digital backpropagation with a significantly lower complexity, giving a Q2
 gain of 

~1.3 dB in an un-filtered system [22]. The NLC algorithm gain was then compared against the 

filtering penalty of an un-compensated system for four different WSS scenarios: Super Gaussian 

order 5.5 filters with a 3dB bandwidth of 46.4 GHz, Super Gaussian order 3.2 filters with a 3dB 

bandwidth of 44.6 GHz, Super Gaussian order 3.2 filters with a 3dB bandwidth of 35 GHz and 

Super Gaussian order 3.2 filters with a 3dB bandwidth of 30 GHz. Because of the high order filter, 
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scenario one had a negligible penalty to the NLC gain as the filter bandwidth was not significantly 

reduced even after 16 concatenations. Scenario three is similar to what might be found with a 

flexible grid that has 37.5 GHz channel spacing and had a 0.5 dB NLC penalty and a 1.5 dB filtering 

penalty for an uncompensated system after just 4 filters [22]. For scenario four, after 8 filters the 

NLC gain approached zero, and filtering penalties were over 6 dB. Since the NLC algorithm is 

derived assuming zero ISI, the large amount of ISI that results from too-narrow optical filtering 

reduces the performance of the algorithm [22]. Thus, the performance degradation is two-fold: 

there is both loss due to signal degradation and due to the inability to perform NLC. 

While there is no way to eliminate the source of the impairments from cascaded filters, investigation 

has been done into methods to mitigate some of the penalty that arises from the filtering. To combat 

the effects of ISI in [22], a 5-tap decision-feedback equalizer (DFE) was implemented for direct 

and differential decoding cases. The two decoding cases were tested in a filtered system without 

NLC compensation, where the differential decoded case provided 0.5 dB of DFE gain over the 

direct decoded case, due to the cycle-slips that result from direct decoding [22]. In a system with 

differential decoding, the NLC gain without DFE was reduced to 0.2 dB, while adding DFE 

increased the gain to 0.35 dB [22]. This was still a significant degradation from the 0.8 dB gain for 

the unfiltered system, but the DFE was able to retrieve 0.15 dB of gain that would otherwise be 

lost. For the direct decoding case, DFE gain was reduced due to cycle-slips and the performance 

was unreliable.  

In [23] and [24], the effects of cascaded optical filtering from ROADMs was partially mitigated 

using a Finisar WaveShaper (WS) programmable optical filter. The WaveShaper is able to produce 

an arbitrary filter response, and in this case the shape of the WS filter response was determined by 

the net transfer function of the channel and the desired channel response [23]. The channel response 

was the effective WSS filter, and the desired response was a 5th order Gaussian filter with a 

bandwidth of 37.5 GHz [23]. Using the multiplicative properties of frequency domain signals,  
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𝐻𝐷𝑒𝑠𝑖𝑟𝑒𝑑(𝑓) = 𝐻𝑊𝑆(𝑓) ∗ 𝐻𝐶ℎ𝑎𝑛𝑛𝑒𝑙(𝑓), so the WS filter channel response was calculated by 

applying the equation 𝐻𝑊𝑆(𝑓) =
𝐻𝐷𝑒𝑠𝑖𝑟𝑒𝑑(𝑓)

𝐻𝐶ℎ𝑎𝑛𝑛𝑒𝑙(𝑓)+𝑐0
 , where c0 is a constant [23]. Three possible 

configurations were tested: placing the WS at the beginning of the link only, inside the loop after 

each ROADM, and at the beginning and end of the link only. The WS filter shape was recalculated 

for each WSS used, with the value of c0 used to adjust the maximum attenuation within the 

passband. 

It was found that in all cases, the use of the WaveShapers reduced the filtering penalties compared 

to the case without WaveShapers [23]. When the compensating WS was used after every ROADM, 

the OSNR penalty at a Bit Error Ratio (BER) of 10-3 was kept under 1 dB for up to 30 cascaded 

WSSs for 28 GBaud QPSK, 8-Quadrature Amplitude Modulation (QAM) and 16-QAM 

modulations with an average WSS bandwidth of 33 GHz [23]. The WS at the beginning reshapes 

the spectrum to reduce ISI induced by the tight filtering, while the WS at the end enhances the noise 

a well as recovering the signal [23]. If the improvement in ISI is less than the degradation due to 

the noise enhancement, having a WS at the start and the end is worse than having just a single WS 

at the start [23]. This was true for the case with QPSK modulation [23]. 

A similar approach is seen in [25] for a 43 Gb/s non-coherent DPSK transmission. With coherent 

systems, chromatic dispersion is typically compensated at the receiver using Digital Signal 

Processing (DSP) algorithms [26]. With direct-detection systems, chromatic dispersion has a much 

larger negative effect on the performance, and so it is compensated using Dispersion Compensating 

Fiber (DCF) after each span [27]. In [25], a recirculating loop was set up using two 50 GHz Liquid 

Crystal on Silicon (LCoS) based WSSs, the first configured as an “Add” and the second configured 

as a “Drop”. The performance was characterized using BER for a back-to-back system and as a 

function of transmission length. Then, the second WSS was replaced by a WaveShaper configured 

as a WSS with a programmable spectral response. The WaveShaper is capable of compensating for 

chromatic dispersion in a short range, with a dispersion-bandwidth product of 40 ps. This means 
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that dispersions of ± 40 ps/nm can be compensated over an optical bandwidth of 1 nm [28]. The 

chromatic dispersion spectrum of the WS was adjusted to have optimum performance, 

compensating for any residual positive or negative dispersion in the loop across the full system 

bandwidth. A different optimum filter shape for both phase and amplitude was found for each 

number of circulations of the loop. This optical pulse shaping allowed the reach to increase from 

40 WSSs to 66 WSSs before reaching the Forward Error Correction (FEC) threshold.  

The effects of narrow optical filters can also be mitigated using pre-compensation techniques at the 

transmitter using arbitrary optical waveform generation, as shown in [29]. Based on the same 

principles as [25] and [23], the measured transfer function of the bandpass filter was used in 

combination with the frequency domain representation of the raised-cosine pulse to determine the 

electric field that must be generated at the transmitter to produce a compensated signal. After the 

desired optical signal from the transmitter was calculated, the voltages required for the dual-drive 

Mach-Zehnder Modulator (DDMZM) were calculated and the pre-compensated waveform 

generated. The pre-compensated signal had an emphasis for the higher frequency components that 

are most affected by narrow filtering, and a slight asymmetry due to the asymmetry in the optical 

bandpass filter in the system. With this pre-compensation, the penalty in receiver sensitivity due to 

narrow optical filtering was reduced from 6.5 dB to 1.9 dB for a 10 Gb/s Intensity Modulated (IM) 

signal [29]. 
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Chapter 3 

Filter Replication 

3.0 Filter Replication 

This section details the filter generation and replication process. The goal of filter replication is to 

use a feedback based optimization method with the Finisar WaveShaper programmable filter to 

reproduce an arbitrary generated filter shape created either through the concatenation of Super-

Gaussian filters or through the concatenation of passband impairments. The optimization process 

serves to reduce the mean squared error between the desired filter shape and the filter shape that is 

realized using the Finisar WaveShaper or a combination of Finisar WaveShaper and Yenista 

bandpass filter. While uploading the filter profile to the programmable Finisar WaveShaper will 

produce one result, a more accurate representation of the filter can be produced by adjusting the 

input to the programmable filter. In this section, the performance of both the Finisar WaveShaper 

and the Yenista are detailed, then the procedure of the optimization process is outlined for both the 

WaveShaper only case and the case with the WaveShaper and Yenista bandpass filter. Finally, the 

results of the WaveShaper and Yenista bandpass filter optimization will be outlined for two 

different cases: a case with bandwidth narrowing due to center frequency shift, and a case with 

passband impairments. 

3.0.1 Filter Generation 

For concatenating filters to simulate propagation through multiple WSSs, a base filter must be 

chosen. As mentioned in Chapter 2, the filter shape of the WSS is based on the technology used, 

but can be approximated using increasing orders of a Super-Gaussian filter shape. For this project, 

a fourth-order Super-Gaussian filter shape was chosen, which corresponds to WSS technology 

using free-space optics and Microelectromechanical System (MEMS)-based mirrors [15]. Next, the 

number of concatenations must be chosen. Depending on the ROADM construction, each ROADM 
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can have either one or two WSSs in it. It is not unreasonable for a signal in a metro network to pass 

through five to ten ROADMs, and so the number of concatenations was set at 10 to be a reasonable 

value. A higher number of concatenations would result in a filter much steeper than can be emulated 

by any commercially available filter. 

For generating the 10 filters to be concatenated, each filter is generated using the equation: 

 

H(f) =
1

√2
e
((

f−f0
(SR∗ΔBW)

)
8

)
 

(3-1) 

  

where f is a frequency vector, f0 is the center frequency offset in Hz, SR is the symbol rate in Baud 

and Δ𝐵𝑊 is a unitless scaling factor that changes the bandwidth (BW) of the filter. After ten of 

these filters are created, they are multiplied together in their linear form before being converted to 

a logarithmic decibel scale. For this project, the generated filters in each set all have the same 

nominal bandwidth. This means that each filter is identical except for a random center frequency 

shift that is introduced for each filter through f0. The filter bandwidth only changes between sets of 

generated filters, with all filters in one set having the same bandwidth. The random center frequency 

shift has a Gaussian distribution with a standard deviation of 1 GHz, a value that is mentioned in 

[15]. While each individual filter in the concatenation is identical apart from the center frequency 

shift, the center frequency shift ensures that each final concatenation result is unique, and the 

overall concatenated bandwidth is further reduced compared to a case without center frequency 

shift. 

The denominator  SR ∗ Δ𝐵𝑊 determines the overall bandwidth of the filter. For the generation of 

the filters, the symbol rate is kept constant at 32 GBaud, and only the bandwidth scaling factor 

Δ𝐵𝑊 is changed for different filter bandwidths. The scaling factor Δ𝐵𝑊 is a value less than 1, with 
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the actual values for a desired concatenation bandwidth being found though a guess and test 

methodology. For example, Δ𝐵𝑊 =   0.669 for a concatenated 3-dB bandwidth of 35 GHz. 

The final output of the filter generation process is a set of 100 filters that are each a result of 10 

filter concatenations. These final concatenation results each have a different bandwidth and center 

frequency. The resulting filters are also asymmetrical due to the center frequency shifts performed 

in the generation and the effect that has on the filter multiplication. These filters are meant to be 

representative of what may be found from concatenating sets of WSS filters. 

3.0.2 Luna Optical Vector Analyzer 

The Luna Optical Vector Analyzer (OVA) is used to fully characterize a Device Under Test (DUT). 

For the purpose of this thesis, the OVA is used to characterize the Finisar WaveShaper, the Yenista 

bandpass filter, and the combination of the two. The OVA fully analyzes the optical properties of 

the filters, providing a complete transfer function. The OVA uses coherent, swept-wavelength 

interferometry to characterize the Jones matrix of the device under test denoted as J(ω) [30]:  

 

𝐽(𝜔) =  [
𝑎(𝜔) 𝑏(𝜔)
𝑐(𝜔) 𝑑(𝜔)

] 

 

(3-2) 

Fiber optic components generally support two orthogonal polarization modes, usually denoted as 

X and Y polarizations. A fiber optic component having a single input and a single output can be 

modeled as a two-port device: two polarization modes in and two polarization modes out. The light 

can couple from any input mode to any output mode, producing four complex transfer functions 

that describe how the device affects the amplitude and phase of the incoming light, which is called 

the Jones matrix [30]. When the absolute phase response is included in the Jones matrix, the Jones 

matrix is equivalent to the transfer function of the device. This is called the complete Jones matrix, 
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and is what is measured by the OVA. It is simple to calculate the output signal spectrum Eout(ω) 

given the input signal spectrum Ein(ω) and the Jones matrix J(𝜔) [30]: 

 

𝐸𝑜𝑢𝑡(𝜔) = 𝐽(𝜔)𝐸𝑖𝑛(𝜔) (3-3) 

𝐸 = [ 
𝐸𝑥

𝐸𝑦
] 

(3-4) 

  

While it is useful to be able to predict the output of a device given the input, it is more convenient 

to characterize individual parameters of the device under test such as the insertion loss, group delay 

or chromatic dispersion.  

The OVA uses discrete frequency sampling, so the Jones matrix should be defined as a discrete set 

of coefficients. We can write the discrete sampled Jones matrix as Ji, with a discrete-time set of 

coefficients [30]: 

 

𝐽𝑖 = [
𝑎𝑖 𝑏𝑖

𝑐𝑖 𝑑𝑖
] 

 

(3-5) 

where i is the index location, each of which corresponds to a discrete sampling frequency. The 

insertion loss is the ratio of the output power to the input power of the device in dB. The insertion 

loss over all polarization states can be calculated from the Jones matrix [30]: 

 

𝐼𝐿𝑖 = 10 log10 (
|𝑎𝑖|

2 + |𝑏𝑖|
2 + |𝑐𝑖|

2 + |𝑑𝑖|
2

2
) 

 

(3-6) 

While the insertion loss depends only on the absolute value of each parameter, other parameters 

are dependent on the phase. Group delay is the rate of change of phase as a function of frequency, 

and it can be calculated using [30]: 
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𝐺𝐷𝑖 = 
arg (𝑎𝑖+1𝑎𝑖

∗ + 𝑏𝑖+1𝑏𝑖
∗ + 𝑐𝑖+1𝑐𝑖

∗ + 𝑑𝑖+1𝑑𝑖
∗)

Δ𝜔
 

 

(3-7) 

where arg(x) denotes the phase of the complex number x, Δ𝜔 is the change in optical frequency 

between indexes i and i+1, and * denotes the complex conjugate. This produces an average of the 

group delay over the polarization states weighted by their amplitude response for each state. The 

final parameter that is used in this thesis is the chromatic dispersion. Chromatic dispersion is the 

derivative of group delay with respect to the wavelength. The group delay is first calculated as 

defined above, then the chromatic dispersion is calculated using [30]: 

 

𝐶𝐷𝑖 = 
𝐺𝐷𝑖+1 − 𝐺𝐷𝑖

Δ𝜆
 

 

(3-8) 

where Δ𝜆 is the change in wavelength between indexes i and i+1. There are several other linear 

parameters that can be calculated from the Jones matrix such as polarization dependent loss (PDL) 

or polarization mode dispersion (PMD), however they are not used in this thesis and thus will not 

be addressed. 

To perform the swept-wavelength interferometry, the incoming swept wavelength laser is split 

using a 3-dB coupler, such that the light passes through both arms of the interferometer. 
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Figure 5: Luna OVA Device Under Test in Interferometer © Luna Inc. [30] 

In one arm, the length is a known reference length, while the DUT is inserted into the other arm as 

can be seen in Figure 5. The two fields are then recoupled at the other end before being fed into a 

detector. The electrical output from the detector is proportional to the optical intensity, which is the 

square of the electric field. The input electrical field is denoted by Ein [30]: 

 

𝐸𝑖𝑛
⃗⃗⃗⃗⃗⃗ = 𝐸𝑜

⃗⃗⃗⃗ (𝑡)𝑒−𝑖𝜔(𝑡)𝑡 (3-9) 

  

where 𝜔(𝑡) is the instantaneous angular optical frequency of the tunable laser source. At the first 

coupler, the input is split into two identical fields, E1 and E2. First, assume the DUT has a 

transparent transfer function and is simply a longer arm in the interferometer. The fields combine 

after propagating through the two different arms, and the resulting field Eout is a combination of the 

two with their respective delays [30]: 

 

𝐸𝑜𝑢𝑡 = 𝐸0(𝑡 + 𝜏1)𝑒
−𝑖𝜔(𝑡+𝜏1)𝑡 + 𝐸0(𝑡 + 𝜏2)𝑒

−𝑖𝜔(𝑡+𝜏2)𝑡 (3-10) 

  

Where τ1 and τ2 are the delays through the two arms of the interferometer. Normally we would think 

of the frequency as being fixed, however because of the swept wavelength interferometry the 

instantaneous frequency changes with time and hence is different for the output signals from the 
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two arms because of the different delays. Letting τ = τ1- τ2, the intensity of the signal, which is the 

square of the electric field, is given by [30]: 

 

𝐼(𝜔(𝑡)) = |𝐸0(𝑡)|
2 + |𝐸0(𝑡 − 𝜏)|2 + 2𝐸0(𝑡)𝐸0(𝑡 − 𝜏)cos [𝜔(𝑡)𝜏] (3-11) 

  

Now, this process can be extended to a DUT with any arbitrary transfer function. With the DUT in 

the second arm of the interferometer, the DUT can be characterized by its frequency domain 

transfer function H(ω). This transfer function contains information about the amplitude, a(ω), and 

the phase, 𝜙(ω), such that 𝐻(𝜔) = 𝑎(𝜔)e𝑖𝜙(𝜔). With this amplitude and phase response, the 

detected power from the combined DUT and reference arms becomes [30]: 

 

𝐼(𝜔(𝑡)) = |𝐸0(𝑡)|
2 + |𝐸0(𝑡 − 𝜏)|2𝑎(𝜔)2 + 2𝑎(𝜔)𝐸0(𝑡)𝐸0(𝑡 − 𝜏)cos [𝜔(𝑡)𝜏 −  𝜙(𝜔)] (3-12) 

  

A Fourier transform is performed on the received signal, separating the three terms by their spectra. 

The first two terms have only DC components and thus can be easily separated from the interference 

term which contains the device information a(ω) and 𝜙(𝜔) [30]. The interference term oscillates 

at the frequency 𝜔(𝑡)𝜏, where τ is the delay difference between the two arms of the interferometer 

and 𝜔(𝑡) changes with time. With a large enough τ, the device response H(𝜔) will be separable 

from the low frequency terms and the full Jones matrix for all 𝜔 of the device can be measured 

[30]. To get the frequency response of the device, the inverse Fourier transform is performed on 

the sections of the time-domain data that contain the device response. For a typical set of Jones 

matrix measurements, there are four such sections, each corresponding to one of the four Jones 

matrix elements. The peaks on each channel are separated by a fixed delay, which is determined by 

the OVA hardware. The impulse responses are separated, and a portion of the time domain data 

around each of the four impulse responses is selected [30]. The result is four data sets, which 
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become the measured Jones matrix elements after an inverse Fourier transform and the application 

of calibration data. From that, the other parameters can be calculated as per equations 3-6 to 3-8. 

Practically, the OVA can either be controlled through a GUI or MATLAB and a command line 

executable. Using a MATLAB script, the scan center wavelength and range in nanometers can be 

set. Then, a command can be sent to start the OVA scan, and finally retrieve the desired subsets of 

the measured data. When the OVA performs a scan through the GUI, all of the measured parameters 

are saved at once. However, when done remotely through MATLAB, each specific parameter must 

be retrieved individually using a “Fetch” command. For all measurements, the insertion loss in dB 

and the frequency in GHz are captured, as well as the chromatic dispersion properties. 

The output from the OVA is a set of discrete samples with a spacing of 0.330 GHz and an overall 

accuracy of ± 0.1875 GHz, which is limited by the sampling rate and laser hardware in the device. 

This is a standard OVA resolution, and at an optical frequency of 193.1 THz this is sufficient for 

most applications. The filter replication process would benefit from increased precision and 

accuracy, but it is not a typical usage of the OVA.  

3.1 Finisar WaveShaper 

3.1.1 Overview 

The Finisar WaveShaper is a programmable optical filter that provides fine control of filter 

amplitude and phase characteristics across the C band [31]. It is based on a LCoS optical engine, 

and can generate arbitrary, complex filters over 5 THz with a 1 GHz resolution. The premise of the 

device is simple: the incoming light is first passed through polarization optics which separates and 

aligns the orthogonal polarization states. Then the light is reflected from the imaging mirror to a 

grating where it is angularly dispersed. The light is then reflected back to the cylindrical mirror 

which directs each wavelength to a different portion of the pixelated 2D array. The array is used to 

control the phase of light at each pixel, producing a programmable grating. The width of the channel 
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is determined by the number of pixels in the horizontal direction, while the beam deflection can be 

controlled in a vertical direction by varying the pitch or blaze of the grating [32]. 

 

 

Figure 6: WaveShaper Optical Schematic © Finisar [32] 

While the WaveShaper in use is single-input-single-output, this beam deflection can be used to 

switch ports in the WaveShaper 4000s, a model that has four output ports. 

The initial idea for this project was to use the WaveShaper to replicate arbitrary filter shapes, as the 

programmable aspect of the WaveShaper makes it an ideal candidate. The WaveShaper has 

attenuation setting resolution of 0.01 dB and a frequency setting resolution of 1 GHz, which would 

be sufficient to accurately reproduce filters with a bandwidth of 30-40GHz. The WaveShaper is 

supplied with WaveManager software that allows the user to choose from a set number of pre-made 

filter shapes with adjustable bandwidth and center wavelength. It is also possible to create any 

arbitrary filter shape that falls within the boundaries and upload it to the WaveShaper. The created 

filters have a filetype of .wsp, which stands for WaveShaper profile. The format of the .wsp file is 
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a 5026 x4 set of tab-separated values. Each line has four parameters: the frequency in THz with a 

1 GHz resolution, the attenuation at that frequency, the phase change at the frequency and the 

output port. While this WaveShaper model only has one port, setting the port to 0 is the equivalent 

of setting the attenuation to its maximum value. Each of the 5026 lines corresponds to 1 GHz of 

controllable attenuation, phase and port, from 191.250 THz to 196.275 THz. The attenuation is 

adjustable from 0 to 35 dB, with the 0-10 dB range being the most accurate, 10-35 dB range being 

less accurate, and anything below 35 dB is the equivalent of “off” [31]. The accuracy is ± 1.0 dB 

from 0-10 dB and ± 10% from 10-30 dB. The phase is adjustable between π and –π. There is no 

specification for the limit to the amount of attenuation change between two adjacent frequency 

settings, only that the minimum filter bandwidth is 10 GHz. The maximum attenuation change was 
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found to be around 3.5 dB/GHz through testing.  When set to “transmit all” mode, the filter should 

provide a flat level of insertion loss across the entire range of the WaveShaper.  

 

Figure 7: Whole Band Scan of WaveShaper with Optical Vector Analyzer 

As can be seen in Figure 7, the insertion loss across the band is as constant as could be expected 

over a range of 4 THz. The overall variation is less than 1 dB, and over smaller bandwidths such 

as those used in the following experiments the insertion loss can be considered constant. 
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Figure 8: Measured Insertion Loss and Chromatic Dispersion of WaveShaper Set for a 35 

GHz 3-dB Bandwidth Super-Gaussian Filter Profile 

Figure 8 shows the measured insertion loss and chromatic dispersion profile of a 35 GHz 3-dB 

bandwidth Super-Gaussian filter shape applied to the WaveShaper. The insertion loss is normalized 

to have a minimum attenuation of 0 dB. The phase for this filter has been set to 0 across the entire 

band, leaving a flat dispersion profile.  
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3.1.2 Programming 

While WaveShaper profiles can be changed using the WaveManager software, this process requires 

the user to put the desired .wsp in the proper folder and manually select it for uploading to the 

WaveShaper. If one wants to change any aspect of the filter profile, one must open the .wsp in an 

editor and change the values manually. This process is time consuming and not conducive to 

uploading a large number of filter profiles consecutively or adjusting custom filters. Instead, the 

WaveShaper has a C based API that allows the same commands to be called without requiring the 

use of the GUI. The commands to connect to a WaveShaper device and upload a filter profile can 

be called using the WaveShaper API, thus eliminating the time-consuming process. This API can 

be called using MATLAB, so a new WaveShaper profile can be uploaded in a matter of seconds. 

Also, with the use of a simple loop hundreds of profiles can be uploaded to the WaveShaper and 

used for experiment without attendance.  

The WaveShaper also has a built-in model for the device. Given an input filter profile, the model 

produces an expected output based on the calibration details from a specific device. Each device 

comes loaded with a wsconfig file that contains calibration details for that specific device, including 

internal measurements and optical configurations. However, the modelling process is a black box, 

and thus does not offer any insight as to how the model is created. The modelling process is used 

to get a rudimentary idea of how the WaveShaper behaves. Through testing, it was found that the 

model is most accurate at the limits of the WaveShaper performance. When given an input with a 

very steep roll-off that the WaveShaper could not reproduce, the resulting modelled output would 

be close to the scanned result. However, the modeled results become less accurate for more gradual 

roll-offs that are non-Gaussian. 
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3.1.3 Characterization – Amplitude Response 

The first test to be performed on the WaveShaper was to determine how much the attenuation can 

change between adjacent pixels, or more simply, how steep the maximum possible roll-off is. To 

test this, several filter shapes were uploaded to the WaveShaper to test its performance. First, a 

second order Super-Gaussian filter profile with a 3-dB bandwidth of 25 GHz was uploaded to the 

WaveShaper. This filter profile was custom-created and had a center frequency of 194.000 THz. 

The WaveShaper was then connected to the Luna Optical Vector Analyzer to measure the insertion 

loss and phase properties of the filter as a function of frequency.  

The filter was scanned by the OVA, and the resulting measurement was plotted against the input to 

the WaveShaper device.  

 

Figure 9: WaveShaper Input and Scanned Output for 25 GHz 3-dB Bandwidth Super-

Gaussian Filter 
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As can be seen in Figure 9, the sharp roll-off of the input filter profile is too steep for the 

WaveShaper to reproduce, so an approximation of the input filter profile is realized at the output 

with the steepest slope that the WaveShaper is able to produce. Several tests were performed to 

further explore and characterize the WaveShaper. 

A series of super-Gaussian profiles were created, each differing in attenuation by 0.01 dB at the 

center of the curve. The purpose of this test was to see the level of differentiation between very 

similar inputs to the WaveShaper.  

 

Figure 10: Passband Amplitude Change Test with Passband Focus 

In Figure 10 the differentiation between adjacent measurements is close to uniform for the higher 

attenuation filters. The limitations of the resolution of the OVA can be seen in the stepped 

appearance of the curves in the center of the passband. However, at the lowest level of insertion 
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loss (the top of the series of curves) the differentiation is reduced and multiple curves blend 

together. This could be a result of either the WaveShaper or the OVA, as this experiment tests the 

limits of the resolution for both devices. Perhaps using a High-Resolution Spectrometer could 

produce more accurate results.  

 

Figure 11: Passband Amplitude Change Test with Slope Focus 

In Figure 11 the effects of small amplitude changes are similar to those seen in Figure 10. In general, 

there is a uniform separation between most adjacent curves; however, there are also cases where 

multiple curves blend together or there is a larger space between two adjacent curves. This could 

due to the WaveShaper’s ability to differentiate between very similar curves, a result of the OVA’s 

measurement limits, or a combination of both. 

Next, a series of WaveShaper profiles were created with an increasing slope to determine the 

maximum change in dB/GHz that the WaveShaper is able to produce. The total attenuation range 
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of the WaveShaper is from 0-60 dB, and the slope was changed from a maximum of 12 dB/GHz to 

a minimum of 1.2 dB/GHz, which corresponds to a full attenuation change over a range of 5 GHz 

and 50 GHz respectively.  It is expected that there will be a roll-off in the WaveShaper’s 

reproduction of the input filters due to the steepness and the fact that the derivative of the input 

filter is not continuous.  

 

Figure 12: WaveShaper Input and Scanned Output for 12 dB/GHz Slope 

In Figure 12 it is clear that the WaveShaper does not have a roll-off steep enough to reproduce the 

input. The steepest roll-off from the WaveShaper can be seen in this figure, and the start of the roll-
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off occurs before the corner of the input. Next an input with a significantly more gradual slope of 

1.2 dB/GHz was uploaded to the WaveShaper:  

 

 

 

Figure 13: WaveShaper Input and Scanned Output for 1.2 dB/GHz Slope 

In Figure 13, the response of the WaveShaper to irregular inputs becomes clear. While the roll-off 

of the WaveShaper input is less than what the WaveShaper can reliably produce, the input filter 

profile again does not have a continuous derivative and it is not expected that the WaveShaper 

would be able to capture it accurately. The WaveShaper is unable to make the sudden change from 
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the flat response to the slope, resulting in a roll-off starting early compared to the input filter profile. 

The WaveShaper measured response then becomes steeper than the input slope, due to the shape 

of the realized filter profile. While any arbitrary input can be given to the WaveShaper, the output 

will always be a smoothed Gaussian shape due to the construction of the WaveShaper. This result 

is not unexpected, but it does limit what can be done to replicate a desired filter profile, especially 

when that desired filter is not of a Gaussian shape. 

3.1.4 Linearity 

As part of the filter optimization process, the optimization algorithm will attempt to reduce the 

Mean Squared Error (MSE) between the desired filter profile and the filter profile that is measured 

by the Luna OVA. As part of this optimization process each numerical input to the WaveShaper, 

corresponding to a 1 GHz wide pixel, will be changed independently. The filters being replicated 

have a 3-dB bandwidth of around 37 GHz, and with the effective area of optimization being slightly 

wider than the 3-dB bandwidth, the optimization width is around 42 GHz. Since each pixel is 

independent when specified in a .wsp file, this means that there is a set of 42 variables that have to 

be optimized by the optimization algorithm. Having such a large number of variables to optimize 

greatly increases the amount of time the optimization takes, so a simpler method would be to find 

a set of linear equations that describes the output of the WaveShaper for any arbitrary input. This 

set of equations could then be solved for any desired output, eliminating the complexity required 

for the optimization and reducing it to a large matrix inversion. However, this method only works 

if the WaveShaper input to output mapping is linear and can be described by a set of linear 

equations. To test the linearity of the WaveShaper, a set of inputs was created over the desired input 

range, centered at 194 THz with a bandwidth of 42 GHz.. Since the minimum specified bandwidth 

for the WaveShaper is 10 GHz, the bandwidth for the test inputs was 11 GHz. Each input had a 11 

pixels set to an attenuation of 0 dB (minimum attenuation) with all other pixels set to a 5-dB 
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attenuation. The inputs were then shifted by 1 GHz between each measurement for a total of 42 

measurements to see the response of the WaveShaper with near-minimum bandwidth.  

 

Figure 14: WaveShaper Set to 11 GHz Bandwidth Shifted in Steps of 1 GHz 

When the same input is shifted by 1 GHz, interesting behaviour can be seen. First, all of the lower 

amplitude curves (except the final one) have at least a single repetition. This means that after the 

filter profile was shifted by 1 GHz and uploaded again, the result was exactly the same as the 

previous. The lower curves are generally repeated 4 or 5 times. It is clear that a 1 GHz shift does 

not simply shift the entire curve by 1 GHz. The other result of these 1 GHz shifts are the 6 curves 
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that have the higher amplitude. Not only do these curves have a higher amplitude than the others, 

they also have a larger bandwidth.  

 

Figure 15: Two Different Measured Filter Bandwidths – Set Bandwidth of 11 GHz 

Figure 15 shows the difference between two measured filter outputs. Both filters have the same 

WaveShaper profile with a shift; the red curve input is the black curve input shifted by 2 GHz. The 

curve has a larger amplitude and has a 3-dB bandwidth that is 1.5 GHz larger. The larger amplitude 

outputs occur less often, and are not repeated like the lower amplitude ones. They also occur in 

pairs, however the spacing between pairs is not consistent. To see the behaviour of larger bandwidth 

filters shifted by 1 GHz, the bandwidth was increased to 21 GHz. 
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Figure 16: WaveShaper Set to 21 GHz Bandwidth Shifted in Steps of 1 GHz 

With the bandwidth increased to 21 GHz, the measured WaveShaper responses appear to be more 

regular and uniform. The larger amplitude curves that occurred with the 11 GHz bandwidth case 

cannot be seen. However, looking more closely at the measured results, we can see that there are 

still two different bandwidths for the measured WaveShaper responses. 
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Figure 17: Two Different Measured Filter Bandwidths – Set Bandwidth of 21 GHz 

 Figure 17 shows the two different measured WaveShaper bandwidths when the bandwidth is set 

to 21 GHz. The measured bandwidths are ~23 GHz and ~27 GHz, a difference of 4 GHz. Again, 

the WaveShaper inputs are the same except for a shift. 

To test whether these results were anticipated by Finisar, the same set of inputs were run through 

the WaveShaper modelling software. First the case with a 11 GHz bandwidth was modeled. 
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Figure 18: Modeled WaveShaper Output - 11 GHz Bandwidth Shifted by 1 GHz 

The WaveShaper modeled result in Figure 18 resembles the measured result in Figure 14. The main 

difference is that the larger amplitude, wider bandwidth outputs are now more regularly occurring, 

rather than appearing in pairs like in Figure 14. Again, the lower amplitude curves are repeated, 

however it is not clearly visible due to the identical outputs from the model. Next the 21 GHz 

bandwidth case was modeled. 
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Figure 19: Modeled WaveShaper Output - 21 GHz Bandwidth Shifted by 1 GHz 

Figure 19 shows a similar result as Figure 16 for the 21 GHz bandwidth case. While the larger 

amplitude and wider bandwidth curves are not pronounced as in Figure 18, they are still clearly 

differentiated from the lower amplitude outputs. Again, there are repetitions that are not visible due 

to the traces being exactly on top of each other. 

Aside from some minor differences, the modeled and measured results all showed similar 

behaviour. Both the measured and modeled results include two different curves: one output close 

to the defined bandwidth, and another output with a larger amplitude and wider bandwidth. Since 
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the model predicts the behavior of the physical device, the results must be as intended. However, 

it is unintuitive that simply shifting the input by1 GHz would result in a different output.  The only 

explanation is that there is some sort of processing happening on the input at a lower level than 

what is available to the user of the device. While the input is allowed a 1 GHz resolution, internally 

the resolution seems to be closer to 5 GHz which would explain both the repetitions and the larger 

bandwidth results. When a shift is performed inside the internal resolution of the WaveShaper, the 

filter output is either identically the same, or the next internal bin is partially involved and the 

bandwidth is increased. Since the binning behaviour can be seen in both the modelled and measured 

results, it is safe to say that this behaviour was a consequence of inevitable limitations in 

technology. 

3.1.5 Repeatability 

The optimization and testing process relies on pre-calculating and saving the optimal WaveShaper 

profile so that it can be used with the WaveLogic 3 real-time receiver at a later time. As such, it is 

very important for the WaveShaper to be able to reliably reproduce an identical filter profile every 

time that filter profile is uploaded. It is also important for the WaveShaper to not have a “memory” 

of previous filter profiles and to produce an identical filter profile regardless of what was uploaded 

previously. To test this, an arbitrary Super-Gaussian filter profile was uploaded to the WaveShaper 

and scanned with the OVA. This filter profile was then saved as a baseline. For 1000 more trials, 

the same filter shape was uploaded and scanned, followed by five random complete band stop filters 

of differing attenuations. The random band stop filters ensure that the history, or the filter profile 

uploaded immediately prior to the desired profile, has no effect on the performance on the 

WaveShaper and is different for each test. 



 

44 

 

 

 

Figure 20: 1000 OVA Scans of WaveShaper 

In Figure 20, the slight changes in the WaveShaper measured profile over the 1000 trials can be 

seen in the thinness of the curve. The change is more pronounced in the passband as compared to 

the slope, however the overall change over 1000 trials is very small and can be explained by the 

imperfect measurement device. After 1000 trials, it is well established that the WaveShaper reliably 

193.97 193.98 193.99 194.00 194.01 194.02

-15

-10

-5

In
s
e

rt
io

n
 L

o
s
s
 (

d
B

)

Frequency (THz)



 

45 

 

reproduces a given filter shape. The maximum MSE between the first trial and any following trial 

was found to be 0.01 dB, showing that any deviation from the first scanned filter shape was 

negligible. This means that a filter profile must only be optimized once before it can be used 

repeatedly in the future. Optimization can thus be done prior to the experiment as the optimization 

process can be time intensive. 

3.1.6 WaveShaper Only Optimization 

While the WaveShaper allows attenuation and phase to be specified on a 1 GHz grid, the output 

does not exactly match the input and there is room to selectively modify the input. The method of 

specifying the desired filter shape as the input to the WaveShaper will be referred to as the feed-

forward method. While the feed-forward method produces a similar filter shape to the input while 

being limited by the device hardware, improvements can still be made. The purpose of the 

optimization is to minimize the MSE between the desired output and the realized output. Given a 

desired filter profile, the optimization routine makes small changes to the input of the WaveShaper 

in order to produce an output that is closest to the desired filter profile. The optimization toolbox 

in MATLAB has optimization algorithms that are used to carry out this process. The set of variables 

to be optimized are a block of the WaveShaper attenuation profile (about 50 GHz) which will be 

changed during the optimization process. Using one of two optimization algorithms, the 

optimization process seeks to minimize an objective function. 

The objective function produces an output that the optimization process seeks to minimize. The 

output of the objective function is simply a scalar value, in this case it’s the MSE between the 

generated filter profile and the filter profile that has just been measured by the OVA. The objective 

function first receives the latest “code” block from the optimization function, which in this case 

corresponds to an attenuation profile for the WaveShaper. Each iteration of the optimization 

function changes this code block slightly, depending on the algorithm used. The code block is 

inserted into a blank WaveShaper profile, which is uploaded to the WaveShaper. The result is 
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scanned, normalized, and then compared to the desired filter response to calculate the MSE. It is 

important for the frequency spacing to be the same in order to compare the two filter profiles. To 

achieve this, interpolation is done to change the desired filter profile’s frequency spacing to match 

that of the Luna OVA measurements. While this is the most straightforward way to calculate the 

MSE, the objective function can also be changed to give emphasis to certain parts of the two filters. 

For example, the function could add an emphasis to the parts of the filter with an insertion loss less 

than 3 dB, putting more weight on correctly optimizing the passband. By multiplying the calculated 

squared error in this segment by a factor greater than 1, changes to the code block that reduce the 

error in this segment will do more to reduce the MSE than in any other segment of the filter. The 

idea is that by doing this, the optimization algorithm will improve on performance in this area at 

the expense of other sections such as the skirts of the filter since the emphasized area is “worth” 

more. This can be used to choose which section of the desired filter is most important to replicate. 

The final output is the WaveShaper profile that minimizes the MSE between the desired filter 

profile and the measured filter profile, as well as the MSE value. 

The optimization process was tested with two different MATLAB algorithms: patternsearch and 

Fmincon. Both were tested with multiple scenarios with and without emphasis. The results can be 

seen in Figure 21. 
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Figure 21: MSE Results for Different Optimization Methods 

Figure 21 shows that Pattern Search is clearly the better optimization algorithm for this type of 

problem. While it is not shown in the figure, the Fmincon result without emphasis is the same as 

the result with emphasis. While the gradient-based Fmincon is a more sophisticated algorithm than 

Pattern Search, it is not well suited to this optimization problem. There is no equation to be 

minimized, and the minimum of the objective function is not well defined. There are an infinite 

number of ways to get the same final output MSE and no way to tell when the best result has been 

reached. Also, as outlined in 3.1.4, the output of the WaveShaper is not completely predictable, 

with not all inputs having an expected output. This does not work well with the Fmincon 

optimization algorithm, resulting in poor performance compared to even the feedforward method. 
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Pattern search, on the other hand, is not an “intelligent” algorithm. The pattern search begins at the 

initial set of points, x0, which in this case is the desired filter profile. The algorithm then polls points 

a set distance away from the starting point. If the measured MSE is lower than the original, the 

polling is deemed successful, otherwise it is deemed unsuccessful. If the polling is successful, the 

active point is then moved to the successful point and polling is continued. If none of the polled 

points produce a lower MSE, the step size is reduced and polling is done again. This continues until 

the minimum step size is reached, then the algorithm moves on to the next point to be optimized. 

While this method is not perfect, the guess and test algorithm is better suited to this optimization, 

which can be seen from the results in Figure 21. The downside to the pattern search algorithm is 

the number of objective function calls that must be made over the course of the optimization 

process. Each function call requires a new filter to be uploaded to the WaveShaper and a scan to be 

done using the Luna OVA, which takes about 10 seconds. Performing the optimization process on 

a single filter can take thousands of these function calls, meaning that there is a considerable time 

requirement. Increasing the width of the filter also increases the number of optimization variables, 

further increasing the number of function calls required to complete an optimization. Finally, the 

large number of Luna scans required to complete an optimization using this method leads to 

software errors. After several trials, it was found that after around 5000 scans in one process 

(limited time between each scan) the software that controls the Luna will crash, causing MATLAB 

to crash. This crash is not mitigated by increasing the amount of time between scans, and the 

process was tested on a more modern computer to ensure that the problem is not with the computer 

hardware. Unfortunately, the newer Luna software does not support the device that is currently in 

the laboratory, and thus the optimization process is limited to what results can be best produced in 

around 5000 scans. The results of a pattern search optimization process can be seen in Figure 22. 
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Figure 22: Original WaveShaper Input Compared to WaveShaper Input Optimized for 

Lowest MSE 

Figure 22 shows the difference between the starting WaveShaper input and the final optimized 

result. In this case, the starting input is also the desired filter output. The final optimized result does 

not look much like the desired filter output; there are many jagged edges that don’t follow the 

desired curve, and the behavior at the edges is strange.  From this figure, one can see how the 

pattern search algorithm works. For each point, representing 1 GHz of the filter, the attenuation is 

increased or decreased to produce the lowest MSE. Near the center, some points remain unchanged. 

This is the result of unsuccessful polling; the attenuation was changed with an ever-decreasing step 
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size but at no point did the changes reduce the MSE so the point stayed at its original attenuation 

value. Due to the way that the WaveShaper processes the inputs, these jagged edges do not show 

up in the final measurement and the measured result always has a smooth Gaussian shape regardless 

of how jagged the input is. This effect was seen earlier with the narrow width inputs, but the same 

effects occur over a much wider scale in this case. The result of these sharp changes is a slight 

change in bandwidth or the roll-off of the measured filter. This can be seen in the following Figure 

23.  

 

Figure 23: Measured Result Before and After Optimization Compared to Desired Filter 

Profile 
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In Figure 23 we can see the measured result of the inputs seen in Figure 22. The two methods are 

compared: the feed forward result from simply using the desired filter profile as the input, and the 

optimized result for lowest MSE. The resulting improvement is not drastic, as the optimization 

process pulls in the lower frequency corner to reduce the MSE. In this case, the largest amount of 

error from the feed forward method occurs as a result of the difference below the 3-dB point on the 

lower frequency side. Since the desired filter slope is so steep, there is a significant amount of error 

between the feed forward filter and the desired filter as they begin to deviate due to the limitations 

of the WaveShaper. The optimization reduces this by reducing the bandwidth of the filter and thus 

reducing the significant amount of error that occurs there. While the error above the 10-dB point is 

greater with the optimized case, the overall error is lower. Finally, one can see that the resulting 

filter slope is quite similar for both the feed-forward filter and the optimized filter. While the 

optimization process can reduce the MSE by changing the bandwidth, it cannot increase the 

maximum slope. 

Since the WaveShaper API has a modelling capability for any given input profile, it is worth going 

through the optimization process using the modelling software as well. The process is the same as 

with the physical WaveShaper, with the only difference being that the measured result from the 

input comes from the modelling software. It was found that the model is more accurate near the 

extremes of the WaveShaper device, e.g. when the filter has a small bandwidth or a steep roll-off. 

Some modelled results can be seen in Figure 24. 
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Figure 24: Modeled WaveShaper Result Compared to Luna Scan of WaveShaper Profile 

for a 5 dB/6 GHz slope 

In Figure 24, the modeled WaveShaper result is compared to the measured WaveShaper result for 

the same input. The modeled result closely resembles the input, however the WaveShaper is not 

capable of producing the gradual slope that the input dictates. The measured WaveShaper response 

is instead sharper than both the model and the input. The model does not take into account that 

once the roll-off portion of the filter begins the WaveShaper cannot control the steepness. Thus, 

the model is a better predictor of the device performance when the roll-off is near the maximum 

that the WaveShaper can produce.  
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Figure 25: Modeled WaveShaper Result Compared to Luna Scan of WaveShaper Profile 

for a 10dB/1GHz slope 

When given a much steeper slope, closer to the limit of what the WaveShaper is capable of such as 

in Figure 25, the modeled result and the measured result are quite similar. Some caution is then 

required when using the model to ensure that the results are realistic and able to be ported to the 

physical WaveShaper. However, since the filters that are to be optimized are steeper than the roll-

off limit of the WaveShaper, it is likely that the models will be close to the actual WaveShaper 

performance.  
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Optimization using the OVA and physical WaveShaper device is preferable because it is the most 

realistic representation of the filter profile on the WaveShaper, however there is a tradeoff. Because 

each cost function evaluation requires an OVA scan, the time for a function evaluation is about 10 

seconds. This means that a typical optimization process can take up to 8 hours, not to mention the 

software limitations that were mentioned earlier. When a profile is uploaded to be modeled the 

process is nearly instantaneous, so when simulated a typical optimization is between 18 and 25 

minutes, allowing several filter optimizations to be done in a day. Given a steep input, the simulated 

result and the experimental result become quite similar. 

 

Figure 26: Experimental vs. Simulated Optimization Results 

In Figure 26, the results of a simulated and experimental optimization are compared. For the 

simulated result the optimization process is done offline using the WaveShaper model, and then 

the final result is uploaded to a physical WaveShaper and measured. For the experimental result, 
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the whole optimization process is done using the Luna OVA and the WaveShaper. As can be seen 

in Figure 26, the results are very similar for this case. There are minor differences between the 

simulated and experimental optimizations, however when compared to the ideal profile they can 

be seen as equivalent. While it may seem like it is a good idea to always opt for using the model 

first, this process is complicated with the addition of the Yenista filter in the next section. 

3.2 Yenista Bandpass Filter Characterization 

The Yenista bandpass filter is the backbone of the filter replication part of this project, and thus it 

is important to fully characterize the filter. The first step in characterizing the filter was to perform 

a full scan with the OVA. From this, we are able to see the amplitude and phase characteristics of 

the filter as a function of frequency. The results are shown in Figure 27. 
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Figure 27: Insertion Loss and Chromatic Dispersion of Yenista Bandpass Filter 

Figure 27 shows the overall insertion loss profile of the Yenista bandpass filter, as well as the 

chromatic dispersion over the same frequency range. The dispersion is 0 for the entire range of the 

passband, only changing when the insertion loss is at 37.5 dB. Because of this, it can safely be said 

that the phase response of the filter will have little to no effect on the signal passing through it. 
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3.2.1 Micrometer Measurements 

The filter is manually adjusted with two micrometers. While the user manual gives an approximate 

micrometer setting to filter bandwidth, this is just the nominal result and not necessarily accurate 

to any individual filter. The next step was to measure the linearity in bandwidth adjustment. Since 

the center frequency of the filter is to remain fixed for the duration of all trials, it is less important 

that the center frequency is linearly adjustable and more important that the center frequency is 

stable. The micrometers have dimensionless integer values that can be read off of the chart. Each 

full rotation of the bandwidth micrometer knob changes the value by 0.250, and there are gradation 

markings corresponding to 0.005 on this scale. Over the full range of the bandwidth micrometer, a 

measurement scan with the OVA was taken at every 0.025 marking and the 3-dB bandwidth was 

calculated. To calculate the bandwidth, first the insertion loss data was normalized such that the 

minimum insertion loss was 0 dB (which usually occurred at or near the center of the filter). Then, 

the upper and lower 3-dB frequencies are calculated using the MATLAB fsolve function and a 

cubic interpolated representation of the measured response. The 3-dB bandwidth is calculated as 

the difference between the upper and lower 3-dB frequencies, and the center frequency is defined 

as the point between the upper and lower 3-dB frequencies. 
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Figure 28: Coarse Micrometer Measurement Results 

As can be seen in Figure 28, the relation between the micrometer setting and the measured 3-dB 

bandwidth is linear down to near the lowest bandwidth setting.  As the Yenista reaches its minimum 

bandwidth, the linear curve flattens out, with each rotation of the micrometer reducing the 

bandwidth by a smaller amount. However, this bandwidth level is well below the 3-dB bandwidth 

that will be used for experimentation, with the desired bandwidth being around the 9 setting on the 

micrometer. Over the estimated usage range (around the 30 GHz bandwidth point), measurements 

were taken at every 0.005 gradation to ensure the results were linear on a smaller scale. From this, 

the 3dB bandwidth was again calculated for each measurement, and the resulting 3-dB bandwidth 

was plotted against the dimensionless micrometer value.  
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Figure 29: Fine Micrometer Measurement Results 

From Figure 29, one can see that the bandwidth adjustments are linear over the desired bandwidth 

range. At this point, the filter was set up for the first attempt at optimization. 

3.2.2 Bandwidth and Center Frequency Drift 

Through the process of automation, the MSE between the desired generated filter and the measured 

filter was measured at both the start and end of optimization. It was noticed that after the 

optimization process, which took several hours, the final MSE was significantly higher than the 

starting value (i.e., 17 dB vs 3 dB). Looking at the measured results it was not obvious what was 

happening, because each scan is a snapshot in time and each measured filter profile looked more 

or less correct on its own. An experiment was set up where a measurement scan was taken every 5 

minutes over 5 days to see how the filter changed over time. After the experiment was complete, 

the center frequency and 3 dB bandwidth were calculated for each scan and the result was plotted 

over time.  
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Figure 30: Yenista Bandwidth Measurements Over Time - No Temperature Control 

As can be seen in Figure 30, the bandwidth has a variance of around 0.15 GHz (150 MHz) with a 

mean of around 30.125 GHz. The change in bandwidth does not follow any sort of pattern, and has 

a random, noise-like appearance.  
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Figure 31: Yenista Center Frequency Measured Over Time No Temperature Control 

In contrast to the noise-like results seen in Figure 30, the center frequency change over time in 

Figure 31 appears to follow some outside phenomena. The center frequency falls significantly in 

the first four hours before rising rapidly again then slowly increasing over the next 16 hours. The 

center frequency shifted nearly 4 GHz peak to peak throughout the duration of the test, more than 
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enough to cause the strange MSE results seen in the first optimization test. It was expected that the 

changes in the center frequency were due to the changing environment in the lab. To reduce this 

center frequency shift, the filter was placed in a temperature controlled thermal enclosure to isolate 

it from temperature variation and air flow in the lab. Since the filter is passive, it doesn’t generate 

heat and thus can be put in an enclosure without cooling. This enclosure was a simple commercial 

Coleman brand plastic cooler that was sealed shut except for cabling running through a drainage 

port. To keep a constant temperature, a temperature controller was used with a resistive heater. The 

system was set to keep the temperature 2o C above the ambient temperature in the lab, so that the 

heating and heat loss of the enclosure reached an equilibrium where the temperature was constant. 



 

63 

 

 

Figure 32: Yenista Bandwidth Measured Over Time Temperature Controlled 

In Figure 32, the change in bandwidth over time still has the same shape that it did without the 

temperature control, however now the bandwidth variation has been reduced to around 0.06 GHz, 

or 60 MHz, less than half of the previous value.  
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Figure 33: Center Frequency Over Time of Temperature and Vibration Controlled Yenista 

Filter 

In Figure 33, it can be seen that after this change, the drift was reduced to 0.125 GHz, a fraction of 

its original value. However, the drift has not been eliminated completely and still does not appear 

to be a random process like the bandwidth change over time. The center frequency still appears like 

it is following an outside phenomenon. To ensure that it was not the result of the test equipment 

used, another experiment was set up using a different measurement device. 

The next experimental set-up was the Agilent 81600B Continuous Wave laser set to a wavelength 

of 1544.800 nm and an output power of 1 dBm. After the filter, the output was split with a 90/10 

optical splitter. One end of the splitter was connected to a power meter to measure the received 

power, and the other was connected to a WaveMeter to accurately measure the wavelength of the 

laser.  
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Figure 34: Experimental Setup with CW Laser 

This laser was set to be on the slope of the filter, such that any center frequency variation in the 

filter would change the received power in the power meter. The WaveMeter was used to ensure 

that the wavelength of the tunable laser did not change from the set wavelength, as that would skew 

the measured results. 
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Figure 35: Measured Insertion Loss and Wavelength Over Time – Agilent 816000B 

Figure 35 shows the change in both insertion loss and wavelength over time. The wavelength is 

nearly constant, only varying between 1544.7998 nm and 1544.8000 nm over the 27-hour trial, 

while the measured insertion loss varies similarly to what was seen previously. The WaveMeter 

has specifications of an accuracy of ±0.0002 nm at 1000 nm, making these high precision results 

reasonable. While the metric that is being measured is different (insertion loss vs. center frequency), 

they both relate to the same phenomenon. Since the roll-off of the filter is 500dB/nm from -3 to -

40 dB, any small change in the center frequency will result in a change in measured power (change 
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of 1 pm or 0.125 GHz on center frequency results in a change of 0.5 dB in measured power). Over 

the course of two days, a drift of 0.5 dB was measured, equating to a center frequency shift of 0.125 

GHz, the same as what was measured using the Luna OVA. This produces further evidence that 

the Yenista filter is the source of the center frequency shift and not the measurement equipment.  

Even in a temperature controlled, vibration-isolated container, there is a minimum level of drift in 

the center frequency of the filter that simply cannot be avoided. The equipment options in the 

laboratory have been exhausted trying to determine the cause of the drift. Whether this is due to the 

micrometer or internal reflection is unknown, but it is something that has to be considered when 

trying to optimize the filter. However, now that the center frequency shift has been reduced down 

to 0.125 GHz, the optimization can be performed with a minimal loss of quality.  

3.2.3 Simulated Yenista Fitting 

The Yenista bandpass filter is fixed throughout the optimization process, and thus it is important 

that the filter be set to an optimal bandwidth and center frequency for the set of filters to be 

replicated. To determine the optimal bandwidth and center frequency setting for the Yenista filter, 

a model of the filter was produced in MATLAB. To determine the best fit, a Super-Gaussian shape 

was chosen to model the Yenista filter. The order of the Super-Gaussian function was changed in 

increments of 0.01 from 2 to 6 in order to determine which shape matched the Yenista filter closest. 

At each Super-Gaussian order the bandwidth and center frequency were swept to find the minimum 

MSE. It was found that a Super-Gaussian filter with an order of 3.13 minimized the MSE between 

the model and the measured Yenista filter. The Yenista filter has a bandwidth of 36.94 GHz and a 

center frequency of 194.0700 THz, while the model has a bandwidth of 40.12 GHz and a center 

frequency of 194.0476 THz. 
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Figure 36: Comparison of Measured Yenista Filter and Lowest MSE SG Approximation 

Since the Yenista filter is slightly asymmetric, no symmetric generated filter will be able to 

perfectly match it. However, the asymmetry is very minor and the Super-Gaussian shape shown in 

Figure 36 is close enough for the purpose of finding an optimal bandwidth and center frequency. 

With a set of 100 generated filters, three separate methods were tested for finding the optimal 

setting for the model to minimize MSE between the two:  
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2.  Matching the bandwidth and center frequency of the model to the calculated center 

frequency and bandwidth of each concatenation of 10 filters 

3.  Sweeping the bandwidth and center frequency to find the lowest MSE between the model 

and each concatenation of 10 filters   

For each method, the MSE was calculated between the modeled Yenista filter and one hundred 

generated filters, each generated as per section 3.0.1. The random center frequency offset produces 

a varying final filter bandwidth for the concatenated filter. The results for each method can be seen 

in Figure 37. 

 

Figure 37: MSE Comparison of the Three Optimal Setting Methods for 100 Generated 

Filters 
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Figure 37 shows the MSE calculated for each of the three methods for each of the 100 generated 

filters. As expected, the optimized bandwidth and center frequency for lowest MSE method 

produced the closest matching. The MSE from this method is significantly lower than the other two 

methods, surprisingly much better than the matched bandwidth and center frequency case. Looking 

at the cause of this, it was found in general that setting the bandwidth to be slightly less than the 

actual bandwidth of the generated filter provided the best results with the lowest MSE. Below, the 

optimized bandwidth and center frequencies are compared. 

 

Figure 38:  Comparison of Generated Filter Bandwidth and Optimized Filter Bandwidth 
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Looking at Figure 38, there is quite a distinct difference between the generated filter bandwidth 

and the bandwidth that produces the lowest MSE. While the variance of the generated filter 

bandwidth is around 0.9 GHz, the variance of the optimized bandwidth is much smaller at around 

0.2 GHz. The bandwidth for the optimized case is also just over 1 GHz smaller than the generated 

filter bandwidth. 

 

Figure 39: Comparison of Generated Filter Center Frequency and Optimized Filter Center 

Frequency 

The comparison of the generated filter casecade and optimized model center frequencies in Figure 
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For all 100 sets of concatenations, there is very little difference between the optimized center 

frequency and the center frequency of the generated filter cascade. This means that for the 

optimization process the center frequency can be matched to that of the generated filter cascade 

while the bandwidth is reduced by a set amount. 

The bandwidth reduction is effective at minimizing the MSE because the largest amount of MSE 

is accumulated at the outside edges of the filters: while a corner might be off by 0.5 dB, the skirts 

of the filter can differ by 10 dB or more if the filters are not well matched, which has a significant 

effect on the MSE. This occurs because the roll-off of the concatenated generated filter cascade is 

steeper than that of the Yenista filter or Yenista model. Reducing the overall bandwidth of the 

model slightly increases the error at the corners, but drastically reduces the error at the skirts. This 

improvement can be seen whether the reduction is done on a filter by filter basis, or if it is done 

based on the average characteristics of all of the filters. Testing was then done to determine the 

ideal amount of bandwidth reduction for each case. It was found that reducing the bandwidth by 

1.53 GHz from the average filter bandwidth resulted in the best performance for the average case, 

and reducing the bandwidth by 1.17 GHz from the actual filter bandwidth resulted in the best 

performance for the filter by filter case. This same reduction was applied to all of the filters in the 

matched case. 
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Figure 40: Comparison of MSE of Average Bandwidth Case Before and After Bandwidth 

Reduction by 1.53 GHz 

Figure 40 shows the effect that reducing the bandwidth has on the average bandwidth case. For 

each filter, the MSE was reduced, however it was more effective in some cases than others. The 

three large spikes in MSE correspond to points where the center frequency of the generated filter 

is significantly higher or lower than the average value. Since the average center frequency of all of 

the generated filters is used as the center frequency for the model in this case, those three outliers 

have an unavoidable MSE that is larger than the others. Still, the benefits of reducing the bandwidth 

can be seen.  
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Figure 41: Comparison of MSE of Matched Bandwidth Case Before and After Bandwidth 

Reduction by 1.17 GHz 

Figure 41 shows the contrast between the two methods. With the matched center frequency and 

matched (reduced) bandwidth, there are no large peaks in the MSE and the variation is quite low. 

The after-reduction curve is very similar to that of the optimized for lowest MSE case. It is quite 

clear that the reduction in bandwidth has a significant effect on the reduction of MSE for both the 

average bandwidth/center frequency case and the matched bandwidth/center frequency case. As 

expected, the performance in the matched case is significantly better than the average case. 
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Matching the bandwidth and center frequency ensures that there is a much lower variance between 

the maximum and minimum MSE values. While in the average case the MSE was reduced for each 

filter, there are still some cases where the MSE is high due to a large mismatch between the 

bandwidths or center frequencies. Finally, a comparison of the three methods is shown, this time 

with the bandwidth reduction. 

 

 

 

Figure 42: Comparison of the Three Optimization Methods after Bandwidth Reduction 
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In Figure 42, the matched, average and optimized cases are plotted together after the flat bandwidth 

reduction for the matched and average cases. After the bandwidth reduction, the matched and 

optimized cases are very similar. In some cases, the MSE result for the two cases is the same, but 

as expected there is no scenario where the matched case is better than the optimized one. The MSE 

for the average case is much higher than the other two. 

Since the real Yenista filter is manually adjustable, the only realistic method for implementation in 

a system is for the filter to be set based on the average characteristics of the generated filters. It is 

not feasible to change the bandwidth or center frequency of the Yenista filter for each generated 

filter, especially since that requires opening the cooler and breaking the temperature control setup. 

Because of the amount of temperature-related drift, it is nearly impossible to set the bandwidth or 

center frequency to an exact desired value. Each change also requires waiting until the system gets 

back up to temperature, making this a time-consuming procedure that doesn’t have the level of 

accuracy required to be truly effective. However, knowing that setting the Yenista bandwidth ~ 1 

GHz less than the average bandwidth of all of the generated filters reduces the over MSE is valuable 

knowledge that will be applied to the optimization process. 

3.3 WaveShaper and Yenista Bandpass Filter Optimization Process 

The full optimization process for filter replication involves three pieces of equipment: the Luna 

OVA, the Finisar WaveShaper and the Yenista bandpass filter. The Yenista filter is fixed, with the 

bandwidth and center frequency being determined ahead of time. There are two different scenarios 

to be optimized: the case with bandwidth and center frequency shifts, and the case with just 

passband impairments. Although the goal of minimizing the MSE between the generated filter and 

the measured filter is the same for both cases, each method has a different optimization 

methodology.  
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3.3.1 Bandwidth Narrowing and Center Frequency Shift 

For the bandwidth narrowing and center frequency shift case, the setting of the center frequency 

and bandwidth on the Yenista filter are important. The bandwidth of the filter is set to be 

approximately 1.5 GHz below that of the mean 3-dB bandwidth of the generated filters, as this 

value was determined to reduce the MSE in the previous section. The center frequency is set to 

around 194 THz, however the absolute center frequency is not important to this part of the process. 

The signal output of the OVA is connected to the Yenista filter, which is then connected to the 

WaveShaper before coming back to the signal input of the OVA. 

In the optimization code, first the .mat file of the generated filters is loaded into MATLAB. These 

filters have varying bandwidths and center frequency offsets that are random with a Gaussian 

distribution and a standard deviation of 1 GHz. They are based around a center frequency of 0, 

which is why the absolute center frequency of the Yenista filter is not important. Before the 

optimization process, the WaveShaper is set to Transmit All mode and the filter profile of the 

Yenista filter is scanned with the OVA. The measured profile is normalized to have the bandpass 

portion of the filter set at an attenuation of 0 dB before calculating the center frequency and 3-dB 

bandwidth. For the purpose of this measurement, the center frequency is defined as the halfway 

point between the upper and lower 3-dB points. The generated filter is then shifted to the calculated 

center frequency of the Yenista filter. This gives the generated filter a reasonable center frequency 

without changing the amount of center frequency offset that results from the generated filter 

concatenation. This is done for two reasons: one, it is difficult to set the center frequency of the 

Yenista filter to the level of accuracy required to reliably emulate these filters, and two, there is a 

slight amount of center frequency shift over time as mentioned previously. While the center 

frequency may be more or less constant over the course of a single filter optimization, if several 

are arranged to be optimized sequentially then it is likely that the center frequency change would 
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change over the course of the process. Because of those two reasons, it is more reliable to simply 

measure the center frequency before starting the optimization process of each filter and adjust the 

center frequency of the generated filter accordingly. In a more realistic application, an 

electronically adjustable version of the Yenista filter could be used to ensure that the filter center 

frequency is kept constant. After the center frequency is added to the generated filter, the frequency 

component is interpolated to the same frequency spacing as the Luna OVA measurements, around 

0.330 GHz. This is done so that the generated filter and the measured results from the OVA can be 

compared and the MSE calculated. Since both filter profiles are a set of discrete samples, having 

the same frequency resolution means that the error for each sample can be calculated for the MSE. 

After interpolation, the tails of the generated filter are trimmed such that it has a minimum 

attenuation of -30 dB. This level of -30 dB is chosen because it is easily measured with the OVA. 

After trimming, the starting and ending frequencies of the trimmed generated filter are used to trim 

the measured filter to the same frequency width. Since the measured and generated filters have 

different slopes, the measured filter isn’t necessarily trimmed to the -30 dB point. Because the 

generated filter has a very steep roll-off, the measured filter is usually cut off at a level around -25 

dB.  

At this point, both the generated and measured filters have been trimmed to the desired cut-off 

values. Knowing that the result of cascading two filters is simply the multiplication of the two 

frequency responses, the multiplication of the WaveShaper filter and the Yenista filter will ideally 

produce the generated filter. The generated filter and the measured Yenista filter are known and 

fixed, so it follows that the ideal WaveShaper filter would be the division of the two.  

 

𝐻𝑂𝑢𝑡𝑝𝑢𝑡(𝑓) = 𝐻𝑊𝑎𝑣𝑒𝑆ℎ𝑎𝑝𝑒𝑟(𝑓) ∗ 𝐻𝑌𝑒𝑛𝑖𝑠𝑡𝑎(𝑓) (3-12) 
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𝐻𝑊𝑎𝑣𝑒𝑆ℎ𝑎𝑝𝑒𝑟(𝑓) =
𝐻𝑂𝑢𝑡𝑝𝑢𝑡(𝑓)

𝐻𝑌𝑒𝑛𝑖𝑠𝑡𝑎(𝑓)
 

 

(3-13) 

To perform this division, first the filters are converted from their current logarithmic form to a 

linear representation. After the filters are converted to a linear representation, the generated filter 

(or HOutput) is divided by the measured Yenista filter to create a “division filter”.  

 

Figure 43: Measured Yenista Filter and Generated Filter in Linear Form 

The division filter is checked to ensure that there are no unreasonably large values or Not a Number 

(NaN) values before being converted back to logarithmic. 

194.02 194.04 194.06 194.08

0

10

20

30

40

50

60

70

80

90

100

 T
ra

n
s
m

is
s
io

n
 (

%
)

 Yenista Filter

 Generated Filter

Frequency (THz)



 

80 

 

After the ideal division filter is created, the filter is then interpolated to a 1 GHz frequency 

resolution for use with the WaveShaper. The custom .wsp files that are uploaded to the WaveShaper 

are a representation of the attenuation of the filter over the entire 5 THz. Since the focal point is 

only around 40 GHz, this small section is inserted into an otherwise blank WaveShaper profile by 

matching the starting and ending frequencies to the relevant location on the blank .wsp file, then 

replacing the attenuation values. This profile is then uploaded to the WaveShaper. The upper and 

lower bounds for the WaveShaper attenuation are set for the optimization based on this division 

filter and the known attenuation limits of the WaveShaper device (no attenuations less than 0 dB 

or greater than 60 dB). To reduce the bounds further, bounds are given that are ± 5 dB from the 

division filter up to minimum attenuation of 0 dB.  

 

Figure 44: Upper and Lower Bounds of Attenuation for Optimization 
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Since the level of attenuation from the WaveShaper does have an effect on the MSE, reducing the 

bounds from the 0-60 dB limits of the WaveShaper attenuation reduces the number of function 

calls required for the optimization. For the optimization, the desired focal point is the generated 

filter trimmed to 30 dB, and the initial upload to the WaveShaper (“code initial”) is the division 

filter. As determined in section 3.1.6, the best optimization algorithm for this type of problem is 

pattern search, so that method is used again for this optimization.  

3.3.1.1 Objective Function 

The objective function has input arguments of the trimmed desired filter, the “code” block and the 

logarithmic division filter. The code block represents the section of the WaveShaper attenuation 

profile that is being optimized, the division filter provides the starting and ending frequency to be 

used with the WaveShaper, and the trimmed desired filter is used for calculating the MSE. The 

output of the objective function is a scalar value, which is the MSE between the scanned filter 

profile and the desired filter profile. First, the start and ending frequencies are taken from the 

division filter, since only about 40 GHz of the entire 5 THz WaveShaper block is being changed. 

Then, the attenuation values from the optimized code (same length as the divison filter) are inserted 

into a blank WaveShaper profile in that position. The code represents the set of variables to be 

optimized. This profile is then uploaded to the WaveShaper and scanned with the OVA. The 

measured attenuation is then normalized and reduced to the same frequency range as the desired 

filter profile, after which the MSE is calculated and the function returns the value. This process is 

repeated until the MSE is minimized.    

3.3.2 Passband Impairment  

The goal of the passband impairment optimization is still minimized MSE between the generated 

and measured results, however the process is distinctly different from that of the bandwidth and 

center frequency shift case. For the bandpass impairments, the impairments are generated 

separately from any filter profile. They do not follow a Super-Gaussian shape, and instead are just 



 

82 

 

a product of the amount of slope and ripple specified for each specific impairment. When the 

impairment is realized with the WaveShaper and combined with the Yenista bandpass filter, the 

overall result is a Super-Gaussian filter with passband impairments. As a result of this, the 

optimization task is completely dependent on the WaveShaper, however the Yenista filter is left in 

the experimental system so that measurements with the WaveLogic 3 can be taken immediately 

after the optimization process is complete for each filter. Performing the real-time tests immediately 

after the optimization ensures that the amount of center frequency drift from the Yenista filter is 

minimized. 

At the beginning of the process, the impairments are generated according to the following 

equations: 

𝑀𝑀𝑎𝑥  =  5 ∗ 10−12 ∗ (75/𝐵𝑤) (3-14) 

 

𝑀𝑀𝑖𝑛 = −5 ∗ 10−12 ∗ (75/𝐵𝑤) (3-15) 

 

𝑆𝑎 = (𝑀𝑀𝑎𝑥 − 𝑀𝑀𝑖𝑛).∗ 𝑟𝑎𝑛𝑑 + 𝑀𝑀𝑖𝑛 (3-16) 

 

 
𝑆𝑙𝑜𝑝𝑒(𝑓)  =  𝑓 ∗ 𝑆𝑎  − 0.1 (3-17) 

 
 
 

𝑅𝑎  =  (0.03 −  0.005).∗ 𝑟𝑎𝑛𝑑 +  0.005 (3-18) 

 
 

 

𝜙𝑜𝑓𝑓𝑠𝑒𝑡 =  𝑟𝑎𝑛𝑑.∗ 2𝜋 (3-19) 

 

 

𝑅𝑖𝑝𝑝𝑙𝑒(𝑓)  =  𝑅𝑎 ∗ 𝑠𝑖𝑛(
2𝜋𝑓

𝑅𝑓

 + 𝜙𝑜𝑓𝑓𝑠𝑒𝑡)  +  (1 − 𝑅𝑎) 
(3-20) 
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𝑅𝑓 = 50.27 𝐺𝐻𝑧 (3-21) 

 
 

𝐻(𝑓) =  1 ∗ 𝑅𝑖𝑝𝑝𝑙𝑒(𝑓) ∗ 𝑆𝑙𝑜𝑝𝑒(𝑓) (3-22) 

 

The final output is H(f), a combination of ripple and slope with a width of 75 GHz, or stretching 

from -37.5 GHz to +37.5 GHz. This width was chosen as it is significantly wider than the Yenista 

bandpass filter, such that the corners of the bandpass filter are provided by the Yenista filter and 

there are no artifacts caused by the edges of the generated passband impairments. MMax and MMin 

are the maximum and minimum slope allowed, respectively. They are scaled by a scaling factor, 

Bw, which is the 3-dB bandwidth of the Yenista filter in GHz. This ensures that the passband 

impairment slope produces the same maximum and minimum attenuation regardless of the 

bandwidth of the filter it is applied to. The scaling value of 5x10-12 is chosen because it gives a 

maximum attenuation of 0.35 dB over the passband impairment bandwidth. For a typical 

impairment, the maximum attenuation is around 0.18 dB. The amplitude of the slope, 𝑆𝑎, is 

uniformly distributed between MMax and MMin. The final slope transfer function has a y-intercept of 

– 0.1. The phase offset of the ripple, 𝜙𝑜𝑓𝑓𝑠𝑒𝑡, is uniformly distributed between 0 and 2π. Finally, the 

ripple is given by a sine curve with a period of 𝑅𝑓 = 50.27 GHz, a uniformly distributed amplitude 

of 𝑅𝑎, and an attenuation offset of (1-𝑅𝑎) from the value of 1 to ensure that the impairments are 

within the scope of the WaveShaper. 

 The same random number generator seed is used to ensure that the impairments are the same in 

each trial. After the impairment is generated, a blank WaveShaper profile is uploaded and the 

resulting filter profile is scanned. The measured response is normalized so that the minimum 

attenuation is 0 dB by adding the absolute value of the minimum attenuation value to all measured 

values. This normalization value is stored so that it can be used inside the objective function.  

After creation, the filter is interpolated to both a 1 GHz grid and a 0.333 GHz grid to match the 

WaveShaper and Luna OVA frequency spacing respectively. The filter is then reduced in size to 
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match the 3-dB frequency of the measured Yenista filter bandwidth. This is done to both reduce 

the number of variables to be optimized and to ensure that only the passband is affected.  Since the 

filter is valued less than zero and the WaveShaper only takes values of zero or greater, the absolute 

value of the generated impairment is given as the initial code. The desired filter response used for 

MSE calculations is the 0.333 GHz frequency grid interpolation of the generated filter. 

3.3.2.1 Objective Function 

The objective function for the passband impairment optimization is different from the bandwidth 

and center frequency shift case as it measures both the impaired and unimpaired result in each 

function call. The objective function has input arguments of the “code block”, the trimmed desired 

impairment profile with 0.33 GHz resolution, the trimmed desired impairment profile with 1 GHz 

resolution and the normalization factor. The filter profile with 1 GHz resolution is used to determine 

the starting and ending frequency for the code block to be uploaded to the WaveShaper. First, a 

blank WaveShaper profile is uploaded to the WaveShaper and the resulting filter profile is scanned. 

This is the unimpaired Yenista profile with the insertion loss that comes with the system, and is 

normalized using the passed normalization factor that was determined in the previous section. Then, 

the optimized code block is uploaded to the WaveShaper and the resulting filter with impairment 

is scanned. The difference between the impaired and the unimpaired filter profiles is the effect that 

the WaveShaper has on the overall filter profile, which is then saved as the WaveShaper 

impairment. The WaveShaper impairment is then reduced in size to that of the original generated 

impairment using the starting and ending frequencies from the passed desired impairment profile. 

Finally, the MSE between the measured profile and the desired profile is calculated. This process 

is repeated until the MSE is minimized. 

3.4 WaveShaper and Yenista Bandpass Filter Optimization Results 

The optimization process was performed for two different filter replication scenarios: one with 

bandwidth narrowing due to center frequency shifts in the filter generation, and one with passband 
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impairments due to slope and ripple in the passband. Both scenarios are applicable to realistic 

networks and both have unique challenges with their implementation. With the bandwidth 

narrowing case, producing a slope steep enough to replicate ten concatenations of a 4th order Super-

Gaussian filter is difficult, even with two filters. The results of the optimization are also highly 

dependent on the absolute center frequency of the Yenista filter being as accurate as possible with 

limited drift. 

The optimization process for the passband impairments depends on taking the difference between 

the Yenista filter and the combination WaveShaper + Yenista filter, so any large changes between 

the two can cause unexpected results. A sudden shift in center frequency could lead to a large spike 

in the difference between the two results, throwing off the optimization process. This effect is 

minimized by the fact that the measurements are taken in pairs, with one measurement occurring 

only seconds after the previous. Since the center frequency drift with the Yenista occurs slowly 

over time, it is unlikely that there will be a substantial difference between two measurements unless 

some sort of contact is made with the thermal enclosure.   

3.4.1 Bandwidth Narrowing and Center Frequency Shifts 

The optimization process was performed for 10 randomly generated filters, each with differing 

center frequency offsets and bandwidths. The comparison of the before and after MSE of the 10 

optimizations can be seen in Figure 45. 
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Figure 45: Pre and Post Optimization MSE for a select 10 SG 10 concatenations 

It can be seen from Figure 45 that the bandwidth narrowing and center frequency shift optimization 

is more effective in some situations than others. While in one case there is a significant 

improvement (filter #6), generally the improvement is small. There are two cases where the MSE 

is increased by the optimization process (filters #2 and 5), and one where there is no change (filter 

#7). Looking at the measured results for the best and worst cases, the nature of the improvement 

can be seen. 
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Figure 46: Comparison of Desired Filter Profile, Yenista Filter and Optimized Result for 

Best MSE Improvement Case 

Figure 46 shows the Yenista filter and optimized result compared to the desired filter profile. The 

maximum slope of the WaveShaper can be seen before the skirt around the -22.5 dB point on the 

lower frequency side, after which the optimized result curve and the Yenista only curve become 

aligned. The effect of the WaveShaper optimization can be seen in the lower frequency corner as 

the bandwidth of the filter is slightly reduced to reduce the large amount of error that cumulates 

due to the steepness of the filter. By reducing the bandwidth slightly, the point where the measured 

result crosses the desired filter profile changes from around -0.5 dB to around -7.5 dB. In general, 
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there is little error accumulated before this crossing point, so lowering the crossing point drastically 

reduces the MSE. The crossing point then becomes the same as the high frequency side, which has 

little change during the optimization. While the MSE is reduced significantly in this case, looking 

at the measured result does not give the impression of a significant improvement. There is no 

technology currently available that can accurately produce an arbitrary filter profile, especially 

since the result of concatenations is a filter with a very sharp roll-off. A slight improvement is all 

that is possible in most cases, but even a small improvement is a step in the right direction. 

 

Figure 47: Comparison of Desired Filter Profile, Yenista Filter and Optimized Result for 

Least MSE Improvement Case 
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Figure 47 shows the worst performance case where the MSE is increased by around 0.5 dB. In this 

case, the desired filter profile bandwidth is wider than the Yenista bandwidth setting. As mentioned 

in section 3.2.3, the lowest MSE case is when the Yenista bandwidth is slightly smaller than the 

bandwidth of the concatenated filter response. The starting MSE in this case is the lowest of all 

trials, so there is already limited room for improvement. Looking at the optimized result, the 

bandwidth narrowing from the WaveShaper can be seen in the corners of the filter. However, this 

change in bandwidth doesn’t change the crossing point, so MSE is not reduced at the skirts because 

of it. Instead, the only result of the bandwidth narrowing from the WaveShaper is to increase the 

accumulation of MSE above the crossing point and in the passband. The result is a slightly higher 

MSE than the starting value.  

3.4.2 Passband Impairment 

The optimization process was performed for 10 randomly generated passband impairments, each 

with differing slopes and ripple amplitudes. The comparison of the before and after MSE of the 10 

optimizations can be seen in Figure 48. 
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Figure 48:  Pre and Post Optimization MSE for a select 10 Passband Impairments 

Comparing Figure 48 to Figure 45, we can see that the optimization process is much more effective 

for passband impairments than it is for center frequency shifts and bandwidth reduction. In Figure 

45 there were cases where the optimization process resulted in little improvement or even a slightly 

worse performance. This is not the case in Figure 48, where a significant improvement is seen for 

every filter. While the pre-optimization MSE varies from 0.365 to 1.64, the post-optimization MSE 
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is a reduction of MSE to 33% of its original value. The largest improvement can be seen in Figure 

49. 

 

 

 

Figure 49: Desired Passband Impairment Profile Compared to Measured Results Before 

and After Optimization – Largest Improvement 

Figure 49 shows the pre and post optimization measured results compared to the desired passband 

impairment profile for filter 4, the filter with the largest reduction in MSE. Looking at the 
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lower frequency side the filter rolls off too early, leading to a significant gap between the 

193.68 193.70 193.72

1

2

3

4

5

 FeedForward

 Desired Profile

After Optimization

M
S

E
 (

d
B

)

Frequency (THz)



 

92 

 

feedforward result and the desired profile. After optimization, the roll off point has been pushed to 

a lower frequency, reducing the MSE significantly in this area. On the higher frequency side, the 

second peak in the feedforward case is almost equal to the first peak, not accounting for the slope 

of the desired profile. This has been fixed in the optimized case, with the second peak being much 

lower and following the slope of the desired profile. While the post optimization case does not 

match the desired profile exactly and the peaks are slightly off, there is still a significant 

improvement over the feedforward case. 

 

Figure 50:  Desired Passband Impairment Profile Compared to Measured Results Before 

and After Optimization – Smallest Improvement 
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Figure 50 shows the smallest absolute reduction in MSE from the optimization process. Looking 

at the feedforward curve, it provides a rough approximation of the desired profile with two general 

peaks and a similar overall width, rolling off slightly early at both the low frequency and high 

frequency sides. There is very little reduction in the center to correspond with the ripple in the 

desired profile. The main MSE accumulation points are due to the early roll-off at the edges. After 

optimization, the measured result has a much more distinct double peak with a valley in the center. 

The peak on the low frequency side is slightly too high, however this is necessary to match more 

closely in the valley. Even though the absolute reduction in MSE is the smallest, the end result post 

optimization characterizes the shape of the desired profile much better than the feedforward case. 

Overall, the optimization process is effective for reproducing passband impairments. For every 

filter tested, a significant improvement can be seen over the feedforward case. Compared to the 

bandwidth narrowing and center frequency shift cases, the difference between the measured filter 

and the desired filter is much lower due to the lack of large slopes that rapidly increase the MSE. 

The WaveShaper is more suited to producing small changes in the passband rather than changing 

the overall slope of the filter. 

The tradeoff for closer matching to the desired passband impairment profile is the time that it takes 

for the optimization process. The time to perform the optimization for 10 filters was around 3 days, 

approximately 8 hours per filter. By the end, 20,600 Luna scans had been performed. While there 

are definite improvements to using the optimization process, it may not be worth it due to the time 

it takes when the feedforward method can realize many more filters in the same amount of time. 

The usefulness depends on whether the goal is to produce specific passband impairments as closely 

as possible or to get an approximate measure of the performance of a system when affected by 

passband impairments. 
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3.4.3 Conclusions 

The performance of optical equipment is improving all the time. With the equipment that is 

currently available, some filters are able to be replicated accurately while others still prove to be 

elusive. For the bandwidth narrowing and center frequency shift case, the optimization process had 

a small net benefit on reducing the MSE as compared to the feedforward case. At worst it was 

ineffective, having little change on the MSE. For the time that it takes, the optimization process 

cannot guarantee an improvement, so until programmable filters have improved the process is 

likely not worth the time. 

On the other hand, the passband impairment optimization was quite effective. For every filter 

tested, there was a significant reduction in MSE and the post-optimization measured result more 

closely represented the desired passband impairment when compared to the feedforward case. 

While the optimization process does take a long time, the effectiveness in this scenario means that 

it may be worth it. The feedforward method can be used to test a system with a large number of 

passband impairments, however this can mostly be done from a statistical point of view as 

compared to closely replicating any specific passband impairment. This statistical approach is 

covered extensively in Chapter 5, and can also be an effective way to characterize a real-time 

transceiver. The statistical method is also summarized in [33], showing a small subset of the 

measurements shown in Chapter 5. Ideally, both methods would be used together for completeness. 

The methodology outlined in the chapter can continue to be used as technology improves. Over 

time, measurements will become more accurate and programmable filters will become closer to 

ideal. This process will simply become more effective as technology improves.  
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Chapter 4 

Results: Bandwidth Narrowing and Center Frequency Shift 

Filter impairments resulting from the concatenation of filters can fall into two categories, 

bandwidth narrowing and passband impairments. Bandwidth narrowing always results from filter 

concatenation if the filter responses are not perfectly rectangular, and the effects are exacerbated 

by any center frequency offsets of the concatenated filters. As mentioned in the filter generation 

section of Chapter 3, the 3-dB frequency of two concatenated identical filters is the same as the 1.5 

dB frequency of the filters being concatenated. Furthering this, the 3-dB frequency of N identical 

concatenated filters is the same as the 
3

𝑁
 dB frequency of any single filter. From this, it is easy to 

tell that a filter shape that is more peaked will have a larger reduction in bandwidth when 

concatenated as compared to a filter that is flatter and more rectangular. When the center 

frequencies of two concatenated filters have slight offsets, the combination of the two filters will 

have an even lower bandwidth than the concatenation of filter responses with no center frequency 

offsets. All of these factors serve to reduce the amount of signal power that reaches the receiver, 

and distort the signal  as the high frequency content is removed. Passband impairments, such as a 

ripple or slope in the passband, are also magnified by the concatenation process and will be covered 

in the next chapter. This chapter will cover the methodology and results of both simulated and 

experimental measurements of the effects of bandwidth narrowing and center frequency shifting 

on a transmitted signal. 

4.1 Full-System Simulation Setup 

To explore the effects of filter bandwidth narrowing and center frequency shifting, a full system 

simulation was set up to be used alongside real-time measurements from the WaveLogic 3 

transceiver. The simulation is run through MATLAB, using an open-source optical toolbox called 

Optilux developed by Paolo Serena from the University of Parma [34]. This toolbox, along with 
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custom MATLAB code, contains everything required for full-system simulations from transmitter 

to receiver for a wide variety of system configurations. Since the purpose of the simulation is to be 

as similar to the experimental setup as possible, the parameters of the simulation were set to match 

the WL3 transceiver real-time mode and experimental setup when possible. For a second simulation 

case, a lower Baud rate system was simulated as one that could potentially be used with a flexible 

grid. The WL3 transceiver real-time setup has a few differences from a lower Baud rate coherent 

system. For a 100 Gbit/s payload, this coherent system would operate at 32 GBaud for DP-QPSK, 

giving a total data rate of 128 Gbit/s. This leaves 28% in overhead for Forward Error Correction 

(FEC) and protocol to get the desired 100 Gb/s data rate. The transmitted signal is pulse-shaped 

using Root Raised Cosine (RRC) pulse shaping, with a roll-off of 0.1. For a 32GBaud signal this 

results in a total signal bandwidth of 35.2 GHz. Typically, flexible bandwidth systems (i.e., not the 

50/100GHz grid) operate with a 12.5 GHz resolution, which means that 37.5 GHz is a realistic filter 

bandwidth for metro applications and allows direct parallels to be drawn between this research and 

equipment in a realistic communication network.  

Conversely, the WL3 transceiver setup for real-time processing operates at 35 GBaud, giving a 

total data rate of 140 Gbit/s. The payload is still 100 Gbit/s, which leaves a FEC and protocol 

overhead of 40%. This is a larger FEC overhead and thus a higher required bitrate, but the tradeoff 

is that this allows a lower quality signal to be corrected without error. For the pulse-shaping, a RRC 

pulse shape is used with a roll-off factor of 0.14, which brings the total signal bandwidth of 39.9 

GHz. This signal was not intended for a flexible bandwidth system: the bandwidth is larger than 

the possible flexible grid channel bandwidth of 37.5 GHz, but also significantly smaller than the 

established 50 GHz grid. Using a 50 GHz grid, it would take an unreasonable number of filter 

concatenations to reduce the filter bandwidth enough to produce signal distortion.  Therefore, 

instead of trying to fit the higher bandwidth into 12.5 GHz resolution channels, the filter values 

will be scaled by 39.9/35.2 to get a comparative result relative to the signal bandwidth. This means 
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that the 37.5 GHz channel bandwidth now corresponds to 42.5 GHz, which is larger than the total 

signal bandwidth and a good starting point for testing.  

The results produced in the first simulation will approximate a lower Baud rate system, whereas 

results produced in the second simulation will be closer to what is expected from the WL3 

transceiver and the following experimental testing. 

The largest difference between the simulation and experimental setup is one that cannot be 

reconciled. The DSP used in the WL3 transceiver is proprietary and unable to be accessed. There 

is no possibility for adjusting algorithms, or if there is it is performed autonomously rather than 

manually. Because of this, it is impossible to determine the specifics of what exactly is being 

performed on the received data, and thus it is not feasible to simulate the performance of the WL3 

transceiver accurately. While all other parameters in the simulation are best matched to the 

experimental setup, the difference in DSP will produce different results. It is expected that 

simulation and experimental results would differ more than simulations using different DSP 

algorithms, as simulations rarely reflect the parallelization required in practice. Thus, the 

simulations will be used more as a tool to outline the trends that will be seen in experiment, rather 

than to predict the performance of the real-time receiver. Simulations are ideal and neglect the 

practical imperfections of high speed systems that affect performance. 

4.2 WaveLogic 3 Experimental Setup 

Next, the filter concatenation results will be tested in a system with a real-time receiver using the 

Ciena WaveLogic 3 transceiver. Since all of the processing is done in real-time, it allows us to 

analyze the effects that filter concatenation would have on a commercial system. This differs from 

most other experiments as they typically use sample values of the received signal and perform 

offline processing on the signal. This means that more processing power and time is available for 

DSP and thus the results are more ideal. The real-time system does not have the luxury of unlimited 

time and processing power, and thus tradeoffs are required to ensure the high data throughput. For 
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this experiment, offline processing would be very time consuming; the evaluation being performed 

is taking advantage of the real-time processing and practically is required as the experiments would 

not be feasible to perform with offline processing. The backbone of the experiment is the Ciena 

WaveLogic 3 transmitter and receiver. When used in real-time mode, the amount of control is 

limited at both the transmitter and receiver. At the transmitter the launch power, center frequency 

(single channel on ITU grid) and signal constellation can be chosen. The center wavelength is set 

to 1547.7 nm, with a launch power of 0 dBm. This is the default launch power for the transmitter, 

which is not changed throughout the experiment. The transmitted signal is a RRC pulse-shaped 

with a roll-off factor of 0.14.  

 

 

Figure 51: WaveLogic 3 Experimental Setup without Switches 

The transmitted signal then reaches a JDS Uniphase SB Series optical switch that is set up as a 

“user” switch. This allows the WL3 signal to be switched between multiple users in the laboratory. 

After this switch, the signal passes through an IPG Photonics EAD-200-C3-W-25 Erbium Doped 

Fiber Amplifier (EDFA) to make up for the insertion loss of the WaveShaper and Yenista bandpass 

filter. The EDFA is set to a current of 0.66A, corresponding to a gain of 14.62 dB. The power of 

the system is adjusted solely by the EDFA, the transmitted power from the transmitter is not 

adjusted. In order to find the optimal EDFA power, the current of the EDFA was adjusted in 0.01 
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A increments from 0.50 A to 0.75 A. For each setting the Pre-FEC BER was measured from the 

receiver and plotted against the EDFA current. From this, the optimal current was found to be 0.66 

A. Above this point, additional power from the EDFA increases the BER as it saturates the receiver 

with too large of a signal. The EDFA is set up at this point in the experiment so that it doesn’t affect 

the measurement of the filters by the Luna OVA, and so that the Amplified Spontaneous Emission 

(ASE) noise from the EDFA can be partially filtered before the receiver. 

After the EDFA, the signal passes through another JDS Uniphase SB series optical switch. This 

switch toggles the Yenista BPF and WaveShaper cascade between two inputs: the Luna OVA input 

and the WaveLogic 3 transceiver input. This switch makes it possible to transition from a filter 

optimization process to BER testing using a fully automated process. 

After the signal passes through the WaveShaper and Yenista BPF, it comes to a third switch, which 

again switches between the Luna OVA and the WaveLogic 3 transceiver. With the Luna setting 

enabled, the signal goes back to the Luna OVA to measure the filter cascade characteristics. With 

the WaveLogic 3 transceiver setting enabled, the transmitted signal then connects to a SIFAM 

50/50 optical combiner where broadband noise can be added to adjust the OSNR for BER testing 

purposes. The noise addition section consists of three pieces of equipment: a JDS Uniphase BBS 

Broadband Source, an IPG EDFA and a JDS Uniphase HA1 Optical Attenuator. The broadband 

source produces a flat level of ASE noise across a wide band, simulating noise that would be 

typically added through multiple EDFAs in a real system. The power density of the noise source is 

small since the signal is broadband, so an EDFA is used to amplify the broadband signal. The 

EDFA was operated in the Automatic Current Control mode, with the current constant at 0.71 A. 

There is a finite step size of 0.01 A when changing the current or gain of the EDFA, and because 

of this the ability to precisely tune noise levels is achieved by adding  a Variable Optical Attenuator, 

as the last stage before the 50/50 coupler. This allows the amount of noise to be adjusted down to 
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a resolution of 0.01 dB, and also adds the option of completely blocking the noise from the 

broadband source. The OSNR of the system can be changed quickly by changing the attenuation. 

After the combiner, the signal enters another Yenista bandpass filter with a passband bandwidth of 

approximately 75 GHz, significantly wider than the signal spectrum. The purpose of the second 

bandpass filter is to reject out-of-band ASE noise and improve the accuracy of the OSNR 

measurement from the Agilent 86146B Optical Spectrum Analyzer (OSA). Since the OSA 

interpolates the noise level at the center of the signal spectrum to make the OSNR measurement, 

having a flat noise spectrum makes the interpolation trivial. The Yenista filter was chosen for this 

purpose because it has a very flat bandpass response, unlike thin-film bandpass filters that were 

tested for this purpose. Since the filter response is significantly wider than both the signal spectrum 

and the filters under test, it will not have a large effect on the signal other than the insertion loss 

which is compensated through amplification. After the Yenista filter, the signal enters a SIFAM 

90/10 splitter, with 90% of the signal going to the WaveLogic 3 receiver and 10% of the signal 

going to the OSA. The OSA is used to measure the OSNR at the receiver and to ensure the signal 

spectrum is as expected. To measure the OSNR, a two-pass tool on the OSA is used. First, a wide 

resolution bandwidth (1 nm) scan is performed to determine the total signal power across the entire 

spectrum. Then, a narrow bandwidth resolution pass (0.1 nm) is performed so that the noise power 

in 0.1 nm bandwidth can be interpolated at the signal center frequency. The OSNR is then 

automatically calculated by the OSA. At the receiver, Pre-FEC BER can be measured over any 

time interval using the real-time receiver. The entire system is controlled by a single PC using a 

combination of Ethernet, GPIB and USB connections which are operated through MATLAB.  

4.3 35 GBaud Simulation Results 

To see the effects of bandwidth narrowing and center frequency shifts on the BER, simulations 

were performed over a range of bandwidth and center frequency offset values. The center frequency 

offset was changed from -4 GHz to 4 GHz in 0.5 GHz increments. For each of these center 
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frequency offset values, the final filter bandwidth was swept from 28.61 GHz to 39.60 GHz in steps 

of around 0.9 GHz. As described in previous sections, the filters that were used were actually a 

concatenation of 10 4th order Super-Gaussian filters. The “final filter bandwidth” refers to the 

bandwidth after concatenation, where the bandwidth of each individual filter in the concatenation 

will be larger than the final filter bandwidth. The actual values are 28.61 GHz, 29.53 GHz, 30.44 

GHz, 31.36 GHz, 32.27 GHz, 33.19 GHz, 34.11 GHz, 35.02 GHz, 35.93 GHz, 36.85 GHz, 37.77 

GHz, 38.68 GHz, and 39.60 GHz. The values are irregular due to the way that the filters are 

generated. With filter concatenation and center frequency shift, it is very difficult to produce an 

integer final filter bandwidth, so the resulting bandwidths are not integer values. However, the exact 

value of the filter bandwidth is not as important as having measurements spaced by approximately 

1 GHz. 

A simulation was run for each center frequency offset and bandwidth value. In the simulations, the 

signal is attenuated to have the same received power as the WL3 transceiver before noise is added 

at the receiver to change the OSNR.  

Simulation parameters: 

• Back to back (0 m of fiber) 

• 0 dBm launch power 

• Root Raised Cosine pulse shape with roll-off of 0.10 or 0.14 

• EDFA noise figure 5 dB 

Inside the filtering function: 

• Scale power to -1.0 dBm 

• EDFA provides 13.62 dB of gain 

• Signal is filtered by concatenated filter (10 concatenations, 4th order Super-Gaussian) – 

OPTFILTER Optilux function 

• Received power is scaled to -9.136 dBm 
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After the filter: 

• Noise loading before receiver 

In the receiver: 

• Matched filtering 

• Compensation for quadrature imbalance [35] 

• Re-sampling to two samples per symbol 

• Frequency domain equalization for chromatic dispersion 

• Clock recovery using digital square and filter technique [36] 

• Fixed CMA adaptive equalizer [37] 

• Carrier frequency recovery using Morelli frequency offset estimation algorithm [38] 

• Carrier phase recovery using pre-decision phase noise estimation [39] [40] 

• Symbol decisions 

Table 1: Parameters for offline DSP algorithms 

Algorithm Parameter Value 

Dispersion Compensation Method 

Number of taps 

Frequency Domain 

181 

Adaptive Equalizer Method 

Convergence parameters 

Number of taps 

Number of iterations 

CMA 

1.2 x 10-4 

15 

6 

Carrier Phase Recovery Block Lengths 16 

 

The OSNR was swept from 6 dB up to 35 dB to ensure that the required OSNR for a BER of 10-3 

could be interpolated from the simulated values. While a 35 dB OSNR is much larger than what is 

required for a wide filter with 0 offset, having the large range of OSNR ensures that it will work 

for all offset and bandwidth values.  
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Figure 52: Required OSNR for BER = 1x10-3 vs.  Filter Bandwidth for Varying Center 

Frequency Offset – 35GBaud 

In Figure 52, each curve represents a bandwidth sweep at a certain center frequency offset. The 

curves appear in pairs, as there is a positive and negative offset of the same magnitude. There is a 

significant trend of increased ROSNR with reduced bandwidth. This is the expected result, and 

there are two main factors that result in the reduced performance. First, as the filter bandwidth is 

reduced, less of the signal energy reaches the receiver. The high frequency portion of the spectrum 

is lost, causing signal distortion. As the frequency response of the filter becomes narrower, the time 

domain response becomes wider. This process induces ISI in the transmitted signal as it passes 
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through the filter, further reducing the quality of the signal and introducing bit errors. The curves 

appear to be paired together, which is due to the symmetry of the center frequency offsets. The 

range of the center frequency offsets is from -4 GHz to +4 GHz. As a result, the -4 GHz and +4 

GHz offsets produce similar results, as well as the -3.5 GHz and +3.5 GHz offsets and so on. The 

offset of zero results in the lowest required OSNR at all bandwidth values, which is to be expected 

as the filter is matched to the center frequency of the transmitted signal.  

It can also be seen that the effect of the center frequency offset is much larger at narrower 

bandwidths compared to wider ones. When the bandwidth is 39.60 GHz, the difference in required 

OSNR between the largest center frequency offset and the smallest offset is only 0.45 dB. However, 

at a bandwidth of 29.53 GHz this difference becomes nearly 10 dB. The total bandwidth of the 

signal from the WL3 transceiver is 39.9 GHz, almost the same as the bandwidth of the widest filter. 

When the widest filter is shifted by 4 GHz, only a small portion of the signal energy will be lost 

due to the center frequency offset and the signal distortion that accompanies it will be minor. On 

the other hand, when the filter bandwidth is 29.53 GHz it is already 26% too narrow for the 

transmitted signal and shifting it by 4 GHz means that an even larger portion of the already small 

amount of transmitted energy is lost, and the signal distortion as a result will be much larger.  

For the narrowest bandwidth 28.61 GHz filter, a BER of 10-3 was not achievable for the ± 4 GHz 

center frequency offset cases. Even when the OSNR was raised to 50 dB, the BER did not fall 

below 10-3, showing that regardless of how noise free the signal is entering the filter, the reduction 

of signal energy and signal distortion will produce a bit error floor. 
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Figure 53: Required OSNR for BER = 1x10-3 vs. Center Frequency Offset for Varying Filter 

Bandwidth - 35 GBaud 

In Figure 53, each curve represents one bandwidth setting where the center frequency offset is 

changed from -4 GHz to 4 GHz. The result is a series of stacked U shaped curves with each curve 

having its minimum required OSNR occur at a center frequency offset of 0 GHz or 0.5 GHz. The 

center frequency offset is determined by the generation of the filters, as each has a fixed center 

frequency offset and the center frequency of the system is fixed and constant. The same trends that 

were seen in Figure 52 can now be seen in a different representation. The curve with the steepest 

sides occurs at the lowest bandwidth, as expected. The ROSNR climbs exponentially when the 
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offset is greater than ± 2 GHz. As the bandwidth of the filter is increased, the U-shaped curves 

become less pronounced, becoming nearly a flat line at a bandwidth of 39.60 GHz. This is because 

at the largest bandwidth setting, the filter only results in a penalty of around 0.5 dB even at the 

largest center frequency offset. In practice, a penalty of 1 dB is significant, and a penalty of 2 dB 

will significantly reduce the reach of an optical network. At the lowest bandwidth level, the results 

are not symmetrical around the 0 frequency offset point, likely because the DSP parameters are not 

well optimized for the distortion that results from narrow filtering. As the bandwidth increases, the 

curves become more symmetrical. Looking at the curves at a center frequency offset of zero, it is 

easy to see the effects of bandwidth narrowing without the additional impairment of center 

frequency offset. From the widest bandwidth to the narrowest, the penalty without center frequency 

offset is around 7 dB.  
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Figure 54: BER vs OSNR Curves for Best and Worst Case 35 GBaud Simulation 

Figure 54 shows the BER vs OSNR curves for the best and worst case 35 GBaud simulations. The 

blue curve shows the result with the widest filter bandwidth and zero center frequency offset. As 

the OSNR increases, the BER falls rapidly, with no measured bit errors within the simulation with 

an OSNR greater than 17 dB. This is quite similar to an ideal BER vs OSNR curve, and there is no 

error floor. The red curve shows the result with the narrowest filter and the largest center frequency 

offset. The jaggedness in the simulated results is attributed to cycle slips, a result of erroneous 

phase estimation in the DSP. This could possibly be resolved with better optimized parameters in 

the simulation. In contrast to the more ideal curve, the red curve flattens out and never reaches a 

BER of 1x10-3. There is no level of OSNR for which the BER will be below 1x10-3, and an error 
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floor is induced in the simulation through narrow filtering. The FEC threshold for the WL3 

transceiver is also shown on the plot, a BER of 0.034. Both simulation cases easily reach this BER 

threshold, which is the advantage of using a higher overhead FEC encoding. 

4.4 32 GBaud Simulation Results 

The same simulation was carried out with a symbol rate of 32 GBaud and a filter roll-off factor of 

0.1, resulting in a total signal bandwidth of 35.2 GHz. This is a bandwidth reduction of 4.7 GHz 

from the previous case. All other variables are the same, including the filter bandwidths and the 

center frequency offsets. Again, the OSNR was swept so that the required OSNR for a BER of 

1x10-3 could be interpolated. While the trends will be similar to the 35 GBaud case, the reduced 

signal bandwidth means that the effects of narrow filtering and center frequency shifts will be less 

severe for the same bandwidth values.  
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Figure 55: Required OSNR for BER = 1x10-3 vs. Filter Bandwidth for Varying Center 

Frequency Offset – 32 GBaud 

In Figure 55, the same trends from Figure 52 can be seen, however there are several distinct 

differences that come with the reduced signal bandwidth. At the widest filter bandwidth, there is 

little difference between 0 center frequency offset and ± 4 GHz center frequency offset. With a 

filter bandwidth of 39.6 GHz and a signal bandwidth of 35.2 GHz, even with a center frequency 

shift of 4 GHz there will be minimal signal distortion. There is only about a 0.2 dB difference 

between the highest and lowest ROSNR at a bandwidth of 39.6 GHz, less than half that of the 35 

GBaud case. When the center frequency shift is zero, there is no ROSNR penalty until the 

bandwidth is reduced below 35 GHz, which can be seen by the flat line along the bottom of the 

plot. There is a limited penalty with a center frequency offset of zero, even with the bandwidth 
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reduced to 28.61 GHz. However, adding in center frequency shifts induces a significant penalty, 

which can be seen along the left side of Figure 55. While the penalties are less severe than the 35 

GBaud case, the variation is still quite high with a range of 8 dB between the best and worst cases. 

This can be seen clearly in the following Figure 56. 

 

 

Figure 56: Required OSNR for BER = 1x10-3 vs. Center Frequency Offset for Varying 

Filter Bandwidth - 32 GBaud 

Figure 56 shows a curve for each filter bandwidth over the range of center frequency offset values. 

Again, the shape is similar to that of Figure 53; a series of U shaped curves that flatten out as the 

bandwidth is increased. That being said, there are some distinct differences. First, the bottom three 

curves, corresponding to bandwidths of 39.6 GHz, 38.86 GHz and 37.77 GHz, have no appreciable 

change over the center frequency offset range. In the 35 GBaud case, even the widest bandwidth 

filter had curvature and a penalty due to the center frequency offset. Due to the lower signal 

bandwidth, the 32 GBaud case has a very limited penalty with the wider bandwidths.  
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The curves are also much smoother than the 35 GBaud case, showing a more parabolic shape 

constantly growing from the center frequency offset of zero. The same DSP parameters were used 

for both simulation cases. The curves in the 35 GBaud case have a flatter center portion followed 

by a large increase in the ROSNR at the higher levels of center frequency offset. That being said, 

it is difficult to directly compare the two scenarios because the penalties are so different. They 

should be taken as two separate explorations of the effects of narrow filtering and center frequency 

shifts. 

4.5 WaveLogic 3 Experimental Results 

To test the WaveLogic 3 transceiver’s performance with narrow filtering and center frequency 

shifts, the real-time receiver was used to measure the BER while the center frequency and 

bandwidth of the Yenista filter was swept. While the manually controlled Yenista filter was used 

in chapter 3, for chapters 4 and 5 an XTA-50 Automatic Yenista filter was used. The filter response 

is the same as the manual Yenista filter, it simply has electronics to adjust the bandwidth and center 

frequency. The center frequency is swept from 193.6967 THz to 193.7069 THz, a range of about 

10 GHz. The Yenista filter has a minimum center wavelength steps resolution of 1 pm, allowing 

81 measurements to be taken in the defined range. While the wavelength resolution is 1 pm, the 

accuracy is ± 30 pm, so the center frequency was also measured after each setting using the OVA 

to confirm the center frequency setting. For each frequency offset setting, the filter bandwidth was 

swept from around 28 GHz to 40 GHz in 1 GHz increments. For each bandwidth setting, the OSNR 

was swept from 30 dB down to around 12 dB in 1 dB increments. The BER was measured at each 

OSNR value, with an accumulation time set to 5 seconds. The accumulation time is the amount of 

time over which the bit errors are counted. To reduce the measurement time, the OSNR was started 

at the highest value and reduced after each BER measurement. When the BER is higher than the 

FEC threshold, the measured BER is displayed “-1”. While this doesn’t have a physical meaning 

in terms of BER, it means that the BER cannot be calculated. Since the transmitted symbols aren’t 
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known, the only way to calculate the BER is to successfully recover the transmitted symbols and 

compare them to the received ones. If the BER is above the FEC threshold or the signal distortion 

prevents the decoding from being successful, it is no longer possible to recover the received 

symbols and thus it is not possible to estimate the pre-FEC BER. If the measured BER was -1, 

corresponding to a frame error, the BER could safely be set to -1 for all lower OSNR values. This 

is because the pre-FEC BER or the signal distortion is already greater than what the FEC can 

reliably decode, and thus it can be assumed that the BER will only increase as the noise power is 

increased and OSNR is reduced. After the OSNR was swept, the ROSNR for a BER of 10-3 was 

interpolated. To ensure an accurate result, the ROSNR was only calculated if there were at least 5 

measured BER readings that weren’t frame errors. This prevents an outlier from producing an 

incorrect ROSNR. The center frequency of the WaveLogic 3 transceiver was set to 193.700 THz, 

however since the center frequency setting is not as accurate as with simulation, the ROSNR results 

will be plotted against absolute center frequency instead of center frequency offset. 

In some cases, the filtering results in frame error and thus an immeasurable BER, even with a high 

system OSNR. If a ROSNR is unable to be calculated, that frequency point will be removed and 

can be seen as a blank portion in the curve. As a result, the exact results portrayed are not necessarily 

repeatable, and another set of measurements might show a blank portion in a slightly different 

location. This is the nature of operating very close to the FEC threshold.  
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Figure 57: Required OSNR for BER = 1x10-3 vs. Filter Bandwidth for Varying Center 

Frequency Offset - WaveLogic 3 Measured Results 

Figure 57 shows the ROSNR for a measured BER of 10-3 versus the filter bandwidth for the 

WaveLogic 3 transceiver, with each curve representing a different center frequency offset. With 81 

different center frequencies, there are too many curves to provide a meaningful legend, so the 

curves are meant to show a general trend.  
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Figure 58: Required OSNR for BER = 1x10-3 vs. Filter Bandwidth for Three Select Center 

Frequency Offsets - WaveLogic 3 Measured Results 

Figure 58 shows the required OSNR for BER = 1x10-3 for a case with zero center frequency 

offset, as well as + 4 GHz and – 4 GHz.  

Similar to Figure 52 and Figure 55, the trend is for the required OSNR to increase as the filter 

bandwidth is reduced. Along the bottom are the curves where the center frequency offset is 

minimal. From this we can see that the ROSNR penalty from reducing the bandwidth is minor 

until a bandwidth of around 32 GHz, after which the ROSNR rapidly increases. This 28-32 GHz 

bandwidth region has the steepest slope for all of the center frequency offsets, showing that it is 

the region of most rapid breakdown. With a filter bandwidth of 36 GHz or larger, there are no 

longer significant improvements as the bandwidth is increased. As the center frequency offset is 

increased, the 32-40 GHz range is not as flat, resulting in a significant increase in ROSNR even 
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with a minor reduction in bandwidth. This is expected as the center frequency misalignment 

increases the signal distortion compared to the aligned case. 

Compared to the simulated case, the ROSNR range in the measured case is much more compressed, 

with the minimum value being around 17.5 dB and the maximum value being around 19.7 dB. The 

32 GBaud case has a range of nearly 10 dB, while the measured case has a range of only 2.2 dB. 

Both simulated cases are significantly optimistic, having a minimum ROSNR around 14 dB 

compared to the 17.5 dB of the experimental case. The compression and minimum ROSNR can be 

well explained by the fundamental difference in the signal processing methods used for the 

simulations and the real-time measurements. For the simulations, the signal processing is as close 

as possible to ideal. There is no limitation on the processing time, memory usage or power usage 

as simulations neglect all the component and device limitations in the receiver. For the WaveLogic 

3 transceiver, there are significant limitations as to what the signal processing can compensate for. 

Since the processing must be done in real time, the data has to be processed rapidly, thus giving a 

limit to the amount of time that can be spent on processing. If the signal processing was done offline 

in an ideal manner, similar to the simulation case, the signal degradation may have been mitigated 

enough to result in a measurable BER. This explains the lower maximum ROSNR for the 

WaveLogic 3 measured results – after a certain point the signal processing fails completely and 

increasing the OSNR will not help it. The larger minimum ROSNR is a result of the error floor 

inherent in the modem as compared to the simulations. With a high enough OSNR, the simulated 

results will be error free without a single incorrect bit decision. This is not the case with the WL3 

transceiver, where even at high OSNR there is a minimum level of bit errors that cannot be avoided. 

The WaveLogic 3 transceiver has a pre-FEC BER floor of around 10-7 without any filtering in a 

back to back test. With a 40 GHz filter and no offset, the back to back BER floor is around 5x10-6, 

which increases further to 3.75x10-5 with a narrower 28 GHz filter. In commercial operation, FEC 

is used to correct all of these bit errors, resulting in an error-free output. However, the 

measurements have been done using the pre-FEC BER. As a result of this error floor and the 
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limitations of real-time processing, the minimum ROSNR for the best-case scenario is larger than 

the simulated case. The Agilent OSA also overestimates the OSNR in the low OSNR range due to 

the prescribed measurement procedure. 

 

Figure 59: Required OSNR for BER = 1x10-3 vs. Center Frequency for Varying Filter 

Bandwidth - WaveLogic 3 Measured Result 

In Figure 59, the ROSNR for a BER of 1x10-3 is plotted against the absolute measured center 

frequency of the filter rather than the center frequency offset. The center frequency of the filter is 

measured using the Luna OVA, with the center frequency denoted as the point in the center of the 

two 3-dB frequencies. This is done because there is a slight discrepancy between the set carrier 

frequency of the WL3 signal and the actual carrier frequency, which makes the center frequency 

193.695 193.700 193.705

17

18

19

20

 28.39 GHz

 29.27 GHz

 30.07 GHz

 31.16 GHz

 31.89 GHz

 32.92 GHz

 34.20 GHz

 35.03 GHz

 36.04 GHz

 37.14 GHz

 38.12 GHz

 39.12 GHz

 40.22 GHz

R
e
q

u
ir

e
d

 O
S

N
R

 f
o

r 
B

E
R

 =
 1

x
1

0
-3
 (

d
B

)

Center Frequency (THz)



 

117 

 

offset depiction misleading. Looking at Figure 59 and where the best performance occurs, it appears 

that the center frequency is around 193.701 THz, slightly higher than the set point. Each curve 

represents a different filter bandwidth, from 40.22 GHz to 28.39 GHz. There is a clear trend: all of 

the curves are U shaped with the lowest ROSNR corresponding to the center frequency of the WL3 

transceiver. As the bandwidth is reduced, the curves become steeper as the center frequency is 

changed. Predictably, the lowest bandwidth curve is both the steepest and has the fewest points, as 

after a certain amount of offset from the center frequency the signal degradation is too large for 

BER measurement. A gap can be seen in the 31.16 GHz (blue) curve on the low frequency side due 

to errors that occurred when taking the BER measurement. However, it is easy to see what the 

resulting values would have been without the error.  

The largest reduction in ROSNR is seen when the filter 3-dB bandwidth is increased from 30.07 

GHz to 31.16 GHz. At the center of the curves, the ROSNR falls by 0.25 dB with the increase in 

bandwidth. 

Looking at Figure 59 it is clear that the effect of center frequency shifting is asymmetric. There are 

fewer points on the high frequency side than the low frequency side, especially for the lowest 

bandwidth curves. For the 28.39 GHz curve, the maximum ROSNR reached on the low frequency 

side is 0.6 dB larger than the maximum on the high frequency side. Only the three largest bandwidth 

cases have a ROSNR for all measured center frequency points. This is not as expected, since the 

actual WL3 center frequency is around 193.701 THz. One would expect that the higher frequency 

side would have better performance due to the fact that the offset from the WL3 center frequency 

is lower. When the Yenista center frequency is set higher than the WL3 signal center frequency 

and the bandwidth is set such that there is signal rejection, more of the lower frequency portion of 

the WL3 signal is rejected. This suggests that there is some internal process in the WL3 transceiver 

that is affected more by the reduction in the lower frequency portion of the spectrum. However, 

there are errors in the OVA measurements that are difficult to reconcile due to the level of precision 
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required for this application. It is possible that the results were simply due to combined errors in 

the WL3 carrier frequency, the Yenista center frequency and the OVA measurements. 

The WL3 transmitted spectrum was measured on an Agilent 83453A high resolution spectrometer 

(HRS). 

 

Figure 60: Output Spectrum of WaveLogic 3 Transceiver 

Figure 60 shows the spectrum of the WaveLogic 3 output, measured on a high-resolution 

spectrometer with a resolution of 0.3 pm and 10 averaged measurements. There are no obvious 

anomalies that point to the spectrum being asymmetrical. However, like the OVA, the HRS also 

has measurement error. The previous measurement was the WL3 output spectrum without filtering. 
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By measuring the filtered signal with the HRS and identifying the residual carrier frequency (which 

can be seen in the figure above), the signal spectrum and filter response are captured simultaneously 

reducing the ambiguity between the two measurements. This process is used in chapter 5. Defining 

the center frequency as the center point between the two nulls, the center frequency is calculated at 

193.7 THz ± 1.8 GHz, exactly as expected from Figure 59. The 1.8 GHz figure comes from the 

absolute frequency accuracy metric from the 83453A specifications. However, this does not answer 

the question as to why the ROSNR curves are asymmetrical. It could be a result of the DSP 

implementation inside of the WL3 transceiver.  

As the bandwidth is increased past 31.89 GHz, there is less differentiation between the individual 

curves in Figure 59 around the center frequency of the WL3 transceiver. The best performance at 

the WL3 center frequency is the 36.04 GHz curve, which was also seen in Figure 57. While these 

curves become very similar at the WL3 center frequency, they differ as the center frequency offset 

is increased. As expected, the widest filter bandwidth has the best performance when the center 

frequency offset is large, as it has the least amount of signal distortion when the filter and WL3 

transceiver signal are misaligned. The measured results show the same trends as the simulated 

results, while the actual calculated ROSNR values differ. 
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Figure 61: BER vs OSNR for Simulation and Experimental Results 

Figure 61 shows the BER vs OSNR curve for both the simulated and experimental results. The red 

curve represents the best experimental results with a 40 GHz wide filter and zero center frequency 

offset. The orange curve represents the experimental results with a 28 GHz wide filter and zero 

center frequency offset, which is the worst measured case. With the experimental results, a BER 

larger than 0.04 is not measurable, and simply results in a frame error as it is above the FEC 

threshold. It is not possible to experimentally produce a curve that does not break the BER = 

1x10−3  threshold like the green one, as when the system has that level of impairment the BER is 

5 10 15 20 25 30 35

1E-7

1E-6

1E-5

1E-4

1E-3

0.01

0.1
B

E
R

OSNR (dB)

 BER = 1x10
-3

 BW = 39.60 GHz, Offset = 0 GHz, Sim

 BW = 28.61 GHz, Offset = 4 GHz, Sim 

 BW = 40 GHz, Offset = 0 GHz, Experiment

 BW = 28 GHz, Offset = 0 GHz, Experiment



 

121 

 

simply not measurable. At the limits of impairment, BER will only be measurable at the highest 

levels of OSNR: one might measure a BER of 10-5 at an OSNR of 30, then not have a measurable 

BER for any other value of OSNR. For the two best cases, one can see the distinct difference 

between simulation and experiment. Even with a filter larger than the signal bandwidth, there is an 

error floor that can be seen. In simulation, the system quickly becomes error free as the OSNR is 

increased. 

4.6 Conclusions 

Overall, it is quite clear from both experimental results and simulations that narrow filtering and 

center frequency offsets have a significant effect on the performance of a fiber optic communication 

system, especially one doing real-time processing. The simulation and experimental results show 

the same trends when the transmitted signal is impaired by filter bandwidth narrowing and filter 

center frequency offset. However, the range of ROSNRs for a BER of 10-3 is significantly 

compressed for the experimental case as compared to the simulated cases. The entire range of 

ROSNRs is 2.2 dB for the experimental case, while it is 17.75 dB for the 35 GBaud simulation and 

10.85 dB for the 32 GBaud simulation. This shows the huge discrepancy between the requirements 

for real-time processing and the ideal simulation that ignores device limitations. As can be seen in 

Figure 61, the BER versus OSNR curves of the simulation and experiment are distinctly different. 

In the simulated cases, the required OSNR for the desired bit error rate could almost always be 

reached by increasing the OSNR. For the low bandwidth cases with a large center frequency offset, 

this meant increasing the OSNR up to 30 dB or higher to get to a BER of 10-3, which is not very 

practical. It was possible to get to the desired BER by increasing the OSNR for all but the worst-

case filtering. However, for the experimental case, there are some limitations that aren’t seen in 

simulation. The digital signal acquisition and processing in the WL3 transceiver is limited 

compared to the offline processing that is performed in the simulation. The WL3 transceiver 

processing is designed around size and temperature constraints, as well as the need for real-time 
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processing of a 100 Gb/s signal. The simulations do not have these constraints, and thus the 

performance is extremely optimistic. Because the DSP of the WL3 are proprietary and fixed, it is 

not possible to change the simulation processing to be similar as the specifications of the WL3 

processing. The simulation is meant to confirm the broad trends found with the experiment, rather 

than provide a realistic ROSNR for the given system.  

For the real-time system, the transmitted symbols are not known by the receiver. The only way to 

recover the transmitted symbols to estimate BER is by decoding and correcting the errors in the 

received signal. If the errors can all be corrected, then the pre-FEC BER can be estimated by 

comparing the received symbols with the now-known transmitted ones. The FEC acts on the idea 

that the signal is affected by additive Gaussian noise, not distortion due to filtering. If the errors 

cannot be corrected, either because the BER is above the FEC threshold or because the signal 

distortion is too high, a frame error occurs and the pre-FEC BER cannot be estimated.  The frame 

errors that occur with the real-time receiver produce a unique set of results where the system works 

or does not work without a smooth delineation between the two. This is not a limitation of the WL3 

specifically, but a limitation of not knowing the transmitted symbols and relying on FEC encoding 

to estimate BER. While the maximum OSNR is 30 dB for the experiment, the maximum ROSNR 

is 19.3 dB. After a certain point the FEC can’t handle the signal distortion due to filtering, and 

reducing the amount of noise does nothing to combat that. A center frequency shift of just 1 pm 

from the maximum ROSNR point and the receiver simply does not work regardless of the OSNR 

of the system. A 10 dB increase in OSNR is not enough to produce a reliable BER at that point. 

The lowest filter bandwidth that was tested on the WL3 transceiver was 28.39 GHz, significantly 

lower than the 39 GHz measured bandwidth of the WL3 spectrum. At this filter bandwidth, the 

WL3 transceiver is still able to perform with only about 1.1 dB of OSNR penalty when the center 

frequency of the filter is aligned with the carrier frequency of the WL3 transmitted signal. Even 

with a significant reduction in bandwidth, the receiver is able to perform with only a limited penalty 
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as long as the center frequency offset is low, with the caveat being an increased sensitivity to center 

frequency shifting. However, once the center frequency offset is increased, the performance falls 

off quickly. It only takes an offset of a few GHz with a narrow bandwidth to distort the signal 

enough to surpass the BER threshold. The system is able to perform when the received spectrum is 

still “symmetrical”, meaning that the spectrum is cut off at both sides equally by a centered filter. 

Once the received spectrum is not cut off equally at both sides, the performance is reduced rapidly. 

This shows the significant performance penalties that can result from filter concatenation, as it 

results in both bandwidth narrowing and center frequency shifts. Even in the cases where ROSNR 

is able to be measured, the performance of the system is severely reduced. 
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Chapter 5 

Results: Passband Impairments 

A special thank you to Filipe Matos for performing the measurements used in this chapter, as well 

as refining the experimental setup by adding the centering with the HRS measurement. 

When filters are concatenated, there is always a reduction in the effective bandwidth of the filter, 

but there can also be impairments in the passband that are magnified by the concatenation. For the 

purposes of this project, the passband impairments being explored are ripple and slope across the 

passband. To simulate a random filter, the slope was given a random amplitude – both positive and 

negative slopes are used – and the ripple has a random amplitude, offset and period. To test the 

effects that passband impairments have on a real-time receiver system, concatenations were 

generated as outlined in section 3.3.2. Also, instead of attempting to completely match the 

concatenation result using the optimization process outlined in section 3.3.2.1, the filters were 

realized in a feedforward method to allow the impairments to be exhaustively investigated. The 

overall filter bandwidth was controlled independently from the passband impairments using an 

automatic Yenista bandpass filter. Similar to previous experiments the Yenista filter provided a 

steep-sided filter as a base, while the WaveShaper was used to make adjustments to this base filter 

and to generate the passband impairments. The bandwidth of the Yenista filter was set to seven 

different values for the experimental trials: 31.5 GHz, 32 GHz, 34 GHz, 36 GHz, 38 GHz, 40 GHz 

and 42 GHz. The center frequency was held constant and aligned with the WL3 transceiver for all 

trials. This was done to test the performance of the system for both passband impairments and 

bandwidth narrowing simultaneously. 

5.1 Filter Generation 

The passband impairments are generated on their own, without being a part of a Super-Gaussian 

filter. This is done because the passband impairments are directly uploaded to the WaveShaper in 
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a feedforward manner. It was already established in section 3.1 that the WaveShaper cannot 

accurately reproduce the steepness that results from concatenations of Super-Gaussian filters, so it 

does not make sense to include that in the profile that is uploaded to the WaveShaper as it will 

simply make the result less accurate. The generated passband impairments are also created over a 

much larger frequency bandwidth than the bandwidth of the Yenista filter, spanning from -37.5 

GHz to 37.5 GHz around the center frequency. This is done to ensure that there is no unwanted 

edge behaviour in the measured response of the filter. Outside of the passband the steep roll-off of 

the Yenista filter far outweighs any effect that the WaveShaper will have on the signal.  

There are 4 different variables used to generate the passband impairments: slope amplitude, ripple 

amplitude, ripple phase offset and ripple period. The slope amplitude is defined in units of dB/50 

GHz, and is uniformly distributed between maximum and minimum values, which will vary in the 

experiment. When a slope value is displayed for a measurement, that is the maximum slope value. 

The minimum slope value will be the negative of that. The slope is equally likely to be positive or 

negative. The ripple amplitude is uniformly distributed between a value of 0.005 and the maximum 

ripple amplitude, which also varies by experiment. The ripple phase offset from is uniformly 

distributed between 0 and 2π radians, and does not change throughout the different experiments. 

The ripple phase offset serves to ensure that there are no extreme peaks or valleys caused by all of 

the filter concatenations lining up perfectly. 

Finally, the ripple period is 50.27 GHz for all experiments except those performed in section 5.3.2. 

While the period of a sine wave is usually defined in seconds, because the passband impairments 

are defined in the frequency domain it makes sense to describe the period of the ripple by the 

spectral separation of its peaks, which would be GHz in this case. If the ripple period is too high, 

the WaveShaper will be unable to replicate the filter profile in a feedforward manner. This is also 

not of interest here given practical considerations. The final passband impairment is simply the 
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multiplication of the slope and ripple elements. The equation for the passband is described as 

follows: 

𝐻(𝑓) = (𝑅𝑎 ∗ sin (
2𝜋𝑓

𝑅𝑓

 + 𝜙
𝑜𝑓𝑓𝑠𝑒𝑡

) + (1 − 𝑅𝑎)) ∗ 𝑆𝑙𝑜𝑝𝑒(𝑓)  
(5-1) 

𝑆𝑙𝑜𝑝𝑒(𝑓) = 𝑓 ∗ 𝑆𝑎 − 0.20 

 

(5-2) 

where Ra is the ripple amplitude, 𝑅𝑓 is the ripple period, 𝜙𝑂𝑓𝑓𝑠𝑒𝑡 is the ripple phase offset and Sa is 

the slope amplitude. In Equation 5-2, the value of -0.2 is used so that the attenuation at the center 

of the passband impairment is the same independent of slope. At the center, f = 0 so the slope value 

will always be -0.2 regardless of Sa. This value was chosen as it allows the slope attenuation value 

to be below 0 for the entire passband, while not drastically increasing the attenuation overall. The 

frequency scale is represented by 10230 samples, half positive and half negative, centered at 0 with 

Δ𝑓 = 326.92 kHz. This value was chosen as it is 1/10 of the resolution of the Luna OVA and thus 

interpolates to the Luna OVA resolution easily. The Δ𝑓 is reduced from that of the Luna OVA 

resolution to get a better visualization of the minor changes between filters and to allow better 

interpolation to a 1 GHz grid for the WaveShaper.  

Ten of these passband impairments are generated, after which they are concatenated and converted 

to a logarithmic (dB) scale. The passband impairment is then shifted from being centered at 0 to 

centered at 193.7 THz, the nominal center frequency of the WL3 transceiver. Finally, the generated 

response is interpolated to a 1 GHz grid for use with the WaveShaper. The passband impairment is 

then saved, and after 1000 responses are generated they are ready to be used in the experiment.     
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5.1.1 Passband Impairment Parameters 

There are an infinite number of values that the passband impairment variables can take on. 

However, these values must be narrowed down to produce a number of test cases that are both 

achievable and will represent a wide range of passband impairments. 

Table 2: Values of Passband Impairment Variables 

Bandwidth Ra Sa Rf 𝜙𝑜𝑓𝑓𝑠𝑒𝑡 

31.5 GHz 0.015 0.05 dB/50 GHz 25.13 GHz [0 2π] 

32 GHz 0.03 0.15 dB/50 GHz 37.70 GHz  

34 GHz 0.045 0.25 dB/50 GHz 50.27 GHz  

36 GHz 0.06 0.5 dB/50 GHz 62.83 GHz  

38 GHz   75.40 GHz  

40 GHz     

42 GHz     

 

Table 2 outlines all of the possible settings for the generation of the passband impairments. Not all 

of these values were fully tested (with all bandwidth values and values of the other variables), so 

the most important ones are bolded for differentiation. These values were chosen based on the 

specifications of known filters (Yenista and WaveShaper), figures from similar experiments in the 

literature, as well as estimation for variables like ripple period where there is typically no 

specification to be found. The figures in [23] and [24] show appreciable ripple and passband 

impairment. The specification for the top flatness of the Yenista filter is 0.2 dB [41] and for the 

WaveShaper the attenuation accuracy is ±1.0 dB with an insertion loss non-uniformity of 0.7 dB 

[42], which are both in line with the magnitude of passband impairment that is added. The idea is 

to introduce impairments that are large enough to have some effect on the transmitted signal, but 

also be realistic to the level of impairment that might be seen in an optical link. For all of the 

passband impairment experiments, the center frequency of the Yenista filter, the carrier frequency 

of the WL3 transceiver and the center of the generated passband impairments are kept constant. 



 

128 

 

With so many variables, the number of test cases quickly becomes very large, and adding in a set 

of center frequency offsets would greatly increase the number of filters to be tested. As it is, there 

are 7 bandwidth values, 4 values for Ra, 4 values for Sa , 5 values for Rf and a single range for ϕoffset. 

To test every combination of the three results in 7x4x4x5x1 = 560 test cases, each requiring 1000 

measurements. With each set of 1000 measurements taking about 2 hours, to test every case fully 

would require around 45 days of measurements running 24/7 to complete. Because of the vast 

number of possibilities, not every possibility is tested; the ones that are will be clearly outlined in 

section 5.2. Adding another variable with the center frequency offset would increase the number 

of test cases multiplicatively, and thus was left out of this set of experiments as there are already 

many variables to explore.  

5.2 Experimental Setup 

After the filters have been generated, they can be tested with the WL3 transceiver. The Yenista 

filter is set to the desired bandwidth and measured using the Luna OVA to ensure that the bandwidth 

and center frequency are set as close to the desired values as possible. In the filter replication 

section, a manual Yenista filter was used, however an automatic Yenista filter was procured and 

used for chapters 4 and 5. This simplifies the process of setting the bandwidth and center frequency, 

as it can be remotely controlled from MATLAB. The automatic Yenista filter also has internal 

controls to help maintain the set bandwidth and center frequency, and thus is less sensitive to 

temperature. The Yenista filter was moved to a commercial temperature control chamber, since the 

XTA-50 generates heat and must be actively cooled, unlike the manual version. The fact that the 

enclosure does not need to be opened to change the filter settings further improves the accuracy.  
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Figure 62: Experimental Setup 

Figure 62 shows the experimental setup which is very similar to the one outlined in figure 1 of 

section 4.2 in the bandwidth narrowing and center frequency shift chapter. There was one additional 

piece of equipment being used for these experiments: the High Resolution Spectrometer (HRS). 

The HRS was used to measure the spectrum of the transmitted WL3 transceiver signal after it has 

passed through the Yenista filter and the WaveShaper. From the measurement of the spectrum, 

accurate 3 dB frequencies and a center wavelength of the filtered signal from the WL3 transceiver 

can be calculated. The center wavelength or carrier wavelength of the WL3 signal is defined as the 

maximum point on the spectrum. To ensure that the measured results are comparable, it is important 

that the transmitted signal is aligned with the Yenista filter. The WaveShaper was also set to a flat 

response for this measurement. After the filter has been set to the desired bandwidth and the 

nominal center frequency, the resulting spectrum was measured on the HRS. The offsets, defined 

as the bandwidth between the center frequency and the upper/lower 3 dB point, were calculated 

and the upper and lower offsets were compared. If the difference between the two offsets was less 
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than 2 GHz, the WL3 signal was deemed to be properly aligned with the Yenista filter. Otherwise, 

the center frequency of the Yenista filter was shifted until the difference between the offsets was 

less than 2 GHz. After the WL3 transceiver and Yenista filter were confirmed to be aligned, the 

rest of the passband impairment measurements were performed. 

The first step was to scan the Yenista filter again and calculate the 3 dB points and center frequency 

for future reference. To get a baseline value for the impairment resulting from the filters, the BER 

was first measured without noise loading and without passband impairment. The optical attenuator 

that controls the broadband noise was set to its maximum attenuation of 100 dB, and the BER was 

measured. Then, the optical attenuator was set to an attenuation of 13 dB for the noise loaded BER 

and OSNR measurements.  

In the previous section, the OSNR, and thus noise loading, was swept when taking BER 

measurements so that the required OSNR for a BER of 1x10-3 could be calculated. Sweeping the 

OSNR is a time-consuming process, requiring several BER measurements to be taken for each 

point. While this is reasonable when there are a small number of test cases (such as the different 

bandwidths of the Yenista filter) it is not feasible when thousands of different passband 

impairments are to be tested. Instead, all BER measurements were performed with the same level 

of noise loading, with the optical attenuator set to 13 dB. This results in an OSNR of approximately 

20 dB with a noise bandwidth of 0.1 nm. The measured OSNR will change slightly depending on 

the bandwidth of the Yenista filter, but with the same level of noise loading and only a small range 

of bandwidths the OSNR was nearly constant.  

After the baseline measurements were taken, the passband impairment measurements can begin. 

The process was the same for each of the 1000 passband impairments in each of the test sets. First, 

the passband impairment was inserted into a blank WaveShaper profile at the appropriate 

frequencies. Then, the resulting combination of the Yenista filter and WaveShaper was scanned 

with the Luna OVA. The measured combined filter profile was saved for later processing along 
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with the overall WaveShaper profile. Then, the BER was measured over a 5 second accumulation 

time. The frame error rate (FER) was also measured. For successful communication, the FER 

should always be 0 as the FEC engine should be able to correct all errors when the BER is below a 

certain threshold. The FER measurement was simply used as a sanity check to ensure that nothing 

has gone significantly wrong while measuring the BER from the WL3 transceiver. The final output 

of this experiment was a set of measured WaveShaper impairments, the corresponding measured 

BER at a constant OSNR of ~20 dB, and the HRS scan of the WL3 transceiver output at the start 

and end of the experiment. 

Measuring the BER at a single OSNR significantly reduces the time required to perform the 

experiments, however depending on the level of impairment the measured BER can span several 

orders of magnitude. To more simply represent the results, the measured BER was converted to 

Signal-to-Noise Ratio (SNR) using the general  
𝐸𝑠

𝑁0
 formula for QAM. 

 

𝐸𝑠

𝑁0
= 2 ∗

(𝑀−1)

3
∗ 𝑒𝑟𝑓𝑐−1 (log2(𝑀) ∗

(1−√1−𝐵𝐸𝑅)

(1−
1

√𝑀
)

)

2

 [43] 
(5-3) 

 

M is the number of points in the QAM constellation, 𝑒𝑟𝑓𝑐−1 is the inverse complementary error 

function, and 
𝐸𝑠

𝑁0
 is the ratio of the energy per symbol to the noise power spectral density, or more 

simply the SNR, a unitless ratio. In this case QPSK is used as the modulation format from the WL3 

transceiver, which is the same as 4-QAM. The formula is thus simplified to: 

𝐸𝑠

𝑁0
= 2 ∗ 𝑒𝑟𝑓𝑐−1 (4 ∗ (1 − √1 − 𝐵𝐸𝑅))

2
 

(5-4) 
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After the SNR is calculated from the measured BER, the range is reduced from several orders of 

magnitude down to a difference of around 5 between the best and worst cases. This allows for much 

easier comparison between the results of the passband impairments. 

To further distill the measurements down to an easily comparable result, the mean and standard 

deviation statistics of each set of 1000 measurements are calculated. Two data points are produced 

for each experiment – the mean SNR and the mean SNR minus three standard deviations. The mean 

will be denoted by m and the standard deviation will be denoted by σ. The m - 3σ result is taken to 

be a reasonable worst case scenario, as according to Chebyshev’s Inequality, the probability that a 

random variable is k standard deviations away from the mean is at most 
1

𝑘2. 

 

𝑃(|𝑋 − 𝑚|  ≥ 𝑘𝜎) ≤
1

𝑘2
 

(5-5) 

 

where X is the random variable, 𝑚 is the expected value, 𝜎 is the standard deviation and k is any 

real number > 0 [44]. For 3𝜎, this means that it will encompass at least 88.89% of all scenarios. 

For a strictly Gaussian distribution, 3𝜎 will encompass 99.7% of all scenarios, so this gives an 

upper and lower bound. Occasionally a measurement will be 5σ or 6σ away from the mean. This is 

an extremely rare occurrence so it does not make sense to use the absolute minimum measured 

result to compare two different sets of passband impairment measurements. One set of 

measurements may include a significant deviation from the mean while another may not, thus 

making the direct comparison between the two less valid. Instead, the m - 3σ value is used to 

compare all experiment cases fairly. 

5.3 Experimental Results 

Throughout the sets of experiments, there were four variables that were altered: the bandwidth, the 

slope, the ripple amplitude and the ripple period. The range of the phase offset, 𝜙𝑜𝑓𝑓𝑠𝑒𝑡, was held 
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constant at [0, 2π]. Since the actual values for the slope, ripple amplitude and ripple period are 

randomly distributed, the variable that is changed is the maximum value. The maximum value of 

the slope ranges from 0.05 dB/50 GHz to 0.5 dB/50 GHz. The maximum value of the ripple 

amplitude ranges from 0.015 to 0.060. The ripple period changes from 25.13 GHz to 75.40 GHz.  

As a starting point, a reference case was chosen with a bandwidth of 34 GHz, a slope of 0.5 dB/50 

GHz, a ripple amplitude of 0.03, and a ripple period of 50.27 GHz. With these values, 1000 

passband impairments were generated and were interpolated to a 1 GHz grid to upload to the 

WaveShaper.  

 

Figure 63: 1000 Generated Profiles to be uploaded to the WaveShaper 

Figure 63 shows the 1000 generated WaveShaper passband impairments that will be uploaded to 

the Finisar WaveShaper. From this figure, it is clear that the slopes of the passband impairments 

are both positive and negative. It can also be seen that the high and low frequency sides are quite 
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similar. While it is not perfectly symmetrical, there is no clear bias towards one side or the other as 

the slopes are equally likely to be positive and negative. The average attenuation at the carrier 

frequency is 3 dB, reaching a maximum at around 5 dB on both sides.  

For each of the 1000 passband impairments, the resulting filter profile of the Yenista combined 

with the passband impairment was measured using the Luna OVA. 

 

Figure 64: Measured Overall Filter Profile of 34 GHz Bandwidth Yenista Filter and 

WaveShaper with Passband Impairments with Slope = 0.5 dB/50 GHz, Ripple Amplitude = 

0.03, and Ripple Period = 50.27 GHz 
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Figure 64 shows the full measured responses of the Yenista filter with passband impairments added 

by the WaveShaper plotted simultaneously. In the roll-off area, the traces are tightly contained, 

showing the effect of having the steep Yenista bandpass filter along with the WaveShaper. The 

effects of the passband impairments can be seen in the thickness of the passband compared to roll-

off. It is clear that the passband impairments cause additional variation in the passband, but a closer 

look is required. 

 

Figure 65: Measured Passband of 34 GHz Bandwidth Yenista Filter and WaveShaper with 

Passband Impairments with Slope = 0.5 dB/50 GHz, Ripple Amplitude = 0.03, and Ripple 

Period = 50.27 GHz 
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Figure 65 shows the passband of the 250 measured passband impairments. Due to the frequency of 

the applied ripple and the effect of having both positive and negative slopes, there is a perceivable 

dip in the center of the passband when all filters are shown. However, that does not mean there is 

a dip in the center of the passband for each filter. It can also be seen that one of the measured 

responses deviates significantly from the rest, while there is no accompanying generated response 

in Figure 63 that causes it. As seen in Chapter 3, the profile that is uploaded to WaveShaper is not 

exactly the profile that is produced by the WaveShaper, but it still reflects the desired response. 

This is also a result of the “fast” scan using the Luna OVA. The resulting measurement is noisy, 

and to get a better idea of the actual filter profile multiple measurements can be averaged to improve 

the result. The following measurements were taken with a Yenista filter bandwidth of 75 GHz and 

50 averaged measurements. 



 

137 

 

 

Figure 66: Comparison of WaveShaper Profile and Measured Filter Profile - with 

Averaging 

Figure 66 shows averaged measurements of 4 filter profiles from the OVA, along with the 

corresponding WaveShaper profiles. It can be seen that the measured filter profile follows the 

WaveShaper profile quite closely, with the largest difference being at the corners where the effect 

of the Yenista filter can be seen. It takes much longer to average the measurements, so it is not 

feasible to perform the averaging for all 1000 WaveShaper profiles for each set of passband 

impairments. Establishing that the measured passband impairment is close to the prescribed 

passband impairment for a few tests is enough. Also, the variation and statistics of the passband 
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impairment are more important than the absolute replication of the passband impairment. With the 

passband impairments added, the insertion loss of the system is not significantly increased. 

 

Figure 67: Measured Response of Yenista Filter Only 

Figure 67 shows the measured Yenista filter with a bandwidth of 34 GHz and no passband 

impairments. It is clear from the comparison of Figure 64 and Figure 67 that there is a significant 

amount of passband impairment that will be seen by the WL3 transceiver. The Yenista bandpass 

filter on its own provides a very flat passband response with a steep roll-off. For each of the 1000 

passband impairments, the BER was measured using the WL3 transceiver.  

193.67 193.68 193.69 193.70 193.71 193.72 193.73

-50

-45

-40

-35

-30

-25

-20

-15

-10

-5

In
s
e

rt
io

n
 L

o
s
s
 (

d
B

)

Frequency (THz)



 

139 

 

. 

Figure 68: Pre-FEC BER and FER Measurements for the 1000 Passband Impairments 

Figure 68 shows the BER and FER measurements associated with the 1000 passband impairments. 

The first thing to note is that the FER is zero for every measurement, meaning that every frame sent 

was able to be successfully decoded and a pre-FEC BER estimation was able to be made. The range 

of the pre-FEC BER is from 7.63x10-4 to 1.59x10-3, with a mean of 1.00x10-3.  
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Figure 69: Measured Filter Profiles with the Highest and Lowest Bit Error Rate 

Figure 69 shows the overall filter profile of the Yenista filter and WaveShaper measured by the 

Luna OVA for the highest and lowest BER cases. Comparing the red dotted curve to the one seen 

in Figure 67, it can be seen that the passband impairment is very small as the measured filter profile 

looks very similar to that of the Yenista filter without the passband impairment added. The black 

curve, on the other hand, has a clear asymmetric passband impairment affecting the higher 

frequency side. The higher frequency corner has an insertion loss that is around 1.5 dB higher than 

the low frequency corner. This is enough to cause a significant increase in the BER. With a steep 

root-raised cosine roll-off, the eye is quite narrow and so even seemingly minor impairments can 
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increase the BER. The remaining 998 measurements fall somewhere between these two values. The 

best and worst cases can be seen more clearly in a histogram plot.   

 

Figure 70: Histogram of the Measured Pre-FEC BER 

Figure 70 shows the histogram of the measured Pre-FEC BERs from the WL3 transceiver. From 

the histogram it can be seen that the distribution of the measured BER has a positive skew, as there 

are longer tails on the higher BER side as compared to the lower. Significant passband impairments 

will cause a BER much higher than the mean, but a minimal impairment, such as what is seen in 

Figure 69, will be limited by the achievable BER for the given filter bandwidth and received signal 
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power, preventing a large skew towards the lower BER side. More generally, it is possible to 

increase the BER to 0.5 with increasingly severe passband impairments, but it is not possible to 

decrease the BER to 0 by removing passband impairments. Thus, it is expected that the histograms 

will always take on a positive skew. With the histogram plot, it becomes clear how far from the 

mean the highest BER outlier is. This is the reason why the statistics of the measurements are used 

rather than the absolute maximum or minimum. The standard deviation of these measurements is 

1.02x10-4. The worst case BER is 1.59x10-3, but the 𝑚 + 3𝜎 BER is only 1.34x10-3. The measured 

minimum result is more than 5𝜎 away from the mean. Using the mean and standard deviation 

statistics gives a more realistic minimum case as the m - 3σ value is used as a measure of the spread 

that is representative of a worst case. Each measurement is affected by the ASE noise so outliers 

are possible, but the m - 3σ produces a more realistic minimum value as compared to the actual 

measured minimum value. The BER values are converted to SNR using equation 5-4. A histogram 

of the 1000 SNR values is plotted. 
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Figure 71: Histogram of the Calculated SNR 

Figure 71 shows a histogram of the calculated SNR values from the measured BER values. The 

mean and standard deviation of the SNRs were calculated to be 9.50 and 0.18, respectively. To 

determine a reasonable worst case scenario, the 𝑚 −  3𝜎 value was calculated to be 8.96. From the 

1000 BER measurements, we now have two statistics that we can use to describe the performance 

of the WL3 transceiver at a bandwidth of 34 GHz with a passband impairment maximum slope of 

0.5 dB/50 GHz, maximum ripple amplitude of 0.03 and ripple period of 50.27 GHz. The Yenista 

filter bandwidth was then increased to 36 GHz and the process is repeated.  
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Figure 72: Comparison of SNR Histograms for 34 GHz and 36 GHz Bandwidth Yenista 

Filters 

Figure 72 shows the histogram of the calculated SNR values for Yenista bandwidths of 34 GHz 

and 36 GHz with the same level of passband impairment. The passband impairments loaded to the 

WaveShaper are the same for both sets of measurements, the only thing that has changed is the 

Yensita filter bandwidth. As expected, increasing the Yenista filter bandwidth increases the overall 

SNR and shifts the histogram to the right. Increasing the Yenista filter bandwidth will reduce the 

amount of signal distortion caused by the narrow filtering, thus improving BER results and 

producing a higher SNR. By increasing the filter bandwidth by 2 GHz, the mean SNR was increased 
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from 9.50 to 9.82, however the standard deviation was also increased from 0.18 to 0.195. While 

the performance is definitely improved, the variance in the SNR is also increased.  

The same procedure was followed to produce a set of SNR statistics for the remaining bandwidth 

values of 31.5 GHz, 32 GHz, 38 GHz, 40 GHz and 42 GHz. With the SNR statistics calculated for 

all bandwidth values, the resulting m and m-3σ SNR are plotted as a function of bandwidth. 

 

 

Figure 73: Mean and m-3σ SNR as a Function of Yenista Filter Bandwidth for Slope = 0.5 

dB/50 GHz, Ripple Amplitude = 0.03 and Ripple Period = 50.27 GHz 
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Figure 73 shows the SNR statistics for varying filter bandwidth for the passband impairment case 

with maximum slope = 0.5 dB/50 GHz and maximum ripple amplitude = 0.03. The expected trend 

is for the mean SNR to decrease as the Yenista filter bandwidth is reduced which can be seen in 

Figure 73. As the filter bandwidth is reduced, the reduction in mean SNR per step increases, with 

the maximum slope occurring in the step from 32 GHz to 31.5 GHz. From 42 GHz to 36 GHz the 

reduction in SNR is linear as the filter-induced distortion is present but minor. When the filter 

bandwidth is reduced below 36 GHz, the filter-induced distortion increases rapidly, causing the 

SNR to decrease at a higher rate. If the filter bandwidth were to be reduced below 31.5 GHz, the 

WL3 transceiver would soon be unable to measure a pre-FEC BER as the signal distortion would 

be too great.  

It is interesting to note that the variance of the SNR is at a maximum when the filter bandwidth is 

set to 38 GHz, and as the filter bandwidth is reduced from 38 GHz the variance of the SNR is 

reduced as well. This is due to the effect of the bit error floor that is seen with narrow bandwidth 

filtering. Reducing the bandwidth of the filter increases the bit error floor, thus increasing the 

minimum BER that is achievable with a set of passband impairments. When the bandwidth is 

increased, there is more variation because a lower minimum BER is achievable.   

Now that the case with a slope of 0.5 dB/50 GHz and a ripple amplitude of 0.03 has been 

investigated, we can extend this process to our other scenarios with different slopes and different 

levels of ripple amplitude. To reduce the clutter, the mean and m– 3σ results are plotted separately. 
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Figure 74: Mean SNR as a Function of Yenista Filter Bandwidth for Slope = 0.5 dB/50 GHz, 

Ripple Period = 50.27 GHz and Differing Ripple Amplitude 

Figure 74 shows the mean SNR for all levels of ripple amplitude with a slope amplitude of 0.5 

dB/50 GHz as a function of the Yenista filter bandwidth. As expected, the mean SNR is reduced as 

the bandwidth is reduced, and as the ripple amplitude is increased. For each increase of the ripple 

amplitude by 0.015, there is an SNR penalty of ~0.5. As the ripple amplitude is increased, the 

curves still follow the same shape, not showing an increased penalty at lower Yenista bandwidth. 
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Figure 75: m- 3σ SNR as a Function of Yenista Filter Bandwidth for Slope = 0.5 dB/50 GHz, 

Ripple Period = 50.27 GHz and Differing Ripple Amplitude 

Figure 75 shows the m-3σ SNR for all levels of ripple amplitude with a slope amplitude of                             

0.5 dB/50 GHz as a function of the Yenista filter bandwidth. Compared to Figure 74, the penalty 

between each increase of ripple amplitude is no longer constant, as the standard deviation of the 

SNR increases with increased ripple amplitude. This is the expected result: as the ripple amplitude 

is increased, the worst-case scenario becomes increasingly bad. When looking at the m-3σ SNR, it 

can be seen that at bandwidths of 38 GHz and greater, the performance is no longer guaranteed to 

improve with increased bandwidth. This is due to the effect of the EDFA ASE and the increased 
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noise bandwidth that comes with a wider filter. This may be misleading, as the increased variance 

is more a result of reduced bit error floor, rather than increased BER. So while the m-3𝜎 value will 

be lower, the performance may not actually be any worse. All scenarios have now been tested for 

the case with slope = 0.5 dB/50 GHz, and other slopes can now be tested to determine their effects 

on system performance. 

As a preliminary check, the reference parameters of 34 GHz bandwidth and a ripple amplitude of 

0.03 are set while the value of slope is changed and the BER is measured. The results can be seen 

in Table 3. 

Table 3: Comparison of SNR Statistics for Different Slopes with BW = 34 GHz, Ripple 

Amplitude = 0.03 and Ripple Period = 50.27 GHz 

Slope (dB 

/ 50 GHz) 

# of 

Measurements 

BW (GHz) Ra Mean SNR σ SNR m - 3σ 

SNR 

0.05 1000 34 0.03 9.9497 0.0863 9.6909 

0.15 1000 34 0.03 9.4675 0.1713 8.9535 

0.25 1000 34 0.03 9.5748 0.1706 9.063 

0.5 1000 34 0.03 9.5007 0.1804 8.959 

1 250 34 0.03 9.4076 0.1999 8.8079 

 

Table 3 shows the result of changing the slope while keeping the bandwidth and ripple amplitude 

constant. The trend that one would expect is for the mean SNR to decrease proportionally to the 

increase in slope, and for the variance or standard deviation of the SNR to increase proportionally 

to the increase in slope. While the slope setting of 0.05 dB/50 GHz has the highest mean SNR and 

the slope setting of 1 dB/50 GHz has the lowest mean SNR, the intermediate slope settings do not 

show this trend. For the slope settings of 0.15 dB/50 GHz, 0.25 dB/50 GHz and 0.5 dB/50 GHz, 

there is no appreciable difference or trends in the SNR statistics that would show that the addition 

of a slope in the passband has a significant effect on system performance outside of the extremes. 
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It appears that the effect of a slope in the passband is much less significant than that of the passband 

ripple. This will be further discussed in the next section. 

5.3.1 Effect of Slope 

From the previous results, it appears that the slope of the passband impairment may not have a large 

impact on the BER and thus SNR of the received signal. In the previous section, it was found that 

there is a positive correlation between Ra and the standard deviation of the SNR, σ. It is possible 

that a similar correlation exists between the slope and the standard deviation of the SNR. It is more 

likely that there is a correlation between the mean BER and the slope, or at least that the m - 3σ 

SNR statistic is negatively correlated with slope. To verify this, an experiment was performed with 

only the slope applied to the passband (the ripple impairment is turned off). For slopes values of 

0.125 dB/50 GHz, 0.25 dB/50 GHz and 0.5 dB/50 GHz, 1000 passband impairments were 

generated and tested. A summary of the SNR statistics can be seen in Table 4. 

Table 4: Summary of Slope-Only SNR Statistics 

Slope (dB/50 GHz) m σ m - 3σ 

0.125 10.5969 0.1003 10.2959 

0.25 10.5448 0.0799 10.3051 

0.5 10.583 0.1478 10.1395 

 

Table 4 outlines the SNR statistics with the ripple amplitude set to zero and a Yenista filter 

bandwidth of 34 GHz. As the slope amplitude is doubled from 0.125 dB/50 GHz to 0.25 dB/50 

GHz, there is no appreciable difference in the mean SNR. The mean SNR differs by 0.05, which is 

not large enough to say that increasing the slope has a significant effect on it. It is interesting to 

note that the standard deviation is actually lower with a slope of 0.25 dB/50 GHz, which seems 

unintuitive. With the addition of ripple as a passband impairment, the standard deviation increased 

as the amplitude was increased, an expected result. One would expect that as the slope amplitude 

was increased, the standard deviation of the SNR would increase as well.  
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As the slope is doubled again from 0.25 dB/50 GHz to 0.5 dB/50 GHz, there is still little difference 

in the mean SNR, with the mean SNR being slightly higher than with the slope of 0.25 dB/50 GHz. 

The effect of the slope is clearly much smaller than that of the ripple, and when the slope is 

combined with a passband ripple, the effect of the ripple dominates. Only a modest penalty is seen 

for significant slopes while a larger penalty can be seen for ripples with even a small amplitude. 

The Ra = 0 results for m - 3σ are plotted alongside the results with the ripple included. 

 

Figure 76: m - 3σ SNR with 34 GHz All Ripples, Ripple Period = 50.27 GHz and Slopes 

Only Points Added 
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 shows a comparison of the m-3σ SNR with and without the passband ripple. From this plot it can 

be seen that removing the ripple completely produces a significant improvement over even the 

smallest ripple. However, after the ripple is removed there is only a small improvement to be found 

by reducing the slope from 0.5 dB/50 GHz to 0.25 dB/50 GHz, and no further improvement can be 

seen reducing the slope from 0.25 dB/50 GHz to 0.125 dB/50 GHz. From this we can compare the 

scale of the impairment that comes from the addition of ripple versus that which comes from the 

addition of slope. It is clear that the ripple is the dominant impairment, at least for the slope 

amplitudes tested in this experiment. With the maximum slope amplitude increased to 1 dB/50 GHz 

some impairment can be seen, but the result is still small and likely due to the increase in insertion 

loss that comes with concatenating filters with a slope that large. While one would expect that the 

average insertion loss of a filter would not depend on the slope because it is symmetric around the 

center point, there is a limitation in the WaveShaper as it can only attenuate and cannot boost the 

signal if the attenuation is less than 0. This results in an asymmetrical filter profile that has higher 

attenuation on one side than the other, leading to a larger overall insertion loss. The filter generation 

equation was designed for a maximum slope of 0.5 dB/50 GHz, so using a slope of 1 dB/50 GHz 

results in undesired clipping. However, this case was simply used to see if a large value would 

produce a different result. 

After these results were measured, it was discovered by Dr. Cartledge that there was an unexpected 

variation caused by the EDFAs that were used in the experiment, the IPG Photonics EDFAs. Taking 

1000 measurements of the BER with the Yenista and WaveShaper removed from the setup over a 

4-hour period illustrates the unexpected variation from the EDFA. 
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Figure 77: BER Measurement Over Time with IPG EDFA 

The IPG EDFAs were replaced by PriTel EDFAs. The measured result has limited variation and 

aligns with what would be expected for such a measurement:  
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Figure 78: BER Measurement Over Time with PriTel EDFA 

The long-term variation present in the IPG EDFAs affects the BER measurements taken while 

measuring passband impairments. When the filter impairments in terms of BER are comparable or 

smaller than the impairments caused by the EDFAs, such as when slope is the only passband 

impairment, the effects are significant and the reliability of the measurements is lost. When the 

filter impairments in terms of BER are larger than the impairments caused by the EDFAs, such as 

with the passband ripple, the effect of the EDFAs is reduced and the measurements are more 

reliable.  
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Because the effect of the slope is on a similar scale to that of the EDFA, no further conclusions can 

be drawn from this experiment other than the passband slope has a much smaller effect on the BER 

than the passband ripple. 

5.3.2 Changing Ripple Period 

As a final set of experiments, the ripple period setting is changed to see the effect that has on system 

performance. Previously, the ripple period was constant at 50.27 GHz, where one period of the 

ripple covers 50.27 GHz of the measured spectrum. Thus, increasing the ripple period results in 

fewer full ripples across the passband. For the first test, the ripple period was increased by 50% to 

75.40 GHz. For the extended ripple period, the other passband impairment settings were ripple 

amplitudes of 0.03 and the slope amplitude is constant at 0.5 dB/50 GHz. With these passband 

impairment settings, tests were performed in the same manner as the previous sections, with 1000 

BER measurements being taken for each passband impairment case. From the measured BER, the 

SNR is calculated. First, the histogram is plotted for the reference case: Yenista filter bandwidth is 

34 GHz, slope amplitude is 0.5, ripple amplitude is 0.03. The results for the two different ripple 

frequencies are plotted together. 
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Figure 79: Histogram of SNR for Ripple Period of 50.27 GHz and 75.40 GHz 

From the histogram in Figure 79, it is clear that increasing the ripple period causes a significant 

degradation in system performance. There are two effects that can be seen as a result from the 

increase in the ripple period. First, the mean of the SNR has been shifted lower by about 0.75. The 

width of the histograms is also different, showing that not only is the mean reduced by the increase 

in the ripple period, but the variance is also increased. Since the metric used in this section for worst 

case performance is m – 3σ, this means that there will be a significant difference between the worst-

case performance of the two cases of ripple periods. To see the performance over a range of ripple 

8.0 8.5 9.0 9.5 10.0 10.5

0

20

40

60

80

100
 Ripple Period 50.27 GHz

 Ripple Period 75.40 GHz

N
u

m
b

e
r 

o
f 

M
e

a
s
u

re
m

e
n

ts

E
S
/N

0



 

157 

 

periods, tests were performed with a bandwidth of 34 GHz and ripple periods of 25.13 GHz, 37.70 

GHz, and 62.83 GHz, with a ripple amplitude of 0.03 and a slope of 0.5. 

 

Figure 80: m-3σ SNR for Bandwidth = 34 GHz, Slope = 0.5 dB/50 GHz, Ripple Amplitude = 

0.03 

From Figure 80, it can be seen that the best performance is when the ripple period is 50.27 GHz, 

which happens to be where most testing was performed. For ripples periods both higher and lower 

than 50.27 GHz, there is an SNR penalty. Passband impairments were generated with a slope of 0 

and a wide bandwidth to see how accurately the WaveShaper is able to replicate the different ripple 

periods. A single generated passband impairment was measured with 50 averages for the cases with 

a ripple period of 25.13 GHz, 50.27 GHz, and 75.40 GHz. The vertical lines represent a 34 GHz 

bandwidth, the bandwidth that was used for the BER measurements. 
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Figure 81: Generated Passband Impairment and Measured Response with Slope = 0 dB/50 

GHz, Ripple Amplitude = 0.03, Ripple Frequency = 25.13 GHz  
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Figure 82: Generated Passband Impairment and Measured Response with Slope = 0 dB/50 

GHz, Ripple Amplitude = 0.03, Ripple Frequency = 50.27 GHz 
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Figure 83: Generated Passband Impairment and Measured Response with Slope = 0 dB/50 

GHz, Ripple Amplitude = 0.03, Ripple Frequency = 75.40 GHz 

It can be seen from Figure 81, Figure 82,  and Figure 83 that the WaveShaper replicates the ripple 

well for the ripple periods between 25.13 GHz and 75.4 GHz. For all cases, the measured ripple 

amplitude is slightly smaller than the generated passband impairment attenuation.  

The Luna OVA scans for all of the generated passband impairments are compared for the 50.27 

GHz and 75.40 GHz case. 
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Figure 84: Luna OVA Measurements of 250 Filters with Ripple Frequency = 75.40 GHz, 

Bandwidth = 34 GHz, Ripple Amplitude = 0.03, Slope = 0.5 dB/50 GHz 

 

Figure 85: Luna OVA Measurements of 250 Filters with Ripple Frequency = 50.27 GHz, 

Bandwidth = 34 GHz, Ripple Amplitude = 0.03, Slope = 0.5 dB/50 GHz 
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Looking at the measurements in Figure 84 and Figure 85, the effect of the increased ripple 

frequency can be seen. While both sets of measurements have a thick passband area due to the 

repeated passband impairment, the difference becomes clear at the corners. The average attenuation 

in Figure 85 is slightly higher than in Figure 84 and Figure 86 because the default case 

measurements were not retaken when the ripple period was being changed, so the experimental 

setup may have been disconnected and reconnected between the sets of measurements. With a 

ripple frequency of 50.27 GHz the difference between the corners and the center of the passband is 

small, with only a small dip being seen at the center of the passband. For the case with a ripple 

period of 75.40 GHz, the dip is more pronounced, especially on the high frequency side. The reason 

for the worsening performance at the ripple periods greater than 50.27 GHz is likely due to the 

additive effect of the ripple due to filter concatenation. With fewer ripple periods over the passband, 

the ripples are more likely to stack constructively, causing a larger passband impairment in terms 

of insertion loss and a larger attenuation range. This would lead to more of the high frequency 

component of the signal being distorted. 
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Figure 86: Luna OVA Measurements of 250 Filters with Ripple Frequency = 25.13 GHz, 

Bandwidth = 34 GHz, Ripple Amplitude = 0.03, Slope = 0.5 dB/50 GHz 

Reducing the ripple period to 25.13 GHz, as seen in Figure 86, shrinks the thickness of the 

passband. Compared to the 50.27 GHz ripple period case, the thickness in the center of the passband 

due to the change in insertion loss is reduced by around 0.3 dB, reducing the overall insertion loss 

for 25.13 GHz ripple period. However, the m - 3σ SNR is lower by 0.25 dB, which is unexpected 

given the appearance of the two sets of measurements. That being said, the fast OVA scans do miss 

some of the detail in the passband impairments that are seen with the more averaged measurements. 

From Figure 81 we can see that there are more peaks in the passband than the two larger ripple 

period examples. 

With a smaller ripple period the concatenated filter result is more likely to have multiple peaks 

across the passband. With a larger ripple period and fewer ripple periods over the passband, the 

ripples are more likely to stack constructively, causing a larger passband impairment in terms of 

insertion loss and a larger attenuation range. When the ripple period is 75.40 GHz, there is less than 
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half of one period in the passband. Both scenarios result in a larger penalty than the 50.27 GHz 

ripple period case. 

Ripple periods of 37.70 GHz and 50.27 GHz are the “sweet spot” where the system performance 

is not affected as greatly by the passband impairments. This could be because the equalization 

inside the WL3 is best able to compensate for the ripple in that range. Overall, the ripple period as 

well as the ripple slope both have a significant effect on system performance. 

5.4 Conclusion 

In this chapter, the effect of passband impairments on system performance was tested using the 

WL3 transceiver. It was found that the combination of a ripple and slope can cause a significant 

reduction in system performance, and this system penalty rapidly increases when combined with a 

narrow bandwidth filter. It was found that the standard deviation of the SNR was positively 

correlated with the ripple amplitude and the mean of the SNR is negatively correlated with the 

ripple amplitude. Each increase of the ripple amplitude by 0.015 resulted in a mean SNR penalty 

of 0.5, while the penalty to the m - 3σ SNR got larger with each increase in the ripple amplitude. 

Of the two passband impairments, slope and ripple, the effect of the ripple was dominant which 

was seen clearly when the slope was isolated.  

When the ripple was removed and the slope was the only passband impairment, it was found that 

there was no clear relation between the slope and the SNR in the range of slopes tested. This was 

because of the instability in the EDFA that was discovered after the measurements were taken. 

Since the effect of the slope on the BER was small, the variation in the EDFA was enough to 

overshadow the slope and lead to unreliable results. The only conclusion that could be made from 

the measurements is that the effect of the slope is small compared to that of the ripple as this effect 

from the EDFA was not seen when the ripple was introduced. 

The frequency or period of the ripple is also an important criterion for determining the penalty. 

Most of the tests performed had a ripple period of 50.27 GHz, which was the optimal performance 
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point. Increasing or decreasing the ripple period induced a penalty larger than what was seen for 

the ripple period of 50.27 GHz. With a lower ripple period the concatenated filter result is more 

likely to have multiple peaks across the passband. With a larger ripple period, the ripples are more 

likely to stack constructively, causing a larger passband impairment in terms of insertion loss and 

a larger attenuation range  
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Chapter 6 

Conclusions and Future Work 

6.1 Conclusions 

The objectives of this research fall into two broad categories: filter replication and real-time testing. 

The first objective was to produce a methodology to replicate a set of arbitrary filter concatenations 

using a programmable LCoS based filter and a steep roll-off bandpass filter. Two types of filter 

concatenations were explored – bandwidth narrowing/center frequency shift, and passband 

impairments. The second objective was to evaluate the performance of a real-time transceiver when 

faced with concatenated filters. The performance of the WL3 real-time transceiver was 

characterized in the presence of narrow filtering, filter center frequency shifts, and filter passband 

impairments. The results are broken down by chapter: Section 6.1.1 covers the results of filter 

replication, 6.1.2 covers the performance of the real-time transceiver affected by narrow filtering 

and filter center frequency shift, and Section 6.1.3 covers the performance of the real-time 

transceiver affected by filter passband impairments. Finally, Section 6.2 covers possible future 

work on this project. 

6.1.1 Filter Replication 

The filter replication process explored the extent to which filter replication can be achieved given 

the physical limitations that make it difficult. There are two unique cases for filter replication that 

were investigated: bandwidth narrowing/center frequency shift and passband impairments.  

For the bandwidth narrowing and center frequency shift cases, the ability to improve on the Yenista 

bandpass filter result by using the WaveShaper is restricted to a few specific cases. It was found 

through exploration and experimentation that the roll-off the WaveShaper is capable of producing 

does not make it an ideal candidate for replicating the steep slopes of concatenated filters. Since 

the WaveShaper is not able to produce a roll-off that is steeper than the Yenista bandpass filter, it 
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is only able to reduce the MSE by reducing the concatenated bandwidth of the two filters in cases 

where the Yenista filter bandwidth is higher than that of the desired filter. While this has the effect 

of reducing the MSE, it comes with the cost of reducing the combined Yenista + WaveShaper filters 

3-dB bandwidth to be less than that of the generated filter. The roll-off in the corners of the 

generated filters is too steep for the WaveShaper to reproduce, so it is unable to match the 3-dB 

profile of the generated filter and instead just shifts the corners in slightly. The other case when the 

optimization process is able to improve the MSE is when there is a large center frequency 

mismatch. The result is similar to when the Yenista filter bandwidth is larger than the generated 

filter bandwidth – the WaveShaper slightly moves the corners to reduce the MSE. For both cases, 

the improvement is not clear from inspection, and the improvement is usually quite minor. The 

mean reduction in MSE over the 10 optimized filters was 0.64 dB, with the maximum reduction 

being 3.05 dB and the minimum being -0.58 dB. The mean improvement as a percentage when 

compared to the pre-optimization MSE is 16.08%. This is a result of the limitations of the 

WaveShaper and the LCoS architecture it general. There is a limit to the amount of isolation that 

can exist between adjacent pixels in the LCoS, which will in turn limit the roll-off. The technology 

of the WaveShaper is simply better suited to other applications, such as passband impairment 

replication.  

For the passband impairment replication, the filter replication process is significantly more 

effective. There is an improvement over the feedforward result with every generated filter, both in 

appearance and in MSE. The mean reduction in MSE over the 10 optimized filters was 0.48 dB, 

with the maximum reduction being 1.26 dB and the minimum being 0.28 dB. The mean 

improvement as a percentage when compared to the pre-optimization MSE is 73.53%, a drastic 

improvement over the bandwidth narrowing and center frequency shift case. Even though the 

absolute reduction in MSE is less with passband impairments, the starting MSE is also lower, so 

the percentage improvement is much higher. The passband impairment replication is more aligned 
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with what the WaveShaper is designed for, as it does not require a steep roll-off to be effective and 

instead has minor changes in attenuation between adjacent pixels. Overall, the optimization process 

was quite successful at reducing the MSE between the generated filters and the measured response. 

6.1.2 Narrowing and Center Frequency Shift 

From both the simulated and experimental results, it was clear that narrow filtering and center 

frequency offsets have a significant effect on the performance of a communication system. System 

performance evaluations were done using the WL3 real-time transceiver, allowing the BER to be 

measured for each filter combination of bandwidth and center frequency offset. For each setting, 

the OSNR was swept via noise loading and the required OSNR for a BER of 10-3 was calculated. 

While it was expected that narrow filtering and center frequency shifts would lead to a performance 

penalty, the experiments explored the performance of the WL3 transceiver, real-time processing, 

and FEC coding when facing signal distortion. In simulation, there is no FEC framing so the BER 

can be measured regardless of the number of bit errors, up to a BER of 0.5. The BER in simulation 

is determined by knowing the transmitted symbols and checking those against the received symbols 

to calculate the number of errors. However, the real-time WL3 transceiver does not allow this. Data 

is packed into frames, each containing some identifying information as well as the data and some 

redundancy for FEC. Incoming data is run through the FEC engine to correct data, but there is a 

threshold to the amount of errors that can be corrected. In the real-time system, the transmitted 

symbols are not known, so the transceiver must obtain the estimate from the received signal only. 

If all the errors can be removed (BER is below FEC threshold), then the received bits after FEC 

decoding are equal to the transmitted bits and the pre-FEC BER can be estimated. However, if all 

the bit errors cannot be removed (BER is above the FEC threshold or distortion is too high), then 

there is no longer a way to estimate the BER as the transmitted bits are not known and cannot be 

recovered. This is not a limitation of the WL3 transceiver, but rather a limitation of real-time 

processing and FEC based BER estimates in general. This produces a unique set of results where 
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the system will work until the BER passes the pre-FEC BER threshold, after which it will not work 

at all and will not produce a meaningful measurement. The FEC acts on the idea that the signal is 

affected by additive Gaussian noise, not distortion due to filtering. The equalizer deals with signal 

distortion, however like any other equalizer it can cope with some amount of distortion and fail if 

it is too severe. A filter center frequency shift of just 1 pm from the maximum ROSNR point of the 

narrow filters and the receiver simply does not work regardless of the OSNR of the system. If signal 

distortion causes the eye to be closed, an increase in the OSNR will not help any system. 

In the experiment with the WL3 setup, the minimum ROSNR for a BER = 1x10-3 with a centered, 

wide filter was 17.5 dB. The maximum ROSNR for a BER = 1x10-3 with a narrow filter that could 

still reach the BER threshold was 19.7 dB, giving a total range of just 2.2 dB. When there is no 

center frequency offset, the ROSNR difference between a filter bandwidth of 28.61 GHz and 39.60 

GHz is about 1.1 dB. When adding in center frequency shift the ROSNR range is only further 

increased by 1.1 dB, as even in cases with high OSNRs the filtering causes the pre-FEC BER to be 

above the FEC threshold. This of course is significantly smaller than the range of 10 dB seen in the 

simulation, which can be explained by the difference in the framing and processing of the received 

signal. With the highest possible OSNR, the BER floor for the WL3 transceiver with no filtering is 

around 10-7, which is further reduced to 3.75x10-5 when the narrow 28 GHz filter is used. This error 

floor does not exist in simulation because simulations ignore the limitations in the 

components/devices used. 

The largest increase in ROSNR between two bandwidth settings occurred when the bandwidth was 

changed for 31.16 GHz to 30.07 GHz, resulting in an ROSNR increase of 0.25 dB with 0 center 

frequency offset. The best performance with zero center frequency offset was seen for a filter 

bandwidth of 36.04 GHz, however once the bandwidth has increased past 34.20 GHz there is little 

differentiation between the larger bandwidths at the center point. The differentiation becomes 

apparent as a center frequency offset is added, as the larger bandwidth filters have less penalty. 
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It was also found that the effect of center frequency shifting on the WL3 transceiver is asymmetric; 

the BER exceeds the FEC threshold with a smaller positive center frequency shift compared to a 

negative one. For the 28.29 GHz filter, the maximum ROSNR on the low frequency side is 0.6 dB 

larger than the maximum ROSNR on the high frequency side, which is more than 25% of the total 

ROSNR range. This result is unexpected, as the WL3 transmitted spectrum is symmetrical and 

there is no obvious reason why the performance would be so different with a center frequency shift 

in one direction versus the other. This could possibly be a result of the accuracy limits of the filter, 

as it is specified to ± 30 pm (± 3.75 GHz), which could make a significant difference for a 28.29 

GHz wide filter. It may also be explained by the methodology of the test: due to the substantial 

number of test settings, it was not feasible to run many trials for each data point, or run multiple 

trials at different times, temperatures, etc. As a result, if the filter was offset for the trial, it was 

likely offset for all of the measurements performed and the ROSNR (or lack thereof) that was 

calculated would reflect that. Perhaps this result would not be seen if a much larger number of 

measurements were taken. 

The bandwidth of the WL3 transmitted spectrum is 39 GHz. The smallest filter bandwidth tested 

was 28.39 GHz, significantly narrower than the transmitted spectrum, and with this filter the WL3 

transceiver was still able to perform with only 1.1 dB of OSNR penalty when the filter and 

transmitted spectrum were centered. Even with a filter bandwidth 27% smaller than that of the 

spectrum, the receiver is still able to reliably correct errors in the received signal. However, at that 

point it only takes an offset of a few GHz to distort the signal enough to result in FEC decoding 

errors. This shows the significant performance penalties that can result from filter concatenation, 

as it results in both bandwidth narrowing and center frequency shifts. For extreme cases like the 

28.39 GHz bandwidth filter, while the ROSNR can still be measured the reliability of the system 

is severely reduced. 
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6.1.3 Passband Impairments 

Using the real-time mode of the WL3 transceiver, thousands of different cases of passband 

impairments were tested using the Yenista bandpass filter and the Finisar WaveShaper in 

feedforward mode. There were two impairments added to the passband – slope and ripple. These 

impairments were randomly generated using 4 variables – ripple amplitude, ripple period, ripple 

phase offset and slope amplitude. The passband impairments were also tested with differing 

bandwidths of the Yenista filter to see the effects that narrow filtering has along with passband 

impairments. It was found that the combination of a ripple and slope can cause a significant 

reduction in system performance, and this system penalty rapidly increases when combined with a 

narrow bandwidth filter. With a slope of 0.5 dB/50 GHz, the mean SNR penalty of increasing the 

ripple amplitude from 0.015 to 0.06 is similar to the penalty of reducing the filter bandwidth from 

42 GHz to 31.5 GHz for any specific ripple amplitude setting. Ripple amplitude is positively 

correlated with the standard deviation of the SNR and negatively correlated with the mean of the 

SNR. Each increase of the ripple amplitude by 0.015 resulted in a penalty of 0.5 to the mean SNR, 

while the penalty to the m - 3σ SNR increased with each increase in the ripple amplitude. This was 

expected, as the increasing impairment led to an increasing standard deviation and variance in the 

measured SNR. Of the two passband impairments, slope and ripple, the effect of the ripple is 

dominant which was seen clearly when the slope was isolated.  

It was found that the frequency or period of the ripple is also an important criterion for determining 

the penalty. Most of the tests performed had a ripple period of 50.27 GHz, which was the optimal 

performance point, as either increasing or decreasing the ripple period induced a more significant 

penalty. As seen with the highly-averaged measurement, with a lower ripple period the 

concatenated filter result is more likely to have multiple peaks across the passband.  For a larger 

ripple period with less than one full period over the passband, the ripples are more likely to stack 

constructively, causing a larger passband impairment in terms of insertion loss and a larger 
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attenuation range. This would lead to more of the high frequency component of the signal being 

distorted.  

6.2 Future Work 

The methodology used in this thesis for both filter replication and real-time testing can be used as 

a basis for future experimentation. Currently, the process of replicating an arbitrary filter is limited 

by the precision and accuracy of both the available filters (Finisar WaveShaper) and the 

measurement equipment (Luna OVA). Any improvement in the technology used will make the 

filter replication process more viable, to the point where it can be used to effectively characterize 

the performance of a real-time transmitter and receiver after passing through concatenated filters. 

As programmable LCoS devices like the Finisar WaveShaper improve with better roll-off 

characteristics, finer resolution, and better isolation of light at different wavelengths, the 

optimization process outlined in Chapter 3 will become more effective. Outside of purely increased 

performance, a filter with a more linear input to output mapping would reduce the time required 

for the optimization process. As shown in Section 3.1.4, there is some lower level processing that 

is happening between the input to the WaveShaper and the resulting LCoS. As a result, the only 

optimization algorithm that worked was the pattern search algorithm. While the pattern search 

algorithm proved to be effective when compared to the feed-forward method, it is inherently an 

inefficient algorithm requiring thousands of iterations and scans with the Luna OVA. A linear, 

predictable input-output mapping would allow for a more intelligent optimization algorithm to be 

used, reducing the number of iterations required and thus the time that it takes to perform the 

optimization on each filter. This would be especially useful for the replication of passband 

impairments, as the optimization process proved to be much more effective than the feed-forward 

result and was simply limited by the time that it took to perform the optimization. With a 

significantly reduced processing time, replication of passband impairments would be viable on a 

larger scale, similar to what was done in chapter 5 with the feed-forward method. 
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The technology used in the Luna OVA also has an impact on the effectiveness of the optimization 

process. The newer model OVA has improved the wavelength resolution from 3.2 pm to 1.6 pm, 

doubling the number of samples taken over a given wavelength range. This allows for a more 

accurate depiction of the scanned filter’s properties, reducing the ambiguity between individual 

measurements and thus increasing the accuracy of the optimization process. 

For real-time testing, one clear extension of this project is the use of Extreme Value Statistics (EVS) 

to determine the probability that the SNR/BER of a system falls below/above a specified SNR/ 

BER value. For modern systems, the most important BER value is the FEC threshold: if the BER 

is less than the FEC threshold data will be recoverable, but if the BER is greater than the FEC 

threshold the bit errors cannot be corrected. In [45], EVS was used to estimate the likelihood of a 

system outage for a system faced with PMD. The same process could be applied to a system faced 

with passband impairments. This would reduce all of the passband impairment information to one 

simple metric: at a certain operating point, what is the likelihood that the passband impairments 

will cause the BER to be above the FEC threshold. This could be very useful from a system design 

perspective.  

Beyond EVS, there is potential future work with different experimental parameters. All the real-

time testing for this thesis was performed with a QPSK modulated signal. While the measured 

performance metrics are valuable, QPSK is quite resilient to all varieties of impairment. The same 

methodology used for the real-time testing could be applied to higher order modulation formats 

such as 16-QAM or 64-QAM. These higher order modulation formats provide increased spectral 

efficiency, allowing more information to be sent in the same amount of bandwidth and therefore 

increasing the capacity of a fiber. However, this comes at the cost of being more susceptible to 

impairments such as ISI caused by narrow filtering, or asymmetrical filter passbands. The 

conclusions that were drawn about the effects of passband impairments may not hold true for 

modulation formats that have an increased number of amplitude levels, and performance metrics 
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on less robust modulation formats would be useful for system designers.  Second, all the real-time 

testing was performed in a back-to-back setup. The back-to-back setup provides some measure of 

performance, but is not realistic to what would be seen in an actual communication link. The 

impairments seen by the WL3 transceiver are those from filtering and noise loading, which do not 

fully represent the impairments that would be seen in service. The logical future extension of this 

would be to perform the same testing in a loop experiment. From this, one could investigate the 

correlation between filtering impairments and reach. Finally, for the most realistic performance 

metrics one could include other channels adjacent to the channel under test. In general, WDM 

performance is always worse than single channel performance. Testing system performance with a 

loop WDM setup would be the most realistic and would include impairments like fiber nonlinearity 

and PMD that are not seen in the tests that were performed. Overall, this thesis has just scratched 

the surface on the investigation of passband impairments and there is significant room for future 

experimentation using similar methodologies. Unlike with filter replication, the system effects of 

passband impairments can be further explored without the need for significantly improved 

technology. 
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