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Abstract 

“If it were not for the great variability among individuals, medicine might as well be a science, not an 

art.”  Sir William Osler, Canadian physician and McGill alumnus, quoted in 1892. 

 

       Personalized medicine is the approach that tailors the treatment of patients based on their unique 

genetic makeup and genetic environment.  When equipped with details of individual variation, physicians 

can separate patients into subgroups to predict which patients must be treated aggressively and which 

patients would respond to one drug rather than another. Personalized medicine is now being applied 

towards the prediction of mortality in childhood Acute Lymphoblastic Leukemia (ALL) patients. This is 

because individual children differ in the sensitivity of their leukemic cells and in their response to 

treatment-related toxicity. Currently, mortality prediction for childhood ALL is based on risk-

stratification performed by expert doctors. The genotypic (actual set of genes), phenotypic (expression of 

those genes in observable traits) and clinical information is used to stratify children into various risk 

categories. The information collected by doctors for risk-stratification include response to certain drugs, 

clinical factors such as age and gender and biological measurements such as white blood cell count. 

       The goal of this thesis is to automate the prediction of childhood ALL mortality using genotypic and 

phenotypic information of patients. We intend to achieve this using the Deep Learning algorithm, which 

is known to analyze non-linear and complex information, such as cell-interactions, effectively. We 

conduct this thesis using the Big Data software called H2O, using R. We first experimented with the 

standard Deep Learning parameters, and later adjusted the size and shape of the general network by 

optimizing the depth and retention factor of hidden neurons. We improved the accuracy by using the 

techniques of Out-of-Bag Sampling, Bagging and Voting. We later tuned H2O’s platform-specific 

network parameters. Later, the number of votes needed to obtain the highest accuracy of predictions, is 

also tuned.  We built confusion matrices for each of our Deep Learning models to evaluate how well our 
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models perform. Our results are promising as they are corroborated by the clinical dataset and they 

perform better than the physicians’ predictions. 
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Chapter 1 

Introduction 

1.1 Motivation 

       Deep Learning can be used to analyze a variety of data that are complex, and whose analysis 

would otherwise be time-consuming. When accelerated by GPU’s (Graphics Processing Unit), 

Deep Learning automates the analyses of medical images, thus increasing the speed and accuracy 

of diagnoses. In this thesis, Deep Learning is used to automate the analysis of genomics data. The 

motivation behind this thesis is to provide personalized medicine for childhood Acute 

Lymphoblastic Leukemia (ALL). Childhood ALL is a type of cancer in which the bone marrow 

produces too many immature lymphocytes – a type of white blood cell (WBC) [37]. 

       Personalized medicine means tailoring medical treatment based on each person’s genetic 

composition within diseased cells, here, cancerous cells. The genetic material in cancer cells 

differs from that in healthy cells. Also, two people with the same type of cancer may differ in 

their cancer cells [7]. These differences are in the form of gene changes or in the levels of certain 

cell proteins that work as messengers within and between cancer cells. Testing for the presence of 

such changes leads to the development of targeted drugs that block pro-cancer messenger 

proteins. However, these drugs can only work on the cancers that possess the protein that the 

drugs target [7]. The differences in cancer cells in each individual calls for personalized 

treatment. Absence of a particular type of mutation in cancerous cells, means that the drugs that 

target those mutations do not work. 
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       In personalized medicine, treatment options that are not relevant, are excluded. Although it 

may not seem significant, it is ineffective to give people treatments that do not work. Also, it 

means preventing the risk of side-effects that accompany each treatment. It also saves time and 

costs by focussing on treatments that indeed work. Personalized treatment involves the choice of 

drug as well as the drug dosage ratios [35].  

1.2 Problem 

1.2.1 Problem Description 

       This thesis aims to solve the problem of predicting the potential mortalities/ outcomes within 

a 5 year time-period, for patients affected by childhood ALL, in order to choose between 

treatments. 

       ALL affects both young people and adults. In general, up to 20% of patients with a high risk 

of relapse are not cured [48]. ALL is the most common type of childhood cancer. Age is an 

important factor affecting prognosis (outlook of the patient). About 90% of patients survive for 5 

years or more if diagnosed aged 14 or younger, whereas the survival rate drops drastically to just 

15% for those aged 65 or older [8].  

       For the mortality prediction problem, the main goal is the prediction of survival outcome 

after the diagnosis or treatment of cancer. Throughout this thesis, we use the term good outcome 

to denote that the patient survived and the term poor outcome to denote that the patient did not 

survive. Patients with a poor outcome have their mortalities labeled as 1 whereas                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                     

those with a good outcome are labeled as 0. The objective is to output a vector of labels 0 and 1 

for the patients in the test set. The objective behind this mortality classification is to divide 

patients into two groups: low risk and high risk. Risk acts as a surrogate to mortality. It helps 

doctors choose among, or a combination of the following treatments, depending on the risk-level: 
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surgery, chemotherapy, radiation therapy, hormone therapy, active surveillance, palliative care or 

participating in a clinical trial [6], as well as the dosage of anti-cancer drugs [39]. 

1.2.2 Current Techniques 

      Current cancer therapy is risk-based therapy. The patient is assigned to a certain risk-group 

and is treated based on the treatment provided to that risk-group [11]. This is done by a healthcare 

team [5]: 

1) Risk-stratification using predictive algorithms:  

 The current approach to risk-stratification relies on predictive algorithms that use a combination 

of clinical and biological variables [11]. Some of the clinical variables used are gender, age and 

white blood cell count at the time of diagnosis [34]. The biological variables are determined using 

tests such as tumour marker tests, gene-based diagnostic tests, liquid biopsy, robotic biopsy, and 

imaging techniques and devices (x-ray, MRI, ultrasound and CT scans), virtual endoscopy [4]. 

Many imaging tests involve high doses of radiation [4]. 

 The initial risk stratification is: T-cell, infant, high risk B-precursor, and standard risk B-

precursor ALL [11]. After early treatment, patients are further stratified [11] that acts as a 

surrogate to outcome prediction (explained in point 3). 

 

 2) Risk-stratification determines early treatment: 

The main treatment for ALL involves chemotherapy; targeted therapy may be given to leukemic 

patients with the Philadelphia chromosome; radiation therapy may be used as part of treatment for 

ALL to prevent the spread of ALL to the central nervous system [5]. A stem cell transplant may 

be offered to people with ALL while they are in remission [5]. Supportive therapy is given to 
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treat the complications that usually happen with treatments for ALL and the disease itself [5]. 

 

 

3) The early response to treatment is used to predict patient outcome: 

Factors considered while checking the early response to treatment include response to the drug 

prednisone, bone marrow morphology on day 15 and 33 during induction chemotherapy, value of 

minimal residual disease (MRD) after induction chemotherapy [56].  At the end of induction, all 

B-precursor ALL patients will be further classified into low risk, standard risk, high risk or very 

high risk groups [11] - acting as a surrogate to the physicians’ predictions of patient mortality. 

 

       Computer assistance is used in the predictive algorithms that predict on the combination of 

clinical and biological variables and it is also used while creating images. In virtual endoscopy (a 

method used to diagnose cancer), computers create a 3-D view of the organ created from several 

images – doctors use this 3-D view for further diagnosis. Imaging tests, such as x-ray, MRI, 

ultrasound and CT scans, are a common way to rule out or confirm many diseases, including 

cancer [4]. Imaging is a way for doctors to find the exact location of cancer and to check for 

cancer that has spread [4]. Thus, the panel of doctors form opinions and suggest further 

treatments based on leads provided by a computer. 

       Some of the obstructions in using microarray data – the data used in this thesis, for practical 

purposes, is that microarray data must be validated in different laboratories using standard 

formats, microarray chips must be cost-effective, ongoing trials to increase the sensitivity of the 

chips, and the ongoing research over whether to use whole-genome chips or custom chips [11].  
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      It is better to use the process of automated prediction – the task of this thesis, to refine the 

results of outcome prediction systems [11] and to reduce the side-effects of radiation. 

      In this thesis, while comparing our predictions to that of the physicians’, we are comparing  

our results to the doctor’s opinions that have been formed with computer help. 

1.3 Method 

1.3.1 Plan 

       In this thesis, we intend to automate mortality prediction of childhood ALL patients by using 

Deep Learning on their genetic profiles1- their genotypic and phenotypic gene expression level 

data.   

 

1.3.2 Background of some biological terms and the datasets 

       In order to understand the data that we are working with, let us familiarize ourselves with the 

definitions of the following terms: genome, genotype and phenotype.  

• The genome of an individual is the complete set of DNA (genetic material) in an 

organism. Almost every human cell contains a complete copy of the genome. 

• The genotype is the set of genes in our DNA which is responsible for a particular trait. 

Genotypes (AA, Aa or aa) for a particular gene are determined by the makeup of alleles2 

(A or a) acquired from each parent. 

                                                        
1 Genetic profile: Information about specific genes, including variations and gene expression, in 

an individual or in a certain type of tissue [39]. It identifies the unique characteristics of a 

person’s DNA, in order to predict the progress of a disease or response to a drug. 

 
2 Relation between chromosomes, genes, alleles, genotype and phenotype:  

• Chromosomes contain genes and genes contain DNA. 



 

 

 

6 

• The phenotype is the physical expression, or characteristic, of that trait. It is influenced 

by both – the genotype as well as the environment. 

       Lu et al. [27] and Chibon [13] have shown that the genetic profiles of individuals consists of 

certain gene signatures (group of genes) whose combined expression levels are highly indicative 

of which stage-1 lung cancer patients may benefit from more aggressive therapy. This is also the 

idea behind analysing genetic profiles of childhood ALL patients. 

       There are 3 datasets used in this study – the SNP, Affymetrix and clinical datasets, of which 

only the SNP and Affymetrix datasets are used for the prediction of mortality. The clinical 

parameters associated with the patients, such as relapse status, risk status assigned by physicians, 

and gender – help us obtain insights about the kind of patients that had good or poor outcomes. 

       The 4 nucleotides found in DNA are A, C, G and T. A SNP (Single Nucleotide 

Polymorphism) occurs when there is a variation in a single nucleotide in the nucleotide sequence 

at a specific position in the genome. As an example, there is a SNP, a difference of one base – C 

                                                                                                                                                                     

• A gene is a stretch of DNA or RNA that determines a certain trait. Genes mutate and can 
take two or more alternative forms; an allele is one of these forms of a gene [17].  

•  Each human cell contains 23 pairs of chromosomes. Each chromosome in a 
chromosomal pair is made up of one chromosome from the male parent and one 
chromosome from the female parent. 

• Each chromosome contains several genes. Thus, for every chromosomal pair, there are 
two alleles for every gene- one allele from each parent.  

• As an example, two alleles acquired from each parent for eye colour could be A and a. 
Suppose, A is acquired from the father, is the dominant allele and represents green eyes; 
a is acquired from the mother, is the recessive allele and represents brown eyes. 

• The gene responsible for eye colour would then have a genotype of Aa – a heterozygous 
genotype, composed of the alleles A and a. The phenotype is what is ultimately expressed 
and is the dominant allele in a heterozygous genotype. Hence, the phenotype here is 
green eyes. 
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and T, in the 2nd base in the nucleotide sequences of ACGT and ATGT at a specific base position 

in the genome. The concept of SNP’s will be explained in detail in Chapter 2. These genetic 

mutations – SNP’s, are linked to diseases such as cancer. Hence, it is important to analyze the 

SNP dataset of patients suffering from cancer.  

       DNA microarrays such as Affymetrix arrays are used to measure the expression levels of 

thousands of genes simultaneously. Affymetrix's GeneChip arrays assist researchers in quickly 

scanning for the presence of particular genes in a biological sample [57]. 

 

1.3.3 Technique 

       The genetic information and the variables contained in both the SNP and Affymetrix datasets 

differ. Also, the set of patients differ slightly. This necessitates a different set of Deep Learning 

parameter values for each of the datasets. A Deep Learning model is built for each of the training 

set samples and is tested on the test set to initially produce a vector of regression values of 

mortality. The threshold that separates good outcomes from poor outcomes is then manually set 

to produce a vector of 0’s and 1’s. The accuracy of the Deep Learning model is evaluated by 

comparing the predicted labels with the original labels and by building confusion matrices. 

Methods to improve the generalization of the model and to improve the accuracy, such as Out-of-

Bag Sampling and Voting are adopted. 

       Additionally, we overlay the clinical parameters over the predicted results of the model to 

check if any biological implications can be drawn. 
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1.4 Thesis Statement 

       Deep learning can predict mortality from genetic profiles. 

       In order to test this hypothesis, we feed the genetic data into the deep network, provide 

mortality labels and produce triples (representation of the input is reduced to 3 dimensions in the 

last hidden layer of the deep network). The Deep Learning algorithm learns the internal 

relationships in an unsupervised manner from the non-linear genetic profiles, to produce a higher 

level representation of the input at each successive hidden layer. This is done in the first phase of 

Deep Learning. In the second phase, we fine-tune the weights of the pretrained deep network by 

reading the mortality labels and continuing the backpropagation. The Deep Learning process is 

explained in detail in Section 2.2. 

 

1.5 Research questions 

RQ1. How can we adapt Deep Learning to the problem of mortality prediction for the given two 

datasets? 

Task: For this question, we explore which parameters and hyper-parameters of the Deep Learning 

model need to be tweaked and what are their optimal values, so that the model performs best.  

Motivation: The parameters and hyper-parameters have to be experimented with, for the best 

performance of the model. They have to be tweaked depending on the size of the dataset, effects 

on the performance metrics and the constraints imposed by the H2O software. 

Results: The results to this question are displayed in Table 4.5 of Section 4.4. 

 

RQ2. How accurately can Deep Learning predict mortality? 

 Task: For this question, we describe the methods used to assess the accuracy of our results.  
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Motivation: We want to check whether the results obtained by Deep Learning produce good 

accuracy, sensitivity and specificity. We also want to check how well can our results perform 

when pitted against physicians’ assessments of patients, and whether our results can be justified 

using the clinical information of patients.  

Results: The results to this question are displayed in Table 5.2 in Section 5.3.2. 

RQ3: What is the Deep Learning clustering on, for both the datasets, while classifying the 

patients? 

Task: We model the predictions made by the Deep Learning algorithm into 3-D figures with data-

points representing the patients. These data-points (patients) form clusters that are not solely 

representative of mortality. We want to decipher the clinical attributes that the Deep Learning 

algorithm used on these datasets to observe similarity between the patients.  

Motivation: Although the predictions of patient outcome are made using numerical data 

(explained at the end of Section 2.1.2) regarding the patient’s genes, there are underlying factors 

– clinical information of patients that also influence patient outcome. Our goal in this question is 

to discover which clinical attributes contributed to certain patients belonging to certain clusters.  

Results: The results to this question are displayed in Section 5.4. 

1.6 Organization of thesis 

        Chapter 2 is the background of the thesis and gives an overview of gene expression 

analytics, the evolution of deep learning and the role of H2O in this thesis. It also discusses 

related work in deep learning and machine learning on cancer datasets. Chapter 3 discusses the 

shape of the network and the process of sampling. Chapter 3 first describes the datasets used, then 

discusses how to build the widest and deepest network possible. Chapter 4 details how to tune 

H2O-specific parameters. The experimental results in Chapter 5 depict the final confusion matrix 
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after the specified number of votes, the split of votes among each patient ID, unlabeled clustering 

and the overlay of clinical data upon the mortality variable. Chapter 6 discusses five methods of 

empirical validation including the phenomena of repeated patients and some pointers on stray 

patients. Chapter 7 concludes the thesis and mentions the future work possible. 

 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 

 

 

11 

Chapter 2 

 Background 

       This chapter provides the background information for understanding our thesis. We begin by 

discussing supervised and unsupervised learning and their relation to this thesis, followed by the 

process of obtaining gene expression levels. The latter discussion is crucial to understanding the 

kind of values present in our datasets. The basic Deep Learning concepts are introduced next. 

Subsequently, we explore the related work done in Deep Learning and discuss the Big Data 

platform used in this research – H2O. 

       This thesis makes use of supervised as well as unsupervised learning. Supervised learning 

can be explained as follows: use labeled training data to learn the mapping function from the 

input variables (X) to the output variable (Y). 

  Y = f (X) 

       Supervised learning problems can be of two types: 

a. Classification: To predict the outcome of a given sample where the output variable is in 

the form of categories. Examples include labels such as male and female, sick and 

healthy.  

b. Regression: To predict the outcome of a given sample where the output variable is in the 

form of real values. Examples include real-valued labels denoting the amount of rainfall, 

height of a person. 
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       On the other hand, unsupervised learning problems possess only the input variables (X) but 

no corresponding output variables. It uses unlabeled training data to model the underlying 

structure of the data. 

       Unsupervised learning problems can be of two types: 

a. Association: To discover the probability of the co-occurrence of items in a collection 

[45]. It is extensively used in market-basket analysis. Example: If a customer purchases 

bread, he is 80% likely to also purchase eggs. 

b. Clustering: To group samples such that objects within the same cluster are more similar 

to each other than to the objects from another cluster. 

       This thesis employs regression during the process of mortality prediction and clustering 

during the visualization of the Affymetrix / SNP expression levels of patients.  

 

2.1  Gene Expression Analytics 

2.1.1 SNP (genotypic) dataset 

       Nucleic acids are the organic compounds that allow organisms to transfer genetic information 

from one generation to the next [3]. The structure of the nucleic acids in a cell determine the 

structure of the proteins produced in that cell [2]. There are 2 main types of nucleic acids – DNA 

and RNA. DNA is responsible for storing and transferring genetic information. RNA converts the 

information stored in the DNA into proteins and acts as a messenger between DNA and 
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ribosomes to make proteins. Information contained within the genetic code3 is typically passed 

from DNA to RNA to the resulting proteins [2].  

       A gene is a section of DNA or RNA that determines a specific trait. Traits influenced by 

genes include eye colour, blood group and skin complexion, among others. Chromosomes contain 

genes, and genes contain DNA.  

       Genes can undergo mutation and have multiple variations. Alleles are each of the variant 

forms of a given gene that are found at the same fixed position on a chromosome. Chromosomes 

occur in pairs (one chromosome from each parent) [17]. For each gene (say, gene responsible for 

eye colour), organisms inherit one allele from each parent (say, the first allele for blue eye colour 

and the second allele for brown eye colour). The 2 alleles formed for every gene are called the A-

allele and B-allele. The alleles that an individual has at a particular locus4 on the chromosome is 

called its genotype. The visible expression of the genotype is called an organism’s phenotype.  

         A Nucleotide is one of the building blocks of DNA and RNA. A nucleotide consists of, 

among other things, 1 of 4 bases called Adenine (A), Guanine (G), Cytosine (C) or Thymine (T). 

A Single Nucleotide Polymorphism (SNP) is a variation in a single nucleotide within the DNA 

sequence of individuals, occurring at a specific locus. As an example, the fragmented DNA 

sequence between two individuals at a specific locus may be ACGT in most persons, and ATGT 

                                                        
3 The genetic code is the sequence of nucleotide bases in nucleic acids (DNA and RNA) that code 

for amino acid chains in proteins [2]. A nucleotide base is one of A, G, C, T in DNA and one of 

A, G, C, T, U in RNA. 

 
4 Locus: Genes occur in set locations on chromosomes. This allows their locations to be 

mapped. The position of a specific gene on a chromosome is called its locus [49]. 
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in a minority of people. There is a difference of one base – C and T, in the 2nd base of the 

nucleotide sequences. There is a SNP at the specified locus, and C and T are its two alleles. As 

this genetic variation produces differences between individuals’ susceptibility to a certain disease 

and response to a drug, SNPs are critical to personalized medicine [10].  

      DNA microarrays such as the Affymetrix microarray are used for the gene expression 

analysis of thousands of genes simultaneously. The ALL microarray data was spread across four 

Affymetrix platforms: HGIST, U133A, U133A2 and UI33Plus2. The genotypic dataset used in 

our thesis is the set of common SNP’s obtained from the series of larger SNP arrays from the four 

Affymetrix platforms. The DBNorm technique [35] normalized the data from four platforms into 

the same platform, U133Plus2. 

       In our thesis, the variables of our genotypic dataset are the names of various SNPs. The 

genotypic dataset quantifies the theta values, or B-allele Frequencies (BAF’s). It ranges between 

0 to 1 and represents the fraction5 of bases that are genotyped as the B allele (variant allele).  

 

2.1.2 Affymetrix (phenotypic) dataset 

       The Affymetrix microarray measures the quantity of mRNA (messenger RNA) present in the 

genes. The principle behind it is that overexpressed genes generate more mRNA than 

underexpressed genes.The Affymetrix surface is a glass chip about the size of a thumbnail, with 

about 400,000 squares called features. Each feature holds several copies of a unique DNA 

                                                        
5 0 means homozygous reference (AA, means 100% A-allele), 1 means homozygous variant (BB, 

means 100% B-allele) and 0.5 means heterozygous (AB).  
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sequence, called a probe.  The probes are synthesized in fixed positions layer by layer. Each 

probe is usually 25 bases long. For ease of understanding, let us consider DNA probes of 7 bases. 

Thus, one feature would hold a probe with the ATTCATG sequence, while another feature would 

hold another probe, say ATTTATG. The SNP is in the middle position and is highlighted in bold 

and italics.  

       Affymetrix microarrays use the principle of hybridization to identify each SNP genotype –

that is, base A always pairs with base T, and C always pairs with G. In our example, the 

ATTCATG probe on the microarray would have the TAAGTAC sequence from the person’s 

DNA sample, stick to it. Thus, the person’s SNP genotype can be identified as C/G [1]. 

        In the phenotypic dataset, a gene is not represented by one probe, but by a set of probes [49]. 

This collection of probes to represent a gene is called a probeset. 

      The procedure is as follows: The patient’s DNA sample is tagged with purple-coloured biotin 

[1]. This is called the labeled target.	The labeled target is washed over the microarray probes. 

Using the principle of hybridization, when a DNA sequence on the labeled target finds its 

complementary match with the DNA sequence from a probe, they stick to each other. The array is 

then rinsed so that any DNA that did not pair is washed away. A laser is shone on the array, so 

that the labeled molecules emit fluorescence, proportional to the quantity of labeled target 

sticking to the probe. A scanner captures this fluorescence, resulting in an image that corresponds 

to a grid of shining spots6, each spot corresponding to a probe [47]. Finally, this image will be 
                                                        
6 Each spot appears red, green or yellow spot, based on the expression level of the gene.			

• A red spot indicates that that gene was strongly expressed in sample cells [44].  
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transformed into numbers and will be the basis of the analysis [47]. � 

        The quantities produced for each spot are [47]:  

a) Signal measures: Red (R) or Green (G) 

b) Background measures (Rb, Gb), intended to measure fluorescence not due to hybridization                                          

c) Some quality measures for that spot. 

       For each spot, the expression ratio (M) is calculated as [47]: 

1. Measure (M) = R/G;                                              

                                   Or 

2. Background-corrected expression ratio: M = (R-Rb)	/	(G - Gb).  

The ‘base2 logarithm’ of this quantity is taken as the final outcome of relative gene expression at 

each spot. 

       In our thesis, the variables of the phenotypic dataset are the names of various probesets. The 

values in the phenotypic dataset range between 2 to 13 and quantify the fluorescent intensities 

emitted from the biotin-labelled transcripts, at each probeset. The quantity of labelled target 

                                                                                                                                                                     

• A green spot indicates that that gene was strongly repressed in sample cells [44].  

• If a spot turns yellow, it means that that gene was neither strongly expressed nor strongly 

repressed in sample cells [44].  
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sticking to the probeset, impacts the fluorescence, and is proportional of the expression level of 

the gene represented by that probeset.	

       To summarize the previous two Sections 2.1.1 and 2.1.2, the genotypic and phenotypic 

datasets are separate descriptions of each patient. The genotypic dataset shows names of SNPs. It 

tells us: which locations in the genome have SNPs, using the frequency of B-alleles at specific 

locations of the genome, as a measure. 

       The phenotypic dataset shows the names of probesets that represent a particular gene. It tells 

us the expression level of the gene represented by that probeset (mRNA levels affect 

fluorescence). 

       In summary, we use 

a) The location of the SNP  

b) The expression level of mRNA in those genes  

to predict ALL mortality. 

 

2.2 Deep Learning 

        Deep Learning is a branch of Machine Learning algorithms that are inspired by the 

functioning of the human brain and the nervous system. The input data is clamped to the input 

layer of the deep network. The network then uses a hierarchy of hidden layers that successively 

produce compact, higher level abstractions (representations) of the input data. It thus produces 

pseudo-features of the input features. As an example, for the task of face detection, the raw input 

is usually a vector of pixel values. The first abstraction may identify pixels of light and shade; the 

second abstraction may identify edges and shapes; the third abstraction may put together these 
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edges and shapes to form parts such as the eyes, nose; the next abstraction may put these parts 

together to form a face. Thus, complex representations are learnt using the composition of simpler 

representations. 

       At the output layer, the network error (cost) is calculated. This cost is successively 

minimized using a method called stochastic gradient descent and propagated backwards, back to 

the input layer, using an algorithm called backpropagation. This causes a re-calibration of the  

                          

Figure 2.1: Pyramid illustrating Deep Learning 

weights and biases in the network. Using the new weights, newer representations are propagated 

forward to the output layer and again checked for the network error. The process of forward and 

backward propagation continues until the weights have been adjusted to accurately predict the 

output. 
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       For Figure 2.1, let us consider an input dataset of 150 * 12000 dimensions (150 rows, 12000 

columns). We create a Deep7 network with 4 hidden layers consisting of 4000, 750, 200, 30 

neurons. All the 12000 data points in the input layer are used to construct the 4000 pseudo-

features of the first hidden layer. As the size of the network progressively decreases towards the 

final hidden layer, it forms a pyramid. The 5 steps shown in the figure have been explained 

below. 

Step1: Feed the input records (150* 12000) into the network. 

Step 2: The Deep Learning algorithm begins to learn inherent patterns in the dataset. It does so by 

associating a weight and bias to every feature formed from the input layer and hidden layers. This 

is the model-building stage. As it passes through each successive hidden layer, it forms narrower 

abstractions of the data. Each abstraction takes the abstraction of the previous layer as its input. 

Dropout is a hyper-parameter specified during the model-building stage. 

Step 3: After passing through the last hidden layer here, an abstraction of 150* 30 features is 

formed. The class labels (150* 1) are exposed to this abstraction. It has been a feedforward neural 

network so far.  

Step 4: The class labels help the model associate an outcome to the patterns created for every 

input record. Accordingly, now the weights and biases can be tuned to better match the labels and 

minimize the cost (difference between the predicted output and actual output for the record). 

       Stochastic Gradient Descent uses random training set samples iteratively to minimize the 

cost. This is done by going backwards from the output layer towards the input layer and is called 

                                                        
7 Neural networks with 3 layers or more are considered ‘Deep’ [41]. 
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backpropagation. Backpropagation trains deep networks, using the algorithm of Stochastic 

Gradient Descent. 

Step 5: Backpropagation occurs n times, where n = number of epochs, or until there is no change 

in the weights. 

 

2.2.1 Progression towards Deep Learning 

        The ImageNet competition, held since 2010, consists of classifying 1.2 million high-

resolution training images into 1000 different object classes. In 2010, the winning entry had an 

error rate of 28.2% [42]. But in 2012, the winning team led by Prof. Geoffrey Hinton used Deep 

Learning, producing an error rate of only 16.4%, much ahead of the second-place winner’s 26.2% 

[42]. This clearcut victory signaled the widespread adoption of Deep Learning for nonlinear 

datasets. The sections below outline the basic concepts and the evolution of Deep Learning.  

 

2.2.1.1 The Perceptron algorithm 

       The Perceptron algorithm, also called the single-layer perceptron, is one of the earliest 

supervised training algorithms for binary, linear classifiers. It is a single layer neural network. 

       To perform binary classification of a sample, we can define a linear separator, a line that best 

separates the labeled data, such that the input is classified as 1 if above the separator and 0 if 

below. Each feature of input data can be expressed as a vector x = {x1, x2, .., xn}. The separator 

can be defined by a vector of weights of the input features, w = {w1, w2,..,wn} and a bias b. The 

weighted sum transfer function / linear function is denoted by 𝑓 𝑥 = 𝑤. 𝑥 + 𝑏. A threshold 

function h (x) is applied to the value obtained from the linear function f(x) [64]. 
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      When the threshold function h (x) is brought together with the linear function f(x),we obtain a 

linear separation classification function [64], where  

 1:   𝑖𝑓 𝑓 𝑥 = 𝑤. 𝑥 + 𝑏 > 0  ..Eqn [1]              h(x)=

  0 ∶ 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒     

where 𝑤. 𝑥 is the dot product in 𝑤!𝑥!
!!! i  ; n = number of inputs to the perceptron; b =bias [59]. 

        As shown in Figure 2.2, in terms of neural networks, a perceptron is an artificial neuron 

where the Heaviside step function (outputs oj are either 0 or 1) is the activation function [59]. 

Depending on whether the net input exceeds a threshold value, when passed through the 

activation function (here, the Heaviside Step function), the neutron either fires or remains silent 

otherwise. The purpose of the Perceptron algorithm is: For of each training record, learn the 

weights associated with the input vectors, so as to be able to draw the correct linear boundary to 

discriminate between the 2 classes, 1 and 0. For this, it updates the weights after each update 

number j. 

         

Figure 2.2: Rosenblatt's Perceptron [60] 
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Disadvantage of single-layer perceptrons:  

       Data should be separable by a linear classifier.  To address this disadvantage, use Multi-layer 

perceptrons (MLP’s) / feedforward neural networks. They have the same structure as the single-

layer perceptron, but with the addition of 1 / more hidden layers. MLP’s employ non-linear 

activation functions such as sigmoid that convert the decision boundary into a non-linear one.  

2.2.1.2 Neural Network  

       An Artificial Neural Network (ANN) is a computer system patterned after the operation of 

the human brain and the nervous system, albeit on a smaller scale. Henceforth, the term neural 

network refers to an artificial neural network. 

2.2.1.2.1   Weights and Biases, Feedforward Neural Network 

       A neural network is composed of layers of nodes called neurons, which are simply 

perceptrons. Each edge has a unique weight and each neuron has a unique bias. These have been 

denoted by w and b respectively, in Figure 2.3. A given input sample possesses only one bias in a 

single-layer perceptron, whereas there are unique biases for each node in an MLP. 

       Figure 2.3 contains an input layer, one hidden layer and an output layer. The 3 input neurons 

A, B, C are connected to every neuron in the hidden layer. Also, every neuron in the hidden layer 

is connected to the output neuron(s). For neural networks with multiple hidden layers, every 

neuron in the hidden layer is connected to every neuron in the successive hidden layer. This is 

called a Feedforward neural network/ Multi Layer Perceptron (MLP). 
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Figure 2.3: Feedforward neural network / Multi Layer Perceptron (MLP) depicting unique 

weights and biases for each node 

     In an MLP, the sum of the weighted inputs for the hidden layer is passed through an activation 

function and is used to work out the activation (decision whether the neuron will fire or not) for 

the output node.  

      Here, neuron D has a unique bias of 9, and has incoming weights of 10, 5, 6 from neurons A, 

B, C respectively. Weights represent the strength of connections between neurons [15]. If the 

weight from neuron A is greater than all other incoming weights to neuron D (all else being 

equal, including the magnitude of the input neurons), it means that: of all input neurons, A exerts 

greatest influence over the activation level of neuron D and causes D to fire on exceeding a pre-

set threshold value.  

       MLP’s adopt backpropagation to train the network. Weights are assigned randomly to the 

connections in the first iteration of the Deep Learning algorithm. This indeed produces a huge 
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difference between the actual output and the predicted output. This difference is then corrected 

over multiple iterations, by adjusting the weights, starting from the output layer and going 

towards the input layer. This process is called backpropagation.  

        Also, the activities of neurons in each layer are non-linear functions of activities in layers 

below. 

     2.2.1.2.2 Activation functions 

                                           

                  𝑺𝒖𝒎𝒎𝒂𝒕𝒊𝒐𝒏:  𝒔 =  𝒘.𝒙      𝑻𝒓𝒂𝒏𝒔𝒇𝒐𝒓𝒎𝒂𝒕𝒊𝒐𝒏:𝒇 𝒔 =  𝟏
𝟏! 𝒆!𝒔

 

Figure 2.4: Activation functions: Imparting non-linearity to an MLP 

        Equation [1] for a single layer perceptron, 𝑓 𝑥 = 𝛴 𝑤. 𝑥 + 𝑏, can be extended for any 

number of layers, as in an MLP. It follows from Equation [1] that the linear combination of 

weights for any number of layers, is also linear. This would cause an MLP to merely perform 

simple linear regression. What causes an MLP to perform non-linear transformations is the 

presence of a non-linear activation function for the weighted sum of inputs. Thus, activation 

functions such as Tanh, Logistic and any sigmoid function, are used to impart a non-linear 

decision boundary to neural networks, by providing non-linear combinations of the weighted 

inputs [36]. The activation function f(s) shown in Figure 2.4 is the non-linear sigmoid function. 
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2.2.1.2.3 Error function, Gradient, Stochastic Gradient Descent and Backpropagation 

        The cost or error of a network refers to the difference between the predicted output and 

actual output.  Based on this difference, the weights that connect the output node to the last 

hidden layer, then the weights that connect the last hidden layer to the 2nd last hidden layer and so 

on, need to be adjusted so as to minimize the error. 

       Our objective is to minimize the error function. The error function for the weights is given by 

J (W) =  !
!

 (𝑑! − 𝑜!)!
!!!

!        [20] 

where k = number of the node, 𝑑! = desired output  , 𝑜! =  observed output. 

       The term gradient denotes partial derivative with respect to the weights of the node. Thus, 

the gradient of the error function is the partial derivative of the error function, with respect to the 

weights of the node. To minimize the error function, use Gradient Descent. Gradient Descent 

(GD) is the error correction applied to the weights, according to the negative of the gradient of the 

error function, performed iteratively. We use the negative of the gradient descent because the 

fastest descent will be in the direction of the negative gradient. 

        GD involves running through the entire training set in order to perform a single weight 

update in a particular iteration. As a result, the training time would increase immensely in case of 

a large training set. To solve this problem, a variation of GD, called Stochastic Gradient Descent 

(SGD) is used. As the name Stochastic implies, a random single training sample or a subset of 

random training samples (called a minibatch) is used to compute a single weight update during 

every iteration.  

         To summarize Section 2.2.1.3, backpropagation allows the information from the cost to 

flow backwards through the network, in order to compute the gradient of the error function [22]. 

This gradient is computed using the Stochastic Gradient Descent (SGD) algorithm. 
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2.2.1.3 Vanishing Gradient Problem 

       Gradient-based learning methods such as backpropagation learn a parameter's value by 

understanding how a small change in the parameter's value will affect the network's output [21]. 

When the gradient is large, the deep net will train quickly and learn the parameters well; when the 

gradient is small, the net will train slowly and cannot learn the parameters effectively. During 

backpropagation, the gradient can potentially vanish through the net. This is called the vanishing 

gradient problem. The gradients have very small values towards the later stages of 

backpropagation, that is, the early layers of the deep net (because, the gradient at a layer is the 

cumulative effect of the multiplication of gradients of previous layers; also, the product of two 

numbers between 0 and 1 is a further smaller number. This leads to progressively smaller 

gradients). Hence, the early layers of the deep net are also the slowest to train.  

        However, this is a major problem as it is the early layers that are responsible for detection of 

the simple patterns in a dataset. Implications of the vanishing gradient problem include: long 

training time and the drop in accuracy. To overcome this, Restricted Boltzmann Machines (based 

on autoencoders) and Deep Belief Nets were introduced. 

2.2.1.4  Autoencoders 

       An autoencoder is a neural net that takes a set of inputs, compresses and encodes them, and 

then tries to reconstruct the input as accurately as possible.  

       A basic autoencoder comprises of an input layer, a hidden layer and an output layer. An 

RBM is an example of an autoencoder with only 2 layers overall. There are 2 steps in an 
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autoencoder – encoding and decoding. Typically, the same weights that are used to encode a 

feature in the hidden layer, are used to reconstruct an image in the output layer.  

       Autoencoders are trained using backpropagation using a metric called loss. As opposed to 

‘cost’, loss measures the amount of information that was lost when the net tried to reconstruct the 

input. A net with a very small loss value produces reconstructions that are very similar to the 

original.   

 

Figure 2.5: Working of an Autoencoder [54] 

2.2.1.5 Restricted Boltzmann Machine (RBM) 

       Unlike an autoencoder, an RBM is only a shallow, 2-layer net: the 1st layer is called a visible 

layer, the 2nd layer is called the hidden layer. This is shown in Figure 2.6.  Yet, the RBM is a type 

of autoencoder as the data does not need to be labeled and an RBM has to encode its own 

structure. 
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Figure 2.6: Restricted Boltzmann Machine [61] 

                      

Figure 2.7: Comparison between the units of a Boltzmann Machine and a Restricted 

Boltzmann Machine [31] 

       An RBM is called so because of its similarity to a Boltzmann Machine and the restricted 

nature of its units. What separates RBM’s from normal neural networks is the stochastic nature8 

of the units, making it similar to a Boltzmann Machine. A Boltzmann Machine has a set of fully 

                                                        
8 Hinton defined a stochastic unit as: “neuron-like units that make stochastic decisions about 
whether to be on or off”. 
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connected stochastic units. A Restricted Boltzmann Machine does not have fully connected units 

(there are no connections between units in the same layer) but we retain the stochastic units [31]. 

This is shown in Figure 2.7.  

      The MLP system is deterministic – knowing the weights, biases and inputs one can, with 

100% accuracy, calculate the sigmoid activation scores (on or off) at each layer [31]. However, 

RBM’s are stochastic – the value calculated at the activation function is used as a probability 

score for a Bernoulli trial9 to decide whether the neuron will be on or off [31]. We add this extra 

layer of complexity to allow the model to deal with errors in input patterns or with patterns that 

deviate from the norm- thus, making it easier for the network to change associations between the 

input and output.  

         Through several forward and backward passes, the RBM is trained to reconstruct the input 

data. 3 steps are repeated throughout the training process:  

1) In the forward pass, every input node is combined with a unique weight and 1 overall 

bias. The result is passed to the hidden layer which may/may not activate. 

                                                        
9 A Bernoulli Trial is an experiment with the following properties [31]: 

§ There are always only 2 mutually exclusive outcomes – it is a binary result 
§ Coin toss – can only result in a heads OR a tails for a particular toss, there is no 

third option 
§ A team playing a game with a guaranteed result, can either win OR lose the game 

§ The probability of both the events has a finite value (we may not know the values) which 
sum to 1 (because one of the two possible results must be observed after we perform the 
experiment) 
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2) In the backward pass, each activation is combined with an individual weight and an 

overall bias. The result is passed to the visible layer for reconstruction. 

3) At the visible layer, the reconstructed input is compared with the actual input to deduce 

the quality of the result.  

        Steps 1-3 are repeated with varying weights and biases until the input and the recreation are 

as close as possible.  

         We see that an RBM can extract features, but how does that aid in the vanishing gradient 

problem? Answer: RBM’s can be combined together to form together Deep Belief Nets (DBN’s). 

DBN’s, in turn, employ a clever training method to deal with the Vanishing Gradient Problem. 

       2.2.1.6 Deep Belief Net (DBN) 

       DBN’s were conceived as an alternative to backpropagation.  

       In terms of network structure, a DBN is identical to an MLP, but the two are entirely 

different with respect to training. The difference in the training method enables DBN’s to 

outperform their shallow counterparts. An MLP is trained by backpropagation, while a DBN is 

trained by pre-training and fine-tuning. 

       Pre-training: DBN can be viewed as a stack of RBM’s where the hidden layer of 1 RBM is 

the visible layer of the RBM above it. A DBN is trained as follows: the first RBM is trained to 

reconstruct its input as accurately as possible. The hidden layer of the first RBM is treated as the 

visible layer of second RBM, and the second RBM is trained using the outputs from the first 

RBM. This process is repeated until every layer in the network is trained. Note: In a DBN, each 

RBM layer learns the entire input. In other kinds of models like CNN’s, early layers detect simple 

patterns and later layers recombine them to form higher-level abstractions. A DBN on the other 
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hand, works globally by fine-tuning the entire input in succession as the model slowly improves. 

It is similar to a camera lens slowly focusing a picture.  

 

Figure 2.8: Deep Belief Net (from [31]). The pink dotted rectangles shows the RBM trained 

at each stage, with the lower layer forming the input layer of each stage. x denotes the 

original input, {h1,h2,h3} denotes the hidden layers, y denotes the labels. 

Fine-tuning: After pre-training, the RBM’s have created a model that can detect inherent patterns 

in the data. To finish training, we introduce labels to the patterns and fine-tune the net, with 

supervised learning. To do this, one needs only a very small set of labels so that the features and 

patterns can be associated with a name. The weights and biases are altered slightly, resulting in a 

small change in the net’s perception of the patterns, causing a small increase in the total accuracy. 

          Benefits of a DBN: A) Needs only a small labeled dataset. 

B) Training can be completed in a reasonable amount of time through the use of GPU’s. 

C) Resulting net is very accurate relative to a shallow net, hence the DBN is a solution to the 

vanishing gradient problem. 
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     In summary, the previous sections are connected as follows: We need DBN’s to overcome the 

Vanishing Gradient Problem. RBM’s are the building blocks of DBN’s. An RBM in itself, is a 2-

layer autoencoder. A Deep autoencoder is composed of two symmetrical DBN’s [16]. 

                             

Figure 2.9: Deep Autencoder (from [12]) 

 

2.3 Why employ the Deep Learning technique on our dataset? 

Hidden layers, and hence, deep learning is necessary when dealing with highly contextual 

and complex datasets. Datasets that would fall under this category include image recognition 

datasets and medical datasets that quantify the cellular interactions within organisms.  Datasets 

with features in the form of discrete values (example, blood group, race, gender) are good for 

statistical classification algorithms [36] such as logistic regression and Naïve Bayes techniques. 

Models based on shallow learning techniques such as SVM, decision trees [50] may not be able 

to unearth the intrinsic patterns within complex data. Deep learning employs non-linear 

transformations at each layer to extract these intrinsic patterns. Hence, linear transformations such 
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as PCA are not adequate [50] (since the composition of linear transformations at each layer, 

would also be linear). 

In linear systems, the output variable is proportional to the input variables. Also, the 

output can be obtained by applying linear differential equations to the input [50]. A simple linear 

system can be broken down into constituent elements and the rules that govern them; knowing 

these two factors makes it possible to accurately predict the output of the system under various 

conditions. In contrast, the human immune system is a ‘complex nonlinear system’ because the 

latter can be defined as, “a system or whole, consisting of an extremely large and variable number 

of component parts, where the individual components display marked variability over time, and 

are characterized by a high degree of connectivity or interdependence between variables”[50]. 

The white blood cells of our immune system constantly interact with one another through 

messengers such as cytokines, to counter pathogens and eliminate abnormal cells that can turn 

cancerous.  

Unlike linear systems whose outputs can be predicted relatively easily given a fixed set of 

inputs, nonlinear systems such as our immune system can respond differently, on different 

occasions, to identical stimuli [50]. This depends on multiple internal and external conditions 

affecting the body. Also, “B-acute lymphoblastic leukemia (B-ALL) cases usually carry a 

primary genetic event, often a chromosome translocation, and a constellation of secondary 

genetic alterations that are acquired and selected dynamically in a nonlinear fashion” [65]. 

Thus, given that: 

Gene expression levels in our dataset are influenced by such nonlinear behaviours, it is not 

feasible to predict the ‘mortality’ response variable using the numeric input features directly, 

without learning the underlying patterns by creating simpler representations of the input data. 
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Dimensionality reduction algorithms such as PCA are not feasible as they produce merely a linear 

combination of the input features and are unable to model the intricate inter-relationships between 

features. Hence, we chose to employ Deep Learning as the machine learning technique for this 

thesis. 

2.4 Related Work 

       Chiaretti, Lee and Gentleman [12] conducted a study on gene expression profiling on adult 

patients with T-ALL. They identified a limited number of genes that are predictive of remission 

duration and response to induction therapy. 

       The sections below outline the advances made by Deep Learning in the field of biomedical 

applications.   

2.4.1 Deep Learning on gene expression data  

        Uppu and Krishna [53], Fakoor and Ladhak [46] and Smolander [51] used Deep Learning on 

gene expression data.  Uppu and Krishna [53] showed the applications of Deep Learning using 

H2O on genomic interaction datasets. It found that Deep Learning, compared to other machine 

learning approaches, produced reproducible results and significantly improved accuracies, when 

studying the SNP interactions responsible for complex diseases. It identified the top 20 two-locus 

SNP interactions between 35 SNPs under study. The Deep Learning model was built on a dataset 

of 157*40 dimensions and had 3 hidden layers, each with 50 neurons. Deep Learning produced 

results that were about 95% accurate, while the results from GBM, Logistic Regression, Naïve 

Bayes, Neural Networks, Random Forest and SVM were 70%, 60%, 55%, 60%, 70% and 72% 

accurate respectively. 
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       In Fakoor and Ladhak [46], 50000 features were reduced using PCA, then fed into a stacked 

autoencoder with 2 hidden layers to learn a representation from unlabeled data. This 

representation then served as an input to a cancer classification task for 13 different cancer 

datasets. The results showed that for 11 out of 13 datasets, cancer classification performed using 

unsupervised autoencoder features, outperforms baseline algorithms that do not use unsupervised 

features. 

      In Smolander’s work [51], gene expression data was used to predict the binary estrogen 

receptor status (ER+ or ER) in breast cancer. A Deep Belief Network (DBN) of 4 layers followed 

by SVM produced 90% accuracy, whereas PCA followed by SVM produced 84% accuracy. The 

original dataset had 22283 features and the DBN had the distribution 1000-600-400-200-1. 

2.4.2 Deep Learning for medical imaging  

       Deep Learning was used in medical imaging by Sun, Zheng and Qian [52], Liu, Cai and 

Pujol [29] and Raja and Lee [33]. While Sun, Zheng and Qian [52] detected images of lung 

cancer, a DBN was formed by stacking 4 layers of RBM’s. The DBN obtained an accuracy of 

81.19% over that of 79.40% for an SVM. In the work of Liu, Cai and Pujol [29], an autoencoder 

with 3 hidden layers was used with a softmax regression layer on neuroimaging data to predict 

Alzheimer’s Disease (AD). The authors performed binary and 4-class classification of AD- the 4 

classes being: Normal Control subjects, Mild Cognitive Impairment non-converters, Mild 

Cognitive Impairment converters and lastly, AD. The performance of Deep Learning was 

compared with that of Single Kernel SVM (SK-SVM) and Multi Kernel SVM (MK-SVM). For 

binary classification, Deep Learning results were 87% accurate, compared to that of 84% and 

86% for SK-SVM and MK-SVM respectively. However, Deep Learning performed significantly 
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better than the other 2 techniques for 4-class classification. The accuracy of results for 4-class 

classification for SK-SVM, MK-SVM and Deep Learning was 40%, 45% and 55% respectively. 

        In the work by Raja and Lee [33], Deep Learning was applied to the problem of detecting 

emotions of disabled people. This was done through measuring their EEG signals (EEG = 

electroencephalogram; the electrical activity of the brain) and building 3 layers of RBM’s to learn 

the features from these signals. The Deep Learning approach had 68% accuracy, while the KNN, 

SVM and ANN approaches showed a much smaller 51%, 61% and 60% accuracy respectively. 

2.5 H2O 

       We implemented our thesis using the H2O package in R. H2O is an open-source Artificial 

Intelligence platform that allows us to use Machine Learning techniques such as Naïve Bayes, K-

means, PCA, Deep Learning, autoencoders using Deep Learning, among others. It allows us to 

build predictive models using programming environments such as R, Python, Scala and a web-

based UI called Flow. For this thesis, we use the Deep Learning technique (reason explained in 

Section 2.3), with the R language (due to our familiarity with the language).  

2.5.1 Role of H2O in the thesis 

       Parameters refer to the weights and biases of a deep learning model. Hyper-parameters are 

the options one needs to design a neural net, like number of layers, nodes per layer, activation, 

choice of regularizer, among others.  

       It is plausible that the deepest network will give us the most accurate results. For this 

purpose, we aim to maximize the parameters of our Deep Learning models. Also, we conduct 

experiments to decide which hyper-parameters to employ, and then find the optimal values of 
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those hyper-parameters. We use H2O in 2 stages – prediction and clustering. A sample workflow 

of our procedure using H2O is shown in Figure 2.10.  

 

Figure 2.10: Workflow of tasks of our thesis, also depicting the use of H2O 

       The tasks in our thesis are of two kinds – prediction and clustering. Let us consider an 

example dataset with 200* 12000 dimensions (200 rows, 12000 columns), of which the training 

set is 150*12000 and the test set is 50*11999. For the prediction task, the training set involves 

labelled data while there are no labels in the test set (we predict the labels of the test set). We 

build a deep network with 5 hidden layers consisting of 12000, 3000, 750, 200, 30 hidden 

neurons. 

Step 1: The training set of 150*12000 is fed into the network. 
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Step 2: The Deep Learning model is built using the dataset, with the parameters and hyper-

parameters being adjusted by us. 150* 30 features will be present at the last hidden layer of the 

model. 

Step 3:  Class labels of 150*1 are exposed to the model. (backpropagation and the internal 

adjustment of weights and biases is implied in the figure) 

Step 4: Once the model-building stage is over, we feed the 50*11999 test set into the model 

(11999 columns, because the 1 column involving labels is absent). 

Step 5: The test set uses the features created by the Deep Learning model to identify patterns and 

thus, it outputs class labels of 50*1. 

       For the clustering task, there is no bifurcation into the training set and test set- we feed in the 

entire dataset of 200 rows to the autoencoder model in H2O. There are no labels involved in the 

clustering task at any point of time, bringing the number of columns to 11999. Hence, the size of 

the dataset fed into the autoencoder model is 200*11999. 

Step a: The dataset of 200*11999 is fed into the network. 

Step b: The autoencoder model is built using the dataset, with the parameters and hyper-

parameters being adjusted by us. 200* 30 features will be present at the last hidden layer of the 

model. Note: Normally in an autoencoder, the input is reproduced at the output end and as such, 

the size of the output should be same as that of the input. The same procedure happens here as 

well, only that we used the compressed representation of the encoded input (200*30) to plot in a 

3-D space.  

Step c: These 200*30 features are plotted in a 3-D space using Matlab. 
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       We then analyze the 3-D plots to see if meaningful clusters have been formed. 

2.6 Summary 

       In this chapter, we became acquainted with the basics of the SNP and Affymetrix datasets, 

structural elements of a Deep Learning network – neurons, weights and biases; and the principle 

of backpropagation. We also explored the related work done in this arena and showed a workflow 

of how H2O is to be used in our thesis. 

       In this next chapter, we introduce the dimensions of the 3 datasets, and discuss in detail how 

we adjust the parameters of the network, that is, factors governing the size and shape of the 

network, including the number of layers, number of neurons and the like. 
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Chapter 3 

Design of the Learning Network   

       In the previous chapter, we saw how the DNA microarray technology enables researchers to 

analyze the mRNA expression profile of thousands of genes simultaneously. Two types of 

microarrays – SNP and Affymetrix were also introduced. We understood the shift from the 

Perceptron algorithm to the current Deep Learning technology and explored related work done in 

biomedical applications. In this chapter, we introduce the structure of the 3 datasets used in the 

thesis- the SNP, Affymetrix and clinical datasets. Primarily, we discuss how we adjusted the size 

and shape of the network and tested the resulting feasibility, by varying the number of layers and 

later, adopting sampling and its variants. 

3.1 The datasets 

3.1.1 Source of the datasets and its Description 

       The datasets consist of gene expression data derived from the diagnostic bone marrow of 146 

childhood Acute Lymphoblastic Leukemia (ALL) patients. The data was collected by the 

Children’s Hospital at Westmead, Sydney, Australia over a period of 10 years.  

       As observed in Chapter 2, the SNP dataset represents the genotype of the patient. The SNP 

dataset contains B-allele frequencies (BAF’s) that range between 0 – 1. The Affymetrix dataset 

(henceforth called Affy) represents the phenotype of the patient and contains the light intensities 

measured from the alleles, ranging between 2 –13. The procedure to obtain these values has been 

discussed in Chapter 2. 
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        The clinical dataset consolidates data from several clinical sources to present the unified 

view of a single patient [58]. Typical clinical sources include clinical laboratory test results, 

patient demographics, hospital discharge and transfer dates, radiology reports and images [58]. 

The clinical dataset can help deduce novel variables associated with a disease that may not be 

discovered by machine learning techniques. It contains data for 149 patients and 13 attributes, 

among them being: the patient’s ID, gender, chromosomal structure and TEL AML1 status. The 

fusion of the TEL and AML1 genes is a common chromosomal translocation associated with 

childhood ALL. Thus, in the clinical dataset, TEL AML1 = ‘positive’ or ‘negative’ indicates 

whether this fusion took place or did not. Meanwhile, the mortality status was known for every 

patient. Table 3.1 describes the structure of the 3 datasets used in the thesis. 

Name of 
dataset 

Number of 
attributes 

Number of 
records 

Description of 
records 

Number of 
good 
outcomes 

Number of 
poor 
outcomes 

Clinical 10 149 149 unique 
patients 

128 21 

Affy 11288 157 All 149 
patients of the 
clinical dataset 
+ 8 repeats 

134 23 

SNP 17908  164 146 patients of 
the clinical 
dataset + 18 
repeats 

139 25 

Table 3.1: Summary of the three datasets used in the thesis 

       Reason for repeated patients:  

Repeated patients such as Patient ID (henceforth called PID) 326 and 326.2, represent the same 

patient and thus, have the same outcome. PID 326.2 represents a different sample for the same 

patient – PID 326. Repeated patients are used as a method of validation after the testing process – 
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the predictions that the Deep Learning model gives for both the original patient and the repeated 

patient, ideally should be the same. We will discuss whether this was so in Section 6.2.3. 

Repeats were used in the random training sets so that we can test that training does not depend on 

any particular sampling times. 

 

3.1.2 Normalization and Preprocessing 

Normalization onto the same microarray platform:  

       The ALL microarray data was spread across 4 Affy platforms: HGIST, U133A, U133A2 and 

UI33Plus2. The DBNorm technique [35] is a distribution-based normalization method, which 

normalizes both linear and nonlinear data. It scales data from different sources to impart similar 

distribution features such as quantiles. DBNorm normalized data from 4 platforms into the same 

platform, U133Plus2. 

Preprocessing: 

       Preprocessing usually involves tasks such as: replacing missing values if any, recoding 

categorical variables into appropriate numerical forms and excluding features that are not useful. 

Preprocessing needs to be performed on each of the SNP, Affy and clinical datasets. 

       The SNP and Affy datasets had no missing gene expression values, but 3 patients from the 

Affy dataset were not present in the SNP dataset. Also, the SNP and Affy datasets contained 

repeated patients, which were retained. There were no categorical variables to recode or features 

to exclude for these two datasets. 

        The clinical dataset had 13 attributes; ethnicity, initial platelet count, initial WBC count 

being among them. These attributes contained several missing values and we decided to exclude 
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these features. The 6 features retained were: the patient’s ID, gender, chromosomal structure, risk, 

occurence of relapse and mortality status. To overlay the clinical data upon the mortality response 

variable using Matlab, we recoded the categorical features into numeric data. As an example, the 

chromosomal structures of hypodiploidy < 46, normal = 46, hyperdiploidy 47-50 and 

hyperdiploidy > 50 were recoded as 1, 2, 3, 4 respectively using R. 

 

3.2 Setup 

         The Learning problem can be described as follows:  

Problem:  

       Given the phenotypic features and the genotypic features of patients, we are to separately 

predict the mortality of the patient. Henceforth, we refer to this problem as the MORTALITY 

problem. 

Input and Outputs: 

       There are 2 sets of inputs and outputs: 

a) Input: 11288 phenotypic features for 157 patients 

Output: A vector of labels 0 and 1. The outcome of this thesis is the prediction of 

mortality. 

b) Input: 17908 genotypic features for 164 patients 

Output: A vector of labels 0 and 1. The outcome of this thesis is the prediction of 

mortality. 



 

 

 

44 

       The patients with good outcomes should be predicted as 0’s and those with poor outcomes 

should be predicted as 1’s.  

Objectives while training the network: 

       Each voting model is trained on a random training subset of the dataset, and many voting 

models were created using OOBsampling (explained in Step 1.2 of Section 3.3). We present some 

desirable properties of the learning machine.      

a) Gradually decrease the number of hidden neurons with each layer 

-In order to subsequently plot the data points (patients) represented by 10000+ features, into a 3-

D space, we decided to perform a pyramidal compression of the data features. For this, it was 

necessary that each hidden layer contain fewer neurons than its previous layer. Also, it was 

essential that we go about the reduction of hidden neurons in a systematic way. For this, we 

would have to conduct experiments to find out the best retention factor for the model. This has 

been shown in step 1.1.2.1 of Section 3.3 where we tried r = 1/3, 1/2, 2/3. 

 

b) Impart maximum possible depth to the model. 

-We assume that networks perform better with greater depth. This was proved correct by the end 

of step 1.1 of Section 3.3, when we fix n >= 14. 

3.3 Sequence of steps for the prediction task 

       Figure 3.1 depicts the 3 steps of the prediction task. In Step 0, the limits of the H2O software 

made us reconsider the size of the network (number of parameters in the model = number of 

weights and biases) we wanted to build. In Step1, we trained possible networks and predicted on 

a fixed test set, to tweak the model and obtain better results.  To improve results even further, in 
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Step 2, we increased the size of the test set by adopting bagging and increased the overall 

performance of the models using the technique of voting. 

Step 0 Adjust the network given the properties of H2O 

        We encountered constraints imposed by the H2O software while conducting more 

experiments: H2O would only allow 65 million parameters per model. Thus, even if we wanted to 

halve the number of features in each layer, we could not reduce the number of features from 

roughly 18000 to 9000 for SNP, and roughly 12000 to 6000 for Affy – for the model could not be 

built on exceeding the constraints. It thus, became necessary to have the maximum possible 

number of neurons in the first hidden layer, whilst ensuring that the model stayed within the 

weight constraints. To this end, we performed some calculations: 

a) For SNP: 

65000000 parameters / 17908 SNP features  

= 3629 neurons in the first hidden layer of SNP 

        However, 3629 neurons is only an estimate, not a hard limit. This number would reduce to 

account for the weights contributed by the hidden neurons of subsequent deeper layers. Around 

3000 neurons in the first SNP hidden layer would be a safe place to begin the pyramid. 

 

b) For Affy: 

65000000 parameters / 11288 Affy features  

= 5758 neurons in the first hidden layer of Affy 

        Again, 5758 neurons is only an estimate and would reduce to account for the weights 

contributed by the subsequent deeper layers. Approximately 5000 neurons in the first Affy hidden 

layer would be a safe place to begin the pyramid. 
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Step 1 Train the network 

       The objective at this step is to maximize the depth of the network. 

       Now that we have a good starting point of approximately 3000 and 5000 first-level hidden 

neurons for the SNP and Affy models respectively, we can check how deep will the model allow 

us to proceed. After building each model, we predict on a test set and construct the confusion 

matrix for the predictions. We test the model’s accuracy, specificity and sensitivity.  

               Throughout the thesis, the predictions of the patient outcome were in the form of a 

vector of regression values. The original labels in the training set used 1 to denote poor outcomes 

and 0 to denote good outcomes. Hence, the predicted regression values were closer to 1 if the 

model predicted the patient to have a poor outcome.  

       The regression values for the patients predicted as poor outcomes were observed, and the 

lowest regression value among the poor outcome patients was chosen as the threshold to 

distinguish between the poor outcome patients and the good outcome patients. Those patients that 

have values above the threshold are set to output 1 (poor outcome patient) and those below the 

threshold are set to output 0 (good outcome patient). 
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Figure 3.1: Steps 0, 1, 2 depicting the sequence of steps for prediction 
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Step 1.1 Using two sets of fixed train-test splits 

                                     

Figure 3.2: Forming the 2 fixed train-test sets for Affy 

     For each of the Affy and SNP datasets, halve the number of good outcome and poor outcome 

patients. The first subset of good outcome patients is combined with the first subset of poor 

outcome patients – thus, forming the first training set. The first test set is formed by combining 

the second subset of good outcome patients with the second subset of poor outcome patients. 

       The second train-test set is obtained by reversing what were the train and test sets in the first 

case. Hence, we now have 2 fixed train-test sets.  

       Application of this procedure to the Affy dataset is explained in Figure 3.2. G and P denote 

patients with good and poor outcomes respectively.                                       

Step 1.1.1 Prediction for n = 2, 3 

*For n = 2:   
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      Throughout this thesis, the alphabets n and l refer to the number of hidden layers, and the 

hidden layer neuron configuration respectively. We have depicted poor outcomes by the number 

1 and good outcomes by 0. 

       Figure 3.3 shows the best individual Affy and SNP confusion matrices and their 

corresponding hidden layer configurations for n = 2. The highest accuracy that an individual Affy 

model could obtain was 57% whereas the average accuracy of 3 Affy models (each with differing 

hidden neuron distributions) was 51%.   

       The highest accuracy that an individual SNP model could obtain was 64% whereas the 

average accuracy of 3 SNP models (each with differing hidden neuron distributions) was 57%.     

Affy:  l = (5000,100)                                                                   SNP: l = (1200,50) 

 

    Figure 3.3: Best confusion matrices for Affy and SNP data for n = 2 

       The 6 – 6 split in the 2nd row of the Affy confusion matrix shows that in this case, even the 

best deep learning model with n = 2, misclassified half of the poor outcome patients. We need a 

better result than that. Hence, we increase the depth and try n = 3. 

 

*For n = 3: 
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       Figure 3.4 shows the best individual Affy and SNP confusion matrices and their 

corresponding hidden layer configurations for n = 3. Although the best individual Affy and SNP 

models were 58% and 66% accurate respectively, the average accuracy of 3 Affy and SNP 

models (each with differing hidden neuron distributions) was 46% and 62%respectively.    

 Affy:  l = (1500,800,50)                                                                   SNP: l = (3200,400,50) 

 

Figure 3.4: Best confusion matrices for Affy and SNP data for n = 3 

Decision: Although there is a slight improvement in accuracy for n = 3 over that of n = 2, the 9 – 

2 and 7 – 8 split necessitates deeper layers than n = 2, 3.  

Step 1.1.2 Prediction for n > 5 

     Step 1.1.2.1 Optimal value of retention factor (r) 

       Retention factor refers to the number of hidden neurons retained in every successive layer. 

As an example, l = (2700, 900, 300, 100) has a retention factor of 1/3.  
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Figure 3.5: Retention factor v/s Model Accuracy. Retention factor was directly proportional 

to model accuracy. r = 2/3 was performed best for both the genotypic and phenotypic 

datasets. 

        As shown in Figure 3.5, r = 2/3 produced the best accuracies for both SNP and Affy. 

       Verification: r = 2/3 was used to train 3 more train-test samples. Their accuracies consistently 

ranged between 71% – 81%, a huge jump from the conventional accuracies in the 50’s-60’s range 

obtained using random neuron distributions. 

       Hence, decision: we fixed r = 2/3 

Step 1.1.2.2 Minimal value of n (number of hidden layers) 

       Step 1.1.1 showed that layers deeper than n = 2, 3 are needed.  

       We tried n = 6, 7, 8, 10, 11, 14 at this stage, for both SNP and Affy. 
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Figure 3.6: Depth of network v/s Model Accuracy. There was no uniform trend observed 

between depth of network and its accuracy. However, both the genotypic and phenotypic 

datasets here must be at least 14 layers deep. 

        In Figure 3.6, although the line graph for SNP (in the blue) shows the same accuracy of 63% 

at n = 6 and n = 11 (by predicting 51/81 observations correctly), the confusion matrices obtained 

show that, as the network becomes deeper, the split in the confusion matrix improves. Hence, in 

spite of the same overall accuracies, the model at n = 11 is better than that at n = 6.  

       Overall, we find that for both SNP and Affy, the best accuracy was obtained at n = 14. We 

also reached 64 million weights while using n = 14 for SNP and Affy.  

       Hence, at this stage, fine-tuning the model involves obtaining better accuracies by slightly 

modifying the number of hidden neurons in each layer (thus, possibly causing the addition of a 

layer or two). All this, while maintaining around 14 hidden layers each for each of SNP and Affy. 
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      These models, with accuracies unpredictably ranging between 44% – 76% in Figure 3.6, were 

obtained using activation functions with dropouts, such as TanhWithDropout and 

RectifierWithDropout. 

Decision 1: We fixed n >= 14 for Affy and SNP 

Decision 2: Discard the fixed train-test sample method. This is because no new patients were 

being tested. Hence, we could not determine how well the data was being learnt. We need a 

technique that varies the patients provided in the training set and test set. Hence, proceed to the 

next step – out-of-bag sampling. 

Step 1.2 Using Out-Of-Bag (OOB) Sampling 

       The fixed train-test sets approach had specific patient records falling into the test and training 

sets. However during sampling, a random selection of patient records falls into the training and 

test sets.  

        In out-of-bag sampling, a patient record entered into the training set can repeat multiple 

times. If the size of the original dataset is N, then the size of the training set is also N, with the 

number of unique records being 2N/3; the size of the test set is N/3. A typical train-test split for 

an Affy OOBsample (N = 157) looked like: training set size = 157, test set size = 55 (with 45 

good outcomes and 10 poor outcomes). 

       We built models with 5 Affy samples, each model had a minimum of 14 layers (decided at 

the end of step 1.1.2.2). Upon using Tanh as the activation function, the accuracy of each model 

jumped to range consistently between 71% – 85%. This is opposed to the random fluctuation of 

accuracies between 44% – 76% in the previous step (when dropouts were applied to any 

activation function). Thus, it was decided to henceforth use activation functions without dropouts, 

that is, use activation functions among Tanh, Rectifier and Maxout. This would automatically 
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exclude applying dropouts to the hidden layers. Hence, we will not use the H2O hyper-parameter 

hidden_dropout_ratios10. However, note that, we have not ruled out applying dropouts to the 

input layer yet.  

       N.B: Choosing between the activation functions of Tanh, Rectifier and Maxout is explained 

in Section 4.2.4.1. 

       The previous paragraph mentioned an Affy deep network that obtained 85% accuracy with 

Tanh – the highest for an individual model so far. Hence, we decided to build future models 

based on the parameters used in this model. 

       We wanted to ensure that the 85% accuracy was not simply a freak case of good fortune, and 

wanted to ensure that we were on the right track regarding the parameter values of future models 

(which were to be built upon parameter values from the model with 85% accuracy). To this end, 

we used the parameters from this high accuracy model, used a single Affy OOBsample, and built 

11 unique models by setting 11 unique values of seed, all while keeping the parameter values 

unchanged for the 11 models. Setting unique values of seed for each model would prevent the 

reproducibility of the model. We tried different values of seed to ensure that the default 

reproducible seed was not influencing our results. 

        The average accuracy of the 11 models with unique seeds was 84%, with the highest 

accuracy of an individual model being 93% – a huge climb from the previous high of 85%. This 

reinforces our belief that our parameter values are optimal and can be safely repeated for future 

models – henceforth using unique OOBsamples, all while giving consistently high accuracies. 

       We kept a track of the misclassified patients during each individual model, and counted the 

number of instances (‘votes’) that they were misclassified. If the number of votes exceeded the 
                                                        
10 Hidden_dropout_ratios: The fraction of the inputs to each hidden layer, to be omitted from 
training, in order to improve generalization [1]. 
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break-even limit, that patient was adjudged to be finally misclassified as well. As an example, if          

PID 356 was actually a poor outcome patient, but was mispredicted 6 times out of 11, then s/he 

would also be finally misclassified and entered as a misclassified patient in the voting confusion 

matrix after 11 models. This explains the process of voting.   

                                   

Figure 3.7: Affy:- Voting confusion matrix after 11 models (using 1 OOBsample and 11 

seeds) 

       Two important observations from Figure 3.7: 

• The accuracy after 11 votes was 91%, up from the 84% average accuracy of 11 models. 

• The number of correctly predicted poor outcome patients is more than twice the number 

of mispredicted poor outcome patients. (5 versus 2). This is an encouraging trend, 

causing us to decide to use voting for our future models as well. 

 

        Decision after applying OOBsampling: While using OOBsampling, accuracies improved 

compared to the previous step of fixed train-test sets; the highest accuracy of an individual model 

being 93%, compared to 76% previously. To test additional patients (to obtain a larger test set 

size than n/3), we proceed to the next step – bagging .To increase the accuracy even further, use 

voting in conjunction with bagging. 
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Step 2 Bagging and Voting 

Description of bagging:     

a) In bagging, just as in out-of-bag sampling, a patient record entered into the training set 

can repeat multiple times. However, the entire dataset is used as the test set.  

b) If the size of the original dataset is N, then the size of the training set is also N, with the 

number of unique records being (2N)/3; the size of the test set is also N.  

c) A typical train-test split for an Affy bag (N = 157) looked like: training set size = 157, 

test set size = 157 (with all the original 134 good outcomes and 23 poor outcomes). 

 

Description of voting:  

       Voting means counting the number of instances that a patient is classified to have a good 

outcome, versus the number of times that s/he is classified to have a poor outcome. Each instance 

is called a vote. 

        During bagging, we first build models with 11 Affy bags, then observe the classification 

status on increasing the number of votes. We take 5, 7, 9, 11 votes. If the number of misclassified 

patients in the final confusion matrix after 11 Affy bags is not yet 0, we build more Affy models 

with more bags and correspondingly take more votes. 

 

 Decision: We know that bagging followed by voting should be adopted for subsequent models. 

By this stage, we have also fine-tuned the parameters of the network. In the next chapter, we 

expound on the values of the H2O hyper-parameters and find the optimal number of votes to 

finalize the prediction results. 
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3.4 Summary 

       In this chapter, we trained the shape and size of the network, bearing 3 constraints in mind:  

1) Maximize the number of neurons in the first hidden layer,  

2) Adjust the number of hidden layers, and the number of neurons in the hidden layers such that 

the total number of parameters in the network should be less than 65 million,  

3) Once better accuracies are obtained, use 3 neurons in the last hidden layer for all the 

subsequent deep learning models. 

       To this end, we decided that:  

1) There should be around 3000 and (4500 – 5000) neurons in the first hidden layer of SNP and 

Affy respectively,  

2) There should be a minimum of 14 hidden layers for Affy and SNP, after trying n = 2, 3, 6, 7, 8, 

10, 11, 14. 

3) We fixed the retention factor to be 2/3 as that performed better than r = 1/2 and r = 1/3. 

4) We decided to use activation functions without Dropout. That is, use activation functions 

among Tanh, Rectifier and Maxout. This would automatically exclude applying dropouts to the 

hidden layers. However, note that, we have not ruled out applying dropouts to the input layer yet.  

5) We also decided to use the techniques of Bagging followed by Voting for forthcoming models 

as they performed better than that of fixed train-test sets and out-of-bag-sampling. 

       We have 2 objectives for the next chapter : 

1) Find the optimal number of votes at which to finalize the output label (0/1) for the test set 

patient. 
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2) Fine-tune the hyper-parameters specific to H2O. As an example, we set a certain fraction of 

input features (a certain fraction of genotypes in case of SNP, and phenotypes in case of Affy) to 

be omitted from each patient record, while training the model. This is called input dropout ratio. 
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Chapter 4 

Tuning the hyper-parameters of the Learning Network 

       In the previous chapter, we conducted experiments on the model parameters to determine its 

best size and shape relative to our dataset. We came to conclusions regarding setting the retention 

factor to be 2/3, using a minimum of 14 layers in the models, using activation functions without 

Dropout, and adopting the techniques of Bagging and Voting for subsequent models. In this 

chapter, we determine the number of votes needed to finalize the accuracy of the model. We also 

observe the effect of various values of H2O hyper-parameters such as input dropout ratio and the 

number of epochs on the accuracy of the model, and decide their optimal values to finalize the 

structure of the Deep Learning models for the genotypic and phenotypic datasets. 

4.1  Number of votes for stabilized outputs 

       To quote what was written in Step 2 – Bagging and Voting from the previous chapter, 

‘During bagging, we first build models with 11 Affy bags, then observe the classification status 

on increasing the number of votes. We take 5, 7, 9, 11 votes. If the number of misclassified 

patients in the final confusion matrix after 11 Affy bags is not yet 0, we build more Affy models 

with more bags and correspondingly take more votes’. 

       As a general observation, the accuracy increases on increasing the number of votes 

(shown in Figure 4.1). The question remains, what is the optimal number of votes that we must 

stop at? This will be answered in Section 4.1.1 and Section 4.1.2. Ideally, we would want to 

consider that many number of votes as is required to bring the number of misclassified patients 

down to 0.  
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4.1.1 SNP 

 

Figure 4.1 SNP: Number of votes = 17 

We first check the number of votes required to finalize predictions for the SNP dataset. Let us 

denote the number of votes by v. We obtained predictions until 21 bags of the SNP dataset and 

thus, took 21 votes, keeping track of the performance throughout. In Figure 4.1, as 0 misclassified 

patients were obtained at v = 17 votes onwards, we choose the least number of votes as the vote-

limit. Hence, v = 17 for SNP. 

       Table 4.1 below lists the frequently misclassified SNP PID’s after 17 votes. The PID’s are 

listed in decreasing order of frequency and show those PID’s misclassified 4 times or more 

(greater than 1/2 of 8, as the maximum frequency here was 8 votes).	Note: From Table 4.1, we 

see that for SNP, we obtained 16 frequently misclassified PID’s and 0 finally misclassified PID’s;  

0 final misclassifications, as none of the PID’s crossed the break-even score for 17 votes, that is, 

none of the PID’s crossed 9 votes.  
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Misclassified poor outcomes Misclassified good outcomes 

PID Frequency PID Frequency 

326 8 10.2 6 

84 8 521 5 

361 7 60 4 

497 7   

92 7   

446 6   

515 6   

6 6   

91 5   

129 4   

486 4   

450 4   

496 4   

 

Table 4.1 Frequently misclassified11 SNP PID’s after 17 votes 

4.1.2 Affy 

       For Affy as well, we obtained predictions until 21 bags of the Affy dataset and thus, took 21 

votes, keeping track of the performance throughout.  

                                                        
11 Please note that the SNP PID’s listed in Table 4.1 are only those that were misclassified 4 or 
more times. Other PID’s that did not make this cut but were often misclassified were PID 18, 50 
and 26.2. These PID’s along with those in Table 4.1 are the odd SNP patients that we are to look 
out for while overlaying in Chapter 5. 
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Figure 4.2 Affy: Number of votes = 15 

        In Figure 4.2, at 21 Affy votes, there are a final 3 misclassified patients (PID’s 123, 6, 92). 

The number of mispredictions was constant at 2, for v = 11, 13. After that, the errors increased to 

3 at v = 15, 17, 19, 21, where it remained constant. The number of mispredictions do not come 

down to 0 for Affy. So our second best option would be to stop at the least number of votes 

wherein the number of misclassified patients remained constant. Hence, we use v = 15 for Affy.  

       Table 4.2 below lists the frequently misclassified Affy PID’s after 15 votes. The PID’s are 

listed in decreasing order of frequency and show those PID’s misclassified 5 times or more 

(greater than 1/2 of 9, as the maximum frequency here was 9 votes).	Note: For Affy, we obtained 

13 frequently misclassified PID’s and 3 finally misclassified PID’s. The 3 finally misclassified 

PID’s were those those that crossed the break-even score for 15 votes, that is, those that crossed 8 

votes. These were PID 123, 6, 92. They are shown in bold and italics. 
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Misclassified 
poor outcomes 

Misclassified 
good outcomes 

PID Frequency PID Frequency 
92 9 504 6 
6 9 317 5 

123 8   
129 6   
70 6   

446 6   
123.2 5   

18 5   
486 5   
497 5   
143 5   

Table 4.2 Frequently misclassified12 Affy PID’s after 15 votes.  

4.2 Optimal parameters and H2O hyper-parameters 

       The depth of the network and the arguments specific to the H2O package will be finalized in 
this section. 

 

4.2.1  Number of layers 

       In Step 1.1.2.2 of Chapter 3, we proved that the minimum number of layers required for the 

Affy and SNP models was 14. 

       As shown in Step 0 of Section 3.2, we would ideally like 5000 neurons in the first hidden 

layer for Affy. However, if we try to exceed 14 layers with 5000 neurons in the first hidden layer 

while maintaining r = 2/3, then the model crosses the weight constraints. Hence, we aim for 

deeper layers by using 4500 or 4000 neurons in the first hidden layer, keeping r = 2/3. The best 

model possible for Affy under these circumstances had n (number of hidden layers) = 17 with l = 

                                                        
12 Please note that the Affymetrix PID’s listed in Table 4.2 are only those that were misclassified 
5 or more times. Other PID’s that did not make this cut but were often misclassified were PID 11, 
50, 91, 326.2, 326, 450, 515. These PID’s along with those in Table 4.2 are the odd Affy patients 
that we are to look out for while overlaying in Chapter 5. 
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(4000, 2640, 1740, 1140, 750, 495, 325, 210, 138, 90, 60, 40, 25, 16, 10, 7, 3). Each model clocks 

around 2 hours to run. 

       For SNP, we were able to meet the ideal condition of 3000 neurons in the first hidden layer 

.The hidden layer configuration at n = 14 was (3000, 2000, 1320, 870, 575, 380, 250, 165, 100, 

66, 40, 25, 17, 10).  To increase n, while maintaining r = 2/3, we added two more hidden layers of 

7 and 3 neurons, thus making n = 16 for SNP. We could not go beyond n = 16 as that exceeded 

the maximum number of weights allowed. The best model possible for SNP under these 

circumstances had n = 16 with l = (3000, 2000, 1320, 870, 575, 380, 250, 165, 100, 66, 40, 25, 

17, 10, 7, 3). With these parameters, each SNP model took around 1 hour to run. 

       The hardware specifications of our system are as follows: 

Operating system Microsoft Windows Server 2008 R2 Standard 64-bit 
Version 6.1.7601 Service Pack 1 Build 7601 
Computer Manufacturer ASUSTeK Computer INC. 
Computer Model KGP(M)E-D16 
CPU Speed 2.0 GHz 
Processor AMD Opteron(tm) Processor 6128, 2000 MHz, 8 Cores, 8 Logical 

Processors 
Memory 32 GB RAM 
 

Table 4.3: Hardware specifications of our system 

 

4.2.2 Input dropout ratio (IDR)  

       Input dropout ratio refers to the fraction of features to be dropped out / omitted from each 

training record, in order to improve generalization. 
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Figure 4.3: Input_dropout_ratio v/s Model Accuracy. The more we can retain the input 

features of the Affy (phenotypic) dataset, the better its model performs. However, no 

uniform trend was observed for the SNP (genotypic) dataset. Finally, IDR= 0.1 and 0.01 for    

the genotypic and phenotypic datasets respectively. 

       In Figure 4.3, for SNP, we chose IDR = 0.1.  

       For choosing between IDR’s that produce the same accuracy, we check the split in their 

confusion matrices. Between IDR = 0.25 and IDR = 0.5, it is important to note that the model at 

IDR = 0.25 was slightly better that that at IDR = 0.5, although both have the same accuracy of 

95.12% by getting 8 mispredicted patients each. This was evident in the confusion matrices; as 

the distribution of ‘misclassified good outcomes and poor outcomes’ was (0,8) and (5,3) 

respectively.  

       Acceptable accuracies are those above 90%. 

       For Affy, we chose IDR = 0.01. 
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4.2.3 Number of epochs 

• One epoch is one pass over the entire dataset. It involves one forward pass and one 

backpropagation instance that will update the weights and biases of the network. 

• Completing one epoch may involve multiple iterations. 

• One iteration is one MapReduce step over a minibatch of training records. As an 

example, a dataset that has 1000 training records with a minibatch size of 500, requires 2 

iterations to complete 1 epoch (to pass through 1000 training records). 

• However, H2O does not have minibatches (or, H2O has only trivial batches of size 1; 

every training record causes an update in the weights and biases of the network.) 

       Thus, the process of completing an epoch in H2O consists of the following steps: 

1) Shuffle the training data (if specified using TRUE or FALSE),  

2) Pick minibatch (H2O picks 1 training record),  

3) Iterate,  

4) Complete 1 epoch. 

       – In H2O, the default value of epochs is 10 [9]. 

       For Affy, we start the trials with 50,100,150,200 epochs and then onwards, increase the 

number by a factor of 2. We found that Affy performs best when epochs = 400. 

       In case of SNP, we started with epochs = 50. On trying epochs = 100, we observed a drop in 

accuracy. So, we increased the epochs in steps of 10 each, from 50 onwards, and tried epochs = 

60,70,80,90,100. After this, we intended to increase it by a factor of 2. After trying until epochs = 

400, we saw that the accuracy reduced sharply after epochs = 80 and moreover, the time required 

increased accordingly. We chose epochs = 80 for SNP.  
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       In Figure 4.4, we have not shown the line graph for SNP as we did not have to try the x-axis 

values that we did for Affy. For SNP, we only had to try epochs = 50, 60, 70, 80, 90, 100, 200 

and until 400 to get the optimal value.        

 

Figure 4.4 Affy: Epochs v/s Model Accuracy. For the Affy (phenotypic) dataset, a sharp 

decline in performance was observed after 6400 epochs. Its’ final epochs = 400.  

 

4.2.4 General observations on the values of hyper-parameters 

4.2.4.1 Activation function  

       Six options exist for activation function: Rectifier, Rectifier with Dropout, Tanh, Tanh with 

Dropout, Maxout, Maxout with Dropout. 

a) For both SNP and Affy:      
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       Tanh and Rectifier (with/without Dropout) can build large models of upto 65 million 

parameters. However, Maxout can only accept very few parameters. Even a hidden layer 

configuration of (300,100,30,10,3), having 5 million parameters, causes an ‘unstable model’ 

error. 

       This calls for reducing the 1st layer to less than 300 neurons, which would drastically reduce 

the input features, without yet going through the hidden layers. Hence, we did not use Maxout for 

either SNP or Affy. 

       Options left for both SNP and Affy: Rectifier, Rectifier with Dropout, Tanh, Tanh with 

Dropout. 

 

b) For Affy: 

       In Step 1.2 of Chapter 3, it was decided for Affy, to henceforth use activation functions 

without dropouts (due to random fluctuation of accuracies). 

       Options now left: Rectifier, Tanh 

       Using Rectifier for Affy produces inscrutable prediction values (meaning, predictions for all 

the patients had the same/ very similar regression value throughout, such that it was impossible to 

set a threshold to distinguish between the good outcome and poor outcome patients). 

       Final choice for Affy’s activation function: Tanh 

 

c) For SNP: 

Activation = Rectifier / Rectifier With 
Dropout 

Activation = Tanh / Tanh With Dropout 

Less time needed for model-building 
(average of 22 minutes) as compared to 
Tanh / Tanh With Dropout. 
 

More time needed for model-building 
(average of 50 minutes) as compared to 
Rectifier / Rectifier With Dropout. 
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Produces inscrutable prediction values  Produces scrutable prediction values 
(regression values have a good numeric 
separation between ‘poor outcome patients’ 
and ‘good outcome patients’) 

       Table 4.4: Comparison of performance of four activation functions for the SNP dataset 

       Table 4.4 compares our observations after using the Rectifier, Rectifier with Dropout, Tanh, 

Tanh with Dropout – to narrow down the choice of activation function. 

From Table 4.4, options left for SNP: Tanh, Tanh with Dropout 

       Now, using TanhWithDropout for SNP (even within the 65million parameters constraint) 

leads to the error: “Trying to predict with an unstable model. Job was aborted due to observed 

numerical instability (exponential growth). Either the weights or the bias values are unreasonably 

large or lead to large activation values. Try a different initial distribution, a bounded activation 

function (Tanh), adding regularization”. 

       After adding regularization through different values of L1 and L2, when no change was 

observed (explained in the next subsection), it was decided to instead opt for Tanh for SNP. 

       Final choice for SNP’s activation function: Tanh 

 

4.2.4.2 L1 and L2 

       L1 and L2 regularization is used for the purpose of stability of models and generalization. 

       L1 regularization (Least Absolute Deviation) minimizes S – the sum of the absolute 

differences, between the target value (yi) and the estimated values (f (xi)). It constrains the 

absolute value of the weights. It causes many weights to become 0 [9]. Its’ formula is given by 

[10]: 
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𝑆 =  | 𝑦!  – 𝑓(𝑥!) |
!

!!!

 

       L2 regularization (Least Squares Deviation) minimizes S – the sum of the square of the 

differences, between the target value (yi) and the estimated values (f (xi)). It constrains the sum of 

the squared weights. It causes many weights to become small [9]. Its’ formula is given by [14]: 

                                                            S = (𝑦! − 𝑓(𝑥!))!!
!!!  

       For both SNP and Affy, adding various values of L1 and L2 such as 1e - 3, 1e - 4, 1e - 5, did 

not produce any noticeable improvement. Hence, we decided to not use the parameters L1 and 

L2. 

 4.2.4.3 train_samples_per_iteration, shuffle_training_data, adaptive_rate 

        train_samples_per_iteration specifies the number of training samples processed per 

MapReduce iteration[9]. It can be set to any positive number that specifies the number of training 

samples, or to special values such as: 

• 0: one epoch per iteration [9].  

• -2: default value, enables auto-tuning for this parameter based on the computational 

performance of the processors [9]. 

• -1: all nodes process all their local training data on each iteration. 

       It was observed that setting train_samples_per_iteration to -1 gives better accuracy than if 

this parameter were excluded altogether, or were set to some other value such as -2 or 0. Adding 

train_samples_per_iteration = -1 alone produces atleast a 10% jump in accuracy, than if this 

parameter were excluded. 

       ‘shuffle_training_data ’ is a logical parameter  used to shuffle training data on each node 

[7]. We set this parameter to TRUE. The default is FALSE. 
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       ‘adaptive_rate’ is a logical parameter that enables the Adaptive Learning Rate algorithm 

(ADADELTA) [7]. The default is TRUE. We set it to FALSE in our experiments, because of the 

following crucial observation: while initially training the models at the ‘fixed train-test sets 

stage’, we ran into weight constraints allowing us only 2 million parameters per model. Using 

‘adaptive_rate = F’ enabled us to reach 65 million parameters. 

 4.2.4.4 Correlation between time taken and epochs 

       In general, for both SNP and Affy, the time taken to build the model increases as the number 

of epochs increases. 

       The following trend was observed solely during the bagging stage for SNP, not during the 

OOBsampling or the fixed test-train set stage: time increased five-fold when the number of 

epochs increased by 5 times. On an average, when epoch = 80, time taken = 50 minutes and when 

epoch = 400, time taken = 243 mins. 

       No such phenomena was observed for the Affy bags.  

4.3 H2O commands  

The commands in Section 4.3 are those that build the Deep Learning model. We use the 

parameters and hyper-parameters mentioned in Table 4.5 in the h2o.deeplearning command. 

These commands were executed from RStudio version 0.99.903. 

4.3.1 Final SNP parameters while bagging for predictions 

Each SNP (genotypic) bag used as the training set had 17908 SNP columns and one mortality 

column. This is expressed in the variables x.indep and y.dep below. As the number of votes 

required for the SNP dataset was finalized as 17, we execute these commands 17 times to build 

17 models. This is followed by prediction and voting. 
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x.indep <- 1:17908 
y.dep <- 17909 
 
DLModel_1 <- h2o.deeplearning(y = y.dep, x = x.indep, 
training_frame = snpbag1, 
activation = ”Tanh”, 
input_dropout_ratio = 0.1, 
epoch=80, 
hidden = c(3000,2000,1320,870,575,380,250,165,100,66,40,25,17,11,7,3), 
adaptive_rate = F,  
train_samples_per_iteration = -1, 
shuffle_training_data = T) 

4.3.2 Final Affy parameters while bagging for predictions 

Each Affy (phenotypic) bag used as the training set had 11288 phenotypic columns and one 

mortality column. This is expressed in the variables x.indep and y.dep below. As the number of 

votes required for the phenotypic dataset was finalized as 15, we execute these commands 15 

times to build 15 models. This is followed by prediction and voting. 

 
x.indep <- 1:11288 
y.dep <- 11289 
 
DLModel_1 <- h2o.deeplearning(y = y.dep, x = x.indep, 
training_frame = affybag1, 
activation = "Tanh", 
input_dropout_ratio = 0.01, 
epoch = 400, 
hidden = c(4000, 2640, 1740, 1140, 750, 495, 325, 210, 138, 90, 60, 40, 25, 16, 10, 7, 3), 
adaptive_rate = F, 
train_samples_per_iteration = -1, 
shuffle_training_data = TRUE)) 

4.3.3 Final SNP parameters for autoencoder  

The ‘y’ parameter is not specified in an autoencoder. Here, SNP_ae_trainframe refers to the 

dataset of all 164 SNP patients with their 17908 attributes. These commands are run only once as 

an autoencoder tries to model the underlying structure of the dataset – we do not perform the 

process of constructing several models, followed by prediction or voting.  
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SNP_AEmodel <- h2o.deeplearning(x = 1:17908, 
training_frame = SNP_ae_trainframe, 
activation = "Tanh", 
input_dropout_ratio = 0.1, 
epoch = 80, 
hidden = c(3000,2000,1320,870,575,380,250,165,100,66,40,25,17,11,7,3), 
adaptive_rate = F, 
train_samples_per_iteration = -1, 
shuffle_training_data = TRUE, 
autoencoder = TRUE)) 
 

4.3.4 Final Affy parameters for autoencoder  

# The ‘y’ parameter is not specified in an autoencoder; also here, affy_ae_trainframe refers to the 

dataset of all 157 Affy patients with their 11288 attributes. These commands are run only once as 

an autoencoder tries to model the underlying structure of the dataset – we do not perform the 

process of constructing several models, followed by prediction or voting. 

 
affy_AEmodel  <-  h2o.deeplearning (x = 1:11288, 
training_frame = affy_ae_trainframe, 
activation = "Tanh", 
input_dropout_ratio = 0.01, 
epoch = 400, 
hidden = c(4000, 2640, 1740, 1140, 750, 495, 325, 210, 138, 90, 60, 40, 25, 16, 10, 7, 3), 
adaptive_rate = F, 
train_samples_per_iteration = -1, 
shuffle_training_data = TRUE, 
autoencoder = TRUE)) 
 
 

4.4 Final list of parameters and hyper-parameters (answer to RQ1) 

       We summarize the decisions obtained from Chapter 3 and 4 into Table 4.5. This is also the 

answer to RQ1- ‘How can we adapt Deep Learning to the problem of mortality prediction 

for the given datasets?’ 
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Serial 
number 

Parameter/ hyper-parameter SNP Affy 

1 Number of hidden layers 16 17 

2 Hidden neuron 
configuration 

(3000, 2000, 1320, 
870, 575, 380, 
250,165,100, 66, 40, 
25, 17, 11, 7, 3) 

(4000, 2640, 1740, 1140, 750, 
495, 325, 210, 138, 90, 60, 40, 
25, 16, 10, 7, 3) 

3 Retention factor 2/3 2/3 

4 Activation function Tanh Tanh 

5 Number of votes 17 15 

6 Input dropout ratio 0.1 0.01 

7 Hidden dropout ratio --- --- 

8 Number of epochs 80 400 

9 L1 --- --- 

10 L2 --- --- 

11 Set the following H2O arguments to: 

train_samples_per_iteration = -1 

shuffle_training_data = TRUE, 

adaptive_rate = FALSE 

Table 4.5 Final list of parameters and hyper-parameters for SNP and Affy 

 

4.5 Summary 

       By the end of Chapter 4, we have studied the effect of the variation in the values of 

parameters and hyper-parameters on the model accuracy, and hence, have been able to summarize 

their optimal values in Table 4.3. We performed this for both the SNP and Affy datasets. Table 

4.3 also serves as the answer to RQ1 posed in Chapter 1. In the next chapter, we will expound on 

the results of our Deep Learning models. We will study how well it performed, overlay our 

results with clinical features to obtain interesting correlations and compare our results with the 

physicians’ predictions.  
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Chapter 5 

Experimental Results 

       In Chapter 4, we answered RQ1 – adapting the parameters and hyper-parameters of Deep 

Learning to solve the problem of mortality prediction for the given datasets. In this chapter, we 

present the results of our Deep Learning models. We will study how well they performed- using a 

confusion matrix, two voting infographics and the deviation between their predictions from the 

unlabeled clustering. 

5.1 Affy results 

       We first discuss the results obtained from the Affymetrix dataset, followed by that of the 

SNP dataset in Section 5.2. 

5.1.1 After 15 votes 

       Procedure: The results and confusion matrix obtained from the Affy (phenotypic) dataset 

have been gathered after 15 votes. A phenotypic Deep Learning model was created using the 

H2O commands (of Section 4.3.1 and 4.3.2). This was followed by prediction on the model. As 

the number of votes required for the Affy dataset was finalized as 15, we execute the H2O 

commands 15 times to build 15 models. We already have the predictions for each model, we now 

aggregate the results for the phenotypic model by voting among the 15 sets of predictions. 

 

Final confusion matrix (with table of misclassified patients) 
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Figure 5.1: Final Affy confusion matrix after 15 votes 

        As shown in Figure 5.1, our Deep Learning models make 98% accurate predictions on the 

Affymetrix dataset, with 3 misclassified patients. The 3 misclassified patients depicted in the 

bottom-left corner of the confusion matrix, are: 

PID Risk assigned by physicians 
123 Very high 

6 High 
92 Medium 

Table 5.1: Final Affy misclassified patients after 15 votes 

 

Voting infographic 

       In order to understand how clearly our Deep Learning models are able to distinguish between 

a good outcome patient and a poor outcome patient, we visually compare the number of good 

outcome votes and poor outcome votes (out of 15 – for Affy), that were accorded to each patient. 

       Each patient has bidirectional horizontal bars associated with them. The green bars indicate a 

predicted good outcome, while the red bars indicate a predicted poor outcome. The length of each 

coloured bar indicates the number of predicted good or poor outcome votes that were assigned by 

the Deep Learning model. 
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        The actual outcome has been depicted as follows: In Figure 5.3, the poor outcome patients 

are above the black horizontal separator, while the good outcome patients are below it.  

         All the patients in Figure 5.2 and the patients below the black separator of Figure 5.3 are 

those whose actual mortality was a good outcome. The relative length of the green and the red 

bars show that our Deep Learning models were well able to detect patterns within the good 

outcome patients that enabled them to predict strongly in favour of the correct outcome.  

      The poor outcome patients are shown above the black separator of Figure 5.3. Once again, the 

relative length of the red and green bars show that our Deep Learning models were able to 

identify the poor outcome patients strongly. Only in case of PID 6, 92, 123 are the green bars 

longer than the red bars.  
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  Figure 5.2: Voting infographic for Affy after 15 votes (part 1 of 2) 
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Figure 5.3: Voting infographic for Affy after 15 votes (part 2 of 2) 
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5.1.2 Unlabelled clustering 

       The unlabelled clustering was performed by constructing autoencoders. Here, we input the 

entire Affymetrix dataset of 157 patients, without labels, and reconstruct the input as close as 

possible. We then plot the datapoints in a 3-D space. We do so in order to understand whether 

Deep Learning for our datasets, learns patterns better using a labelled training set or using 

autoencoders.  

        Meaning of axes in the 3-D figures:  

Figures 5.4 - 5.8 show unlabeled clustering and the overlay of certain clinical variables upon the 

mortality variable for the Affymetrix (phenotypic) dataset. Figures 5.12 -5.16 show unlabelled 

clustering and the overlay of certain clinical variables upon the mortality variable for the SNP 

(genotypic) dataset.  In order to represent the data points (patients) in a 3-D space, the last layer in 

the deep network for the genotypic and phenotypic datasets had three hidden neurons, thus 

producing three pseudo-features in the last hidden layer {down from the 3000 SNP (genotypic) 

pseudo-features and 4000 Affy (phenotypic) pseudo-features of the first hidden layer}. This 

means that the last hidden layer of the Affymetrix (phenotypic) dataset produced a matrix of 

157*3 dimensions while that of the SNP (genotypic) dataset produced a matrix of 164*3 

dimensions. Thus, three ‘deepfeatures’ were produced for each patient of the genotypic and 

phenotypic datasets. We will denote each deepfeature as output 1, output 2 and output 3 in the 3-

D figures. 

         In Figure 5.4, the good outcome patients are shown in green colour while the poor outcome 

patients are shown in red. Two distinct clusters are formed as a result of the autoencoding. 

However, we conclude that Deep Learning using an autoencoder does not learn patterns as 

effectively as that using a labeled training set. We conclude this after observing that there is no 
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distinction between the locations of the poor outcome patients and the good outcome patients. 

The poor outcome patients are intricately mixed up within the cluster of good outcome patients. 

 

Figure 5.4: Unlabelled clustering for the Affymetrix dataset. Unsupervised clustering 

performs poorly as compared to supervised clustering 

 

       Henceforth, the repeated patients in the 3-D figures have been suffixed with 000 in place of 

.2 (as an example, PID 326000 in place of PID 326.2). This is done to make the corresponding 

point more visible in plots.  

5.1.3 Overlay of clinical variables upon Affymetrix mortality 

      Meaning and notation of overlay:   

To overlay a clinical variable upon patient mortality means trying to match the value of the 

clinical variable associated with a particular patient, with his/her actual outcome.   
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     The different values of mortality are denoted by the difference in colours while the different 

values of the particular clinical variable are denoted by the difference in shapes.   

 

     The trends detected regarding the association of certain clinical variables with each cluster are 

merely observations. We have no information to suggest that the correlated attributes perform that 

way as a result of the prediction models. 

 

     Reason for overlay: 

We overlay other clinical variables upon the the decision variable mortality to see if any 

interesting correlations can be found between the survivability and biological conditions of the 

patient. The overlay is done over data points (patients) plotted as a result of Deep Learning 

models formed from the labeled training set. (In contrast, unlabeled clustering of Figures 5.4 and 

5.12 is formed from unsupervised clustering). The overlay figures from the following sections 

show that supervised clustering performs much better than unsupervised clustering (of Figure 

5.4). These figures have been generated from the same Affy bag. 

      

       Reason for patient labels: 

Throughout this thesis, the patient labels in the 3-D figures denote the Patient ID’s. We have 

included the Patient ID’s as they help us analyze the stray patients – a method of validation used 

in Section 6.1.2 – using the location of misclassified patients. 
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Relapse 

       Here, relapse refers to the recurrence of cancer after treatment and a period of improvement. 

Relapse is usually a strong predictor of a poor outcome.  

       In Figure 5.5, we compare the actual mortality with the various values of relapse. Red colour 

denotes patients with poor outcomes while green colour denotes patients with good outcomes. 

Asterisks denote patients for whom relapse occurred whereas squares denote the non-occurrence 

of relapse.  Thus, a green square indicates a patient that did not have a relapse and had a good 

outcome. 

 

Figure 5.5: Overlay of relapse upon mortality for the Affymetrix (phenotypic) dataset. For 

this dataset, relapse is independent of poor outcome 

       It is interesting to note that there are 2 distinct clusters formed at the front and back of Figure 

5.5 – with some patients scattered in the middle. The patients in the middle- that the model could 

not classify easily- are primarily composed of green squares. The big cluster is primarily 
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composed of green squares and the small cluster has an even mixture of red asterisks and red 

squares.  

       Thus, patients in the back cluster were evenly split between those that did not relapse and 

those that did, yet all had poor outcomes. This defies the norm of ‘not having a relapse, leading to 

a good outcome’. Hence, this figure shows that relapse is more or less independent of poor 

outcome. This is a little surprising and suggests that risk stratification is more difficult than it 

perhaps looks. 

  

Gender 

 

Figure 5.6: Overlay of gender upon mortality for the Affymetrix dataset. No leads observed 

on overlaying gender upon mortality 
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      In Figure 5.6, we compare the actual mortality with the values of gender. Blue colour denotes 

male patients while pink colour denotes females. The asterisks indicate good outcome patients 

while squares indicate poor outcome patients. 

       As there is an even mixture of males and females in each of the 3 regions – the big cluster, 

the small cluster and in the middle – we conclude that no leads were obtained by overlaying 

gender upon mortality for the Affymetrix dataset. 

    

Chromosomal structure 

 

Figure 5.7: Overlay of chromosomal structure upon mortality for the Affymetrix dataset. 

Hyperdiploidy seems to provide a protective effect against mortality 

       There were 4 values in the variable chromosomal structure: Hypodiploidy < 46, Normal = 46, 

Hyperdiploidy 47-50 and Hyperdiploidy > 50. They were represented by the symbols: <, 

diamond, *, and > respectively in Figure 5.7.  In Figure 5.7, we compare the actual mortality with 
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the various values of chromosomal structure. Green colour indicates good outcome patients while 

red colour indicates poor outcome patients. 

        It is interesting to note that most of the good outcome patients, poor outcome patients as well 

as the middle patients were represented by diamonds (Normal = 46). The biological implication 

of this is that even poor outcome patients can have a normal chromosomal structure. Thus, 

chromosomal structure is not a strong enough indicator of mortality. However, hyperdiploidy is 

normally expected to have some protective effect upon mortality and this does seem to be 

supported by the figure. 

 

Risk 

      In Figure 5.8, good outcomes are denoted by green colour while poor outcomes are shown in 

red. The risk stratification of high and low is assigned by the physicians. ‘*’ denote high risk 

patients, ‘<’ denotes low risk patients. Thus, a red < symbolizes a low risk patient that had a poor 

outcome – an interesting case that we would like to investigate. In Figure 5.8, we compare the 

actual mortality with the high and low level of risk. 

      Majority of the patients in the cluster of good outcomes had green <, meaning they were also 

classified as low risk by the physicians. However, the cluster of poor outcome patients contained 

red < and red *, meaning that patients that were a mixture of low risk and high risk. This 

indicates that the physicians usually err when predicting poor outcomes. Also, some patients in 

the middle such as PID 92, 326, 497, 50, 18, were assigned a low risk by physicians, but 

ultimately had a poor outcome – the interesting class of patients mentioned in the previous 

paragraph. This supports our assertion that physicians can use improved methods to predict poor 
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outcome patients. This is also where our Deep Learning technique can be put to use to greater 

success than the current methods. 

 

Figure 5.8: Overlay of risk upon mortality for the Affymetrix dataset. Physicians find it 

difficult to predict poor outcomes correctly 

5.2 SNP Results 

5.2.1 After 17 votes 

Procedure: The results and confusion matrix obtained from the SNP (genotypic) dataset have 

been gathered after 17 votes. A genotypic Deep Learning model was created using the H2O 

commands (of Section 4.3.1 and 4.3.2). This was followed by prediction on the model. As the 

number of votes required for the SNP dataset was finalized as 17, we execute the H2O commands 

17 times to build 17 models. We already have the predictions for each model, we now aggregate 

the results for the genotypic model by voting among the 17 sets of predictions. 
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 SNP confusion matrix (table of misclassified patients does not exist in this case) 

                          

Figure 5.9: Final SNP confusion matrix after 17 votes 

       As shown in Figure 5.9, our Deep Learning models make 100% accurate predictions on the 

SNP dataset, with 0 misclassified patients. Unlike the case of the Affymetrix dataset, the table of 

misclassified patients does not exist in case of the SNP dataset. 

 

Voting infographic 

       For each patient, the green bars indicate a predicted good outcome, while the red bars 

indicate a predicted poor outcome. The actual outcome has been depicted as follows: In Figure 

5.11, the poor outcome patients are above the black horizontal separator, while the good outcome 

patients are below it. 

       As shown in Figure 5.10 and 5.11, our Deep learning models have performed so well after 17 

votes that every good and poor outcome patient was also predicted to have a good and poor 

outcome respectively. The relative length of the green and red bars show that the number of votes 

accorded to the correct class was significantly higher than those accorded to the wrong class. 
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Figure 5.10:  Voting infographic for SNP after 17 votes (part 1 of 2) 
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Figure 5.11: Voting infographic for SNP after 17 votes (part 2 of 2) 
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5.2.2  Unlabelled clustering 

 

Figure 5.12: Unlabelled clustering for the SNP dataset. Unsupervised clustering performs 

poorly as compared to supervised clustering 

      In Figure 5.12, the good outcome patients are shown in green colour while the poor outcome 

patients are shown in red.  

       Unlike the unlabeled clustering for the Affymetrix dataset, distinct clusters are not formed as 

a result of the autoencoding for the SNP dataset. In addition to PID 70 and 129, the poor outcome 

patients are mixed well within the green cluster on the lower-left corner. No discernable pattern 

can be observed – leading to the same conclusion as that obtained for the Affymetrix dataset: 

Supervised clustering performs much better than unsupervised clustering for our datasets.  
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5.2.3 Overlay of clinical variables over the SNP mortality 

The following figures have been generated from the same SNP bag. 

Relapse 

 

Figure 5.13: Overlay of relapse upon mortality for the SNP dataset. Relapse status is not a 

good indicator of outcome for the SNP dataset.  

       In Figure 5.13, we compare the actual mortality with the positive and negative value of 

relapse. Red colour denotes poor outcome patients while green colour denotes those with a good 

outcome. Asterisks denote relapse cases whereas squares denote cases wherein relapse did not 

occur.  

       For SNP, there are 3 distinct clusters formed. From the view of Figure 5.13, there is 1 small 

cluster of poor outcomes at the top, and 2 large clusters of good outcomes at the bottom. The top 

cluster mainly contains red asterisks, while the 2 clusters at the bottom mainly contain green 

squares.  

       Most of the patients in the SNP dataset were denoted by squares – denoting the non-

occurrence of relapse. On observing closely, most SNP patients did not relapse, and still had a 
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mixture of outcomes- both good and bad outcomes. As people who do not relapse also can have 

poor outcomes, we conclude that relapse status is not a good indicator of outcome for the SNP 

dataset.  

 

Gender 

 

Figure 5.14: Overlay of gender upon mortality for the SNP dataset. No leads observed on 

overlaying gender upon mortality 

      In Figure 5.14, we compare the actual mortality with the male and female values of gender. 

Blue colour denotes male patients while pink colour denotes females. The asterisks indicate good 

outcome patients while squares indicate poor outcome patients. 

      While no significant correlation can be made between gender and the presence of a good 

outcome, it is interesting to note that most of the patients in the top cluster of poor outcome 

patients contained pink squares, that is, were female.  
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Chromosomal structure 

 

Figure 5.15: Overlay of chromosomal structure upon mortality for the SNP dataset. No 

leads observed by overlaying chromosomal structure upon mortality for the genotypic 

dataset 

       In Figure 5.15, green colour indicates patients with good outcomes while red colour indicates 

those with poor outcomes. The 4 values in the variable chromosomal structure: Hypodiploidy < 

46, Normal = 46, Hyperdiploidy 47-50 and Hyperdiploidy > 50, are represented by the symbols: 

<, diamond, *, and > respectively.  In Figure 5.15, we compare the actual mortality with the 

various values of chromosomal structure. 

       Similar to the figure for the Affymetrix dataset, the chromosomal structure Normal = 46 is 

the most prominent among all the clusters of the SNP dataset. The cases of hypodiploidy and 

hyperdiploidy were also spread among all the 3 clusters. This proves that the value of 

chromosomal structure is not conclusive enough to indicate mortality status for the SNP dataset. 

 



 

 

 

95 

Risk 

 

 Figure 5.16: Overlay of risk upon mortality for the SNP dataset.  Physicians’ assigned risk 

is usually errant with respect to poor outcomes 

        In Figure 5.16, green colour indicates good outcomes while red colour indicates poor 

outcomes. ‘*’ denotes patients assigned as high risk by the physicians, while ‘<’ denotes low risk 

patients. Thus, a red < symbolizes a low risk patient that had a poor outcome – an interesting 

case that we would like to investigate. In Figure 5.16, we compare the actual mortality with the 

high and low levels of risk. 

        Contradictory results- that is patients who were assigned a low risk by the physicians’ but 

did not survive (PID 129, 18, 326, 361, 496, 497, 50, 91,92) and patients who were assigned a 

high risk but survived (PID 10,112, 13, 26, 302, 454, 460, 47, 509, 512, 7, 78, 97) were present in 
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the SNP dataset. However, no such contradictory results were obtained for our Deep learning 

predictions on the SNP dataset, and every patient who belonging to either outcome was correctly 

classified by the Deep learning model. 

         This first category of patients is shown in Figures 5.17 and 5.18. The latter category of 

patients is shown in Figures 5.19 and 5.20. Figures 5.17- 5.20 are the magnified images of Figure 

5.16. 

 

Figure 5.17: Part 1– Zoomed in figure of Figure 5.17:  low risk, poor outcome 
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Figure 5.18: Part 2– Zoomed in figure of Figure 5.17:  low risk, poor outcome 

 

 

Figure 5.19: Part 1– Zoomed in figure of Figure 5.17:  high risk, good outcome 
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Figure 5.20: Part 2– Zoomed in figure of Figure 5.17:  high risk, good outcome 

From Figures 5.17-5.18, we observe that the low risk assigned, poor outcome patients were 

concentrated in a small area. However, Figures 5.19-5.20 show that there was no such 

concentration among the locations of patients with high risk assigned and having a good outcome. 

5.3 Comparison of our results with physicians’ predictions (includes the answer to 

RQ2) 

       In the clinical data, the variable physician’s risk assigned was used as a surrogate for their 

predictions. A risk assigned with value high and very high was taken to be a physician’s 

prediction of 1 (poor outcome), whereas a risk assigned with value low, medium and standard 

was taken to be a physician’s prediction of 0 (good outcome). 

       Covering both SNP and Affy, the physicians’ predictions were wrong in 24 cases, whereas 

our model mispredicted 3 patients. 
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5.3.1 SNP Results 

       The final SNP confusion matrices for our model’s predictions and the physician’s predictions 

are as follows: 

 

Figure 5.21: SNP: Comparison of predictions of the Deep Learning model and the 

physicians 

       Sensitivity measures the proportion of positives (1’s) correctly identified as such. Specificity 

measures the proportion of negatives (0’s) correctly identified as such. When the goal of an 

algorithm is to identify a disease or an outcome, then the detection of a poor outcome is 

considered as a positive (1), and that of a good outcome is considered a negative (0).  

       Thus, the sensitivity for the confusion matrices above measures the proportion of poor 

outcome patients correctly identified as such. In the case of the SNP dataset, sensitivity is 

measured as follows: 

For the physicians’ predictions, sensitivity = !"
!"!!

  = 72% 

For the predictions from our Deep Learning model, sensitivity = !"
!"!! 

 = 100% 
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       The specificity for the confusion matrices above measures the proportion of good outcome 

patients correctly identified as such. In the case of the SNP dataset, specificity is measured as 

follows: 

For the physicians’ predictions, specificity = !"#
!"#!!"

 = 88% 

For the predictions from our Deep Learning model, specificity = !"#
!"#!!

 = 100% 

 

5.3.2 Affymetrix results 

       The final Affy confusion matrices for our model’s predictions and the physician’s predictions 

are as follows: 

 

 

Figure 5.22: Affy: Comparison of predictions of the Deep Learning model and the 

physicians 

       Thus, the sensitivity for the confusion matrices above measures the proportion of poor 

outcome patients correctly identified as such. In the case of the Affymetrix dataset, sensitivity is 

measured as follows: 
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For the physicians’ predictions, sensitivity = !"
!"!!

  = 65% 

For the predictions from our Deep Learning model, sensitivity = !"
!"!! 

 = 87% 

        The specificity for the confusion matrices above measures the proportion of good outcome 

patients correctly identified as such. In the case of the Affymetrix dataset, specificity is measured 

as follows: 

For the physicians’ predictions, specificity = !"#
!"#!!"

 = 90% 

For the predictions from our Deep Learning model, specificity = !"#
!"#!!

 = 100% 

        Thus, the answer to RQ2- How accurately can our Deep Learning models predict 

mortality, can be answered through Table 5.2. It shows the performance measures of our models, 

stacked against the performance of the physician’s predictions: 

Measure SNP dataset Affymetrix dataset 
Physicians’ 
predictions 

Predictions by 
our Deep 
Learning 

model 

Physicians’ 
predictions 

Predictions by 
our Deep 
Learning 

model 
Accuracy 

(percentage of 
patients with 

correctly predicted 
outcomes) 

 
 

86% 

 
 

100% 

 
 

86% 

 
 

98% 

Sensitivity 
(percentage of poor 

outcome patients 
correctly identified 

as such) 

 
 

72% 

 
 

100% 

 
 

65% 

 
 

87% 

Specificity 
(percentage of good 

outcome patients 
correctly identified 

as such) 

 
 

88% 

 
 

100% 

 
 

90% 

 
 

100% 

Table 5.2: Answer to RQ2: Performance of our Deep Learning model 
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5.3.3 Divergence between physicians’ predictions and our predictions 

PID Physician’s 
assigned risk 

Physician’s 
prediction 

Our prediction Actual 
mortality 

10 High 1 0 0 
10.2 High 1 0 0 
112 High 1 0 0 
13 High 1 0 0 
26 High 1 0 0 
26.2 High 1 0 0 
302 Very high 1 0 0 
454 Very high 1 0 0 
460 Very high 1 0 0 
47 High 1 0 0 
509 Very high 1 0 0 
512 Very high 1 0 0 
7 High 1 0 0 
78 High 1 0 0 
97 High 1 0 0 
99 High 1 0 0 
129 Medium 0 1 1 
18 Standard 0 1 1 
326 Medium 0 1 1 
326.2 Medium 0 1 1 
361 Standard 0 1 1 
496 Medium 0 1 1 
497 Medium 0 1 1 
50 Standard 0 1 1 
* 123 Very high 1 0 1 
* 6 High 1 0 1 
* 92 Medium 0 0 1 

Table 5.3: Divergence between physician’s predictions and the predictions of the Deep 

Learning models 

For Table 5.3, the index is as follows: 

1 = poor outcome 

0 = good outcome 
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        The PID’s above the black separator indicate the good outcomes misclassified by the 

physicians, while those below the separator indicate the poor outcomes misclassified by the 

physicians. 

       The 3 PID’s denoted by asterisks (*) in the last three rows, denote the 3 patients misclassified 

by our Deep Learning model. This is in stark contrast to the 24 patients misclassified by 

physicians. Table 5.3 shows the 24 patients with erring risk assignment by the physicians, and 

compares them with the 3 misclassified patients by our Deep Learning model. 

5.4 Answer to RQ3 

RQ3: What is the Deep Learning clustering on, for both the datasets, while classifying the 

patients? 

       Procedure: There are specific PID’s located in each cluster. We analyze the clinical data for 

those PID’s to determine if there is an association between certain clinical variables with the 

patients in each cluster. 

Affymetrix: 

       For the Affymetrix dataset, as shown in Figure 5.7, there are two clusters- 1 red and 1 green, 

followed by stray patients in the middle. 

      By looking at the clinical data, we understand that the Affymetrix clusters formed as a result 

of the Deep Learning algorithm reflect the COMBINATION of the three fields Mortality and 

Chromosome structure and TEL AML1. 

       There were four values in the field chromosome structure: Normal = 46, Hypodiploidy < 46, 

Hyperdiploidy 47-50, Hyperdiploidy > 50. 

       The 11 patients belonging to the small cluster were grouped together using ‘Mortality: poor 

outcome’ &&  ‘Chromosome structure: Normal = 46’ && ‘TEL AML1: Negative’. This was 
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observed for 10 of the 11 patients. The 1 other patient (PID 326) had ‘mortality: poor outcome’ 

&& ‘chromosome structure: Hyperdiploidy > 50’ && ‘TELAML1: Negative’. 

 

        The large cluster of 111 patients was formed by grouping together patients with ‘Mortality: 

good outcome’ &&  ‘Chromosome structure !  ‘Normal = 46’’ && ‘TEL AML1: Negative’. 

It is interesting to note that the patients having the value of chromosome structure other than 

Normal  = 46’ were all grouped together in this large cluster. Thus, patients with Hypodiploidy < 

46, Hyperdiploidy 47 -- 50 and Hyperdiploidy > 50 all belonged to this cluster. To add to the 

strength of our results, the 10 patients who had ‘chromosome structure != Normal = 46’ but still 

did not fall in the big cluster, were stray patients whose positioning in the middle can be 

explained by justifications provided in Section 6.1 of Chapter 6.  Regarding TEL AML1: 

Negative, 98 out of the 111 patients of the big cluster (97%) adhered to this principle. 

 

SNP: 

       For the SNP dataset, as shown in Figure 5.16, there are three clusters -- 1 small red cluster, 1 

small green and 1 large green cluster, followed by a few stray patients scattered non -uniformly. 

       The small red cluster involving 17 patients were grouped together using ‘Mortality: poor 

outcome’ &&  ‘Chromosome structure: Normal = 46’ && ‘TEL AML1: Negative’. This was 

observed for 16 of the 17 patients. The one other patient (PID 6) had ‘mortality: poor outcome’ 

&& ‘chromosome structure: Hyperdiploidy 47 - 50’ && ‘TELAML1: Negative’. 

       By looking at the clinical data, we understand that the SNP clusters of good outcomes, 

formed as a result of the Deep Learning algorithm reflect the COMBINATION of the two fields 

Mortality and Ethnicity. 
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        The small green cluster of 28 patients was formed by grouping together patients with 

Mortality: good outcome  && Ethnicity. The ethnicity could broadly be classified as that 

from South East Asia and Oceania as the patients in this cluster were Filipino, Cambodian, 

Indonesian, Vietnamese, Chinese, New Caledonian and Papua New Guinean. 

       The large green cluster of 110 patients was formed by grouping together patients with 

Mortality: good outcome  && Ethnicity. The ethnicity could broadly be classified as 

Caucasian and Middle Eastern. There were a handful of patients that belonged to Oceania, but 

we can safely confirm that every SNP patient from Caucasia and the Middle East, definitely 

belonged to this cluster. The Middle Eastern nations covered in this cluster include Lebanon and 

Syria. 

 

5.5 Summary 

        In this chapter, we answered RQ2 and RQ3. With the answer of RQ1 provided in Chapter 4, 

we have now answered all the 3 RQ’s. We have found out the optimal parameters and hyper-

parameters given our datasets, deduced how well our Deep Learning models perform on our 

datasets and the clinical factors that the Deep Learning is clustering on, while classifying the 

patient outcomes. In the next chapter, we validate our results using methods such as the 

correlation between clinical information and the observations made from the overlaid figures. 
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Chapter 6 

Empirical Validation 

       In the previous chapter, we observed that after voting, our Deep Learning models produced 

predictions that were 100% and 98% accurate for the SNP and Affymetrix datasets respectively. 

Also, the number of patients misclassified by physicians’ was 24 whereas it was 3 for our models. 

This proves the superiority of our Deep Learning models. In this chapter, we shall validate our 

results and explain that it was for good reason that our models were confounded regarding certain 

patients. 

 

6.1 Justification of stray patients  

       The Deep Learning models had difficulty in classifying certain PID’s. In Section 6.1, we will 

corroborate the reasons for this phenomenon using clinical data, and using the 3-D figures for the 

SNP and Affymetrix dataset. 

6.1.1 Using clinical data 

        The clinical justification provided in Table 6.1 below explains why the Deep Learning 

models sometimes misclassify the following PID’s. We have very good reason as to why the 3 

finally misclassified PID’s from the Affymetrix dataset – PID 6, 123, 92 belong to this list. Table 

6.1 shows that the Deep Learning model was indeed performing reliably, only the intrinsic 

medical conditions of the following patients put the model off -course. 
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PID Justification based on clinical information 

6 Had an infection of the lungs and intestines.  

123 Patient 123 had a very non-responsive tumour which, according to the treatment 
protocol, stratified the patient into the very high risk category. They subsequently 
had a number of BM (bone marrow) transplants but eventually succumbed due to 
disease progression. The only possible reason why this patient may have 
classified unexpectedly is that the Diagnostic BM (bone marrow) had a very low 
blast count (15%). That is, the BM was not full of leukemic cells, which may have 
diluted out the aggressive cells’ gene expression values. The fact that the cancer 
cells were very aggressive didn't appear until after treatment started and all the 
healthier cells were killed and the drug resistant and aggressive ones came to the 
fore.  

92 Has a history of chronic disease. 

504 Is a T-cell ALL, unlike most patients in the dataset that are B-cell ALL. The 
cytogenetics of the Diagnostic BM for this patient, showed some rearrangements 
across a number of chromosomes - with deletions and additions.  

84 T-cell ALL and not B-cell.  

497 T-cell ALL and not B-cell.  

446 T-cell ALL and not B-cell.  

18 T-cell ALL and not B-cell.  

11 ALL11 has a MLL translocation and is unique, not a TEL AML1 translocation. 
 

50 Had Downs Syndrome – and is a unique case. 
 

70 ALL70 had a MLL translocation – which puts him at odds with the others. MLL 
is often seen as an alternate version to ALL. 

317 Although patient 317 survived, it is at medium risk due to only a slight MRD 
response after 3 months. In this case, the patient had a very high White Cell Count 
(100x normal) at diagnosis and a 98% blast count. That is, the cells were already 
in a heightened proliferative state when the gene expression values were obtained- 
and there was no dilution effect from normal cells.  

Table 6.1: Justification of stray patients using clinical data 
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6.1.2 Using the location of misclassified patients  

In the 3-D figure for SNP 

       PID’s 326, 515, 91, 486, 26.2 have been denoted by purple circles in Figure 6.1 below. 

      According to Footnote 11 in Chapter 4, there were certain PID’s that the SNP dataset had 

difficulty in classifying. The justifications provided below explains why that was so: 

       PID 486, 91, 326 are all originally poor outcomes (denoted in red) but appear in the large 

cluster of good outcomes (denoted in green). Hence, the Deep Learning algorithm misclassified 

these patients although it found some commonality between them and the good outcome patients. 

      The same can be said of PID 515 – a poor outcome denoted in red, but appears in the smaller 

cluster of good outcomes denoted in green. 

      It is not surprising that PID 26.2 was misclassified as evidently, the algorithm could not place 

it in any of the 3 clusters. 

 
Figure 6.1: Justification of misclassified patients using the 3-D figure of the SNP dataset 
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In the 3-D figure for Affymetrix 

       As shown in Figure 6.2 below, PID 143 – a poor outcome shown in red, is an ambiguous 

patient that could not be placed in either of the 2 Affymetrix clusters. Hence, it is misclassified. 

   

 

Figure 6.2: Justification of misclassified patients using the 3-D figure of the Affymetrix 

dataset 

 

6.2 Justification of overall results 

       Here, we justify the accuracy, sensitivity and specificity of our results using the confusion 

matrix. 

6.2.1 By differing the methodology 

       In Section 6.2.1, we only vary the format of the output. The parameters and hyper-parameters 

of the Deep Learning network are not changed at all. 
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Regression, followed by manually setting the threshold 

        During the prediction stage, the predicted values were regression values as opposed to binary 

values. To obtain binary predictions, we manually set the threshold by observing the trend among 

the regression-valued predictions. We conventionally chose the lowest regression value among 

the poor outcome patients, as the threshold for separating good and poor outcome patients. That 

is, if the patient’s probability score exceeded this threshold, the patient would be classified as a 

poor outcome patient. 

 

Binary classification 

       In binary classification, the output is directly in the form of a vector of 0’s and 1’s. 1 

indicates a poor outcome patient while 0 indicates a good outcome patient. 

       Table 6.2 shows that comparable results are obtained with respect to accuracy, sensitivity and 

specificity even if the predictions are obtained through manually setting a threshold or through 

binary classification. This shows that our Deep Learning results are reproducible even after 

differing the format of the output. 
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Sample 
number 

SNP dataset Affymetrix dataset 
Regression, 

followed by manual 
setting of the 

threshold 

Binary classification Regression, 
followed by manual 

setting of the 
threshold 

Binary 
classification 

Sample 
1 

 

 
 

= 156/164   
= 95% accuracy 

 

 
 
= 156/ 164 
=  95% accuracy 
 
 

 

 
= 151/157  
=  96% accuracy 

 

 

 
 

= 150/157   
= 96% accuracy 

 

Sample 
2 

 

 
 
= 154/164   
= 94% accuracy 

 

 
 

= 158/164   
= 96% accuracy 

 

 

 
 

= 148/157 
= 94% accuracy 

 

 

 
 

= 148/157 
= 94% accuracy 

 
Sample 

3 
 

 
= 154/164   
= 94% accuracy 

 

 

 
= 156/164   
= 95% accuracy 

 

 

 
= 150/157   
= 96% accuracy 

 

 

 
= 151/157 
= 96% accuracy 

 

Table 6.2: Comparable results using Regression, followed by setting the threshold and using 

Binary classification 
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6.2.2 By visualizing the result using 3-D figures 

       Another way to validate our results is to denote the training set patients and test set patients 

by different symbols. 

       The purpose for doing this is as follows: The training set patients are expected to be in tight 

clusters. If we observe that the test set patients are somewhere in the middle or scattered around, 

then it shows that our model finds it difficult to classify the test set patients. However, if the test 

set patients lie close to the training set patients, it proves that our models are able to classify the 

patients easily. 

       The notation for Figures 6.3 and 6.4 is as follows:  

Green colour indicates good outcome patients, while red colour indicates poor outcomes. Circles 

denote training set patients while stars denote test set patients. 

       In Figures 6.3 and 6.4, we observe that the test set patients lie more or less in the vicinity of 

the training set patients, for both SNP and Affy. Thus, they are not in a separate area from the 

training set patients. 
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SNP 

 

Figure 6.3: Denoting the training set and test set patients using different symbols for the 

SNP dataset 

 

Figures 6.3 and 6.4 are based on a single bag. 
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Affymetrix 

 

Figure 6.4: Denoting the training set and test set patients using different symbols for the 

Affymetrix dataset 

 

6.2.3 By checking the predictions on repeated patients 

       Repeated patients such as PID 326 and PID 326.2 denote the same patient, and thus have the 

same outcome. The reasoning behind having some repeated patients is that it is used as a method 

of validation- both the patients in such a set should be predicted to have the same outcome by our 

models.  

      Of the 8 sets of repeated patients in the Affy dataset and the 18 sets of repeated patients in the 

SNP dataset, only 1 set was predicted to have differing outcomes. This was PID 123 and 123.2 in 
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the Affy dataset. PID 123 was a poor outcome patient misclassified by the Affy Deep Learning 

model. However, this model predicted the outcome of the remaining 25 sets (7 of Affy + 18 of 

SNP) of repeated patients correctly. 

 

6.3 Summary 

       In this chapter, we justified our predictions using clinical data, the location of misclassified 

patients using 3-D figures, by differing the format of the vector of predictions, and by denoting 

the test set and training set patients using different symbols. With this, we have validated our 

results. In the next chapter, we tie our results to the objective of personalized medicine and 

conclude our thesis. 
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Chapter 7 

Conclusion and Future Work 

7.1 Summary        

      We worked through the problem of mortality prediction for childhood ALL using two 

datasets provided by the Children’s Hospital at Westmead, Sydney, Australia – the SNP dataset 

(denoting the location of SNP’s) and the phenotypic dataset (containing the expression level of 

mRNA in those genes). This was done on the H2O platform using R.  

       The Deep Learning technique had to be adapted to the given two datasets and the constraints 

of H2O to solve the problem of mortality prediction. The parameters and hyper-parameters were 

adjusted as follows: the retention factor of 2/3 and the activation function of Tanh were used for 

both the datasets. The input dropout ratio and the number of epochs was 0.1 and 80 respectively 

for SNP whereas it was 0.01 and 400 respectively for the Affy dataset. The 16-layer deep model 

for SNP had the configuration (3000, 2000, 1320, 870, 575, 380, 250,165,100, 66, 40, 25, 17, 11, 

7, 3). On the other hand, the 17-layer deep model for Affy had the configuration (4000, 2640, 

1740, 1140, 750, 495, 325, 210, 138, 90, 60, 40, 25, 16, 10, 7, 3). We obtained samples using the 

technique of Out-of-Bag sampling and used 17 and 15 votes to determine the final predicted 

outcome of patients in the SNP and Affy datasets respectively. 

        To assess how well our Deep Learning models perform, we used the measures of accuracy, 

sensitivity and specificity and compared it with physicians’ predictions. The physician’s 

predictions for the SNP dataset had an accuracy, sensitivity and specificity of 86%, 72% and 88% 

respectively compared to our scores of 100% each, after voting. The physician’s predictions for 

the Affymetrix dataset had an accuracy, sensitivity and specificity of 86%, 65% and 90% 
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respectively compared to our scores of 98%, 87% and 100% respectively, after voting. Our 

results were validated using several methods such as: the clinical justifications of stray patients – 

proving that it was unique medical anomalies that caused certain patients to be frequently 

misclassified. The location of stray patients in the SNP and Affymetrix 3-D figures, also validated 

our results.  

       Upon observing the kind of clusters formed in the 3-D figures for the SNP and Affy datasets, 

we realized that the Deep Learning algorithm was not clustering on mortality alone. We then 

analyzed the clinical dataset for the patients present in each cluster to deduce which clinical 

factors the algorithm had clustered upon. For the Affy as well as the SNP dataset, the cluster 

containing poor outcomes was formed due to the combination of the factors Mortality: poor 

outcome’ &&  ‘Chromosome structure: Normal = 46 && ‘TEL AML1: Negative. For the Affy 

dataset, the cluster containing good outcomes was formed due to Mortality: good outcome &&  

Chromosome structure !  Normal = 46 && TEL AML1: Negative. In case of the SNP dataset, 

ethnicity played an important role in clustering. One of the clusters of good outcomes was formed 

as a result of Mortality: good outcome  && Ethnicity: South East Asia and Oceania and the other 

was formed as a result of Mortality: good outcome  && Ethnicity: Caucasian and Middle 

Eastern. 

       In terms of personalized medicine, the patients predicted to have a poor outcome after 15 

votes and 17 votes for the Affymetrix and SNP datasets respectively show which patients must be 

treated aggressively. Additionally, the patients that were in the vicinity of each other in the 3-D 

figures, are like patients. It is possible that the drugs/ treatment that worked well for a nearby 

patient, are also good for a new patient under consideration. To the best of our knowledge, this is 

the first study that explores the properties of H2O in detail and the first to use H2O for mortality 
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prediction on a real-world childhood ALL dataset. A key takeaway from our thesis is that the 

steps of our prediction process can be replicated in other researchers’ experiments – that of 

performing Out-of-the-Bag Sampling to obtain randomized samples of the training set, predicting 

on these samples to adjust the network to the optimal parameters and hyper-parameters. We then 

build optimized models using OOBSampling for the training set and Bagging for the test set. 

Predictions are obtained on each model, followed by Voting on these predictions, to determine 

the final mortality status of the patient. 

7.2 Limitations and Future Work 

       Although we obtained very encouraging results using the optimal Deep Learning network 

created for the two datasets, we would like to attempt this problem on other platforms – platforms 

that allow for parameters in excess of 65 million. We would also like a network that allows for a 

more gradual reduction between the number of input features and the number of neurons in the 

first hidden layer. It is possible that a deeper network formed with a gradual reduction and greater 

number of parameters will perform better during the predictions on individual models. We would 

also like to apply boosting techniques such as AdaBoost and XGBoost to improve the accuracy of 

individual models. Boosting works by turning a set of weak learners into a single strong learner.  

Also, the values of parameters and hyper-parameters derived during this thesis are specific to the 

given two datasets.  Additionally, if we remove the variable ethicnity  

        With the preceding chapters, we have demonstrated how Deep Learning can be used to 

predict mortality in childhood ALL patients. We also showed how the clusters of patients, 

obtained through Deep Learning, could have their treatment optimized using personalized 

medicine. We hope that the advances in Machine Learning can be applied in tandem with existing 

medical knowledge in order to take healthcare to greater heights.  
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