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An American monkey, after getting drunk on brandy, would
never touch it again, and thus is much wiser than most men
- Charles Darwin
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ABSTRACT
Game theory outlines optimal response strategies during mixed-strategy competitions in
which available actions are selected probabilistically. The neural processes involved in choosing
individual strategic actions, however, remain poorly understood. Here, actions need to be
selected (1) in the absence of sensory instruction or reward cues and (2) independent of previous
events. This thesis examines the neural processes involved in action selection during mixedstrategy competition. To do so, we both measured and manipulated presaccadic activity in the
primate superior colliculus (SC), a structure involved in the generation of orienting saccadic eye
movements, during a strategic game.
The first study tested whether the SC is involved in choosing saccades under strategic
conditions. Monkeys were free to choose either of two saccade targets as they competed against a
computer opponent during the mixed-strategy game „matching-pennies‟. The accuracy with
which pre-saccadic SC activity predicted upcoming choice gradually increased in the time leading
up to the saccade. Probing the SC with supra-threshold stimulation demonstrated that these
evolving signals were functionally involved in preparing strategic saccades. Finally, subthreshold stimulation of the SC increased the likelihood that contralateral saccades were selected.
In the second study, we compared the influence of previous actions and rewards on
updating premotor activity in the SC in the strategic condition where eliciting stochastic
responses was optimal and in a non-strategic condition where stochastic responses were also
elicited but through explicit instruction. To avoid exploitation by opponents during mixedstrategy competitions one should select behaviors unpredictably, that is, independent of previous
choices and their outcomes. The iterative updating of neural processes involved in selecting
actions to produce mixed-strategy behaviors, however, remain poorly understood In both tasks,
premotor activity and behavior were shaped by past actions and rewards with more recent events
iii

exerting the largest influence. Importantly, these sequential effects were attenuated under
strategic conditions suggesting that updating of selection processes is not entirely automatic but
can be tailored to different decision-making contexts. Together our results highlight the active
role played by the brain in choosing strategic actions.
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Chapter 1
INTRODUCTION
A fundamental problem faced by humans and animals alike is to decide on the
appropriate course of action when faced with uncertain alternatives. One general purpose
strategy to achieve this is to repeat choices that previously led to favorable outcomes and
alternate away from choices that previously led to unfavorable outcomes; coined the „Law of
Effect‟ (Thorndike, 1898) or more colloquially known as a win-stay/lose-switch (WSLS)
strategy. The effectiveness of such a simple strategy can be demonstrated by considering a
hypothetical situation where a rat is deciding between two levers to press; one leads to a food
reward and the other does not. At first, the rat tries both alternatives, but eventually using the
outcome of each lever press as a guide, converges on the choice that leads to the desired outcome,
i.e. the lever associated with the food reward.
From a rat selecting where to forage for food (Evenden and Robbins, 1984), to a bird
selecting a nesting site (Tryjanowski et al., 2004), or to a human selecting the most appropriate
language amongst peers (Matsen and Nowak, 2004) following a simple WSLS strategy can be
beneficial when navigating a wide range of uncertain environments. However, in some contexts
it can also be maladaptive. One such context is a tennis player deciding whether to serve to the
left or right of the receiver during a Wimbledon match. Here, if the tennis player was to follow a
WSLS strategy by repeating serves to previously rewarded locations an intelligent opponent
would learn to exploit such a predictable service pattern. Thus to avoid exploitation, professional
tennis players place serves unpredictably, that is, independent of previous locations and their
associated outcomes (Walker and Wooders, 2001). This begs the question of how then does the
1

tennis player decide where to serve from one point to the next as (1) there are no sensory or
reward cues to indicate correct responses and, unlike the rat‟s situation where following a WSLS
strategy was sufficient, (2) biasing behavior based on previous events will be exploited. The
goal of this thesis is to provide insight into these questions by examining how opposing premotor
selection processes in the brain are resolved to select strategic behaviors during a competitive
game.

1.1 GAME THEORY AND MIXED-STRATEGY GAMES
Like the tennis player deciding where to serve, many other competitive interactions
between agents, such as pursuit-evasion between predator and prey; tactical decision making
between warring countries, politicians, and companies; soccer ball placement during a penalty
kick; or deciding when to bluff in a poker game all require choice selection to follow a mixedstrategy to avoid exploitation from one‟s opponent (Bellman and Blackwell, 1949;Catchpole,
1987;Chiappori et al., 2002;Golan et al., 1998;Humphries and Driver, 1970;May, 1991;Miller,
1997;Walker and Wooders, 2001;Yuval, 1977). A mixed-strategy is a strategy in which no single
option is correct and instead choices are probabilistically allocated over alternatives. To study
mixed-strategy behavior, economists developed game theory. Game theory was first introduced
by (von Neumann and Morgenstern, 1944) and mathematically examines the optimal strategy for
all players during a game. As stated by von Neumann and Morgenstern (1944) when they
developed the first tools to tackle these problems: “If two or more persons exchange goods with
each other, then the results for each one will depend in general not merely upon his own actions
but on those of the others as well. Thus each participant attempts to maximize a function…of
which he does not control all the variables. This is certainly no [classical] maximization problem,
but a peculiar and disconcerting mixture of several conflicting maximization problems.” Von
2

Neumann and Morgenstern (1944) first illustrated game theory using the simple mixed-strategy
game „matching pennies‟. In this game, each trial starts with each player placing a concealed
coin either heads-up or tails-up on a table. When the coins are revealed, both go to the player
designated the “matcher” if their faces match or to the player designated the “non-matcher” if
their faces differ. If both players are greedy (i.e. exploiting any biases in their opponent‟s
strategy) their behaviors will be coerced towards the unexploitable strategy of selecting each face
in equal proportions and unpredictably from trial-to-trial. This solution strategy is referred to as
the Nash Equilibrium in which neither player can increase their payoffs by changing their
response strategy even though they are indifferent between both options (Nash, 1950). For
example, if the “matcher” exclusively adopts this optimal strategy, the “non-matcher” would have
a 50% chance of winning irrespective of their response strategy. Consequently, at this
equilibrium, there is no incentive for the “non-matcher” to switch away from this optimal strategy
as other strategies would realize same reward contingencies and risk exploitation.
Many human and animal studies have shown that players approach, but differ slightly,
from this Nash equilibrium prediction (Barraclough et al., 2004;Lee et al., 2004;Mookherjee and
Sopher, 1994;Walker and Wooders, 2001). One convincing hypothesis explaining the generation
of this highly unpredictable behavior is that underlying neural selection processes are updated
according to a reinforcement learning system which can also drive more predictable WSLS
behavior (Lee et al., 2004). To better understand how this may happen, a brief review of the main
principles driving a reinforcement learning system and some proposed neural correlates for this
system follows.
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1.2 REINFORCMENT LEARNING
A reinforcement learning system operates by utilizing information from past events to
iteratively update behaviors to maximize future rewards (Schultz and Dickinson, 2000;Sutton and
Burto, 1998). To illustrate this, figure 1-1A,B depicts how the aforementioned rat utilizes a
reinforcement learning system to select between two levers across 30 trials. The expected value
(V) for each potential action, press lever 1 (V1) or press lever 2 (V2), is estimated by the iterative
evaluation of past actions and their consequent outcomes. Actions with a greater expected value
are subsequently more likely, but not exclusively, to be selected over alternatives as there is
assumed to be some randomness in choice selection. In a loose sense, one can think of expected
value as applying appropriate weights to a weighted coin flip. This randomness is necessary to
account for the possibility of missing out on more valuable choices yet to be explored or that just
happened to be previously unlucky (Herrnstein, 1961). This is commonly referred to as the
softmax decision rule. The updating of V for an action (x) after a trial (t) can be determined from
the following equation:
,
whereby, Rt – Vt(x) is the temporal difference between the actual reward (R) on trial t and
expected reward (Sutton and Burto, 1998) and will be referred to as the prediction error and a is
a positive fraction between 1 and 0 and will be referred to as the learning rate. It is important to
note that this is not the only reinforcement learning algorithm but its simplicity is ideal for the
current illustration. Even more elaborate models share this general iterative structure.
The general purpose of the prediction error and learning rate are depicted in figure 1-1 A.
Here, the rat converges on the best response by correcting future estimates of V for each action on
a trial-by-trial basis based on the prediction error. Initially as the rat explores the two options, the
4

changes in V are substantial from trial to trial but as the estimate of each action‟s outcome
becomes more accurate through experience, there is less change in V with information (depicted
by black dashed lines). The length of time required to settle on a response is dependent on the
learning rate (Fig. 1-1A). Larger learning rates (α''), indicated by the dark grey dashed line, mean
past events are more influential in updating V thus behaviors are greatly biased towards recently
rewarded options, associated with a WSLS strategy, whereas smaller learning rates (α'), indicated
by the light grey dashed line, lead to behaviors that are less influenced by past events and,
subsequently, settling on any one response takes longer.
The above equation can also be rewritten as

to illustrate two important policies regarding reinforcement learning systems(Suri and Schultz,
1998;Suri and Schultz, 1999). First, only the expected value of selected actions, x = x(t), are
updated according to the resulting outcome. Second, the expected value of unselected actions, x
≠ x(t), decrease according to (1-α), referred to as the decay function (Fig. 1-1B).
Biasing behaviors based on previous events however can be maladaptive when in
strategic competitions. Figure 1-1C-F depicts the hypothetical updating of V for either service
direction, serve left of receiver (VL) or serve right of receiver (VR), for two Wimbledon tennis
players. Both servers are playing against a greedy receiver across 30 service points but Server 1
has a higher learning rate (Fig. 1-1C,D) and Server 2 has a lower learning rate (Fig. 1-1E,F).
Importantly, unlike the rat‟s situation, there is no single correct response. For both servers,
service locations are selected in equal proportions on aggregate but Server 1‟s values are strongly
updated based on the previous trial compared to Server 2 whose value are updated slowly based
5

on previous trials. This is illustrated by the difference in fluctuations in estimated value from trial
to trial between the two servers. Therefore, having a lower learning rate is better suited during
strategic competitions to avoid exploitation but having a higher learning rate is better suited
during exploration to realize appropriate response.
Theoretically a reinforcement learning system instantiated at the neuronal level could be
the framework for a single decision making system that is adaptive, through modification of the
learning rate, to different behavioral contexts. In some contexts a WSLS strategy is preferable
and in others, particularly those involving mixed-strategy competitions, a small learning rate is
preferable.

6
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Figure 1-1 Hypothetical updating of expected value across uncertain environments. (A-B) In the
first example, a rat selects which of two levers to press. (A) The hypothetical updating of
expected value for the action of pressing lever 1 (V1). Dark grey and light grey dashed lines
represent the hypothetical updating of expected value when the learning rate (α) is increased (α‟‟)
or decreased (α‟), respectively. (B) The hypothetical updating of expected value for the action of
pressing lever 2 (V1). (C-F) In the second example, two different tennis players are
distinguished by their learning rates. (C-D) Server 1 has a high learning rate (α‟‟) and (E-F)
Server 2 has a low learning rate (a‟). VL represents the hypothetical estimated value for the action
of serving to the left of the receiver and VR represents the hypothetical estimated value for the
action of serving to the right of the receiver. (See text for further details)
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Recently, neurobiological correlates for components of a reinforcement learning system have
been identified. Evidence for neural signals related to the prediction error and value are outlined
below.
Prediction Error. Neuronal activity in the substantia nigra pars compacta (SNc) and Ventral
Tegmental Area (VTA), both dopamine producing regions in the midbrain, have been shown to
be updated in a manner consistent with a prediction error signal. This is based on three pieces of
evidence. First, activity here is modulated by reward outcomes alone with unexpected increases
in reward resulting in increased activity and unexpected decreases in reward resulting in
decreased activity (Mirenowicz and Schultz, 1994;Schultz et al., 1993). Second, more recent
reward outcomes were found to have a greater influence on subsequent activity and this influence
decreased over time (Bayer and Glimcher, 2005). Finally, both regions projected to cortical and
subcortical regions that represent value, listed below (Schultz and Dickinson, 2000).
Value. Neural correlates of value have been found in the striatum (Schultz et al., 1992;Samejima
et al., 2005;Balleine et al., 2007), prefrontal cortex (PFC) (Barraclough et al., 2004;Asaad et al.,
1998;Asaad et al., 2000;White and Wise, 1999;Lee et al., 2007;Miller and Cohen, 2001;Seo et al.,
2007), anterior cingulate cortex (ACC) (Cohen and Ranganath, 2007;Kennerley et al.,
2006;Gehring and Willoughby, 2002;Seo and Lee, 2007;Holroyd and Coles, 2002), orbitofrontal
cortex (OFC) (Tremblay and Schultz, 1999;Frank and Claus, 2006) and parietal areas, such as
lateral intraparietal areas (LIP) (Shadlen and Newsome, 1996;Platt and Glimcher, 1999;Shadlen
and Newsome, 2001;Coe et al., 2002). For the most part, the striatum is active during stimuli –
response behavior (Yin et al., 2005;Yin et al., 2004) whereas cortical areas have been found to be
more active when more complex “top-down” processing is required to select appropriate
9

responses, e.g. updating rules, thoughts, and actions to maximize future rewards. Despite these
differences, all these structures share three important characteristics implicating their involvement
in valuation. First, neuronal activity has been found to encode value signals being held over time
instead of sensory input or motor output. Second, these structures receive prediction error signals
from midbrain dopamine structures. Third, neuronal activity is modulated by the history of past
rewards.
To select appropriate behavioral strategies across different environments, previous
research has suggested two separate reinforcement learning systems working in tandem to
maximize future rewards, commonly referred to as the „actor-critic‟ model (Barto, 1995;Houk et
al., 1995;Joel et al., 2002). Here, the actor (Fig. 1-2, blue) updates the expected value of actions
according to a policy specified by the critic (Fig. 1-2, purple) and selects appropriate response
based on these values. The critic updates the actor‟s policy based on reward history to maximize
future rewards. Support for this organization stems from findings that brain structures involved
in action selection may be divided into these two systems. For example, previous research has
shown that dorsal and ventral regions of the striatum can be separated into actor and critic
respectively. Neuronal activity in both the dorsal and ventral striatum were found to be involved
in predicting reward, however, the former was only responsive when actions were selected
whereas the latter was responsive during learning reward associations irrespective of whether
reward was contingent on action selection (O'Doherty et al., 2006). Although research related to
the „actor-critic‟ model is recent and the degree to which these constitute separate neural
pathways remains to be determined, it is important to realize the possibility of two interdependent
reinforcement learning systems adaptively biasing response selection to maximize future reward
across varying contexts.
10

Previous work has largely examined how the critic system evaluates reward history
(Bayer and Glimcher, 2005;Frank and Claus, 2006;Gehring and Willoughby, 2002;Lauwereyns et
al., 2002;Samejima et al., 2005;Schultz, 1998;Schultz et al., 2000;Watanabe et al., 2003) but
relatively little is known about how this information is utilized by the actor system to bias action
selection, in general, and in mixed-strategy conditions, in particular. Previous studies that have
examined action selection during a mixed-strategy game have done so in brain regions far
removed from those involved in generating movement, i.e. DLPFC and dorsal ACC (Barraclough
et al., 2004;Seo and Lee, 2007;Seo et al., 2007;Seo and Lee, 2008). Although these regions
indicate where value is represented abstractly in the brain, for a number of reasons they do not
address the current question of how the actor system transforms value signals from the critic
system to select between actions during a competitive game (Fig. 1-2, highlighted by black
arrow). First and most obviously, these brain regions are far removed from those involved in
generating movement. Second, these brain regions lack the spatial specificity required for
generating movement of a particular vector and temporal specificity required for generating
actions compared to brain structures closer to the motor output (Dorris et al., 1997;Glimcher and
Sparks, 1992;Munoz et al., 2000). Neurons in brain regions closer to the motor output have a
well defined “response field”; that is, the spatial location for which sensory stimuli and/or motor
goals preferentially activate these neurons. Furthermore, value-related activity preceding
movement in these brain regions closer to the motor output are both time-sensitive and correlated
to movement initiation(Dorris and Munoz, 1998).
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Figure 1-2 Schematic of the „actor-critic‟ model. For simplicity, this model uses the example of
the aforementioned rat selecting between two levers, lever 1 and lever 2, to depict the function of
the actor and critic. The actor system (highlighted in blue) maps estimated value (V) to actions
based on the policy dictated by the critic system (highlighted in purple) to select appropriate
responses. The critic system determines the best policy based on previous reward history. In this
context, updating expected value for each action according to a high learning rate is beneficial
towards identifying the best response (see text and Fig. 1-1 for details). The bold black arrow
represents the transformation of value signals based on the critic‟s policy to select specific actions
and represents the focus of this thesis.
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1.3 PRIMATE SACCADIC SYSTEM
We will use the primate saccadic system as a model to study motor system selection
processes. Saccades are rapid eye movements that align images of interest onto the fovea. The
saccadic system provides a number of advantages over other motor systems to study these issues
for three main reasons (Wurtz et al., 2000). First, saccades are simpler movements to measure
than limb movements as they are relatively stereotypical and the near inertialess of the eyeball
makes such parameters as load forces, movement dynamics, or muscle recruitment patterns
negligible. Second, they are easily and accurately measured and both monkeys and humans have
similar eye anatomy and visuosaccadic brain circuitry. Third, the visuosaccadic circuitry has
been extensively mapped out and, consequently, is one the best understood sensory-to-motor
transformations. This allows us to ask more complex questions about selection processes that lie
between sensation and action.
The Role of the Intermediate layers of the Superior Colliulus. This thesis will specifically
analyze presaccadic neuronal activity in the intermediate layers of the superior colliculus (SCi) to
examine mixed-strategy selection processes. SCi neurons are topographically organized in a
retinotopic map of the contralateral visual field (Robinson, 1972;Schiller and Stryker, 1972) and
discharge before and during saccades. They receive input from a variety of cortical and
subcortical brain areas, such as the frontal eye fields(FEF); supplementary eye fields (SEF),
lateral intraparietal area (LIP); and basal ganglia (Hikosaka, 1989;Sommer and Wurtz,
2004a;Sommer and Wurtz, 2004b)that provide inputs related to visual, reward, attention,
memory, and other context-dependent factors (Fig. 1-3) (Glimcher and Sparks, 1992;Hikosaka,
1989;Ikeda and Hikosaka, 2003;Dorris and Munoz, 1998;Horwitz et al., 2004;Kustov and
Robinson, 1995;Schiller and Koerner, 1971;Sparks, 1976;Sparks, 1978;Wurts and Goldberg,
13

1971;Wurtz et al., 2000). This input is integrated and a command is then sent to generate a
saccade to neurons within the burst generator circuit located in reticular formation (Munoz et al.,
2000) which subsequently activates oculomotor neurons. The SCi may be the last site along the
visuosaccadic circuit where activity could represent selection processes without necessarily
resulting in an eye movement (see omni-pause neuron in Fig. 1-3)
Previous studies have shown that the SCi is actively involved in saccade selection for
non-strategic saccades (Carello and Krauzlis, 2004;Mcpeek and Keller, 2002;Dorris et al.,
2007;Horwitz and Newsome, 2001). However, whether SCi is also involved in selecting mixedstrategy saccades which lack these instructional sensory and reward cues remains unknown.
Because the SCi is a phylogenetically very old brain structure, it may only be involved in
sensory-based/reflexive saccades whereas upstream regions may choose more sophisticated
mixed-strategy behaviors.
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Figure 1-3 Schematic of major brain regions and connections involved in controlling saccadic
eye movements. Solid lines represent excitatory connections. Dashed lines represent inhibitory
connections. The horizontal dashed line demarcates the transition to the saccade generating
circuitry in the brainstem. The inset panels highlights uncertainty period activity in parts of this
brain circuit. The powerful inhibition exerted by the OPNs prevent upstream uncertainty period
activity from triggering saccades. OPNs act as a saccadic gate so that the SCi is perhaps the last
site within the saccadic circuit where value can modulate saccade selection and preparation
without directly triggering saccades. There is no change in uncertainty period activity below this
gate as it would result in premature eye movements. FP-fixation point; T- target; CN – caudate
nucleus; FEF – frontal eye fields; LIP lateral intraparietal area; SCi – intermediate layers of
superior colliculus; SEF – supplementary e fields; SNr – substantia nigra; OPN – omnipause
15 – medium-lead burst neurons; MN – motor
neurons; LLBN – long-lead burst neurons; MLBN
neurons. Figure adapted from Munoz et al. 2000.

1.4 SCOPE OF STUDY
The objective of this thesis is to examine neural processes underlying action selection in
mixed-strategy conditions. Specifically, we ask two questions related to selecting mixed-strategy
saccades (Q1) Is the SCi involved in selecting saccades under mixed-strategy conditions? (Q2) If
so, is the updating of these selection processes flexibly tailored to meet different contextual
demands?
Hypothesis 1: The SCi is actively involved in selecting mixed-strategy saccades.
This hypothesis will be tested by performing a series of electrophysiological experiments on the
SCi while monkeys compete against a standardized computer opponent during an oculomotor
version of the mixed-strategy game „matching pennies‟.

Here we characterize and examine the

functional role of SCi presaccadic activity. Two lines of evidence would support this hypothesis.
(1) Mind reading – if recorded SCi presaccadic activity predicts upcoming choices. (2) Mind
control – if manipulated SCi activity via microstimulation biases upcoming choices.
Hypothesis 2: SCi selection processes are shaped by previous events in a manner that can be
tailored to meet different contextual demands.
This hypothesis will be tested by comparing the influence of past actions and rewards on
preparatory processes in the SCi during the mixed-strategy task and a non-strategic task. Here,
the only difference between the two tasks is the context, in the strategic task monkeys are free to
choose their own behavior but following a WSLS strategy would be exploited compared to the
non-strategic task where their behaviour is instructed and preferring such a strategy is
inconsequential. Two lines of evidence would support this hypothesis. (1) Behavior and SCi
presaccadic activity are influenced by past choices and their outcomes. (2) This influence is
attenuated during the strategic condition where predictability could be exploited.
16

Chapter 2
ROLE OF SUPERIOR COLLICULUS IN CHOOSING MIXEDSTRATEGY SACCADES
DHUSHAN THEVARAJAH, AREH MIKULIĆ, AND MICHAEL C. DORRIS
(Journal of Neuroscience 2009, accepted)
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2.1 INTRODUCTION
Employing a mixed-strategy, in which available actions are selected probabilistically,
prevents opponents from exploiting predictability during many inter-personal, geo-political,
pursuit-evasion, evolutionary and sporting competitions (Driver and Humphries, 1988;Maynard
Smith, 1982;Palacios-Heurta, 2003;Shinar et al., 1994). Game theory provides insight into these
mixed-strategy competitions by outlining normative strategies, that is, specifying the proportion
of responses that players should devote to each option once a behavioral equilibrium is
established (Fundenberg and Tirole, 1991;Nash, 1950). However, the predictive power of game
theory has limitations (Camerer, 2003). For instance, humans adopt mixed-strategies that often
approach, but deviate significantly from, game-theoretic predictions. Moreover, game theory
provides solutions for proportioning responses on aggregate but does not address how choices are
selected on each trial.
Recent insight into these unresolved issues has come from measuring neural signals
during game play. Whereas previous analyses have been limited to choice patterns, recording
neural signals provides access to hidden cognitive processes. For example, we are beginning to
understand how the value of potential actions are represented neurally and how these value
representations are updated based on previous actions and their outcomes (Barraclough et al.,
2004;Dorris and Glimcher, 2004;Cohen and Ranganath, 2007;Seo and Lee, 2007;Sugrue et al.,
2004).
Here we examine whether the intermediate layers of the midbrain superior colliculus
(SCi) plays a role in selecting mixed-strategy saccades. The SCi appears ideally suited for this
role because it is organized as a topographic map upon which potential saccade goals can
compete (Krauzlis et al., 2004). The SCi receives inputs from upstream regions involved in both
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visuosaccadic and higher level cognitive functions (Wurtz et al., 2000) and its output to the
brainstem saccade generating circuitry determines when and where a saccade will be directed
(Munoz et al., 2000).
We will test between two possible roles that the SCi could play in generating strategic
saccades. The passive relay hypothesis posits that strategic responses are selected by upstream
executive centers and pre-specified commands are simply relayed through the SCi for saccade
execution (Fig. 2-1A). Activity would be present in the SCi only for the saccade that is ultimately
selected but not the alternatives. This hypothesis is consistent with studies demonstrating that
upstream structures carry cognitive signals that could be used to select strategic responses (Dorris
and Glimcher, 2004;Seo and Lee, 2007;Coe et al., 2002) whereas the SCi is traditionally thought
of as an evolutionarily old structure involved in generating reflexive, sensory-driven saccades.
The active selection hypothesis posits that the SCi integrates signals from upstream
regions and resolves them to select a single strategic saccade. SCi activity would initially be
present for all alternatives but, over time, one would gradually be selected (Fig. 2-1B). This
hypothesis is consistent with studies showing that cognitive signals that could be important for
selecting strategic saccades are represented within the SCi (Basso and Wurtz, 1997;Dorris and
Munoz, 1998;Ikeda and Hikosaka, 2003) and that the SCi is involved in saccade selection under
non-strategic conditions (Carello and Krauzlis, 2004;Dorris et al., 2007;Horwitz and Newsome,
2001;Mcpeek and Keller, 2002).
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Figure 2-1 Two possible hypothesized roles of the SCi when generating strategic saccades, (A)
Passive relay hypothesis and (B) Active selection hypothesis. Each line represents the
hypothetical presaccadic activity for a trial in which the monkey made a saccade toward a target
in its preferred response field (black) or non-preferred response field (grey).
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2.2 MATERIALS AND METHODS
To distinguish between these two hypotheses we performed a series of electrophysiological
experiments on the SCi while monkeys competed against an adaptive computer opponent in a
saccadic version of the classic mixed-strategy game „matching-pennies‟ (Lee et al., 2004;von
Neumann and Morgenstern, 1944) . This computer opponent exploited any statistical biases in the
monkey‟s pattern of choices. Therefore, although monkeys were always free to choose, their
intake of reward was maximized by choosing the two targets in equal proportions and
stochastically from trial to trial. The results from this mixed-strategy task were compared to two
control tasks. The predictable task, in which a single target was always presented for a block of
trials either in the neuron‟s preferred or non-preferred direction, allowed us to examine how presaccadic activity evolved when the upcoming saccade could be planned with near certainty. The
unpredictable task, in which a single target was randomized between the preferred and nonpreferred directions from trial to trial, allowed us to examine how pre-saccadic activity evolved
when the identity of the upcoming saccade was maximally uncertain.
General Methodology. We recorded the extracellular activity of single neurons and applied
electrical micro-stimulation in the intermediate layers of the superior colliculus (SCi) of two male
rhesus monkeys (Macaca mulatta) weighing between 9-13.5 kg each. All procedures were
approved by the Queen's University Animal Care Committee and complied with the guidelines of
the Canadian Council on Animal Care. Animals were under the close supervision of the
university veterinarian. Physiological recordings techniques as well as the surgical procedures
have been described previously (Munoz and Istvan, 1998).
Behavioral paradigms, visual displays, delivery of liquid reward, and storage of both
neuronal discharge and eye movement data were under the control of a PC computer running a
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real-time data acquisition system (Gramalkn – Ryklin Software). Red visual stimuli (11 cd/m2)
were produced with a digital projector (Duocom InFocus SP4805, refresh rate 100 Hz) and backprojected onto a translucent screen that spanned 50º horizontal and 40º vertical degrees of visual
space. Right eye position was recorded at 500 Hz with a resolution of 0.1˚ using an infra-red eye
tracker system (Eyelink II, SR Research). The activity of single neurons was recorded with
tungsten microelectrodes (Frederick Haer, 1-2 M

at 1 kHz) and sampled at 1 kHz. The same

electrodes were also used for micro-stimulation experiments. Data analysis was performed offline
using MATLAB, version 7.04 (Mathworks Inc) on a Pentium 4 personal computer.
Neuronal Classification. We recorded from saccade-related neurons located between 1.0 and 3.0
mm below the surface of the SC. The center of the neuron‟s response field was defined as the
location relative to central fixation that was associated with the most vigorous activity during
target-directed saccades. One target was always placed in the middle of the neuron‟s response
field (i.e., neuron‟s preferred direction) and the other at the mirror-image location in the opposite
hemi-field (i.e., neuron‟s non-preferred direction) for all behavioral tasks. To be included in our
analysis, neurons had to have a transient burst of activity that was time-locked to preferred
saccade onset that surpassed 100 spikes/s. Two categories of pre-saccadic activities were
analyzed. 1) Preparatory Activity - Neurons were included in this category if the activity in the 50
ms following presentation of the mixed-strategy targets exceeded 30 spikes/s and was
significantly greater than the 100 ms of activity preceding fixation point offset (paired t-test,
p<0.01)(Munoz and Wurtz RH, 1995); 2) Visual Activity - Neurons were included in this category
if they produced a transient burst of activity following presentation of the mixed-strategy targets.
This transient burst had to be at least 50 spikes/s above the activity during preparatory period
outlined above and be initiated within 100 ms after presentation of the target (Dorris et al., 2002).
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This visual activity was not contaminated by saccade-related bursts because the initiation of
saccades were delayed during the mixed-strategy task presumably because of the competitive
interactions between the two simultaneously presented targets (Dorris et al., 2007). Lastly, all
micro-stimulation experiments were conducted within SCi regions with identified saccade-related
activity.
Behavioral Tasks – Neuronal Recordings.
Mixed-Strategy Task (Fig. 2-2A). Subjects competed in an oculomotor version of the mixedstrategy game „matching-pennies‟ against a dynamic computer opponent (Fig. 2-2A). Subjects
were required to maintain central gaze fixation throughout the 800 ms presentation of the fixation
point and after its removal during a fixed 600 ms warning period. Subjects were free to saccade
towards either of two simultaneously presented targets. The fixed warning period and known
target locations facilitated advanced selection and preparation of saccades (Dorris and Munoz,
1998). After fixating the target stimulus for 300 ms, a red box, which indicated the computer
opponent‟s choice, appeared around one of the targets for 500 ms.
The monkey received a 0.3 mL liquid reward if both players chose the same target and
nothing otherwise. The computer opponent performed statistical analyses on the subject‟s history
of previous choices and payoffs and exploited systematic biases in their choice strategy (see
algorithm 2 from (Lee et al., 2004). Therefore, monkeys would maximize reward intake over
time by choosing each target in equal proportions and unpredictably from trial to trial.
Unpredictable Task. The unpredictable task was identical to the mixed-strategy task with two
exceptions. First, only a single saccade target was presented on each trial. This target was equally
likely to be presented at the neuron‟s preferred or non-preferred direction. Second, reward was
equally likely to be presented or withheld for successful completion of each trial. Therefore, the
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overall patterns of both choices and rewards were similar for both the mixed-strategy and
unpredictable tasks but saccadic choice was under voluntary control in the former case and under
sensory instruction in the latter.
Predictable Task. The predictable task was also identical to the mixed-strategy task except that a
single saccadic target was presented on each trial always at the same location. During one block,
the target was always presented in the neuron‟s preferred direction and during a second block, the
target was always presented in the neuron‟s non-preferred direction. To produce an overall
reward rate that was comparable with the other tasks, we opted to give reward on all trials but its
magnitude was halved. Therefore, both saccade direction and reward delivery were maximally
certain in this condition. Another option, that more closely resembled the reward schedule of the
other tasks, would have been to give the regular magnitude reward but on only half the trials. The
reader should keep in mind that it remains unclear whether behaviour and SCi activity would
have responded differently under these two reward schedules.
Behavioral Tasks – Electrical Micro-stimulation
Supra-threshold Stimulation Experiments. The same three behavioral tasks were conducted while
supra-threshold stimulation was applied to the SCi during the warning period. Stimulation
parameters were fixed at 70 ms duration, 300 Hz, and 0.3 ms biphasic pulses. Stimulation
threshold was defined as the minimum current required to consistently produce the characteristic
saccade vector for a given SCi site. In all cases, the stimulation vector was in close agreement
with the preferred vector of neurons recorded just prior to stimulation. The current strength was
then fixed at 1.5 times this threshold level during each experimental session (mean current = 42 ±
1.3 μA; range 30-45 μA).
Saccadic targets were of the same amplitude but situated orthogonal to the stimulated
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vector (Fig. 2-9A). Each block consisted of randomly interleaved stimulation (25%) and no
stimulation (75%) trials. Stimulation was equally likely to be applied 120, 240, 360, 480 or 600
ms into the 600 ms warning period. When the warning period was extended to 1200 ms,
stimulation was equally likely to be presented 120, 360, 600, 900, 1200 ms into the warning
period. When stimulation was applied at the end of the warning period (i.e., 600 and 1200 ms;
~5% of all trials), target presentation was delayed by 100 ms to ensure that visual transients
associated with target presentation did not interfere with production of the evoked saccades.
Sub-threshold Stimulation Experiments. Sub-threshold stimulation was applied during the
warning period in an attempt to bias the mixed-strategy selection process (Fig. 2-11A).
Stimulation was applied during the first 500 ms of the 600 ms warning period at a SCi site that
coincided with one of the mixed-strategy targets. Each block consisted of randomly interleaved
stimulation (25%) and no stimulation (75%) trials. Current intensity and frequency were adjusted
so that the threshold required for eliciting saccades was approached but not crossed. Current
intensity averaged 10±1.1 µA (range = 8-12 µA) and frequency averaged 89±9.8 Hz (range = 50150 Hz).
Data Analysis. Trials were aborted online if eye position was not maintained within ±3º of the
appropriate spatial location or if saccades were initiated outside a 70-300 ms temporal window
following target presentation. The first 20 trials from each block were discarded from analysis
off-line to allow subjects time to adjust to the new task conditions. Computer software
determined the beginning and end of each saccade using velocity and acceleration criteria and
accuracy was verified by the experimenter. To quantify neuronal activity, each spike train was
convolved with a post-synaptic activation function with a rise time of 1 ms and a decay time of 20
ms (Everling et al., 1999;Thompson et al., 1996).
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The endpoints of saccades triggered with supra-threshold stimulation were sampled when
eye velocity first fell below 20º/sec and remained there for at least 50 ms following the initiation
of the evoked saccade. To account for deviations in end-points that could result from small
differences in starting position, the eye position at the time when stimulation was initially applied
was subtracted from the final end-point position.
We used Signal Detection Theory (Green and Swets, 1966) to determine how well an
ideal observer of SCi activity could predict which choice the monkey would make. The
separation between the distributions of activity for the neuron‟s preferred and non-preferred trials
was estimated from the area under receiver operating characteristic curves.

2.3 RESULTS
Behavioral Characterization. First we examined how closely animals approached the mixedstrategy prediction of choosing each target in equal proportions and independently of previous
actions and choices. Subsequent experiments do not depend on subjects perfectly achieving this
normative strategy; in fact, we do not expect such a result because previous work has shown that
both humans (Erev and Roth, 1998) and monkeys (Barraclough et al., 2004;Lee et al., 2004) fall
short in this regard. Rather, in comparing mixed-strategy behavior with the stochastic behavior
during the unpredictable task, we can characterize where subtle strategic biases exist. The
percentage of choices towards the neurons‟ preferred direction did not differ between the
unpredictable (Ppreferred=49.6±0.8%) and mixed-strategy (Ppreferred=49.5±0.7%) tasks (Fig. 2-2B;
paired t-test, p>0.05). As has been observed previously (Lee et al., 2004), monkeys have a
tendency towards repeating rewarded responses and switching away from unrewarded responses
(Fig. 2-2C; a.k.a. „win-stay/lose-shift‟ strategy) during the mixed-strategy task
(PWSLS=54.2±0.7%; binomial test, p<10-6), a pattern that was not observed during the
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unpredictable task (PWSLS=49.4±0.7%; p=0.42). The computer opponent exploited predictability
in choice patterns (Fig. 2-2D) as evidenced by the lower percentage of rewarded choices during
the mixed-strategy task (Preward=42.0±0.6%; p<10-13) compared to the unpredictable task
(Preward=50.4±0.6%; p=0.5). Together, these analyses (Fig. 2-2B-D) demonstrate that monkeys
chose the two targets in appropriate proportions during the mixed-strategy task but they had a
subtle win-stay/lose-shift bias that was detected and exploited by the computer opponent. Lastly,
faster saccadic reaction times during the predictable (163.6±5ms) compared to the unpredictable
(187.6±5ms) task (paired t-test, p<0.001) suggested that monkeys detected and exploited target
probability in preparing their saccadic responses (Dorris and Munoz, 1998) (2- 1E). There were
no differences in preferred (208.2±3ms) or non-preferred (202.0±3ms) saccadic reaction times
when the monkey was able to choose of his own volition during the mixed-strategy task (paired ttest, p=0.1).
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Figure 2-2 Behavioral summary. (A) Mixed-strategy task. Each panel represents successive
visual displays presented to the monkey. Red arrows indicate the monkey‟s possible saccadic
choices. One of the saccade targets was always placed in the center of the neuron‟s response field
(i.e., preferred direction) as indicted with the dashed circle. The red box indicates the choice of
the computer opponent. The predictable and unpredictable tasks (not shown) are identical except
that only one target is presented per trial. (B-D) The first three panels compare the percentages of
the neuron‟s preferred choices (B), win-stay/lose-shift choices (C), and rewarded choices (D)
during experimental sessions in which the mixed-strategy and unpredictable tasks were
performed. The dashed lines represent expected results due to randomization in the unpredictable
task and the game theoretic solution in the mixed-strategy task. (E) A comparison of saccadic
reaction times during blocks in which the unpredictable and predictable tasks were performed.
The dashed line represents the line of unity. (B-E) Red dots represent mean data. Filled circles in
(E) represent statistically significant differences (t-test, p<0.01).
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Neuronal Selectivity. A total of 105 SCi saccade-related neurons satisfied our criteria for
inclusion (see METHODS). The majority or 65% (68/105) of these saccade-related neurons had
both preparatory and visual activities, 10% (10/105) had only preparatory activity and 26%
(27/105) had only visual activity.
Figure 2-3 compares SCi activity for preferred (black) and non-preferred (gray) responses
during the three behavioral tasks for a representative neuron (Fig.2-3 A-C) and the neuronal
sample (Fig. 2-3D-F). Preparatory activity increased gradually during the warning period for all
tasks (Fig. 2-3A-C). During the mixed-strategy task, preparatory activity became increasingly
selective for upcoming choices (Fig. 2-3A) and by the end of the warning period (Fig. 2-3D)
mean preparatory activity was significantly greater if preferred (101.1±4.8 spikes/s) rather than
non-preferred (57.1±4.3 spikes/s) saccades were chosen (paired t-test, p<0.001). In support of the
active selection hypothesis, significant activity was present even when the neuron‟s non-preferred
saccade was chosen during the mixed-strategy task. Preparatory activity was even more selective
during the predictable task (Fig. 2-3B) and by the end of the warning period (Fig. 2-3E), mean
preparatory activity was significantly greater for preferred (70.0±5.1 spikes/s) than non-preferred
(30.5±3.9 spikes/s) saccades (p<10-10). During the unpredictable task, preparatory activity was
unselective (Fig. 2-3C) and by the end of the warning period (Fig. 2-3F) mean activity did not
differ between preferred (61.1±4.9 spikes/s) and non-preferred (57.1±4.3 spikes/s) saccades
(p=0.72). Lastly, the initial visual burst associated with presentation of the targets during the
mixed-strategy task was also selective of upcoming saccades (Fig. 2-3A – 2nd shaded region). On
average, the visual response was larger if preferred (311.6±17 spikes/s) rather than non-preferred
(259.3±16 spikes/s) saccades were selected (Fig. 2-4A; p<10-7). This visual selectivity could, in
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part, be attributed to pre-existing differences in preparatory activity; however, visual activity was
selective even when baseline preparatory activity was subtracted out (Fig. 2-4B; p<10-6).
We performed a receiver operating characteristic (ROC) analysis to quantify the degree
to which the SCi activity predicted upcoming responses (Fig. 2-5A). When sampled over the
entire warning period, preparatory activity predicted mixed-strategy choices with 57% accuracy
(green square; p < 0.001). When the upcoming target location was certain, the neuronal prediction
improved (71%, blue square; p < 0.001) and when the upcoming saccade was uncertain,
preparatory activity was non-predictive (50%, red square, p > 0.05). Visual activity associated
with presentation of the targets was 65% predictive of upcoming mixed-strategy choices (green
triangle; p < 0.001). Performing this ROC analysis on successive 50ms epochs revealed that
neuronal prediction gradually increased throughout the warning period for the mixed-strategy
(green circles, maximum = 62% prediction; p < 0.001) and predictable (maximum = 70%
prediction, blue circles; p < 0.001) tasks but remained near chance levels during the unpredictable
task (red circles; p > 0.05). Overall, neuronal prediction differed between each of the trial types
(p<0.001).
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Figure 2-3 SCi activity during the three behavioral tasks. (A-C) Activity of a representative SCi
neuron during the mixed-strategy (A), predictable (B) and unpredictable (C) tasks. Rasters (top
panels) and post-synaptic activation functions (bottom panel) are sorted based on preferred
(black) and non-preferred (gray) saccades. The shaded gray areas highlight the preparatory and
visual activities analyzed in D-F and Figure 2-4, respectively. (D-F) Preparatory activity from
neuronal sample during the mixed-strategy (D; N=78 neurons, 284±12 trials per neuron),
predictable (E; N=54 neurons, 84±4 trials per neuron) and unpredictable (F; N=58 neurons,
119±8 trials per neuron) tasks. The diagonal line represents the line of unity. Filled data points
represent statistically significant differences (paired t-test, p<0.01). Black data points represent
mean ± SEM responses for all neurons.
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Figure 2-4 Increased visual activity in advance of preferred choices. Peak visual activity was
calculated from the post-synaptic activation functions as shown in Figure 2-3A. Neurons are
classified based on whether they reached our criteria (see Neuronal Classification in METHODS)
for preparatory activity (circles, N=68) or not (squares, N=27). (A) Absolute peak visual activity.
(B) Peak visual activity after preparatory activity 0-50 ms after target presentation was subtracted
out.
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Figure 2-5 Evolution of neuronal prediction over time. (A) ROC analyses for mixed-strategy
(N= 78 neurons; green), predictable (N=54 neurons; blue) and unpredictable (N=58 neurons; red)
tasks. Squares represent neuronal predictions based on all warning period activity. Circles
represent neuronal predictions based on successive 50ms time bins throughout the warning
period. The triangle represents neuronal prediction during the mixed-strategy task based on the
initial visual response associated with target presentation (N=68 neurons). (B) Comparison of
neuronal predictions when the fixed warning period was extended from 600ms (green) to 1200ms
(dark green) during two blocks of the mixed-strategy game. Only those neurons in which
recordings were conducted in both conditions are shown (N=28 neurons). Asterisks indicate time
points in which the neuronal prediction significantly differed from each other during these two
conditions (paired t-test, p<0.01). Error bars represent the standard error of the mean. Filled data
points represent predictions that are significantly greater than chance prediction denoted with
dashed lines (t-test, p<0.01).
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Influence of Task Timing on Neuronal Selectivity. The growth in neuronal selectivity observed
during the mixed-strategy task could occur at a relatively fixed rate or it could be tailored to the
expected timing of the response. To distinguish between these two possibilities, during some
experiments an additional mixed-strategy block was performed in which the warning period was
doubled from 600ms to 1200ms. Figure 2-6 shows that, for a single neuron, the time at which
preparatory activity begins accumulating and the time at which this activity becomes selective are
both delayed when the expected timing of the response is extended. ROC analysis quantified the
delay in the neuronal selection across the sample of neurons (Fig. 2-5B; N=28 neurons).
Gradual Selection between Preferred and Non-preferred Activities. The previous ROC analyses
suggest that, on average, neuronal selection evolved gradually, however, this analysis cannot
address how neuronal selection evolved on each trial. If the selection process is completed by
upstream structures after which it is simply relayed to the SCi, we would expect a relatively
abrupt transition in firing rate; an abrupt increase if the preferred saccade was selected and an
abrupt decrease if the non-preferred saccade was selected. Selection would appear gradual on
aggregate if these abrupt transitions occurred more frequently as the time of target presentation
approached (Abrupt Selection –Fig. 2-7A). Alternatively, selection would also appear gradual on
aggregate if, on each trial, there was indeed gradual differentiation of SCi activity associated with
the two saccades (Gradual Selection – Fig.2-7B).
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Figure 2-6 Activity of a representative SCi neuron when the fixed warning period was extended
from 600ms (green) to 1200ms (dark green) across two blocks of the mixed-strategy task. Same
format as Figure 2-3A.
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To distinguish between these two possibilities, the following inter-spike interval (ISI)
analysis was performed on the preparatory activity during the warning period. The ISI for each
pair of spikes (ISIN) was plotted against the ISI for the subsequent spike pair (ISIN+1). Abrupt
selection would be characterized by bimodal ISI distributions and ISIN values that were equal to
ISIN+1 values (Fig.2-7C). Gradual selection would be characterized by positively skewed
unimodal ISI distributions and ISIN+1 values that were generally shorter than ISIN values (Fig. 27D).
Analysis for a representative neuron revealed significant variability in ISI timing for
successive spike pairs (Fig. 2-8A, B – gray dots). On average, however, each successive ISI
decreased by 3.6ms when the neuron‟s preferred direction was selected (Fig. 2-8A – black dot;
paired t-test, p<10-12). Successive ISIs also decreased by 4.2ms when this neuron‟s non-preferred
direction was selected (Fig. 2-8B – black dot; p<10-12). Mean ISIs for the population of 78
neurons decreased by 4.1 ms for the preferred direction (Fig. 2-8C; p<10-12) and 4.5ms for the
non-preferred direction (Fig. 2-8D; p<10-13). Moreover, 87% (68/78) of neurons had significant
decreases (paired t-test, p<0.01) in successive ISI pairs and none had a significant increase. Mean
ISIs were longer for non-preferred compared to preferred (34.7 ms vs. 30.3 ms; p<10-6) saccades
which is consistent with the higher overall preparatory activity proceeding preferred saccades.
Lastly, the shape of the ISI distributions were generally unimodal and positively skewed (e.g.,
Fig. 2-8A, B histograms) as would be expected from a gradual transition from lower to higher
firing rates. For the neuronal sample, the null hypothesis of unimodality could be rejected in only
one instance (1/78 distributions; dip test, p<0.01) and the mean skewness of 3.7±0.2 was
significantly greater than zero (t-test, p<0.001). Together, this ISI analysis supports the active
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selection hypothesis, in that there was gradual selection between SCi activities associated with the
potential mixed-strategy saccades.
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Figure 2-7 Two hypothetical patterns in which SCi preparatory activity could increase. (A,C)
Abrupt Selection. (B,D) Gradual Selection. Top panels. Each tick represents an action potential.
Thin gray lines represent the time course of saccade preparatory activity during single trials and
thick black lines represent the average of those across all trials. Note that average accumulation of
activity is the same in both conditions. Each vertical dashed line in (A) highlights the time at
which the abrupt transition in activity occurred on each trial. Bottom Panels - Results from interspike interval (ISI) analysis that would provide support for each of the two hypotheses. ISIN
denotes the time between the current pair of spikes and ISIN+1 denotes the time between the
subsequent pair of spikes. (C) For abrupt selection, ISIN and ISIN+1 would be of the same
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duration and therefore be clustered around the diagonal line of unity. Moreover, these data would
be bimodally distributed with modes associated with low and high frequency activities,
respectively. (D) For gradual selection, ISIN+1 data would generally be shorter than ISIN data
and therefore concentrated below the line of unity. These data would also be unimodally
distributed and skewed rightward reflecting the gradually transition from low to high firing rates.
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Figure 2-8 Gradual accumulation in preparatory activity for both preferred and non-preferred
mixed-strategy saccades. (A,B) Inter-spike interval (ISI) analysis conducted on preparatory
activity for a representative neuron. (A) Neuron‟s preferred direction. (B) Neuron‟s non-preferred
direction. Each gray data point represents the ISI from a pair of spikes (ISIN) plotted against the
ISI from the successive pair of spikes (ISIN+1). Black dots represent the mean data for this
neuron. Diagonal lines represent lines of unity. Histogram scale bars in top right corners equals
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100 observations. (C,D) ISI analysis for the sample of 78 neurons with preparatory activity. (C)
Neuron‟s preferred direction. (D) Neuron‟s non-preferred direction. Each data point represents
mean data from a single neuron. Filled circles represent significant differences between ISIN and
ISIN+1 (paired t-test, p<0.01). Red dots represent the mean of the entire neuronal sample.
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Probing the Role of Pre-saccadic Activity in Preparing Mixed-Strategy Saccades. Neuronal
recordings demonstrated that pre-saccadic activity became increasingly predictive of the
upcoming mixed-strategy saccade. To extend these correlational results and test whether this presaccadic activity was functionally involved in preparing mixed-strategy saccades, we adapted a
supra-threshold stimulation protocol that had been used previously to examine whether evolving
perceptual decisions are represented within developing saccadic plans (Schlag-Rey et al.,
1989;Kustov and Robinson, 1995;Sparks and Mays, 1983;Sparks and Porter, 1983;Tehovnik et
al., 1999;Gold and Shadlen, 2000;Gold and Shadlen, 2003). Here, on a minority of trials,
stimulation was applied to the SCi to evoke a saccade during the warning period (Fig.2-9A). The
saccadic targets were situated so that they were orthogonal to the evoked saccade vector.
Stimulation-evoked saccades were categorized based on the subsequent choice of mixed-strategy
targets (Fig. 2-9B,C). For each of the five stimulation times, the angular deviation (Fig. 2-9D; Ө)
was calculated from the mean endpoints of these two categories of evoked saccades. Thus,
deviations in the endpoints of the evoked saccade towards these targets measured the otherwise
covert process of saccade preparation as it evolved throughout the warning period.
The patterns of angular deviations for evoked saccades (Fig. 2-10A, N=11 stimulation
sites) closely resembled the patterns of ROC analyses obtained with neuronal recordings (Fig. 25A). When the upcoming target location was uncertain during the unpredictable task, evoked
saccades displayed no angular deviation (Fig. 2-10A – red; p > 0.05). During the predictable task,
evoked saccades increasingly deviated towards the expected target as stimulation was applied
later in the warning period (Fig. 2-10A – blue; p<0.001). Angular deviations during the mixedstrategy task more closely resembled those of the predictable task, in that evoked saccades
increasingly deviated towards the chosen target as stimulation was applied later in the warning
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period (Fig. 2-10A – green; p < 0.001). Overall, the amount of angular deviation differed between
each of the trial types (p<0.001).
Lastly, we examined the role of response timing on mixed-strategy saccade preparation.
Like the ROC neuronal analysis (Fig. 2-5B), the magnitude of angular deviation was delayed in
time when the warning period was extended from 600 to 1200ms (Fig. 2-10B). Together, these
supra-threshold stimulation experiments demonstrated that the selectivity observed in SCi activity
represents the spatiotemporal preparation of mixed-strategy saccades.

44

Figure 2-9 Using supra-threshold stimulation to test the role of the SCi in preparing mixedstrategy saccades. (A) Behavioral task. Stimulation applied during the warning period triggered a
saccade that was orthogonal to the targets. Afterwards, monkeys were free to choose either target.
Dashed circle and associated lightning bolt indicate stimulation vector. (B-D) Evoked saccades
on stimulation trials were segregated based on the final target selection. Data is shown for those
trials in which stimulation was applied 500 ms into the 600 ms warning period for a
representative stimulation site. (B) On the majority of trials, stimulation was not applied and
saccades were made directly to the targets (black crosses). Stimulation-evoked saccades were
segregated into two categories: those in which the left (red) or right (blue) target was ultimately
selected. (C) Stimulation saccades tended to deviate towards the target that was ultimately
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chosen. (D) Angular deviation (Ө) was calculated as the angle between the averages of the endpoints between the two categories of stimulation-evoked saccades.
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Figure 2-10 Evolution of angular deviations over time. (A) Angular deviations for mixedstrategy (green), predictable (blue) and unpredictable (red) tasks (N=11 stimulation sites). (B)
Comparison of angular deviations when the fixed warning period was extended from 600ms
(green) to 1200ms (dark green) during two blocks of the mixed-strategy game (N=10 stimulation
sites). Same format as Figure 2-5.

47

Artificially Manipulating the Selection of Mixed-Strategy Saccades. Finally, we used subthreshold stimulation to examine whether pre-saccadic activity is involved in selecting mixedstrategy saccades. The experimental results up to this point could be explained if pre-saccadic SCi
activity passively reflected the sum of inputs as they evolved in real time; the SCi would not play
a role in selecting strategic saccades but only in preparing saccades that were likely to be selected
by upstream structures. Here we used stimulation to artificially increase SCi activity. Importantly,
stimulation was applied at a level sub-threshold for triggering saccades and in advance of
saccadic choice. If the likelihood of choosing the saccade associated with the stimulated site
increased, this would indicate that the SCi is located within the circuit involved in selecting
mixed-strategy saccades.
Three lines of evidence indicated that stimulation was sub-threshold for affecting saccade
generation directly. First, stimulation only biased the proportion of saccades (Fig. 2-11C, D),
whereas supra-threshold stimulation would force saccade generation (Stanford et al., 1996).
Second, saccades were not triggered while stimulation was being applied. In fact, stimulation was
terminated 100ms before the target presentation and an average of 280.7±3 ms before saccades
were initiated. Third, saccade amplitude, velocity and latency did not differ between stimulation
and no stimulation trials (t-test, p>0.05).
Overall, sub-threshold stimulation biased the selection of mixed-strategy saccades
towards the stimulation vector (60%) compared to interleaved no stimulation trials (52%) (Fig. 211D; paired t-test, p<0.01, n=13 stimulation sites). This provides causal evidence that the SCi is
located with the brain circuitry involved in selecting mixed-strategy saccades.
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Figure 2-11 Manipulating mixed-strategy selections with sub-threshold stimulation. (A)
Behavioral paradigm. Sub-threshold stimulation was applied during the first 500 ms of the 600
ms warning period at a SCi location that corresponded to one of the mixed-strategy targets.
Dashed circle and associated lightning bolt indicate stimulation vector. (B) Percentage of choices
allocated towards the stimulation-vector target during stimulation and non-stimulation trials.
Diagonal lines represent the line of unity. N=13 stimulation sites. (C,D) Endpoints of saccades
during stimulated (C) and non-stimulated (D) trials for a representative stimulation site.
Approximately 75 stimulation trials for each stimulation site.
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2.4 DISCUSSION
These experiments demonstrate that the SCi is actively involved in selecting mixedstrategy saccades rather than merely relaying commands that are pre-specified by upstream
executive structures. We are not claiming that the SCi is the only structure involved in this
processes or that upstream structures do not perform important roles in selecting strategic
saccades (Barraclough et al., 2004;Dorris and Glimcher, 2004;Coe et al., 2002;Seo and Lee,
2007). However, our results suggest that the SCi map provides a platform where diverse signals
can be integrated and resolved into a single, strategic command that is sent to the brainstem
saccade generator.
SCi Activity represents Evolving Saccade Plans. Our results show that the spatio-temporal
evolution of strategic saccade plans is represented in SCi activity. The relative activity between
competing SCi loci predicted the spatial direction of the upcoming saccade in a manner that was
tailored to expected saccade timing (Figs. 2-3, 2-5, 2-6). Whether this evolving activity
represented saccade preparation was tested by analyzing the endpoints of saccades triggered
prematurely with supra-threshold stimulation (Gold and Shadlen, 2000;Gold and Shadlen, 2003).
Saccades deviated (Fig. 2-10) in a manner that closely matched the pattern of neuronal selectivity
(Fig. 2-5) which indicates that this SCi activity was not only correlated to, but was functionally
involved in, preparing strategic saccades.
Two control conditions allowed us to compare the neural processes preceding strategic
saccades with those preceding saccades whose identity were fully predictable or unpredictable.
This comparison is important from a game-theoretic perspective because it provides insight into
the long-standing issue of how individual mixed-strategy responses are selected when, on
aggregate, players are indifferent towards the available choices (Harsanyi, 1973). On one hand,
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the neural processes preceding both strategic and predictable saccades should be similar if
saccades are selected and prepared in advance in both cases. On the other hand, strategic and
unpredictable saccades shared important features, such as two targets which, on aggregate, were
equally valuable and patterns of responses and rewards that were relatively stochastic (Fig. 2-3BD). Therefore, it was plausible that strategic saccades were not selected in advance of target
presentation and preparation remained unbiased. The pattern of neuronal selectivity (Fig. 2-5A)
and saccade deviations (Fig. 2-10A) indicated that strategic plans became increasingly biased
over time, albeit, not to the same degree as predictable saccades. Therefore, preparation processes
appear biased in favor of, but not fully committed to, a particular strategic saccade. This
conclusion was also reached from a behavioral study in which humans played a saccadic version
of „matching-pennies‟(Mikulić and Dorris, 2008).
A surprising finding, for a structure so close to the motor output, was the degree and
duration with which the non-selected saccade was represented in advanced SCi activity (e.g., Fig.
2-3A). Substantial neuronal activity was present just before the selection of non-preferred
saccades (Fig. 2-3D). Analyses of inter-spike intervals (ISI) further suggested that the selection of
strategic saccades occurred gradually, through the differential accumulation of activity at the two
SCi loci (Fig. 2-8). Therefore, these findings are consistent with a gradual, active selection
process that is ongoing within the SCi rather than one that is pre-selected beforehand.
This gradual transition observed with the ISI analysis is consistent with the passive relay
hypothesis if SCi activity reflected selection processes that were transmitted from upstream
structures in a continuous manner. The fact that sub-threshold stimulation biases saccade
selection even though stimulation is terminated well before target presentation (Fig. 2-11) argues
against this interpretation. Once stimulation biases activity, this bias is actively maintained by the
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SCi rather than reverting back to a state that passively reflects upstream inputs. Our ISI results are
also consistent with a SCi selection process that first occurs gradually and is followed by an
abrupt transition whose timing varies across trials (i.e., combined gradual and abrupt transition
processes). If this were the case, the distributions of saccade endpoints triggered by suprathreshold stimulation should have been bimodal rather than unimodel (e.g., Fig. 2-9C,D).
Therefore, although the ISI analysis on its own does not conclusively demonstrate an active and
gradual selection process within the SCi, when coupled with corroborative evidence from the two
stimulation experiments, we feel this remains the most parsimonious explanation.
Our results also suggest that similar neural processes may underlie selecting actions
based on both strategic and perceptual considerations; namely, the gradual, differential
accumulation of activity across sensory-motor maps. Computational models posit that the relative
rate at which neuronal activations accumulate in favor of potential percepts depends largely on
the quality of, and length of exposure to, incoming sensory evidence for each (Carpenter and
Williams, 1995;Mazurek et al., 2003;Usher and McClelland, 2001). Sensory inputs cannot
„drive‟ accumulation in the current experiments because accumulation occurred during the
warning period when animals were situated in complete darkness. One possibility is that activity
associated with the two potential saccades begins accumulating stochastically from a common
baseline level. The inherent noisiness of neuronal firing rates (Shadlen and Newsome,
1994;Shadlen and Newsome, 1998) would then effectively randomize which representation
surpassed saccadic threshold level on each trial. Our data support such a mechanism, but with the
caveat that the accumulation process begins with a small initial bias. In this case, the noisiness of
the accumulating neuronal signals would ensure that the biased option was only more likely, but
not guaranteed, to be selected. This bias is evidenced by a „win-stay/lose-shift‟ tendency both
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here (Fig. 2-2C) and in similar behavioral contexts (Corrado et al., 2005;Dorris et al., 2000;Lau
and Glimcher, 2005;Lee et al., 2004). This initial bias was observed in neuronal activity at the
onset of the warning period (Fig. 2-5A, initial green data points).
Neuronal selectivity evolved in a manner that reflected expected saccade timing (Fig. 25B and 2-6B). A riskier option would be to only represent selected saccades in the SCi well in
advance of target presentation. Given the proximity of the SCi to the motor output, activity
fluctuations could surpass the threshold and trigger saccades prematurely. Alternatively, the
selection process could begin in the SCi only after target presentation. This option could result in
unnecessarily delayed saccades because additional time would be required to resolve the selection
process. A gradual selection process, therefore, takes advantage of timing information while
minimizing the risk of premature responses. Temporal signals in cortical structures known to
project to the SCi likely play a role in selection timing (Janssen and Shadlen, 2005;Leon and
Shadlen, 2003;Maimon and Assad, 2006).
Artificially Manipulating Saccade Selection. Sub-threshold stimulation biased choice probability
(Fig. 2-11) which indicates that the SCi is causally involved in selecting strategic saccades.
Previous work has shown that artificially manipulating SCi activity can bias the selection of
perceptually-guided saccades; that is, alter the probability of choosing a target stimulus which
differs from distracting stimuli based on some sensory feature (Carello and Krauzlis, 2004;Dorris
et al., 2007;Mcpeek and Keller, 2004). This study extends these previous findings in two
important respects. First, it demonstrates that the SCi is causally involved in selecting saccades
that are guided not only by instructive sensory cues but also by strategic considerations. Second,
this selection bias was accomplished with stimulation that was terminated both before the choice
stimuli were presented and saccades were initiated. In contrast, previous studies manipulated SCi
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activity throughout both of these periods (Carello and Krauzlis, 2004;Dorris et al., 2007;Mcpeek
and Keller, 2004). Therefore, our results demonstrate that the SCi is involved in selecting
strategic saccades in a manner that is separate from processing sensory stimuli or movement
generation.
These results could be explained by two, not necessarily mutually exclusive, roles for the
SCi in selecting strategic saccades. First, sub-threshold stimulation could exert its effects locally
within the SCi. Biased activity could be actively maintained and, perhaps, enhanced after the
stimulation was terminated through a combination of local recurrent excitation and lateral
inhibition within the SCi (Dorris et al., 2007;Pettit et al., 1999;Munoz and Istvan, 1998). Second,
sub-threshold SCi stimulation could exert its effects indirectly by influencing structures extrinsic
to the SCi such as through feedback connections from SCi to the FEF (Sommer and Wurtz,
2004a) or basal ganglia (McHaffie et al., 2005). While our experiments cannot determine which
particular mechanism is at work, we can conclude that the SCi is located within the neural circuit
that is causally involved in selecting strategic saccades.
Unresolved Issues. These findings are important because they indicate that motor regions in the
brain are more actively involved in choosing strategic actions than has widely been recognized.
A broader role for the SCi in strategic decision-making is, however, likely limited. For example,
during strategic games that require different motor effectors (e.g., a manual version of „matching
pennies‟) do other motor regions play analogous roles to that of the SCi? Are there brain regions
upstream of motor areas that are involved in choosing strategic actions irrespective of the motor
effector (e.g., Cui and Andersen, 2007)? If so, how are decision signals routed only to those
motor regions required for generating effector-specific actions? Lastly, at what point in time and
where anatomically within this hierarchy does differential activity switch from deliberation to
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commitment to action?
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Chapter 3
UPDATING OF ACTION SELECTION PROCESSES IN THE
SUPERIOR COLLICULUS DURING A MIXED-STRATEGY GAME
DHUSHAN THEVARAJAH AND MICHAEL C. DORRIS
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3.1 INTRODUCTION
A general strategy for navigating uncertain environments is to bias behavior towards
actions that previously led to favorable outcomes and alternate away from actions that previously
led to unfavorable outcomes. Such a strategy is commonly referred to as the „Law of Effect‟
(Thorndike, 1898), or more colloquially, a win-stay/lose-switch (WSLS) strategy. The manner in
which past actions and outcomes modulate evaluative signals has recently been described at a
computation level using reinforcement learning algorithms (Schultz, 1998;Sutton and Burto,
1998). Reinforcement learning algorithms provide an estimated value of potential actions that are
iteratively updated based on differences between expected and realized rewards.
Following a WSLS strategy however can be maladaptive when in competition with other
agents. Consider two players playing the classic game „matching pennies‟. In this game, a trial
starts with each player placing a concealed coin either heads-up or tails-up on a table. The player
pre-designated the “matcher” wins the coins if their faces match and the player pre-designated the
“non-matcher” wins if their faces differ. When played repeatedly, both players approach the
mixed-strategy equilibrium whereby each face is chosen with equal proportions and stochastically
(Nash, 1950;von Neumann and Morgenstern, 1944). Therefore, a strong WSLS strategy results
in predictable behavior that could be exploited by opponents.
The goal of this study is to investigate how action selection processes are updated during
mixed-strategy games. First, we will examine how neural processes involved in selecting mixedstrategy actions are updated based on previous events. Activity in a number of brain regions
appear related to evaluating whether previous actions were rewarded (Barraclough et al.,
2004;Dorris and Glimcher, 2004;Samejima et al., 2005;Schultz, 1998;Schultz, 1999;Seo and Lee,
2007;Seo and Lee, 2008;Seo et al., 2007;Sutton and Burto, 1998) but it is unclear how these
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evaluative signals are then transformed into selecting specific actions as these regions lack both
spatial and temporal properties required for controlling movement precisely. Second, we will
examine how the updating of these selection processes are modified to prevent exploitation
during mixed-strategy conditions. To examine this question we will compare how action
selection processes in brain regions involved in generating movements are updated based on past
events during a competitive mixed-strategy game with a similar non-competitive task. These
tasks differ in their contexts, that is, there are exploitation consequences of following a WSLS
strategy in the former case but not the latter.
Specifically, we will examine premotor activity from the intermediate layers of the
superior colliculus (SCi), a brain region involved in selecting mixed-strategy saccades
(Thevarajah et al., 2007). The SCi provides an ideal interface for studying action selection as it is
topographically organized as a map upon which potential saccade goals compete (Dorris et al.,
2007;Krauzlis et al., 2004) with the „winner‟ determining when and where a saccade will be
directed (Dorris et al., 1997;Glimcher and Sparks, 1992;Munoz et al., 2000). We hypothesize
that saccade selection processes in the SCi will be updated by previous events consistent with a
WSLS strategy but this selection bias will be reduced under strategic conditions when
predictability can be exploited by a competitive opponent.

3.2 MATERIALS AND METHODS
Electrophysiological experiments were conducted on two male rhesus monkeys (Macaca
mulatta), weighing between 9-13.5 kg each, while they performed oculomotor tasks. All
procedures were approved by the Queen's University Animal Care Committee and complied with
the guidelines of the Canadian Council on Animal Care. Animals were under the close
supervision of the university veterinarian. Physiological recording techniques as well as the
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surgical procedures have been described previously (Dorris et al., 1997;Glimcher and Sparks,
1992;Munoz and Istvan, 1998;Munoz et al., 2000).
General Methodology. Behavioral paradigms, visual displays, delivery of liquid reward, and
storage of both neuronal discharge and eye position data were under the control of a PC computer
running a real-time data acquisition system (Gramalkn – Ryklin Software). Red visual stimuli
(11 cd/m2) were produced with a digital projector (Duocom InFocus SP4805, refresh rate 100 Hz)
and back-projected onto a translucent screen that spanned 50º horizontal and 40º vertical degrees
of visual space. Right eye position was recorded at 500 Hz with resolution of 0.1˚ using an infrared eye tracker system (Eyelink II, SR Research). Trials were aborted online if eye position was
not maintained within ±3º of the appropriate spatial location or if saccades were initiated outside
the 70-300 ms temporal window following target presentation.
The activity of single neurons was recorded with tungsten microelectrodes (Frederick
Haer, 1-2 M

at 1 kHz) and sampled at 1 kHz. Data analysis was performed offline using

Matlab, version 7.6.0 (Mathworks Inc) on an Intel Duo 2 Core Pentium processor. To quantify
neuronal activity, each spike train was convolved with a post-synaptic activation function with a
rise time of 1 ms and a decay time of 20 ms (Everling et al., 1999;Thompson et al., 1996). The
first 20 trials from each block were discarded from analysis to allow subjects time to adjust to the
new task conditions.
Neuronal Classification. We recorded the activity from saccade-related neurons located between
1.0 and 3.0 mm below the surface of the SC. The center of each neuron‟s response field was
defined as the location relative to central fixation that was associated with the most vigorous
activity during target-directed saccades. One target was always placed in the middle of the
neuron‟s response field (i.e., neuron‟s preferred direction) and the other at the mirror-image
59

location in the opposite hemi-field (i.e., neuron‟s non-preferred direction) for all behavioral tasks.
To be included in our analysis, neurons had to meet two requirements, (1) motor burst, a transient
burst of activity that was time-locked to onset of the preferred saccade that surpassed 100 spikes/s
and (2) preparatory activity, neural activity during the 50 ms that followed presentation of the
mixed-strategy targets that exceeded 30 spikes/s and was significantly greater than the mean
activity100 ms before fixation point offset (paired t-test, p<0.01).
Behavioural Tasks. Monkeys performed two similar but contextually different tasks; the mixedstrategy task, in which monkeys were free to choose between two saccade targets while
competing against an “intelligent” opponent in the „matching pennies‟ game and the
unpredictable task in which monkeys were instructed which saccade to make with the
presentation of a single saccade target on each trial. As will become evident from the description
below, the tasks are similar in that the pattern of saccade direction and reward schedule were
relatively unpredictable from trial to trial but the behavioral contexts from which these patterns
emerged differed.
Mixed-strategy task (Fig. 2-2A). Subjects competed in an oculomotor version of the mixedstrategy game „matching-pennies‟ against a dynamic computer opponent. Subjects were required
to maintain central gaze fixation throughout the 800 ms presentation of the fixation point and
after its removal during a fixed 600 ms warning period. Subjects were free to saccade towards
either of two simultaneously presented targets, i.e. preferred and non-preferred target. The fixed
warning period and known target locations facilitated advanced selection and preparation of
saccades (Thevarajah et al., 2007). After fixating on the target stimulus for 300 ms, a red box,
which indicated the computer opponent‟s choice, appeared around one of the targets for 500 ms.
The monkey received a 0.3 mL liquid reward if both players chose the same target and nothing
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otherwise. The computer opponent performed statistical analyses on the subject‟s history of
previous choices and payoffs and exploited systematic biases in their choice strategy (see
algorithm 2 from (Lee et al., 2004) for specific details). Monkeys maximized reward intake over
time if they chose each target in equal proportions and unpredictably from trial to trial.
Unpredictable Task. The unpredictable task was identical to the mixed-strategy task with two
exceptions. First, only a single saccade target was presented on each trial. This target was equally
likely to be presented at the neuron‟s preferred or non-preferred direction. Second, reward was
equally likely to be presented or withheld for successful completion of each trial. Therefore, the
overall patterns of both choices and rewards were similar for both the mixed-strategy and
unpredictable tasks but saccadic choice was under voluntary control in the former case and under
sensory instruction in the latter.
Sequential Analysis. To examine the effects of choice and reward history on both action
selection processes and subsequent behaviors we segregated SCi activity and saccadic responses
on the current (N) trial based on past (N-i, where 1≤ i ≤ 7) and future (N+i, where 1≤ i ≤ 3) events
(Maljkovic and Nakayama, 1994). Future events were used for control purposes as these should
not exert any influence on the current (N) trial. This sequential analysis is illustrated in Fig. 3-3
which shows neuronal activity on the current (N) trial segregated on events that occurred on the
previous (N-1) trial during the (A) mixed-strategy task and (B) unpredictable task. Four
categories results from the combination of previous choices and rewards: (1) a preferred,
rewarded saccade (P/R), (2) a preferred, unrewarded saccade (P/U), (3) a non-preferred, rewarded
saccade (NP/R), and (4) a non-preferred, unrewarded saccade (NP/U).
We estimated preparatory activity from the postsynaptic spike activation function during
the 50 ms following target presentation (Fig. 3-3, gray bar). This represented the neuronal firing
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rate just before any change could be induced by visual inputs caused by the presentation of the
peripheral targets (Dorris et al., 2000).
The same sequential analysis was performed on choice selection during the mixedstrategy task. Because monkeys were free to choose their own behaviors we presumed that
selected targets indicated favored responses. Response biases were quantified by determining the
probability of the monkey selecting the preferred directed target on the current (N) trial based on
past or future events.
Because saccades were instructed in the unpredictable task, sequential analysis was
performed on SRTs rather than saccade choice. SRTs were defined as the time from target
presentation to saccade initiation. Computer software determined the beginning and end of each
saccade using velocity and acceleration threshold. These events were verified by an experimenter
to ensure accuracy. Response biases were quantified by examining the influence of an event i
trials in the past or in the future on SRTs on only current (N) trials where saccades were
instructed toward the preferred direction.
Sequences of trials were constructed from the raw data based on the following criteria.
First only sequences of 5 or more consecutive non-aborted trials in length were analyzed.
Second, single aborted trials were removed and the sequence was treated as continuous. Third,
sequences were started anew if two or more aborted trials occurred in succession. We felt these
criteria struck a balance between providing sufficient sequential data for our analysis while
removing those sequences with poor continuity.
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3.3 RESULTS
Thirty-eight saccade related neurons in the SCi satisfied our criteria for classification as
preparatory neurons and also had sufficient data for analysis (see Methods). A mean of 246 ± 11
trials per neuron were analyzed during the mixed-strategy task and a mean 146 ± 8 trials per
neuron during the unpredictable task.
Effects of the Current (N) Trial.
Saccade behaviors were examined on the current (N) trial to characterize the influence of
context on behavioral responses during both tasks. Overall, saccades were allocated equally
between both target locations for both the mixed-strategy (p(Preferred Target) = 49.8 ± 0.6%)
and the unpredictable task (p(Preferred target) = 48.6 ± 0.7%, paired t-test p>0.05). SRTs were
used to measure response biases in the unpredictable task because saccades were instructed rather
than chosen. To SRTs toward either target location did not differ during the unpredictable task
(Preferred target: 192.9 ± 4.2 ms, Non-preferred target: 186.1 ± 3.7ms, p>0.05). Together, these
results suggested that on the current (N) trial saccade responses were, on average, unbiased
toward any one particular target location in both contexts.
Similarly, to characterize the influence of context on ongoing action selection processes,
SCi preparatory activity on the current (N) trial was compared between the two tasks (Fig, 3-1).
Consistent with previous work (Thevarajah et al., 2007) this activity differed between the
contexts in two major ways. First, mean preparatory activity at the end of warning period (epoch
highlighted in grey) during the mixed-strategy task was greater for saccades towards the preferred
direction (99.9 ± 8.8 spikes/s) than towards the non-preferred direction (80.2 ± 7.2 spikes/s,
paired t-test, p<0.001). By comparison, preferred versus non-preferred activity did not differ
(Preferred target: 63.5 ± 6.5 spikes/s, Non-preferred target: 64.5 ± 6.5 spikes/s, paired t-test,
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p>0.05) during the unpredictable task. Second, preparatory activity was greater overall,
regardless of saccade direction, during the mixed-strategy task compared to the unpredictable task
(preferred target: p<0.05, non-preferred target: p<0.05, Fig.3-1 E-F). These findings indicate that
SCi selection processes are more selective and enhanced when saccades can be voluntary selected
during the strategic task when compared to the unpredictable task
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Figure 3-1 Current (N) trial SCi activity during the two behavioral tasks. (A-B) Activity of a
representative SCi neuron during the mixed-strategy (A) and unpredictable (B) tasks. Rasters (top
panels) and post-synaptic activation functions (bottom panel) are sorted based on preferred
(black) and non-preferred (gray) saccades. The shaded gray bar highlights the epoch during which
preparatory activity was analyzed. (C-D) Activity of neuronal sample (N=38) throughout the
warning period during the mixed-strategy and unpredictable tasks. (E-F) Preparatory activity
from same neuronal sample during the mixed-strategy (E; 246±11 trials per neuron) and
predictable (F; 146 ± 8 trials per neuron) tasks. The diagonal line represents the line of unity. Red
squares represent mean ± SEM responses for all neurons.
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Effects of the Previous (N-1) Trial.
Behavior and neuronal activity was segregated based on the N -1 trial events to
demonstrate the logic involved in sequential analyses.
The influence of previous (N-1) events on upcoming saccadic responses. Choice behavior was
examined to measure behavioral biases during the mixed-strategy task. As reported previously
(Lee et al. 2004), monkeys exhibited a WSLS bias during the mixed-strategy task (Fig. 3-2A,
p(WSLS) = 55.2 ± 4.9%, binomial test p<10-13). More precisely, this behavioral bias was due
exclusively to a win-stay (Fig. 3-2B, p(WS) = 62.0 ± 1.2%, binomial test p<10-12) rather than a
lose-switch response strategy (Fig. 3-2C, p(LS) = 50.1 ± 0.8% binomial test p>0.05). Perhaps this
result stems from the fact that our version of matching pennies was not zero-sum; losses did not
result in removal of liquid reward but rather a more neutral withholding of reward. The computer
opponent exploited this predictability in choice patterns as evidenced by the lower percentage of
rewarded choices during the mixed-strategy task (p(reward) = 41.1± 0.7%, binomial test p<1018

). Behavior did not differ from 50% for any of these N-1 analyses during the unpredictable task.

From these analyses we concluded that saccade allocation was similar in both tasks but the
monkey subjects received less reward during the mixed-strategy task largely because the
computer opponent exploited their win-stay tendency.
We examined whether biases in the mixed-strategy task could be attributed to changes in
strategy over. Fluctuations in behavior were examined over intervals of 10 trials and a KruskalWallis one-way ANOVA on ranks test confirmed that this was not the case (p(WSLS):p>0.05,
p(win-stay):p>0.05, p(win-switch):p>0.05, p(lose-stay):p>0.05, p(lose-switch):p>0.05).
To measure any behavioral biases during the unpredictable task SRTs were examined.
As observed before (Dorris et al., 2000), repeating an action resulted in faster SRTs than
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alternating actions (Repeat: 177.2 ± 3.2ms, Alternate: 200.1 ± 4.0ms, binomial test p<10-11).
This effect was not observed when SRTs were segregated on previous reward history without
consideration for saccade direction (previously (N-1) rewarded: 188.2 ± 4.2 ms, previously (N-1)
unrewarded 189.1±4.0, binomial test p>0.05). However, when saccades were repeated that were
previously coupled with reward, reward enhanced the reduction in SRT (Fig. 3-2E: win-stay
170.8 ± 4.0 ms, lose-stay 183.6 ± 5.0 ms, binomial test p<10-5; F: win-switch 205.7 ± 6.4 ms,
lose-switch 194.5.6 ± 5.0 ms, binomial test p<10-3). Together, these behavioral analyses suggest
that selection of saccadic responses in the two tasks were similar in that saccade preparation was
biased towards previously rewarded saccades.
The influence of previous (N -1) events on preparatory activity. To determine whether these
saccade biases were reflected in selection processes competing at the neuronal level, SCi
preparatory processes were examined. SCi preparatory activity was influenced similarly by
events on the previous trial (N-1) during both tasks (Figure 3-3). This analysis demonstrates that
preparatory activity is dependent of previous choices or rewards in both tasks. Having
demonstrated the process of how behavior and neuronal activity is analyzed with respect to events
on the preceding trial we now extend this analysis further back in time and into the future to more
fully examine these sequential effects.
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Figure 3-2 Previous (N-1) behavior summary. (A-D) The first four panels compare the
percentages of win-stay/lose-switch choices (A), win-stay choices (B), lose-switch choices (C),
and reward on the current (N) trial (D) during experimental sessions in which the mixed-strategy
and unpredictable tasks were performed. The dashed lines represent expected results due to
randomization in the unpredictable task and mixed-strategy task respectively. (E, F) A
comparison of saccadic reaction when repeating (E) or alternating (F) a saccade toward the
preferred direction following a win or lose during the unpredictable task. The dashed lines
represent the line of unity. Red squares represent mean data ± SEM.
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Figure 3-3 Activity of neuronal sample on the current (N) trial segregated on previous trial (N-1)
events during the mixed-strategy and unpredictable tasks. Line widths represent the SEM. The
black dashed line represents the mean activity for all trials on the current (N) trial. The shaded
gray bar denotes preparatory activity was analyzed.

71

Sequential Analysis
In the analysis that follows both saccade behavior and neural activity are expressed as a percent
change from the overall average of all current (N) trials. This normalization allowed us to
combine data across experimental sessions. Two similar sequential patterns were evident in both
tasks (Fig. 3-4). First, more recent events had the greatest influence and these effects diminished
further back in time. Second, actions that were rewarded generally had a more pronounced effect,
both in terms of magnitude and duration, than unrewarded actions (Fig. 3-4, dark colored lines
versus light colored lines). A two-way ANOVA confirmed that time (Mixed-strategy task:
Saccade choice F(10,37) = 58.8, p<0.05 , Neural data F(10,37) = 103.1, p<0.05, Unpredictable
task: SRT F(10,37) = 15.0, p<0.05 , Neural data F(10,37) = 52.3, p<0.005) and reward (Mixedstrategy task: Saccade choice F(1,37) = 28.7, p<0.05, Neural data F(1,37) = 2.7, p>0.05,
Unpredictable task: SRT F(1,37) = 4.9, p<0.05 , Neural data F(1,37) = 6.6, p<0.05) were both
significant and that there were interactions between the two (Mixed-strategy task: Saccade choice
F(1,10) = 16.3, p<0.05, Neural data F(1,10) = 2.0, p>0.05, Unpredictable task: SRT F(1,10) =
3.1, p<0.05 , Neural data F(1,10) = 2.1, p<0.05). When reward was considered independently of
action (i.e. rewarded versus unrewarded), reward had no effect on either neuronal activity or
behavior (Mixed-strategy task: Saccade choice F(1,37) = 0.642, p>0.05, Neural data F(1,37) =
3.8, p>0.05, Unpredictable task: SRT F(1,37) = 0.939, p>0.05, Neural data F(1,37) = 0.01,
p>0.05). Therefore, at the level of the SCi, reward alone had neither a motivating nor alerting
effect, without being linked to specific actions.
The mixed-strategy task and unpredictable task also differed in three manners during this
sequential analysis. First, future events influenced choice selection in the mixed-strategy but not
the unpredictable task (Fig. 3-4A). This seemingly paradoxical finding is a consequence of the
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computer exploiting the tendency of the monkey‟s win-stay bias. That is, monkeys were more
likely to lose following a rewarded trial as they tended to repeat actions as evident by the staylose bias on analysis of the influence of future events. Second, there was only a win-stay and no
lose-shift bias evident during the mixed-strategy task (i.e. compare green lines in Fig. 3-4).
Third, modulation of preparatory activity by past events was greater for the unpredictable task
than for the mixed-strategy task. For example, the change in activity imposed by N-1 events
spanned 24.9 ± 2.7% during the unpredictable task but only 11.3 ±1.6% during mixed-strategy
task. This last finding, in particular, suggested that the updating of selection processes can be
tailored to different contexts.
The sequential effects observed in SCi activity correlated with sequential effects
observed in behavior in each task. For the mixed-strategy task, SCi preparatory activity predicts
upcoming choice (Pearson correlation, r = 0.514, p<0.05) and for the unpredictable task, SCi
preparatory activity predicts upcoming SRTs (Pearson correlation, r = -0.105, p<0.05). In
performing these correlational analyses neuronal activity with saccade behaviors we compared
events that occurred in the neuron‟s preferred direction (Fig. 3-4 compare green lines in top and
bottom panel). We focused on the neuron‟s preferred behavior because it is unclear whether
behavioral events in the non-preferred direction are involved in updating activity of the neurons
under study.
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Figure 3-4 Saccade behaviors and preparatory activity of neuronal sample (N = 38) on the
current (N) trial segregated on previous events (N –i, 0<i<7) and future events (N +i, 0<i<3)
during the mixed-strategy and unpredictable task respectively. (A) Selection of the preferred
direction during the mixed-strategy task relative to the mean for all trials on the current (N) trial.
(B) SRTs towards the preferred direction during the unpredictable task. Note that the sign on the
ordinate axis have been flipped because SRTs are negatively correlated with SCi activity. (C)
and (D) Mean preparatory activity during the mixed-strategy and unpredictable tasks. The
current trial is marked by a square representing the mean and all deviations are normalized to this.
Thickened lines represent events that occurred in the preferred direction and highlights that
preparatory activity is most directly accounts for this behavior. Filled squares indicate significant
difference and representative standard error bar are shown.
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3.4 DISCUSSION
This study compared the influence of previous events on updating saccade selection
processes in the SCi between a strategic context where following a general WSLS behavior
policy could be exploited by an “intelligent” opponent and a non-strategic context where
following such a policy was inconsequential. Our results show that saccade selection processes
in the SCi were shaped by the history of both previous actions and rewards under both contexts
and that these biases were reflected in saccade behaviors. The extent to which previous events
influenced saccade selection processes however was attenuated in the strategic context. This
suggested that the updating of selection processes are malleable to meet different contextual
demands rather than automatically updated. We conclude with a discussion of how our main
findings are consistent with an adaptive reinforcement learning mechanism for biasing action
selection in uncertain environments.
Effects of previous actions and rewards. As observed previously in behavior (Barraclough et al.,
2004;Dorris et al., 2000;Juttner and Wolf, 1992;Lau and Glimcher, 2005;Lee et al.,
2004;Maljkovic and Nakayama, 1994) and in neuronal activity (Bayer and Glimcher, 2005;Dorris
et al., 2000), our results show that more recent events had a greater influence on action selection
processes and subsequent behavior and this influence decayed with time (Fig. 3-4). Therefore,
unlike the computer opponent which weighed all past events equally when choosing an option,
monkeys gave more weight to recent events when preparing and selecting actions. This policy of
updating action selection may be an efficient solution for using past events to predict future
rewards given organisms have a limited memory store (Anderson et al., 1996;Callicott et al.,
1999).
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Sequential effects have been characterized previously in the SCi during a sensory-guided
task that was similar to our unpredictable task (Dorris et al., 2000). Although target location was
unpredictable in this previous study, all saccades were rewarded, therefore the contribution to
these sequential effects from repetition of a motor action or repetition of a rewarded location
remained unclear. By allocating rewards unpredictably across trials, we were able to isolate the
contribution of these factors. Unrewarded previous actions had a biasing effect but to a lesser
extent than previous rewarded actions. We found no effect of previously rewarded trials when
analyzed independently of actions which suggested that reward did not have a generalized
alerting or motivating effect. Instead the updating of SCi preparatory neuronal activity was
found to be shaped by the history of both previous actions and rewards and these biases were
reflected in saccade behaviors (Fig 3-4).
Together these results suggested that the SCi saccade map may serve as a platform where
reward information is tagged with specific saccadic vectors to bias future saccade behaviors.
Anatomically, the SCi is well suited for this role. First, the SCi receives input from various
upstream regions involved in evaluating reward outcomes during saccade decision tasks
(Barraclough et al., 2004;Bayer and Glimcher, 2005;Dorris et al., 2000;Dorris and Glimcher,
2004;Padoa-Schioppa and Assad, 2006;Platt and Glimcher, 1999;Samejima et al., 2005;Seo and
Lee, 2007;Seo et al., 2007;Seo and Lee, 2008). Second, neurons in the SCi have well defined
response fields in which presaccadic activity is involved in selecting when and where a saccade
of a particular vector will be initiated (Dorris et al., 1997;Mcpeek and Keller, 2002;Thevarajah et
al., 2007;Glimcher and Sparks, 1992). Finally, previous research has shown that SCi presaccadic
activity to be modulated based on expectation of reward (Dorris and Munoz, 1998;Ikeda and
Hikosaka, 2003).
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Contextual Effects. Although both previous actions and rewards were influential on SCi saccade
selection processes, we demonstrated that these processes were not automatically updated but
could be flexibly tailored to meet different contextual demands. Our results show that SCi
preparatory activity differed between the contexts in two important respects. First, saccade
behaviors were biased according to a WSLS strategy in the unpredictable task but only a win-stay
bias was observed in the mixed-strategy task (Fig. 3-1). Second, previous events exerted a
greater influence in terms of magnitude on upcoming SCi selection processes during the
unpredictable task than during the mixed-strategy task (Fig. 3-4 C, D).
Although having a WSLS bias was seemingly unnecessary in the unpredictable task, as
neither saccade direction nor reward could be predicted nor controlled by the monkey, having
such biases were relatively inconsequential. In the mixed-strategy task however, this win-stay
bias was maladaptive because it led to exploitation by the computer opponent and, consequently,
a reduced reward rate (Fig. 3-2D). Our results suggest that action selection may be naturally
predisposed towards a win-stay tendency but this tendency can be attenuated under strategic
conditions.
The lack of a lose-switch bias in the mixed-strategy task may be attributed to the less
aversive nature of withholding a reward compared to losing reward as would normally occur
under zero-sum conditions. However, if this were the case, one would similarly expect a loseswitch bias to be absent during the unpredictable task following unrewarded trials. One possible
explanation is that monkeys are predominantly motivated by trying to win rather than by trying to
avoid losing; a finding that was observed in humans playing the mixed strategy game rock-paperscissors (West and Lebiere, 2001).
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The facilitation of SCi preparatory activity and SRTs following unrewarded actions in the
unpredictable task (light green line, Fig. 3-4 B, D) may result from the fact that single targets are
predictive of a rewarding event 50% of the time. Therefore, target presentation at a particular
location may be interpreted as an increase in the likelihood of that reward predicting event
occurring at that location in the future. During the mixed-strategy task, however, two targets are
presented on every trial, therefore, they offer no predictive value. As a consequence, even
unrewarded trials may have particular reward value in the unpredictable task because target
location is predictive of future rewarding events. In the mixed-strategy task however, this effect
was neutralized because reward was dependent on the monkey selecting between two targets and
not on the appearance of the targets.
Our results show that the sequential effects in SCi preparatory activity were attenuated in
the mixed-strategy task compared to the unpredictable task (Compare Fig.3-4 C,D). This
corroborates previous behavioral research which has shown a decrease in WSLS biases when
following such a strategy was exploited (Lee et al., 2004), but until now, it was unclear how these
biases in selection processes were instantiated at the neuronal level. Here we were able to show
that following a generally useful WSLS strategy to select actions under uncertainty can be
attenuated in contexts where following such a strategy would be maladaptive.
Reinforcement Learning Mechanism. We propose that most of our findings could be accounted
for if selection process in the SCi are updated using a reinforcement learning mechanism that can
be flexibly tailored to meet context demands through modulation of the learning rate. A
reinforcement learning mechanism operates by utilizing information from past rewards to
iteratively update the expected value for actions. Like flipping a weighted coin, actions with the
greater expected value are more likely to be chosen on the subsequent trial.
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A number of our findings were consistent with a reinforcement learning mechanism.
First, more recent events were found to have a greater influence on SCi selection processes and
associated saccade responses, as would be expected from an iterative updating process. Second,
consistent with the increase in value for rewarded actions, there was an increased preference for
rewarded actions than unrewarded actions. Finally, the observed differences in magnitude with
which previous events influence the updating of selection processes between tasks could be
explained by modulations in the learning rate. The degree to which previous events overwrite
existing value functions is dependent on the learning rate. The larger the learning rate, the more
influential past events are on updating future behaviors whereas a smaller learning rate leads to
behaviors that are less influenced by past events. Consequently, a higher learning rate during the
unpredictable task promotes exploration whereas a smaller learning rate during the strategic task
is better suited to prevent exploitation.
Our results suggested that neuronal activity across the SCi map may be updated only by
events that occur within their own response field, i.e. local events, but not by events occurring in
the opposite colliculi, i.e. global events. This is consistent with a reinforcement learning
mechanism as this mechanism posits that only the value function of selected actions are
updated(Suri and Schultz, 1998;Suri and Schultz, 1999). Interestingly, neuronal activity in the
DLPFC (Barraclough et al., 2004;Seo et al., 2007)and dorsal ACC (Seo and Lee, 2007), have
been found to evaluate events at a more global level when playing mixed-strategy games.
Perhaps, these global evaluative signals may be used to determine the appropriate learning rate by
which SCi saccade selection processes should be updated to maximize future rewards, consistent
with an actor-critic model (Joel et al., 2002). To explore this hypothesis, future research will
examine whether reinforcement learning algorithms can adequately model these observed effects.
79

Chapter 4
GENERAL DISCUSSION
In the introduction we presented two situations in which decisions had to be made in
uncertain environments. Each required a different response strategy to optimize future rewards.
In the first example, a rat used a WSLS strategy to arrive at the correct response of selecting the
lever associated with a food reward and not the unrewarded lever. In the second example, a tennis
player was required to employ a mixed-strategy of allocating serves equally and stochastically
between two service directions in order to prevent exploitation from their opponent during a
Wimbledon match. The goal of this thesis was to examine two unresolved questions related to
selecting actions in the latter mixed-strategy situation. First, how does the brain select between
mixed-strategy alternatives when there is no sensory or reward cues to indicate the appropriate
response? Second, how does the influence of past events on upcoming action selection vary from
this context where choices should be made independent of previous events and the rat‟s situation
where following a WSLS strategy is preferable? These two questions were investigated by
examining presaccadic activity in the SCi during an oculomotor version of the competitive
mixed-strategy game „matching-pennies‟. This general discussion will be organized into three
sections examining behavior, neurophysiology, and computational modeling dealing with mixedstrategy games.

4.1 BEHAVIORAL STRATEGIES DURNG A MIXED-STRATEGY GAME
Monkeys were found to approach, but deviated significantly from, the Nash equilibrium
prediction during the mixed-strategy task. Similar to the tennis player selecting between serves,
monkeys were required to select actions in equal proportions and unpredictably to avoid
exploitation from the computer opponent and, consequently, maximize reward. Indeed, monkeys
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were found to allocate saccades equally between the two saccade locations, however they had a
bias towards a WSLS strategy (Fig. 2-2C & 3-1A). This was consistent with previous research
(Barraclough et al., 2004;Lee et al., 2004), however in these studies whether this bias stemmed
from repeating previously rewarded actions (win-stay), switching away from previously
unrewarded actions (lose-switch), or both, remained unclear. Further analysis of our data revealed
that this WSLS bias was due almost exclusively to a win-stay tendency (Fig. 3-1B).
Previous research of humans playing matching-pennies against a similar computer
opponent uncovered both a win-stay and lose-switch bias (Cohen and Ranganath, 2007). The
lack of a lose-switch bias in monkeys may stem from a design difference in our version of
„matching- pennies‟. Unlike the version played by humans, our version of „matching pennies‟
was not zero-sum, i.e. instead of rewards being taken away following loss, losses led to a more
neutral withholding of reward. Previous research has found numerous examples in humans
(Genesove and Mayer, 2001;Odean, 1998;Thaler, 1980;Tversky and Kahneman, 1992)and more
recently in monkeys (Brosnan et al., 2009;Chen et al., 2006;Lakshminaryanan et al., 2008) that
suggest that both are highly sensitivity to losses. For example, paradoxically, humans (Thaler,
1980) and monkeys (Brosnan et al., 2009;Lakshminaryanan et al., 2008)often demand much more
to give up an object than they would be willing to pay to acquire it, referred to as the endowment
effect.
Alternatively, the lack of a lose-switch bias may stem from an innate tendency for
monkeys to repeat previously rewarded options rather than a limitation in the task design.
Previous behavioral research in humans have shown that human subjects treat “tie” trials during
the mixed-strategy game rock-paper-scissors similar to a loss instead of a more neutral outcome
(West and Lebiere, 2001).
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In addition to a WSLS bias, humans have also been found to alternate between choices
too much, e.g. head-tail-head-tail rather than repeat choices, i.e. head-head-head-head (Nickerson,
2002;Walker and Wooders, 2001). Interestingly, these deviations from the Nash Equilibrium are
much more pronounced in situations where humans are asked to produce a random sequence. It
seems that good feedback, either through the form of exploitation by an opponent during a mixedstrategy game or through external feedback of one‟s behavior is necessary to generate stochastic
behavior (Mookherjee and Sopher, 1994;Rapoport and Budescu, 1992). Similarly, monkeys may
be poor at generating random behavior when not aided by feedback. Lee et al., 2004 found that
monkey behavior became less predictable during a matching pennies task as the computer
opponent became more “intelligent”, that is, better at exploiting predictabilities in the monkey‟s
behavior.
The inability to generate random sequences in behavior independent of feedback in both
monkeys and humans may stem from cognitive limitations. There are two possible ways to
generate a random sequence. The first strategy is to keep record of one‟s entire choice history
and use this as a guide to generate random behaviors. However, following such a strategy is
difficult as the amount of information that could be held and processed at any given time in the
brain, i.e. working memory, is limited (Anderson et al., 1996;Callicott et al., 1999). The current
findings support this as more recent events had a greater influence on upcoming behaviors and
this effect diminished over time with events further back in time exerting no influence (Fig. 3-4).
Ideally, if the entire choice history was utilized towards generating the observed behavior, then in
our sequential analysis we would expect all past events to be just as influential as more recent
events. Furthermore, even if keeping record of one‟s entire choice history is possible, previous
research in humans has shown that our perception of randomness is skewed to perceive some
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patterns as less likely to be part of a random sequence than others, such as repetitions or long runs
(Taleb, 2007;Nickerson, 2002). However, whether this same bias in perceiving randomness
occurs in monkeys when volitionally generating random sequences without feedback remains to
be answered.
The second strategy of generating a random sequence would be to make future choices
completely independent of previous outcomes. Although this method is memory efficient,
previous research suggests that humans are biased towards following the first method of
generating random sequences even though humans are cognitively limited from effectively
following such a strategy (Baddeley, 1966;Weiss, 1965). Interestingly, our findings suggest that
near random behavior in monkeys during mixed-strategy contests resulted from this second
strategy, i.e. attenuating the influence of previous events (Fig. 3-4 C,D). A similar strategy may
also occur in humans to explain the increased randomness observed during competitive mixedstrategy games (Mookherjee and Sopher, 1994). Perhaps, this may result from greater cognitive
emphasis being placed on monitoring the behavior of one‟s opponent to exploit any predictability
in their behavior rather than their own behavior (Camerer et al., 2002;Cheung and Friedman,
1997).

4.2 ACTION SELECTION DURING A MIXED-STRATEGY GAME
Analysis of overt behaviors provided us with insight into the general strategies followed
during the mixed-strategy task but measuring SCi presaccadic activity also provides insight into
the trial-by-trial selection processes leading to these behavioral strategies.
Saccade selection on the current (N) trial. Our findings suggest that the SCi played an active
role in selecting mixed-strategy saccades as opposed to slavishly relaying information from
upstream brain regions. First, during the mixed-strategy task, SCi neuronal preparatory activity at
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both competing target locations gradually increased during the warning period (Fig. 2-3)
Second, this activity was found to be both predictive of when and where a saccade was to be
allocated. The relative activity between competing SCi loci predicted the spatial direction of the
upcoming saccade (Figs. 2-3, 2-5, and 2-6). This neuronal selectivity increased as the known time
of the response approached (Figs. 2-5). Moreover, when the fixed warning period was increased,
neuronal selectivity was delayed by a comparable amount (Figs. 2-5B and 2-6). Finally, SCi
preparatory activity was found to be causally involved in selecting mixed-strategy saccades. Subthreshold experiments showed that artificially increasing neuronal activity led to biases in
subsequent choice.
In addition, comparison of SCi preparatory activity during the mixed-strategy task with
the predictable and the unpredictable task suggested that monkeys valued one target more than
the other target on a given trial (Fig 2-5A). Similar to the findings in the predictable task where
the identity of the upcoming saccade was maximally certain and consequently one target location
was more valuable than the other on every trial, SCi preparatory activity was found to be
increasingly biased towards one option over the other during the warning period. Importantly, if
instead both options were equally valuable, SCi preparatory activity for both saccade directions
would have been undistinguishable during the warning period; as observed during the ε·
unpredictable task.
This finding supports a Nobel Prize winning theory proposed by John Harsanyi (1973) to
resolve how actions are selected during mixed-strategy contests when, outwardly, subjects appear
indifferent to their responses (Harsanyi, 1973). Commonly referred to as the purification theorem,
it states that players base decisions on a small private inclination towards one option over others
interdependent of the expected payoffs. Because of these private payoff perturbations, they will
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not in fact be indifferent between their actions but will almost always be choosing a strict best
response. For example, in figure 4-1A, we see the payoff matrix for each player during our
mixed-strategy task, “H” corresponds to Heads and “T” corresponds to Tails. In addition to these
expected payoffs, the purification theorem states that each payoff is associated with a private
additional value, or payoff shock (η) (Fig. 4-1B). Consequently, the behaviors of players
selecting actions based on these private added incentives will seem to their opponents as if they
are randomizing between their actions since this payoff perturbation is unknown to these outside
observers. Harsanyi suggested that these payoff perturbations were influenced by previous
events.

Figure 4-1 Mixed-strategy task payoff matrix without (A) and with payoff shocks (B). η refers to
a private additional value tagged to each payoff for each player. η1 is the private payoff shock for
the Even‟s player and η2 is the private payoff shock for the Odd‟s player. ε is commonly known
parameter measuring the size of the payoff shocks (ε>0).

The effects of previous events. Previous events were found to influence upcoming SCi
preparatory activity during the mixed-strategy task. First more recent events exerted a greater
influence on subsequent saccade choices and SCi preparatory activity and this influence
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diminishing over time. Second, sequential effects in saccade choices and SCi preparatory activity
were best explained by the combination of both previous actions and rewards rather than either
factor alone. Similar findings were observed during the unpredictable task where biasing
subsequent saccade behaviors based on past events was inconsequential (Fig. 3-4 B,D). This
suggested that the SCi saccade map may serve as a platform where reward information is tagged
to specific saccadic actions to bias future saccade behaviors.
Beyond these similarities, the influence of previous events on preparatory activity also
differed between the mixed-strategy task and the unpredictable task in two important manners.
First, consistent with behavioral findings (Fig 3-4A), only previous events that were rewarded
influenced subsequent SCi neuronal preparatory activity in the mixed-strategy task (Fig. 3-4C).
Comparatively, in the unpredictable task, both win-stay and lose-switch biases were observed.
Second, the influence of previous events was attenuated during the mixed-strategy task compared
to the unpredictable task (Fig. 3-4 C versus D). This meant that previous events were less
influential on updating subsequent SCi preparatory activity when following a predictable strategy
could be exploited. Together, these findings suggested that updating of saccade selection
processes in the SCi was not automatic but could be flexibly tailored to meet context demands.
Computational Modeling.
In the general introduction we introduced the „actor-critic‟ model (Fig 1-2). Here, the
actor system is responsible for selecting actions to realize future rewards and the updating policy
of the actor is governed by the critic system. The critic system realizes appropriate policies to
maximize reward by evaluating reward history. The SCi provides a suitable interface for
examining how the critic system modulates the updating policy of the actor system to realize
future rewards. First, the SCi receives input from upstream regions that evaluate reward history,
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such as the DLPFC (Barraclough et al., 2004;Seo et al., 2007)and ACC (Seo and Lee, 2007)
Second, the SCi was found to be actively involved in selecting mixed-strategy saccades with
increased activity towards the greater valued option (Figs. 2-3, 2-5, and 2-6). Third, as proposed
in the „actor-critic‟ model, selection processes in the SCi were updated in a manner consistent
with a reinforcement learning mechanism. Differences in the updating of SCi neuronal
preparatory activity during both tasks could be explained by modulation in the learning rate, i.e. a
lower learning rate during the mixed-strategy task and a comparatively higher learning rate
during the unpredictable task (Fig. 3-4 C,D).
Although our study is indicative of SCi neuronal activity being updated according to
reinforcement learning, more formal modeling efforts are required to further test this proposition.
In addition to examining reinforcement learning models, other prominent learning models that
have been suggested to be involved in selecting actions during mixed-strategy competitions in
place of reinforcement learning are Belief learning models and Experience Weighted Attraction
learning models (EWA). The primary difference between these models and reinforcement
learning is that instead of only updating selection processes associated with the selected action,
selection processes associated with unselected actions also get updated. The extent to which the
expected value of unselected actions are updated however varies between belief learning and
EWA models.
In belief learning models, players choose their actions based on their belief of how other
players would behave based on their previous choices. This belief could be entirely based on the
most recent choices of other players, referred to Cournot dynamics (Cournot, 1938), or can be
estimated based on the entire history that can be observed, referred to as fictitious play (Brown,
1951). Perhaps a more biologically relevant variation would be based on giving more weights to
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recent choices by other players, referred to as weighted fictitious play (Cheung and Friedman,
1997). Based on these beliefs, a player can then estimate the expected payoffs for selecting an
action amongst alternatives, similar to the expected value function in reinforcement learning.
However, the value function in belief learning models are updated for selected and unselected
actions rather than only for selected actions as in reinforcement learning. For example, if the
monkey selects the preferred directed target and wins, the expected value function for a saccade
to the preferred directed target would increase and that for a saccade directed toward the nonpreferred target would decrease proportionally. The expected value (V) is updated for each action
(xi,) after a trial (t) according to the following equation:

where a is the player‟s learning rate, R is amount of reward received for action xn given
the choice(s) of one‟s opponent(s), and N is the weight players put on past observations of
opponent‟s choices relative to present ones (Camerer and Ho, 1999). If we assume that N = 1in
our task, since the computer opponent weights the entire choice history equally to select future
choices, then updating is similar to reinforcement learning except both selected and unselected
actions are updated (Lee et al., 2005):

EWA can be considered a hybrid of reinforcement learning and belief learning models
(Camerer and Ho, 1999). Here, similar to the belief learning model all options are updated
according to hypothetical payoffs based on your opponent‟s choice. However, unselected options
are weighted less than the chosen option selected by the player. Once again, for the sake of
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simplicity, this model can be explained using a reinforcement learning algorithm, if we consider
N = 1(Camerer and Ho, 1999):

,
Where unselected actions are reinforced based on a multiple of δ of the payoffs they would have
earned and chosen actions are weighted by an additional (1-δ), thus they receive a total weight of
1. Note that δ = 0 is the same as reinforcement learning, δ = 1 is the same as belief learning, and
1> δ>0 is a weighted mixture of reinforcement learning and belief learning.
It is difficult to discern between reinforcement learning, belief learning, and EWA
models when examining only behavior during our mixed-strategy task because behavioral
predictions would be similar, i.e. an increased bias towards rewarded options and a decreased bias
towards unrewarded options. However, we can examine the updating of SCi selection processes
of unselected actions to determine if any of these models can better explain the observed
sequential effects. For example, a reinforcement learning model suggests that the value of the
unselected outcome should decay in manner proportionate to (1-α) regardless of whether this
option was rewarded or not. In belief learning, if the unselected action was the rewarding choice,
then the value of the unselected action should increase proportionally to trials in which the action
was selected and was also rewarded. Finally, in EWA, one would expect an increase in the value
for unselected rewarded responses to be less than the value for selected rewarded responses.
Future computational modeling using these behavioral and neuronal data sets presented in this
thesis will attempt to discern which of these variants of these reinforcement learning models is
instantiated at the neural level.
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