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Abstract 

The development of wide-area networks and the availability of powerful computers as low-

cost commodity components are changing the face of computation. These progresses in 

technology make it possible to utilize geographically distributed resources in multiple owner 

domains to solve large-scale problems in science, engineering and commerce. Research on this 

topic has led to the emergence of Grid computing. To achieve the promising potentials of 

tremendous distributed resources in the Grid, effective and efficient scheduling algorithms are 

fundamentally important.  

However, scheduling problems are well known for their intractability, and many of instances 

are in fact NP-Complete. The situation becomes even more challenging in the Grid circumstances 

due to some unique characteristics of the Grid. Scheduling algorithms in traditional parallel and 

distributed systems, which usually run on homogeneous and dedicated resources, cannot work 

well in the new environments. 

This work focuses on workflow scheduling algorithms in the Grid scenario. New challenges 

are discussed, previous research in this realm is surveyed, and novel heuristic algorithms 

addressing the challenges are proposed and tested.  

The proposed algorithms contribute to the literature by taking the following factors into 

account when a schedule for a DAG-based workflow is produced: predictable performance 

fluctuation and non-deterministic performance model of Grid resources, the computation and data 

staging co-scheduling, the clustering characteristic of Grid resource distribution, and the ability to 

reschedule according to performance change after the initial schedule is made. The performance 

of proposed algorithms are tested and analyzed by simulation under different workflow and 

resource configurations.  
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Chapter 1 

Introduction 

 

The popularity of the Internet and the availability of powerful computers and high-speed 

networks as low-cost commodity components are changing the way we use computers today. 

These technology advances have led to the possibility of using geographically distributed and 

multi-owner resources to solve large-scale problems in science, engineering, and commerce. 

Research on these topics has led to the emergence of a new paradigm known as Grid computing.  

To achieve the promising potentials of the large number of distributed resources, effective 

and efficient scheduling algorithms are fundamentally important. Although it is a type of parallel 

and distributed system, Grid computing has many unique characteristics compared with other 

traditional systems, such as SMPs (Symmetric Multiple Processor), and computer clusters. It 

enables the dynamic sharing, selection and aggregation of geographically distributed autonomous 

and heterogeneous resources at runtime depending on their availability, capability, performance, 

cost, and users' quality-of-service requirements [9]. Scheduling algorithms that are designed for 

traditional parallel and distributed systems, and are usually applied to homogeneous and 

dedicated resources cannot work well in the new circumstances. In this thesis, in response to the 

recognition of some common challenges for job scheduling in Grid computing, I discuss four 

general problems that scheduling algorithms in traditional systems do not face, but which need to 

be addressed by algorithms in Grid computing. These problems are introduced following a 

generalized Grid scheduling architecture and a comparison with traditional systems.  
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1.1 The Grid Scheduling Process and Components  

 
Figure 1.1: A logical Grid scheduling architecture: broken lines show resource or 
application information flows and solid lines show task or task scheduling command flows. 

 

A Grid is a system of high diversity, which is rendered by various applications, middleware 

components, and resources. However, from the point of view of functionality, a logical 

architecture of the task scheduling subsystem in a Grid can still be found, and also, a scheduling 

process can be generalized in three stages: 1) resource discovering and filtering, 2) resource 

selecting and scheduling according to certain objectives, and job submission [92]. As scheduling 

algorithms are the primary concern here, the thesis focuses on the second step. Figure 1.1 depicts 

a model of Grid scheduling systems in which functional components are connected by two types 

of data flow: resource or application information flows and task or task scheduling command 

flows. 

A Grid scheduler (GS) receives applications from Grid users, selects feasible resources for 

these applications according to acquired information from the Grid Information Service (GIS) 

module, and finally generates application-to-resource mappings, based on certain objective 
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functions and predicted resource performance. Unlike their counterparts in traditional parallel and 

distributed systems, Grid schedulers usually cannot control Grid resources directly, but work like 

brokers, or are even tightly coupled with the applications as the application-level scheduling 

scheme proposes [13]. They are not necessarily located in the same domain with the resources 

which are visible to them. Figure 1.1 only shows one Grid scheduler, but in reality multiple 

schedulers might be deployed, and organized to form different structures (centralized, 

hierarchical and decentralized [60]) according to different concerns, such as performance or 

scalability. Although a Grid level scheduler (or “Metascheduler” as it is often called in the 

literature) is not an indispensable component in the Grid infrastructure (e.g., it is not included in 

the Globus Toolkit [124], the de facto standard in the Grid computing community), such a 

scheduling component is crucial for harnessing the potential of Grids as they are expanding 

quickly, incorporating resources from supercomputers to desktops. The discussion in this thesis of 

scheduling algorithms is based on the assumption that there are such schedulers in a Grid.  

To make a proper schedule, it is very important for a Grid scheduler to have information 

about the status of available resources, especially when the heterogeneous and dynamic nature of 

the Grid is taken into account. The role of the Grid Information Service is to provide such 

information to Grid schedulers. A GIS is responsible for collecting and predicting the resource 

state information, such as CPU capacities, memory size, network bandwidth, software 

availabilities and the load of a site in a particular period. A GIS can answer queries for resource 

information or push information to subscribers. Globus Monitoring and Discovery System (MDS) 

[28] is an example of a GIS.  

In addition to raw resource information from GIS, application properties (e.g., approximate 

instruction quantity, memory and storage requirements, subtask dependency in a job, and 



 

4 

 

communication volumes) and the performance of a resource for different application types are 

also necessary for making a feasible schedule. Application profiling (AP) is used to extract 

properties of applications and analogical benchmarking (AB) provides a measure of how well a 

resource can perform a given type of job. On the basis of knowledge from AP and AB and 

following a certain performance model, cost estimation computes the cost of candidate schedules, 

from which the scheduler chooses those that can optimize the objective functions. 

The Launching and Monitoring (LM) module (or binder in some literature) implements a 

finally-determined schedule by reserving selected resources for Grid applications, staging input 

data and executables if necessary, and monitoring the execution of the applications. A good 

example of an LM module is Globus GRAM (Grid Resource Allocation and Management) [27]. 

A Local Resource Manager (LRM) is mainly responsible for two jobs: local scheduling 

inside a resource domain, where not only jobs from external Grid users are running, but also jobs 

from the domain’s local users, and secondly, for reporting resource information to the GIS. 

Within a domain, one or multiple local schedulers run with locally specified resource 

management policies. Examples of such local schedulers include OpenPBS [125] and Condor 

[126]. 

1.2 Challenges of Scheduling Algorithms in Grid Computing 

Scheduling algorithms have been intensively studied in traditional parallel and distributed 

systems such as, symmetric multiple processors machines (SMP), massively parallel processors 

computers (MPP) and cluster of workstations (COW). If I review the efforts that have been made, 

I find that scheduling algorithms are evolving with the architecture of parallel and distributed 

systems. Table 1.1 captures some important features of parallel and distributed systems and the 

typical scheduling algorithms they adopt.  
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Table 1.1:  Evolution of Scheduling Algorithms with Parallel and Distributed Computing 
Systems. 

 SMP CLUSTER GRID 

Chronology Late 1970s Late 1980s Mid  1990s 

Typical System 
Interconnect Bus , Switch Commercial LAN, 

ATM WAN/Internet 

Cost of 
Interconnection 

Very Low/ 
Negligible 

Low/ Usually Not 
Negligible 

High / 
Not Negligible 

Interconnection 
Heterogeneity None Low High 

Node Heterogeneity None Low High 

Single System 
Image Yes Yes No 

Resource Pool 
Static/Dynamicity 

Predetermined and 
Static 

Predetermined and 
Static 

Not Predetermined 
and Dynamic 

Resource 
Management Policy Monotone Monotone Diverse 

Typical Scheduling 
Algorithms 

Homogeneous 
Scheduling 
Algorithms 

Heterogeneous 
Scheduling 
Algorithms 

Grid Scheduling 
Algorithms 

 
 
Although previous research provides us with many insights, traditional scheduling models 

generally produce poor Grid schedules in practice. The reason can be found by considering the 

assumptions underlying traditional systems [12]: 

• All resources reside within a single administration domain. 

• To provide a single system image, the scheduler controls all of the resources.  

• The resource pool is invariant. 

• Contention caused by incoming applications can be managed by the scheduler according to 

some policies. Therefore, its impact on the performance can be well predicted.  
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• Computations and their data reside in the same site or data staging is a highly predictable 

process, usually from a predetermined source to a predetermined destination, which can be 

viewed as a constant overhead.  

Even thought Grid computing is a kind of heterogeneous computing whose traditional form 

has been intensively studied, none of these assumptions made in traditional heterogeneous 

computing systems, such as COW, hold in the Grid circumstances. In Grid computing, many 

unique characteristics make the design of scheduling algorithms more challenging, as detailed in 

what follows. 

Heterogeneity and Autonomy: Heterogeneity is not new to scheduling algorithms, and has 

been an issue even before the emergence of the Grid. Yet it is still a big challenge for scheduling 

algorithm design and analysis and is far from being fully addressed. In Grid computing, because 

resources are distributed in multiple domains on wide area networks, not only the computational 

and storage nodes but also the underlying networks connecting them are heterogeneous. 

Heterogeneity results in different capabilities for job processing, data accessing and transmission. 

In traditional parallel and distributed systems, the computational resources are usually 

managed by a single control point. The scheduler not only has full information about all 

running/pending tasks and resource utilization, but also manages the task queue and resource 

pool, so it can easily predict the behaviors of resources and assign tasks to resources according to 

certain performance requirements. However, in a Grid, resources are usually autonomous and the 

Grid scheduler does not have full control of the resources. It cannot violate local policies set by 

resource provides, which makes it hard for the Grid scheduler to estimate the exact cost that a 

task will incur on different sites. Autonomy also results in diversity of local resource management 

and access control policies, such as the priority settings for different applications, the resource 
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reservation methods, etc. Thus, a Grid scheduler is required to be adaptive to different local 

policies. Heterogeneity and autonomy on the Grid user side are mainly represented by various 

application types, resource requirements, performance models, optimization objectives, etc. In 

this situation, new concepts such as application-level scheduling and Grid economics [20] are 

proposed and applied for Grid scheduling.  

Performance Dynamism: Creating a feasible scheduling usually depends on the estimation 

of the performance that candidate resources can provide, especially when the algorithms are 

static. Grid schedulers are working in a dynamic environment where the performance of available 

resources keeps changing. The change is due to site autonomy and competition for resources. Due 

to resource autonomy, Grid resources are not dedicated to a Grid application usually. For 

example, a Grid job submitted remotely to a computer cluster might be interrupted by the 

cluster’s internal jobs that have higher priority; new resources may join which can provide better 

services; or some other resources may become unavailable. The same problem happens to 

networks connecting Grid resources: the available bandwidth can be heavily affected by Internet 

traffic flow which is non-relevant to Grid jobs. This kind of competition results in performance 

fluctuation, which makes it difficult to evaluate the Grid scheduling performance under classic 

performance models. From the point of view of job scheduling, performance dynamism might be 

the most important characteristic of Grid computing compared with traditional systems. A 

feasible scheduling algorithm should be able to adapt to such dynamic behavior. Measures to 

relieve the impact of this problem can also be found through quality of service (QoS) negotiation, 

resource reservation (provided by the underlying resource management system) and rescheduling 

[89]. 

Resource Selection and Computation-Data Separation: In traditional systems, executable 
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code and input/output data of jobs are usually in the same site, or the input sources and output 

destinations are determined before a job is submitted. Thus, the cost for data staging can be 

neglected or the cost is a determined constant before execution, and scheduling algorithms need 

not consider it. But in a Grid which consists of a large number of heterogeneous computing sites 

(from supercomputers to desktops), the computation sites of an application are usually selected by 

the Grid scheduler according to resource status and certain performance models. Additionally, in 

a Grid, data storage sites could be connected via wide area networks as well, and the 

communication bandwidth of the underlying networks is limited and shared by many background 

loads. Therefore, the inter-domain communication cost cannot be neglected. This situation brings 

up the problem of computation-data separation: the advantage brought by selecting a 

computational resource that can provide low computational cost may be neutralized by its high 

accessing cost to the storage site.  

These challenges are not fully addressed by traditional scheduling algorithms, or even exist in 

traditional systems, but they are pervasive in the Grid scenario. Recognizing these challenges, as 

well as the shortcomings of traditional algorithms, this thesis approaches new algorithms using 

the principles described in the next sections.  

1.3 Contributions  

1.3.1 Scheduling Using Performance Prediction, Stochastic Modeling 
and Rescheduling  

In research on traditional parallel and distributed systems, many approximation and static 

heuristic scheduling algorithms have been proposed and verified. Most of them try to minimize 

the total finishing time (known as makespan) of a job consisting of a group of tasks which could 

be independent of one another or have an order of precedence (workflows). In general, the 
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problem is NP-Complete [52]. Approximation algorithms [26] use strictly defined models, but 

instead of searching the entire solution space for an optimal solution, they are satisfied when a 

solution “good enough” is found. In order to obtain an approximation algorithm, the designer 

should mathematically prove how far the result achieved by the algorithm is from the optimal 

result in the worst case. Therefore, one of the preconditions for approximation is that there is an 

optimal solution. Static heuristics, such as min-min [17] and Heterogeneous-Earliest-Finish-Time 

(HEFT) algorithms [107], use an estimated cost to conduct the scheduling on the full task set. 

Although they don’t search the entire solution space, or guarantee a “good” worst case either, 

they can still find very good schedules by a thorough analysis of task and resource properties. 

Both approximation and static heuristics in traditional systems are based on the assumption that 

the resources are dedicated so that the performance they will provide is constant during the period 

of execution of the whole task set. But in Grid computing, as discussed earlier, the dynamism 

jeopardizes this assumption. Unpredictable performance makes it impossible to find an optimal 

solution to evaluate an approximation algorithm, and the slowdown of a processor on which a 

task in the critical path of a directed acyclic task graph (DAG) is running will invalidate any prior 

scheduling.  

To overcome the performance dynamism in the Grid, resource performance modeling 

prediction based on GIS is introduced. As the techniques in this field develop, better performance 

knowledge prior to the task scheduling stage can be expected [59]. However, traditional static 

scheduling algorithms only consider a snapshot value of the prediction when they make the 

estimation, as Figure 1.2 (a) shows. This might be a waste of the efforts that try to predict or 

model the resource performance in Grid environments by deterministic or non-deterministic 

ways. Heuristics that can exploit multiple stage prediction information should be developed. 
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Compared with the current resource performance model used by heterogeneous heuristics, the 

resource model for such algorithms is remedied by using an extra matrix to present the 

performance change as time proceeds or by representing performance as a 3-D structure, as 

Figure 1.2 (b) shows. It can be expected that these heuristics will be more complex than current 

ones that only consider the heterogeneity and ignore the variation of performance. In Chapter 4, 

an algorithm that uses this kind of resource performance model is introduced. Alternatively, 

resource performance can also be modeled non-deterministically using probability distribution 

functions. An algorithm based on this idea is given in Chapter 7.  

 
Figure 1.2 (a) A 2-D matrix depicts predictions on processor performance in traditional 
systems. (b) In Grid computing, performance prediction has a 3-D structure.  

 

In the case when performance prediction and modeling are not available or suffer from low 

accuracy, a mechanism called rescheduling can be applied. By rescheduling, jobs that have been 

scheduled can be migrated from the designated resource to other resources when unexpected 

performance change is observed in the resource pool, such as a resource failure, a dramatic 

performance drop or the emergence of a new resource. A distributed rescheduling algorithm is 

presented in Chapter 7. 
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1.3.2 Computation and Data Co-scheduling 

In high energy physics, bioinformatics, and other disciplines, there are applications involving 

numerous, parallel tasks that both access and generate large data sets, sometimes in petabytes. 

Data sets on this scale require dedicated storage and management systems. Data Grid projects are 

carried out to harness geographically distributed resources for such large-scale data-intensive 

problems by providing remote dataset storage, access management, replication services, and data 

transfer protocols [86].  

 
Figure 1.3. (a) A DAG with input data d1 and d2. Suppose data dependency between any two 
computational task nodes tx and ty is 0. (b) Resources available for the job in (a); p1 and p2 
are two computational nodes; d1 is on Database1 and d2 is on Database2. (c) Estimated 
computational cost of tx on py. (d) Estimated data transmission cost from databases to 
computational nodes.  

 
As it was already mentioned, one of the important differences between Grid scheduling and 

its traditional counterparts is that in traditional systems, the data staging problem usually does not 

need to be considered by scheduling algorithms because the resources where applications are 

going to run are determined before the schedule is made. Therefore, the data staging cost is a 

constant. The only cost relating to data transmission that is considered comes from the data 

produced at the run time, i.e., the data dependency in directed acyclic graphs (DAG). However, in 
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the Grid, there is the computation-data separation problem. Figure 1.3 describes a simple example 

that illustrates how taking data staging into account will affect the scheduling. If data staging is 

not considered, the critical path is t1->t2->t4; but if data transmission cost is considered, the 

critical path will change to t1->t3->t4. This consideration also has an effect on the selection of the 

computational node for a task: if there is negligible data transfer cost, t2 can complete earlier on 

p1, but if there is such a cost, p2 is preferred. The situation could be far more complex if there are 

multiple copies of d1 and d2, and data dependencies among tx are considered.  

Although scheduling algorithms in traditional computing paradigms barely consider the data 

transfer problem during mapping computational tasks, this neglect will be costly in the Grid 

scenario. Only a few works in the current literature consider the combinational optimizing of 

computation and data transfer scheduling, and leave a void area to be filled [4] [40], which brings 

opportunities for future studies. In Chapter 5, a computation and data co-scheduling algorithm is 

introduced which differs from current implementations with restriction to the on-site data cache 

capacity of computational resources.    

1.3.3 Scheduling Adaptive to Characteristics of the Grid Topology   

Although the Grid has the characteristics of heterogeneity and dynamicity, these features are 

not flatly or evenly distributed across its topological structure, but rather are distributed 

hierarchically and locally, due to the composition of the Grid community. Current Grid resources 

are usually distributed in a clustered fashion. In the global big picture, the Grid is highly 

heterogeneous and dynamic, but resources in the same cluster usually belong to the same 

organization and are relatively more homogeneous and less dynamic in a given period when 

compared with resources in another cluster. Inside a cluster, the communication cost is usually 

low. These distribution properties might bring out another possible way for new algorithms to 
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deal with the Grid challenges. For example, by taking multiphase strategies, a Grid scheduler can 

first find a coarse scheduling in the global Grid and then a fine scheduling in a local cluster. This 

kind of strategy has the following advantages: 1) At the higher level, where fine resource 

information is harder to obtain, global scheduling can use coarse information (such as load 

balancing, communication delay of WAN links) to provide decentralized load balancing 

mechanisms. 2) At the lower level, it is easy for local scheduling to utilize more specific and 

accurate information (such as information from the local forecaster) to make better decisions. 

Some scheduling algorithms proposed for the max-min problem could also take advantage of 

these overlay properties of Grid resources. The max-min problem exists in the scheduling of jobs 

with precedence orders. It is described as the contradiction of dispatching multiple tasks 

simultaneously to multiple processors for high parallelism with the consequence of high cost of 

communication between these tasks. This problem is more challenging in a heterogeneous 

environment. For example, in a highly heterogeneous environment, the results produced by list 

algorithms like HEFT [107], which uses the average performance of computational nodes and 

links to compute tasks priorities, may be very bad. Thus, finding a relatively homogenous subset 

of resources is very important for such algorithms. Alternative ways can be found in clustering 

algorithms [107]. Cluster algorithms group heavily communicating tasks to the same task clusters 

and then assign tasks in a cluster to the same resource. This method can be used in the Grid 

scenarios to reduce the communication volumes via high latency remote connections. 

Additionally clustering algorithms themselves are formed by two phases, which is adaptive to the 

strategy discussed above. Following these observations, a two-phase scheduling scheme is 

proposed in Chapter 6.  
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1.4 Organization  

The contents of this thesis are organized in the following order: In Chapter 2, a taxonomy of 

scheduling algorithms in the Grid and a survey of the current literature are presented. Chapter 3 

lies down preliminaries of resource and application models which are used in succeeding 

chapters. Chapter 4 proposes an algorithm that is wary of resource performance fluctuation. 

Chapter 5 extends the results of Chapter 4 by taking input data staging and the limitation of on-

site data storage capacity into account. In Chapter 6, workflow graph partition algorithms are 

proposed which consider the clustering feature of Grid topology. Chapter 7 provides two 

approaches to achieving quality of service (QoS) in the workflow scheduling context when 

resource performance prediction is not accurate or deterministic. One approach is based on the 

rescheduling technique, and the other is based on a stochastic description of performance 

fluctuation of Grid resources. Finally, Chapter 8 concludes the whole thesis and discusses future 

research trends.  
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Chapter 2 
Grid Scheduling Algorithm Taxonomy 

 

In this section, the taxonomy of scheduling algorithms in the Grid is presented (Figure 2.1) [43].  

 

 

Figure 2.1: Taxonomy of task scheduling algorithms in the Grid. 
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In each category, some typical examples are introduced. These examples include not only 

algorithms implemented in real Grid systems, but also forward-looking research tackling some 

specific characteristics of the Grid.  

2.1 Objective Functions 

The two major parties in Grid computing, namely, resource consumers who submit various 

applications, and resources providers who share their resources, usually have different 

motivations when they join the Grid. Their incentives are presented by objective functions. Grid 

users have concerns regarding the performance of their applications, and the total cost to run their 

jobs, while resource providers usually pay more attention to the utilization of their resources and 

to revenue. Thus, objective functions can be classified into two major categories: application-

centric and resource-centric.  

2.1.1 Application-centric objectives 

Scheduling algorithms adopting an application-centric objective function aim to optimize the 

performance of each individual job. Makespan, which is the time spent from the beginning of the 

first task in a job to the end of the last task of the job, is frequently used as such an objective 

function in many scheduling algorithms.  

One interesting observation in the Grid is that, if the features of Grid computing are inspected 

carefully, it can be found that the Grid is very similar to the commodity market. The market is 

also an autonomous, competitive and dynamic system in which consumers and product providers 

have their own objectives. Based on this observation, economic models [20] are introduced to the 

Grid in order to optimize the resource management and scheduling problems. Because the 

economic cost and revenue are considered by Grid users and resource providers, respectively, 

new objective functions and scheduling algorithms based on them are proposed. In [19], several 
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algorithms called deadline and budget constrained scheduling algorithms are presented which 

consider the cost and makespan of a job simultaneously. These algorithms implement different 

optimizing strategies, such as guaranteeing the deadline and minimizing the cost, and 

guaranteeing the budget and minimizing the completion time. The difficulties in optimizing these 

two parameters in an algorithm are due to the fact that the measurement units of economic cost 

and time cost are different and because these two goals usually have conflicts. For example, 

resources providing better performance are usually more expensive. 

The development of the Grid infrastructure has shown a service-oriented tendency [53], and 

the quality of services (QoS) becomes another concern of many Grid applications in such a non-

dedicated dynamic environment. The meaning of QoS is highly dependent on particular 

applications, and varies from hardware capacity to software existence. The involvement of QoS 

may change the resource selection outcomes, and then influence the final objective optimization. 

For example, in [62], QoS information is embedded into the min-min algorithm to make a better 

match between resources and tasks that have different levels of QoS requests. QoS can also be 

considered together with other objective functions, such as makespan. An example is presented in 

[118] to show how rescheduling is used to meet the QoS requirement, which is a time deadline of 

the makespan. To support QoS requirements, additional mechanisms may be needed, such as 

negotiation between service users and providers [23], service level agreements and resource 

reservation [73].  

2.1.2 Resource-centric objectives 

Scheduling algorithms adopting resource-centric objective functions aim to optimize the 

performance of the system. These objective functions are usually related to resource utilization in 

the system, such as job throughput and load balancing. For example, throughput is used as the 
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scheduling objective in Condor [110]. As economic models are introduced into Grid computing, 

revenue, which is the economic benefits that resource providers can obtain by attracting Grid 

users to submit jobs to their resources, is also considered by resource providers [20].  

2.2 Mapping Scheme  

There are two basic task-to-resource mapping schemes. In the case of static mapping, 

information regarding all available resources and all tasks to be scheduled is assumed available 

before the schedule is made. On the other hand, in the case of the dynamic mapping scheme, the 

basic idea is to perform task allocation on the fly when a task arrives.  

2.2.1 Static scheduling 

In the static mode, every task in a job is assigned once to a certain resource. Thus, the 

placement of a task is static, and a firm estimate of the cost of the placement can be made in 

advance of the actual execution. One of the major benefits of the static scheme is that it is easier 

to program from a scheduler’s point of view. The static scheme also allows a “global view” to 

both task and resource information, so sophisticated heuristics, which need information, such as 

xDCP [72] and PFAS (Chapter 4) usually work in this way. Because of the privilege of having 

global information, static algorithms can produce a near optimal result in some circumstances, 

even for complex task sets [74]. However, cost estimates based on static information cannot 

handle the situation when the resources fail, become isolated from the system due to network 

failures, or are so heavily loaded that the response time becomes longer than expected. These 

situations are common in the Grid, and beyond the capability of a traditional scheduler running 

the static scheduling scheme. To cope with these situations, some auxiliary mechanisms such as 

rescheduling [26] are introduced. These mechanisms usually bring additional overhead to re-

estimate the new cost and perform task migration. Another result brought by such measures is 
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that the difference between static and dynamic scheduling becomes blurred in the Grid [57].  

2.2.2 Dynamic scheduling 

Dynamic scheduling is usually applied when it is difficult to estimate the cost of jobs, or when 

jobs arrive on the fly. Examples of this scheme are given by the job queue management policies 

in systems such as Condor [110] and Legion [24]. Dynamic task scheduling has two major 

components [87]: system state estimation and decision-making. System state estimation collects 

resource state information throughout the Grid and constructs an estimate. Based on the estimate, 

decisions are made to assign a task to a resource. In the case that the costs of individual 

assignments are not available, an intuitive way to keep the whole system running properly is to 

balance the load of all resources. The advantage of dynamic load balancing over static scheduling 

is that the system needs not be aware of the run-time behavior of the tasks before execution. This 

is particularly useful in a system where the primary performance goal is maximizing resource 

utilization, rather than minimizing the makespan of individual jobs. If a resource is assigned too 

many tasks, it may invoke a balancing policy to decide whether some tasks should be migrated to 

other resources. According to who will initiate the balancing process, there are two different 

approaches: the sender-initiated approach, which occurs when a node that receives a new task it 

does not want to run initiates the task migration, and the receiver-initiated approach which occurs 

when a node that is willing to receive a new task initiates the process [96].  

2.3 Scheduling Architecture  

There are three types of scheduling architecture in the Grid: centralized, hierarchical, and 

distributed [60]. Scheduling algorithms based on the centralized architecture have the advantage 

of easy implementation, and can utilize full job and resource information. Most of the current 

Grid scheduling algorithms fall into this category. However, centralized algorithms may suffer 
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from a lack of scalability and poor fault tolerance.  

The advantage of the hierarchical scheduling architecture is that different scheduling 

algorithms can be deployed at the lower level according to different local resource management 

policies. This is an important feature because Grid resources are autonomous. However, the 

hierarchical architecture also suffers from the same problems in scalability and fault tolerance as 

the centralized architecture. In [47], a hierarchical scheduling approach is proposed, where the 

central Grid level scheduler partitions received jobs into multiple sub-jobs and assigns sub-jobs to 

local schedulers distributed in different resource clusters. The local schedulers will then produce 

the final task-to-resource mapping.  

In a distributed architecture, different schedulers are deployed without any central controller. 

For example, Arora et al [6] present a completely decentralized, dynamic and sender-initiated 

scheduling and load-balancing algorithm. An issue that needs to be considered in this category is 

whether the distributed schedulers are working cooperatively or independently (non-

cooperatively). In the non- cooperative case, individual schedulers act alone as autonomous 

entities and make decisions regarding their own objectives, which are independent from the 

decision of the rest of system. Good examples of such schedulers in the Grid include application-

level schedulers that are coupled with particular applications. In the cooperative case, each Grid 

scheduler has the responsibility to carry out its own portion of the scheduling, and all schedulers 

are working toward a common system-wide goal. Each Grid scheduler’s local policy should be 

coherent with the other Grid schedulers in order to achieve the global goal, as opposed to making 

decisions that will only influence local performance or the performance of a particular job. An 

example of cooperative scheduling is presented in [96], where the efficiency of sender-initiated 

and receiver-initiated algorithms is compared with centralized scheduling and local scheduling.  
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2.4 Adaptation  

In an adaptive scheduling algorithm, the algorithm itself and the parameters used to make 

scheduling decisions may change dynamically according to job and resource states. In the Grid, 

the demand for scheduling adaptation comes from three aspects: the heterogeneity of candidate 

resources, the dynamic fluctuation of resource performance, and the diversities of applications. 

Corresponding to these three aspects, three kinds of adaptive algorithms can be defined.  

2.4.1 Resource adaptation 

Because of resource heterogeneity and application diversity, discovering available resources 

and selecting an appropriate subset of those resources are very important in order to achieve high 

performance or reduce cost. For example, Su et al [100] show how the selection of a data storage 

site affects the data transmission delay. Subhlok et al [101] show a framework for automatic node 

selection and algorithms that jointly analyze computation and communication resources for 

different application demands. The algorithms are adaptive to demands such as selecting a set of 

nodes to maximize the minimum available bandwidth between any pair of resources, or selecting 

a set of resources to maximize the minimum available computation and communication 

capacities. 

2.4.2 Dynamic performance adaptation 

The adaptation to dynamic resource performance is mainly exhibited as: 1) rescheduling (see 

2.8) or changing scheduling policies, 2) dynamic workload distributing according to available 

performance [13], and 3) finding a proper set of resources to be used [62]. Applications to which 

these adaptive strategies are applied usually adopt the divide-and-conquer approach to solve a 

certain problem. In the divide-and-conquer approach [63], the initial problem can be recursively 

divided into sub-problems, and the number of the sub-problems to be created is based on 
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available resource performance. Examples of such applications include parameter sweep 

applications [22], and data stripe processing [13]. To review experiences gained for application 

level scheduling in Grid computing, Berman et al [13] note that through schedule adaptation, it is 

possible to use sophisticated scheduling algorithms, such as list heuristics that are sensitive to 

performance prediction errors in the Grid. 

2.4.3 Application adaptation 

Some application-level schedulers in the Grid (e.g. AppLeS [13]) are integrated with the 

application, so they cannot be easily applied to other applications. As a result, such a scheduler is 

application-specific. Noticing this limitation, Dail et al [30] explicitly decouple the scheduler core 

from application-specific and platform-specific components. The key factor in implementing the 

decoupling, while at the same time, maintaining an awareness of application characteristics is that 

application characteristics are discovered and recorded by a specialized compiler and Grid-

enabled libraries. These application characteristics are obtained through well-defined interfaces 

so that schedulers can be general-purpose. In [111], Wu et al demonstrate an example of how a 

self-adaptive scheduling algorithm cooperates with long-term resource performance prediction. 

This algorithm is adaptive to indivisible sequential jobs, jobs that can be partitioned into 

independent parallel tasks, and jobs that have a set of indivisible tasks. When the error of system 

utilization prediction is reaching a threshold, the scheduler will try to reallocate tasks. 

2.5 Task Dependency  

Tasks within the same job may have dependent relations or be independent from each other. 

Usually, the existence of dependency implies there are precedence orders among tasks, that is to 

say, some tasks cannot start until other tasks are finished.  
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2.5.1 Independent task set scheduling   

When there is no dependent relationship among tasks, the scheduling algorithms need not  

consider the order to assign the tasks to resources; neither need they consider the communication 

cost for data transfer from one task to another. Therefore, scheduling algorithms in this category 

are usually straightforward. Due to some characteristics of the Grid, such as a high 

communication cost, dynamic performance fluctuation, and functionality limitation of early stage 

Grid infrastructures, Grid applications were usually designed to be coarse grained and submitted 

to a metascheduler in batch mode. Therefore, many independent task scheduling algorithms are 

applied in the Grid. In [17], eleven algorithms in this category are described and compared, 

including the min-min, max-min, suffrage algorithms, and so on.  

2.5.2 Dependent task set scheduling  

A popular approach to describe precedence orders among tasks within a job is using a directed 

acyclic graph (DAG), in which a node represents a task and a directed edge denotes the 

precedence order between its two vertices. In some cases, weights can be added to nodes and 

edges to express computational costs and communicating costs respectively. As Grid computing 

infrastructures become increasingly mature and powerful, support for complicated workflow 

applications, which can be usually modeled by DAGs, is provided. Examples of such tools 

include Condor DAGMan [126], Pegasus [33], GridFlow [21] and ASKALON [108]. A 

comprehensive survey of these systems is provided in [119].These tools are independent from 

specific scheduling algorithms, so that different algorithms can be embedded into them. Examples 

of such algorithms include random, round robin and min-min algorithms in [33], multiple rounds 

mixed min-min and max-min algorithms in [16], simulated annealing and game theory algorithms 

in [116], and a heuristic algorithm that prioritizes tasks for DAGMan in [75]. A comprehensive 
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survey of these systems is given in [119]. HEFT [107] is one of the most frequently referred to 

list heuristic algorithms for DAG scheduling. For example, it is tested in ASKALON and 

compared with a genetic algorithm and a myopic algorithm [108]. The results show its 

effectiveness in Grid scenarios, especially when the task graph is unbalanced. Other instances in 

this category include PFAS and xDCP [72].  

2.5.2.1 Grid Systems Supporting Dependent Task Scheduling 

To run a workflow in a Grid, two problems need to be considered: 1) how the tasks in the 

workflow are scheduled, and 2) how to submit the scheduled tasks to Grid resources without 

violating the structure of the original workflow. Grid workflow generators address the first 

problem and Grid workflow engines are used to deal with the second.  

o Grid Workflow Engines 

Grid workflow engines in CoG (Commodity Grid) [129] are a set of APIs (Application 

Programming Interface) which can be used to submit concrete workflows to the Grid; here the 

concrete workflow means the tasks in a DAG are already mapped to resource locations where 

they are to be executed, so CoG itself does not consider the optimization problem of workflows. 

DAGMan works similarly to CoG. It accepts DAG description files representing workflows, and 

then following the order of tasks and dependency constraints in the description files, submits 

tasks to Condor-G, which schedule them onto the best machines available in a FIFO strategy 

without any long-term optimization, just as it does with common Condor tasks. 

o Grid Workflow Generators  

Pegasus provides a bridge between Grid users and workflow execution engines like 

DAGMan. In Pegasus, there are two kinds of workflows: abstract workflows which are composed 

of tasks (referred to as application components in Pegasus) and their dependencies reflecting the 
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data dependencies of tasks, and concrete workflows which are the mappings of abstract 

workflows to Grid resources.  Pegasus’ main concern is to generate these two kinds of workflows 

according to the demands of users for certain data products. It does so by searching available 

application components which can produce the required data products and available input and 

intermediate data replicas in the Grid. To this ends, it provides a Concrete Workflow Generator 

(CWG) [32]. CWG performs the mapping from an abstract workflow to a concrete workflow and 

generates the correspondent files that are going to be submitted to DAGMan. It automatically 

identifies physical locations for both application components and data, finds appropriate 

resources to execute the components relying on GIS, and generates an executable workflow that 

can be submitted to the Condor-G through DAGMan. When there are multiple appropriate 

resources available, CWG supports a few standard selection algorithms: random, round-robin and 

min-min [35]. Resource selection algorithms are pluggable components in Pegasus so that third-

party developed algorithms can be applied according to different concerns. As an example, 

Blythe et al [16] present a multiple rounds mixed min-min and max-min algorithm for resource 

selection in which the final mapping selected is the one that has the minimal makespan. 

Considering the dynamism of the Grid, instead of submitting the whole task graph at once, 

Pegasus applies a workflow partition method that submits layer-partitioned subgraphs iteratively. 

However, as shown in the discussion below, layered partition may not take advantages of locality 

for task independency and, as a result, produce bad schedules, especially when the DAG is 

unbalanced. This weakness is also demonstrated in [108].  

Similar to Pegasus, ICENI [77] also adopts pluggable algorithms for abstract workflow to 

concrete workflow mapping, and in [116], random, best of n random, simulated annealing and 

game theory algorithms are tested. 
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In GridFlow [21], workflow scheduling is conducted hierarchically by a global Grid 

workflow manager and a local Grid sub-workflow scheduler. The Global Grid workflow manager 

receives requests from users with the workflow description in XML, and then simulates workflow 

execution to find a near-optimal schedule in terms of makespan. The simulation is done by 

polling local Grid schedulers which can estimate the finish time of sub-workflows on their local 

sites. A fuzzy timing technique is used to get the estimate, and the possibility of a conflict on a 

shared resource among tasks from different sub-workflows is considered. The advantage of fuzzy 

functions is that they can be computed very quickly and are suitable for the scheduling of time-

critical Grid applications, although they do not necessarily provide the best scheduling solution. 

GridFlow also provides rescheduling functionality when the real execution is delayed too far 

from the estimate.  

The above discussion shows that most current efforts have been directed towards supporting 

workflows at the programming level, thus providing potential opportunities for algorithms 

designers (as they allow scheduling algorithms to be plugged in). As Grid computing inherits 

problems from traditional systems, a natural question to ask is what can be learned from the 

extensive studies on DAG scheduling algorithms in heterogeneous computing? Some ideas and 

standard examples are discussed below to show the problems we are still confronted with in the 

Grid.  

2.5.2.2 Taxonomy of Algorithms for Dependent Task Scheduling 

Taking into consideration communication delays when making scheduling decisions 

introduces a big challenge; and that is the trade-off between taking advantage of maximal 

parallelism and minimizing communication delay. This problem is also known as the max-min 

problem. High parallelism means dispatching more tasks simultaneously to different resources, 
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thus increasing the communication cost, especially when the communication delay is very high. 

However, clustering tasks on only a few resources means low resource utilization. To deal with 

this problem in heterogeneous computing systems, three kinds of heuristic algorithms were 

previously proposed.   

o List Heuristics 

In general, list scheduling is a class of scheduling heuristics in which tasks are assigned with 

priorities and placed in a list ordered in decreasing magnitude of priority. Whenever tasks 

contend for processing, the selection of tasks to be immediately processed is done on the basis of 

priority with higher-priority tasks being assigned resources first [52]. The differences among 

various list heuristics mainly lie in how the priority is defined and when a task is considered 

ready for assignment. 

An important issue in DAG scheduling is how to rank (or weigh) the nodes and edges (when 

communication delay is considered). The rank of a node is used as its priority in the scheduling. 

Once the nodes and edges are ranked, task-to-resource assignment can be found by considering 

the following two problems to minimize the makespan: how to parallelize those tasks having no 

precedence orders in the graph and how to make the time cost along with the critical path in the 

DAG as small as possible. Many list heuristics have been developed, and some new proposals can 

be found in [107], [90] and [83] as well as a comparison of their algorithms with older ones. 

Instead of describing every algorithm specifically, related problems are discussed by an example: 

the HEFT algorithm. 

Topcuoglu et al [107] present a heuristic called the Heterogeneous Earliest-Finish-Time 

(HEFT) algorithm. It selects the task with the highest upward rank at each step (an upward rank is 

defined as the maximum distance from the current node to the exiting node, including the 
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computational cost and communication cost). The selected task is then assigned to the processor 

which minimizes its earliest finish time with an insertion-based approach that considers the 

possible insertion of a task in an earliest idle time slot between two already-scheduled tasks on 

the same resource. The time complexity of HEFT is O(v2×p), where v is the number of task nodes 

and p is the number of resources.  

HEFT may be one of the listing algorithms which aim to reduce the makespan of tasks in a 

DAG that is most frequently referred to. For example, it is tested in ASKALON and compared 

with a genetic algorithm and a myopic algorithm [108]; the results show its effectiveness in the 

Grid scenarios, especially when the task graph is unbalanced.  

 The Problem of Heterogeneity: 

A critical issue in list heuristics for DAGs is how to compute a node’s rank. In a 

heterogeneous environment, the execution time of the same task will differ on different resources 

and the communication cost via different network connections will differ as well. Thus, the rank 

of a particular node will also be different if it is assigned to different resources. The problem is 

how to choose the proper value to make the ordering decision. These values could include the 

mean value (like the original HEFT), the median value [64], the worst value, the best value and so 

on. But Zhao et al [122] have shown that different choices can dramatically affect the 

performance of list heuristics such as HEFT (the makespan can change 47.2% for certain graphs). 

In response to this observation, Sakellariou et al [90] developed a Hybrid algorithm which is less 

sensitive to different approaches for ranking nodes. In this algorithm, tasks are upward ranked 

and sorted decreasingly. Then the sorted tasks are grouped along the sorted sequence and in every 

group tasks are independent. Finally, each group can be assigned to resources using heuristics for 

independent tasks.  
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 Instances of List Heuristics in Grid Computing  

Previous research in DAG scheduling algorithms is very helpful when one considers the same 

problem in the Grid scenario. For example, a list scheduling algorithm is proposed in [115], 

which is similar to the HEFT algorithm, but it changes the method used to compute the level of a 

task node not only by including its longest path to an exit node, but also by taking into account 

the incoming communication cost from its parents. In [72], Ma et al propose a new list algorithm 

called Extended Dynamic Critical Path (xDCP) which is a Grid-enabled version of the Dynamic 

Critical Path (DCP) algorithm, applied in a homogenous environment. The idea behind DCP is 

the continuous shortening of the critical path in the task graph, by scheduling tasks in the current 

CP to a resource in which a task on the critical path has an earlier start time. The xDCP algorithm 

was proposed for scheduling parameter-swap applications in a heterogeneous Grid. The 

improvements include: 1) initial shuffling of tasks to multiple resources when the scheduling 

begins instead of keeping them on one node, 2) using the finishing time instead of the starting 

time to rank task nodes to adapt to heterogeneous resources, and 3) executing multiple rounds of 

scheduling to improve the current scheduling instead of only scheduling once. The complexity of 

xDCP is O(v3), which is the same as the DCP.  

o Duplication Based Algorithms  

An alternative way to shorten the makespan is to duplicate tasks on different resources. The 

main idea behind duplication based scheduling is utilizing resource idle time to duplicate 

predecessor tasks. This may avoid the transfer of results from a predecessor to a successor, thus 

reducing the communication cost. Therefore, duplication can solve the max-min problem.  

Duplication based algorithms differ according to the task selection strategies for duplication. 

Originally, algorithms in this group were usually applied for an unbounded number of identical 
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processors such as distributed memory multiprocessor systems. Also they have a higher 

complexity than the algorithms discussed above. For example, Darbha et al [31] present an O(v2) 

algorithm named TDS (Task Duplication-based Scheduling Algorithm) in a distributed-memory 

machine with homogeneous processors. To exploit the duplication idea in heterogeneous 

environments, a new algorithm called TANH (Task Duplication-based Scheduling Algorithm for 

Network of Heterogeneous Systems) is presented in [84] and [8]. Compared with the version for 

homogeneous resources, the heterogeneous version has a higher complexity, which is O(v2× p).  

Duplication based algorithms are useful in Grid environments. The computational Grid 

usually has abundant computational resources (recall that the number of resource is unbounded in 

some duplication algorithms), but a high communication cost. This will make task duplication 

very cost effective. Duplication has already received some attention (see, for example, [102] and 

[98]), but current duplication based scheduling algorithms in the Grid deal only with independent 

jobs. There are opportunities to create new algorithms for complicated DAGs scheduling in an 

environment that is not only heterogeneous, but also dynamic.  

o Clustering Heuristics 

Clustering is another efficient way to reduce a communication delay in DAGs by grouping 

heavily communicating tasks to the same labeled clusters and then assigning tasks in a cluster to 

the same resource. In general, clustering algorithms have two phases: the task clustering phase 

that partitions the original task graph into clusters, and a post-clustering phase which can refine 

the clusters produced in the previous phase and get the final task-to-resource map. 

Usually, each node in a task graph is an independent cluster at the beginning. In each 

clustering iteration, previous clusters are refined by merging some clusters. Generally, clustering 

algorithms map tasks in a given DAG to an unlimited number of resources. In practice, an 
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additional cluster merging step is needed after clusters are generated, so that the number of 

clusters generated can be equal to the number of processors. The problem of obtaining an optimal 

clustering of a general task graph is NP-Complete [52], so heuristics are designed to deal with 

this problem. The O(v2 log v) Dominant Sequence Clustering algorithm designed by Yang et al 

[114]  is one example and some others can be found in [58] [68] and [69]. 

The steps taken after task clustering are studied in [69], which include cluster merging, 

processor assignment and task ordering in local processors. For cluster merging, three strategies 

are compared: maintaining load balance, minimizing communication traffic between processors, 

and random merging. [69] also presents a simple heuristic for the processor assignment that 

minimizes inter-processor communications.  

Experimental results in [68] and [69] also indicate that the performance of clustering 

heuristics evaluated by the makespan depends on the granularity of the tasks of a graph. The 

granularity of a task is the ratio of its execution time versus the overhead incurred when 

communicating with other tasks. This result means adaptive ability will help the scheduler to 

provide higher scheduling quality if jobs have high diversity.  

 The Problem of Heterogeneity  

According to the basic idea of task clustering, cluster heuristics need not consider 

heterogeneity of the resources in the clustering phase. But in the following cluster merging and 

resource assigning phases, heterogeneity will definitely affect the final performance. Obviously, 

research in [69] does not consider this problem and, to my knowledge, no other research on this 

problem has been undertaken. Moreover, neither has there been any improvement in cluster 

heuristics for Grid computing, where communication is usually costly and performance of 

resources varies over time. Therefore this remains an interesting topic for research in the Grid 
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computing environment. Another benefit of the cluster heuristic for Grid scheduling is its multi-

phase nature, which provides more flexibility to the Grid scheduler to employ different strategies 

according to the configuration and organization of the underlying resources.  

2.5.2.3 Algorithms Considering Dynamism of Grid  

There is an important issue in Grid computing which has not yet been discussed in this 

chapter: the resource performance dynamism. All the algorithms that have been mentioned so far 

schedule whole task graphs on the basis of a static resource performance estimate, which could be 

jeopardized by a change in resource performance during the execution period. Usually the 

performance dynamism is a result of completion among jobs sharing the same resource. This 

problem could be reconciled by considering the possibility of conflict when the scheduling 

decision is made. He et al [61] provide an example of this approach. Their algorithm considers 

the optimization of the DAG makespan on multiclusters that have their own local schedulers and 

queues shared by other background workloads, which arrive as a linear function of time. The 

objective is to map as many tasks as possible to the same cluster in order to fully utilize the 

parallel processing capability, and at the same time reduce inter-cluster communication. The 

schedulers have a hierarchical structure: the global scheduler is responsible for mapping tasks to 

different clusters according to their latest finish time in order to minimize the excess over the 

length of the critical path. The local scheduler on each multicluster provides the estimated finish 

time of a particular task on this cluster, reports it to the global scheduler upon queries, and 

manages its local queue in a FIFO way. The time complexity of the global mapping algorithm is 

O(pv2+e), where v is the number of task nodes, e is the number of edges, and p is the number of 

multiclusters.  

Another approach to dealing with the dynamic problem is applying dynamic algorithms.  In 
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[72], the authors propose a pM-S algorithms which extends a traditional dynamic Master-Slave 

(M-S) scheduling model. In the pM-S algorithm, two queues are used by the master, the 

unscheduled queue and the ready queue. Only tasks in the ready queue can be directly dispatched 

to slave nodes, and tasks in the unscheduled queue can only be put into the ready queue when all 

its parents have already been in the ready queue or dispatched. The dispatching order in the ready 

queue is based on tasks’ priorities. When a task is finished, the priorities of all its children’s 

ancestors will be dynamically promoted. 

In [64], another dynamic algorithm is proposed for scheduling DAGs in a shared 

heterogeneous distributed system. In contrast to the previously discussed works in which a unique 

global scheduler exists, in this paper, the authors consider multiple independent schedulers which 

have no knowledge about other jobs-so there is the danger of conflicts on resources. This 

algorithm is derived from a static list algorithm: the Dynamic Level Scheduling (DLS). In the 

original DLS, the dynamic level of a task in a DAG is used to adapt to the heterogeneity in 

resources, while in the newly proposed algorithm, the dynamic length of the queue on each 

resource is also taken into account for computing a task’s level. To estimate the length of a queue, 

it is assumed that jobs are arriving following a Poisson distribution. The research also discusses 

how to choose the time when the scheduling decision is made and the time when a task should be 

put into a resource’s local queue in a dynamic system. Ready task queuing probabilities which are 

computed following the Poisson distribution are used to make these decisions.  

All DAG scheduling algorithms discussed so far have the same goal: minimizing the 

makespan of a task graph. In [118], Yu et al. consider the scheduling problem in a “pay-per-use” 

service Grid. Their objective is to minimize the total cost for executing a workflow on such a 

Grid, while at the same time, the QoS, which is interpreted as a deadline, is maintained. The 
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algorithm first partitions the original DAG into sub-workflows, which consist of a sequential set 

of tasks between two synchronization tasks (the nodes from which at least one sub-workflow 

starts and/or ends) in the graph, and assigns a sub-deadline to each partition by a combinational 

Breadth-First Search and Depth-First Search with a critical path analysis. Then, for each partition, 

a planning process is applied to find the optimal mapping in which the cost is the lowest and the 

deadline is met. The optimal search is modeled by a Markov Decision Process and is 

implemented by using a dynamic programming algorithm. Rescheduling is also provided in this 

work when a sub-workflow misses its sub-deadline, but only the sub-workflow’s children will be 

rescheduled to reduce the rescheduling cost. A similar problem is also considered by Sample et 

al. in [91]. They adopt the similar scheduling procedures as Yu. The scheduling begins with the 

selection of an initial schedule based on the service providers’ estimates for completion time and 

fee. If the certainty of the completion time and cost is dropped to a threshold, which is usually 

caused by performance fluctuation, rescheduling will be carried out. To find an initial scheduling, 

the scheduler requests bids from resource providers for the services they can provide. The bid 

request is based on the service needed, the expected start time for the service, and information 

about the size and complexity of the input parameters to the service. The scheduler’s decision as 

to which bid is finally accepted is based on the Pareto optimality of the best schedules. For a bid 

to be Pareto optimal there can be no other bid with an absolute advantage in terms of price, time 

and certainty of provided performance.  

The uncertainty introduced by the dynamism also brings opportunities for the application of 

another method to the Grid: the data-and-control dependency task graph (DCG) scheduling [41]. 

Different from a DAG, a DCG has two types of edges denoting data dependency and control 

dependency among task nodes respectively. A control-dependency edge usually represents some 
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condition relying on the results of its starting node, thus in a DCG, users can predefine adaptive 

rules for dynamic adaptation in their task graph. For example, a rule can be duplicating all the 

successors of a node if its real execution time fails to match its predicted one. Research in [41] 

provides an example of how to schedule such conditional task graphs in terms of reducing the 

final possible makespan. However, no research regarding this problem has been found in the Grid 

literature.  

2.6 Data Scheduling  

In the Grid environment, the location where the computation takes place may be decoupled 

from the location where the input data is stored, and the same input data may have multiple 

replicas at different locations. Therefore, if only the computational cost is considered in the 

scheduling, the gain might be neutralized by a high data access cost. Five cases are given in [81] 

by Park et al. which capture the relationships between computational locations and data-storage 

locations: 1) Local Data and Local Execution (where local refers to the location at which a job is 

submitted), 2) Local Data and Remote Execution, 3) Remote Data and Local Execution, 4) 

Remote Data and Same Remote Execution and 5) Remote Data and Different Remote Execution.  

When the interaction of computation scheduling and data scheduling is considered, there are 

two categories: decoupling computation scheduling from data scheduling [86] or producing a 

combined computation and data staging schedule [4]. In [86], Ranganathan and Foster propose 

some dynamic data replication strategies in the grid to reduce the bandwidth consumption for 

remote data accessing as well as the workload of hotspots whose data is accessed intensively. 

This method decouples the scheduling of data access from computation and it can provide better 

system performance in the long run, but is not very helpful to optimize the schedule of a 

particular workflow.  A combinational computation and data scheduling approach is more 
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desirable because it has a more comprehensive consideration for the real situations in the Grid. 

However, the algorithm presented in [4] by Alhusaini et al. differs from the efforts in this thesis. 

The former considers minimizing the makespan of a set of submitted DAGs instead of an 

individual one. In [40], a data and computation co-scheduling is considered from the perspective 

of data replica placement and computational site selection, while in this research, dataset replicas 

are assumed to be static and the storage capacity on a computational sites is assumed to be 

limited.  

When remote data scheduling is considered, there are two situations as well: whether data 

replication is allowed or not. In Pegasus, it is assumed that accessing an existing dataset is always 

more preferable than generating a new one [32]. By contrast, Ranganathan et al [85] view data 

sets in the Grid as a tiered system and use dynamic replication strategies to improve data access 

performance. When local data replication is allowed, there are still two sub-cases: whether the 

capacity of the local data storage is limited or not. For the limited capacity sub-case, two 

examples are given in [39] and [45] for an independent task set and the DAG task set 

respectively.  

2.7 Mapping Search Strategies  

Because the scheduling problem is hard in general, in order to find a feasible and efficient 

task-to-resource mapping within a limited time period, most algorithms use priority-guided 

heuristics. Algorithms, such as min-min and HEFT, already mentioned, are all in this category. 

These algorithms need a pre-scheduling processing for tasks, such as cost estimation, priority 

ranking, ordering and so on.  

However, there is another type of algorithms that starts from a random mapping, and 

iteratively converges to a good scheduling outcome. These algorithms resemble some natural 
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phenomena. For example, they are non-deterministic and have an implicit parallel structure and 

adaptability. The Genetic Algorithm, for example, is one popular algorithm in this category that is 

applied for Grid scheduling 0 [99]. Other instances include Simulated Annealing and Tabu Search 

presented in 0 and [17].  

2.8 Strategies dealing with Resource Performance Fluctuation 

One of the biggest challenges faced by task scheduling algorithms in the Grid is the dynamic 

nature of Grid resources. The dynamic change in resource performance mainly comes from the 

autonomy of the Grid resources, and the contention caused by competition for shared resources 

among users. Current Grid scheduling systems adopt two types of techniques to tackle this 

problem: performance prediction and dynamic rescheduling at run time.   

2.8.1 Performance prediction  

Almost all static algorithms rely on performance prediction for cost estimation. As shown by 

the PFAS algorithm presented in Chapter 4, if the dynamic change in performance can be well 

predicted, the information can be gracefully used to improve the quality of scheduling. However, 

performance prediction is not always accurate in the Grid. Therefore, the uncertainty of resource 

performance and the possibility of prediction failure need to be considered. Takefusa et al [106] 

present a deadline-scheduling algorithm for client-server systems. The estimated service 

processing time is computed with a parameter decided by the scheduler’s confidence in the 

prediction accuracy. If the performance prediction is wrong, resource utilization will drop or 

services will fail due to missing deadlines. Schopf et al [91] use stochastic values following 

normal distributions to represent dynamic behaviors of Grid resources. A more recent effort is 

given in [39]. In this approach, a Markov chain model is used to capture the dynamics of the 

resource performance; an entropy-based quantification of the uncertainty of resource performance 
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information is developed and explicitly integrated within the scheduling approach.  

2.8.2 Rescheduling 

The purpose of rescheduling is to migrate scheduled tasks to alternative resources when 

performance fluctuation is detected. Early research on job rescheduling in the Grid can be found 

in [14] and [112]. GrADS [14] introduces the concept of a performance contract, which is an 

agreement between users and resource providers. When a contract violation is detected, a 

rescheduling will be activated. Two rescheduling mechanisms are implemented in [14]: 

rescheduling by stop-and-restart and rescheduling by processor swapping. In [112] a self-adaptive 

scheduling algorithm is employed to reschedule tasks on the processors showing “abnormal” 

performance. The algorithm uses a prediction error threshold to trigger the rescheduling process. 

If the estimated complete time of a Grid task is shortened after migration, the tasks will be 

migrated to the processor that can give it a minimum completion time according to current 

prediction. 

Results in [14] and [112] consider only independent tasks instead of workflows. The first 

rescheduling algorithm for DAG based workflow applications was given in [89]. In order to 

reduce the cost of rescheduling, this algorithm only considers a selective set of tasks for 

rescheduling. The key idea of this selective rescheduling policy is to evaluate at the run-time the 

gap between the start time of a task against its estimated starting time in the static initial 

scheduling. Only the tasks whose gaps are larger than the the maximum allowable delay, which is 

the slackness of a task’s scheduled start time in a workflow, will be considered for a reschedule. 

This algorithm avoids a dependence on an accurate prediction of resource performance, but does 

not consider the change of the resource pool, such as when resources join or leave the Grid. As a 

complement, research in [120] proposes an event driven adaptive rescheduling approach based on 
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the HEFT algorithm. At the run-time, the scheduler reallocates pending tasks following the 

earliest-finish-time policy when it receives a performance change event from the executor. Yu et 

al. propose a plan switching approach in [117] in which a family of activity graphs is constructed 

and switches are triggered among members of the family when the execution of the activity graph 

fails. However, detailed algorithms that generate the original plan and the alternative plan 

according to the prediction on environment change are not discussed. 

2.9 Summary  

The discussion in this chapter presents a broad picture of research on the general job 

scheduling problem in the Grid environments. Together with Chapter 1, it forms the foundations 

of this thesis by providing the background knowledge and identifying research problems.  From 

the next chapter, discussions will be focused on original works in my Ph. D study.  
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Chapter 3 
Preliminaries and Models 

 

In this chapter, Grid workflow and resource models are described.  These models provide 

abstract descriptions to the Grid environment, as well as assumptions on which new scheduling 

algorithms are proposed. 

3.1 Workflow Models  

3.1.1 Applications without raw input data 
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Figure 3.1:  A workflow represented as a DAG.  

 

It is assumed that a workflow to be scheduled can be represented by a DAG G, and Figure 3.1 

presents such an example. A node ti in G represents a task, where 1≤i≤v, and v is the number of 

tasks in the workflow. The number qi (1≤i≤v) is the computational power consumed to finish ti. 

For example, in Figure 3.1, q1 = 1 and q2 = 5 (as we only care about the relative performance of 

different scheduling algorithms, the units of these performance related parameters are irrelevant). 
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An edge e(i, j) from ti to tj indicates that tj can not start before ti is completed, and tj∈succ(ti), 

where succ(ti) is the set of all immediate successors of ti. Similarly, tj∈pred(ti), where pred(ti) is 

the set of immediate predecessors of ti. The weight of e(i, j) gives the size of intermediate results 

transferred from ti to task tj. For example, the communication volume from t1 and t2 is 6 in Figure 

3.1.  

3.1.2 Applications with raw input data 

Besides intermediate results produced by its predecessors, a task may also take raw data, 

which originally resides on data storage sites, as input. In the example presented by Figure 3.2, a 

square node with an arrow to a task node represents the raw data input of that task, and the 

number indicates its size.  
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Figure 3.2: A DAG depicting a workflow. A circular node represents a computational task, 
a directed edge represents intermediate results and a square node represents a raw data 
input. 
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3.2 Resource Models   

3.2.1 The Two-layer Grid Resource Model 

In this research, it is assumed that Grid resources have a clustered distribution along the 

topology of the underlying network. This assumption is based on the current status of a real 

computational Grid organization [109]. Resource clusters are connected by a WAN and, within a 

cluster, computational nodes are connected by a high speed LAN.  

GIS
 

 S1

S2

S3

Cluster1

Cluster2

Cluster3  
Figure 3.3: A computational Grid composed by three resource clusters. 

 

Suppose there is a total of m resource clusters. In each resource cluster rk (1≤k≤m), there is a 

scheduler Sk. It is assumed that schedulers in different resource clusters know each other, and can 

exchange aggregated local resource information via some mechanism such as the Grid 

Information Service. Sk can only control resources in its own cluster rk. Figure 3.3 presents an 

example of a Grid resource topology with three clusters. A Grid scheduler receives submitted 

workflows from Grid users, retrieves resource information from Grid Information Services, 

creates schedules and commits scheduled tasks to Grid resources. It should be noted that it is not 

necessary for all scheduling algorithms to be aware of this two-layer architecture. Indeed, in this 
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thesis, a two-phase scheduling approach is introduced which consists of two types of algorithms 

working at the global Grid level and resource cluster level, respectively.  

3.2.2 Computational Resources 

 

 
Time 

Workload from 
Reservation

Available 
Performance

s1 skPerformance

 
(a) 

p1 p2 p3 

s1 3 1 2 
s2 3 2 3 
s3 2 2 3 
s4 6 8 2 
s5 8 8 3 

(b) 

Figure 3.4: (a) Performance fluctuation resulting from advance reservation; (b) a table 
showing the performance fluctuation of 3 computational resources in 5 time slots. 

 

Within a resource cluster, a computational resource is denoted as pi, j, where i (1≤i≤m) is the 

resource cluster ID to which this resource belongs and j is the resource ID within its cluster. Grid 

resource performance is not only heterogeneous, but also dynamically changing. Therefore some 

mechanisms are introduced to try to capture the resource performance fluctuation information 

(e.g., performance prediction [109]), or try to provide some guaranteed performance to users 

(e.g., resource reservation [76]). In a resource management system supporting advance 

reservation, the available resource performance at a specific time can be known by calculating the 
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workload generated by jobs that have reserved resources at that time, as Figure 3.4 (a) indicates. 

Thus, the performance fluctuation can be caught by performance predictors or resource 

management components supporting reservation. Theoretically, if the time axis can be divided 

into fine granular periods, the performance within a period can be approximated as a constant. So, 

to describe the performance fluctuation, a sequence of time slots s1,…, sk is introduced. The 

processing capability of pi, j in time slot sl is denoted as ci ,j, l. Within a time slot, ci ,j, l is assumed to 

be a constant. In Figure 3.4 (b), an example is given to show the performance of three resources 

in five time slots.  

3.2.3 Data Storage  

 

 

Figure 3.5: A Grid Model consisting of 3 computational resources, 2 data storage sites and 2 
independent Grid schedulers. Labels on connections denote unit communication cost. 

 
In some algorithms, the raw input data of tasks in a workflow is considered (see Application 

Model with raw input data). In such a case, the data storage capacity of Grid resources needs to 

be taken into account. It is assumed that there exists a set of data storage sites, {d1, …, dx} in the 

Grid. Initially, the input data of a workflow is located on one or several of these data storage 
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resources. The capacity of these dedicated storage resources is usually very large in comparison 

to the input data size of a workflow job, so it can be assumed to be unlimited. Besides, the 

computing resources themselves can provide a relatively smaller storage space to accommodate 

the data of a task to be processed. This allows input data of tasks to be staged to the 

computational sites prior to the beginning of the computation. An example of dedicated data 

storage sites and data cache on computational resources is given in Figure 3.5.   

3.2.4 Network Connection 

All computational resources and data storage sites are connected by networks. As 

computational resources are distributed in a cluster manner, two types of network connections are 

considered: connections across different resource clusters and connections within a resource 

cluster. Costs of data transmission on either kind of connections cannot be neglected when any of 

them is considered individually. However, as the communication cost between resources within 

the same resource cluster is usually much smaller than that crossing resource clusters, when a 

data transmission happens between two resources in different clusters, the inter-cluster cost is 

dominant. Therefore, only in this case, the communication cost between a resource and its cluster 

gateway can be neglected and only the cost between two resource clusters is taken into account. 

This also applies to the communication cost between a data storage site and a computational site.  
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Chapter 4 
Resource Performance-fluctuation aware Scheduling (PFAS) 

Algorithm 

 

4.1 Introduction 

As most Grid resources are not dedicated to Grid users, Grid resource performance is not 

only heterogeneous, but also dynamically changing due to the competition among the users. 

Therefore, some mechanisms are introduced to try to capture relevant information about resource 

performance fluctuation information (e.g., performance prediction [113]), or to provide some 

guaranteed performance to users (e.g., resource reservation [76]). These approaches make it 

possible for Grid schedulers to get relatively accurate resource information prior to producing a 

schedule, though resource performance fluctuation still makes task scheduling in the Grid more 

difficult compared with that in traditional parallel and distributed systems such as clusters, in 

which resource performance is usually heterogeneous, but static for a user. The Performance-

fluctuation-aware scheduling algorithm (PFAS) [50] assumes that resource performance 

fluctuation can be captured by resource information services and be represented in the format 

introduced in Figure 3.4. As a list heuristic, PFAS works in an offline manner, however, it can be 

aware of resource performance fluctuation, and adopts a dynamic task ranking method in the 

scheduling procedures and a look-forward technique [65] to find proper task assignments. 

Experiments show that with the help of these two techniques, PFAS outperforms the well-known 

and frequently referenced HEFT scheduling algorithm. 
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4.2 Preliminaries  

Since the scheduling involves only resources in the same cluster at this stage, for simplicity, 

the resource cluster IDs in the notations pi,j can be removed without loss of generality, so that 

now pi is used to represent a computational resource, and n to denote the total number of 

resources in a cluster. As the performance of a resource in different time slots varies, ci,j denotes 

the performance of pi in time slot sj; avg_ci denotes the average computational power of pi in 

different time slots, and avg_c denotes the average computational power of all resources in the 

same resource cluster. The communication cost between pi and pj in the same cluster is now 

denoted as wi,j, (wi,j = 0, if i = j). The average unit communication cost of pi to all the other 

resources in the same cluster avg_wi, and the overall average unit communication cost within the 

same cluster avg_w are given by the following two equations, respectively.  
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4.3 The PFAS Algorithm  

The primary objective of PFAS is to assign tasks in a workflow to proper computational 

resources in order to minimize the makespan of the whole graph. To achieve this goal in dynamic 

heterogeneous environments, PFAS has the following features. 1) It updates ranks of task nodes 

in real time at each scheduling step so that the critical path will be recognized dynamically as 

well. 2) To avoid a local optimization, it looks ahead along the current recognized critical path to 

select a resource for the current task. 3) To use idle time slots on a resource, it can insert an 

unscheduled task before a scheduled task on that resource if the insertion does not violate 

precedence conditions.  
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4.3.1 Task Node Ranking 

To schedule a task graph efficiently, it is important to identify the critical tasks to be 

scheduled at each step. The delay of critical tasks may result in the extension of the schedule 

length. Usually, the priority of a task node can be obtained by finding the maximum “distance” 

from this node to the starting nodes and exiting node. Here, distance means the sum of 

computational and communication costs along a certain path. Unfortunately, due to the 

heterogeneity and fluctuation of resource performance, the completion time of one task’s 

successors on different processing resources in different time slots varies. Therefore, it is very 

difficult to determine how urgent this task really is. To estimate the completion time of nodes in 

such a scenario, several performance measurements, such as the median or average value of 

resource performance, can be used. In the following discussion, we use the average performance 

value to demonstrate this algorithm. 

To compute the average performance of a resource as accurately as possible, the scheduler 

needs to estimate the number of time slots that are needed to complete the job. Here, an optimistic 

estimation strategy is used: The scheduler estimates the serial processing time of the whole job on 

each processing node respectively, and then chooses the smallest one. This strategy is based on 

the expectation that parallel processing, even in the worst case, is not worse than the best 

sequential one.  

The critical path (CP) of a task graph is a set of nodes and edges, forming a path from an 

entry node to an exit node, and all of the nodes on this path have the same maximum rank value 

defined by Eq. (4.6). As the scheduling proceeds, the CP of a graph might be changed due to the 

following three reasons: 1) The communication cost between two conjunctive task nodes will be 

set to zero, if they are assigned to the same resource; 2) The actual completion time of a node will 
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be available after it is scheduled; and 3) The available time slots are changed once a task node is 

scheduled. So, instead of using a static rank value computed at the beginning of the schedule, 

PFAS adopts a dynamic ranking strategy. Once a task node is scheduled, the ranks for all its 

successors will be updated. At each scheduling step, the scheduler chooses the unscheduled task 

that has the highest dynamic rank from the ready queue RQ. A Task is put into RQ when all of its 

predecessors have been already scheduled. To update the rank of a task node, the average 

performance of processing nodes in feasible time slots is used. The feasible time of resource pi in 

the fth scheduling step AVLT can be obtained by the following expression:  

 )},({min)( ijRQti ptESTfAVLT
j∈

=  (4.2)

Here EST(ti, pj) is the earliest start time of ti on pj, and it can be determined by the following 

equation: 
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where CT(tx) is the real complete time of tx and  PA(ti) is the index of the computational resource 

to which ti is assigned. Eq. (4.3) states that a task cannot start until it obtains the last data from its 

predecessors. AVLT provides the earliest time that a processing node could start a task in the 

ready queue. Time slots after this time will be considered feasible and the corresponding average 

performance within these slots will be used to update the priorities of task nodes. For simplicity, 

without losing generality, we omit f from all expressions. So the average performance of pi (at the 

fth scheduling step) can be expressed as: 
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and the average cluster performance is given by: 
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It is assumed that the time required to complete a task on different processors is uniformly 

related to the performance of resources. So, if the performance of pj is a constant cj, it can finish 

task ti within time qi / cj (Recall that qi is the computational demand of ti). Following this 

assumption, Eq. (4.5) relates computational cost, resource performance and time for the 

performance fluctuating scenario:  
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where si
start and si

end are the start and end of a time slot, u is the length of a time slot, sstart and 

scomplete are start time and completion time of ti, and s and c are indexes of time slots in which ti 

starts and completes, respectively. After EST(ti, pj) and the performance of pj in different times 

slots are known, it is straightforward to obtain the earliest complete time of ti on pj ECT(ti, pj), 

according to Eq. (4.5) where sstart = EST(ti, pj) and scomplete = ECT(ti, pj). 

The priority of a task node in G is calculated by summing its upward rank ranku and 

downward rank rankd. To recognize the critical path dynamically, the rank of a node needs to be 

updated at different scheduling steps. ranku is computed recursively from the exit node upward to 

the entry node. If a node ti is not yet scheduled, ranku(ti) is defined as 
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In this case, since ti is not scheduled, its execution time and the delay of sending intermediate 

results to its successors are estimated using the average resource performance. If ti has been 

scheduled, the real run time of ti RT(ti) is known, but a successor tj may not yet be scheduled. If tj 

is scheduled, the communication time from ti to tj is known, otherwise, the average 
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communication cost of ti is used.  

Thus, in this case ranku(ti) is defined as  
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Similarly, rankd(ti) is computed recursively from the entry node downward to the exit node. If 

ti has been scheduled, all of ti’s predecessors have also been scheduled. So, in this case, rankd(ti) 

is defined as: 
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This is especially the case for the entry node t1, rankd(t1) = 0. If ti has not yet been scheduled, we 

need to consider whether or not its predecessors have been scheduled; so there are still two cases 
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The rank of a task node is defined as the sum of its upward and downward ranks:   

 )()()( idiui tranktranktrank +=  (4.6)

 

4.3.2 Task-to-resource Mapping 

After a critical task node is selected, the scheduler will find an appropriate time point on a 

resource to which the task node will be assigned. To utilize idle time slots as much as possible, 

the scheduler uses an insertion-based method, which can be formalized by the following rule: 

Rule 1: A task ti can be inserted into processor pj which contains a sequence of tasks {
1j

t , 
2j

t , 

…, 
nj

t } at time s, if there is some m such that for every task 
xj

t  in {
1j

t , 
2j

t , …, 
mj

t }, ECT(
xj

t , pj) 



 

52 

 

≤  EST(ti, pj), and for every task 
yj

t in {
mj

t , 
1+mjt , …, 

nj
t }, ECT(ti, pj) ≤  EST(

yjt , pj). 

Rule 1 states that a task can be inserted on a processor only if there are time slots large 

enough to accommodate it without delaying tasks already scheduled or violating precedence 

orders.  

Intuitively, high priority tasks should be assigned to resources within their high performance 

time slots. The problem of selecting a processing node that gives only the earliest complete time 

for the current task is that this method is myopic and may fall into a local optimum. For example, 

it is possible that after the task ta is assigned to a resource px, its successors on the critical path P 

starting from task tb also have to be assigned to px because otherwise the intermediate result 

transfer between ta and tb might delay the earliest complete time of tb. But actually, even if tb itself 

is delayed on another resource, say py, it is possible that the execution of remaining tasks on P can 

make up this delay because py may have a faster computational speed. So instead of using the 

simple myopic earliest complete time strategy, PFAS adopts a look-forward approach to avoid a 

biased schedule that considers only the current task and resource status. To this end, we first 

define a function EPT(P, pi, T) which gives the estimated execution time of a partial path P on 

resource pi, starting at time T.  

 

Rule 2: If ti is the current task to be scheduled and tj is the direct child of ti on the longest path 
it

P  

measured by task rank from ti to an exit node, then ti should be scheduled to the processing node 

px which satisfies 
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PEST(tj) is the earliest time at which a partial critical path 
it

P  starting with tj can start, and the 

function EPT computes the estimated execution time of tasks on path 
it

P  using the average 

performance of each processing node after this point in time. Therefore, Rule2 states that instead 

of only finding the processing node that can finish ti the fastest, PFAS tries to find a pair of 

processing nodes, px and py, so that execution time for the tasks on the longest path from ti to an 

exit node will be minimized.  

 
PFAS Algorithm  

Input: A task graph G and a set of resources r1, …, rn  

Output: A mapping of tasks to resources 

1. Compute ranku and randd for each task using the average resource performance 
2. Set the priority of each task as the sum of its ranku and randd 
3. Initialize the ready queue RQ with the entry task 
4. WHILE (there are unscheduled nodes){ 
5.     Select the highest priority task t in RQ 
6. Call SelectProcessor(t) to assign task t  
7.      Update priorities of all tasks 
8. }       

 

SelectProcessor(task t) 

1. Find the longest path P from t to an exit node  
2. FOR all available processors pi { 
3. Compute ECT (t, pi)  
4. FOR all processors pj 
5. Call EPT(P, pj, ECT(t,pi)+wi,j*e(i,j)) 
6. } 
7. Insert t to pi that satisfies Rule 2 
8. FOR all available processors pi, update available time of pi AVLTi and feasible performance 

  

Figure 4.1: Pseudo code of PFAS. 

 
The pseudo code of the PFAS algorithm is presented in Figure 4.1. The time complexity of 

PFAS will be calculated as follows: The WHILE loop on line 4 will run v times to schedule every 
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task. In SelectProcessor, to find the longest path for the current task node requires O(v) times in 

the worst case. The outer FOR loops on line 2 will run n times. Computing the ECT of a task will 

cost O(v*L) , where L is the max node degree in task graph G. The inner FOR loop will also run n 

times and in each iteration, it will cost at most O(v) to compute the EPT function. To update the 

available time of each processor requires O(n*v) on line 8. So, the total cost of the 

SelectProcessor procedure is O(v+n*v*L+n2*v+n*v) =O(n2*v). Returning to the PFAS routine, 

updating priorities of unscheduled tasks takes O(n*k)+O(v) time, where O(n*k) is the cost to 

update the available performance of each processor and O(v) is the cost to update ranks of tasks. 

Therefore, the total complexity of PFAS is O(n2v2+nkv). 

An example illustrating the PFAS algorithm is given below, which takes data in Table 4.1 (a) 

and (b) as resource performance and communication cost respectively, and schedules the task 

graph given by Figure 3.1. It is compared with two other scheduling methods: the HEFT 

algorithm and a performance fluctuation aware algorithm without the look-forward strategy 

(noted as NLF). In Table 4.2, the ranks of tasks at each scheduling step are given, and in Table 

4.3, the available average performance of each computational resource is given. In the first step, 

t1 is selected as it is the highest rank ready task and the current dynamic critical path (DCP) is 

DCP1= {t1, t4, t5, t7, t8}. According to Rule 2, assigning t1 to p1 will give the minimum value of 

Expression (10) (with px = p1 and py = p2, the value is 6.7843, with px =1 py =1, the value is 

7.6674, with px = 2, py = 2, the value is 7.0179). At the beginning of the second step, the ranks of 

tasks are updated as the finish time of t1 is already known and available time slots on resources 

have changed. Now t4 is in the ready queue with the highest priority, and DCP2 = {t4, t5, t7, t8}. 

Again, Rule2 is called to find the best insertion which is processor 2 (with px =1 py =1, the value 

is 7.8947, with px = 2, py = 2, the value is 7.0660). Eventually, PFAS will produce a schedule as 
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the Gantt chart in Figure 4.2 (a). Figure 4.2 (b) and (c) show the results of a comparison of the 

two methods.  It is obvious that PFAS gives the best schedule in term of the makespan. 

  

Table 4.1: (a) Performance fluctuation of 3 computational resources in 12 time slots. (b) 
Communication cost of unit data transfer between 3 resources in (a). 

(a) 

Time slots s1 s2 s3 s4 s5 s6 s7 s8 s9 s10 s11 s12 

p1 3 3 2 6 8 4 3 3 4 3 5 4 

p2 1 2 2 8 8 7 7 8 3 6 5 4 

p3 2 3 3 2 3 2 6 3 3 3 4 2 

(b) 

 p1 p2 p3 

p1 0 1 1.5 

p2 1 0 2 

p3 1.5 2 0 

w 1 

 

Table 4.2: Task ranks and the dynamic critical path of each scheduling  
step (in shading cells). 

Step t1 t2 t3 t4 t5 t6 t7 t8 

1 14.5 7.5 9 14.5 14.5 13 14.5 14.5 

2 14.23 7.59 9.04 14.23 14.2312.8414.23 14.23 

3 14.03 7.58 9.03 14.04 14.0212.5314.03 14.03 

4 12.59 7.59 9.04 12.59 9.04 12.5912.59 12.59 

5 8.89 7.39 8.82 8.89 8.89 8.75 10.00 10.00 

6 9.24 7.763 9.24 7.70 7.70 7.56 8.81 9.24 

7 8.30 7.71 8.30 7.68 7.68 7.54 8.79 8.88 

8 8.36 6.03 8.36 7.74 7.74 7.61 8.85 8,85 
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Table 4.3: Feasible average performance of computational resources  
in each scheduling step. 

Steps p1 p2 p3 Avg. 

Initial 4 5 3 4 

1 4.1613 6.0714 3.1071 4.4466 

2 4.1613 6.1084 3.1071 4.4589 

3 4.1613 6.0592 3.1071 4.4425 

4 4.1613 5.5234 3.1071 4.7629 

5 4.1613 5.3274 3.1071 4.1986 

6 4.3845 5.3274 3.1071 4.2731 

7 3.7037 5.3274 3.1071 4.0461 

 

 

Figure 4.2: Gantt charts of the different schedule approaches:  
(a) PFAS; (b) NLF; (c) HEFT. 

 

4.4 Experiments 

4.4.1 Experimental Settings 

The performance metric used in the simulation is the Scheduled Length Ratio (SLR). A 

popular performance measure of scheduling algorithms is the makespan, but when a large set of 

task graphs with different characteristics are used in the experiment, the raw makespan is 
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necessary to be normalized to a lower bound. The SLR of a task graph is defined by  

LengthPath  Critical Minimum Estimated
Makespan RealSLR =  

The critical path here includes only the computation cost of tasks so that its minimum length 

is the lower bound of the makespan that any scheduler algorithm can provide.  

In the experiments, three resource clusters are used. Each cluster consists of 10 processing 

nodes connected by a LAN. The resource clusters are connected by a WAN. The topology and 

initial parameters such as processing capacity, communication cost, and load of each processor 

are generated using a toolkit named GridG1.0 [70].  

A task graph generator called Task Graph For Free (TGFF) [37] is used to generate task 

graphs submitted to the Grid. TGFF has the ability to generate a variety of task graphs according 

to different configuration parameters such as the average number of task nodes of each graph, 

average outgoing and incoming degrees for each node in a graph, and the computational and 

communication cost for each type of task nodes and edges.  

4.4.2 Experiments on PFAS  

To evaluate the effectiveness of PFAS in the Grid circumstances, comparative experiments 

are done to simulate its performance. Three different scheduling algorithms are tested in the 

experiments: 1) PFAS, 2) PFAS without look-ahead along the dynamic critical path (NLF), and 

3) HEFT. The performance metric we used for the comparison is the SLR, which is the ratio of 

the real makespan to the theoretical lower bound of any possible scheduling, which equals the 

execution time the longest path measured in computation cost on the fastest resources without any 

communication delays. 

To test the adaptability of this scheduling approach to different task graphs and resource 
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settings, the following parameters are considered in the experiment:  

• The average number task nodes in a graph (ATN) 

• The ratio of the average degree of a task node to the total number of tasks (DTR) in a graph 

(the edge density in a graph) 

• The computation-to-communication ratio (CCR) of a task graph (the CCR is the average ratio 

of computation cost to communication cost; a high CCR value means a task graph is 

computation-intensive)                   

• Resource performance fluctuation factor (PFF), which decides the percentage that the 

performance of a computational resource can increase or drop in different time slots  

• The communication heterogeneity ratio (CHR), which describes the variation of the 

communication cost between different computational resources  

With respect to the number of nodes in a task graph, 5 different average values are applied: 

20, 40, 60, 80 and 100. For each of these values 25 graphs are generated. Figure 4.3 (a) illustrates 

the average performance of the three scheduling algorithms. First, it can be observed that as the 

number of task nodes increases, the performance of all three of these algorithms decreases. The 

explanation for the performance drop is that an increase in the number of task nodes will result in 

greater accumulated error in task node ranking. Second, PFAS achieves the best performance 

among the three algorithms. NLF, which only considers the performance fluctuation, outperforms 

HEFT by a small margin. This implies that the benefit brought by only updating the task node 

ranks dynamically is limited. 
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                                                                                                      (a) 

 
         (b)                                                                                    (c)  

Figure 4.3: Experiment results of different parameter settings. (a) Different number of 
tasks in a Grid Workflow. (b) Different average node degrees in a task graph. (c) 
Different computation to communication ratios in a task graph. 

 
The edge density is an important character of a graph that decides the communication volume 

among tasks. In the experiments, the ratio of the average degree of each task node to the total 

number of nodes in a graph is used to describe the edge density. Five different settings are tested: 

0.05, 0.1, 0.2, 0.3 and 0.4. For each setting, 25 different graphs are generated. As Figure 4.3 (b) 

indicates, as the degree of task nodes increases, the SLR of PFAS drops at first and then holds 

steady, and it has the best overall performance. The SLR of NLF and HEFT first increases and 

then drops. Increasing the degree of tasks implies an increase of the total communication 

PAFS
HEFT
NLF
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volumes, so the makespan is extended due to a greater communication delay. The interesting 

point is that when the ratio is greater than 0.3, the SLR of all three algorithms drops again. The 

explanation of this phenomenon is that as the total number of task nodes is fixed, increasing the 

average degree of nodes has the effect of reducing the length of the critical path and increasing 

the breadth when a task graph is generated by TGFF. Thus, as the degree increases, the possibility 

of high parallelism also increases, which might shadow the increase in communication volume. 

This also explains why the performance of PFAS is worse than that of HEFT at the beginning: 

when the critical path is longer there are more errors in the look-ahead procedure which relies on 

the estimate of the finish time of the critical path.  

The other parameter contributing to characteristics of a task graph is the CCR. In the 

experiment, the ratio increases from 0.5 to 10. As Figure 4.3 (c) indicates, as the ratio increases, 

the SLR of PFAS and NLS slightly drops and then increases, and that of PFAS is the lowest. The 

drop of SLR at the beginning is caused by the decreasing ratio of communication to computation 

cost. However, as the computation cost of a task node increases, its execution time on different 

resources at different times becomes more volatile, which implies that the estimate to execution 

time further departs from the real situation.   

To test the adaptability of the three scheduling methods to the computational power 

fluctuation, five different values are assigned to the performance fluctuation factor: 20%, 40%, 

50%, 60% and 80%, each denoting the maximum allowed percentage of full computation power 

drop in different time slots. As Figure 4.4 (a) shows, as resource performance becomes more 

fluctuating, the SLR of all methods increases, which is caused by the greater difficulty in 

obtaining an accurate estimate. PFAS, followed by NLF, performs the best among the tested 

algorithms.  
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The other resource related parameter involved in the simulation is the communication cost 

heterogeneity ratio. In the experiment, the ratio is also assigned 5 different values, 0.2, 0.4, 0.6, 

0.8 and 1.0, which means that the maximum percentage of the communication cost of a 

connection between two resources can differ from the average cost value. As Figure 4.4 (b) 

indicates, the SLR of the three methods increases as the network connection becomes more 

heterogeneous and brings more errors to the task node ranks. The SLR of the PFAS algorithm is 

still the lowest, followed by NLF and HEFT. This means that PFAS is more adaptive to the 

network heterogeneity than the other two methods.  

 

 
                                  (a)                                                                                           (b) 

Figure 4.4: (a) Different performance fluctuation factors. (b) Different  
communication cost ratios. 

 

4.5 Summary  

In this chapter, a resource performance-fluctuation aware scheduling algorithm is proposed 

and compared with the HEFT algorithm. The new algorithm adopts a dynamic task ranking 

technique, as well as a look-ahead along the critical path strategy for task-to-resource mapping. 

Simulation results show that it outperforms the HEFT algorithm. In the next chapter, this 

algorithm will be extended to consider the case where a computational task not only receives 
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intermediary data from its predecessors, but also loads raw input data from remote data centers. 



 

63 

 

Chapter 5 
Joint Computation and Data Scheduling 

 

The algorithms presented in Chapter 4 only consider the workflow model in which input data 

for children tasks is solely generated as intermediate results by precedent tasks. However, there is 

another type of workflow in which, computational tasks not only receive data from their parent 

tasks but also have their own raw input data, as the example given in Figure 3.2 describes. The 

raw input data is located on a dedicated Data Grid which facilitates large volume data storage, 

replication, and transmission [4] [10]. This makes it more complex for the scheduling system to 

coordinate computational, data storage and networking resources in the Grid, than it does in 

traditional parallel and distributed systems. Instead of residing on the same site where the 

computation will take place, now the input data and its replicas may be on remote data servers. If 

computational resources and data storage sites are dynamically selected in the scheduling 

procedure by a Grid scheduler, the communication cost for input data transfer may vary 

according to different data storage and computational resource combinations. This situation is 

different from the traditional cases where data and computation are located on the same site, or 

data sites and computational sites are fixed prior to scheduling so that communication cost is a 

known constant. The advantage obtained by selecting a powerful computational resource may be 

neutralized by its high data access cost. This requires scheduling algorithms to consider input data 

loading and computation assignment jointly. 

Based on this observation, a workflow scheduling algorithm called JDCS (Joint Data and 

Computation Scheduling) was proposed [45]. It considers the possibility of overlapping the time 

of input data preloading and that of computation, thus reducing the waiting time of a task to be 
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scheduled. This is achieved by using a trace-back technique, which will check available data 

cache space1 on computational resources. At the same time, the algorithm also handles the 

resource performance fluctuation problem using a technique similar with the PFAS algorithm.  

The JDCS algorithm requires the resource model presented in Figure 3.5. The model assumes 

that each computational resource pi has a limited data storage capacity ci. Raw input data of tasks 

in the workflow is allocated on data servers and may have multiple replicas. In addition to 

constraints applied to DAG scheduling in the previous chapters, the following three restrictions 

are introduced to accommodate the new models used in this chapter: 1) a task cannot begin until 

it gets all of its intermediate and raw input; 2) the total size of pre-loaded data of different tasks 

on the same computational resource cannot exceed the capacity of the data cache on that 

resource; 3) a task will release the input data space it occupies once it starts.  

5.1 The JDCS Algorithm 

The JDCS algorithm considers the possibility of raw input data preloading that can be 

overlapping with computation to reduce the waiting time of a task, and at the same time, is aware 

of data cache capacity and schedules data preloading accordingly in order to avoid conflicts. 

Additionally, this algorithm also shares some techniques applied in the PFAS algorithm to deal 

with the resource performance fluctuation. First, it updates the rank of a task in each scheduling 

step so that critical tasks will be recognized dynamically. Second, to avoid myopic decisions, it 

looks ahead along the current longest unscheduled path to select a resource for the current task. 

Third, in order to use idle time slots on a resource, it can insert an unscheduled task before a 

scheduled task on that resource if the insertion does not violate precedence orders and cache 

                                                      
1 To distinguish the data storage space on dedicated data servers from the data storage space allocated to 
Grid applications on computational resources, the latter is called on-site data cache space.  
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space limitation.  

5.1.1 Task Node Ranking 

As an instance of the list heuristic, the JDCS algorithm also has the task ranking phase and 

task-to-resource mapping phase. However, as the focus of JDCS is the data scheduling, it only 

uses the upward rank as the final rank of a task. The task ranking phase is similar to the procedure 

given in the PFAS algorithm and shares the same notations. The main difference is JDCS will 

consider the impact of the raw input data to the rank of a task.  

Let dwi,j denote the communication cost between resource pi and data storage dj, the average 

communication cost between dj and any computational resources avg_dwj can be calculated as  
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The upward rank of a task node in a workflow graph G, is defined as:  
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TransTime(i, j) gives the estimated time needed to transfer intermediate results or raw input data 

to task tj, which is an immediate successor of ti. Since ti is not scheduled yet, the time for 

intermediate results and that for raw input are both estimated using average values. The definition 

of TransTime implies that a conservative policy is used in the ranking method. It assumes that 

raw input data preloading of ti will not start from the data storage site, which has the minimum 

average communication cost among all sites having a copy of ti’s input data, until all of ti’s 

predecessors finish. This conservative policy assigns higher rank to tasks with large raw input 

data, and thus, makes these tasks to be scheduled earlier. Therefore, these tasks will have more 
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chances to get cache space reservation without delay.  

JDCS uses the same approach as PFAS does to estimate the number of time slots needed to 

compute the average performance of computational resources. Like the PFAS algorithm, JDCS 

also applies a dynamic iterative ranking strategy. Once a task node is scheduled, the ranks of all 

of task nodes that have not been scheduled will be updated. At each step, the scheduler chooses 

the unscheduled task which has the highest dynamic rank. Therefore, in order to update the rank 

of a task node, average performance of processing nodes in feasible time slots is required. The 

feasible time of resource pi in the fth scheduling step can be obtained by Eq. (5.1), which is the 

same as Eq. (4.2) in the PFAS algorithm:   

 )},({min)( ijRQti ptESTfAVLT
j∈

=  (5.1) 

Using the feasible time slot obtained in Eq. (5.1), the average performance of all resources, which 

is denoted as avg_c, can be obtained in the same way as it is in Eq. (4.1).  

According to Eq. (5.1), the first feasible time slot of a resource is determined by the earliest 

time when a certain task can start on that resource. Therefore, the earliest start time (EST) is 

required as it is in the PFAS algorithm. However, as the meaning of EST in JDCS is different 

from that in PFAS as Eq. (5.2) indicates: 
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Here, CT(tx) is the real complete time of tx, and EDRT(ti, pj) is the earliest input data ready time of 

ti on pj. Time slots after AVLT will be considered feasible and the corresponding performance 

within these slots will be used to update ranks of unscheduled task nodes. The method for 

obtaining EDRT(ti, pj) is given in Eq. (5.3). Following the same way demonstrated in Eq. (4.5), 

after the ECT(ti, pj) is known, the earliest complete time of ti on pj, ECT(ti, pj), can be obtained 
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easily by letting sstart = EST(ti, pj) and scomplete = ECT(ti, pj). 

5.1.2 Resource Assignment 

In the second phase, the scheduler will select a resource assignment for a task node. Two 

elements have crucial influence on a decision. One is when the task node to be scheduled can start 

on a computational node, and the other is how fast a computational resource can finish that task. 

According to the restrictions, a task cannot start before its EDRT. The value of EDRT(ti, pj) is 

related to two factors: the latest intermediate result from ti’s predecessors, and the ready time of 

pre-loaded raw input data.  

According to the restrictions, the raw input data pre-loading of task ti is not relevant to the 

finish time of ti’s predecessors directly. Ideally, ti should start as soon as possible when its last 

predecessor finishes. The time when the last intermediate result for ti is ready on pj is denoted as 

LIRT(ti, pj), and is given by: 
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Raw input data pre-loading of ti’s should finish before LIRT(ti, pj), otherwise, ti will suffer from 

an additional delay. This implies that raw data pre-loading should start as early as possible. 

Unfortunately, due to the limited data cache capacity on computational resources, if raw input 

data of ti is preloaded too early, it may occupy the space that should be allocated to tasks 

scheduled earlier than ti. In order to find out the proper time to start the raw data preloading for a 

task, JDCS uses a trace-back technique. Starting from time LIRT(ti, pj), it traces back to check the 

available cache space on pj for the input data of ti (Figure 5.2). If there is no available space found 

backwards, it will do a forward search starting from LIRT(ti, pj). The procedure 

Find_Preloading_StartTime(ti, pj, time) in Figure 5.1 describes how this technique works. This 

procedure is called by the scheduler, using LIRT(ti, pj) as the time parameter. It returns the earliest 
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pre-loading start time of ti on pj which is denoted as EPST(ti, pj). To make the procedure easier to 

understand, the while loop in the pseudo code iterates in an integer step. In reality, the value of 

available data cache space (ACS) only changes when a new data transfer starts or a task releases 

its space. The scheduler registers these two types of events in a link list in the order of time when 

the events happen. Therefore, in the worst case, there will be 2v registry nodes to check, where v 

is the number of tasks in a workflow graph.  

Find_Preloading_StartTime(ti, pj, time) 

1. EPST = time; 
2. IF (ACS(pj, EPST) > = ai){ //There is available space before time, search backwards. 
3.       WHILE (ACS(pj, EPST) > = ai)  
4.            EPST--;  
5. }ELSE {  //No available space before time, search forwards.  
6.        WHILE (ACS(pj, EPST) < ai)  
7.            EPST++;  
8. } 
9. RETURN EPST  

 

Figure 5.1: The function that returns the preloading start time of a task. 
 

 
Figure 5.2: Starting from LIRT, the algorithm will search backward to find the raw data 
preloading time is searched for the current task. A link list is used to keep space reservation 
information that is ordered by the time of data cache reservation or release events.   

 

According to the restrictions and cache management policy, when a task node is scheduled, 

all of its predecessors have been already scheduled, so the scheduler can know precisely what the 
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cache space status was at any time in the past. Therefore, tracing back and inserting input data is 

not going to conflict with any other scheduled tasks, or result in deadlock.    

 
Let ERRT(ti, pj) be the earliest raw input data ready time of ti on pj:  
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Now, EDRT(ti, pj) can be obtained from Eq. (5.3): 

 )),(),,(max()( jijiji ptERRTptLIRT, ptEDRT =  (5.3) 

As for the task-to-resource assignment, the JDCS algorithm shares the same strategies as the 

PFAS algorithm, namely, the free time slot insertion tactic and the critical path look-ahead tactic 

that are described by the two rules in the PFAS algorithm. In this case, the data storage restriction 

needs to be considered. Therefore, we have the following two modified rules.  

Rule 1: A task ti can be inserted into processor pj which contains a sequence of tasks {
1j

t , 
2j

t , 

…, 
nj

t } at time s, if there is some m such that for every task 
xj
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Rule 1 states that a task can be assigned to a processor only if there are time slots large 

enough to accommodate its computation time, as well as enough data cache space to hold all its 

input data.  

Rule 2: If ti is the current task to be scheduled and tj is the direct child of ti on the longest path 
it

P  

measured by task rank from ti to an exit node, then ti should be scheduled to resource px which 

satisfies:  
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PEST(tj) is still the estimated earliest time when tj can possibly start, as it is in Rule 2 of the 

PFAS algorithm, but now the time required for raw data preloading is included. The real earliest 

start time of tj can not be known since at least one of tj’s predecessors ti has not been scheduled 

yet. Function EPT is used to compute the estimated total execution time of tasks on path using the 

average performance of each resource after PEST(tj).  

 
Algorithm JDCS 

Input: A set of computational resources r1, …, rn, a task graph G whose raw input data is located on on a 
set of data storage resources d1, …, dm 
Output: A mapping of tasks to computational resources and a time schedule of data preloading from data 
storage resources to computational resources.  
 
1. Compute ranku for every task in G 
2. Initialize the ready queue RQ with the entry task; 
3. WHILE (there are unscheduled tasks){ 
4.    Select the highest priority task t in RQ; 
5.    Call selectProcessor(t) to assign task t ; 
6.    Update ranks of all tasks; 
7. } 

 

Select_Processor (task t) 

1. Find the longest path P from t to an exit node.  
2. FOR all available processors pi { 
3.       Compute EDRT(t, pj), EST(ti, pj) and ECT (t, pi);  
4.       FOR all processors pj 
5.            Call EPT(P, pj, PEST(t))  
6. } 
7. Assign t to pi that gives the smallest EPT; 
8. Set data transfer time for t and write the cache log of pi; 
9. FOR all available processors pi, update available time AVLTi of pi. 

 

Figure 5.3: Pseudo code of the JDCS algorithm. 
 

Pseudo code of the JDCS algorithm is presented in Figure 5.3. The time complexity of JDCS 
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will be calculated as what follows: The while loop on line 3 will run v times to schedule every 

task. In Select_Processor, to find a longest path for the current task node requires O(v) times in 

the worst case, and the outer for loops on line 2 will run n times. To compute EDRT, EST and 

ECT of a task, costs O(v*L) , where L is the max node degree in task graph G. The inner for loop 

will also run n times, and in each iteration, it will cost at most O(v) to compute the EAT function. 

To update the available time of each processor, requires O(n*v) on line 8. So, the total cost of the 

Select_Processor procedure is O(v+n*v*L+n2*v+ n*v) = O(n2*v). Back to Algorithm JDCS, to 

update priorities of unscheduled tasks, costs O(n*k)+O(v), where O(n*k) is the cost to update the 

available performance of each processor and O(v) is the cost to update ranks of tasks. So the total 

complexity of JDCS is in the order of O(n2v2+nkv).  

 

5.2 Experiments  

To test JDCS in different resource settings and workflow patterns, six groups of experiments 

are conducted to test the influence of the following parameters to schedule results:  

1) The number of input data replicas (DR) in the Grid 

2) The ratio of the average data input size to the average data cache size (ICR) on computational 

resources 

3) The ratio of the average degree of a node to the total number of tasks in a graph (DTR) 

4) The percentage of tasks having raw input data (RIP) in a workflow 

5) The average ratio of computation cost to communication cost a task graph (CCR, also see 

4.4.2)  

6) The resource performance fluctuation factor (PFF, also see 4.4.2). For every group of 

experiments, five sets of workflows are used whose average task number varied from 20 to 
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100.   

To test how the number of replicas of input data in the Grid will influence scheduling results, 

three different settings are compared, namely, (1) no replica, which means each task only has one 

copy of raw input data on data storage sites, (2) one replica, and (3) two replicas. As expected 

(Figure 5.4 (a)), data replication benefits the schedule because the scheduler has more choices to 

reduce the preloading cost. However, the small margin between the curves of one replica and two 

replicas implies that the gain from increasing the numbers of replicas is limited if they are evenly 

distributed in the network. Also tested was the outcome of the original HEFT algorithm, which 

only considers intermediate results but not raw input data preloading when it makes a schedule, 

and a revised HEFT algorithm using the trace-back method introduced in this chapter. The results 

show that the original approach will bring significant lag to the performance, which supports the 

basic motivation of this work. 

 

 
            (a)                                                                              (b) 

Figure 5.4: Simulation results (a) DR (ICR=0.2, DTR =0.2, RIP=40%, CCR = 2,  
PFF=50%). (b) ICR (DR=1, DTR =0.2, RIP=40%, CCR = 2, PFF=50%). 
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Another element impacting scheduling results is how large the data cache of computational 

resources is. To make results comparable, a normalized ratio of input data size to cache size was 

used (Figure 5.4 (b)). It can be observed that as the ratio increases, SLR is increased dramatically 

and slopes of curves turn from sub-linear to super-linear. The explanation is that as the ratio is 

higher, it becomes more difficult for a task to get a free data cache space to preload its input data. 

In particular, when the ratio is higher than 0.5, in most cases, simultaneous preloading is 

impossible because a data cache can only hold input data for one task. 

Intermediate results in a workflow are also competing for data cache space on computational 

resources. So the ratio of intermediate data size to the data cache size also influences a schedule. 

Given a uniform distribution of intermediate result size when a task graph is generated, the total 

size of intermediate results is proportional to the number of edges in the graph, or the degrees of 

task nodes. To describe the edge density in a graph, the ratio of the average degree of each node 

to the total number of nodes is used in the experiments (Figure 5.5 (a)). Results show that the 

performance of JDCS is stable in different ratios. Intuitively, SLR will be higher as the size of 

intermediate results increases. But increasing the degree of tasks implies the task graph is more 

connected and the length of the path to an exit node might become shorter. As JDCS uses a look-

forward strategy in the resource selecting phase, a shorter path means a more accurate estimation 

of the execution time, which will benefit the task assignment. Another reason is given in the 

following analysis.   

The third element relating to data cache competition is the number of tasks having raw input 

data. Different percentages of the tasks having raw input data in a workflow are tested (Figure 

5.5(b)). It can be observed that, as the percentage increases, gaps between different curves 

increase, which implies that JDCS is more sensitive to changes in the number of raw input data 



 

74 

 

than that of intermediate results. The reason behind this is that the timing of intermediate results 

transfer is more restricted by both precedence orders among tasks and cache size limitation, while 

the raw input data preloading solely depends on cache availability. 

 

 
    (a)                                                                     (b) 

Figure 5.5: Simulation results (a) DTR (DR=1, ICR=0.2, RIP=40%, CCR = 2, PFF=50%); 
(b) RIP (DR=1, DTR =0.2, ICR=0.2, CCR = 2, PFF=50%). 

 

In this experiment, it is assumed that CCR only influences the ratio of computation to 

intermediate data, but not the raw input data. Figure 5.6 (a) shows that, as CCR increases, the SLR 

drops significantly. The reason behind this is that the more communication in the workflow, the 

higher SLR is going to be. But as CCR reaches a point in this model, the main contribution of the 

communication cost will come from raw input data preloading, which will then limit the drop of 

SLR. 

The last group of experiments is to discover how JDCS adapts to performance fluctuation of 

computational resources. In the experiments, we allow the background workload of a 

computational resource to increase up to a certain percentage of its full performance in different 

time slots (Figure 5.6 (b)). It can be observed that, as the fluctuation in performance grows, SLR 
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is going to be extended. However in every workflow set, the increase remains stable and 

moderate. This implies that JDCS can work well even with resource performance changes in a 

wide range of up to 80%.  

 
               (a)                                                                                 (b) 

Figure 5.6: Simulation results (a) CCR (DR=1, DTR =0.2, ICR=0.2, RIP=40%, PFF=50%); 
(b) PFF (DR=1, DTR =0.2, ICR=0.2, RIP=40%, CCR =2). 

 

5.3 Summary 

In this chapter, a joint data-computation scheduling algorithm is proposed which inherits the 

advantages from the PFAS algorithm and also considers the situation where raw input data needs 

to be loaded from remote storage sites to computational sites, where the data storage capacity is 

limited.  Simulation shows its effectiveness under various resource and application 

configurations. In the next chapter, this algorithm together with the PFAS algorithm will be 

combined with a workflow graph partition algorithm and forms a two-phase Grid scheduling 

approach. 
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Chapter 6 

A Two-phase Scheduling Approach and a Workflow DAG 

Partition Algorithm 

 

6.1 Introduction 

This algorithm is designed for the problem of graph partition for DAG-based workflow 

applications in the Grid environment. It is a response to the following observed characteristics of 

the Grid and a comparison with traditional parallel and distributed systems.  

First, similar to the case in traditional parallel and distributed systems, DAG scheduling in 

the computational Grid also faces the Max-min problem [52], which is the contradiction between 

taking advantage of maximal parallelism and minimizing communication delays. High 

parallelism means to dispatch more tasks simultaneously to different resources, thus increasing 

the communication cost, especially when the communication delay is very high. However, 

clustering tasks on only a few resources means low resource utilization. The Max-min problem is 

more challenging in the computational Grid for two reasons. First, in the computational Grid, 

there are usually plenty of computational resources to which tasks can be submitted. That means 

that the number of available processing nodes is usually not a limitation to the parallelism of an 

application. Secondly, the distribution of Grid resources presents a clustering character: 
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Resources are usually located in different organizations, such as universities and research labs. 

Inside the same organization, resources are connected by a LAN, but the host organizations are 

distributed globally and connected by WANs. Therefore, the communication cost between two 

resources not belonging to the same resource cluster will be very high. According to [3], two 

bottlenecks of the Internet will dramatically affect the cost of communication via WAN: the 

peering-points which are the interconnection points between independent networks, and the 

capacity of the large-haul networks that make up the Internet backbone. For economic reasons 

and increasing demand for bandwidth, these two bottlenecks can hardly be avoided in the near 

future, even taking network technology’s progress into account.  

Secondly, in the Grid, not only the resource topology, but resource management policies and 

resource information availability also present more heterogeneity and a clustering pattern. 

Different host organizations may provide resources with different computation and storage 

capacities and different types of interconnection networks. In terms of resource management, 

every host is autonomous and may have its own policies. Thus, a scheduler working at the global 

Grid level may not have the privilege to manage every single Grid resource. In terms of resource 

information availability, although Grid information services can provide information support to 

users, a change in resource status may take time to propagate from the source to a wide area. 

Furthermore, Grid information services themselves sometimes lack the ability to provide detailed 

information about every resource, and can only provide aggregate information about a set of 
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resources. On the other hand, resource information within the same resource cluster can be 

collected more easily and accurately due to a smaller resource number, a more frequent status 

updating rate and a centralized resource management mechanism. 

On the basis of the above observation, a two-phase scheduling approach for workflows in the 

Grid with clustered resource topology is proposed. On the global Grid level, a Grid scheduler 

runs an algorithm called AWS (Adaptive Workflow Splitting) [49] which is an improved version 

of the GPRC algorithm (Graph Partition for Resource Clusters) presented in [48]. AWS 

partitions submitted workflow graphs according to the capabilities of available resource clusters 

and the characteristics of the task graph. It only needs aggregate information on resource clusters 

rather than individual resources. The objective of the partition is to utilize distributed Grid 

resources to achieve high parallelism and at the same time, reduce the usually high cost of 

communications across resource clusters. Subgraphs generated at the Grid level are then 

dispatched to and scheduled inside selected resource clusters. The final task-to-resource mapping 

can be made by algorithms that require detailed resources information, such as the PFAS 

algorithm and the HEFT algorithm. At the resource cluster level, detailed resource status 

information (such as workload, CPU power and memory size) about every resource is required. 

Since this kind of information is only used within a resource cluster, it can be obtained easily and 

accurately. At the same time, since the final resource assignment is done locally, local resource 

management policies are well respected. 
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6.2 Parameters of AWS 

The parameters of the AWS algorithm are defined in this subsection. It is assumed that, the 

Grid schedulers can capture the aggregated performance information referring to resource 

predictors or resource management components supporting advance reservation. The aggregated 

resource performance information will include the following parameters:  

• ni: The number of resources in a resource cluster ri  

• Ci: The total computation power of ri, which is the sum of the computational power of all 

resources in ri. Let c*
i, j be the expected performance of pi, j (note that time slot divided 

performance is not considered), then  
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• ic : The average performance of all available computational resources in ri, is given by 

i
i

i C
n

c 1
=  

• c : The overall average computational power of all resource clusters is given by 
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• inter_wl,i,j: The communication cost between two resources pl, i and pl,j in the same resource 

cluster rl 

• cross_wi,j: The communication cost between resource cluster ri and rj 
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• inter_wl: The average communication cost within a resource cluster rl, which is defined as   
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particularly, when i = j, inter_wl,i,j = 0 and cross_wi,j = inter_wi 

• inter_w: The average internal communication cost of all resource clusters is defined as 
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• cross_w: The average cross-cluster communication cost is defined as 
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As for computational and communication performance metrics, it is assumed that the time 

required to complete a task is uniformly related to the performance of resources, and the time to 

finish a data transfer is proportional with the communication cost of the link.  

6.3 The Graph Partition Algorithm  

To achieve high parallelism, the original task graph needs to be partitioned into subgraphs 

and each subgraph has to be assigned to a resource cluster. Therefore, there are three problems 

that need to be answered: 1) how many partitions should be made? 2) What is the size of each 

partition? And 3), how can inter-cluster communication be reduced? In the GPRC algorithm, we 

have tried to make the number of partitions equal to the available number of resource clusters in 

the Grid in order to achieve the highest possible parallelism. However, experimental results show 
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that as the communication cost increases, this strategy may result in a long makespan [48]. To 

overcome the problem, the scheduler should adaptively generate partitions according to different 

task graphs and resource topology properties.  

Two factors determine whether a fine-partition is effective or not: the computation-to-

communication ratio (CCR) and the remote-to-local communication cost ratio (RLR).  The CCR 

of a task graph is the average ratio of computation cost to communication cost. A high CCR 

value means a task graph is computation-intensive. The RLR describes how the communication 

cost crossing resource clusters is different from that inside a cluster. Thus the CCR and RLR 

describe the property of a task graph and the resource topology, respectively. Formally, CCR is 

defined as 

wintereq
cCCR

_××
=  

where q  is the average processing requirement of all tasks and e  is the average intermediate 

data size. RLR is defined as  

winter
wcrossRLR

_
_

=  

As the CCR increases, high parallelism is preferred because more computational power is 

required. On the other hand, as the RLR increases, more partitions are created, and a higher 

communication cost across clusters will be required. Therefore, to dynamically determine the 

number of graph partitions to be created, denoted as N, according to different workflow patterns 
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and communication costs, AWS takes the following adaptive strategy: 

),min( ⎥⎥
⎤

⎢⎢
⎡ ×= α

RLR
CCRmN   

c
cΔ

−= 2α  

∑
≤≤

−=Δ
mi

icc
m

c
1

2)(1  

Here α is the accelerating factor and Δc is the standard deviation on the computational power of 

different resource clusters. What α indicates is the computation acceleration that creating a new 

partition can bring in the average case (always no greater than 2, and no less than 1). As 

indicated above, N is always no greater than the number of available resource clusters. 

With the number of partitions (or subgraphs), to be created, AWS is to determine how tasks in 

the original graph should be allocated. To obtain proper partitions, the following objectives are 

considered: a) to get high parallelism and avoid unnecessary external communication, the size of 

a subgraph assigned to a resource cluster should be as large as possible under the constraints of a 

certain threshold value; b) the weights of edges connecting different subgraphs should be as 

small as possible to minimize communication cost; and c) precedence orders among task nodes 

should be considered to avoid generating non-parallel subgraphs. According to objective a), we 

need to find the set of tasks that could run concurrently and distribute them into different 

subgraphs. Along the depth of a graph, tasks are restricted by precedence orders, so increasing 
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the depth of a subgraph will not increase parallelism. It is the “breadth” of a task graph, denoted 

as Br(G), that really contributes to parallelism. Br(G) is used to determine the maximum number 

of nodes that could run concurrently when assigned to the same resource cluster. To obtain 

Br(G), two parameters are introduced: For a node ti in a DAG, its beginning level (BL) is defined 

as  

)_),(/(max
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×+=
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where pred(ti) is the set of immediate predecessors of ti. The ending level (EL) of ti is defined as  

iii qcBLEL /+=  

BL and EL are coarse estimates of the start time and finish time of a task, respectively. An 

example is presented in Figure 6.1 to show how BL and EL are obtained using the DAG given in 

Figure 3.1. Now, we can determine which nodes could run concurrently. If the following 

Boolean expression is true, ti and tj are parallel peers of each other:  

(BLj ≤ BLi < ELj)∨ (BLj< ELi ≤ ELj )∨ (BLi ≤ BLj < ELi)∨(BLi< ELj ≤ ELi). 

By checking parallel peers of every node at its BL and EL, the largest set of estimated concurrent 

nodes in task graph G, whose size is the value of Br(G) can be found.  
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Figure 6.1: The estimated task levels given the DAG in Figure 3.1. Horizontal lines indicate 
the values of the levels. PN numbers indicate the number of tasks that may execute in 
parallel at different levels. 

 

The size of a partition is also related to the computational power of resource clusters. Since 

the computational Grid is a dynamic non-dedicated environment, competition for computational 

power and communication bandwidth will inevitably result in contentions in some sites and 

cause performance fluctuation. To be adaptive to the dynamic and heterogeneous nature of the 

computational Grid, AWS introduces two parameters to describe the related properties of a 

resource cluster, namely the Cluster Computation Rank (Ri) and Parallel Computation Threshold 

(Ti). Thus, 
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where bi,j is the standard deviation of the performance fluctuation of pi,j in different time slots, 

and Δdi is the standard deviation of the computational capacity of resources in ri (thus, a larger 
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bi,j means the performance of pi,j is more unstable, and a larger Δdi implies that ri is more 

heterogeneous). Eq. (6.1) implies that resource clusters with less dynamism and heterogeneity 

will be ranked higher. After resource clusters are ranked, N out of m of them, having the N 

highest ranks are selected for the current job. Without loss of generality, we assume these 

clusters are r1, …, rN. Then the initial threshold value Ti′ of ri is defined as: 
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In Eq. (6.2), the parallel computation capability of a resource cluster is also taken into account. 

The scheduler Si computes Ti′ upon local resource information and c  (which can be computed by 

aggregated information c i and ni, 1≤i≤m, from other resource clusters), and then notifies all 

other schedulers in the Grid of this value. Then the parallel threshold value Ti of each subgraph 

to be created is given by 
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Pseudo code for AWS is given in Figure 6.2. AWS is described as follows. When a 

scheduler receives a job, it first traverses the job’s DAG G to compute its CCR, the number of 

partitions required to create N, and the level of each task node. Then, the scheduler selects N 

resource clusters whose ranks, according to its knowledge, are the highest N out of m. A graph  
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Algorithm AWS  
Input: a task DAG G(V, E) and available Grid resource clusters r1,…, rm 
Output: a set of pair (G', ri), where G' is a subgraph of G and assigned to resource cluster ri. 
1. Compute CCR, N and BL and EL of each node in G, and mark all nodes unassigned; 
2. Compute cluster ranks R and threshold values T. 
3. WHILE (there is a unassigned node in G ) { 
4. Select the resource cluster ri with the highest threshold value Ti;  
5. Mark all nodes in G as unchecked and G' as empty; 
6. WHILE (there are unchecked nodes in G - G' ){ 
7. Find the largest edge e(a, b) in which a, b have not been checked; 
8. IF e(a, b) is not found { 
9. MergeIsolatedNode(); 
10. Break; 
11. } 
12. IF Br(G' + a) ≤ Ti  and  Br(G' + b) ≤ Ti { 
13. Initialize an empty stack STACK; 
14. Mark a and b as checked; 
15. Push b and a onto STACK and add them to G'; 
16. GraphTraversal(); 
17. }ELSE{ 
18. IF Br(G' + a) > Ti, mark a as checked;  
19. IF Br(G' + b) > Ti, mark b as checked; 
20. } 
21.  } 
22.  G = G - G'; 
23.  Put (G', rk) in the output set.  
24. } 
25. Dispatch subgraphs to designated resource clusters.  

 

Figure 6.2: The AWS Algorithm. 

 

partition iteration checks every remaining node in G to determine whether the node can be put 

into a subgraph G'. It starts by looking for the largest communication edge whose two nodes 

have not yet been checked (line 7). If there is no such edge (line 8), this means that all unchecked 
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nodes are now isolated from G' and each other; and, if possible, these tasks will be merged into 

the subgraph (MergeIsolatedNode). Otherwise, if this edge can be merged into G', depth-first 

graph traversal from the two vertices of this edge will start to merge more task nodes 

(GraphTraversal). If this edge cannot be merged in G' under the constraint of Ti (lines 18 and 

19), the responsible node will be marked out. The termination of the inner WHILE loop on line 6  

means a new subgraph is created. The scheduler repeats the outer WHILE loop on line 3 until all 

nodes in G are assigned to resource clusters. Once the algorithm finishes, the scheduler will 

dispatch every subgraph to its designated resource cluster.  

The basic idea of GraphTraversal is to merge as many tasks as possible into the current 

subgraph without violating the constraint of the resource threshold, and at the same time, utilize 

precedence orders among tasks to avoid unnecessary break-up which cannot increase parallelism, 

but may increase the inter-cluster communication cost. A stack is used to manipulate task nodes 

which have been merged into G' and have unchecked predecessors and successors. In each 

iteration, only the task node n at the top of STACK (Figure 6.3, line 2) is processed as the stack 

structure implies. If n has a predecessor p not yet checked (Figure 6.3, line 5) and p can be 

merged into G' (Figure 6.3, line 7), p will be pushed onto STACK and a new iteration will start 

(Figure 6.3, lines 8-10 and 13) because there is a new stack top. The same process is applied to 

all successor nodes of n (Figure 6.3, lines 14-19). To minimize possible inter-cluster 

communications, predecessors and successors having more communications with n have a  
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higher priority (Figure 6.3, line 5 and 15) to be selected. Once all predecessors and successors of 

the top have been checked, it will be popped out (Figure 6.3, line 21).  

 
GraphTraversal() 
Input: an initialized stack STACK, a task graph G and an initialized subgraph G'; 
Output: a subgraph G' and a list of checked task nodes. 
1. WHILE (STACK is not empty){ 
2. Set n as the top of T; 
3. gotosuccessor = true; 
4. WHILE ( n has unchecked predecessors) { 
5. Find the predecessor p∉ G’, and e(p, n) has the largest weight among all of the unchecked 

incoming edges of n;  
6. Mark p checked; 
7. IF Br(G’+p) ≤ Tk  { 
8. Push p onto STACK ; G' (E)= G' (E)+e(p, n);  

G' (V)= G' (V)+p ; 
9. gotosuccessor = false; 
10. break;  
11. } 
12. } 
13. IF not gotosuccessos,   continue;  
14. WHILE ( n has unchecked successors) { 
15. Find the successor s∉ G', and e(n, s) has the largest weight among all of the unchecked outgoing 

edges of n;  
16. Mark s checked; 
17. IF Br(G' + s) ≤ Tk  { 
18. Push s onto STACK ; G' (E)= G' (E)+ e(n, s);  

G'(V)= G' (V)+ s ;  
19. } 
20. } 
21. pop n from STACK;  
22. } 

 

Figure 6.3: Pseudo code of procedure GraphTraversal(). 
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MergeIsolatedNode() 

Input: a task graph G and a subgraph G'; 
Output: a subgraph G' and a list of checked task nodes. 
1. FOR ( every unchecked node u in G){ 
2. IF Br(G' + u)< Tk , G'(V)= G' (V)+ u;  
3. Mark u checked.  
4. } 

 

Figure 6.4: Pseudo code of procedure MergeIsolatedNode(). 
 

In what follows, the AWS algorithm is demonstrated by an example. Suppose there is a task 

graph as Figure 6.5 shows. For simplicity, three resource clusters are used and the threshold 

values Ti for these three clusters are T1= 3, T2 = 2, and T3 = 2, respectively. The BL, EL and 

parallel peers of each node are listed in Table 6.1. Initially, resource cluster r1 is selected. Then 

edge (t3, t6) is selected as the start point of the partition as it is the largest edge in G, and t6, t3 are 

put into the stack (Figure 6.5 (a)). Then, following GraphTraversal, t1 is pushed into stack as t1 is 

the only predecessor of t3. Because t1 has no incoming edge and (t1, t2) is larger than (t1, t4), t2 is 

merged and becomes the new stack top (Figure 6.5 (b)). By GraphTraversal, t5, t12, t7 and t14 are 

eventually merged, and t14 is at the stack top (Figure 6.5 (c)). Now t14 has two unchecked 

predecessors t10 and t11. According to Table 6.1, we know that t5, t6, t7, t10 and t11 are parallel peers 

of each other and t5, t6, t7 are already in G', so neither t10 nor t11 can be merged. For the same 

reason, t8 and t9 cannot be merged into G'. After t8 and t9 are checked, nodes above t1 in the stack 

will be popped out, as they do not have either unchecked predecessors or successors. When t1 
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becomes the top again, t4 will be checked and merged. After that, all nodes in G have been 

checked, and a subgraph whose nodes will run in resource cluster R1 will be returned. Following 

the same procedure, t8, t9 are assigned to r2, and t10, t11 are assigned to r3 (Figure 6.5 (d)).  
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(a): The initial status                        (b): Downward merging from t1. 

 

   (c): t10 and t11 cannot join.               (d): The final partition. 

Figure 6.5: Graph partition and stack status of each step.  
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Table 6.1: Levels of each node in Figure 6.5 

ID BL EL Parallel Peers Maximum Parallel Running Set 

t1 0 5 t1 t1 

t2 5 8 t2, t3, t4, t8, t9, t10, t11 t2, t3, t8, t9, t10, t11 

t3 5 9 t2, t3, t4, t5, t8, t9, t10, t11 t2, t3, t8, t9, t10, t11 

t4 5 7 t2, t3, t4 t2, t3, t4 

t5 8 11 t3, t5, t6, t7, t8, t9, t10, t11 t3, t5, t6, t7, t8, t9, t10, t11 

t6 9 10 t5, t6, t8, t9, t10, t11 t5, t6, t8, t9, t10, t11 

t7 9 11 t5, t6, t7, t8, t9, t10, t11 t5, t6, t7, t8, t9, t10, t11 

t8 7 11 t2, t3, t5, t6, t7, t8, t9, t10, t11 t5, t6, t7, t8, t9, t10, t11 

t9 7 10 t2, t3, t5, t6, t7, t8, t9, t10, t11 t5, t6, t7, t8, t9, t10, t11 

t10 7 12 t2, t3, t5, t6, t7, t8, t9, t10, t11, t12 t5, t6, t7, t8, t9, t10, t11 

t11 7 11 t2, t3, t5, t6, t7, t8, t9, t10, t11 t5, t6, t7, t8, t9, t10, t11 

t12 11 18 t10, t12, t13, t14 t12, t13, t14 

t13 12 17 t12, t13, t14 t12, t13, t14 

t14 12 16 t12, t13, t14 t12, t13, t14 

t15 18 24 t15 t15 

 

The time complexity of AWS can be calculated as follows. The WHILE loop on Figure 6.2 

line 3 will run m times. As a task node can only be marked once in the GraphTraveral() 

procedure and cannot be pushed into the stack twice, The total number of iterations of the 

WHILE loop on line 6 in  Figure 6.2 and the WHILE loop on line 1 in Figure 6.3 is O(v). O(v) 

time is needed to compute the breadth of the new subgraph on lines 12, 18 and 19 in Figure 6.2 

and lines 7 and 17 in Figure 6.3. In GraphTraveral(), for every node in the stack, O(v) time may 

required to check all of its predecessors and successors in the worst case. Therefore, the total 

time complexity of AWS is in the order of O(v3m). Considering the high cost to run Grid 
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applications, this polynomial overhead for scheduling is relatively small.   

AWS itself does not give the task-to-resource map, but only dispatches subgraphs of the 

original workflow to different resource clusters. Therefore, on the resource cluster layer, another 

fine-granularity scheduling algorithm, such as PFAS, is needed to obtain the final schedule of the 

received subgraphs, and in this phase, detailed information about resources in the same cluster 

will be available.  

6.4 JDCS with the Modified AWS 

In [47], the JDCS algorithm presented in Chapter 5 is combined with a modified version of 

the AWS algorithm (to distinguish it from the original AWS algorithm, it is denoted as Graph 

Partition (GP) algorithm) and forms a two-phase scheduling scheme that accommodates the co-

allocation of computational resources with data caches.  

In the AWS algorithm, parallelizability parameters BLi and ELi of task ti does not consider 

raw data preloading. As this is the case now taken into account, data cache needs to be co-

allocated with computational resources in the first phase (that is, in the GP algorithm). Therefore, 

raw input data preloading parallelization should also be considered. The beginning level, PBLi, 

and end level, PELi, of a data preloading process of task ti are defined as: 
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Similar to Br(G), the estimated maximum concurrent preloaded data size of BrP(G) can be 

obtained by summing up the size of raw input data of different tasks whose preloading levels 
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overlap.  

The breadth of a graph partition now is related to both the computational power and the 

cache capacity of a resource cluster. In order to rank resource clusters in the Grid, in addition to 

the two parameters introduced in the AWS algorithm, Cluster Computation Rank (Ri) and 

Computation Parallel Threshold (Ti), two more parameters are required to capture the data 

storage properties of a resource cluster, Cluster Storage Rank (SRi), and Preloading Threshold 

(PTi), which are defined as  
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Let K be the number of tasks having raw input data in a graph. Without loss of generality, 

assume the raw input data are raw1, …, rawK and define the average size of rawi, avg_raw, as:  
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After resource clusters are ranked, N out of m of them, having the N highest total rank which 

equals Ri+SRi are selected for the current job. Without loss of generality, we assume these 

clusters are r1, …, rN. Threshold value PTi determines the maximum size of preloaded data to the 

same resource cluster at a given time.  

Pseudo code for the graph partition algorithm is given in Figure 6.6. It combines the three 

procedures given by Figure 6.2, Figure 6.3 and Figure 6.4, but is extended to include data storage 

capacity as another criterion for graph partition and subgraph allocation. Therefore, GP and 
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Algorithm GRAPH PARTITION  

Input: a task DAG G(V, E) and available Grid resource clusters r1,…, rm 
Output: a set of pairs (Gi, ri), where Gi is a subgraph of G and assigned to resource cluster ri. 
1. Compute CCR, N and levels of each node in G, mark all nodes unassigned; 
2. Compute cluster ranks R+SR and threshold values T and PT;  
3. WHILE (there is a unassigned node in G ) { 
4. IF there are unused resource cluster ri with the highest total threshold value {  
5. Mark all nodes in G unchecked; 
6. WHILE (there are unchecked nodes in G ){ 
7. Find the largest edge e(a, b) in which a, b have not been checked; 
8. IF e(a, b) is not found { 
9. Merge unchecked tasks to Gi while keep Br(Gi ) ≤ Ti and BrP(Gi ) ≤ PTi Break; 
10. } 
11. IF Br(Gi + a) ≤ Ti, Br(Gi + b) ≤ Ti, BrP(Gi + a) ≤ PTi and BrP(Gi + b) ≤ PTi { 
12. Initialize an empty stack STACK. 
13. Mark a and b checked; 
14. Push b and a onto STACK;  
15. Add a and b to Gi; 
16. Start from the top of STACK, traverse G by the depth-first method along unchecked 

edges and merge nodes in G', while keeping Br(Gi ) ≤ Ti and BrP(Gi) ≤ PTi. 
17. }ELSE{ 
18. IF Br(Gi + a) > Ti or BrP(Gi + a) > PTi mark a checked;  
19. IF Br(Gi + b) > Ti or BrP(Gi + b) > PTi mark b checked; 
20. } 
21. } 
22. G = G - Gi;  
23. }ELSE{ 
24. For every resource cluster ri  
25.  Ti = Ti + 1, PTi = PTi + avg_raw; 
26. } 
27. } 

 

Figure 6.6: The Workflow Partition Algorithm. 
 

AWS share the same basic routine. However, in the GP algorithm, due to the fact that Ti and PTi 
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are not related, that is to say, a resource cluster having more powerful computational resources 

does not necessarily also have larger data catch space, and an AND condition on Ti and PTi is 

used to merge a task into a subgraph (line 11). It is possible that when there have already been N 

partitions created, there are still tasks not assigned to any subgraphs (line 24). This happens 

when the sum of width of the created subgraphs is greater than the width of the original graph. In 

this case, the threshold values of each resource cluster have to be increased (line 25) to 

accommodate the subgraphs. Therefore, the parallel threshold will increase by 1 and the storage 

threshold will increase by the average size of raw input data. The GP algorithm has the same 

order of time complexity with the AWS algorithm. 

6.5 Experiments 

6.5.1 Experiments on AWS with PFAS 

The performance of the two-phase scheduling approach is evaluated by comparative 

experiments under different workflow and resource settings [42]. The resource topology and task 

graph set are still generated by GridG and TGFF, respectively. The resource topology used in the 

experiment consists of six resource clusters connected by WAN and each of them has ten 

heterogeneous computational resources connected by a LAN. In total, six different scheduling 

policies are tested in the experiments: 

• AWS with HEFT, in which the HEFT algorithm is used for the resource cluster layer 
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scheduling 

• AWS with PFAS 

• Global scheduling on the Grid level using HEFT (denoted as Global HEFT) with the 

assumption that a Grid scheduler can get detailed and accurate information on all Grid 

resources and control all of these resources so that AWS is not applied 

• Global PFAS with the same assumption as Global HEFT 

• The non-adaptive partition algorithm GPRC with PFAS  

• Local scheduling within a resource cluster using PFAS (denoted as Local PFAS) in which 

AWS is not used. 

The following parameters are applied with different configurations to test the adaptive ability 

of this scheduling approach to different task graph and resource settings:  

• The average number task (ATN) nodes in a graph 

• The ratio of the average degree of a task node to the total number of tasks (DTR) of a graph 

• The computation to communication ratio (CCR) of a task graph  

• Resource performance fluctuation factor (PFF)  

• Remote-Local Communication Cost Ratio (RLR), which is used to set the cost difference 

between WAN and LAN (The WAN communication cost is randomly selected from the 

range of [w*RLR, 2*w*RLR], in which w is the average local communication cost initially 
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generated by GridG). 

Five different average values are used to obtain the number of nodes in a task graph: 20, 40, 

60, 80 and 100. For each of these values, 25 graphs are generated. Figure 6.7(a) illustrates the 

average performance of the six scheduling approaches. Having the advantage of knowing and 

controlling all resources directly, the Global PFAS and HEFT method have the best 

performance. They are closely followed by AWS-PFAS, AWS-HEFT and GPRC-PFAS that do 

not need the additional requirements that are not easily acquired in the computational Grid. Local 

scheduling has the longest average SLR which grows faster as the number of task nodes 

increases, as only a part of the resources in the Grid can be utilized. Ideally, the average SLR of 

local scheduling should be three times as large as that of Global scheduling, but actually, as the 

figure indicates, the higher inter-resource cluster communication cost neutralizes some of the 

advantages of the higher computational parallelism that global methods have.  

The edge density is an important character of a graph that decides the communication 

volume among tasks. To describe the edge density, the ratio of the average degree of each task 

node to the total number of nodes in a graph is used in the experiments. Five different settings 

are tested: 0.05, 0.1, 0.2, 0.3 and 0.4.  For each of them, 25 different graphs are generated. It can 

be observed from Figure 6.7 (b) that as the average degree increases, the performance of global 

scheduling and double layer scheduling slightly changes, while the performance of the local 

approach changes significantly. The rationale behind this is that the AWS algorithm partitions 
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graphs according to computational parallelism threshold values, so that the result is less affected 

by the degrees of task nodes and the global methods have the advantage, by selecting more 

resources than the local methods do, to distribute the communication burden. An interesting 

observation is that when the ratio increases from 0.3 to 0.4, the trend of SLR values changes 

from one that is increasing to to one that is decreasing. The explanation of this phenomenon is as 

follows. Because the total number of task nodes is fixed, increasing the average degree of nodes 

has the effect of reducing the length of the critical path and increasing the breadth when a task 

graph is generated by TGFF. Therefore, as the degree increases, the possibility of high 

parallelism also increases, which might shadow the increase in communication volume.  

The other parameter contributing to the characteristics of a task graph is the CCR. In the 

experiment, the ratio increases from 0.5 to 10. As this ratio increases, the SLRs of global and 

double-layer approaches become lower because there is a relatively smaller number of 

communication crossing clusters, meanwhile the SLR of the local method is relatively stable 

because the contribution of decreasing communication volume is limited by the low local 

communication cost, as is shown in Figure 6.7 (c). It can also be observed that when the CCR is 

low, the non-adaptive GPRC approach may get results that are even worse than the local 

scheduling and, as jobs are more computation-intensive, the performance of double-layer 

approaches is closer to the Global HEFT, which implies that this approach favors computation-

intensive jobs.  
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Figure 6.7: (a) Average SLR with respect to different graph sizes (DRT = 0.1, CCR = 2, 
PFF = 0.4 and RLR = 6); (b) Average SLR with respect to different edge density (ATN = 40, 
CCR = 2, PFF = 0.4 and RLR = 6). (c) Average SLR with respect to different CCR (ATN = 
40, DRT = 0.1, PFF = 0.4 and RLR = 6).  

 

To test the adaptation of the six scheduling policies to computational power fluctuation, five 

different values are assigned to the performance fluctuation factor: 20%, 40%, 50%, 60% and 

80%, each denoting the maximum allowed percentage of a full computation power drop in 

different time slots. As Figure 6.8 (a) indicates, the performance of AWS-PFAS is less sensitive 

  Global  PAFS
Global  HEFT
AWS-PFAS
AWS-HEFT
GPRC-PFAS
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than that of AWS-HEFT. As the performance becomes more fluctuating, the gap between 

GPRC-PFAS and AWS-HEFT becomes smaller, and the performance of AWS-PFAS can even 

catch up to the Global-HEFT. This implies that the PFAS algorithm is more adaptive to an 

environment in which resource performance is unstable.  

 

 
          (a)                                                                                (b)  

Figure 6.8: (a) Average SLR with respect to different levels of performance fluctuation 
(ATN = 40, DRT = 0.1, CCR=2 and RLR = 6). (b) Average SLR with respect to different 
ratios of remote communication cost to local communication cost (ATN = 40, DRT = 0.1, 
CCR=2 and PFF = 0.4). 

 

The other resource related parameter involved in the simulation is the remote-local 

communication cost ratio. In the experiment, RLR is also assigned five different values: 2, 4, 6, 8 

and 10. As Figure 6.8 (b) indicates, in this instance local scheduling has the most stable SLR 

values. This is easy to understand because no remote inter-cluster communication happens in 

these approaches. Meanwhile, the performance of double-layer and global scheduling are 
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significantly affected by the increasing remote communication cost, and at some point, the gain 

of high parallelism in computations by the GPRC approach and the two global approaches will 

be totally neutralized by the high remote communication cost. Meanwhile, the performance of 

the two AWS approaches is less affected, which in the worst case, will choose only one resource 

cluster and degenerate to local scheduling. This observation supports the efforts of improving 

GPRC to AWS.   

As can be expected, in every test case, the global method has the overall best performance, 

which is followed by double-layer approaches with a minor margin. In most cases, double-layer 

approaches do much better than local scheduling which has the same assumption on resource 

information and control availability. And in all cases, the Global PFAS algorithm outperforms 

the Global HEFT algorithm by 5% to 10%. Meanwhile, another overall observation that can be 

made from all the figures above is that the AWS-HEFT performs better than the GPRC-PFAS. 

This result implies that in a distributed system with high remote communication cost, a coarse-

granularity partition graph algorithm plays a more important role than a fine-granularity local 

scheduling algorithm.  

6.5.2 Experiments on GP with JDCS  

In this subsection, five different scheduling policies are tested to evaluate the performance of 

the two-phase scheme when raw input dada and on-site data storage capacity are considered: 
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• Graph Partition with the JDCS mapping algorithm (denoted as GP & JDCS-Standard) 

• GP with a revised HEFT algorithm using the same look-back data preloading method (GP & 

HEFT-PL), in which the HEFT algorithm is used for the resource cluster layer scheduling 

• GP with a greedy task mapping algorithm (denoted as GP & JDCS-GR) that does not look 

back to determine the the data preloading start time, but will start the preloading whenever it 

finds available space in a data cache 

• Global scheduling on the Grid level using the JDCS algorithm (denoted as Globe & JDCS-

Standard) with the assumption that a Grid scheduler can get detailed and accurate 

information on all Grid resources and control all of these resources 

• Local scheduling within a resource cluster using the JDCS algorithm (denoted as Local & 

JDCS-Standard).  

The GP & JDCS-Standard experiment presents the performance of GP and JDCS. The 

purpose of the GP & HEFT-PL experiment is to test how the performance of JDCS algorithm is 

compared with the HEFT algorithm. The GP & JDCS-GR experiment is to show how the 

preloading strategy works compared with a way that could diminish the input data waiting time 

but is very costly in terms of data cache utilization. Experiments Globe & JDCS-Standard and 

Local & JDCS-Standard are to show how the two-phase method compared with global 

scheduling and local scheduling. The normalized schedule length ratio (SLR) is still used as the 

performance metric.  
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The experimental settings are the same as those given in subsection 6.5.1, except that raw 

input data need to be generated for task graphs and on-site data cache capacities of resource 

clusters need to be set.  

DAGs generated by TGFF are post-processed, and raw data inputs are inserted randomly 

into tasks in the workflow graphs. The number of tasks having raw input data in each graph is 

randomly selected from 20% to 60% of the total number of tasks. The size of the raw input data 

of one task is randomly selected from the same range in which TGFF generates a communication 

edge in the workflow graph.  

With respect to the location of raw input data and cache capacity settings, for each raw data 

input, there are no more than two replications on data servers, and the cache size of each 

resource cluster is randomly selected from 5 to 10 times of the average size of raw input data.  

Other graph and resource configurations are the same as those given in subsection 6.5.1, 

which include parameters ATN, DRT, CCR, PFF and RLR.  

With respect to the number of nodes in a task graph, five different average values are 

applied: 20, 40, 60, 80 and 100. The remaining four parameters in this experiment are DRT = 0.1, 

CCR = 2, PFF = 0.4 and RLR = 6. For each of these values, 25 graphs are generated randomly. 

Figure 6.9 (a) illustrates the average performance of the six scheduling approaches. The relative 

performance of these algorithms is similar to that presented in Figure 6.7(a). The Global JDCS-

Standard algorithm has the overall best performance because of its information and control 
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privileges. It is followed by GP & JDCS-GR, GP & JDCS-Standard and GP & HEFT-PL, which 

don’t require these two prerequisites that are not easily acquired in the computational Grid. Local 

scheduling has the longest average SLR. When the number of tasks is small, the performance of 

the local approach can match the global method, because resources within the same cluster can 

handle the tasks. However, its SLR grows faster as the number of task nodes increases, as only a 

portion of resources in the Grid can be utilized.  

  
                                                                                                  (a) 

 
         (b)                                                                             (c) 

Figure 6.9: (a) Average task number in a workflow (DRT=0.1, CCR=2, PFF=0.4, RLR=6). 
(b) Average Edge density (ATN=60, CCR=2, PFF=0.4, RLR=6). (c) CCR (ATN = 60, DRT = 
0.1, PFF = 0.4, RLR = 6).  
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Five different settings of edge density are tested: 0.05, 0.1, 0.2, 0.3 and 0.4. For each setting, 

25 different graphs are generated as well using the parameter set ATN = 60, CCR = 2, PFF = 0.4 

and RLR = 6. In Figure 6.9 (b), phenomena similar to those in Figure 6.7 (b) can be observed. As 

the average degree increases, the performance of global scheduling and two-phase scheduling 

strategies changes slightly, while the performance of the local approach changes significantly; 

when the ratio increases from 0.3 to 0.4, the trend of SLR values changes from increasing to 

decreasing. Explanations for these observations are the same as those given for Figure 6.7 (b).  

In experiments of CCR, the ratio increases from 0.5 to 10 using the parameter set ATN = 60, 

DRT = 0.1, PFF = 0.4, RLR = 6. When CCR is small, the performance of Global, two-phase and 

local methods are close to each other, since the relatively high communication cost restrains the 

increasing of parallelism. As this ratio increases, the SLR of global and two-phase approaches 

become significantly lower because there is a relatively smaller amount of communication 

crossing clusters, meanwhile the SLR of local methods is stable because the contribution of 

relatively decreasing communication volume to the performance is limited by the low local 

communication cost, as Figure 6.9 (c) shows. The conclusion drawn from Figure 6.7 (c) that the 

two-phase approach favors computation-intensive workflows is once again confirmed by the fact 

that when CCR becomes higher, the performance of the two-phase approach is closer to the 

Global approach.  

Five different values, 20%, 40%, 50%, 60% and 80%, are assigned to the performance 
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fluctuation factor. The values denote the maximum allowed percentage of full computation 

power drop in different time slots. The parameter set is ATN = 60, DRT = 0.1, CCR = 2 and RLR 

= 6. As Figure 6.10 (a) indicates, as the performance of resources become more fluctuating, SLR 

of all scheduling approaches increases, and it is noticeable that the SLR of GP & HEFT-PL is 

more affected by larger PFF value than its peer GP & JDCS-Standard is, which is also observed 

in Figure 6.8(a).   

 

 
         (a)                                                                              (b) 

Figure 6.10: (a) Different levels of computational heterogeneity (ATN=60, DRT=0.1, 
CCR=2, RLR=6). (b) Remote communication to local communication cost (ATN=60, 
DRT=0.1, CCR=2, PFF=0.4). 

 

RLR is assigned five different values 2, 4, 6, 8 and 10 with the parameter set (ATN = 60, DRT 

= 0.1, CCR = 2, PFF = 0.4. As Figure 6.10 (b) indicates, local scheduling has the most stable 

SLR values, and the performance of two-phase and global scheduling strategies are significantly 

affected by the increase of remote communication cost. When the ratio is high enough (around 
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6~8 in this figure), the benefit obtained from high computational parallelism by the two-phase or 

the global approach will be neutralized by the high remote communication cost, and the local 

scheduling becomes more efficient. The similar phenomenon is also observed in Figure 6.8 (b).   

In general, even when raw input data preloading from stand-alone data servers to 

computational resources with limited data cache capacity is considered, the GP & JDCS-

Standard strategy works effectively. It is beaten by the Globe & JDCS-Standard, which has an 

unrealistic advantage on resource information, and GP & JDCS-GR, which has an undesirable 

feature that does not consider the sharing nature of the Grid and may result in low resource 

utilization, by a small margin. It outperforms GP & HEFT-PL, which verifies the effectiveness 

of techniques used in the task mapping algorithm. In most cases, two-phase approaches do better 

than the local scheduling that has the same assumption on resource information and control 

availability.  

6.6 Summary 

In this chapter, a more realistic situation in the Grid environment, i.e., the clustering of 

resource and information availability is considered.  To cope with this situation, a two-phase 

scheduling approach is demonstrated together with an adaptive graph partition algorithm which 

servers in the first phase of this approach. The AWS algorithm works only with aggregated 

information about resources in each resource cluster. The PFAS algorithm or the JDCS 

algorithm, which require specific information about each individual resource, can be applied in 
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the second phase to get fine-grained task to resource mapping.   

The PFAS algorithm, JDCS algorithm and AWS algorithm all rely on resource performance 

prediction. However, prediction is not always accurate, and when the real situation is different 

from what is predicted, measures need to be taken accordingly. In the next chapter, two 

approaches to handling the uncertainty of resource performance are proposed under the 

workflow scheduling context in the Grid. 
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Chapter 7 

Towards Workflow Scheduling with QoS Requirement 

 

Due to the non-dedicated nature of Grid resources and the service-oriented philosophy 

presented by prevailing Grid standards (e.g., OGSA [53]), quality of services (QoS) has been an 

area drawing a lot of attention. The meaning of QoS varies with different concerns of different 

users. Objective functions that drive job schedulers in the Grid may be different from each other 

as well. Following the steps of previous chapters and in order to narrow the scope of the problem 

to be discussed, the scheduling objective function considered in this chapter is still minimizing 

the total completion time of all tasks in a workflow. Correspondingly, the meaning of QoS is 

restricted to the ability that scheduling algorithms can reduce the makespan of a workflow in an 

environment where resource performance is vibrant. 

This chapter [44] introduces two approaches that provide QoS features at the workflow 

scheduling algorithm level in the Grid. One approach is based on a task rescheduling technique, 

which can reallocate resources for tasks when a resource performance change is observed. The 

other copes with the stochastic performance change using pre-acquired probability mass 

functions (PMF) and produces an approximation of the probability distribution of the final 

schedule length. The distribution could then be applied to handle different QoS concerns of the 

users. 
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7.1 Introduction 

As discussed in Chapter 2, typically, there are two ways to map a set of tasks to a set of 

resources: dynamic scheduling and static scheduling. The dynamic approach makes a schedule at 

real time when a task is ready, while the static approach makes a schedule by planning in 

advance based on available information on resources and tasks. Because of its advantage of 

“planning ahead”, a static scheduler can produce a schedule that overlaps communication time 

and computational time. Therefore, the makespan can be reduced. It can even achieve a near 

optimal schedule for some complex scientific workflows involving a larger number of 

computational tasks and data communications [108]. However, unlike dynamic scheduling, the 

static approach relies heavily on accurate resource and task information to make a schedule. 

Unfortunately, the performance of Grid resources is hard to accurately predict. The difficulty is 

due to the following facts. First, Grid resources are not dedicated to one particular Grid user. 

Resources’ local management policies and competition from other users may make the 

performance acquired by a user fluctuate. Second, existing Grid resources may fail without a 

notice and new Grid resources may join the resource pool; both cases will change the available 

performance for users. 

In order to benefit from the merits of static scheduling for complex workflows in the Grid, 

new performance prediction and modeling methods are introduced. The differences of the 

presentation of stochastic performance information (e.g., deterministic vs. non-deterministic) 
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influence the way that scheduling algorithms can take to meet QoS requirements.  

The rescheduling approach [120] [89] can modify an initial schedule according to the 

fluctuation of resource performance at run-time. This approach needs to first make an initial 

schedule and in order to make such an initial schedule, the algorithm usually relies on 

performance prediction mechanisms [78] to acquire the estimated performance that the tasks will 

get when they are running on the resources. This predicted performance is usually given as a 

deterministically specific value, although this value might not be the exact performance that the 

application will achieve at run-time. For example, the approach that will be introduced in this 

chapter uses the PFAS algorithm to get an initial schedule and the PFAS algorithm needs 

information on resource performance in different time slots, as Figure 3.4 (a) presents in Chapter 

2. 

Besides the resource performance model that is based on deterministic prediction, there is an 

alternative way which is nondeterministic. Instead of specifying the value of available 

performance, this approach tries to describe the performance by some probability functions, 

which can be derived from task execution records in the past (e.g., log files) [66]. Particularly, in 

the algorithm introduced in this chapter, it is assumed that the performance of a resource is a 

discrete random variable and its probability mass functions can be known prior to scheduling 

from Grid resource information services. For example, Figure 7.1 shows the PMF of the 

performance of a resource, which has four possible values.  
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Figure 7.1: Performance probability mass function of a  
computational resource in the Grid. 

 

Existing rescheduling algorithms rely on centralized schedulers that are independent of Grid 

resources. This brings two difficulties for effective rescheduling: 1) The scheduler should react 

promptly to a performance change, but it might be far away from the site where a change 

happens; and 2) the cost for rescheduling puts an extra burden on the scheduler, which may have 

to reschedule the same workflow a number of times before it is completed. The cost of most static 

scheduling heuristics is at O(n2), where n is the number of tasks in the workflow. Therefore the 

total reschedule cost can be as high as O(k*n2) where k is the number of iterations of reschedules.  

To tackle these two problems, a distributed rescheduling approach based on the mobile agent 

technology is proposed [46]. Because of advantages in autonomy, environmental awareness, cost-

efficiency, scalability and fault-tolerance, mobile agents are used in the Grid for resource 

monitoring, management and discovery, service deployment, job migration, and so on 

[55][56][79][7]. They have also been used for dynamic scheduling in the peer-to-peer system 
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but to our knowledge, they have not yet been used in the realm of Grid workflow scheduling and 

rescheduling. A mobile agent based method is feasible for workflow rescheduling in the Grid 

environment for the following reasons. First, it can be deployed to Grid resources easily. 

Therefore, it can monitor the status of the host resource more accurately and promptly. Second, as 

an autonomous entity, an agent carrying a computational task can reschedule and migrate itself 

from one resource to another in order to pursue better performance. In this way, the workload of 

the central scheduler can be reduced.  

Regarding the probability distribution function based approach, an algorithm that takes an 

input parameter as a resource selection criterion, which is a QoS requirement, is described in [51]. 

This algorithm is a list heuristic and consists of two phases: the task ranking phase and the task-

to-resource mapping phase. In the ranking phase, tasks will be ordered according to their 

priorities. The rank of a task is determined by the task’s computational demand, the mathematical 

expectation of resource performance, and the communication cost for data transfer. In the 

mapping phase, the scheduler will pick up unscheduled tasks in the order of their priorities and 

assign them to resources according to performance objective and the QoS guide.   

A literature review for job rescheduling in the Grid was given in Subsection 2.8.2. Research 

discussed then all relies on a centralized architecture to make rescheduling. The approach 

presented in this chapter takes a distributed form which is based on the agent technology. In [79], 

agents are used on behalf of Grid users to compose Grid workflows but no mobility is discussed 
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in the paper. In [7], mobile agents are used to achieve load balance in the Grid; this approach does 

not rely on resource performance prediction and is similar with dynamic scheduling. In [25], a 

mobile agent based adaptive scheduling mechanism is proposed for peer-to-peer systems in which 

mobile agents can partially take over scheduling and fault tolerance procedures from the 

volunteer server in order to reduce the scheduling overhead. However, this scheme still only 

considers independent task scheduling.  

With respect to the stochastic performance modeling based approach, it relies heavily on the 

ability to model the uncertainty performance as stochastic variables. Some previous efforts have 

established a variety of techniques for determining the stochastic behaviour of Grid resources 

[66][66][10][36]. Based on these efforts, research in [93][94][95][103] investigated performance 

of different static resource allocation algorithms under imposed QoS constraints. However, these 

studies only considered independent task scheduling. In [38], the authors present a genetic 

algorithm to optimize the makespan problem that relies on a stochastic representation of task 

execution times. Unlike the research in [93] and [94], this paper does not consider the QoS 

constraint explicitly when a schedule is made.  

In addition to research related to the two approaches presented in this chapter, there are 

certainly other ways to handle the QoS problem in workflow scheduling. In [82], a service-level-

agreement (SLA) based workflow scheduling algorithm is proposed, which not only considers the 

execution time of a job but also the cost the users need to pay to resource providers. This 
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algorithm also uses the rescheduling technique, but does not rely on stochastic performance 

modelling. Other research on SLA based scheduling algorithms can be found in [121] and [17]. 

7.2 Preliminaries    

Both algorithms described in this chapter assume that there is a Grid to which a workflow 

will be submitted by a Grid user. The Grid scheduler can get the information on Grid resources 

from Grid Information Services in the format that the algorithm desires (e.g., a deterministic 

description of the performance as a concrete value, or a non-deterministic description as a 

probability mass function).  

DAGs of workflows considered in this chapter have no raw input data, and can be described 

by the model presented in 3.1.1. With respect to resources, the clustering distribution is not 

considered (or equivalently, the problem is only considered inside one cluster). The system is 

parameterized in the same way described in Chapter 4. In order to make it easier to follow, it is 

repeated in the next paragraph.  

The targeted system consists of a group of computational resources p1, …, pn. The 

performance of pi is denoted as ci (In this chapter, the resource performance is not divided by time 

slots and the clustering property is not considered, which are different from the situations in 

Chapter 4, Chapter 5 and Chapter 6). Two computational nodes pi and pj can communicate with 

each other via a network connection whose bandwidth is bi,j (bi,j = 1/wi,j, where wi,j is the cost of 

transferring one unit of data from pi to pj). Computational and communication costs are uniformly 
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related with computational power and communication bandwidth, respectively. Therefore, the 

execution time fi,k of ti on pk and the communication cost di,j,x,y for intermediate result transmission 

from ti on resource px to tj on py can be denoted by Eq. (7.27) and Eq. (7.2), respectively. 
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The primary objective of both algorithms is to map tasks to proper computational resources 

such that the makespan of the whole workflow can be as short as possible. As instances of list 

heuristics, the proposed algorithms have two phases: the task ranking phase and task-to-resource 

mapping phase.  

Following the same idea presented in Chapter 4 and Chapter 5, in the task ranking phase, the 

priority of a task ti in a given DAG G is called the upward rank (denoted as ranku) because it is  

computed iteratively from the exiting node of G upwards to the entrance node, as Eq. (7.3) shows.  

  ))(_(max_)( ,)( jujitsucctiiu trankdavgfavgtrank
ij

++=
∈

 (7.3)  

Here avg_fi is the estimated average execution time of task ti on different resources and similarly, 

avg_di,j is the estimated time for intermediate result transmission between ti and tj on two arbitrary 

resources. The detailed representations of avg_fi and avg_di,j in the two algorithms in this chapter 

are different and will be described with the corresponding algorithm. In Eq. (7.3), the rank of a 

task is computed in the bottom-up order, starting from the exit task. Initially, the rank of the exit 



 

117 

 

task texit is defined as:  

 _)( exitexitu favgtrank =  

As precedence orders between tasks are considered, the start time of a task ti on a certain resource 

px is constrained not only by the available time of px, but also by the ready time of intermediate 

results from ti’s predecessors. Thus, it is also affected by the completion time of ti’s predecessors 

and the network transmission delay. Therefore, in general, the earliest start time (EST) of a task ti 

on a resource pk depends on the data ready time DRT and the resource ready time: 

 ),max( RRTDRTEST =  (7.4)  

However, the specific expression of EST, DRT and RRT will be different in the two algorithms.  

7.3 The Rescheduling Algorithm based on Mobile Agents 

In this approach, Grid workflows are submitted to a scheduler where the initial schedule will 

be made by the PFAS algorithm according to predicted resource information. The scheduler also 

creates two types of mobile agents, the Coordinator Agent (CA) and Task Agents (TA). There is 

only one CA for each workflow, and for every task in the workflow there is a corresponding TA, 

which carries the executable of that task and the related scheduling context. The scheduler 

dispatches the CA and TAs to Grid resources according to the initial schedule. Then the CA and 

TAs monitor the resource status at the run-time and work cooperatively to reschedule tasks by a 

distributed algorithm when necessary. By this means, the scheduler is freed from iterative 

rescheduling.  



 

118 

 

7.3.1 The Rescheduling Framework 

 

 
 

Figure 7.2: Rescheduling components and system architecture. 
 

The system framework is designed as in  

Figure 7.2. Grid users submit their workflows to the central workflow scheduler. Based on 

the resource information from Grid Information Services, such as MDS, the scheduler will first 

generate an initial schedule by mapping every task in the workflow to a certain Grid resource. 

Then, it will generate a TA for each task, put context information necessary for rescheduling into 

the TA, and dispatch it to the resource where the task is mapped. The TA is responsible for 

monitoring the status of the hosting resource by referring to local resource information providers, 

such as Hawkeye [127] and Ganglia [88], issuing a rescheduling token request if a performance 

change is observed and reallocates itself. For each workflow, the scheduler will also generate a 

CA that is responsible for rescheduling context maintenance, token management and global 
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resource monitoring via Grid information services. Figure 7.3 shows components in the TAs and 

CA and structures of rescheduling tokens are given in Figure 7.4. The TAs and CA work with the 

support of agent platforms [7] which facilitate message passing and agent migration in the Grid. 

During its lifetime, a TA could be in one of the following four states. 
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Figure 7.3: Functionality components of task agent and coordinator agent. 
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Figure 7.4: Structure of rescheduling token request and rescheduling token. 
 

• Running state: when the task carried by the TA is running, the TA is in this state. A TA in this 

state will not be rescheduled. After the running state, the TA will report to the CA and 

terminate.  
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• Pending state: when the task a TA is carrying is in a resource’s local job queue, the TA is in the 

pending state. In this state, the TA can receive rescheduling tokens and update its schedule 

context if noticed. 

• Monitoring state: to avoid multiple token requests triggered by the same performance change 

event from different TAs among all pending TAs on the same resource, only the TA carrying 

the task with the highest rank is in the monitoring state. In this state, it monitors the local 

performance change and sends a rescheduling token to the CA if necessary.  

• Rescheduling state: the TA holding the rescheduling token is in this state and it might migrate 

to other resources and send schedule context update messages to its predecessor and successor 

TAs.  

Different kinds of data flow are given in  

Figure 7.2, and a typical scheduling and rescheduling procedure works as follows: 

1. The central scheduler generates an initial schedule and initializes mobile agents. 

2. A TA monitors its local resource for performance fluctuation and the CA monitors the global 

resource information for resources becoming available. 

3. If a TA finds a performance change on its local resource, it will send a rescheduling token 

request to the CA. The new performance of its host resource will be included in the token 

request. 

4. If the CA receives a token request from a TA or it finds that a new Grid resource joins the 
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Grid and becomes available, it will generate a rescheduling token and issue the token to a 

selected TA according to the rescheduling algorithm.  

5. When a TA receives a rescheduling token, it will reschedule its own task, migrate to a new 

location if necessary, and update its new location to its predecessors, successors and the CA. 

The token will then be passed to the next TA according to the rescheduling algorithm.  

6. When the task associated with a TA completes, the TA reports the status to the CA and 

terminates.  

To conduct a rescheduling successfully in a distributed manner, a TA should have the 

following information: 1) the location of the CA; 2) the predicted performance of available 

resources, 3) the order of token passing, and 4) the locations of its successors and predecessors. 

Initially, the scheduler always assigns the CA to the same resource with the entry task, and puts 

this location in all the TAs’ schedule context. To reduce communication overhead, the CA should 

not migrate unless the host resource becomes unavailable during the run time of the workflow. In 

this case, the CA will move to the location of the TA that has the highest task rank which is 

defined in the next section, and broadcast its new location to all living TAs in its task schedule 

context. The other job of the CA is to generate the rescheduling token. Because TAs are 

distributed and only have local resource information and partial schedule context, they have to 

rely on the information in the token to perform the rescheduling. Therefore, the rescheduling 

token must contain predicted resource performance information and the order in which the token 
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should be passed among living agents. This means that the CA needs to aggregate resource 

performance information obtained from global Grid Information Services and reported by TAs 

and compute the rank of each task. Details about ranks are introduced in the next section.  

7.3.2 The Rescheduling Algorithm 

By applying different task ranking and task-to-resource mapping policies, different 

rescheduling algorithms can be implemented in the framework proposed above. In this section, a 

distributed algorithm based on the HEFT algorithm is described. As mentioned in Section 7.2, 

this algorithm has a task ranking phase and a task-to-resource mapping phase, and the definition 

of the rank of a task ti is given by Eq. (7.3). However, the meaning of avg_fi and avg_di,j needs to 

be clarified.  

Let the average performance of all computational resources avg_c be  

 ∑
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According to Eq. (7.27) and Eq. (7.2), the average computational cost of task ti, avg_fi, and the 

average communication cost for the intermediate result from ti to tj, avg_di,j, can be denoted as  
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According to the definition of rank, the ranking phase only needs the resource performance 

information, but no current scheduling context. Therefore, this phase can be easily done on the 
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CA. After ranks are computed, the CA will order the ID of tasks into a non-incremental list, and 

associate each ID with the TA carrying that task. The location of TAs can be obtained from the 

CA’s schedule context. Thus, the TA sequence in a rescheduling token is generated. The CA will 

then put the resource performance in the token and issue the token to the first TA in the TA list. 

The rescheduling algorithm conducted by the CA is given in Figure 7.5.  

 
CA Token Generation Algorithm 
Input: TokenRequest (time_stamp T, event_source S, updated_performance P) 
Output: A rescheduling token K 
1. WHILE (there is a running TA ){ 
2. Wait for a TokenRequest; 
3. Update the resource information maintained using T, S and P; 
4. Update ranks of all tasks that have not started. 
5. Sort tasks in non-incremental orders and insert their locations into the a new token K; 
6. Put updated resource information into K;  
7. Issue the token to the TA with the highest tasks rank that has not started.  
8. } 

 

Figure 7.5: Token Generation conducted by the CA. 
 

Once a TA receives a rescheduling token, it will start to reschedule itself. In HEFT, a task is 

always mapped to the resource that is believed to finish the task the earliest. The earliest 

completion time of a task ti on resource pj can be denoted as: 

 ECT(ti, pk)=EST(ti, pk) + fi,k (7.8)  
                        

EST(ti, pk) is the earliest start time of ti on pj. As Eq. (7.5) shows, EST(ti, pk) can be expressed as:  

 )),(),(max(),( kikki ptDRTpRRTptEST =  (7.9)  
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In Eq. (7.9), given tj∈pred(ti), RRT(pk) is the earliest available time of pk, and RT(tj, pk) is the 

ready time of the intermediate result from tj to ti. Generally, RT(tj, pk) is decided by the finish time 

of tx and the communication cost to transfer the intermediate result from the resource where tx is 

located to pk. According to Eq. (7.3), ranks of ti’s predecessors are always greater than that of ti. 

So, in the rescheduling sequence, they are rescheduled earlier than ti. Therefore, when ti is being 

rescheduled, all of its predecessors have already been rescheduled, and their new locations are 

known to ti. Let RMj denote the index of the resource to which tj is currently mapped. Because 

input data transfer can only start after tj is finished, the finish time of tj on RMj must be known. To 

get the finish time, two cases need to be considered: whether or not tj has been completed before 

the current rescheduling. In the case that tj is finished, the ready time of input data from tj for ti 

still has two sub-cases: whether or not ti will be scheduled to the same resource as it was in the 

previous schedule. If it is not, the input date transfer can only start from the rescheduling time 

instead of the finish time of tj, because it is still not known where the input data should go when tj 

finishes. Finally, for a task ti on resource pk, the ready time of data from tj as a predecessor of ti, 

can be presented as:   
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In Eq. (7.11), RFTj is the actual finish time of tj if it has finished, clock is the wall clock time 

when the rescheduling is conducted, and SFTj is the scheduled finish time of tj if it has not been 

done.  

In Eq. (7.8) ~ Eq. (7.11), all parameters can be retrieved or computed by a TA from local 

resource information or information given by the rescheduling token, except RRT(pk) which is 

determined by the status of pk’s local job queue. In HEFT, a task being scheduled can be inserted 

into a resource’s job queue only when it does not interrupt tasks already scheduled or violate the 

precedence constraints. To obtain RRT(pk), the TA has to probe the resource manager of pk. The 

TA rescheduling algorithm is presented in Figure 7.6. 

Using the DAG in Figure 3.1 and the three Grid resources in Table 7.1, an example is 

presented to illustrate the effect of rescheduling. In Figure 7.7 (a), the initial schedule of the DAG 

is given, and its makespan is 8.725. At wall clock time 2, the performance of resource p3 changes 

from 1 to 4, and triggers a rescheduling. The rescheduling starts from TA5 which has the highest 

task rank, and then transfers to TA6, TA2, TA7, and TA8. Because p3 will give t2 an earlier finish 

time, TA2 migrates to p3, as does TA8 to p2, and the total makespan is reduced to 8.5, therefore the 

QoS of the schedule is improved.  
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TA Rescheduling Algorithm: 
 ti: the task carried by the TA holding the rescheduling token 
R: resource set 
Input: Rescheduling Token K 
Output: A new location the task ti should be assigned 
1. FOR every resource pk in R { 
2. Compute max(RT(tj, pk)) for every tj as a predecessor of ti according to Eq. (7.11);  
3. Probe resource pk for RRT(pk); 
4. Compute the earliest finish time of ti on pj, ECT(ti, pk) according to Eq. (7.8) and Eq. (7.9); 
5. } 
6. Select the resource p that achieves min(ECT(ti, pk)) for all k;  
7. Update the new schedule context, including the new location and finish time of ti, to the CA and ti’s 

successors and predecessors; 
8. Remove ti from the token passing sequence in K; 
9. Pass the token to the TA at the head of the sequence in K; 
10. The current TA reschedule migrates itself to p. 

 

Figure 7.6: The TA rescheduling algorithm 
 

Table 7.1: (a) Performance of Three Resources in Different Rescheduling Iterates.  
(b) Communication bandwidth between different resources. 

(a) 

(Re)scheduling Iterate p1 p2 p3 

Initial schedule 4 5 1 

First Reschedule 4 5 4 
(b)  

 p1 p2 p3 
p1 ∞ 1 2/3
p2 1 ∞ 1 
p3 2/3 1 ∞ 
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Figure 7.7: (a) Gantt chart (makespan=8.725) of the initial schedule of DAG in Figure 3.1 
using the initial resource performance given by Table 7.1 (a) and communication cost given 
by Table 7.1 (b) The result (makespan=8.5) given by rescheduling at clock time 2 when the 
performance of resource of p3 is changed.  

 

7.3.3 Experiments 

To evaluate the effectiveness of this rescheduling approach in the Grid circumstances, 

simulations are performed. The new approach is compared with the centralized AHEFT algorithm 

which is also HEFT based. Scheduling performance measured by the scheduled length ratio 

(SLR) of both approaches is compared in different parameter settings. 

In the experiments, three initial resource clusters are used. Each cluster consists of 10 

processing nodes connected by a LAN, and the resource clusters are connected by a WAN. The 

scale of this topology matches the realistic Grid computing infrastructure of HPCVL [128] 

operated by the alliance of six universities in southeast Ontario. The topology and initial 

parameters such as processing capacity, communication cost and load of each processor are 
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generated by GridG1.0 and TGFF [37] is used to generate DAGs submitted to the Grid..  

The experiments used the same configurations for parameters the average number of task 

(ATN) nodes in a graph, the ratio of the average degree of a task node to the total number of tasks 

(DTR), the computation-to-communication ratio (CCR) and the resource performance fluctuation 

factor (PFF) as those described in experiments presented in previous chapters. Additionally, a 

new parameter tested is the resource performance changing frequency (PCR) (a higher PCR 

causes more frequent rescheduling). 

With respect to the number of nodes in a task graph, 5 different average values are applied: 

20, 40, 60, 80 and 100. For each of these values, 250 graphs are generated. Figure 6.7 (a) 

illustrates the average performance of the AHEFT, the mobile agent based approach (MHEFT) 

and the original HEFT.  

The edge density is an important character of a graph, which indicates the communication 

volume among tasks. To describe the edge density, the ratio of the average degree of each task 

node to the total number of nodes in a graph is used in the experiments. Five different settings 

are tested: 0.05, 0.1, 0.2, 0.3 and 0.4. For each setting, 250 different graphs are also generated as 

well. Figure 6.7 (b) presents the simulation results.  

The other parameter contributing to the characteristics of a task graph is the CCR. In the 

experiment, the ratio increases from 0.5 to 10, and for each value 250 DAGs are generated as 

well. The results are given in Figure 6.7 (c).  
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To test the adaptability of the three scheduling policies to computational power fluctuation, 

five different values are assigned to the performance fluctuation factor: 20%, 40%, 50%, 60% 

and 80%. Each of these denotes the maximum allowed percentage of the full computation power 

drop in different time slots.  Simulation results are demonstrated in Figure 6.7 (d).  

 

 

            (a)                                                                                     (b) 

 
          (c)                                                                                      (d) 

Figure 7.8: (a) Average SLR with respect to different graph sizes (DRT=0.1, CCR=2, 
PFF=0.4 and PCR=0.06). (b) Average SLR with respect to different edge density (ATN=40, 
CCR=2, PFF=0.4 and PCR =0.06). (c) Average SLR with respect to different CCR 
(ATN=40, DRT=0.1, PFF=0.4 and PCR =0.06).  (d) Average SLR with respect to different 
levels of performance fluctuation (ATN=40, DRT=0.1, CCR=2 and PCR=0.06). 
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It can be observed from Figure 7.8 that the scheduling and rescheduling quality of MHEFT 

matches that of the centralized AHEFT, and both MHEFT and AHEFT perform much better than 

the static HEFT in all four test cases. The result shows that the distributed rescheduling approach 

can achieve equivalent performance of the centralized rescheduling approach in terms of 

minimizing the makespan of a workflow. Further, we claim that the distributed method is also 

efficient for a system-centric objective, and this is supported by the following experiment on 

throughput of the central workflow scheduler. 

 

 

Figure 7.9: The scheduler throughput with respect to different rescheduling frequencies. 

The throughput of the central scheduler indicates how many workflows it can accept and 

schedule in a given time. If the scheduler is frequently interrupted for rescheduling, its 

throughput will drop. In this experiment, we let the rescheduling frequency increase from 0.02 to 

0.1 and observed its impact on the throughput of different approaches. It can be seen from in 

Figure 7.9 that, as the frequency increases linearly, the throughput (the throughput value on the 

y-axis is a value relative to the throughput of the standard HEFT algorithm) of the centralized 
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AHEFT drops dramatically, but the MHEFT is only affected slightly, and the static HEFT is not 

affected at all. 

 

 

Figure 7.10: A sample four-way balanced parallel DAG generated by TGFF. 

 

Workflow graphs in the real Grid world usually have some unique characteristics. These 

include, for example, balanced parallel task chains, such as The Basic Local Alignment Search 

Tool (BLAST) [104], periodical fork and join structures, such as Electron Micrograph Analysis 

(EMAN) [71]. To test MHEFT more realistically, these characteristics of real Grid workflows 

need to be considered. In the experiments, parallel task chains that will join together at some 

node are generated. Figure 7.10 presents an example of a balanced parallel task graph, which has 

four parallel chains from the entrance task to the exit task. This is quite similar to the BLAST 

application. If a scheduling algorithm can deal with this kind of DAG well, it will also deal well 

with DAGs of EMAN, because an EMAN application can be looked as a serial combination of 

several such DAGs.  
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It can be observed from Figure 7.11 that the SLR of the regulated DAGs is smaller than 

random DAGs. That is due to the balanced nature of these regulated DAGs, which reduces the 

impact of heterogeneity of workflow graphs on scheduling results. In the regulated DAG test 

cases above, the scheduling quality of MHEFT is still adherent to the AHEFT and its system-

centric performance outperforms its peers (Figure 7.12).  

 

 

(a)                                                                              (b) 

 

(b)                                                                                   (d) 

Figure 7.11: (a) Average SLR with respect to different graph sizes (PW=30, CCR=2, 
PFF=0.4 and PCR=0.06). (b) Average SLR with respect to different number of parallel task 
chains (ATN=600, CCR=2, PFF=0.4 and PCR=0.06). (c) Average SLR with respect to 
different CCR (ATN=600, PW=30, PFF=0.4 and PCR=0.06). (d) Average SLR with respect 
to different levels of performance fluctuation (ATN=600, PW=30, CCR=2 and PCR=0.06) 
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Figure 7.12: The scheduler throughput with respect to different rescheduling frequencies. 

 

7.4 The Approach based on Stochastic Performance Modeling  

The approach introduced in this section shares the same goal of minimizing the schedule 

length of a workflow as a means to improve the QoS, and it is also a list heuristic having a 

ranking phase and a mapping phase. However, as the resource information is changed from 

deterministic prediction to non-deterministic formulation, the representation of parameters 

changes considerably.  

7.4.1 The scheduling algorithm  

First, the available performance of both computational nodes and network connections is 

stochastic and follows some probability mass functions (PMF). These functions can be obtained 

from Grid Information Services. Figure 3.5 presents an example of a PMF. The PMF of the 
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performance Pi 2 of a computational node pi is denoted as , and the PMF of the bandwidth 

Bi ,j of a network connection between pi and pj is denoted as , . It is assumed that for all 1≤ 

i, j≤ n, random variables Pi and Bi,j are independent.  

The completion time Fi,k (of task ti on resource pk) and the communication cost Di,j,k,l (for data 

transfer between task ti on resource pk and tasks tj or resource pl) also become two random 

variables that can be denoted as Eq. (7.12) and Eq. (7.13) respectively:  

 
k

i
ki P

q
F =,  (7.12)

 , , ,
,
,

 (7.13)

According to Eq. (7.12) and Eq. (7.13), Fi,k and Di,j,k,l are independent variables (since Pk and 

Bk,j  are independent), and the PMFs of Fi,k and Di,j,k,l, namely ,  and , , , , 

respectively, can be easily obtained from  and , .  

Now, the meaning of parameters avg_fi and avg_di,j used to compute the rank of a task in 

Eq. (7.3) also change as follows:  

 ))((_ ,ki
k

i FEAvgfavg =
(7.14)

 ))((_ ,,,
,

, lkji
lk

ji DEAvgdavg =
 (7.15)

Now, avg_fi is the average value of the mathematical expectation of Fi,k (denoted as E(Fi,k)) on 

each computational resource pk. Similarly, avg_di,j is the average value of the mathematical 

                                                      
2 As the performance is now a random variable, a capital letter is used to represent it in this section.  
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expectation of Di,j,k,l for every network connection pair pk and pl to which ti and tj could be 

mapped respectively. According to Eq. (7.3), the rank value of a task is actually an estimate of 

time consumption, which is from the start time of ti to the completion time of the whole 

workflow, based on the average expected performance of computational resources and network 

connections. Once the ranks of tasks are known, the scheduler will put the tasks in a queue in a 

non-ascending order (ties are broken randomly).  

In the mapping phase, the scheduler will fetch unscheduled tasks from the head of the priority 

queue formed in the ranking phase and map it to a selected resource. Since the priorities are 

computed upwards, it is guaranteed that a task will always have a higher priority than all of its 

successors. Therefore, it will be mapped before any of its successors. This ordering eliminates the 

case that a successor task occupies a resource while its predecessor is waiting for that resource so 

that deadlocks can be avoided. For tasks that are not related with each other, this approach lets 

those farther from the exiting task get their resource allocation earlier, which will in turn give 

them a greater chance of starting earlier and produce a shorter makespan.  

If the resource performance is deterministic, a popular and easy way to schedule a task in a 

heterogeneous environment is to choose the resource that can complete that task the earliest, as do 

the HEFT and PFAS algorithms. However, in the scenario in this section, if only the best 

performance of a resource is considered, the schedule may suffer a long makespan in the real 

world due to the small probability of this performance being achieved. To overcome this 
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difficulty, the mathematical expectation of the random performance can be used, as was done in 

the ranking phase. However, in a non-deterministic system, only providing an estimated mean 

value might not be sufficient, because the real situation might be quite different. From the users’ 

point of view, more attention may be given to the possibility of achieving a certain performance 

other than a given static mean value. Therefore, a flexible and adaptive way is to allow the user to 

provide a QoS requirement to guide the resource selection phase. To simplify the presentation, a 

binary mapping function M (ti, pk) is defined in Eq. (7.16): 

 
⎩
⎨
⎧

=
                  otherwise  0

   tomapped is  if   1
),( ki

ki

pt
ptM  (7.16)

Although the earliest start time EST(ti, pk) of a task ti on a resource pk follows the same 

equation as Eq. (7.9), now EST(ti, pk), the data ready time DRT(ti, pk) and the resource ready time 

RRT(pk) are all random variables. Similarly, DRT(ti, pk) can still be expressed by Eq. (7.10), but 

RT(tj, pk), which is the ready time of the intermediate result from tj to ti, and tj∈pred(ti) has a 

different representation as Eq. (7.17) shows:  

 1),(,1),(|)()(|),( ,,, ==+=∈ kiljklijjijkj ptMptMDtCTtpredtptRT  (7.17)

CT(tj) is the completion time of tj, pl is the resource to which tj is mapped, and Dj,i,l,k is the 

intermediate result transfer time from pl to pk.  

As all tasks mapped to the same resources will be executed sequentially, the resource ready 

time RRT(pk) is determined by the completion time of the last task in the job queue of pk. If t′q be 

the last task in pk’s job queue currently, then RRT(pk) can be denoted as 
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 )'()( qk tCTpRRT =  (7.18)

It should be noted that t′q is not necessarily a member of tasks in the current workflow, that is 

to say, t′q may not be a predecessor of ti. It could be any task belonging to any user sharing the 

same resource. The scheduler only needs to know the PMF of CT(t′q) from the resource 

information service.  

Finally, the estimated completion time ECT(ti, pk) of ti on pk is given by  

 kikiki FptESTptECT ,),(),( +=  (7.19)

To achieve a small makespan, we need to know the PMF of ECT(ti, pk), which depends on 

the PMF of CT(tj), RT(tj, pk) and DRT(ti, pk). Since all predecessors of ti have been scheduled by 

the time ti is being scheduled, the PMF of CT(tj) is already known (see Eq. (7.27)), so is the PMF 

of RRT(pk). According to probability theory, the PMF of the sum of two independent discrete 

random variables is the discrete convolution of their PMF. Therefore, according to Eq. (7.17), 

the PMF of RT(tj, pk) can be expressed as:  

 )()()( ,,,,

0
ixPFiPFxPF klijjkj D

x

i
CTRT −=∑

=

 (7.20)

Now, we come to the hard part of the problem--how can the distribution of the data ready 

time of ti on pk, DRT(ti, pk) be obtained? As it is shown in Eq. (7.10), DRT(ti, pk) relies on the last 

data transmission from tj which is a predecessor of ti. Ideally, ∀tj, tj′ ∈ pred(ti), tj and tj′ are 

independent. However, this may not be the case. Even when tj and tj′ are not directly connected 

by an edge, they may still be related if they are scheduled to the same computational site or they 
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have the same ancestors. For example, in Figure 3.1, t2 and t3 have the same parent t1. Although 

t2 and t3 have no precedence orders between them, their start time cannot be independent because 

they both are restricted by the finish time of t1. Such correlation impedes the application of 

probability theories which only hold under the assumption of variable independence. As the 

execution time Fi,k and data transmission time Di,j,k,l are independent, they can be looked at as 

“element” variables and we are able to get the distribution of random variables which are the 

sum of Fi,k and Di,j,k,l, just as was done in Eq. (7.20). The finish time of the intermediate result 

transmission from tj to ti on pk, RT(tj, pk), tj∈pred(ti) is such a “compound” random variable.  

However, when the maximum operation is applied to these summed-up random variables, the 

distribution function of RT(tj, pk) will not be helpful because RT(tj, pk) and RT(tj′, pk) may not be 

independent. We have to go back to the distributions of element random variables and enumerate 

all different possibilities. Unfortunately, as the scheduling goes deeper into the task graph, there 

will be more alternative paths from the entry node to the current node and these paths will 

become longer. Thus, more and more element variables will be involved in the compound 

variables. The time complexity of enumerating all possibilities will be exponential (suppose 

there are N such element variables and each has η possible values, the cost will be O(ηN )). To 

avoid such huge time consumption, an approximation is provided.  

By probability theory, the probability distribution function (also known as the cumulative 

distribution function (CDF)) of the maximum value of a set of independent variables is the 
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product of the probability distribution functions of these variables. To avoid the exponential 

computational cost, this theory is applied to the current scenario, even though independence 

cannot be guaranteed. This approximation does not change the range of a random variable’s 

distribution, but only affects the probabilities of different values. Let , , ,  and 

,  be the CDF of EST(ti, pk), DRT(ti, pk), and RRT(ti, pk), respectively. The following 

equation can be obtained according to Eq. (7.9):  

 )()()( ,,, xCFxCFxCF kikiki RRTDRTEST =  (7.21)

Similarly, the ,  can be obtained from Eq. (7.22). 

 )(,...,|)()...()( ''
1),(),( ''

1
, imptRTptRTDRT tpredttxCFxCFxCF

kmkki ∈=  (7.22)

For discrete random variable X, its CDF CF(x) can be obtained from its PMF PF(x) by Eq. (7.23): 

 ∑
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(7.23)

On the other hand, if CF(x) is known, the PMF PF(x) can also be obtained as 

 )()()( 1−−= iii xCFxCFxPF  (7.24)

By Eq. (7.23) the CDF of RT(tj, pk), , , can be acquired using the results from Eq. (7.20), 

as can the CDF of RRT(ti, pk). The PMF of DRT(ti, pk) can be obtained from Eq. (7.20), Eq. (7.22) 

and Eq. (7.24). Following the same procedure, the PMF of EST(ti, pk) can be obtained, which is 

denoted as PFESTi,k(x). According to Eq. (7.19), the PMF of ECT(ti, pk) can then be expressed as:  

 )()()( ,,,

0
ixPFiPFxPF kikiki F

x
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Let ,  be the CDF of ECT(ti, pk), then ,  can be obtained from the PMF given in 
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Eq. (7.25).  

Now, given a QoS guidance Q as a percentage number, the scheduler will first find a value T 

in the CDF of ECT whose cumulative probability is greater than Q (Figure 7.13). Let ect(ti, pk)l be 

the lth possible value of ECT and ρl be its probability, then the mathematical expectation of 

values to the left of T (including T itself), which is denoted as R(ti, pk), can be calculated by Eq. 

(7.26). By this means, it will cover at least the lower Q percent set of the ECT value distribution.  

 ∑
≤

=
Tptect

lkilki
lki

ptectptR
),(

),(),( ρ  
(7.26)

The scheduler then chooses the lowest value of all R(ti, pk), R(ti, pk′), and maps task ti to pk′. At 

this point, the PMF of CT(ti) can be known as  

 )()( ', xPFxPF kii ECTCT =  (7.27)

 

 
Figure 7.13: An example of CDF (A) and PMF (B) of EST. Given the QoS requirement Q, 
the ceiling point is the left end of the first CDF interval above Q. Only ECT instances and 
their probabilities left to the ceiling point (shading bars in (B)) are considered when the 
scheduler selects a resource for the current task. 
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When the exiting node tv of the whole graph is scheduled, the algorithm will stop. From the PMF 

, we can determine the probability of different makespans of the workflow. The pseudo 

code of the above procedures is given in Figure 7.14.  

 
Algorithm QoS_Guided 
Input: G, Q, PMF  and , , 1≤i, j≤n. 

Output: a schedule of G to p1, …, pn.  
1. Compute rank of each task in G, using Eq. (7.3), and order the tasks into a queue J in non-ascending 

order of their ranks.  
2. WHILE (J is not empty){  
3. Pop the first task t from J; 
4. FOR every resource p{ 
5. Compute PMF of RRT(p) ; //Eq. (7.18)  
6. FOR every t′∈pred(t) 
7. Compute PMF of RT(t′, p);// Eq. (7.20)  
8. Compute PMF of DRT(t, p);//Using results of Line 7,Eq. (7.22) and Eq.(7.24).  
9. Compute PMF of ECT(t, p); // Eq. (7.25)  
10. Compute R(t, p), using Q and PMF of ECT(t, p); //Eq. (7.26)  
11. } 
12. Find the resource p′ that R(t, p′) = min(R(ti, pk)) and insert t to the job queue of p'; 
13. } 

 

Figure 7.14: Pseudo code of the QoS guided workflow scheduling algorithm. 
 

7.4.2 Experiments 

The experiment setup is similar to that in Section 4, using the same simulation tools and 

having two sets of task graphs. One set is randomly generated and the other has balanced task 

chains. In each experiment, five groups of task graphs are used, which have 40, 80, 160, 320 and 

640 tasks nodes, respectively. For simplicity, other parameters of task graphs, such as CCR, are 
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not specified, but generated at random. To each task graph group, the HEFT algorithm and the 

QoS guided algorithms are applied. For the HEFT algorithm, the mathematical expectation of the 

resource performance is applied. For the QoS algorithm, two QoS values are applied: 80% and 

50%, which are respectively denoted as QoS 1 and QoS 2 in Figure 7.15 ~ Figure 7.18.  

The results of experiments on randomly generated graphs are presented in Figure 7.15 and 

Figure 7.16. In Figure 7.15, the resource performance follows a uniform distribution. It can be 

observed that the performance of all algorithms decreases as the number of tasks in a workflow 

increases. Due to the nature of these heuristic algorithms, the longer the critical path in a graph, 

the more cumulative errors they will make when computing the priorities of tasks, and the higher 

the probability that they will chose sub-optimal mappings.  

In Figure 7.15, QoS 1 achieves the best performance among the three stategies. The HEFT 

algorithm yields QoS 1 with a small margin and is closely followed by QoS 2 which uses 50% as 

the selection criterion. In Figure 7.16, the HEFT and QoS 1 almost get the same results while the 

performance of QoS 2 is significantly degraded. Filtering the 20% worst performance cases out 

in a uniform distribution, the expected performance can be improved noticeably, and the 

resources selected by these means will have a good chance (with a probability of 80%) to get a 

better performance than the mean value which is used by the HEFT. This explains why QoS 1 

can perform better than HEFT does in Figure 7.15. On the other hand, as the QoS 2 set the 

selection criterion as a probability of 50%, it may cut too much of the random domain and 
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therefore suffer a higher probability of inaccurate estimate in reality. The shortcoming of a too 

optimistic criterion (low QoS value) is even more obvious in Figure 7.16, where the resource 

performance follows a normal distribution. In this kind of distribution, the mean value of a PMF 

happens to be the one that has the highest probability. Therefore, the HEFT algorithm can 

perform well in this situation.    

 

Figure 7.15: Simulation result of uniform performance distribution  
and random generated graphs. 

 

 

Figure 7.16: Simulation result of discrete normal distribution of 
 performance and random generated graphs. 
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Figure 7.17: Simulation result of uniform performance distribution 
 and multi-parallel-way graphs. 

 

 

Figure 7.18: Simulation result of discrete normal distribution of performance 
 and multi-parallel-way graphs. 

 

Figure 7.17 and Figure 7.18 show the results of task graphs having multiple balanced parallel 

task chains. The three scheduling approaches present similar behaviours as they do in the 

previous experiments. The performance of the HEFT algorithm is still the best in the normal 

distribution. QoS 1 performs close to HEFT and QoS 2 suffers from its too optimistic resource 

selection criterion. It is worth to note that, in all cases, the SLR is shorter compared with the 

results in Figure 7.15 and Figure 7.16. This is due to the balanced structure of the task graphs, 

which makes the length of all paths from the starting task to the exiting task roughly identical so 
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that the probability of sub-optimum task ranking decreases.  

7.5 Summary  

In this chapter, two approaches to tackling the QoS problem under the workflow scheduling 

context are discussed. It should be noted that, the two algorithms presented in this chapter do not 

incorporate specific QoS criterions into their objective functions. However, we can easily extend 

them to this end. For example, the rescheduling algorithm can be modified in such a way that a 

reschedule can be activated by a missing of predefined deadline. It is also worth of noting that 

these two approaches are dramatically different from each other. The rescheduling approach acts 

only if abnormal situations are observed, while the probabilistic algorithm takes the possibilities 

into account prior to scheduling. 
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Chapter 8 
Conclusions and Future Trends 

 

This work focuses on workflow scheduling algorithms in the Grid scenario. New challenges 

are discussed, previous research in this realm is surveyed, and novel algorithms addressing the 

challenges are proposed and tested. The contribution lies in the following aspects:  

A taxonomy is given for task scheduling algorithms in the Grid. Unlike classic taxonomies 

for the same problem in traditional systems, the one proposed tries to capture some unique 

characteristics presented by the scheduling problem in the Grid, such as combinational objective 

functions, ways to tackle performance fluctuation and data scheduling. For each category, some 

examples are introduced to form a basic view of the current research state. As scheduling 

algorithms are closely relevant to specific system and application models, it is hard to make a 

comprehensive survey on the overall spectrum and discuss them within a uniform framework. 

The purpose of the survey is to convey an overview of previous research outcomes in this realm 

and identifying new research problems. 

Based on certain application and resource models, a series of scheduling algorithms are 

proposed. These algorithms deal with different characteristics of the Grid environment, namely, 

performance fluctuation, data and computation separation, hierarchical and clustering topology, 

and QoS requirements.   

Instead of using a static task ranking approach that is usually applied once at the beginning of 

a DAG scheduling algorithm, the PFAS algorithm updates task ranks and constructs the critical 

path dynamically in the scheduling procedure according to the change in performance of 

available resources. PFAS also adopts a look-ahead approach to assign a critical task. This allows 
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it to overcome myopic decisions made by the earliest complete time criterion that is used by 

many other scheduling algorithms. Experiments show that the scheduling performance, measured 

in makespan, benefits from both techniques. Simulation results also show that PFAS is adaptive 

to different task graphs and resource topology settings. Its overall performance is much better 

than that of the HEFT algorithm, which is a powerful DAG scheduling algorithm designed for 

heterogeneous computational environments.  

The JDCS algorithm inherits the techniques presented in the PFAS algorithm, and considers 

one more class of workflow scheduling in the Grid, that is raw input data preloading and limited 

data storage capacity on computational resources. Experiments and analysis verify the 

effectiveness of JDCS under different system and workflow settings and support the basic 

motivation for this research. Both PFAS and JDCS are list heuristics algorithms, which run at low 

time cost, however, they suffer from a heavy dependency on the accuracy of performance 

prediction, which is a challenging problem in the Grid environment. As an answer to this 

drawback, QoS consideration is also a part of this research.  

In Chapter 5, both the PFAS and JDCS algorithms are combined with DAG partition 

algorithms (AWS and GP) to form a two-phase scheduling approach. The first phase operates on 

the global Grid layer using graph partition algorithms to create workflow partitions and map 

partitions to resource clusters in coarse-granularity. At the resource cluster layer, the second 

phase performs fine-grain task-to-resource mapping. Experiments show that this scheme 

outperforms the local scheduling strategy and approaches the performance of global scheduling 

strategies in the whole Grid level. It achieves this in the absence of the knowledge of detailed 

information on every resource and does not require management right for every resource at the 

global Grid level.  
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Scheduling algorithms in heterogeneous parallel and distributed systems are tightly coupled 

with system models. During the same period of this research, new system modeling approaches 

emerged to fit the real practices better. For example, Benoit et al. [11] present a method that is 

able to quantitatively model the network bandwidth allocation and contention among tasks 

concurrently running and communicating over multiple computational resources. They also 

consider the case in which computational nodes may fail and therefore, and as a response, 

statically equip the schedule with a fixed degree of fault-tolerance. These considerations have a 

very significant impact on the behavior and outcome of list scheduling algorithms and are 

different or absent from those in this research. Although their work is not Grid-oriented, it would 

be very interesting in the future to investigate how to incorporate these features into this field.  

In Chapter 7, two approaches that can improve the quality of workflow scheduling in the Grid 

are introduced. Compared with other current proposals, the main contribution of the mobile-agent 

based approach lies in: 1) different from current centralized implementation of Grid rescheduling, 

this approach adopts a distributed way, which reduces the burden on the main scheduler and 

reacts more quickly to unpredicted resource performance fluctuation; 2) this approach produces 

reschedules equivalent with those made by static heuristic workflow scheduling algorithms, a 

feature that has not been obtained by current mobile-agent based job scheduling approaches in the 

Grid. According to simulation results, rescheduling is an effective way to tackle the difficulties 

brought by dynamic performance fluctuation in the Grid environment, without losing the merits 

of static scheduling. Compared with similar centralized rescheduling scheme addressing the same 

problem, this approach can achieve better performance at both system and application levels.  

The discussion in this research only considers the rescheduling of computational tasks. Future 

research should improve current approaches to include data access rescheduling. At the same 
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time, more heuristics need to be studied, besides HEFT, on which a rescheduling algorithm can 

be based. The rescheduling approach does not put constrained QoS requirement, such as the 

deadline of a task, into consideration, although it has the ability to shorten the makespan. 

Improvement can also be made to make it workable in the constrained QoS scenarios in the 

future.  

In the stochastic performance modelling based approach, a QoS guided workflow scheduling 

algorithm is introduced and evaluated. The algorithm can be applied in the Grid computing 

scenarios, in which resource performance is not deterministically predicted, but formulated by 

probability functions. The contribution of this research is twofold. First, an approximation 

scheme to obtain the PMF of the makespan of a workflow is presented in detail. As the 

probabilities of different completion times are known, more sophisticated algorithms can be 

easily developed (although, this is not covered in this research). For example, if the deadline to 

finish a workflow is given by the user, the scheduler will be able to tell the probabilities of 

meeting the deadline in different schedules and then react accordingly. This is very important, as 

SLA is becoming a popular way for resource allocation in the Grid. Second, the proposed 

algorithm uses a QoS guidance to find the task-to-resource mapping, and the effects of different 

QoS settings in different resource performance distributions are tested. Future work may include 

developing new algorithms that consider SLA scenarios and testing the QoS guided method with 

more probability distribution functions. Although only discrete random variables are used to 

depict Grid resource performance, the same approach can be extended easily to the case where 

continuous variables and probability distribution functions are applied. To my knowledge, static 

workflow scheduling on the stochastic resource performance model has just emerged and much 

work needs to be done. For example, new approaches may be designed to find better 
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approximations of the distribution functions. Similarly, different task-to-resource mapping 

schemes can be applied and tested experimentally. 
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Appendix A 
Simulation Setup 

The experiments related with this research are done by simulation. The simulator has three 

major components: the Grid generator, the workflow generator and the simulation engine.   

The Grid generator is based on the GridG1.0 toolkit. GridG itself is based on a network 

topology generator called Tiers. Given the number of routers and computational nodes in a Grid, 

GridG will return a topology configuration file as follows.  

 
ROUTER 0 720 3440 0 7 2 
ROUTER 1 992 3896 1 6 2 
…… 
HOST 5 1029 3905 2 1 500 128 80 IA32 WIN2K Microsoft 0.2 
HOST 6 1061 4079 2 1 2200 512 40 IA32 WIN2K Microsoft 3 
……. 
LINK 0 1 0.12 1000 0 1 3 
LINK 0 2 0.08 1000 0 1 3 
 
 

There are three types of entries in this file: ROUTER, HOST and LINK. These entries 

describe a topology configuration graph. 

A ROUTER entry specifies a router with its ID, coordinates (for visualization purpose in 

some graph software only, not relevant to the simulation in this thesis), network type (WAN, 

MAN or LAN), switching power, and outgoing degrees. A HOST entry specifies a computational 

resource ID, its coordinates, the type of network it is connected to, the number of processors it 

has, frequency (Mhz) of these processors, memory size(Mbytes), storage size(Gbytes), 

architecture and operating system, and load factor. A LINK entry specifies a network connection 

between a hosts and a router, the latency of the connection (second), the bandwidth 

(Mbits/second), network types of the host and the router, and the link state.  

From such a file, the Grid generator will construct a virtual resource topology graph. The 
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computational power of a resource equals to the number of processors times the processor 

frequency. The virtual graph is constructed through the information given by the LINK entries. 

Unlike the original topology graph, the virtual graph is a fully connected graph in which nodes 

are the HOST entries in the topology configuration file and an edge from one node to another 

presents a communication path between these two nodes in the original topology graph. The 

weight of an edge in the virtual graph is the reciprocal of the minimum bandwidth of the LINK 

entries along the communication path in the original topology graph. This weight will be used as 

the communication cost between the two computational resources by the simulation engine. 

According to the location of the two nodes of a virtual edge in the original topology graph, i.e., 

they are in the same LAN or not, the Grid generator can determine the type of the edge, i.e., it is a 

remote connection or a local one.  

Once computational power of resources, the communication costs along an edge and the edge 

type are calculated, the simulator can adjust the values according to different parameter 

configurations, such as different computational or connection heterogeneity factors, remote-to-

local communication cost ratios and load factors.  

The workflow generator is based on TGFF. A workflow graph produced by TGFF is 

presented in the following format.  

@TASK_GRAPH 0 { 
 TASK t0_0 TYPE 11  
 TASK t0_1 TYPE 9  
 TASK t0_2 TYPE 1  
         …… 
 ARC a0_0  FROM t0_0  TO  t0_1 TYPE 5 
 ARC a0_1  FROM t0_0  TO  t0_2 TYPE 8 
 ARC a0_2  FROM t0_0  TO  t0_3 TYPE 49 
} 
 
@COMPUTATION 0 { 
# type    exec_time 
      0     34.1654 
      1     48.8591 
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      2     47.4322 
} 
@COMMUNICATION 0 { 
# type    exec_time 
      0     34.1654 
      1     48.8591 
      2     47.4322 
} 
 

A TASK_GRAPH entry presents the ID of a workflow graph.  A TASK entry describes the 

ID of a task and the type of that task. Each type is associated with a certain computational cost 

given in the COMPUTATION section. An ARC entry, which represents a directed edge in a 

DAG, presents a precedence relationship between the FROM task and the TO task. An ARC also 

has a type whose cost is given in the COMMUNICATION section.  

The simulation engine takes the two files described above as the input. It creates a job queue 

for each computational resource. The scheduler, which can run different scheduling algorithms as 

plug-ins, will map tasks in the workflow graph to the computational resources. The tasks are 

inserted into the job queues in an order decided by a certain scheduling algorithm. Once the 

scheduling is done, the simulation engine will calculate the “real” start and completion time of the 

tasks in the job queues and obtain the makespan of the whole workflow. As it is explained in the 

thesis, the start time of a task is determined by the ready time of its input data, which is in turn 

determined by the completion time of its predecessors and the intermediary data transmission 

time. The completion time is determined by the start time and the execution time. Given different 

parameter configurations, the simulation engine can simulate the execution time and data 

transmission time in various ways. For example, it can change the performance of a resource in 

different time slots according to the value the performance fluctuation factor.   


