
  

SEASONALITY OF INFLUENZA:  

AN INVESTIGATION USING TIME SERIES, SPECTRAL ANALYSIS & 

EPIDEMIOLOGICAL MODELS 
 

 

 

by 

 

Claire Boteler 

 

 

 

 

A thesis submitted to the Department of Mathematics & Statistics 

In conformity with the requirements for 

the degree of Master of Science  

 

 

 

 

 

Queen’s University 

Kingston, Ontario, Canada 

December, 2017 

 

Copyright ©Claire Boteler, 2017 



 ii 

Abstract 

Influenza is an infectious disease. Its seasonality is commonly modeled focusing on the yearly cycle. The 

log transform of pneumonia and influenza mortality data from the United States from 1910 to 2015 

showed an approximate 30 year recurring pattern. The data were analyzed in the time domain and then in 

the frequency domain using the multitaper spectrum estimation method. Significant frequencies were 

identified using the F-test and confirmed by the presence of distinct square peaks in the spectrum plot. 

This monthly sampled data identified long-term trends at 136 year, 14 year, 11 year and 7.5 year periods 

as well as high frequencies of 2, 3, 4 and 5 c/y. These intriguing results led to the analysis of influenza 

incidence data from the United States, United Kingdom, Australia and Japan. Simulated data was 

generated from a susceptible-infected epidemiological model with the contact rate of influenza 

transmission set to a one-year period. It was also modified to include multiple periodic terms that were 

identified as significant in the collected datasets. After comparing the spectral results of the collected and 

simulated data, similarities were easier to notice and interpret. Spectral analysis identifies frequencies that 

contribute to the variations in the data.  These frequencies could have individual biological significance 

and/or aid in the attempt to represent the data that are non-sinusoidal by summing their sinusoids.  The 

high frequencies are most likely harmonics of the yearly cycle, where 2, 8 and 9 c/y are recommended to 

be considered in inclusion in multi-term periodic models. Simulations presented the opportunity to 

compare the effect of sampling rates and data length on the spectral results. It is recommended to use 

weekly sampled data of at least 30 years. The results from investigating influenza morbidity and mortality 

data in the frequency domain aid to better understand the patterns of the data, which can be used to 

improve forecasting of influenza data.  

 

_________________________ 

 This work is licensed under a Creative Commons Attribution 4.0 International License. 
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Preface 

Prepare yourself for the exciting oscillations discussed in “Seasonality of Influenza: An 

Investigation Using Time Series, Spectral Analysis & Epidemiological Models.” This thesis1 was written 

as part of requirements for completion of an MSc in Statistics from Queen’s University.  

Inside this thesis, we explore the patterns of those who were ill and those who have passed due to 

influenza in the last century. The research seemed to oscillate as much as the data, between interesting 

and puzzling findings, and generated more questions than answers. I have learnt a lot about investigating 

data using statistical methods, creating infectious disease models, interpreting results, and how to stay 

organized with hundreds of plots.  This experience has helped me grow as a researcher.  

I would like to thank my supervisors David J. Thomson and Troy Day for their guidance and 

support. To two researchers for their assistance in acquiring data used in this analysis, thank you to David 

Earn, who helped me acquire data from the International Infectious Disease Data Archive at McMaster 

University, and Ayako Sumi, who helped me acquire the data from the Statistics of Communicable 

Disease in Japan, and data from the Infectious Diseases Weekly Report Japan. I would also like to thank 

my colleagues, notably David Riegert, for discussing coding queries and puzzling results.  

I hope you enjoy reading this thesis but first, to get into mindset of a researcher investigating 

influenza, I encourage you to read on the next page the humorous and eloquently written abstract from 

“The Molecular Epidemiology of Influenza” by E. D. Kilbourne (1973). 

 

Claire Boteler 

Kingston ON, December 8th, 2017 

                                                        
1 This document and the research described within were created without the use of coffee. 
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Chapter 1 

Introduction 

Influenza is an infectious disease. Its periodic patterns are commonly modeled focusing on a yearly cycle. 

This represents the high incidence and mortality rates in the winter and the low rates in the summer that 

people experience. If a region experiences higher than normal mortality rates for multiple consecutive 

weeks then that winter will be called an epidemic. Influenza pandemics occur when there is a new 

mutation of the virus (Lin et al. 2003). Since people have little or no immunity to it, the virus spreads 

quickly across a local population, and then globally around the world. In the last century there have been 

4 pandemics; the worst one was the 1918 Flu Pandemic which killed more people world wide than in 

combat during World War I (Billings 1997).  Influenza has infected the population with a large range of 

severity over the past century. Thus there is a need to investigate the occurrence of influenza to see if 

there were any hidden patterns in influenza incidence and mortality data that may be beneficial to 

consider in future analysis or forecasting.  

 

Influenza is transmitted by particles in the air and its transmission is affected by the climate (Metcalf et al. 

2017), most notably by the seasonal changes of temperature and absolute humidity (Shaman et al. 2010), 

(Deyle et al. 2016). Annual maximums for influenza mortality data occur each year in the winter. The 

timing of when these winter peaks occur for individual states across the United States were compared to 

the peaks found in a dataset containing influenza mortality data for the entire country. The winter peaks 

from individual states were between 2.7 and 8.4 weeks different than the national’s winter peak (Viboud 

et al. 2006). The geographical spread of influenza is locally influenced by the adults travelling to work 

(Viboud et al. 2006) and on a larger scale by air travel (Brownstein, Wolfe, and Mandl 2006). In 2001 the 

Unites States experienced a significant reduction in air traffic volume. The following winter peak was 2 

weeks later when compared to other countries and years that did not have a significant decrease in air 

travel its previous year (Brownstein, Wolfe, and Mandl 2006).  



 2 

 

The influenza virus evolves over time due to two mechanisms: antigenic drift and shift (Webster 1998). 

Antigenic drift is when the virus’ DNA has a minor mutation, but overall is classified as the same strain. 

This mutation generally occurs on a yearly cycle (Lin et al. 2003). Antigenic shift occurs when there is a 

major mutation of the virus’ DNA, thus creating a new strain. Individuals will have little or no immunity 

to the new strain. Depending on how virulent it is the new strain could give rise to a local epidemic or a 

global pandemic. In the last century, there have been four pandemics: 1918 (H1N1), 1957 (H2N2), 1968 

(H3N2) and 2009 (H1N1), where H1N1, H2N2, and H3N2 are all subtypes of influenza type A.  Each 

pandemic occurred suddenly and spread very quickly around the world. It used to be said that this occurs 

every 10 to 15 years (Davenport 1982), however antigenic shifts are now are believed to occur at 

unpredictable times (Treanor 2014). Unfortunately, pandemics are considered random events and so the 

next one cannot be predicted (Cox and Subbarao 2000). However, an analysis comparing the 1918 and 

2009 strains at the amino acid level found them to be very similar. They are so similar that after being 

exposed to one, a person will be protected against the other (Wei et al. 2010).  As well as influenza type A 

with three subtypes that infect humans, there is also influenza type B with two types. Cases of influenza B 

contribute to the yearly influenza epidemics, however it does not cause pandemics as it does not undergo 

antigenic shifts (Earn, Dushoff, and Levin 2002). 

 

In 1977 there was a ‘pseudo’ pandemic of the H1N1 strain that spread around the world quickly but it 

only infected the younger population of those less than 25 years old as the older adults still had immunity 

from when H1N1 was last in circulation (Edwin D. Kilbourne 2006). It has been suggested that the cause 

of this ‘pseudo’ pandemic was that of a lab accident, releasing a stored version of the H1N1 virus that was 

in circulation from 1918-1957 (Earn, Dushoff, and Levin 2002), (Edwin D. Kilbourne 2006).  Prior to 

1977, only one subtype of influenza A was in circulation at a time, with a pandemic initiating the transfer 

of circulating strain in the population. However since 1977, H1N1 and H3N2 have been in co-circulation 

(Earn, Dushoff, and Levin 2002). 
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Several methods exist for analyzing influenza incidence and mortality data, where the choice will vary 

based on the focus of the research. Common methods include time series analysis with seasonal 

autoregressive integrated moving average (ARIMA) (Quénel and Dab 1998), spectral analysis (Sumi et 

al. 2011) and susceptible-infected epidemiological models (Dushoff et al. 2004), (Axelsen et al. 2014), 

(Deyle et al. 2016). Influenza models often include a seasonal component consisting of a single sinusoid 

with frequency of 1 cycle/year (Simonsen et al. 1997). For a short time interval where the analysis is 

focusing on a few years around a pandemic, this could be sufficient. Serfling (1963) analyzed excess 

pneumonia and influenza mortality data and his equation that accounted for seasonal variation had one 

Fourier term with a period of one year. He did an analysis of variance to determine how many Fourier 

terms should be used, and it resulted in one term being sufficient (Serfling 1963). In other work, Allard et 

al. (2012) removed the seasonal trend from data using sinusoidal terms with periods of one year up to its 

6th harmonic.  Depending on the data and the research question, one Fourier term may be sufficient.  

 

The investigation of patterns in influenza data using statistical methods of time series and spectral 

analysis is the focus of this research. This could highlight periods other than the yearly cycle that may be 

beneficial to consider in future analysis or forecasting.  

 
 
  



 4 

Chapter 2 

Influenza Data & Spectral Methods 

This thesis focuses on the analysis of influenza periodic patterns. In order to gain a broader 

understanding, multiple datasets were investigated using spectral analysis tools. In this chapter, first the 

datasets will be introduced including the process used to prepare them for analysis, such as dealing with 

missing points and combining datasets. Second, an overview of spectral analysis and the equations used 

will be provided.   

 

2.1 Introduction of Data 

 

This investigation of influenza started with one dataset and has grown to an analysis and comparison 

between 12 different datasets. They contain influenza morbidity or mortality counts from the United 

States, United Kingdom, Australia and Japan. Table 2.1 summarizes each of the datasets, while the 

following descriptions extend this information, including the motivation for its analysis. The references 

for the datasets use the number format, and are given at the end of this chapter. 

 

Fludata1 represents the monthly mortality counts due to pneumonia and influenza in the United States 

from January 1910 to December 1998. This was the first dataset to be analyzed. A pattern in its time 

series plot led to the desire to have a dataset that covered a longer time period. This resulted in acquiring 

Fludata2, which extended the initial dataset to 2015. Fludata2 contains the weekly mortality counts due to 

pneumonia and influenza that were voluntarily reported from 122 large cities in the United States from 

January 1996 to December 2015. It was assumed that this data is proportional to the country’s total 

mortality counts and thus representative of the overall pneumonia and influenza mortality trends.  
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Table 2.1 Summary of Influenza Datasets. 

Name Location Sampling Rate Time Span Data Type # Missing 
Values Source 

Fludata1 US Monthly 1910 - 1998 PIM counts 0 [1] 

Fludata2 US Weekly 1996 - 2015 PIM 0 [2] 
Fludata2.LA Los Angeles Weekly 1996 - 2015 PIM 144 [2] 
Fludata2.NY NY City Weekly 1996 - 2015 PIM 11 [2] 
Fludata2.S Seattle Weekly 1996 - 2015 PIM 43 [2] 
FludataC US Monthly 1910 - 2015 PIM 0 [1], [2] 
FludataCP US Monthly 1910 - 2015 PIM/Pop 0 [1], [2], [6] 
FludataJm Japan Monthly 1948 - 1998 Flu cases/Pop 0 [3] 
FludataJ Japan Weekly 1987 - 2016 Flu cases/Pop 0 [4] 
FludataUS US Weekly 1997 - 2016 Flu cases 140 [5] 
FludataAus Australia Weekly 1997 - 2016 Flu cases 15 [5] 
FludataUK UK Weekly 1997 - 2016 Flu cases 125 [5] 
 

Weekly influenza mortality counts for Los Angeles, New York City and Seattle were available from the 

same source as Fludata2 and chosen so comparisons of North vs South and East vs West could be 

performed. Fludata1 contains no missing values, however in the first publication that used the data (Earn, 

Dushoff, and Levin 2002), it was noted that mortality prior 1934 is considered an underestimate. Fludata2 

did not have any missing values, but despite having the same source, the data from the individual cities 

did contain missing values. Of 1044 points per dataset, New York City had 11 missing values, Seattle had 

43 missing values and Los Angeles had 144 missing values. These will be discussed further in section 

2.1.1. The missing data points rarely occurred at corresponding weeks, and since the time series plot of 

Fludata2 showed no unusual outliers, it is assumed that the validity of the data in Fludata2 is not 

compromised and accurately represents the patterns of influenza mortality.  

 

FludataC is the result of combining Fludata1 and Fludata2, resulting in monthly mortality counts from 

January 1996 to December 2015. In order to combine these two datasets, they needed to be converted to 

the same sampling rate. After multiple attempts, the best method for these datasets was as follows:  

1. Divide the weekly counts of Fludata2 into 7 equal days, then sum the daily counts into months of 

the appropriate number of days for their respective calendar date. 
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2. There were three years of overlap between the datasets, January 1996 to December 1998, that was 

used to check the accuracy of the monthly version of Fludata2, called Fludata2w2m. A time 

series plot comparison of Fludata2w2m to Fludata1 revealed the conversion method had merit 

because their shapes matched well. Unsurprisingly, the amplitude of Fludata2w2m was smaller 

due to it representing a subset of the country as opposed to the entire country’s mortality counts.  

3. A scaling factor was used to adjust for the difference in amplitude. It was calculated as the ratio 

of the mean of Fludata1 by the mean of Fludata2w2m during the 3 year overlap.  

4. FludataC is the result of the scaled Fludata2w2m being added to the end of Fludata1.  

 

United States population estimates from 1910 to 2015 were obtained from [6], and contained a clear 

increasing linear trend over time. Yearly estimates of the population were reported until 1990, after which 

they were reported monthly. The yearly estimates were linearly interpolated to produce monthly 

population samples. FludataC was divided by these monthly United States population counts to give 

FludataCP, which represents the monthly per capita mortality for the entire United States from January 

1910 to December 2015. FludataCP will be used as the main dataset for performing analysis for influenza 

mortality data.  

 

The data discussed so far has all represented mortality. In the 1940s, the influenza vaccine first began 

human trials and since then mortality due to influenza pandemics has decreased leading to increased 

morbidity (Earn, Dushoff, and Levin 2002). Thus the pandemics of 1957, 1968 and 2009 do not appear as 

pronounced in the mortality data compared to the 1918 pandemic, which occurred prior to the 

introduction of vaccines. This led to the retrieval of FludataUS to investigate how pandemics appeared in 

influenza morbidity data. FludataUS represents the weekly total number of positively confirmed cases of 

influenza viruses across all subtypes.  As well as the week’s start date and its counts, the data’s original 

source [5] also provides more detailed information; this includes the breakdown of the total counts by 

influenza virus subtype and some specific strains and lineages including: A(H1), A(H1N1-2009 
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pandemic), A(H3), A(H5), B(Yamagata lineage), and B(Victoria lineage). Analyzing these series 

individually is outside the scope of this thesis, however presents an opportunity for future analysis.  

 

The same source for FludataUS also provides data from Australia (FludataAus) and the United Kingdom 

of Great Britain and Northern Ireland (FludataUK), which were also retrieved to compare results for 

multiple countries around the world. Unfortunately, there were some missing data points in FludataUS, 

FludataAus and FludataUK, which will be discussed in section 2.1.1. Data from Japan were also retrieved 

that represented the weekly influenza cases per sentinel clinic and hospital (FludataJ) and monthly 

influenza cases per 100,000 population (FludataJm). These datasets were previously analyzed in the paper 

by Sumi and Kamo (2012), where they were analyzed using spectral analysis with the maximum entropy 

method. 

 

2.1.1 Data Preparation, Missing Values & Zeros 

 

The data in Table 2.1 were thoroughly checked for missing values and anomalies, such as a zero in the 

winter and abnormal shifts in the mean, before performing the spectral analysis. The overarching goal 

while preparing the data for analysis was to remedy errors in the data but minimally impact its subsequent 

spectral results.  

 

The data from New York City, Seattle and Los Angeles had 11, 43 and 144 missing weeks, respectively, 

with only 4 missing weeks that coincided. Gaps of 3 or less adjacent weeks were filled by linear 

interpolation between the adjacent points and rounded to maintain the mortality counts as integers. Gaps 

larger than 3 weeks meant that at least a month was missing; this seemed too large of a gap to fill by 

linear interpolation. The missing weeks in these large gaps were replaced with the mean of that week the 

year before and the year after, which was used for Fludata2.LA. In Fludata2.NY, a discontinuity occurred 
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on January 1 1999; it was followed by a lower mean value until the end of 1999, when another 

discontinuity occurred on January 1, 2000 where the data resumed its previous path. It appeared that an 

error might have been made for that year alone in Fludata2.NY, so it was replaced using the method for 

large gaps: each data point was replaced with the mean of the year before and the year after.  

 

FludataUS, FludataAus and FludataUK had 140, 15 and 125 missing weeks respectively, which ranged 

from missing a single week in winter to 27 consecutive weeks corresponding to an entire summer. Values 

that were recorded as zeroes in the data represents that no one was reported ill with the flu that week, 

which often occurred in the summer. Missing values often appeared in the summer adjacent to zeroes 

recorded in the original data. The missing values were hypothesized that the zero was forgotten to be 

entered, thus they were filled with zeros, which followed the summer trends. However sequences of only 

1 or 2 zeroes occasionally occurred in the winter; these were replaced with the mean of its adjacent 

points. For these three datasets, the amplitude of the data was small until around 2009, after which the 

amplitude noticeably increased, making it appear that the number of influenza cases had worsened since 

the 2009 pandemic. After taking the log transform of these three datasets, it appeared as if their means 

had a discontinuity to it and shifted upwards. Other datasets such as FludataJ and Fludata2 do not have 

this abrupt change in their mean. It is speculated that for FludataUS, FludataAus and FludataUK, that a 

change in reporting may have occurred. Splitting a dataset at the change in mean would have resulted in 

12 and 8 year segments of weekly sampled data which is too short to get meaningful spectral analysis 

results, thus the full lengths were used. 

 

For FludataJ, FludataJm, Fludata1, Fludata2, and their offsprings of FludataC and FludataCP, no missing 

data or anomalies were found. In Fludata1 there is a data point that could be considered an outlier as its 

value is 7 times larger than the maximum in the previous 8 years of data. This point is actually the 

mortality in October of the 1918 flu pandemic which caused more than 190,000 deaths in that month 

alone. In order to determine the effect outliers might have on the subsequent analysis, a duplicate dataset 
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was created where 6 extreme points were replaced with the average of that month the year before and the 

year after. Comparing the spectral analysis results of the data with and without these extreme points found 

that they did not affect the overall patterns being detected, thus results from Fludata1, FludataC or 

FludataCP presented in other sections were calculated containing the extreme points.  

 

The 1918 flu pandemic had such large mortality that looking at the log scale of the mortality made it 

easier to see the annual fluctuations and interesting characteristics in Fludata1. Taking the log transform is 

also commonly used in literature (Earn, Dushoff, and Levin 2002), (Lai 2005), (Sumi et al. 2011). The log 

transform of the analyzed datasets showed that the peaks and troughs of the yearly oscillations became 

more symmetric. The Priestley-Subba Rao stationarity test was used to check the effect the log transform 

had on the data. For all datasets, their original data were found to be non-stationary with a p-value of zero. 

After taking the log transfrom, they were found to be relatively more stationary than the original data, 

such as with the logged UK data with a p-value of 0.008; however they were still less than 0.05, so still 

classified as non-stationary. Note that ‘original data’ is used to describe the data that had missing data 

points interpolated vs. ‘raw data’, which refers to data that was loaded directly from its source. Taking the 

log transform also makes its histogram relatively more Gaussian compared to the original data (Sumi et 

al. 2011). This is important for spectral analysis as one of the assumptions made prior to estimating the 

spectrum is that the data are approximately Gaussian (Thomson 1982). The spectral results of both the 

logged data and original data were compared, and no negative effects were noticed from using the logged 

data. Significant peaks in the original data’s spectrum plots were harder to distinguish from the 

surrounding noise, but the frequencies of the identified peaks did not contradict the results of the logged 

data. Since many zeros existed during the summers of the datasets and taking the log of zero is undefined, 

using the log transformation resulted in the requirement to modify the zeroes of the influenza incidence 

data.  
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For FludataJm and FludataJ the zeros were replaced with a value between 0 and 0.1 drawn from a 

uniform distribution, the same method used by Sumi and Kamo (2012). A similar method was used to 

replace the long sequences of zeros in the summers of FludataUS, FludataUK and FludataAus, however 

the range of the uniform distribution needed to be adjusted from the per capita Japan data for count data. 

Thus zeros were replaced with a value between 1 and 2 drawn from a uniform distribution, which was 

then rounded.  

 

2.2 Introduction of Multitaper Spectral Analysis 

 

The spectrum of a time series decomposes its variance into frequency components, and is displayed on a 

spectrum versus frequency plot. A high peak in the spectrum indicates that a sinusoid at that frequency 

has a significant contribution to the variation in the time series. The multitaper method (Thomson 1982) 

was used in this analysis to calculate the spectrum along with other frequency domain quantities, and this 

section will focus on describing these quantities. For more in-depth information about spectral analysis, 

notable textbooks include: (Blackman and Tukey 1959), (Percival and Walden 1993), (Chatfield 2004), 

and (Brockwell and Davis 2006).  

 

2.2.1 Fourier Transform & Periodogram 

 

The Fourier Transform is the key aspect of spectral analysis, which takes the data from the time domain 

to the frequency domain. The discrete Fourier transform is used for discrete data of length N, with the 

result denoted as 𝑋 𝑓 . 



 11 

𝑋 𝑓 = 𝑥! ∙ 𝑒!!!!"#
!!!

!!!

 
(2.1) 

In practice, the Fast Fourier Transform (FFT) algorithm is used. The output is also discrete, where each 

frequency bin is centered at its labeled frequency and ∆𝑓 = ∆!
!

 is its width. M is the zero-padded length of 

the data. The sampling rate of the data, ∆𝑡, was used to change all spectral plots to frequencies units of 

cycles/year (c/y).  For monthly data ∆𝑡 = !
!"

 and for weekly data ∆𝑡 = !
!"#.!"!!

. 

 

Zero-padding is where a sequence of zeros are inserted at the end of data to extend it to length M. This 

technique is used in spectral analysis to prevent circular autocorrelation. Another benefit of zero-padding 

is that the FFT algorithm runs faster when the length of the input is factorable by small primes, such as 2 

(Singleton 1969). M was chosen based off equation 2.2, which was recommended from colleagues. The 

choice of integer for m is based on the balance between the width of frequency bins, ∆𝑓, and computation 

time. For this analysis, m was chosen to be 8 if the data length was less than 8000, and m to be 4 

otherwise. With data of varying lengths, these choices of m resulted in the datasets having very similar 

values of M.   

𝑀 = 2 !"#!! !! (2.2) 

 

The simplest method of calculating the spectrum of discrete data, 𝑥!, is with the direct spectral estimate. 

Coding it takes four steps. First is zero-padding by inserting a sequence of zeros of length 𝑀 − 𝑁 to the 

end of the data. The zero-padded data is then multiplied by a taper. A taper, ℎ!, is used to weight the data 

with the goal of achieving better bias properties in the spectral estimate. The simplest taper is where 

ℎ! =
!
!

, which equally weights all the data points. When this taper is used the resulting spectrum is 

called the Periodogram (Schuster 1898).  Other tapers may be chosen such as the Hanning taper, which 

assigns lower weights to the data points at the beginning and end of the data. The Fast Fourier Transform 
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of the tapered data is taken, followed by the absolute value squared. The result is the direct spectral 

estimate, 𝑆 𝑓 , (Percival and Walden 1993).  

𝑆! 𝑓 =  ∆𝑡 ∙ ℎ!𝑥! ∙ 𝑒!!!!"#
!!!

!!!

!

 
(2.3) 

 

The domain of the spectrum is −𝑓! ,+𝑓! , where 𝑓! is the Nyquist frequency in equation 2.4. The 

Nyquist frequency is the highest frequency guaranteed not to be aliased. Aliasing will be discussed further 

in section 2.2.5. It should be noted that the spectrum of real-valued data is symmetric about the y-axis, so 

only the positive region is usually discussed. 

𝑓! =
1
2∆𝑡

 
(2.4) 

 

2.2.2 Multitaper Method 

 

The spectral estimate can be improved by using the multitaper method, which averages multiple direct 

spectral estimates, each computed with a different taper. In general the multitaper spectrum estimate has 

low variance and good out of band bias properties. These properties are beneficial when attempting to 

identify characteristics such as peaks in the spectrum plot. The eigencoefficient, 𝑦! 𝑓 , is the Fourier 

transformed data that has been tapered with the k-th Slepian sequence, 𝑣!
! . 

𝑦! 𝑓 =  ∆𝑡 ∙ 𝑣!
[!]𝑥! ∙ 𝑒!!!!"#

!!!

!!!

 
(2.5) 

The Slepian sequences are dependent on the choice of bandwidth, W, (Thomson 1982). They are used as 

tapers because they are orthogonal and have maximum energy concentration in the band  

[𝑓 −𝑊, 𝑓 +𝑊], around a frequency of interest, 𝑓. The direct spectral estimate of the data with the k-th 

taper is called the called the k-th eigenspectrum, 𝑆!(𝑓), given by equation 2.6.  
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𝑆!(𝑓) =  𝑦!(𝑓) ! (2.6) 

These direct spectral estimates are then adaptively weighted to get the resulting multitaper spectral 

estimate, 𝑆 𝑓 . 

𝑆 𝑓 =
𝑑! 𝑓 !𝑆! 𝑓!

𝑑!(𝑓) !!
 

(2.7) 

The weights, 𝑑!(𝑓) are of length M and give the weightings for how to combine each of the direct 

spectral estimates, 𝑆!(𝑓), in order to minimize the out-of-band bias that each estimate contributes to the 

resulting spectrum estimate.  

 

The choice of bandwidth, W, and the number of tapers used, K, is a balancing act that affects the 

properties of the final spectral estimate, 𝑆 𝑓 . By increasing W, the out-of-band bias is reduced, but so is 

the frequency resolution. The choice of K can adjust the balance between variance and bias of the 

estimate, where a larger K will reduce the variance. For the computation of spectral estimates throughout 

this analysis, the bandwidth was chosen such that 𝑁𝑊 = 4 and the number of tapers used was 7. It is 

recommended to have the number of tapers be approximately 2𝑁𝑊 (Thomson 1982) as the energy 

concentration in the band [𝑓 −𝑊, 𝑓 +𝑊] drops to zero quickly after this point. Note that peaks in the 

spectrum will have a width of 2W due to the bandwidth of the taper. The multitaper spectral estimate also 

has the properties of being approximately unbiased, consistent and uncorrelated for the frequencies 

greater than 2W apart (Thomson 1982), (Percival and Walden 1993) and thus the preferred method for 

spectral estimation (Sundin and Stoica 1998). 

 

Interpreting and understanding the spectrum plot of specific data will be discussed further in the 

subsequent chapters, but in order to appreciate the technical detail and equations in the rest of this 

chapter, a look at Figure 3.4 on p22 would be beneficial. The spectrum plot at first glance will look very 

busy with lots of noise, but square peaks stand out from the noise. Note that identifying the peaks is not 
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always obvious. The following sections of this chapter discuss techniques used to further analyze the 

spectrum.  

 

2.2.3 Low Frequency Filter 

 

Due to the bandwidth used on the tapers, the spectrum within the region  [0,𝑊] will be smeared together 

and called the zero frequency band. When the amplitude is high, it often indicates that there is a baseline 

trend in the data. The eigencoefficients in this band contain the information of the data’s baseline trend 

and assumes it is sinusoidal. If the baseline trend is sinusoidal, the smearing prevents disentangling this 

band by frequency and removing the significant individual sinusoids in the time domain.  

 

The low frequency filter is a method to remove the baseline trend from the data, 𝑥!, to acquire the 

detrended data, 𝑥, (Burr 2012). 

𝑥! = 𝑥! − 𝑥!!" (2.8) 

The baseline trend, 𝑥!!" is composed of low frequency sinusoids. It is computed by projecting the 

eigencoefficients of the zero frequency band onto the Slepian tapers, 𝑣!
[!]. The spectrum of the detrended 

data will look identical to the original spectrum, except the amplitude in the zero-frequency band will be 

dropped to zero, as shown in Figure 3.7A on p27.  

𝑥!!" = 𝑣!
[!] ∙ 𝑦! 0

!

 (2.9) 

 

2.2.4 Periodic Components and the F-test 

 

The eigencoefficients, 𝑦! 𝑓 , contain the information about how much power (variance) a sinusoid at 

frequency, f, contributes to the data. The Fourier transform of the tapers are denoted as 𝑉! 𝑓 . 
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Multiplying the eigencoefficients by the Fourier transformed tapers at the zero-th frequency converts the 

information about variance contribution at each frequency to the magnitude and phase information 

required to generate the pure sinusoid at that frequency. This is however still in the frequency domain, 

thus the magnitude and phase information is expressed as a complex exponential and is referred to as the 

complex mean value (CMV), 𝜇 𝑓 .  

𝜇 𝑓 =
𝑉! 0 ∙ 𝑦! 𝑓!

𝑉! 0 !
!

 
(2.10) 

 

The F-test is a variance-ratio test used to determine the variance contribution to the data that a perfect 

sinusoid at that frequency will have (Thomson 1982). Note that the total variance of the data is equal to 

the sum of the spectral estimates from [0, 𝑓!]. The F-statistic, 𝐹 𝑓 , is computed in equation 2.11, where 

the numerator gives the energy associated with a perfect sinusoid at 𝑓, and the denominator is the rest of 

the energy in the band [𝑓 −𝑊, 𝑓 +𝑊] that is not associated with that sinusoid. The F-test is often plotted 

versus frequency, with a horizontal line at 1 − 𝛼, which will be referred to as the significance level. The 

choice of significance level can be based off the number of data points. When analyzing the whole 

frequency range, the significance level was chosen using Thomson’s recommendation of 1 − !
!

, 

(Thomson 1990). When analyzing the section removed by the low frequency filter, the significance level 

was modified to only take into account the proportion of the frequency range being analyzed. Thus the 

significance level was chosen using Thomson’s recommendation for low frequencies of 1 − !
!"

. 

𝐹 𝑓 =
𝐾 − 1 𝜇 𝑓 ! 𝑉! 0 !

!

𝑦! 𝑓 − 𝜇 𝑓 𝑉! 0 !
!

 
(2.11) 

 

The F-test should be used in conjunction with the spectrum plot. A high peak in the spectrum suggests 

there is a recurring pattern in the data. However if the F-test does not have a high peak at the same 

frequency, then this pattern is not represented well by a perfect sinusoid. Not enough information would 
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be known to determine the exact shape of this periodic pattern, thus further investigation would be 

required. If there is a peak in the F-test but not in the spectrum, this could be a spurious peak due to noise.  

 

Once a significant frequency is determined from the spectrum and F-test, a cosine function can be 

generated in the time domain at that frequency, with its amplitude, A, and phase, 𝜃, determined from the 

real and imaginary components of 𝜇 𝑓 . 

𝐴 = 𝜇 𝑓  (2.12) 

 

𝜃 = 𝑎𝑟𝑐𝑡𝑎𝑛
𝐼𝑚 𝜇 𝑓
𝑅𝑒 𝜇 𝑓

 
(2.13) 

  

2.2.5 Aliased Frequencies, Weekly vs. Monthly Data 

 

Aliasing occurs when a high frequency is mistaken as a lower frequency due to how often the data is 

sampled. Figure 2.1B illustrates the following example of aliasing. A sine function is generated at a 

frequency of 8 c/y. When sampled weekly, indicated by the black line, it shows 8 clear oscillations over 

the year, as expected. When the sine function is sampled only 12 times over the year, as indicated by the 

connected red dots, the resulting pattern has only 4 oscillations. Thus the sinusoid at 8 c/y is disguised as 

a 4 c/y frequency. When this occurs, 8 c/y is said to be aliased by 4 c/y. Note that the phase of the aliased 

frequency can also change when aliased.  

 

When comparing spectral results between data that are sampled at the same rate, such as monthly 

sampling, their spectral results will span the same frequency range of [0, 𝑓!!] and thus aliasing is not a 

concern. Recall that 𝑓! is the Nyquist frequency shown in equation 2.4. Monthly sampled data has a 

Nyquist frequency of 𝑓!! = 6 c/y and weekly sampled data has a larger Nyquist frequency of  

𝑓!! = 26 c/y. When comparing spectral results of weekly and monthly sampled data, there is a range of 



 17 

frequencies that do not overlap. It is these frequencies that will be aliased to a frequency in the overlap 

region of [0, 𝑓!!], as shown by the example of Figure 2.1B. 

 

For comparison, Figure 2.1A illustrates a different example where a sine function is generated at a 

frequency of 4 c/y. The weekly (black) and monthly (red) sampled data both display 4 oscillations as 

expected. This is because the frequency of 4 c/y lies in the region where [0, 𝑓!!] and [0, 𝑓!!] overlap. 

Thus 𝑓! indicates the largest frequency that can be unique identified as the intended frequency, and it 

based off the data’s sampling rate (Blackman and Tukey 1959).   

 

Figure 2.1 Sinusoids generated at frequency of 4 c/y (A) and 8 c/y (B), sampled at weekly (black) 

and monthly (red). 

 

B 

A 
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To determine how the frequencies for the weekly sampled data, 𝑓!, would be aliased to monthly sampled 

frequencies, 𝑓!, between 0 and 6, Figure 2.2 was used. Similar to how the spectrum is symmetric  

about 0, aliasing is also symmetric about the monthly Nyquist frequency, 𝑓!!, which is why it is also 

called the ‘folding’ frequency (Blackman and Tukey 1959). The same aliasing pattern repeats at 2𝑓!! and 

4𝑓!! which line up with the frequency of 0. Frequencies that vertically line up and are connected by an 

arch are thus aliased by that 𝑓!.  For example, 𝑓! of 4, 8, 16 and 20 c/y will all be aliased by  

𝑓! of 4 c/y. Note that aliasing applies to all frequencies, not just the integers. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

When multiple frequencies have been aliased, if their phases are distinctively different, such as 𝜋 apart, 

their signals could interfere with each other. If spectral results from weekly data and the monthly data 

were compared, a monthly frequency 𝑓! may not be identified as significant even if its weekly frequency 

counterparts were identified as significant.  

 

 

    0      1      2      3      4      5      6      7      8      9     10    11    12 
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   24    25    26 = 𝑓!! 
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Figure 2.2 Visualization of corresponding aliased frequencies for weekly vs monthly sampling. 
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2017. 

 
 



 20 

Chapter 3 

Analysis of Influenza Mortality in the United States,  

1910 to 2015 

FludataCP represents the monthly per capita mortality due to pneumonia and influenza in the United 

States from 1910 to 2015. The analysis performed includes investigating its time domain characteristics 

then using spectral analysis to investigate these characteristics further in the frequency domain.  

 

3.1 Time Domain Analysis 

 

The time series plot of FludataCP is shown in Figure 3.1. Its time span covers 4 pandemics: 1918, 1957, 

1968 and 2009. The data’s maximum point coincides with the mortality in October of the 1918 flu 

pandemic. The other three pandemics do not appear at extreme levels due to the introduction of vaccines 

through the 1940s and 1950s. Since the introduction of the flu vaccine, influenza pandemics have had 

lower mortality but higher morbidity counts (Earn, Dushoff, and Levin 2002).  

 

Figure 3.1 FludataCP plotted on linear scale. 
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The data have a clear annual cycle with the peaks occurring in the winter, except in pandemic years where 

extra peaks occur at unusual times including April and October of 1918 and November 1957. Zooming in 

and plotting the data one year at a time showed that half the winters have a single peak, which varies 

between January, February and March. The other winters have two local maximums occurring in January 

and March, with either one of them being the absolute maximum for that winter. Examples of three cases 

are shown in Figure 3.2: the 1989-1990 winter (blue) has a single maximum in January, the 1990-1991 

winter (black) has a global maximum in January and a local maximum in March, and the 1992-1993 

winter (red) has an a local maximum in January and a global maximum in March.  

 

The time series plot of FludataCP on a log scale makes it easier to see the annual fluctuations and 

interesting characteristics of the data. Looking broadly at the whole graph in Figure 3.3, the annual 

minimums appear to create arches with an approximate 30-year period. The overall lowest points 

occurred in July of 1921, 1950, and 1979. Assuming the next lowest point occurs in the final year of the 

data, then September 2015 would be the end of a 36 year arch. These arches were an initial reason for 

combining datasets. Fludata1 ended in December 1998, right in the middle of the third arch, which left the 

question of whether the arch pattern continued. For FludataC, the mortality count version of the combined 

Figure 3.2 Time Domain Plot of FludataCP of three winters: 1989, 1990 and 1992 
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data, its log scale plot showed the same arch patterns except the overall trend of mortality was slowly 

trending up. However, the increasing mortality counts were due to an increasing population size, which 

was confirmed when compared with Figure 3.3 which shows the per capita version of the combined data 

with the country’s overall mortality rate trending down. To further investigate these cyclic trends and 

their significance, the spectrum of the logged data was analyzed in the frequency domain. 

 

Figure 3.3 FludataCP plotted on log scale. 

 

Figure 3.4 Spectrum of FludataCP. 
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3.2 Frequency Domain Analysis 

 

To determine significant cyclic trends and their respective frequencies, the spectrum of the logged 

FludataCP was analyzed in the frequency domain. The spectral estimate was calculated using the 

multitaper method, as described in Section 2.2.2. On the top axis of the frequency domain plots the 

corresponding periods are displayed, which are the reciprocal of frequency. For ease of interpretation, 

frequencies below 1 c/y will be considered the low frequency range and will be discussed in terms of their 

corresponding periods. Frequencies above 1 c/y will be considered the high frequency range and 

discussed as frequencies. 

 

The spectrum in Figure 3.4 decomposes the variance of the data by frequency, thus prominent peaks 

indicate a recurring pattern at that frequency in the data. There is a prominent peak at 1 c/y that agrees 

with the annual cycle in the time series plot. There is a peak in the low frequency range of the spectrum 

which indicates there is a baseline trend to the data which could account for the approximately 30 year 

arches in the time domain plot. There are also medium peaks at frequencies of 2, 4, and 5 c/y, and 

potentially a smaller one at 3 c/y. The whole spectrum also has a downward trend, which indicates that 

the data contains a positively correlated noise process (Cryer and Chan 2008).  

 

3.2.1 Low Frequencies 

 

Plotting the spectrum with a log scale for the frequency-axis magnifies the low frequency range, as shown 

in Figure 3.5. A bandwidth, W, was used for the tapers when calculating the spectrum resulting in the zero 

frequency band extending from 𝑓 = 0 to W. With the parameter chosen to be 𝑊 = 4/𝑁, then the zero 

frequency band smears all periods of 26.5 years or longer, thus obscuring the ability to determine if there 

is a significant period around 30 years that coincides with the arch pattern in the time domain plot.  
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Figure 3.5 Spectrum of FludataCP on log-log scale. 

 

It was hypothesized that if the zero frequency band was smaller, to not have included the 30 year period, 

then the resulting spectrum would start low until it reached the 30 year period where there would be a 

clear peak. By reducing the bandwidth to 𝑊 = 3/𝑁, the width of the zero frequency band was reduced to 

only smear periods of 35.3 years or longer. Note, that by reducing the bandwidth the variance of the 

spectral estimate increases making peaks in the spectrum not as clear and thus harder to identify. In this 

instance, the variance increase was minimal and would have been worth its negative effect if a peak at 30 

years was found. Unfortunately this was not the case as there was leakage, also called local bias, from 

zero frequency band, thus identifying the long term trend as a 30 year period remained inconclusive. The 

next hypothesis was that if the bandwidth was reduced even further, then the 30 year period may be far 

enough away that leakage would not affect it. However, this was not the case, and the smaller bandwidths 

increased the variance of the spectral estimate significantly. This smearing issue led to using the low 

frequency filter method.  

 

Since the low frequencies around 30 years were all smeared together anyway, theoretically increasing the 

bandwidth, such as with 𝑊 = 5/𝑁, would result in a better spectral estimate with lower variance. In 
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practice, the difference in spectra was negligible except with wider peaks, which reflects as a minor 

increase in frequency resolution. For this data, and the other datasets in this analysis, 𝑊 = 4/𝑁 was 

found to be a good balance with reasonable frequency resolution, and variance for the spectral estimate. 

 

Since the peak at the zero frequency band contains the information of the baseline trend, the low 

frequency filter method removes the entire band from the data, which can then be independently analyzed 

to determine its components.  𝑥!!" from equation 2.9 was used to calculate the time series of the baseline 

trend, however the tapers 𝑣!
!  and eigencoeffients 𝑦! 0  used were calculated with 𝑊 = 10/𝑁 in order 

to fully capture the significant low frequencies. Increasing W makes using higher order tapers viable and 

so 𝐾 = 18 tapers were used. Prior to computing the spectrum, the mean of the logged data was removed 

in order to remove any contribution it may have in the low frequency range. The linear declining slope of 

the 106 years of data could contribute to this baseline trend, as it could be considered a segment of a 

longer period. A linear fit was attempted, however it was very poor due to variance reduction and the arch 

pattern in the data. It was decided that it was better to not remove the trend than to remove it poorly and 

effect the data and its results in a negative way. Figure 3.6A shows the logged FludataCP with baseline 

trend in red, and Figure 3.6B shows the detrended data, 𝑥.  Note that multiple periodic patterns could be 

contributing to the baseline trend. 

 

Figure 3.6 Time Series plot of FludataCP with trend line (A) and the detrended data (B). 

 

A             B 
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The baseline trend was further analyzed with the F-test described in section 2.2.4. It revealed that by 

using the sum of pure sinusoids, the baseline trend is composed of 4 periods: 135.68 and 10.78 year 

periods at the 90% significance level, and 13.92 and 7.48 years at a 78% significance level. Though 

initially disappointing to not find an approximate 30 year period to be connected with the arch pattern 

seen in the time domain plot, upon reflection it is not surprising. Of the 3 arches in the time domain plot, 

two were of 29 years and the third was assumed to be 36 years in length, thus they were not of a 

consistent period length. Also the arch shape patterns have longer peaks than troughs, which would 

require multiple sinusoids to fully represent it.  

 

The next question is whether the 4 periods identified, which round to 136 year, 14 year, 11 year and 7.5 

year, individually are significant, or whether a combination of a couple of these periods are attempting to 

represent a more complex pattern. Since the data is 106 years long with a downward slope, the 136 year 

period could be attempting to represent the declining slope. The 11 year period could be representing the 

11 year solar cycle. Influenza pandemics from the 1700s to 1900s coincided with the maximums of the 

solar cycle (Tapping, Mathias, and Surkan 2011).  

 

The spectrum of the detrended data was computed and is shown as the red dashed line in Figure 3.7A, 

plotted on top of that of the original logged FludataCP data. The zero frequency band now has zero 

power, and the rest of the spectrum looks identical.  
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Figure 3.7 A - Spectrum of detrended log10(FludataCP) (red dashed line) plotted on top of the of 

the spectrum of the original log10(FludataCP), B – F-test of logged FludataCP. 

 

3.2.2 High Frequencies 

 

The peaks in the spectrum of the logged FludataCP show which frequencies contribute the most to the 

data, as shown in Figure 3.7A. If a pure sinusoid was generated at one of those frequencies, the peaks in 

its corresponding F-test indicate how well that sinusoid describes the data, Figure 3.7B.  

 

The spectrum and the F-test both show significant peaks at frequencies of 1, 4 and 5 c/y at the 99.99% 

significance level. The 1 c/y represents the annual influenza cycle, which is correlated with the annual 

cycle of environmental factors: temperature and absolute humidity (Deyle et al. 2016). If the 

computational analysis stopped here, one could continue to look for biological connections for each of the 

significant frequencies. 5 c/y is equivalent to a period of about 10 weeks, which is the approximate time 

span between January and March in which FludataCP’s winter peaks vary. This could be due to different 

influenza strains peaking at slightly different times in the winter: type A-H3N2 often peaks around late 

December and type B often peaks around March (Monto 2004). However, the data is mortality due to 

influenza as well as pneumonia, where influenza is a common cause of pneumonia as well as multiple 

A             B 
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other viruses including respiratory syncytial virus and rhinovirus (Ruuskanen et al. 2011).  The 

respiratory syncytial virus also peaks in the winter, however rhinoviruses peak in the fall or spring 

(Monto 2004). Thus various viruses peaking in different seasons could be a possible cause for the 4 c/y 

frequency. However this is only page 28 out of 81 of the analysis; it is not the full story. The frequencies 

of 4 and 5 c/y may have a biological connection but looking at only the spectrum FludataCP cannot 

confirm these are the correct causes. The spectrum results only highlight aspects of the data that could be 

meaningful to its behavior.  

 

A significant peak in the spectrum can be ambiguous to distinguish from the surrounding noise, and 

classifying a peak as significant in the F-test is based on the choice of significant level. This is why the 

spectrum and F-test plots are compared against each other and having a good spectral estimate with low 

variance is important. The spectrum in Figure 3.7A has peaks at frequencies of 1, 2, 4 and 5 c/y, all of 

which have the same width of 2𝑊. Most of the other shapes in the spectrum do not have this distinct 

width and a relatively square peak shape except also for the two short peaks at 3 c/y, together would 

probably have an amplitude similar to that of 2 c/y. These 2 and 3 c/y frequencies could be noise or 

indicative of something else. This led to the analysis of Fludata2, which is the weekly sampled mortality 

data, and a comparison with its spectral plots, which are discussed in section 3.4.2. 

 

3.3 Cyclostationary Plots 

 

The F-test plot in Figure 3.7B shows that the frequency of 5 c/y, followed by the 4 c/y, have very high F-

test values indicating that their pattern in the data can be well represented by a pure sinusoid. Meanwhile, 

the spectrum in Figure 3.7A shows that the yearly cycle is a more prevalent pattern in the data, but its low 

F-test suggests that the pattern will match a pure sinusoidal well but not perfectly. The time series of the 

data appears to consistently have low values in the summers however the winters vary in amplitude quite 
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distinctively, as shown by the three years in Figure 3.2. The year of 1990-1991 has a lower maximum for 

its winter thus appearing to be more proportional to the summer trough and could have a better fit with a 

pure sinusoid than a year with a higher and narrower peak such as 1989-1990. To investigate how the 

yearly pattern varies, the mean and variance plots in Figure 3.8 were analyzed.  

 

Figure 3.8 Mean (A) and Variance (B) Plots of logged FludataCP (trimmed max and min 10 points). 

  

The mean and variance plots were created by first separating the data by month. Individually for each 

month, the maximum 10 points and the minimum 10 points were removed then the mean and variance 

were computed. The mean and variance plots in Figure 3.8 both show a single oscillation corresponding 

to a yearly period with maximums in January for the mean plot and March for the variance plot. Due to 

the large variance range in the winter, this could be the reason the yearly cycle can not solely be well 

represented by a sinusoid, because the amplitude of the winters vary so much.  

 

If the mean and variance plots showed constant flat lines, this would indicate that the data is a stationary 

process. However, since the plots in Figure 3.8 show patterns with a period of 1 year, this indicates that 

the data is cyclostationary with period of 1 year (Giannakis 1999), (Hurd and Miamee 2007). An 

assumption for spectral analysis is that the data be a stationary process, however this assumption is often 

not met for real data (Thomson 1982). Research of cyclostationary processes is ongoing (Lii and 
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Rosenblatt 2002), (Lepage and Thomson 2009), (Moore 2009), (Thomson 2011), (Napolitano 2012). A 

modified spectral analysis for cyclostationary processes might refine the results gathered here. 

 

3.4 Weekly Mortality Counts 

3.4.1 Time Domain 

 

Fludata2 represents the weekly mortality counts due to pneumonia and influenza in the United States. 

Figure 3.9 shows its time domain plot on a log scale. It has a clear annual cycle with mortality peaking in 

the winter and achieving minimums in the summer. The data’s mean is not centered between the yearly 

maximums and minimums; the winter peaks are thinner and have a larger amplitude above the mean 

compared to the summer troughs. Plotting the data one year at a time showed that the winters had a 

similar behavior as FludataCP of having one or two peaks occurring between January and March. The 

same similar behavior was observed with the weekly data from New York City, Los Angeles and Seattle 

however these plots appeared to have more noise in their signal, especially Seattle, making some years 

inconclusive.  

 

Figure 3.9 Time Domain Plot of Fludata2 on log scale. 
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The data from the 3 cities were compared to Fludata2 and FludataCP to compare the alignment of their 

winter peaks. When double winter peaks occur in the national datasets, it was hypothesized that a single 

winter peak on one side of the country (such as the west coast) would align with the first peak in the 

national data, and a peak on the other side of the country (east coast) would align with the second national 

peak. In the winter of 1997-1998 and 2003-2004, both FludataCP and Fludata2 had a double winter peak. 

In 1997-1998 New York City’s peak aligned with the first peak in January, and Los Angeles aligned with 

the second peak in March. However, in 2003-2004 the opposite occurred where Los Angeles aligned with 

the first peak and New York aligned with the second. Of the 20 years where these datasets overlapped, no 

association was found visually to support the hypothesis that when two peaks occurred in the national 

data that influenza mortality would always follow the same geographical spread pattern of first peaking 

on one side of the country before spreading and peaking on the other side.  

 

3.4.2 Frequency Domain 

 

The spectrum and F-test of the cities in United States showed a significant yearly cycle but did not have 

other clear conclusions; the smaller populations resulted in more noise in the spectrum. The spectrum and 

F-test of the logged Fludata2 were analyzed and are shown in Figure 3.10. The spectrum has no 

significant peak at the zero frequency band, indicating there is no significant baseline trend in the time 

series of the data. The spectrum itself has a trend with the same slope as FludataCP for frequencies 0 to 6, 

where 6 is the Nyquist frequency for the monthly sampled FludataCP. For frequencies higher than 6, the 

Fludata2 spectrum has a flat trend which is indicative of an uncorrelated white noise process. This noise 

could be at the quantization noise level, which would be caused by having discrete count data. When the 

spectrum lowers to the level of ‘counting’ noise, it appears to become the dominate noise process 

(Thomson and Vernon 2016).  

 



 32 

The spectrum of Fludata2 shows a prominent peak at 1 c/y as well as significant frequencies at almost 

every integer multiple of 1 c/y. The F-test showed that 13 frequencies were above the 99.99% level, 

which rounded to 1, 4, 6, 7, 8, 9, 10, 11, 12, 13, 14, 18, 20 c/y, with 8 c/y being the second highest after  

1 c/y. It seemed too much of coincidence that the significant frequencies included almost every integer 

multiple of the yearly cycle. These could be harmonics, which theoretically would appear when trying to 

fit a recurring pattern with pure sinusoids, as when representing a square wave of period 1 with sinusoids, 

harmonics up to its Nyquist frequency appear. The significant frequencies could also be considered only 

that of 8 and 10 c/y, which appear distinctively above the other frequencies.  

 

Figure 3.10 Spectrum (A) and F-test (B) of the logged Fludata2 (weekly sampling).  

 

 

Figure 3.11 Spectrum (A) and F-test (B) of the logged Fludata2w2m (Fludata2 converted from 

weekly to monthly sampling). 

A              B 

A              B 
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3.5 Aliasing 

 

For the same data sampled monthly instead of weekly, its Nyquist frequency would occur at 6 c/y instead 

of 26 c/y. Significant frequencies between [6, 26] c/y would be aliased to their corresponding detected 

frequency from [0, 6] c/y. The spectrum and F-test of logged Fludata2w2m, which is Fludata2 converted 

to monthly sampling, is shown in Figure 3.11. Its spectrum has significant peaks at 1, 4 and 5 c/y and a 

smaller peak at 2 c/y. Note that the width of these peaks are larger than that from FludataCP due to it 

representing only 20 years of data instead of 106, and with less data but the same parameters, the width of 

the peaks become larger. The F-test shows that 1, 4 and 5 c/y are significant above 99.99%, and 2 c/y is 

significant at the 99.9% level. Note that these are the same frequencies that were found significant in the 

spectrum and F-test of the logged FludataCP.  

 

From Section 2.2.5 on aliasing and Figure 2.2, it is known which frequencies from Fludata2 (weekly 

sampled) will alias to Fludata2w2m (monthly sampled), as summarized in Table 3.1, where the bolded 

numbers are the frequencies which were significant above 99.99%. Recall that significance in the F-test 

means that the frequency can be represented well by a pure sinusoid. Note that 𝑓!! represents the i-th 

frequency between [0,6] for the monthly data and 𝑓!! represents the i-th frequency between [0,26] for 

weekly data. Weekly frequencies in the same row in Table 3.1 will all be aliased to the corresponding 

monthly frequency in the first column. Overlap plots of the F-test and spectrum, zoomed in for individual 

frequencies, were compared for all frequencies in Table 3.1. Figure 3.12 shows three example plots at 

𝑓!!, 𝑓!! and 𝑓!! which show the range of how they can look.  
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Figure 3.12 Overlap Plots of Spectrum (thick blue line) on top of F-test (thin black line) for 𝒇𝟑𝒎 (A), 

𝒇𝟐𝒘 (B) and 𝒇𝟖𝒘 (C). 

 

For plot C, the F-test is a thin single spike with a high value of 120. The spectrum is tall, square in shape 

with an approximately flat top, and is symmetric about the spike from the F-test. Thus both lines agree 

that the frequency of 𝑓!! is significant and will be represented very well by a sinusoid. For plot B, the F-

test is a thin single spike with a mid-range value of 20; the spectrum is square but not symmetric with a 

flat top. Thus the two lines suggest that this frequency of 𝑓!! is notable, a sinusoid will represent it well 

but not exactly. 

 

For plot A, the F-test has multiple peaks in the region with the spike at 3 c/y having the largest of those 

peaks, yet still very low with an F-test value of 5. The spectrum at 3 c/y is not square nor symmetric. It is 

not clear whether the spectrum in this region is due to noise or whether the spectral power usually 

associated with a single peak here is spread across multiple peaks. The two lines both lead to same result 

that the frequency of 𝑓!! has unclear behavior, yet small in power and thus will be classified as not 

important for describing the data. 

 

 A          B              C 
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Table 3.1 Frequencies Aliased from Weekly to Monthly Sampled Data with their Amplitudes and 

Phases. 

𝑓! 𝑓! 

1 
𝐴 = 0.0488 
𝜃 = −33.8° 

1 
𝐴 = 0.0508 
𝜃 = −44.7° 

11 
𝐴 = 0.0045 
𝜃 = −5.1° 

13 
𝐴 = 0.0055 
𝜃 = −49° 

23 
𝐴 = 0.0030 
𝜃 = 7.6° 

25 
𝐴 = 0.0027 
𝜃 = 106.4° 

2 
𝐴 = 0.0111 
𝜃 = −72.6° 

2 
𝐴 = 0.0126 
𝜃 = −103.89° 

10 
𝐴 = 0.0080 
𝜃 = −98.3° 

14 
𝐴 = 0.0058 
𝜃 = −58.7° 

22 
𝐴 = 0.0043 
𝜃 = −74.4° 

26 
𝐴 = 0.0021 
𝜃 = −179.5° 

3 
𝐴 = 0.0043 
𝜃 = −49.9° 

3 
𝐴 = 0.0069 
𝜃 = −126.2° 

9 
𝐴 = 0.0054 
𝜃 = −125° 

15 
𝐴 = 0.0022 
𝜃 = 25.9° 

21 
𝐴 = 0.0026 
𝜃 = −88.2° 

 

4 
𝐴 = 0.0102 
𝜃 = 34.6° 

4 
𝐴 = 0.0067 
𝜃 = −39.6° 

8 
𝐴 = 0.0087 
𝜃 = −153.2° 

16.17* 
𝐴 = 0.0028 
𝜃 = −131.9° 

20 
𝐴 = 0.0034 
𝜃 = −117.2° 

 

5 
𝐴 = 0.0098 
𝜃 = 39.3° 

5 
𝐴 = 0.0029 
𝜃 = −48.4° 

7 
𝐴 = 0.0052 
𝜃 = −79.5° 

17.16* 
𝐴 = 0.0017 
𝜃 = −30.1° 

19 
𝐴 = 0.0039 
𝜃 = −162.9° 

 

*The closest peak to its integer that was also centered under a square peak in the spectrum. 

- Bolded numbers are frequencies that were significant above 99.99%. 

- Underlined numbers are the 𝑓! value with the highest amplitude of its row. 

 

The amplitudes and phases of frequencies in the 2nd row of Table 3.1 were compared, and it was found 

that 𝑓!! had the highest amplitude, but as shown in Figure 3.12B its spectrum peak did not have a 

symmetric square shape. This suggests that the weekly data may have a recurring pattern at 2 c/y that is 

not a smooth sinusoidal shape. The weekly frequencies of 10 and 14 c/y were considered significant in the 

F-test but their aliased monthly frequency of 2 c/y was not. It was hypothesized that these two frequencies 

had phases which interfered with each other when aliased. It seems that even though 𝑓!"! and 𝑓!"! had 

strong F-test significance showing they could be well represented by pure sinusoids, their impact on the 

data were minimal compared to that of 𝑓!!. Thus the 𝑓! value with the highest amplitude is underlined in 

Table 3.1 to highlight which weekly frequency will dominate out of its row.  

 

In the F-test, the weekly frequency of 𝑓!! was not significant although the monthly version 𝑓!! was 

significant. Note that its alias of 𝑓!!was also significant. Thus it follows that the significance of 5 c/y in 
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the monthly data would be due to 7 c/y, which also had the highest amplitude out of its weekly 

frequencies. The amplitudes and phases of the weekly 𝑓!! and monthly 𝑓!! do not match as close as 

originally hypothesized. 𝑓!! is 1.88 times larger than 𝑓!! and their phases are 118.8° apart. This could be 

caused by the interference of the other aliased weekly frequencies 𝑓!! and 𝑓!"! which have phases at -48.4° 

and -162.9°, respectively. The change of sampling rate could also be playing a role in modifying the 

detected phase. As shown in Figure 2.1B in the previous chapter, when the 8 c/y was aliased, the detected 

4 c/y pattern appeared to have a different phase.  

 

The lessons learned from this spectral analysis are that it is easy to stop at the first results obtained and 

discuss a reasonable explanation. However, when further investigated the new results could have a new 

reasonable explanation that contradicts the previous explanation. Investigating how frequencies alias from 

weekly to monthly sampling has shown that frequencies of 4 and 5 c/y from monthly sampled data may 

only be a disguise. Since the frequencies 1, 8 and 7 c/y are significant in the F-test above 99.99%, with 

distinct square peaks in the spectrum and have the highest amplitudes out of their other aliasing 

frequencies in their row of Table 3.1, it seems that these three frequencies are the notable ones in regards 

to United States influenza mortality data. 

 



 37 

Chapter 4 

Analysis of Influenza Incidence Counts 

 
Influenza incidence count data represents the number of people who were reported to become ill from the 

influenza virus. Five datasets of influenza incidence from four countries: the United States, the United 

Kingdom, Australia and Japan, were collected and analyzed using time series methods. Spectrum and  

F-test plots were created with the same parameters as used on Fludata2 and FludataCP in chapter 3, of a 

bandwidth of 𝑊 = 4/𝑁 and 𝐾 = 7 tapers for the spectrum and 𝑊 = 10/𝑁 and 𝐾 = 18 tapers for the 

low frequency filter. Based off the number of data points in the datasets and the equation 1 − !
!

, the 

significance level used for the F-test of the full frequency range was 99.9%. From the equation 1 − !
!"

 

with a 𝑊 = 10/𝑁, the significance level for the low frequency region was 90%. Other significance levels 

are referenced to give depth to how frequencies compare to each other in terms of significance. Each data 

set is individually analyzed, with the original time series that shows a linear scale plot of the data after 

missing points had been fixed. The logged time series shows the data that was used for the spectral 

analysis.   

 

4.1 Influenza Cases in the United States 

 

FludataUS was retrieved to compare the results of flu incidence vs flu mortality in the United States. Its 

time series plot, Figure 4.1A, is very smooth with single narrow winter peaks occurring between 

December and March of each year. This is except for 4 years where the there is small but distinct extra 

bump in December of 2000, 2004, 2005 and 2006, after which it continues on its path up to a 

February/March main peak. In 2009, the plot shows a small peak in early May, a medium peak in mid 

June and a large peak at the end of October. From the beginning of FludataUS in 1997, the June 2009 
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peak becomes the new maximum thus far, and then October 2009 claiming that title for itself. The timing 

of the June and October peaks found here align with other sources (i.e. Jhung et al. 2011) that refer to the 

United States as having two distinct morbidity waves, with the first wave starting in March (Mummert et 

al. 2013). FludataUS’s first small peak is not referenced in other analyses of the 2009 pandemic for the 

United States. However, after closely examining Figure-1 in Mummert et al. (2013), it shows a tiny peak 

at week 18 which corresponds to the first week of May. Meanwhile timing and the relative amplitudes of 

all three peaks in FludataUS match with Figure-2 in the paper by Chowell et al. (2011), which shows data 

of laboratory confirmed cases of influenza in Mexico. It was assumed that the pandemic year would be 

the global maximum for this plot with 12111 cases, however it is second to December 2014 at 13747 

cases. FludataUS has not been adjusted to account for underreported cases. The 2009 pandemic was 

estimated to be underreported by a factor of 700 (Mummert et al. 2013), likely a higher amount than for 

non-pandemic years. If FludataUS was adjusted with the appropriate rates, it is anticipated that the peak at 

October 2009 would become the global maximum for this data.  

 

The amplitude of the original data increases over time, as shown in Figure 4.1A. This appears in logged 

data as a decrease in amplitude after 2009. The summers of 1997 to 2008 are very flat and contain many 

zeros, whereas the logged version of the data, Figure 4.1B, looks more similar to a complete sinusoid. 

Before taking the log transform, the zeros were replaced randomly with a 1 or 2, which is the cause for 

the thick black sections in the bottom left of the plot. These sections should be taken note of, as they 

could cause of extra noise in the analysis of the spectrum, or a spurious peak in the high frequency range.  
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Figure 4.1 Time Series of FludataUS: Original (A), Logged (B). 

 

The spectrum of the logged FludataUS in Figure 4.2A shows a prominent square peak at 1 c/y. In the high 

frequency range, there are no frequencies that stand out above the noise. The variance of the spectrum’s 

baseline noise increases at higher frequency, however it is not clear why. The spectrum has a significant 

peak at the zero frequency band, which is indicated by a red tick on the period-axis. Note that the 

horizontal mean of the logged data was removed prior to computing the spectrum, however the data’s 

upward trend was not removed as the reduction in amplitude over time made it difficult to fit a trend line.  

 

Using the low frequency filter (LFF) method, its F-test indicated that the data’s baseline trend could be 

represented by 27.16 and 2.07 year periods, which were above 90% significance level. Note that 27.16, 

3.36, 2.61 and 2.07 year periods were found above the 80% significance level. Since the 27.16 year 

period is only a bit longer than the data of 20 years, this is probably due to the data’s upward trend. Note 

that the LFF for FludataUS will identify significant periods of 2 years or longer, which is a smaller period 

range than that used in for FludataCP of 10.6 years or longer. The low frequency filters were all computed 

with the bandwidth relation of 𝑊 = 10/𝑁, however W is in their individual frequency units of 

weeks/cycle or months/cycle. When W is multiplied by !"#.!"!!
!

 or 12, respectively, this converts them to 

consistent units of years/cycle. Thus the LFF of FludataUS identifies peaks to a higher frequency than 
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that of FludataCP and since periods are the reciprocal of frequency, this relates to smaller oscillations 

periods being detected in the LFF. 

 

The F-test in Figure 4.2B shows a peak at 1c/y, which confirms that the yearly cycle in the logged data 

can be represented well by a sinusoid. There is a peak at 19.27 c/y that is above 99.9% significance, 

however its amplitude is a third of that of 1 c/y. Since it is not above the 99.99% in the F-test and the 

spectrum at this frequency is not a distinct square peak, it will be considered as a spurious peak of 

unusually high noise. 

  

 

Figure 4.2 Logged FludataUS: Spectrum (A), F-test (B). 

 

4.2 Influenza Cases in United Kingdom 

 

FludataUK was retrieved to compare the results of flu incidence data from the United States with data 

from the United Kingdom of Great Britain and Northern Ireland, where its geographical size is more 

condensed than that of the United States. The time series plot of FludataUK, Figure 4.3A, shows flat 

summers, then either a single or double winter peak occurring between December and March. This is 

except for the 2003-2004 winter where a single peak occurred the last week of November 2003 and 
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winter 2004-2005 that has three peaks: January, February and March; however they both have low 

amplitudes of less than 230 flu cases. The 2009 pandemic had two peaks that occurred in mid July and 

early November. The maximum of the entire data was 2636 cases, which unexpectedly did not occur in 

2009 but in January 2011. Note that the amplitude of the incidence data increases in its last 6 years. The 

logged data in Figure 4.3B shows more thick black sections in the bottom of its plot compared to 

FludataUS as this data of FludataUK has more zeros in its summers.  

 

Figure 4.3 Time Series of FludataUK: Original (A), Logged (B). 

 

The spectrum and F-test of the logged FludataUK, Figure 4.4 shows similar features to that of FludataUS: 

a prominent square peak at 1 c/y. The F-test also shows a peak at 6.33 c/y, however there is no 

corresponding distinct square peak in the spectrum to corroborate its importance. The F-test from the low 

frequency filter showed 26.30 and 2.09 years periods were above 90%, where a 26.30 year period could 

correspond to the gradual increase of the mean of the logged data. Above the 80% significance line, a 

3.11 year period was also detected.  
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Figure 4.4 Logged FludataUK: Spectrum (A), F-test (B). 

 

4.3 Influenza Cases in Australia 

 

FludataAus was retrieved to compare the results of influenza virus counts collected from Australia, where 

their winters occur between June and August (Australia 2016). Its time series plots in Figure 4.5 look very 

similar to FludataUK until the dates of the peaks are noticed. The maximum peak for each of Australia’s 

winters occurred between June and September. This span is the same length as US and UK but 6 months 

offset. The range for FludataAus is about a third of that of FludataUK, however this is consistent with 

Australia having about a third of the population of UK. When investigating the weekly times series year-

by-year, the winters appeared to have 2 to 4 small peaks, however the range of the data is smaller than the 

other datasets, and thus noise may play a more noticeable role. To confirm the presence of noise, the 

FludataAus was converted to monthly data using the same process used for Fludata2. Analyzing the 

monthly Australia time series year-by-year found that the multiple small peaks were combined together 

into a single peak each winter occurring between June and September. FludataAus shows the 2009 

pandemic as one strong winter peak at end of July 2009 resulting in the data’s maximum of 841 cases. 

Unlike the other countries, Australia did not experience multiple peaks (Chowell et al. 2011), and had 

lower mortality rates than predicted (Bishop, Murnane, and Owen 2009). With the execution of their 
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emergency response plan for influenza pandemics, Australia was able to minimize the pandemic’s 

severity. 

 

Figure 4.5 Time Series of FludataAus: Original (A), Logged (B). 

 

The spectrum and F-test of the logged FludataAus, Figure 4.6, show similar features as the US and UK. 

The F-test from the LFF also showed periods of 26.03, 3.18 and 2.09 year periods above the 90% 

significance and 1.4 years above 80% significance. There is a distinct square peak at 1 c/y as well as 2 c/y 

in the spectrum, and the F-test confirms they can be as well represented by a sinusoid. When the spectrum 

of the monthly version of the Australia data was analyzed, the frequency of 2 c/y was still present. The 

frequency of 24.53 c/y was determined to be spurious because even in though its F-test value was 

between the 99.9% and 99.99%, it was much smaller than 1 c/y and there was no corresponding square 

peak in the spectrum.  
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Figure 4.6 Logged FludataAus: Spectrum (A), F-test (B). 

4.4 Influenza Cases in Japan 

 

When comparing the results previously discussed with those from literature, it was unclear whether the 

differences were due to the different spectral analysis methods, different data or another unknown factor. 

To reduce this uncertainty, FludataJ and FludataJm were retrieved. FludataJ represents the weekly 

number of influenza cases per sentinel clinic and hospital in Japan from January 1987 to December 2016. 

FludataJm represents the monthly number of influenza cases per 100,000 population in Japan from 

January 1948 to December 1998. These datasets were previously analyzed in the paper by Sumi and 

Kamo (2012). These datasets from Japan will be analyzed individually using the same process as the 

previous datasets in this chapter, then in section 4.5, the individual results will be compared with the 

Sumi and Kamo (2012) paper.  

 

The time series plot of FludataJ, Figure 4.7A, shows flat summers between winter peaks occurring 

between December and March. They are mostly single peaks, with about a quarter of the winters 

containing a small blip of a second peak. The amplitudes of the winter peaks are more consistent 

compared to the other datasets previously discussed in this chapter. For the 2009-2010 winter, its peak is 

shifted to the last two weeks of November, due to the 2009 pandemic. 
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Figure 4.7 Time Series of FludataJ: Original (A), Logged with baseline trend in red (B). 

 

The spectrum and F-test of the logged FludataJ, Figure 4.8, shows a prominent square peak at 1 c/y. There 

is a small peak at the zero frequency band which represents the baseline trend of data as shown by the red 

line in Figure 4.7B.  The F-test from the LFF determined it to be composed of a 30.27 and 3.32 year 

periods above 90% significance and 3.98 year above 80%. Even though the logged data is a quite 

consistent where a flat trend line could be satisfactory, the spectrum decomposes patterns using sinusoids, 

which is why the longest period is approximately equal to the length of the data. The other detected 

periods are picking up other variations in the data longer than a year, but since the variations are small, 

the amplitudes for these periods are small.  

 

The high frequency peaks of 2, 5.5, 7, 8, 9, 11 c/y appear above the 99.9% significance in the F-test and 

are centered in a distinct square peak in the spectrum. The spectral peak at 5.5 c/y has the smallest 

amplitude out of the listed frequencies and it is not very high relative to its surrounding values. When a 

different seed was used to replace the zeros in the data, the spectrum around 5.5 c/y did not look different, 

however its peak in the F-test went below the 99.9% significance level. This frequency is probably a 

spurious peak caused by how the zeros were filled with a random number between 0 and 0.1 before taking 

the log transform. 
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Figure 4.8 Logged FludataJ: Spectrum (A), F-test (B). 

 

FludataJm, it covers the time span of the 1957 and 1968 pandemics as well as the 1976 and 1977 pseudo 

pandemics (Kilbourne 2006). The maximum of this data did not occur during one of those times, but in 

March 1962 with 3621 cases per 100,000 population. During the 1957 pandemic three peaks are present 

in the data: February, July and November 1957, and no extra winter peak occurred in the 1957-1958 

winter season.  However the other years of 1968, 1976 and 1977 did not stand out from the data with a 

unique pattern in Figure 4.9A. In 1973, there appears to be three peaks, however they are smaller with 10-

40% the amplitude of the 1957 pandemic, where the 1957 peaks had around 2000 cases per 100,000 

population.   

 

Taking the log transform of the data reduces the extreme amplitudes, making the range across all years 

more consistent, Figure 4.9B. For the year of 1957 and the next 6 extreme points, they were replaced with 

the mean the year before and the year after. This was done to check the effect these extreme points had on 

the results.  The spectral results of the linear scale data with and without the extreme points were very 

different and did not agree on significant frequencies except for 1 c/y. However, the spectral results of the 

logged data with and without extreme points were almost identical; the same peaks were identified but 
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with slightly higher F-test values when the extreme points were replaced. This confirms that the pandemic 

and extreme points are not negatively impacting the results discussed of the logged FludataJm.  

 

For 40 out of the 50 years, winter peaks occurred between December and March and were single peaks. 

This is except for the 1962-63 winter that was a double peak at December and February, but both peaks 

were below 10 influenza cases per 100,000 population, which will be considered a low amplitude. Double 

peak winters also occurred in 1955 and 1979 with March and May peaks.  The other 6 years had single 

peaks that occurred later than usual: April 1949, July 1952, May 1954, May 1956, May 1959 and April 

1960.  

 

Figure 4.9 Time Series of FludataJm: Original (A), Logged (B). 

  

The spectrum and F-test of the logged FludataJm, Figure 4.10, shows a prominent square peak at 1 c/y. 

The spectrum shows a distinct square peak at 2 and 3 c/y however they are not well represented by a 

sinusoid as indicated by its small F-test values. Between a frequency of 3 and 4 c/y, the slope the 

spectrum flattens out to become horizontal. This is similar to the behavior seen in Fludata2, except at a 

different frequency. From the peak at the zero frequency band, the F-test of the LFF detected periods of 

65.40, 10.30, and 8.24 year above the 90% significance level and a 5.86 year period was above 80%. 
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Figure 4.10 Logged FludataJm: Spectrum (A), F-test (B). 

 

4.5 Comparison with Literature 

 

The influenza incidence data from the United States, United Kingdom of Great Britain and Northern 

Ireland, Australia and Japan previously discussed in this chapter have all been analyzed with the same 

multitaper methods (MTM) and parameters for spectral analysis. Datasets with the same sampling rates 

show similar results and will be thoroughly compared in Section 6.1. These results were compared to 

others found in literature. The most notable paper was Sumi and Kamo (2012), where they analyzed the 

same datasets of FludataJ and FludataJm using the maximum entropy method (MEM) for spectral 

analysis. Comparing the spectral results from MTM and MEM revealed some periods that matched well 

while other periods were found significant in only one analysis method. These periods are compared for 

the monthly sampled FludataJm in Table 4.1 and for the weekly sampled FludataJ in Table 4.2. In these 

tables, multiple significance levels were used to investigate the significance levels frequencies were 

present at. Similar periods were lined up in the same column, with a dash inserted to show that no period 

was identified at that significance level. 

 

A              B 
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4.5.1 Comparison of Low Frequencies for FludataJm 

 

For FludataJm, the MEM analysis determine the longest trend in the data to be 66.7 years (Sumi et al. 

2011). The least squares method was then used to determine the parameters of the sinusoidal function of 

the 66.7 year period, and this long trend was removed from the data. The residual was then analyzed 

again using MEM and found periods of 8.7, 3.81, 2.31 and 1 years (Sumi and Kamo 2012). 

Table 4.1 FludataJm - Comparison of Significant Periods Larger than One Year. 

Spectral Analysis 
Method 1 − 𝛼 Significant periods  (Years/Cycle) 

Maximum 
Entropy Method - 66.7 - 8.7 - 3.81 - 2.31 - - 

Multitaper within 
𝑊 = 10/𝑁 

90%  65.4 10.3 8.24 - - - - - - 

80% 65.4 10.3 8.24 5.86 - - - - - 

Multitaper within 
𝑊 = 40/𝑁 

97.5% 65.8 - - - - - - - - 

95% 65.8 - 8.24 - 3.88 - 2.34 1.92 1.61 

90% 65.8 10.3 8.24 - 3.88 2.90 2.34 1.92 1.61 
 

The low frequency filter results from MTM analysis discussed in section 4.4 found a 65.4 year and 8.24 

year periods, which are within 6% of the MEM results. It was then noticed that the MEM results included 

more periods closer to 1 c/y. This is because the bandwidth used for the MTM low frequency filter was 

set to 𝑊 = 10/𝑁, and thus only analyzed periods of 5.1 years and longer, as shown in  

Figure 4.11A by the red dashed line. The bandwidth of the low frequency filter can vary to change how 

many low frequencies it analyzes. When the bandwidth was increased to 𝑊 = 40/𝑁, periods of 1.3 years 

or longer were captured in the zero frequency band and thus included in the analysis. These MTM results 

detected periods of 3.88 and 2.34 at the 95% significance level, which were found to almost match 

periods from the MEM analysis. In the larger bandwidth of MTM results, periods of 1.92 and 1.61 were 

also detected at the 95% significance level. Note that at the significance level of 97.5 %, determined from 
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Thomson’s suggestion for low frequencies, 1 − !
!"

, the MTM results of 𝑊 = 40/𝑁 found only one 

period of 65 years.  

 

Figure 4.11 Spectrum of FludataJm on LogLog Scale showing the path of the low frequency filter 

bandwidths (A) and their corresponding trends in the time domain (B). 

 

The Sumi and Kamo (2012) paper focused on prediction analysis for influenza patterns; they used 

maximum entropy spectral analysis and time series methods to construct an estimate of the data’s baseline 

trend then analyzed how good the prediction was. To test their prediction, the data was first was split at 

1980 into two segments. This was done after removing the term corresponding to the longest period. The 

corresponding results in Table 4.1 include only the first segment. The MEM analysis performed on the 

second segment found fundamental periods of 1 and 1.39 years. Other periods that were detected but not 

selected based off their contribution ratio were 10.35, 2.11 and 1.6 years for segment two and 2.8 years 

for segment one. These four periods are within 10% of a frequency detected in the MTM’s F-test, above 

the 80% significance level. 

 

To determine which frequencies are most significant, the power if their spectral peaks were listed in 

order. Then to determine how many frequency terms to be considered to represent the data, the Sumi and 

Kamo (2012) paper defined the contribution ratio of the frequencies: the frequencies with the most power 

A              B 
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in the spectrum are used to create a least squares fit with the data, where the amplitudes corresponding to 

each frequency were estimated and the sum of the squared amplitudes gave the power of the fit. The 

contribution ratio is the power of the fit divided by the power of the original time series, and a 

contribution ratio closer to 1 is preferred (Sumi and Kamo 2012). 

 

4.5.2 Comparison of Low Frequencies for FludataJ 

 

For the weekly sampled data of FludataJ, the Sumi and Kamo (2012) paper used the same method as that 

for the monthly data. The longest trend in the data was removed using the least squares method then the 

MEM analysis found fundamental periods of 7.69 and 2.31 years, which are listed in Table 4.2, as well as 

1 and 0.5 year periods (Sumi and Kamo 2012). The 0.5 period is equivalent to a frequency of 2 c/y, which 

matches a significant frequency found in the MTM analysis. The MEM did not identify frequencies larger 

than 2 c/y, thus the high frequencies of 8 and 9 c/y from the MTM analysis in Section 4.4 cannot be 

corroborated. Note the asterisk (*) in Table 4.2 represents the period of the long term trend which was 

mentioned in the MEM analysis process but not quantified.  

Table 4.2 FludataJ - Comparison of Significant Periods Larger than One Year. 

Spectral Analysis 
Method 1 − 𝛼 Significant periods  (Years/Cycle) 

Maximum 
Entropy Method - * 7.69 - - 2.31 - 

Multitaper within 
𝑊 = 10/𝑁 

90%   30.27 - - 3.32 - - 

80%   30.27 - 3.98 3.32 - - 

Multitaper within 
𝑊 = 24/𝑁 

95.8% - - - - - - 

90% 30.45 - - - - - 

80% 30.45 - - 3.25 2.42 2.11 
 

The results discussed in Section in 4.4, from the MTM low frequency filter analysis with a bandwidth 

𝑊 = 10/𝑁, did not match the significant periods longer than 1 from the MEM analysis. However, when 
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the bandwidth was increased to 𝑊 = 24/𝑁 to capture periods of 1.3 years or longer, the period of 2.42 

years was detected at the 80% significance level and was less than 5% different than then 2.31 year period 

in the paper. Note that no significant periods were detected at the 95.8% significance level, where 98.5% 

was determined from the Thomson’s suggestion for low frequencies. The other significance levels of 90% 

and 80% were used to explore the level of significance of other periods.   

 

Note that W corresponds to the computational bandwidth used on the data, which is either monthly or 

weekly sampled. The MTM spectral results are all displayed in consistent units of cycles/year. By 

dividing the computational bandwidth by the length of data in years, the physical bandwidth, B, is 

acquired with units of cycles/year. The computational bandwidths of 𝑊 = 10/𝑁 and 𝑊 = 24/𝑁 

correspond to physical bandwidths of 𝐵 = 0.33 c/y and 𝐵 = 0.8 c/y, respectively for FludataJ. 
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Chapter 5 

Influenza Model Simulations 

 
To investigate influenza incidence or mortality data, two commonly used methods are spectral analysis 

and fitting epidemiological models, yet they both have a different focus. Spectral analysis focuses on 

finding the periodic patterns in the data regardless of what the data represents while epidemiological 

models focus on determining the properties of influenza virus transmission that gives rise to the shape of 

the data. A susceptible-infected epidemiological model with seasonal forcing of a year was used to 

simulate the number of infection events that occurred in a population under different parameters, and then 

the simulated data was analyzed using multitaper spectral analysis. The seasonal forcing term in the 

susceptible-infected model was then modified to include multiple periodic components. The spectral 

results of the model simulations were compared.  

 

5.1 Seasonal Forcing with a One Year Period 

5.1.1 The Susceptible-Infected Model 

 

A stochastic susceptible-infected model was created, based on the model described in the Dushoff et al. 

(2004) paper. The model has the following properties and parameters that remained constant for 

simulations A, B, C and D: 

• A constant population size of 500 000, an initial number of infected individuals of 2300 and an 

initial number susceptible individuals of 50 000.  

• Simulations were run with the random number generator seed of 92011.  
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• 𝛽(𝑡) is the contact rate for the transmission of influenza. With t in units of years, it has a 

sinusoidal term to account for seasonal forcing of a yearly period. 𝛽! and 𝛽! are parameters that 

are constant within each individual simulation, which are listed in Table 5.1. 

𝛽(𝑡) = 𝛽!(1 + 𝛽! cos 2𝜋𝑡 ) (5.1) 

• At each time step, one of three possible events will occur and change the number in the 

susceptible and/or infected classes by ±1 individual. Each event occurs at a rate, and their sum is 

the total rate. The events are organized on a number line from 0 to 1, as shown in Figure 5.1, 

where each line segment represents the probability that event has of occurring. A random number 

between 0 and 1 is generated from a uniform distribution and the line segment it falls in decides 

which event occurs. The events, their rates and how the event changes the number in the 

Susceptible (S) and Infected (I) classes are also shown in Figure 5.1.   

• The time until the next event is randomly generated from an exponential distribution with the 

distribution’s rate equal to the total rate at the current time. Note that the total rate varies over 

time as the number of susceptibles, infecteds and 𝛽 𝑡  change.  

 

If the model did not include seasonal forcing, the number of infected people at each instant would still 

oscillate at an intrinsic period, T, given by equation 5.2 where D is the mean infectious period and L is the 

average length of immunity (Dushoff et al. 2004). The parameters for the simulations are given in  

  0    
!!"#
!!"!#$

              
!!"#!!!"#
!!"!#$

              1 

Event Infection Event  Recovery Event  Immunity Loss 

Rate 𝛽(𝑡)𝑆𝐼/𝑁 𝐼/𝐷 (𝑁 − 𝑆 − 𝐼)/𝐿 

Change to classes (𝑆, 𝐼) → (𝑆 − 1, 𝐼 + 1) (𝑆, 𝐼) → (𝑆, 𝐼 − 1) (𝑆, 𝐼) → (𝑆 + 1, 𝐼) 

 
Figure 5.1 Number line of rates for randomly selecting the event. 
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Table 5.1, including 𝛽! and 𝛽! that are parameters for the seasonally forced contact rate. The reciprocal of 

the intrinsic period is the intrinsic frequency, F, which will be indicated in frequency domain plots.  

𝑇 = 2𝜋
𝐷𝐿

𝐷𝛽! − 1
 

(5.2) 

 

When using Susceptible-Infected models the I variable could be plotted directly, i.e. the number of 

individuals in the infected class at each moment of time, (Dushoff et al. 2004), (Deyle et al. 2016). 

However, the collected data, such as FludataUS, are the weekly influenza incidence counts, i.e. the 

number of new people to acquire the flu that week. In terms of the simulation, this relates to counting the 

number of infection events that occurred between sampling times. An indicator variable was added to the 

simulation, so at every time step if an Infection Event occurred the indicator variable was set to 1, and if 

the Recovery or Immunity Loss Events occurred it was set to 0.  

 

After generating simulations for 40 million points, they were sampled into daily, weekly and monthly 

datasets. The multitaper spectrum estimation method assumes the inputted data is sampled at equal time 

intervals. The simulations could not be sampled at every n-th point because the time step between points 

were not equal as they were generated from an exponential distribution with a varying rate. The time steps 

ranged from less than a second to a maximum of 2 hours between events, and thus it seemed reasonable to 

initially sample the data at midnight each day. The event times of the simulated points were converted 

into a date. The start date for the dataset was arbitrarily chosen as midnight UTC on January1, 3000. This 

was to ensure that the simulated data would not be mistaken as real collected data. Linear interpolation of 

the data’s indices and dates were used to determine which indices would occur every day at midnight. 

This output provided decimals and thus they were rounded up to provide the index that corresponded to 

the first event of the day. The number of infection events that occurred within each day were summed 

together. Since the collected datasets are sampled weekly and monthly, such as FludataJ and FludataCP, 

the simulations were also sampled weekly by summing the number of infection events over 7 days, and 
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monthly by summing the appropriate number of days for their respective calendar date. These sampling 

options are specified with a ‘d’, ‘w’, or ‘m’ at the end of the simulation’s name, e.g. simAm. Spectral 

results for each simulated dataset was computed using 100 years of data unless specified with number of 

years, e.g. simA_20 for using the first 20 years.  

Table 5.1 Summary of Parameters in Simulations. 

Name Length of data  [years] 𝛽!  [ /year] 𝛽! 𝐷  [years] 𝐿  [years] 𝐹  [c/y] 
simA 100 400 0.02  0.025 8 1.068 
simB 100 500 0.02  0.02 4 1.688 
simC 100 400 0  0.025 8 1.068 
simD 100 500 0.2  0.02 4 1.688 

 
 

5.1.2 Spectral Results – Seasonal Forcing with One Year Period 

 

The first 30 years of the weekly counts of infection events from simAw is shown in Figure 5.2A.  

Figure 5.2B shows the log transform of the data with the mean removed. Its oscillations are quite smooth 

at a frequency of one cycle per year. The spectral estimate of the logged simAw was computed using the 

same procedure as the collected datasets. The spectrum in Figure 5.3A shows a distinct square peak at 1 

c/y, and a smaller peak at 2 c/y. The F-test in Figure 5.3B confirms they are significant periodic 

components. The spectrum of the simulated data has a base shape of a hill where the peak of the hill is 

centered at the intrinsic frequency, 𝐹!. This intrinsic frequency was not detected on the F-test. Note that 

the Nyquist frequency of weekly data is at 26 c/y, however no significant frequencies or features were 

found outside the band of [0, 5] for the spectra of simAw, simBw, simCw or simDw.  

 

A            B 

Figure 5.2 Time Series of simAw: Original (A) and Logged (B). 
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Figure 5.3 Logged simAw: Spectrum (A) and F-test (B) for the frequency band [0, 5]. 

 

The different parameter values used in simBw, as shown in Table 5.1, resulted in a different intrinsic 

frequency of 𝐹! = 1.688 c/y. The time domain plot in Figure 5.4A is much more erratic, and harder to 

visually determine the main periodic patterns. Figure 5.4B shows that the spectrum’s hill shape has 

shifted to be centered at the intrinsic frequency, 𝐹!, and as a result the total power at 1 c/y is significantly 

lower than for simAw. However, focusing on the square shaped peak, its height above the spectrum’s 

base shape for simBw is equivalent to that of simAw. The spectral hills for both simulations also have 

equivalent heights. The F-test confirms a significant peak at 1c/y but not at 𝐹!. 

 

Figure 5.4 Logged simBw: Time Series (A), Spectrum for frequency band [0, 5] (B). 

A            B 

A            B 
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The simC simulation was run with the same parameters as simA and thus has the same intrinsic 

frequency. However, it does not have seasonal forcing as the coefficient of the periodic term was set to 

zero. The time domain plot in Figure 5.5A is quite erratic. The spectrum in Figure 5.5B shows only the 

hill shape centered at the intrinsic frequency, 𝐹! = 1.068 c/y. There is no distinct square peak in the 

spectrum nor the F-test, which was expected as there was no seasonal forcing.  

 

Figure 5.5 Logged simCw: Time Series (A), Spectrum for frequency band [0, 5] (B). 

 

The paper by Dushoff et al. (2004) determined that if the intrinsic frequency is close to the seasonal 

forcing frequency of 1 c/y, then resonance occurs and the annual oscillations amplify, such as in simA, vs 

in simB where resonance does not occur. This amplification can be noticed by the different scales of the 

time domain plots. In the frequency domain, resonance occurs when the square peak of the seasonal 

forcing frequency is on the peak of the spectral hill. As a result, the power of the seasonal forcing cycle is 

approximately 10 times larger in simAw than simBw.  

 

In Figure 5.4B, the spectrum of simBw shows the power of the yearly cycle to be not much higher than 

that of the spectral hill. To confirm the significance of the alignment of the intrinsic frequency with the 

seasonal forcing frequency vs solely the power of the seasonal forcing frequency, simD was generated. 

SimD has the same parameters as simB except the magnitude of its sinusoidal term is 10 times larger. As 

a result, the spectrum in Figure 5.6B shows that the power of the 1c/y is approximately 10 times larger 

A            B 
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than for simBw, which is approximate to the power of the yearly cycle in simAw. Even with the increased 

power over the spectral hill making it appear less pronounced, the hill is present and the intrinsic 

frequency still plays a key role in the generation of the time series.  

 

Figure 5.6 Logged simDw: Time Series (A), Spectrum for frequency band [0, 5] (B). 

 

In the time domain plot in Figure 5.6A, there is a prominent thin peak each year, and in the troughs is a 

lot of variation and erratic behavior. In the simulation, we know the inputs consist of one forced periodic 

term and one stochastic periodic term. However, the multitaper spectral analysis method only sees the 

information in the time series plot of Figure 5.6A. It sees there is a strong yearly reoccurring pattern that 

is not perfectly sinusoidal. In order to better describe all the features in its yearly pattern, more periodic 

components of harmonics of the forcing frequency will be needed (Diggle 1990). Classifying peaks as 

harmonics or determining their connection to an application is not always a trivial process. However, in 

Figure 5.6B the peaks of 2, 3, 4 and 5 are at integer multiples of the yearly cycle, and their powers are 

cascading down in the spectrum plot as well as in the F-test, which is not displayed. This cascading 

feature is the same as seen in the spectrum of a yearly periodic saw tooth wave or from a distorted sine 

wave (Smith 1997).  
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5.2 Spectral Results – Seasonal Forcing with Multiple Periods 

 

The seasonal forcing term in equation 5.1 has one sinusoid with a period of 1 c/y. However, a repeating 

pattern that is more complicated than a pure sinusoid can be more accurately represented the more 

sinusoidal terms used.  The spectrum plots of collected data identified up to 6 frequencies that were 

classified as significant from their spectrum and F-test plots. The contact rate for influenza transmission 

in equation 5.1 was modified to include multiple periodic components, 𝛽! 𝑡 , as shown in equation 5.3. 

 J is the total number of periodic components used in 𝛽! 𝑡 , where each component is generated at a 

significant frequency, 𝑓!, with corresponding amplitude and phase, 𝑎!! and 𝜃!!. From the collected 

datasets analyzed thus far, their approximate ranges seem to be [1, 5] for the amplitudes, 𝑎!!, and [– 𝜋,𝜋] 

for the phases, 𝜃!!. 

𝛽! 𝑡 = 𝛽! 1 + 𝛽! 𝑎!! cos 2𝜋𝑓!𝑡 + 𝜃!!

!

!!!

 
(5.3) 

 

The spectral results from the logged FludataJ were used to determine estimates of the new parameters for 

simE. Choosing FludataJ’s top four significant frequencies, 𝑓 = 1, 2, 8, 9 , the corresponding magnitude, 

𝐴!!, and phase, 𝜃!!, were calculated using equations 2.12 and 2.13, respectively. Note that these spectral 

results were computed using the log!" 𝑥(𝑡), where 𝑥(𝑡) is FludataJ. The magnitudes from 𝐴!! will 

reconstruct periodic components on that same log scale. For the appropriate linear scale amplitude for 

these periodic components, the amplitudes, 𝑎!!, were determined from equation 5.4. The simulation 

parameters for the multi-periodic components are listed in Table 5.2. The other parameters are the same 

as that used for simA: 𝛽! = 400, 𝛽! = 0.02, 𝐷 = 0.025 and 𝐿 = 8. 

𝑎!! = 10!!!  (5.4) 
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Table 5.2 Spectral Parameters used for Multi-periodic Simulations. 

Name Frequencies, Amplitudes and Phases 

simE 
1 c/y 

𝑎! = 4.335 
𝜃! = −31.46° 

2 c/y 
𝑎! = 1.372 
𝜃! = −58.87° 

8 c/y 
𝑎! = 1.055 
𝜃! = −170.09° 

9 c/y 
𝑎! = 1.049 
𝜃! = 159.11° 

simF 
1 c/y 

𝑎! = 4.335 
𝜃! = −31.46° 

0.033 c/y  (30 year/c) 
𝑎!.!"" = 1.339 
𝜃!.!"" = 49.56° 

0.022 c/y  (46 year/c) 
𝑎!.!"" = 1.115 
𝜃!.!"" = 99.98° 

 

 

The times series plot of the logged simEw is shown in Figure 5.7A. It is quite sinusoidal but the peaks are 

thinner and taller than the troughs that are more dense and erratic. Its spectral estimate is shown in  

Figure 5.7B in black, and that of simAw is in gray for comparison. It shows distinct square peaks at 1, 2, 

8 and 9 c/y, as inputted, and the F-test confirmed their significance above the 99.99% significance level. 

SimEw’s infection event counts on a linear scale occur at much larger values and thus a larger variance 

than simAw. However, when large values are logged, the variance of the logged values is smaller than 

that of simAw. The smaller variance in the times series relates to the expectation for the spectrum to have 

a lower trend. The base shape of simEw’s spectrum is flat instead of a hill. At this time, the cause is not 

fully understood, however it only occurs with the multi-periodic simulations.  

 

Figure 5.7 Logged simEw: Time Series Plot (A), Spectrum Plot (B). 

A            B 
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When simE was sampled monthly, it was expected that its spectrum would show significant peaks at 1, 2 

3 and 4 c/y, but not 5 c/y. From the inputted frequencies, 1 and 2 c/y would stay, the 8 c/y would be 

aliased to 4 c/y, and the 9 c/y would be aliased to 3 c/y. As will be discussed in section 5.4, the monthly 

sampling rate appears to use the 5 c/y in order to describe the shapes in the data when it is sampled 

monthly. 

 

SimF was generated with inputted frequencies in the low frequency range, less than 1 c/y. It will be 

discussed in further detail in the next section in regards to the effect the data’s length has on detecting 

accurate results.  

 

5.3 Effects of the Length of Data 

 

The collected datasets discussed in chapters 3 and 4 ranged in lengths from 20-30 years in weekly data 

and 50 to 106 years in monthly data. The longer the data the smaller the frequency bands in the spectral 

estimate. SimAw was used to visually see the effect the length of data has on the spectral estimate, as 

shown in Figure 5.8. SimAw was represented by four lengths: 20, 50, 100, and 150 years, and represented 

by the notation of simAw_20, which represents the first 20 years of the simulated data.  

 

The spectrum plots in Figure 5.8 show a distinct square peak at 1c/y and 2c/y, which are confirmed in the 

F-test. This is except for the simAw_20 that only distinctively shows the peak at 1 c/y in its spectrum and 

F-test. The longer the dataset, the narrower and taller the spectral peak becomes. The differences between 

the spectrum plots of the 100 year and 150 year length data appears to be negligible to interpreting the 

plots and identifying significant periodic components in the high frequency range of 1 c/y or larger. 

Meanwhile, the difference between the 20 and 50 year spectrums are significant, especially when looking 
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at the 2c/y frequency. For simAw, a 30 year length was found to be the shortest data length that still 

produced the same spectral conclusions as that of its 150 year version.  

 

Figure 5.8 Spectrum of simA at various lengths of data. 

 

For the monthly sampled simAm, the 50 year length was found to be the shortest data length that 

produced the same conclusions as its longer versions of peaks at 1, 2, 3, 4 and 5 c/y. For lengths of 30 and 

20 years, the 1 and 5 c/y frequencies were the only ones detected in the F-test above 99.99% or had a 

noticeable square shape to their spectral peaks.  

 

The above discussion focused on the frequency resolution and the length of data needed to detect 

frequencies larger than 1 c/y. Frequencies less than 1 c/y describe the long term trends in the data. For 

simF, seasonal forcing terms were inputted as 1 year, 30 year and 46 year periods. Its time series plot is 

shown in Figure 5.9. The spectrum plots for the different length versions all showed a significant peak at 

1 c/y and at the zero frequency band. Both peaks had equivalent amplitudes on the spectrum plot. As used 
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on the collected datasets such as FludataJ, the low frequency filter analyzed the frequencies in the zero 

frequency band and found the following conclusions in regards to frequencies detected above 90% 

significance level on the F-test: 

• The 100 year version detected 49.7, 28.9 year periods. Both sets of values are quite close to the 

inputted values. It also detected a 10.4 year period.  

• The 30 and 50 year versions detected a 36.4 and 37.6 year periods, respectively. These periods 

are close to the average of the inputted values. They also detected a 3.18 and 5.07 year period. 

• For the 20 year version, 3.4 and 2 year periods were detected as well as the zero frequency, 

which shows that the spectral method has detected the existence of a long term trend, however it 

is not able to quantify it. It is reasonable that 20 years of data are not able to quantify periods 

longer than itself.  

The existence of a long trend can be detected, however it cannot be accurately identified if there is not 

enough data. There is an old phrase that states that the data should be 3 times the length of the period in 

order to reliably detect it (Schuster 1898).  

 Figure 5.9 Time Series Plot of simFw. 
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5.4 Effects of Sampling Rate & Population Size 

 

SimA was sampled daily, weekly or monthly to examine the effect that different sampling rates have on 

the results. In Figure 5.10A, each data point in the red monthly sampled data is approximately 30 times 

larger than the daily sampled data in black and approximately 4 times larger than the weekly sample data. 

When each of these are logged, their relative order will stay the same with the red monthly data with the 

largest values, however the range of their logged values will be approximately equal. When their 

respective means are subtracted from the logged data, they line up and are almost indistinguishable in 

Figure 5.10B. The daily data shows the most amount of stochastic noise, and the monthly data is 

relatively smoother.  

 

Figure 5.10 Time Series Plots of simA: Original (A), logged and zero mean (B). Monthly sampled is 

in red, weekly sampled in blue and daily sampled in black.   

 

The finer the data’s sampling rate, the higher the Nyquist frequency in the spectrum because periodic 

components at higher frequencies will be used to represent the finer details. The spectrum in Figure 5.11 

shows the monthly and weekly sampled spectra ending at their respective Nyquist frequencies of 6 c/y 

and 26 c/y, and that the spectral shapes of the three spectral estimates match very well. The significant 

square peaks of 1 and 2 c/y match very well in shape and amplitude in the spectrum and were present in 

the F-test above 99.99% significance line for the three sampling rates. For daily sampling, the F-test 
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detected nine other frequencies above 99.99% such as 84.2 c/y, which relates to a period of 4.3 

days/cycle. However these frequencies did not align with distinct square peaks in the spectrum. The 

weekly sampled data had only 1 and 2 c/y frequencies as significant in the spectrum and F-test, but 

monthly sampled data also had frequencies of 3, 4 and 5 c/y.  

 

Figure 5.11 A - Spectrum of daily (black), weekly (blue) and monthly (red) sampled simA from 

frequency 0 to 30 c/y. B - Inset plot of zoomed in section of frequencies 1 to 5 c/y. 

 

For the simulations seasonally forced at a year, a spectral peak would appear at 1c/y, and a smaller peak 

usually appears at 2 c/y. Based on the relative sizes and that 2 c/y is an integer multiple of the forcing 

frequency, it is likely that 2 c/y is a harmonic of the 1 c/y. In simCm, there was no seasonal forcing so 

neither 1 nor 2 c/y were present, however it had 3, 4 and 5 c/y present. 

 

           B 

A            
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Frequencies of 3, 4 and 5 c/y were classified as significant and as distinct square peaks in every monthly 

sampled simulation from A through F. For the simulations with a multi-periodic seasonal forcing term, 

some of these higher frequencies could be aliased when sampled monthly. However, no aliased 

frequencies were expected to appear at 5 c/y in simEm, as it was none of its multi-term seasonal forcing 

frequencies of 1, 2, 7, and 8 c/y would alias to 5 c/y. Frequencies of 3, 4 and 5 c/y were also not expected 

for simAm and simBm, which were seasonally forced at 1 c/y, and simCm, which had no seasonal 

forcing. Based on their presence in the spectral results of monthly sampled data, even when there is no 

evidence to support aliasing or harmonics of the forcing frequency, it follows that the presence of the 3, 4 

and 5 c/y frequencies would be due to the sampling rate being monthly. In weekly sampled data, 

stochastic behavior is seen in the winter peaks, but when these winters are monthly sampled the stochastic 

behavior is less erratic and more like edges of a geometric shape. These shapes occur often, and thus are 

detected as significant reoccurring patterns that are best presented by the frequencies of 3, 4 and 5 c/y.  

 

If a significant periodic component is anticipated at a specific higher frequency, it is recommended to use 

a sampling rate that includes the ‘original’ frequency and not its alias. If there are patterns that repeat in a 

matter of days, then daily data should be used. The spectral results of weekly and daily sampled data 

come to the same conclusions. The spectral results of monthly sampled data do not contradict results from 

weekly sampled data, however frequencies of 3, 4 and 5 c/y appear as significant regardless of the data’s 

underlying process. There is the possibility that there is a genuine or aliased significant peak at one of 

those frequencies, which cannot be distinguished by solely looking at the monthly data’s spectrum plot. 

Monthly sampling is probably too infrequent to capture the appropriate shape of the ‘true’ data process. 

Weekly sampling is a reasonable sampling rate that produces a good spectral estimate of the data’s 

process.  

 

The previous simulations have had a constant population size of 0.5 million people. Meanwhile, Japan 

and the United States had populations of approximately 127 million and 323 million, respectively, in 
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2016 (The World Bank 2017). A simulation was executed with the same parameters as simA except its 

total population size was set to 10 times larger as well as the initial number of susceptible individuals and 

infected individuals. The computation time to generate the larger population was about 10 times longer as 

well. Its linear scale times series plot and its logged zero-mean plot show the same characteristics as those 

discussed for Figure 5.10; the larger the population the higher the amplitude on its original time series 

plot. After taking the log transform, the resulting values spanned a smaller range and had a smaller 

variance. This was reflected in the spectrum of the larger population as a vertical shift down in the overall 

shape compared to the spectrum of simA. Both spectra had the same characteristics of spectrum peaks 

and shape. The population does not appear to affect the conclusions being drawn from the spectral plots.  
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Chapter 6 

Comparisons, Discussion & Conclusions 

 
The results of the collected data analyzed in Chapters 3 and 4 will be compared to each other and with the 

results from the simulated data analyzed in Chapter 5. Of the many collected datasets discussed, five 

weekly sampled and three monthly sampled datasets will be compared. Fludata2, Fludata2w2m and 

FludataCP datasets show influenza mortality counts while the other datasets show influenza incidence 

counts. The significant frequencies for each of these collected datasets are summarized in Table 6.1 for 

frequencies less than 1 c/y and in Table 6.2 for frequencies of 1c/y and larger. In these tables, frequencies 

at two significance levels are identified, such as at 90% and 80%. Frequencies identified at the higher 

significance level are listed in the table without brackets, and the extra frequencies identified at the lower 

significance level are listed inside brackets. Similar frequencies are lined up in the same column, with a 

dash inserted to show that no frequency was identified. It is unclear at this time if there are biological 

connections to any of the frequencies in Table 6.1 or 6.2, but it is interesting to see the quantity of 

comparable frequencies found between datasets of countries across the world, of different sampling rates, 

and sampled variables of influenza mortality and incidence.  

 

6.1 Low Frequencies 

 

Low frequencies, those less than 1 c/y, will be discussed in terms of their corresponding period, which is 

the inverse of frequency. The longest periods identified by the low frequency filter were approximately 

1.3 times the length of their respective data, such as the 136 year period identified for FludataCP that has 

106 years of data. This is except for FludataJ where its longest period is approximately equal to its data’s 

length of 30 years. There is an old saying that periods a third the data’s length can be reliably detected 
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(Schuster 1898). The periods in the first column of Table 6.1 are longer than a third of the data’s length 

and thus should not be fully trusted. However, they are indicating the existence of a long term trend, 

which may have a similar length of period. As seen in section 5.3 in the previous chapter, the 30 and 46 

year periods as seasonal forcing terms in the simulated data simFw were reliably detected in 100 years of 

data. When only simFw’s first 50 years were analyzed, being approximately equal in length to the true 

periods, it was unable to accurately determine them, however its estimate of 38 years was in the 

approximate region of the true periods.  Thus the longest periods detected for each collected data in Table 

6.1 are probably not accurate, but there is probably a long term trend in that range which the spectrum 

was trying to describe.  

 

Table 6.1 Significant Low Frequency Summary Table. 

Data Data Length 1 − 𝛼 Significant Periods within 𝑊 = 10/𝑁  (Years/Cycle) 

FludataUS 20 years 90% (80%) 27.16 - - (3.36) (2.61) 2.07 - 

FludataUK 20 years 90% (80%) 26.30 - - (3.11) - 2.09 - 

FludataAus 20 years 90% (80%) 26.03 - - 3.32 - 2.09 (1.4) 

FludataJ 30 years 90% (80%) 30.27 - (3.98) 3.32 - - - 

Fludata2 20 years 90% (80%) (26.87) (5.44) (3.91) - (2.56) - - 

Fludata2w2m 20 years 90% (80%) (26.77) (5.44) (3.92) - (2.56) - - 

FludataCP 106 years 90% (78%) 135.68 - (13.92) 10.78 (7.48) - - 

FludataJm 51 years 90% (80%) 65.4 (5.86) - 10.3 8.24 - - 
 

There are a number of periods that show up in more than one dataset. The weekly incidence data from 

US, UK and Australia show a 2.1 year period, then including Japan they all show an approximate 3.3 year 

period. The incidence data of FludataJ and the mortality data of Fludata2 both show an approximate  

3.95 year period. The weekly sampled Fludata2 and its monthly sampled version of Fludata2w2m show 

the same periods, and they have a similar period of 5.65 years with FludataJm, the monthly incidence 

data. These periods are within the range of 2-5 years, which is the average duration for cross-immunity 
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between strains of the influenza virus as it goes through antigenic drift (Plotkin, Dushoff, and Levin 

2002).  

 

FludataJm and the monthly mortality data FludataCP also share similar periods of 10.5 years and 7.9 

years. These periods are in a similar range to others found in literature including an 8.7 year period (Sumi 

and Kamo 2012) and an 8 year period (Clegg 2003). For the periods in Table 6.1 that are less than a third 

of their data’s length, it is unclear at this point if a period has individual merit or if the spectral analysis 

used it in conjunction with other periods in the attempt to better describe the true underlying baseline 

trend of the data. 

 

6.2 The Yearly Cycle 

 

All datasets detected a significant yearly cycle that rounded to 1.00 c/y, which is the frequency that is 

100% trusted. Note that FludataCP and FludataJm, both originally monthly sampled data, have their 

yearly frequencies slightly above 1 c/y, while all the original weekly sampled data have theirs slightly 

below 1 c/y. This is probably a side effect of the different sampling rates. When taking into account more 

than two decimals, the yearly frequencies for the datasets varied off a perfect yearly cycle by up to ±1.25 

days. FludataCP was the closest to a perfect year, being off by less than an hour. It is the longest dataset, 

but it is also the most reliably recorded from a large population. FludataJm has 51 years of incidence data, 

however its yearly cycle is off by approximately 30 hours. Fludata2 only has 20 years of data of reliably 

recorded mortality data and its yearly cycle is the second closest to a perfect year at 8 hours off, followed 

by the incidence data of FludataJ at 12 hours off. The ability of the F-test to detect significant periods in 

the datasets is related to the signal to noise ratio at that period (Thomson 1982).  
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Recall that FludataCP and Fludata2 had no missing values and no zero values that would need to be 

replaced before taking the log transform. FludataJ is considered the next most accurate, having no missing 

values and required the least amount of zeroes to be replaced compared to the remaining datasets. It is a 

nuisance when analyzing the data, however it is understandable why the influenza incidence datasets had 

so many missing values and zeros recorded in the summer. It could be related to social determinants of 

health and social behavior during the warm school holidays. Meanwhile mortality data is probably more 

reliable because all deaths and their causes will be recorded.   

 

Table 6.2 Significant High Frequency Summary Table. 

Data Significant Frequencies (Cycles/Year) detected at 99.99% (99.9%) 

FludataUS 0.9978 - - - - - - - 

FludataUK 0.9972 - - - - - - - 

FludataAus 0.9966 1.991 - - - - - - 

FludataJ 0.9986 2.001 - - (7.005) 8.003 9.002 (11.007) 

Fludata2 0.9990 (2.002) 3.994 - 6.992 7.998 9.001 10.990 

Fludata2w2m 0.9990 (2.003) 3.997 5.000 - - - - 

FludataCP 1.0001 - 4.000 5.000 - - - - 

FludataJm 1.0033 - - - - - - - 
 

6.3 High Frequencies 

 

Of all the high frequencies detected and discussed in each data’s individual analysis, the frequencies listed 

in Table 6.2 are a summary of those that appeared in at least two of the datasets. The mortality data of 

Fludata2 and the incidence data of FludataJ and FludataAus all have a 2 c/y frequency in common. This 

frequency was also detected for simulations A and D where it seemed that the 2c/y was a harmonic of the 

yearly cycle. Fludata2 and FludataJ also show comparable frequencies of 7, 8, 9 and 11 c/y, which relate 

to periods of 7.43, 6.5, 5.78 and 4.73 weeks, respectively. These frequencies could have individual merit 
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but associated reasons for these periods are not obvious. Thus the conclusion of these frequencies is 

leaning towards them being harmonics of the yearly cycle, and the most important ones in order to best 

describe the non-perfect sinusoidal shape of the collected influenza incidence data. 

 

There is the possibility that the frequencies in the weekly data are aliases from the spectral estimate of its 

daily data version. After the yearly cycle, 8 c/y had the highest amplitude above the spectrum’s baseline 

for FludataJ and Fludata2. Frequencies of 45, 60, 97, 112, 149 and 164 cycles/year in daily data can 

theoretically all be aliased to 8 cycles/year in weekly data. Repeating them as their equivalent periods, the 

results say that periods of 8.11, 6.08, 3.7, 3.26, 2.45 or 2.23 days/cycle can alias to a period of 6.5 

weeks/cycle. Any or all of these could have biological significance that could relate to the latent and 

infectious periods of influenza. Previous research has estimated these parameters resulting in their sum 

ranging from 3 to 6 days (Chowell et al. 2008).  The mean infectious period has also been modeled in the 

range of 6 to 10 days (Dushoff et al. 2004). If future research was to analyze daily sampled data and its 

aliases, the 8c/y in weekly data would be the recommended frequency to start.  

 

When weekly sampled Fludata2 was converted to be sampled monthly in Fludata2w2m, the 7, 8, 9 and 11 

c/y frequencies should be aliased to 5, 4, 3, 1 c/y, respectively. The 3 c/y per year seems to be missing, 

however when looking at the spectrum plot, there was a little bump at 3 c/y that seemed to not be defined 

enough to be detected by the F-test. This is a similar instance to that of simAw_20 shown in Figure 5.8; 

the 20 year length of the simulated data was not able to confidently identify the presence of a frequency 

which longer versions of the data could. In terms of Fludata2w2m, a peak at 3 c/y is expected to be 

present but more data would be required to detect it.  

 

In section 5.4, it was discussed that all monthly simulated data that was analyzed had frequencies of 3, 4 

and 5 c/y with increasing power so 5 c/y was the most significant. Throughout this analysis, 
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considerations for frequencies included harmonics of the yearly cycle, or aliases, however both of these 

are dependent on a seasonal forcing frequency.  These possibilities appear less likely after analyzing 

simCm, which had no seasonal forcing that could cause harmonics or aliasing. Also simEm was 

seasonally forced at frequencies that alias to 3 and 4 c/y, but not 5 c/y which appeared at an equivalent 

power to them. It was concluded that these frequencies may represent the shapes of the winter peaks at 

the monthly sampling rate. From this statement, it would be assumed that Fludata2w2m would have these 

frequencies regardless of aliasing. For FludataCP its spectrum and F-test have distinct significant peaks at 

4 and 5 c/y but not at 3 c/y. FludataJm’s F-test does not detect anything other than 1 c/y, but its spectrum 

has some bumps that could be signs that there is not enough data to detect them. Overall, weekly data is 

slightly easier to be able to interpret the potential reasons of frequencies. For the monthly collected data, 

such as FludataCP, its frequencies could be harmonics of the yearly cycle, aliases of higher frequencies or 

due to its sampling rate. The final conclusion is not obvious or clear from looking at one dataset, but 

examination of all the spectra and F-test plots indicates that monthly sampled data is going to produce 

distinctive frequencies of 3, 4 and 5 c/y, and their power can be amplified or reduced based on the 

aliasing of higher frequencies and how their magnitudes and phases interact.  

 

6.4 The Spectrum’s Shape 

 

The shape of the spectrum represents how data points are correlated. When the shape of the spectrum is 

flat, it is often described as a ‘white noise’ process (Cryer and Chan 2008). It indicates that the data points 

are uncorrelated. When the trend of the spectrum starts with high power then decreases as frequency 

increases, it is referred to as a ‘red’ spectrum (Cryer and Chan 2008). This is indicative of a positively 

correlated noise process such as an autoregressive process of order 1, AR(1), with a positive coefficient, 

𝜙. An AR(1) process describes how a data point is correlated to its previous point. If the spectrum trend 

starts low and increases with frequency then this is indicative of a negatively correlated noise process 
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such as an AR(1) with a negative coefficient. It is referred to as a ‘blue’ spectrum (Cryer and Chan 2008).  

Moving average processes also create ‘red’ and ‘blue’ spectra, but the spectrum of the autoregressive 

process has a steeper slope that mimics the data better. The spectral hill seen in simC would be called a 

‘peak’ spectrum, as the shape of the spectrum has increasing and decreasing sections. Higher-order 

autoregressive processes, such as an AR(2) can have a ‘peak’ spectrum with its shape dependent on the 

values and signs of the coefficients. (Cryer and Chan 2008). 

 

With the collected datasets having a red spectrum shape, fitting an autoregressive process to the spectrum 

was attempted but the results were not discussed in a previous section because they were inconclusive. I 

could not find an autoregressive process that once removed from the time series, would provide a new 

spectrum whose shape was satisfactorily flat like a white noise process. Thus suggesting an 

autoregressive process may not be the best assumption to represent its noise process. 

 

With the simulated data of simA having a clear ‘peak’ spectrum centered at the intrinsic frequency, which 

was determined based off practical biological parameters, it is understandable that fitting an 

autoregressive process would not be effective. However, there is still the missing link of why simulated 

data show a ‘peak’ spectrum and collected data show a ‘red’ spectrum. It is possible that by referring to 

the shape of collected data as a ‘red’ spectrum, I inadvertently jumped to a conclusion. Perhaps the 

underlying shape of the spectrum is ‘peaked’, and the collected data has more power at low frequencies 

that supersedes the power of its stochastic process, and thus raising what appeared to be the base shape of 

the spectrum in that frequency region. Figure 6.1 shows the comparison of simA with FludataJ, and 

Fludata2. The differences between their spectral shapes are minimal at first glance, especially for this 

weekly data. The shapes of their spectra track quite well, including when the shape of the weekly data’s 

spectrum flattens out. The exception is the dip in power in the low frequency region of simA, which is 

more clearly seen in Figure 6.2 when compared to the spectrum of FludataCP.   
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Figure 6.1 Comparing spectrums  simAw (black), FludataJ (blue) and Fludata2 (red). 

 

Figure 6.2 Comparing spectrums simAm (black) and FludataCP (purple). 
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SimF was generated with seasonal forcing periods of 1 year, 30 year and 46 years/cycle. It was 

anticipated that by including low frequencies in the input, that more power would occur in the low 

frequency range of its spectrum. These inputs resulted in a spectral peak at their specific frequencies but it 

did not change the shape of the spectrum as expected. The spectral shape was flat like a white noise 

process, as shown in Figure 6.3. The same flat shape occurred for all multi-periodic simulations. This 

could be caused by how the multi-periodic seasonal forcing term was implemented. Future work may be 

able to correct this. 

 

Figure 6.3 Spectrum of logged simFw. 

 

6.5 Time Domain Plots 

 

Many datasets and simulations have been analyzed and discussed in the frequency domain in an attempt 

to better understand the hidden patterns and behavior that governs the effect the influenza virus has on the 

population. Figure 6.4 shows 10 years of four time series plots: 

A) monthly per capita mortality of pneumonia and influenza in the United States, FludataCP,  

B) weekly influenza incidence per sentinel hospital from Japan, FludataJ,  

C) monthly simulated data with a multi-term seasonal forcing at 1, 2, 8 and 9 c/y, simEm, and  

D) weekly simulated data with a single seasonal forcing term at a year, simAw. 

These four plots best highlight the similarities and differences between the collected and simulated data.  
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Figure 6.4 Time Domain Plots on a linear scale of FludataCP (A), FludataJ (B), simEm (C), and 

simAw (D). 

  

Both FludataCP and FludataJ have a strong yearly pattern, however their winter peaks are taller and 

thinner than their summer troughs. SimAw displays this feature but it is more subtle than what is shown 

in the collected datasets. Its stochasticity is however at a similar level of prominence as FludataJ. That of 

FludataCP appears stronger in the form of the winters having single or double peaks. SimEm exhibits the 

double peak feature, but too strongly. Looking at the general yearly path of simEm without the 

stochasticity, it exhibits the tall thin winters with flatter summers shape, more so than simAw. Overall, 

simEm is the best match for FludataCP and simAw for FludataJ. SimEm and its multiple periodic 

components show the potential benefit for considering multiple periodic components. However, 

determining the appropriate amplitude and phase for each component requires further research.   
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6.6 Conclusion & Future Work 

 

Influenza data were analyzed using time series and multitaper spectral analysis to investigate periodic 

patterns that may have been hidden in the time domain but noticeable in the frequency domain. Influenza 

incidence data was collected from countries including the United States, United Kingdom of Great Britain 

and Northern Ireland, Australia and Japan as well as pneumonia and influenza mortality data from the 

United States. The spectral analysis of these datasets revealed an expected yearly cycle, but also higher 

frequencies that seem to be harmonics of the yearly cycle. Of all the harmonics, the 2 c/y, 8 c/y and 9 c/y 

frequencies appeared in the results from many of the datasets.  

 

An individual frequency could also have a biological explanation. At one point it was thought that the  

2 c/y frequency might not be a harmonic but represent the two flu seasons occurring each year, one in 

each hemisphere. With the high volume of air travel, travelers from Australia to UK could help to 

transmit influenza during UK’s summer. However, after seeing a 2 c/y harmonic appearing in the 

simulation, it has cautioned me against proclaiming biological reasons for all frequencies. If one thinks 

hard enough, it may be possible to associate all frequencies with a reason. It may also be possible that 

some frequencies have power associated from both a biological reason and a harmonic. Future research 

could be done to more definitely discern the reason for a frequency being significant. Regardless of 

whether or not the detected frequencies are harmonics of the yearly cycle, or have individual biological 

significance, the overall point of spectral analysis is to identify frequencies that contribute to the behavior 

of the data.   

 

The time series plots of influenza incidence and mortality data showed a yearly oscillating pattern as the 

dominant feature, however it was not a perfect, symmetric sinusoid. The winter peaks had a thin tall shape 

while the summer troughs were wider and flatter. Harmonics of the yearly cycle can be used to represent 

a repeating pattern that is not a perfect sinusoidal. When using epidemiological models, the contact rate 
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for influenza transmission is often modeled as a sinusoid with a yearly period. This fits well to the log 

transform of the data. However to better capture the pattern that is not symmetric between summer and 

winter, the frequencies of 2 c/y, 8 c/y and 9 c/y are recommended to be considered. 

 

Simulations of a susceptible-infected epidemiological model were created with a yearly seasonal forcing 

and then analyzed using the same multitaper spectral analysis methods as the other datasets. Comparing 

the spectral results from the simulations to that of the collected data helped to interpret the meaning of the 

identified significant frequencies. The spectral results of monthly sampled data always identified the 3, 4 

and 5 c/y as significant even if there was no yearly seasonal forcing term. These frequencies do not 

appear in the weekly sampled version of the same simulation, thus are most likely an artifact of monthly 

sampled data. The spectral results of the monthly sampled US mortality data, FludataCP, identified the 

frequencies of 4 and 5 c/y as significant and thus are mostly likely present as the artifact of monthly 

sampling. Weekly sampled data is thus preferred over monthly sampled, if it is available. It would be 

interesting to analyze daily data, like the daily influenza-like-illness data from a city in Israel, as analyzed 

in Axelsen et al. (2014). 

 

The contact rate of influenza transmission in the susceptible-infected model was modified to include 

multiple sinusoidal components at the suggested frequencies. The phase and amplitudes for these 

components were calculated from the Japan data that was analyzed. The time series plot of the resulting 

simulation shows promise in the goal of better representing the data with the thin tall winters and flat 

summers. However it appeared that the chosen amplitudes of the inputted sinusoidal components were too 

large. Future work can be done to adjust the inputted values for the amplitude and phase until it fits better 

with the data. A goal that may not have been previously clear was the attempt to use the results of the 

collected data to give guidance in the choice inputted parameters of frequency, amplitude and phase for 

simulations with multiple seasonal components. The multi-periodic version of the model was a good 

attempt and future work is needed to improve how it uses the spectral results of real data. 
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This research started with a puzzling 30ish year arch pattern that was seen in the 106 years of pneumonia 

and influenza mortality data from the United States, from 1910 to 2015. A low frequency analysis of the 

data has confirmed trends longer than a year are present.  However what was perceived as a 30 year 

pattern in the time domain was identified by the F-test as composed of the 136 year, 14 year, 11 year and 

7.5 year periods.  The next question for future work is to determine whether these four periods are 

individually significant or whether a combination of a couple of these periods are attempting to represent 

a more complex pattern, which could have a varying period, amplitude and/or phase. However this future 

work will be far in the future as time needs to pass while more good quality data is recorded. A paper by 

Kandula, Yang, and Shaman (2017) found that forecasting subtype individually gave more accurate 

results than forecasting total influenza incidence data. Future work performing spectral analysis on 

subtype specific datasets would be interesting, however the challenge will start with finding a good 

quality dataset that is long enough to give definitive results.  

 

To investigate long periods, long datasets are required, but while it is being collected, the surrounding 

world is changing. The mortality data from 1910 to 2015 is especially interesting for historical discussion; 

it spans the time from before to after the introduction of vaccines, 4 pandemics each marking the change 

in influenza A subtype that is in circulation, both world wars, and the growth of commercial air travel. 

This makes the investigation of the periodic patterns in influenza data harder, but all the more fascinating. 
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