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Abstract

Smartphones have become an integral part of our daily lives that oﬀer a multitude
of features in a small form factor. Users store sensitive personal information on their
phones and perform ﬁnancial transactions. Moreover, people use their personal phones
to access corporate/government resources and vice versa. We perform tasks on smartphones that require multiple security models to execute the tasks securely. However,
most smartphone operating systems need to focus on the usability which compromises
security.
This thesis presents a security framework for smartphone operating systems. The
core idea of the framework resembles the security of a modern smart city. The op
erating system acts as the government of the city and the applications are the citi
zens. It has components to protect resources and perform policing (monitor, detect,
and control). There are multiple application zones with diﬀerent security constraints.
Smartphones with this framework automatically switch to a diﬀerent security mode
based on the detected context to satisfy the security requirements in diﬀerent use cases.
Installed applications are monitored to identify anomalous behavior as well as certain
i

speciﬁc malicious behavior like click-fraud. The operation of the framework is mostly
automated and requires no input from users for default operations. We implement a
signiﬁcant portion of the framework for Android and our experiments suggest that the
framework improves the overall security of Android increasing its ability to protect
user resources as well as to detect and control malware.
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CHAPTER

1

Introduction

Every time there’s a new tool, whether it’s Internet or cell phones or anything
else, all these things can be used for good or evil. Technology is neutral; it
depends on how it’s used.
– Rick Smolan, photographer and writer

Electronic hand-held (mobile) devices are omnipresent nowadays and they are mak
ing personal computers somewhat redundant. For example, we use smartphones for
writing emails, surﬁng the web, listening to music, watching videos, playing games,
performing ﬁnancial works, and creating reports. Moreover, they are equipped with
various sensors. As a result, these devices carry and generate a lot of private data
which are often very useful to businesses, governments, and adversaries. New security
concerns are introduced as attack models have changed to utilize and/or compromise
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these devices’ resources (e.g., making them part of a botnet to perform large-scale
low-noise attacks).
In light of this, end users should be concerned about the security and privacy of
their devices. Unfortunately, a great portion of the end users do not have any concern
due to diﬀerent reasons (age, education, technical expertise level, etc.). In addition,
they have a tendency to rely on third-party security software and/or OS vendors.
However, rigorous security measures often degrade the usability and performance of
these devices. Therefore, vendors do not want to compromise the sales of their devices
by introducing complex security measures.
In this thesis, we investigate the problem by enhancing the security of mobile oper
ating systems. We propose a framework to introduce components of the operating sys
tem that can prevent, monitor, detect, and control malicious activities automatically.
We implement our approaches using the Android Open Source Project (AOSP) [53]
and demonstrate their eﬀectiveness.
In the remaining part of this chapter, we motivate the reader by explaining why
mobile devices need a diﬀerent security framework than desktop computers and the
importance of our approach. Then, we describe how security for Android has evolved
since 2008. After that, we deﬁne the thesis problem space and provide a summary of
our contributions. Finally, we present the organization of the thesis.

1.1

Why mobile security is diﬀerent from desktop security

Mobile devices have unique characteristics that diﬀerentiate them from traditional
desktop computers. For example, the lack of a convenient typing option makes en
tering long and complex passwords inconvenient in smartphones. As a result, mobile
operating systems oﬀer alternative options like PINs, patterns, and ﬁngerprints. How
ever, it has been shown that PINs/patterns/passwords can be inferred through the
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camera or other sensors [24, 89, 100, 124, 129, 147] which may not be possible in
desktop systems.
A desktop computer is normally connected to only one network and the only way
traﬃc gets in is via the network or a USB device. Desktop antiviruses install them
selves with administrative accesses to all system components. They can monitor ﬁles
stored on the disk and everything that goes in or out through the network device. If
we can restrict the use of USB ﬂash drives or scan USBs when they are connected and
verify the network for intrusions and malware, we may secure the desktop acceptably.
Unfortunately, applying the same technique for mobile devices will not be as eﬀective.
Mobile devices have multiple communication media, e.g., cellular, Bluetooth, Near
Field Communication (NFC), WiFi, and Infrared (IR). Providing enough surveillance
on all of them is not feasible and mobile operating systems do not allow administrative
access to antiviruses. As a result, they can only provide warnings based on the limited
system information available to them. Furthermore, Huang et al. [62] discovered sev
eral serious hazards related to the mobile malware scan mechanism and virus engine
update procedure.
In the security literature, “conﬁdentiality, integrity, and availability”, also known
as the CIA triad, are considered as the main aspects of information security. However,
as mobile computing is evolving, other aspects such as privacy, identiﬁcation, and
anonymity are very important [26]. Furthermore, end users are often so addicted to
their phones that many users may sacriﬁce conﬁdentiality over availability and ignore
security and privacy threats.

1.2

Android and its notable security enhancements over the years

Among all the smartphone operating systems, Android alone occupies over 86% of the
market share in the ﬁrst quarter of 2017 [51]. In the United States, comScore [127]
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reported that 70% of the media time spent on the internet is from mobile devices.
Television advertisers are now focusing on online advertisement as internet usage from
smart televisions is increasing. In fact, an economic era around smart devices is evolv
ing as devices like smart televisions, cars, and watches are becoming popular.
Although mobile devices are unique and require a new operating system to oﬀer
proper security and privacy, Android is an operating system built on top of the Linux
kernel. The kernel is tailored to run on mobile devices and a middleware layer is added
to provide services to the application layer programs. Because of the widespread use
of Android in multiple types of devices, numerous techniques have been proposed to
address diﬀerent speciﬁc security issues of Android.
Android’s application sandbox is built upon Linux’s discretionary access control
(DAC) and exploiting any system service with root privileges may compromise the
security of the entire device. Smalley et al. [126] proposed SEAndroid to provide
Mandatory Access Control (MAC) to mitigate such threats. SEAndroid hardens the
platform security and is able to stop root exploits if conﬁgured properly. Google
merged SEAndroid into the Android Open Source Project (AOSP) in Version 4.3 and
enforced it from Version 4.4. Successive versions of Android provided improvements
to the SEAndroid conﬁguration to further harden diﬀerent components of the system.
Another core component of the Android security is its permission mechanism. Un
til October 2015, Android’s permission model was an “allow all or no install” model.
There was no way to revoke a permission once an app is installed by the user. Sev
eral authors analyzed the coarse-grained Android permission model [11, 14, 46, 94,
138, 146] and proposed solutions that often require complex user inputs. However,
this compromises the usability of the system as most users lack the technical exper
tise to properly conﬁgure security policies. For that reason, these kinds of solutions
never make their way to the AOSP. From Android Marshmallow (Version 6.0), Google
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adopted the iOS approach and now, some of the sensitive permissions can be revoked
after installation. However, very few users use this feature as revoking and reallow
ing the same permission in diﬀerent security scenarios is a hassle. We need a more
automated solution that will perform the task for users.
Researchers used static and dynamic analysis techniques to detect Android mal
ware [10, 23, 40, 55, 71, 74, 111, 121, 123, 148]. However, these works are not coor
dinated by any party and mostly used by security researchers for oﬄine or emulated
analysis.
In summary, we notice a lack of research that addresses the problem of a compre
hensive usable security framework for mobile operating systems addressing protection,
monitoring, detection, and controlling of malicious applications altogether. The se
curity solution should be intelligent enough to provide improved security and privacy
automatically and should be completely transparent to end users.

1.3

Problem statement

Although smartphones are becoming ubiquitous and we use them for diﬀerent types
of tasks, the security model of mobile operating systems distributed to regular users
is changing at a slow pace. One problem of using the same device for multiple tasks
is that each task requires a diﬀerent security model. Moreover, companies now allow
BYOD (Bring Your Own Device) policy, which lets employees bring and use their own
smartphones for accessing conﬁdential business resources. As a result, companies want
the security of their resources and the ability to manage their devices remotely. Users
also have their own set of apps for personal use and they do not want to compromise
their privacy due to malware or apps provided by their workplaces. In addition, with
the advent of the internet of things (IoT), people are expected to use their smartphones
to control other devices (smart TVs, smart fridges, smart thermostats, etc.), and
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new smartphone payment services (e.g., Google Wallet and Apple Pay) require extra
security measures. Botnet owners have started to target smart devices to make those
devices part of their botnets and launch large-scale low-noise attacks like click-fraud.
Click-fraud has been proved to be a serious problem for the online advertisement
industry. Billions of smart devices are connected to the internet and click-fraud only
needs the internet connection to make it happen.
Since smartphones are being used by many security unaware users, we strongly be
lieve that automatic detection of the device context and switching to diﬀerent security
modes to protect user resources are now a necessity. In addition, mobile operating
systems have started to support multiple users and often a device like the smart TV
will have multiple accounts with a diﬀerent set of apps. Therefore, a strong permission
model that can control a group of applications easily is required.
As discussed before, third-party antiviruses are ineﬀective in mobile devices due to
the inherent restrictive security model of the operating system. To facilitate antiviruses
and malware detectors, eﬀective real-time monitoring is necessary that can provide
low-level application information to them. Once a malware is detected, it needs to be
constrained to eliminate security threats.
Motivated by the above scenarios, we strongly feel that mobile operating systems
need a security overhaul. Therefore, improving the security of the mobile operating
system and making it act against malware automatically is the focus of this thesis. In
Figure 1.1, we show a smartphone with a high-level view of the security components
developed in this thesis and we make the following thesis statement:
It is possible to design and develop a context-aware security framework for smartphone operating systems that can provide protection, monitoring, detection, and con
trolling features to protect the device and user resources from being harmed by mali
cious applications. The primary goal of the security framework is as follows:
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Figure 1.1: A smartphone with proposed security components.
1. The default functionalities of the components should be completely automated
and transparent to regular users. Users do not need to provide any input to the
system to enable features.
2. The framework should provide greater control over the security features for ad
vanced users.
3. The framework should use machine learning techniques as much as possible to
reduce human analysis eﬀorts.

1.4

Contributions

We provide a security framework for smartphone operating systems based on the con
cept of the security of modern smart cities. It has components to protect resources as
well as to detect and control malware. We implement most of the components of the
framework for Android. In particular, we make the following contributions:
1. We propose a security framework for smartphone operating systems and imple
ment the framework for Android.
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2. To protect resources and control malware, the framework provides multiple ap
plication zones with diﬀerent levels of constraints and introduces ﬁne-grained
group permissions. The permission model of Android has been modiﬁed to ac
commodate zoning.
3. The framework provides multiple security modes based on the security context of
the device. Each mode automatically applies appropriate zone policies to satisfy
the security requirements of the mode. A power-eﬃcient system for managing
the security context of a device is developed to facilitate the security mode
management.
4. We present an approach to monitor application activities and detect malware.
We implement a number of analysis and detection components to detect ma
licious apps based on their behavior using machine learning techniques. The
monitoring module also helps third-party developers/antivirus vendors to in
crease the eﬀectiveness of their applications.
5. We propose a click-fraud prevention method from the user side using the frame
work’s detection mechanism. We implement a detection component that mon
itors and analyzes the HTTP traﬃc to identify and control apps performing
click-fraud.

1.5

Thesis organization

This thesis is organized as follows. Chapter 2 provides the necessary technical back
ground on Android and click-fraud, a description of machine learning classiﬁcation
techniques used in this thesis, and the related work. Chapter 3 presents a security
framework for smartphone operating systems. Chapter 4 presents our approach for
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modifying the permission mechanism of Android to introduce ﬁne-grained group per
missions. Chapter 5 presents a system for smartphone security context management
and automatic switching of security modes based on the detected context. Chapter 6
presents a real-time malware detection architecture for Android. In Chapter 7, we
implement a special fraudulent activity detector based on the detection architecture
to identify click-fraud attacks. Finally, Chapter 8 summarizes the thesis along with a
brief discussion on its limitations and future directions.

10

CHAPTER

2

Background and Related Work

Obviously, you will always see more malware targeting Android because Android
is used more than any smartphone platform by a pretty substantial diﬀerence.
– Sundar Pichai, CEO, Google, 2017

In this chapter, ﬁrst, we provide an overview of the smartphone ecosystem and the
Android security architecture. Then, we present a discussion on some malware attacks
and a detailed description of the click-fraud attack. We also discuss the machine
learning algorithms used in particular components of this thesis. Lastly, we describe
the related work on smartphone security, malware analysis and detection techniques,
and click-fraud.

2.1. Smartphone ecosystem
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Smartphone ecosystem

The smartphone ecosystem consists of hardware and software platform, applications
running on top of that platform as well as infrastructural components.

2.1.1

Smartphones

Nowadays, people expect to perform everything on their smartphones that they usu
ally do on computers. As a result, powerful resources and battery life have become
major competing features of smartphones. Most smartphones feature diﬀerent types
of sensors like accelerometer, global positioning system (GPS), gyroscope (detects the
current orientation of the device), magnetometer, lux meter (measures the amount of
light falling on a surface), microphone, and camera.
Wireless communication technologies oﬀer smartphones the ability to pervasively
connect to many online services and remote/neighboring personal appliances. The
most common wireless technology used in today’s smartphones is the radio frequency
(RF). Many variations of RF technologies are available for smartphones. Some exam
ples are Near Field Communication (NFC), IEEE 802.15.1 (Bluetooth), IEEE 802.11
(WiFi), Global System for Mobile Communications (GSM), and Universal Mobile
Telecommunications System (UMTS).

2.1.2

Third-party applications and distribution methods

The ability to enhance a mobile phone’s functionality by incorporating third-party
applications is one of the main reasons for the smartphone’s skyrocketing popularity.
There are currently two types of market models for smartphones. One is open, anybody
can download an app from any market (e.g., Android). The other is closed, which is
also known as the walled-garden model, where users must use a single market to install
apps. Walled-garden markets are rigorously monitored by vendors (e.g., Apple). In
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Table 2.1: Comparison of popular smartphone application markets.
Name

Owner

Device Platform

Oﬃcial

Google Play

Google

Android

Yes

Apple Store
Amazon
Store
SlideME

Apple
Amazon
SlideME

iOS
Fire OS,
Android
Android

Yes
FireOS: Yes
No

Established
October 22,
2008

Available Apps

Developer Fee

Development Platform

2,800,000+

One time($25)

Android SDK

2,200,000+

Yearly ($99
individual, $299
enterprise

iOS SDK, Xcode

600,000+

Free

Amazon Mobile App SDK

30,000+

Free

Android SDK

July 10,
2008
March 22,
2011
April, 2008

Table 2.1, we present a list of popular smartphone application markets along with
some other related information, such as the number of available apps (as of March
2017), developer fee, and development platform [125, 130]. As we can see in the table,
Google Play and Apple Store are leading the ecosystems.

2.2

The Android operating system

The knowledge of the Android operating system and its security architecture is essen
tial to understand this thesis and this section covers the basics of them.

2.2.1

Android architecture

The Android software stack has four layers (kernel, native userspace, Android frame
work, and application) as shown in Figure 2.1. The Android operating system project
for mobile devices was started by a startup company named Android Inc. in October
2003 which was acquired by Google in July 2005. Most startup companies try to reuse
existing open-source software to reduce the time and cost of their product. Hence,
the Linux kernel was chosen as the foundation of the project and sits at the bottom.
However, the kernel is modiﬁed for mobile devices and does not have some regular
components like glibc, X Window System, GTK, BusyBox, and bash shell. Some of
the main components of the modiﬁed kernel are wakelocks (a power managing mech
anism to keep the device awake in case of an app needs to use system resources),
low-memory killer (kicks in before the default kernel out of memory (OOM) killer),

Native
Userspace

Kernel

Native
Libraries

Native
Runtime

Application
Framework

Application
Layer

Package Manager
Service

Package Manager

Location Manager
Service

Location Manager

(Camera, Audio, Display,
Stylus, Fingerprint, …)

Device Drivers
Logger

Paranoid
Networking

Binder IPC
Driver

Figure 2.1: The Android software stack.

(TPM, ASLR, NX, LSM,
Seccomp, PXN, FS
Encrypt, …)

Low-Memory
Killer

Ashmem

Hardware Abstraction Layer
(Graphics, Audio, Camera, Bluetooth, GPS, Radio, WiFi, …)

Filesystem
(/system, /data, /proc, …)

Kernel Security

…

…

(Apache Harmony)

Java Core
Libraries

Wakelocks

Alarm

SEAndroid Policies

Android Runtime / Dalvik VM / Zygote

Battery Service

Status Bar Manager

Libraries

(ueventd, vold, adbd, installd, netd, …)

Native Daemons

Resource Manager
Service

Binder IPC

Resource Manager

User-installed Apps
(Google Play, 3rd Party App Stores, adb, …)

(Bionic, OpenGL, Webkit, SSL, …)

Init / Toolbox

Power Manager
Service

Power Manager

Pre-installed Apps
(Launcher, Phone, Messaging, Settings, Camera, Browser, Contacts, …)

C/C++

Java
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Binder (a custom IPC/RPC driver), ashmem (anonymous shared memory, a replace
ment of the Linux’s shared memory functionality), alarm driver, paranoid networking
(a mechanism to restrict network I/O to certain processes), and logger (a high-speed
in-kernel logging mechanism optimized for writes).
Android handles hardware both in the kernel as well as in the hardware abstraction
layer (HAL). Several Linux security features are also available on Android such as the
Address Space Layout Randomization (ASLR), Trusted Platform Modules (TPM),
and Linux Security Modules (LSM).
On top of the kernel layer, we have the native userspace layer. This layer consists
of the Android Runtime (ART) and components that execute outside of the ART, for
example, the init process (the process that starts all other processes), a number of
native daemons (the radio interface layer daemon, service manager daemon, Android
debug bridge daemon, etc.), few hundred native libraries, the ﬁlesystem, and the HAL.
Android deﬁnes APIs for each type of hardware that vendors need to implement via
the HAL module. The HAL enables third-party hardware vendors to supply their own
drivers and choose an appropriate license as well as disabling the dynamic module
loading mechanism of the kernel which is a security risk.
Android uses a root ﬁlesystem that consists of two main directories /system and
/data. The /system directory contains immutable components which include native
binaries, native libraries, framework packages, and stock applications. The /data par
tition (also called the internal storage) is for third-party applications and is mounted
in read-write mode. When Android ﬁrst came out, internal storage was expensive. To
reduce the cost, most manufacturers added an SD card slot, and by default, an SD card
is formatted to FAT ﬁlesystem. FAT does not support traditional Linux ﬁle permis
sions. Later, the lower cost of ﬂash storage made manufacturers remove the SD card
slot. As a result, Android system developers designed a program to emulate external
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storage. It is based on the FUSE library [49] and it emulates a FAT-like ﬁlesystem over
ext4, which is the ﬁlesystem format of the internal storage. The FAT-like emulated
ﬁlesystem gives all ﬁles a ﬁxed permission attribute.
The Android Runtime executes system components and applications written in
Java. It is a register-based VM (as opposed to the stack-based JVM) specially designed
for mobile devices. Its input format is called Dalvik Executable (DEX) and packaged
in .dex ﬁles. It also provides functionalities to interact with the rest of the system,
including native libraries and binaries. Android uses a special process Zygote to speed
up the app launching operation. Zygote is a process that has all required libraries
linked. When a user starts a new application, Android just forks the Zygote process
which allows Android not to copy linked libraries into the new process. Android’s Java
core libraries are borrowed from the Apache Harmony project.
System services implement most of the fundamental Android features, including
telephony, network, display, and touch. Each system service is normally coupled with
a remote interface that other services and applications can call via the Android Binder
IPC mechanism. Binder is based on the Open-Binder [101] and heavily redeveloped for
Android. The Android operating system mediates both the cross- and intra-application
communication via intents which are asynchronous messages that deliver an action
to be performed along with the data. The Binder is responsible for encapsulating IPC
messages and interpreting them to corresponding procedure calls. A user-space process
can call the functions of a shared library (libbinder.so) to dynamically create Binder
threads and invoke/handle remote requests between processes. All communications
between clients and services using Binder happen through the Linux kernel driver
/dev/binder.
On the topmost layer, we have the application layer. There are two types of apps,
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namely privileged system apps which are installed in the /system partition and thirdparty apps. System apps are normally signed with the platform key and cannot be
uninstalled by users. Third-party apps can be installed/uninstalled at users will and
they can only access permitted resources.
An Android application or package is an archive (.apk ﬁle) containing application
code, data, and resource information. Every application has a manifest ﬁle (Android
Manifest.xml) that contains the component information, permissions required, and
Android API version requirements.

2.2.2

Android security

Android uses a layered approach of security and enforces its security mechanism in the
kernel layer and in the framework layer. At the kernel layer, Android takes advantage
of the security features oﬀered by the Linux kernel (process and user isolation) and at
the framework layer, Android uses permissions.

Android sandboxing
In a Linux system, one user cannot access resources of another user and each process
executes with the identity (user ID, UID and group ID, GID) of the user. Android
takes advantage of this mechanism by assigning unique UIDs to installed applications
and giving them dedicated data directories. As a result, each application becomes
sandboxed, at both process and ﬁle levels.

Permissions in Android
Android uses permissions to protect components, system APIs, and resources. A per
mission is simply a unique text string. There are currently more than hundred permis
sions [5] deﬁned in the Android operating system. In addition to the Android deﬁned
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permissions, application developers can also declare their own customized permissions
to protect their sensitive resources.
A permission can be associated with one of the following four protection levels [6]:
normal, dangerous, signature, and signature-Or-System. According to developer.
android.com, normal permissions are low risk permissions and dangerous permissions
are for a user’s private resources.
Previously, at install-time, a user is shown a list of permissions. The user must
either grant or deny all of these permissions together. Once the user approves the per
mission request, the application owns its permissions throughout its lifetime. There
is no way to revoke a permission other than to uninstall the app. However, in An
droid Marshmallow (Version 6.0), Google changed the permission model. Now, normal
permissions are given at install time (the list of permissions is not shown to the user
anymore). However, for dangerous permissions, users are notiﬁed at runtime. An
application can continue only when the user allows the requested permission. More
importantly, now users can revoke dangerous permissions later.
Figure 2.2 demonstrates that previously Google Hangouts showed all the requested
permissions to the user at install time. Now, it asks to allow a speciﬁc permission at
runtime.
All dangerous permissions belong to some groups. Table 2.2 provides some exam
ples of such groups. To minimize user interactions, Android grants all the permissions
that belong to a group if the user allowed one of the permissions of that group. For
example, there are seven permissions in the PHONE group. If an app asks for any of
the seven permissions and the user allows it, then all the other six permissions will be
automatically granted for that speciﬁc app.
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Figure 2.2: An example of Google Hangout’s old (left) and new (right) way of asking
permissions to the user in Android.
Permission enforcement techniques
Android enforces access control in two levels. In one level, for some permissions, the
system server process (in the Android framework) ensures that the calling component
has the necessary permission. We call these permissions “runtime permissions”. In
another level, a number of permissions as deﬁned in the platform.xml1 are enforced
by the underlying Linux’s discretionary access control (DAC) mechanism. We call
these permissions “granted permissions”. Table 2.3 provides a list of such permissions
and corresponding supplementary groups.
When an application process is created by the activity manager, it maps the granted
permissions to the corresponding groups. The group IDs are then passed to the zygote
process which forks itself and sets the group IDs. These permissions are given to the
1

Used to deﬁne the mappings between lower-level system user and group IDs and the higher-level
permission names managed by the platform.
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Table 2.2: Examples of dangerous permission groups in Android.
Permission Group

Permissions

CALENDAR

READ CALENDAR, WRITE CALENDAR

CAMERA

CAMERA
READ CONTACTS, WRITE CONTACTS,
GET ACCOUNTS
ACCESS FINE LOCATION,
ACCESS COARSE LOCATION

CONTACTS
LOCATION
MICROPHONE

RECORD AUDIO
READ PHONE STATE, CALL PHONE,
READ CALL LOG, WRITE CALL LOG,
ADD VOICEMAIL, USE SIP,
PROCESS OUTGOING CALLS

PHONE
SENSORS

BODY SENSORS
SEND SMS, RECEIVE SMS, READ SMS,
RECEIVE WAP PUSH, RECEIVE MMS

SMS

READ EXTERNAL STORAGE,
WRITE EXTERNAL STORAGE

STORAGE

Table 2.3: Granted permissions that are enforced by Linux’s discretionary access con
trol.
Granted Permissions
BLUETOOTH ADMIN
BLUETOOTH
INTERNET
CAMERA
READ LOGS
WRITE EXTERNAL STORAGE
WRITE MEDIA STORAGE
ACCESS MTP
NET ADMIN
ACCESS CACHE FILESYSTEM
DIAGNOSTIC
READ NETWORK USAGE HISTORY
MODIFY NETWORK ACCOUNTING

Supplementary Group
net bt admin
net bt
inet
camera
log
sdcard rw
media rw
mtp
net admin
cache
input diag
net bw stats
net bw acct

virtual machine process and dynamic permission checks will not occur for some of
these permissions. As an example, the INTERNET permission in Android is mapped
to the Linux inet user group and consequently, internet access is controlled by the
underlying Linux kernel.
In Figure 2.3, we show an example of how two applications (P1 and P2) interact

Accessing the log, internet, SD card

Granted
Permissions

20

system_server
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phone
media
…

Power Manager
Activity Manager
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Android
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X Security exception

Linux Kernel

Permissions that are enforced by Linux’s
discretionary access control and granted to the
process of the application.
Denied ICC call

Figure 2.3: Permission enforcement in Android Marshmallow.
with each other or access the internet in Android Marshmallow. Let us assume that
the UIDs assigned to P1 and P2 at install time are 10012 and 10013. The package
manager extracts and stores all the requested permissions from the manifest ﬁle at
install time. P1 needs to access the log, internet, and SD card. As a result, when the
activity manager requests zygote to create a process for P1, it will send a message
that lists all the group IDs necessary to access the resources (see Listing 2.1). Here,
group IDs of the log, sdcard rw, and internet are 1007, 1015, and 3003, respectively.

1 −−runtime−i n i t
2 −−s e t u i d =10012
3 −−s e t g i d =10012
4 −−s e t g r o u p s =1007 , 1 0 1 5 , 3003
Listing 2.1: A part of the message that the activity manager sends to zygote to
start a process for P1 as described in Figure 2.3.
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When P1 wants to access any system service (e.g., location, phone, and media) or
wants to call a component B of the app P2, these requests go through the Binder and
subsequently are checked by the package manager (part of the system server process)
for authorization. If P1 is not allowed to access any of the resources it requests, Android
will throw a security exception. However, when P1 tries to access the internet (opens
a socket), this request goes through the Linux’s discretionary access control. As a
result, if P1 is not created with the group ID 3003, it will be denied the access and
the Linux kernel will throw an exception causing P1 to crash.

2.3

Malware

Software that deliberately fulﬁll the harmful intent of an attacker is commonly re
ferred to as malicious software or malware [90]. Common examples of malware include
viruses, worms, trojan horses, spyware, adware, backdoors, rootkits, and sniﬀers. The
most prominent intention of malware writers is the ﬁnancial gain. Attackers steal per
sonal information, perform click-fraud, send premium rate SMSs, etc., for their own
ﬁnancial beneﬁts. Sometimes the motivation behind writing a malware can be political
or industrial/personal rivalry. Malware are also being used as a spy. Some malware
writers create malware for research, novelty or amusement purposes.
Malware attacks can be classiﬁed as fraud, theft, spam, sabotage/espionage, surveil
lance, cyberwar, etc. Often malware are controlled by a Command and Control (C&C)
server and incorporate more than one type of attack.
Old Windows malware techniques are increasingly making their way to the smartphone ecosystem. Attacks like MITB (man-in-the-browser), ransom, rootkit, and RAT
(remote access toolkit) are found in mobile malware in 2014. Botmasters are targeting
smartphones to launch large-scale DDoS or click-fraud attacks.
Another common malware strategy is that the attackers repackage a popular app
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and redistribute it with malicious payloads. Often popular paid apps are oﬀered free
of cost in the third-party markets repackaged with a malware.
These malware eavesdrop to monitor SMSs, phone calls, or use the camera or the
microphone to record sensitive personal information. They send ﬁles located on the
SD card or the contact list to the attacker. Diﬀerent types of loggers are used to
steal passwords and other user inputs. Proﬁlers can infer information about a user’s
behavior by monitoring his or her location, movement history, and app usage. Malware
can also misuse the available services of a smartphone. For example, they may send
unintended SMSs/emails or make unintended phone calls.

2.3.1

A short history of malware in smartphones

The ﬁrst malware hit mobiles around 2004. The malware was called Cabir and infected
Symbian operating systems via Bluetooth. It shortened the mobile’s battery life by
constantly searching for other Bluetooth enabled devices. In early 2009, Yxes infected
Symbian mobile phones and forwarded the victims’ address books to a central server.
It used the SMS channel to spread and conﬁgure itself. The spread of Yxes was largely
limited to Asia where it infected at least 100,000 devices in 2009 [135].
YZHCSMS.A for Android and Fakemini for Windows CE sent premium rate SMSs
without the user’s knowledge. These malware generated substantial revenues for the
owners of the registered numbers. Some malware like Smsspacem for Android sent
spam through SMSs.
In 2010, we saw the introduction of the ﬁrst mobile malware derived from a PC mal
ware. Zeus in the Mobile (Zitmo) was an extension of Zeus, a dangerous banking
trojan developed for the personal computer world. Working in conjunction with Zeus,
Zitmo bypassed the use of SMS messages in online banking transactions, circumventing
the security process.
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DroidKungFu for Android was another technologically advanced malware that in
cluded a well-known exploit, Rage Against The Cage, to root or become an adminis
trator of the phone, giving it total control, and thereafter contacting a Command and
Control (C&C) server. Like most of the viruses before it, DroidKungFu was generally
available from unoﬃcial third-party app stores and forums in China.
NotCompatible.C [131] infected over four million devices and ran a rent-a-botnet
business oﬀering spam campaigns, bulk ticket purchasing, C99 shell controlling, etc.
NotCompatible.C was persistent and used strong encryption techniques that made it
very diﬃcult to detect via static analysis.
Dendroid and Android.hehe are examples of malware that can evade dynamic
analysis by recognizing the emulated environment and have successfully evaded Google
Play’s dynamic analysis system Bouncer [95].

2.4

Online advertising and click-fraud

Nowadays, it is hard not to see an advertising content when we visit any website or
use free mobile apps. Publishers not only publish own contents to attract the audience
but also sell space on their websites to receive advertising income or for other business
promotions. Similarly, mobile developers use advertising to generate revenues. In this
section, we ﬁrst deﬁne several terminologies related to the online advertising industry.
Then, we describe a number of advertising types pertinent to our discussion. After
that, to provide a better understanding of the click-fraud attack, we explain how online
advertising works and how botnets perform click-fraud.

2.4.1

Terminology

• Publisher is an entity which publishes content or oﬀers a service through a website
or a mobile application.
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• Advertiser is an entity that pays the ad networks for displaying their advertise
ments.
• Ad networks are entities that manage publishers and advertisers. They are able
to buy and sell ad traﬃc (in the form of ad requests) internally as well as through
other ad networks. Ad networks that can buy and sell traﬃc between each other
are called linked partners, and each ad network maintains its own list of trusted
partner networks.
• Ad exchanges facilitate the real time buying and selling of inventory from multi
ple ad networks. The approach is technology-driven as opposed to the historical
approach of negotiating price on media inventory.
• Impressions are a metric that counts the number of times an ad has been de
ployed.
• Clicks are another metric that counts the number of times users clicked (using
keyboard, mouse, and/or touchscreen) on an ad.
• Ad request is the form of HTTP traﬃc that is generated from impressions or
clicks.
• Ad request response is the form of HTTP traﬃc that is generated by the ad
networks in response to any ad request.
• Real-time bidding (RTB) is a means by which advertising inventory (ad space
that a publisher wants to sell to advertisers) is bought and sold on a perimpression basis. It is done via programmatic instantaneous auction similar
to stock markets.
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Types of advertising

There are many types of online advertising. For example, display-based advertising,
search-based advertising, social media marketing, email advertising, chat advertising,
classiﬁed advertising, aﬃliate marketing, and content marketing. In this thesis, we
consider ad traﬃc generated from display-based, search-based, and mobile advertising
only. Below, we describe each of them.

Display-based advertising
Display-based advertising conveys its advertising messages visually using text, logos,
animations, videos, photographs, or other graphics. Display advertisers frequently tar
get users with particular traits to increase the ads’ eﬀect. Online advertisers (typically
through their ad servers) often use cookies, which are unique identiﬁers of speciﬁc de
vices, to decide which ads to serve to a particular consumer. Cookies can track whether
a user left a page without buying anything, so the advertiser can later retarget the
user with ads.

Search engine marketing (SEM)
Search engine marketing, or SEM, is designed to increase a website’s visibility in search
engine results. Search engines provide sponsored results and organic (natural or nonsponsored) results based on a web searcher’s query. Search engines often employ visual
cues to diﬀerentiate sponsored results from organic results. Search engine marketing
includes all of an advertiser’s actions to make a website’s listing more prominent for
topical keywords.
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Mobile advertising
Advertisements are delivered through mobile devices such as smartphones, tablets
or other smart devices (e.g., smart TVs). Mobile advertising may take the form of
static or rich media display ads, SMS (Short Message Service) or MMS (Multimedia
Messaging Service) ads, mobile search ads, advertising within mobile websites, or
ads within mobile applications or games. Mobile advertising is growing rapidly. For
example, in January 2017, Facebook reported that their advertising revenue for the
September 2016 quarter is $8.81 billion. Of that, mobile advertising revenue accounted
for around 84 percent [44].

2.4.3

How online advertising works

Nowadays, online advertising is a very complicated process which begins when a con
sumer uses an application (e.g., mobile browser) to visit a webpage or the app has
in-app ads. If the app content contains ad, the app requests the ad network to serve
an ad. The ad network may connect to an ad exchange with necessary client infor
mation for real-time bidding. After an ad is selected, the ad network returns the ad
information to the app. The app now visits the agency ad server to retrieve the ad
(image/rich media) and the ad network records the request as an impression. The ad
contains a link to the ad network. When any user clicks on an ad, the ad network ﬁrst
registers the click for billing and then provides a link to the advertiser’s content.

2.4.4

Automated clickers or clickbots

Clickbots are special software that can click on online ads automatically. Such clicks
are often called “invalid clicks”. Invalid clicks are any clicks that an ad network
chooses not to charge for. Recent clickbots are very sophisticated and often equipped
with the capabilities of a real browser. They crawl to diﬀerent websites and click on
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Botmaster
1. Requests webpage

Victim Device

2. Replies with ads
3. Clicks on an ad
4. Redirects to the advertiser’s page

Command and
Control Server

Instructions
1. Target website
2. # of clicks to perform
3. Referer to use
……..
……..

Publisher

5. Requests the advertiser’s page
6. Replies with the webpage

Advertiser

Figure 2.4: How botnet click-fraud works.
links provided by their botmasters. Some of them can imitate real human browsing
behavior and mouse movements.
A clickbot in a botnet performs some common functions including initiating HTTP
requests to a webserver, following redirections, and retrieving contents from a web
server under the control of a remote botmaster. A botmaster can leverage millions
of clickbots to perform automatic and large-scale click-fraud attacks. Figure 2.4 il
lustrates how a victim host conducts click-fraud. First, the botmaster uses internet
(drive-by download, free mobile apps, etc.) to distribute the malware to the victim
host. Then, the victim host becomes a bot and receives instructions from a Com
mand and Control (C&C) server. Such instructions may specify the target website,
the number of clicks to perform on the website, the referer to be used in the fabricated
HTTP requests, the kinds of ads to click on, and when or how often to click [35]. After
receiving instructions, the clickbot begins traversing the designated publisher website
and simulates a click on each selected ad. The ad network logs the click traﬃc and
then returns a HTTP 302 redirect response to the advertiser’s page. Every time an

2.5. Machine learning techniques

28

ad is clicked by a clickbot, the advertiser pays the ad network if it is not detected
as invalid and the involved publisher receives a portion of the revenue from the ad
network.

2.5

Machine learning techniques

Machine learning classiﬁers have been successfully used to detect malware in Android.
We have also used machine learning techniques in this thesis for classiﬁcation and
anomaly detection with an aim to reduce human analysis eﬀorts. In the following, we
describe the techniques along with their evaluation metrics.
Naive bayes. Naive bayes is a simple probabilistic classiﬁer which relies on the
bayes theorem with the assumption of independence between individual features of an
example.
Support vector machines. Support vector machines or SVMs are classiﬁers that
typically work on high-dimensional feature spaces. SVMs for binary classiﬁcation
are trained to construct hyperplanes with the widest possible margins to the nearest
training examples. The decision rule during testing is made by determining which side
of the hyperplane the point lies on and is given by the sign of the following formula:
n
n

yi αi K(xi , x)

i=1

Here, K(xi , x) is the kernel function that implicitly maps the feature vectors into a
higher-dimensional space. xi refers to each example in the training set, yi to each
corresponding class and αi to the weight of each training example.
K-nearest neighbors. K-nearest neighbors is a popular estimator for classiﬁcation
problems. The decision function is computed implicitly by taking the majority vote
of a data point’s k-nearest neighbors.
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Decision tree: ID3 is an algorithm developed by Quinlan [107] that builds decision
trees from a set of training data using the concept of information entropy. C4.5 is a
software extension of the basic ID3 algorithm designed to address a number of issues
not dealt with by ID3. For example, avoiding over-ﬁtting of the data, determining how
deeply to grow a decision tree, reduced error pruning, handling continuous attributes,
handling training data with missing attribute values, and improving computational
eﬃciency.
Random forest. The random forest (RF) classiﬁer [19] utilizes bagging and the
random subspace method to construct randomized decision trees. The outputs of
ensembles of these randomized, unpruned decision trees are combined to produce the
ultimate prediction.

Evaluation of the classiﬁers
To evaluate the average classiﬁcation accuracy of each classiﬁer, we use k-fold crossvalidation (CV). To compare the classiﬁers, we report the average accuracy, precision,
recall, F1-score, and false positive rate. The formulas to calculate these values are
given below:
precision =
recall =

true positives
true positives + f alse positives

true positives
true positives + f alse negatives

F 1 − score = 2 ∗
f alse positive rate =
accuracy =

precision.recall
precision + recall

f alse positives
f alse positives + true negatives

true positives + true negatives
true positives + true negatives + f alse positives + f alse negatives
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Related work

As discussed in the previous sections, the popularity and availability of smartphones
have made them a lucrative target for attackers. In response, researchers propose
techniques to enhance the security and detect malware on smartphones. In this section,
ﬁrst, we provide a brief overview of the related work on Android security based on the
following two categories: protection techniques and monitoring and dynamic analysis
techniques. Then, we describe the related work on click-fraud.

2.6.1

Related work on Android security

Protection techniques
Protection techniques do not perform analysis on applications to detect malware.
These techniques increase the security of the operating system. Most of the solutions
proposed in the literature (e.g., [20, 21, 33, 42, 43, 99, 115, 116]) require modiﬁcations
to the Android framework and/or the underlying Linux kernel. In contrast, a number
of solutions [13, 37, 38, 75, 109, 145] proposed an alternative approach that integrates
security policy enforcement into the application layer. Our approach belongs to the
former category.
Kirin [43] is a framework for Android which extracts permissions from an app’s
manifest ﬁle at install time, and checks whether these permissions are breaking cer
tain security rules. The security rules are manually deﬁned to detect undesired com
binations of Android permissions that are insecure and can be misused by malicious
programs. Kirin aims to enforce security checking at the time of installation, while our
approach provides a comprehensive protection (both at the time of installation and
runtime).
Apex [94] modiﬁes the Android permission mechanism to constrain runtime app
behavior. However, there are a number of diﬀerences between Apex and our approach.
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First, it is now obsolete as the permission model of the Android has changed. In
addition, the main objective of Apex is to restrict accesses to phone resources per
application. We exclusively focus on the creation of application groups so that a set
of applications can be controlled easily.
Lange et al. [78] implemented a generic operating system framework for secure
smartphones called L4Android. Their framework hosts multiple virtual machines to
separate secure and non-secure applications. Each VM has its own version of Android.
L4Android mainly focuses on the security of the sensitive applications (e.g., ﬁnancial
and work-related apps). In contrast, our approach is designed for end users to protect
their resources. Moreover, L4Android relies on the hardware virtualization support,
which is not yet practical for smartphones.
Several other authors [8, 115, 142] proposed virtualization-based techniques that re
quire modiﬁcation to the Android framework. In contrast, in Boxify [12] and NJAS [15],
the authors proposed a sandboxed execution of apps on an unmodiﬁed system. Al
though our approach requires modiﬁcations to the Android framework, it does not use
any virtualization technique which is heavy on hardware.
Conti et al. [33] proposed CRePE that can enforce ﬁne-grained policies based on
the context of the phone. Similarly, Schreckling et al. [119] introduced a real-time
user-deﬁned policy enforcement framework for Android. The main drawback of these
frameworks is that they require a lot of user control for their operation. In [136], Vec
chiato et al. showed that the majority of the users neglect important and basic security
conﬁgurations in Android. In our approach, security will be managed automatically.
However, there will be options for advanced users to modify conﬁgurations .
Smalley et al. [126] implemented the mandatory access control (MAC) in Android.
They showed that the mandatory access control is able to thwart some of the wellknown malware attacks reported in the literature. Our approach diﬀers signiﬁcantly
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from MAC as it does not associate access control with the operating system users
(normally apps in Android). Our approach changes access control policies based on
the detected security context and applies policies to a group of apps.
Zhauniarovich et al. [150] proposed a system called Moses that supports multiple
security proﬁles on smartphones. Moses is based on the old permission model of An
droid and only supports a handful of restrictions and contexts. It creates a completely
diﬀerent persona for each context. Our approach supports a comprehensive powereﬃcient security context manager and enables automatic switching between security
modes. We use the new permission model of Android that Google introduced in An
droid Marshmallow (Version 6.0). Our approach ensures security and privacy through
smart restrictions without creating multiple personas. As a result, our approach is
more resource eﬃcient and users do not have to maintain separate app proﬁles for
each persona.
Wang et al. [141] proposed an enterprise-level security policy enforcement mech
anism DeepDroid, through which enterprise administrators can dynamically enforce
ﬁne-grained access control policies. Their design is speciﬁc to the enterprise environ
ment and they enforce policies per application. A number of similar solutions target
governments and enterprises [8, 22, 69, 115]. In this thesis, we focus on the protection
of end users’ resources.

Monitoring and dynamic analysis techniques
Isohara et al. [71] proposed a kernel-based behavior analysis system to monitor ma
licious applications. The system collects system call logs from the kernel and then
matches activities with regular expressions. The system can be used to inspect some
of the malicious behavior of applications. However, a modiﬁed kernel has to be de
ployed by end users to use it. AASandbox [16] performs both static and dynamic
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analysis on apps and logs output for further human analysis. It can be hosted on
clouds.
Andromaly [121] uses machine learning techniques (bayesian network, logistic re
gression, decision tree, etc.) to ﬁnd anomalies. It creates 88 features from the moni
toring information and the features are scored based on ChiSquare, FisherScore, and
Infogain algorithm. Similarly, MADAM [40] monitors kernel system calls, running pro
cesses, CPU usage, key-strokes, sent/received SMSs, Bluetooth/Wi-Fi analysis, etc.
and applies a machine learning technique (k-nearest neighbors with k=1) to identify
anomalies.
In FireDroid [116], the authors used ptrace on the Android zygote process to mon
itor all system calls. It can allow/deny a speciﬁc system call based on a security policy.
AppProﬁler [114] analyzes privacy related API calls and creates behavior proﬁles for
them. These proﬁles can help users to make informed decision about any app. Simi
larly, Andro-proﬁler [74] executes apps on an emulator to collect system logs. It then
generates proﬁles based on the extracted system logs and applies machine learning to
classify proﬁles into benign and malicious.
SpyAware [144] uses a classiﬁer to detect privacy leakage signatures in app exe
cution traces. MalAware [88] monitors CPU and memory usage of applications and
applies machine learning to detect malware. In Deep4-MalDroid [61], the authors used
a deep learning framework to detect unknown malware. They executed apps to col
lect Linux kernel system calls and constructed weighted directed graphs. Monet [132]
develops a loadable kernel module (LKM) to extract runtime behavior of apps by mon
itoring system calls. It consists of two parts. The client part generates graphs from
static and dynamic behavior of apps. It then generates signatures from the graphs
and sends them to a server. The server detects malware based on signature matching.
In Table 2.4, we compare and contrast the above mentioned works with our approach.
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Table 2.4: A comparison of monitoring and dynamic analysis techniques to detect
malware.
LEGEND

2.6.2

Type of Monitoring (ToM)
K: Kernel Space
U:
User Space
B:
Both

Type of Analysis (ToA)
H: Human
ML:
Machine Learning

Type of Detection (ToD)
S:
Static
D:
Dynamic
H: Hybrid

Place of Analysis (PA)
L: Local
C:
Cloud
D:
Distributed
D

PA

Type of Device (D)
R:
Real
E: Emulator

Type of Identiﬁcation (ToI)
A:
Anomaly-based
Sig.:
Signature-based
Sp.:
Speciﬁcation-based

Related Work

ToD

ToM

ToA

ToI

Isohara et al.

D

K

H

Sig.

R

L

Monitored Information
Process management and ﬁle I/O
system calls

AASandbox

H

K

H

Sig.,
Sp.

E

C

Andromaly

D

B

ML

A

R

L

MADAM

D

B

ML

A

R

L

FireDroid
AppProﬁler
Andro
proﬁler
SpyAware
MalAware
Deep4
MalDroid
Monet
Our
approach

D
S

K
N/A

H
ML

Sp.
Sp.

R
R

L
C

Touchscreen, keyboard, CPU,
network, phone calls, os, power, etc.
Kernel system calls, running
processes, CPU usage, key-strokes,
sent/received SMSs, Bluetooth/Wi-Fi
analysis, etc.
System calls
API calls

D

U

ML

A

E

L

System logs

D
D

B
U

ML
ML

A
A

R
R

L
L

System calls, IPC
CPU, memory usage

D

K

ML

A

E

L

Kernel system calls

D

K

N/A

Sig.

R

D

D

B

ML

A

R

D

IPC, System calls
Kernel system calls, CPU/memory
usage

System calls

Related work on click-fraud

Advertising revenue is one of the major sources of income for companies that own
ad networks (e.g., Google, Microsoft, and Yahoo). Many independent web publishers
also rely on the advertising income to maintain their hardware and software cost.
As a result, click-fraud has become a major threat to the ad networks as well as web
publishers [18, 35, 50, 72, 77, 87]. Botnets have been used extensively to perform clickfraud. For example, in 2006, a botnet consisting of 115 computers was discovered that
executed low-frequency click-fraud attacks [18]. Later on, a much larger botnet was
discovered by Panda Labs [102] consisting of 100,000 computers. The attacker, in
this case, infected the machines using a popular screensaver. Recently, the ZeroAccess

2.6. Related work

35

botnet was costing US advertisers 2.7 million USD per month when it was active with
around 50,000 computers [149].
Due to the increasing nature of the threat, researchers from ad network companies
are investigating the problem extensively. Advertisers also have a strong interest to
combat all kinds of advertising frauds that are draining their money. Publishers, ad
networks or the advertisers use global advertising web traﬃc and their own proprietary
technology to detect fraudulent clicks [1, 29, 30]. For that reason, most research in this
ﬁeld tries to detect click-fraud from the server-side. However, in our understanding,
click-fraud is a user side behavior. Therefore, our approach focuses on the user side de
tection of click-fraud. In this subsection, we systematically discuss the most pertinent
literature about click-fraud attacks and detection by cataloging their weakness and
strengths. First, we list a number of works that operate from the server-side. Then,
we discuss the user side techniques. A summary table of related work is included at
the end of the subsection.

Server-side techniques
Metwally et al. [85] presented three forms of click-fraud and methods to detect them.
They found that several websites can cooperate with each other to create fraudulent
clicks and thus advance their commercial interests. They developed an algorithm,
called Streaming-Rules, to detect fraud in advertising networks. The main idea of
the algorithm is to ﬁnd associations between elements in a stream of HTTP requests
from customers and detect fraudulent patterns. The authors claimed that StreamingRules reports association rules with tight guarantees on errors and uses minimal space.
Later, in [86], they generalized the solution to detect a variety of complex coalition
attacks using their similarity-seeker algorithm. These techniques oﬀer more scalability
than traditional techniques by including statistical data analysis on web traﬃc.
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Immorlica et al. [64] studied fraudulent clicks and presented a click-fraud resistant
method for learning the click through rate (CTR) of advertisements. Their method
works in a system where each advertiser submits a bid which is the maximum amount
they are willing to pay per click. The advertisers are then ranked based on the product
of their bids and respective estimated CTRs of their ads. The CTR is deﬁned as the
likelihood, or probability, that an impression of an ad generates a click. A fraudulent
click in such a system causes short-term loss for the advertisers. Moreover, a fraudulent
click will be interpreted as an increased likelihood of a future click resulting in an
increase in the estimate of CTR. The authors proved that their CTR learning algorithm
can cancel short-term loss and long term beneﬁt of a fraudulent click. Similarly, Dave
et al. [36] presented an approach which is designed based on the invariant that click
spam is a business (for click-spammers) that needs to deliver high return on investment
(ROI) to oﬀset the risk of getting caught.
Haddadi [58] suggested that advertisers can use bluﬀ ads to detect fraudulent clicks
on their ads. Bluﬀ ads are either targeted ads, with irrelevant display text, or highly
relevant display text, with irrelevant targeting information. They are designed as a
test for the legitimacy of the individual user clicking on the ads. While bluﬀ ads
may be eﬀective in detecting click-fraud to some extent, advertisers have to spend
extra money on those bluﬀ ads. Also, for the publishers, it is not practical to show
meaningless ads to real users.
Xu et al. [143] proposed a new approach for advertisers to independently detect
click-fraud activities issued by clickbots and human clickers. Their system performs
two main tasks of proactive functionality testing and passive browsing behavior ex
amination. The purpose of the ﬁrst task is to detect clickbots. It requires a client
to actively prove its authenticity of a full-ﬂedged browser by executing a piece of
JavaScript code. For more sophisticated clickbots and human clickers, the system
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observes user behavior on the advertised site. However, both of these approaches are
easily bypassed by today’s sophisticated malware that imitate human behavior and
use full-ﬂedged browser engines.

User side techniques and comparison with our approach
Researchers [103, 122] have started to investigate user side ad behavior in the advent
of mobile advertising. For example, Crussell et al. [34] analyzed Android malware apps
to investigate ad-related frauds. They executed a total of 165,426 Android apps on an
emulator and collected the network packets to extract ad requests and ad clicks. Their
analysis showed that click-fraud is also a legitimate threat in the mobile advertising
industry. However, they did not provide any measure to prevent click-fraud. Our
approach can prevent click-fraud by sending the app to a restricted application zone.
Recently, Cho et al. [27] proposed a method to distinguish between real and soft
ware generated touch events to combat click-fraud on mobile devices. They modiﬁed
Android to block all simulated events in the operating system. Although the method
can successfully block simulated clicks, it will fail to thwart clicks that make use of the
HTTP techniques. Also, in our opinion, simulated events are sometimes necessary and
blocking all simulated events may hamper functionalities of certain applications. The
major diﬀerence between their work and our approach is that we detect fraudulent
processes by monitoring their internet activity. Then, the processes can be blocked
from accessing the network. Our approach does not interfere with the operating sys
tem events. In Table 2.5, we summarize the related work described in this subsection.
We also include the type of data and methods used in each technique.
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Table 2.5: Summary of related work on click-fraud.
Research
Metwally et al.
[2005,2007] [85,
86]
Immorlica et al.
[2005], [64]
Dave et al.
[2013] [36]
Haddadi
[2010] [58]
Xu et al.
[2014] [143]
Crussell et al.
[2014] [34]
Cho et al.
[2016] [27]
Our approach
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Server/
User
side

Desk
top/
Mobile

Data

Method

Server

N/A

Web traﬃc

Statistical data analysis

Server

N/A

Click traﬃc

Automatic learning

Server

N/A

Click traﬃc

Bayesian framework

Server

N/A

Web traﬃc

Displaying bluﬀ ads

Server

N/A

Browser behavior,
click traﬃc

Javascript capability
testing and machine
learning

User

Mobile

Web traﬃc

Machine learning

User

Mobile

User

Mobile

Operating system
events
Web traﬃc and
Operating system
events

Operating system hooks
Operating system hooks
and machine learning

Limitations of the current research work

Researchers are trying to overcome the shortcomings of smartphone operating sys
tems and malware detectors. Early research on Android focused on its coarse-grained
permission model. Several authors proposed extensions of the permission model with
user-deﬁned runtime constraints. Since most users are not experts in security, we need
a system that requires very few or no input from users.
We notice that both static and dynamic analysis have been used for market protec
tion and device-oriented analysis. Signature-based antiviruses are not very eﬀective in
mobile devices. Anomaly-based detectors monitor diﬀerent properties of applications
and apply machine learning techniques to detect anomalies. However, very few tech
niques oﬀered a real-time protection as monitoring can be a very resource consuming
task. They mostly used emulators for their analysis. Therefore, identifying an eﬀective
monitoring strategy, as well as appropriate types of information to monitor are crucial
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in this type of work.
Some authors used a cloud replica of the smartphone for rigorous unconstrained
analysis of malware or oﬄoad some analysis task to the cloud. Several authors pro
posed special sandboxes for market operators to perform static and dynamic analysis
on submitted apps. However, malware can detect emulated execution and hide their
malicious code in that environment. In many cases, the authors mitigated a particular
attack, e.g., privilege escalation and dynamic code loading. We feel that we need a
framework that can accommodate other researchers’ works and mitigate most of the
existing as well as zero-day (previously unknown) threats.
Server side techniques to detect click-fraud have been shown to be less eﬀective
for large-scale low-noise attacks. User side techniques can complement the server side
techniques to improve the overall detection of click-fraud attacks.

2.7

Summary

In this chapter, we provided some background knowledge on the smartphone ecosys
tem, the Android operating system, mobile malware, and machine learning techniques.
Then, we described the related work on Android security and click-fraud and identiﬁed
their limitations. In this thesis, we focus on improving the security of mobile operat
ing systems. To achieve this goal, we will propose a security framework in the next
chapter.
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CHAPTER

3

A Security Framework for Smartphone Operating Systems

The deﬁnition of an “operating system” is bound to evolve with customer
demands and technological possibilities.
– Virginia Postrel, political and cultural writer

We are living in an era where we use multiple smart devices to control diﬀerent as
pects of our lives (smartphones, cars, TVs, fridges, IoT devices, etc.). As a result, the
impact of a malicious software is greater nowadays. For example, self-driving cars can
be hacked in the middle of a highway [57]. Although smartphone operating systems
implement a restrictive security model, they often lack an anti-malware component
as a core part of the system. General users have to depend on antiviruses to protect
themselves. As a third-party application, antiviruses are largely ineﬀective in smartphones. Moreover, even if an antivirus detects a malware, the operating system will
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restrict the antivirus to act properly against the malware. In the literature, we observe
a lack of research on the real-time protection of devices which is now necessary. In
addition, many proposed techniques require complex inputs which are impractical for
a general user to provide.
We believe that we need an operating system which protects users from malware
and helps antiviruses to complement the protection without requiring any input from
the users. Modern applications for smartphones should also be security-aware and
need to leverage the new capabilities of the operating system.
In this chapter, we propose a security framework to make the smartphone operating
system malware-aware and capable of protecting its resources automatically. The
framework consists of components to hinder malicious activities, monitor application
behavior, and control third-party applications. In particular, the proposed framework
(we will call it SAM, the Smart Anti-malware for Mobiles) has the following key
features:
1. It provides multiple application zones with diﬀerent levels of constraints and
enforces ﬁne-grained access control.
2. SAM switches to diﬀerent security modes based on the security context of the
phone and applies appropriate policies.
3. There is a surveillance system that consists of a monitoring module and a number
of analysis and detection components.
In the remainder of the chapter, we describe the framework and delineate the scope
of this thesis.
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Smart
Phone

Figure 3.1: Smart city analogy of SAM.
3.1

SAM, the Smart Anti-malware for Mobiles

SAM treats each device as a smart city. In the smart city wheel proposed in [31], a
smart city has smart people, smart environment, smart government, smart economy,
smart living, and smart mobility. Similar to a smart city, the phone will have smart
apps, smart application zoning, smart framework management, smart protection, and
smart mobility (movement of apps between zones). The SAM framework manager
will act as the government and other components will prevent malicious activities as
well as monitor, report, and control applications. Applications are the citizens of the
device. Figure 3.1 shows a representation of SAM which is analogous to the smart city
wheel. In the following subsections, we describe diﬀerent components of SAM. The
components fall into the following categories: framework management, prevention and
control, monitoring and detection, API for apps, and API for antiviruses.
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Framework management

The framework manager of SAM coordinates between diﬀerent components and per
forms several tasks as described below.
Maintaining the device context. The manager uses smartphone sensors to detect
the security context (e.g., home, oﬃce, and outdoor) of the phone.
Maintaining a list of trusted devices. The manager maintains a list of trusted
devices of the same owner. Users can also add a device of a diﬀerent user if the device
implements the SAM framework.
Oﬄoading computation. The manager tries to entertain the request of executing
oﬄoaded computations from the trusted devices (as resources permit). Since smartphones have power constraints, malicious activity detection components can oﬄoad
some of their computations to the nearby smart television (same owner) with a per
manent power source.
Maintaining application status. The manager maintains the status of each appli
cation. When an application becomes available in the market, it will be treated as a
new immigrant in the device if installed by the user and will have limited accessibility
to sensitive resources and services. After some days (e.g., 30 days) of benign activity,
the application will be given more privileges and SAM will share the information in
the market. By this process, SAM helps the ecosystem to maintain a white-list of
benign apps.
Maintaining relationship between apps. The manager also maintains relation
ships (e.g., friends, relatives, and neighbors) between apps based on their behavior and
communications. For example, applications from the same author (e.g., Facebook, Inc.
publishes multiple apps in app markets) are treated as relatives and if two applications
communicate frequently without generating any malicious ﬂag, they will be treated as
friends. Over time, these relationships may change and aﬀect the interactions between
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applications.

3.1.2

Prevention and control

Application zones and ﬁne-grained access control. SAM creates diﬀerent ap
plication zones for diﬀerent types of apps. The separation of application zones is
analogous to the separation of industrial and residential areas in a smart city. Each
area may have their own security policy and a person has to adhere to the policies
based on his or her location. The zoning system also implements a ﬁne-grained access
control for the apps. Access control policies are automatically enforced depending on
the current security mode (described later). However, advanced users should be able to
move applications from one zone to another and ﬁne-tune access control policies. An
application can request to move from one zone to another to achieve more privileges.
However, SAM decides when such requests should be entertained.
Service providers. There are high privilege system applications that provide services
to other applications like the government service providers in a smart city. These
services include performing critical low-level tasks and accessing sensitive user or device
information. A third-party application can make a request for such a service and after
the validation of the request, the high privilege app will perform the task. In this way,
SAM removes the necessity to allow a number of critical permissions to third-party
applications.
Security modes. One of the problems of using the same phone for diﬀerent types
of tasks (document processing, banking, entertainment, communication, etc.) is that
they are not designed initially for every type of tasks. Each task may require a diﬀerent
security model and a separate device to perform the task securely and eﬀectively. To
solve this problem, we introduce the concept of security modes. SAM switches to
diﬀerent security modes based on a decision that considers the context of the phone,
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the type of the task to be performed, and the status of the active and background
applications. The users can also select any of the available modes manually. For
example, there can be a “payment mode” if NFC is being used at a POS counter. In
this mode, the security of the NFC communication channel should be ensured. All
other apps and third-party services should also be suspended during this mode.
Secure communication. SAM provides a smart inter-process communication system
to ensure the use of diﬀerent languages while communicating (i.e., the inter-process
communication is encrypted). By default, no process can get services from other
applications. To get services, applications must request using a language that the
server application understands. SAM will share the language based on the requester’s
status and its relationship with the server application. It can also be conﬁgured to
provide an extra level of encryption (e.g., between internet calls) while communicating
with the trusted devices (the manager maintains a list) to thwart the interception of
personal voice calls or messages.
Data safety. Depending on the security mode, SAM protects application information.
For example, application resources created in the oﬃce will not be accessible in the
home (if such a restriction is activated in the current mode).
Controlling malware. SAM sends all the detected malware to the Jail (a restricted
application zone) and the user is notiﬁed. The user may decide to uninstall the malware
or allow it to execute in the Jail. If an application executes inside the Jail, it will still
be able to provide its basic functionalities. For example, suppose a malicious game
performs click-fraud stealthily. If SAM detects the fraudulent app, it will send it to
the Jail. However, the user will still be able to play the game while it is being blocked
from accessing the network making it ineﬀective for the click-fraud attack.
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Monitoring and detection

SAM has a number of components to monitor and detect malware. Here, we describe
these components.
Surveillance. To detect any malicious activity, we need a surveillance system that
monitors diﬀerent activities and resource usage. We divide diﬀerent monitorable in
formation into diﬀerent groups, such as hardware, sensors, operating system, network,
and application behavior. This information can be used by both system apps and
third-party antiviruses.
Behavioral analysis and detection. Malware detectors use the surveillance in
formation and perform behavioral analysis to detect maliciousness of the installed
applications. This mechanism complements the signature-based techniques that are
already built into some operating systems.

3.1.4

API for third-party applications

SAM provides the following two APIs for third-party application developers.
Maintaining separate execution proﬁle for diﬀerent security modes. This
API helps the developers to create apps that behave diﬀerently in diﬀerent contexts.
For example, a developer may want his or her application to behave diﬀerently in a
home network than in an oﬃce or an unknown network.
Reporting suspicious activity to SAM. Third-party apps can use this API to
report suspicious activity to SAM. This information will be used by the malware
detection system.

3.1.5

API for antiviruses

Providing custom monitors. SAM allows trusted third-party antiviruses to provide
code-based monitors to be executed for them. This API executes the monitors with
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appropriate privileges.
Reporting malware. Using this API, antiviruses can analyze the surveillance data
and report malware.

3.2

Scope of this thesis

In Figure 3.2 (a), we show the SAM framework. The unimplemented components
are striken through. Figure 3.2 (b) illustrates the components in a way they are im
plemented for Android. Some components of the framework and API management,
namely maintaining device context, maintaining application status, API for main
taining separate execution proﬁles, and API for reporting malware are implemented
as parts of the prevention and monitoring techniques as they are relevant to and/or
needed by those components. In Chapter 4, we describe the implementation of ap
plication zones and ﬁne-grained access control. By default, there are multiple zones
for diﬀerent types of apps. To control malware, there is a restricted zone where all
sensitive operations are constrained. Chapter 5 describes a system for the automatic
detection of the device’s context and introduces security modes. Each security mode
has a conﬁguration that describes its security policies to ensure data safety. The con
text management system also exports an API for third-party apps so that they can
maintain separate execution proﬁles in diﬀerent contexts. Chapter 6 provides an ar
chitecture for detecting malicious apps. It has lower layer monitoring (surveillance)
and detection components as well as a number of upper layer detection components
(called sub-detectors). Application statuses are maintained based on the analysis of
their behavior by the sub-detectors. Third-party apps can monitor low-level runtime
information and inform the malware detector about their analyses using an API. In
Chapter 7, we use the API and create a sub-detector to identify click-fraud attacks.
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This shows that the detection architecture helps third-parties to publish their algo
rithms (to detect speciﬁc attacks) via application markets and thus facilitate end users.

Android
Phone

Application zones

Smart
Phone

(a) SAM framework.

(b) Our implementation.

Figure 3.2: A security framework for Android based on the SAM framework. On the
left-hand side, we present SAM with unimplemented components striken
through. On the right-hand side, we present a view of the implemented
components in this thesis.

3.3

Summary

In the desktop computer world, malware are detected and removed by antiviruses.
However, antiviruses are mostly ineﬀective in mobile platforms and they are useless
when their database is out of date. In this chapter, we described a security framework
(SAM) for smartphone operating systems to prevent malicious activities of applications
as well as to monitor and control them. The framework will make the operating system
an eﬀective anti-malware. We also outlined how the security framework can be built
for Android. In the next chapter, we will describe our implementation of the zoning
mechanism.
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CHAPTER

4

Controlling Android through Application Zoning

At the end of the day, the goals are simple: safety and security.
– Jodi Rell, former American politician

Operating systems normally trust applications once they are installed. However, dif
ferent applications need diﬀerent levels of trust. For example, untrusted third-party
apps require a stricter control over them than the apps from trusted sources. Further
more, if a user has multiple devices, he or she may want to apply the same ﬁne-grained
policies to some of his or her other devices. The existing permission model of Android
is not suﬃcient for providing all these features. Moreover, research [11, 14, 46, 94, 138,
146] has shown that the Android permission model is insuﬃcient for the protection
against malware and still not an ideal option to enforce ﬁne-grained access control.

4.1. An extension to the Android permission model

50

In this chapter, we propose an extension of the Android’s permission model ZoneDroid that implements the concept of application zoning. ZoneDroid is an eﬃcient
solution to control a group of applications easily. In an Android device with ZoneDroid, applications reside in any one of the zones and must adhere to the policies of
that zone. The policies are conﬁgured by the security mode of the device. However,
expert users can create and modify zones and policies and easily move applications
from one zone to another. In addition, users can control all of their devices using the
multi-device management feature of ZoneDroid.
In particular, we make the following contributions:
• We extend the Android permission model and design ZoneDroid to create multi
ple application zones with diﬀerent levels of constraints and enforce ﬁne-grained
access control.
• ZoneDroid supports a way to easily manage policies of multiple devices.
• We implement ZoneDroid using the Android Open Source Project (AOSP) and
evaluate its eﬀectiveness on a single board computer (SBC). The evaluation result
shows that ZoneDroid adds useful features to the existing permission model
without aﬀecting the performance.
The remainder of the chapter is organized as follows. We present an extension to
the Android permission model in Section 4.1. We illustrate the design and operation
of ZoneDroid in Section 4.2. We evaluate ZoneDroid in Section 4.3 and conclude this
chapter in Section 4.4.

4.1

An extension to the Android permission model

To extend the Android permission model, we deﬁne rules, policies, zones, and security
modes. We list the symbols used in these deﬁnitions in Table 4.1.
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Table 4.1: Symbols used in the deﬁnitions of Section 4.1.
Symbol
a, A
o
e
V
r, R
p, P
z, Z
m, M
s, S
T
C
frc
fpc
fmc

Description
An application, a set of applications
A permission
An action
A set of 2-tuples of the form <Attribute,Value>
A rule, a set of rules
A policy, a set of policies
A zone, a set of zones
A mode, the set of all modes
A security level, the set of all security levels
A set of restrictions
The set of all conﬁgurations
The rule checker function
The policy checker function
The conﬁguration function that maps a mode and a
security level to a conﬁguration ﬁle

A rule makes an existing permission ﬁne-grained.
Deﬁnition 4.1.1. Rule. A rule r takes the form (o, V , e), where for a permission
o, we can denote a set of attributes and values and an action e. Here, V is a set of
2-tuples of the form < attribute, value >. The rule checker function frc (o, r) checks
whether a permission o is allowed according to rule r.
For example, the rule (SEND SMS, {<TIME, 8AM TO 5PM>,<PHONENO, N>},
DENY) restricts apps in a zone to send SMSs to the number N from 8 a.m. to 5 p.m.
A policy consists of a number of rules. In other words, a policy can enforce ﬁnegrained access control to more than one permission.
Deﬁnition 4.1.2. Policy: A policy p is a set of rules R that deﬁne the conditions
under which an application is granted a number of permissions. The policy checker
function fpc (o, p) checks whether the permission o is allowed under the policy p.
Deﬁnition 4.1.3. Zone: A zone z = (P, A) is deﬁned by a set of policies P , and a
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set of applications A. An application in the device can be assigned to only one zone at
any given time.
Each security mode has a conﬁguration that describes the security requirements of
the mode.
Deﬁnition 4.1.4. Security Mode: A mode m = (Z, T, s) is deﬁned by a set of
zones Z, a set of restrictions T , and a security level s. A conﬁguration function
fmc (m, s) : M ×S → C maps the mode and the security level to a unique conﬁguration,
where M is the set of all modes, S is the set of all security levels, and C is the set of
all conﬁgurations.
Restrictions are components (that can be activated or deactivated) to restrict cer
tain features of the device.

4.2

ZoneDroid design and operation

Based on the deﬁnitions described in the previous section, we implement ZoneDroid.
ZoneDroid consists of three parts: the Android framework components, the SAM app
and the multi-device management module. In Figure 4.1, we show the components of
ZoneDroid and how they interact with each other. The Android framework compo
nents are the ZoneDroid manager, zone and policy service, zone policy enforcer, and
an SQLite database SAM.db. The last three components are placed in the protected
area of the framework. They cannot be accessed directly from the upper layer compo
nents. In addition, ZoneDroid adds a number of hooks (a hook is a means of executing
custom code) to the activity and package manager. The SAM app is an administrative
app and users can control their zones and policies and enable cloud synchronization
using the app. The cloud enables a user to control multiple devices from any other
devices. In the following subsections, we provide the details of these components.
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Figure 4.1: The ZoneDroid architecture.
4.2.1

ZoneDroid manager

In Android, apps cannot access system services directly because of sandboxing. Hence,
we implement the ZoneDroid manager as an interface between protected and external
components. The manager and the zone and policy service communicate using the
Binder IPC mechanism. By default, when a user starts his or her phone for the ﬁrst
time, the ZoneDroid manager creates the following zones: new, trusted, high privilege,
and restricted. In the new and restricted app zones, a number of dangerous permissions
are blocked.

4.2.2

Zone and policy service

The zone and policy service is implemented as a protected system service that starts
with the system init and cannot be blocked or stopped by the user or any other
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third-party apps. Stopping this service will crash the operating system. The service
is responsible for creating/editing/deleting policies and zones. The movement of apps
from one zone to another is recorded in the SQLite database. We do not move the
application’s code or data physically.

4.2.3

Zone policy enforcer

This module enforces the zone policies on the applications in a zone. We insert a num
ber of hooks to the existing Android framework so that before allowing any permission,
the Android permission mechanism calls the ZoneDroid manager to validate it. The
manager, in turn, calls the checkZonePermission function of the policy enforcer to
decide whether a given permission should be allowed according to the zone policies. A
simpliﬁed algorithmic view of the function is presented in Algorithm 1.
Algorithm 1 Algorithm to check zone policies.
Require: permission o, zone policies P;
1: initialize d with ALLOWED
2: for each policy p in P do
3:
for each rule r in policy p do
4:
if the output of frc (o, r) is deny then
5:
6:
7:
8:
9:

set d with DENIED
end if
end for
end for
return d

[ frc is the rule checker function
deﬁned in Section 4.1

We also hook the Android package installer so that when a user installs an app, the
package installer calls the ZoneDroid manager to register the app in the new app zone.
The policy enforcer divides all the Android permissions into three groups, namely
runtime permissions, granted permissions without the internet, and the internet per
mission. For each group, it enforces policies in a diﬀerent way. The details are given
below.

4.2. ZoneDroid design and operation

55

Allowing runtime permissions
For all runtime permissions, Android veriﬁes that the permission is granted for the
application and it is not currently being revoked by the user. We implement a hook
just before Android’s own permission check so that the permission can be denied if it
is not allowed according to the zone policies. Applications will not crash in this case.
Rather, they will ask for the permission again gracefully. However, the access will be
denied until the user removes the policy blocking the access or moves the app to a
diﬀerent zone where the permission is allowed.
Table 4.2: Permission checkpoints in the Android framework.
Service
PackageManager
PackageManager
ActivityManager

Function
checkPermission
checkUidPermission
checkComponentPermission

Table 4.2 lists all the important permission checkpoints in the Android framework.
We notice that it suﬃces to hook only the checkPermission function from the package
manager service. The ZoneDroid manager checks if the permission is allowed in the
current time frame with the help of the zone policy enforcer. If it is not allowed, the
access will be denied. Otherwise, the package manager will decide whether to allow or
deny the permission. Figure 4.2 illustrates the decision process.
Allowing granted permissions
ZoneDroid controls some of the granted permissions by hooking the process creation
method of applications. It modiﬁes the GIDs that the activity manager uses to fork
zygote and creates a new application instance. These GIDs are calculated from the
application’s requested permissions. We hook the function startProcessLocked from
the activity manager service to remove all the GIDs that are not allowed in the zone.
For example, if a user blocks Bluetooth for a set of apps, the activity manager will not
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checkZonePermission(permission, package, uid)
Yes
No

Does the zone of
the app allow this
permission?

Does the app have
the permission?
Yes

No

Yes

Permission Denied

Is the permission
currently revoked?

No

Permission Granted

Figure 4.2: Allowing runtime permissions in ZoneDroid.
send the net bt group ID to zygote. As a result, these apps will crash if they try to
access Bluetooth.

Allowing the internet permission
Although the internet permission is one of the granted permissions, we treat this
permission diﬀerently. In our view, it is a very dangerous permission that users may
want to restrict. However, we do not want apps to crash as removing the inet group
will make them crash whenever they try to access the internet. Also, we want a ﬁner
control over the internet connection similar to the runtime permissions. For example,
we want to block the internet for a speciﬁc duration of the day in a zone. To make this
scenario possible, we use the time module of the iptables [106] tool. In this case, the
apps will not crash. However, any internet request will timeout in the speciﬁed time
period. Since modifying the iptables rules requires root privileges, we implement a
native service to perform the task (we call it SAM native service in this thesis). The
native service is implemented in C and cross-compiled for Android. Android’s init.rc
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is modiﬁed to load this service at system boot.
Zone and Policy
Repository

Multi-Device
Management
using Cloud

Figure 4.3: ZoneDroid multi-device management.

4.2.4

Multi-device management

In Figure 4.3, we demonstrate the multi-device management functionality of ZoneDroid. There are three modules in this component, namely authentication, zone and
policy repository, and logging and reporting. First, the authentication module authen
ticates the SAM app so that the app can continue communicating with the cloud. The
module uses device credentials and a password to authenticate a device. Second, there
is a zone and policy repository that stores device speciﬁc zone and policy conﬁguration
ﬁles. A user will be able to view and edit zones and policies of all of his or her devices.
Third, there is a logging and reporting module that logs activities of the SAM app.
It is worth mentioning that the multi-device management functionality will only be
available if the user turns on the cloud synchronization feature using the SAM app.

4.2.5

The SAM app

The SAM app is the interface of ZoneDroid and installed in the high privilege app zone.
Advanced users can browse the existing zones and policies using the app. It provides
functionalities to create/edit/delete zones and policies. After creating a number of
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Figure 4.4: Some screenshots of the SAM app.
policies, users can create multiple zones, each with diﬀerent policies. Then, users
can move a set of applications to a zone to apply the policies. By turning on cloud
synchronization, users will be able to view and modify zones and policies of other
devices too.
We use Android API 23 to develop the SAM app. The app requires administrative
access to the phone. Figure 4.4 demonstrates a number of screenshots from the app.
On the leftmost screen, clicking on the button ZONES launches the second screen
which shows all the available zones on the device. Clicking on a zone shows its apps
and applied policies. The fourth screen (rightmost) captures how a user creates or
modiﬁes a policy. The user can allow or deny any permission using the checkbox and
select the time frame by tapping on the time control.

4.2.6

Default zones and policies

Zones are virtual sandboxes for applications. In our design, they are non-overlapping
and every application needs to be in only one zone. However, users can move them
from one zone to another to enable a diﬀerent level of protection for the apps. Users
can create as many zones as they want and apply appropriate policies. By default,
ZoneDroid creates the following zones: new app zone, trusted app zone, untrusted
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app zone, restricted app zone, high privilege app zone, and uninstalled app zone.
Users can create any number of policies using a combination of ﬁne-grained dangerous
permissions using the SAM app. However, ZoneDroid restricts all runtime permissions
in a similar way. Therefore, users are free to add their own rules and create new policies.

4.3

Evaluation

In this section, we evaluate ZoneDroid in terms of deployability, eﬀectiveness, and
operational overheads. We implement ZoneDroid by modifying the Android Open
Source Project (Marshmallow Version 6.0.0 r1 MRA58K as of 2015/10/17). We use
an ODROID c1+ [96] as our development board. ODROID c1+ is an ARM device
from the company Hardkernel [60] and it has Amlogic Cortex-A5 1.5 GHz quad-core
CPU, Mali-450 MP2 GPU, and 1 GB DDR3 SDRAM. We implement the multi-device
management functionality using a Microsoft Azure PAAS Instance (Model D2: 2 Core,
7GB RAM, 100GB SSD, Windows Server 2012) and an Azure SQL DB Instance (2
TB).

4.3.1

Deployability

Other than the Google Nexus lines of devices, all manufacturers ship their own versions
of Android. They provide a custom experience of Android which requires modiﬁcations
to the AOSP project. Modiﬁcations needed to implement ZoneDroid can be applied
as a patch to the AOSP project. Notably, we modiﬁed the permission mechanism of
Android that was introduced in Version 6.0 (Marshmallow). As a result, ZoneDroid
can be implemented in Android Version 6.0 and above.
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Table 4.3: A limitation of the existing permission model in restricting access to certain
resources.
Resource name

Protected by
ZoneDroid

Bluetooth
Internet
Infrared
Network State
4.3.2

.
.
.
.

Protected by
Existing Android
x
x
x
x

Eﬀectiveness of ZoneDroid

Table 4.3 lists a number of resources that the existing permission model cannot protect.
These resources require permissions that belong to the normal permission group which
are automatically granted on Android. In our view, these resources are sensitive and
ZoneDroid can protect these resources using appropriate zone policies.
As mentioned before, the existing Android permission model is not ﬁne-grained.
For example, a user who installs a third-party audio recorder and a news app, may not
want to allow the access to microphone and internet to the apps all the time. There is
no way to limit their access based on time using the existing permission model. Using
ZoneDroid, a user can create a zone and a policy with two rules restricting the access.
In Table 4.4, we demonstrate a number of similar scenarios where ﬁne-grained access
Table 4.4: Examples of ﬁne-grained access control scenarios where the existing per
mission model fails.
#
1
2
3

Scenario
Restrict a number of apps to send
SMSs/make phone calls to a list of numbers
Restrict internet access to multiple apps
from 11 p.m. to 9 a.m.
Block calls from a speciﬁc number from 11
p.m. to 8 a.m.

Restricted
by
ZoneDroid

.
.
.

Restricted by
Existing
Android
x
x
x
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control adds value to the existing model.

4.3.3

Operational overheads

In this subsection, we evaluate ZoneDroid in terms of performance, power consumption,
memory, and storage usage. In each case, we show that there is a very little to negligible
overhead.

Performance
We quantify performance using the AnTuTu benchmarking app available from Android
markets [9]. The app tests CPU and memory performance, 2D/3D graphics, disk I/O,
multitasking, etc. It gives a score for each test which can be used to compare relative
performance between devices. For example, if the score of a device is double than the
score of another device, then we can assume that the former device is twice as powerful.
A small AnTuTu score diﬀerence is insigniﬁcant. Table 4.5 shows the comparison of
scores resulted from the benchmarking app. All numbers from the benchmarking app
are averaged over 5 runs. The diﬀerence in total scores is only 491 and we conclude
that ZoneDroid does not have a noticeable impact on the performance of devices.
Next, we evaluate the running time of the zone policy enforcer function which
is called by the package manager repeatedly while the device is running. For this
experiment, we use a policy denying all the dangerous permissions. In a total of 456
calls during the experiment, we ﬁnd that the average running time of the function is
7.91 ms and the standard deviation is 5.71 ms. Considering the frequency of permission
requests on a real device, this delay will not be noticeable to the user.
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Table 4.5: Individual test scores from the AnTuTu bechmarking app.
Test Group
UX

CPU

RAM
GPU
I/O

Test
Multitask
Runtime
CPU integer
CPU ﬂoat-point
Single-thread integer
Single-thread ﬂoating-point
RAM operation
RAM speed
2D graphics
3D graphics
Storage I/O
Database I/O
Total

Score
Stock ZoneDroid
3,022
3,127
1,357
1,377
1,546
1,563
1,477
1,512
1,125
1,151
952
973
1,378
1,405
1,586
1,554
869
892
2,474
2,507
1,459
1,680
625
620
17,870
18,361

Power consumption
As smartphones are limited in battery capacity, we measure the overhead of ZoneDroid in terms of power consumption using the ODROID smart power (a dc power
source) [97]. It has a data output port that provides the consumed power at the rate
of 10Hz. We install a contact app that accesses contacts every 3 seconds for a period
of 24 hours. We use a UI automation tool [7] to automate the process.
We ﬁnd that the stock version consumed 6,336 milliampere-hour (mAh) and the
ZoneDroid version consumed 6,720 mAh during that period. This is an extreme sce
nario where we access the zone policy enforcer every 3 seconds for 24 hours. Nonethe
less, the diﬀerence in the measured power is within an acceptable limit. Nowadays,
smartphones are often equipped with a 3,000 mAh battery and ZoneDroid will not
hamper the battery life of an average user.
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Memory and storage
ZoneDroid does not incur any memory overhead. Our modiﬁcations make changes in
two system ﬁles, namely framework.jar and services.jar. However, the changes in
sizes (2.76K bytes for the framework.jar and 11.15K bytes for the services.jar) of
the two ﬁles are negligible. To examine the size of the SAM.db SQLite database, we
install a total of 99 apps and create three policies with diﬀerent rules. We ﬁnd that
after installing the apps, the size of the SQLite database is 49.1K bytes. Therefore,
ZoneDroid’s storage requirement is negligible.

4.4

Summary

In this chapter, we presented an extension of the existing Android permission model,
ZoneDroid, to implement the concept of zoning. Applications reside in any of the
zones and ZoneDroid controls all apps in a zone by applying ﬁne-grained policies. We
modiﬁed the Android permission mechanism and added a number of new Android
framework components. We also developed a multi-device management feature using
cloud. In the next chapter, we will describe the implementation of security modes for
Android that uses ZoneDroid to automatically conﬁgure zones and policies.
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CHAPTER

5

Automatic Security Modes based on Contexts

No word is absolutely wrong or dirty or insulting. It all depends upon context and
intention.
– Janet Jackson, American singer

In this chapter, we introduce Droid Mood Swing (DMS), an operating system compo
nent that applies diﬀerent security policies to detected security modes automatically.
DMS implements the security mode component of the SAM (Smart Anti-malware for
Mobiles) framework. DMS uses a security context manager, Flamingo, that tracks the
context of the phone using available sensors. Flamingo maintains a cache of security
contexts and parameters to be used by operating system components and third-party
applications. DMS then determines the security mode from the contexts and imposes
ﬁne-grained permissions (using ZoneDroid) and a number of restrictions, namely an
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intent ﬁrewall, a context-aware SD card ﬁlesystem, and a permission veriﬁcation sys
tem. The permission veriﬁcation system uses machine learning techniques to detect
suspicious apps and anomalous permission requests.
DMS is designed especially for end users and improves the usability of the phone.
It is designed in a way so that device vendors can manage the modes and their con
ﬁgurations. We deﬁne a number of security modes that cover almost all the necessary
tasks of a regular user. A language is also developed to automate the process of con
ﬁguring diﬀerent modes. Each mode will have a conﬁguration ﬁle (a switching logic,
ﬁne-grained permissions, and restrictions) which describes the access control policies.
In particular, this chapter makes the following contributions:
• We develop Flamingo, a security context manager for Android. As detecting con
texts requires the use of power-hungry smartphone sensors, a system for sharing
security parameters among various applications and system components can be
beneﬁcial in terms of energy and other resource expenses.
• We propose DMS that can switch to multiple security modes based on the de
tected context by Flamingo and enforces ﬁne-grained access control to satisfy
the security requirements of each mode.
• We develop several restrictions to facilitate access control, namely an intent ﬁre
wall (IPC restriction), a context-aware SD card ﬁlesystem (ﬁle access restriction),
and a permission veriﬁcation system (permission restriction).
The remainder of the chapter is organized as follows. In Section 5.1, we provide the
details of the Flamingo context manager. Then, we illustrate the design and operation
of DMS in Section 5.2. We evaluate Flamingo and DMS in Section 5.3 and conclude
this chapter in Section 5.4.
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Flamingo: a security context manager for smartphones

User contexts are important as smart devices are used for many diﬀerent purposes. In
the context of security, humans can sense danger from external entities. In a similar
way, the smartphone operating system should also sense its security contexts and act
appropriately. Millions of apps, available from both trusted and untrusted sources,
oﬀer services to users. However, most users have no or little idea about what these
apps do in the background. An operating system should not depend on its users to
take proper security measures all the time which is tedious and often users do not
have the knowledge to do so correctly. Therefore, an automatic detection of security
contexts and switching to an appropriate security mode are necessary.
In the ubiquitous computing research, the term “context” is associated with diﬀer
ent meanings and interpretations. For example, a context can be the user’s location,
his or her physical activity (walking, biking, running, etc.), or a list of nearby devices.
Many researchers work on context-aware applications. In this work, we are particu
larly interested in detecting a smartphone’s security context so that DMS can enforce
appropriate security policies and facilitate security-aware applications. We deﬁne the
smartphone’s security context as the degree of threat to the device’s resources. It is
a derived value from multiple parameters. The value of a parameter can be acquired
from any smartphone sensors, or be derived from other parameters.
To manage the security context and a set of security related parameters, we design
Flamingo1 . Flamingo is capable of returning the phone’s context or the value of a
security parameter upon request. Flamingo uses diﬀerent phone sensors to determine
the context.
Energy consumption is the main issue while designing a sensor-based system for
smartphones [76, 81, 93, 108]. Continuous use of sensors exhausts the battery quickly.
1

We choose this name due to the fact that Flamingos can sense natural disaster early [25].
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Clients

Security parameters
--Location
--Is-moving
--In-use
--Type-of-active-app
--Is-sideloaded
--Is-network-encrypted
--Number-of-trusted-devices
…

Return
DMS
--Security context
--Subcontext
Get

Apps

Flamingo Cache

Figure 5.1: Flamingo maintains a cache of security parameters, the context, and subcontexts, calculated from smartphone sensors. Clients can get the values
using the Flamingo API.
Therefore, Flamingo manages a cache to reduce power consumption (by avoiding re
dundant recalculation of security parameters). The initial contexts and security pa
rameters are identiﬁed based on an online survey. The following subsections provide
a description of the Flamingo architecture and its diﬀerent components.

5.1.1

The Flamingo architecture

The architecture of the Flamingo context manager is shown in Figure 5.1. Flamingo
acts as a middleware between its clients (security-aware applications, operating system
components, etc.) and phone sensors. Flamingo maintains a cache where it updates
the context and security parameters on a regular time interval.
Flamingo uses diﬀerent sensors (location, camera, microphone, accelerometer, and
radio) to calculate a set of security parameters. The context and its subcontexts (a
context within another context) are derived from these parameters. The context as
well as the values of these parameters are shared between applications via a system
API. DMS is a client of Flamingo and uses the context values to switch to a diﬀerent
security mode. Third-party apps can use these values to behave diﬀerently in diﬀerent
situations.

5.1. Flamingo

5.1.2

68

Security contexts and subcontexts

We performed an online survey to determine the security contexts and parameters
necessary for an average user. Participants were recruited using email invitation
and social media. The participants completed an online questionnaire (hosted in
fluidsurveys.com) about their smartphone usage and their perception of security
and privacy. 88% of the survey participants are between 19 and 39 years old and 97%
of them have at least an undergraduate degree. 87.5% participants claim that they use
their smartphones for work-related tasks. 23.8% participants give their phones to their
children and they are not sure if it can cause any security or privacy issues. 56.7% par
ticipants often connect to open unsecured public WiFi networks. 62.1% participants
do not feel secure while using ﬁnancial apps on mobile devices. 64% participants think
that a security app is necessary to protect smartphone resources, however, 71% of
them never installed one.
We also ask participants about diﬀerent security contexts that they think should be
provided by the underlying operating system. According to their answers, we ﬁnd that
the essential security contexts for an average smartphone user are home, oﬃce, and
outdoor. Moreover, in the home context, the phone can be in two subcontexts, namely
casual and private. In the oﬃce context, the phone should detect whether the user is in
a meeting. In addition, we identify another two subcontexts (sideloaded, ﬁnancial) and
a number of security parameters. The parameters are Location, Place-type, Type-of
user-activity, Is-moving, In-use, Is-locked, Type-of-active-app, Is-sideloaded, Networktype, Is-network-encrypted, Is-camera-on, Is-mic-on, and Is-storage-encrypted. In the
following subsection, we describe how the parameters are calculated.
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Threat to validity
The participant selection process is a threat to validity when the diﬀerences between
the kinds of people in each experimental group can aﬀect the outcome. In our case,
we chose participants that are mostly associated with universities. As a result, the
selected security contexts and parameters may not reﬂect the preferences of all possible
user groups. However, Flamingo is a ﬂexible system and it is easy to add contexts and
parameters. Nonetheless, we performed our experiments using the chosen contexts
and parameters based on this survey.

5.1.3

Security parameters

Flamingo maintains the value of Location using a number of power eﬃcient techniques.
In smartphones, GPS takes the highest power followed by WiFi and GSM [152]. There
fore, Flamingo uses a wide range geofence2 (120 meters) to detect a user’s home or
oﬃce. It also responds to the location-changed events generated by the Android loca
tion manager (set to update every ﬁve minutes or if the location changes more than 200
meters). If the location is neither home nor oﬃce, then Flamingo sets the location as
outdoor. At the time of updating the Location, if the user is connected to the internet,
Flamingo tries to detect the type (Place-type) of the location (restaurant, gym, park,
cafe, hospital, etc.) using the Google places API.
Flamingo detects whether the smartphone is moving and updates Is-moving. It
uses the Google activity recognition API which detects a user’s following activities:
IN VEHICLE, ON BYCYCLE, ON FOOT, RUNNING, STILL, TILTING, WALK
ING, and UNKNOWN. The detected activity is saved in Type-of-user-activity. If the
activity is STILL, Is-moving is set to NO.
Flamingo updates In-use based on the on/oﬀ status of the smartphone screen. In
2

A geofence is a virtual geographic boundary, deﬁned by GPS or RFID technology, that enables
software to trigger a response when a mobile device enters or leaves a particular area.
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addition to that, it uses the status of the microphone and speaker. Flamingo detects
whether the phone is currently locked or unlocked (Is-locked ).
Flamingo categorizes (Type-of-active-app) every pre-installed application as well as
any new apps that the user installs. This information is obtained from Google Play.
Flamingo detects whether the currently active app is sideloaded (Is-sideloaded ).
Sideloaded means that the app is not installed using the default market (i.e., Google
Play). Many popular paid apps are repackaged with malware and distributed freely in
third-party app markets. Some users sideload these apps which is a threat to device
resources.
Flamingo maintains the type of the network (Network-type) that is currently being
used to connect to the internet. This can be 2G, 3G, LTE, or WiFi. An unencrypted
network is considered insecure. Hence, Flamingo updates Is-network-encrypted on a
regular interval.
Flamingo maintains whether the camera and the mic are currently in use (Is
camera-on and Is-mic-on). The operating system may alert the user if it detects any
suspicious activity around these two sensors.
Is-storage-encrypted tells the encryption status of the currently mounted ﬁlesystem
of the external storage.

5.1.4

Security context detection

Using the values of the security parameters, Flamingo calculates the security context.
In Table 5.1, we list the available contexts and subcontexts3 . In each context, multiple
subcontexts can be activated simultaneously. For example, when the current context
is outdoor, the subcontext can be Restaurant (Place-type) and sideloaded. It means
that the user is actually using a sideloaded app while located in an outdoor restaurant.
3

New contexts and security parameters can be introduced to Flamingo with a very little eﬀort.
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Table 5.1: Security contexts in Flamingo.
Security Context
Home
Oﬃce
Outdoor

Subcontext
Casual, Private, Financial, Sideloaded
Casual, In-meeting, Financial, Sideloaded
Place-type, Financial, Sideloaded

In Algorithm 2, we show how Flamingo calculates diﬀerent contexts. Flamingo
always starts with sensing the current location. If the location is detected as home,
it sets the subcontext as casual. However, if Flamingo detects that the user turns on
the camera and/or the microphone, it sets the subcontext as private. This is due to
the fact that media ﬁles (images, audio, video, etc.) captured inside a user’s home are
normally private. DMS may decide to store the ﬁles securely so that other applications
or malware cannot have an easy access to them.
In the oﬃce context, Flamingo sets the subcontext from casual to in-meeting ac
cording to the user’s meeting schedule (as found in the calendar app) or when it detects
that the user is inside a meeting room. The operating system may disable apps that
can record audio or video in this subcontext.
Flamingo also updates the subcontext if Is-sideloaded is true or if Type-of-active
app is ﬁnancial.

5.1.5

The Flamingo cache

Flamingo inserts values of the security parameters, subcontexts and the context in the
cache with an expiry time and updates them when they expire in the cache. Operating
system components or third-party applications interact with Flamingo by requesting
the value of a security parameter or the current context. If the requested value is not
expired in the cache, Flamingo returns the value right away saving an access to the
sensors.
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Algorithm 2 Security context detection.
1: procedure Flamingo Context
2:
while True do
3:
if Location = HOME then
4:
Context ← Home
5:
subcontext ← Casual
6:
while True do
7:
if Mic = ON or Cam = ON then
8:
subcontext ← P rivate
9:
else
10:
subcontext ← Casual
11:
end if
12:
if AppType = Sideloaded then
13:
subcontext ← Sideloaded
14:
end if
15:
if AppType = Financial then
16:
subcontext ← F inancial
17:
end if
18:
if Location is changed then
19:
exit loop
20:
end if
21:
end while
22:
else if Location = OFFICE then
23:
Context ← Of f ice
24:
subcontext ← Casual
25:
while True do
26:
if In-Meeting = True then
27:
subcontext ← In − M eeting
28:
else
29:
subcontext ← Casual
30:
end if
31:
if AppType = Sideloaded then
32:
subcontext ← Sideloaded
33:
end if
34:
if AppType = Financial then
35:
subcontext ← F inancial
36:
end if
37:
if Location is changed then
38:
exit loop
39:
end if
40:
end while
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[ Detect security context

[ Callback event from the OS

[ Callback event from the OS
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41:
42:
43:
44:
45:
46:
47:
48:
49:
50:
51:
52:
53:
54:
55:
56:
57:
58:
59:
60:
61:

5.2

else if Location = OUTDOOR then
Context ← Outdoor
while True do
if Internet = ON then
subcontext ← P lace − T ype
else
subcontext ← Other
end if
if AppType = Sideloaded then
subcontext ← Sideloaded
end if
if AppType = Financial then
subcontext ← F inancial
end if
if Location is changed then
exit loop
end if
end while
end if
end while
end procedure
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[ Callback event from the OS

Droid Mood Swing (DMS)

DMS uses the context information from Flamingo to switch modes. The architecture of
DMS is presented in Figure 5.2. DMS manager is the controller of DMS and connects
with vendors to get conﬁguration ﬁles. Based on the conﬁguration, DMS manager
uses the ZoneDroid Manager to modify zones and policies. All changes are written to
the SAM.db database. To enable features of DMS, we modify a number of operating
system components. The components call the DMS manager before performing their
intended tasks. DMS adds capabilities to the SAM native service which communicates
with other native components (e.g., the SD card ﬁlesystem) and performs actions that
require root privileges. In the following subsections, we describe DMS in detail.
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Smartphone Vendors
New App Zone
App 1
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High Privilege App
Zone
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SAM Native
Service

SAM.db

Android Framework

Figure 5.2: The architecture of DMS.
5.2.1

DMS security modes

Each security mode is a unique combination of zones, policies, rules, and a number
of additional restrictions. The deﬁnition of a security mode is given in Section 4.1.
Default security modes of DMS are based on security contexts detected by Flamingo.
The modes are: Home-casual, Home-private, Home-ﬁnancial, Oﬃce-casual, Oﬃceprivate, Oﬃce-ﬁnancial, Outdoor-casual, and Outdoor-ﬁnancial.

5.2.2

Fine-grained permissions

DMS uses ZoneDroid to enforce ﬁne-grained permissions. Using ZoneDroid, DMS can
create a new zone, rename a zone, or move apps from one zone to another. It can
create a new policy with multiple rules, or edit/add/delete rules in an existing policy.
DMS can also disable a zone. Disabling a zone will block all the apps that belong to
the zone from executing.
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Context-aware ﬁlesystem

We implement a prototype of a context-aware SD card ﬁlesystem for Android. Android
uses FUSE [49] to emulate FAT on SD card. We also use the FUSE library for our
ﬁlesystem. It connects with the DMS native service using an abstract Unix domain
socket to get the value of the current mode. The ﬁlesystem writes the information in
the extended attribute of the underlying ext4 ﬁlesystem. If ﬁle access restriction is
enabled, the SD card will deny access to ﬁles that are not created in the current mode.

5.2.4

Inter-process communication (IPC) ﬁrewall

A technique is developed to allow blocking of all inter-process communications to and
from a zone and to and from any particular app. In Android, all intents pass through
an intent ﬁrewall to allow custom IPC rules to be applied. We modify the ﬁle and
now the intent ﬁrewall consults with DMS before allowing any intent if IPC restriction
is enabled. For example, Figure 5.3 illustrates that App 1 in the restricted zone is
trying to communicate with a high privilege app. DMS will deny the communication
by blocking the intent request if the mode conﬁguration enables this restriction.
Restricted App Zone
App 1

App 2

High Privileged App
Zone

X
Intent Firewall

Application framework

Figure 5.3: Blocking all intents generated from the restricted app zone.

5.2.5

Restrict network

DMS can block communications to and from the internet per application, per zone or
per mode. For example, if the current network is detected as insecure by Flamingo, a
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mode can block part of the system from communicating with the internet. As described
in Section 4.2.3, the SAM native service implements the network blocking mechanism
by issuing iptables rules.
5.2.6

The permission veriﬁcation system (PVS)

The permission veriﬁcation system (PVS) allows DMS to block anomalous permis
sions. This system can be implemented in the cloud by vendors to reduce resource
consumption on real devices. The steps of the permission veriﬁcation are as follows:
1. Collecting information from Google Play and the VirusTotal [139] website and
applying machine learning classiﬁcation to detect suspicious apps and anomalous
permission requests. VirusTotal is a website that analyzes applications by more
than 60 well-known antiviruses and gives a score that tells how many antiviruses
have recognized the app as malicious.
2. Separating the collected information based on app categories. For example, there
are more than 50 categories in Google Play, such as education, personalization,
lifestyle, entertainment, music & audio, and travel & local.
3. Training a classiﬁer for each category that predicts the suspiciousness of new
apps. Here, DMS considers an app suspicious if its VirusTotal score is more
than 0.
4. Determining the permissions that are not in the set of top 30 most used permis
sions in a category. These are the anomalous permission requests.

Features
The PVS uses permissions and a custom app rating as features for the classiﬁers.
Permission usage is a good way to cluster well-behaved applications and used in the
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existing literature [54]. The app rating is calculated from the market review score
(which is an weighted average) and the number of reviews. Here, we want to reduce
the bias of a low review count. We use the following formula [17] to calculate the
rating:

−q

app rating = W s + 5(1 − W )(1 − e Q )
Here, s is the existing review score by Google Play users and q is the number of
reviews. The value of W can vary between 0 and 1 depending the weight we want to
give to the score and count. In our experiments, we give more weight to the review
score as they are from real users (use P = 0.7). The value of Q is set to 5,000 which
is the average count of apps in our dataset. A count smaller than 5,000 will generate
lower score and a count larger than 5,000 will generate higher score.

Classiﬁers
We experiment with the following classiﬁers: naive bayes, support vector machine
(SVM) with radial basis function (RBF) kernel, decision tree, k-nearest neighbors, and
random forest. To compare the eﬀectiveness of the classiﬁers, we report the precision,
recall, and F1-score. We implement the classiﬁers using Python’s scikit-learn [104] ma
chine learning library and use the following functions with their default conﬁgurations:
GaussianNB, svm.SVC, tree.DecisionTreeClassiﬁer, neighbors.KNeighborsClassiﬁer (k
= 15), and RandomForestClassiﬁer.

5.2.7

DMS conﬁguration language

The conﬁguration language can describe a set of actions to be performed when switch
ing modes. It supports creating/deleting/disabling zones, moving applications between
zones, and applying a set of policies to any zone. It can describe which restrictions
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CHECK SWITCHING - CONDITION :
IF SECURITY - PARAM IS TRUE / FALSE
MESSAGE USER " SWITCHING TO MODE MODE - NAME NOT POSSIBLE , SECURITY 
PARAM IS TRUE / FALSE "
SCOPE MODE - NAME :
RESTORE ORIGINAL
UPDATE
CREATE ZONE : ZONE - NAME
DELETE ZONE : ZONE - NAME
DISABLE ZONE : ZONE - NAME
MOVE APPS : FROM ZONE - NAME1 TO ZONE - NAME2 : ALL
MOVE APPS : FROM ZONE - NAME1 TO ZONE - NAME2 : ALL EXCEPT CURRENT
APPLY POLICY :
ZONE ZONE - NAME1 :
{ READ_CONTACTS ,{ < TIME_ALWAYS > , DENY }
{ GET_ACCOUNTS ,{ < TIME_ALWAYS > , DENY }
ZONE ZONE - NAME2 :
POLICY : POLICY - NAME1
RESTRICT IPC ZONE - NAME3
RESTRICT IPC ZONE - NAME4 APP - NAME1 , APP - NAME2
RESTRICT FILE - ACCESS
RESTRICT NETWORK IF SECURITY - PARAM IS TRUE / FALSE
RESTRICT PERMISSION

Listing 5.1: Examples of actions in the DMS conﬁguration language.

should be activated on the current mode and the conditions of switching the mode.
We demonstrate some actions in Listing 5.1.

5.3

Evaluation

In this section, we describe the evaluation results of Flamingo and DMS. First, we
evaluate Flamingo in terms of accuracy and power consumption. Then, we evaluate the
classiﬁers for the permission veriﬁcation system (PVS). After that, we evaluate DMS
in terms of portability, functionality, security, and operational overheads. Flamingo
is implemented as an administrative app and we implement DMS by modifying the
Android Open Source Project (Marshmallow Version 6.0.1 r17 MMB29V). We deploy
Flamingo and DMS to a Google Nexus 5. It has Qualcomm MSM8974 Snapdragon
800 CPU (Quad-core 2.3 GHz), Adreno 330 GPU with 2GB memory, and the following
sensors: accelerometer, gyroscope, magnetometer, light, proximity, pressure, and GPS.
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Evaluating Flamingo

Data Collection
Flamingo updates its internal cache with the values of the security parameters and the
context every 5 minutes. It inserts the values as a tuple in the cache with an expiry
time (e.g., {<Location, Home>, 300 s}). During this update, Flamingo writes the
values with a timestamp in a log ﬁle. We also develop an Android app that requests
diﬀerent values randomly using the Flamingo API (to access the cache periodically).
If the current value of the requested parameter is expired, Flamingo recalculates the
value and updates the cache. Otherwise, the value is returned from the cache directly.
We develop another app (to create the ground truth) that interacts with the user and
asks the values of diﬀerent parameters time to time. The user inputs are also logged
with a timestamp.

Accuracy
We compare the two log ﬁles generated from Flamingo and our ground truth con
struction app. Flamingo is 100% accurate in detecting the contexts described in Sec
tion 5.1.1. Flamingo also successfully detects the private subcontext whenever a user
turns on the camera or the microphone in the home context. The type of the cur
rently opened app is also logged properly as sideloaded, ﬁnancial or other. However,
Flamingo fails to detect whether the user is in a meeting if the meeting information
is unavailable in the user’s calendar. Accurately detecting a room inside a building
is an active research area. However, by detecting user steps and with the help of an
indoor ﬂoor plan, researchers [79] were able to pinpoint the indoor location with an
acceptable accuracy. Unfortunately, this kind of technique consumes too much power
to be considered for Flamingo. Alternatively, we plan to use the smart door locks
that are available currently for enterprises. If a meeting or conference room in an
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oﬃce has smart door locks, the smartphone can communicate with it to conﬁrm the
meeting location of the user. Currently, Flamingo relies on the calendar to update the
In-meeting parameter.

Power consumption
Although smartphones are becoming increasingly powerful day by day, they are still
limited in battery capacity. As a result, we design Flamingo to share security param
eters and thus avoid recalculation. Indeed, we ﬁnd that Flamingo incurs a negligible
overhead in terms of power. We show that in Figure 5.4. We observe that the battery
charge level drops from 100% to 91% when Flamingo is enabled and from 100% to 92%
when Flamingo is disabled during a period of 20 hours. During this time, we turn the
WiFi oﬀ so that the location service uses GPS only. We move the phone from oﬃce to
home and then again home to oﬃce. We also request diﬀerent parameter values ran
domly every minute using multiple clients. The total number of processes running on
the phone during the experiment is 206. This experiment demonstrates that sharing
the security parameters among diﬀerent applications is a good idea if multiple clients
(apps) in the system are requesting them.

5.3.2

Evaluating DMS

Evaluation of the classiﬁers for the permission veriﬁcation system
To detect anomalous permission requests and suspicious apps, we need an appropriate
permission request classiﬁer. The classiﬁer should identify most of the suspicious apps
(maximize the recall) and also needs to be reasonably accurate (low false positives). To
select the best classiﬁer, we calculate the eﬀectiveness of the classiﬁers on the ground
truth dataset.
Ground truth. We select 21,995 apps from the androzoo [2] Android database. All
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Figure 5.4: Battery charge level during a period of 20 hour.
the apps belong to the personalization category. Personalization is one of the top 10
categories in Google Play and androzoo has the highest number of suspicious apps in
this category. Among 21,995 apps, 10,055 apps are benign (VirusTotal score is 0) and
11,940 apps are suspicious (VirusTotal score is more than 0).
To build the dataset, we write a node.js script to visit the selected apps in Google
Play. We collect the details and permission list of all the apps. From the app details,
we only consider the application review score and the review count.
Selecting the appropriate classiﬁer. From the ground truth dataset, we generate
the features and perform a 10-fold cross-validation. Table 5.2 shows the comparison
of the precision, recall, and F1-score of the various classiﬁers.
In the ground truth dataset, random forest has the highest average precision and
recall of 0.85 and 0.85. Naive bayes and SVM have poor recall values compared to
other classiﬁers. In conclusion, we decide to use the random forest classiﬁer and in
Table 5.3, we report the confusion matrix.
Discussion on machine learning. Here, we like to discuss the rationale for using
machine learning. If the permission veriﬁcation system is turned on, DMS blocks
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Table 5.2: Performance of diﬀerent machine learning classiﬁers. For each classiﬁcation
algorithm, we report the precision, recall, and F1-score.
Algorithm
Naive bayes

SVM

Decision tree

K-nearest neighbors

Random forest

Class
0
1
avg/total
0
1
avg/total
0
1
avg/total
0
1
avg/total
0
1
avg/total

Precision
0.78
0.56
0.66
0.72
0.82
0.77
0.81
0.87
0.84
0.85
0.84
0.84
0.84
0.87
0.85

Recall
0.08
0.98
0.57
0.81
0.73
0.77
0.84
0.84
0.84
0.80
0.88
0.84
0.84
0.86
0.85

F1-Score
0.14
0.71
0.45
0.76
0.77
0.77
0.83
0.85
0.84
0.82
0.86
0.84
0.84
0.86
0.85

Table 5.3: Confusion matrix of the random forest classiﬁer.
benign
suspicious
Precision

benign
8,481
1,654
0.84

suspicious
1,574
10,286
0.87

Recall
0.94
0.86

unusual permissions and notiﬁes the user. If the user wants, he or she can allow the
permission and let the app perform its task. The type of the problem (i.e., providing
suggestions to the user) encouraged us to use machine learning techniques as the results
of machine learning algorithms are often much more accurate than human-crafted rules.
It gives us a quick overview on the nature of the apps and their permissions. Also,
in our case, all the computations (model training/retraining, anomaly detection) are
done on the server side (vendors) and DMS only uses decisions from the classiﬁers. As
a result, there is no performance impact on actual devices.
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Portability
DMS is built on top of ZoneDroid and hence, can be deployed on Android Version 6.0
and above.

Functionality
Security mode switching. To test the eﬀectiveness of DMS, we move the phone
to home, oﬃce, and outdoor. Also, a banking app is used as a ﬁnancial app. DMS
successfully detects the modes (with the help of Flamingo) and applies appropriate
conﬁgurations. No applications crashed including the open one during a mode switch.
This is because changes in the zone conﬁguration are applied directly to the SAM.db
database and restrictions are enforced in the framework layer of Android. However,
an already allowed permission may be rejected in the new mode. Applications that
are built for Android Version 6.0 and above handle the case gracefully and often ask
for the permission again.
Fine-grained permissions and restrictions. We develop a simple application
performing the following sensitive operations: initiate network connections, access
user’s photos, access the contact list, and access the camera. We install the app in
the restricted zone. We observe that when the app opens the phone’s camera inside
the home, the phone switches to the Home-private mode. All the images taken in this
mode are saved securely via the context-aware ﬁlesystem. The app cannot send them
over the internet as networks are restricted in this mode. As soon as the app closes the
camera, the phone switches to the Home-casual mode and the app has no longer access
to the images taken. Also, in the Home-private mode, IPC is restricted for apps inside
the restricted zone. As a result, the app cannot share the captured images via IPC
with other apps that can leak the images. When the app tries to access the phone’s
contact list, DMS blocks the request and notiﬁes the user. We then move the phone
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to an outside cafe (where the network is open and unencrypted) and try to open the
banking app. DMS gracefully blocks the internet for the app and notiﬁes the user.

Operational overheads
In this subsection, we evaluate DMS in terms of performance and storage usage. We
also evaluate the overhead of the SD card ﬁlesystem.
Performance. We use the AnTuTu benchmarking app mentioned in Section 4.3 to
evaluate DMS. Notably, DMS’s implementation also contains ZoneDroid. As a result,
the scores mentioned here are from a device where both ZoneDroid and DMS are
deployed. All numbers from the benchmarking app are averaged over 5 runs.
Table 5.4: Individual test scores from the AnTuTu benchmarking app.
Test Group
3D
UX
CPU
RAM
Total

Score
Stock
DMS
8,640.8
8,726.2
17,949.8 18,007.6
16,143.4 16,922.8
5,249.8
6,823.2
47,983.8 50,479.8

Table 5.4 shows the comparison of scores resulted from the app. The score of the
stock version is slightly lower due to the higher number of Google services running
on it compared to the DMS version. However, the score diﬀerences are not really
signiﬁcant and it is clear that performance is not hampered by activating both DMS
and ZoneDroid.
Storage usage. Conﬁguration ﬁles of diﬀerent modes, ZoneDroid data, and the
decision of the permission veriﬁcation system are all textual. As a result, there is no
signiﬁcant overhead of DMS in terms of storage usage.
SD card overhead. The socket communication between the ﬁlesystem and the SAM
native service introduces a delay in ﬁle operations. Every time an app creates a ﬁle
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or tries to open a ﬁle, the ﬁlesystem connects to the SAM native service to acquire
information about the current mode. To measure the overhead, we execute a shell
script that creates, edits, and deletes ﬁles.
We run the script a number of times (writing 10, 100, and 1,000 ﬁles) and ﬁnd that
the overhead is negligible up to 100 ﬁles. No app will access more than a few ﬁles in
a real-world scenario. Table 5.5 shows the comparison of time resulted from running
the shell script.
Table 5.5: Overhead of the context-aware SD card ﬁlesystem.
# of ﬁles
10
100
1,000

5.3.3

Time in seconds
SD card fs Modiﬁed SD card fs
0.11
0.18
1.27
1.80
8.9
15.44

Security analysis

DMS adds an additional layer of security on top of Android’s middleware. Modiﬁcation
to the SD card ﬁlesystem ensures the security of the external storage. In light of this,
we discuss some speciﬁc attacks on smartphone resources and how DMS improves the
scenario.
Over-privileged third-party apps, libraries, and sensory malware. Many
third-party apps ask unnecessary permissions to access device information which threat
ens user privacy [113]. Developers also use third-party software development kits (an
alytics, social networking, etc.) and ad-libraries without knowing the details of their
code. Unfortunately, Android always grants a full set of permissions to third-party
libraries. Unintended accesses to users’ private data by the complex and often obfus
cated libraries make it hard for developers to estimate their correct behavior [120].
Sensory malware try to use the data collected from the phone’s sensor to infer
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diﬀerent important information (user password, location history, etc.) [24, 80, 147].
DMS always maintains two zones for newly installed apps and untrusted/malicious
apps. Apps in these zones must adhere to the policies of the zones in diﬀerent security
modes. As a result, asking more permissions will not yield any beneﬁt until the
user moves the applications to the trusted zone. Sensory malware are also deemed
ineﬀective as DMS rejects their requests to access sensors from the new and restricted
zones.
Confused deputy and collusion attacks. In confused deputy attacks, malware
leverage unprotected interfaces of benign apps. For example, a malicious app can
use the vulnerable service of a fancy SMS app developed by a novice developer and
send SMSs without having the SMS permission [21, 151]. In a collusion attack, two
malicious apps are involved. Individually, their permission sets are not malicious.
However, they collude using covert or overt channels to gain a permission set which
can be used to perform unintended tasks [84, 118]. In both the cases, DMS can be
eﬀective if such applications are sent to a zone where IPC is restricted between apps
and zones.

5.4

Summary

In this chapter, we presented Droid Mood Swing (DMS), an automated security mode
switcher for smartphone operating systems. DMS can control application groups
through conﬁguration ﬁles provided by device vendors. Security modes are activated
based on the security context of the phone to protect device resources in diﬀerent use
cases. Security contexts are managed by Flamingo that smartly uses the device’s sen
sors to calculate contexts and maintains a cache to reduce power consumption. DMS
also implements three restrictions, namely an intent ﬁrewall, a context-aware ﬁlesys
tem, and a permission veriﬁcation system. All operations of DMS are completely
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transparent to users.
A limitation of DMS is that users need to put malicious apps in the appropriate
zone. In the next chapter, we will develop a real-time malware detection architecture
to automate the process of detecting malware and putting them in the appropriate
zone.

88

CHAPTER

6

Detecting Malicious Apps on Android

It is only the enlightened ruler and the wise general who will use the highest
intelligence of the army for the purposes of spying, and thereby they achieve great
results.
– Sun Tzu, Chinese general, military strategist, and philosopher

Due to the popularity of the Android ecosystem, malware writers are targeting
Android devices exclusively and the number of malware for Android surged exponen
tially in 2016 [128]. Android implements a number of security mechanisms to ensure
the safety of device resources, e.g., the permission mechanism. The permission mech
anism is coarse-grained and users are usually ignorant about the sought permissions.
Researchers also identiﬁed attacks that can bypass the permission mechanism [21, 47,
56, 92, 112].
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Eﬀective detection of malware is very important to mitigate the security threats
in the Android ecosystem. Unfortunately, antiviruses are not very eﬀective due to
the restrictive security model of Android that does not let any app scan the runtime
behavior of others. Researchers have made great eﬀorts to improve the security of
Android and proposed a number of static and dynamic analysis techniques. In static
analysis, the Android application ﬁle (apk) is decompiled to perform analysis, such as
data ﬂow analysis, control ﬂow analysis, API call analysis, and ﬁngerprinting. Stud
ies [32, 91, 110] have shown that the static analysis is becoming less eﬀective day by
day due to powerful transformation techniques (call graph obfuscation, dynamic code
loading, etc.).
Dynamic analysis [8, 42, 121, 148] is more eﬀective as it can extract features that
represent unique patterns of execution. However, dynamic analysis techniques that
execute Android apps inside an emulator also suﬀer from the fact that malware writers
can detect emulators and thus evade detection [105, 137]. Hence, real-time monitoring
on user devices has become necessary. In addition, end users are not beneﬁting from
this research as it is very diﬃcult for them to integrate the techniques into their devices.
To address these issues, we propose SpyDroid, a malware detection architecture
where the monitoring module is designed as a part of the operating system. The
malware detector consists of a lower layer detector and application layer sub-detectors
which end users can install as regular apps. Sub-detectors monitor runtime information
using the monitoring module and perform analysis to detect malware. They report
their analysis results to the lower layer detector. The detector decides when to mark
an app as malware. An architecture like SpyDroid can help third-parties to publish
their detection techniques via application markets and users can install multiple subdetectors to improve the security of their devices.
We implement SpyDroid using the Android Open Source Project. However, the

90

Kernel and Android
Framework
Monitoring and
Detection
Runtime Information

Malware Sub‐Detectors
Machine Learning
Classification

Android Application Layer

Figure 6.1: SpyDroid malware detection architecture on an Android device.
concept of SpyDroid is generic and can be implemented in other smartphone oper
ating systems. To validate the eﬀectiveness of SpyDroid, we also implement four
sub-detectors that use a supervised learning algorithm to classify apps as benign or
malicious. In Figure 6.1, we show an Android smartphone with the SpyDroid archi
tecture. The monitoring module and the detector are implemented in the Android
framework and sub-detectors are applications. We have built our own dataset con
taining 4,965 apps (2,711 malware and 2,254 benign). We show that each sub-detector
detects malware that other sub-detectors fail to detect and SpyDroid’s malware detec
tion rate is improved when it combines decisions from multiple sub-detectors.
In particular, we make the following contributions:
• We design and implement a real-time malware detection architecture (SpyDroid)
for Android. It has a monitoring module that provides useful information about
the installed applications on a real device. It also has a lower layer detection
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component and supports application layer sub-detectors.
• SpyDroid enables antivirus vendors and independent researchers to detect new
malware quickly as they can obtain data directly from real devices.
• We develop four sub-detectors that use a machine learning classiﬁcation tech
nique to detect malware.
• We validate the eﬀectiveness of the architecture by using a dataset of around
5,000 apps and show that diﬀerent sub-detectors may classify the same appli
cation diﬀerently and an ensemble of sub-detectors improve the detection rate
signiﬁcantly.
The remainder of the chapter is organized as follows. We illustrate the design and
implementation of SpyDroid in Section 6.1. We evaluate SpyDroid in Section 6.2 and
conclude this chapter in Section 6.3.

6.1

SpyDroid design and implementation

The SpyDroid architecture is presented in Figure 6.2. SpyDroid manager coordinates
between the monitoring and detection components. It is the interface that sub-detector
apps can call via the Binder IPC. The monitoring module and the lower layer detector
are implemented in the protected area of the Android framework. In the following
subsections, we describe the components in details.
6.1.1

SpyDroid monitoring module (SMM)

The SpyDroid monitoring module (SMM) consists of an Android framework system
service and a native component. The service is responsible for communicating with the
SpyDroid manager to get monitoring requests, storing them in the SQLite database
SAM.db, performing the actual monitoring using the native component, and notifying
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Figure 6.2: SpyDroid architecture.
the manager about the completion of monitoring tasks. The native component (im
plemented as a part of the SAM native service) performs all monitoring tasks for the
service.
From Table 2.4 in Chapter 2, we observe that most useful runtime monitoring in
formation are CPU/memory usage, kernel system calls, network traﬃc, system logs,
system APIs, and inter-process communication (IPC). However, to collect this infor
mation, many authors used static or dynamic analysis on emulators. Our SpyDroid
architecture will enable monitoring on real devices. Currently, we select a subset of the
information to be monitored by SpyDroid. However, once the SpyDroid architecture is
established as a core part of the operating system, it can easily be extended to monitor
all kinds of low-level information.
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SpyDroid monitoring system service
In Android, system services cannot be directly accessed by applications because of
sandboxing. The Binder IPC mechanism has to be used to communicate with them
which requires decomposing of the message objects into primitives that the kernel
understands and marshalling the objects across the boundary. The code to perform
that marshalling is tedious to write. As a result, Android provides a mechanism to
simplify the process through AIDL (Android Interface Deﬁnition Language). For each
AIDL ﬁle, the Android build system generates a proxy (for the client) and a stub (for
the actual service).
Sub-detector apps access the monitoring service through SpyDroid Manager which
is on one side of the Binder (the proxy). The location of the manager in AOSP is
frameworks/base/core/java/android/os. The actual monitoring service executes
as a system service. The location of the service in AOSP is frameworks/base/service
s/core/java/com/android/server. Figure 6.3 illustrates this implementation.
Monitoring runtime information
SpyDroid supports monitoring the following information: real-time CPU and memory
usage, memory usage form the dumpsys command, and kernel system calls. Monitored
information are of two types, snapshot-based and continuous. In the case of CPU
and memory usage, the information is snapshot-based. As a result, sub-detectors need
to specify an interval between each snapshot (e.g., two seconds between snapshots).
The kernel system call is a continuous information. Below, we describe each type of
monitored information.

6.1. SpyDroid design and implementation

94

Sub-detector Apps
Binder
SpyDroid Manager
frameworks/base/core/java/android/os/spydroid.java
Implements the
proxy interface

Binder

AIDL
Implements the
stub interface

frameworks/base/services/core/java/com/android/server/
spydroidmonitoring.java
SpyDroid Monitoring Service

Figure 6.3: Implementation of the SpyDroid manager and monitoring service.
CPU and memory usage information
A lot of related work [48, 88] used the dumpsys command to get the CPU and memory
usage and extracted features from them. However, we ﬁnd that the CPU usage from
the dumpsys command is not real-time and provides a snapshot of the usage in the
recent past (typically seconds before the current time). This is shown in Listing 6.1.
As we can see, this snapshot of the CPU usage is calculated from the data of two
measuring points. The ﬁrst one is 63,503 ms ago and the second one is 54,419 ms ago.
However, in SpyDroid, to get the real-time CPU usage info, the native component of
the monitoring module reads data from the /proc ﬁlesystem of Linux. The /proc
ﬁlesystem presents information about processes (and other system information) in a
hierarchical ﬁle-like structure, providing a method for dynamically accessing process
data held in the kernel.
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1 Load : 5 . 8 1 / 1 . 4 / 0 . 4 7
2 CPU usage from 63503ms t o 54419ms ago :
Listing 6.1: Ouput from the dumpsys cpuinfo command.

The monitoring module reads utime ticks (user time used by the current process),
cutime ticks (user time used by the current process and its children), stime ticks
(system time used by the current process), cstime ticks (system time used by the
current process and its children), and CPU total time from the /proc/pid/stat and
/proc/stat ﬁles to calculate the CPU usage between two measuring points. There
are two kinds of CPU usage, user mode and kernel mode. User mode CPU time is the
time spent on the processor running the program’s code and kernel or system mode
CPU time is the time spent running code in the operating system kernel on behalf of
the program. The formula we use to calculate the user mode CPU usage percentage
(CPU usage um) between two points (mp1 and mp2) is given below:

CP U usage um =

total usermode ticks
mp2.CP U total time − mp1.CP U total time

where

total usermode ticks = (mp2.utime ticks + mp2.cutime ticks)
−(mp1.utime ticks + mp1.cutime ticks)

The formula for the kernel mode CPU usage percentage is similar. For memory
usage, the dumpsys meminfo package name command provides a detailed snapshot of
the memory. However, we also add the real-time data (resident set size and virtual
memory size) from the /proc/pid/stat ﬁle. The dumpsys meminfo command gives
info about the native heap, dalvik heap, stack, .so mmap, .apk mmap, .art mmap, etc.
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Linux kernel system call information
Upon request, the monitoring module starts an strace instance on the app’s process.
Strace is a standard system call tracing tool available on the Android platform. An
example of a trace is given in Listing 6.2. The trace lists kernel system calls of the
process with PID 4841.

1
2
3
4
5
6
7
8

> Tr acing PID 4841 ( ( g . r e a c t i v e p h o n e , 32− b i t )
1 1 : 0 0 : 1 7 f u t e x ( no h a n d l e r y e t )
1 1 : 0 0 : 1 7 i o c t l ( 8 </dev / b in de r >, 0 xc0186201 . . . ) ;
1 1 : 0 0 : 1 7 i o c t l ( 8 </dev / b in de r >, 0 xc0186201 . . . ) ;
1 1 : 0 0 : 1 7 c l o c k \ g e t t i m e ( no h a n d l e r y e t )
1 1 : 0 0 : 1 7 g e t u i d 3 2 ( no h a n d l e r y e t )
1 1 : 0 0 : 1 7 f u t e x ( no h a n d l e r y e t )
1 1 : 0 0 : 1 7 i o c t l ( 8 </dev / b in de r >, 0 xc0186201 . . . ) ;
Listing 6.2: Ouput from the strace system call tracer.

6.1.2

SpyDroid malware detector

The SpyDroid detection module has two layers. In the operating system layer, it has
a detector that takes reports from the upper layer sub-detectors and makes decision
about an app based on the reports. Sub-detectors are application layer components.
The detector maintains a proﬁle for each installed app on the device. The proﬁle
contains the VirusTotal score (the number of antiviruses that detected the app as
malicious) and sub-detector score (the number of sub-detectors that reported them as
malicious) of apps. The process to mark an app as malware is given in Algorithm 3.
Sub-detectors request SpyDroid manager to monitor their preferred information
using an API. For each monitoring request, they need to provide types of information
to monitor, the duration, and optionally an interval. The manager then contacts the
monitoring service to perform the task. When the monitoring task is ﬁnished, the
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Algorithm 3 Algorithm to mark an app as malware.
Require: VirusTotal score, sub-detector score;
1: for each app a in the device do
2:
if VirusTotal score is zero then
3:
if sub-detector score is greater than one then
4:
SET a as MALICIOUS
5:
else
6:
SET a as BENIGN
7:
end if
8:
else if VirusTotal score is greater than 10 then
9:
SET a as MALICIOUS
10:
else if VirusTotal score is less than 10 then
11:
if sub-detector score is greater than zero then
12:
SET a as MALICIOUS
13:
else
14:
SET a as BENIGN
15:
end if
16:
end if
17:
if a is MALICIOUS then
18:
ask user whether to send the app to the restricted app zone
19:
end if
20: end for
manager notiﬁes the sub-detector with a path to the collected data. Sub-detectors can
be included by OS vendors and/or published by third-party developers. They can have
their own cloud backends where they collect their data and train their classiﬁcation
algorithms. Sub-detectors can report SpyDroid manager if they ﬁnd any malicious app
on the device. These decisions are passed to the malware detector.

SpyDroid sub-detectors
To show the eﬀectiveness of SpyDroid on real devices, we implement four sub-detectors
as described in Table 6.1.
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Table 6.1: Implemented sub-detectors and their requested information.
Sub-detector
D1
D2
D3
D4

Monitored Information
Real-time CPU and memory usage
Memory usage from the dumpsys meminfo command
Combined CPU and memory usage (real-time and dumpsys)
kernel system calls

Sub-detectors D1, D2, and D3
We create three sub-detectors to measure the eﬀectiveness of the CPU and memory
usage information as malware indicators. First, sub-detector D1 monitors the realtime CPU and memory usage. It creates four features to train its classiﬁer. They
are user mode CPU usage percentage, kernel mode CPU usage percentage, resident
set size, and virtual memory size. Second, sub-detector D2 monitors memory usage
from the dumpsys command only. It creates a total of 105 features (from the output
of the dumpsys meminfo command). Sub-detector 3 is the combination of D1 and
D2, i.e., it has a total of 109 features. In the evaluation section, we will show that
individual and combination of features have a merit in detecting diﬀerent malware.
All three sub-detectors request information that are snapshot-based. They request a
two second interval between snapshots. In our experiments, we monitor the apps for
300 seconds. As a result, each sub-detector gets a total of 150 snapshots per app.
Each snapshot is individually classiﬁed and if the total number of malicious snapshots
crosses a threshold, we classify an app as malicious.

Sub-detector D4
D4 monitors kernel system calls. In our current implementation, we only consider the
name of the system call ignoring its data. To make the classiﬁer eﬀective, we try to
capture the order of system calls along with their counts. As a result, for each app, we
construct a directed weighted graph G = {V, E}, where V is a set of system calls and
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E is a set of weighted directed edges. Each edge is actually an ordered pair of system
calls. After the monitoring is done, we parse the log ﬁle and construct a graph using
Algorithm 4. As an example, the log showed in Listing 6.2 contains four Linux system
calls “futex”, “ioctl”, “clock gettime”, and “getuid32” with corresponding frequency
of 2, 3, 1, and 1 respectively. A node is created for each system call in Figure 6.4 with
its weight. In the recorded log, the system call “futex” (line 1) is followed by “ioctl”
(line 2), which means a directed edge is created from the “futex” node to the “ioctl”
node. The weight of this edge is the frequency of this pair of Linux kernel system calls
appears in the generated log.
Algorithm 4 Algorithm to construct the system call graph for sub-detector D4.
Require: log from the system call monitor;
1: initialize directed weighted graph G
2: if ﬁrst line of log then
3:
add the system call name as a node to G
4:
assign the system call name to a variable s p
5: end if
6: for each line L in the system call log do
7:
if the system call name in L is not in G then
8:
add the system call name as a node to G
9:
else
10:
add 1 to the weight of the system call node
11:
end if
12:
if the edge (s p, system call) is not in G then
13:
add (s p, system call) as an edge to G
14:
else
15:
add 1 to the weight of the (s p, system call) edge
16:
end if
17:
assign the system call name to the variable s p
18: end for
From the graph, we generate features from the nodes and the edges. From the
nodes, we consider their weights, in-degrees, and out-degrees, and from the edges, we
consider their weights.
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Figure 6.4: System call graph of Listing 6.2.
6.1.3

Classiﬁer

Related research [83, 117, 140] and our own experiments have shown that random
forest performs well in many cases of anomaly detection. As a result, we use random
forest as our classiﬁer in this work.

6.2

Evaluation

In this section, we describe the evaluation results of SpyDroid. We implement SpyDroid by modifying the Android Open Source Project (Marshmallow Version 6.0.1 r17
MMB29V). We deploy the resulted operating system to four Google Nexus 5 devices.

6.2.1

Ground truth

It has been shown that many variants of malware detect emulators and hide their
malicious code [95]. In addition, malware detection using machine learning performed
much better when the malware were executed on a real device [3]. Hence, we decide to
execute our apps on real devices. We use four Nexus 5 devices with SpyDroid patches
to build our ground truth dataset.
The construction of the ground truth consists of three phases. First, we collect
the apk ﬁles of the selected apps in the dataset. Second, we perform dynamic analysis
and collect logs from the monitoring module. Lastly, we parse the logs and generate
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features for the classiﬁer. The details of the evaluation process are given in Figure 6.5.

Androzoo
(More than
5 million
Apps)

Calculate
precision and
accuracy

Collect details
from Google
Play

Select benign
apps using the
categories and
review scores

Collect
malware
details using
Euphony

Select malware
using types and
VirusTotal
scores

Random forest
classification

Dynamic
analysis using
real devices
(SpyDroid
Monitoring)
Parse logs

Feature
database

Figure 6.5: Ground truth construction and evaluation of the sub-detectors.
We use a total of 4,965 apps (2,711 malware and 2,254 benign) from the androzoo [2]
dataset. Androzoo has more than ﬁve million apps. To select benign apps (VirusTotal
score of 0) for our dataset, we ﬁrst collect the app details from Google Play using an
open source Google Play scraper tool [45]. Then we divide the benign apps based on
their categories and sort them using the review score described in Section 5.2.6.
To select malware, we use the Euphony tool [63] to ﬁnd out the malware type of
each app and within each type, we sort apps using the VirusTotal score. We remove
apps whose VirusTotal score is less than 15. As a result, all the malware in our
dataset have been recognized by at least 15 well-known antiviruses. We published
our dataset in https://github.com/shahrear/spydroiddataset. In Table 6.2, we
report the types of malicious and benign apps along with their counts in the ground
truth dataset.
We divide the dataset into two sets: training and testing. In the training set, there
are 3,333 apps (1,664 benign and 1,669 malware) and in the testing set, there are 938
apps (487 benign, 451 malware). Next, we write a Python script that installs the apps

Malicious Apps
Type
Count
RISKWARE
1,476
TROJAN
1,101
CLICKER
42
MONITOR
41
RISKWARE +
22
SMSSEND
FAKEAPP +
15
RISKWARE
EXPLOIT
6
WORM
4
VIRUS
2
FAKEVOICE
1
FAKEAPP
1
100
100
100
99
99
98
96
96
96
95
93
72
19

GAME CASUAL

GAME RACING
GAME STRATEGY
GAME PUZZLE
GAME SPORTS
GAME ROLE PLAYING
GAME ARCADE
GAME CASINO
GAME ACTION
GAME SIMULATION
GAME WORD
VIDEO PLAYERS

Count
100
100
100
100

GAME MUSIC

GAME
GAME
GAME
GAME

Type
CARD
ADVENTURE
BOARD
EDUCATIONAL

HOUSE AND HOME
ART AND DESIGN
HEALTH AND FITNESS
BEAUTY
EDUCATION
TRAVEL AND LOCAL
PHOTOGRAPHY
SOCIAL
NEWS AND MAGAZINES
FOOD AND DRINK

BOOKS AND REFERENCE

LIBRARIES AND DEMO

Benign Apps
Type
GAME TRIVIA
TOOLS
COMMUNICATION
EVENTS

20
20
20
20
20
20
20
20
20
20

20

20

Count
71
20
20
20

PARENTING
MEDICAL
MUSIC AND AUDIO
PERSONALIZATION
BUSINESS
MAPS AND NAVIGATION
AUTO AND VEHICLES
ENTERTAINMENT
LIFESTYLE
SPORTS

DATING

FINANCE

Type
PRODUCTIVITY
COMICS
WEATHER
SHOPPING

Table 6.2: Malicious and benign app types and their counts in the ground truth dataset.

20
20
20
20
20
20
20
20
20
20

20

20

Count
20
20
20
20
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in the Nexus devices and executes them for 300 seconds. During the execution period,
we use the Monkey tool [52] to generate random events (swipes, presses, touches, taps,
etc.). According to an empirical study [28], Monkey reached the highest code coverage
compared to other more sophisticated test input generation tools like Dynodroid [82],
ACTEve [4], and PUMA [59]. As Monkey generates pseudo-random events, it some
times turns oﬀ the WiFi or turns on the airplane mode. As a result, our script checks
the status of WiFi and airplane mode every 20 seconds and reverses the settings if ac
tivated accidentally (to ensure the availability of the internet). In our experiments, we
use Monkey to generate 500 random events with a throttle (delay between events) of
600 ms. We specify 40% touch events and 0% system events and ignore timeouts and
security exceptions. The command used to activate Monkey is shown in Listing 6.3.
After 300 seconds, logs are collected and apps are uninstalled. Logs are then parsed
to create features needed for the classiﬁer. 1,256 apps crashed during the experiment.
1 adb −s d e v i c e s e r i a l s h e l l monkey −p package name −s random .
r a n d i n t ( 5 0 0 0 , s y s . maxint ) −−pct−s y s k e y s 0 −−k i l l −p r o c e s s −
a f t e r −e r r o r −−pct−touch 40 −−i g n o r e −t i m e o u t s −−i g n o r e −
s e c u r i t y −e x c e p t i o n s −−t h r o t t l e 600 −vvv 500
Listing 6.3: adb monkey command to generate random events.

6.2.2

Performance of individual sub-detectors

We perform a 10-fold cross-validation on the training dataset to measure the per
formance of the classiﬁer. For sub-detectors D1, D2, and D3, each snapshot of the
same app is labeled as malicious or benign based on the label of the app. The crossvalidation results are reported in Table 6.3. Class 0 is the benign class and class 1 is
the malicious class. For sub-detectors D1, D2, and D3, this table reports the results
of the classiﬁcation of each snapshot individually. Hence, the total support is 433,353
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(the total number of snapshots in the training set).
We notice from Table 6.3 that sub-detectors D2 and D3 perform extremely well.
It indicates that memory footprints are a good way of detecting malware. The per
formances of D1 and D4 are also good with an average precision of 92% and 89%
respectively.
The next step is to classify the apps in our testing dataset (completely unknown
to our sub-detectors). For sub-detectors D1, D2, and D3, they have multiple snap
shots during their monitoring period. Hence, we need to choose a threshold for the
percentage of the malicious snapshots based on which the sub-detectors can classify
an app as malicious. For example, if we get 150 snapshots during the execution of an
unknown app and the threshold is 20, the app will be classiﬁed as malware if 20% of
the snapshots are labeled as malicious by the classiﬁer. To select a suitable threshold,
we perform the classiﬁcation using 9 threshold values (10 to 90 with an increment of
10) on the testing dataset and report the accuracy of the sub-detectors in Table 6.4.
We highlight that sub-detectors D2 and D3 perform best at threshold level 10 and
sub-detector D1 performs best at level 50. These values are chosen for our next step.
The precision, recall, and F1-score of the sub-detectors on the testing dataset are
given in Table 6.5. We can see that sub-detector D3 (combination of the real-time
and dumpsys information) achieves the highest average accuracy, precision, and recall.
However, if we look at the recall values of the malware class (class 1), sub-detector
D1 has the highest value of 72%. Therefore, D1 performs better than D3 in terms
of detecting malware. In the next subsection, we discuss how an ensemble of subdetectors improve the detection rate of malware.

0.99
1.00
0.99

0
1
Avg./Total

0
1
Avg./Total

D1
F1-score
0.91
0.92
0.91
D3
1.00
0.99
0.98
0.99
0.99
0.99
Recall
0.86
0.97
0.91
219,368
213,985
433,353

Support
219,368
213,985
433,353
0.87
0.90
0.89

Precision
0.99
1.00
0.99

D2
F1-score
0.99
0.99
0.99
D4
0.91
0.89
0.87
0.88
0.89
0.89
Recall
1.00
0.99
0.99
1,664
1,669
3,333

Support
219,368
213,985
433,353

Threshold
Detector
Accuracy
Threshold
Detector
Accuracy
Threshold
Detector
Accuracy
D1
74.31

D1
77.72

D1
54.48

10
D2
80.70
40
D2
78.46
70
D2
76.97
D3
81.45

D3
82.09

D3
84.01

D1
69.62

D1
77.93

D1
62.69

20
D2
79.21
50
D2
78.25
80
D2
76.65

D3
80.92

D3
81.88

D3
83.37

D1
66.63

D1
74.09

D1
71.54

30
D2
78.57
60
D2
77.19
90
D2
75.59

D3
79.53

D3
81.24

D3
82.73

Table 6.4: Average accuracy of the classiﬁers using diﬀerent threshold values on the testing dataset for sub-detectors D1,
D2, and D3.

Precision
0.95
0.87
0.92

Class

Table 6.3: 10-fold cross-validation results of the sub-detectors on the training dataset.
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Table 6.5: Precision, recall, F1-score, and support of the sub-detectors on the testing
dataset.
Class

6.2.3

0
1
Avg./Total

Precision
0.76
0.80
0.78

0
1
Avg./Total

Precision
0.74
0.97
0.85

0
1
Avg./Total

Precision
0.78
0.95
0.86

0
1
Avg./Total

Precision
0.74
0.89
0.81

D1
F1-score
0.80
0.76
0.778
D2
Recall F1-score
0.98
0.84
0.62
0.76
0.81
0.80
D3
Recall F1-score
0.97
0.86
0.70
0.81
0.84
0.84
D4
Recall F1-score
0.92
0.82
0.65
0.75
0.79
0.79
Recall
0.84
0.72
0.78

Support
487
451
938
Support
487
451
938
Support
487
451
938
Support
487
451
938

Detecting malware only

In the testing dataset, we have a total of 451 malware. In Table 6.6, we report how
many malware are detected by the sub-detectors in total and by the sub-detectors
only. By “only”, we mean that only that sub-detector is able to identify the malware.
All other sub-detectors report them as benign. We also report the number of malware
we can detect when we combine the decision from multiple sub-detectors.
We notice that sub-detector D1 detects the highest number of malware despite
its overall performance is worse compared to other sub-detectors. It also detects 19
malware that other sub-detectors fail to detect. Similarly, 24 malware are detected
by sub-detector D4 only. Among 451 malware in the testing dataset, the ensemble of
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sub-detectors detects 426 of them. As a result, the overall detection rate (recall) of
malware increases to 94%.
Table 6.6: Performance of the sub-detectors considering malware class only.
Total
Only
Ensemble
Total malware in the testing dataset

6.2.4

D1
323
19

D2 D3
279 316
3
3
426
451

D4
294
24

Detecting benign apps correctly

Unfortunately, when we combine the decisions of the sub-detectors, 118 (24%) out
of the 487 benign apps are falsely detected as malware. If we consider decisions of
at least two sub-detectors to recognize an app as malware, the rate falls to only 4%.
However, the overall detection rate of malware decreases from 94% to 82%. We make
this compromise in Algorithm 3 where we send an app to the restricted zone only when
more than one sub-detector reports it as malware.

6.2.5

Discussion

The sub-detectors described in this chapter are implemented primarily to demonstrate
how the SpyDroid architecture can be used to accommodate multiple sub-detector
apps from third-parties. We show that multiple sub-detectors can improve the mal
ware detection rate. However, third-party sub-detectors may choose to execute their
machine learning algorithms on the device (e.g., using the TensorFlow [133] library for
Android) that can impact the performance of the device. Therefore, users need to be
aware of what types of sub-detectors they install and their requirements.
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Summary

In this chapter, we presented SpyDroid, a real-time malware detection architecture for
Android. SpyDroid has three main components: the SpyDroid manager, a monitoring
module, and the malware detector. The SpyDroid manager coordinates between all
other components. The malware detector consists of a lower layer decision maker (the
detector) and application layer sub-detectors. Sub-detectors can monitor real-time
low-level data from the operating system. Each monitoring request speciﬁes the apps
to monitor, the type of the monitoring information, the duration, and optionally an
interval. Sub-detectors analyze the information and inform SpyDroid detector about
their ﬁndings. The detector decides when an app should be marked as malicious.
In the next chapter, we will design a special sub-detector to show the eﬀectiveness
of the SpyDroid architecture in detecting speciﬁc attacks.
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CHAPTER

7

Protecting Android Devices from Click-fraud

There are three things in the world that deserve no mercy, hypocrisy, fraud, and
tyranny.
– Frederick William Robertson, British clergyman and philosopher

Internet users are often victimized by malicious attackers. Some attackers infect
and use innocent users’ devices to launch large-scale attacks without the users’ knowl
edge. One of such attacks is the click-fraud attack. Click-fraud happens in Pay-PerClick (PPC) ad networks where the ad network charges advertisers for every click on
their ads. In a click-fraud attack, a user or an automated software clicks on an ad with
a malicious intent and advertisers need to pay for those valueless clicks. Among many
forms of click-fraud, botnets with the automated clickers are the most severe ones. A
botnet is a network of malware-infected devices that are controlled by a botmaster.
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The users are normally unaware of the fact that their devices are compromised and
used by the attackers.
Although desktop devices are used exclusively to launch large-scale click-fraud
attacks, we observe that smart devices (e.g., smartphones and smart TVs) are also
capable of launching such attacks if compromised by malware. Click-fraud malware
communicate with their botmasters using the internet (which cannot be restricted on
Android and iOS) and perform click-fraud stealthily. As there are billions of smart
devices with wireless internet, the problem of click-fraud attack from mobile devices
may have a larger impact in the near future.
To combat click-fraud, ad networks mostly use server side techniques. They gather
information from diﬀerent sources about users. Then, they apply machine learning or
pattern recognition techniques to identify suspicious clicks. Despite all these eﬀorts,
click-fraud remains as a primary problem for the online advertising industry due to the
lack of control over the client machines from the server side. In fact, a large percentage
of all web traﬃc is considered fake (non-human generated) and costs United States
advertisers 4.2 billion dollars annually [39].
In this chapter, we present a method for detecting automated clickers from the user
side using the SpyDroid architecture. The proposed method to Fight Click-Fraud,
FCFraud, is implemented as a sub-detector and can be integrated into the operating
system as a system app. We add capabilities to the SpyDroid monitoring module to
inspect HTTP packets from all user processes and input events from hardware input
devices (mouse, keyboard, touch screens, etc.). FCFraud analyzes the ad-related traﬃc
from the captured HTTP packets. FCFraud detects the fraudulent processes that
programmatically click on ads while executing in the background. We also design a
cloud backend for FCFraud. After analyzing the data, the cloud will notify FCFraud
if any fraudulent process is detected. Our experiments show that FCFraud is 99.6%
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accurate in classifying ad requests and it successfully detects all the clickbots. We
believe that an eﬀective protection at the user side can save billions of dollars of the
advertisers.
In summary, we make the following contributions in this chapter:
• We take the ﬁrst step to propose a click-fraud prevention method (FCFraud)
on the user side which can be a valuable addition to the server side detection
techniques.
• We implement HTTP traﬃc and input event monitoring capabilities to facilitate
the click-fraud sub-detector.
• We implement a number of clickbots and perform a thorough experiment to show
the eﬀectiveness of FCFraud.
• We develop a cloud backend for FCFraud to oﬄoad the analysis task to the
cloud.
The remainder of the chapter is organized as follows. In Section 7.1, we present
the details of SpyDroid’s new monitoring capabilities. We describe the sub-detector
FCFraud in Section 7.2 and evaluate it in Section 7.3. Finally, we summarize the
chapter in Section 7.4.

7.1

Extending the SpyDroid monitoring module

To facilitate click-fraud detection, we have extended the SpyDroid monitoring module
(SMM) and it can now monitor HTTP traﬃc and hardware input events from the
running processes. The details are described below.
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Monitoring HTTP traﬃc

SMM captures packets from all network interfaces and analyzes headers of the packets.
If the captured packets contain HTTP requests or responses, SMM reads the headers
and collects information. SMM uses the libpcap [134] packet capture library to cap
ture network packets. In Figure 7.1, we illustrate how SMM collects information from
each running process.
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Destination port
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Host

URI

Content type

Content
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Figure 7.1: Capturing HTTP packets and extracting information per process.
In Linux, captured network packets do not have any information on the originating
process. Therefore, SMM looks into the /proc ﬁlesystem to ﬁnd out the process which
is currently using the source port of the captured packet. Once a process is found,
SMM records diﬀerent ﬁelds from the HTTP request and response along with the
process name. To ﬁnd the response of a request, it matches the source port of the
request with the destination port of the response and vice versa. From the request, it
extracts header ﬁelds like timestamp, source ip, source port, destination ip, destination
port, referer as well as host and request URI (uniform resource identiﬁer). From the
response, it records location, content type, content length, content encoding, HTTP
version, status code, and reason phrase. SMM does not inspect the body of the
requests. SMM stores all this information in a database.
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Monitoring input events

SMM records the timestamp of each mouse/keyboard/touch event received by a pro
cess. It records events from hardware devices (e.g., mouse and touchpad) only. In
Linux, input events are gathered at the /dev/input/event# ﬁle. SMM executes sep
arate threads for each input device present in the system. At the time of recording, it
determines the active application and ﬁnds all the process ids (pid) associated with the
app. It saves this information as “event|uid, pid1, pid2, pid3, ...|time” in the database.
From this information, FCFraud knows whether a process was the active one when
the process was making an ad-related HTTP request.

7.2

The sub-detector FCFraud

FCFraud tries to detect programs that execute in the background, implement browser
functionalities and perform click-fraud stealthily. We present the workﬂow of FCFraud
in Figure 7.2. As mentioned before, SMM inspects HTTP packets and input events
upon request for a speciﬁed amount of time and stores them in a database. Periodically,
FCFraud tries to ﬁnd whether any process is fraudulent. First, it creates HTTP
request trees for each process. It then generates features from the request trees and
classiﬁes the HTTP requests to identify ads. Next, it identiﬁes ad clicks in the request
trees. FCFraud marks a process fraudulent if the process does not generate real input
events, however, its trees contain ad requests and clicks. By real events, we mean
the events that are generated by the hardware input devices, not software generated
simulated events. Processes that interact with a real user are marked non-fraudulent.
We describe each step in the following subsections.
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FCFraud in the compromised user device
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Figure 7.2: Workﬂow of FCFraud.
7.2.1

Create HTTP request trees

FCFraud generates HTTP request trees for each of the monitored processes. The idea
of the HTTP request tree comes from the fact that HTTP requests of processes can
be grouped together logically. An app may send a thousand requests just to load one
web content. For example, a browser loading a web page may fetch many other static
resources, such as CSS, JavaScript or images, to embed in the HTML. In this case,
we can group the HTTP requests using the HTTP referer header to form a tree of
requests where the request to the HTML page is the root and the requests to the static
resources are the children. In this way, we can separate the request to a new web page
from requests that are used to load contents of an already requested web page. If we
can construct a tree that represents the exact scenario of the browsing (showing all
the visited pages as nodes), then it will be easier to analyze and automatically detect
ad clicks. In Table 7.1, we present a partial view of the monitoring information when
loading www.foxnews.com. The table shows the values of source port, destination
port, direction, host (domain name in the HTTP packet) and referer. The direction
ﬁeld indicates whether the packet is a part of a request or a response (e.g., Row 5 is
the response of Row 1).
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Table 7.1: A partial view of the HTTP capture database.
#
1
2
3
4
5

Source
process
Firefox
Firefox
Firefox
Firefox
Firefox

S-port

Dest-port

Direction

Host

Referer

43500
43643
43648
43649
80

80
80
80
80
43500

>
>
>
>
<

foxnews.com
ads.foxnews.com
global.fncstatic.com
global.fncstatic.com
-

foxnews.com
foxnews.com
foxnews.com
-

We represent each HTTP request and its corresponding response as a single node
in the request tree (Row 1 and 5 in Table 7.1 form a single node) and connect two
nodes if:
1. The latter node (Row 2,3, and 4 in Table 7.1) contains the request referer ﬁeld
set to the host of the former node (Row 1 and 5 in Table 7.1). We consider the
former node as the parent of the latter and mark the edge as REFERER.
2. The former node contains the location header along with a redirection status
code to redirect the client to the latter node. We consider the former node as
the parent of the redirected node and mark the edge as LOCATION.
Each process may have multiple trees associated with them. We show an example
of HTTP request trees in Figure 7.3. The edges are marked as REFERER and LO
CATION based on the above-described rules. We describe the ﬁgure in detail in
Subsection 7.2.3.

7.2.2

Generate features and classify HTTP requests

To detect ad-related fraud, we must ﬁrst identify ad requests in the HTTP request
trees. There are many kinds of ad providers in the web space and it is very diﬃcult
to identify all kinds of ad requests by some hard-coded rules. FCFraud uses machine
learning classiﬁcation to automatically identify ad requests. The formats of the web
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advertising links are not standardized and they may change over time. Therefore,
machine learning enables us to retrain the classiﬁers automatically.
Web ad requests have some common characteristics. For example, they normally
have a large number of query parameters and their responses are normally images or
JavaScript contents. FCFraud extracts features from the query parameters, HTTP
headers, and request trees. To make the classiﬁcation more accurate, it also uses the
decision of an ad blocking ﬁlter. Ad blocking ﬁlters are rules used by popular ad
blockers. They can ﬁlter ad-related contents via URL ﬁlters, DOM element ﬁlters,
and third-party advertisement domain ﬁlters. FCFraud uses the EasyList [41] ﬁlter.
Easylist is free, open-source, and maintained by the online community.

Features
To make the classiﬁer eﬀective, we try to ﬁnd unique features that may help greatly
to diﬀerentiate an ad-related URL from a non ad-related URL. These include charac
teristics of the structure of the URL, other URLs present in the URL, diﬀerent page
properties, and the decision from the ad-blocker. All features are either binary or in
teger and given equal weight at the training time. Below, we describe the key feature
categories.
Features from the HTTP packet headers. Features in this set are from the
inspected HTTP packet headers. This set includes destination ip, content type, content
length, status code, and location URL. From the location URL, we calculate the
number of subdomains in the link and its length. We also create features from the
host name and request URI. Some examples are the length, number of subdomains,
whether a referer is present or not, and if present, the length and number of subdomains
in the referer.
Features from the query parameters. Query parameters are very important in our
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case. A typical ad-related HTTP request contains a large number of query parameters.
These parameters send a lot of information about the particular client machine to ﬁnd
a matching ad for the request. The number of query parameters, the average length
of the parameters, etc. are examples of features from this set.
Features from the HTTP request trees. FCFraud constructs request trees to
recreate the browsing scenario. For this set, we select the height of the subtree rooted
at each node, the number of blocked URLs (by the ad blocking ﬁlter) in the subtree,
the number of images and JavaScript requests in the subtree, the number of diﬀerent
domains in the subtree, etc.

7.2.3

Detect and block fraudulent processes

To detect ad fraud, FCFraud analyzes the HTTP request trees and collected input
events. Then, it tries to detect ad clicks in the HTTP request trees. Based on the
detected ad requests and ad clicks along with the input event database, FCFraud
marks a process as fraudulent.
Ad click detection is one of the trickiest tasks of FCFraud. When a user clicks
on an ad, the browser generates a HTTP request to the ad network, the ad network
records the event and then redirects the browser to the advertiser’s page. The address
of the advertiser’s page is typically provided in the location header of the response.
Therefore, in our request trees, we mark a node as ad click if it is a child of an ad
request, the edge is marked as LOCATION and it is the root of a subtree whose nodes
represent a separate website visit. When there is no location header, we consider nodes
that are roots of subtrees representing separate website visits. If the root of such a
node contains a pre-speciﬁed number of ad request nodes in its tree, then it is an ad
click. In this case, we assume that the root contains a number of ads and the subtree
is formed because of the user clicked on one of the ads. In our experiment, we ﬁnd
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Figure 7.3: An example of HTTP request trees of a process. We encircle the ad click
and ad request nodes.
that these nodes normally use the former pages as referers.
We present both the scenarios in Figure 7.3. The browser process Process 1 goes
to www.hosta.com which contains an ad (the ad request node). The user clicks on
the ad and visits advertiser.com/index.html. Here, these two nodes are connected
by a LOCATION edge and the advertiser’s page is a diﬀerent website (not in the
www.hosta.com domain). As a result, we mark the advertiser node as ad click. In
the second scenario, www.hostb.com contains a number of advertises in the page and
the node advertiser.com/index.html represents a diﬀerent website visit. It is also
marked as ad click.
Finally, we execute a ﬁlter to remove false-positives from the result. Websites load
contents from diﬀerent domains and such a node in the HTTP request tree can be
falsely detected as an ad click. We also observe that many requests to the ad networks,
web analytics, and web tracking sites generate further communications with them and
those later requests use the ﬁrst one as the referer, which are also falsely detected as
ad clicks. Moreover, requests that are made to static resources (e.g., CSS ﬁles) can be
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removed from the list without hampering the performance of the ad click detection.
Figure 7.4 demonstrates a number of such false-positives. In each of the three cases,
the request URI (obtained from the value of GET in the ﬁgure) corresponds to a static
resource ﬁle.
After the ad click detection, FCFraud marks a process as fraudulent if the process
clicks on an ad using a software simulated click or an independent HTTP request
(without a click) while executing in the background. FCFraud uses the input event
database to determine whether this particular process generated any real events (i.e.,
a real user interacts with it). If FCFraud identiﬁes any fraudulent process, it notiﬁes
the SpyDroid malware detector.

7.2.4

Click-fraud detection at cloud

Mobile devices are still not an ideal option to perform CPU-intensive analysis because
of the power consumption overhead. As a result, we implement a cloud backend for
Classifier: notad Suspicious: yes isAdClick: yes
NumberOfAdinChild: -1 SrcP: 43642
GET: global.fncstatic.com/static/v/fn-hp/css/ag.home.css?20141021T1229
Ref: www.foxnews.com/
ResponseLocationHeader: http://global.fncstatic.com/static/v/fnhp/css/ag.home.css?20141021T1229

EdgeType: LOCATION
Classifier: notad Suspicious: yes
GET:

isAdClick: yes

NumberOfAdinChild: -1 SrcP: 48773

www.viarail.ca/sites/all/files/css/css_fd24a8a78a15b3f0afb2d5b475550379.cs
s
Ref: www.viarail.ca/en/trainadvantages/?utm_campaign=_14q1nonb&utm_medium=_ban&utm_source=_accutab&utm
_term=_ros_300 x250_en_150126&utm_content=_kin-tor$41

ResponseLocationHeader: EdgeType: REFERER
Classifier: notad Suspicious: yes
GET:

isAdClick: yes

NumberOfAdinChild: -1 SrcP: 53841

player.cnevids.com/embed/5480d98f61646d5d5d040000/51799c3f68f9da5d48000002

Ref: www.wired.com/
ResponseLocationHeader: EdgeType: REFERER

Figure 7.4: Examples of false-positives in the ad click detection.
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FCFraud using the multi-device management feature of ZoneDroid. The monitoring
module stores only textual information and the data can easily be sent to the cloud.

7.3

Evaluation

In our experiment, we use an ODROID XU3 [98] which is an ARM device from Hardkernel [60] and it has Samsung Exynos 5422 Cortex-A15 2.0 GHz quad-core CPU,
Mali-T628 MP6 GPU, and 2 GB DDR3 SDRAM. In this section, ﬁrst, we describe
the ground truth dataset constructed to evaluate the classiﬁers. Then, we describe
the clickbots and the botmaster used in our experiment. After that, we present the
performance of diﬀerent classiﬁers. Lastly, we report FCFraud’s eﬀectiveness against
click-fraud and its operational overheads.

7.3.1

Ground truth for ad request classiﬁers

To experiment with diﬀerent classiﬁers, we create a ground truth dataset. We select 44
popular websites (listed in Table 7.2 along with their categories) from www.alexa.com.
To build the dataset, we visit all the websites using Firefox and inspect the HTTP
requests using tcpdump [73]. We manually classify 1,629 ad requests from the 13,358
HTTP requests generated by Firefox.

7.3.2

The clickbots and the botmaster

We create two Android applications. One application is a simple number game and
another application is a movie information ﬁnder. We include click-fraud capability in
both the applications. Both the apps require internet permission. We develop another
program that acts as a botmaster. It communicates with the bots (the Android apps)
using the HTTP protocol. The botmaster supplies website addresses and XPaths of
the web elements containing ads. XPath is a query language for selecting nodes in an
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Table 7.2: List of websites selected for the ground truth dataset.
#

Category

1

Arts

2

Business

3

Computers

4

Games

5

Health

6

Home

7

Kids and Teens

Website
popsugar.com
rottentomatoes.com
azlyrics.com
wired.com
ca.eonline.com
wsj.com
ibtimes.com
about.com
ask.com
mashable.com
cheatcodes.com
ca.ign.com
gamefaqs.com
earthclinic.com
myﬁtnesspal.com
mensﬁtness.com
gizmodo.com
gsmarena.com
allrecipes.com
sciencedaily.com
mathsisfun.com
rhymezone.com

#

Category

8

News

9

Recreation

10

Reference

11

Science

12

Shopping

13

Society

Website
foxnews.com
reddit.com
huﬃngtonpost.ca
theweathernetwork.com
accuweather.com
homeaway.com
autoblog.com
cracked.com
lonelyplanet.com
skyscanner.ca
urbandictionary.com
stackoverﬂow.com
wordreference.com
sciencedirect.com
howstuﬀworks.com
pcworld.com
newegg.com
kijiji.ca
cars.com
salon.com
slate.com
snopes.com

XML document. The bots ﬁrst visit the websites given to them. Then, they generate
clicks on the web elements containing ads. Occasionally, the bots generate multiple
clicks on the same page if multiple XPaths are supplied to them.

7.3.3

Selecting the appropriate classiﬁer for FCFraud

To select the best classiﬁer for FCFraud, we test ﬁve classiﬁcation algorithms, namely
naive bayes, support vector machines (SVM), k-nearest neighbors (k=15), C4.5, and
random forest. The classiﬁers classify a request as either ad or notad. We consider the
instances from the class ad as positive. Table 7.3 shows the comparison of the average
accuracy, precision, recall, and false positive rate of the various classiﬁers.
As we can see, random forest has the highest average accuracy and precision of
99.61% and 98.05%. It also has the lowest false positive rate of 0.27%. Though the
average accuracy, precision and false positive rate of the SVM algorithm is promising,
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Table 7.3: Performance of diﬀerent machine learning classiﬁers over 3-fold crossvalidation. For each classiﬁcation algorithm, we report the average ac
curacy, precision, recall, and false positive rate of the ad (positive) class.
Classiﬁcation
Algorithm
Naive bayes
SVM
C4.5
K-nearest neighbors
Random forest

Avg.
Accuracy Precision (%) Recall (%)
(%)
89.76
54.71
93.1
95.49
100.00
63.0
99.32
96.21
98.3
99.33
96.72
97.9
99.61
98.05
98.8

FP Rate (%)
10.71
0.00
0.54
0.46
0.27

it has a poor recall value of only 62.98%. Random forest produces the highest recall
value of 98.77%. We believe that the acceptable performance comes from the choice
of the features and the use of an ad blocking ﬁlter. In conclusion, we decide to use
random forest as the classiﬁcation algorithm. Table 7.4 presents the confusion matrix
of the random forest classiﬁer.
Table 7.4: Confusion matrix of the random forest classiﬁer.
notad
ad
Precision (%)

7.3.4

notad
11,697
20
99.72

ad
32
1,609
98.77

Recall (%)
99.83
98.05

Eﬀectiveness of FCFraud against clickbots

In this experiment, we enable FCFraud and execute our clickbots. The clickbots
communicate with the implemented botmaster program and visit the websites provided
by it. Then, they silently click on ads.
FCFraud detects 43 ad clicks among a total of 54. It could not detect 11 ad clicks
because those requests do not contain a referer or location header in the corresponding
HTTP packets. Those clicks are likely generated by a dynamic JavaScript code with
the referer or the location header hidden in diﬀerent URL parameters. There are a
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total of 35 false positives. However, in this step, the most important thing is to detect
real ad clicks. False positives do not impact the detection of background fraudulent
processes. The recall and precision of the ad click detection are 79.62% and 55.12%.
After the ad click detection, FCFraud successfully identiﬁes the two clickbots as
fraudulent processes. Once FCFraud identiﬁes any fraudulent process, it notiﬁes SpyDroid about its ﬁndings. The SpyDroid malware detector decides when to send the
app to the restricted app zone where the network access is prohibited. Without the
network access, fraudulent processes become ineﬀective for the attack as they cannot
communicate with the botmaster.

7.3.5

Operational overheads

In our experiment, the size of the monitoring information (ground truth dataset) is
only 4.3 megabytes. This is because the monitoring module inspects packet headers
and saves information textually. Packet bodies are not inspected or saved. FCFraud
takes 73.8 minutes to analyze the data in the mobile device. If a cpu-intensive process
executes in a mobile device for more than one hour, it can adversely aﬀect the bat
tery life. The analysis time is reasonable in cloud (23.5 minutes). This justiﬁes the
development of the cloud backend.

Power consumption of the new monitoring capabilities
We measure the power consumption overhead by running the device with and without
the SpyDroid monitoring service for one hour. During this time, we continuously
browse diﬀerent webpages and click on ads. The total power consumed when the
monitoring module is enabled is 1,302 compared to 1,085 (when disabled) in terms of
milliampere-hour (measured using the ODROID smart power [97]). The diﬀerence in
the measured power is within an acceptable limit in our understanding.

7.4. Summary
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Summary

In this chapter, we developed a click-fraud sub-detector FCFraud, using the SpyDroid
architecture that protects innocent users by detecting the fraudulent processes that
perform click-fraud silently. FCFraud analyzes HTTP requests and input events and
applies a machine learning algorithm to automatically classify ad requests. After
that, it detects fraudulent ad clicks using a number of heuristics. Detected fraudulent
processes are reported to the SpyDroid malware detector.
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CHAPTER

8

Conclusion

8.1

Summary

In this thesis, our goal was to develop an anti-malware framework for smartphone
operating systems. The framework will make the operating system smart enough to
make moves against malicious behavior on its own. The framework will execute as a
core component of the operating system and provide an improved security for device
resources. All activities of the framework components will be completely independent
of user inputs. Moreover, there should be options to guide the framework for expert
users. With that goal in mind, below, we summarize the contributions of this thesis.
We designed a security framework that closely resembles the security measures
taken by modern smart cities. There are multiple zones with diﬀerent security policies
for multiple types of apps. The security policies prohibit malicious activities in many
cases. Furthermore, there is a surveillance module and multiple detectives (detectors)
for identifying criminal apps (malware) and a Jail (restricted app zone) to protect
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resources from malware.
It is becoming a global trend to make the operating system ubiquitous. A modern
OS should run on all available platforms with a similar user experience. For example,
Android and Windows 10 are now running on desktops, laptops, smartphones, smart
watches, smart wearables, and IoT devices. Considering the trend, we designed our
framework as generic as possible. We believe our approach can also beneﬁt operating
systems that are not developed for smartphones as malware infection is a omnipresent
problem. Nonetheless, our focus is speciﬁcally on smartphones and in this thesis, we
implemented most of the framework components for Android.

8.1.1

Application zoning

We presented an extension of the existing Android permission model, ZoneDroid, to
provide a virtual sandboxing mechanism for a set of applications. ZoneDroid controls
all applications in a zone by applying ﬁne-grained permissions. Each permission can
restrict access to resources based on time, phone number, etc. We modiﬁed the An
droid framework to implement ZoneDroid. We also developed a cloud backend for the
system so that users can view and control policies and zones of more than one device.
Suspicious or untrusted apps can be grouped together easily using ZoneDroid. Our
experiments suggest that grouping and restricting similar untrusted third-party apps
minimize the risk of information leak. Furthermore, it requires fewer user interactions
to control apps when they are grouped. According to the AnTuTu benchmarking app,
ZoneDroid incurs no performance overhead. We also measured and showed that the
power consumption overhead is negligible. Furthermore, the policy checking function
incurs only 8 ms delay in the worst case.
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ZoneDroid assumes that users are knowledgeable about the activities of the in
stalled apps and will create zones according to their needs. However, many smartphone users are ignorant and unwilling to take complex security measures on their
own. To make the zoning mechanism automated, we created security modes.

8.1.2

Detecting contexts and enforcing security modes

We implemented a security mode management system called Droid Mood Swing (DMS)
for smartphones. Modes in DMS are based on the detected security context of the
phone.

To facilitate the security mode management, we implemented Flamingo.

Flamingo detects and maintains a smartphone’s security contexts. A system like
Flamingo can be valuable when developing eﬀective anti-malware capabilities for an
operating system. Flamingo also facilitates security-aware third-party applications.
Flamingo manages a cache of security parameters calculated from the smartphone
sensors and exports a system API that can be used to query the current context
and/or the security parameters. The Flamingo cache enables sharing of values among
multiple clients which greatly reduces power consumption of the phone. The security
context can be used by the operating system to enforce diﬀerent context-based restric
tions. We evaluated Flamingo and found that it accurately calculates contexts and
diﬀerent values of the security parameters.
Based on the context, the security mode manager conﬁgures zones and policies
automatically. DMS also implements an intent ﬁrewall, a context-aware ﬁlesystem,
and a permission veriﬁcation system. DMS enables users to use a single device for
multiple types of tasks securely.
Our implementation of DMS on a real device (Nexus 5) showed its eﬀectiveness
and minimal impact on user experience. DMS automatically takes security actions like
restrict network, restrict IPC, restrict ﬁle access, and deny sending SMSs to a phone
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number. The permission veriﬁcation system is able to identify 85% of the suspicious
apps and ask users for additional veriﬁcations. Our security analysis showed DMS’s
eﬀectiveness against over-privileged third-party apps and libraries.

8.1.3

Monitoring and detection

We need to monitor the activities of the installed apps to detect malware. This will help
the framework to take right decisions about apps. We designed a malware detection
architecture (SpyDroid) consisting of two lower layer components (monitoring and
detection) and a number of upper layer sub-detector applications. Sub-detectors can
request to monitor diﬀerent low-level runtime information. Sub-detectors identify
malicious behavior on their own and let the detection module know their ﬁndings.
Based on the sub-detectors’ reports, the detection module chooses an appropriate
zone for the apps.
Whether an app is malicious or benign may be subjective in real-world scenarios. It
depends on the security requirements of the device and the user. Some users may not
care about privacy leakage, whereas others may ﬁnd it very malicious. In SpyDroid,
the malware detector depends on the decisions of the sub-detectors. As a result, users
are completely free to use any types of sub-detectors in their devices. Researchers
can also publish speciﬁc sub-detectors to suit the requirements of diﬀerent users. For
example, a sub-detector can detect only privacy-violating apps and another one can
detect apps that perform click-fraud in the background.
We implemented the monitoring and detection module and four sub-detectors. We
showed their eﬀectiveness using an Android dataset of 4,965 apps (2,711 malware and
2,254 benign). For the malware class, the recall of the four sub-detectors are 72%, 62%,
70%, and 65%. However, when we combine decisions from the sub-detectors to identify
malware, the recall increases to 94%. Hence, our experiments suggest that decisions
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from multiple sub-detectors can increase malware detection rate on real devices.

8.1.4

Thwarting click-fraud attack

Sometimes a victim user’s device unknowingly becomes a part of a larger click-fraud
network by getting infected by a malware. We developed a special malware subdetector (FCFraud) that analyzes web requests and input events from all user pro
cesses and applies the random forest algorithm to automatically detect fraudulent ad
clicks. In our experimental evaluation, FCFraud successfully detected all the processes
performing click-fraud. We showed that the overhead of FCFraud is reasonable when
using a cloud backend.
We observe very limited research eﬀort that include click-fraud prevention in user
machines. End users do not have any incentives to prevent click-fraud. Therefore, it
is very diﬃcult to motivate them to install a particular software for the beneﬁt of the
online advertising industry. A possible option is to include the techniques as a part
of the operating system as proposed in this work. We choose this option as operating
system vendors (e.g., Google and Microsoft) often own or operate ad networks and
they have strong incentives to include an approach like FCFraud.

8.2

Limitations and future directions

A number of future works are possible based on the unimplemented part of the security
framework proposed in Chapter 3. More system applications that provide services to
others (e.g., accessing low-level system information and accessing sensors) can be added
to limit the necessity of allowing dangerous permissions to third-party apps. The smart
communication system will protect inter-process communications and users’ privacy.
Coordination between a user’s smart devices and computation oﬄoading will make
the framework eﬀective for future smart homes. A limitation of this work is that the
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usability of the device may be compromised if there are errors in detecting the current
security mode or classifying an app as malware. In those cases, wrong security policies
may prevent the device from behaving correctly. Therefore, in future, a large-scale user
experience analysis needs to be performed to assess user acceptance of the techniques.
Some more speciﬁc limitations and future directions are discussed in the following
subsections.

8.2.1

Detecting contexts and enforcing security modes

We implemented a simple cache for the Flamingo security context manager. However,
in a real-world scenario, values of some security parameters can be inferred from other
parameters which can further lessen the power requirement. For example, if the loca
tion of the device is home, then the value of a parameter like is-driving will be false.
In the future, we plan to implement an inference engine for the Flamingo cache.
A limitation of the security mode management is that device vendors control modes
and security policies which may be unacceptable by some users (for privacy reasons). In
our opinion, for general users, it is a good compromise to ensure security. Moreover, all
these modes and conﬁgurations are editable by advanced users. We continue to work on
the anonymization of the data sent from the device to maintain user privacy. Although
we designed security modes to protect end users’ resources, it can be slightly modiﬁed
to facilitate Bring Your Own Device (BYOD) policy. Corporates can automatically
push their conﬁgurations into the “oﬃce” mode to protect corporate resources from
apps that are not trusted by them.

8.2.2

Monitoring and detection

The monitoring module can monitor CPU and memory usage as well as Linux kernel
system calls. However, monitoring the inter-process communication between apps and
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their runtime permission request patterns are also eﬀective in detecting malware. We
plan to implement those in the future version of this work.
In our framework, sometimes a benign app can be falsely detected as malware.
To address this issue, we need to increase the accuracy of the malware detection by
developing more monitoring and analysis components.

8.2.3

Thwarting click-fraud attack

One of the major limitations of FCFraud is its inability to detect complex JavaScript
and encrypted requests. These requests are almost impossible to detect at the operat
ing system level without the help of the browser. One future direction of the research
is to instrument the user processes so that they can communicate with the operat
ing system and thus improve the detection rate drastically. We also plan to develop
a method to periodically train the classiﬁer on new datasets as ad URLs constantly
change their structure to combat ad blockers. Lastly, our approach can be adapted to
employ against other large-scale botnet attacks such as DDoS and email spamming.
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