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Abstract
The inefficient use of the limited spectrum resources caused by the widely used static
spectrum assignment policy has inspired the conception of the cognitive radio network (CRN). A
CRN enables mobile users to optimally adapt their operating parameters according to the
interactions with the surrounding radio environment. However, existing dynamic spectrum
assignment approaches, a key component in CRN, suffer from their complexity, inflexibility, and
lack of support for different classes of users.
In this thesis, we address the above issues by developing a heuristic-based dynamic
spectrum sharing framework that can improve spectrum utilization efficiency and throughput in a
CRN. Our framework consists of three parts. The first part addresses spectrum assignment that
allocates new users to vacant spectrum bands without impeding existing users, for which a
customized genetic algorithm is introduced. The second part focuses on the migration option
where sometimes it might be beneficial for an existing user to move to a different spectrum band
or disconnect to make room for a new user. This problem is solved by using a simulated annealing
(SA) approach. In addition, we construct a migration cost model and study the impact of different
traffic classes that are defined based on transmission rate requirements. The third part of our
framework builds on the migration model and develops a round-based assignment approach that
employs a prediction model to estimate when admitted users are likely to leave the network and
uses the information to improve the migration decision. The prediction model relies on three
newly constructed prediction methods to forecast user call duration, the fixation approach, the
convergence approach, and the window-shopping approach, with each requiring less and less
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knowledge about user call preferences. Additionally, a price-based classification of user call
characteristics is introduced.
Compared to other dynamic assignment approaches, our framework considers both overlay
and underlay cases, offers a bounded response time and can work with different objective
functions. It also considers user call characteristics and can accurately predict migration
probability under various traffic conditions. Our simulation results show significant performance
improvement in throughput and network utilization.
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Chapter 1
Introduction
Wireless communications have undergone tremendous growth in the past two decades.
According to Statista, one of the most popular online survey portals, the number of cell phone
subscribers will reach 4.77 billion by the end of 2017 [61]. Many believe that in the next
generation wireless networks, heterogeneous wireless access technologies such as Third
Generation (3G), Fourth Generation (4G) networks and the wireless local area network (WLAN)
will coexist, and provide multiple access services. Moreover, seamless handover will be possible
between these technologies, regardless of whether they differ in coverage, quality of service
(QoS) and price. With a mobile station consisting of multiple wireless access interfaces, a user
can conveniently switch to the best access network anytime and anywhere – a scenario referred
to as always best connected (ABC). However, such promising future, compounded by the
emergence of the Internet of Things (IoT), puts a significant burden on existing limited radio
resources and demands better spectrum management. In this chapter, we lay down the foundation
for this thesis by describing the challenge and motivations for the work, defining the problem,
outlining the approach and stating our contributions.

1.1 The Challenge: Towards a More Mobile and Connected Future
Immediate connectivity and dramatic decrease in cost have fueled the proliferation of
wireless and mobile devices. The number of such devices has soared from 990.8 million units in
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2006 [20] to 7.7 billion in 2017 [66]. Aside from the sheer increase in numbers, the
communication content over mobile networks has also been enriched. From voice
communication to texting and from Internet access to broadband multimedia services in the
fourth generation, applications of mobile technologies have been substantially broadened.
The above changes significantly increase the traffic in a mobile network and result in
congestion. Surprisingly, studies have shown that the bottleneck is not because of a lack of radio
resources (4 GHz at the moment), but rather because of inefficient spectrum usage [26, 55]. For
example, a spectrum measurement study conducted by Shared Spectrum Company1 in the most
crowded area near downtown Washington DC yields a less than 35% occupancy below the 3
GHz frequency band [19]. The result is even lower (13%) in New York City when measurements
were taken during the Republican convention in 2004 [44]. The main problem is that current
wireless networks employ fixed spectrum assignment and have a 15% to 85% utilization rate
with high variance in time, leading to a waste of resources [19]. On the other hand, congestion
control, as a way to alleviate traffic jam, is often used individually on each access network and
hence, prematurely leading to loss of revenue as the aggregate capacity of all access networks
could still be under-utilized. These deficiencies can be exploited by a dynamic spectrum
assignment policy in a cognitive radio network (CRN).

1.2 Cognitive Radio Network
A CRN, first introduced in [30, 31], is a new paradigm for wireless communication in
which either a network or a wireless node can change its transmission and reception parameters
based on its interaction with the environment, with the aim to exploit spectrum holes in an
1

Shared Spectrum Company is a Vienna-based company specialized in developing cognitive radio technologies and
applications.
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opportunistic manner. A spectrum hole (or white space) is the portion of the spectrum that is not
used by a licensed user. Due to the difficulty of frequency assignment, spectrum holes could
occupy up to 85% of the licensed band. Such inefficiency forms the inspiration for cognitive
radio technology in the form of a CRN. As shown in Figure 1-1, there are two types of users in a
CRN. A primary user (PU) is the subscriber of a licensed band network, and a secondary user
(SU) is the one that leases the unused licensed band of the network. The main function of a CRN
is to identify the spectrum holes and assign them to SUs. Therefore, a CRN requires the
following two key components [29, 56]:


Cognitive capability: A CRN is not only capable of sensing available spectrum
opportunity in frequency, temporal, spatial and geographical domains, but also able to
extract the characteristics of such opportunity and determine the corresponding data
rate, bandwidth, and transmission mode.



Re-configurability: A mobile station (MS) in a CRN is capable of dynamically
adjusting its operating frequency, changing its modulation scheme, altering its
transmission power or even adapting to different communication technology in
accordance with the radio environment.

Besides conventional radio management services, a CRN must support the following new
functionalities in order to take advantage of the available spectrum opportunistically:


Spectrum sensing: Detecting spectrum holes and sharing the spectrum without
disturbance to existing users.



Spectrum mobility: Maintaining seamless communication for an SU during the
transition to better spectrum. This service is triggered by the appearance of new a
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PU, SU’s movement or traffic variation in the network. It needs to monitor user
behaviors.


Spectrum sharing: Providing appropriate spectrum assignment among coexisting
users, where the best available spectrum is selected to meet user communication
requirements.

The primary
access network (PN1)

The primary
access network (PN2)
Spectrum band

Primary access
Secondary access
BSP1

BSp2

PNi
MS
PN3
Bi

……

B3

MS

B2

MS: a user mobile station
BSP: the base station of the primary network for MS

B1

BSCRN

Cognitive Radio
network

Bi: spectrum band for PNi
BSCRN: a cognitive radio network base station

Figure 1-1: A cognitive radio network

As shown in Figures 1-2 and Figure 1-3, there are two types of spectrum holes. Figure 12 displays the usage of a particular assigned spectrum over a period of time. Assume that the
maximum throughput for this band is 20 Mbps, represented by a blue dash line. As shown in the
diagram, the spectrum band is rarely being fully utilized, leaving lots of white spaces. We call
this under-utilized white spaces type-A spectrum holes. Taking advantage of such spectrum
requires sophisticated spectrum spreading. Type-B spectrum hole is the gap between
4

transmissions in an assigned spectrum. As shown in Figure 1-3, the spectrum band is being used
to its full capacity, but there are pauses in the transmission, creating lots of white spaces. We call
these gaps type-B spectrum holes. This type of spectrum hole is much easier to detect and utilize.
In reality, type-A and type-B often co-exist in an assigned spectrum band while type-A occurs
more often than type-B.

Figure 1-2: Type-A spectrum hole — under-utilized spectrum band
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Figure 1-3: Type-B spectrum hole — gaps in data transmission

To address these two different types of spectrum holes, spectrum sharing in CRN can be
done in either underlay or overlay fashion. In overlay sharing, SUs only access the network using
type-B spectrum holes and as a result, cause minimal interference to PUs. On the other hand,
underlay sharing tries to exploit type-A spectrum holes by allowing SUs to transmit in the same
band and at the same time as the PUs, as long as their interference is within a tolerable limit of
PUs. So far, all dynamic spectrum assignment approaches are done in either underlay or overlay.
However, exclusively using only either underlay or overlay might not sufficiently address the
under-utilization of the assigned spectrum bands. There exist many different classes of traffic in
practice. Some have rigid bandwidth requirements, have little room for sharing a spectrum and
hence, prefer overlay. While others have flexible bandwidth requirement, can dynamically adjust
their transmission rate and therefore, with the right incentive, would not mind sharing a spectrum
using underlay approach. With such mixed classes of traffic, a separated underlay or overlay
approach would result in inefficiency.
6

Other problem with existing spectrum assignment approaches is their complexity, which
prevents them from handling high demands. They only work for specific objective/utility
functions. They also often do not consider how different types of traffic and mobility models
would impact the assignment decision. We plan to address these problems in this thesis.

1.3 Problem Statement and Objectives
Spectrum sharing is the process of effectively and efficiently assigning SUs to the proper
spectrum bands. “Effectively” means that the solution should improve the network performance,
“efficiently” means that processing time must be fast, and “proper” means that the assigned band
must satisfy certain constraints. This problem can be formally defined as follows.

In a CRN, given:




a set of PUs P who are in the network, occupying a set of spectrum bands Bo,
a set of SUs S waiting to be admitted, and
a set of free spectrum bands Bv,

find a spectrum assignment
f: (S ∪ P) → (Bo ∪ Bv)
that maximizes some objective function R(f), subject to a set of constraints C(*)

The above problem statement implies that existing users could be moved to different
spectrum bands. We decompose this problem into three parts: spectrum assignment, spectrum
migration, and migration prediction.
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Spectrum assignment: Determine how to assign new users to vacant spectrum bands.
This covers the underlay case.



Spectrum migration: Considers the possibility of assigning new users to occupied
bands, forcing existing users to migrate to different bands or disconnect. This
addresses the overlay situation.



Migration prediction: Estimate how soon an occupant of a spectrum band will leave
the network and use this information to make smarter migration and assignment
decisions.

Each part, detailing problem and solution, will be presented in a separate chapter. The
exact objective function and constraints will be decided or refined during each stage.
The objectives of our thesis are outlined below.


Develop a solution to the assignment problem that improves spectrum utilization
efficiency and throughput. The proposed approach should offer a bounded response
time and should be flexible enough to work with different objective functions and
utility functions.



Develop a migration strategy that considers both underlay and overlay scenarios and
seamlessly integrate the migration strategy with the proposed assignment scheme.



Study user behavior regarding their price elasticity, mobility, and traffic
characteristics. Derive a migration prediction model that can accommodate different
types of traffic and different mobility models.

8

1.4 Thesis Contributions
The ultimate objective of our work is to improve network throughput by realizing the
high volume of vacancies (i.e., spectrum holes) existing in already assigned spectrum bands.
This unequivocally increases network capacity without the need of adding additional radio
resources. The unique characteristics of the spectrum sharing problem create new challenges that
traditional spectrum assignment methods are not designed to handle. The demand volatility in
time, space, and magnitude, the diverse user characteristics, compounded by the co-existence of
PUs and SUs require an innovative new solution that is robust, flexible, and efficient. The
solution must be able to function under working environments, including the extreme situation
where information about traffic and user is minimal. Meanwhile, the solution should also be
mindful of the utilization of the different technologies in the network and should always aim at
maximizing throughput and utilization given the network’s capabilities and user demands.
Our work provides a deeper understanding of the fundamental properties and
performance factors of opportunistic spectrum access. The following summarizes the
contributions of this thesis.


Developing a comprehensive solution to the spectrum sharing problem: Determining
the proper spectrum allocation scheme is arguably the most crucial process in
spectrum management. Classical approaches to this problem are either not scaling
well or are inflexible, and heavily dependent on the knowledge of user or traffic
characteristics. In this thesis, we develop a new approach to address spectrum
assignment and migration in a CRN that improves spectrum utilization efficiency and
throughput, and offers a bounded response time even when dealing with a large
number of users. The proposed approach provides a flexible framework that considers
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both underlay and overlay cases and can work with different objective functions.
Moreover, our work introduces new insight into how to evaluate migration cost. It
also furthers the understanding of how user call behavior impacts the performance of
spectrum assignment. Accordingly, a prediction module is constructed that forecasts
user call duration. The module is then incorporated into the assignment model to help
make a smarter assignment and migration decisions. Our spectrum sharing solution
can even work in situations where user call preference is unknown. It shows
significant improvement over other algorithms.


Developing a universal call duration prediction model: Knowing how long a call lasts
is an immense advantage in spectrum management. Its usefulness is not limited to
making better migration decisions, but also to better resource provisioning in general.
To assist the spectrum sharing solution, we propose a prediction model that can work
in a wide range of scenarios. The model has three built-in prediction methods. The
fixation method requires full knowledge of the underlying distribution while the
window-shopping method needs none. The convergence method does require
information about the distribution but not its parameter(s). The prediction model is
thoroughly investigated and shows good accuracy even when facing highly irregular
traffic.



Developing a method to a better understanding of user traffic characteristics: Though
our solution does not require the full knowledge of user call preferences, it is
nevertheless a useful piece of information regarding assignment optimization and
performance evaluation. Through the course of our research, we come up with a new
and more general categorization of user call duration preferences. Because the price is
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the universal denominator in consumer behavior, we classify user call duration
preferences into three types: price sensitive, price semi-sensitive and price insensitive.
Their relationships with classic call duration distributions are analyzed and show
remarkable similarities. Also we study different user bandwidth requirements. Based
on how flexible they are, user traffic is grouped into fixed traffic, bounded traffic and
dynamic traffic. Three utility functions are prescribed to represent them. All the user
information is used in our work for testing and optimizing the spectrum sharing
solution. However, they have the potential for a much wider range of applications.

1.5 Thesis Organization
The rest of this thesis is organized as follows. In the next chapter, we categorize the
solutions to the spectrum sharing problem based on the theoretical foundation they build upon,
and thoroughly examine some of the representative approaches. In doing so, we reveal the
necessity to develop a new solution and the challenges of identifying a good solution, which
strengthens the motivations for our work.
In Chapter 3, we propose a customized genetic algorithm (GA) that determines the
spectrum assignment for a group of SUs. It optimizes SU's reward as well as network operator's
revenue. The algorithm offers flexible trade-offs between the accuracy and speed. Our system
model includes operator's incentive function as part of the objective and considers spectrum
capacity as part of the constraint. We also introduce a heuristic algorithm that quickly computes
the spectrum assignment.
Chapter 4 expands our work in Chapter 3 to address the preemptive scenario where if
properly justified, an existing user might be forced to move to different spectrum band or
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disconnect. We present a spectrum migration model and propose a simulated annealing (SA)
approach to determine the proper spectrum migration solution, which optimizes the aggregated
utility while satisfying capacity constraints, interference constraints and rate requirement
constraints. The algorithm also takes into account different classes of traffic. We show that the
algorithm greatly outperforms the greedy migration approach and other assignment approaches
without migration.
In Chapter 5, we turn our attention to predicting user behavior and using the information
to help make better migration decisions. We revise the SA from Chapter 4 to a round-based
function with a built-in prediction module. Due to the stochastic nature of forecasting, the
objective function is also modified to consider expected utility. The effect of the proposed
approach under various traffic distributions is carefully studied.
Lastly, Chapter 6 concludes this thesis by providing our remarks and hints at possible
future extensions.
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Chapter 2
Background and Proposed Framework Overview
In this chapter, we take a closer look at the various attempts to solve the spectrum sharing
problem, expanding on the critical issues regarding the design and implementation of the
solutions. With sufficient background to our work, we then provide an overview of our
framework.
Many attempts have been made to tackle the dynamic spectrum assignment problem.
These approaches can be roughly divided into three categories, which we are presented in the
following sections, based on their theoretical foundations: graph theory approach, price-based
approach, and heuristic approach.

2.1 Graph Theory Approach
Graph-based spectrum sharing uses vertices and edges to represent users and available
spectrum bands. It attempts to construct or color a graph using various graph coloring or labeling
algorithms. The following sections provide an overview of the working mechanism and issues of
the graph theory approach.

2.1.1 Literature Review of Graph-based Spectrum Sharing
Authors in [43, 65, 77] argue that spectrum assignment can be reduced to a variant of the
sensitive graph coloring problem. In this approach, spectrum channels are represented by
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different colors and SUs are denoted by vertices. A vertex and its edges can use some colors
depending on the channels in which the corresponding SU can operate, as well as the conflicts
that the SU might have with adjacent vertices (i.e., adjacent SUs). A set of approximation
algorithms is used to find the proper labeling and coloring scheme that maximizes some utility
function. The utility function is often defined based on throughput, transmission power,
interference or profit. This approach is improved in [76] by taking proportional fairness into
account. It models the local bargaining as a graph where each vertex represents a group of SUs
belonging to the same income line. The coloring process ensures that each group will receive at
least a minimum spectrum allocation and hence ensures proportional fairness. The problem is
then solved in both distributed and centralized fashions. The works in [8, 23] model the spectrum
allocation problem as a graph coloring problem with the aim to maximize utilization and
fairness. This model investigates both centralized and decentralized approaches, as well as
cooperative and non-cooperative approaches. The simulation results show that distributed and
centralized solutions have similar performance, and cooperative solutions outperform the
competitive solutions and almost reach the global optimum. To combat the complexity of the
coloring-based spectrum allocation, a parallel algorithm is introduced in [7].
A different coloring problem is studied in [41] that attempts to balance the throughput
and fairness. Their algorithm maps a given CRN to a graph, where vertices denote SUs and
edges represent the transmission links between these users. Given a set of available subchannels, it uses a tree pruning algorithm to assign the sub-channels so that link capacities will
be maximized while subject to some signal to interference noise constraints and the 1-fairness
constraint. The term 1-fairness means that each link receives at least one sub-channel. The
authors also prove that if fairness is not considered, the problem can be solved in polynomial
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time. A list of coloring schemes is proposed in [68] that maximizes spectrum efficiency.
However, the proposed schemes assume that spectrum bands have uniform characteristics. In
[77], a collaborative spectrum management solution is developed to help SUs realize access
opportunities. The solution uses message passing between SUs to construct a probability graph
that estimates interference probability and missed opportunity probability. This information is
then used by SUs to make access decisions.

2.1.2 Limitations of Graph-based Spectrum Sharing
Note that though the graph coloring approach can be carried out in a distributed fashion,
it requires cooperation between users and hence a great deal of information exchange is needed.
Such high communication overhead might offset the benefits of this decentralized
implementation.

2.2 Price-based Approach
Price-based spectrum sharing is done by negotiating a price for a spectrum hole that is
acceptable by both the users and the network operators. Details of these approaches and their
limitations are discussed below.

2.2.1 Literature Review of Price-based Spectrum Sharing
The price-based approach does not directly attack the assignment problem. It does not
compute the actual assignment but computes the price that eventually dictates the spectrum
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assignment. The service providers decide the prices for different bands and let users choose
which price is acceptable, which determines how users are assigned. To some degree, the pricebased approach resolves the spectrum assignment in a distributed fashion (by users).
Many of the pricing strategies are constructed using game theory, where each network
entity (users and network operators) is considered as a player. Each player has his own objective.
Operators want to sell the resource for as high a price as possible, while users want to get to as
much resource as possible for a given price. The idea is to come up with a proper pricing scheme
that meets everyone’s objective. Depending on how the network is modeled, the interaction
could be: between users, between users and operators, or between different operators. One of
most comprehensive studies in this area is done in [13], where SUs and the network operators are
modeled as players in a game, each with its own utility function that is defined as a function of
price. Depending on the market condition (whether it is a closed or open market) and the degree
of cooperation between different network operators, a pricing strategy is computed that will put
the game in equilibrium, and the channel assignment is consequently determined. Game theory is
also used in [6] but formulated differently, where each SU expresses his channel preference in
terms of throughput while each channel specifies the type of SU that it prefers in terms of
transmission power. The idea is to find a matching channel for each SU based on their
preferences. A no-regret learning approach is proposed in [47] where both cooperative and noncooperative scenarios are considered.
Instead of operators setting the price and users deciding its acceptability, their roles are
reversed in the auction-based approach, where each user offers his own price for a given
spectrum band and operators decide which offer to accept. In [4], an auction-based channel
allocation scheme is proposed, where each SU senses the channel whose quality fits his need and
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announces a bid for that channel. The CRN base station (BS) then determines how to assign the
SUs based on their bids, channel availabilities, and channel capacities. A different auction
mechanism is introduced in [57], where spectrum is auctioned off at the packet level in real-time.
To reduce the possibility that users cooperate to submit low bids in a spectrum auction, [81]
designs a collision-resistant strategy to help compute the optimal reserve price. Similar schemes
are studied in [72, 73]. A scalable and collusive-resistant multi-winner auction scheme is
developed in [79] that addresses the issue of assigning multiple SUs with negligible interference
to the same spectrum band. A more recent attempt in [78] tries to offer refund incentives to
encourage opportunistic use of the network.

2.2.2 Limitations of Price-based Spectrum Sharing
It should be noted that pricing strategy in practice is a complex, multifaceted problem.
Economic factors such as the incentive to use the service, knowledge of the users, price elasticity
and demand function, social factors including social welfare2 and social fairness3, and technical
factors such as complexity, pricing interval, and billing mechanism must all be considered [22,
54]. However, the pricing schemes discussed here usually consider only one or two of these
issues. In particular, the effectiveness of these pricing schemes heavily depends on the proper
estimation of user behavior, which is often unpredictable and highly volatile [22]. Social fairness
is also neglected in many of the pricing schemes, leading to starvation where users with a
minimal budget might never get to access the network.

2

Social welfare is the aggregate utility of people.
Social fairness refers to people’s ability to purchase certain product regardless of their incomes. In this literature,
it refers to the ability to purchase the network services. There are different ways to measure fairness in a society.
3
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2.3 Heuristic Approach
Heuristic-based spectrum sharing is a large family of algorithms borrowed from other
fields like combinatory, operation research and artificial intelligence. Some of the representative
algorithms and their limitations are introduced as follows.

2.3.1 Literature Review of Heuristic-based Spectrum Sharing
Heuristic approach encompasses a variety of schemes. One of the earliest heuristic
approaches is the water-fill algorithm, first appeared in [69]. In this algorithm, the rate
assignment is done in iterations. During each iteration, each user increases his transmission rate
by a pre-defined amount. The process continues until the frequency-dependent power constraints
imposed by PUs have been reached. The authors prove that the algorithm converges to a Nash
Equilibrium under certain conditions. This work is extended in [56], where a price-based
iterative water-filling algorithm is proposed and implemented in a distributed fashion. The
algorithm allows SUs to repeatedly negotiate their spectrum and transmission powers. In this
approach, an SU selfishly adjusts his transmission power and his pricing factor based on the
interference he observes locally, in the hope that this will maximize his own utility function. This
process is repeated for each SU. They prove that the proposed algorithm will drive the SUs to
reach a Nash Equilibrium. The research in [14] thoroughly evaluates this approach under an
event-driven simulation environment. Game theory is also used in [74] to cooperatively
determine the best relay policies for different SUs.
A quantum genetic algorithm (QGA) is proposed in [82]. The authors attempt to find a
spectrum allocation, based on channel availability and interference constraints, that optimizes
SUs’ rewards. However, this approach does not consider the spectrum capacity and the SUs’
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transmission requirements, nor do they consider the revenue for the network operator. A
biologically-inspired spectrum sharing scheme is constructed in [3]. Their work is based on the
adaptive task allocation model in insect colonies. The scheme allows SUs to coordinate their
decision-making about what channels suit them the most, hence, avoiding channel handoff
latency. Authors in [63] use swarm intelligence to help neighboring SUs identify the suitable
common control channels. These channels are then used by SUs to exchange information about
the detected spectrum holes and coordinate their spectrum allocation efforts. Similar works
include a heuristic algorithm based on fairness bargaining that considers both throughput and
fairness [41], a distributed load balancing strategy where channels are randomly assigned and
slowly adjusted according to traffic [48], and an allocation strategy based on reinforce learning
where each network cell employs a learning strategy to adapt to the time-varying environment
and offers opportunistic access to SUs when not congested [52].
Other notable works are a family of distributed spectrum sharing schemes [16, 34, 40,
51]. In these schemes, operators announce the availability and quality of their spectrum bands
and each SU makes his own decision about his spectrum access strategy. Authors in [80]
introduce the concept of time-spectrum block that considers both spectrum frequency agility and
adaptive bandwidth. They propose a distributed protocol that enables each network node to
dynamically choose the best time-spectrum block based neighboring information. Researchers in
[67] formulate the assignment problem in an overlay CRN as a mixed integer linear program
problem and develop an iterative distributed algorithm to solve it. Researchers in [21] devise a
distributed spectrum management scheme that uses a multi-learning approach that allows
network nodes to exchange traffic information and learn the actions of interference nodes. Note
that because spectrum allocation in distributed spectrum sharing is done based on local
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observation, the solution is often sub-optimal. Authors in [53] apply nonlinear fractional
optimization to figure out the best handoff and power allocation scheme and achieve good
results. [17] Investigates the challenges and potential of CRN in the fifth generation wireless
network era (5G) and proposes a system architecture and its functional modules. Other more
recent works include a Markov Chain presented in [64] to decide the best access strategy under
imperfect sensing condition, a heuristic algorithm to prioritize channel allocation [35] and an
auction-based spectrum access approach [18].

2.3.2 Limitations of Heuristic-based Spectrum Sharing
Many of the approaches introduced in this section suffer from four major defects. First of
all, they do not scale well. If the network has a bounded response time (or a threshold on delay)
and the demand is high, these approaches will not be able to compute a solution within the time
limit. Secondly, they are tightly coupled with the objective function. If the objective changes or
the assumed utility function is incorrect, these approaches will fail. Thirdly, they only consider
either the underlay or overlay case. Finally, user mobility and traffic type are ignored or merely
assumed in these approaches. One rare case is [24]. The authors develop a Hidden Markov Chain
model that attempts to predict how likely a channel is requested by a PU and vacates the
occupying SU in advance if the probability is high. However, the approach only focuses on the
Poisson case. [5] studies the channel handoff behavior by assuming that user traffic follows a
slotted exponential on/off model, which ignores the diverse traffic characters of existing
networks and is very simplistic and not practical [25]. We will specifically address these issues
in our approach.
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2.4 Proposed Framework
Our proposed framework is divided into three main parts and addresses issues raised in
the previous sections regarding scalability, inflexibility, and fairness.
In the first part of our study, we focus on only one part of the assignment problem, the
overlay case, where we decide how to assign new SUs to vacant spectrum bands in order to
maximize an objective function while subject to certain constraints. A genetic algorithm (GA) is
developed to solve this sub-problem. The proposed GA determines the spectrum assignment for
a group of SUs. It optimizes SUs’ aggregate throughput as well as network operator's revenue.
Each spectrum assignment (the chromosome) is encoded as an array where indices represent the
SUs, and the values represent the assigned bands. The fitness function includes operator's profit
function and user’s utility function. Previous works often set the price per unit rate as a constant.
This is not ideal because price elasticity varies for different classes of users. Therefore, a new
price function is defined that reflects the user’s traffic behavior. User’s utility function will be
defined based on the given transmission rate. We also investigate the bandwidth adaptability of
different classes of traffic, mainly real-time traffic, adaptive traffic and best effort traffic, and
derive their corresponding utility functions.
We use the roulette wheel selection operator where the probability that a chromosome is
selected for reproduction is proportional to its fitness. In the real world, most children succeed
their parents, and some super strong seniors live a very long time. Based on this rationale, we
adapt the following replacement strategy where the new population is constructed by combining
the top 1% of the parent population with the top 99% of the child population. The algorithm
stops when a predefined timer has expired. Hence, the algorithm offers a bounded response time.
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The objective of our second part remains the same, finding an assignment that maximizes
aggregate throughput and profit. However, unlike part one where only vacant bands are
considered, a new SU in part two might be assigned to an occupied band and forces the occupant
to move to a different band or to disconnect. This is called the migration problem. Obviously,
this should only occur if the benefit outweighs the cost. The benefit is the perceived throughput
and profit. To compute cost, a migration cost function is developed that considers the moving
cost and disconnecting of both PU and SU.
We propose two approaches to solve the migration problem, complete reassignment, and
improvement over the existing assignment. The complete reassignment approach treats all users
(new or existing) as new and all bands (vacant or not) as vacant, and determines who is going to
which band. In the cases where an existing user is assigned to a different band, or a new user is
assigned to an occupied band, migration cost will be added to the objective function. Complete
reassignment can be done by modifying the GA proposed in part one. All we need to change is
first to expand the chromosome encoding and gene pools to include existing users and their
occupied bands and second replace the fitness function with the new objective function that
incorporates the migration penalty. This approach is simple but radical and might create an
unnecessary disturbance to all existing users. Therefore, we propose the second approach,
improvement over the existing assignment. We use the existing assignment as the starting point
and explore next possible assignment by following some transition function. Hopefully, the next
one is stochastically better. Thus, we turn the migration problem into a local search problem. We
use simulated annealing (SA) to implement this approach. SA is an improvement over greedy
search by allowing a bad move to escape from local optimum [60]. The probability that a bad
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move is accepted is based on a temperature and the degree of badness 4. Just like GA, SA offers a
flexible trade-off between the quality of the solution and the time to compute the solution, SA
also offers a bounded response time, has a highly modularized design and can work with
different objective functions.
One of the key elements in SA is its transition function, deciding how to move from
existing state to a neighboring state. The initial setup assumes a one-degree transition to limit the
step size. That is, during each iteration/transition, only one migration would occur at maximum.
As well, different step sizes will be tested. We propose two transition functions, random
transition, and guided transition. The effectiveness of both approaches is investigated.
We employ both reassignment and improvement schemes. When spectrum utilization or
occupancy is low, GA-based reassignment will be applied because low occupancy implies that
the necessity of assignment outweighs the necessity of migration (assignment operations will be
more frequent than migration) and low utilization requires a dramatic change to existing
assignment for a quick improvement. When spectrum utilization and occupancy are high, SAbased improvement strategy will be used.
The last part of our research is to study different mobility models and different types of
traffic, and use this information to predict the migration probability in a spectrum band. We
propose a round-based assignment process that is divided into rounds: t0, t1 … tn-1, tn . In Round
tn-1, we use the hybrid approach proposed in the previous section to determine the assignment at
Round tn. Users arrive at tn-1 and get rejected/admitted at tn. Note that this model makes practical
sense because it takes time for any system to sense what spectrums are vacant, migrate the users
if necessary, and compute an assignment solution. So there is always a delay between user
The probability is e  where T is the temperature and V is the variation in state fitness. The temperature
often drops as the algorithm progresses.
4

- V/T
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arrival and the admission decision being made. A prediction model is constructed that predicts
how likely an existing user will leave the network during an assignment round and the
information is used when choosing migration candidates.
In summary, compared to existing spectrum sharing approaches, our framework offers
fixed response time and produces quality assignment solutions even when the problem size
increases. The framework uses modular design and can work with different objective functions.
It provides differential treatment to different classes of traffics. The framework is further
enhanced by a prediction model that utilizes user call duration characteristics to make smarter
assignment and migration decisions. The biggest improvement is the fact that our framework
takes advantage of both type-A (under-utilized band) and type-B (gap in transmission) spectrum
holes. During spectrum assignment, type-B spectrum holes (represented as vacant bands) will be
filled with new SUs. type-A spectrum holes are utilized in two ways. First of all, the assignment
operation might assign additional user to an under-utilized band as long as the new user does not
interfere with current occupant and the remaining band capacity can meet the user’s rate request.
Secondarily, the migration operation might replace an existing user with a new user how can
utilize the band more efficiently. How likely this would happen is proportional to how well the
occupant utilizes the assigned band. In essence, our framework integrates both overlay and
underlay approaches. As a result of these improvements, the aggregated user utility and the
network throughput are greatly increased.
Details of our proposed framework are explained in the next three chapters.
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Chapter 3
Dynamic Spectrum Assignment
In this chapter, we propose a customized genetic algorithm (GA) that determines the
spectrum assignment for a group of SUs. It optimizes SU's reward as well as network operator's
revenue. The algorithm offers a flexible trade-off between the accuracy and speed. Our system
model includes an operator's incentive function as part of the objective and considers spectrum
capacity as part of the constraint. We also introduce a heuristic algorithm that quickly computes
the spectrum assignment.

3.1 Introduction to GA
GA is a search heuristic that mimics the process of natural evolution [11]. It attempts to
find a solution out of a pool of candidate solutions that maximizes or minimizes particular
objective(s). The algorithm shapes a population of candidate solutions through the survival of its
fittest member. The power of natural selection across a population of varying individuals has
been demonstrated in the emergence of species in nature, as well as through the social process
underlying cultural change [11]. The algorithm usually starts from a population of randomly
generated candidate solutions, called chromosomes or genome [11], and carries out in
generations. In each generation, the fitness of every candidate solution in the population is
evaluated, multiple candidate solutions are stochastically selected from the current population
based on their fitness, and modified through crossover and mutation operations to form a new
population. The new population is then used in the next iteration of the algorithm. This is
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motivated by a hope that the new population will be better than the old one. Commonly, the
algorithm terminates when either a maximum number of generations has been produced,
convergence has occurred (i.e., every individual in the population is the same), or a satisfactory
fitness level has been reached for the population. GA strikes to find a “reasonable” solution
within “reasonable” time.
Compared to other optimization techniques, GA offers a flexible trade-off between the
quality of the solution and the time to compute the solution. This feature makes GA an excellent
choice for the spectrum assignment problem. When the network is highly congested and many
SUs are waiting to be admitted, we can lower the number of generations and the population size
to speed up the evolution process. On the other hand, when traffic is light, we can increase the
number of generations and the population size to improve the quality of the solution.

3.2 Problem Formulation
Consider a CRN currently serving an arbitrary number of PUs and SUs. The network is
not congested and there are some unused spectrum bands. Each unused band has different
characteristics and, therefore, might have different transmission capacities and support different
transmission rates. There are several SUs waiting to be admitted into the network. The objective
is to find a spectrum assignment to the unassigned SUs so that the network throughput, as well as
the revenue of the network operator, will be maximized. Since existing users’ performance will
not be affected, maximizing the network throughput is the same as maximizing the new SUs’
throughput.
Our study is conducted based on the following assumptions:
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We focus on the overlay spectrum assignment problem, in which unassigned SUs can
only be admitted to the unused band and admitting SUs in unused bands will not
affect the performance of existing PUs and SUs.



A SU can only be admitted to one unused band but an unused band can be shared by
multiple SUs.



There is a central CRN base station (BS) responsible for sensing what spectrum bands
are available, their transmission capacity and transmission rate, and deciding which
SU should be assigned to which band.

Under these settings, we formulate the spectrum assignment as follows:


Spectrum band vector: b = {b1, b2, …, bM} is a vector of M spectrum bands,
representing all the bands owned by the CRN.



Spectrum availability vector: a = {a1, a2, …, aM} is a binary vector of M bits, where a
1 indicates the corresponding band is unused and 0 indicates otherwise.



Spectrum capacity vector: c = {c1, c2, …, cM} is a vector of size M where each
element represents the maximum transmission rate supported by the corresponding
spectrum band.



u = {u1, u2, …, uN} is a vector of N secondary users waiting to be admitted into the
network.



Rate request vector: r = {r1, …, rN} is a vector of size N where each element
represents the requested transmission rate of the corresponding SU.



Spectrum reward matrix: G = {gn,m ≥ 0 }N*M is a N × M matrix where 1 ≤ n ≤ N, 1 ≤ m
≤ M, and element gn,m represents the maximum reward (the maximum throughput in
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this case) that secondary user un acquires if being assigned to spectrum band bm. Note
that if the entry is 0, it means that un cannot operate in bm.


Utility matrix: K = {kn,m ≥ 0 }N*M is an N × M matrix where 1 ≤ n ≤ N, 1 ≤ m ≤ M,
and element kn,m represents the willingness to pay of secondary user un if he is
assigned to spectrum band bm. In other words, it is the revenue that the operator will
receive if un is allocated to bm. Note that the following relationships hold between G
and K:
𝐼𝑓𝑔𝑛,𝑚 = 0, 𝑡h𝑒𝑛 𝑘𝑛 ,𝑚 = 0,

(3.1)

𝐼𝑓𝑔𝑛,𝑚 > 𝑔𝑛,𝑙 , 𝑡h𝑒𝑛 𝑘𝑛,𝑚 > 𝑘𝑛,𝑙

(3.2)

where n is the index of the SU, m and l are the indexes of the bands that the SU could be
assigned to. (3.1) and (3.2) simply state that the higher the reward a SU gets, the more
willing he is to pay for the service. However, (3.1) might not hold between two SUs. That
is, it is possible that gz,m > gy,m, but kz,m < ky,m, where 1 ≤ z, y ≤ N and 1 ≤ m ≤ M.


Interference constraint matrix: I = {in,m є (0,1) }N*N is a N x N binary matrix where 1 ≤ n,
m ≤ N, and if in,m = 1, it means that secondary user un and um interfere with each other and
must not be assigned to the same spectrum band.



Spectrum assignment vector: x = {x1, x2, …, xN} is a vector where element xn means that
secondary user un is assigned to spectrum band 𝑏𝑥𝑛 . Note that if xn = 0, it means that un is
not admitted into the network. Vector x* is a valid spectrum assignment if for 1 ≤ n, m ≤
N, xn satisfies:
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𝑀 ≥ 𝑥𝑛 ≥ 0 𝑎𝑛𝑑

(3.3)

𝐼𝑓𝑥𝑛 > 0, 𝑡h𝑒𝑛 𝑎𝑥 𝑛 = 1 𝑎𝑛𝑑

(3.4)

𝐼𝑓𝑥𝑛 > 0, 𝑡h𝑒𝑛 𝑔𝑛,𝑥 𝑛 ≥ 𝑟𝑛 𝑎𝑛𝑑

(3.5)

𝐹𝑜𝑟 𝑎𝑙𝑙 𝑥𝑛 𝑡ℎ𝑎𝑡 𝑎𝑟𝑒 𝑒𝑞𝑢𝑎𝑙,  𝑔𝑛,𝑥 𝑛 ≤ 𝑐𝑥 𝑛

(3.6)

𝐼𝑓 𝑥𝑛 = 𝑥𝑚 𝑡ℎ𝑎𝑡 𝑎𝑟𝑒 𝑒𝑞𝑢𝑎𝑙, 𝑖𝑛,𝑚 = 0.

(3.7)

Constraint (3.3) states that the assigned band must be owned by the CRN. Constraint
(3.4) means that the assigned band must be unused. Constraint (3.5) means that if a SU is
indeed admitted, the assigned band must offer a rate no less than the requested rate.
Constraint (3.6) and (3.7) mean that if multiple SUs are assigned to the same band, their
aggregated rate cannot exceed the band’s capacity and they must not interfere with each
other.
Given the above model, the objective of the spectrum assignment problem is to find a valid
spectrum assignment x* that maximizes the aggregated throughput and the revenue:
arg 𝑚𝑎𝑥𝑥∗ 𝑁
𝑖=1(𝛼𝑔𝑖,𝑥 𝑖 + 𝛽𝑘𝑖,𝑥 𝑖 ) , 𝑤ℎ𝑒𝑟𝑒 𝛼 + 𝛽 = 1.

(3.8)

3.3 A Customized GA
In a GA, each candidate solution is encoded as a chromosome. In the proposed GA, we
use the spectrum assignment vector as a chromosome, where each individual assignment xn is
regarded as a gene. Note that unlike [34], we do not distinguish whether a chromosome is a valid
assignment or not. Instead, such information is implicitly reflected in the fitness function, in
which an invalid assignment receives a fitness value of 0. Such treatment reduces the processing
time during each evolution. The evolution of a GA is driven by a set of genetic operations
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including fitness evaluation, selection, crossover, mutation, and replacement. Our fitness
function is based on the objective function (3.8):
𝑓 x) =

𝑁
𝑖=1(𝛼𝑔𝑖,𝑥 𝑖 + 𝛽𝑘𝑖,𝑥 𝑖 ), 𝛼 + 𝛽 = 1 , 𝑖𝑓 x 𝑖𝑠 𝑣𝑎𝑙𝑖𝑑
.
0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

(3.9)

As for the rest of the genetic operations, we use roulette wheel selection strategy, one-point
crossover scheme, and two-point swapping mutation scheme. The replacement strategy
determines that after one round of evolution, out of the p (population size) old candidate
solutions (called parents) and the p newly generated candidate solutions (called offspring), which
p individuals will survive and be selected to move onto the next round of evolution?
There are three widely used replacement strategies [11]:
RS1. The old and new populations are combined and the top p individuals are chosen to
form the new generation.
RS2. The top 1% of candidate solutions from the old population is combined with the top
99% of the new population to form the new generation.
RS3. The best candidate solution from the old population is combined with the top p-1 of
the new population to form the new generation.
We will adapt RS3 as our replacement strategy in our first implementation. The proposed genetic
algorithm is outlined below.
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/* Spectrum Assignment Algorithm */
Algorithm GA(m, c, size, g, Select(P), FF(P), Replace(O, N,))
Input: m is the mutation rate, c is the crossover rate, size is the population size, g is the number
of generation the algorithm will execute, Select(P) is the selection strategy, FF(P) is the fitness
function and Replace(O, N) is the replacement strategy.
Output: a spectrum assignment
Let oldPop = null;
Let newPop = null;

/* Store the old population */
/* Store the newly generated population */

/* Randomly generate the initial population */
for (i := 0; i < size; i++) do
randomly generate an assignment a
add a to oldPop;
end for;
for (i := 0; i < g; i++) do
/* use the fitness function to evaluate members of oldPop */
FF(oldPop);
for (j := 0; j < g/2; j++) do
/* Select two parents from the old population to mate */
p1 = Select(oldPop);
p2 = Select(oldPop);
/* Apply crossover according to the crossover rate */
with probability c
c1 = crossover(p1, p2);
with probability c
c2 = crossover(p1, p2);
/* Apply mutation according to the mutation rate*/
with probability m
c1 = mutation(c1);
with probability m
c2 = mutation(c2);
add c1 and c2 to newPop;;
end for
/* Use the replacement strategy to form a new population */
oldPop = Replace(oldPop, newPop);
/* Reduce the mutation rate by 10m% per 10 generations */
if (g mod 10) == 0
m = m * 90%;
end for;
return the chromosome with the best fitness value from oldPop;
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In most applications, the crossover rate is close to 100%, that is, crossover always occurs.
However, finding the values for population size and mutation rates is often a balance between
speed and accuracy. The smaller the population size and the lower the mutation rate, the faster to
find a solution. However, the quality of the solution often suffers. A bigger population size and
higher mutation rate reduce the probability of being trapped in a local optimum. Besides slowing
down the algorithm, a higher mutation rate makes the search random. As a compromise, we
recommend the following approach which is an idea borrowed from simulated annealing (SA):
the mutation rate is high at the start (say 10%), then gradually lower to 0% (say reduced by 1%
for every 10 generations).

3.4 Heuristic Algorithm
In this section, we introduce a heuristic algorithm that quickly computes the assignment
priorities for SUs and then assigns the SUs to unused spectrum bands one by one according to
their priorities. The higher the priority, the earlier a SU will be assigned. The main feature of this
algorithm is its simplicity while still attempting to maximize reward and revenue. This heuristic
algorithm uses the same system model as the one described in Section 3.2. The assignment
priority score si for secondary user ui is computed according to the following equation:
𝑠𝑖 = 𝜔 ∗ 𝑎𝑣𝑔𝑖 + 𝜃 ∗ 𝑎𝑣𝑘𝑖 + 𝛾 ∗ 𝑐𝑓𝑖 − 𝛿 ∗ 𝑛𝑏𝑖

(3.10)

where 1 ≤ i ≤ N; avgi is the average reward for ui, which can be easily computed based on G; avki
is the average revenue generated by admitting ui, which can be computed based on K; cfi is the
number of interference conflicts of ui, which can be deduced from I; nbi is the number of bands
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that ui can operate in, which can be deduced from G; ω, θ, γ and δ are weights assigned to each
component and ω + θ + γ + δ = 1. Note that the higher the reward and revenue a SU brings in, the
higher the assignment priority the SU has. Similarly, the more conflicts a SU has, the sooner the
SU should be considered. However, the more spectrum bands a SU can operate in, the more
accommodating the SU is and hence, the lower the priority the SU gets. The following describes
how the algorithm works:
Step 1: use (3.10) to compute the assignment priority score for each SU in u.
Step 2: based on the priority scores, sort the SUs in u in decreasing order.
Step 3: assign u1 to a spectrum band bn that satisfies constraints (3.3) to (3.7) and
produces the highest total of reward and revenue. If no such band exists, set 𝑥 to
0, indicating that u1 is not admitted into the network.
Step 4: update the capacity vector c and the availability vector a.
Step 5: remove u1 from u.
Step 6: repeat Step 3 until u is empty.

3.5 Performance Evaluation
We first investigate the impact of GA parameters such as the number generations and the
population size on the performance. We fix the number of available bands M to 10 and the
number of new SUs N to 8. In one experiment, we set the population size to 200 and study how
the performance changes as we manipulate the number of generations the algorithm will execute.
In another experiment, we set the number of generations to 100 and study how the performance
changes as the population size changes. The results are shown in Figure 3-1. As we can see, the
performance is fairly stable (only fluctuates between 1240 and 1250) once the number of the
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generations is over 100, and if we set the number of generations to 100, the performance peeks
when the population size reaches 200. As such, we use these settings for the proposed GA in the
rest of the experiments.
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a) The impact of increasing the number of generations the GA will
execute while the population size is fixed at 200.
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b) The impact of increasing the population size
while the number of generations is fixed at 100.
Figure 3-1: The impact of GA parameters.

We use the random assignment approach as the base of comparison and solutions
produced by the three algorithms are compared using evaluation function (3.9). For GA, the
population size and the number of generations are set to 200 and 100, respectively. The
crossover rate is set to 100% while the mutation rate starts at 10% and is reduced by 1% for
every 10 generations till it reaches 0. The coefficients in (3.9) and (3.10) are set to α = β = 0.5
and ω = θ = γ = δ = 0.25. The probability of interference between two randomly chosen SUs is
50%.
We test the algorithms under two different conditions: when the network is not
congested, which is simulated by having more available spectrum bands than SUs; and when the
network is congested, which is simulated by having more SUs than available spectrum bands.
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The results of over 300 experiments are plotted in Figure 3-2. For simplicity, we keep the
number of available spectrum bands a constant that is set to 10, while dynamically adjusting the
number of SUs N in different experiments. While the proposed GA performs better than the
heuristics algorithm when the network is not congested or not heavily congested, both the
proposed GA and the heuristic algorithm outperform the random approach by a wide margin in
most experiments, which validates the effectiveness of the two proposed algorithms. It is
interesting to see that when the network is heavily congested where there are twice as many SUs
as the number of available spectrum bands (M = 10 and N = 21), GA fails to produce any valid
assignment. This is mainly because the number of conflicts increases exponentially as the
number of SUs increases. As a result, any crossover operation between two randomly chosen
assignments would almost certainly produce new assignments with conflicts. To prove this
conjuncture, we reduce the interference probability from 50% to 10% and repeat the
experiments. The results are shown in Figure 3-3. As suspected, as the probability of interference
decreases, GA’s performance is greatly improved even when the network is heavily congested,
while the performances of the other two algorithms remain relatively unchanged.
In conclusion, GA performs the best when the network has light to medium traffic or
when the interference is low, while the heuristic algorithm offers consistent performance and
works well regardless of the network condition.

36

1800
1600

Average Fitness

1400
1200
1000
800

GA

600

Heuristic

400
Random

200
0
3

6

9

12

15

18

21

Number of SUs
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c) Comparing GA’s performance when the interference
probability is 50%, 10% and 1%, respectively.
Figure 3-3: The impact of reducing the interference probability to 10%
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3.6 Summary
In this chapter, we propose a customized GA and a heuristic algorithm to solve the
spectrum assignment problem. They maximize the network throughput as well as network
operator’s revenue, while taking into account the spectrum capacity constraint, interference
constraint and user requirement constraints. Both algorithms outperform the random assignment
approach and offer a trade-off between the speed and performance.
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Chapter 4
Spectrum Migration
In Chapter 3, we propose a genetic algorithm (GA) to assign incoming secondary users to
vacant spectrum bands. However, in some cases, it might be beneficial to move an existing user
to a different band to make room for a new user. Consider a situation where useri is currently
occupying bandn. The user needs a transmission rate of ri and the rate is within the band capacity
bn, i.e., ri < bn. There is only one vacant band in the system, bandm, with the capacity of bm.
Suppose there is a new user userj who just comes in, requesting a rate of rj. For illustration,
assume that bm < ri < rj < bn. Because useri can be accommodated by bandm and bandn while
userj can be only be accommodated by bandn, it is only natural to re-assign (migrate) useri to
bandm and assign userj to bandn. Two key questions here are 1) what is the cost of moving useri
from bandn to bandm and 2) whether the cost can be offset by the gain of assigning userj to
bandn. This is defined as the spectrum migration problem.
In this chapter, we present a spectrum migration model and propose a simulated
annealing (SA) approach to determine the proper spectrum migration solution, which optimizes
the aggregated utility while satisfying capacity constraints, interference constraints, and rate
requirement constraints. The algorithm also takes into account different classes of traffic. We
show that the algorithm greatly outperforms the greedy migration approach and other assignment
approaches without migration [49]. Many of the existing migration approaches suffer from three
significant defects. First of all, they do not scale well. If the network has a bounded response
time (or a threshold on delay) and the demand is high, these approaches will not be able to
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compute a solution within the time limit. Secondly, they are tightly coupled with the objective
function. If objective changes or the assumed utility function is incorrect, these approaches will
fail. Lastly, user mobility and traffic type are ignored or simply assumed in these approaches. We
attempt to address these problems through the proposed SA. The algorithm offers a fixed
response time and is flexible to work with different objective functions and utility functions.

4.1 Problem Formulation
Consider a CRN owning a fixed number of spectrum bands. Each band has different
characteristics with different transmission capacities and supports different transmission rates.
There are some PUs and SUs already admitted into the network, and there are several newly
arrived SUs waiting to be admitted into the network. Each user has his own utility function that
is defined based on some QoS requirements. The objective is to find a spectrum assignment to all
the users, regardless of whether the user is a PU, an SU and whether the user is already admitted
or not so that the aggregated user utility will be maximized. If necessary, an existing user might
have to move to a different spectrum or even disconnect to make room for a new user. Therefore,
this is a combination of assignment and migration problem. For simplicity, we make the
following assumptions:


All newly arrived users are SUs.



A user can only be admitted to one band, but a band can be shared by multiple users.



There is a CRN base station (BS) responsible for sensing which spectrum bands are
available, their transmission capacity and transmission rate, and deciding how to allocate
the spectrum bands.

Under these settings, we formulate the spectrum assignment as follows:
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The CRN owns M spectrum bands. Each is denoted as bandi, where 1 ≤ i ≤ M.



Spectrum availability vector: a = {a1, a2, …, aM} is a binary vector of M bits, where a 1
indicates the corresponding band is unused and 0 indicates otherwise.



Spectrum capacity vector: b = {b1, b2, …, bM} is a vector where each element represents
the maximum transmission rate supported by the corresponding spectrum band.



There are total N users. Some are already admitted into the network, and some are
waiting to be admitted into the network. Each user is denoted as useri, where 1 ≤ i ≤ N.



Rate request vector: r = {r1, r2, …, rN} is a vector of size N where each element
represents the requested transmission rate of the corresponding user.



Utility vector: u = {u1, u2, …, uN} a vector of size N where each element represents the
utility function of the corresponding user. A utility function computes a user’s degree of
satisfaction when certain QoS parameter like transmission rate, delay, call dropping
probability is met.



Interference constraint matrix: I = {ii,

j, k

є (0,1) }N*N*M is a N x N x M binary matrix

where 1 ≤ i ≤ N, 1 ≤ j ≤ N, 1 ≤ k ≤ M, and if ii, j, k = 1, it means that useri and userj
interfere with each other in bandk and must not be assigned to that particular spectrum
band.


Spectrum assignment vector: x = {x1, x2, …, xN} is a vector of size N where element xi
means that useri, where 1 ≤ i ≤ N, is assigned to 𝑏𝑎𝑛𝑑𝑥 , where 1 ≤ xi ≤ M. Note that if xi
= 0, it means that useri is not admitted into the network. Vector x* is a valid spectrum
assignment if for 1 ≤ n, m ≤ N, xn satisfies:
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Constraint (4.1) states that the assigned band must be owned by the CRN. Constraint
(4.2) means that if a user is indeed admitted, the assigned band must offer a rate no less
than the requested rate. Constraints (4.3) and (4.4) means that if multiple users are
assigned to the same band, their aggregated rate cannot exceed the band’s capacity and
they must not interfere with each other.
Given the above model and the current spectrum assignment x, the objective of the spectrum
assignment problem is to find a new and valid spectrum assignment x* that maximizes the
aggregated user utility:
𝑎𝑟𝑔𝑚𝑎𝑥𝑥 ∗ ∑

𝑢 𝑥)

)

4.2 Simulated Annealing Algorithm
In this section, we propose a simulated annealing (SA) algorithm to solve (4.5). The idea
is borrowed from tempering technique in metallurgy [70], in which weakness and defects along
the border of two welded metal plates come from atoms of crystals freezing in the wrong place
(similar to a local optimum). Heating is applied to the border to un-stick the atoms (similar to
escape the local optimum). A slow cooling process is then applied to allow atoms to relocate to a
better place (similar to a global optimum). SA runs faster than random walk by directing the
search towards a likely global optimum and produces better results than greedy search by
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allowing bad moves to escape from local optimum. The probability that a bad move is accepted
is based on a temperature and the degree of badness. The higher the temperature, the greater
chance of a wrong-way move being accepted, and the worse the bad move is, the lesser chance
of a wrong-way move being accepted. The temperature is very high at the beginning and
gradually decreases every couple of iterations. Assuming the objective is to maximize some
function, the probability of a bad move being accepted can be computed using the following
formula:
𝑒

)

)

where T is the current temperature, and ∆E = Energyi – Energyi+1, that is, the energy difference
between the current state and the next state. In SA, the objective function is sometimes called
energy function. In maximization, the higher the energy, the better the solution (state) becomes.
The proposed SA is outlined below.
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/* Spectrum Assignment and Migration Algorithm */
Algorithm SA(init, t, g, d, Stop(), ComputeEnergy(C), ComputeNeighbor(C))

Input: init is the initial spectrum assignment, t is the starting temperature, g is the number of
iterations the temperature must hold before it drops, d is the percentage of temperature drop,
Stop() is the stop condition of the algorithm, ComputeEnergy(C) is the energy function that
computes the quality of a given assignment, and ComputeNeighbor(C) is the neighborhood
function that produces next possible assignment .
Output: a spectrum assignment
Let current = init;
Let best = current;
Let temp = T;

/* keep track of the current state*/
/* Store the best assignment found so far*/
/* Keep track of the current temperature */

while (!Stop()) do
/* Keep going while the stop condition is not met */
for (i := 0; i < g; i++) do
/* Randomly generate a new assignment based on the current one */
working = ComputeNeighbor(current);
∆E = ComputeEnergy(current) - ComputeEnergy(working);
/* Move to the new state if it is better */
If (∆E >= 0) do
current = working;
else
/* Accept a worse assignment with probability computed using (6) */
)
with probability 𝑒
current = working;
/* Update the best assignment found so far if necessary */
if (ComputeEnergy(current) > ComputeEnergy(best)) do
best = current;
end for;
/* Reduce the temperature every g generations */
temp = temp * (1 – d);
end while;

return best;
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As shown above, SA employs a highly modularized design. The stop condition, energy
function, and neighborhood function are independent of each other. We can fine-tune any part of
the algorithm without changing its overall structure. We can plug-and-play any energy function
into the algorithm or even modify the function on the fly. This is very useful when the user
utility function is not known in advance and has to be derived during execution. There are
different ways to stop the algorithm. For example, we can stop the algorithm when the
temperature is below a pre-defined threshold. If the network requires a fixed response time, we
can set up a timer equal to the required response time and set the stop condition to be the expiry
of the timer. This makes the proposed algorithm scalable to problems with bigger input size.
Unlike other approaches where response time always increases as the number of users or number
of bands increases. SA can offer a constant response time regardless of the complexity of the
problem. Hence, it allows for a flexible trade-off between accuracy and response time.
Because we allow migration, that is, an existing user might have to move to a different
band or even disconnect, (4.5) has to be modified to account for the migration cost. The energy
function, the difference between the aggregated utility and aggregated penalty, is defined below
𝑅 𝑋)

∑ 𝑢 𝑥 ) − ∑ 𝑝 (𝑥 )

7)

where u() is the user utility function, and p() is the penalty function. Both of these functions as
well as the neighborhood function are explained in the following sections.
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4.3 The User Utility Function
We define the user utility function as a function of the given transmission rate. Based on
bandwidth adaptability, we identify three classes of traffic: traffic with fixed bandwidth
requirement, traffic with flexible bandwidth requirement within a certain range and traffic that
can work with any given bandwidth. The utility functions of each class of traffic are given
below. Each utility function computes the utility of userk if it is assigned to 𝑏𝑎𝑛𝑑𝑥 with given
rate rk. Note these functions are modified based on utility theory in economics that describes
consumer behavior under different supply and demand conditions. The details of the original
models can be found in [1].

Figure 4-1: Utility function for fixed bandwidth traffic
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The utility function for fixed bandwidth traffic is a step function, in which the utility is 0
if the request rate cannot be guaranteed. Otherwise, the utility is constant.
Fixed bandwidth traffic has a rigid requirement on its transmission rate. There is no
flexibility over the lifetime of the connection. If the given rate rk is no less than the requested
rate 𝑟

, utility is the requested rate. Once above the threshold, a higher transmission rate does

not make the user happier. If the given rate is below the requested rate, utility is 0. As illustrated
in Figure 4-1, the utility function is a Heaviside step function:
𝑢

𝑥

𝑟)

{

𝑟

𝑖𝑓 𝑟 ≥ 𝑟
𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

(4.8)

Figure 4-2: Utility function for bounded traffic
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The utility function for bounded service class is a convex-turn-concave function. This
type of traffic is characterized by a pair of minimum request rate and maximum request rate. If
the given rate is within this range, the utility increases dramatically. If not, the utility curve
almost flattens.
Bounded traffic class has a somewhat flexible bandwidth requirement. The traffic is
characterized by a minimum requested rate 𝑟

and a maximum requested bandwidth 𝑟

𝑥

.

The utility function for this type of traffic is defined as:
𝑢
where 𝑐

𝑥

and 𝑐

∗(

𝑟)

𝑟 ∗( −𝑒

(

)
)

)

(4.9)

are constants controlling the curves of the convex and concave functions. As

shown in Figure 4-2, the utility function for bounded service class is a convex-turn-concave
function. This type of traffic is characterized by a pair of minimum request rate and maximum
request rate. If the given rate is within this range, the utility increases dramatically. If not, the
utility curve is almost flat.
Dynamic traffic has a long delay tolerance and lacks strict bandwidth requirements.
Examples of dynamic traffic are web traffic or file transfer. Figure 4-3 illustrates the utility
function for this type of traffic, which is an exponential function bounded by the band capacity
𝑐𝑥 .

𝑢

𝑥

𝑟)

𝑟 ∗( −𝑒

)

)

where 𝑐 is some constant controlling the curve of the exponential function.
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Figure 4-3: Utility function for dynamic traffic

The utility function for dynamic traffic is a non-decreasing concave function. This type of
traffic has a very flexible bandwidth requirement.

4.4 The Penalty Function
When an existing user is forced to move to a different band or disconnect, a certain
penalty will occur due to the computational cost involved or contractual obligation. There are
four cases:


Case 1: Cost of moving an existing SU to a different band.



Case 2: Cost of moving an existing PU to a different band.



Case 3: Cost of disconnecting an existing SU.



Case 4: Cost of disconnecting an existing PU.
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Moving a user (either PU or SU) to a different band involves only the computational cost,
which is proportional to the size of the problem, that is, the number of users plus the number of
bands. The disconnect cost for an SU is 0 as there is no contractual obligation to maintain the
call while the disconnect cost for a PU is n times of that PU’s utility, where n is some constant.
Therefore, the cost of migrating existing useri from 𝑏𝑎𝑛𝑑𝑥 to 𝑏𝑎𝑛𝑑𝑥 can be defined as
𝑝 (𝑥 )

{

𝑁

𝑀) ∗ 𝑐

𝑥

𝑢 (𝑏𝑥 ) ∗ 𝑛

where n is some constant and 𝑐

𝑖𝑓 𝑥

−

𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

(4.11)

is the computation unit cost, that is, when there is only one

user and one band.
Note that transmission rate and computation cost are measured by different measurement
units and in different scales as well. Therefore, during implementation, these numbers need to be
normalized before being plugged into the energy function to ensure they are compatible.

4.5 The Neighborhood Function
The neighborhood function, also called the transition function, computes the next
possible candidate solution. The efficiency of simulated annealing (SA) is highly influenced by
the neighborhood function used. A key problem-specific choice is the size of the step, or as in
our case, the degree of migration allowed per iteration. If the neighborhood size is small
compared to the total solution space cardinality, the search cannot move around the solution
space fast enough to find the optimum in a reasonable time. On the other hand, a sizable
neighborhood has the algorithm merely sampling randomly from a large portion of the solution
space, and thus, is unable to focus on specific areas of the solution space. As a starting point, we
assume one degree of migration, that is, at the maximum, only one existing user will be moved to
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a different band or disconnect. We propose two neighborhood functions: the random
neighborhood function and the guided neighborhood function.
Given a list of new users, a list of spectrum bands and the current assignment, the random
neighborhood function works as follows.
Step 1: If the new user list is empty, add all existing users to the list. Otherwise,
move to Step 2.
Step 2: Randomly pick a new user from the new user list.
Step 3: Randomly pick a band from the spectrum list.
Step 4: If the chosen band is already occupied by some other user, move the
occupant to the new user list. Otherwise, move to Step 5.
Step 5: Copy the current assignment into a new assignment.
Step 6: In the new assignment, assign the chosen new user to the chosen band.
Step 7: Return the new assignment.
Given a list of new users, a list of spectrum bands and the current assignment, the guided
neighborhood function works as follows.
Step 1: If the new user list is empty, add all existing users to the list. Otherwise,
move to Step 2.
Step 2: Randomly pick a band from the spectrum list according to a distribution, in
which the probability of a band being chosen is proportional to the difference
between the occupant’s utility and the band’s capacity. In other words, the
more a band is under-utilized, the more likely the band will be chosen to be
assigned to a new user.
Step 3: Pick a new user from the new user list according to a distribution, in which
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the probability of a new user being chosen is proportional to the utility that
the user will receive in the band chosen in Step 2. In other words, the higher
the utility the user will obtain in the chosen band, the more likely the user
will be assigned to that band.
Step 4: If the chosen band is already occupied by another user, move the occupant to
the new user list. Otherwise, move to Step 5.
Step 5: Copy the current assignment into a new assignment.
Step 6: In the new assignment, assign the chosen new user to the chosen band.
Step 7: Return the new assignment.
Though it remains to be proved, we expect that both neighborhood functions will produce
the same quality of solution. However, the guided version should find the solution faster.

4.6 Performance Evaluation
In this section, we present the experiment results where we compare the proposed
simulated annealing (SA) with a random walk (RW) [38] and a hill climbing (HC) [59]. Both
RW and HC use the same energy function and transition function as SA. The only difference
between the three is that SA moves to a worse neighbor with certain probability, RW always
moves to the neighbor regardless it is better or not, while HC moves to a neighbor only if it is
better. After some trial runs, we decided to set up the experiments as follows. The temperature
for SA starts at 118.8 and drops 1% every 10 generations. The algorithm stops when the
temperature is 0.5 or lower. This is translated into 5370 iterations. Both RW and HC run the
same number of iterations as the proposed SA to ensure their results are compatible. Each
experiment is repeated 100 times and the average is calculated and displayed. The number of
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new SUs is set to 5 while the number of total spectrum bands is set to 10. The occupancy rate,
the percentage of bands being occupied, ranges from 10% to 100%, representing traffic condition
from being lightly congested to heavily congested. User utility functions, user types of occupants
(either PU or SU), user traffic type (either fixed, bounded or dynamic), requested rates (including
max rate and min rate) and band capacities are randomly generated according to some uniform
distributions. Note that because these numbers are randomly generated, comparing an
algorithm’s performance between different traffic conditions is not very useful. Therefore, our
analysis will focus on comparing different algorithms’ performances under the same traffic
setting.
Note that because utilities under different traffic conditions vary quite a bit, all the utility
numbers are normalized to between 0 and 1 for ease of illustration. Figure 4-4 shows the
experiment result with migration under different traffic conditions. This diagram compares the
performances of different migration strategies under different occupancy rates. SA with
migration clearly outperforms all other algorithms while RW with migration closely matches its
performance until the network gets congested. Figure 4-5 shows the performance results of
different algorithms without migration. Their performances are very close to each other while the
no-migration version of SA still maintains a slight edge over the other two. All algorithms
converge to the initial assignment when the bands are 100% occupied as there is no room for any
change. Figure 4-6 combines the results from Figure 4-4 and Figure 4-5. It shows that, for each
algorithm, regardless of the traffic condition, the migration version always outperforms the nomigration version. From Figure 4-4, Figure 4-5 and Figure 4-6, we can conclude that regardless
of the traffic condition and whether migration is applied or not, the proposed SA outperforms
other algorithms.
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Figure 4-4: Performance comparison of algorithms with migration
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Figure 4-5: Performance comparison of algorithms without migration

Figure 4-6: Performance comparison of all algorithms
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We also tested how fast each migration algorithm finds its best solution (i.e., a spectrum
assignment within the algorithm’s reachable search space that produces the highest utility).
Figure 4-7 shows the number of generations each algorithm has to go through in order to find the
best solution under different occupancy rate. As illustrated in the diagram, SA usually finds its
best solution at around the 495th generation while HC at around 19th and RW at around 2630th.
Therefore, although the best assignment RW can identify is comparable to SA’s finding, SA is 5
times faster.
All of the above tests are done using the random neighborhood function. Figure 4-8
compares the performances between SA with the random neighborhood function and SA with
the guided neighborhood function and Figure 4-9 compares the speeds. Given that SA with
migration has been proven to be superior over other algorithms, we only focus on the migration
version of SA here. As expected, the two functions have similar performances but on average,
the guided version can locate the best solution twice as fast as the random version.
In conclusion, the proposed SA with migration outperforms all other algorithms,
regardless of the traffic condition and whether the neighborhood function is guided or random.
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Figure 4-7: Speed comparison of different migration algorithms

Figure 4-8: Performance comparison SA with random and guided neighborhood function
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Figure 4-9: Speed comparison SA with random and guided neighborhood function
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4.7 Summary
In this chapter, we propose a simulated annealing (SA) approach to solve the spectrum
assignment problem. It maximizes aggregated user utility while taking into account of the
spectrum capacity constraint, interference constraint, and user requirement constraints. The
algorithm incorporates a migration strategy into its solution space. It also provides differential
treatments to different classes of traffic. The algorithm outperforms the random walk and the
greedy hill climbing assignment approaches regardless of whether the network is congested or
not. So far our algorithm only considers when the network is under-utilized due to either Type-A
(the portion of the under-utilized assigned spectrum.) or Type-B (the gap between transmission)
white spaces or both. However, even when the spectrum is fully utilized, there are still ways to
exploit it. Some traffic like e-mail, text messaging or even streaming with adaptive coding has
high tolerance in terms of their QoS requirements. So even when the spectrum is used to its full
extent by a PU with flexible QoS demand, it is still possible for an SU with critical transmission
to negotiate with this flexible PU to give up a portion of his assigned band. Though the overall
throughput is the same, the aggregated utility is improved. We call this spectrum trading.
Incorporating spectrum trading into our algorithm will be a significant extension of our work.
Other possible extensions include making a spectrum band shareable for more than two users and
making the interference matrix continuous instead of binary. Right now a user has a universal
utility function regardless what band is assigned to him. But in reality, due to the difference in
power consumption, signal quality and other quality of service requirements, a user should have
a different utility function for each spectrum band.
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Chapter 5
Call Duration Based Migration Prediction
In Chapters 4 and 5 we have investigated how to assign secondary users (SUs) to vacant
spectrum bands and how to assign users to occupied bands where existing users might have to
migrate to different bands or disconnect provided that proper justification is given. The solution
is computed based on user utility functions but does not account for actual user behavior.
However, what if the user’s traffic pattern, say residence time (or call duration), is known in
advance, how could this influence the assignment and migration solution? There are different
ways that this information can be used. For example, during spectrum assignment, preference
might be given to users with shorter residence time, hence increasing the volume of users being
served within a fixed period of time. However, starvation of users with longer call duration
needs to be resolved. Another possibility is to use the residence time information to enhance the
migration solution. The latter is our goal to achieve here.
In this chapter, we refine the migration solution by taking into consideration the user’s
call duration in the network. The idea is that we want to migrate existing users who are likely to
hang up soon because the impact on his quality of service will not last long. To accomplish this,
we construct a round-based assignment approach, identify user’s traffic patterns and integrate
these patterns with the assignment and prediction model. We also develop several techniques to
handle situations where the system has little to no prior knowledge about user’s traffic
characteristics.
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5.1 Motivation and Problem Statement
In this section, we state our motivation, describe the problem statement, and introduce the
round-based assignment solution.

5.1.1 Problem Formulation

New user: user3

Bands
Assignment

?

b1

b2

b3

b4

b5

b6

b7

user19

user11

vacant

user22

user1

user2

user112

Figure 5-1: Whom to migrate, user1 or user2?

Consider the scenario in Figure 5-1 where the network wants to admit a new user user3.
There are two candidate bands that meet his demand, b5 and b6, currently occupied by user1 and
user2, respectively. Assume that:
(1.) user1 and user2 have the same QoS requirements and suffer the same QoS
deterioration if moved to band b3, which is the only vacant band at the moment;
(2.) user1 and user2 share the same utility function;
(3.) user3 is indifferent in being assigned to b5 or b6.
The only thing that separates user1 and user2 is the likelihood of who hangs up first. Say, user1 is
more likely to end the call within a minute than user2. The question is who should we evict, user1
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or user2? In Chapter 4, each would have an equal chance of being migrated. But in light of the
additional information about call duration, we can make a better decision - migrating user1
because the size effect will be shorter (or smaller). In other words, discriminative treatment is
given to shorter calls. In the bigger picture, this heuristic (i.e., differential treatment based on call
duration) is socially justified; if a shared resource is scarce, no one should monopolize the
resource for a long period of time.
The above scenario is a simplified illustration of our motivation. In practice, users could
have different QoS requirements and hence, have different utility functions for different bands.
Moreover, user call duration, du, is a random variable and how likely a user ends his call
sometime in the future is probabilistic. Therefore, whom to migrate and to which band is
computed based on the expected net gain:
𝑔 𝑘 𝑖 𝑥)

𝑑𝑢 ≤ 𝑇) ∗ 𝑢 𝑥 ) − 𝑝𝑒 𝑥 ))

(5.1)

This equation calculates the expected net gain of assigning a new user userk to 𝑏𝑎𝑛𝑑𝑥 that is
currently occupied by useri, where 𝑢 𝑥 ) is the rate-based utility gain of userk being assigned to
𝑏𝑎𝑛𝑑𝑥 , 𝑝𝑒 𝑥 ) is the penalty of useri being forced out of 𝑏𝑎𝑛𝑑𝑥 and

𝑑𝑢 ≤ 𝑇) is the

probability that useri ends the call by some future time T. The value of T will be defined in the
next section When making assignment and migration decisions, we need to apply the above
formula for all user and band combinations for the entire network. The goal is to maximize the
overall gain.
We formally define our problem as follows. Consider a CRN with M spectrum bands,
each with its own rate characteristics, and N users with a mixture of both PU and SU. Some of
these users are new and some are already admitted. Each has his own utility function. The
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objective is to find a spectrum assignment x* = {x1, x2, …, xN} that maximizes the aggregated
utility while subject to constraints (4.1) to (4.4) defined in Chapter 4:

𝑎𝑟𝑔𝑚𝑎𝑥

𝑥 )

∗

∑

𝑥 )

(𝑔 𝑘 𝑖 𝑥 ))
{ −𝑝𝑒 𝑥 )
𝑢 𝑥 )

(5.2)
𝑖𝑓 𝑏𝑥 𝑖𝑠 𝑜𝑐𝑐𝑢𝑝𝑖𝑒𝑑 𝑏𝑦 𝑢𝑠𝑒𝑟 𝑎𝑛𝑑 𝑖
𝑖𝑓 𝑥
−
𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

𝑘

(5.3)

𝑥 ) calculates the gain of assigning userk to band 𝑏𝑥 . There are three cases. The first

where

one is that the band is currently occupied by useri, in which the gain is the expected net gain
computed by (5.1). The second case is represented by 𝑥

− , indicating that the userk is not

admitted into the network. In this case, penalty might depend on the status of userk (either he is
SU or PU). This will be discussed in Section 5.1.3. The third case is that the band is vacant and
the gain is the utility of userk being assigned to 𝑏𝑎𝑛𝑑𝑥 . Note that because user utility is defined
based on transmission rate, the solution to the above problem will implicitly maximize the
aggregated transmission rate.

5.1.2 Round-based Assignment Approach
The key to solve (5.2) (or (5.1) and (5.3) to be precise) is figuring out what T is and how
likely a call ends by T. To accomplish this, we revise the assignment procedure to a round-based
approach. The approach is explained below.


The arrival of users follows some random process Y with residence time T
following some distribution f(*). The detail of f(*) will be discussed in Section 5.3.



The assignment procedure is divided into rounds: t0, t1 … tn-1, tn.
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Users who arrive in tn-1 will be processed in tn using the proposed simulated
annealing approach (SA) from Chapter 4 (or the customized generic algorithm (GA)
from Chapter 3) and they are either rejected or admitted at the beginning of tn+1.



SA uses the same procedure as the one explained in Section 4.2 to determine the
optimal assignment, except that it uses objective function (5.2) instead of (4.7).



If useri is admitted into the system in round tq, its admission time will be stored by
the system and denoted as 𝑡 .

As showed in Figure 5-2, a new user (user1 to user7) in essence goes through three stages in the
system during admission: arrival, being processed, and being admitted/rejected. Note that user10
to user12 (highlighted in red and bold) are users already in the system. In tn+1, user10 and user11
left the system. At the same time, user2 is rejected while user1 is admitted, consequently
highlighted in bold in tn+2.

Arrival

tn-1

tn

tn+1

user1 user2

user3 user4

user5 user6

user1
user2

Processed
Admitted/rejected

user10
user11
user12

user10
user11
user12

tn+2
user7

user3
user4

user5
user6

user1
user2

user3
user4

user7
user1
user12

user5
user6

user12

Figure 5-2: The three stages in Round-based Assignment Approach

There are two important notes to consider. First, the service time might follow an
exponential distribution but is not necessarily the same as the one that governs the arrival
process. In other words, Y and T in our model might or might not correlate to each other.
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Secondly, the duration for each round must be a constant, denoted as ∆t. This means that the
system processing time must be smaller than ∆t. Because the proposed SA and GA can provide
tunable fixed response time, this restriction can be easily satisfied. In practice, ∆t is the handover
delay (handover cost), which includes sensing, processing, network delay, and frequency
adaptation.
In what follows, we are going to address two issues: modify the penalty function to
include more general cases and take advantage of the Round-based Assignment Approach and
predict call duration, i.e., 𝑟 𝑑𝑢 ≤ 𝑇).

5.1.3 The Revised Penalty Function
In Chapters 3 and 4, we assume that all new users are SUs. Here we expand to include
new PUs as well. This can be done by assigning an extra penalty if new PUs are not admitted.
The new penalty function accounts for the migration cost as well as the rejection cost of new
users. It covers 6 cases:
Case 1: Cost of moving an existing SU to a different band.
Case 2: Cost of moving an existing PU to a different band.
Case 3: Cost of disconnecting an existing SU.
Case 4: Cost of disconnecting an existing PU.
Case 5: Cost of not admitting a new SU.
Case 6: Cost of not admitting a new PU while there are bands occupied by SUs.
Moving a user (either PU or SU) to a different band involves only the computational cost, which
is proportional to the size of the problem, that is, the number of users plus the number of bands.
The disconnect cost for an existing SU or not admitting a SU is zero as there is no contractual
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obligation to make or maintain the call while the disconnect cost for an existing PU is n times of
that PU’s utility, where n is some constant. The cost of not admitting a new PU is destructive,
but not as severe as disconnecting an existing PU. We estimated it as n/2 times of that PU’s
average utility (average across all bands). So the cost of migrating userk who currently occupies
band 𝑏𝑥 or not admitting new user userk (i.e., 𝑥

𝑝𝑒 𝑥 )

− ) is revised as follows:

𝑁

𝑀) ∗ 𝑐 ∗ 𝑐

𝑖𝑓 𝑢𝑠𝑒𝑟 𝑖𝑠 𝑎 𝑈 𝑚𝑜𝑣𝑒𝑑 𝑡𝑜 𝑎 𝑑𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑡 𝑏𝑎𝑛𝑑

𝑁

𝑀) ∗ 𝑐 ∗ 𝑐

𝑖𝑓 𝑢𝑠𝑒𝑟 𝑖𝑠 𝑎 𝑆𝑈 𝑚𝑜𝑣𝑒𝑑 𝑡𝑜 𝑎 𝑑𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑡 𝑏𝑎𝑛𝑑

𝑢 𝑥 )∗𝑛

𝑖𝑓 𝑢𝑠𝑒𝑟 𝑖𝑠 𝑎 𝑈 𝑏𝑒𝑖𝑛𝑔 𝑑𝑖𝑠𝑐𝑜𝑛𝑛𝑒𝑐𝑡𝑒𝑑

̅̅̅ ∗ ( )
𝑢

𝑖𝑓 𝑢𝑠𝑒𝑟 𝑖𝑠 𝑎 𝑛𝑒𝑤 𝑈 𝑛𝑜𝑡 𝑏𝑒𝑖𝑛𝑔 𝑎𝑑𝑚𝑖𝑡𝑡𝑒𝑑

{

(5.4)

𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

where n is some constant and 𝑐

is the computation unit cost, that is, when there is only one

user and one band. In practice, 𝑐

is estimated by totaling sensing cost, processing cost, network

delay, and frequency adaptation cost. c1 and c2 are constants. If we set c1 > c2, we favor moving
SU over PU. Therefore, by controlling which one is bigger or set them to the same value, we can
express our favor of moving SU over PU, or vice versa, or treating them the same. Note that all
other considerations aside, the size of n has a great influence on the system’s preference on
migration. The bigger n is, the more bias against migration. In practice, this number is set up by
the operator according to the service agreement with PU. Since we do not know the preference of
the operator, we arbitrarily set n to 2 during simulation. Note that transmission rate and
computation cost is measured by different measurement units and in different scales as well.
Therefore, during implementation, these numbers need to be normalized before being plugged
into the energy function (or fitness function) to ensure they are compatible. During performance
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evaluation, we set up the penalty function in such a way that it favors the following decisions in
decreasing order: disconnecting SU, moving SU, moving PU, not new admitting SU, not
admitting new PU, and finally disconnecting PU, which is consistent with common practice. The
above penalty function is based on our own assumptions and is just one of the possible instances.
Since our Round-based Assignment Approach and the embedded SA (or GA) use a modular
design and does not rely on any specific penalty function, we can easily plug in different penalty
estimates without impacting the effectiveness of the algorithm at all.

5.1.4 Call Duration Prediction
The prediction model works the same as the migration model when assigning users to
vacant bands but behaves differently when the bands under consideration are occupied. In the
migration model, when we attempt to assign a new user userk to spectrum band 𝑏𝑥 currently
occupied by useri at tn-1, the migration penalty is handed out right away. However, this might not
be necessary under the Round-based Assignment Procedure. There are two scenarios to consider:


useri leaves by the end of tn, denoted as

(𝑏𝑥𝑛

|𝑏𝑥𝑛

), implying no

migration is needed (and no migration penalty to add).


useri does not leave by the end of tn, denoted as

(𝑏𝑥𝑛

|𝑏𝑥𝑛

), implying

there is migration and migration cost to consider.
The migration model in Chapter 4 always assumes the second scenario. Hence, it
overcompensates the migration penalty. The prediction model corrects this issue by
distinguishing these two cases. Taking the above situations into consideration, e\Equation (5.1)

68

that evaluates assigning/moving userk to spectrum band 𝑏𝑥 , which is occupied by useri at tn-1,
can be revised as:
(𝑔 𝑘 𝑖 𝑥 ))

𝑢 𝑥 ) ∗ (𝑏𝑥𝑛

|𝑏𝑥𝑛

(𝑢 𝑥 ) − 𝑝𝑒 𝑥 )) ∗ (𝑏𝑥𝑛

)

(5.5)

|𝑏𝑥𝑛

)

where 𝑏𝑥𝑛 represents the status of spectrum band 𝑏𝑥 at round tn: 1 means that it is occupied and
0 means vacant, 𝑢 𝑥 ) is the utility function for assigning userk to 𝑏𝑥 and 𝑝𝑒 𝑥 ) is the penalty
function for moving 𝑢𝑠𝑒𝑟 out of 𝑏𝑥 . Because
(𝑏𝑥𝑛

|𝑏𝑥𝑛

)

(𝑏𝑥𝑛

|𝑏𝑥𝑛

)

(5.6)

(5.5) can be simplified as:
(𝑔 𝑘 𝑖 𝑥 ))

𝑢 𝑥 ) − 𝑝𝑒 𝑥 ) ∗ (𝑏𝑥𝑛

|𝑏𝑥𝑛

)

(5.7)

Since the utility function and the penalty function have been defined, the remaining
question in computing (5.6) is to estimate the probability that 𝑢𝑠𝑒𝑟 , the current occupant of 𝑏𝑥 ,
will stay in the network beyond tn:
(𝑏𝑥𝑛

|𝑏𝑥𝑛

)

(5.8)

One solution to this problem is to study the user’s mobility model. However, the
effectiveness of this classic approach mainly depends on the assumptions about the underlying
random process that describes the user behavior. Because our intention is to understand residence
time, we decided to use a more direct approach. We try to figure out how long an admitted user
is going to stay in the network, a problem commonly referred to as call duration distribution
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(CDD). We choose the second approach as our direction because it requires fewer and more
relaxed assumptions on user characteristics.
Assume that useri is admitted into the network and assigned to band 𝑏𝑥 at the beginning
of round q, denoted as 𝑡 . Since each assignment round lasts a constant interval

𝑡, we can

rewrite (5.8) as:
(𝑏𝑥𝑛

| 𝑏𝑥𝑛

)

(𝑑𝑢
((𝑑𝑢

) | 𝑑𝑢

𝑡 𝑛−𝑞

)) (𝑑𝑢

𝑡 𝑛−𝑞
(𝑑𝑢

(𝑑𝑢
(𝑑𝑢

𝑡 𝑛−𝑞

𝑡 𝑛 − 𝑞))
𝑡 𝑛 − 𝑞)))

𝑡 𝑛 − 𝑞))
))

𝑡 𝑛 − 𝑞))

− (𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞
− (𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞))

))

(5.9)

where dui is the call duration of useri. In the following section, we investigate how to find the
CDD that enables us to compute (5.9).
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5.2 Call Duration in Wireless Mobile Network

Figure 5-3: Average local mobile wireless call length in the United States
from 1987 to 2012 (in minutes)

In Chapter 4, we define three classes of traffic based on user preference on transmission
rate preference, but they give no indication about their duration preference. One common way to
describe call duration is to summarize it into aggregate attributes like average call duration and
number of calls [32, 45, 58]. As shown in Figure 5-3 [62], the average calling time for a local
wireless call in the United States was between 1.80 and 3.07 minutes from 1987-2012,
stabilizing around 1.80 minutes in recent years. In this case, call duration is summarized into
average duration on a yearly base. Then statistical analysis techniques like the central limit
theorem or large number theory can be applied. Moreover, since the dataset is then significantly
reduced, data mining algorithms can also be used in a feasible time to identify trends and
patterns. However, such an approach gives little insight on how long an individual call lasts.
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Another common way to study CDD is to use descriptive statistics such as mean and
variance. For instance, if user arrival follows a Poisson process, its residence time is inheritably
exponential [12]. For decades, this has been the de-facto standard to study mobility models and
traffic patterns on communication networks. By studying 16,264,308 mobile phone calls of
100,000 individuals mobile over a six-month period in a European country, authors in [42] argue
that call duration has a heavy tail and does not exhibit Poisson behaviors. Moreover, these nonPoissonian communication patterns are also displayed in mail and email correspondences. The
same conclusion is reached in [46] after analyzing the calling records of more than nine million
individuals in Shanghai over a period of 110 days. Liu and Zhu challenge the classical
exponential distribution for CDD and use a K-L divergence method to reach a lognormal
distribution instead [50]. The work in [10] takes this idea further and proposes a truncated lazy
contractor distribution (TLAC), a modified version of the log-logistic distribution that is skewed
and power-law like. They claim that the model can fit over 96% of the user data.
All the above studies are based on the belief that CDD can be approximated by a single
function. However, an analysis of human movement suggests that human mobility patterns at the
aggregate level do follow some exponential distribution, but individual patterns might not be
homogeneous [10]. They exhibit different features that are highly time sensitive and location
dependent. Authors in [46] recognize these special and temporal patterns by dividing a large
wireless mobile network (WMN) into four segments and investigate their statistical properties.
The study in []39 also suggests CDD is strongly distorted by locations and recommends not to
use a single CDD for the whole network. Research led by Y. Dong suggests that call duration
depends on caller’s social status, age and gender. They observe that the closer the relationship
between two users, the shorter the call. Also, opinion leader and people with common neighbors
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prefer shorter conversations. They also find that females tend to have longer conversations, with
young female having the longest conversation among all age and gender groups [75]. With all
these behavioral and social dynamics, researchers are still optimistic that user mobility pattern
and call patterns are predictable [9, 15, 71].
In summary, both classical and contemporary studies agree that call duration does follow
some distribution that is parameterized by time, location, and user’s social status. Though the
distribution is much more stable at the aggregate level (group level) than at the individual level,
it could change from group to group, making it extremely challenging to pinpoint the exact
CDD.

5.3 Price-based Traffic Model
In order to investigate the possible CDD for our problem, rather than focusing on user’s
time, location and social status that are highly dynamic (constantly moving in both the temporal
and spatial axes) or difficult to obtain (too personal to reveal), we put our efforts on pricing
because it has a universal effect on everyone. Accordingly, we divide the user traffic patterns
into three groups:


Price-sensitive traffic: this type of traffic is highly influenced by price. It can be
represented by the classic demand curve in economics where demand (call duration
in this case) decreases as price increases. As a result, longer the call, the more
expensive the call is. Therefore, the less likely it occurs. In other words, CDD is a
decreasing function, either exponentially or linearly.
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Semi price-sensitive traffic: this type of traffic is not quite as sensitive to cost
increases until it reaches certain threshold. The call durations for this type of traffic
are often converged around a few typical values, hence normally distributed.



Price-insensitive traffic: the best examples for this type of traffic are urgent calls and
landline local calls, where durations within a certain range are not affected by price
at all, therefore uniformly distributed.

Our model can be explained by the different subscription plans offered by phone
companies over time. In the past, phone calls were always charged by duration, the longer the
call, more expensive it is. Therefore, CDD mostly follows an exponential distribution in classical
cases. In recent years, due to the rapid improvement of wireless technologies and increasingly
competitive markets, mobile companies start to offer various service plans with conditional free
call time. The tie between price and call duration is loosened up. This is represented by the semi
price-sensitive case. Moreover, pay by the minute (or pay as you go) is still a popular choice, and
the price-sensitive scenario still applies in present days. While emergency calls exist in both past
and present days regardless what subscription plans are available, consequently price-insensitive
situations are always present, exhibited as the heavy tail in the classical exponential distribution
and in the contemporary lognormal distribution.
Upon further analysis, we realize that our price-based traffic model is consistent with
previous works that CCDs follow some variations of exponential and lognormal distributions. As
illustrated in Figure 5-4, the linear price-sensitive traffic is a simplified version of the classical
exponent distribution. In fact, it has been argued that in many cases the demand curve should be
exponential instead of linear [2, 36]. The normally distributed semi price-sensitive traffic is a
special case of the contemporary lognormal distribution, and the uniform distribution can be an
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approximation of the heavy tail in both the exponential and lognormal distributions. Therefore,
our traffic classification can indeed unify both classical and contemporary CDD models. Bearing
this in mind, we define the CDDs for our three classes of traffic as follows. Note that all CDDs
here are given as probability density functions (PDFs).

For price-sensitive traffic, its CDD is:
𝜆𝑒
𝑥𝑝 𝑦 𝜆)

𝑦≥

(5.10)

{
𝑦<

where

𝜆 is the average call duration.

For semi price-sensitive traffic, its CDD is:
𝑁

𝑦)

)

√

[−

𝑦) − )

]

(5.11)

where μ and σ are the mean and standard deviation of the call duration’s natural logarithm.

For price-insensitive traffic, its CDD is:

𝑈 𝑦)

{𝑏 − 𝑎

𝑎≤ 𝑦≤𝑏

(5.12)

𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
where a and b, which are the minimum and maximum call durations observed by the system.
Given the complexity of estimating call duration, we believe that it is better to divide the
problem into three different scenarios: fully disclosed, partially disclosed, and undisclosed. The
division is based on the amount of information the system has in regard to a user’s calling habits.
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a.1) Price-sensitive Traffic

a.2) Classical Exponential CDD

b.1) Semi Price-sensitive Traffic

b.2) Contemporary Lognormal CDD

c.1) Price-insensitive Traffic
p' and p" are different price points

c.2) Heavy tail of Exponential and
Lognormal CDD

Figure 5-4: CDDs explained by price-based models
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5.3.1 Fully Disclosed
Consider a CRN base station (BS) that services an area where there is a shopping mall.
The station follows a group of friends who regularly visit the mall together. Over time, the
station learns the calling preferences, the call duration distribution, and related parameters. We
call this the fully disclosed scenario. In this case, the prediction model, based on what it observes
over time, assumes one of the three CDDs given in the previous section.
If user traffic is price-sensitive, his CDD follows (5.10) and (5.9) becomes:
(𝑏𝑥𝑛

| 𝑏𝑥𝑛

− (𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞

)

))

− (𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞))
𝑒
𝑒

)
)

𝑒

(5.13)

It might seem strange that (5.13) is a constant. This can be easily verified by the memoryless
property of an exponential distribution:
(𝑏𝑥𝑛

| 𝑏𝑥𝑛

)

(𝑑𝑢
(𝑑𝑢
𝑑𝑢
−

𝑡 𝑛−𝑞
𝑡 𝑛 − 𝑞)

) | 𝑑𝑢
𝑡) | 𝑑𝑢

𝑡 𝑛 − 𝑞))
𝑡 𝑛 − 𝑞))

𝑡)
𝑑𝑢 ≤ 𝑡)

𝑒
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For semi price-sensitive traffic, the corresponding equation is:
(𝑏𝑥𝑛

| 𝑏𝑥𝑛

)

− (𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞))
−

𝑡 𝑛−𝑞

(
−

where

))

− (𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞

(

)) −

𝑡 𝑛 − 𝑞)) −

)
(5.14)

)

∗) is the cumulative distribution function of the standard normal distribution.
For price-insensitive traffic, the call duration follows a uniform distribution U(a, b). It is

safe to assume that 𝑡 < 𝑏 − 𝑎). Depending on the positions of 𝑡 𝑛 − 𝑞) and 𝑡 𝑛 − 𝑞

)

relative to the upper and lower bounds, a and b, there are four cases to consider.

Figure 5-5: A Uniform Distribution for Price-insensitive Traffic

In the first case, shown in Figure 5-5, because 𝑡 𝑛 − 𝑞
meaning the call duration is outside the allowable range, both
(𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞)) are 0. As such,
𝑞

(𝑏𝑥𝑛

| 𝑏𝑥𝑛

)

) is below the lower bound a,
(𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞
. In the second case,

) is between a and b, while 𝑡 𝑛 − 𝑞) < 𝑎. Then (𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞))

)) and
𝑡 𝑛−

. Consequently,
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(𝑏𝑥𝑛

| 𝑏𝑥𝑛

)

))

− (𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞
− (𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞))
− (𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞
𝑏− 𝑡 𝑛−𝑞
𝑏−𝑎

))

)

In the third case, both points are within the boundary. Therefore,
(𝑏𝑥𝑛

| 𝑏𝑥𝑛

)

− (𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞

))

− (𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞))
𝑏− 𝑡 𝑛−𝑞
𝑏−𝑎

)
⁄𝑏 − 𝑡 𝑛 − 𝑞)
𝑏−𝑎

)
𝑏− 𝑡 𝑛−𝑞
𝑏 − 𝑡 𝑛 − 𝑞)
) is beyond the upper bound b. Because no call can last longer than

In the last case, 𝑡 𝑛 − 𝑞
b, (𝑑𝑢 ≤ 𝑡 𝑛 − 𝑞
𝑡 𝑛 − 𝑞)

))

, resulting in (𝑏𝑥𝑛

| 𝑏𝑥𝑛

)

. Note that the case of

𝑏 is not considered because it is invalid. Because 𝑡 𝑛 − 𝑞) represents the duration

of a call has last so far, it cannot be greater than the upper bound b.
Putting all the above cases together, the equation to compute (5.9) for price-insensitive
traffic is:

(𝑏𝑥𝑛

| 𝑏𝑥𝑛

)

)<𝑎
𝑡 𝑛−𝑞
)
𝑏− 𝑡 𝑛−𝑞
𝑎 ≤ 𝑡 𝑛−𝑞
) ≤ 𝑏 (5.15)
𝑏−
𝑎 𝑡 𝑛 − 𝑞))
) 𝑏
{
𝑡 𝑛−𝑞

The middle equation combines the second and third cases together using a max function.
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Since in this fully disclosed case, the system fixates on one of the above formulas to
compute the call duration probability, we call this the fixation approach.

5.3.2 Partially Disclosed
Consider the same CRN base station (BS) as in Section 5.3.1 that serves an area where
there is a shopping mall. Instead of focusing on a specific group of users, the BS monitors all
traffic visiting the mall. Since these users are interested in similar subjects, we can assume that
they exhibit similar calling patterns with subtle differences. For example, they have the same
distribution but with different parameters. Moreover, these parameters might be stable within a
short period of time but change over a long period of time. We still can use (5.13), (5.14) and
(5.15) to determine how likely an existing user will stay by the end of a particular assignment
round. We do need some way to estimate their parameters. Subsequently, we propose a
convergence approach that approximates these parameters at runtime. We call it convergence
because just like spectrum assignment, estimation is conducted in rounds. Estimation in tq+1 is
constructed by combining the estimation from tq and newly obtained call duration samples in
tq+1. As time goes by, more samples are obtained and our estimations eventually converge to the
true parameters.
Our approach is based on the maximum likelihood estimator (MLE), a popular method in
statistics to estimate the parameters of a statistical model using a given set of sample data [33].
Let X be a random variable with a known discrete probability distribution P(*) depending on a
unknown parameter θ and x is an observed value (a sample) of X. Then the function
𝜃|𝑥)

𝑋

𝑥|𝜃),

(5.16)
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considered as a function of θ, is called the likelihood function of θ. This function has a slightly
different definition if P is continuous. For illustration purposes, we only focus on the discrete
case. Because x is actually observed,

𝑋

𝑥|𝜃)

[33]. Since there is only one unknown

variable, we should be able to easily deduce θ. Unfortunately, due to sampling error, x might be
an outlier of X and hence, invalidates

𝑋

𝑥|𝜃)

[33]. However, regardless of the

reliability of x, the following statement statistically holds true. Given two possible values θ1 and
θ2 for θ, if 𝑋

𝑥|𝜃 )

𝑋

𝑥|𝜃 ), then θ1 is more likely being the true θ than θ2. Therefore,

the common practice is to find a θ that maximizes the likelihood function. This is the principle
idea of MLE. If there is a series of samples available, it is possible to accurately estimate θ
through iterative refinement. Compared to other estimation methods like bootstrapping and
method of moment, MLE is consistent and has an error decay rate of 1/n, where n is the sample
size. This means that as the sample size increases, the MLE estimator will asymptotically
converge to the true measurement [27].
If user traffic is price-sensitive, his call duration y is exponentially distributed, i.e.,
𝑦

𝑥𝑝 𝜆), with the average call duration 1/λ being its only parameter. The likelihood function

for λ is defined as:
𝜆| )

∏ 𝜆 𝑥𝑝 −𝜆𝑥 )

𝜆

𝑥𝑝 −𝜆𝑛𝑥̅ )

(5.17)

where x = (x1, x2, … … xn) is a set of samples drawn from the population and 𝑥̅ is its mean. To
find the λ that maximizes this function, we take the derivative of its logarithm form and equate it
to 0:
𝑑
𝑑𝜆

( 𝜆))

𝑑
𝑛𝑙𝑛 𝜆) − −𝜆𝑛𝑥̅ )
𝜆

𝑛
− 𝑛𝑥̅
𝜆

(5.18)
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Consequently, 𝜆̂

𝑥̅

, the MLE for λ. Note that exponential distribution actually has a

minimum-variance unbiased estimator (UMVU). It is an improved version of MLE because it
has lower variance. As such, we use UMVU instead. The formula is defined as:
𝑛−
(
)( )
𝑛
𝑥̅

𝜆̂

(5.19)
) 𝑥̅ ) that minimizes the expected mean squared error

Alternatively, we could use the form

(MSE). To reduce space complexity (store all samples) and computation cost (reprocess all
samples every time a new one becomes available), and considering the fact that samples come in
rounds, we re-write (5.19) as follows:

𝜆̂
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(
)

𝑛
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=>
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(5.20)

is the UMVU estimated in round tj, x1, x2, … … xn are samples observed up to tj.

xn+1, xn+2, … … xn+k are additional samples observed in tj+1. The convergence procedure that
operates according to (5.20) to compute the rate parameter is given below. Note that the
approach used here is similar to the method of moment introduced by Karl Pearson in 1894 [37].
The method is a technique for constructing estimators of the parameters that is based on
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matching the sample moments with the corresponding distribution moments. It is illustrated as
follows.
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/* Initialize the parameter for price sensitive traffic estimation
*/
/* This method is called only once and is called before the round-based assignment starts */
Algorithm Initialization-Sensitive(f, arrvials[], departs[])
Input: f is the time when call terminations are first recorded, arrivals[] is an array storing arrival
time of an incoming user, departs[] is an array storing the uids of departing users.
Output: initial values for the exponential distribution estimator
n = sizeof(departs[]);
g = 0;
for (i := 0; i < n; i++) do
g = g + ( f – arrivals[departs[i]] + 1);

/* Tally the call duration of departing users */
/* Index of arrivals[] is the uid of the arriving */
/* user and the value is his arrival time */

λ = (n – 1) / g;
return (λ, n) ;

/* Estimate the parameter for price sensitive traffic
/* This method is called during each assignment round
Algorithm Estimate-Sensitive(c, arrvials[], departs[], λ, n)

*/
*/

Input: c is the index of the current assignment round, arrivals[] is an array storing arrival time of
an incoming user, departs[] is an array storing the uids of departing users, λ and n ares the
estimators obtained in the previous round.
Output: updated estimators for the exponential distribution
k = sizeof(departs[]);
g = 0;
for (i := 0; i < k; i++) do
g = g + ( tn – arrivals[departs[i]] + 1);

/* Tally the call duration of departing users */
/ * Index of arrivals[] is the uid of the arriving */
/* user and the value is his arrival time */

λ = λ(n + k – 1) / (λg + n -1 );
n = n + k;
return (λ, n) ;
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For semi price-sensitive traffic, its CDD is a lognormal distribution

)),

𝑁

parameterized by its mean calling time μ and standard deviation σ. Using the method similar to
how we derive 𝜆̂

, we can deduce the MLEs for μ and σ as:

̂

𝑥 )−
𝑛



̂

(5.21)

𝑥 )− ̂
𝑛

)

(5.22)

where x1, x2, … … xn are call duration samples. Similarly, we are going to rewrite these
equations so that new estimates are compounded by the older estimates and new samples:
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)

𝑘
(𝑥 ) − ̂
𝑘)

)

(5.25)
(5.23)

are the MLE means and standard deviation estimated in round tj, x1, x2, …

… xn are samples observed up to tj. xn+1, xn+2, … … xn+k are additional samples observed in tj+1.
Note that in (5.24), ̂

should have been ̂

. To simplify the calculation, we replace it with

the older MLE mean. As a result, (5.25) becomes an approximation. The convergence procedure
that computes these MLE parameters at runtime is illustrated below.

/* Initialize the parameter for price semi-sensitive traffic estimation
/* This method is called only once and is called before the round-based assignment starts
Algorithm Initialization-Semi(f, arrvials[], departs[])

*/
*/

Input: f is the time when call terminations are first recorded, arrivals[] is an array storing arrival
time of an incoming user, departs[] is an array storing the uids of departing users.
Output: initial values for the normal distribution estimator
n = sizeof(departs[]);
g = 0;
for (i := 0; i < n; i++) do
g = g + ln( f – arrivals[departs[i]] + 1);

/* Index of arrivals[] is the uid of the arriving */
/* user and the value is his arrival time */

μ = (g – 1) / n;
g = 0;
for (i := 0; i < n; i++) do
g = g + ( ln( f – arrivals[departs[i]] + 1 ) – μ )2;
σ = g / n;
return (μ, σ, n) ;
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/* Estimate the parameter for price semi-sensitive traffic
/* This method is called during each assignment round
Algorithm Estimate-Semi (c, arrvials[], departs[], μ, σ, n)

*/
*/

Input: c is the index of the current assignment round, arrivals[] is an array storing arrival time of
an incoming user, departs[] is an array storing the uids of departing users, μ, σ and n ares the
estimators obtained in the previous round.
Output: updated estimators for the exponential distribution
k = sizeof(departs[]);
g = 0;
for (i := 0; i < n; i++) do
g = g + ln( c – arrivals[departs[i]] + 1);

/* Index of arrivals[] is the uid of the arriving */
/* user and the value is his arrival time */

μ = (nμ + g) / (n + k);
g = 0;
for (i := 0; i < n; i++) do
g = g + ( ln( c – arrivals[departs[i]] + 1 ) – μ )2;
σ = (σ + ng) / (n(n + k));
n = n + k;
return (μ, σ, n) ;

If user traffic is price-insensitive, we know that its CDD follows N(a, b) with unknown
upper bound and lower bound, a and b respectively. Just like exponential distribution, there
exists an UMVU for uniform distribution. As such, the upper and lower bounds are estimated by:
𝑏̂
𝑎̂

𝑠
𝑠

𝑠
𝑥

𝑥

𝑘
𝑠
𝑘

(5.26)
(5.24)
(5.27)

(5.25)
where k is the sample size, smax and smin are sample maximum and minimum. The following
describes the convergence procedure that approximates a and b using above formulas.
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/* Initialize the parameter for price insensitive traffic estimation
/* This method is called only once and is called before the round-based assignment starts
Algorithm Initialization-Insensitive(f, arrvials[], departs[])

*/
*/

Input: f is the time when call terminations are first recorded, arrivals[] is an array storing arrival
time of an incoming user, departs[] is an array storing the uids of departing users.
Output: initial values for the uniform distribution estimator
n = sizeof(departs[]);
a = f – arrivals[departs[0]] + 1;
b = f – arrivals[departs[0]] + 1;
for (i := 1; i < n; i++) do
d = f – arrivals[departs[i]] + 1;
if d > b
b = d;
if d < a
a = d;
end for

/* Lower bound */
/* Upper bound */
/* Compute the call duration */
/* Find the longest and shortest */

return (a, b, n) ;
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/* Estimate the parameter for price insensitive traffic
/* This method is called during each assignment round
Algorithm Estimate-Insensitive(c, arrvials[], departs[], a, b, n)

*/
*/

Input: c is the index of the current assignment round, arrivals[] is an array storing arrival time of
an incoming user, departs[] is an array storing the uids of departing users, a, b and n ares the
estimators obtained in the previous round.
Output: updated estimators for the exponential distribution
k = sizeof(departs[]);
s = f – arrivals[departs[0]] + 1;
l = f – arrivals[departs[0]] + 1;
for (i := 1; i < n; i++) do
d = c – arrivals[departs[i]] + 1;
if d > l
l = d;
if d < s
s = d;
end for

/* Shortest new sample call */
/* Longest new sample call */
/* Compute the call duration */
/* Find the longest and shortest */

n = n + k;
a = min(a, l) + (min(a, s) / n)
b = max(b, l) + (max(b, l) / n)
return (a, b, n) ;

5.3.3 Undisclosed Scenario
Let us continue with the shopping mall example. Instead of just focusing on the shopping
mall, the base station now keeps track of all movement within its coverage area, where there
exists different types of uses with different characteristics, different behaviors, different needs,
and different preferences. In other words, all three traffic classes are present at the same time and
their aggregate result makes the overall traffic pattern dynamic and highly unpredictable. To
further complicate the issue, the call duration in reality is influenced not just by price, but by
many other factors as well such as urgency of the call, QoS, location/physical state (for example,
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driving, walking, sitting or resting in bed, whether at home, in office or in a hotel) etc. On a
different note, existing analysis of CDD mostly focuses on voice communication. As more and
more digital content travels over a WMN, its traffic pattern behaves more and more like Internet
traffic which is significantly different. Therefore, the distribution of call duration is often
unknown and evolves over time. We call this the undisclosed scenario and this scenario is more
likely than the other scenarios. However, based on the self-similarity nature of Internet traffic,
whatever pattern the traffic exhibits will repeat itself at some time interval.
To deal with this erratic traffic pattern, we develop a window-shopping approach to
estimate call duration distribution on the fly. This approach has the major advantage of requiring
no prior knowledge about user characteristics. The main idea is that the system keeps track of the
departure patterns in each of the past W assignment rounds, tn-W, tn-W+1 … tn-1, as showed in
Figure 5-6, where the mark of X indicates the departure of a user. Figure 5-7 shows that over
time the sample distribution will conform to its population distribution. To determine how likely
an existing user will depart at tn, the algorithm probabilistically selects one of these previously
observed patterns as the current departure pattern. Using Figure 5-6 as an example, there are
totally 9 departures recorded in the past W assignment round (i.e., 9 marked X) and only 1
recorded between tn-W and tn-W+1. Therefore, the likelihood that someone will depart during this
period is 1/9. If we visualize W as the display windows in a store and each of the sample pattern
as a sales item, the more the same item is being displayed in the window (more of the same
pattern observed), the more popular the item is (more likely the pattern will repeat itself), and the
more likely the item will be bought (chosen as the desired pattern for an existing user). Hence,
the name window-shopping is given for this approach.
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Figure 5-6: Sampling of residence times in the past W assignment round.

Figure 5-7: From sample to distribution

Note that our approach is subtly different from a sampling method like bootstrapping.
First, we are not interested in deriving mean and variance as they are needed to predict call
duration in window-shopping. Second, samples come in rounds instead of readily available. This
offers us two options to define the window size: expanding window and sliding window.
In expanding window, the window records all call durations since the day the system
comes online. This means from one assignment round to another, the window size increases by
one. The array size might have to expand as well as new and different call samples become
available. In theory, the array size increase might be indefinite as the sample size is not finite. So
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some kind of trimming for outliers must be applied. In essence, the window displays the duration
distribution of all calls ever made in the network. As sample size increases, the distribution
becomes more and more accurate. This works well if CDD follows one particular distribution
even though what distribution it follows, is not known. The disadvantage of this approach is that
because the window now cumulates the samples since the beginning of time, it loses the
temporal dimension of the distribution. In other words, if the traffic pattern changes over time,
such change will not be reflected in the window.
In sliding window, the window only record call durations in the last fixed number of
rounds (i.e. W as shown in Figure 5-6). It discards older samples and new ones come in. This
means that each call needs to be time-stamped. From one assignment round to another, the array
size might still need to expand, but the increase limit is controlled because the sample size is
finite. In essence, the window only displays the most recent temporal segment of CDD. It
tunefully displays the temporal feature of CDD that is evolving over time.
We believe that the sliding window is a better option. However, the value of W and
sample size within the window would play an important part on performance. During testing, we
will explore the impact of different window sizes and find the best tradeoff. The following
explains how the algorithm works.
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/* Construct a call duration sample distribution. Every time a user departs the network, this
/* algorithm will be called to compute and record his residence time.
Algorithm Window-Construction(arrivals[], uid, c, window[], samples[])

*/
*/

Input: arrivals[] is an array storing arrival time of an incoming user, uid is the index of the
departing user, c is the index of the current assignment round, and window[] is an array storing
the sample call duration in the past W assignment round. By adjusting the size of W, this
window can be made into fixed window or sliding window. The input samples[] is an array of
(duration, timestamp), recording useful information of each window sample. It helps to remove
outdated samples outside the windows size W.
Output: an updated sample distribution
i = c – arrivals[uid] + 1;
window[i]++;

/* Compute the call duration of the departing user */
/* Update the sample distribution */
/* The array index is the duration and value is the count */

Truncate(Window[], W, samples[]); /* Remove samples recorded outside of W */
Insert(samples[], i, c);
/* Keep a historic record of the sample occurrence */
return window[];

/* Compute the probability of a user call duration */
Algorithm Window-Shopping(arrivals[], uid, c, window[], samples[])
Input: arrivals[] is an array storing arrival time of an incoming user, uid is the index of the user, c
is the index of the current assignment round, and window[] is an array storing the sample call
duration in the past W assignment round.
Output: an updated sample distribution
i = c – arrivals[uid] + 1;
/* Compute how long the call has lasted */
prob = window[i] / sizeof(samples[]); /* How likely it will end by the end of this round */
return prob;
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5.4 Performance Evaluation and Analysis
In this section, we detail the setup and sample results for simulation experiments that
were carried out to evaluate the general performance of our prediction model.

5.4.1 Experiment Design

Prediction
Model

Shared traffic info

Traffic
Generator

Incoming traffic: p3, p4, s14, s15

Call duration
predictions of p1,
p2, s10, s13
Incoming traffic

SA-based
Assignment
module

Remarks:
 p3, p4 are new PUs and s14, s15 are new SUs;
 p1, p2,are PUs and s10, s13 are SUs, all are already admitted;
 The amount traffic information shared between the traffic generator
and the prediction model depends on the scenario being tested: fully
disclosed, partially disclosed or undisclosed.

Figure 5-8: System Model

For performance evaluations, the test system is made up of three components as showed
in

Figure 5-8: a traffic generator, the prediction model and the SA-based assignment
module. The traffic generator governs three features of incoming traffic:
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User arrival process: how frequently users show up at the network’s doorstep.
Because arrival process is not necessarily correlated to user call duration and we
currently do not consider the impact of arrivals on our model, we choose the
commonly used Poisson process to simulate user arrivals. One of our future
extensions is to incorporate arrival information in our prediction.



User call duration: depending on what test case is being conducted, the traffic
generator takes on one of the three traffic models prescribed in Section 5.3 and uses it
to generate incoming traffic with specific CDD.



User characteristics: this includes user status being PU or SU, requested transmission
rate, user’s rate-based utilities, and interference constraints.

Depending on how much information is given by the traffic generator, the prediction model
applies one of the three approaches (fixation, convergence, or window-shopping) to predict the
call duration for users being investigated for migration. The assignment module then integrates
the prediction into its decision making about who to admit, what band to assign, and if necessary,
whether to terminate existing users or move them to different bands.
Note that the simulation results obtained in all experiments have a 95% confidence level
with 5% confidence intervals (CI). Please refer to Appendix A for more details.

5.4.2 Test Cases
Table 5-1 summarizes the standard test cases we conduct to evaluate the proposed
prediction model. We are going to study the cases one by one.
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Note that moving traffic is traffic that follows one of the given traffic patterns but its
parameter(s) is changing over time. Mixed traffic is traffic that mixes with all three of the given
traffic patterns.

Scenario
Fully disclosed

Partially disclosed

Undisclosed

Traffic Model
Price-sensitive
Semi price sensitive
Price-insensitive
Price-sensitive
Semi price sensitive
Price-insensitive
Moving traffic
Price-sensitive
Semi price sensitive
Price-insensitive

Prediction Model

Base of Comparison

Fixation

SA without prediction

Convergence

SA with Fixation

SA with Fixation
Window-shopping

Moving traffic
Mixed traffic

SA with Fixation and
SA with Convergence
SA without prediction

Table 5-1: Summary of Test Cases
All experiments are implemented in Eclipse Mars and MATLAB R2015. Similar to the
setups in Section 4.6, the temperature for SA starts at 118.8 and drops 1% every 10 generations.
The algorithm stops when the temperature is 0.5 or lower. This is translated into 5370 iterations.
Each experiment is repeated 100 times and the average is calculated and displayed. The number
of total spectrum bands is set to 20. The occupancy rate, the percentage of bands being occupied,
ranges from 10% to 100%, representing traffic conditions from being lightly to heavily
congested. User utility functions, user types of occupants (either PU or SU), requested rates
(including max rate and min rate) and band capacities are randomly generated according to some
uniform distributions, while call durations are generated according to some distribution
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depending on whether they are price sensitive or not. All the utility numbers are normalized to be
between 0 and 1 for ease of illustration.

5.4.3 Performance of the Fixation Approach
In the fixation approach, the prediction model assumes certain call duration distribution
(price-sensitive, semi-sensitive or insensitive) and uses it to predict how likely an admitted user
will terminate the call at a given time. We test this approach under the fully disclosed scenario
with known traffic patterns. We compare its performance with the same algorithm but without
the prediction module. The results are shown in Figure 5-9, Figure 5-10 and Figure 5-11. As
expected, the algorithm with built-in prediction model outperforms its counterpart in all cases,
with an 8.81% to 10.91% (i.e. the 95% CI) higher aggregated utility. As the user utility is defined
as a function of throughput. This is roughly translated into a 10% improvement in overall
throughput. Moreover, the gain increases to over 15% as the network becomes more and more
congested. This is not surprising. As the number of users increases, the likelihood that some will
terminate the call within the fixed window

𝑡 increases as well, consequently increasing the

impact of the prediction score in the assignment function (5.6).
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Figure 5-9: Performance of the fixation approach in fully disclosed scenario with price
sensitive traffic

Figure 5-10: Performance of the fixation approach in fully disclosed scenario with price
semi-sensitive traffic

98

Figure 5-11: Performance of the fixation approach in fully disclosed scenario with price
insensitive traffic

5.4.4 Performance of the Convergence Approach
The convergence approach is useful in a partially disclosed scenario where the system
knows the distribution of the call duration (exponential, normal or uniform) but not its
parameter(s). It employs a method that combines maximum likelihood function and moment
matching to estimate the population parameter(s) through the samples obtained over time. To test
the performance of the convergence approach, we compare its performance with the SA without
prediction and the SA with fixation. The results are summarized in Figure 5-12 to Figure 5-14.
Because the fixation approach is made aware of the duration distribution and its
parameters, it naturally has the best performance while the convergence approach comes in
second, but still outperforms the one without prediction, edging it by an average of 6% gain in
aggregated utility with a 1.92% of margin of error.
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Figure 5-12: Performance of the convergence approach in partially disclosed scenario with
price sensitive traffic
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Figure 5-13: Performance of the convergence approach in partially disclosed scenario with
price semi-sensitive traffic
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Figure 5-14: Performance of the convergence approach in partially disclosed scenario with
price insensitive traffic

However, these results are biased against the convergence approach because at the start
of the experiment, the convergence has zero to only a few samples to work with. Its estimation of
the population parameter is inevitably inaccurate, predictably making its migration prediction
inaccurate at the beginning. As a result, its average is lower than the fixation approach. The
question then becomes: does the proposed approach converge to the true parameter? If it does,
how fast does it converge? To answer these questions, we keep track of the value of the
estimator, which could be the arrival rate in exponential distribution, the mean and standard
deviation in normal distribution or the upper and lower bounds in uniform distribution. We then
plot how the estimator changes as more and more samples are gathered. The graph is shown in
Figure 5-15. For better understanding and ease of illustration of the different results, the values
are normalized to show the percentage difference between the estimator and the population
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parameter, that is, (

|

|

)

. If the estimator is within 10% of the population

parameter, we consider the algorithm has converged. As we can see in Figure 5-15, convergence
typically occurs after 70-90 samples are collected. Hence, the predictions made before this would
have a wide margin of error. So if we strip away the test results obtained before convergence
occurs, the convergence approach should have a much better performance. This is confirmed in
Figure 5-16 to Figure 5-18, where after convergence occurs, the convergence approach behaves
almost identically to the fixation approach.
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Figure 5-15: Convergence speed of the proposed convergence approach
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Figure 5-16: Performance of the convergence approach after convergence occurs with price
sensitive traffic

Figure 5-17: Performance of the convergence approach after convergence occurs with price
semi-sensitive traffic
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Figure 5-18: Performance of the convergence approach after convergence occurs with price
insensitive traffic

5.4.5 Performance of the Window-Shopping Approach
The window-shopping approach attempts to construct a CDD based on the samples
obtained in real-time and uses it to predict how likely a user will terminate his call within a
future interval. This approach is most suitable in situations where CDD is unknown to the
system. One of the key questions is the window size, i.e. the number of assignment rounds the
algorithm should be recording for sampling. Based on the experiments conducted for the
convergence approach in Section 5.4.4, we find out that the algorithm needs close to 100 samples
to work well. If the user arrival rate is r per interval ∆t, the window size

⌈

⌉. Deriving

from this observation, we think that the window side should be set to hold about 100 samples.
Just like the convergence approach, the window-shopping approach requires sufficient samples
to do its job. As such, we discard the results at the beginning of the experiment and start
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collecting test results after 100 samples are collected. We use SA with fixation and SA without
prediction as the baseline for comparison. The results are presented in Figure 5-19 to Figure
5-21. Not surprisingly, the performance of the window-shopping approach is sandwiched
between the fixation approach and SA without prediction. Consistent with the observations
obtained in previous sections, its performance increases as the network gets more and more
congested. Based on the analysis of the simulation results, using window-shopping, SA with
prediction has a 3.01% improvement over SA without prediction, with a margin of error of
2.14%.

Figure 5-19: Performance of the window-shopping approach in undisclosed scenario with
price sensitive traffic
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Figure 5-20: Performance of the window-shopping approach in undisclosed scenario with
price semi-sensitive traffic

Figure 5-21: Performance of the window-shopping approach in undisclosed scenario with
price insensitive traffic
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5.4.6 Performance in Mixed Traffic and Moving Traffic
In real life, user call duration does not necessarily exhibit one particular pattern. It is
more like a mixed bag of price sensitive, semi-sensitive, and insensitive traffic. Even when the
call pattern does follow one particular distribution, the parameters are likely to change over time.
It would be interesting to see how the proposed approaches perform under these conditions.
Since the prediction module has the biggest impact on overall performance during congestion,
we maintain a 90% to 100% occupancy rate during these tests. To do that, every time a call is
terminated, at least one new call will be initiated.
To simulate mixed traffic, the traffic generator randomly switches between exponential,
normal, and uniform distributions when determining the call duration of a new user. These
results are displayed in Figure 5-22. The performances of the fixation approach and the
convergence approach become not only erratic, but also deteriorate drastically under mixed
traffic condition, while the window-shopping approach performs reasonably well and still
maintains a less than 1% gain over the algorithm without the prediction module. We also try to
manipulate the mixture of different types of traffic. We find out that when the overall traffic is
dominated by one type of traffic with a fixed distribution, both the fixation and convergence
approach can still function admirably with the latter marginally outperforming the former, while
the performance of the window-shopping is almost unchanged. This is likely due to the fact that
the addition of small portions of foreign traffic slightly shift the dominant distribution. The
convergence approach is able to converge to the new distribution while the fixation approach is
stuck with the original one. These findings are illustrated in Figure 5-23.
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Figure 5-22: Performance of the prediction model under mixed traffic

Figure 5-23: Performance of the prediction model under mixed traffic where 80% follow
an exponential distribution, 10% follow a normal distribution and 10% with uniform
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We also test how the prediction model behaves when dealing with moving traffic, where
the CDD is fixed but its parameter(s) changes over time. For simplicity, we only focus on price
sensitive traffic where the CDD is defined as

𝑥𝑝 𝜆). Because the fixation approach relies

heavily on the full disclosure of the CDD, any change in CDD will severely undermine its
performance and its behavior is expected to be similar to when dealing with mix traffic.
Therefore, it is excluded in this moving traffic experiment.
After our preliminary study, we identify two deciding factors: how substantial the change
is being made per time period and how fast the change is being made, with the latter playing a
much bigger role than the former. In other words, if the change is considerable but slow, both
approaches can still perform well. This is confirmed in Figure 5-24 where the rate λ is increased
or decreased by factor of n (10 > n > 2) every 1000 assignment rounds (1000∆t). For better
display, the units in the X axis are not uniform. Note that there is a delay effect. If change is
made at 1000∆t, the performance change will not occur till later like 1020∆t. That is why the X
axis is set up differently.
The performance of the convergence approach and the window-shopping approach drops
a bit every time a change is made, but gradually rises up over time. The reason is that both
algorithms require time to collect sufficient number of samples to deduce the population. Even
when the change is substantial, if given enough time, they can catch up to the change.
On the other hand, if the change is fast, both algorithms start to lose effectiveness, the
bigger the change, the bigger the loss. The results are presented in Figure 5-25, in which λ is
increased or decreased by factor of α (

𝛼

) every 10∆t. As illustrated, the

performance is erratic and unpredictable. This is not surprising. Prediction is all about using the
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past to infer the future. As such, there is a hidden assumption for any prediction model to work:
the subject under investigation must maintain some stable pattern within a period of time, though
the pattern might not be regular (cannot be mathematically defined) and might be unknown to
the system. Otherwise, any form of prediction (mobility, utility, and call duration) will be
meaningless. In our case, because the traffic changes so rapidly, the prediction module gets
overwhelmed: while both convergence and window-shopping are still digesting past information
to deduce the present pattern, a new present pattern has arrived, rendering whatever deduction
they have made obsolete.

Figure 5-24: Performance of convergence and window-shopping in slow moving traffic.
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Figure 5-25: Performance of convergence and window-shopping in fast moving traffic.

5.5 Summary
In this chapter, we continue to improve the spectrum assignment model by adding a call
duration prediction module into the assignment equation. By predicting how likely a user
terminates his call within a certain interval, the migration penalty is stochastically calculated,
consequently improving the accuracy of the objective function.
We first provide an overview of CDD research. We argue that call duration distribution is
better classified based on price sensitivity due to its universal impact regardless of the time,
location and social class constraints. Subsequently, three price-based traffic models are
constructed. For price sensitive traffic, its call duration decreases proportionally as price
increases, while the call duration for price semi-sensitive traffic follows a normal distribution,
and the call duration for price insensitive traffic is indifferent to any price change. These CDDs
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reflect a wide range of real life scenarios and unify both classical and contemporary CDDs. The
models also reflect the current pricing strategies of phone companies.
To solve the call duration prediction problem, three different approaches are developed,
with each requiring less and less information or assumption about user behavior. The fixation
approach assumes call duration follows a known distribution with known parameters. It uses the
corresponding probability density function to calculate the likelihood that a user, currently
having a conversation, will terminate the call at particular time. This information is then fed to
the assignment module to determine the migration cost. In the convergence approach, the
parameters for the assumed distribution are approximated round after round. Estimation of the
CDD is evolved over time and eventually confined to its true distribution. While the accuracy of
both the fixation approach and convergence approach depends on some degree of prior
knowledge regarding user call preferences, the window-shopping approach relies on none.
These three models could be logically connected. Ideally, this is how we envision they
are being used: at start, the system faces the undisclosed scenario where it knows nothing about
user traffic patterns and has to employ the window-shopping approach. As the system gathers
more and more traffic data over time, it might detect a traffic pattern, either price-sensitive, semisensitive, or insensitive, though the exact parameters are still unknown. Hence, the system enters
the partially disclosed scenario where the system knows the call duration distribution but not its
governing parameters. So the system changes its prediction model to the convergence approach.
Once the parameters are obtained, the system enters its final and stable stage – the fully disclosed
scenario where the fixation approach for prediction is applied.
The prediction model is thoroughly tested under various traffic conditions and shows
excellent performance, with a throughput gain of 3%-10% over its counterpart without the
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prediction module. In particular, the window-shopping approach consistently outperforms the SA
without the prediction module, even when the traffic pattern is highly unpredictable.
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Chapter 6
Concluding Remarks and Future Work
With the booming smartphone market and the emergence of the Internet of Things (IoTs),
wireless and mobile services are more popular than ever. With opportunities come challenges.
The rapidly growing wireless and mobile market demands more efficient approach to manage the
limited radio resources. Heterogeneous wireless networks (HWNs), composite networks made up
of different access technologies (3G and 4G cellular networks, WLAN, worldwide
interoperability for microwave access (WiMAX), etc.), provide a glimpse of hope in solving the
spectrum efficiency problem. With a multi-mode terminal and proper service contracts, a user
can freely and seamlessly switch between the wireless access technologies while maintaining his
active session. Through this so called vertical handoff (VH), the capital of HWN, an over-loaded
network can be compensated by an under-utilized network. This can be referred to as spectrum
sharing at the network level. However, all existing mobile networks, homogeneous or
heterogeneous alike, employ a fixed or static spectrum assignment, where a spectrum band once
assigned to a user, cannot be re-used or co-used by others, regardless of whether the band is used
to its full capacity and whether the conversation is active. The fact that the utilization rate of a
typical spectrum band ranges from 15% to 85% gives birth to the invention of a cognitive radio
network (CRN), which extends the spectrum sharing idea to the session level. A CRN identifies
temporal spectrum holes (idle spectrum band) and spatial spectrum holes (under-utilized band) in
existing active sessions and assigns them to secondary users without interfering the primary
users. The core of a CRN is the dynamic spectrum sharing that determines which user is assigned
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to which available band, then accordingly changes its transmission or reception parameters to
allow more concurrent wireless communications at one location. In this process, CRN hides the
complexity of the underlining network infrastructures, exposes users to a unified interface and
takes advantage of all available radio resources regardless of who offers them.

6.1 Conclusions
In this thesis, we develop a comprehensive framework to facilitate the spectrum sharing
function. Our framework aims to maximize user utility and spectrum utilization without heavily
dependent on prior-knowledge of user behavior and preference. It avoids the complexity and
inflexibility problems of existing approaches. The three-parts proposed framework gradually
peels off the complexity of the problem and offers a unique solution to each of the assignment,
migration, and prediction sub-problems. The first part of our framework, a customized genetic
algorithm (GA), tries to allocate new secondary users to vacant spectrum bands with the aim to
maximize throughput and profit while satisfying network constraints and user requirements. The
algorithm starts with a population of randomly generated spectrum assignments and carefully
evolves the population through the reproduction and selection processes. The optimization
objective, constraints, and user requirements are encoded in a fitness function that evaluates the
overall quality of an assignment solution. Since the algorithm works independently of the
underlining details of the fitness function, we can freely modify the fitness function without
changing the structure of the algorithm. Moreover, the proposed GA offers fixed response times,
and can terminate at any time while still capable of producing reasonably good spectrum
assignments. Our simulation results show our proposed algorithm outperforms traditional
approaches and always reaches the optimal assignment when the numbers of users are less than
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20. Even when the problem size scales up to 50 users and 30 bands, the proposed GA still finds
the best solution 80% of the time. These lay down the groundwork for the extensions in part two
and three.
In part two, we improve our solution by looking at the possibility of vacating existing
users to accommodate new users. Though such interruption might not be individually favored by
the impacted party yet could be socially justified for the system as a whole. To estimate the
dissatisfaction of the migrated party, we construct a penalty function that takes into account the
moving cost and disconnecting cost as well as the difference between primary users and
secondary users. A simulated annealing (SA) is prescribed to solve the problem. Critical issues in
designing the neighboring function and step size are carefully studied. Three classes of traffic are
defined based on their requirements on transmission rates and fed to the migration model.
Analysis of the simulation results shows the SA algorithm can give differential treatment to
different classes of traffic and always outperform the random walk and hill climbing approaches.
In part three, we continue to improve our spectrum sharing framework by incorporating
user behavior into the assignment equation. The main idea is that if we can accurately predict
how long an existing user will stay in the network, we could perform migration without penalty.
To understand user call behavior, we categorize call duration into three classes based on user
price sensitivity. Price sensitive traffic is highly susceptive to price change and its call duration
distribution (CDD) is defined as an exponential function over price. The call duration of price
semi-sensitive traffic converges to some typical value and is normally distributed. Lastly, the call
duration of price insensitive traffic is unaffected by price changes within a certain range and is
described by a uniform distribution. A prediction model is then developed that utilizes these call
duration models to forecast how likely an admitted user will leave the network at certain time.
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Depending on how much information is obtained regarding user call preferences, the prediction
model applies one of the three prediction methods to estimate user call duration. The fixation
approach relies on full knowledge of CDD including its parameter(s), while the working
condition for the convergence approach is mildly relaxed. This approach still needs information
about the distribution but not its parameter(s). It employs the maximum likelihood function and
method of moments to estimate the parameter(s) at runtime. This is useful in many real-life
situations where CDD is often known but its parameter(s) changes over time. On the other hand,
the window-shopping approach requires no prior knowledge of the underlying CDD and can
work in any of the traffic models, including mixed traffic. It maintains a sample distribution at
runtime and re-samples the distribution to estimate the call duration of a given user. These
algorithms are thoroughly tested and show 3%-10% improvement in throughput over other
algorithms without prediction.

6.2 Future Work
We believe that our work has a few new directions to move toward. The proposed GA in
Chapter 3 uses the one point crossover operator. The algorithm is universally applicable, yet does
not reflect the nature of our problem. It might be beneficial to construct a customized crossover
operator and a customized mutation operator that is specifically tailored to our assignment
problem. One thought is a crossover based on a color graph, in which an assignment is mapped
to a color graph similar to the one introduced in Section 2.1 and crossover is carried out by
swapping some of the vertices and their edges, and sometimes their colors as well. One major
extension of this work is to identify the set of traffic indicators that can signal the GA to
automatically adjust its parameters (population size, number of generation, crossover and
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mutation rates) according to the network conditions. Another direction we could work on is to
fine-tune the fitness function so that it can give differential treatment to different classes of
traffic.
Price is a universal factor that impacts demand. Though in Chapter 5 we categorize call
duration into three classes based on user price sensitivity, it would be an interesting topic to
develop a universal formula to describe user behavior under different pricing policies.
Intuitively, demand decreases as price increases. However, this is not necessarily true. For
example, when the gas price is quite low, a slight increase in price will not reduce the demand by
a wide margin. Similarly, those who cannot afford a luxury car will not change their mind when
the car price increases 10%, while those who can afford the car and decide to buy will continue
to do so regardless of the price change. Therefore, we suspect that as the price increases, the call
duration is pretty flat when the price is below certain lower bound, then drops linearly or
exponentially when the price passes the lower bound, but falls back to flat when the price
exceeds an upper bound. However, what these boundaries remain to be investigated.
Another future direction is the creation of a transition model that unifies the three
prediction approaches. The model identifies the signals that trigger the model to switch between
window-shopping, convergence, and fixation. This requires a feedback loop to the prediction
module where it actively monitors its prediction accuracy. When its accuracy increases, the
prediction model should update from the window-shopping approach to the convergence
approach or from the convergence approach to the fixation approach. On the other hand, when its
accuracy deteriorates, the model should drop back to the convergence or even the windowshopping approach. Another modification needed is an estimation method that determines
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whether the unknown incoming traffic follows a price sensitive pattern, price semi-sensitive
pattern, or price insensitive pattern.
Finally, the following small expansions are also possible. Our framework currently does
not consider any form of fairness. As such, a user might never get admitted into the network,
resulting in starvation. This could be fixed by adding a timer into the user utility function where
the longer a user waits, the higher the utility the user produces if his request is met. This
enhancement guarantees that a user will eventually be admitted. In order to reduce
communication overhead, the assignment and migration functions are carried out by the base
station in a centralized fashion. The side-effect is that the base station might become a
performance bottleneck. It is possible to execute those functions in a distributed fashion, where
each mobile station uses the proposed GA or SA to determine proper assignment and migration
arrangement for incoming SUs and PUs. Such change requires that each mobile station can sense
spectrum holes and accept requests from other users. A mediation protocol is also needed to
resolve disagreement where two mobile stations have different ideas of how to assign or migrate
a user.

119

Appendix A
Confidence Interval for Simulation Results
Simulations are often used to analyze the performance of a proposed algorithm. This is
similar to use sample statistics to estimate population parameters, where test results are samples
and the performance of the algorithm is the population parameter to be obtained. Therefore, the
accuracy of the simulation results can be measured by the confidence intervals (CI) placed on the
mean values of these results. The section explains the procedure.
Let x1, x2, …, xN be the simulation results of N independently conducted experiments of
the same algorithm. The sample mean, X , of these results is given by
N

X=

x
i 1

i

(A.1)

N

and the variance of the distribution of the sample values, S x2 , is defined as follows:

N

S x2 =

 (x
i 1

i

 X )2

N 1

(A.2)

The standard derivation of X is given by
Sx
N

(A.3)

Under the assumption of independence and normality, X follows a t-distribution. The
confidence interval regarding the simulation results are defined as
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CI = X

(A.4)

where ɛ is the margin of error and is defined below:

ɛ=

S x t / 2, N 1

(A.5)

N

where t / 2, N 1 is the upper  / 2 percentile of the t-distribution with N-1 degrees of freedom. Its
values are readily available in tabular form. This interval is called the 100(1-)% confidence
interval. For example, if 𝛼

, we have a 95% CI, a range that is 95% sure will capture the

population mean. CI can be made as small as desired by increasing the sample size. As N
increases, the t-distribution converges towards the normal distribution. In practice, the sample
size should not be smaller than 30.
To compare the performance between Algorithm A and B, we set the simulation
conditions identical to both algorithms. Let the 95% CI for algorithm A be 𝑋̅
CI for algorithm B be 𝑋̅

and the 95%

. If the following condition holds,
𝑋̅

) < 𝑋̅ −

),

(A.6)

we claim that A’s performance is better than B’s. If their CIs overlap:
𝑋̅ −

) < 𝑋̅

) < 𝑋̅

)

(A.7)

𝑋̅ −

) < 𝑋̅ −

) < 𝑋̅

),

(A.8)

or

we claim that A and B have similar performance.
To determine by how much algorithm A’s performance is better than B’s, we use twosample interference. Let (y1, z1), (y2, z2), …, (yN, zN) be pairs of simulation results obtained from
N independent runs. Each pair (yi, zi) is obtained under the same experimental conditions except
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that yi is produced by A and zi is produced by B. Let 𝑥

𝑦 − . Then 𝑋̅ is the sample mean of

performance improvement of A over B. The confidence interval of 𝑋̅ can be calculated using
(A.4) and (A.5).
Our analysis of the simulation results focuses on the 95% confidence level. The 95% CI
for each data point was obtained based on 100 independent runs per simulation experiment (i.e.
N = 100). This number is carefully chosen to ensure small margin of error and narrow confidence
intervals. In all simulation results presented in Chapter 05, the confidence intervals are often
within 5% of their corresponding mean values.
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