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Abstract

Evolvability is a population’s ability to change its underlying genetic makeup through
natural selection, to evolve. Most measures of short-term evolvability relate genetic
change to the abundance and geometry of standing genetic variation, making the additional assumption that this structure is captured by the genetic variance-covariance
matrix G; G applies in only the multivariate normal scenario. Because we observe
non-normality in natural distributions and are often unable to verify statistically
whether a particular distribution is normal, we propose an alternate approach to
discussing the short-term evolvability of general populations.
Changes in the underlying genetic makeup of a population are observed as changes
in the relative frequency of the population’s traits. This is fundamentally a change in
distribution, and is best quantified using an information-theoretical approach. The
resulting measure of evolvability and its constraints apply to any well-behaved distribution and are for normally distributed traits a function of G; we suggest that
existing measures may be placed within our general formulation.
Comparing the total constraint to the sum of univariate constraints on individual
traits we quantify the constraint due to multivariate trait interactions; we propose
this as an appropriate measure of pleiotropic constraint. We find that pleiotropic
constraint is highly dependent on the total correlation information, and to advance
i

towards a suitable null hypothesis for tests of pleiotropy we derive the distribution
of this quantity under multivariate normal independence. For large system sizes this
relates to the Marchenko-Pasteur distribution, and is approximately normal, obeying
Lyapunov’s central limit theorem.
We demonstrate the unique theoretical and practical advantages of a distributionlevel approach to evolvability using both simulated and real data from Drosophila.
In line with intuition, incorrectly assuming an absence of non-normality in the distribution of phenotypic traits leads to underestimation of the evolutionary constraint.
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Chapter 1
Introduction

1.1

Background

Natural Selection is the differential survival and reproduction of individuals, leading
to an increase in the frequency of traits conferring a reproductive advantage. We
would like to understand how a population experiencing natural selection will evolve.
Consider a population of individuals in which we measure d traits on each individual.
The d traits can be viewed as a d−dimensional random variable X with probability
density function p, denoted by X ∼ p. The evolution of the population is essentially a
form of non-random sampling from p resulting in a new trait distribution. In natural
systems this non-random sampling from p is due to the environment. Evolvability
relates the ease with which a population changes through natural selection, and this
thesis is concerned with developing a precise measure of this important idea.
To begin, consider a single quantitative trait, represented by a continuous random
variable X with probability density function p(x), and denote by W (x) the relative
weighting of individuals with trait value x in the process of non-random sampling.
This will be referred to as the ‘fitness’ of an individual with trait value x. The
1
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modified distribution of X after one selective iteration is pW/W , where W is the
mean fitness over all values taken by X;
Z
W =

p(x)W (x)dx.

(1.1)

The resulting difference in the population’s mean trait value ∆X before and after
selection is given by
Z
∆X =

(x − X)

p(x)W (x)
dx
W

W
= Cov(X, ).
W

(1.2)

In most studies of evolution researchers have assumed that X is a Gaussian random
variable. The response ∆X in this case can be derived directly from the density of X

p(x) = √

1
2πσ 2

e−

(x−X)2
2σ 2

(1.3)

and it’s derivative
p0 (x) = −

x−X
p(x)
σ2
2 0

⇒ (x − X)p(x) = −σ p (x),

2

(1.4)
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where σ 2 is the variance of X. Equation (1.2) becomes
∆X = −σ

2

Z

p0 (x)

W
dx
W

0 Z
∞
*

W
(x)

−
−σ 2 p(x) 
W

−∞






=

=σ

2

Z
p(x)

p(x)

dW 1 
dx
dx W

(1.5)

dW 1
dx.
dx W

Furthermore, many studies make the additional assumption that the fitness function
takes the form W (x) = αeβx , and so we have dW/dx = βW (x). In this case

∆X = σ

2

Z
βp(x)

W (x)
dx = σ 2 β.
W

(1.6)

The parameter β is seen as the strength of selection; increasing β results in a larger
effect of X on fitness W . The response in a single trait, given the above assumptions,
is therefore the strength of selection scaled by trait variance.
The above calculations are readily extended to a multivariate setting. Consider
the response in a set of d traits X = {X1 , . . . , Xd } ∼ p(x), with associated fitness
function W (x), and mean fitness
Z
W =

p(x)W (x)dx.

(1.7)

The change in X over one selective iteration is
Z
∆X =

(x − X)p(x)

3

W (x)
dx
W

(1.8)
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With the gradient operator defined as

∇=

∂
∂
,...,
∂X1
∂Xd

T
(1.9)

observe that
Z
∇[p(x)W (x)]dx

∇W =
Z
=

:0




∇[p(x)]W (x)dx + p(x)∇[W
(x)]dx



Z

(1.10)

Z
=

∇[p(x)]W (x)dx,

where ∇W = 0 is implied by the independence of fitness and mean trait value Xi ; an
individual’s fitness depends only on its own trait value, not the population mean. If
p(x) ∼ N (X, G), then

p(x) =

p
T
1
−1
(2π)−d |G−1 |e− 2 (x−X) G (x−X)

(1.11)

which, for simplicity, we write as p(x) = Ceu(x) , where the function u(x) is the
quadratic form u(x) = − 21 (x − X̄)T G−1 (x − X̄) and C is a constant. Applying the
gradient operator, we obtain

∇p(x) = p(x)∇u(x),

(1.12)

∇p(x) = G−1 (x − X)p(x).

(1.13)

or

4

1.1. BACKGROUND

Substituting this into (1.10) we obtain
Z
∇W =

∇[p(x)]W (x)dx
Z

G−1 (x − X)p(x)W (x)dx
Z

−1
xp(x)W (x)dx − X W ,
=G

=

(1.14)

and thus
∇ ln W =

1
∇W
W Z
−1

=G

W (x)
xp(x)
dx − X
W


(1.15)

= G−1 ∆X.
Rearranging, we obtain
∆X = G∇ ln W .

(1.16)

Many studies assume the same exponential form of fitness function, extending β
to a vector, W (x) = αeβx where βx is a dot product. The multivariate generalization
of (1.6) is thus
∆X = G∇ ln W = Gβ.

(1.17)

So far we have focussed on the change in X as a result of sampling (i.e., selection) and
we have not accounted for reproduction. However, if each “selected” type then produces offspring having the same trait value (i.e., no mutations) then (1.17) continues
to hold after both selection and reproduction.
The population’s ability to evolve (it’s evolvability) depends on both the response,
and the strength of selection required to produce it; therefore, a good measure of
5
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evolvability is the response to selection per strength of selection [15]. In the univariate
response, β is the only feature of selection which contributes to ∆X, and so trait
variance σ 2 = ∆X/β has been proposed as an appropriate measure of evolvability.
In the multivariate setting, the same argument suggests that evolvability is captured
by the matrix G. So, in any dimension, the trait covariance structure appears to
capture the evolvability of normally distributed populations.
So far we have assumed that selection of each type occurs without error, but
in reality we do not observe X directly. Rather, X is thought of as a “genetic
trait” (sometimes called the “breeding value”) and we observe a “phenotypic trait”
Z that is determined by X plus some independent environmental noise. Thus the
phenotypic value “Z” can then be written as a sum of independent random variables
Z = X + E, where E is mean-zero environmental noise. X and E are typically
assumed to be Gaussian random variables. The change in mean breeding value is
as before ∆X = Cov(X, W/W ), where W (x) is the mean fitness of individuals with
breeding value x (fitness of a genotype). For normally distributed breeding values
X ∼ N (X, σX ), we have
W
∆X = Cov(X, )
Z W
dW 1
2
= σX
p(x)
dx.
dx W

(1.18)

as in (1.5). However, because only Z is observable, the fitness of a particular genotype
W (x) is manifested through it’s phenotype z, which is affected by the environment;
many different phenotypic fitness values may be associated with a single genotype.
We require a separate fitness function for a phenotype, call it F (z), and it’s relation

6
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to the genotypic fitness is
Z
W (x) =

F (x + e)g(e)de,

(1.19)

where E ∼ g. Assuming the typical exponential form of fitness function F (z) = αeβz ,
we have by Leibniz’s Integral rule
Z
dW
d
=
F (x + e)g(e)de
dx
dx
Z
∂
=
αeβ(x+e) g(e)de
∂x

(1.20)

= βW (x),
and by plugging this into (1.18) we obtain

∆X =
=

2
σX
β

Z
p(x)

W (x)
dx
W

(1.21)

2
σX
β.

Thus the addition of environmental noise has no effect on the change in X. Also note
that in partitioning the phenotype we have assumed E = 0, and so


2
∆Z = ∆ X + E = σX
β

(1.22)

is the phenotypic response in a single trait. This is easily recognized as the univariate
version of the famous ‘Lande equation’ [3]. Variation passed genetically from parents
to offspring σX is called additive genetic variance, and so the appropriate measure
of evolvability (response per strength selection) when considering the environment is
additive genetic variance.
7
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We partition phenotype similarly in a vector of traits, writing Z = {Z1 , . . . , Zd }
as the sum of mutually independent normal random vectors Z = X + E, where X is
a vector of breeding values with distribution p, and E a vector of mean-zero environmental noise with distribution g;
p
T
1
−1
(2π)−d |G−1 |e− 2 (x−X) G (x−X)
p
1
T −1
g(z − x) = (2π)−d |Σ−1 |e− 2 (z−x) Σ (z−x) ,
p(x) =

(1.23)

where G and Σ are assumed to be non-singular. The phenotypic distribution
Z
p(x)g(z − x)dx

π(z) =

(1.24)

is therefore gaussian Z ∼ N (X, P) with P = G + Σ. Denoting the fitness of an
individual with phenotype z as F (z), we can write the mean fitness as an average
over phenotypes or as an average over genotypes
Z
F =

Z
π(z)F (z)dz =

p(x)W (x)dx,

(1.25)

where
Z
W (x) =

F (z)g(z − x)dz

is the mean fitness of individuals with genotype x. The resulting change in mean
phenotype is
Z
∆Z =

(x − X)p(x)

8

W (x)
dx,
F

(1.26)
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and by applying the gradient operator (1.9) to (1.25) we obtain

∇ ln W = G−1 ∆Z

(1.27)

[3]. Furthermore, assuming an exponential fitness function F (z) = αeβz gives ∆Z =
Gβ (Lande’s equation [3]). In the multivariate scenario, evolvability as the response
per strength selection is thus captured by the additive genetic covariance matrix G.
2
Although σX
and G appear to quantify evolvability, there are some issues with
2
using these quantities. Firstly, comparing evolvability between traits using σX
and
2
has units equal to
G is inappropriate due to their dimensionality. For example, σX
2
by the
the square of the trait units. To correct for this, one option is to divide σX

total phenotypic variance σZ2 = V ar(Z), suggesting as a measure of evolvability the
2
/σZ2 . A different option is to scale by trait means (see
classical ‘heritability’ h2 = σX

[14], and [15] for scaling G). Any type of scaling will necessarily involve non-trivial
assumptions, and these authors themselves propose that inappropriate usage of scaled
measures may already constitute a systemic error in the field of evolutionary biology.
To obtain a single measure like the mean scaled heritability for the G matrix
requires some additional considerations. The role of G in the response, and how
best to formulate such a measure of evolvability, is most easily seen in the spectral
decomposition
T
G = λ1 e1 eT
1 + · · · + λd e d e d ,

where λi and ei are the eigenvalues and unit eigenvectors of G. Rewriting Lande’s

9
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equation using this decomposition
T
∆Z = ∆X = Gβ = λ1 (eT
1 β)e1 + · · · + λd (ed β)ed

= λ1 Proj(β on e1 ) + · · · + λd Proj(β on ed )
shows the response to be a sum of scaled vector projections of β onto the unit eigenvectors of G [2]. Thus, it is the eigenstructure of G that determines the response,
and modern measures of evolvability focus on these eigenvalues and eigenvectors.
One unambiguous single measure of evolutionary constraint in the multivariate
normal setting is thus the rank of G (assuming it is nonsingular), since a zero eigenvalue indicates absolute genetic constraint for some combination of traits [3, 4, 8].
Rank estimation is however non-trivial, as modern methods are biased under a wide
range of conditions [5]. To complicate things, constraint may exist in the presence of
full rank if G is ill-conditioned (some extremely small eigenvalues) [2]; ill-conditioned
G matrices arise naturally in simple mutation-drift equilibria [6] and occur frequently
in available data [7]. To measure weaker constraints one may thus propose the extent
of ill-conditioning in G. Two such measures are the dispersion of the eigenvalues of
G [7], and the variance of the eigenvalues λc of the correlation matrix
corr(G) = (diag(G)−1/2 G(diag(G))−1/2

(1.28)

[11], given by
d
X
λi
nD =
λ
i=1 1

and nd = d − σ 2 (λc ),

(1.29)

where λ1 is the largest eigenvalue of G.
Alternatively, observe that the spectral version of Lande’s equation shows G’s
10
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role in rotating the resulting response off of the direction of the selection gradient β.
One may therefore propose as a single measure of evolvability the angle between the
actual response and the optimal β, given by

−1

θ = cos



∆XT β
k∆Xkkβk


(1.30)

[2]. Building upon this idea consider as well the measure of Hansen and Houle (2008),
where evolvability in a multivariate character Z is defined as the population mean
response in the selected direction |∆Z̄| cos(θ) scaled by the strength of selection,
where θ is as in (1.30). Assuming ∆Z̄ = Gβ as derived earlier, evolvability is then
β 0 Gβ/|β|2 . These are only some of the relevant single measures (for a summary of
the above topics see [2]).
These measures tell us about the overall evolvability (or conversely constraint)
[8], but tell us nothing about the underlying cause. One source of evolutionary constraint is the existence of strong dependencies among traits. This is the concept of
‘pleiotropic’ constraint, and will be the focus of this thesis. Measuring pleiotropic
constraint requires more nuanced measures such as [9, 20]. These more general measures consider how the eigenvalues of G decay, and are more powerful. For example,
under the assumption of no interdependence between traits, the decay will follow a
specific distribution given by random matrix theory. Comparing the observed decay
to this expectation allows us to determine whether or not pleiotropic constraints are
present, and to what extent.
Unfortunately, we can only measure pleiotropic constraint using the spectral decay
of G in a very specific scenario; genetic and environmental effects must be normally
distributed, independent, the resulting phenotype must obey a very special fitness
11
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function, and evolutionary change must be quantified by the change in the mean of
the phenotypic distribution only. We do not observe universal normality in natural
distributions, nor in the distribution of environmental effects; which may depend on
the genetic value. Without some strong evidence to the contrary, nature should be
treated as non-normal; previous G related measures should be seen only as approximations. The possibility to predict a strong response and observe none provides
ample motivation for the construction of a measure of evolvability (and constraint)
that relaxes these assumptions.
Furthermore, evolutionary changes occur in the entire phenotypic distribution;
measures based on G represent evolutionary change by changes in only the mean of
the phenotypic distribution. Selection modifies a character distribution in many ways,
an important example being the structure of genetic variance itself. Since this is the
driving factor in the modern understanding of evolvability, considering the change
in mean alone is insufficient. We require a measure that captures the evolutionary
change in its entirety, considering instead the change in distribution.
In the following chapters we present an alternative framework to measure evolvability and it’s constraints in potentially non-normal populations. The appropriate
measure of evolvability is an information theoretical one. Specifically, the KullbeckLeibler divergence between underlying trait distribution π(x) and the distribution
in the next generation, scaled by the strength of selection required to produce this
change. Our general measure is not based in Lande’s equation, but nonetheless reduces in the case of normality to a single measure of the spectrum of G. We therefore
believe that previous measures of evolvability and evolutionary constraint based on
G can be seen as a specific case in this more general formulation.

12
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The flexibility that information theoretical tools offer is biologically invaluable.
In this framework traits can be discrete or continuous, come in large numbers, and
be processed together in a mixed dataset. Owing to properties of the divergence,
our measure is positive and dimensionless, taking a zero value only for independent
traits, and invariant under the common data transformations. This makes comparing
the evolvability between different populations easy. Available entropy estimation
techniques provide us with methods of estimating this measure with minimal, nonincreasing, bias in any system size. This represents virtually any experimental setup
imaginable.
Finally, this measure accommodates any subset of X, and is able to detect and
measure accurately the constraint due to multivariate trait interactions. We propose
this as a measure of pleiotropy. Construction, analysis, and the performance of available techniques for estimating this measure is the focus of Chapter 2. We find that
pleiotropic constraint is heavily dependent on the total correlation information (TCI)
amongst traits, with the remaining dependence falling on the entropy and support
of individual traits. The latter quantities are statistically well understood, but the
sampling distribution of the TCI is not. Here novel mathematics has the opportunity
to drive new understanding of evolution. Taking the first steps towards categorizing the statistical behaviour of pleiotropic constraint we, in Chapter 3, derive the
sampling distribution of the TCI under multivariate normal independence. This, for
normally distributed traits, advances us towards a suitable null hypotheses for tests
of pleiotropy.

13

Chapter 2
Evolutionary Constraint

2.1

Introduction

A key objective in evolutionary theory is to understand how covarying characters
constrain the speed and direction of evolution. Selection acts on the entire suite of
traits making up an organism simultaneously, and genetic interactions between traits
influence the population’s response. The modern view of evolutionary constraint is
geometrical, and centres on the multivariate structure of genetic variance (see Chapter
1). This view was popularized in 1955 by Dickerson, who demonstrated that ample
selective pressure and significant heritability in every trait together do not guarantee
an evolutionary response [1].
The geometry of genetic variance can alone constrain a population’s response
to selection, even in the presence of ample variance. This alleviates the common
observational contradiction of the maintenance of genetic variance in populations
facing sustained strong selection (for a history see [2]). It is not the quantity, but the

14
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quality of variance that allows for evolution. This is reflected in Lande’s equation

∆Z = Gβ

(2.1)

relating the response in phenotypic means to the selection gradient β via the additive
genetic covariance matrix G [3].
Like Dickerson, Lande considers not just the quantity of genetic variance, but
also it’s orientation relative to selection. This framework is powerful due to it’s
simplicity; if the vector β lies near an eigenvector of G with a very small eigenvalue,
the response is constrained. The relevant geometry of the population is captured by
G and the interaction between G and selection determines the population response.
Measures of constraint based on a Landeian response, and so G, are common in
contemporary studies of constraint. However, this approach requires an absence of
gene-environment interactions, and assumes a linear regression of additive genetic
values on phenotypic values; equivalent to phenotypic and additive genetic values
being multivariate normal.
In the following sections we derive a general measure of evolutionary constraint
accommodating both discrete and continuous traits, making no assumptions about
the underlying character distribution. We build upon the ideas of Day, specifically a
recent publication in which he presented a measure of evolvability for discrete traits
[10]. His formulation generalizes existing measures to non-normal distributions, without sacrificing a clear biological interpretation. We extend this formulation to continuous traits, thereby obtaining from first principles a biologically motivated and
general measure of evolvability. In the case of multivariate normality, this measure

15
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depends only on G and the form of selection, and so we propose this as the appropriate generalization of previous G related measures. Assuming a single “most
evolvable” distribution, this general measure of evolvability can then be used to measure evolutionary constraint.

2.2

Evolvability

We consider a population colonizing a new environment or adapting to an environmental change. Consider d quantitative traits of this population, represent each by
a random variable Xi , and assume that the vector of traits X = {X1 , . . . , Xd } has
probability density π(x). The new selective environment will favour a specific distribution of the traits, and in a single generation will modify the existing distribution
to π ∗ . It is likely that the population is sub-optimally adapted from the viewpoint
of selection, that π 6= π ∗ , and we are concerned with measuring this ability to adapt;
the population’s evolvability.
To quantify this we need to know two things. The first is the difference between
distributions π and π ∗ , effectively the change that occurs when the existing distribution π evolves. We formally define this quantity in the following sections, but for now
“D” is only meant to represent a scalar measure of this difference. Populations whose
evolutionary change in one generation, D, is large are considered more evolvable than
those with a small change D.
At the same time, a population might only undergo a large evolutionary change,
D, if the strength of selection is large. Therefore, it is only once we know the strength
of selection required to evolve π to π ∗ that D becomes relevant. Evolvability is the
change in distribution that occurs, per unit selection [10, 15]. This brings us to the
16
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second quantity S, the strength of selection required to evolve π to π ∗ in 1 generation.
With these two quantities, we formally define the evolvability E of the population
as the amount of change that occurs when the existing trait distribution π evolves
into π ∗ , per unit strength selection. Explicitly

E (π, π ∗ ) ≡

D(π, π ∗ )
S(π, π ∗ )

(2.2)

provides a general measure of the evolvability. We have done away with any assumptions of normality, but importantly, as we will later show, this level of generality does
not come at the cost of tractability.
In the case of discrete traits, Day argues that a biologically relevant measure of
difference D is the probability of recovering the π ∗ in random samples from π [10].
An additive measure of this probability is the Kullbeck-Leibler divergence between
π and π ∗ . Divergence is a useful measure of the difference between distributions in
the continuous trait scenario as well, and by substituting the KL-divergence for D in
(2.2) we obtain a single measure of evolvability which applies to both discrete and
continuous traits.
For discrete traits under truncation directional selection, this evolvability reduces
to the information entropy of π [10]. The uniform distribution maximizes the discrete
entropy function over a bounded support, and therefore is in this formulation most
evolvable. The differential entropy function behaves much differently, and cannot be
obtained directly from (2.2). However, if we assume that the uniform distribution
is the most evolvable continuous distribution as well, we can, rather than measure
evolvability, measure it’s “converse”, evolutionary constraint, as deviation from a
uniform most evolvable distribution; deviation being measured as the KL-divergence
17
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between π and the uniform distribution U on the support of π,
Z
C(π) =

π(x) log

π(x)
dx.
U (x)

(2.3)

A value of zero indicates π is uniform from the viewpoint of selection, and so by
assumption the population is maximally evolvable; positive values of C indicate that
π diverges from the most evolvable U , that the population is somehow constrained.
The KL-divergence is a relative entropy measure, and for normally distributed
traits is a function of G. This provides the fundamental connection between (2.3)
and previous G-related measures of evolvability; C is in this case approximated by
function of G and the chosen form of selection. This same dependence is seen in
(1.29), (1.30), and virtually every existing measure [3, 11, 12, 13, 15, 16]. The important difference being that (2.3) is a general measure that recovers G in only the
multivariate normal scenario. This suggests that E , and the resulting measure of constraint, is a viable generalization of previous measures to potentially non-normally
distributed populations under potentially non-linear selection.
Employing the KL-divergence also allows for a high degree of flexibility in which
datasets we can work with. Firstly, the ability to process and compare mixed datasets.
Secondly, the divergence is invariant under bijections; our measure of constraint is
invariant under all common data transformations. If we can accurately estimate the
divergence from sample data, (2.3) is thus an appropriate tool to measure evolutionary
constraint in virtually any imaginable experimental setup.
Direct applications of (2.3) are however not the focus of the following chapters. Instead, we demonstrate how (2.3) can be used to construct a single measure pleiotropic
constraint.
18

2.3. PLEIOTROPIC CONSTRAINT

2.3

Pleiotropic Constraint

In the absence of pleiotropic interactions, any constraint on evolvability will be fully
accounted for in univariate constraints on the marginal distributions of π. As the
degree of pleiotropy increases, a larger component arises from multivariate interactions between genetic characters. (2.3) operates in any dimension, thus we are able
to calculate the constraint present in the individual traits simply by replacing π in
(2.3) with the relevant marginal distribution (denoted πi ). Subtracting from 1 the
ratio of constraint present in the individual genetic traits to the total constraint, we
obtain the quantity
Pd
κ(π) = 1 −

C(πi )
C(π)

i=1

(2.4)

for which a value zero corresponds to no pleiotropic constraint (traits are independent); κ increases to 1 as the total constraint shifts to be solely due to multivariate interactions (see Section 2.4). The interpretation and comparison of different
κ evaluations is made convenient in that increasingly positive values correspond to
increasingly constrained populations.
In its current form, an obvious method for estimating pleiotropic constraint from
real data remains unclear, appearing to require a knowledge of π itself. First, observe
that
Z
π(x) log U (x)dx = log(δ1 δ2 . . . δd ),

(2.5)

where δi is the the difference between the maximum and minimum allowed trait values
for Xi ; size of the support of marginal πi ; in the discrete case δi is the number of
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different values taken by Xi . The pleiotropic constraint (2.4) is thus
Pd
κ(π) = 1 −

C(πi )
C(π)

i=1

Pd

[−h(πi ) + log(δi )]
−h(π) + log(δ1 δ2 . . . δd )
P
−h(π) + di=1 h(πi )
,
=
−h(π) + log(δ1 δ2 . . . δd )

=1−

i=1

(2.6)

where for discrete distributions we substitute h for the discrete entropy H. Estimating
(2.4) in either scenario is therefore equivalent to estimating the entropy and support
of π and it’s marginals, the focus of Section 2.5. Note: the numerator is Watanabe’s
total correlation, a multivariate generalization of the mutual information, the focus
of Chapter 3. Before we demonstrate κ’s estimation using (2.6), we first prove some
statements about it’s bounds and behaviour.

2.4

Properties of κ

The pleiotropic constraint κ is a ratio of divergences and is thus non-negative for all
π. The typical chain rule of differential entropy

h(X) =

n
X

h(Xi |X1 , . . . , Xi−1 ) ≤

X

h(Xi )

i=1

implies that C obeys an opposite inequality,
C(X) = −h(X1 , . . . , Xn ) + log(δ1 δ2 . . . δn )
X
X
≥
−h(Xi ) +
log(δi )
X
=
C(Xi )
20
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between joint and marginal distributions; the entropic chain rule, and so (2.7), applies
in the discrete scenario as well. Equality occurs only when traits are independent,
making κ = 0 for independent traits. As the strength of interdependence between
P
traits X1 , . . . , Xd increases, the fraction C(X)/ C(Xi ) decreases towards zero; κ
increases to 1 along with the degree of dependency between traits. Thus κ measures
the fraction of constraint arising only from multivariate interactions between traits;
pleiotropy.
Observe how κ reacts when we consider including additional traits. With a new
trait Z, we have
Pn
κ(X, Z) = 1 −

i=1

C(Xi ) + C(Z)
C(X, Z)

(2.8)

and there are two possibilities: (i) Z is independent of all other traits Xi . (ii) Z has
some dependancy on one or more Xi . Intuitively, κ should generally increase when
the interdependence in (X, Z) is stronger than among the existing traits. First, the
denominator in (2.8) is simplified as follows:
C(X, Z) = −h(X, Z) + log(δ1 δ2 . . . δn δZ )
= −h(Z|X) − h(X) + log(δ1 δ2 . . . δn ) + log δZ
= C(X) − h(Z|X) + log δZ .
By adding and subtracting C(Z)
C(X, Z) = C(X) + C(Z) − C(Z) − h(Z|X) + log δZ
= C(X) + C(Z) + I(X; Z),
where I(X; Z) is the mutual information between the original set of traits X and the
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new trait Z. Thus
Pn

κ(X, Z) = 1 −

C(Xi ) + C(Z)
.
C(X) + C(Z) + I(X; Z)
i=1

(2.9)

In (i) we have I(X; Z) = 0. Plugging this into (2.9), using (2.7) together with the
non-negativity of C, we have
Pn

C(Xi ) + C(Z)
C(X) + C(Z)
Pn
C(Xi )
≤ 1 − i=1
C(X)
i=1

κ(X, Z) = 1 −

= κ(X).
Equality occurs when C(Z) = 0, corresponding to Z being uniformly distributed
almost everywhere. Otherwise, considering additional independent traits always decreases the constraint. This matches our intuition and offers a simple way to test for
dependence among traits.
In (ii), I(X; Z) > 0, and so κ may increase or decrease. We investigate this by
solving
0 < κ(X, Z) − κ(X)


Pn
i=1 C(Xi ) I(X; Z) + C(Z) − C(X)C(Z)
⇒0<
.
C(X)(C(X) + I(X; Z) + C(Z))
Assuming that existing traits are not independent, the denominator is positive, and
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so we need only consider

0<

n
X



C(Xi ) I(X; Z) + C(Z) − C(X)C(Z)

i=1

(2.10)

T CI(X)
I(X; Z)
> Pn
,
⇒
C(Z)
i=1 C(Xi )
where T CI(X) is the total correlation information among the original traits. κ decreases if the opposite inequality holds. The T CI measures the amount interdependence in a set of random variables, so κ matches our intuition somewhat; interdependence is a driving factor in whether κ increases or not. However, the evolutionary
constraint C on the trait Z and on the existing traits Xi play a role as well. This
clouds our interpretation, yet it remains attractive that observed the changes in κ tell
us something concrete about the dependencies among traits.

2.5

Estimating κ

In natural populations we only ever have estimates of the entropy and support of π
and its marginals. Entropy estimation is an active area of research, and we discuss
the performance of available estimators in Appendix B. The statistical behaviour
and estimation of δi represents a separate issue, and is perhaps the only fundamental
restriction in this formulation. In general, we cannot take enough data to know with
certainty the bounds of a trait space. This would require some sort of knowledge of
every individual from the past, present, and future. In the case of quantitative traits,
the idea of an absolute limit does not seem to have any biological meaning at all; in
a multivariate normal trait we typically agree that δi = ∞. That being said, given a
finite but large enough sample, we are often able to predict with high accuracy say
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the typical largest and smallest salmon.
For common distributions the expected maximum and minimum value in a sample
of size n, and thus δi , can be derived using order statistics; in the normal scenario
the expected sample support is fully determined by the trait variance and n. The
expected value of κ is therefore often known given a well-behaved form of π and
associated entropy function. In the following section we demonstrate this in the
multivariate normal scenario, where we can write the expected sample pleiotropic
constraint as a function of only Σ and n. In this and other cases, we would like to
separate these issues, both conceptually and aesthetically.
Denote the volume of a sample trait space δ1 δ2 . . . δd as the random variable v. Like
the divergence, pleiotropic constraint (2.4, 2.6) is invariant under the transformation
Y = aX, where a = (1/v)1/d . Thus, if we assume the volume of trait space, we can
write the pleiotropic constraint as
P
h(Y) − di=1 h(Yi )
.
κ(π) =
h(Y)

(2.11)

This is a more concise formulation, and separates these tasks logically. If we are
prepared move forward with some assumptions about v then the only remaining task
is the informed choice of an entropy estimator. No available estimator is equipped to
handle any underlying distribution, and this is an active area of study. That being
said, careful application of existing methods does allow for accurate estimation in a
wide range of circumstances. For example, the Edgeworth-based entropy estimator
of [17] performs well, achieving zero bias for multivariate normal distributions, and
in Section 2.5.2 we use this estimate the pleiotropic constraint in the experimental
data from [9].
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We have yet to discuss the statistical behaviour of the sample value κ̂. Mathematical progress is made in Chapter 3, yet we can say little about the expectation
and variance of the random variable |κ − κ̂| for any form of π. For now we would like
to test, in a simple way, the practicality our formulation. In those cases where we
have a closed form solution for κ, the statistical distribution can be simulated given
sufficient computational time. The ability to predict and test a particular κ estimator
given potentially non-normal assumptions about π is a level of flexibility offered by no
other evolvability measure. We begin in the following section with this type of testing
in the normal scenario, and by demonstrating the accuracy of an Edgeworth-based
κ estimator reinforce our claim that measures based on G can in fact be substituted
by κ.

2.5.1

Multivariate Normal Traits

Equation (2.3), and therefore κ, is defined only when the support of π is bounded.
We cannot apply these results directly to a normal distribution, but we may consider
a truncated normal distribution. Consider a sample of size n from N (µ, σ 2 ), denote
the maximum and minimum sample values as a and b respectively, and let δ̂ = b − a.
Rb
Now, with k = ( a N dx)−1 , a truncated normal distribution bounded to the sample
support is N ∗ = kN . If the bounds of the sample trait space are large enough,
N ∗ should be a good approximation for traits that are normally distributed. The
evolutionary constraint of N ∗ is

C(N ∗ ) = −h(N ∗ ) + log δ̂,
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where
Z

∗

N ∗ log N ∗ dx

h(N ) = −
Z

b

= −k

N log(kN )dx
Z b
Z b
N log N dx
N dx − k
= −k log k
a
a
Z a
Z
= − log k − kh(N ) + k
N log N dx + k
a

−∞

(2.13)
∞

N log N dx,

b

and so
δ̂
C(N ) = −kh(N ) + log + k
k
∗

Z

a

Z
N log N + k

−∞

∞

N log N.

(2.14)

b

Both integrals can be made arbitrary small by taking a → −∞ and b → ∞. Thus,
with a sufficiently large sample support we have

C(N ∗ ) ≈ −h(N ) + log δ̂

(2.15)

We can extend this approximation to samples of d traits from a multivariate
normal distribution by considering the divergence between a uniform distribution
and N ∗ = kN (µ, Σ) with
Z

b1

k=

Z
...

a1

−1

bd

N dx

,

(2.16)

ad

where ai and bi are the minimum and maximum sample values of trait Xi . Thus,
with a large enough sample support, the pleiotropic constraint (2.4) in a sample of
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size n from N (µ, Σ) can be approximated by

∗

−h(N ) +

Pd

h(Ni )
−h(N ) + log(δˆ1 δˆ2 . . . δˆd )
P
log |Σ̂| − di=1 log σ̂i 2
=
,
log |Σ̂| + K

κ̂(N ) ≈

i=1

(2.17)

where σ̂i2 is the sample variance of trait Xi , Σ̂ the sample covariance matrix, and
K = log ((2πe)d /δ̂12 . . . δˆd2 ). The expectation of each δˆi is provided by the FischerTippet-Gnedenko theorem (Appendix A), and so given n, the pleiotropic constraint κ̂
depends only on the underlying sample covariance matrix. The relationship between
κ̂ and the true value κ using the underlying covariance matrix Σ is the focus of
Chapter 3.
Our primary goal however is to construct a single measure of the pleiotropic constraint that applies regardless of the underlying distribution. We have shown so far
that this is theoretically possible in general using an entropic form of κ. To demonstrate the practicality of this general approach in the normal scenario we compare,
using a range of different covariance matrices Σ, the mean sample pleiotropic constraint (2.6) using an existing entropy estimator to the true value of κ.
Searching the space of d-dimensional covariance matrices while varying n can be
done in any dimension numerically. Furthermore, we need only consider matrices with
unit diagonal entries, as the underlying divergence based structure makes κ invariant
under transformation from arbitrary covariance matrix to one with unitary diagonals.
For d = 3 the domain of relevant matrices can be captured in 2 dimensional plots, and
so is shown here. Given the covariance between two traits X1 and X2 , the remaining
two covariances define a 2 dimensional space, with bounds defined by the positive
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Figure 2.1: κ̂ and its expectation across the space of 3-dimensional covariance matrices.
Lines denote the value of κ at Σ using sample sizes n = 1000, 10000; points
denote the mean κ̂ value in 100 iterations of n individuals using an Edgeworthbased κ estimator.

semidefinite requirements of Σ; we can generate a plane for any such covariance.
Grid searching these planes is a simple way to visualize the practical accuracy of
estimating κ.
Take for example the plane for Cov(X1 , X2 ) = 0.2 seen in Figure 2.1. The expected value of κ is compared to mean sample κ̂ (using the Edgeworth-based entropy
estimator) along a few contours at different n. Each contour represents a different
value of the third covariance between X1 and X3 . Any number of these contours can
be generated at any resolution, creating as dense a grid as desired. This and the
supporting plots in Appendix C.1 show virtually zero bias, and very low variance in
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κ̂; the Edgeworth-based entropy estimator is centered on the normalized distribution
of X, and therefore has zero bias in this case. We see some error due to sampling
variation. This also manifests as sampling error in support estimates δˆi . However,
the observed variance in an Edgeworth-based κ estimator is very low, and decreases
rapidly with n across the entire parameter space tested (which is extensive).
In higher dimensions visualization becomes increasingly complicated, and increasingly infeasible. In these cases, following [17], we choose to consider independent
covariance structures that are easily generalized to higher dimensions. This process
is presented in Appendix C, wherein we investigate how dimensionality affects the
accuracy of an Edgeworth-based κ estimator in a number of different distributional
families. For normally distributed traits the Edgeworth-based entropy estimator exhibits zero bias, and so as we consider larger groups of traits we observe increasing
sampling error only due to variance in the supports. This appears to be unsettling,
but considering larger and larger groups of traits requires increasing the sample size
to maintain the amount of information we are gathering per trait; additional traits
may depend on any existing trait, and more information is required to achieve the
same level of certainty. If we maintain the system size such that d/n remains a constant as both increase to infinity, we observe zero bias in κ̂. For other families, an
Edgeworth-based estimator achieves only constant bias, and so maintaining d/n we
will have non-increasing bias in κ̂.
These arguments and observations suggest that an Edgeworth-based κ estimator
is appropriate for measuring the pleiotropic constraint in potentially non-normally
distributed traits. In the following section we apply our framework to the CHC
data used in [9]. This dataset captures the cuticle hydrocarbon levels of 8 different
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compounds in the hard outer shells of flies. Females prefer a certain balance of these
8 compounds, and for that reason a signature of selection should lie in these traits.
This data is nearly-normal, visually and by means of standard scoring. But what
we are of course assuming is that this population is not multivariate normal, and
selection is not neutral, basically that there is some multivariate structure to these
traits which determines how selection acts.

2.5.2

Cuticle Hydrocarbons

When we apply an Edgeworth-based entropy estimator in (2.6) to measure pleiotropic
constraint in 8 CHC’s from [9] we find that κ̂ = 0.57. This indicates that about half
the evolutionary constraint present in these traits is due to multivariate interactions.
We can use the sample covariance matrix to evaluate the pleiotropic constraint having
assumed normality (Section 2.5.1). As one may expect with this nearly-normal data,
κ is very similar at 0.53.
Our method operates in any dimension, allowing us to investigate how these multivariate constraints are distributed among the 8 traits; the entire space of possible
trait combinations can be searched easily. By comparing the constraint present in
trait combinations of different dimensionality, to the distribution of constraint under
independence, we can identify the presence and evaluate the level of pleiotropy; how
many traits the average trait depends on. As mentioned previously, the full distribution of κ is not yet known, we derive the distribution of the numerator (the TCI) in
Chapter 3. We will for now simulate the independent case, generating independent
normal data that matches the CHC’s in per trait variance as well as in sample size;
this null model has been used before in [18, 19].
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Panel (a) of Figure 2.2 shows a boxplot of the distribution of sample constraint
(2.6) using the Edgeworth-based entropy estimator, the constraint having assumed
normality, and the constraint under independence (simulated). We find in the average
set of traits, no matter the size, that there is a non-zero level of pleiotropic constraint;
each trait depends on each other. Increasing the number of traits causes the constraint
to also increase. This, matches the behaviour of κ when adding new dependent traits,
further supporting the idea that these traits are mutually dependent. If we were to
assume normality, this would be shown by G having full rank, which it does.
The advantage of our general method is illustrated by comparing the sample
constraint to that calculated with the normal approach shown in Section 2.5.1. This
comparison is meant to highlight the presence of non-normality in the CHC data. We
find that constraint is underestimated, in every dimension, when assuming normality;
this is true in the CHC’s as well as for numerically simulated normal data. This
appeals to our common sense, the data is not quite normal and we should detect
this additional geometry in our evaluation; assuming normality will neglect any nonnormal structure. What we hope to prove by re-analyzing this data is that the nonnormal geometry present in virtually all natural systems plays a role in evolutionary
constraint, and that we can quantify this component of the geometry accurately.
Existing methods cannot detect any non-normal structure in data, and the degree
to which this will offset the constraint estimate from it’s true value is unbounded. It
is likely that we are in a sense lucky with the above population. To demonstrate the
degree to which different amounts of non-normality can offset our estimate we introducing some non-linearity into the underlying makeup of some normally distributed
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Figure 2.2: (a) Sample κ̂ (blue) values using an Edgeworth-based entropy estimator in
every possible trait combination (247 total). In red, κ under the assumption
of normality (Section 2.5.1). Independent κ̂ values (black) using simulated
normal traits with each possible diagonal covariance matrix using the per trait
variances. Box markings represent medians. (b) The potential for error when
wrongly assuming normality in non-normal data (same point conventions).
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traits. In every case the underestimation that we found before when assuming normality is present and more significant. The most severe potential consequence is incorrectly concluding independence (the absence of pleiotropy); G related techniques
sometimes cannot detect the presence of non-normal constraint, and with enough
non-normality will conclude that traits are independent when significant pleiotropic
constraint is in fact present.
In short, we create some independent nearly-normal data that matches the CHC’s
closely in per trait variances and means. Underlying this construction however are
two separate random variables. One a multinormal variable matching the CHC profile, the other a non-normal environmental contribution. The degree of non-normality
is small, and likewise the contribution by environment is relatively small as well. We
would hope to detect this weak non-normal structure, and this is what we observe using our formulation. Unfortunately, under a MVN normal assumption, the structure
is detected at a much lower level. In fact in lower dimensions, assuming normality
often leads to the detection of no multivariate constraints whatsoever; values overlap
significantly with those of the simulated independent set. The degree of this underestimation can be manipulated as large as desired, so in any dimension a normal
assumption leads to the incorrect conclusion of no pleiotropic interactions.
One attractive feature of κ we would like to demonstrate is the ability to process
high dimensional data. We have mentioned already that previous techniques based
on G struggle in this situation. To show this we consider the wider array of traits
available in the CHC’s to perform an interesting calculation about sex differences. In
[20] the extent of pleiotropy is considered, and with our method we can investigate
how these interactions constrain differently the evolution of males and females. This

33

2.6. RELATION TO THE G MATRIX

0.4

0.2

κF -κM

0.0

-0.2

-0.4

2

5

10

15

20

25

30

35

40

45

50

Dimension

Figure 2.3: Constraint differences between the sexes. Because the number of possible combinations is unmanageable in higher dimensions, we randomly sampled only 100
different trait combinations in each dimension to compare κ̂ between males and
females.

reveals and interesting feature of this population, that females are more evolutionarily
constrained by their pleiotropic interactions. We evaluate the average constraint for
variously sized collections of traits and compare between Males and Females in Figure
2.3. We show the average difference in constraint for trait sets of dimension up to 50,
females show a higher average constraint. Interestingly the variation in this difference
decreases as we consider larger combinations of traits. This suggests a fundamental
difference in the effect of pleiotropy on these two groups.

2.6

Relation to the G matrix

The connection between κ and G is a result of our entropic formulation of evolutionary
constraint C (2.3). With a uniform most evolvable distribution, the evolutionary
constraint in breeding values X ∼ N (µ, G),
C(X) ≈ −h(X) + log δ1 . . . δd
1
δ1 . . . δd
= − log |G| + log
,
2
(2πe)d/2
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is a function of the determinant |G| = λ1 λ2 . . . λd . Thus C, and the resulting measure
of pleiotropic constraint

κ(X) = log

λ1 . . . λd
σ12 . . . σd2

 

−1
λ1 . . . λd
log
+ d log(2πe)
,
δ12 . . . δd2

(2.19)

are functions of the spectrum of G. Furthermore, the expected support δi , when n is
large, is 2σi M (n) (see Appendix 1). Given a sample size n, the expected pleiotropic
constraint in samples from X is a function of only G,

κ(X) = log

where ln = log



πe
2M (n)2



λ1 . . . λd
σ12 . . . σd2

 

−1
λ1 . . . λd
log
+ d · ln
,
σ12 . . . σd2

(2.20)

; ln is a decreasing function taking negative values for suffi-

ciently large n (≥ 29 in base e).
Pleiotropy results in the concentration of genetic variance into fewer dimensions
than the number of phenotypic traits measured [21]; the rate of decay in the eigenvalues of G can be used as an indicator for the extent of pleiotropy. For example, under
the assumption of multivariate normal independence, the decay of these eigenvalues
is easily simulated and can be used as a null model in testing the extent of pleiotropic
constraint [19]. Equation (2.20) shows that decreasing one or more eigenvalues towards zero causes κ to approach 1; increased rates of decay in the eigenvalues of
G result in higher κ evaluations. The important difference being that κ is a single
measure of the spectral decay.
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2.7

Discussion

A divergence-based formulation of evolvability offers many advantages over existing
techniques based on G. Previous measures apply only to traits with a multivariate
normal underlying distribution. By relaxing common multivariate normal assumptions we significantly expand the range of truly solvable problems, and (2.2) requires
only that the underlying distribution be absolutely continuous. In addition (2.2) applies to both continuous and discrete traits, as well mixed distributions (a property
of the KL-divergence); a collection of discrete and quantitative traits can be treated
simultaneously. This is essential when we consider binary fitness measures like mating success. Finally, this method shifts our focus off of the trait mean, considering
instead the response in the trait distribution itself; (2.2) captures the evolvability in
it’s entirety.
This approach is limited only by our willingness to assume a most evolvable distribution, and the accuracy of available entropy estimators. The Edgeworth-based
entropy estimator from Van Hulle [17] offers zero bias for gaussian mixture densities,
and constant bias for a wide range of underlying distributions. So in practice as well,
a much broader range of problems can be approached with rigour. Specifically we
move into the family of all pdf’s admitting a currently available convergent entropy
estimator. Formally, it has been shown that the estimation of entropy functionals
is possible with zero bias for all absolutely continuous densities, and some others.
We do not have these estimators yet, but can expect to. The multivariate normal
distribution is a tiny speck in this large family (2.4) of possible populations, of which
we can ask biological questions now with confidence. If one day an estimator is found
that converges over the entire space of absolutely continuous pdfs, this formulation
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Figure 2.4: A visualization of the potential family of distributions 2.6 may apply to in the
future. Shifting the reliance on G instead to the problem of estimating entropy
extends the range of problems we can solve for now to the dashed boundary.
Current work suggests that the family is in fact larger, possibly as large as all
pdfs.

applies to virtually all possible populations.
The field of information theory is active and rapidly progressing. Most significant
advances in entropy estimation have happened quite recently, and will not stop any
time soon. We can therefore expect a rapid increase in the size of the family of
immediately approachable problems. There is a resulting increase in the size and
dimension of datasets that we can analyze with this framework. The benefits of this
need not be stated. Armed with a convergent estimator, the problem of obtaining
the entropy of large datasets is hand in hand with computational speed. This is not
a limitation that we typically worry about when it comes to theoretical biology.
This all suggests that by using this framework, and adapting the choice of entropy
estimator as they get better, we will be able to approach a massive family of problems,
and larger and larger datasets. This could increase potentially very far, adding as
37

2.7. DISCUSSION

time passes new distributions for which the available estimators have zero bias. No
previous technique offers this type of potential for growth within a single framework.
For example, the accuracy of covariance matrix or spectrum estimation is strongly
limited by dimension. As all G related techniques require G itself, this suggests a
fundamental limit for these existing techniques.
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Chapter 3
Sampling Distribution of the Total Correlation
Under Multivariate Normal Independence

3.1

Introduction

Mutual information quantifies the information shared between two random variables
[1, 2, 3]. This concept can be been generalized to d variables in a variety of ways
[4, 5, 6, 8], with the most direct generalization being Watanabe’s total correlation

T (X) ≡

d
X

h(Xi ) − h(X)

(3.1)

i=1

where X is a vector whose components are the d random variables X1 , . . . , Xd , and
for continuous random variables h(Xi ) is the differential entropy of Xi and h(X) is
the joint differential entropy of X. The total correlation T (X) quantifies, in a general
sense, the information shared among all the d random variables. The total correlation
is non-negative and in the case where all d random variables are mutually independent
we have T (X) = 0 [7, 8]. For the special case where X is multivariate Gaussian with
arbitrary mean and covariance matrix Σ the total correlation can be written explicitly
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as
d

1X
1
T (X) =
log σii2 − log |Σ|
2 i=1
2

(3.2)

where σij2 is the ijth entry of Σ. When the Xi are independent we have σij2 = 0 for
2 2
2
all i 6= j and so log |Σ| = log σ11
σ22 · · · σdd
, giving T (X) = 0 in equation (3.2) as

expected.
The total correlation provides a natural way to determine if a set of random
variables are mutually independent but, because of sampling variation, even if a set
of random variables are mutually independent the total correlation measured using a
finite sample will typically be positive. Therefore, it is of interest to know its sampling
distribution under independence. Here we derive the sampling distribution of (3.2) in
the case where the Xi are standardized (i.e., zero mean, unit variance), independent,
Gaussian random variables.
Previous authors have proposed exact expressions for the mean and variance of the
sample total correlation [9]. In fact, Guerrero derived a moment generating function
for the sample total correlation using the distribution of the log-determinant of a
Wishart matrix (see Wilks [10, 17]). Unfortunately the asymptotic approximation of
Guerrero’s result does not match the results of Marralec [11] suggesting that one of the
two is incorrect. We will resolve this discrepancy by deriving the moment generating
function directly from our expression for the pdf of the sample total correlation. Our
results match those of Marralec [11] in the limit of large sample size suggesting that
the moment generating function of [9] is incorrect.
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3.2

Definitions and Preliminaries

Let X represent a d-variate zero mean Gaussian random variable with covariance
matrix Σ = Id where Id is the d-dimensional identity matrix. Let {x1 , . . . , xn } denote
a sample of n draws from the distribution of X. The sample covariance matrix
P
is Σ̂ = (1/n) ni=1 xi x0i = {σ̂ij } and nΣ̂ is Wishart distributed with n degrees of
freedom, which we denote as nΣ̂ ∼ W (Σ, d, n). The sample total correlation is
computed as
d

1X
1
Tb(X) =
log σˆii 2 − log |Σ̂|
2 i=1
2

(3.3)

Odell and Feiveson’s 1966 result [15] provides a convenient way to characterize a
Wishart-distributed matrix. Suppose that Vi (1 ≤ i ≤ d) are independent chi-square
random variables with n − i + 1 degrees of freedom. Suppose that Nij are independent
standardized normal random variables for 1 ≤ i < j ≤ d, also independent of every
Vi . Now construct the random variables
b11 = V1
bjj = Vj +

j−1
X

Nij2 ,

2≤j≤d

i=1

(3.4)

p
b1j = N1j V1

2≤j≤d

i−1
X
p
bij = Nij Vi +
Nki Nkj , 2 < i < j ≤ d
k=1
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Then the matrix B = {bij } is Wishart-distributed W (Id , d, n) and thus we have

nσ̂ii2 ∼ bii ∼ Vi + Ai

(3.5)

1<1≤d

where Ai are independent chi-square random variables with i − 1 degrees of freedom
and we define A1 = 0. Now following Sawyer [14] we can also define the lower-diagonal
matrix T = {tij } as
tii =

p
Vi

tij = Nij

1≤j<i≤d

tij = 0

i<j≤d

and thus B = T T 0 . Furthermore, |B| = |T T 0 | = |T |2 =

(3.6)

Qd

2
i=1 tii

=

Qd

i=1

Vi , revealing

that
d

n |Σ̂| ∼

d
Y

Vi

(3.7)

i=1

Result (3.7) is a special case of results found in Wilks [10]. For analogous results
involving complex matrices see Goodman [13].

3.3

Theorem

The sample total correlation for a set of d independent, standardized, normal variables
is distributed as


d−1
1X
i
b
T (X) ∼
log 1 +
Fi,n−i
2 i=1
n−i
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where n is the sample size and Fi,n−i are independent F-distributed random variables
with i and n − i degrees of freedom.
Proof
Writing (3.3) as
1
Tb(X) = log
2

Qd

i=1

σˆii 2

|Σ̂|

(3.9)

and using (3.5) and (3.7) one obtains
Qd

(Vi + Ai )
Qd
i=1 Vi


d
Y
1
Ai
∼ log
1+
2
Vi
i=1


d
1X
Ai
∼
log 1 +
2 i=1
Vi

1
Tb(X) ∼ log
2

i=1

Scaling each chi-square by their corresponding degrees of freedom and re-indexing
completes the proof.
Corollary
The moment generating function for Tb(X) is
Γ( n2 )
MT̂ (t) =
Γ( n−t
)
2


d−1 Y
d−1
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i=1

Γ( n−i−t
)
2
n−i
Γ( 2 )

(3.10)
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where Γ is the gamma function. This gives the mean and variance as
d−1

µT̂ =

d−1
1X n−i
ψ(n/2) −
ψ(
)
2
2 i=1
2

σT̂2 = −

d−1
1X

d−1 0
ψ (n/2) +
4
4

ψ0(

i=1

(3.11)

n−i
)
2

where ψ is the digamma function.
Proof
Define Yi = log 1 +

i
F
n−i i,n−i


. It be can shown that Yi has pdf
i

(1 − e−y ) 2 −1 (e−y )
fYi (y) =
B( 2i , n−i
)
2

n−i
2

y>0

where B is the beta function. The moment generating function for Yi is therefore
Γ[ n2 ]Γ[ n−i−2t
]
2
φi (t) = E[e ] = n−i n−2t
Γ[ 2 ]Γ[ 2 ]
tYi

The random variables in the sum of (3.8) are independent, and therefore the mgf for
Tb(X) is the appropriate product of functions φi as given in equation (3.10). Equations
(3.11) then follow directly from properties of moment generating functions, and the
fact that
d
(Γ[k − t])t=0 = −Γ[k]ψ[k]
dt
Comment: Guerrero [9] obtained a formula for the mean and variance of T̂ (except
for a typo in the variance) using Wilks’ [17] moment generating function for the
generalized variance. These are remarkably close to (3.11), but the proposed mgf for
the sample total correlation appears to be incorrect.
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3.4

Asymptotic Approximation

Here we obtain the asymptotic approximation of the mean given by Marralec & Benali
[11] for large n. The expansions of the digamma function and it’s derivative presented
there are

n
i
1 − 3i2
n−i+1
= ln − +
ψ
+ O(1/n3 )
2
2
2 n
6n


2
2i
n−i+1
= + 2 + O(1/n3 )
ψ0
2
n n


Adjusting the index in (9), the sample mean total correlation is, asymptotically
d

d−1
1X n−i+1
µT̂ =
ψ(n/2) −
)
ψ(
2
2 i=2
2
 
d(d − 1) 2d3 + 3d2 − 5d
1
=
+
+O
2
4n
24n
n3
The methods of Marralec & Benali [11] do not allow for derivation of the asymptotic
variance but from (3.11) we can obtain
d

σT̂2 = −
=

d−1 0
1X 0 n−i+1
ψ (n/2) +
ψ(
)
4
4 i=2
2

d(d − 1)
+ O(1/n3 )
4n2

We would also like to know the asymptotic behaviour of the entire distribution
(3.8). Girkos central limit theorem [18] implies asymptotic normality of the sample
log-determinant, as seen in the work of Bao et al., and Cai et al.. [19, 20]. This suggests the existence of a central limit theorem for T̂ ; normality of the total correlation
(3.1) when d is large. The density of T̂ is a sum of independent but non-iid random
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variables Yi , where the index increases with d. Therefore we apply Lyapunov’s central
limit theorem. Define
s2d,n

=

d−1
X

Var[Yi ] = 4σT̂2

i=1

If Lyapunov’s condition, that for some δ > 0

lim

d→∞

d−1
1 X

s2+δ
d,n

E[|Yi − E[Yi ]|2+δ ] = 0

i=1

is satisfied, then
d−1
1 X

sd,n

(Yi − E[Yi ]) →
− N (0, 1),

i=1

where convergence here is in distribution. For δ = 1 entries in Lyapunov’s summation
represent each Yi ’s 3rd central moment, for which the generating function is Ci (t) =
e−E[Yi ]t Mi (t), where Mi (t) is the moment generating function of Yi

Ci (t) = e−E[Yi ]t

− t]
Γ[ n2 ]Γ[ n−i
2
n
Γ[ 2 − t]Γ[ n−i
]
2

The 3rd central moment is
d3
Ci (T )
dt3

t=0

n
n−i
= ψ (2) [ ] − ψ (2) [
]
2
2

and Lyapunov’s condition is now
Pd−1
lim

d→∞

(2) n
(2) n−i
i=1 (ψ [ 2 ] − ψ [ 2 ])
Pd−1 0 n−i
( i=1 ψ [ 2 ] − ψ 0 [ n2 ])3
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However, our global condition n > d, to guarantee non-singular Σ̂, requires n to approach infinity as well. We can therefore apply the asymptotic polygamma expansion
of [11]. We have shown ψ 0 already, and we require as well
n−i+1
ψ (
)=−
2
(2)




4
8i
4
+
+ O(1/n )
n2 n3

Applying the expansions to Lyapunov’s condition we find that, while increasing d and
n with n > d, the numerator and denominator both monotonically increase. Additionally, the expansions reveal that for n > d the denominator increases faster (order
d3 versus d2 ). Therefore, sd,n > 0 throughout the limit and Lyapunov’s conditions
holds. However, the above central limit theorem has the additional requirement that
sd,n > 0 for all n. The distribution of each individual Yi converges to a delta function
at the origin, suggesting that sd,n may vanish in the limit of n.
To address this, suppose that d = d(N ) and n = n(N ) depend on a variable N so
that as N → ∞, both d(N ) and n(N ) → ∞. Since n > d we have
d(N )
→ y,
n(N )

0<y<∞

Increasing N simultaneously increases d and n while maintaining n > d. Under this
condition the asymptotic approximation of σT̂2 gives
 y
3
− + y 2 + O(y 3 /d3 )
N →∞
n

lim s3d,n = lim

d→∞

= y5
As long as n > d is maintained, we have by definition y > 0. Therefore the above
limit is also positive. All the necessary conditions of Lyapunov’s central limit theorem
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are satisfied by the random variables Yi .
The sample total correlation converges in distribution to a normal distribution
with mean and variance given by (3.11)


d−1
X
i
1
log 1 +
Fi,n−i
Tb(X) ∼
2 i=1
n−i
d−1

1X
=
Yi → N (µT̂ , σT̂2 )
2 i=1
Comment: We have explicit statements for the first three central moments of (3.8),
and a pattern is beginning to emerge. It appears as though the k th central moment is
closely related to the derivative of central moment k−1. This is not the case for central
moments higher than 3, but the cumulants do yield such a relation. Specifically the
k th cumulant is
"
#
d−1
X
n
n
−
i
(−1)k−1
(d − 1)ψ (k−1) [ ] −
ψ (k−1) [
]
2k
2
2
i=1
and through the recurrence between central moments and cumulants we can from
here recover any desired moment.
Proof
The cumulant generating function K(t) for Tb(X) is the natural logarithm of the
moment generating function (3.10). The k th derivative of K(t) by t evaluated at
t = 0 is the k th cumulant of Tb(X).
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3.5

Connection to Random Matrices

The above construction of d = d(N ) and n = n(N ) leads to an interesting connection
to random matrix thery. Suppose we have a multivariate normal population with
identity covariance matrix and we obtain the sample covariance matrix. Assuming
that we maintain system size such that d/n = y as above, the sampling distribution of
eigenvalues for this matrix converges in the limit of large N to the Marchenko-Pasteur
distribution. This is the limiting distribution of eigenvalues of Wishart matrices, and
the density is defined as
p
n (α+ − x)(x − α− )
M Py (x) =
2dπx
for α− ≤ x ≤ α+ where α± = (1 ±

√

(3.12)

y)2 .

Johnson [21] showed under our assumptions that − 12 log |Σ̂| converges in probability to
d
((1 − y) log (1 − y) + y)
2y

(3.13)

As n → ∞ we have in (3.3) that σˆii → 1; the sample covariance matrix becomes
identical to the underlying identity matrix. The expectation of the second term in
(3.3) is then zero. Therefore (3.13) is an appropriate statistic for the mean sample TCI
in the large system limit. Our asymptotic approximation, with y = d/n, approaches
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this quantity.
y
y2 d 1
lim µT̂ = (d − 1) + ( + ) + O[1/n]3
n→∞
4
4 3 2
2
dy dy
=
+
+ O[y]2 + O[y/d]3
4
12
dy dy 2
=
+
+ O[y]3
4
12
The interesting connection here is that by expanding the logarithm in Johnson’s result
we recover the above statement.
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Chapter 4
Summary and Conclusions

4.1

Summary

Evolvability is a population’s ability to change through natural selection. Fundamentally, this change occurs in the population’s underlying trait distribution, and
so a general measure of evolvability is the change in trait distribution scaled by the
strength of selection required to produce the change. Existing measures of evolvability have considered only the change in trait mean. For both discrete and quantitative
traits, a biologically relevant measure of distributional change is the Kullbeck-Leibler
divergence. Thus the KL-divergence between trait distribution before and after selection, scaled by the strength of selection, is a positive and dimensionless measure of
evolvability, equal to zero only when selection is unable to modify a single observable
feature of the population.
There is no evidence for universal normality in trait distributions, and with this
approach there is no need to make this assumption; existing measures based on G
do. That being said, this general method should and does reduce to a function of G
in the multivariate normal scenario; G captures the true structure of trait variance
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in this case. Taking a more general approach to evolvability therefore comes at no
cost; existing measures can be placed within this more general framework.
Taking this information theoretic approach makes estimating evolvability an issue
of estimating entropy; divergence is a relative entropy measure. Fortunately, there is
a large body of information theoretic literature, and accurate entropy estimation is
well understood and feasible for well-behaved distributions. In fact, recent evidence
suggests that estimation will be possible with zero-bias for all absolutely continuous
densities. On the other hand, the potential for error due to wrongly assuming normality is practically unbounded; G has no relation to the structure of trait variance in
general. Even in the best possible scenario, the case of d normally distributed traits,
we will always observe some degree of non normality in finite samples; in high enough
dimensions the resulting error may be catastrophic. Thus any uncertainty in our ability to measure the entropy pales in comparison when we consider the consequences
of incorrectly using G.
Consider as well the practical advantages of this formulation. Employing the
divergence gives us the ability to process mixed datasets of both quantitative and
discrete traits; this is essential when considering binary fitness measures. Furthermore
properties of the divergence make our measure of evolvability invariant under common
data transformations (bijections). It seems possible that this formulation will, given
sufficient advances in entropy estimation, accommodate any imaginable experimental
setup.
Taking (2.2) to be the appropriate measure of evolvability, we immediately obtain
a viable measure of pleiotropic constraint. The divergence operates in any dimension,
and so we are able to quantify the constraint on evolvability arising from interactions
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between traits by comparing the univariate evolvability of individual traits to that of
the multivariate suite as a whole. Owing to properties of the divergence, our measure
is sub-additive, and so our measure of pleiotropic constraint takes values between 0
and 1, where increasing values correspond to a larger portion of constraint arising
from dependencies between traits. Again, like evolvability, this measure is a function
of G for normally distributed traits.
This step does however come at an immediate cost; we do not yet understand the
statistical behaviour of this quantity. We made strides towards this in Chapter 3 by
deriving the sample distribution of the TCI under normal independence, but this is
only a small piece of the puzzle; we need to consider in addition the denominator. If we
succeed in characterizing the distribution of pleiotropic constraint under multivariate
normal independence we immediately gain the ability to develop null hypothesis for
testing the existence of pleiotropy in that scenario. Obtaining this, as well as the
distribution under independence for other common multivariate families, represents
a valuable future direction in this line of thought.
Taking a more general view of evolvability expands the scope of solvable problems,
and in doing so we form strong connections to current problems in mathematics. Concentrating the focus onto specific problems shared between the disciplines advances
the pace of progress. For example the connections to random matrix theory described
in this work show how results from RMT can immediately provide biologists with new
tests of pleiotropic constraint. In fact, recently this type of advancement has already
occurred for techniques based on G, [19] applies results from RMT to develop exactly
the same null test of pleiotropy as discussed in this work. The difference being that
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our formulation will benefit from advances in every distributional family, in quantitative and discrete traits as well their mixtures.
A similar connection to entropy estimation will drive only our method forward.
This is a highly valued problem, and with this focus comes a rapid advance in the
number of distributional families for which we can estimate with zero bias a population’s evolvability or it’s constraints. The resulting increase in size and type of
datasets we can analyze using our formulation will not be seen in the existing G related techniques. In increasing dimensions, non-normalities due to sampling variation
will result in increasing error in estimates of evolvability and it’s constraint. There
seems to be in this way an absolute limit to the practical usage of G that is not
present in a entropy based formulation.
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Appendix A
Expected Support of a Normal Sample

Consider a normally distributed trait X ∼ N (µ, σ 2 ). We can write the expected
support δi of n samples of X as 2σi Mn , where Mn is the expected maximum value
in n draws from φ = N (0, 1). Denoting the c.d.f of φ as Φ, the maximum value Mn
follows the distribution


n

(Φ(x)) ≈ FEV

x − µn
σn


,

where FEV = exp(− exp(−x)) is the cumulative density function for the extreme
value distribution, and

µn = Φ−1 (1 −

1
),
n

σn = Φ−1 (1 −

1
) − µn .
en

When n is large, the mean maximum value is
v
u
u
Mn = tlog

n2
n2
2π log( 2π
)

! 
· 1+

where γ is the Euler-Mascheroni constant.
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+o
log n



1
log n


,

Appendix B
Estimating Entropy

The construction of entropy estimators began shortly after Shannon’s famous Theory of Communication [1] (as early as 1958 [2]); currently there is a vast number of
such statistics. One popular option is to consider k-nearest neighbour or spacings
estimates. See Vasicek’s foundational 1976 result [3], it’s modifications by Correa,
Dudewicz, and van der Meulen [4, 5], and it’s generalization by Van Es [6]. I am
not aware of any direct applications of these techniques in measures of evolutionary
constraint (but for an application to the related problem of estimating mutual information see [8]). These estimators perform well for a wide range of densities in 1
dimension, but do not generalize to higher dimensions, suffering at best a significant
loss in accuracy. The alternatives, including kernel estimators, histogram estimators,
and many more (for a general review see [6, 7]), have the same shortcoming.
Consider instead the estimator of Van Hulle [17] based on the Edgeworth expansion [9]. Expanding the underlying density function about it’s best normal estimate
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φπ (i.e., with the same mean and covariance matrix) gives
!
1 X i,j,k
π(v) ≈ φπ (v) 1 +
k hijk (v) + κ
3! ijk
q
with k i,j,k = kijk / s2i s2j s2k and hijk is the i,j,kth hermite polynomial; kijk is the
sample third cumulant over input dimensions i, j, k, and si is the sample second
central moment over input dimension i. The term κ collects terms that will vanish
when we construct the entropy. The multivariate cumulant kijk can be written as a
summation of products of moments using a generalization of the classic Leonov and
Shiryaev (1959) result for scalar variables by Jammalamadaka (1991) [10, 11]. For a
random vector x = {x1 , . . . , xn }. The nth cumulant is

Cn (x) =

n
X

n(−1)m−1 (m − 1)!

X

−1
Kp(L
) (d(1:n) )

L ∈P(1:n)
|L |=m

m=1

⊗
Y
j=1:m

E

⊗
Y

xk

k∈bj

where the second summation is taken over all possible ordered partitions L ∈ P(1:n)
−1
length m and Kp(L
) (d(1:n) ) is a permutation matrix defined by the partition L . From

this we obtain the fifth order approximation of the entropy
1
h(π) = h(φπ ) −
12

d
X

d
X

d
1 X i,j,k 2
i,i,i 2
i,i,j 2
(k ) + 3
(k ) +
(k )
6 i,j,k=1
i=1
i,j=1
i6=j

!

i<j<k

which converges on the order of O(n−2 ). This estimator has constant bias in all
dimensions for many families, and most importantly for our purposes, zero bias for
gaussian mixture densities. We use this estimator throughout this paper when evaluating κ for sample data.
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Appendix C
Numerical Testing of κ

To establish a connection to the role of G in previous studies of evolution, our discussion has focused entirely on traits with a multivariate normal underlying density.
In the previous section we mention that the Edgeworth estimator employed in this
body of work has zero bias for Gaussian densities, and so it was unsurprising to find
in 2.5.1 the ability to estimate with high accuracy the evolvability and multivariate
constraint for normal traits. We add support to our claims in 2.5.1 by completing
a more thorough search of the space of Gaussian populations in dimension 3, also
generalizing this to higher dimensions under the assumption of independence, finding
likewise low error.
It is however the other multivariate families that would reveal a problem with
using in (2.4) the Edgeworth estimator, and we would like, until we can derive the
true statistical behaviour of multivariate constraint (See Chapter 3), to experiment
with different families and observe how our estimator reacts.
We can very simply construct high dimensional sets of independent data belonging
to any family by appending multiple iterations of the same distribution into a vector.
This only gives us an idea of how κ behaves in higher dimensions for independent
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populations but this is in itself a valuable question, provided that multivariate generalizations of some distributions are unavailable. In [17] this process is presented for
independent Multivariate normal and exponential traits. We extend this analysis to
include other families as well. For all families these tests show promisingly low error.

C.1

Three Gaussian Traits

For three gaussian traits we have demonstrated the accuracy of the Edgeworth based κ
estimator for a very restricted subspace of allowed 3 dimensional covariance matrices.
We showed there the subset of covariance matrices having covariance between trait
1 and 2 equal to 0.2. Here, to demonstrate that this occurs on all such slices, we
present the distribution of κ over a much larger space. As we did not specify earlier,
we briefly outline our algorithm for searching the space of Σ.
Given that the matrix





 1 p q 



Σ=
 p 1 r 


q r 1
is a covariance matrix, and therefore positive semi-definite, we have the following
conditions on the off diagonal entries.
−1 < p < 1,

−1 < q < 1,
p
p
pq − 1 − p2 − q 2 + p2 q 2 < r < pq + 1 − p2 − q 2 + p2 q 2
For any allowed value of p, these inequalities give a corresponding rectangle in q, r
space to be searched. By dividing this rectangle into a grid we can search the space
of allowed Σ for that value of p. Then by performing this search for many values of
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p between −1 and 1 we complete a simple grid search of the space of allowed three
dimensional covariance matrices. We need only show positive values as well since
negative values of p result in identical contours simply flipped along the y axis. This
of course relates to the underlying divergence-based invariance of κ.
Below, we present the result of this grid search for p = 0.01, 1/4, 1/2, 3/4, and
0.99. We could have an evenly spaced grid, yet this does not show the interesting
behaviour of κ without being overly cluttered. This set was chosen since intermediate
values of p all behave very similarily; It is only when p becomes extremely small or
close to 1 that we see any increase in the sampling error. The grid we chose to apply
to the q, r rectangles is 10x10 with ten equal subdivisions along the each axis. We
chose to only show the results of the first 8 divisions along the q axis to prevent the
presentation from being cluttered; once q approaches 1 the lines of κ become very
tightly packed, and so very similar.
This method effectively searches the entire space except except for the case of
two or three very small covariances. We perform this separately. If we assume a
population is normal, then we can find a very similar one somewhere in these plots
(or in the inverted ones), each of which showing very low error. Additionally we
are using a sample size of only 500 individuals, a relatively small sample. For large
populations the error is negligible. This collection supports our claim that the error
in estimating the evolvability and pleiotropic constraint with 2.6 is globally low in
dimension 3 for reasonably sized samples.
We find again the this error is biased towards underestimation of constraint when
assuming normality. We would expect for example that just from plugging the identity matrix into our κ formulation that we should always find no constraint. This is
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constraint over 100 iterations of n =
500 individuals using the Edgeworthbased κ estimator.
69

C.2. INDEPENDENT MULTIVARIATE DISTRIBUTIONS

after all how we built it to act. The underestimation when assuming normality does
not stem from the choice of estimator, as it has zero bias. Neither from the estimation of a traits support as this error is centred on zero and symmetrical. However,
we see in the above plot that in every dimension we find some positive amount of
constraint. Underestimation of this type is due to the fact that we estimate κ from
sample covariance matrix, a random matrix. In Chapter 3 we apply some results
from random matrix theory to investigate this further, showing why this occurs. In
conclusion, the accuracy of estimating evolvability and multivariate constraint using
2.6 is low, and frequent underestimation when assuming normality should be seen
as a positive observation, indicating that κ is able to detect non-normal character in
every randomly sampled set.

C.2

Independent Multivariate Distributions

We have shown that the Edgeworth estimator can handle the space of possible 3
dimensional gaussians. We cannot as easily show such a plot in higher dimensions
as the space of relevant covariance matrices becomes very large very fast. We can
however perform some tests about how a single structure effects the κ estimator as
the dimension increases. The simplest structure that we can generalize is the matrix
describing a set of independent traits, as it is diagonal. Below we show the result of
such a test for d independent gaussian traits with unit variance. We include in this
plot the same type of construction for many families. As we do not have statements
for the expected support of all families shown below, we will use as the support the
sample support.
Observe that as dimension increases we see increasing error in our κ estimator. [17]
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Figure C.2: Multivariate constraint in independent traits for fixed n as dimension
increases. Here we have applied the Edgeworth estimator to populations
of size 500 in different dimensions up to 40
shows that this is not the case when estimating just the entropy, as the Edgeworthbased estimator achieves zero or constant bias in all dimensions. Additionally, when
we use as the support the known expected support for a normal distribution we find
the same zero bias 2.5.1. The difference here importantly being that we have not
assumed the form of the support for the normal distribution, or any other family.
The increasing error in this visualization stems from errors in estimation of the
support. For a single trait, there will always be some error in estimating the support δi
due to sampling variation. As we consider larger and larger sets of traits these errors
combine to affect κ in an additive fashion, due to the term log(δ1 . . . δd ). Therefore,
we expect to see as dimension increases a corresponding increase in sampling error
that scales like the logarithm of the error in estimating δi . We do not here present
the statistical behaviour of the support or estimators of this quantity. For now, we
are satisfied knowing that this error is small. Also, this error is measurable given an
assumption about distribution of X, and so can be eliminated given some a priori
assumptions about the population.
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Figure C.3: Multivariate constraint in independent traits assuming the ratio of dimension to sample size remains constant as d → ∞, same conventions as
Figure C.1.
We find that estimation of multivariate constraint from real data is feasible using
(2.6) in any dimension, for any of the above independent families. If we assume the
underlying distribution to be one of the members of this family, then the error in
estimating support can be accurately quantified, and therefore eliminated. Given no
assumptions about the underlying density of X, error in estimation of κ increases
along with the error in estimating support for all families tested. This is not surprising, as increasing the dimesion increases the complexity of the population, and so
would require an increase in sample size to maintain the same confidence.
We can easily investigate this further by setting sample size n = n(N ) and d =
d(N ) such that as N → ∞ we maintain a constant d/n ratio. This ensures that as
the dimension increases the sample size does as well, maintaining the ratio of our
system’s dimensions. When we do this, we observe a constant bias for all families.
This bias decreases as we decrease the ratio of d/n, and so increasing the amount
of information we have about the population decreases our uncertainty in κ. This
alleviates any concern in estimating κ; we naturally require more information about
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Figure C.4: Visualizing the affect of system dimension on error in measurements of
pleiotropic constraint in independent traits using κ. The function f simply shifts the expected constraint from 0 to 1 for easy visualization
more complex populations. We can see how changing the ratio of systems dimensions
affects the accuracy in these final plots. Here the true constraint has been shifted to
1, and we see that as less information per trait is collected (lower d/n), our overall
accuracy decreases too. As long as our system dimensions are ‘tall’ enough for the
dimension the error due to random sampling is manageable.
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