Deep Cancer Classifier:
Exploring microRNA Regulation of Cancer
with Deep Learning

by

Blake Pyman

A thesis submitted to the
School of Computing
in conformity with the requirements for
the degree of Master of Science

Queen’s University
Kingston, Ontario, Canada
November 2018

Copyright © Blake Pyman, 2018

Abstract
Background: MicroRNAs (miRNAs) are small, non-coding RNAs that negatively
regulate gene expression. Differential expression observed in miRNAs, combined with
advancements in deep learning (DL), have the potential to improve cancer classification by modelling non-linear miRNA-phenotype associations. We propose a novel
miRNA-based deep cancer classifier (DCC) incorporating genomic and hierarchical
tissue annotation, capable of accurately predicting the presence of cancer in wide
range of human tissues.
Methods: miRNA expression profiles were analyzed for 2530 neoplastic and 5184
non-neoplastic samples, across 38 organ types involving 78 organ sub-structures and
173 cell types. Specificity of miRNA expression was explored in relation to tissue type
and neoplasticity, adjusting for sampling bias using three levels of hierarchical annotation. A DL architecture composed of stacked autoencoders (AE) and a multi-layer
perceptron (MLP) was trained to predict neoplasticity using 845 high-confidence miRNAs. Additional DCCs were trained using expression of miRNA cistrons and sequence
families, and combined as a diagnostic ensemble. Predictive importance of miRNAs
was measured using backpropagation, and top miRNAs analyzed in Cytoscape using
iCTNet and BiNGO.

Results: Performance of the DCC was tested on an unseen, randomly selected
set of 1511 samples.

The model classified cancer with 94.73% accuracy, 98.6%

AUC/ROC, 95.1% sensitivity, and 94.3% specificity. A concise assay of the 20 most
predictive miRNAs achieved 85.0% accuracy, 93.3% AUC/ROC, 92.3% sensitivity
and 74.9% specificity.
Conclusion: Deep autoencoder networks are a powerful tool for modelling complex
miRNA-phenotype associations in cancer. The proposed DCC improves classification
accuracy by learning from the biological context of both samples and miRNAs, using
genomic and anatomic annotation. Analyzing the trained DCC also provides estimates of miRNAs importance for cancer prediction, which can be used for feature
selection and biological discovery, by performing gene ontology searches on the most
highly significant features.
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Chapter 1
Introduction

1.1

Motivation

Each year across the globe over 14 million people are affected by cancer. It is the cause
of roughly one in six deaths worldwide, and in Canada cancer is the leading cause
of mortality, implicated in approximately 30% of all deaths [92, 78]. The prospects
of successful treatment are highly dependent on the stage of a tumour when it is
diagnosed, making the detection and diagnosis of cancer a clinical problem of nearly
unparalleled importance.
The current methods used to diagnose cancer vary by tumour type, but often involve physical examination followed by histopathology review of tumour tissues [63].
Medical imaging techniques such as computed tomography (CT), positron-emission
tomography (PET)-CT and magnetic resonance imaging (MRI) may be used to assist diagnosis and guide biopsies [86]. Additionally, blood tests may reveal cancer
biomarkers, most notably prostate-specific antigen (PSA), a marker linked to prostate
cancer [29]. The World Health Organization currently recommends screening for
both breast cancer (by mammography) and cervical cancer (by cytological exam/pap
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smear) where sufficient resources exist. Evidence suggests that screening reduces
breast cancer mortality by about 20% [92]. However, the risk of false positives is a
major area of concern. The false positive rate for mammography screening is estimated between 10%-30%, and misdiagnosed patients may be needlessly subjected
to harmful and expensive therapies [92]. The risks of overdetection and subsequent
overtreatment are also the reasons the United States Preventative Services Task Force
(USPSTF) currently recommends against screening for PSA in healthy men of all
ages [62]. The drawbacks and limitations of existing methods point to an urgent need
for the development of new, more accurate means of diagnosing cancer.
The potential value of gene expression (RNA) data for cancer diagnosis was discussed as early as 1986, when p21 expression was linked to prostate cancer [87].
Advances in RNA profiling technology have since helped realize this potential, facilitating the discovery of complex biomarker signatures involving many gene products.
For example, the 70-gene ‘MammaPrint’ panel, designed to predict 5-year relapsefree survival in breast cancer, is FDA-approved for prognostication of patients with
non-invasive stage 1-2 tumours, for whom it predicts good prognoses more accurately
than the NCI criteria or St Gallens guidelines [70]. Adding features to a biomarker
signature is likely to improve its performance, but adding too many variables (relative
to the number of samples) increases the risk of overfitting, a dilemma known as the
“curse of dimensionality” [6]. There are over 20,000 human mRNAs, but most are
of little value as biomarkers. In 2001 researchers uncovered a new class of regulatory
RNA known as microRNA (miRNA), that are fewer in number (~1,200 in humans)
but more effective at predicting cancer and tissue/tumour type [53]. The strong
association between miRNAs and cancer may reflect the role of miRNAs acting as
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upstream regulators of gene expression (individual miRNAs often down-regulate the
expression of hundreds of target mRNAs [18]). The changes in miRNA expression
that accompany cancer are not yet well understood, although they appear qualitatively distinct from the changes observed in mRNA profiles. While researchers have
been unable to identify a single robust mRNA biomarker for tumours across different
lineages, over 100 miRNAs appear to exhibit down-regulation in tumours regardless
of type [57, 43]. The advantages of miRNA biomarkers are even more compelling
when considering metastatic cancers of unknown primary site (CUPs), which make
up 3-5% of new diagnoses [63]. The greatest depression in overall miRNA expression
was observed in CUPs, which points towards the importance of miRNA for regulating cell differentiation. This view is reinforced by the fact that hierarchical clustering
of samples by miRNA expression corresponds closely to developmental lineages [43].
These observations indicate commonalities in the genetic regulation of cancers most
often viewed and treated as distinct pathological entities. To date, most studies of
miRNA expression in cancer have focused on neoplasms arising from a single tissue.
To gain deeper insight into the role of miRNA in cancer, it is imperative that we
consider patterns of miRNA expression that span diverse tissues and tumour types.
Alongside recent biological discoveries, the past two decades have seen groundbreaking developments in machine learning and artificial intelligence. These fields
have an immense unrealized potential to advance our understanding and treatment
of disease, including cancer. For decades machine learning algorithms could identify
patterns in input data, but only performed well when used with carefully engineered
input features, often demanding extensive domain knowledge [49]. To address this
limitation, representation learning methods were developed which automatically learn
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effective representations of input features for classification or regression. Recent years
have seen the arrival of deep learning (DL), a form of representation learning which
represents data at multiple levels, each the result of a simple, nonlinear transformation of the representations from the layer below [49]. By combining increasingly
abstract and predictive layers of features, DL models are able to recognizing complex
patterns in high-dimensional data.
DL models have been successfully applied to extremely diverse problems in a
wide range of fields. Some of the most stunning successes have occurred in the field
of computer vision, which was revolutionized by the introduction of DL [46]. DL
methods have also produced record-setting performance in speech recognition [37],
and in 2017 a DL-based software called AlphaGO became the first computer player
to defeat the world’s top ranked professional GO player [74]. In science, DL has been
applied to a wide range of problems including prediction of drug effects, phenotypic
effects of mutations in non-coding genes, and numerous applications linked to various
forms of medical imaging [49] (for more information, see Chapter 2).
DL excels at modelling complex, nonlinear phenomena, and the main requirement
for its use is a suitably large supply of training data. The incredible profusion of
biological ‘Big data’ in recent years is a major boon in this regard. For genetics
and transcriptomics data in particular, this abundance may be explained in large
part by a massive drop in the cost of sequencing, from $10M per genome in 2001
to roughly $1,200 in 2016 [91]. Increasingly, much of this data is publicly available
online, free of charge. This movement towards open data is typified by projects such
as the 1000 Genomes Project for genetics (now home to >2500 genomes) [2], The
Cancer Genome Atlas (TCGA) for cancer genetics [30], and the Gene Expression
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Omnibus (GEO) for transcriptomics [4], among others. Given the successes of other
DL applications and the availability of training data, DL appears well-suited to the
study of miRNA regulation in human cancer.

1.2

Objective

The objective of this thesis is to use deep learning to gain insights into the characteristic patterns of miRNA expression in human cancer, with relevance to future
diagnostic applications. This is accomplished via the following aims to:
1. Characterize and analyze a large miRNA-Seq dataset containing thousands of
profiles, particularly in relation to class-specific patterns of expression.
2. Design and implement a DL model, referred to as a deep cancer classifier (DCC),
to predict cancer in human samples based on miRNA expression data.
3. Interrogate the trained DCC to measure the predictive importance of miRNAs
for cancer prediction, and evaluate this information’s potential for the design of
concise diagnostic assays.

1.3

Contributions

1. Implemented quality control pipeline for high-throughput miRNA-Seq dataset.
Sample annotation was manually curated to correct errors and ensure conformation with a tissue hierarchy. Samples were thoroughly filtered for batch effects
and outliers by iterative application of the inter-quartile range (IQR) method
using Spearman correlation data. miRNAs were filtered by abundance, and
expression was normalized by total miRNA counts (see Chapter 3).
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2. Human miRNA expression was analyzed with respect to tissue specificity, drawing on hierarchical tissue annotation. The specificity algorithm was extended
to calculate ‘cancer specificity score’, a measure of information content with
respect to cancer (see Chapter 3).
3. Designed and implemented DCC model based on miRNA expression. The model
features three layers of stacked autoencoders, followed by two fully-connected
feed-forward layers culminating in a single node. One such network is trained
using miRNA expression data, and combined in an ensemble with two similar
networks trained with transformed miRNA profiles representing expression of
miRNA cistrons and miRNA sequence families. The probability of cancer in a
given sample is estimated by the mean of the outputs produced by each network
in the ensemble (see Chapter 4).
4. Implemented method to analyze the contribution of individual miRNAs to cancer prediction, using the backpropagation of output activation produced during
training (based in part on the prior work of Dr. Shekoofeh Azizi). Evaluated
the use of this measure for diagnostic feature selection by training DCCs on
subsets of top-ranked miRNAs (see Chapter 4).
5. Investigated and visualized the connections between highly-predictive miRNAs
and cancer using integrated miRNA-gene-disease network, and gene ontology
analysis of associated genes. I performed this analysis using the Integrated
Complex Traits Network (iCTNet2) and the Biological Networks Gene Ontology
(BiNGO) tools, both published methods available as Cytoscape extensions [88,
56] (see Chapter 4).
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Organization of thesis

The remainder of this thesis is organized into the following chapters.
Chapter 2 is devoted to a review of relevant background material. Biological
subjects are discussed first, including cancer biomarkers, miRNA, the role of miRNAs
in cancer, and miRNA-Seq data normalization, before discussing computational topics
such as feature selection, deep learning and autoencoders, followed by a overview
of published deep learning applications involving miRNA, RNA-Seq, and/or cancer
prediction.
Chapter 3 describes in detail the dataset used for this thesis; what we received
from Dr. Renwick and our colleagues at The Rockefeller University, as well as the various preprocessing and quality control procedures I applied, including normalization,
reannotation, batch effect/outlier detection, and feature selection. In addition, the
specificity of miRNAs with respect to cancer and tissues are described and visualized.
Chapter 4 discusses the proposed deep cancer classifier (DCC) model. The architecture of the model is introduced, followed by a description of the training, validating
and testing procedures. The model’s hyperparameters are also discussed, including
the way they were optimized or rationale behind their selection. The performance
of the cancer classifier is assessed according to various metrics (accuracy, sensitivity,
specificity, ROC/AUC) and compared with two popular machine learning algorithms,
namely Random Forests and Support Vector Machines (SVM). This chapter also includes an analysis of feature (miRNA) importance based on backpropagation of activation with the DCC. Feature importance is compared with cancer specificity as a
tool for feature selection, by training DCCs on the top 20 miRNAs ranked by each
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method. The most important miRNAs for cancer prediction are investigated further
using an integrated miRNA-gene-disease network (iCTNet2) to identify potentially
relevant target genes, which are analyzed using gene ontology (BiNGO).
Chapter 5 begins with an overview of this project, its objectives and basic
methods. The major computational and biological findings are highlighted, and the
strengths of the chosen model are discussed. The chapter concludes with comments
on the limitations of this study, and suggests promising directions for future research.

9

Chapter 2
Background

2.1

MicroRNA

MicroRNA (or miRNA) are small, non-coding RNAs ranging in length from 19 to 24
nucleotides, that negatively regulate gene expression. miRNAs typically exert their effect by interacting with target mRNAs containing partially complementary sequences,
and inhibiting their translation into polypeptides. miRNAs are capable of targeting
hundreds of different mRNAs, and it is estimated that perhaps 60% of human mRNAs
are regulated by one or more miRNA [18]. Due in part to this complexity, the networks of gene regulation mediated by miRNA are not yet well understood. miRNAs
have been found in nearly all animals, as well as in plants, fungi and viruses, and
they are known to play crucial roles in development and normal physiology. Some
families of miRNAs (e.g. let-7) have experienced such high levels of purifying selection they have been conserved intact in species as distantly related as humans and C.
elegans [32]. Given their importance, it is no surprise that dysregulation of miRNA is
implicated in a wide range of diseases. Chronic lymphocytic leukemia (CLL) was the
first disease found to be associated with miRNA (miR-15a/16-1), and since then they
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have been implicated in numerous pathologies including heart disease, autoimmune
conditions and neurological disorders [11, 54].
miRNA can be detected in various forms of biological samples, ranging from solid
tissues to cultured cells and body fluids. miRNA is found at low concentrations in
body fluid, as well as solid tissues, although uncertainty remains surrounding the
biological origins of circulating miRNA. Some research suggests that cells release and
uptake miRNA as a form of cell-to-cell communication [76]. This ability may extend
to tumour cells, and it is hypothesized that tumours may communicate in this manner with healthy cells to increase proliferation [76]. Release of miRNA following cell
death (both necrosis and apoptosis) is likely also a source of miRNA in body fluid;
this is especially true of cancer, which is subject to an increased rate of cell death.
Despite the presence of an enzyme capable of digesting RNA (RNase), circulating
miRNA remains stable in plasma due to a combination of inclusion in lipid bodies
(microvesicles) and complexing with RNA-binding proteins. In fact, the small size
of miRNA makes it extremely stable in a wide range of conditions, including multiple freeze-thaw cycles, boiling, formalin-fixation, embedding in paraffin, and (for
formalin-fixed, paraffin-embedded samples) storage for 11 years or more [16].

2.1.1

Precursor clusters

Precursor clusters are groups of miRNAs with genes found in close proximity to one
another [47]. MiRNAs in such groups are likely to be co-expressed due to shared
promoters. Because of this fact, they may be up- or down-regulated in concert, which
may indicate involvement in shared physiological pathways. miRNAs are deemed
to share a precursor cluster if they are spaced less than 50 kb apart (this threshold
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is based on another study that observed co-expression of miRNAs located closer
together [5]). Two precursor clusters are illustrated in Figure 2.1. Because miRNAs
in the same precursor cluster are thought to be transcribed in a single cistron, the
term cistron may be used interchangeably in this context. For greater detail on
the method for determining precursor clusters, see the Supplementary Experimental
Procedures of Landgraf et. al, 2007 [47].

Figure 2.1: Examples of two precursor clusters on different chromosomes. Because
the miRNA genes in each cluster are in close proximity (well under 50
kbp), they are likely to share a promoter and be co-expressed.

2.1.2

Sequence families

Sequence families are groupings of miRNAs based on sequence similarity, on the basis that similar miRNAs have similar functions (i.e. shared targets) [47]. Sequence
families are determined considering similarity over the entire respective sequence, but
special importance is given to matching in ‘seed region’ (positions 2-8, largely responsible for targeting). An example is illustrated in Figure 2.2. For detailed information
on how sequence families are determined, see the Supplementary Experimental Procedures of Landgraf et. al, 2007 [47].
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Figure 2.2: A sequence family comprised of four miRNAs. The seed sequence is
underlined, in red. An example of a non-matching position is shown
in green.
2.2

Next-Generation Sequencing

The scale of data acquisition in genetics has undergone a radical transformation over
the past two decades; the cost of sequencing a human genome has dropped from
$10M in 2001 to roughly $1,200 in 2016 [91]. This is largely due to innovation in
high-throughput technologies, particularly the advent of Next-Generation Sequencing (NGS). Application of this technology to sequence RNA, including miRNA, has
produced similar increases in cost-performance.
The process of measuring mRNA using NGS is known as RNA-Seq. The exact
method may vary to some extent, but the key steps are the reverse-transcription of
mRNA fragments into cDNA, after which the cDNA fragments bind to plates and are
amplified to form clusters. Then, special florescent bases (nucleotides) with unique
wavelengths are added one at a time, extending the complementary strand while
recording the identity of each added nucleotide with a camera [89].
This process may be applied to miRNA using a related method called miRNASeq. Due to the small size of miRNAs, there is no need to fragment the transcripts;
instead, small RNAs such as miRNAs are filtered by size [33]. Up to 20 samples can
be multiplexed to limit cost by ligating barcoded 30 adaptors to transcripts from each

2.3. CANCER BIOMARKERS

13

sample. Transcripts from different samples are then pooled and ligated with identical
50 adaptors to distinguish between coding and non-coding strands [33]. At this point
RNA transcripts are converted to cDNA libraries by reverse-transcription followed
by polymerase chain reaction (RT-PCR) after which sequencing can proceed in the
manner described above. The sequenced reads are then demultiplexed based on 30
adaptors.
A modern RNA-Seq platform, such as those sold by Illumina, may record up to
2-3 billion reads (RNA transcripts) in a single run. In addition, RNA-Seq will detect
and quantify any RNA present in a sample, not just a specific set of known sequences.
These factors make RNA-Seq ideal for the discovery of novel gene products, and it is
the tool of choice for transcriptomics research [67]. Indeed, this technique precipitated
the discovery of many previously unknown non-coding RNAs, including miRNAs.
RNA-Seq has been used since 2008, and is gaining widespread adoption despite a
higher cost per sample than previous technologies. The benefits of RNA-Seq include
high (nucleotide-level) resolution, accurate quantification, low background noise and
extremely large dynamic range [67]. However, the sheer quantity of data generated
(often measured in terabytes) poses technical challenges and requires analysis by
trained bioinformaticians.

2.3

Cancer biomarkers

Each year over 14 million people are affected by cancer, making the detection, diagnosis and prognosis of cancer a clinical problem of nearly unparalleled importance.
The susceptibility of cancer to treatment is highly dependent on tumour stage (malignancy) at the point of diagnosis, which is why early detection often means the
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difference between life and death for cancer patients. The World Health Organization currently recommends screening for both breast cancer (by mammography) and
cervical cancer (by cytological exam/pap smear) where sufficient resources exist. Evidence suggests that screening reduces breast cancer mortality by about 20% [92].
However, the risk of false positives is a major area of concern. The false positive
rate for mammography screening is estimated between 10%-30%, and misdiagnosed
patients may be needlessly subjected to harmful and expensive therapies [92]. As
the falling cost of RNA sequencing makes diagnostic applications more feasible, this
highlights the critical importance of ensuring the accuracy (both sensitivity and specificity) of putative biomarkers before applying them in a clinical setting.

2.3.1

MiRNA and cancer

Certain miRNAs exhibit a strong association with cancer, including miRNAs associated with down-regulation in cancer (known as tumour suppressor miRNAs), and
others are linked to overexpression in tumours, known as oncomirs [53]. Over half of
all miRNAs have been mapped to chromosomal regions susceptible to DNA amplifications, deletions and translocations during tumour progression [41]. These findings
support a direct role for miRNA dysregulation in the development of cancer, which
may help explain the observed associations between miRNA expression and cancer.
The effects of cancer on miRNA expression are also poorly understood, but cell death,
cell-to-cell communication, and changes in oncomiR and tumour suppressor miRNA
expression are all thought to be involved [72]. On average, neoplastic samples produce
significantly lower levels of miRNA than non-neoplastic samples, which highlights the
importance of tumor suppressor miRNAs in healthy tissue [53].

2.3. CANCER BIOMARKERS

15

MicroRNA exhibit a high degree of tissue specificity, as well as differential expression between cancers and healthy tissue [47]. In addition, miRNA expression has
been shown to predict the origin of poorly-differentiated tumours with much greater
accuracy than similar mRNA-based models [53]. This degree of tissue- and diseasespecificity may be due to the fact that miRNA is an upstream regulator of mRNA, and
thus a cell’s production of miRNA more directly reflects the current program of gene
regulation [72]. The effect of some miRNAs on cancer appears to depend on tumour
type. For example, miR-29 was reported as an oncomiR in breast tumours, but was
found to suppress tumour formation in lung cancer [28, 20]. Another miRNA with
both oncogenic and anti-oncogenic effects is miR-23b, the loss of which in one study
promoted bladder cancer progression, while knocking out miR-23b in renal cancer cell
lines induced apoptosis [57, 95]. Due to the large number of mRNAs targeted by each
miRNA, it seems likely that such contrasting effects are due to miRNA involvement
in multiple regulatory pathways.
Other miRNAs have more clearly defined associations with cancer. Although it
is not possible to review all such cancer-related miRNAs, some notable examples are
presented. The first miRNA-disease association to be discovered was the link between
miR-15a and miR-16-1 and chronic lymphocitic leukemia (CLL). miR-15a/16-1 are tumour suppressor miRNAs coexpressed in a fragile region of chromosome 13 that is often deleted in CLL [11]. The miR-15a/16-1 cluster is also down-regulated in tumours
arising from the pituitary adenoma, prostate and pancreas [24]. The let-7 family, including tumour suppressor genes on six chromosomes, is under-expressed in CLL, as
well as gastric, ovarian, colon, leiomyoma and melanoma samples [65]. The most ubiquitous and highly expressed of all miRNAs, miR-21, is an oncogene over-expressed in
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a multitude of cancers, including lymphoma, breast, lung, prostate, gastric, cervical,
head and neck, glioblastoma and colorectal cancers [42]. The importance of miR21’s oncogenic role was underscored by a study in which a transgenic mouse model
conditionally over-expressing miR-21 developed malignant pre-B-cell lymphoma. Remarkably, inactivation of miR-21 produced rapid and complete apoptotic regression,
illustrating a dependence that was termed an “oncomiR addiction” [61]. The miRNAs
discussed thus far are ubiquitously expressed, but tissue-specific miRNAs may also
be linked to cancer. miR-155 is a hematopoietic marker that is over-expressed in various lymphomas and CLL, as well as lung, colon and pancreatic cancer [27]. miR-9,
meanwhile, is specific to the nervous system, where is acts as a tumour suppressor in
medulloblastomas [23], but as an oncogene promoting metastasis in breast cancer [55].

2.4

Normalization of miRNA expression

In the context of gene expression experiments, normalization is the process by which
the absolute or relative quantity of a compound is inferred from the signal associated
with its detection. Numerous normalization techniques exist, and the optimal method
depends on the particular experimental conditions. One approach involves comparing
the unknown signals (e.g. miRNA quantity) with signals corresponding to known
quantities. These may be RNA(s) already present in the sample (endogenous controls)
or RNA calibrators that have been added or spiked in (exogenous controls).
In the case of endogenous controls (also known as housekeeping genes), the absolute amount is not known precisely, but it is known to have low variability between
samples. Small nuclear RNAs (snRNA) have been used as housekeeping RNAs, in
particular U6 and 5S [10]. Another commonly used housekeeping miRNA is miR16,
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which has also been noted for its relatively low variance between tissues. Quantifying
cell-free miRNA (cfmiRNA) is much more difficult due to the lower concentrations
and higher variability of cfmiRNA expression, and endogenous controls may not be
appropriate [10]. Although some studies have found miR16 to be effective for normalizing cfmiRNA, others have shown inconsistent expression, including high levels
in the sera of prostate cancer patients [52]. In light of this lack of consensus, some researchers decide to forgo use of an endogenous control, and instead normalize counts
to serum volume. However, this method assumes equal mixing and distribution of
RNA in serum [51].
Exogenous controls are added in exact amounts following extraction of RNA from
a sample, and thus account for technical variability (human error and normal variation in lab procedures) but not biological variability (such as differences in total
miRNA expression between samples). A common practice involves adding synthetic
miRNAs that have similar biochemical properties to miRNAs of interest, but dissimilar sequences. Plant miRNAs are sometimes used, as are divergent C. elegans
miRNAs [39].
Another approach, which may be used alongside or separate from other methods,
expresses the magnitude of the signal in relation to the overall distribution of the
data. Perhaps the most common version is known as total counts scaling (TCS),
in which read counts are divided by the total number of sequenced counts, known
as the sequencing depth [81]. More complex methods based on the distribution of
gene expression have also been put forward, including trimmed-mean of M (TMM),
upper-quartile scaling (UQ), and quantile-based normalization [81].
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Filtering

Despite the high resolution of NGS data, technical variability can result in random
(non-genuine) assignment of read counts. For this reason, counts of low expressed
genes may not be reliable. Removing low expressed miRNAs can help improve the accuracy of subsequent analysis. One study found that reads with coverage of less than
five counts per nucleotide could not be detected reliably in replicates [59]. For miRNAs (~20 nts long) that equates to counts under 100. Other estimates range lower,
with under 10 counts being a common cut-off [71]. Since counts are directly proportional to sequencing depth, cut-offs based on TCS are more reliable. Unfortunately,
no consensus has yet emerged regarding the best way of filtering low-expressed miRNAs. One method (proposed for RNA-Seq) uses one count per million as a threshold,
and rejects transcripts that are expressed below this level, on average, for all classes
under consideration [83].

2.6

Feature selection

Feature selection refers to the process whereby certain variables are selected for inclusion in subsequent analysis, such as a predictive model. Depending on the profiling
technology used, miRNA expression datasets may contain dozens or hundreds of
miRNAs for each patient in a given study. It is possible to construct a model that
factors in every available input (i.e. expression levels of every miRNA) for prediction
of some output variable. One might assume that incorporating all the available information would result in optimal predictions, but in practice this is rarely the case.
This counter-intuitive idea can be explained using a statistic known as the events-pervariable (EPV) ratio. This metric describes the number of observations (e.g. tissue
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samples) divided by the number of features (e.g. miRNAs) recorded for each observation. As a general rule, low EPV ratios tend to result in overfitting of models to
training data, which impairs a model’s ability to generalize to new data. A minimum
EPV of 10 has been suggested as a rule of thumb [64]. This is major concern when
modeling data generated with high-throughput methods, as very few studies contain
enough observations to balance the hundreds of miRNAs or thousands of mRNAs
being measured. A common solution is to construct models using only a small subset
of the most informative features. This statistically sound practice is not universally
adhered to. Studies that forgo feature selection, such as Ramaswamy et al. (2001) in
which a support vector machine (SVM) classified tumours using over 16,000 genes,
have been shown to possess low external validity [68].

2.7

Deep learning

Machine learning is a field of artificial intelligence which uses algorithms to automatically learn relationships in data, without the need to specifically define these
relationships in advance. It includes clustering techniques to identify groups of similar data points, as well as predictive algorithms used to classify data, or estimate
unknown variables based on known variables. Since predictive models require data
to be labelled with the target variable (to assess their predictions) these methods are
known as supervised learning, while algorithms without this requirement are said to
perform unsupervised learning. Although machine learning automates some of the
process of hypothesis generation and testing, traditional machine learning techniques
still rely on domain expertise for labelling data, as well as applying suitable transformations to allow machine learning algorithms to properly learn hidden relationships.
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Deep learning (DL) describes a family of machine learning algorithms designed
to model non-linear features at various levels of abstraction, by processing training
data over multiple connected layers. DL models are a type of artificial neural network (ANN) which learn by calibrating the weights of connections between nodes by
backpropagation of the error gradient. Applying backpropagation to deeper networks
can be ineffective due to the problem of “vanishing gradients”, but this problem was
solved in 2006 by Hinton and Salakhutdinov, who devised a procedure for pre-training
hidden layers [36]. Hinton’s original formulation used stochastic, binary networks with
one hidden layer and symmetrical weights, known as Restricted Boltzmann Machines
(RBMs). RBMs were pre-trained such that the hidden layer of one RBM formed
the input of the next. After pre-training, the entire model (named a Deep Belief
Network, or DBN) could be fine-tuned with supervised learning. Because each layer
encodes features based on the previous layer, the higher layers contain increasingly
abstract feature sets. In addition, the non-linearity of deep learning results in highly
generalizable models that are less dependent on preprocessing and normalization.

2.8

Autoencoders

Autoencoders are a type of neural network which is trained to recreate its input, via
a ‘hidden layer’ of neurons. If this hidden layer differs in size from the input data,
this transformation into the hidden layer amounts to a form of data compression.
Autoencoders were developed in the 1980s to address the problem of “backpropagation without a teacher”. Although the weights connecting the input and output to
the hidden layer are trained in the manner of supervised learning, the target output
is simply the input, so autoencoders exhibit a form of unsupervised learning.
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The pre-training method applied to DBNs can be generalized for autoencoders,
which possess with continuous outputs [7], nonsymmetrical weights and a single realvalued hidden layer. Autoencoders can be stacked and pre-trained in a manner analogous to DBNs, and the resulting stacked autoencoders (SAE) can be fine-tuned using
supervised learning. It is possible to limit overfitting by imposing a constraint on the
sparsity (number of active nodes) of autoencoders in an SAE (Fig. 2.3).

Figure 2.3: Schematic diagram depicting training of two stacked autoencoders (AEs).
The first autoencoder is trained to recreate its input. Once the AE is
trained, the weights between a and b are frozen, and the output of b is
used as the input of the next AE.

2.9

Gene expression applications of DL

Both of these characteristics - complex internal structure, and insensitivity to input
variance - makes DL models well-suited to transcriptomic applications. DBNs have
been used with microarray data to cluster breast cancers [43] and glioblastomas into
prognostically relevant subtypes [93]. Deep Boltzmann Machines, a related architecture, have also been used to classify human colorectal carcinomas by subtype [80]. In
each of these studies, training data was limited to a single cancer type, permitting
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subtype discrimination but limiting the scope for transfer learning between cancers.
Deep neural nets have also been used to predict cancer type based on genetic data
(somatic point mutations) albeit with poorer accuracy than RNA-based models [94].
Recently, stacked sparse autoencoders have shown promising results classifying
cancer subtypes [21, 75]. Focusing on normal gene expression, one study used a sparse
AE to extract a hierarchical representation of the yeast transcriptome, while another
group performed a similar task for public Pseudomonas aeruginosa gene expression
data using a denoising autoencoder to reduce overfitting [13, 82].
Most studies applying deep learning to RNA-based cancer prediction have focused
on the familiar protein-coding variety, mRNA. However, at least 15 types of noncoding RNA are also produced (accounting for approximately 98% of nuclear output),
including potentially valuable biomarkers such as microRNAs [58].

2.10

miRNA applications of DL

The study of miRNA and that of Deep Learning both represent fairly recent developments, and the intersection of the two is an even newer field of inquiry. To date,
a number of applications have been developed that apply DL to miRNA, although
most often using sequence data, not expression levels. One popular application has
been target prediction. This is a suitable problem for deep learning because there
is no simple rule to determine which mRNAs will be targeted by a miRNA, or the
affinity of the bond. Recent applications that apply DL to predict miRNA targeting
include MiRTDL, implementing a convolutional neural network (CNN), miRAW, using stacked autoencoders with whole transcripts as inputs, and DeepMirTar, which
also applied stacked denoising autoencoders, but with a large set of engineered input
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features [14, 90, 66]. Another type of application is designed to locate pre-miRNAs
in the genome by sequence [84]. Still other applications are designed to predict associations between miRNAs and diseases [26].
To date, few studies have been published using DL with miRNA expression for
diagnostic or prognostic purposes. DBNs were used in one study to select miRNAs
to classify six tumour types [40]. Other projects have examined so-called multimodal
architectures integrating miRNA expression with other data sources. One study fed a
combination of miRNA, mRNA and gene methylation data to a DBN to cluster ovarian and breast cancer samples [50]. Another study combined the same inputs using a
3-layer stacked autoencoder to predict survival time in liver cancer [12]. Combining
data from multiple sources may improve results, at the cost of increasing complexity
and the risk of overfitting. The application of DL to model miRNA expression data
represents a largely untapped potential in terms of biological insight and improved
cancer diagnosis.
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Chapter 3
Data

3.1
3.1.1

Dataset
Data acquisition

The data used in this thesis was derived from small RNA sequencing of 7714 clinical
samples, sequenced between September 2008 and December 2015 at The Rockefeller
University (publication pending). RNA sequencing technology advanced considerably
during this period, resulting in the use of multiple platforms including the Illumina
GA IIx, MiSeq and HiSeq, with typical sequencing depths ranging from 350,000 (for
GA IIx) to over 5.6 million (for HiSeq) reads per sample. The sequencing protocol was selective for RNAs with 50 monophosphate and 30 hydroxyl groups [48]. To
accommodate small sequence variations when aligning reads to reference sequences,
alignments are considered valid if they have an edit distance between zero and two,
inclusive. Edit distance refers to the minimum number of changes (nucleotide substitutions, insertions and/or deletions) needed to transform one sequence into another.
For example, an edit distance of zero is an exact match, while an edit distance of two
could represent one mismatched base and one inserted base.
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Rockefeller miRNA annotation

One of the principal aims behind this data collection was the comprehensive reannotation of human miRNAs, to address issues in existing miRNA reference libraries
(such as miRBase). miRBase is a widely-used public miRNA database, that contains
records for 2654 published human miRNAs, as of the most recent release (March
2018) [45]. However, there is reason to believe that many of these sequences do not
represent genuine miRNAs, due to misannotation of other RNA species (or breakdown products thereof), or insufficient read evidence [15]. miRBase also contains
numerous instances of duplicate entries with identical sequences, or only minor variations, commonly caused by alternative splicing or post-transcriptional modification.
Human miRNAs were reannotated using reads from 4341 samples, shown in Table 3.1.
Table 3.1: Composition of small RNA sequence reads used for miRNA curation
RNA annotation category
miRNA
technical sequence
rRNA
non-coding RNA
non-annotated genomic match
mRNA
mitochondrial
unannotated
total

Redundant counts Non-redundant counts
12,243,762,853
3,939,914
2,781,915,072
2,134,222
1,183,105,554
6,148,204
1,012,528,882
5,662,377
430,862,049
33,012,402
196,080,295
23,158,582
181,296,670
1,570,802
294,606,610
19,985,454
18,324,157,985
95,611,957

A total of 18.42 billion reads were sequenced, of which approximately 95.6 million
were non-redundant. About 5.89 billion (~32%) reads were mapped to reference libraries of other RNA types (including technical sequences such as calibrators); almost
all the remaining 12.4 billion (66.4%) were used for miRNA annotation, leaving just
1.6% of reads unmapped to the genome or any reference transcript (Table 3.1).
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To be re-annotated as a high-confidence miRNA, a transcript had to satisfy the
following minimum requirements: sufficient read evidence of the mature strand, mapping to a limited number of genomic loci, presence of a nearby reverse-complementary
miRNA* sequence predicted to form a hairpin fold. If these basic criteria are met,
additional factors used to increase confidence include: the presence of miRNA* sequence reads [9], a U or A at the 50 terminus [25], less evidence of processing variation
at the 50 end than the 30 end, and the absence of proximal reads suggesting intermediate breakdown [67]. Based on a methodical analysis of read evidence from 4341
small-RNA sequencing profiles, a set of 1187 human miRNAs were identified with
high confidence. These miRNAs represent the input variables of the proposed deep
learning model prior to filtering. Following this initial phase, 3373 more samples were
collected and sequenced. Reads from these samples were aligned first with libraries
of over 15 other RNA types, followed by the new curated miRNA library. miRNA
was clearly the predominant species in a majority of samples (Fig. 3.1).

Figure 3.1: miRNA reads as a percentage of small RNA reads for each sample. A clear
skew towards miRNA proportions of 80% or more can be seen, although
samples expressing lower relative levels of miRNA are also common.
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Sample distribution

The set of 7714 human samples is richly annotated with up to 30 fields spanning
biological, medical and technical aspects. Because these data were entered by multiple
investigators over a number of years, we engaged in a process or cleaning and revising
important features to ensure consistency. One of the most important distinctions
within the dataset regards the biological source material. Samples were classified
as “Tissue”, “Cells” or “Body fluids”, as seen in Table 3.2. Cellular samples with
multiple cell types (including whole blood) are regarded as “Tissues”, while samples
consisting of a single cell type (either sorted or cultured) are referred to as “Cells”.
Non-cellular samples (e.g. plasma, urine) are classified as “Body fluids” (Table 3.2).
Table 3.2: Summary of samples by source type and neoplasia status
Source type
Body fluid
Cells
Tissue
Total

Non-neoplastic
3071
507
1607
5185

Neoplastic
141
363
2025
2529

Total samples
3212
870
3632
7714

Compared to the other source types, Body fluid is notable for the near total
absence of neoplastic samples - just 4.4% of Body fluids were associated with a form
of cancer, compared to 41.3% of Cells samples and 56% of Tissue samples. Here
and throughout, the words “neoplastic” and “cancer” are used interchangeably, and
“non-neoplastic” includes samples that are physiologically normal, as well as those
affected by a non-neoplastic disease.
Each sample’s site-of-origin was recorded using a three-level anatomical hierarchy
linking organ, organ substructure, and cell type. The entire dataset includes samples
from 38 organs, 78 organ sub-structures and 173 cell types. Figure 3.2 illustrates
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the hierarchical structure of the tissue annotation. Each organ class (e.g. “Brain”)
contains one or more organ substructures (e.g. “Cerebral cortex”), which in turn each
contain one or more cell type (e.g. “Mixed cortical cells”). Wedge size is proportional
to number of samples, and any classes with <100 samples were greyed out to reduce
visual clutter (Fig. 3.2).

Figure 3.2: Sunburst diagram illustrating the distribution of Tissue samples according
to three levels of hierarchical anatomical annotation. From the centre
outwards, the samples are divided by organ, organ substructure and cell
type. Only cell types with greater than 100 samples are shown. NOS =
No Other Substructure, MN = Monocyte, Glom = Glomerulus
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Preprocessing

3.2.1

Normalization

The data produced by miRNA-Seq are in the form of reads, which are aligned to
reference databases to determine the number (or count) of each miRNA for every
sample. To account for differences in sequencing depth between samples, these counts
were normalized with respect to the total miRNA counts for each sample. By dividing
each count in a given sample by the sum of the sample’s miRNA counts, all values
are transformed to numbers between one and zero, representing the proportion of
total miRNA expression contributed by each miRNA. This method, known as total
counts scaling (TCS), allows comparison of miRNA expression between samples while
controlling for sequencing depth. TCS was preferred to more complex methods due
to its widespread use and ease of interpretation [81]. A potential drawback of using
TCS is the inability to detect changes in total miRNA expression (many samples
contained calibrators, but unfortunately many others did not). Unless otherwise
specified, values of miRNA expression referred to henceforth are TCS normalized.

3.2.2

Quality control

With data collection conducted over a span of years, by numerous investigators using
somewhat variable protocols (e.g. sequencing platforms, use of calibrators) it was
clear that quality assurance would require careful attention (Fig. 3.3). Erroneous data
can be caused by technical errors introduced during sequencing or sample preparation.
To exclude batches of samples representing unreliable data we used a method based
on the inter-quartile range (IQR) of the Spearman coefficients of miRNA expression.
The first step was to calculate the global average of pairwise Spearman coefficients
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Figure 3.3: Flowchart illustrating the datasets used and the various transformations
and preprocessing steps applied to it before it is passed as input to the
the deep cancer classifier model.
for each sample. The Spearman coefficient is a non-parametric measure of correlation
between variables [77]. It indicates the degree of similarity in the relative expression
levels of miRNAs between samples, but not the absolute expression level. Because
of the large range in average expression levels of different miRNAs, it is assumed
that environmental or genetic differences are unlikely to disrupt the relative order
(or “rank”) of miRNAs as severely as technical errors, which in some cases may
completely obscure the original signal. Therefore, samples containing erroneous data
should be distinguishable by rank correlation below the normal range. To that end we
calculated the Spearman correlation of every pair of samples. The average Spearman
value for each sample is simply the mean of pairwise Spearman correlations involving
that sample.
The ‘IQR method’ is a robust procedure for identifying outliers and batch effects
using the inter-quartile range (IQR), the difference between the first and third quartiles (25th and 75th percentiles). By definition, half the points in any dataset lie
between the first and third quartiles, and none could reasonably be considered outliers. The IQR method expresses the distance of extreme points to this “central half”
of the data (Eq. 3.1) in relation to the IQR [85]. Points are considered outliers if they
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sit more than α× IQR below the first quartile, or more than α× IQR above the third
quartile. One of the chief advantages of this method is that its determinations are
unaffected by extreme values, even when numerous. This is one advantage of using
the IQR over statistics based on the whole distribution, like standard deviation.
We used the following conditions to determine if a sample is considered an outlier:

FE < F25 − 1.5(F75 − F25 )

OR

FE > F75 + 1.5(F75 − F25 )

(3.1)

where FE is the extreme sample, F25 and F75 are the first and third quartiles.
The threshold for selecting outliers was chosen after experimenting with alternative thresholds, in consultation with experts experienced at recognizing errors in
miRNA-Seq data. Setting the IQR coefficient α as a function of sample size has been
suggested as a means of controlling the “some-outside” error rate (the probability
that a set of points contains at least one outlier) by Hoaglin et al. (1987) [38]. For
instance, interpolation of Hoaglin’s results suggests α = 0.204 ln n + 1.123 should correspond to a some-outside error rate of 10%. Unfortunately, this variable threshold
failed to detect batch effects identified via visual inspection by a panel of bioinformaticians and clinicians (especially among Tissue samples). The threshold 1.5×IQR
was suggested by Tukey in the initial publication of the IQR method [85], and it was
observed to produce better performance.
A “Batch” is a group of up to 24 samples sequenced simultaneously in the same
lane of sequencer. Samples in the same batch are most often prepared and processed
together, so any errors that occur are likely to be shared, resulting in a batch effect.
If half or more of the samples in a batch were flagged as outliers, the batch was
considered compromised, and removed in its entirety. This threshold allows for the
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removal of samples that are likely (but not definitely) affected by technical error
related to sequencing. Once all such batches were removed, Spearman correlations
were recalculated for the remaining samples (Fig. 3.4).

Figure 3.4: The global average Spearman values for skin samples showing removal of
batch effects using IQR method (round 1).

Figure 3.5: The global average Spearman values for skin samples showing individual
outlier removal (round 2). Correlations are recomputed after each step,
causing upper and lower bounds to move closer with each iteration.
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This iterative batch effect search was performed for each organ type with >6
samples. When no new batch effects could be identified, the same IQR method was
used to locate individual outlying samples. Any outliers outside the IQR bounds
were removed, and the Spearman correlations were recalculated (Fig. 3.5). Following
removal of individual outliers, the IQR method would return to batch removal. The
algorithm completes for a given organ when neither batches nor outliers can be detected (Fig. 3.6). Other tested variations on the quality control algorithm included
non-iterative cleaning, as well as the requirement that outliers sit outside the IQR
bounds of their own batch in addition to the global bounds. However, these variations
missed batch effects that were identified by expert visual inspection, and overall were
less effective than the chosen algorithm.

Figure 3.6: Process diagram illustrated the basic scheme for iterative batch removal.
Note recalculating correlations reduces the IQR and tightens bounds.
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Figure 3.7: Process diagram depicting the overall process for sample quality control.
First organs are searched for batches and outliers, then source types.

The IQR method works best when applied to large groups. For very small groups
the notion of ‘quartiles’ (and even ‘outliers’) loses its meaning. Because some organ
classes were very small (<6 samples), relying on the IQR method for quality control
of these classes would not be sufficient. Once batch effects were completely removed
from organs, the same process was undertaken with respect to each of the three source
types - Tissue, Body fluid and Cells. This ensured samples from small organ classes
were still subject to a basic level of batch effect and outlier detection (Fig. 3.7).
Following initial detection of batch effects, further investigation was conducted to
determine the likely cause (such as poor sample quality or botched sequencing run)
contributing to each observed batch effect. Application of this process to organ classes
identified 1445 samples (18.7%) as outliers or subject to batch effects. Searching the
remaining samples by source type revealed an additional 649 samples (8.4%). The
combined effects of outlier and batch effect removal of Tissue samples is illustrated
in Fig. 3.8, combining samples removed from all organ and source levels. In total,
2094 samples (27.1%) of samples were rejected during quality control, leaving 5620
high-quality profiles, as seen below in Table 3.3.
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Table 3.3: Number of samples removed by source type
Source type
Tissue
Cells
Body fluid
Total

Initial
3632
870
3212
7714

Removed
1059
352
686
2097

Remaining
2573
518
2526
5617

Stark differences in miRNA expression were observed between source types, especially when comparing Tissues or Cells to Body fluids. Body fluids had a much
lower average sequencing depth, indicating lower miRNA abundance. They were also
less correlated with other samples of the same source type. Body fluid samples were
correlated with average Spearman coefficients from roughly 5.6 to 6.6 (Fig. 3.9), while
nearly all Tissue samples clustered between 6.8 and 7.8 (Fig. 3.8). All subsequent
analyses (both training and testing of proposed classifier) were confined to Tissue
samples, due to greater average sequencing depth and more balanced subclasses.
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Figure 3.8: The global average Spearman values for Tissue samples, illustrating all
the samples that were removed during quality assurance, include both
batches and outliers, in organ-level and source-level runs.

Figure 3.9: The global average Spearman values for Body fluid samples; compare
Fig. 3.8. Note the lower average correlation between Body fluid samples.
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A breakdown by organ of the Tissue samples that remain following batch and
outlier removal is shown in Table 3.4 below.

Table 3.4: Summary of Tissue samples by organ, following batch and outlier removal
Organ
Connective, subcutaenous and other soft tissues
Breast
Brain
Kidney
Skin
Heart, mediastinum, and pleura
Thyroid gland
Hematopoietic and reticuloendothelial system
Pancreas
Other endocrine glands and related structures
Bronchus and lung
Adrenal gland
Testis
Intestine
Lymph node
Small intestine
Stomach
Colon
Ovary
Other
Total

Samples
744
510
237
223
213
90
86
84
82
65
62
37
21
20
19
17
13
13
8
29
2573
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Tissue specificity

One notable observation about miRNAs is the extent to which expression profiles
vary between different tissues and cell types. The association between miRNAs and
anatomic loci can be measured using the concept of tissue specificity. The method
used to calculate specificity was adapted from Landgraf et al. (2007), with some
modifications. Each sample was annotated with three levels of information concerning its site of origin (organ type, organ substructure and cell type). Because these
anatomical classes have a hierarchical relationship, they can be represented as nodes
in a 3-level ‘locus’ tree (the word ‘locus’ in this context is used to refer to any of the
aforementioned three levels). Specificity of miRNA m for locus c can be interpreted
as the proportion of total m expression across all samples that would occur in c, if
classes were sampled equally from every level of the locus tree. Because in our dataset
some classes were sampled more heavily than others, equal sampling is simulated by
representing each locus class (hereafter “node”) with a miRNA profile equal to the
average of the nodes directly beneath it. This begins at the lowest level of the tree,
by averaging the expression profiles of all samples within each cell type. The process
continues recursively, with the profiles representing each cell type averaged within
their respective organ substructures, and so on for substructures within each organ.
Every time the representative profiles are averaged, each node is weighted equally,
regardless of the number of samples contained in the corresponding class.
For any node, it is possible to calculate the specificity of each miRNA with respect
to the node’s children. The specificity of a miRNA, m, for a given locus, c, is a measure
of the relative expression level of m in c. This value is relative to the expression level
of other miRNAs (m∗ ) in c, as well as the expression of m in tissues other than
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c (c∗ ). Note that, in contrast to Landgraf et al. (2007), we opted to normalize
expression across miRNAs using TCS at the outset, to accommodate a large range
of sequencing depths. To normalize expression across tissues, we denote Em,c as the
scaled expression of miRNA m for the node (locus) c. Em,c is divided by the sum of
Em,c∗ for all c∗ , thereby normalizing the expression of m across loci.

Gm,c = Em,c /

X

(Em,c∗ )

(3.2)

m

Gm,c is a value ranging from zero to one, representing the specificity of miRNA
m with respect to tissue c. If Gm,c is close to 1, this indicates that m expression is
highly concentrated in c.
We may also consider the extent to which the expression of some miRNA m
differs between tissues. This is measured using the concept of entropy (in the sense of
information content) from information theory. Claude Shannon defined the entropy
(H) of a discrete random variable (X) with possible values (xi ...xn ) and probability
function P(X) as [73]:
H(X) = −

n
X

P (xi ) logb P (xi )

(3.3)

i=1

This is based on the fact that information acquired from an event decreases with
the probability of its occurrence (highly probable events confer little information),
and the idea that information from independent events is additive [73]. Shannon’s
insight was that information gained from an occurrence with probability p could be
quantified by log(1/p) = − log(p). It follows that each time an event i with probability
pi is sampled, there is a pi probability of acquiring − log(pi ) information. H(X) is
the expected value of this information content [73].
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Gm,c can be imagined as the probability that a single read of miRNA m taken
randomly from an evenly sampled population belongs to tissue c. With that in
mind, the expected value of the information content of the distribution of Gm,c is
P
− t Gm,c log2 (Gm,c ). The specificity score sm of a miRNA m is denoted:

sm = log2 (#of tissues) +

X

Gm,c log2 (Gm,c )

(3.4)

c

If m were equally expressed in all c, the resulting sm would be zero. On the other
hand, if m were expressed in only one tissue, the resulting maximum specificity score
(the y-axis of Fig 3.10) would be log2 (#of tissues).
Tissue specificity was calculated independently for samples of different sources,
and for neoplastic and non-neoplastic samples (Fig. 3.10). In each case the 20 most
informative miRNAs are shown (the height of each bar is the specificity score of the
corresponding miRNA). These miRNAs would likely be good candidates for tissue
typing or tumour sub-classification applications. The tissue specificity results shown
in Fig 3.10 can also help determine where particular miRNAs are predominantly
expressed. For example, one of the most tissue-specific miRNAs in Fig 3.10 B is
miR-202, in blue. If a clinician saw a cancer of unknown primary site (CUP) with
high miR-202 expression, this would be a good reason to suspect the tumour was
of adrenal origin. For reasons discussed in the previous section, we restricted our
specificity analysis to Tissue samples.
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Figure 3.10: The top 20 most specific miRNAs for non-neoplastic (A) and neoplastic
(B) tissue samples. The total height of each bar represents the information content of each miRNA, while the coloured sections within each bar
represent the relative enrichment of the miRNA in different tissues.
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I introduced an additional modification to the algorithm, to determine information
content related to cancer status (Neoplastic vs. Non-neoplastic). Neoplasia was
included as a fourth level of the tissue hierarchy, producing estimates of miRNAs
specificity for either class. Many of the miRNAs with the greatest information content
relating to cancer are over-expressed in some tumours and under-expressed in others,
so their overall information content possesses contributions from both classes. This
metric can be used to select the most informative miRNAs for cancer prediction diagnostic assays based on the most informative miRNAs are tested in Chapter 4.

Figure 3.11: The top 20 most specific miRNAs for all samples with respect to neoplasticity. The total height of each bar represents the information content of
each miRNA, while the coloured sections within each bar represent the
contributions from different classes.
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Filtering

Due to technical variability in miRNA-Seq, expression levels of the lowest-expressed
miRNAs may not be very reliable [59]. It is often possible to improve results by
filtering out miRNAs that are consistently expressed at very low levels. A cutoff of
one count per million (CPM) has been suggested (after normalizing by each sample’s
sequencing depth), based on typical noise observed in RNA-Seq data [83]. Experimental evaluation of Illumina Hi-Seq platform found a sequencing error rate of 0.0026
per nucleotide [60]. 387 miRNAs were expressed under the one CPM cutoff in normal samples, and 419 in neoplastic samples. 342 miRNAs were expressed on average
under one CPM in both groups, and these miRNAs were excluded from modeling of
cancer occurrence in Chapter 4. The initial set of 1187 human miRNAs was thus
reduced to 845. This filtering was applied to miRNAs, but not to cistrons and sequence families, for a number of reasons. First, the latter two datasets had a lesser
need for feature selection because they had fewer dimensions to begin with. Second,
any differences introduced between miRNAs and the transformations thereof would
be likely to improve the ensemble’s performance. Lastly, it is not clear that the one
CPM rule can be be applied to variables grouping transcripts from multiple miRNAs,
as cistrons and sequence families do.
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Chapter 4
Deep Cancer Classifier

The complex network of miRNA interactions is an important aspect of gene regulation, and understanding the relationship between miRNA expression and cancer can
help shed light on the disease’s causes and effects. miRNA specificity, discussed in
Chapter 3, is one means of characterizing the patterns of differential miRNA expression between cancer and healthy tissue, and between specific forms of cancer. Specificity analysis captures a linear relationship between expression of particular miRNAs
and anatomical classes such as tumour types. Deep learning offers a more advanced
approach, capable of modelling multilevel, nonlinear patterns of miRNA expression.
In this chapter I propose a novel deep learning model, called a deep cancer classifier
(DCC), for diagnosing cancer based on miRNA expression and associated annotation. Although each component has been used in previous applications, the overall
structure of the model is of my design, and the parameters have been configured for
this specific problem. This model, with some modifications, was also the basis for a
poster presented at the International Society of Molecular Biologists (ISMB) 2018,
and a paper submitted to the Pacific Symposium on Biocomputing (PSB) 2019.
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Model specifications
Architecture

The DCC is an ensemble of deep neural networks, each consisting of two parts. The
first part contains three successive layers of stacked autoencoders (SAE), each layer
possessing fewer nodes than the one before. The second layer is a simple feed-forward
network, also known as a multilayer perceptron (MLP), culminating in a single node
outputting a probability between zero (non-neoplastic) and one (neoplastic). Three
of these deep neural networks are trained to predict the neoplasticity of each sample,
and the probability produced by all three are averaged to give the DCC’s final output
(Fig. 4.1). This section begins with a more detailed description of the DCC’s major
components (the SAE, then the MLP) after which the nature of the classifier ensemble
is discussed.

Figure 4.1: Schematic of the network topology, showing three stacked autoencoders
(SAE) followed by two feed-forward layers culminating in a single node.
One network is shown, out of three included in the DCC ensemble.
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Stacked autoencoders
Commonly used deep learning architectures can be divided into a number of families
with distinct properties. To understand why the SAE was included in the DCC,
it is worth briefly considering the other main varieties, and why they were deemed
to be unsuitable for this application. Some of the most successful applications of
deep learning to date have been in computer vision, which are largely founded on
the use of convolutional neural networks (CNNs). CNNs were designed based on
neuronal pathways responsible for vision in humans, and they work by ‘scanning’
data (e.g. an image) to detect simple features, producing an activation map which
can be used to find more abstract features. Because the miRNA expression data
used in this study lack a meaningful 2D structure, CNNs are unlikely to provide any
added benefit. The other main deep learning family are recurrent neural networks
(RNN), which can ‘remember’ data about past events, in the case of time series data
for example. Unfortunately, RNNs are also not suitable because my data are not
inherently sequential. The other commonly used family of deep learning models are
stacked autoencoders (SAE) [69]. In contrast to CNNs and RNNs, SAE models do
not presume any relationship between input features.
One of the key motivations for designing ‘deep’ neural networks (as opposed to
‘shallow’ networks with <3 layers) is an enhanced ability to model complex features
and non-linear interactions. However, as discussed in Chapter 3 (Data), a problem
arises when training deep feed-forward networks known as the ‘vanishing gradient
problem’ [19]. Backpropagation works by updating the weights of connections between nodes using the gradient of error (calculated using the loss function), which
diminishes with each additional layer. For networks with many layers, once error
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has been backpropagated to input nodes, gradients can become so vanishingly small
that training becomes excessively time-consuming. Autoencoders present a solution
to that problem, by enabling layers to be ‘pretrained’ (see ‘Training’ below).
Each network in the DCC contains three stacked autoencoder layers. The hidden
layer of each autoencoder is smaller than the visible layer, so after training the activation of the hidden layer represents a lower-dimensional encoding (compressed form)
of the input. The layers are connected in such a way that the hidden layer of each
autoencoder becomes the input for the following layer. All SAE nodes use rectified
linear unit (ReLU) activation functions, and loss is calculated (in relation to input)
using mean squared error (MSE). Adagrad optimizer is used for updating weights see ‘Hyperparameter tuning’ below for more details.

Multilayer perceptron
Through unsupervised learning, SAE are able to produce a concise set of highlyinformative, non-linear features. To perform classification using these features requires supervised learning, and for this purpose we append two fully-connected, feedforward layers to the end of the SAE in each network. This subnetwork, known as
a multilayer perceptron (MLP), has a hidden layer equal in size to the final layer of
the SAE, followed by a final layer consisting of a single node. The MLP’s hidden
layer combines features from the SAE’s outputs using a ReLU activation function,
while the final node produces a value between zero and one with a sigmoid activation function. Loss between this predicted value and the true class value (zero or
one, for non-neoplastic or neoplastic) is calculated using binary cross-entropy. This
loss function is used in place of MSE because the output can be interpreted as a
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probability (of cancer), while MSE is intended to measure error between quantities.
A decision threshold of 0.5 is used to calculate accuracy, specificity and sensitivity.
Backpropagation in conjunction with supervised learning is used to train the final
MLP layers, as well as fine-tuning the weights of the pretrained SAE layers. Preliminary experiments indicated this topology generally produced accurate classifications.
However, we did not attempt to thoroughly validate or optimize the MLP topology
for the DCC, to avoid multiplying the number of testable configurations.

Ensemble
The function of any classifier ensemble is to combine the output of multiple classifiers
to produce a prediction that is superior to the predictions of any of its individual components. In fact, this outcome is certain if the included models are both “accurate”
and “diverse” [35]. In this context, a model is accurate which makes predictions that
are better than chance, and model selection is diverse if included models make nonidentical errors [17]. The extent to which prediction errors are uncorrelated is related
to the size of the advantage conferred by an ensemble.
MiRNA cistrons and sequence families (see Ch. 2) are sets of miRNAs based on
genomic proximity and targeting, respectively. miRNA profiles can be transformed
into features representing cistron and sequence family expression, as a means to incorporating the information contained in this annotation. One approach would be
concatenating the new features with the old input variables. However, this increases
the risk of overfitting due to a low events-per-variable (EPV) ratio. By averaging the
results of separate models trained using each feature set, we are able to incorporate
information from miRNA association without overfitting (Fig. 4.2).
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Figure 4.2: Simplified schematic of the network topology, illustrating the three main
RNA-Seq inputs (expression of individual miRNAs, miRNA cistron profiles, and miRNA sequence family profiles) and model’s key components.
First, autoencoders (AEs) are individually pretrained to recreate their
inputs. The hidden layer activation of each pretrained AE provides input
to pretrain the following layer. Then the entire model is fine-tuned with
supervised learning to predict cancer. Predictions based on each input
type in the ensemble are then averaged to give the final result.
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The DCC is validated using 5-fold cross-validation (CV) (see ‘Training pipeline’
below). This procedure results in five DCC models each trained on a somewhat
different subset of samples, and these DCC variants are also combined in an ensemble
to classify test samples. Because the five DCC variants produced by CV each contain
three separate classifiers, the final model is an ensemble of 15 deep neural networks.

4.1.2

Training pipeline

When evaluating the performance of a machine learning classifier it is imperative to
use samples that were not used in training, to avoid biased, unrealistically accurate
results. Developing a model like the DCC requires extensive experimentation, including training and testing numerous configurations to determine what is most effective.
The caveat about testing on unseen data applies to samples used during the entire
development process, not merely those samples used to train the final model. The
division of samples to facilitate testing and development is illustrated in Figure 4.3.
Of the initial 2518 tissue samples, 60% were set aside to test the model’s performance
(referred to as the ‘test set’) and the remaining 40% were used to optimize the DCC’s
hyperparameters, by training and validating different configurations (the ‘development set’). To avoid confusion, evaluating model performance during development is
referred to as ‘validation’; the term ‘testing’ is reserved for testing of the final model.
n-fold cross-validation (CV) is a procedure used to validate a model’s performance
that begins by dividing the data into n equally-sized partitions. Each partition is
then used to validate a specific model instance trained on the remaining samples.
This produces n performance estimates, which can be averaged to attain a global
estimate. During development, 5-fold CV was used to assess the performance of each
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Figure 4.3: Splitting of samples into sets for testing and development, and secondarily splitting of development set into training and validation sets. During
model development, DCCs are trained on the training set and evaluated
by predicting cancer in the validation set. The test set was used to calculate statistics in this report.
component of the DCC. Each iteration four fifths of the development set were used
to train the AE and MLP while the other fifth was used for validation, to assess the
performance of the particular model configuration. During testing, this procedure was
again used to train five model variants, each of which was used to classify the test set.
Partitioning of samples, both between test and development sets and during five-fold
CV, was randomized and stratified with respect to both cancer status and organ type
to reduce sampling bias. The result is that each partition contains an approximately
equal proportion of samples from each combination of cancer and organ type.

4.1.3

Hyperparameter tuning

Deep learning models are characterized by a large number of configurable parameters,
including the overall layout (topology) of the network, initial weights for connections
between nodes, and various functions determining the manner in which weights are
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adjusted. By using CV on the development set, different model configurations can be
compared, allowing select parameters to be optimized. Even when working exclusively
on the development set, there is a risk of overfitting the model if too many parameters
are tuned to maximize score (overfitting to the development set may reduce the test
performance). For this reason, a small number of significant parameters were selected
for optimization. Namely, the size the latent feature representation produced by
the deep autoencoders, the regularization applied to the autoencoder, the optimizer
function applied to training the autoencoder, and an analogous optimizer controlling
the training of the classifier. Other hyperparameters are summarized in Table 4.1.
The size of the smallest AE layer, also called the encoding size, determines the
level of compression the input must undergo, and the amount of information available
to the classifier. The number of nodes in the other AE layers were chosen to form a
geometric series, the size of each layer decreasing by a constant factor between the
input and final compressed form. The number of AE layers affects the amount of
information learned in a different way. Each layer tends to represent different latent
features in the data, so deeper networks can capture a greater number of more complex
features. The downsides to increased network depth include the risk of overfitting, as
well as potentially long training times [1]. Optimizers are algorithms which control
the way weights are updated during training, and may control parameters such as
(initial) learning rate, momentum and others. It is typically easier and more effective
to use these thoroughly tested configurations, instead of varying these parameters
independently. Because the performance of any single run is affected by random
occurrences (e.g. the splitting of samples, random initialization of weights), the CV
optimization procedure was repeated 30 times for each value of each parameter. Based
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on the distribution of scores for each configuration, the Kruskal-Wallis (K-W) test was
applied to detect significant differences between groups. If a difference was detected,
pairs of samples were compared using the Mann-Whitney U test to determine which
groups differed significantly. Unless stated to the contrary, all p-values were calculated
using the Mann-Whitney U test, comparing scores of the top-scoring and next best
configurations. As the K-W and Mann-Whitney U tests are non-parametric, no
assumptions were made about the normality of the underlying distribution. In each
Mann-Whitney U test of DCC performance, a sample size of 30 trials are used for
each tested configuration.

Table 4.1: Summary of key parameters, with optimal values
Parameter
Encoding size
AE layers
AE Optimizer
MLP Optimizer

Optimal value (Range)
20 (5-60)
3 (1-5)
Adagrad (*)
Adam (*)

Accuracy range
0.937 - 0.948
0.933 - 0.949
0.948 - 0.949
0.844 - 0.948

Table 4.2: Other model hyperparameters
Parameter
Value
Number of MLP layers 2
Activation function
ReLU (all nodes before last)
Sigmoid (final node performing binary classification)
Loss function
MSE during pretraining of AEs
Binary cross-entropy during fine-tuning
Batch size
16 for pretraining
8 for fine-tuning
Training epochs
Early stopping (3 consecutive batches without drop
in validation error)
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Classifier performance

The most common and intuitive way of assessing the performance of a classifier is its
accuracy, given by the number of true predictions over the total number of predictions.
The true predictions are the sum of the true positive (TP) and true negative (TN)
predictions. Accuracy is a suitable metric for problems with similarly-sized target
classes, but for highly imbalanced datasets, the success rate for positive and negative
samples can be measured using sensitivity or specificity, respectively. Out of 1511
samples, the DCC was able to correctly classify 1421 of them (94.8%). The model
had slightly better sensitivity (0.95) than specificity (0.94). The Receiver Operating
Characteristic (ROC) illustrates the trade-off between Type I and Type II errors.
The Area Under the Curve (AUC/ROC) was 0.985.
As seen on Figure 4.4, classification accuracy of the DCC was strongly associated
with minimum AE size at the lower end of the tested range. Increasing the encoded
size from five to 20 caused a clear benefit, although further increases had a null or
negative effect. While compressing miRNA profiles to just five features was clearly
sub-optimal, it was still sufficient to classify samples with 93.7% accuracy (Fig. 4.4). A
similar trend was observed in relation to layer number, shown in Figure 4.5. Validation
accuracy was greatest when using three stacked autoencoders. Additional AE layers
seemed to increase training times, without any significant performance increases.
The choice of model optimizer had a strong effect on performance for supervised
learning, but pretraining appeared to be relatively insensitive to optimizer choice (at
least between the five tested configurations). Adagrad exhibited marginally superior performance for pre-training, while Adam was the most effective algorithm for
supervised classification via backpropagation (accuracy = 0.948).
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Figure 4.4: Performance in relation to the size of compressed representation produced by the autoencoder. Using 20 nodes significantly (Mann-Whitney
U = 246, p = 0.0012) improved accuracy, though effects on other metrics
were not statistically significant.

Figure 4.5: Test set accuracy, sensitivity, specificity and AUC for different numbers
of stacked autoencoder layers. DCCs with 3 AE layers were significantly
more accurate (U = 350, p = 0.034) and sensitive (U = 338, p = 0.023)
than other configurations, while models with 4 stacked AEs had greater
AUC (U = 340, p = 0.025) and specificity (U = 361.5, p = 0.048).
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Comparison with other methods

The model’s performance on the test set of 1510 samples was compared to that of
two well-known machine learning methods, random forests (RF) and support vector
machines (SVM). The RF used a 10-decision tree ensemble of maximum depth, and
the number of variables considered at each split-point was the square root of the
number of input variables. The proposed DL model surpassed the performance of a
tuned SVM with a radial basis kernel (RBF) kernel, and parameters C=30 and γ=12.
These parameters were chosen using a grid search to minimize 5-fold CV error, tuned
and tested using the same partition of development and test sets used for the DCC.
As shown in Figure 4.6, the DCC outperformed the other methods by a significant margin across AUC (Mann-Whitney U = 0, p < 0.001), accuracy (U = 101.5,
p > 0.001), sensitivity (U = 318, p = 0.0046) and specificity (U = 214, p < 0.001).
The example ROC in Figure 4.6 shows that DCC outperforms SVM and RF at every
error threshold, with an average Area Under the Curve (AUC/ROC) of 0.985.

Figure 4.6: Left: Receiver Operating Characteristic (ROC) graph showing performance at different thresholds, compared to random forests (RF) and support vector machines (SVM). Right: DCC performance compared with
RF and SVM. Error bars show std. dev. for 30 trials, with 5xCV.
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Feature importance

I devised a method to determine the importance of individual miRNAs for cancer
classification, taking inspiration from a related method outlined by Dr. Shekoofeh
Azizi [3]. In this method, outlined in Figure 4.7, backpropagation was used to calculate the activation gradient across input nodes (rather than the error gradient used
in supervised learning). Signed activation gradients were computed for every edge
between nodes. The contribution of some feature to the activation of a higher nodes
can be estimated as the sum of the absolute (unsigned) activation gradients of all
edges connected to the given node. A distinct activation is produced in response to
each batch of samples presented as input. To calculate the average activation gradient across input features, five DCC variants were trained using 5-fold CV. Then,
the test set was presented to each variant in 16-sample batches, and the input activation gradients were recorded for each batch. Finally, the gradients were averaged
across batches and CV variants, producing a single score for each input feature (e.g.
miRNA) representing its relative importance for classifying cancer (Fig. 4.7).

Figure 4.7: Schematic illustrating the process for estimating feature importance using
backpropagation of activation. This process is repeated for each DCC
model variant trained using 5-fold CV and results averaged (not shown).
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The gradient of activation across input nodes estimates each input feature’s relative contribution to the DCC’s output. The importance of all 1187 miRNAs (including miRNAs filtered out in other analyses) was estimated in this manner using a
specially-trained DCC. The top 20 miRNAs by DCC contribution are shown in Figure 4.8, below. The distribution of activation gradients across miRNAs was highly
skewed; while the maximum gradient (for miR-21) was 22.9, only 26 of 1187 features
had an average activation gradient greater than one. It would appear most of the
information required to classify samples is concentrated in a small number of features.

Figure 4.8: Average of absolute value of output activation gradient for the top 20
miRNAs by backpropagated feature importance
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The miRNAs highlighted as most important for classification feature a number of
miRNAs with known links to cancer. The most predictive miRNA by this measure is
also the most abundant and ubiquitous: miR-21. MiR-21 has been recognized as an
oncomiR in at least nine different types of cancer from diverse anatomical sites [42].
Overexpression of miR-21 in mice is sufficient to cause pre-B-cell lymphoma, which
remarkably can be completely reversed by blocking expression of miR-21 [61]. Less
is known about miR-143 in relation to cancer, although it targets K-Ras, a promoter
of cell proliferation [79]. It has further been observed that DNA damage in cancer
cells promotes the interaction of key tumour suppressor p53 with Drosha (an enzyme
involved in miRNA biogenesis) to stimulate post-transcriptional processing of miR143 (along with miR-145 and miR-16-1) [79]. Mutations in p53 thus limit miR-143
maturation, in turn elevating K-Ras and promoting cell proliferation. It is possible
that the predictive importance of miR-143 stems from low levels of miR-143 acting as
a proxy for p53 mutations. The role of miR-26a in cancer is more equivocal in nature.
It is known primarily as a tumour suppressor miRNA in a number of human cancers
including lymphoma, hepatocellular carcinoma and thyroid carcinoma [22]. However,
miR-26a also appears to function as an oncomiR in glioblastomas, and is part of an
amplicon associated with markedly decreased survival in glioblastoma patients [44].

4.2.1

Feature importance & cancer specificity for small diagnostic assays

Cancer specificity score (introduced in Chapter 3) and DCC predictive importance
represent two distinct methods for estimating the ability of miRNAs to distinguish
cancer from healthy tissue. Based on a comparison of all 1187 miRNAs, the two
metrics displayed a moderate correlation (r = 0.435), as shown in Fig. 4.9. Both
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techniques appear suitable for use in feature selection, which could facilitate the design of small miRNA assays for cancer diagnosis. This potential was evaluated by
training DCCs using only the top 20 miRNAs by each respective metric. Yet another set of 20 was selected using samples above the 90th percentile in both metrics.
This experiment was performed using miRNA data only, however the inclusion of
all miRNAs allows inference about the importance of miRNA classes. Because calculation of DCC contribution made use of test set samples, for this comparison the
test set was randomly divided into two equal halves (each comprising 30% of total
samples), stratified for organ and disease type. One half was used to calculate DCC
contibution, while the other half was used to test the performance of 20-miRNA diagnostic assays based on DCC contribution, cancer specificity or a combination of both.

Figure 4.9: Log2 of cancer specificity score is moderately correlated (r = 0.435) with
log2 of DCC feature importance. Line of best fit is shown in red.
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The results of these tests are shown in Figure 4.10. A DCC-like model using only
the top 20 miRNAs by DCC feature importance (green shaded area in Fig. 4.9) was
able to predict cancer with approximately 90.7% accuracy and 0.966 AUC/ROC. A
set of 20 miRNAs selected by cancer specificity score (in purple shaded area) had
somewhat lower accuracy (85.5%) and AUC/ROC (0.87), but featured near-perfect
sensitivity (99.6%). A diagnostic assay constructed using a combination of both
metrics (maximum percentile cutoff - 90th percentile in both metrics, depicted with
black dashed lines). For each metric, the performance of the combination assay
was intermediate to the other two methods. The error bars represent the standard
deviation of each experiment over 30 trials.

Figure 4.10: Performance comparison of models containing top 20 miRNAs by different feature selection methods. The assay based on DCC prediction
contribution produced the highest AUC, accuracy and specificity, while
the assay based on cancer specificity had superior sensitivity (all MannWhitney U ≈ 0, p < 0.001, implying negligible overlap between scores).
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MicroRNA-gene-disease network analysis

The miRNAs with the greatest putative association with cancer were validated using a network analysis application called the Integrated Complex Traits Network
(iCTNet2) [88]. iCTNet2 links various biological databases (miRNA, gene, protein,
disease, etc.) enabling visualization of indirect associations between diverse biological
entities. The most significant miRNAs returned by the backpropagation method described above were compared with the set of miRNAs shown to target cancer-related
genes by iCTNet2. The degree to which highly-predictive miRNAs feature among
miRNAs linked to cancer (beyond the level predicted by chance) can be interpreted
as an estimate of “cancer enrichment” among top miRNAs by predictive importance.
As for all analyses of miRNA feature importance by activation gradient, this result
should be interpreted in the context of the distribution of training samples (e.g. likely
skewed to large organ classes, such as breast).
iCTNet was used to link miRNAs, genes and human cancers, outputting a list
of 61 miRNAs linked to cancer-associated genes (Fig. 4.11). iCTNet uses a different
miRNA reference library (miRCat); after converting miRNAs to a common form
and collapsing duplicates, the iCTNet network was reduced to 46 miRNAs, of which
44 were present in the set of 582 miRNAs shared between both references. Of the
top 20 miRNAs by average output activation gradient, eight were found in the list
of cancer-linked miRNAs. Since 7.6% of the miRNAs in the larger list are present
in the cancer-associated network, the expected number of matches (based on the
binomial distribution) is just 1.5. Therefore, the top 20 miRNAs returned by the
backpropagation method had a cancer enrichment of 8/1.5 = 5.3.
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Figure 4.11: Left:
Network graph showing links between cancers (blue),
genes/proteins (green) and miRNAs (red). These 44 cancer-linked
miRNAs contain eight of the top 20 by act. gradient (bright red). Right:
GO graph for genes targeted by selected miRNAs. Colour represents the
p-value of over-representation (five most significant in blue).

4.2.3

Gene ontology analysis

Targets of selected miRNAs can also be investigated using gene ontology (GO).
BiNGO is a cytoscape app that illustrates gene ontologies as hierarchical networks,
with nodes (representing processes) coloured to illustrate their level of enrichment [56].
Enrichment is calculated as over-representation relative to entire GO annotation. This
is measured by a p-value, adjusted using the Benjamini & Hochberg correction [8].
Sixteen miRNAs from the iCTNet2 graph are among the top 50 miRNAs ranked
by activation gradient. Gene ontology analysis was performed on all 49 target genes
linked to 16 miRNAs in iCTNet2 (Fig. 4.11). The graph displays a hierarchical GO
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network, containing at least two major clusters of related enriched biological processes.
The bottom-right cluster stems from “Regulation of cellular process” and “Regulation of biological process”, and contains “Positive regulation of cellular process” and
“Regulation of cell proliferation”. The other three of the top five most highly-enriched
GO categories (Table 4.3) are found in the uppermost cluster, descended from “Developmental process”, and “Multicellular organismal development”.

Table 4.3: Most over-represented gene ontology categories linked to selected miRNAs
Gene ontology category
Positive regulation of cellular process
Regulation of cell proliferation
Epithelium development
Tissue morphogenesis
Morphogenesis of an epithelium

Adjusted p-value
4.42e-5
3.60e-5
4.42e-5
1.84e-5
1.84e-5

Number of genes
22/49
15/49
10/49
10/49
9/49

Hanahan & Weinberg identified six hallmarks of cancer progression: 1) Selfsufficiency in growth signals, 2) Insensitivity to anti-growth signals, 3) Apoptosis
evasion, 4) Limitless replicative potential, 5) Sustained angiogenesis and 6) Tissue
invasion and metastasis [34]. In light of these factors, it is worth considering each of
the top five most significantly enriched functions in turn. “Regulation of cell proliferation” (p = 3.6e − 5) seems to clearly linked to oncologic criteria 1 (Self-sufficiency
in growth signals) and 4 (Limitless replicative potential), as does “Positive regulation of cellular process” (p = 4.4e − 5), defined as “Any process that activates or
increases the frequency, rate or extent of a cellular process”. “Tissue morphogenesis”
(p = 1.8e−5), on the other hand, suggests a connection to criterion 6 (Tissue invasion
and metastasis). The relationship of the last two factors, “Epithelium development”
(p = 4.4e − 5), and “Morphogenesis of an epithelium” (p = 1.8e − 5) to cancer is less
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clear at first blush. However, there is a strong argument that both these factors (and
likely “Tissue morphogenesis” as well) are in fact related to cancer hallmark 5 (Sustained angiogenesis). The GO term “Morphogenesis of an epithelium” is the parent
of “Endothelial tube morphogenesis”, which is defined as “The process in which the
anatomical structures of a tube are generated and organized from an endothelium.
Endothelium refers to the layer of cells lining blood vessels, lymphatics...”. This could
be explained by miRNAs which target genes involved in epithelial development and
morphogenesis contributing to the promotion of tumour angiogenesis.
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Chapter 5
Conclusions & Future Work

5.1

Overview & Conclusions

Following the recognition of miRNA as a class less than two decades ago, scientists
have gained a growing awareness of its important role in the regulation of biological
processes, as well as the consequences of miRNA dysregulation in the development
of cancer. MiRNA has been suggested as a promising class of disease biomarkers due
to strong associations with various tissue and disease states, although the exact network of interactions mediating their effects are not yet well understood. To expand
our understanding of the characteristic patterns of miRNA dysregulation in human
cancer, a novel deep learning framework was developed. This model, known as a deep
cancer classifier (DCC), uses miRNA-Seq profiles to train an ensemble of deep neural
networks to predict the presence of cancer. The DCC is able to predict neoplasticity with remarkably high accuracy (0.948), sensitivity (0.95) and specificity (0.94),
producing an AUC/ROC of 0.985. The proposed model outperformed two machine
learning benchmark algorithms, random forests and support vector machines, across
the full range of classification thresholds.
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Using a tissue sample (e.g. biopsy) from a wide range of sites, the DCC produces
highly accurate cancer diagnoses. These results attest to the power of deep learning
models like the DCC to predict phenotypes based on gene expression data, and the
possibility that similar models may be developed to improve clinical diagnoses. The
strengths of the DCC model largely derive from robust feature reduction performed
by three stacked autoencoders, which reduce the input space to just 20 latent features
used for classification. Using an ensemble composed of similar models using distinct
inputs (from miRNAs, cistrons and sequence families) also enhances the robustness
of the model, by limiting the likelihood of random occurrences (such as local training
minima) causing errors in output. The fundamental purpose of developing the DCC
in this thesis was to extract valuable insights into the nature of miRNA expression
signatures underlying cancers of diverse lineages.
Because of the vast, heterogeneous nature of the miRNA-Seq dataset we received
from Dr. Renwick and colleagues at The Rockefeller University, extensive preprocessing was required to ensure uniformly high-quality data. The basic strategies used
(TCS normalization, hierarchical tissue reannotation and IQR method for batch effect/outlier removal) have been described by other authors, including my colleagues,
though I was responsible for combining and adapting them to maximize their utility for this application [31]. The result was an aggressive cleaning procedure that
removed 27% of samples for insufficient data quality. I also implemented the tissue
specificity algorithm, with a dual purpose. Firstly, it was a means of investigating
tissue-specific patterns of expression, which provides a background for understanding
cancer signatures that span tissue types. These patterns were of particular interest
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given the unprecedented scope of our dataset. Secondly, the tissue specificity algorithm could be extended to calculate a cancer specificity score, which may be used to
select the miRNAs for cancer prediction.
In order to improve our understanding of the patterns of miRNA expression that
characterize human cancers, the trained DCC models were interrogated for insights
into how they distinguish cancer from normal tissues. The method I used determines
the contribution of input features to some node’s output, by back-propagating the
gradient of output activation with respect to inputs. A related method was devised
by Dr. Shekoofeh Azizi to visualize input contributions to nodes in the penultimate
layer, and I adapted it to calculate contributions of miRNAs to the DCC’s final output
(representing cancer prediction) [3].
The results of this method illustrated a highly skewed distribution of miRNA
importance, with miR-21 evincing the greatest contribution by far. This coincides
perfectly with literature describing miR-21 as an oncomiR, over-expressed in numerous human cancers [42]. Among the miRNAs with the greatest effect on the DCC’s
predictions, including miR-143, miR-26a and miR-let-7, many have also been identified as oncomiRs or tumour suppressor miRNAs [22]. Special attention was given
to miRNA-143, which had the second-greatest effect on cancer prediction despite not
featuring prominently on lists of oncomiRs and tumour suppressors. It is hypothesized
that low miRNA-143 expression is a biomarker for cancer-causing p53 mutations.
I evaluated the use of this method for feature selection, and compared it with
cancer specificity in this regard. Feature selection based on DCC importance produced
superior results, and revealed a set of 20 miRNAs capable of accurately diagnosing
cancer in diverse tissues with 90.7% accuracy and AUC/ROC of 0.966.
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To extend these findings in search of physiological mechanisms explaining the
role of these miRNAs, I consulted an integrated miRNA-gene-disease network using
Cytoscape. Over five times as many highly-predictive miRNAs were present in the
network compared to the number expected due to chance, providing a degree of
validation for the results. The genes targeted by these important miRNAs were
then analyzed with a gene ontology search. The most highly enriched functions were
all in some way linked to cancer, including “Positive regulation of cellular process”
and “Regulation of cell proliferation”, which highlights the importance of miRNA
regulation to prevent aberrant cell growth and proliferation. Notably, gene ontology
terms connected to “Epithelium development” and “Morphogenesis of an epithelium”
were also highly enriched. If “Morphogenesis of an epithelium” refers to a growth of
blood vessels (angiogenesis) in cancer, then miRNA dysregulation may be involved
in tumour angiogenesis.

5.2

Limitations & Future work

As is the case for most experiments, the results could be improved by acquiring additional data. This could help reduce sampling bias in the tissues, platforms, and
diseases included in the dataset, a key limitation for the interpretation of findings.
Connections drawn between important miRNAs and potential mechanisms tied to
cancer regulation are based on the available information, but these suggested roles
remain unverified. Until the proposed miRNA interactions are confirmed experimentally, there may be no straightforward way to discern between competing hypotheses.
The threshold used for filtering miRNAs was proposed for RNA-Seq data, which could
pose a limitation if the threshold is less well-suited for filtering miRNA-Seq data.
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Throughout the course of completing this thesis, a number of promising avenues
for future research have presented themselves. Deep learning is a fast-growing field
at the cutting edge of data science, and it was not possible to explore all potential
offshoots of the DCC model which seemed interesting and worthwhile. Given the
near-perfect accuracy of the DCC for binary cancer diagnosis, expanding the model to
accommodate multicategory tumour classifications (either by type or subtype) seems
feasible. Another modification of the DCC which could be worthwhile is expanding
the input space to include mRNAs and other RNA species as well as miRNAs (this
was not included in the Rockefeller dataset). Although we did expend efforts to reduce
the feature space by filtering, it may be possible or even advantageous to perform the
necessary dimension reduction through autoencoders alone. This issue is particularly
relevant for the design of diagnostic assays.
Alternatively, it may be possible to achieve accurate classification using a more
concise set of inputs. The backpropagation of activation suggests which miRNAs have
the greatest impact, and this list could be used to select a subset of (perhaps 50-100)
miRNAs, which is closer in size to current mRNA diagnostic assays for cancer. Other
possible improvements to the DCC could arise from a more thorough and expansive
search for optimal hyperparameters. This includes variations on the architecture of
the feed-forward component of the DCC, and more advanced autoencoder variants,
such as sparse denoising autoencoders, which purportedly reduce overfitting.
Future directions outside the scope of the DCC include refinements of the backpropagation method for feature importance. The high score of miR-21 may to some
extent represent the high abundance of miR-21, and it is possible this metric could
be improved by some type of normalization.
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