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Abstract 

To improve patient safety, many surgical and interventional specialties use simulation training. 

This ensures that trainees have a minimum level of proficiency prior to real patient encounters. During 

simulation training, it is imperative to assess trainees’ learning curves and instruct trainees how to improve 

their skills. It is infeasible, however, for expert preceptors to continually monitor trainees during training. 

As a supplement to expert supervision, computer-assisted training has emerged. This thesis proposes 

computer-assisted methods for assessment, feedback, and instruction in image-guided interventions 

training. This thesis makes the following contributions. 

1. A comprehensive and methodical review of the literature in computer-assisted assessment methods 

for image-guided interventions training. The review outlines characteristics by which assessment 

methods can be classified and identifies tools available to the community. 

2. Studies on the development and validation of clinically meaningful performance metrics for skills 

assessment in image-guided interventions. The analysis of hand and arm movements in simulated 

colonoscopy distinguished between novice and experts. The quantification of the planning process 

in deep brain stimulation indicated skill and was useful for monitoring learning curves during a 

training course. In both cases, application-specific metrics formulated in consultation with clinical 

experts had added value in assessment. 

3. Methods for overall skills assessment in ultrasound-guided interventions based on performance 

metrics. A framework for determining which aspects of an intervention are assessed by which 

performance metrics was designed and validated in three applications. A method for overall skills 

assessment using transparent and configurable machine learning was developed. It was shown to 

both be accurate and provide useful feedback to trainees automatically. 

4. Development of a method for automated workflow analysis in ultrasound-guided needle 

interventions. The method combines domain-knowledge with pattern recognition techniques to 
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provide instruction in real-time. The method achieves accuracy approaching the accuracy attained 

by human observers. 

Automated assessment, feedback, and instruction is feasible for computer-assisted training in 

image-guided interventions when an expert preceptor cannot be present. In this context, the proposed 

methods have been developed and validated in real training scenarios. The methods are made available to 

the community through Perk Tutor (www.perktutor.org), an open-source image-guided interventions 

training platform. 

http://www.perktutor.org/
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Chapter 1 

Introduction 

1.1 Image-Guided Interventions 

In recent years, image-guided interventions have become increasingly commonplace 

throughout clinical medicine. In particular, image-guidance allows the clinician to visualize 

subcutaneous anatomies along with interventional or diagnostic tools. These anatomies and tools 

can be visualized either a priori for planning purposes or for real-time guidance. Furthermore, with 

recent advances in electromagnetic, optical, and inertial tracking technologies, these medical 

images can be combined with tracking information to provide clinicians with a three-dimensional, 

real-time, augmented reality display of the anatomies with the tools. Image-guidance has advantage 

over freehand in that it offers decreased patient trauma, reduced risk of infection, and improved 

patient recovery time. 

Image-guided interventions have been used with many imaging modalities, including CT, 

MRI, PET, X-ray, and ultrasound. Ultrasound-guided interventions are particularly appealing 

because ultrasound offers real-time imaging without exposing the patient and operator to harmful 

ionizing radiation. Furthermore, it is less expensive that other imaging modalities. A growing body 

of evidence has shown that it is beneficial when added to procedures traditionally performed 

without image-guidance, and its real-time capabilities can be used to augment interventions using 

other imaging modalities which are not conducive to real-time use (for example, [1]–[3]). 

Furthermore, the Canadian Medical Association Clinical Practice Guidelines recommends that 

point-of-care ultrasound “be recognized as a valuable tool for medical assessment and treatment 

guidance for patients” [4]. 

Ultrasound-guided interventions, however, can be difficult to learn. The operator must 

simultaneously manipulate the ultrasound probe with other tools (most often needles), a complex 
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motor skill. Furthermore, it is difficult for trainees to reconstruct the 2D ultrasound images onto 

the 3D anatomy. This is compounded by difficulty interpreting noisy, low-quality ultrasound 

images, especially when the anatomy is unfamiliar. As a result, ultrasound-guided interventions 

can be difficult to learn, and trainees require much instruction and practice to achieve proficiency, 

although the exact amounts required varies significantly between individuals [5]–[7]. 

1.2 Surgical Education and Training 

In the modern era where image-guided interventions are becoming increasingly complex 

and the demand for patient safety is growing, training novice clinicians to perform image-guided 

interventions is becoming more important. In particular, novices should have achieved some 

minimal level of proficiency prior to their first patient encounter, and that level of proficiency 

should be determined using objective criteria. As a result, there has been a global shift away from 

time-based models of medical education (where all trainees progress at the same pace, advancing 

in the curriculum only once they have spent a particular amount of time training) to a competency-

based model (where each trainee progresses at their own pace, advancing in the curriculum only 

once they have achieved a particular competency). This new model, in addition to allowing quicker 

learners to advance more quickly, allows slower learners sufficient time and training to completely 

master each skill. Mastery is assessed using some objective criteria. Thus, this limits the number 

of trainees who graduate and move on to real patient encounters prior to achieving a requisite skill 

level. In Canada, the CanMEDS framework mandated that all medical education centres adopt a 

competency-based education model by the year 2015 [8]. 

The traditional teaching model in medical education is based on Halsted’s “see one, do 

one, teach one” approach [9]. In this approach, trainees first observe an expert perform the 

intervention, subsequently practice the intervention under expert supervision, and then teach 

another trainee to perform the intervention. This approach has seen extensive success in a variety 

of disciplines (for example, [10]). For medical education, this training approach using patient 
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simulators for practice has been shown to be effective for a variety of interventions (for example, 

[11]). While this approach can be adapted such that the number of interventions each trainee sees, 

does, and teaches is dependent on when the trainee reaches an adequate level of proficiency, there 

remain practical issues with this approach. Evaluation by expert clinicians is subjective and can be 

inconsistent between different experts even at the same centre and certainly at different centres. 

But most critically, expert supervisors do not have enough time to supervise the ever-growing 

population of medical trainees while maintaining their regular clinical practice. 

The most important part of Halsted’s approach is that trainees consistently receive specific 

feedback on their performance from experts. This specific feedback, which takes the form of both 

performance assessment and intra-operative guidance, has been shown to be valuable particularly 

for clinical interventions [12]. Although several tools have been developed to improve the 

objectivity and consistency of evaluation (e.g. checklists and global rating scales, for example [13], 

[14]), these still require constant expert supervision and involve some subjectivity [15]. 

Furthermore, no objective tools for providing intra-operative guidance have seen widespread 

acceptance. 

The ultimate goal of medical education would be to automate expert supervision of trainees 

as much as is reasonable. In particular, automating performance evaluation and intra-operative 

guidance. This would relieve stress on expert scheduling, automate the assessment, and allow 

trainees to practice and receive feedback and guidance on their own time without expert 

supervision. Such performance assessment systems could even be used in a real intra-operative 

environment for quality assurance amongst junior interventionalists when expert attention is 

otherwise diverted. 

We suggest that the development of methods for automated performance assessment of 

trainees performing image-guided interventions is a key component of medical education of the 

future. As engineers, we often envision performance assessment that achieve the highest accuracy 
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possible. But rather, we need to create performance assessment metrics that are understandable to 

trainees and supervisors. This allows trainees to understand what part of their performance need 

improvement and it allows supervisors to customize the metrics to their particular needs. 

The development of methods for the hierarchical segmentation and analysis of the 

intervention’s workflow into its constituent components is another key area of research. By 

combining this with semantic information, this allows the identification of the context of the 

intervention, so that specific guidance can be provided to the trainee to assist learning. Again, this 

guidance systems needs to work in a manner that is transparent to supervisors and trainees to better 

understand trainees’ performance and to customize that guidance to the particular application. 

1.3 Contributions 

The objective of this thesis is to develop and validate methods for self-guided or computer-

assisted training in the context of image-guided interventions. This involves the development of 

methods for automated assessment, instruction, and feedback. In particular, this thesis makes the 

following main contributions. 

1. A comprehensive literature review of the literature on computer-assisted skills assessment 

for freehand interventions. This review includes characterization of the scoring systems, 

sensors, classifiers, validation methods, clinical applications, and simulation environments 

used for skills assessment. It provides a context for the rest of the contributions. This 

literature review is presented in Chapter 2. 

2. Application-specific metrics for assessing skills in different image-guided interventions. 

These metrics, which are defined in consultation with clinical experts, are quantitatively 

validated for their ability to discriminate novice operators from expert operators. 

Application-specific metrics for colonoscopy are presented in Chapter 3. Application-

specific metrics for planning deep brain stimulation (DBS) are presented in Chapter 4. 
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3. Methods for automatically computing an overall skill level and monitoring trainee learning 

curves during image-guided interventions training. The proposed methods are built upon 

application-specific metrics. They are validated for accuracy in the context of ultrasound-

guided interventions. A framework for assessing the utility of application-specific metrics 

in overall skills assessment is presented in Chapter 5. Overall assessment with feedback is 

presented in Chapter 6. 

4. A method for automatic workflow analysis. This method uses domain-knowledge about 

the intervention’s workflow to automatically determine which task is ongoing at any given 

time. This is used to provide the trainee with real-time instruction and targeted feedback 

for each task in the intervention. This method is fully validated for ultrasound-guided 

needle insertions. It is presented in Chapter 7. 

In summary, this thesis presents methods for capturing application-specific aspects of an 

intervention, methods to compute an overall performance assessment with specific feedback, and 

a method to provide real-time instruction and targeted feedback. The methods comprise a 

computer-assisted training system capable of providing assessment, instruction, and feedback. 

1.4 Compliance with Ethical Standards 

All studies in this thesis involving human participants were performed in accordance with 

the ethical standards of the institution and approved by the research ethics board at Queen’s 

University. All participation was voluntary, and written informed consent was obtained from all 

participants. 



 

6 

 

Chapter 2 

Computerized Skills Assessment in Freehand Interventions: A Review 

This chapter is based on work in preparation for submission to a peer-reviewed journal 

[16]. 

2.1 Introduction 

Prior to their first patient encounter, every medical trainee should have some level of 

proficiency to safely perform procedures. In most countries, medical education curricula have 

shifted to competency-based models in order to ensure this. Under this competency-based model, 

trainees each progress at their own pace, practicing until they achieve a predefined competency 

benchmark. This requires each trainee’s performance to be continually monitored throughout their 

training with respect to objective criteria. Traditionally, performance is assessed by expert 

physicians. 

The main challenge with expert-based assessment is that, especially with the increasing 

population of medical trainees [17], [18], it is time consuming for experts to supervise trainees 

while maintaining their regular clinical duties. Furthermore, expert-based assessment can be 

inconsistent, even at the same teaching centre [19], [20]. As a result, there has been a growing body 

of work on automatic, computerized assessment of interventional skills. These computerized 

assessment methods can augment expert supervision and allow trainees to perform self-guided 

training. 

There has been much prior work on skills assessment in laparoscopic, endoscopic, and 

robot-assisted surgeries. On the other hand, skills assessment in freehand intervention has remained 

much unexplored. While some of the assessment methods may be transferrable, there are different 

challenges in freehand interventions [21]. This is due to the increased degrees of freedom of motion, 
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the variability in instruments and anatomy, and occlusions to views of the surgical scene. As a 

result, methods specific to freehand interventions must be considered. 

The aim of this review is to identify, organize, and analyze methods for computerized skills 

assessment in the context of freehand interventions via a methodical review of the literature. 

2.2 Methods 

We performed a methodical review of the literature using the key phrases: 

“surgical/procedural skill/skills assessment/evaluation” or “assessment/evaluation of 

surgical/procedural skill/skills”. This was repeated using all eight combinations of wording for each 

phrase. We queried the following databases: The Summon® Service (ProQuest, USA), 

ScienceDirect (Elsevier, Netherlands), Web of Science (Clarivate Analytics, USA), and PubMed 

(National Center for Biotechnology Information, USA). Full search terms for each database are 

described in 2.6. We also included literature identified through hand searching of relevant journals 

identified by the authors. 

Following the database searches, the identified studies were merged into a single database 

and duplicates were removed. The studies were then screened to determine if they fit the 

inclusion/exclusion criteria. They were first screened by title, then by abstract, and then by full-

text. 

We use the following inclusion/exclusion criteria (Table 2.1). We included observational 

studies which validate the use of computerized skills assessment in freehand interventions. In 

particular, the study must examine how the proposed assessment method distinguishes operators 

with different skill levels. We included full papers published in peer-reviewed journals or major 

international conference proceedings. Only papers published in the English language were 

considered. Studies which involve non-freehand interventions (e.g. endoscopic, robotic), require 

the presence of an observer for assessment purposes, or follow trainee learning curves without prior 

validation of the assessment method were excluded. 
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Table 2.1. Table of study inclusion and exclusion criteria. 

Inclusion Criteria Exclusion Criteria 

Refereed full paper in journal or major 

conference proceedings 

Non-refereed journal or conference papers, 

dissertations, papers with insufficient detail for 

analysis 

English language Non-English language full-text 

Observational study Intervention study or randomized control trial 

Freehand interventions Robot-assisted, minimal access, or endoscopic 

surgeries 

Computerized skills assessment method Observer-based, observer-assisted, or 

observer-dependent assessment method 

Quantitative evidence of validity for 

assessment method in discerning operators of 

different skill levels 

Qualitative validity for assessment method; 

use of assessment method without validation 

process 

2.3 Results 

2.3.1 Summary of Records Identified 

From the search of the databases and studies identified through other sources, a total of n 

= 2265 unique records were identified. Screening by title identified n = 483 records, screening by 

abstract identified n = 159 records, and screening by full-text identified n = 79 records (Error! R

eference source not found.). We used these 79 records as our corpus. 
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Figure 2.1. PRISMA Flow diagram indicating the process by which the corpus (n=79) was 

determined. 

The number of published records on surgical skill assessment (n = 2265, before screening) 

has increased steadily over the last several decades (Figure 2.2). This trend is mirrored by the 

increase in records in the corpus (n = 79, after screening) over the last two decades (Figure 2.2). 

This increased interest in skills assessment parallels the ongoing shift in the medical education 

paradigm to a competency-based model. 
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Figure 2.2. Trends in number of papers about surgical skills assessment (blue) and in the corpus 

(orange) over the past 50 years. The year 2018 (indicated by grey region) is incomplete and includes 

only six months. 

Based on initial screening of the literature, we suggest that each record in the corpus can 

be characterized with respect to six elements: scoring, sensors, classifier/regressor, validation, 

clinical application, and environment (Figure 2.3). Scoring refers to what type of assessment is 

outputted. The sensors comprise the physical hardware and software components that are used to 

acquire data about the operator’s performance. The classifier/regressor is the algorithm or methods 

use to translate the raw sensor data into an assessment. The validation refers to the way in which 

the assessment has been shown to be reliable or accurate. The clinical application is the particular 

medical intervention which is being assessed. The environment refers to the medical or simulation 

environment in which the intervention is assessed. 
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Figure 2.3. Summary diagram illustrating the elements by which each record in the corpus may be 

characterized. Colour intensity indicates the frequency of each characteristic. 
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Figure 2.4. Proportions of corpus using each a) scoring method, b) sensors, c) classifier/regressor, 

d) validation method, e) clinical application, f) simulation environment, g) platform. Some papers 

may satisfy multiple characteristics for a given element. 

a) b) 

c) d) 

e) f) 

g) 
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2.3.2 Scoring 

Scoring concerns the output assessment produced by the computerized assessment method. 

From the literature, we identify four main scoring types (Figure 2.4). The most straightforward 

scoring method is computing a set of summary statistics about the intervention. These summary 

statistics must be interpreted in the context of the population or application-specific knowledge 

[21]–[68]. The summary statistics must be understandable to preceptors and trainees. Overall score 

provides a discrete or continuous (for example, out of 100) measure of the trainee’s proficiency 

[69]–[80]. This allows a big picture perspective on the trainee’s overall proficiency and allows their 

learning curves to be easily monitored but does not provide information about skill in each facet of 

the intervention nor does indicate when a trainee is competent. Some scoring methods provide a 

binary output of “competent” or “not competent” which serves the practical problem of determining 

when a trainee is ready to graduate, but this does not provide the trainee with any feedback or idea 

of their learning curve [62], [63], [81]–[92]. OSATS scoring combines checklists, global rating 

scales, and a pass/fail criterion, and it is widely accepted as one of the most reliable methods for of 

structured assessment methods [93]. Thus providing OSATS-like scores in several aspects of the 

intervention is perhaps the most useful computerized scoring method [94]–[100]. This provides 

information about proficiency in a variety of facets of the intervention, whether the trainee is 

competent, and can be interpreted with respect to behavioural anchors. 

2.3.3 Sensors 

In order to produce a computerized assessment of skill, the computer must measure the 

surgical environment (Figure 2.4). This is done with one or more sensors that measure some raw 

parameter. Subsequently, this raw sensor data must be translated into meaningful assessment. We 

must consider both what parameter the sensor measures and who the sensor measures (Figure 2.5). 

We also consider how the sensor measures, as this elucidates the practicalities associated with using 

it. 
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Figure 2.5. Diagram illustrating the different sensor configurations used in the corpus. Arrows 

represent links between what quantity is measured, how it is measured, and what object it is 

measured for. 

The most common sensor type in interventional skills assessment is pose sensors (i.e. 

position and orientation). Pose sensing is typically achieved through electromagnetic or optical 

tracking devices [21]–[28], [32], [34], [37], [38], [40], [42], [46], [49]–[52], [54]–[56], [58], [60]–

[66], [68], [71], [73], [77], [78], [81], [83], [89], [91], [92], [95]–[98], [100]. Pose may also be 

measured simultaneously with forces using mechanical tracking devices such as passive robotic 

arms [29]–[31], [39], [41], [45], [53], [69], [70], [72], [84]–[88], [90], [94]. Video processing 

methods may also be used to estimate pose (i.e. markerless optical tracking) [49], [91], [95]–[98], 

[100]. With recent developments in image processing, this presents an inexpensive and unobtrusive 

alternative to traditional tracking methods. Unfortunately, it is computationally expensive, can 

suffer from occlusion, and is less robust than other methods. Pose sensors have been applied to 

track the operator’s hands, the tools, and the patient to determine their motions and their spatial 

relations. 

An alternative to pose tracking is using inertial measures: acceleration and absolute 

orientation. This also allows motion qualities to be measured, but they cannot, however, be used to 

reliably determine absolute position. Inertial Measurement Units (IMUs) have been mounted to the 

operator’s hands or the tools to assess motion quality. These sensors provide a good alternative to 

pose tracking systems due to their small size and inexpensiveness [35], [43], [60], [100]. 
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Pose and motion sensing can be complemented by force sensing. Forces can be used to 

quantify the interaction between the operator, tools, and tissue. One method for force sensing is 

through passive robotic arms, which can simultaneously measure force and pose with great 

accuracy [29]–[31], [39], [41], [45], [53], [69], [70], [72], [84]–[88], [90], [94]. Alternatively, strain 

gauges may be used as a less expensive but less accurate alternative for force sensing [35], [43], 

[67]. In particular, strain gauges attached to rigid linear tools may used to estimate tissue interaction 

forces and motions at the distal end of the tool based on sensor data from the proximal end of the 

tool due to their rigid relation [67]. 

Eye-gaze tracking measures operators’ gaze point as a way of measuring their intentions. 

This supplements information about an operator’s motion actual motion with information about 

their intended motion and the components of the intervention to which they pay attention. Eye-gaze 

tracking has been accomplished via a head-mounted device [36], [47] or can be built into the 

operating scope [59], [82]. Some eye-gaze trackers can be used to measure pupillometry, a 

surrogate for cognitive load [47]. 

Finally, the operator’s status can be continually monitored throughout the intervention. 

This provides information about how confident the operator feels, the operator’s level of 

concentration, and various physiological characters which may indirectly measure performance. 

Remarkably, operator’s neurological activity can be tracked during and intervention, as a measure 

of cognitive load during the intervention [48]. 

2.3.4 Classifier/Regressor 

Once acquired, the raw sensor data must be translated it into an assessment. This remains 

one of the greatest challenges of skills assessment methods. There have been many methods 

proposed for doing this. Three categories of methods have emerged: basic performance metrics, 

abstract feature extraction, and time series analysis (Figure 2.4). 

Basic Performance Metrics 
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The most common way to translate raw sensor data into assessment is through basic 

performance metrics. That is, to compute basic statistics summarizing the qualities of the motion. 

These statistics should be intuitive quantities that are straightforward for both trainees and 

preceptors to understand. These metrics fall into three categories (Table 2.2). 

Table 2.2. Descriptions of basic performance metrics commonly used for freehand skills 

assessment. Individual metrics may be computed with slight differences in certain setups. 

Type Metric Description 

Efficiency 

Time 

The elapsed time between the start of the intervention and 

the end of the intervention 

Path length The cumulative total distance travelled by a subject 

Number of 

movements 

The number of times the subject’s instantaneous speed 

exceeds a fixed threshold 

Peak speed The maximum instantaneous speed of the subject 

Motion 

smoothness 

The total changes in acceleration (i.e. jerk) of the subject 

Working 

volume 

The volume of the convex 3D shape enclosing all of the 

subject’s positions 

Depth 

perception 

The total movement of the subject in its axial direction 

Eye fixation 

count 

The total number of times the eye looked at a fixed point 

Eye saccade 

count 

The total number of times the eye moved quickly, 

transitioning between fixed points  

Pupil entropy The Shannon entropy of the pupil size 

Error Tissue damage The total 2D area of the tissue swept out by the tool 
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Peak applied 

force 

The maximum force magnitude applied to the patient 

Critical 

anatomy errors 

The number of times the tools contact critical anatomical 

structures 

Incorrect 

anatomy errors 

The number of times the tools contact irrelevant anatomy 

or relevant anatomy during the incorrect phase  

Outcome 

Distance to 

target 

The distance from the tool’s tip to the target point or 

anatomy 

Margin status Whether or not the entire non-healthy tissue was resected 

Margin ratios 

The quantities of healthy and non-healthy tissue resected, 

relative to the total quantity of non-health tissue 

Scanning 

completeness 

The proportion of points of interest scanned during 

diagnostic imaging  

Stitch 

uniformity 

The variance in distances between adjacent sutures 

Wound size The area of the wound resulting from the intervention 

Adherence to 

template 

The difference between the resulting tissue volume and a 

gold-standard template tissue volume 

 

Efficiency metrics evaluate how fluidly the operator performs the intervention. These 

metrics are typically the easiest to compute and are mostly measured by sensorizing the operator. 

In nearly all metrics-based assessments, time is a primary metric. Both overall intervention time 

and time for each task in the intervention provide important about efficiency. By sensorizing the 

hands, it is possible to compute hand movements, velocities, path length, and motion consistency 

[21]–[27], [29], [32]–[34], [37], [42], [44], [46], [50], [54]–[56], [58], [62], [64]–[66], [68], [73], 
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[81], [83], [91], [98], [99]. Likewise, by sensorizing the operator’s instruments, it is possible to 

measure instrument movements, velocities, path length, and motion consistency, in addition to 

metrics such as motion smoothness, working volume, and depth perception [31], [35], [38]–[41], 

[43], [49]–[53], [57], [60], [61], [69]–[71], [77], [78], [83], [84], [89]. Finally, efficiency metrics 

can also be computed by analyzing the operator’s eye gaze: fixation count, fixation duration, 

saccade count, saccade duration, scanpath length, pupil entropy [36], [47], [59], [82]. 

Error metrics measure how many errors were committed and how deleterious they were. 

These metrics mostly quantify the instrument-tissue interactions and are computed by sensorizing 

the instruments and the tissue. The most common metrics include damage caused to tissue, 

maximum forces applied to tissue, instrument-tissue interaction errors, and injuries to critical 

structures [30], [31], [35], [41], [43], [45], [67], [69], [70], [75], [76], [84], [89]. 

Outcome metrics evaluate how well the interventional outcome was achieved. Outcome 

metrics contrast efficiency metrics and error metrics in that they strictly measure the result, rather 

than the process of achieving it. In some applications, the outcome is binary, and it is clear to 

trainees whether or not the intervention was a success. In other applications, it may not be clear 

whether the intervention was successful or to what extent. In these cases, it is important to quantify 

the outcome. Because the desired outcome varies from intervention to intervention, there is no one 

outcome measure that is universally applicable. As a result, it is usually necessary to compute 

application-specific outcome metrics. In targeting applications, the final distance to target is often 

used [40], [53]. In suturing or anastomosis, the stitch uniformity and wound closure may be 

measured [76]. In soft tissue interventions, the margin status, ratio, or uniformity may be computed 

[49], [71], [76], [84], [89]. In diagnostic ultrasound, the completeness of the scan may be 

determined [52], [61]. In hard tissue applications, final tissue volume may be compared to a 

template [72], [75], [94]. 
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To fully quantify the intervention, basic performance metrics may be combined. A linear 

combination of basic performance metrics is used most commonly [38], [69], [70], [75]–[78], [89], 

[98]; however, machine learning techniques are also applied [83], [94]. In some cases, metrics may 

also be computed separately for several repeated strokes in an intervention, and combined into an 

overall score [90], [92]. 

Abstract Feature Extraction 

Another way to analyze the raw sensor data is to extract abstract features from the sensors. 

In contrast to the basic performance metrics, these features are not necessarily interpretable by 

clinical trainees or preceptors. These features should, however, carry as much information as 

possible with as little redundancy as possible. As these features are not interpretable to clinical 

personnel, it is mandatory that they are translated into an overall classification or score that is 

clinically understood. 

The extracted features depend both on the application and the type of sensor data available. 

Features include: frequencies [74], [96], [97], standard imaging features [95]–[97], symbolic 

representation of time series [79], [97], and entropy-based features [80], [100]. Subsequently, 

machine learning techniques applied to the features include: discriminant function analysis [74], 

[95], nearest neighbour [96], [97], [100], and rule-based classifiers [79]. Neurological activity may 

also be used as an abstract feature quantifying performance [48]. 

Time Series Analysis 

In contrast to basic performance metrics and extracted features, hidden Markov models 

(HMMs) can be used to model the temporal flow of the intervention, rather than summarizing the 

intervention in a scalar quantity. By building a HMM for each skill class, an operator of unknown 

skill level may be compared to each model, and the probability of the operator’s performance being 

produced by each HMM can be used to determine the most likely skill level. The raw sensor data 

can be discretized into observations by binary usage signals [86], [87] or by clustering [63], [85]–
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[87]. The hidden states are typically taken to correspond with tasks in the intervention [63], [85]–

[87], may also be taken to be arbitrary time series units [88]. 

2.3.5 Validation 

For any assessment system, it is imperative the system be validated. That is, it must be 

shown that the assessment system measures what it is supposed to measure. In the context of 

interventional skills assessment, there are five major types of validity: (1) face validity, the 

perceived realism of the training environment, (2) content validity, the apparent utility of the 

environment as a training tool, (3) construct validity, the degree to which the assessment 

discriminates operators of different skill levels, (4) concurrent validity, the degree to which 

assessment correlates with previously established assessments, (5) predictive validity, the degree 

to which the assessment predicts operating room performance [101], [102]. We consider 

discriminate validity to be a subset of construct validity [101]. Here, we focus on construct, 

concurrent, and predictive validity as they relate to the assessment (Figure 2.4). Face and content 

validity, while important to establish in simulation-based medical education, are largely 

independent of the assessment method and depend on the simulation environment. 

The most common way to establish construct validity is to compare the scores of novices 

(e.g. medical trainees) with the scores of experts (e.g. practicing clinicians) [23], [29], [36], [39], 

[40], [42], [47], [52], [53], [59], [61], [63]–[65], [69], [70], [74], [76], [80], [82], [83], [85]–[92]. 

Of course, this can be analyzing in finer detail by considering operators of three [24], [25], [28], 

[30], [37], [41], [46], [48], [56], [57], [67], [75], [77], [84], [99] or four [21], [31], [60], [71], [78] 

different skill levels. Some work even consider operators during each year of residency [22]. Most 

commonly, construct validity is assessed by determining if the distribution of scores for each group 

differ significantly via ANOVA but may also be assessed via classification accuracy. Concurrent 

validity is typically assessed by determining the correlation between assessment scores and scores 

on previously validated assessment tools, such as checklists [32], [55], GRS [32], [55], [66], [73], 
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OSATS [26], [49], [64], [79], [81], [95]–[98], [100], or other structured assessment forms [33], 

[35], [43], [72], [94]. These correlations can be testing for significance as an indicator of validity. 

Several works attempt to establish both construct and concurrent validity [27], [34], [38], [44], [50], 

[51], [54], [58], [62]. No studies in our corpus attempted to establish predictive validity. 

2.3.6 Clinical Application 

Computerized interventional skills assessment has been achieved in a wide variety of 

different applications (Figure 2.4). Much of the literature focuses on basic surgical skills that are 

common to many different open surgeries. These include anastomoses of large and small vessels 

[21], [22], [33], [35], [43], [44], [57], [69], [70], [73], suturing of the skin and subcutaneous tissues 

[25], [31], [46], [56], [59], [64]–[67], [74], [76], [79], [80], [82], [95]–[100], surgical knot-tying 

[23]–[25], [37], [48], [63]–[66], [68], [81], [96]–[98], [100], and basic surgical cutting tasks [59], 

[82]. There has also been work investigating basic motor skills which apply to most interventions, 

including pointing tasks [39], [53], manipulation tasks [60], and palpation [45]. 

One of the main applications of assessment is in open soft tissue surgeries including open 

abdominal surgeries [42], [47], [88] and reduction mammoplasty [91]. Other applications in soft 

tissue include neurosurgical applications such as brain tumour resection [36], [41], [84] and vessel 

cannulation [29]. There has also been considerable work in ophthalmology [26], [28], [38], [49], 

[71], [77], [89], otorhinolaryngology [40], [92], urology [32]. Hard tissue applications include bone 

fracture repair [75], mandible plate fixation [55], mastoidectomy [30], [90], [94], and tooth 

preparation [72], [85]–[87]. 

The final area of interest for computerized skills assessment is ultrasound-guided 

interventions. These include ultrasound-guided needle insertions such as for vascular access [50], 

[54], [83] or for spinal needling [27], [34], [51], [58], [83]. But there is also work in skills 

assessment for diagnostic ultrasound imaging [52], [61], [62], [83]. 

2.3.7 Environment 
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The simulation environment considerably affects the quality of assessment. A simulation-

based training device which does not demonstrate face or content validity will result in assessments 

that do not actually measure the intended quantities. As a result, the simulation environment is 

paramount to computerized assessment of interventional skills (Figure 2.4). Of course, the gold-

standard training environment is in the operation room (OR). Several works have integrated skills 

assessment methods in the OR [27], [32], [34], [47], [71], [91], [92], [98], however, this remains a 

challenge. 

The two most popular environments for skills assessment and training are pure virtual 

reality (VR) environments and synthetic phantom models. Pure VR environments allow the trainee 

to manipulate tools in 3D space and see their ongoing progress in the intervention via a computer 

monitor, scope, or head-mounted display, often in 3D [29]–[31], [38], [39], [41], [45], [53], [69]–

[72], [75], [77], [84]–[90], [94]. Furthermore, simulated haptic feedback can be generated based on 

the interactions between the tools and the virtual anatomy. Synthetic phantom models are inanimate 

recreations of patient anatomy using non-biological materials. They are intended to have the same 

physical and visual properties and real anatomy, and they may or not be re-usable [21]–[26], [28], 

[33], [35], [37], [40], [43], [44], [46], [48]–[52], [54]–[60], [63]–[66], [68], [73], [74], [76], [78]–

[83], [95]–[97], [100]. 

Other simulation environments include cadaver-based training (human or animal); 

however, these raise sterility, ethical, and cost issues [42], [67], [99]. Healthy human volunteers 

can also be used in some cases such as diagnostic imaging, but this is not feasible for simulation-

based training which requires subcutaneous access [61], [62], [83]. Finally, non-interactive image 

or video-based simulation environments can be used, but do not offer the same level of realism 

[36]. 

2.3.8 Overall Performance Assessment 
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Researchers in medical skill assessment might wonder what the most accurate way is to 

assess overall performance in freehand interventions. This, of course, is dependent on the clinical 

application, the simulation environment, the feasibility of the setup, and the desired scoring metric. 

As a result, it is not reasonable to directly compare all of the results from the identified corpus, nor 

is a meta-analysis appropriate due to the heterogeneity in the data. Instead, we present a descriptive 

summary of accuracies. 

In particular, we considered all papers from our corpus that attempted to define an overall 

skill level or skill class to operators. For identifying operator skill class, there were two main 

measures for validation: accuracy of classification and area under the receiver-operator 

characteristic. For assigning a skill level or score to each operator, there were also two main 

measures of accuracy: correlation with previously validated assessment tools and standardized 

difference between novices and experts. We considered only results which were sufficiently 

described in the papers to obtain this information. We emphasize that these results are not intended 

to rank the quality of the proposed skill assessment methods, but rather, to provide an illustration 

of which methods work in which scenarios (Figure 2.6). 
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Figure 2.6. Forest plots indicating the classification accuracy (top) and area under the receiver-

operator characteristic (second-from-top) for methods assessing overall competence. Forest plots 

indicating the correlation with expert-based assessment (second-from-bottom) and novice-expert 

standardized mean difference (bottom) for methods computing an overall score. Ranges indicate 

95% confidence interval. 

We did not consider papers which report basic performance metrics. Likewise, we also did 

not report papers that consider report skill in several different aspects of an intervention. The 

heterogeneity of these performance measures is simply too great to be reported in a combined 

manner. 
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2.4 Discussion 

In this work, we have considered only skills assessment in freehand interventions, and we 

have excluded prior work in skills assessment for endoscopic and robotic surgeries [103], [104]. 

Although many of the methods used for skills assessment in freehand interventions are adopted 

from other contexts, there remain important differences. The primary difference is the motions 

involved in freehand interventions have much less constraint. Additionally, for robotic 

interventions there is much less hand motion tremor, and for endoscopic interventions there is 

necessarily a clear video feed of the working volume. Prior work has shown that assessment 

methods for non-freehand interventions do not apply to freehand interventions [21]. Thus, the 

methods adapted from other contexts must be validated prior to use in assessment. 

Further, we have included only studies which demonstrate construct or concurrent validity 

of a skills assessment method. We remark, however, that face validity (realism) and content validity 

(utility in training) should also be established for the training environment. Otherwise, the utility 

of the assessment method cannot be established [101], [102]. We observe that many articles in the 

corpus do not establish face or content validity for their environment. We emphasize that any study 

validating a skills assessment method must evaluate the face and content validity of the training 

environment. 

In many works in the corpus, construct validity is established by examining differences in 

expert and novice assessment scores, where novices are defined as operators with little experience 

and experts are defined as operators with vast experience. This, however, treats experience as a 

measure of skill, which contradicts the main tenet of competency-based medical education. 

Furthermore, this does not account for operators having variable day-to-day performance due to 

good or bad luck. We suggest establishing ground-truth skill level based on a previously established 

objective criterion of skill. For example, a trainee’s record of patient outcomes provides a ground-

truth about operator skill level, but this may be confounded by patient comorbidities. Structured 
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workplace-based assessment may also serve as ground-truth about skill in clinical practice.  

Alternatively, establishing concurrent validity of the proposed skills assessment method against a 

previously established method (e.g OSATS) provides strong evidence for the assessment method. 

It would also be important to study the predictive validity of assessment methods. This would 

require larger scale studies with follow-up of trainees in their clinical rotations. This requires 

significantly more investment of resources. But computerized skill assessment cannot be expected 

to become standard certification tool in freehand procedural skills, until direct evidence links its 

metrics with clinical outcomes. 

When using skills assessment methods producing a continuous score, each trainee’s 

learning curve may be individually monitored. It is unclear, however, at what point the trainee has 

become competent. We suggest that this should be decided based on a benchmark score, which 

may be established by population-driven methods or item-driven methods [105]. Most commonly, 

this is established using the contrasting groups method [105]. 

While there is considerable interest in integrating computerized skills assessment into the 

OR [103], we suggest that computerized skills assessment methods are better suited for the 

simulation environment. The added ergonomic, ethical, safety, and sterility constraints of the OR 

make skills assessment considerably more difficult. Besides, any trainee practicing in the OR would 

necessarily have a supervising clinician who could provide expert-based skills assessment. Purely 

virtual reality environments seem to offer the greatest realism and allow outcome-based parameters 

to be readily computed, but we advocate for simulator-independent assessment methods for use 

across many different simulators and applications. 

We encourage those interested in skills assessment for freehand interventions not to 

develop their own platforms, but rather, use or build upon existing skills assessment platforms. 

From our corpus, we have identified several platforms which have been established in multiple 

different contexts for skills assessment (Figure 2.4). We outline these platforms as candidates for 
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use in novel contexts. The Imperial College Surgical Assessment Device (ICSAD) is perhaps the 

most well-known platform for skills assessment and has been well-established for skill assessment 

via hand motion analysis in many different applications [21], [23], [24], [26], [27], [33], [34], [44], 

[54], [55], [58], [64]–[66], [68], [73]. Perk Tutor is an open-source extensible platform for skills 

assessment in many applications and has been used primarily for ultrasound-guided applications 

[50]–[52], [61], [83]. The Microsurgical Skill Assessment System (MSSAS) assesses skills in a 

variety of microsurgical tasks [35], [43]. These platforms offer skills assessment that is largely 

independent of the simulation environment. Of course, there exist simulators with built-in 

assessment methods, but the applicability of the assessment is limited by the flexibility of the 

simulator. For ophthalmology, Eyesi offers a pure VR simulation environment with skills 

assessment [38], [71], [89]. For anastomosis, the Boston Dynamics BDI simulator provides pure 

VR environment with skill assessment in several facets [69], [70]. For neurosurgery, NeuroTouch 

is a VR simulator with performance assessment [41], [84]. Waseda-Kyotokagaku Suture (WKS) is 

a sensorized suturing model with built-in assessment [74], [76]. 

We also advocate for the validation of methods on shared datasets. This will allow methods 

to be readily compared using a standard set of accuracy metrics. While some shared datasets exist 

for interventions training [106], we are not aware of any for freehand interventions. We encourage 

researchers to make their datasets available to the community where feasible. 

Another consideration in the implementation of surgical skills assessment is accessibility. 

From an institutional perspective, accessibility relates to spatial requirements, maintenance 

requirements, and cost. Virtual simulation environments tend to require much space and have a 

large initial upfront cost but tend to have lower operating cost due to complete simulation 

environments. Physical simulation environments, such as synthetic phantoms, take less space and 

are less expensive, but the disposable anatomical models may need to be replaced regularly. For 

low income regions in particular, a physical simulation environment may consist of a simple and 
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inexpensive gel block. When this is combined with low cost sensing options (e.g. video camera) 

and free, open-source, hardware-agnostic platforms [107], surgical skills assessment becomes 

feasible in any region of the world. From an individual user perspective, accessibility comprises 

orientation time, user-specific setup time, and spatial location. The user must be trained to use the 

assessment technology, and the user must perform the necessary sensorizing and calibration prior 

to every practice. Setups which have a small footprint can be placed at a location convenient to 

trainees. All of these factors will make a surgical skills assessment system more usable for 

operators. 

The most common method for skills assessment was using basic performance metrics (Fig. 

4). This runs in contrast to the ongoing interest in deep learning. While there is ongoing work in 

end-to-end learning for computerized surgical skills assessment [108], we suggest that this is not 

the optimal solution. We advocate for a so-called “clinician-centered” approach to skills 

assessment. Under this model, we allow the clinician to identify qualities/quantities the wish to 

evaluate (i.e. performance metrics) and configure how they are used to compute an overall 

assessment. This allows the trainees to understand why they received the assessment they did and 

interpret it into actionable feedback. It allows the clinician to emphasize aspects of performance 

specific to their application or their trainees’ needs. Finally, the transparency of the methods makes 

preceptors more trusting of the assessment system, and thus, more likely to adopt it [109]. 

2.5 Conclusion 

With the ongoing transition to competency-based medical education, computerized 

interventional skills assessment methods are necessary to supplement preceptor-based assessment 

and offer objective, standardized feedback. Over the past two decades, there have been a 

proliferation of such methods. We have presented a review of the literature with respect to scoring, 

sensors, classifier, validation, clinical application, environment, and effectiveness. 
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The main challenge for the future is in marrying clinician-centered assessment with state-

of-the-art data science methods. This will allow highly accurate assessment, with the 

configurability and interpretability necessary for adoption into real medical education curricula. 

Building upon pre-existing skills assessment platforms will allow new methods to be deployed 

across many different applications, environments, or institutions. 

2.6 Appendix 

Each line in the search term represents a one search query. For each database, results from 

all queries were manually merged. 

2.6.1 PubMed Search Terms 

("surgical skill evaluation"[All Fields]) OR ("surgical skills evaluation"[All Fields]) 

("surgical skill assessment"[All Fields]) OR ("surgical skills assessment"[All Fields]) 

("procedural skill assessment"[All Fields]) OR ("procedural skills assessment"[All Fields]) 

("procedural skill evaluation"[All Fields]) OR ("procedural skills evaluation"[All Fields]) 

("assessment of surgical skill"[All Fields]) OR ("assessment of surgical skills"[All Fields]) 

("evaluation of surgical skill"[All Fields]) OR ("evaluation of surgical skills"[All Fields]) 

("assessment of procedural skill"[All Fields]) OR ("assessment of procedural skills"[All 

Fields]) 

("evaluation of procedural skill"[All Fields]) OR ("evaluation of procedural skills"[All 

Fields]) 

2.6.2 Science Direct, Summon, and Web of Science Search Terms 

"surgical skill evaluation" OR "surgical skills evaluation" 

"surgical skill assessment" OR "surgical skills assessment" 

"procedural skill assessment" OR "procedural skills assessment" 

"procedural skill evaluation" OR "procedural skills evaluation" 
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"assessment of surgical skill" OR "assessment of surgical skills" 

"evaluation of surgical skill" OR "evaluation of surgical skills" 

"assessment of procedural skill" OR "assessment of procedural skills" 

"evaluation of procedural skill" OR "evaluation of procedural skills" 
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Chapter 3 

Objective assessment of colonoscope manipulation skills in colonoscopy 

training 

The chapter is based on work published in the International Journal of Computer Assisted 

Radiology and Surgery [110]. 

 

3.1 Introduction 

Worldwide, medical education has been undergoing a shift from time-based to 

competency-based medical education (CBME). CBME allows trainees to progress through their 

curriculum only once they have achieved specific performance benchmarks. This contrasts the 

time-based model in which trainees were stuck in courses of fixed length, regardless of their 

progress or lack thereof. Most importantly, this prevents trainees who have not yet reached 

competency by the end of the course from moving into a clinical setting with real patients. 

For colonoscopy, a competency-based curriculum is particularly important, as training 

correlates significantly with success (e.g. [111]) and reduces complications (e.g. [112]). For this 

training, it is essential to have a simulation environment in which trainees may practice, whether it 

be a physical, virtual, or mixed environment [113], with performance across different simulation 

environments tending to be consistent [114]. These environments are necessary because they allow 

trainees to learn the intervention’s workflow and practice basic technical skills prior to real patient 

encounters.  

The challenge of CBME is in continually tracking each trainee’s individual learning curve 

as they progress through the curriculum, such that the point at which they achieve competency can 

be quantitatively determined. Many solutions for proficiency assessment are based on structured 

expert observation, such as global rating scales and procedure-specific checklists. The methods of 
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Chak et al. [115], the Global Assessment of Gastrointestinal Endoscopic Skills (GAGES) [116], 

the Simulated Colonoscopy Objective Performance Evaluation (SCOPE) [117], the Assessment of 

Competency in Endoscopy (ACE) toolbox [118], and the Gastrointestinal Endoscopy Competency 

Assessment Tool (GiECAT) [119], [120] were each developed to facilitate assessment in 

colonoscopy. These approaches, however, require direct expert supervision, which is too time 

consuming for supervisors. Furthermore, there remain inconsistencies between experts, even using 

these structured methods [15]. 

Accordingly, there has been a recent shift towards methods for quantitative assessment of 

skill using time and position tracking measurements for CBME [104]. Overviews describing 

validity for many measures of objective proficiency assessment in colonoscopy on virtual 

simulators have been provided by Ansell et al. [121], Triantafyllou et al. [122], and Ekkelenkamp 

et al. [123]. For the Simbionix GI Mentor, construct validity for total time, efficiency, episodes of 

view loss, and episodes of patient pain has been shown, but metrics’ discriminatory value depends 

on the difficulty of the case [124], [125]. MacDonald et al. [126] have shown validity for total time, 

percentage of time with patient pain, scope tip movement, and percentage of diseased region 

visualized on a predecessor of the CAE EndoVR. Likewise, Haycock et al. [127] demonstrated 

construct validity for total time, completion rate, use of variable stiffness, and sigmoid looping for 

the Olympus Endo TS-1. Plooy et al. [128] validated proficiency assessment measures including 

completion rates, total time and force applied to the colon on a physical model, the Kyoto Kagaku 

Colonoscope Training Model. Svendsen et al. [129] used hand motion capture on the same model 

and identified that the distance between hands differentiated novices from experts. Indeed, Telem 

et al. [130] have demonstrated that performance metrics in simulated colonoscopy translates well 

to successful colonoscopy in clinical practice. 

The objective of this work is to develop a setup for the automatic, objective assessment of 

colonoscopy technical skills that is not specific to a particular model or simulation environment. 
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To this end, we developed several objective measures to assess procedural efficiency, ergonomic 

efficiency, and joint motion efficiency. Subsequently, we validated their ability to discriminate 

novices from experts in a particular simulated colonoscopy environment, and integrated these 

metrics into an open-source software, where they could serve as proxies for technical proficiency 

during colonoscopy training.  

A preliminary version of this work has been reported [131]. 

3.2 Methods 

3.2.1 System Setup 

We designed a motion tracking setup to record and assess hand, wrist, and elbow motions 

during the intervention. To this end, we attached electromagnetically tracked position and 

orientation sensors (3D Guidance trakSTAR, Northern Digital Inc., Waterloo, Canada; 1.4 mm 

RMS error in position, 0.5° RMS error in position) to operators’ hands, forearms, and biceps and 

one sensor to the colon model (Figure 3.1). The PLUS software library (www.plustoolkit.org) [132] 

was used to acquire and send the tracking data to the 3D Slicer software (www.slicer.org). 

 

Figure 3.1. Diagram of the hardware setup. Sensors are placed on the operator’s hands, forearm, 

and biceps. One sensor is also placed on the wooden bench-top model. 

http://www.plustoolkit.org/
http://www.slicer.org/
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We developed an open-source colonoscopy performance analysis module based on the 

Perk Tutor platform (www.perktutor.org) [107] for image-guided interventions training. We 

implemented it in Python as a scripted module within the 3D Slicer environment. We elected to use 

Perk Tutor, as it allowed us to implement custom metrics that are specific to analyzing performance 

in colonoscopy. The module performs calibrations, records tracking data and computes the 

objective metrics of operator performance and efficiency. The module was designed to be usable 

by non-technical operators.  

We elected to use free, open-source, and cross-platform software for this setup. The setup 

supports a variety of different position trackers and any colonoscope. Thus, this setup and results 

can be readily replicated at other medical training centres.  

 

3.2.2 Objective Performance Metrics 

To quantify colonoscope manipulation skills and performance during simulated 

colonoscopy, we used several motion efficiency metrics already integrated into the Perk Tutor 

extension: total time of procedure, total path length of hands [107], and the number of discrete hand 

motions [7]. Additionally, we implemented several objective metrics profiling wrist and elbow 

motions. 

To compute wrist and elbow motion, calibration is required. For each wrist, we must 

determine the axes of flexion/extension motion and abduction/adduction (Figure 3.2). For each 

elbow, we must determine the axes of flexion/extension and supination/pronation (Figure 3.2). To 

determine these axes, the operator rotates their wrist or elbow in each rotational motion. The axes 

are separately computed over each rotational motion by calculating the eigenvector with the 

smallest associated eigenvalue of the matrix defined in Equation 3.1, where 𝑅𝑖 is the instantaneous 

rotation matrix between the 𝑖th and 𝑖 + 1th transform from the hand sensor to the forearm sensor 

over a total of 𝑁 recorded transforms. 

http://www.perktutor.org/
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Figure 3.2. Wrist flexion/extension (top-left), wrist abduction/adduction (top-right), elbow 

flexion/extension (bottom-left), and elbow supination/pronation (bottom-right) for the right side. 

Motions for the left side are analogous. 

∑[(𝑅𝑖 − 𝐼)𝑇(𝑅𝑖 − 𝐼)]

𝑁−1

𝑖=1

 Equation 3.1 

The axes of rotation can subsequently be used to determine coordinate systems on the hand 

and on the forearm that are aligned with the wrist or elbow’s axes. The angles of wrist and elbow 

rotation about each axis can thus be determined by the rotation between the aligned coordinate 

systems on the hand and forearm and the forearm and bicep, respectively (Fig. 3). 

 

Figure 3.3. Calibration for the wrist (left) and the elbow (right). The pale-colored axes represent 

the uncalibrated coordinate frames given by the tracking system and the bright-colored axes 

represent the calibrated coordinate frames. The black vectors represent the axes of rotation for wrist 

flexion/extension and abduction/adduction and elbow flexion/extension and supination/pronation. 

For each joint, we measured the number of times the joint entered extreme ranges of 

motion, as well as the total time spent in extreme ranges of motion. For wrists, this was with respect 

to flexion/extension and adduction/abduction. For elbows, this was with respect to 
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flexion/extension and supination/pronation. A joint was considered to be in an extreme range of 

motion when the joint’s angle exceeded 20% of the total range of motion for the operator in either 

direction, following the protocol outlined by Mohankumar et al. [133]. The total ranges of motion 

were computed from the prior calibration. These metrics are proxies for the ergonomic stress and 

strain exerted on each joint, and assess the ergonomic efficiency of the operator. 

We implemented additional metrics to assess the efficiency of joint motions. One set of 

metrics computes the number of discrete rotational motions for each joint (the rotational analog of 

discrete hand motions). Each discrete motion is defined as a period of rotation of at least 50°/s 

about any axis, delineated by a period of at least 0.2s of rest. The other set of metrics measures the 

cumulative angle of rotation through which each joint was rotated (the rotational analog of total 

path length). This quantity is computed by summing all the instantaneous angles of rotation. 

Finally, we implemented a metric to assess the operator’s arm joint coordination. This 

metric calculates the correlation between the wrist and elbow rotation relative to the neutral position 

(Equation 3.2), where 𝜃 is a function that computes the angle of rotation from a rotation matrix, 𝑊𝑖 

is the 𝑖th rotation matrix from hand to forearm, 𝑊′  is the rotation matrix from hand to forearm in 

the neutral position, 𝐸𝑖  is the 𝑖th rotation matrix from forearm to bicep, and 𝐸′  is the rotation 

matrix from forearm to bicep in the neutral position, all over a sequence of 𝑁 frames. 

∑ [𝜃(𝑊𝑖
−1𝑊′)𝜃(𝐸𝑖

−1𝐸′)]𝑁
𝑖=1

√∑ [𝜃(𝑊𝑖
−1𝑊′)

2
]𝑁

𝑖=1 ∑ [𝜃(𝐸𝑖
−1𝐸′)

2
]𝑁

𝑖=1

 
Equation 3.2 

While success rate is an important consideration, these time and efficiency metrics provide 

valuable information. In particular, they indicate colonoscope manipulation skill and 

understanding. This is important because greater colonoscope manipulation skill translates to 

reduced operating times and patient discomfort. Furthermore, when the trainee reaches the 

”unconscious competence” [134] stage of learning colonoscope manipulation , it allows them to 
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concentrate on other aspects of the procedure such as image interpretation, diagnosis, and patient 

management. 

3.2.3 Validation Study 

Both the standard efficiency metrics and the joint motion metrics were tested for evidence 

of construct validity (whether they discriminate experts from novices) by conducting a study on 

simulated colonoscopies (Figure 3.4). Twenty-two novice and eight expert colonoscopists were 

recruited to perform simulated colonoscopies. All participants were right-handed. The novice group 

consisted of medical students with no prior simulated or clinical colonoscopy experience. The 

expert group consisted of staff gastroenterologists who perform at least 200 colonoscopies per year 

and have at least five years of experience. Participants performed the simulated colonoscopies on 

a previously validated wooden bench-top model (Figure 3.5) in either the endoscopy suite or the 

simulation laboratory. The model is intended for teaching essential colonoscope manipulation 

techniques to medical trainees with no previous colonoscopy experience, before they move on to 

more difficult and realistic models. This model has been extensively validated, demonstrating its 

efficacy as a training tool for low-level trainees [135]. Furthermore, its flexible design allows 

participants to navigate different training sequences to practice different maneuvers involved in 

colonoscopy. 
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Figure 3.4. A novice participant performing a simulated colonoscopy on the wooden bench-top 

model. Sensors are strapped to the hand, forearm, and bicep. 

 

Figure 3.5. Close-up view of the wooden bench-top model. The black rings indicate the holes 

through which the operator must navigate the colonoscope. 

First, the electromagnetic sensors were attached securely to the participant’s hands, 

forearms, and elbows. The participant was subsequently asked to perform the calibration exercises 

(two motions for each wrist and elbow, totaling eight exercises), and the software module 

automatically computed the calibrations. Next, the participant was assigned five practice navigation 

sequences to familiarize themselves with the colonoscope and the wooden bench-top model. 

Finally, each participant was assigned the same set of eight navigation sequences: four unique 

sequences each performed twice in random order. Participants were given a maximum of eight 
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minutes to complete each sequence and were stopped if they had not completed the sequence within 

this time. The order of sequences was the same for all participants. The eight navigation sequences 

were tracked and analyzed using the colonoscopy software module. 

3.2.4 Statistical Analysis 

The difference in the proportion of completed trials between the novice and expert group 

was tested using Fisher’s Exact test (α=0.05). Performance metric data were tested for normality 

using the Jarque-Bera test and found to be non-normally distributed. Differences between the 

novice and expert group were tested using the Mann-Whitney U test, with the Bonferroni correction 

for multiple tests (α=0.0017). The reported effect sizes are computed non-parametrically using 

Cliff’s ∆, using the interpretation scheme outlined by Romano et al. [136]. 

3.3 Results 

The custom colonoscopy software module was successfully able to record, calibrate, and 

analyze the tracking data from the simulated colonoscopy procedures. The module is available as 

an open-source module in the 3D Slicer environment, available for use without restriction on Linux, 

Mac OSX, and Windows. Using the module, the complete calibration can be performed in less than 

five minutes and the performance metrics are computed automatically. The software was 

successfully used by several different operators with varying technical backgrounds. 

Experts successfully completed the trials within the allotted eight minutes significantly 

more often than novices (100% vs. 93%, p=0.02). Overall, experts exhibited better scores for all 

standard performance efficiency metrics, with significantly lower median time, hand path length, 

and number of discrete hand motions than novices (Figure 3.6, Table 3.1), with large effect size for 

each performance efficiency metric. This demonstrates validity for the proposed performance 

efficiency metrics as discriminators of proficiency. 
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Figure 3.6. Expert and novice total time (top-left), hand path length (top-right), and number of hand 

motions (bottom) for the recorded simulated colonoscopy sequences performed on the wooden 

bench-top model. 

Table 3.1. Objective proficiency measures for novice and experts groups. Reported values are 

medians (inter-quartile range). p indicates the p-value for the Mann-Whitney U test; Δ indicates the 

effect size Cliff’s delta. Asterisk indicates a significant difference between the two groups using 

the Bonferroni corrected alpha value.  

Metric Novice Expert p Δ 

Elapsed Time (s) 

96.9 

(56.9 - 181.0) 

29.0 

(21.9 - 40.9) 

<0.001* 0.79 

Total Hand Path Length (cm) 

674.5 

(394.1 - 1261.6) 

336.1 

(249.7 - 499.0) 

<0.001* 0.49 

Total Hand Motions 

72.5 

(39.0 - 124.5) 

18.5 

(13.0 - 26.0) 

<0.001* 0.82 
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Right Wrist Extreme Count 

Flexion/Extension 

15.0 

(8.0 - 28.5) 

7.0 

(4.5 - 10.5) 

<0.001* 0.52 

Right Wrist Extreme Count 

Adduction/Abduction 

13.0 

(7.0 - 24.5) 

4.0 

(2.0 - 6.5) 

<0.001* 0.66 

Right Elbow Extreme Count 

Supination/Pronation 

9.0 

(3.0 - 17.0) 

1.5 

(1.0 - 3.5) 

<0.001* 0.49 

Right Elbow Extreme Count 

Flexion/Extension 

5.0 

(2.0 - 12.0) 

2.0 

(1.0 - 4.0) 

<0.001* 0.39 

Left Wrist Extreme Count 

Flexion/Extension 

11.0 

(5.0 - 22.0) 

11.0 

(5.0 - 18.5) 

0.414 0.07 

Left Wrist Extreme Count 

Adduction/Abduction 

9.0 

(5.0 - 18.5) 

5.0 

(2.0 - 8.5) 

<0.001* 0.38 

Left Elbow Extreme Count 

Flexion/Extension 

1.0 

(0.0 - 4.0) 

2.0 

(1.0 - 3.0) 

0.041 0.17 

Left Elbow Extreme Count 

Supination/Pronation 

1.0 

(1.0 - 1.0) 

1.0 

(1.0 - 1.0) 

0.224 0.05 

Right Wrist Extreme Time 

Flexion/Extension (s) 

35.9 

(18.0 – 81.1) 

11.9 

(6.7 – 22.0) 

<0.001* 0.56 

Right Wrist Extreme Time 

Adduction/Abduction (s) 

54.5 

(25.6 – 100.2) 

16.2 

(8.8 – 26.1) 

<0.001* 0.68 

Right Elbow Extreme Time 

Supination/Pronation (s) 

82.8 

(48.2 – 161.4) 

27.3 

(19.9 – 38.1) 

<0.001* 0.72 
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Right Elbow Extreme Time 

Flexion/Extension (s) 

56.1 

(25.0 – 115.0) 

12.9 

(2.4 – 25.2) 

<0.001* 0.68 

Left Wrist Extreme Time 

Flexion/Extension (s) 

47.5 

(24.5 – 87.5) 

20.3 

(15.2 – 30.0) 

<0.001* 0.49 

Left Wrist Extreme Time 

Adduction/Abduction (s) 

49.8 

(25.8 – 97.7) 

13.8 

(7.4 – 24.3) 

<0.001* 0.66 

Left Elbow Extreme Time 

Flexion/Extension (s) 

10.0 

(0.0 – 53.2) 

12.7 

(6.6 – 19.9) 

0.946 0.01 

Left Elbow Extreme Time 

Supination/Pronation (s) 

88.6 

(52.7 – 163.8) 

26.7 

(20.7 – 39.7) 

<0.001* 0.78 

Right Arm Coordination 

0.907 

(0.722 - 0.950) 

0.898 

(0.558 - 0.965) 

0.862 0.02 

Left Arm Coordination 

0.963 

(0.872 - 0.985) 

0.807 

(0.624 - 0.950) 

<0.001* 0.42 

Right Wrist Total Rotation 

(rad) 

32.0 

(19.6 - 68.0) 

10.7 

(7.9 - 16.6) 

<0.001* 0.71 

Right Elbow Total Rotation 

(rad) 

31.0 

(19.4 - 62.8) 

9.7 

(6.5 - 17.2) 

<0.001* 0.67 

Left Wrist Total Rotation 

(rad) 

22.3 

(12.0 - 48.4) 

17.2 

(10.8 - 26.2) 

0.015 0.21 

Left Elbow Total Rotation 

(rad) 

12.2 

(6.2 - 25.1) 

8.5 

(5.5 – 12.4) 

0.003 0.25 
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Right Wrist Rotational 

Motions 

6.0 

(1.5 - 14.0) 

2.0 

(0.5 - 4.0) 

<0.001* 0.39 

Right Elbow Rotational 

Motions 

6.0 

(2.0 - 12.5) 

1.0 

(0.0 - 4.0) 

<0.001* 0.43 

Left Wrist Rotational 

Motions 

4.0 

(2.0 - 11.0) 

5.0 

(2.5 - 10.0) 

0.869 0.01 

Left Elbow Rotational 

Motions 

0.0 

(0.0 - 1.0) 

0.0 

(0.0 - 2.0) 

0.608 0.04 

For each of right wrist flexion/extension, right wrist abduction/adduction, right elbow 

flexion/extension, and right elbow supination/pronation, novices entered extreme ranges of motion 

significantly more often than experts during a given simulated procedure (Table 3.1), medium to 

large effect size. This pattern, however, did not hold for the left side, where only left wrist 

abduction/adduction was significantly greater for novices. Furthermore, novices spent a 

significantly greater amount of time in extreme ranges of motion than experts for the right side, and 

for the left side except for left elbow flexion/extension. These results indicate that experts exerted 

less ergonomic stress and strain on their right wrist and elbow joints (Figure 3.7). 
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Figure 3.7. Number of times an extreme range of motion is entered for novices and experts for right 

wrist flexion/extension (top-left), right wrist adduction/abduction (top-right), right elbow 

flexion/extension (bottom-left) and right elbow supination/pronation (bottom-right). 

When time was factored out, however, experts appeared significantly less ergonomically 

efficient for the left side. Experts entered extreme ranges of motion significantly more frequently 

than novices for left wrist flexion/extension, left wrist adduction/abduction, left elbow 

flexion/extension, and left elbow supination/pronation. Additionally, experts spent a greater 

proportion of time in extreme ranges of motion for left wrist flexion/extension and left elbow 

flexion/extension. For the right side, experts entered extreme ranges of motion significantly more 

frequently for only right wrist flexion/extension and effect size was smaller (Δ=0.267). 

Novices had more total rotation and rotational motions in both the right wrist and elbow 

than experts, but there was no difference in the left wrist or elbow (Table 3.1). Novices exhibited 

higher joint coordination in the left arm, but joint coordination was not significantly different in the 

right arm. 
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3.4 Discussion 

Overall, experts completed the procedure more often, more efficiently, and exerted less 

ergonomic stress and strain on their joints. When time was factored out, however, experts entered 

extreme ranges of motion significantly more frequently and spent a greater proportion of time in 

extreme ranges of motion for the left side. We conjecture this is because novices spend more time 

contemplating how to manipulate the colonoscope correctly, accumulating time in non-extreme 

ranges of motion, and experts are more comfortable adjusting their left side to facilitate insertion 

during difficult procedures. 

This study is not without limitations. Participants performed simulated colonoscopies on a 

wooden bench-top model. During these simulated colonoscopies, participants needed not interpret 

images, identify anatomy, nor manage the patient. It is unclear how performance on the model 

transfers to proficiency in an operating environment; however, there is evidence that the technical 

skills are transferable [130]. Furthermore, to ensure data integrity for validation, we did not test if 

the participants could use the system without a trained operator. There could be an “audience effect” 

causing participants to perform differently than they would in a self-guided setting [137]. Further 

study is required to understand how these results translate to a completely self-guided medical 

training scenario. Additionally, under the ranges of motion convention of Mohankumar et al. [133], 

if the joint angle exceeded 20% of the full range of joint motion, it was considered extreme. This 

threshold, however, was not determined anatomically. For our study, this definition of extreme 

range of motion is perhaps too strict, as each joint is in an extreme range of motion the majority of 

the time (Figure 3.8). A less strict or fuzzy definition of this threshold may better discern experts 

from novices. 
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Figure 3.8. Example right elbow supination/pronation angle time series for an expert (top) and a 

novice (bottom) performing a simulated colonoscopy on the same sequence. Grey indicates a 

normal range of motion. 

A challenge with validating performance metrics is determining a gold-standard against 

which to validate them. In this study, we used experience as a reference for validation. This cannot, 

however, account for anomalous performances (i.e. experts performing poorly or novices 

performing well by happenstance) and “bad habits” developed by experts. Although some experts 
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undoubtedly exhibit certain undesirable habits, our expert group appears big enough to have diluted 

these. In addition, all experts had completed the hands-on Canadian Association of 

Gastroenterology Skills Enhancement in Endoscopy©, which addresses such habits and corrects 

behaviour. As a result, the majority of experts would be classified as “torque steerers” as opposed 

to “wheel steerers”, as conversion to this technique is one of the main tenets of the course.  

The proposed system shows promise for use as one component in an experimental 

colonoscopy training curriculum. This would allow trainees’ improvement relative to performance 

benchmarks to be monitored as they progress through the curriculum. Providing such feedback in 

an objective manner is an important component of the newly evolving competency-based medical 

education paradigm and providing it automatically allows trainees to practice their technical skills 

without expert supervision. Furthermore, the analysis of operators’ ergonomic efficiency could be 

incorporated into a training program which teaches the ergonomic use of the colonoscope, which 

would contribute to the prevention of workplace injuries. Although colonoscopy is one of the 

highest-risk interventions for injury due to repetitive motion strain, the proposed measures of 

ergonomic efficiency may be useful in other applications, such as ultrasound-guided needle 

interventions or laparoscopy. Because the ranges of motion analysis is not colonoscopy-specific 

and the setup is readily replicable, it could be reused for the analysis of ergonomic efficiency in 

other minimally invasive interventions. 

The results achieved in this study are consistent with other works on performance 

assessment in colonoscopy on physical simulators, which report that experts have greater rates of 

success and efficiency compared to novices [128], [129]. This is likewise consistent with results 

on purely virtual simulators [121]–[123]. Our study adds to the existing literature by demonstrating 

that experts also exert less ergonomic stress and strain on their wrists and elbows. Given the relation 

between performance on colonoscopy simulators and patients, developing such measures for 

monitoring performance is critically important [130]. 
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In future work, we suggest that the tip of the colonoscope could be tracked in addition to 

the hands, forearms, and biceps [138]. This would allow the system to analyze the method in which 

each operator navigates the colonoscope, which can provide further information on operator 

performance [139]. Using such measures of efficiency and accuracy of the colonoscope’s path in 

combination with measures of hand and arm efficiency could lead to even more reliable assessment 

[140]. These performance metrics and others could be readily added to the system as custom 

performance metrics within Perk Tutor platform. We envision using these metrics to monitor 

trainees’ performance as they practice on increasingly higher fidelity models as a step towards 

overall competence in colonoscopy. Furthermore, tracking information could be used to provide 

the operator with various forms of guidance and targeted feedback based on application-specific 

metrics, which may improve the training process for novice operators. 

3.5 Conclusion 

We have implemented a hardware and software setup intended to assess technical skills in 

colonoscopy, which can be readily replicated and adapted to any simulation environment. This is 

intended to address the paucity in objective assessment methods for simulation-based colonoscopy 

training. The proposed measures of overall efficiency, ergonomic efficiency, and joint efficiency 

successfully discriminated experts from novices in a simulated colonoscopy study, showing 

evidence of validity for indicating operator proficiency. In the future, we envision that a system 

capable of automatically computing such metrics as proxies for technical proficiency could be 

integrated into a competency-based colonoscopy training curriculum for monitoring trainee 

progress. 
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Chapter 4 

Self-guided training for deep brain stimulation planning using objective 

assessment 

This chapter is based on work published in the International Journal of Computer Assisted 

Radiology and Surgery [141]. 

4.1 Introduction 

Deep brain stimulation (DBS) is a delicate procedure involving the placement of thin 

electrodes into targets in the basal ganglia. DBS is used to treat motor diseases such as Parkinson’s 

disease or essential tremor as well as other neurological diseases including obsessive compulsive 

disorder and depression [142]. The electrodes are inserted through small burr holes in the skull, 

based on a plan created by a neurosurgeon from MR images. Once the electrodes have been placed 

at the targets, continuous high frequency pulses are delivered to achieve the desired effect. 

The widespread adoption of DBS is due to its minimally-invasiveness, reversibility, and 

profound therapeutic effects. Recent work, however, has shown that inaccurate electrode placement 

can have significant adverse effects and reduce the therapeutic effect [143]. In particular, imperfect 

surgical planning due to difficulties in localizing anatomical and functional targets may be a 

contributing factor. Although electrophysiological exploration across several micro-electrodes near 

the planned target is possible, accurate electrode trajectory planning remains one of the most 

important phases of the surgical workflow. 

Electrode trajectories are typically planned using co-registered T1-weighted and T2-

weighted pre-operative MR images. During planning, the target point is chosen in the registered 

images based on the particular disease to have the optimal therapeutic effect. Subsequently, the 

entry point is chosen such that the linear trajectory from the entry point to the target point poses the 

least risk to the patient. 
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Planning safe electrode trajectories requires a combined anatomical, procedural, and 

functional understanding of the situation. Junior neurosurgeons, who may not have achieved this 

understanding, are significantly more likely to encounter complications [144]. Thus, their training 

is essential. This requires two key components: a proficiency assessment method to monitor 

trainees’ progress and a feedback mechanism to help trainees improve their understanding of the 

clinical situation and the appropriateness of their approach [12].  

For this work, we proposed, implemented, and validated a training course for DBS 

planning. First, we developed and validated measures for objective assessment of planning 

proficiency. Next, we implemented objective feedback measures of the trajectory quality. Finally, 

we integrated the objective measures of proficiency with the feedback measures into a virtual, self-

guided training course for DBS planning. 

4.1.1 Previous Works 

In recent years, several software solutions have been introduced to facilitate DBS planning. 

Guo et al. introduced one of the first DBS planning platforms, which offered automated image 

registration, anatomical segmentation, and visualization for target localization [145]. Miocinovic 

et al. created the Cicerone system for DBS electrode placement, which also allows users to visualize 

the volume of tissue activated [146]. D’Haese et al. developed the CranialVault system for 

assistance through the pre-, intra-, and post-operative phases of the DBS workflow, including 

automatic prediction of the stimulation target point [147]. D’Albis et al. proposed the PyDBS 

system for DBS planning and post-operative assessment, including atlas-based segmentation, 

automatic stereotactic frame registration, and automatic segmentation of electrodes from post-

operative CT images [148]. Commercial systems have been well-accepted in clinical practice [149], 

but tend to lack the features and flexibility offered by planning platforms designed for research. 

In addition to software solutions for facilitating the DBS planning process, several 

algorithms have been proposed for automatically determining a suitable electrode trajectory for 
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DBS. These methods typically rely on an anatomical segmentation of the brain and attempt to find 

the trajectory (or set of trajectories) which optimizes a cost function [150]–[155]. The cost function 

is usually based on expert consensus and penalizes trajectories which intersect or nearly intersect 

critical structures (e.g. sulci, ventricles). Additionally, Essert et al. have further attempted to adapt 

their cost function’s parameters to match neurosurgeon preferences [156]. Moreover, “heat maps” 

based on the cost of every possible trajectory can be displayed to further assist operators [152], 

[153], [155], [157]. 

Alongside these studies, the development of neurosurgery simulators for training has also 

seen a recent increase in popularity, due to increasing fidelity and decreasing cost [158]. Training 

systems specifically targeting neurosurgery planning, however, remain few. Neubauer et al. 

introduced a simulator for endoscopic pituitary surgery which has visualization and navigation aids 

intended to help trainees better understand their plans [159]. Kockro et al. introduced the 

Dextrobeam, an extension on a neurosurgery planning system, which allows experts to guide 

novices through the anatomy and training process [160]. John et al. introduced and validated the 

VCath software for ventricular catheterization, which allows the user to practice planning the 

procedure from a tablet device [161]. 

To the best of our knowledge, no training tool specifically addressing DBS planning has 

been previously introduced. 

4.2 Methods 

In this section, we first introduce the measures for assessing proficiency in DBS trajectory 

planning developed in consultation with expert neurosurgeons. Next, we introduce the training 

course and its software implementation. Finally, we describe the study protocol used to validate the 

measures and the training approach. 

4.2.1 Primitive Metrics to Assess Trajectory Quality 
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Angle from Reference Trajectory 

This metric measures the angle between the trajectory chosen by the operator and the 

reference trajectory defined by a DBS expert, which was used for patient treatment. 

Distance from Reference Target Point 

This metric measures the distance between the target point chosen by the operator and the 

reference target point defined by a DBS expert, which was used for patient treatment. 

Trajectory Risk 

This metric measures the risk value associated with the trajectory, based on segmentations 

of the target structure, ventricles, and sulci. The metric is computed using the aggregate cost 

function and weights proposed by Essert et al. [152]. The risk value is on the range [0, 1], where a 

lower score indicates a safer trajectory. 

4.2.2 Primitive Metrics to Assess Planning Efficiency and Completeness 

Total Elapsed Time 

This metric measures the total time it takes the user to plan the procedure, starting from 

when the user is first presented with the particular patient case and ending when the user has 

declared they are satisfied with the planned trajectory. 

Entry and Target Bounding Box 

This metric measures how disparate the different trajectories the user tried were. This is 

computed from the volume of the bounding box containing all attempted entry and target points. 

Number of Slice Crosshair Movements 

This metric measures how many separate times the user views and interacts with the image 

slices. This is computed from the number of times the user moved the axial, coronal, and sagittal 

slice crosshair. 

Path Length of Slice Intersection 
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This metric measures how many different image slices in each of the axial, coronal, and 

sagittal planes the user viewed. This provides a sense of how much the operator inspected the 

images during the planning. 

Verification of Trajectory 

This metric measures how well the operator has verified that the trajectory does not 

intersect any of the anatomy using the patient images. It is calculated as the proportion of the 

trajectory the operator has viewed in each of the axial, coronal, and sagittal slices. 

Verification of Registration 

Because certain anatomies are visible in the T1 MRI image and others in the T2 MRI 

image, the two imaging modalities must be registered. This metric computes how much the user 

has checked that the images are registered and the anatomical segmentation is acceptable, based on 

the extent to which the user has viewed the overlaid images. 

4.2.3 Overall Measure of Proficiency 

Each of the primitive metric assesses the operator’s proficiency in a particular aspect of the 

procedure. We propose that a combined measure of proficiency, based on the primitive metrics, 

will have more discriminatory power to distinguish operators of different skill levels. 

To this end, we implemented a non-parametric extension of the z-score normalization 

method [162]. Due to the skewed distribution of primitive metrics, we used a weighted sum of 

percentile ranks relative to the expert population, where the weights necessarily sum to one. For 

this application, equal weights were used. In practice, the combined measure of proficiency 𝑐𝑖 for 

the 𝑖th trainee can be written as follows (where 𝑟𝑖,𝑗 is their percentile rank amongst the expert values 

for the 𝑗th primitive metric using the average rank in case of ties and 𝑁𝑀 is the number of primitive 

metrics). 
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𝑐𝑖 =
1

𝑁𝑀
∑𝑟𝑖,𝑗

𝑁𝑀

𝑗=1

 Equation 4.1 

4.2.4 Feedback Components 

To assist trainees in understanding the clinical situations, we propose providing feedback 

during training. Based on expert consultation, trainees were provided with the measures of 

trajectory quality as feedback during planning. These measures were provided both visually, to 

provide an intuitive sense of the trajectory quality, and numerically, to provide precise information 

(Figure 4.1). 

 

Figure 4.1. Illustration of visual (left) and numeric (right) feedback provided to trainees as they 

plan their electrode trajectories. 

Distance to Reference Target Point 

This metric was displayed visually through the color of the target point. 

Angle from Reference Trajectory 

This metric was displayed visually through the color of the entry point. 

Trajectory Risk 

This metric was displayed visually through the color of the trajectory line from the entry 

point to the target point. 
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For each feedback component, a high quality trajectory was indicated in green and a low 

quality trajectory was indicated in red. For the visual feedback on Trajectory Risk, unacceptable 

trajectories (missing the target anatomy or intersecting critical anatomy) were displayed in black. 

4.2.5 Training Course 

Based on expert consultation, we propose a training course involving five phases. During 

each phase, the trainee completes two DBS plans: one targeting the subthalamic nucleus (STN) and 

one targeting the internal part of the globus pallidus (GPI). With the exception of the first phase, 

the training course is designed to be completed by each trainee on their own, without any instruction 

from a DBS expert. 

Phase 1: Introduction 

The trainee is exposed to the entire DBS planning process and all feedback components. 

This phase allows the trainee to familiarize themselves with the planning software; the trainee may 

ask questions about how to use the software. 

Phase 2: Pre-Training Assessment 

The trainee must go through the complete DBS planning process, where no feedback is 

provided. This phase assesses the trainee’s DBS planning proficiency at the beginning of the 

training course. 

Phase 3: Training Phase A 

The trainee is provided with a pre-planned target point. Thus, the trainee plans only the 

entry point of the trajectory, with feedback provided throughout. This phase helps the trainee learn 

how to plan the entry point based on the cranial anatomy, given the target point has been 

appropriately identified. 

Phase 4: Training Phase B 
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The trainee must go through the complete DBS planning process, with feedback provided 

throughout. This phase lets the trainee practice the entire planning process, learning from the 

feedback provided on their trajectory quality. 

Phase 5: Post-Training Assessment 

The trainee must again go through the complete DBS planning process, where no feedback 

is provided. This phase assesses the trainee’s DBS planning proficiency at the end of the training 

course. 

Throughout, all measures of proficiency are recorded in the background. The measures of 

proficiency during the pre-training and post-training assessment phases can be compared to assess 

the trainee’s improvement throughout the training course. 

4.2.6 Software Implementation 

The training system for DBS planning was implemented in the 3D Slicer (www.slicer.org) 

environment (Figure 4.2) and may be installed on any Linux, Mac, or Windows computer. The 

DBS planning interface was based on the PyDBS software, which was used to register and segment 

the MRI images and allowed the patient cases to be readily loaded, visualized, and planned [148]. 

The Perk Tutor platform (www.perktutor.org) was used to capture the planning process, calculate 

all measures of proficiency, and compute the feedback components [107]. 

http://www.slicer.org/
http://www.perktutor.org/
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Figure 4.2. Screenshot of the simplified PyDBS interface with visual and numeric feedback used 

for training for DBS planning. 

4.2.7 Study Protocol 

To validate whether the proposed training course has added value in the training process, 

we carried out a validation study. For this study, two expert neurosurgeons and six neurosurgery 

trainees were recruited at three centers in France and one center in Canada. Neurosurgeons who 

had planned at least 100 total DBS were considered experts; others were considered novices. 

Prior to beginning the training course, participants completed a questionnaire about their 

previous experience in DBS, were shown a brief demonstration on how to use the software, and 

allowed to familiarize themselves with the software. Subsequently, each participant followed the 

training course for DBS planning (expert participants skipped the two training phases). The ten 

patient cases were selected from real, anonymized patient data from patients with Parkinson’s 

disease, representing a variety of anatomical variations. Each participant completed this same set 

of ten patient cases in the same order to ensure the training course was standardized across 

participants. Participants planned the trajectories at the inclusion phase of the workflow: patients 
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had already been identified as good candidates for DBS, the target anatomy had been previously 

identified (STN or GPI), the T1-weighted and T2-weighted MR images had already been taken, 

and the T2-weighted MR image along with an atlas-based segmentation had already been registered 

to the T1-weighted MR image using PyDBS. 

At the end of the training course, participants rated how difficult they thought each case 

was. Participants also completed a survey to assess the acceptance of the training software, based 

on the previously validated UTAUT [163]. The survey included items concerning the usefulness 

of the provided feedback, the usefulness of the training course, and participants’ interaction with 

the software. 

4.2.8 Statistical Analysis 

All measures of proficiency were tested for evidence of construct validity (i.e. their ability 

to discriminate novices from experts at baseline) by Wilcoxon rank-sum test (α=0.05). Spearman’s 

rank correlation test was used to determine the correlation between each proficiency measure and 

the number of DBS previously planned (α=0.05). The added value of the training course for DBS 

planning (i.e. novices’ improvement in proficiency measures following training) was assessed by 

Wilcoxon signed-rank test (α=0.05). In all cases, Cliff’s Δ was used to measure effect size. 

4.3 Results 

4.3.1 Construct Validity of Proficiency Measures 

The expert group had more initial median experience planning DBS (134.5 vs. 0.0), as well 

as more experience observing, assisting, and performing DBS than the novice group (Table 4.1). 

Furthermore, experts indicated feeling more comfortable planning DBS. 
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Table 4.1. Demographic information for the novice and expert groups. Values indicated are 

medians (inter-quartile range). 

Demographic Novice Expert 

Gender (M/F) 5/1 1/1 

Age 32.5 (27.0 - 32.5) 37.0 (35.0 - 39.0) 

Residency Program (yrs) 5.3 (5.0 - 5.5) 5.0 (5.0 - 5.0) 

Residency Completed (yrs) 4.0 (2.5 - 5.5) 5.0 (5.0 - 5.0) 

Years in Practice 2.0 (0.0 - 5.0) 8.0 (5.0 - 11.0) 

DBS Observed 20.0 (5.0 - 100.0) 1058.0 (100.0 - 2016.0) 

DBS Planned 0.0 (0.0 - 45.0) 134.5 (100.0 - 169.0) 

DBS Performed 0.0 (0.0 - 3.0) 99.5 (30.0 - 169.0) 

DBS Assisted 20.0 (5.0 - 100.0) 182.5 (150.0 - 215.0) 

Planning Comfort 1.0 (0.0 - 5.0) 8.0 (8.0 - 8.0) 

In total, novices and experts were assessed via fourteen primitive metrics of proficiency 

and the overall measure of proficiency. Prior to training, two primitive metrics had a significant 

difference in operator performance between novices and experts. Furthermore, three primitive 

metrics showed a significant correlation with the number of DBS previously planned (Table 4.2). 

Experts performed the procedures with better trajectory quality metrics than the novices, but these 

differences were not significant (Figure 4.3). 

Table 4.2. Primitive metrics for the novice and expert groups. Values are medians (inter-quartile 

range). Effect size is computed using Cliff's Δ (significance level of rank-sum test). Correlation is 

computed using Spearman’s ρ (significance level of correlation). Asterisk indicates a significant 

difference or significant correlation. 

Metric Novice Expert Effect Size Correlation 
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(p-value) (p-value) 

Angle from Reference 

Trajectory (°) 

15.44 

(3.95 - 20.79) 

7.45 

(6.33 - 13.54) 

-0.26 

(0.29) 

-0.44 

(0.01)* 

Distance from Reference 

Target (mm) 

3.91 

(2.97 - 6.23) 

3.02 

(2.11 - 6.07) 

-0.21 

(0.37) 

-0.08 

(0.66) 

Trajectory Risk (0 - 1) 

0.66 

(0.62 - 0.68) 

0.64 

(0.62 - 0.67) 

-0.09 

(0.73) 

-0.10 

(0.57) 

Total Elapsed Time (s) 

182.05 

(125.98 - 373.40) 

165.64 

(153.12 - 174.68) 

-0.25 

(0.52) 

0.06 

(0.81) 

Number of Entry 

Movements 

2.50 

(1.00 - 6.00) 

1.50 

(1.00 - 3.00) 

-0.15 

(0.55) 

-0.45 

(0.01)* 

Number of Target 

Movements 

0.00 

(0.00 - 0.50) 

3.00 

(0.00 - 7.00) 

0.38 

(0.06) 

0.34 

(0.06) 

Entry Bounding Box 

(mm3) 

1095.58 

(27.83 - 12871.24) 

0.72 

(0.00 - 1300.06) 

-0.39 

(0.11) 

-0.52 

(<0.01)* 

Target Bounding Box 

(mm3) 

0.00 

(0.00 - 0.00) 

0.01 

(0.00 - 0.31) 

0.33 

(0.06) 

0.28 

(0.12) 

Number of Slice 

Crosshair Movements 

69.00 

(39.00 - 100.00) 

32.00 

(27.50 - 42.00) 

-0.79 

(0.02)* 

-0.32 

(0.23) 

Path Length of Slice 

Intersection (mm) 

1600.00 

(1137.29 - 1984.41) 

1651.62 

(1438.24 - 2211.80) 

0.13 

(0.77) 

-0.03 

(0.91) 

Verification of Trajectory 

– Axial (%) 

8.07 

(0.00 - 46.87) 

10.64 

(3.22 - 57.50) 

0.18 

(0.46) 

0.03 

(0.86) 
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Verification of Trajectory 

– Coronal (%) 

9.26 

(0.00 - 30.61) 

72.11 

(34.08 - 100.00) 

0.56 

(0.02)* 

0.34 

(0.06) 

Verification of Trajectory 

– Sagittal (%) 

0.00 

(0.00 - 17.78) 

4.55 

(0.00 - 16.90) 

0.13 

(0.58) 

0.18 

(0.34) 

Verification of 

Registration (%) 

0.00 

(0.00 - 0.00) 

0.00 

(0.00 - 0.00) 

0.00 

(1.00) 

N/A 

(N/A) 

 

 

Figure 4.3. Plots of expert versus novice measures of trajectory quality: angle from reference 

trajectory (top-left), distance from reference target (top-right), and trajectory risk (bottom). 

The overall measure of proficiency exhibited both a significant difference between the 

novice and expert groups (p=0.008, ∆=0.88), and it correlated significantly with number of DBS 

previously planned (p<0.001, ρ=0.81; Figure 4.4). 
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Figure 4.4. Overall measure of proficiency for novices versus experts (left) and correlation with the 

number of DBS previously planned (right). 

4.3.2 Added Value of Training Course 

After training, novices were again assessed using the fourteen primitive metrics and the 

overall measure of proficiency. Due to time constraints, one novice was only able to complete the 

pre-training phase, and his results were not included for pre-training vs. post-training analysis. Two 

primitive metrics showed a statistically significant improvement from pre-training to post-training 

(Table 4.3). All measures of trajectory quality improved, but this improvement was significant for 

only the distance from the reference target (Figure 4.5). 

Table 4.3. Primitive metrics for the novice groups before and after training. Values are medians 

(inter-quartile range). Effect size is computed using Cliff's Δ (significance level of the rank-sum 

test). Asterisk indicates a significant difference. 

Metric Pre-Training Post-Training 

Effect Size 

(p-value) 

Angle from Reference Trajectory (°) 

16.41 

(7.70 - 21.25) 

11.13 

(6.44 - 17.09) 

-0.20 

(0.09) 

Distance from Reference Target (mm) 

3.90 

(2.81 - 6.23) 

1.86 

(1.10 - 4.10) 

-0.60 

(0.01)* 
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Trajectory Risk (0 - 1) 

0.66 

(0.62 - 0.67) 

0.64 

(0.62 - 0.70) 

0.00 

(0.52) 

Total Elapsed Time (s) 

170.34 

(118.61 - 221.40) 

141.33 

(92.64 - 194.81) 

-0.40 

(0.22) 

Number of Entry Movements 

3.00 

(2.00 - 7.50) 

4.00  

(1.50 - 5.50) 

-0.35 

(0.15) 

Number of Target Movements 

0.00 

(0.00 - 1.00) 

0.00 

(0.00 - 1.50) 

-0.50 

(0.61) 

Entry Bounding Box (mm3) 

3335.24 

(135.50 - 19639.20) 

1679.51 

(74.22 - 6861.38) 

-0.30 

(0.03)* 

Target Bounding Box (mm3) 

0.00 

(0.00 - 0.00) 

0.00 

(0.00 - 0.00) 

-0.70 

(0.34) 

Number of Slice Crosshair Movements 

55.50 

(38.00 - 77.00) 

44.40 

(37.00 - 51.00) 

-0.20 

(0.16) 

Path Length of Slice Intersection (mm) 

1600.00 

(979.50 - 1931.47) 

1711.90 

(887.01 - 2654.31) 

-0.20 

(0.31) 

Verification of Trajectory – Axial (%) 

13.42 

(0.00 - 46.87) 

5.05 

(2.00 - 97.18) 

-0.10 

(0.58) 

Verification of Trajectory – Coronal (%) 

9.26 

(0.00 - 19.77) 

9.90 

(0.00 - 28.71) 

0.00 

(0.64) 

Verification of Trajectory – Sagittal (%) 

0.00 

(0.00 - 5.98) 

3.47 

(0.00 - 17.69) 

-0.30 

(0.68) 

Verification of Registration (%) 0.00 0.00 0.00 
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(0.00 - 0.00) (0.00 - 0.00) (1.00) 

 

 

Figure 4.5. Plots of pre-training versus post-training trajectory quality metrics: angle from reference 

trajectory (top-left), distance from reference trajectory (top-right), and trajectory risk (middle). 

The overall proficiency measure showed a statistically significant improvement from pre-

training to post-training (p=0.002, ∆=1.00; Figure 4.6), with every novice showing improvement. 

Furthermore, novices were more confident in planning DBS after completing the training course 

and had less perceived difficulty with the post-training cases, but these differences were not 

significant (p=0.13 and p=0.18, respectively). 
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Figure 4.6. Overall measure of proficiency pre-training versus post-training. Higher values indicate 

greater similarity to experts. 

In all cases, novices’ post-training primitive metrics did not exceed experts’ primitive 

metrics. The overall proficiency measure was smaller for novices post-training than for experts 

with medium effect size, but the difference was not significant (p=0.19, ∆=0.50). 

4.3.3 Qualitative Evaluation of Training Software 

On average, novice participants agreed that training for DBS planning with the software 

was a good idea (6.6 out of 7), the feedback provided by the system improved their understanding 

of the patient cases (6.4 out of 7), and the software would be a useful part of a training curriculum 

(6.4 out of 7). Although novices were receptive to the training software, they found it difficult to 

operate without assistance (3.6 out of 7). Full survey results are shown in Figure 4.7. 
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Figure 4.7. Survey responses for novices after completing the training course using a 7-point Likert 

scale (1 indicates strong disagreement, 7 indicates strong agreement). 

We installed the training software on a variety of different user-grade Linux, Mac, and 

Windows computers. In all cases, installation took less than thirty minutes, and performance was 

deemed acceptable based on informal operator feedback about responsiveness and image rendering 

quality. 

4.4 Discussion 

While most primitive metrics showed no significant difference between the novice and 

expert groups, the overall measure of proficiency demonstrated construct validity. Thus, it can be 

used as a scale for trainee assessment throughout a training course, based on a small set of expert 

benchmarks. Between pre-training and post-training, all novices improved with respect to this 

measure. This indicates that the proposed training course, despite its small number of patient cases, 

has added value in the learning process for DBS planning. 

One of the main limitations of this study is sample size. DBS is not performed regularly at 

many centers; thus, the expert population is limited. Results indicate a sample size of 40 (α=0.05; 

β=0.80) would be required to determine validity. Furthermore, the measures of proficiency should 

be validated against a gold-standard measure of proficiency (e.g. checklist or global rating scale). 

To the best of our knowledge, no gold-standard exists for DBS planning. For this study, we 
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validated the proposed measures of proficiency against DBS planning experience. Unfortunately, 

this does not account for instances where experts make mistakes or novices benefit from a stroke 

of fortune. We suggest this partially accounts for the overlap between the novice and expert groups 

with respect to the measures of proficiency.  

Because the training setup is exclusively software-based, it can be run on any modern 

computer. Thus, it could be readily installed in neurosurgery centers and allow trainees to 

independently practice and self-assess on a dedicated training station. Because the training setup is 

based on PyDBS, whenever PyDBS is used in practice to confirm DBS plans (as it is at the Centre 

Hospitalier Universitaire de Rennes), real patient cases can be readily transferred, in accordance 

with ethical bodies, to the training system. This will allow trainees to practice on recent, clinically 

relevant cases with results that translate directly to clinical proficiency. Moreover, as the setup is 

based on Perk Tutor, new measures of proficiency can be added by expert teachers to assess aspects 

of the procedure that are specific to their patient cases or to emphasize specific skills for their 

trainees to work on. In addition, the weighting scheme for the overall measure of proficiency could 

be adjusted to have optimal discriminatory power, based on expert consensus, or on a case-by-case 

basis to emphasize particular skills.  

Two primitive metrics depend on a reference trajectory. For our validation study, the 

reference trajectory was chosen by an expert neurosurgeon to treat the patient in practice.  In 

general, it could be computed automatically or taken as an aggregate of several expert trajectories. 

This training course does not represent a complete DBS training curriculum, but rather, a 

self-guided component which trainees can complete on their own. We envision that more patient 

cases with greater variation in disease and anatomy could be added to this training course. Such 

cases could be selected by individual preceptors to emphasize particular aspects of DBS planning. 

The proposed self-guided training course allows trainees to learn and practice the basics of DBS 
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planning, monitor their progress, and quantify their improvement, all on their own, prior to planning 

DBS under expert supervision: a key early-stage component of a larger DBS training curriculum. 

4.5 Conclusion 

We have developed, implemented, and validated a training course for DBS planning. 

Objective measures of proficiency were developed and validated to quantitatively assess and 

monitor proficiency in DBS planning, including an overall measure of proficiency which assesses 

performance across many different components of the planning process. Subsequently, a self-

guided training course was implemented and completed by a group of trainees. The training 

course’s efficacy was validated by monitoring the improvement in trainees’ measures of 

proficiency. The training course fits into the context of the worldwide shift to a competency-based 

model of medical education. 
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Chapter 5 

Overall Proficiency Assessment in Point-of-Care Ultrasound 

Interventions: The Stopwatch is not Enough 

This chapter is based on work presented and published in proceedings at the MICCAI 

Point-of-Care Ultrasound Workshop [83]. 

5.1 Introduction 

Medical education is undergoing a shift from a traditional time-based model to a 

competency based model, where trainees graduate only upon achieving a competency benchmark. 

With increasing demands on expert clinician time, this necessitates automatic methods for 

proficiency assessment. 

Accordingly, there has been a proliferation of methods of objective, automatic technical 

proficiency assessment for many clinical applications. These methods per-form computation on 

data from a different sources including: hand or tool motion tracking data, video data of the surgical 

field or operating room, surgeon status in-formation from wearable sensors (e.g. eye gaze, cognitive 

load, muscle activity), or quantification of resulting tissue. Reviews of methods for proficiency 

assessment for medical interventions training can be found in [103], [104]. 

Computing overall proficiency from a combination of primitive performance metrics is 

common practice. This is because primitive metrics are straightforward to compute, easy for 

trainees to understand, and readily interpreted into actionable feed-back. Furthermore, they can be 

used to capture application-specific information that generic assessment methods cannot. Fraser et 

al. and Stylopoulos et al. first ad-dressed this, proposing a sum of normalized features [164] and a 

sum of z-scores [165], respectively. Subsequently, Allen et al. showed that using support vector 

machines for overall proficiency classification outperformed either of these methods [162]. 

Oropesa et al. confirmed that support vector machines likewise outperform linear discriminant 



 

70 

 

analysis and adaptive-neuro fuzzy inference for classification overall proficiency classification 

[166]. Modern machine learning techniques have also been applied to this problem [167]. 

It is interesting to consider which metrics are critical for overall proficiency assessment 

and which metrics are redundant. Primarily, metrics must be valid for distinguishing novices from 

experts. Several valid metrics used in the assessment, however, may measure the same aspect of 

proficiency and correlate strongly, while others may address different aspects of proficiency. 

Redundant metrics may be removed to reduce system complexity without reducing assessment 

accuracy or feedback quality. Metrics addressing different aspects of proficiency, on the other hand, 

must remain to achieve a complete assessment with feedback specific to each aspect of proficiency.  

In this work, we seek to evaluate which primitive metrics are sufficient and necessary for 

a complete assessment of technical proficiency in point-of-care ultrasound applications. In 

particular, we address whether simply measuring completion time is sufficient for overall 

proficiency assessment and the role of application-specific metrics. 

5.2 Methods 

5.2.1 Primitive Metric Validity 

While most primitive metrics are designed to measure a clinically important quantity, it 

must still be show that they correlate with proficiency. To this end, we examined primitive metrics 

from both novices and experts, and assessed whether there is a difference between metrics for the 

two groups. Metrics which did not show evidence of validity were removed from subsequent 

analysis. 

First, we used the Mann-Whitney U test (α=0.05) to determine if there is a statistically 

significant difference between the two groups for each metric. We used Cliff’s Δ to quantify the 

effect size. Additionally, we measured the information gain associated with splitting on each 

metric. The information gain indicates how well splitting the data improves the groups’ purity, 

where large information gain indicates that a metric distinguishes novices from experts effectively. 
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We further assessed if the split produced significantly different groups using Fisher’s exact test 

(α=0.05). 

5.2.2 Primitive Metric Redundancy 

Metric redundancy is most commonly computed using correlation, where a strong 

correlation indicates a high likelihood of redundancy. As an initial check, we computed the 

correlation between each pair of metrics. 

Subsequently, we performed Exploratory Factor Analysis (EFA) on the primitive metric 

values. EFA expresses each primitive metric as a linear combination of some set of latent factors. 

Two primitive metrics which are similar linear combinations of the latent factors would be 

considered redundant. Furthermore, when combined with expert knowledge, the latent factors can 

be interpreted as aspects of technical proficiency and their importance can be identified. For this 

study, we used the principal components methods and chose the smallest number of factors 

explaining at least 90% of the variance in the data. Two primitive metrics were considered 

redundant if they both had loading factors greater than 0.90 on the same latent factor. 

5.2.3 Assessment Using Non-Redundant Primitive Metrics 

Once we identified which metrics were redundant using EFA, for each set of redundant 

metrics we chose one “representative” metric. This metric was chosen to be the metric with the best 

loading on each of the latent factors. We then computed an overall proficiency classification for 

each participant using the “representative” metrics for both the traditional sum of z-scores method 

[165] and the support vector ma-chine method [162]. For the sum of z-scores method we used equal 

weighting. For the support vector machine method, we normalized the data on the range [0, 1] and 

used the radial basis function. 

We compared the proficiency classification accuracies achieved using the “representative” 

set of primitive metrics with the accuracies achieved using all primitive metrics. The area under the 

receiver-operator characteristics curves was computed for each metric set for each of the sum of z-
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scores method and the support vector ma-chine method. We determined whether the areas under 

the curves was different for the metric sets using the Hanley-McNeil test (α=0.05). 

5.2.4 Datasets 

We retrospectively analyzed datasets from three point-of-care ultrasound training 

applications: FAST ultrasound examination, femoral line insertion, and freehand lumbar puncture. 

In each case, we used previously computed metric values based on tool tracking data. In each case, 

the metrics were specifically designed by experts to capture relevant information on proficiency 

while performing the intervention. 

In the FAST ultrasound training dataset, a group of fourteen novices and fifteen 

intermediates performed a complete FAST examination on a healthy volunteer on each of the four 

regions of interest (hepatorenal, splenorenal, pericardial, and pelvic regions) [52]. The ultrasound 

probe was tracked relative to the volunteer, and the following primitive metrics were computed: 

completion time, percentage of expert-defined points of interest missed, and ultrasound probe path 

length. 

The femoral line insertion dataset included ten novices and four experts performing an 

ultrasound-guided insertion on a commercially available simulation phantom [7]. The motion of 

the operators’ hands was tracked relative to the phantom model, and the following primitive metrics 

were computed: completion time, probe hand path length, needle hand path length, probe hand 

rotational actions, needle hand rotational actions, probe hand translational actions, and needle hand 

translational actions. 

The lumbar puncture dataset included twenty-three novices and five experts per-forming 

freehand lumbar puncture on a commercially available lumbar spine model [168]. The pose of the 

operators’ hands and needle was tracked relative to the phan-tom model, and the following 

primitive metrics were computed: completion time, left hand path length, right hand path length, 
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needle tip path length, tissue damage caused by needle, needle tip path length in tissue, and needle 

tip time in tissue. 

5.3 Results 

5.3.1 Primitive Metric Validity 

For the FAST dataset, all metrics were significantly different between novices and 

intermediates, thus all metrics were kept for subsequent analysis. For the femoral line dataset, probe 

hand and needle hand rotational actions were not significantly different between novices and 

experts, thus these two metrics were removed. All other femoral line metrics were kept. For the 

lumbar puncture dataset, all metrics were significantly different between the novice and expert 

groups, thus all metrics were kept (Table 5.1). 

Table 5.1. Validity of metrics for each dataset. MW indicates the p-value for the Mann-Whitney 

test; Δ indicates the non-parametric effect size; F indicates the p-value for Fisher's exact test; IG 

indicates the maximal information gain associated with splitting on that metric. 

Dataset Metric MW Δ F IG 

FAST 

Completion time (s) <0.001 0.40 <0.001 0.10 

Points missed (%) <0.001 0.58 <0.001 0.21 

Probe path length (mm) <0.001 0.44 <0.001 0.08 

Femoral Line 

Completion time (s) 0.002 1.00 <0.001 0.60 

Probe hand path length (mm) 0.024 0.80 0.015 0.33 

Needle hand path length (mm) 0.024 0.80 0.011 0.36 

Probe hand rotational actions 0.056 0.68 0.070 0.26 

Needle hand rotational actions 0.607 0.20 0.221 0.16 

Probe hand translational actions 0.006 0.93 0.005 0.42 

Needle hand translational actions 0.002 1.00 <0.001 0.60 
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Lumbar Puncture 

Completion time (s) <0.001 1.00 <0.001 0.47 

Left hand path length (mm) 0.001 0.93 <0.001 0.32 

Right hand path length (mm) 0.007 0.79 0.003 0.22 

Needle tip path length (mm) 0.006 0.81 0.001 0.23 

Tissue damage (mm2) 0.010 0.76 0.001 0.25 

Needle path in tissue (mm) 0.026 0.65 0.026 0.14 

Needle time in tissue (s) 0.022 0.67 0.008 0.15 

5.3.2 Primitive Metric Redundancy 

The correlation matrices for each dataset are shown in Figure 3.1. Using EFA, two latent 

factors were found for the FAST dataset, accounting for 91% of the variance. Two latent factors 

were found for the femoral line dataset, accounting for 98% of the variance. Three latent factors 

were found for the lumbar puncture dataset, accounting for 93% of the variance. The loading plots 

for each dataset are present in Figure 5.2. 

 

 

Figure 5.1. Correlation matrices for metrics in the FAST (top), femoral line (left), and lumbar 

puncture (right) datasets. White indicates high correlation; black indicates low correlation. 
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Figure 5.2. Loading plots for metrics onto presumed factors in the FAST (top), femoral line (left), 

and lumbar puncture (right) datasets. 

For the FAST dataset, completion time and probe path length both primarily load on one 

latent factor, and points missed loads primarily on the other latent factor. We interpret the first 

latent factor to be “efficiency” and the second latent factor to be “thoroughness”. For the femoral 

line dataset, needle hand path length loads primarily on one latent factor and probe hand 

translational actions loads primarily on the other latent factor. We conjecture the first latent factor 

to be “needle hand efficiency” and the second latent factor to be “probe hand efficiency”. All other 

primitive metrics cross-load on the two latent factors. For the lumbar puncture dataset, tissue 

damage caused by needle, needle tip path length in tissue, and time needle in tissue load primarily 

on one factor, left hand path length and right hand path length load primarily on another, and needle 

tip path length loads primarily on a third factor. Completion time cross-loads. We hypothesize these 

three latent factors to be respectively “needle insertion efficiency”, “landmarking efficiency”, and 

“needle placement efficiency”.   
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Based on the primitive metric loadings, the following metrics were kept as “representative” 

metrics. For the FAST dataset, completion time and points missed were kept. For the femoral line 

dataset, needle hand path length and probe hand translational actions were kept. For the lumbar 

puncture dataset, right hand path length, needle tip path length, and tissue damage were kept. 

5.3.3 Assessment Using Non-Redundant Primitive Metrics 

Differences in the areas under the curves using all primitive metrics and using a 

“representative” set were insignificant for all datasets using both the sum of z-scores and support 

vector machine methods (Table 5.2). The greatest change in area under the curve was 0.052, for 

the lumbar puncture dataset using the z-score method (Figure 5.3). 

Table 5.2. Area under the curve (AUC) for each method of overall proficiency assessment. All 

AUC indicates the area under the curve using all metrics, and Rep. AUC indicates the area under 

the curve using only the "representative metrics". p-value indicates the p-value for the Hanley-

McNeil test. 

Dataset 

Sum of Z-Scores Support Vector Machine 

All 

AUC 

Rep. 

AUC 

p-value 

All 

AUC 

Rep. 

AUC 

p-value 

FAST 0.84 0.83 0.45 0.84 0.84 0.44 

Femoral Line 1.00 1.00 0.50 1.00 1.00 0.50 

Lumbar Puncture 0.97 0.91 0.31 1.00 0.96 0.25 
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Figure 5.3 Receiver operator characteristic curves for overall proficiency assessment for the FAST 

(top), femoral line (left), and lumbar puncture (right) datasets. Black lines indicate all metric were 

used; red lines indicate only "representative" metrics were used. Solid lines indicate the sum of z-

scores method was used; dashed lines indicate the support vector machine method was used. 

5.4 Discussion and Conclusion 

In each dataset, the majority of the reported metrics were determined to be valid. There 

were strong correlations between many of the metrics, and exploratory factor analysis indicated 

that the metrics were associated with two to three latent factors. We interpreted the meaning of 

these latent factors using domain-specific knowledge. Taking only the most representative metrics 

for each factor, we achieved accuracies for overall proficiency assessment that were not 

significantly different from accuracies using all metrics. This indicates that many of the metrics 

could be removed; however, completion time cannot be used alone to measure proficiency. 

Furthermore, it shows application-specific primitive metrics have added value in proficiency 

assessment.   

This study, however, is not without limitations. Primarily, for the femoral line and lumbar 

puncture datasets, the sample size is limited with the expert group including four and five 

participants respectively. This can be especially problematic for EFA. The other main limitation is 
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that we have used experience as a proxy for ground-truth proficiency. This does not account for 

experts who have developed bad habits or have an “off day”. Ideally, ground-truth proficiency 

should be determined by a panel of experts using a valid objective assessment tool. Finally, our 

analysis assumes a monotonic relation between each metric and proficiency, which may not always 

be the case.  

We suggest that these results will extend to other ultrasound-guided and freehand 

interventions. Here we have tested three different interventions, and our metric reduction 

techniques seem to apply well to each application, yielding less than six percent difference in 

proficiency classification for all datasets. We suggest this analysis could be used in other point-of-

care ultrasound applications to identify which primitive metrics may be removed to reduce setup 

complexity and factors contributing to proficiency. 

Finally, for each of these datasets, we have more than one latent factor contributing to 

proficiency. In particular, the application-specific metrics have added value and completion time 

alone is insufficient for assessing these factors. In fact, there may be additional factors which are 

not measured by the primitive metrics we chose. One should be aware of all such factors when 

computing an overall proficiency score. We suggest that providing a report card that addresses each 

of these factors may better allow trainees to understand which aspects of their intervention require 

the most improvement. 
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Chapter 6 

Transparent and Configurable Machine Learning for Automated 

Technical Skills Assessment in Ultrasound-Guided Interventions 

This chapter is based on work in preparation for submission to a peer-reviewed journal 

[169]. 

6.1 Introduction 

Globally, skills training for medical interventions is transitioning from a time-based model 

to a competency-based model. Under the old time-based model, trainees would practice an 

intervention for a fixed amount of time, at which point they would be deemed competent and 

graduate, or they would be deemed incompetent and have to repeat the entire training course. Under 

the new competency-based model, trainees practice until they achieve a predefined competency 

benchmark. This scheme allows each trainee to practice the precise amount of time they need to 

achieve competency. The drawback of this method is that trainees’ competency needs to be 

continually monitored. 

Expert-based methods for skills assessment include checklists, global rating scales, and 

entrustments scores. Checklists are application-specific rubrics which assess whether the operator 

performs each step in the intervention correctly [13]. Global rating scales (GRS) offer application-

independent assessment of interventions across several different facets [14]. Entrustment scores 

assess to what degree a supervisor trusts the trainee to complete each face of the intervention [170]. 

While these methods provide reliable assessment, in particular when combined [93], they rely on 

experts. With increasing medical class sizes and demands on expert time, it is not feasible to 

implement expert-based assessment on a wide scale. Instead, skill assessment should be automated. 

Automated skills assessment can be applied to many different interventions (e.g. 

laparoscopy, open surgery, needle insertion, etc.), and can use data from many sources (e.g. 
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instrument tracking, video, surgeon status, patient monitors) [103], [104]. Perhaps the most 

common method for automated skills assessment is metrics-based assessment. Under this 

paradigm, clinical experts specify what aspects of the intervention are relevant to operator skill. 

Subsequently, these can be implemented into a set of performance metrics: quantities that are 

understandable to trainees and clinicians and can be readily computed from measurable data. From 

these performance metrics, an overall skill level can be derived using pattern recognition or 

machine learning approaches. 

Metrics-based overall skills assessment was initially addressed as an optimization problem, 

where each metric is treated as a cost and the most skillful operator is the one who best minimized 

the weighted sum of costs [164], [165]. Since, pattern recognition approaches have been used to 

achieve improved reliability in assessment. Chmarra et al. showed that linear discriminant analysis 

reliably distinguishes novices from intermediates from experts in laparoscopic training tasks [171]. 

Likewise, Allen et al. showed that support vector machines outperform cost-based approaches for 

skill classification in laparoscopic training tasks [162]. Oropesa et al. also demonstrated that 

support vector machines outperform linear discriminant analysis and adaptive-neuro fuzzy 

inference systems for laparoscopic training tasks [166]. Ahmidi et al. use support vector machines 

for skill classification for several difference types of performance metrics in septoplasty [92]. Fard 

et al. contrasted support vector machines with k-nearest neighbors and logistic regression for 

identifying novices and experts in robotic suturing tasks on real patients [172]. Kramer et al. have 

suggested learning vector quantization and self-organizing maps for assessment in simulated 

vascular surgery [167]. Neural network-based approaches have seen some success [173]. Fuzzy 

pattern recognition approaches have also gained some traction, including rule-based methods [174], 

[175] and adaptive fuzzy inference systems [176]. 

In consultation with clinical experts, we suggest two criteria which metrics-based skills 

assessment methods should meet in order to be clinically useful: transparency and configurability. 
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A machine learning approach is considered transparent if both the model is easy to interpret and 

the principal of the method is easily understood [177], [178]. A machine learning approach is 

considered configurable if it has parameters which can be configured to improve performance based 

on domain-knowledge from a domain expert (Chiticariu et al. consider this a component of 

transparency [178]). In interventional skills assessment, transparency allows both the supervisor 

and trainee to understand why the trainee received a particular score and to interpret their results 

into actionable strategies to improve performance. Configurability allows the expert to adjust the 

assessment to their particular training scenario or to emphasize particular skills. 

Of course, there are other methods for interventional skills assessment that are not based 

on performance metrics. In particular, temporal modelling [179], process monitoring [180], and 

end-to-end deep learning approaches [108] have shown some promise for skills assessment. 

Unfortunately, these methods do not provide adequate transparency to allow trainees and 

supervisors to interpret results into actionable feedback to improve performance. Crowd-sourcing 

can also provide accurate skills assessment and is effectively automated [181], but cannot provide 

immediate feedback.  

The objective of this work is to develop and validate methods for overall skills assessment 

in percutaneous interventions. The methods should be transparent, configurable, and conducive to 

self-guided training. Subsequently, we evaluated (1) the accuracy of the proposed methods 

compared to state-of-the-art computer-assisted assessment and (2) the usefulness of the feedback 

provided by our proposed methods. 

A preliminary version of this work has been reported [182]. 

6.2 Methods 

6.2.1 Skills Assessment Algorithms 

We aim to implement skills assessment algorithm which are transparent and configurable. 

Transparency and configurability are inherently subjective and fuzzy. In a review of common 
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machine learning techniques, Kotsiantis identified three techniques as highly transparent: decision 

trees, naïve Bayes, and rule-based learners [177]. Naïve Bayes is more applicable for classification, 

and performs poorly for regression tasks [183]. This leaves decision trees and rule-based learners 

as transparent and configurable machine learning approaches for interventional skills assessment. 

Each skills assessment method takes a set of performance metrics as input (i.e. feature vector) and 

computes an overall skill level as output.  

6.2.2 Decision Tree Assessment 

For transparent and configurable assessment using decision trees, we use importance-aided 

decision trees [184]. This method is intended to incorporate domain-knowledge into decision trees, 

especially in lower levels of the decision tree when training data is limited. 

In decision tree learning, a split is made based on the attribute and value which optimizes 

some measure of purity of each branch. In our case, for regression, we choose the within-branch 

variance as the attribute selection score. Following Al Iqbal et al., for an attribute 𝑥, we create a 

new attribute selection score 𝑆 based on a linear combination of the within-branch variance score 

𝑆𝑣 and the attribute’s weight 𝑊 [184]. 

𝑆(𝑥) = (1 − 𝜌)𝑆𝑣(𝑥) + (𝜌)𝑊(𝑥) Equation 6.1 

We select the attribute and split point which optimizes this new attribute selection score S. 

The coefficient in the linear combination 𝜌 grows inversely with the proportion of remaining 

training samples in the branch [184]. The splitting is stopped once the within-branch variance 

decreases beyond a certain threshold. At this point, all training instances in the branch will 

effectively have the same skill level. 

As identified by Kotsiantis, this method is transparent [177]. The user is presented with the 

traversal of the decision tree and the splitting criteria. As actionable feedback, we can identify the 

splits in which the branch center changed most. This method is configurable in that the weights 
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associated with each attribute can be adjusted. As demonstrated by Al Iqbal et al., incorporating 

this domain-knowledge into the decision tree can improve the accuracy of assessment [184].  

6.2.3 Fuzzy Rule-Based Assessment 

For rule-based assessment that is transparent and configurable, we use a set of fuzzy 

inference rules. In particular, we choose to use rules of the form: IF <metric> is <skill level> THEN 

operator is <skill level>. For example, IF elapsed time is expert THEN operator is expert. Such a 

rule is defined for each metric and skill level pair. 

In practice, this requires us to define a membership function for each skill class and a 

membership function for each metric for each skill class. We define the skill class membership 

functions as symmetrical triangular functions on the range [0, 1] overlapping such that membership 

over all classes sums to one [174], [175]. The metric membership function for each skill class is 

computed empirically from the training data by Gaussian kernel density estimation, using the 

Silverman rule-of-thumb to estimate the bandwidth [185]. Importantly, each training instance may 

have membership in multiple skill classes, and contribute with different weight to multiple metric 

membership functions. 

We use clipping based on the membership in the input function to compute the output 

membership function for each rule. The set of fuzzy rules is combined and defuzzified by 

computing the mean of the maximum of the output membership functions. 

This rule-based assessment method is transparent [177]. The user is presented with the 

rules that were applied and their strengths. As actionable feedback, we can identify the strongest 

fuzzy rules. This method can be configured by allowing the weights associated with each rule to be 

adjusted or fuzzy rules to be added or removed. In particular, experts can add more sophisticated 

rules based on their domain-knowledge for improved accuracy. 

6.2.4 Validation of Assessment Accuracy 
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We validated our assessment methods on both in-plane and out-of-plane needle insertions 

on a vascular access phantom (CAE Healthcare). We recorded 19 trainees and 5 experts performing 

in-plane insertions and 19 trainees and 5 experts performing out-of-plane insertions. Trainees were 

recorded at two points during a previously developed training curriculum (Figure 6.1). Operators 

used a Telemed MicrUs linear ultrasound probe (Telemed Medical Systems). We recorded videos 

of participants’ hands and tracked the needle and ultrasound probe. Tools were tracked with the 

Ascension trakStar (Northern Digital Inc.), and data was recorded using the PLUS Toolkit 

(www.plustoolkit.org) [132] and Perk Tutor (www.perktutor.org) [107]. We computed eight 

metrics for in-plane insertions and seven metrics for out-of-plane insertions (Table 6.1) [186]. 

 

Figure 6.1. Photograph of a trainee participant performing an ultrasound-guided in-plane needle 

insertion (left) and corresponding ultrasound image (right). The electromagnetic pose trackers used 

are attached to the base of the needle, base of the ultrasound probe, and exterior of the phantom. 

Table 6.1. Description of performance metrics for in-plane and out-of-plane insertions. 

In-Plane Metrics 

Elapsed Time (s) 

Total time from the start of the insertion to the end of 

the insertion 

Needle path length (mm) Total distance travelled by the tip of the needle 

Probe path length (mm) 

Total distance travelled by the foot of the ultrasound 

probe 

http://www.plustoolkit.org/
http://www.perktutor.org/
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Needle path efficiency (%) 

Ratio of the needle’s path length to the distance 

between the needle’s start and end points 

Average needle to ultrasound 

plane distance (mm) 

Average orthogonal distance between the needle tip 

and the ultrasound plane 

Maximum needle to ultrasound 

plane distance (mm) 

Maximum orthogonal distance between the needle tip 

and the ultrasound plane 

Average needle to ultrasound 

plane angle (°) 

Average angle between the needle and the ultrasound 

plane 

Maximum needle to ultrasound 

plane angle (°) 

Maximum angle between the needle and the 

ultrasound plane 

Out-of-Plane Metrics 

Elapsed Time (s) 

Total time from the start of the insertion to the end of 

the insertion 

Needle path length (mm) Total distance travelled by the tip of the needle 

Probe path length (mm) 

Total distance travelled by the foot of the ultrasound 

probe 

Needle path efficiency (%) 

Ratio of the needle’s path length to the distance 

between the needle’s start and end points 

Maximum distance needle is 

past ultrasound plane (mm) 

Maximum orthogonal distance the needle tip travels 

past the ultrasound plane  

Total time needle is past 

ultrasound plane (s) 

Total time spent with the needle tip past the ultrasound 

plane 

Average rotation from needle 

to ultrasound plane normal (°) 

Average angle between the needle and the plane 

orthogonal to the ultrasound marked-unmarked vector 
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As ground-truth assessment, we did not use participants’ level of training. Instead, we 

recruited three clinical experts to assess participants’ performance via anonymized hand motion 

videos using a previously validated global rating scale [187], [188]. The mean overall expert 

assessment provides a ground-truth skill level out of 25. 

To determine the weight associated with each metric, we interviewed the clinical experts, 

and asked them to rate the importance of each metric for skills assessment on a seven-point Likert 

scale. We linearly scaled these ratings onto the interval [0, 1]. 

Subsequently, we validated the performance of our proposed assessment methods using 

leave-one-user-out cross-validation. We computed difference in the output of the proposed 

assessment methods with the mean expert rating. We then compared these results with the results 

achieved from linear regression (an empirically optimal version of the sum of z-scores method) 

[165] and support vector machine regression (which currently achieves state-of-the-art results) 

[92], [162], [166], [172]. Linear regression has no hyper-parameters; for support vector machine 

regression we standardized the inputs, used the radial basis function as the kernel, and used 

previously validated hyper-parameters [162]. We also compared the results to zero-rule regression 

(i.e. always guessing the mean score) as a baseline. To compare the methods, we used a Friedmann 

test with pairwise Dunn’s post hoc tests with Bonferroni correction (α=0.05). To determine whether 

our assessment methods are comparable to these other methods, we performed non-inferiority sign-

rank tests (α=0.05) with the pooled standard deviation in expert ratings as the non-inferiority 

margin. 

6.2.5 Validation of Feedback Accuracy 

To assess the quality of feedback provided by our methods, we mapped each metric to a 

plain-language description (Table 6.2). This was done in consultation with our clinical experts to 

ensure the vocabulary was sufficient and necessary for feedback to trainees. Subsequently, we 

asked one expert to review each trainee’s post-training video (as this was identified by experts as 
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the most useful stage for feedback). At the end of each video, we showed the expert all the different 

feedbacks and asked them to rate the usefulness of each one on a seven-point Likert scale. We 

performed sign-rank tests (α=0.05) with the kth most useful feedback, for all k, to determine how 

useful the automatically generated feedback is compared to expert feedback. 

Table 6.2. Plain-language feedback associated with each performance metric for in-plane and out-

of-plane insertions. 

In-Plane Metrics 

Elapsed Time (s) 

Keep practicing with proper technique to improve your 

time efficiency. 

Needle path length (mm) 

Look at the depth of your target, and try to estimate the 

correct angle of needle insertion. 

Probe path length (mm) 

Get a longitudinal ultrasound image of the middle of the 

vessel and stabilize the probe using your hand/finger 

against the gel surface. 

Needle path efficiency (%) 

Try to focus on a smooth, straight needle path while 

inserting the needle as close to the ultrasound plane as 

possible. 

Average needle to ultrasound 

plane distance (mm) Start with the needle in the middle of the ultrasound 

probe and try to keep it aligned with the ultrasound 

plane during needle insertion. 

Maximum needle to 

ultrasound plane distance 

(mm) 

Average needle to ultrasound 

plane angle (°) 
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Maximum needle to 

ultrasound plane angle (°) 

Do not change the angle between the needle and the 

ultrasound plane during needle insertion. This will 

make sure that there is perfect alignment. 

 Well done. 

Out-of-Plane Metrics 

Elapsed Time (s) 

Keep practicing with proper technique to improve your 

time efficiency. 

Needle path length (mm) 

Look at the depth of your target, and try to estimate the 

correct angle of needle insertion. 

Probe path length (mm) 

Do not move the probe when advancing the needle. 

Advance the probe very slightly when the needle 

appears in the ultrasound image. 

Needle path efficiency (%) Insert the needle in a straight, smooth path. 

Maximum distance needle is 

past ultrasound plane (mm) 

Keep the ultrasound plane slightly ahead of the needle. 

If you see the needle tip on the screen, move the 

ultrasound slightly ahead until the needle disappears 

and then continue needle insertion until the needle 

appears again. 

Total time needle is past 

ultrasound plane (s) 

Average rotation from needle 

to ultrasound plane normal (°) 

Start with the target in the middle of the ultrasound 

screen, with the needle in the middle of the probe at 90° 

to the probe and 45° to the gel surface. Do not change 

this angle during the needle insertion. 

 Well done. 
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6.3 Results 

6.3.1 Assessment Accuracy 

For ground-truth skill, the average measures intraclass correlation coefficient was 0.90 for 

the in-plane insertions and 0.93 for the out-of-plane insertions, indicating good reliability. For 

decision tree assessment and fuzzy rule-based assessment respectively, the median errors were 1.7 

and 1.8 for in-plane insertions and 1.5 and 3.0 for out-of-plane insertions (Figure 6.2). Post hoc 

tests revealed decision tree assessment significantly outperformed all methods except support 

vector machine assessment (Table 6.3). 

 

Figure 6.2. Error in assessment for the zero-rule (ZR), decision tree (DT), fuzzy rule-based (FRB), 

support vector machine (SVM), and linear regression (LR) assessment methods for in-plane 

insertions (left) and out-of-plane insertions (right). 
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Table 6.3. Results of post hoc testing for differences in zero-rule (ZR), decision tree (DT), fuzzy 

rule-based (FRB), support vector machine (SVM), and linear regression (LR). Mean ranks indicates 

the mean rank of accuracy for the method when compared to the other methods. Significant 

indicates which methods were significantly different, and whether the method was more accurate 

(<) or less accurate (>). 

In-Plane 

Assessment Method Mean Rank Significant 

Zero-Rule 4.14 >DT, SVM, LR 

Decision Tree 2.21 <ZR, FRB 

Fuzzy Rule-Based 3.19 >DT 

Support Vector Machine 2.84 <ZR 

Linear Regression 2.63 <ZR 

Out-of-Plane 

Assessment Method Mean Rank Significant 

Zero-Rule 4.26 >DT, SVM, LR 

Decision Tree 2.28 <ZR, FRB 

Fuzzy Rule-Based 3.33 >DT, SVM 

Support Vector Machine 2.30 <ZR, FRB 

Linear Regression 2.84 <ZR 

Decision tree assessment was non-inferior to both support vector machine assessment and 

linear regression for both in-plane and out-of-plane insertions. Fuzzy rule-based assessment was 

non-inferior to both support vector machine assessment and linear regression for in-plane 

insertions. For out-of-plane insertions, however, significance was not achieved. In fact, for out-of-

plane insertions, fuzzy rule-based assessment was significantly worse than support vector machine 

assessment. 
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Reliability in the mean expert-defined weights was poor. The average measures intraclass 

correlation coefficient was 0.41 for in-plane insertions and 0.36 for out-of-plane insertions. When 

we used the mean expert-defined weights in the configurable assessment methods, the change in 

accuracy was insignificant (Figure 6.3).  

 

Figure 6.3. Error in assessment for decision tree (DT) and fuzzy rule-based (FRB) assessment 

methods with or without expert-defined weights for in-plane insertions (left) and out-of-plane 

insertions (right). 

6.3.2 Feedback Accuracy 

The median usefulness of the feedback was 7 out of 7 for decision tree assessment and 6 

out of 7 for fuzzy rule-based assessment (Figure 6.4). Decision tree assessment produced useful 

feedback 74% of the time; fuzzy rule-based assessment produced useful feedback 63% of the time. 

Furthermore, both methods produced significantly better than neutral feedback. 
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Figure 6.4. Usefulness of feedback produced by the decision tree (DT) and fuzzy rule-based (FRB) 

assessment methods for in-plane insertions (left) and out-of-plane insertions (right). Red line 

indicates median. 

Compared to expert feedback, we found that for in-plane insertions, both decision tree 

assessment and fuzzy rule-based assessment produced significantly better feedback than the 5th 

best expert feedback. For out-of-plane insertions, decision tree assessment produced significantly 

better feedback than the 3rd best expert feedback, and fuzzy rule-based assessment produced 

significantly better feedback than the 5th best expert feedback. In all cases, the feedback produced 

by the proposed methods was better than the median expert feedback, but this was significant only 

for decision tree assessment in out-of-plane insertions. 

6.4 Discussion 

The results show that transparent and configurable assessment methods (1) perform 

comparably to state-of-the-art methods and (2) provide useful feedback for training. In particular, 

decision tree assessment performed the most accurately and provided the most useful feedback for 

our dataset. Assessment accuracy and feedback usefulness may be further improved by integrating 

domain-knowledge with the proposed machine learning methods [189], [190]. We believe the lack 

of significant improvement in the presented results is due to of two factors: (1) we defined the 

ground-truth skill as a sum of global rating scale scores without considering the importance of each 

aspect and (2) the inconsistency in expert-defined weights.  
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We have identified our methods as transparent and identified methods such as support 

vector machines as opaque. While we have followed the work of Kotsiantis in identifying machine 

learning techniques as transparent [19], these classifications are inherently fuzzy. Although there 

is ongoing work in introspection in deep learning [191] allowing users to gain some understanding 

of how the deep model reached the result, it is unclear how well such methods will be accepted into 

practice [109]. 

One of the limitations of our feedback is the finite nature of our feedback vocabulary. While 

our feedback vocabulary was generated in consultation with experts to cover every aspect of the 

intervention, it does not allow feedback to be tailored to a particular trainee, as preceptors would 

do in practice. We observed that experts rated the top feedback as a median of 7 out of 7, indicating 

they agreed that the feedback from the vocabulary was indeed useful. 

Another challenge of this work was determining the weights for each feature. We used a 

Likert scale to capture experts’ opinion about the importance of each aspect of the intervention, 

and linearly scaled these responses to weights. But we observed that there was poor consistency 

between experts. This indicates that each expert may value different aspects of ultrasound-guided 

insertions. Our methods would allow the assessment to be tailored to each expert individually. 

We have shown that the proposed methods work effectively for skills assessment and 

feedback in both in-plane and out-of-plane ultrasound-guided needle insertions. Our setup has 

shown evidence for face and content validity [186]. As the vast majority of ultrasound-guided 

needle insertions use one of these approaches, we suggest the results will be widely applicable. 

Recent work has shown it takes approximately 85 practice attempts to reach proficiency in 

ultrasound-guided needle insertions [7]. Our experts believe that the feedback provided by our 

system will be most applicable after 10 practice attempts when the trainee has fully understood the 

basics of the intervention. It still must be shown, however, how these methods extend to other types 

of interventions [21]. 
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Our results are consistent with other work demonstrating the utility of metrics-based 

assessment of interventional skills [164], [165]. In the context of ultrasound-guided needle 

insertions, we have shown that transparent and configurable methods are comparable to state-of-

the-art methods for assessment but, in addition, can provide useful feedback. In the future, we 

suggest further study into how these methods perform in specific ultrasound-guided interventions 

(e.g. biopsy, epidural, central line) and where application-specific performance metrics could be 

added to further improve the assessment. We make the proposed methods available to the 

community through Perk Tutor (www.perktutor.org) [107]. 

6.5 Conclusion 

We have demonstrated that transparent and configurable skills assessment methods are 

comparably accurate to state-of-the-art methods. In contrast to state-of-the-art methods, however, 

transparent and configurable methods were shown to provide useful feedback for training. As a 

result, transparent and configurable assessment methods can be adopted into practice to provide 

feedback without compromising accuracy. We have also demonstrated that they can be customized 

by experts to suit the particular application. 

We envision these methods could be employed in an ultrasound-guided interventions 

training curriculum. They would monitor trainee learning curves and provide automated 

instructions during self-directing learning. This would serve to supplement supervision and 

assessment from expert preceptors. 

  

http://www.perktutor.org/
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Chapter 7 

Feasibility of Real-Time Workflow Segmentation for Tracked Needle 

Interventions 

This chapter is based on work published in IEEE Transactions on Biomedical Engineering 

[192]. 

7.1 Introduction 

Clinician competency is a key factor in patient health and safety. In particular, clinicians 

gain competency through training methods that include feedback components [12]. 

We propose a workflow segmentation algorithm that is able to identify a user’s motions 

based on needle tracking data. The proposed algorithm will produce real-time feedback, which 

improves skill retention in medical trainees over simple efficiency metrics [193]. 

7.1.1 Background 

Traditionally, trainees learn and practice needle interventions under the supervision of an 

expert clinician. However, this approach requires significant time investment from the expert and 

assessment criteria and feedback can vary significantly between experts [15]. The traditional 

training protocol is thus neither optimally time efficient nor maximally beneficial for skill 

acquisition. 

We suggest that computer-assisted needle placement training can be introduced to improve 

the training protocol. If such a training system were able to provide standardized feedback and 

evaluation [12], it could complement expert supervision in many situations. 

One important feature of a computer-assisted training system is the ability to follow the 

trainee in the procedural workflow in real-time, as the procedure is performed. That is, the system 

must be able to discretely determine what task the trainee is performing at all times. Here, we refer 
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to this as workflow segmentation. In this paper, we propose an algorithm for workflow 

segmentation of needle-based procedures based upon only tracking data from the needle. 

A workflow segmentation algorithm in a computer-assisted needle placement training 

system must take tool tracking input and produce task labeling as an output in real-time. 

Additionally, the algorithm should require manually segmented procedures as the only input for 

training and use limited procedure-specific information (i.e. instructions to user). The algorithm 

should not require any particular structure to the procedure (the tasks may be performed in any 

order, with arbitrary repetition), need no manual preprocessing of the data, and allow the user to 

perform the procedure as normal. That is, the user may pick any ordering of tasks and the algorithm 

must determine what task is being performed at all times. In particular, the algorithm must handle 

the case when the user redoes a task. Moreover, the sequence of tasks in the testing data might 

never be encountered in the training dataset. We propose a workflow segmentation algorithm which 

satisfies these criteria for implementation in a computer-assisted training system. 

7.1.2 Previous Work 

Several previous reports have proposed workflow segmentation algorithms for tool-based 

interventions. Their algorithms use techniques that are outlined below.  

One important requirement of our application is that it must allow tasks within the 

workflow to be repeated and to occur in any sequence. Castellani et al. [194] achieve 84% online 

workflow segmentation accuracy using Markov Models and support vector machines. Ahmadi et 

al. [195] achieve 92% workflow segmentation accuracy using an algorithm based on dynamic time 

warping. Lalys et al. [196] report 93% workflow segmentation accuracies using support vector 

machine techniques in combination with Markov Models. Padoy et al. [197] use Markov Models 

to perform workflow segmentation on pin placement and suturing tasks. Padoy et al. [198] achieve 

97% workflow segmentation accuracy using a dynamic time warping algorithm and 92% using a 

Markov Model algorithm. Each of these algorithms performs workflow segmentation on 



 

97 

 

procedures in which the order of tasks is known beforehand (or is defined by the training data), and 

thus, these algorithms are not applicable to a system for segmenting a procedure with an unknown 

sequence of tasks. 

Real-time feedback and instruction is an important part of our application. Hundtofte et al. 

[199] show workflow segmentation accuracies of 85% using Markov Models. Lin et al. [200] report 

89% workflow segmentation accuracy by linear discriminant analysis and Bayes classifiers. Tao et 

al. [201] achieve offline workflow segmentation accuracy of 83% using sparse Markov Models. 

Each of these algorithms requires future observations to identify the workflow segmentation, thus, 

cannot be applied in real-time. 

Identifying the task transition points is often more difficult than identifying what task is 

being performed between known transition points. For real-time applications, the algorithm must 

automatically identify transition points as they occur. Reiley et al. [202] demonstrated motion 

classification accuracies of up to 93% using Markov Models, which performed with higher 

accuracy than linear discriminant analysis and Gaussian mixture models. Varadarajan et al. [203] 

show gesture recognition accuracies as high as 87% using linear discriminant analysis and Markov 

Models. Ahmidi et al. [204] achieve 78% motion recognition accuracy using k-means clustering 

and Markov Models for explicitly delineated tasks. In each of these algorithms, transition points 

must be manually identified by an observer, and thus, these algorithms are not suitable for real-

time workflow segmentations. 

There exist several techniques for determining whether a tool trajectory follows a curve or 

a surface which investigate a similar motion classification problem. Li et al. [205] use Markov 

Models and virtual fixture techniques for robotic curve following procedures, and achieve 94% 

motion intent accuracy. Aarno et al. [206] use a layered Markov Model technique to perform 

workflow segmentation on curve following tasks. These algorithms only identify whether a 
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predefined curve is followed, and this does not correspond directly to needle-based procedures in 

which a single task may be performed in various different ways. 

Video-based techniques provide different challenges than workflow segmentation 

techniques based on tool tracking data. James et al. [207] demonstrate 75% workflow segmentation 

accuracy with video-based techniques using parallel layer preceptor techniques. Haro et al. [208] 

use linear dynamical system and “Bag of Features” techniques to perform surgical video 

classification with 89% accuracy. These techniques require a known sequence of tasks and manual 

segmentation, respectively, so are not usable for our application. 

From our literature review, no workflow segmentation algorithms have been found that 

meet all the criteria for following a trainee in an intervention in real-time. Our proposed workflow 

segmentation algorithm is novel in that it satisfies all these criteria for implementation in a 

computer-assisted needle placement training system. 

7.2 Methods 

We propose an algorithm that at each timestamp in the tool trajectory produces a discrete 

task label. Timestamps in the tool trajectories were represented as seven element vectors where the 

first three elements were position values and the last four elements were the quaternion components 

associated with the rotation. All components of the vector were treated equivalently in the 

algorithm. First, the algorithm must be trained using data with known ground-truth workflow 

segmentation. Then, the trained algorithm can automatically generate a workflow segmentation of 

a testing procedure. 

7.2.1 Workflow Segmentation Algorithm 

1) Gaussian Filter 

While noise is inevitably associated with any modality of tool tracking, its effects can be 

removed using filtering techniques. Here, noise is reduced by a moving average Gaussian filter of 

the form described in Equation 7.1. 
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𝑠(𝑡) =
∫ 𝑥(𝜏)𝑁(𝜏 − 𝑡; 𝜎2)𝑑𝜏
𝑇

0

∫ 𝑁(𝜏 − 𝑡; 𝜎2)𝑑𝜏
𝑇

0

 Equation 7.1 

This filter is applied to each degree of freedom separately. Because this filter requires 

integration over a finite interval, the divisor must be introduced for normalization. N is the normal 

distribution with variance 𝜎2. 

2) Orthogonal Transformation 

To map the continuous tool trajectory in time to a vector space with distinctly represented 

motion features, an orthogonal transformation, which transforms the data into a higher-dimensional 

vector space with extracted features, is applied [209]. The transformation takes the form described 

by Equation 7.2. 

𝑜(𝑡) = ∫ 𝑠(𝜏)𝑃𝑖(𝜏)𝑑𝜏
𝑡

𝑡−∆𝑡

 Equation 7.2 

The orthogonal transformation is computed for each degree of freedom separately. The 

functions 𝑃𝑖 refer to Legendre polynomials of 𝑖th order. The time interval 𝛥𝑡 and order of the 

transformation are input parameters to the algorithm. 

Orthogonal transformation has not been previously used for feature extraction in workflow 

segmentation. This step is motivated by previous works using orthogonal transformations in the 

handwriting recognition [209] and speech recognition [210] literature. This step is validated by 

calculating the accuracy of the algorithm with and without orthogonal transformation. 

3) Principal Component Analysis 

The orthogonal transformation re-expresses the data in a higher-dimensional vector space. 

Since this is often problematic for data mining algorithms, principal component analysis is used to 

project the data into a lower dimensional space. The principal component analysis takes the form 

described in Equation 7.3. 

𝑝(𝑡) = [�⃑�(𝑡) − 𝑚𝑒𝑎𝑛(�⃑�(𝑡))]𝑒𝑖𝑔[𝑐𝑜𝑣(�⃑�(𝑡))] Equation 7.3 
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By taking only the eigenvectors corresponding to the largest eigenvalues of the covariance 

matrix [211], the dimensionality of the vector space is reduced. The number of retained 

eigenvectors is an input parameter to the algorithm. 

4) K-Means Clustering 

A modified k-means clustering algorithm is used to discretize the output of the principal 

component analysis into discrete cluster labels. This algorithm is preferred over the traditional k-

means clustering algorithm using random starting points, because of its deterministic nature, and 

its improved sum of squared errors when the number of clusters approaches the number of data 

points. The modified algorithm is based on the fast global k-means algorithm [212], and is applied 

as described in Equation 7.4. 

1. Pick the data point farthest from any centroid, and create a new centroid at that data point. 

2. Iteratively recalculate cluster memberships and cluster centroids until cluster memberships 

do not change. 

3. Repeat until k centroids have been added. 

𝑐(𝑡) = 𝑘𝑚𝑒𝑎𝑛𝑠(𝑝(𝑡)) Equation 7.4 

The first centroid is initialized as the mean of the entire set of observations. The number of 

centroids 𝑘 is an input parameter to the algorithm. 

5) Markov Modeling 

A Markov Model is used to relate the sequence of cluster labels to task labels. The Markov 

Model represents tasks in the workflow as states and cluster labels as observations. The Markov 

Model estimation algorithm (Equation 7.5, Equation 7.6, Equation 7.7) is employed to determine 

the model’s parameters [213]. 

𝜋 =
∑ (𝑇𝑎𝑠𝑘(𝑡) == 𝑖)𝑇
𝑡=0

∑𝜋
 Equation 7.5 
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𝐴𝑖,𝑗

=
∑ ((𝑇𝑎𝑠𝑘(𝑡) == 𝑖)⋀(𝑇𝑎𝑠𝑘(𝑡 + 1)) == 𝑗)𝑇
𝑡=0

∑𝐴𝑖
 

Equation 7.6 

𝐵𝑖,𝑗 =
∑ ((𝑇𝑎𝑠𝑘(𝑡) == 𝑖)⋀(𝑐(𝑡)) == 𝑗)𝑇
𝑡=0

∑𝐵𝑖
 Equation 7.7 

The values of the function 𝑇𝑎𝑠𝑘 are determined from the manual segmentation of the data. 

The most likely task that the user is performing is determined using a modified, real-time Viterbi 

algorithm [194], where the task label is computed only for the most recent time step. No particular 

structure to the Markov Model is enforced. Optionally, physically impossible task transitions may 

be disallowed. Additionally, because the training data does not cover all possible task sequences, 

all other state transition and observation probabilities are set to small, non-zero values 𝛿. 

7.2.2 Algorithm Training 

The workflow segmentation algorithm is first trained using tool trajectories from 

procedures with known ground-truth workflow segmentations through the following steps (Figure 

7.1): 

1. Apply Gaussian filter. 

2. Apply orthogonal transformation. 

3. Calculate principal component analysis transformation. 

4. Calculate k-means cluster centroids and memberships for each task label separately. 

5. Train Markov Models using the estimation algorithm with ground-truth workflow 

segmentations. 
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Figure 7.1. Block diagram outlining workflow segmentation algorithm a) training and b) testing. 

Algorithm steps are indicated in black, quantities computed during algorithm training phase are 

indicated in gray. 

7.2.3 Algorithm Testing 

The trained workflow segmentation algorithm can subsequently be used to automatically 

identify the workflow segmentation of a test procedure using the following steps (Figure 7.1): 

1. Apply Gaussian filter. 

2. Apply orthogonal transformation. 

3. Apply principal component analysis transformation calculated from training data. 

4. Determine cluster membership using centroids from training data. 

5. Determine the most likely task based on the sequence of cluster labels, using the modified 

Viterbi algorithm. 

7.2.4 Ultrasound-Guided Epidural Procedure 

Ultrasound-guided epidural procedures were used to validate the proposed workflow 

segmentation algorithm. In total, 88 procedures were collected from 16 novice residents/clinicians 

and 6 expert clinicians. Procedures were performed from both the left and right sides of a poly-

vinyl chloride (PVC) plastic spine phantom with printed plastic vertebrae and silicone-rubber skin. 

The experimental setup is illustrated in Figure 7.2. 
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Figure 7.2. a) Photograph of ultrasound-guided epidural setup (tracking computer not shown). b) 

Schematic of ultrasound-guided epidural setup illustrating systems used in the experiment. Coil 

shapes indicate that the object was tracked electromagnetically. 

First, an expert briefed each participant in the ultrasound-guided epidural procedure 

workflow, using a spine model. The expert demonstrated proper placement of the ultrasound probe 

and the needle using the paramediam epidural access approach [214] and explained the 

corresponding workflow: 

P1. Probe Translation: Place the probe para-sagitally (parallel and offset spine) to view the 

facet joints. 

P2. Probe Rotation: Angle the probe medially (towards middle) to visualize the lamina and 

interlaminar space. 

N1. Translation: Place the needle-tip on the skin, in-plane and inferior to ultrasound probe. 

N2. Rotation: Angle the needle in-plane to the ultrasound probe. 

N3. Insertion: Insert the needle into the interlaminar space, entering the epidural space. 

N4. Verification: Verify the epidural space (by ultrasound). 

N5. Retraction: Remove the needle from tissue. 

Each participant was allowed one or more practice procedure on each side of the phantom 

before their tool trajectories were recorded. Each participant performed at least one and no more 

than three ultrasound-guided needle placement procedures on each side of the phantom.  
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Although both the needle and the ultrasound probe were tracked, only tasks involving the 

needle (N1-N5) were used for workflow segmentation (tasks P1-P2 involving the probe only were 

not included, to demonstrate that our algorithm works for procedures involving one tracked tool). 

While the above tasks performed in order describes the procedure’s optimal workflow, users were 

allowed to perform the tasks in any order and repeat tasks as necessary to achieve success. 

Participants used a 21 gauge, Chiba-tip needle (diameter 0.82mm). Ultrasound imaging 

was performed using the Aloka SSD-1700 ultrasound machine (Hitachi Aloka Medical Ltd.) with 

a 30mm curve-linear probe (model UST-9104-5) at 5.0MHz. The needle, ultrasound probe, and 

phantom were tracked using the NDI Aurora electromagnetic tracking system (Northern Digital 

Inc.). The needle was tracked by a 5DOF sensor integrated in the stylet (0.7mm root-mean-square 

accuracy, no information about rotation about the needle axis was available); 6DOF sensors were 

affixed to the probe and phantom for tracking (0.5mm root-mean-square accuracy). 

The ultrasound-guided needle placement procedures were divided into groups based on 

skill level and whether the procedure was performed from the left or right side of the spine. Group 

sizes were: Novice Left 35, Novice Right 32, Expert Left 10, Expert Right 12. The leave-one-out 

cross-validation method was performed separately for each group. Data from all groups were used 

to calculate accuracy statistics. 

The algorithm’s parameters (see Appendix for precise values) were optimized to produce 

the optimal mean segmentation accuracy for the ultrasound-guided epidural procedures. This was 

performed by optimizing each parameter individually and iterating, using manual supervision to 

avoid local optima.  The parameter set optimizing the workflow segmentation accuracy for the 

recorded set of ultrasound-guided epidurals is not necessarily optimal for other datasets. We 

conjecture, however, that the optimal parameter set for other procedures will be similar. Thus, the 

calculated optimal parameter set for the ultrasound-guided epidurals is an estimate of the optimal 

parameter set for other datasets. 
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7.2.5 Lumbar Puncture Procedure 

Lumbar puncture procedures were used to verify the proposed workflow segmentation 

algorithm and its applicability to multiple procedures with different tool tracking and ultrasound 

setups. Procedures from 12 self-reported novices performing the lumbar puncture were tracked and 

recorded. The procedures were performed on a PVC plastic spine phantom with printed plastic 

vertebrae, silicone-rubber skin, and a rubber ligamentum flavum. Figure 7.3 illustrates the system 

setup. 

 

Figure 7.3. a) Photograph of lumbar puncture setup. b) Schematic of lumbar puncture setup 

illustrating systems used in the experiment. Coil shapes indicate that the object was tracked 

electromagnetically. 

First, a demonstrator instructed each participant in the lumbar puncture workflow, and 

demonstrated the procedure on the spine phantom. The demonstrator explained appropriate needle-

guidance and verification techniques. In particular, the demonstrator explained and demonstrated 

the following procedural workflow: 

N1. Translation: Place the needle-tip on the skin’s surface, centered between the L3-4 or L4-5 

vertebrae. 

N2. Rotation: Angle the needle 15° cephalad. 

N3. Insertion: Puncture the skin, and insert the needle into the subarachnoid space. 
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N4. Verification: Verify the subarachnoid space (remove the needle stylet, test for flow of 

CSF). 

N5. Retraction: Remove the needle from the tissue. 

Each participant was allowed four practice procedures on the spine phantom: two punctures 

in the L3-4 space and two in the L4-5 space. Then, each participant performed two recorded trials 

in each of the L3-4 and L4-5 spaces.  

Needle motions were involved in all tasks (N1-N5); thus, all tasks were used for workflow 

segmentation.  Again, performing the above tasks in order constitutes the optimal workflow for the 

lumbar puncture. Users, however, were allowed to perform the tasks in any order and repeat tasks 

as necessary to achieve success. 

Participants used a 19 gauge lumbar puncture needle (diameter 1.07mm). The needle and 

phantom were tracked using the Ascension TrakStar electromagnetic tracking system (Ascension 

Technology Corporation). The needle was tracked by a reusable 6DOF sensor inserted in the stylet; 

the phantom was tracked by an externally affixed 6DOF sensor (1.4mm root-mean-square accuracy 

for both). 

The lumbar puncture procedures were divided into four groups based on amount of practice 

and whether the procedure was performed in the L3-4 or L4-5 space. Group sizes were: Unpracticed 

L3-4 12, Unpracticed L4-5 12, Practiced L3-4 12, Practiced L4-5 7. The leave-one-out cross 

validation method was performed separately for each group. Data from all groups were used to 

calculate accuracy statistics. 

To test whether the optimal algorithm parameters from the ultrasound-guided epidural 

procedure are indeed optimal for other procedures, they were not adjusted from those calculated 

for the ultrasound-guided epidural procedure. By not adjusting the parameters we are able to gain 

a sense of how robust the algorithm is with respect to changing procedures. 

7.2.6 Simulated Data 
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To further validate the proposed algorithm’s effectiveness for workflow segmentation of 

procedures with arbitrary order and repetition of tasks, simulated needle placement data was 

generated. Both the ultrasound-guided epidural and lumbar puncture procedures follow the same 

workflow when performed optimally: (1) find insertion point; (2) find insertion angle; (3) find 

insertion depth; (4) verify target; (5) retract needle. Thus, simulated data was generated for each 

task, based on predefined entry and target points for the procedure. The entry and target points were 

used to define needle displacements at task transitions, and a spline was calculated between these 

transition points to achieve a continuous trajectory. Additionally, Gaussian noise of amplitude 

1.4mm (root-mean-square error for typical electromagnetic tracking systems) was added to each 

degree of freedom independently.  

Two groups of simulated data were generated: one for which all procedures followed the 

optimal workflow and one where none of the procedures followed the optimal workflow. The order 

of tasks for the first group followed the optimal workflow (steps 1-5 described above). The order 

of tasks for the second group was randomly determined using a Markov process [213], where each 

physically possible task transition occurred with equal probability. The length of each task was 

chosen randomly from a normal distribution centered at the task’s average length over all collected 

ultrasound-guided epidurals and lumbar punctures. The leave-one-out cross validation method was 

performed separately for each group. 

7.2.7 Workflow Segmentation Accuracy Calculation 

The accuracy was defined as the proportion of time stamps for which the workflow 

segmentation produced the same task label as the ground-truth. The leave-one-trial-out cross-

validation method was used to verify the accuracy of the algorithm. Additionally, the training 

accuracy of the algorithm was calculated by training the algorithm using all data from the group 

and segmenting each procedure using this trained algorithm. High training accuracy and low testing 

accuracy indicates that the algorithm is overfitting the training data. 
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The ground-truth segmentation was determined manually by experts who visualized the 

recorded tool trajectories in 3D using VCR-style controls to manipulate playback and indicate the 

task transition times. While this technique is more accurate than real-time manual task 

segmentation, it is not 100% accurate due to the coupled nature of needle-based tasks. Thus, the 

ground-truth is not perfect. 

To determine the accuracy of the ground-truth, blinded observers performed manual 

segmentations on a subsample of the recorded ultrasound-guided epidural procedures. Their 

segmentations were compared to the manual segmentations used as ground-truth, and this was used 

to calculate the manual segmentation consistency.   

The manual segmentation consistency serves as a benchmark accuracy that is a practical 

upper limit on the accuracy of the automatic segmentation algorithm. Also, lower manual 

segmentation consistency leads to lower automatic segmentation accuracies. To quantify this, we 

compute the automatic segmentation accuracy as a proportion of the manual segmentation 

consistency. This estimates the accuracy the algorithm would have if the ground-truth was perfect. 

7.2.8 Task Transition Windows 

The observer is often unable to distinguish which task a user is performing at times near a 

task transition. The user may even perform two tasks simultaneously (i.e. position and rotate needle 

at the same time). In such instances, defining sharp task transition points may be inappropriate. In 

fact, most applications do not require accurate identification of task boundaries. When procedural 

workflows are modeled, the order of tasks has higher importance, and when real-time workflow 

instructions are generated for the current task, a short delay may be acceptable to the users. 

The variances in the task transition identifications between manual segmentations from all 

observers were measured and used to calculate a window around each task transition point. Within 

these transition windows, the workflow segmentation produced by the algorithm was considered 

correct if it identified the task the user was performing as either of the two tasks involved in the 
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transition. Using this technique, workflow segmentation accuracies were calculated for algorithm 

and the blinded observers. This accounts for the fact that tasks may be coupled near times of 

transition, but the algorithm must still identify which tasks are involved. 

7.2.9 Temporal Accuracy 

For application in a real-time feedback system, the algorithm’s temporal accuracy was 

evaluated as the standard deviation of the difference between the ground-truth segmentation and 

the automatic segmentation transition points. This identifies the time taken for the algorithm to 

recognize a transition in tasks, which we call the temporal accuracy. This measure was calculated 

using only task transitions that were correctly identified. 

7.3 Results 

A mean automatic segmentation accuracy of 81% was found for the ultrasound-guided 

epidural, and an accuracy of 82% for the lumbar puncture. The distributions of segmentation 

accuracies (Figure 7.4), however, exhibit large standard deviations (Table 7.1). The confusion 

matrices for the ultrasound-guided epidural and lumbar puncture procedures demonstrate the 

algorithm’s accuracy for each task individually (Table 7.2, Table 7.3).  

 

Figure 7.4. Automatic workflow segmentation accuracy histogram for the ultrasound-guided 

epidural (light) and lumbar puncture (dark) procedures. Bins are indicated by their upper bound. 



 

110 

 

Table 7.1. Automatic workflow segmentation accuracy statistics for the ultrasound-guided epidural 

and lumbar puncture procedures. 

Statistic Ultrasound-Guided Epidural Lumbar Puncture 

Count 88 43 

Mean (%) 80.6 82.4 

Standard Deviation (%) 10.6 10.5 

Median (%) 82.4 85.2 

Minimum (%) 44.6 42.4 

Maximum (%) 98.3 96.6 

Table 7.2. Confusion matrix comparing the automatic workflow segmentations with the ground-

truth segmentations for the ultrasound-guided epidural procedure. Values indicate the percentage 

of timestamps the actual task was segmented as belonging to each predicted task. 

 

Automatically Segmented Task Mean Length (s) 

N1 N2 N3 N4 N5 

Ground-Truth 

Task 

N1 88.0 10.6 0.2 0.2 0.9 6.4 

N2 8.2 77.4 12.3 0.0 2.1 1.5 

N3 0.3 7.6 78.3 6.5 7.3 4.4 

N4 0.0 0.0 12.9 83.5 3.6 3.4 

N5 0.1 2.2 19.1 11.1 67.5 1.6 
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Table 7.3. Confusion matrix comparing the automatic workflow segmentations with the ground-

truth segmentations for the lumbar puncture procedure. Values indicate the percentage of 

timestamps the actual task was segmented as belonging to each predicted task. 

 

Automatically Segmented Task Mean Length (s) 

N1 N2 N3 N4 N5 

Ground-Truth 

Task 

N1 83.6 5.8 0.3 4.6 5.7 6.3 

N2 24.1 64.9 9.9 0.0 1.1 2.5 

N3 0.3 3.5 86.3 8.2 1.8 9.6 

N4 38.0 0.9 11.8 49.0 0.3 6.2 

N5 42.2 0.6 36.6 14.3 6.3 6.2 

 

Of the 88 ultrasound-guided epidurals, 45% did not follow the optimal workflow, and in 

this case the accuracy of the algorithm was 79.9%, compared to 81.1% when the optimal workflow 

was followed. Of the 43 lumbar punctures, only 19% did not follow the optimal workflow, resulting 

in a mean workflow segmentation accuracy of 71.5%, compared to 84.9% for the procedures for 

which the workflow was optimal. 

Using the proposed algorithm without the orthogonal transformation step yielded 

accuracies of 77% for the ultrasound-guided epidural and 80% for the lumbar puncture. Both 

decreases are statistically significant by paired t-test (α = 0.05), demonstrating that orthogonal 

transformation improves workflow segmentation.  

The average workflow segmentation accuracy for each group was: Epidural Novice Left 

(35 procedures) 81.6%, Epidural Novice Right (32 procedures) 80.2%, Epidural Expert Left (10 

procedures) 75.3%, Epidural Expert Right (11 procedures) 83.1%, Lumbar Unpracticed L3-4 (12 

procedures) 82.9%, Lumbar Unpracticed L4-5 (12 procedures) 82.3%, Lumbar Practiced L3-4 (12 

procedures) 80.8%, Lumbar Practiced L4-5 (7 procedures) 84.3%.  
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The training accuracy associated with the algorithm was 90% for the ultrasound-guided 

epidural and 93% for the lumbar puncture. This demonstrates that the algorithm is not overfitting 

the training data. In addition, the algorithm’s accuracy as a function of training set size was 

measured (Figure 7.5). As expected, the accuracy improves as the training set sizes increases, but 

the algorithm still exhibits mean accuracy over 75% for the smallest training set sizes.  

 

Figure 7.5. Automatic workflow segmentation accuracy as a function of training set size for the 

ultrasound guided-epidural procedure. 

Example workflow segmentations for both the ultrasound-guided epidural and lumbar 

puncture procedures with median accuracy are shown below (Figure 7.6). This figure illustrates 

that most errors are due to misidentification of transition times, rather than incorrect task 

classification. 
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Figure 7.6. Automatic workflow segmentation (light) versus ground-truth workflow segmentation 

(dark) for the non-optimal procedure with the median automatic workflow segmentation accuracy 

for a) the ultrasound-guided epidural procedure and b) lumbar puncture procedure. 

 

Given the manual segmentation consistency, the automatic segmentation algorithm was 

93% accurate. In particular, for the subsample manually segmented by the blinded observers, the 

manual segmentation consistency was 84% and the mean automatic segmentation accuracy was 
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79% (Table 7.4). Using Cohen’s d statistic, the effect size between the manually and automatically 

segmented procedures was medium (0.5). 

Table 7.4. Automatic workflow segmentation accuracy of the proposed algorithm versus manual 

workflow segmentation accuracies from blinded observers over the subsample of procedures 

segmented by each blinded observer for varying window sizes. 

Window Size 

Manual Segmentation 

Consistency 

(Mean ± SD %) 

Algorithm Accuracy 

(Mean ± SD %) 

± 0σ = 0.0s  84.4 (± 7.8) 78.5 (± 12.5) 

± 1σ = 0.3s 89.2 (± 6.7) 83.1 (± 11.0) 

± 2σ = 0.6s 93.1 (± 5.2) 85.8 (± 10.2) 

± 3σ = 0.9s 94.9 (± 4.1) 87.8 (± 9.7) 

Choosing larger task transition windows not only increased the mean segmentation 

accuracies, but also decreased the standard deviations (Table 7.4), suggesting that much of the 

variation in accuracies is due to task misidentification near task transitions.  

For the both the ultrasound-guided epidural and the lumbar puncture procedures, the 

temporal accuracy was 1.2s. In contrast, the average task length was 3.4 ± 2.1s for the ultrasound-

guided epidural and 6.2 ± 2.5s for the lumbar puncture. Interestingly, in many instances the 

algorithm identified a task transition prior to the corresponding transition in the ground-truth 

segmentation (Figure 7.6).  

For the simulated data, the mean segmentation accuracies for procedures following the 

optimal workflow and those not were 77.5% (standard deviation 15.7%) and 76.2% (standard 

deviation 11.8%) respectively. Using Cohen’s d statistic, the effect size between the optimal and 

non-optimal groups of simulated data was small (<0.1). 
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7.4 Discussion 

The results shown here are not directly comparable to the results in the literature because 

there are different constraints on the algorithms. The accuracies reported in the literature serve as 

benchmarks against which to compare our algorithm. Because the proposed algorithm produces 

similar results and is subject to more constraints (i.e. must segment procedures with task sequences 

that possibly do not appear in the training data), this demonstrates that it is sufficiently accurate for 

use in the proposed computer-assisted needle placement training system. Additionally, our ground-

truth segmentations are only consistent to within 84%, which is lower than the ground-truth 

consistency in most other studies. Many results from the literature are from robotic manipulator or 

laparoscopic procedures, which are not subject to human hand noise. This leads to less coupling 

between consecutive tasks, and thus, these procedures can be manually segmented with greater 

precision [194]–[200], [202], [203]. 

Our algorithm achieved 93% accuracy relative to the manual segmentation consistency. 

This is an estimate of the accuracy the algorithm would achieve if the ground-truth was perfect. 

We suggest that the difference between the manual segmentations and automatic segmentations 

may be practically insignificant for our application. 

The low manual segmentation consistency is partially due to the coupled nature of the tasks 

and partially to the sparse 3D visualization observers used to manually segment the procedures. 

Discrete workflow segmentation is required for providing real-time instruction. Thus, to improve 

manual segmentation consistency, tool tracking information could be augmented with 

synchronized video to assist observers in identifying task transition points. This multi-stream setup, 

however, requires temporally calibrated data recording and was not available for our experiments.  

The algorithm’s temporal accuracy (1.2s) is adequate for application in a computer-assisted 

needle placement training system because it is significantly shorter than the length of any task in 

the workflow. Additionally, the temporal accuracy is expected to improve with improved manual 
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segmentation consistency. Many of the less accurate segmentations, which are often due to poor 

temporal accuracy, will also improve. The algorithm identifies task transitions both too early and 

too late. This is expected because the algorithm produces a task label at every time at which tracking 

data is recorded, and the motion characterizing the beginning of a task may appear before or after 

the ground-truth task transition. The temporal accuracy reported here is unaffected by time delays 

in the tool tracking system since the analysis was performed offline. 

Since a complete validation study of the simulated data was not performed, the workflow 

segmentation accuracies for the simulated data cannot be compared to experimental data. The 

relative accuracy of the optimal and non-optimal groups, however, is similar (by the test of effect 

size). This shows that the algorithm is effective at both segmenting procedures that do follow the 

optimal workflow, as well as procedures that do not. This further validates the claim that this 

algorithm works when the order of tasks is not known beforehand. 

The analysis of our workflow segmentation algorithm simulates a real-time scenario, but 

does not actually provide feedback to the user in real-time. In a true real-time scenario, the user 

would react and adjust according to the provided feedback, and the workflow segmentation 

algorithm should adjust its feedback accordingly. This may introduce motions which would not be 

known to the algorithm during the training phases. The analysis performed here does not show 

whether the proposed algorithm is robust to user adjustment. The algorithm must be implemented 

in a real-time scenario to test its validity when the user adjusts to feedback. 

Finally, the ultrasound-guided epidural procedure and the lumbar puncture procedure are 

both needle-based spinal procedures that follow the same paradigm: (1) find insertion point; (2) 

find insertion angle; (3) find insertion depth; (4) verify target; (5) retract needle. Since the analyzed 

procedures are so similar, the algorithm must be tested using a paradigmatically different procedure 

to further verify its general validity. 
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7.5 Conclusion 

The proposed workflow segmentation algorithm performs with accuracy similar to 

accuracies reported in the literature. The algorithm is 93% as accurate as manual segmentations, 

and the effect size is medium (0.5). Additionally, it was validated on both the ultrasound-guided 

epidural and lumbar puncture datasets using different hardware setups. Its temporal accuracy was 

1.2s, which is acceptable for our application. 

Our findings demonstrate that the algorithm is applicable to computer-assisted needle 

placement training systems for following a user in a procedural workflow in real-time to provide 

instructions. Using such training systems to complement expert supervision has potential to 

improve medical training and clinician competency. 

7.6 Appendix 

The following parameters were used in the workflow segmentation algorithm to produce 

the reported results: 

1. Gaussian Filter: 𝜎 = 0.22 

2. Orthogonal Transformation: 𝑂𝑟𝑑𝑒𝑟 = 3, ∆𝑡 = 0.30𝑠 

3. Principal Component Analysis: 𝐶𝑜𝑚𝑝𝑜𝑛𝑒𝑛𝑡𝑠 = 6 

4. K-means Clustering: 𝑘 = 700 

5. Markov Modelling: 𝛿 = 0.2 
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Chapter 8 

Conclusion 

8.1 Summary of Contributions 

In this work, several contributions have been made towards the goal of computer-assisted 

training for image-guided interventions. 

First, a methodical review of the literature on computerized methods for interventions skills 

assessment was conducted. Through this review, each skills assessment method from the literature 

has been characterized with respect to several elements: scoring, sensors, classifier/regressor, 

validation, clinical application, and simulation environment. This may be used by researchers to 

better understand what setup best serves their needs or how best to build upon existing setups. 

Subsequently, the utility of automatically calculated performance metrics was 

demonstrated in two different applications: colonoscopy and deep brain stimulation. This shows 

the value of such summary statistics in skills assessment. It has been shown that analyzing basic 

joint motions metrics carry information about skill in colonoscopy. Likewise, it has been shown 

that basic planning efficiency metrics combined with planning accuracy metrics indicate skill in 

deep brain stimulation planning. 

Especially given that clinically meaningful performance metrics can be readily interpreted 

into actionable feedback and can incorporate domain-specific knowledge, assessment based on 

performance metrics should be considered as the primary approach for skills assessment. Given 

this, the efficiency and breadth with which performance metrics describe ultrasound-guided 

interventions was shown. It was found that multiple performance metrics were required to fully 

describe skill and that application-specific metrics had added value in describing skill. Furthermore, 

machine learning methods were applied to determine overall skill from performance metrics. It was 
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shown that transparent methods were able to reliably produce feedback and did not have 

significantly worse accuracy in assessment than state-of-the-art machine learning methods. 

A method for automatically analyzing the procedural workflow was also developed and 

validated. Analysis of the workflow carries even further information about skill. But, most 

importantly, it can be used to provide feedback and instruction. In particular, when combined with 

other skills assessment method, it can be used to identify specifically what aspects of each phase in 

the workflow can be improved. Additionally, when performed in real-time, it can be used to provide 

real-time instruction, just like a human preceptor. 

In combination, the contributions comprise the computational methodology for a 

computer-assisted training system. The performance metrics and overall assessment system is able 

to provide a quantitative indicator of an operator’s proficiency. The workflow analysis methods 

can provide real-time instruction. When combined, the methods provide targeted feedback to 

trainees to improve their intervention skills. Using these methods, trainees can practice in a self-

guided manner without the need for continual supervision from human preceptors. This type of 

self-guided training with objective assessment and feedback addresses the ongoing needs 

associated with the implementation of competency-based medical education. 

8.2 Implementation 

All of the described contributions have been implementation into the Perk Tutor training 

platform for image-guided interventions [107]. Perk Tutor is an open-source platform freely 

available to the medical education community within the 3D Slicer environment (www.slicer.org). 

This is done for two main reasons: (1) to make the contribution readily available to the medical 

educators and (2) to share the contributions with the research community to prevent duplication of 

efforts. Since its inception, Perk Tutor has been downloaded over 7000 times and used in many 

different applications at medical education centres throughout the world. More information and 

tutorials are available on the Perk Tutor website: www.perktutor.org. 

http://www.slicer.org/
http://www.perktutor.org/
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The contributions related to basic performance metrics have been implemented into the 

Perk Evaluator module. The module allows user to compute basic performance metrics offline or 

in real-time for any segment of the intervention. Perk Tutor comes with a set of core metrics and 

more metrics can be downloaded from the repository. But, most importantly, the module allows 

users to define their own performance metrics through simple scripts written in Python. This plugin 

mechanisms allows users to use their application-specific metrics without significant overhead. 

Overall performance assessment has been integrated into a new Skill Assessment module. 

The module implements many transparent methods for calculating overall skill. In addition, it 

implements a graphical interface allowing experts to customize the scoring based on their domain 

knowledge. Because of the transparent methods used for assessment, feedback is provided 

automatically about strengths and weaknesses of each segment of the intervention.  

Real-time instruction has been implemented into the Workflow Analysis module. The 

module is able to, based on several manually analyzed interventions, automatically determine the 

ongoing phase in the intervention. Based on the ongoing phase and a basic modelling of the surgical 

workflow, an instruction can be provided one what phase to perform next, in real-time. This 

segmentation of the workflow into phases can also be used in conjunction with the Skill Assessment 

module to identify which phases of the intervention need the most improvement. 

8.3 Future Work 

The biggest challenge in computer-assisted training for image-guided interventions is 

evaluating its ability to improve patient outcomes. From the perspective of assessment, this means 

determining predictive validity (i.e. how well performance assessed by a computer in a simulated 

environment predicts performance in a real clinical environment). At present, there is a paucity of 

research evaluating the predictive validity of computerized assessment methods. From the 

perspective of instruction and feedback, this means evaluating the efficacy of these methods (i.e. 

comparing the effectiveness of self-guided training with computerized feedback with training 
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facilitated by a human preceptor). But again, the effectiveness of self-guided training with has not 

been clearly demonstrated with respect to patient outcomes. Further research in these directions is 

strongly encouraged. This would be greatly facilitated by trial adoption into real medical education 

curricula. 

This work addresses assessment and training in technical skills for image-guided 

interventions, but does not consider non-technical skills. Both interpersonal and cognitive skills are 

imperative for clinicians and must be integrated into medical education curricula [215]. Several 

frameworks for assessing non-technical skills have been proposed [216], but computerized 

assessment of non-technical skills in the simulation environment remains a challenge. Any 

complete assessment and training environment for image-guided interventions must address both 

technical and non-technical skills. 

Currently, computer-assisted training for image-guided interventions has not been fully 

adopted by medical schools. This somewhat contrasts the increasingly widespread use of 

simulation-based training. While full validation may improve the adoption of self-guided training, 

the main challenge of full adoption may be different. The main barrier may be the challenge of data 

management [217]. The proposed assessment and feedback methods must be integrated into 

learning management systems in order to scale them for practical use throughout a medical 

education program. Even at Queen’s University, where the proposed methods have been used in 

real curricula (e.g. monitoring learning curves in residents and an introductory surgical skills course 

for medical students), they have not seen more widespread use due, in part, to practicalities in data 

management. This, however, may be more of a product engineering endeavour than a research 

endeavour. 

Finally, the community must continue work to further improve assessment and feedback 

methods, incorporate more clinical applications, and make solutions easy-to-use for medical 

educators. This research would be facilitated by using standard open-source tools, such as Perk 
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Tutor [107], upon which particular methods may be developed. Furthermore, making standard 

datasets available to the research community will allow results from different methods to be 

compared in a consistent way [106]. Finally, connecting a network of medical education centres 

may facilitate the validation and implementation of different methods in a range of different 

environments.  
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