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Abstract
Segmentation is a ubiquitous operation in radiation therapy (RT) and in medical image computing (MIC)
in general. Various data representations can describe segmentation results, such as binary volumes or
surface models. Conversions between them are often required, which include complex data processing.
There are challenges involved in managing multiple representations, which pose a hindrance to research
application development and usability. The challenges are related to conversion method selection, data
provenance, consistency, coherence of in-memory objects, and fidelity.
The fundamental contribution is a software methodology for dynamic management of multiple
segmentation representations, which facilitates RT and MIC research software development and improves
end-user experience. At the core, a complex data container preserves identity and provenance of the
contained representations and ensures data coherence. Conversions from one representation to another are
executed automatically. A graph containing the conversion algorithms determines each execution, ensuring
consistency between representations. The accuracy of the core conversion algorithms was evaluated.
The software infrastructure is made available as an open-source library, based on which a manual and semiautomated segmentation application was created that has become one of the most versatile segmentation
tools available, corroborated by the number of projects using it worldwide. Numerous clinical research
applications have also been developed based on the proposed framework, facilitating different aspects of
radiation therapy research: gel and film dosimetry analysis, MRI-ultrasound contour propagation, and
external beam planning system.
An issue related to a typical conversion step is explored, focusing on the calculation of a universal RT plan
evaluation metric. Accuracy depends on spatial resolution and thus the conversion parameters, which need
to be different based on structure size and complexity. A fuzzy-based algorithm is presented to calculate
the parameters for each structure.
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In summary, a software methodology is proposed for dynamic management of representations in image
segmentation, offering a solution to the challenges that arise when working with multiple representations.
The implemented infrastructure facilitates rapid and robust application development, and allows creating
more user-friendly software. The community impact of the applications developed using the framework
and the ongoing research and education projects show its potential in the clinical and research community.
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Chapter 1
Introduction
1.1 Radiation therapy
Radiation therapy (RT) is a commonly used cancer treatment regime that damages cancerous cells
through high-energy ionizing radiation. The goal is to administer the prescribed dose to the tumor
delivering enough radiation to kill those cells, but spare the healthy tissue as much as possible by
spreading out the radiation delivery both spatially and temporally in regions surrounding the target.
The spatial distribution of the delivered dose is optimized by a number of techniques. Using
multiple beams targeting the tumor but directed from different directions considerably lowers the
dose to the healthy tissues. Conforming the radiation beam to the shape of the tumor from each
angle further decreases the exposure of organs at risk. 3D conformal radiation therapy combines
the two by following elaborate treatment plans using multiple beams from various angles and beam
shaping devices called multi-leaf collimators (Lo et al., 2000; LoSasso et al., 1993) that shape the
aperture. Intensity-modulated radiation therapy (IMRT) (N. Y. Lee et al., 2008; Webb, 2015) adds
a dynamic degree of freedom where the collimator leaves are allowed to move during beam-on
time, locally changing the beam intensity. The current state of the art is volumetric modulated arc
therapy (VMAT) (Otto, 2013; Palma et al., 2008), which utilizes continuous arcs instead of static
beam angles to both conformally cover the target and conformally avoid the normal tissue.
Temporal distribution, i.e. fractionation also aims to decrease the damage to healthy organs.
Dividing the treatment to numerous time points gives the normal tissue the chance to repair damage
between the fractions, but the fast dividing tumor cells do not have the opportunity to heal. The
most apparent difficulty here is ensuring the same patient position at each fraction. This difficulty
is addressed by image-guided radiation therapy (IGRT) (Dawson et al., 2006; Jaffray et al., 2002).
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IGRT employs on-board imagers, for example cone-beam CTs that have high enough image quality
to determine the patient displacement even in areas of soft tissue. The measured discrepancy is used
to move the patient to match the planning geometry. However, the internal anatomy of the patient
also changes between fractions due to various reasons such as tumor shrinkage, weight loss, bladder
and bowel contents, etc. Adaptive radiation therapy (ART) (Yan et al., 1996) aspires to overcome
this issue by adjusting the treatment plan so that it matches the anatomy better at each fraction.
Numerous approaches have been proposed to find an optimal daily plan based on prior data
(Ahunbay et al., 2008; Boggula et al., 2009; Lei et al., 2010; Murthy et al., 2011).
As illustrated by this introduction, the complexity of radiation therapy planning has increased on
multiple fronts in the past decades. To overcome the challenge of creating more and more complex
RT plans, most of the steps have been computerized and many automated. Thus, the fields of
oncology and medical physics have become important application areas of medical image
computing (MIC), employing many of the advancements to improve RT care. MIC research aims
to analyze medical (image) data to reach clinically relevant conclusions. Categories of research
include segmentation, registration, treatment planning, outcome prediction, and visualization.

1.2 Representation of segmented anatomic structures
Segmentation is a critically important task in RT, because clinical decisions are made based on its
output, especially in advanced techniques addressing both the spatial and temporal complexities
described above. Segmentation is the process of delineating structures of interest in medical images,
which in case of RT are targets, healthy organs at risk, and often virtual structures such as a group
of organs at risk for combined metric calculation. Beams must be defined to hit the target and avoid
organs at risk, and the same segmented structures are used to position the patient for IGRT and
adapt the plan for ART. Besides planning and delivery, segmentation takes part in visualization,
inter-modality registration, dosimetry evaluation, etc. Segmentation is also paramount in other
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fields related to MIC, such as quantitative analysis inside organs and malignancies, surgical
planning, surgical guidance, education and training through 3D printing or simulation, and so on.
Various data structures are available to represent segmentation results. Unfortunately these
structures are not optimal for all MIC factors such as storage, analysis, and real-time visualization,
so a trade-off is typically made to choose the most suitable representation for the main purpose of
a specific application. Most commonly, segmentation results are stored in 3D binary labelmap
volumes (shown in Figure 1/A) where the value of each volumetric element (voxel) indicates if that
point is inside or outside the structure. This representation is the conventional output of manual
segmentation and preferred input for a wide range of image processing based segmentation editing
and analysis algorithms. However, for 3D visualization of structures a surface model (Figure 1/B)
is often a better choice, as it can be rendered by graphics cards very efficiently. A surface model is
fundamentally different from a rectilinear grid of voxels (labelmaps): It is a surface mesh consisting
of tens or hundreds of thousands of connected triangles. Certain segmentation algorithms yield
fractional labelmaps (Figure 1/C) with voxels indicating probabilities (Iglesias et al., 2015) instead
of a binary decision. For radiation therapy, the first generation (and still most commonly used
version) of the DICOM standard (Mildenberger et al., 2002) requires the structures to be stored as
“structure sets” – a series of planar contours (Figure 1/D). Structure sets may also be represented
as ribbons (Figure 1/E), which is an efficient way to display planar contours in 3D. Ribbons can be
easily computed from contours; they indicate slice thickness, and make 3D shapes more
recognizable.
In most workflows it is not sufficient to use a single representation of segmentation data. An
example for the need of multiple representations is the calculation of dose volume histograms
(DVH) (Drzymala et al., 1991) for radiation therapy, which are used for treatment planning
optimization and plan evaluation. Targets to treat and organs to avoid are segmented by delineating
3

their cross-section in multiple slices of the image, which results in a list of planar contours.
Contours are then voxelized into labelmaps, so that they can be used as masks for selecting voxels
of dose distribution volumes and computing the histograms. For 3D visualization, closed surfaces
are shown, which can be created either from contours or labelmaps.

Figure 1. Different representations of the same brain stem structure. A: Binary labelmap, B: Closed surface,
C: Fractional labelmap, D: Planar contours, E: Ribbons

1.3 Managing multiple representations in radiation therapy
Traditionally, commercial radiation therapy treatment planning systems (TPS) are used in
conjunction with Matlab-based applications and/or Microsoft Excel to perform RT research.
Commercial TPSs are sophisticated single-purpose pieces of software optimized to do a handful of
fixed workflows in an extremely robust and directed way due to patient safety concerns. However,
this makes them challenging to use in radiation therapy research. To this end, an essential
requirement of RT research software is the ability to handle open, user interaction-intensive
4

workflows. A key component in free workflows is the management of multiple representations of
segmented anatomical structures, related to which I identified five main challenges:
1. Conversion method selection: The user must recognize the need for conversion in order to
prepare segmentation data for certain operations. This need could be bypassed by automation.
Further, some details are often lost or altered during conversion. It is important to make users
aware of these changes, while at the same time keeping the software simple and easy to use.
2. Provenance: The identity and origin of the structures and what they represent. In a typical
research workflow that is not driven by a rigid processing pipeline it is up to the user to manage
the objects participating in the workflow. Often, this results in an unorganized set of objects
with arbitrary names. When working with more than a few structures, it quickly becomes
unclear from where each object originates and what transformations they went through.
3. Consistency: Representations may change after conversions (e.g. by manual editing), in which
case the other representations of the same structure become invalid, and the data scene
inconsistent. It is imperative to make sure that no invalid data is accessible at any time.
4. Coherence: Structure sets typically correspond to the same entity (i.e. a patient), so when
objects are stored in memory or disk, processed, or visualized it should be possible to manage
them as a unified whole.
5. Fidelity: Data loss inevitably occurs when converting a representation to another. The fidelity
of the representations to the real world structure must be kept as high as possible by minimizing
the data loss during conversions.

5

Figure 2. Illustration of the Provenance challenge. Traditionally, structures are represented as individual inmemory objects. When the user converts structures manually to new representations, then a name needs to
be assigned to each new representation object. How is the identity of the new representations determined (i.e.
how do we ensure that their names are meaningful)? How is it known that they represent the same structure
as the inputs of the conversion?

Extensive research has been performed towards developing fast and accurate conversion algorithms
between representations (see Chapter 2). To my knowledge, however, no investigation has been
done in terms of a complex workflow involving multiple data representations and the challenges
identified above. Keeping the data accurate, organized, and easily manageable (i.e. dynamic
representation management) is essential, especially if a human is involved or when the order of the
workflow steps is not fixed, which is typically the case for research software.

1.4 Contributions
By making the structure conversion steps more accessible and robust via partial automation, we
hope to facilitate research and clinical translation in MIC, including that of emerging RT
techniques. Thus, the main objective of this thesis is to provide a software design and
implementation, which the MIC research community could leverage in clinical research and
translation projects to accelerate the prototyping of user friendly applications that rely on
6

segmentations. Applications based on the proposed framework aid non-tech-savvy users in
designing complex workflow scenarios and prevent data loss and mismanagement by providing
partial automation. The proposed library also paves the way to an efficient, flexible, and robust
manual and semi-automated segmentation editor, which is a staple in everyday MIC research. In
particular, this thesis makes the following main contributions:

1. A comprehensive literature review of the related background and management of
segmentation representations: This review covers the aspects of radiation therapy that greatly
rely on segmentations, methods of image segmentation, and conversion algorithms between
representations. Radiation therapy research software are also surveyed in terms of their support
for segmentation representation management. This literature review is presented in Chapter 2.
2. Software infrastructure for dynamic management of multiple representations: A complex
data structure is proposed along with a conversion logic that offers a solution to the challenges
listed in section 1.3. Implementation of the framework in two layers is presented: a low-level
library called PolySeg and an application layer in a widely used MIC platform. The accuracy
of the implemented conversion algorithms is evaluated. The design and implementation are
presented in Chapter 3.
3. Manual and semi-automated segmentation editor: This application, made possible by
PolySeg, aspires to be one of the most versatile, flexible, and user-friendly freely available
medical image segmentation tools. Chapter 4 describes this application, and presents its
community impact by surveying the numerous research and education projects based on it.
4. Facilitation of clinical translation by simplifying the prototyping of research applications
using the new software infrastructure: Several application prototypes solving clinical
problems in partner institutions were implemented using PolySeg and evaluated as proof of the
ability of the software infrastructure on dynamic representation management to facilitate
clinical translation:
7

a. Gel and film dosimetry analysis
b. MRI-ultrasound contour propagation for prostate cancer biopsy and brachytherapy
planning
c. Open-source external beam planning radiation therapy treatment planning system,
with the initial dose engines for proton and orthovoltage radiation therapy
These applications are presented in Chapter 5.
5. Use of fuzzy logics to determine optimal oversampling factor in binary labelmap
conversion. A critical component of the proposed framework is the conversion to binary
labelmap representation. The resolution of the labelmap determines the accuracy of the analysis
on that structure, so it must be chosen wisely. This chapter offers a solution to this issue,
focusing in particular on an obscure but important problem in the calculation of a ubiquitous
RT plan evaluation metric. The presented algorithm determines the output resolution of the
labelmap conversion step to balance between accuracy and computation time, to facilitate fast
and reliable RT treatment plan optimization, but applicable in any MIC workflow. This method
is described in Chapter 6.
In summary, this thesis presents a software infrastructure for the dynamic representation of
anatomic structures in medical image computing, especially focusing on radiation therapy. An
implementation of the method is proposed, and its impact on the clinical and research communities
presented through real-world applications based on the infrastructure.
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Chapter 2
Literature review
2.1 Radiation therapy research areas
There are numerous topics of investigation in radiation therapy that rely heavily on image
segmentation. This section describes some of these topics in order to lay a foundation for the
motivation behind the clinical research applications presented in the subsequent chapters and to
appreciate the need for a comprehensive software system for managing segmentation results from
the radiation therapy point of view.
2.1.1 Treatment planning for different modalities
Planning is an essential part of every radiation therapy treatment (Podgorsak, 2008). It is the process
of determining the treatment plan yielding the optimal dose distribution for a specific patient. There
are two main types of radiation therapy approaches: brachytherapy and external beam radiation
therapy. Brachytherapy is a treatment modality based on placing radioactive point sources into the
target (Rivard et al., 2009). The degrees of freedom for brachytherapy planning are limited to the
number, positions, and dwelling times of the point sources. Instead of the planning step, the
difficulty of brachytherapy mainly lies in needle/catheter insertion and imaging (Das et al., 2004;
Pompeu-Robinson et al., 2012). In external beam radiation therapy, however, there are considerably
more degrees of freedom: treatment modality, number of beams, geometry of each beam, beam
modulation, plan adaptation, and dose optimization.
The most frequently used treatment modality is photon beams, in which a linear accelerator (linac)
emits electrons on a tungsten target that in turn emits x-ray photons (Greene et al., 1997). The
generated photons then pass through the patient, depositing dose as they travel. Multiple beams
from different angles are typically used so that dose to the healthy tissue each beam traverses is
9

minimized, while the tumor – at the intersection of the beams – is irreversibly damaged. Linacs can
also be used to deliver electron radiation by removing the tungsten target. Such beams are typically
used to treat superficial tumors, as electrons only penetrate a few centimetres into tissue
(Podgorsak, 2008).
In addition to these conventional modalities, proton and heavy ion radiation therapy have recently
reached a stage of development where they can be utilized clinically (Schulz-Ertner et al., 2007).
The main difference between photon and proton beams stem from the different dose deposition
profile. While photons pass through the patient, depositing dose on both the proximal and distal
sides of the tumor, proton beams are completely absorbed within the patient, depositing the highest
dose in a few millimetre long section of the beam. For certain types and sizes of tumors, especially
in challenging locations, proton or ion treatment can be more biologically effective than photon
treatment (Grutters et al., 2010; Merchant et al., 2008), and allow better dose escalation within the
tumor. Proton and heavy ion therapy are still emerging, and are active fields of research (Eaton et
al., 2016; Holliday et al., 2014; Rotondo et al., 2015). Since proton and heavy ion treatment
machines are not mass-produced (as opposed to linacs), their planning systems are also individually
developed. Thus, performing research, analyzing proton therapy data, and sharing results are quite
challenging.
Another less conventional modality is orthovoltage radiation therapy (ORT) (Krema et al., 2013)
(Figure 3), which is commonly used to treat superficial tumors, such as non-melanoma skin cancer
(NMSC). As it only penetrates a few millimeters below the skin, orthovoltage RT is less harmful
as other forms of photon radiation therapy. It can be preferable to surgery for treating skin cancer
for cosmetic reasons (Kharofa et al., 2013), especially in the head and neck region. Current practice
of orthovoltage RT leaves positioning of the orthovoltage beam up to the radiation oncologist’s
best judgment, which leaves no option for quantitative decision making, and allows the potential
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for human error. A treatment planning system for orthovoltage radiation therapy needs to be
developed to allow for more precise dose delivery, to ensure that the radiation is targeting the entire
tumor, while harming as little healthy tissue as possible.

Figure 3. Preparation for orthovoltage radiation treatment of skin cancer (Ho Kit Tam, CCSEO).

There are two main methods for defining the treatment beams and generating a dose plan. The
traditional way is “forward planning”, where the radiation oncology team creates the beams
manually based on their experience and judgment. This method can only be used for relatively
simple plans, with a low number of beams and limited beam modulation. 3D conformal radiation
therapy utilizes multi-leaf collimators (MLC) (Lo et al., 2000; LoSasso et al., 1993) to shape the
beam to conform the shape of the target from the incident beam angle. The advantage of this
approach is that by shaping the beam, the healthy tissue outside the tumor perpendicular to the
direction of the beam are spared. Intensity-modulated radiation therapy (IMRT) (N. Y. Lee et al.,
2008; Webb, 2015) allows the collimator leaves to move during beam-on time, locally changing
the beam intensity (Figure 4). This additional degree of freedom allows further fine-tuning of dose
deposition, yielding more conformal and uniform dose distributions. Once we combine the
complexity of driving the individual leaves in the MLC with the increasing number of beams, the
11

plan defining the treatment becomes too complex for forward planning to be feasible (Bär et al.,
2003; Mihai et al., 2005). An even more complex technique is volumetric modulated arc therapy
(VMAT) (Otto, 2013; Palma et al., 2008), a special method of IMRT, which utilizes continuous
“arcs” instead of “step & shoot” beams. During irradiation, both linac gantry and the MLC leaves
are in continual motion throughout the arc.

Figure 4. Intensity modulated radiation therapy (IMRT): “step & shoot” beams. A 3D view of the
patient is shown with the PTV, spinal cord, and parotid glands. 9 intensity modulated beams (with
gray levels reflecting the intensity value) used to generate the IMRT dose distribution. Source:
(IMRT Collaborative Working Group, 2001).

The idea behind inverse planning is that instead of manually defining and fine-tuning of the
individual beams to reach a suitable total dose distribution, we take the opposite way (i.e. inverse)
by inputting a set of target criteria and rely on an automated optimization algorithm to calculate the
optimal beams and their parameters. The criteria contain basic parameters such as number of beams
and prescription dose, as well as finer dose criteria such as dose statistics (e.g. maximum dose) or
dose volume histogram metrics. Dose volume histogram (DVH) (Drzymala et al., 1991) is arguably
the most prevalent manner of quantification of treatment plan quality. The DVH shows a
cumulative dose-volume frequency distribution for each structure of interest. It maps the percentage
of the total volume of the structure to the minimum dose value that partial region receives. This
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means that for a high quality treatment plan the DVHs of the target structures stay at 100% for as
high a dose as possible, and those of the organs at risk start low and fall off at low doses. Discrete
metrics are typically used as criteria for inverse planning, such as Vdose, which is the volume that is
radiated by a dose greater than a specified dose, and Dvolume, which is the minimum dose in the most
exposed portion of a certain volume in a structure.
For certain non-conventional modalities, however, inverse planning is an overkill and forward
planning is adequate. This can be due to the nature of the radiation, such as in case of proton
treatment where the beam “stops” within the patient, so there are typically only a few beams defined
so that the target in a challenging location can be reached without harming the adjacent critical
structures. Other reasons may include the limitations in the delivery capabilities of the treatment
machine, such as manual positioning in case of orthovoltage RT. Thus, even a simpler forward
planning functionality can fulfill the need for research in emerging modalities.
It is easy to see that segmentation is a central task in any type of treatment planning, may it be
external beam or brachytherapy, forward or inverse planning. Image segmentation needs to be
performed for accurate definition of the target volume and the organs at risk, so that the plan can
be created to damage, with precision, the entirety of the tumor while sparing as large portion of the
healthy tissue as possible.
2.1.2 Dosimetry
The commissioning and periodic quality assurance of the radiation therapy systems that deliver
doses with complex geometries and high gradients require accurate measurements of percentage
depth doses (PDD), output factors and beam profiles. Measuring these parameters in an imprecise
manner may potentially cause large errors in the irradiated dosage during treatment, which results
in missing the target or delivering more radiation to the organs at risk than prescribed, leading to
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complications that affect the patient’s quality of life. Dosimetry is the process of measuring the
match between planned and delivered dose, in order to avoid such discrepancies.
There are various requirements for clinically applicable dosimetry systems (Pappas, 2009): tissue
equivalency so that the attenuation and absorption of the beam is comparable in the dosimeter and
the patient; readout with high spatial accuracy and detector sensitivity; dosimetric requirements for
stability, spatial integrity, temperature insensitivity, and dose rate- and energy-independence. A set
of performance criteria has been established called Resolution-Time-Accuracy-Precision (RTAP)
(Oldham et al., 2001), which states that an ideal 3D dosimetry system should be able to deliver
dose measurements with 1 mm isotropic resolution in less than one hour with an accuracy of 3%
and a precision of 1%.
The typical method of comparing dose distributions, i.e. evaluating a measured dose distribution
against the planned dose, is called gamma comparison (Low et al., 2003). Its 3D variety takes two
dose volumes as input: a reference and an evaluated volume. A gamma volume is calculated from
the two input volumes by evaluating each corresponding voxel, according to both the distance-toagreement (Δd) and the dose-difference criteria (ΔD). Thus, not just the amount of deposited dose
is compared at each location, but spatial displacement is also taken into account. The typical criteria
are Δd=3mm and ΔD=3% for standard accuracy, but Δd=1mm and ΔD=1% are also used in more
rigorous comparisons. Gamma index is the ratio of the dose image voxels in which the gamma
criteria are fulfilled compared to the total number of voxels considered. Gamma comparison is most
indicative when it only considers the region in which the dose deposition needs to be evaluated, i.e.
the patient, which, in case of a dosimetry workflow is simulated by some kind of phantom. Image
segmentation is used to define the region in which the gamma comparison needs to be performed.
Numerous methods exist for dose verification. Point dose measurements include ionization
chambers, diodes, thermoluminescent dosimeters, etc. (Olding, 2010). These dosimeters are widely
14

accepted for clinical dosimetry, but they only measure delivered dose at one spatial position. Point
dosimeters may be extended to arrays to acquire dose at multiple positions in a plane or multiple
planes, however the resulting spatial resolution is quite low. The highest resolution twodimensional dosimeters are radiochromic films. These films can be stacked to enable measuring
dose on multiple planes of dose distribution. Despite providing the highest 2D resolution however,
the out-of-plane resolution remains low, and its usage is quite labour intensive for accurate volume
dosimetry, both in terms of preparation and irradiation, and in terms of analysis, which is typically
done manually. Finally, they do not fully adhere to the RTAP criteria.
It is hypothesized (Baldock et al., 2010) that these issues can be addressed using gel dosimetry
where the phantom and the dosimeter are identical, practically tissue-equivalent, and which yields
high-resolution 3D data, potentially sub-millimetre. These properties are significant in dosimetry
situations that involve steep dose gradients and dynamic delivery where the specific points in the
irradiated volume receive their final dose only over the total treatment time. The first of the two
main classes of modern gel dosimeters was introduced by Gore et al. in 1984 (Gore et al., 1984),
called the Fricke gel dosimeter. It is based on the well-established aqueous Fricke or ferrous
sulphate dosimeter (Fricke, 1966), incorporating a gel matrix for spatially fixing the measured dose.
Modern gel dosimetry was born through the development of this Fricke-gel (Schreiner, 2004). The
second, less prevalent class of gel dosimeters are polymer systems (Baldock et al., 2010). Despite
the superior properties of gel dosimeters, however, the technique has not reached the maturity of
clinical applicability, due to two factors: the difficulty and variability the gel phantom creation
process, and lengthy and error-prone analysis of the data. Although film dosimetry also faces the
same challenge of data analysis, its availability by manufacturers enabled its clinical use. A
streamlined gel dosimetry analysis application could potentially open the way for such dosimetry
systems for daily quality assurance in the clinics.
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2.1.3 Contour propagation
In radiation therapy workflows based on multiple image modalities, the different image types often
need to be used together for the planning or evaluation process. An example is in image-guided
radiation therapy, when the planning CT (i.e. the image used for planned dose calculation) and the
individual cone beam CTs (CBCT) acquired for patient positioning for each fraction need to be
used together for accurate dose accumulation to calculate the total administered dose (Abe et al.,
2014). Adaptive radiation therapy (ART) also uses the planning CT and CBCT together, but in
addition to dose accumulation, they are involved in dose calculation for the modified daily plan as
well (Kumarasiri et al., 2014). Another example is brachytherapy, where magnetic resonance
imaging (MRI) is used to localize the target and organs at risk, but ultrasound is used for treatment
(Reynier et al., 2004).
Multiple medical images can be used together in many ways, both qualitative (e.g. visual overlay)
and quantitative (e.g. finding the differing regions using image analysis). Regardless of the specific
application, the images need to be brought to a common geometry so that a correspondence between
the voxels of the images can be established. A process called medical image registration overlays
two or more images of the same patient taken at different times and/or by different imaging
modalities (Zitová et al., 2003). The practice of re-using the anatomical structures delineated on
one image in another image is called contour propagation (Thörnqvist et al., 2010). In the above
IGRT and ART examples, contour propagation is necessary to be able to calculate DVHs on the
altered patient geometry using only the contours defined on the planning CT. In the brachytherapy
example, it is needed to localize the healthy structures that are only visible in MRI on the planning
or guidance ultrasound.

2.2 Image segmentation
For each of the described RT applications, performing segmentation on the images is essential. The
result of the segmentation process is a set of three-dimensional (3D) digital objects (I will refer to
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these as representations). The segmentation result can be used for qualitative visualization for
manual therapy planning or surgical navigation among others, as well as quantitative analysis, such
as the aforementioned DVHs, volume or surface statistics, contour propagation, and many more.
Segmentation can be performed fully manually, semi-automatically by initializing an algorithm
with limited user input, or fully automatically by an autonomous algorithm (Sharp et al., 2014).
Fully manual segmentation typically involves tracing the outline or painting the inside of the
structures using a mouse or stylus in each two-dimensional slice of the image volume. On-the-fly
conversion – a component of the proposed methods, see subsection 3.2, Pinter et al. (2016), and
Pinter et al. (2019) – of the created labelmaps (Figure 1/A) to 3D surface meshes (i.e. closed
surfaces, see Figure 1/B) makes it possible to assess the off-plane quality of the segmentation, or
in other words appreciate it as a real 3D object. However, manual segmentation is still a very
laborious, monotonous, and nuanced task.
Fully automated machine learning segmentation methods are typically trained by large sets of
manual segmentations. Although fully automated segmentations are continually being improved,
none of the available methods have reached a stage of complete autonomy, meaning that
adjustments are almost always needed after the computation of the segmentation (Sharp et al.,
2014). The two best performing groups to date are the already established atlas-based segmentation
methods and the emerging deep learning methods. Atlas-based segmentations use deformable
image registration to align the current anatomy to the manually pre-defined “atlas” anatomy or
“multi-atlas” anatomies (Iglesias et al., 2015). Deep learning is a relatively recent but rapidly
growing trend in machine learning, including automatic image segmentation. As deep learning
methods have the potential to outperform traditional methods in each field of application, there is
a high anticipation about the performance of such algorithms for segmentation. Thus, as expected,
the research activity in the field is also incredibly high (Litjens et al., 2017). Deep learning utilizes
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the well-known concept of convolutional neural networks, which in laymen terms aspires to model
the functioning of human brain. The neural network, similarly to the atlas-based methods, need to
be trained with manually segmented image data. The drawback of such algorithms lies in their
“black-box” type operation. To this date, there is no way to know how the specific network
produced a certain result, so fine-tuning the networks is currently considered more an art than
science (Hutson, 2018). Both groups of auto-segmentation yield good results, which can be seen
from the prevalence of atlas-based segmentation in commercial TPSs, and the prior results shown
by deep learning methods. However, as none of the existing algorithms are perfect, and the best
ones are still organ-specific, the task of image segmentation is far from being solved.
Consistently more accurate and more fault-tolerant results can be achieved through semi-automated
segmentations. Semi-automated segmentation basically entails sharing the work between the
operator and an algorithm. The algorithm requires a set of “seeds”, i.e. manually defined portions
of the structure as input, and identifies the entire structure. There are various groups of semiautomated methods, such as interpolating and region-growing algorithms. Interpolation type
algorithms take the input data, which is sparse in certain areas but complete in their required
vicinity, and “fill it in” based on pre-defined rules to create the complete segmentation. An example
to an interpolation type algorithm is n-D morphological contour interpolation (Zukic et al., 2016).
Another populous group of semi-automated segmentation algorithms is region-growing. They
iteratively grow a region from the seed points/areas by examining neighboring voxels of the current
region, similarly to certain data clustering algorithms. The difficulty in implementing and using
these methods lies in the difficulty of proper initialization (seeding), sensitivity to noise, and the
tendency of the segmentation to “overflow”, i.e. grow uncontrollably after accepting an outlier into
the segmented region. A relatively recent region-growing algorithm that is widely used due to its
robustness and versatility is GrowCut (Vezhnevets et al., 2005), which allows specifying an
arbitrary number of seed areas including a general background region. After the introduction of its
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more efficient variety (Zhu et al., 2014), seeding and calculation can be performed iteratively and
interactively, thus a good result can be reached with reasonable seeding in most cases. The main
advantage of semi-automated algorithms is that they are typically not organ- or site-specific, so
with certain amount of practice efficient and accurate segmentation workflows can be achieved.

2.3 Conversion between structure representations
Although segmentation is a critical task in many RT applications, using the result of the
segmentation process is far from trivial. Using only binary labelmaps (Figure 1/A) – the typical
output of the segmentation process – may be feasible in certain applications. Unfortunately in most
cases the application includes tasks that require other representations, such as surface models
(Figure 1/B) for 3D visualization, or planar contours (Figure 1/D) for standard-compliant storage.
Extensive research has been done in terms of conversion between two specific representations.
Rasterization is the most common conversion technique which involves turning continuous data
into discrete pixels. It dates back to the mid-twentieth century, when televisions needed to display
the incoming signal. In modern terms, rasterization means sampling a plane in a 3D surface model
to show on the computer screen. Its three-dimensional counterpart, where a 3D image is calculated
instead of a 2D image, is called voxelization. Most modern algorithms implement voxelization on
the graphics card (GPU) to maximize performance (Eisemann et al., 2008; Schwarz et al., 2010).
In addition, specialized algorithms exist that enforce certain geometric properties, such as topology
(Huang et al., 2014) or preserving sharp edges (Novotný et al., 2010). Many more algorithms have
been developed in this topic, however, the majority of them specific to the field of geography
(Congalton, 1997), due to the prevalence and long origins of such applications, and the high
relevance of this task in that field, i.e. digitizing paper maps. The inverse of voxelization is the
conversion from a labelmap to closed surface. The classic algorithm for this task is called
“marching cubes” (Lorensen et al., 1987), which triangulates each border voxel and thus create a
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polygon mesh surface. Most conversion pipelines build on this staple algorithm even today, with
additional post-processing such as smoothing or decimation (Schroeder et al., 1992).
Stack of planar 2D contours (Figure 1/D) is a historically important segmentation representation.
However, they are unsuitable for either quantification or visualization, so conversion is necessary
to use a structure with this representation in an application. It is possible to convert planar contours
nearly directly to labelmaps, by first converting the contours to “ribbons” (Figure 1/E), and then
voxelize the ribbons into a labelmap. However, this approach has serious drawbacks. The most
important one is its inability to handle contours with variable spacing, i.e. when the distance
between the contours along the direction perpendicular to the contour planes is not constant. This
may occur in CT images that have variable spacing in case of certain acquisition protocols, e.g. to
focus on certain regions as a trade-off between image quality and patient dose. Also, this method
does not perform any off-plane interpolation. When the contours are drawn on the original image
data, it is done on slices of the anatomy. A localized infinitely thin plane is defined within a slab of
volume having non-zero thickness, typically appearing in the center of the volume slab. When
drawing the contours, only the infinitely thin slice is considered, thus, when we do conversion
through ribbons, we create a staircase-like effect in the off-plane direction (as seen in Figure 1/E).
If we convert the planar contours to closed surfaces first, neither of these issues arise (Fuchs et al.,
1977; Meyers et al., 1992; Sunderland et al., 2015).
A number of representations exist in addition to the most prevalent ones listed above. Simplex
meshes (Figure 5) (Delingette, 1994b, 1994a) propose a hexagon-based structure representation
that focuses on deformable and elastic objects with complex topology. Simplex mesh modeling is
unique in its malleable and local nature. Local stabilizing functions are utilized to control the
curvature of the complex topology. Structures can also be represented entirely parametrically
instead of describing local positions of the structure boundary or volumetric inside/outside
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information. An example for parametric representations is using spherical harmonics. Spherical
harmonics are mathematical functions defined on the surface of a sphere. By summing the different
order base functions with different weights, it is possible to represent a 3D object with only a small
set of parameters (Figure 6) (Nain et al., 2007; Pinter, 2006). Another method of structure
parametrization is representing those using implicit functions (i.e. parametric surfaces) (Sederberg
et al., 1984). Implicit functions are polynomials that are combined to describe the boundary of a
structure. Yet another representation are “octrees” (Chien et al., 1986), which are multi-level binary
trees partitioning a 3D volume into “octants”, then each octant into sub-octant until each sub-octant
lies entirely inside or outside of the structure. Conversions to and from these less prevalent
representations to others have also been extensively reported, to mention just a few by
Bloomenthal, Sederberg et al., Tamminen et al. (Bloomenthal, 1988; Sederberg et al., 1984;
Tamminen et al., 1984), and many others.

Figure 5. Two examples of the simplex meshes

Figure 6. Visual representations of the first few real

representation (Delingette, 1994b).

spherical harmonics. Image from wikipedia.org
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2.4 Radiation therapy research software platforms
Numerous pieces of software have been developed to support radiation therapy research. The most
well-known and most widely used research platform in the medical physics community is possibly
CERR (Deasy et al., 2003), which stands for Computational Environment for Radiotherapy
Research. CERR is a Matlab-based toolkit, containing most of the common tools needed in RT
research. Its usability is limited by the constrained user interface (UI) possibilities provided by
Matlab, as well as interoperability and performance related shortcomings. However, the fact that
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medical physicists typically use in-house Matlab scripts for their analysis makes CERR quite
popular in the medical physics community. Since Matlab does not have generic MIC-related
features readily available, every feature needs to be developed from scratch. Thus, the shortcomings
of CERR become apparent when tasks need to be carried out that are not strictly RT-related, such
as segmentation, registration, navigation, advanced (or any 3D) visualization, or when less
prevalent data formats need to be used. RTToolbox (Zhang et al., 2013) is another actively
developed software library for RT research. It is a command-line based toolkit implemented in
C++, which means that an external visualization tool is necessary for proper use. RTToolbox
contains a limited set of RT evaluation tools, focusing on a set of specialized use cases and data
management model. The above software toolkits focus on supporting RT research in terms of
evaluation and post-processing, but there are initiatives to provide treatment planning functions.
matRad (Wieser et al., 2018) may be the only such project still active, which is a Matlab-based
application for dose calculation using different treatment modalities. The dose computation engine
for certain modalities are validated, however it is mostly intended for education purposes.
To address the shortcomings of existing toolkits such as limited feature set, difficult interoperability
with tools performing critical MIC tasks (e.g. segmentation, registration), dependency on
commercial software, restrictive license, large and non-modular code base, lack of documentation,
insufficient user and developer support, and difficult extensibility, we developed an open-source
software platform for radiation therapy research between 2011 and 2016, called SlicerRT (Pinter
et al., 2012, 2015). The development of the SlicerRT toolkit was driven by a set of specific but
highly demanded clinical applications such as dose accumulation (Jaffray et al., 2010) during and
after IGRT, which aims to accurately calculate the total delivered dosage after a fractionated
treatment course. The ultimate aspiration with SlicerRT, however, was to accommodate a set of
clinical and research use cases as wide as possible. SlicerRT is an extension of the widely used
medical image visualization and analysis application platform 3D Slicer (Fedorov et al., 2012).
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SlicerRT is implemented in C++ and Python, in a highly modular and extensible way. SlicerRT is
an active project in terms of development and user community, and is the most downloaded
extension of 3D Slicer with nearly 25,000 downloads, which is twice the downloads of the second
most popular extension.
A few projects are also worth mentioning that are not active any more. dicompyler (Panchal et al.,
2010) is a cross-platform research application based on python, containing a basic set of RT
evaluation features. MMCTP (Alexander et al., 2007) is a Monte-Carlo based treatment planning
application implemented in REALBasic, offering the essential RT research tools and an interface
with the EGSnrc radiation transport calculation toolkit (Kawrakow et al., 2017). PLanUNC, also
known as PLUNC (http://planunc.radonc.unc.edu) is a comprehensive software system for RT
planning. PLanUNC has a long history since the early 90’s, however, development stopped around
2005. The software is open-source and free to use, but only to licensed users, which can be acquired
after an official process involving the institution’s letter of intent for using it.
Although each research platform performs conversions from one structure representation to another
and contains algorithms to do that, none of them have attempted to solve the challenges related to
the management of multiple representations of segmented anatomical structures.
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Chapter 3
Software infrastructure for dynamic management of multiple
representations
The core of the software infrastructure presented in this thesis is a software architecture that
provides partial automation in order to address the five challenges identified in section 1.3.
Addressing these challenges opens the way to quicker and more robust application prototyping and
to increase the efficiency of less tech-savvy users in designing complex workflow scenarios.
The architecture is designed as a set of classes based on the object-oriented programming paradigm.
It is centered on a composite data structure called segmentation object that unites different
representations of multiple segmented structures. This new data structure provides automatic
conversion between representation types. New representation types can be dynamically added to
the system. The software design is the result of a consensus reached through discussions with
numerous researchers and developers participating in the Project Week open-source programming
event series (Kapur et al., 2016), in order for the design to consider as many MIC use cases as
possible.
The chapter is based on work published in Computer Methods and Programs in Biomedicine (Pinter
et al., 2019).

3.1 Segmentation object
A segmentation object contains multiple structures and representations in one object, as shown in
Figure 7. Each structure in a segmentation object is a segment, which can contain multiple
representations. To simplify software implementation and user interfaces, it was decided to
constrain each segment to contain the same set of representations. Segments contain their basic
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properties such as name and color, as well as a dictionary for storing any additional metadata, such
as standard medical terminology.
One representation is chosen as master representation, which is typically the one that the data was
originally created in. For example, when manual segmentation using a paintbrush-like tool is
performed, it is a binary labelmap. The significance of master representation is that it is the only
data representation that must be persistently stored, and all other representations are derived from
the master via conversion. Since no conversion was performed to create the master representation,
it is a lossless representation, which most closely represents the experts’ opinion or the original
algorithm output.

Figure 7. Segmentation object storing each structure of an entity (patient) with each representation in one
data object. The example segmentation of a patient contains three segments: brain, tumor, and brain stem.
Each segment contains three representations: planar contour, binary labelmap, and closed surface. The master
representation, which is the original representation of the structures, is marked with a star.
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3.2 Automatic conversion
Most clinical and research workflows that deal with segmented structures include steps that make
conversion of the segmentation data necessary. In radiation therapy, structures are most commonly
defined by drawing contours in image slices. This planar contour set representation, although
efficient for storage, is not well suited for either analysis (where labelmap is usually the preferred
representation) or visualization (which is best done via surface meshes).
In commercial software, conversions are static, built-in steps of the fixed processing workflow.
However, in research software, usually there are no fixed workflows, and the users can perform
steps in arbitrary order. If the steps are not bound together as a step-by-step workflow, then the
users are the ones responsible for performing conversions as needed. Manual conversion is a
tedious and potentially error-prone task involving manual specification of the input, output, and
conversion parameters. The involvement of this manual step is the source of both the Conversion
method selection (1) and Provenance (2) challenges. These issues can be addressed by
automating the conversion process. When a representation is requested by a workflow step, such
as a visualization or quantification component, then automatic conversion takes place. Examples
of events that can trigger conversion are a) execution of a data processing pipeline one step of
which uses a representation that is yet absent, b) change of display settings such as showing surface
mesh or adjusting the level of smoothing, c) user exporting a segmentation for 3D printing. The
Conversion method selection challenge is thus solved by either obscuring the fact of conversion
from the users or reducing the number of decisions they need to make. Storing all representations
within the same segmentation object solves the Provenance challenge by taking the burden of
managing the atomic representation objects off the user. Encapsulation solves the Coherence (4)
problem as well, because it makes managing the representations as one entity (e.g. a patient)
straightforward.
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Automatic conversion between the different segment representations is driven by a conversion
graph. The nodes of the graph are the representations, and the directed edges are conversion
algorithms; a typical graph is shown in Figure 8. Each algorithm – called a converter rule – has the
following properties: source and target representation type, cost, and conversion parameters. In the
current design, cost is an approximate value representing the duration (in milliseconds) of a typical
conversion step using a particular converter and settings. In the future, the cost metric could be
replaced or augmented by a measure of lossiness, so that the conversion path introducing the least
data loss can be selected, as accuracy is especially important in the medical field. Parameters are
a set of key-value pairs specific to each converter rule. For example, the binary labelmap to closed
surface rule has three parameters: strength of the decimation post-processing step, strength of
smoothing, and whether to compute surface normal vectors.
Upon a conversion request, the graph performs a search for the cheapest path from the master
representation (which is always the source) to the requested one. The graph then executes the
converter rules comprising the path one by one. By ensuring that conversion always starts from the
master representation – as opposed to converting from an arbitrary representation such as the latest
one – data loss can be minimized. This property addresses the Fidelity (5) challenge, which can
potentially be further mitigated by optimizing the cost metric to consider data loss, as mentioned
above. The user has the option to manually override both the path and the conversion parameters.
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Figure 8. Example of a conversion graph. The nodes are the representations and the edges are the conversion
algorithms (rules). The numbers are the approximate costs of each conversion rule. Star marks the master
representation. Red frame indicates the rules that are added as an extension supporting the management of
radiation therapy datasets.

Another important task is to ensure consistency of the encapsulated data representations. When a
representation changes, then all the derived representations (i.e. those created via conversion)
become invalid, as they then contain outdated information. This inconsistency is prevented by
removing the outdated representations. Simple removal is sufficient as any absent representation is
automatically re-converted on demand. Re-creating removed representations in the background
might be useful in the future, but it’s not essential for the consistency of the data. Thus, the
Consistency (3) challenge is also addressed.
Researchers and developers may work with data representations that are not supplied in the default
implementation, and may wish to add their representations to the graph. In this case, they need to
supply conversion rules from/to another representation and register these new rules to the graph.
Once this is complete, any conversion targeting or originating from their representation can be
performed. Planar contours and ribbons serve as examples for such representations, which are an
extension to the core library (see representations with red border in Figure 8).
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Novel conversion algorithms can be added to the graph in the same way. The default set of
converter rules follow the traditional conversion paths and employ the proven existing algorithms.
Any two representations, however, can theoretically be converted into one another, and if the need
arises to add a new algorithm, it is enough to register the new rule in the graph, while optionally
unregistering existing rules to ensure finding the desired paths.

3.3 Implementation
3.3.1 Core library: PolySeg
The basic features of storage and conversion are implemented in a software library called PolySeg
(https://github.com/PerkLab/PolySeg). PolySeg includes the segmentation object and segment
classes, as well as those responsible for conversion. The core library is written entirely in C++ and
is based on the Visualization Toolkit (VTK) (Schroeder et al., 2004). VTK is well-established and
is one of the most widely used software libraries in the field of medical image computing. The
following are examples of software toolkits that rely on VTK: MITK (Nolden et al., 2013),
MeVisLab (Ritter et al., 2011), medInria (Toussaint et al., 2006), NIfTI (Cox et al., 2004). VTK is
also used outside the field of medical applications, such as in geography and chemistry.
VTK, however, does not support image data with non-axis-aligned orientation. To this end,
PolySeg needed to introduce vtkOrientedImageData, which allows assigning a directions matrix in
addition to the origin and spacing geometry properties. This is essential for PolySeg to be applicable
in real-life scenarios, because the segments may not necessarily align with the axes of the world
coordinate system, and sometimes even with each other. To our knowledge, the VTK developer
team is now working on integrating vtkOrientedImageData to the core VTK library. In addition to
this container class, another important class, vtkOrientedImageDataResample provides geometry
related functionality to the oriented images. The class performs two important functions in addition
to basic tasks such as padding, filling, comparing geometries. It takes part in generating the merged
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labelmap from the binary labelmap representations via resampling and masking operations. Merged
labelmap generation is an important legacy feature that allows a segmentation to be saved in
traditional

multi-label

volume

format

(more

details

in

section

4.1).

vtkOrientedImageDataResample also calculates the effective extent of an image. The concept of
effective extent is what makes the multi-segment approach feasible and competitive in terms of
storage, by only storing in memory the region of the segment labelmap representation that contains
non-zero voxels (i.e. the structure itself) instead of allocating the whole grid of the reference
anatomical image used for segmentation.
In addition to the storage and conversion related classes, PolySeg also includes three other
important features. The vtkCalculateOversamplingFactor class can automatically determine the
output resolution of a conversion step to labelmap representation. This algorithm is one of the
original contributions of this thesis, and is described in Chapter 6. The vtkSegmentationHistory
class can store multiple states of an entire segmentation, which is useful for tracking the editing
history during the segmentation process. Finally, the vtkTopologicalHierarchy is equipped to
automatically calculate opacity values for structures based on their topology, i.e. which contains
which. It is highly useful to visualize complex segmentations in which some structures contain or
touch others in a way that all of them are visible. The architecture of the PolySeg library is shown
in Figure 9.
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Figure 9. Class diagram showing the architecture of the PolySeg library. ‘N’ denotes associations between
one object to multiple objects.

VTK being the only dependency of PolySeg facilitates its integration into various software
applications. The core library contains its own set of automated tests, verifying the correct operation
of the conversion graph, and the coherence of the segmentation object after various operations.
Thus, PolySeg is a full-fledged software library ready to be used in software solutions dealing with
multiple representations of segmented structures.
3.3.2 Application layer: integration into 3D Slicer
The initial motivation for creating PolySeg was to be able to manage the increasingly complex
configuration of data objects for the continually emerging use cases for the SlicerRT open-source
radiation therapy research toolkit (Pinter et al., 2012) (https://slicerrt.org). SlicerRT is an extension
of the widely used medical image visualization and analysis application platform called 3D Slicer
(Andriy Fedorov et al., 2012) (https://slicer.org). Thus, the first end-user application adopting this
library is 3D Slicer.
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In order for the core library to be utilized in an end-user application, higher-level features were
required, such as visualization, file storage, etc. These functions are implemented as an application
layer within the 3D Slicer platform. The application layer was mostly written in C++ and partially
in Python. The medium of data management in 3D Slicer is the medical reality modeling language
(MRML). The MRML library provides API for managing medical image data types such as image
volumes, surface models, transformations, fiducial markers, cameras, etc. Each of the data types is
represented by a particular MRML node class. The instances of these nodes are organized in a
container called the MRML scene. The MRML scene and nodes are essential for communicating
data properties between the logic and the user interface (UI), including module interface panels and
2D and 3D displays.
Thus, the segmentation object was embedded in a MRML node (vtkMRMLSegmentationNode, see
simplified architecture in Figure 10). Reusable UI widgets were developed for handling certain
aspects of a segmentation object: list of contained segments and their properties, representations
and conversions, conversion paths and parameters, and display properties (see Figure 11). These
UI elements comprise a 3D Slicer application module called Segmentations in which the content
of a segmentation node can be explored and the segment properties and representations managed.
A logic class provides operations such as import/export to other formats, bulk transformation using
rigid or deformable transforms, and more. Another module – Segment Statistics – provides
quantification features based on the segments in segmentation nodes, calculating structure volume,
intensity statistics of the underlying anatomical image, and so on. An important component of the
application layer is the Segment Editor UI widget. This widget provides manual and semiautomated segmentation methods to create and edit segmentations. Chapter 4 contains further
details about Segment Editor. This layer also includes classes for 2D and 3D display, file storage,
and automated testing. Application level testing covers data import/export, legacy operations such
as creation or merged labelmap, and correct operation of the widgets. SlicerRT includes tests that
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exercise PolySeg indirectly through various DVH calculation scenarios, validating them against
other software (see Pinter et al., 2012) expecting to exceed an accuracy threshold.

Figure 10. Full software architecture diagram of the 3D Slicer application layer of PolySeg.

The main contribution of these components in 3D Slicer is tighter integration of the segmentation
related features and centralized management of segmentation data. The traditional data types
storing segmentation data were labelmap nodes representing one or more structures, and model
nodes containing one structure each, in planar contours, ribbons, or closed surface representation.
Conversion between these nodes was only possible using individual modules for one particular
conversion step. Modules performing analysis had to have a fixed input representation type.
PolySeg facilitates simpler data selection and reduces the number of modules needed to be used for
a single task by allowing modules to simply work on a segmentation node, and by providing lowlevel functionality such as conversions internally and automatically.

33

Figure 11. User interface widgets. Left: display properties widget. Top right: Advanced conversion dialog
allowing selection of conversion path and custom conversion parameters. Bottom center: Segments table for
showing and editing basic segment properties. Bottom right: Representations table showing available
representations and providing functions for conversions and selection of master representation.

3.3.3 Interoperability
PolySeg is platform-independent and is tested on Windows, MacOS, and Linux. Nightly automated
testing ensures error-free operation on each operating system. Because VTK is the only dependency
of the core library, it is possible to integrate PolySeg into other platforms and applications as well.
To my knowledge, the MITK developers have also started adapting PolySeg into MITK-based
applications.
VTK’s Python wrapping functionality provides full Python accessibility for PolySeg as well,
allowing complex end-user applications or automated workflows to be written using the Python
language, which is easier to learn and more flexible than C++. Using the Matlab Bridge extension,
3D Slicer can connect to Matlab, and send and receive data seamlessly between the two
applications. Interoperability with the Insight Toolkit (ITK) (Yoo et al., 2002) is currently reached
via conversion functions in SlicerRT’s vtkSlicerRtCommon class. In future work, segmentation
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node support will be added to the ITK-based Command Line Interface adapted by 3D Slicer, MITK,
MeVisLab, etc.
Data interoperability features include support of standard terminologies for describing each
segment’s content using standard clinical dictionaries (i.e. terminologies), such as SNOMED
Clinical Terms (Stearns et al., 2001). This function provides unambiguous identification of the
segments created and stored, and facilitates automatic lookup of structures of a certain type (see
more details in subsection 4.2.6). A segmentation object can be imported from and exported to the
standard DICOM Segmentation and DICOM RT Structure Set formats, providing direct connection
to clinical software systems. Research formats are also supported, such as nrrd for labelmaps, and
stereolithography (STL) for surfaces. Geometry in each case is unambiguously described in the file
headers for DICOM and nrrd. The STL files contain the vertex coordinates in 3D Slicer’s mmbased world coordinate system. Data provenance tracking at export is ensured within the
capabilities of the output format: DICOM objects keep their patient and study information, while
nrrd and STL files reflect the names of the MRML nodes and/or segments.
3.3.4 Extensibility
When designing PolySeg and its application layer, flexibility and extensibility were considered
important requirements:
1. As mentioned in section 3.2, the conversion graph can be extended with new algorithms
by the community.
2. The Segment Statistics module also allows adding new metrics that are calculated in the
output table, to facilitate quantification methods that were not considered or were not a
priority at the time of implementation.
3. Segment Editor can be extended to contain new editing tools in addition to the built-in
toolset.
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4. Convenience functions can be added as plug-ins to the Data module of 3D Slicer, which is
the central data organizer module.
Each of the above extensibility options can be implemented in custom modules, and can be
packaged in 3D Slicer extensions. After registering an extension, it becomes downloadable from
the 3D Slicer “app store” called Extension Manager for any version of the software after that date.

3.4 Conversion algorithms
To make PolySeg fully functional, conversion algorithms between commonly used representations
needed to be implemented. The edges in the graph of Figure 8 show the currently existing
conversion rules. This set of conversion rules cover all use cases encountered during the
development of the SlicerRT toolkit accommodating radiation therapy workflows, and based on
the feedback of the 3D Slicer community between 2011 and 2018.
3.4.1 Binary labelmap to closed surface
This is the most frequently used conversion rule. It is executed every time the operator makes
changes to a segmentation using Segment Editor while 3D visualization option is enabled. The
converter employs the discrete flying edges algorithm (Schroeder et al., 2015), followed by optional
decimation (to keep number of surface points and triangles reasonably low) and smoothing (to
remove staircase artifacts). The third parameter of the algorithm determines whether or not to
calculate surface normal vectors, which makes the visualized surface more appealing, hence it is
on by default.
Data loss that occurs during this conversion depends mainly on the amount of smoothing that is
performed. The smoothing algorithm utilized is a state-of-the-art “windowed sinc” method that
aims to preserve the shape of the structure and avoid it to appear faceted (Taubin et al., 1996). The
default value of the smoothing parameter requests moderate smoothing, which can be increased or
decreased by adjusting the parameter. By changing the value to 0, no data is lost during conversion.
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The decimation step (Schroeder, 1997) also changes the shape of the structure slightly, however it
is off by default.
It may be desirable to keep the segments non-overlapping if they were touching each other in the
input labelmap. As the conversion algorithms apply on individual segments, it can only be achieved
in regular conversion with smoothing turned off. If it is necessary to keep this property while doing
smoothing, the Joint Smoothing option in Segment Editor can be used (see subsection 4.2.7).
3.4.2 Closed surface to binary labelmap
The closed surface to binary labelmap algorithm is typically used when the input data arrives in the
form of a surface mesh, but a labelmap is needed for analysis. For example, this conversion is
needed when anatomy atlases stored as surface meshes need to be used for statistical analysis or
edited (see more information about editing non-master representations in section 3.6). After taking
pre-processing steps to ensure that the surface mesh only contains triangles with correct normal
vectors, a VTK surface to image algorithm performs the conversion.
The collateral data loss solely depends on the resolution and geometry of the output image. For
each voxel of the output grid the algorithm determines if its center point is inside or outside the
surface, and marks the whole box-shaped voxel as part of the structure or the background. A way
to increase fidelity is to enhance the resolution of the output grid. A common method to do it is
oversampling, which entails dividing the sides of the voxels equally, thus creating new, smaller
voxels. This converter rule supports fixed oversampling by any integer factor, as well as
automatically determined factor that balances between accuracy and speed based on structure
complexity and relative size (see Chapter 6). The input parameters of this algorithm are the output
image geometry, the oversampling factor (integer or ‘A’ for automatic), and a flag determining
whether or not to crop the labelmap to the effective extent, i.e. the region of the volume where
foreground voxels are present.
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3.4.3 Fractional labelmap to closed surface
Fractional labelmap is a special type of labelmap, in which the voxels contain a fractional value
instead of a binary in/out state. The fractional values may indicate partial occupancy at the edge of
a structure, the probability of being inside the structure, or the probability of the presence of
abnormal tissue (Iglesias et al., 2015), depending on the use case. Together with Sunderland et al.
(2017) we developed the conversion rules between fractional labelmap and closed surface
representations, and adapted it for PolySeg.
This algorithm includes all the parameters its binary labelmap counterpart contains, with an
additional parameter determining the number of “offsets”, which is the internal oversampling factor
used by creating the labelmap. It has a default value of 6, which means 216 (=63) levels of
occupancy (note that the output resolution remains unchanged). The reason for this choice is to
make use of the size of byte (allowing 256 levels) as much as possible. Data loss for this converter
is considerably less than the closed surface to binary labelmap one, since the occupancy information
for each voxel has 216 different values by default instead of 2.
The inverse direction, i.e. fractional labelmap to closed surface is identical to the binary labelmap
to closed surface algorithm. It can be possible because the flying edges algorithm takes the partial
occupancy into account when triangulating the surface. In case of older VTK versions the marching
cubes (Lorensen et al., 1987) algorithm is used, with an additional parameter for the occupancy
threshold.
3.4.4 Planar contour to closed surface
This conversion algorithm provides interpolation of the segmented contours in the direction
perpendicular to the contour planes for more accurate recovery of the original structure, and to yield
a smoother surface. The algorithm creates a triangulation using the points in the planar contours,
with the intent to preserve the original points and to avoid introducing new points. The interpolated
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closed surface representation can later be converted to labelmap for analysis. This is the most
complex of the provided conversion rules, as triangulating between contours is a highly complex
task, especially when special cases are handled.
One such case is branching structures, where a single contour on one slice needs to be connected
to two or more contours on an adjacent slice. “Keyhole” contours, which are products of the
limitations of the DICOM standard’s RT Structure Set module, also need to be managed correctly.
These represent hollow structures as an inner and outer contour connected by an arbitrarily small
channel in order to be considered one contour. Sudden changes between adjacent contours pose a
difficulty as well when establishing correspondence during triangulation. Finally, the mesh at the
top and bottom contours need to be sealed. Since the image slices that are used to draw the contours
are shown at the midline of the voxels comprising the slice but are infinitely thin, “end-capping”
needs to be applied, so that the half-voxel thick volume at the top and bottom extremes are
considered.
This algorithm augments 2.5D data (meaning full accuracy in a number of sparse 2D planes) to full
3D data while preserving the contour points on the slice planes, so there is no data loss involved.
This conversion algorithm was also a contribution together with Sunderland et al. (2015). The
algorithm has been implemented as an extension to PolySeg within the SlicerRT toolkit.
3.4.5 Planar contour to ribbons
This algorithm is a conversion method for fast and crude visualization of planar contour data. It
simply creates ribbon-like triangulations from the planar contours with width equal to the distance
between the contours (determined by majority), as illustrated in Figure 1/E. This is also an
extension to PolySeg, distributed as part of SlicerRT.
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Many of the abovementioned conversion algorithms are relatively simple pipelines consisting of
existing VTK algorithms. The converters that can be considered novel are the ones described in
subsections 3.4.3 and 3.4.4, which needed to be developed from scratch.

3.5 Accuracy and performance of the conversion algorithms
Quantitative validation of the two most critical conversion rules – binary labelmap to and from
closed surface – is possible through a round-trip conversion from labelmap to closed surface and
back, and comparing the input and output labelmaps. The most widely used labelmap comparison
technique is the Dice Similarity Coefficient (Dice, 1945), however, despite its popularity in the
literature that may be due to its simple calculation, is not representative of the actual misalignment,
because the metric is highly dependent to shape. Hausdorff distance (Huttenlocher et al., 1993) is
a shape-invariant metric for comparing overlap of spatial objects. For each border voxel of the first
labelmap, the nearest border voxel of the other labelmap is found, and these distances saved. The
classical Hausdorff distance is the maximum of these minimal distances (denoted by “Max.” in
Table 1). In order to exclude outliers, a 95% Hausdorff distance is reported as well, which is the
distance in the 95th percentile of the histogram of the calculated minimal distances. To illustrate the
average misalignment, the average Hausdorff distance is also indicated. These three types of
Hausdorff distances were measured on three radiation therapy plans1; an ear-nose-throat (“ENT”)
and a prostate RANDO® phantom (“PROS”), and a brain fractionated stereotactic clinical plan
(“FSRT”), as shown in Table 1 and Figure 12.
ENT
PROS
FSRT
Mean Hausdorff Max. (mm)
2.16
1.18
0.92
Mean Hausdorff 95% (mm)
1.16
0.98
0.66
Mean Hausdorff Avg. (mm)
1.13
0.11
0.22
Table 1. Comparison of the input and output binary labelmaps of a round-trip labelmap-surface-labelmap
conversion

1

All validation data are available in the SlicerRT data repository: https://github.com/SlicerRt/SlicerRtData
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The reference grid used for voxelization was the CT image of each study, and the voxel size for the
ENT, PROS, and FSRT binary labelmaps were 1.07 x 1.07 x 2.5mm3, 0.98 x 0.98 x 2.5mm3, and
0.68 x 0.68 x 1mm3, respectively. Default conversion parameters were used, meaning moderate
smoothing on the created closed surface. The Hausdorff distances suggest that the difference
between the input and output of the round-trip is less than one voxel, meaning that both conversions
were accurate.

Figure 12. Views three used datasets. Top to bottom: ENT phantom closed surface created from planar
contours by PolySeg (left) and slice intersections on CT (right); FSRT patient; PROS phantom.
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The fractional labelmap to and from closed surface converters were validated in the paper
introducing fractional labelmaps (Sunderland et al., 2017). To evaluate the closed surface to
fractional labelmap conversion the fractional labelmaps were compared to the binary labelmaps,
and were found to be more accurate representing structures than binary labelmaps at the same
resolution: an average of 7% increase in total volume accuracy was measured. Derived DVHs were
also assessed, and an average accuracy improvement of 5% and 3.6% were found against a
commercial treatment planning system and a radiation therapy research toolkit, respectively. A
round-trip conversion (similar to what is described in section 3.5) helped evaluate the fractional
labelmap to closed surface algorithm, finding an average of 0.7mm improvement in maximum
point-to-point distance considering all structures, compared to round-trip conversion through
binary labelmaps.

3.6 Discussion
It is sometimes necessary to modify a representation other than the master. The example use case
mentioned in subsection 3.4.2 is modification of anatomical atlases, which are typically stored as
closed surfaces (e.g. STL or OBJ files). Another example scenario is when an RT structure set
needs to be refined or supplemented. In both these cases the master representation needs to be
switched to binary labelmap, which is most suitable for editing (see Chapter 4). PolySeg offers
programming interface (API) to various internal manipulations. When a developer faces such a
situation, they have the option to change the master within the original segmentation, or if it is
important to keep the original representations, then create a copy and then set the master. In the
first case it is a matter of a single line of code that sets the new master representation, which triggers
conversion if necessary. In the latter case, two additional lines of code need to precede: one to
create a new segmentation, and another to import the other segmentation into the new one. The
Segmentations module provides UI widgets that expose these options to the user as well (see Figure
11 bottom right for switching the master). When a representation other than the master needs to be
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modified, then either the programming or the user interface can be used to make the edited
representation the master. An alternative route is to request conversion of the edited representation,
export it to the corresponding MRML node type, and import it to a new segmentation, in which the
master will be automatically set to be the representation being imported. Observe that if a
representation other than the master is changed externally (through the API), then PolySeg does
not take action, because the derived representations are considered temporary, and when saving to
disk they are not considered. However, when the master is changed, then this derived representation
will be overwritten without notice. This scenario is handled by the user interface elements
(described in section 4.2), by offering to change the master representation when editing starts.
There are a few possible improvements to PolySeg and its 3D Slicer application layer that would
add to its versatility and ease of use in an application. Most of these have been mentioned in section
3.2, however it is useful to list them as a more detailed collection of future work.
1. Cost by fidelity: In the first implementation, the weights assigned to the edges of the
conversion graph represent an approximate speed metric. However, in the target medical
applications speed is secondary to data accuracy, because any advertent data loss during
the automated analysis may steer a treatment in a suboptimal way, even if a highly
successful workflow is devised based on the library. Thus, it could be more useful to
indicate data loss instead of speed, and have the logic find the path with the minimum
collateral data loss to ensure highest fidelity of the derived representation. In future work,
the data loss of the conversion algorithms should be evaluated, and new weights assigned
based on these findings. It may also be useful to incorporate both types of cost metrics,
potentially by specifying a weight by each of the two participate in the path selection
process.
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2. Data-specific converter costs: The conversion graph currently contains constant cost
metrics for each converter. However, either speed or data loss may vary considerably for
different structures. For example, the planar contour to closed surface conversion is
substantially faster for small and simpler structures than large and/or complex ones, and
the closed surface to binary labelmap conversion is more accurate in case of simpler shapes
or in case of a higher oversampling factor. It could be useful to estimate the cost metric of
a converter for a specific structure and parameter set. The feasibility of this estimation step
is questionable, since it might take considerable time, therefore it would certainly hinder
the speed consideration, however might be useful in terms of data loss. Nevertheless, it is
a path worth investigating.
3. Conversion may take noticeable time. Loading a clinical RT structure set (involving planar
contour to closed surface and then to binary labelmap conversion) may take only a fraction
of a second (e.g. ultrasound segmentation), but it can also take up to 30s (e.g. the FSRT
dataset mentioned in section 3.5). Converting a large atlas takes even longer: the NAC
brain atlas2 with 298 structures takes 10 minutes to convert on a regular strength PC. Thus,
it would be useful implementing conversion in the background, so that the user can start
preparing other aspects of their workflow while processing of their data is underway.
Parallel processes tend to introduce further complexity into systems, however this feature
would enhance the usability of the software. As opposed to the previous two items, which
would be parts of PolySeg, this belongs in the application layer.
4. Finally, adding support to the Command Line Interface3 (CLI) would improve
interoperability of PolySeg. This interface provides easy addition of user interface modules
in various applications, such as 3D Slicer, MITK, MeVisLab, etc. In 3D Slicer, the modules

2
3

https://www.openanatomy.org/atlas-pages/atlas-spl-nac-brain.html
http://www.commontk.org/index.php/Documentation/Command_Line_Interface
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using this interface (called command line modules) are the simplest of the three available
module types (the other two being C++ and Python scripted loadable modules, which offer
more user interaction and direct access to the MRML scene). As opposed to other types of
modules, CLIs have limitations, such as the inability to provide intermediate results or
communicate with other modules, however, their simplicity makes them suitable for
traditional image processing functions. These self-describing modules consist of two
components: a C++ file that contains a simple program receiving data through the
command line as ITK objects, processing them, and writing back the output, and an XML
file defining the UI elements and connecting them to variables in the processing code.
Integrating PolySeg segmentation object support into the CLI infrastructure would also
provide simpler access to the widely used ITK image processing algorithms.
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Chapter 4
Manual and semi-automated segmentation editor
4.1 Motivation
Manual or semi-automatic segmentation is an essential step in the majority of clinical workflows
and research projects to this date to determine the regions of interest in a wide range of applications,
such as visualization, quantification, 3D printing, surgical and radiotherapy planning, machine
learning training, etc. Fully automated segmentation methods are being continually developed,
however it is unrealistic to assume that a perfectly accurate and comprehensive method will arise
in the foreseeable future. To this end, the results of the automated segmentations need to be
corrected, as well as new segmentation algorithms developed. Correction of faulty segmentation
necessitates manual editing. Training data for state-of-the art segmentation methods (i.e. multi-atlas
and deep learning based algorithms) also need to be created manually or semi-automatically.
Labelmap volume – i.e. a 3D image containing multiple structures (labels) indicated by its different
voxel values – are typically used in segmentation tools, such as 3D Slicer’s legacy Editor module,
or ITK-SNAP (Yushkevich et al., 2006). While it is tempting to choose labelmap volume as the
edited representation due to its simplicity and memory efficiency, the fact that it does not support
overlapping labels makes it impossible to use it as a generic storage format. This is also the main
reason why the DICOM Segmentation IOD standard does not rely on the labelmap volume concept.
Usage of individual volumes to store segments allows having overlapping segments and storing
masks or intermediate processing results in the same segmentation object. Segments may contain
each other (e.g. body > brain > planning target volume > clinical target volume > gross tumor
volume), and margins can be added without the risk of losing data in other structures.
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While labelmap volumes are simple and can be stored and processed efficiently, segmentation
objects have comparable performance in most cases, thanks to only storing the “effective extent”
in memory (the effective extent is the region of the volume that contains non-zero voxels, i.e. the
structure itself, as mentioned in subsection 3.3.1). The storage cost of the segmentation object can
be lower than that of the labelmap volume containing the same structures if the structures are
relatively small and are not or only somewhat overlapping, and can be higher when many segments
extend over large areas in the volume. However, as higher storage cost mostly occurs in the case
of overlaps, a fair comparison cannot be made due to the inability of labelmap volumes to represent
overlapping structures.
Existing freely available image segmentation applications such as the abovementioned ITK-SNAP
and 3D Slicer’s legacy Editor, as well as the segmentation tools in other platforms such as MITK
or medInria all rely on traditional labelmaps. Considering this, PolySeg seemed a promising basis
to a redesigned manual and semi-automated segmentation application to better support the typically
overlapping RT structure sets and other MIC use cases with similar needs. PolySeg’s design not
only enables handling overlapping structures, but its automation features facilitate streamlining
workflows in terms of visualization, data management, transformation, and export.

4.2 Segment Editor overview
Thus, we developed Segment Editor within 3D Slicer intending it to be one of the most versatile,
flexible, and user-friendly freely available medical image segmentation tools (see user interface in
Figure 13). Segment Editor is a reusable widget that can be added into any 3D Slicer module or
application and customized, but it also has its own user module with identical name for easy access
to the widget with the default settings. The module was originally implemented by the author of
this thesis. Optimizations, usability improvements, and several editing tools were contributed by
Andras Lasso.
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Figure 13: User interface of Segment Editor including the extended toolset, without showing the 2D and 3D
image viewers. A sample segmentation for neurosurgical planning was created with three segments.

Editing can start from an empty or existing segmentation, and after specifying a master volume,
which is typically the anatomical image to segment, and which lends its geometry to the new
segment labelmaps, the editor effects can be used to create and edit the delineation. The master
representation needs to be binary labelmap in order to allow editing. If a different master is found,
a dialog asks the user whether they approve converting and setting the master to binary labelmap.
Full support for fractional labelmaps will follow soon as future work. Using PolySeg as the basis
for Segment Editor implicitly enabled major unique features that make it stand out from its
competition:
4.2.1 Overlapping structures
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As mentioned above, one of the main advantages of relying on PolySeg in an image segmentation
application is the ability to manage overlapping structures implicitly. When using traditional
labelmaps, this is only possible through workarounds and complex application logic, unavoidably
leading to errors and a codebase that is getting more difficult to maintain with each additional
feature. Before designing and implementing PolySeg, the SlicerRT toolkit used a module called
Contours to manage the different representations. Handling the diverse representations was one of
the first obvious issues that arose when we were facing the complexities of dealing with RT
datasets. This module tried to keep different MRML node types in sync, representing the same
structures. One of them, in the absence of a way to efficiently store individual structures in binary
labelmap representation, was a classic multi-label labelmap volume. This single node needed to be
kept in sync with multiple model nodes containing individual surface meshes and point data for the
closed surface and planar contour representations, respectively. Besides the inability to store the
overlapping structure information, this synchronization task became unfeasible after covering more
and more RT workflows. In contrast, PolySeg now makes efficient management of overlapping
structures a trivial task.
4.2.2 Real-time 3D visualization
Leveraging the automated conversion mechanism, Segment Editor can visualize the edited
segmentation in 3D without any repeated user interaction. 3D surface visualization is useful,
because it allows seeing the out-of-plane topology and general shape of the edited segments while
performing the segmentation in a distraction-free manner. When the user checks the Show 3D
button, the closed surface representation is generated from the current state of the edited binary
labelmap using the default conversion parameters. Once a closed surface representation is created,
the automatic conversion mechanism makes sure that every time the master binary labelmap
representation is changed (i.e. editing happens), the surface is also updated.
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The current implementation enables real-time 3D visualization experience using the default
parameters, but only as long as the number and extent of segments do not reach a certain point.
Once, however, the conversion task becomes computationally more and more intensive, one
conversion cycle may become uncomfortably long. The ultimate solution – as mentioned in section
3.6 – will be parallelization, allowing conversion to be executed in the background. It is still
possible with the current implementation, however, to speed up conversions by a factor of 10 or
more, by disabling the surface smoothing post-processing conversion step: the Show 3D button’s
advanced options include a slider with access to the smoothing factor, which, when set to 0, no
smoothing is performed. Hence, near real-time experience can be maintained even for large
segmentations.
Another considerable advantage of the synchronized automatic creation of the closed surface
representation is the ability to use certain editing tools in the 3D display. Since the 2D views only
allow seeing one slice of the image and the segments, they do not make it possible to see the
segmentation as a whole. Sometimes, however, it is very convenient to use the 3D view to make
changes to the segments, e.g. removing parts or cutting them into pieces (see subsection 4.2.7).
4.2.3 Direct file export
An important use case of image segmentation is 3D printing, and after the first release of Segment
Editor it quickly became clear that a considerable part of the 3D Slicer community using the new
segmentation application uses it for 3D printing. The automatic conversion mechanism and the
storage classes in the application layer made it trivial to add direct export feature for the typical
input format of 3D printers (i.e. STL) in Segment Editor. With the users having direct access to this
feature in the sub-menu of the “Segmentations...” button (which otherwise takes the user to the
Segmentations module for advanced management of their segmentation node) they have a shortcut
for a frequent operation in their workflow.
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4.2.4 Control over geometry
One of the issues that frequently arises in a variety of use cases is the ability to control the image
geometry (also known as the grid) of the edited binary labelmap representation. Reasons to do this
include the need to a) have isotropic (i.e. cube-shaped) voxels, b) have a segment resolution greater
than the reference image to capture details otherwise impossible, or c) manually specify image
properties when there is no reference/master image available (e.g. when needing to edit a surface
model with a certain resolution).
A reusable UI widget has been created for this purpose (see Figure 14), which is available from
Segment Editor (see the box-like icon in the row of Master volume in Figure 13) and Segmentations
(see Specify geometry button in top right of Figure 11). It allows selecting a MRML node as the
source geometry. If the selected node is a volume, then its geometry will serve as starting point,
and oversampling factor can be specified or isotropic spacing requested. Otherwise spacing can be
manually entered. In the latter case axis directions will coincide with the main anatomical axes,
origin will be set according to the source node’s bounding box, and the effective extent will make
sure that only the necessary memory is allocated.

Figure 14. Segmentation geometry dialog used to specify binary or fractional labelmap image geometry. If
the selected source geometry MRML node is a volume, then oversampling and isotropic spacing can be
requested, otherwise spacing (voxel size) can be directly entered.
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4.2.5 Advanced masking options
The versatile functionality of the vtkOrientedImageDataResample class (see also subsection 3.3.1)
enables the user to utilize advanced masking options to have exact control over which parts of the
segments are allowed to change. The masking panel (see Figure 15) appears below the effect
properties panel and the undo/redo buttons. It offers three settings:


Editable area: The region where edits are allowed. It has various settings: everywhere
(default), inside all segments (useful to split a segment), inside all visible segments, outside
all segments (useful to preserve existing segments when overwrite is enabled), outside all
visible segments. It also offers a list of the segments, from which choosing one will allow
editing only inside the selected segment.



Editable intensity range: If checked, then a double-ended slider appears, which can be used
to specify voxel values used in the master volume. The region inside the voxels of the
master volume with values falling within the selected range are the ones that can be edited.
Off by default.



Overwrite other segments: Its options are all segments, visible segments, and none. The
default selection is “all segments”, which basically specifies non-overlapping segments.
The default was selected to make its operation more familiar for users used to traditional
segmentation tools.

Figure 15. Masking options in Segment Editor. Visible when a segment and an editor effect are selected
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These masking options allow fine control over the editing process, and can potentially speed up
segmentation considerably. Using them in an efficient way, however, requires a certain level of
experience with Segment Editor, so generally they are recommended to more advanced users.
4.2.6 Standard terminologies
3D Slicer offers a module called Terminologies (also created by the author as part of one of the
grants that made this work possible) that supports using standard clinical terminology dictionaries
such as SNOMED Clinical Terms (Stearns et al., 2001). These terminologies are carefully
assembled lists of multi-level entries that can be assigned to data objects; in our case the segments.
This means that instead of relying on arbitrary names, standard codes can be assigned to segments
(e.g. type: Morphologically altered structure / Necrosis, region Cerebral cortex / Left), which allows
automatic look-up and grouping of structures in a database. This is highly useful when building
large training datasets for machine learning based methods or sharing data between institutions,
because oftentimes the structure naming conventions are different, and the operators make mistakes
in naming. Using standard terminologies circumvents the need to rely on manual curation or
heuristics.
When double-clicking on the color swatch in the row of a segment, the terminology selector dialog
pops up instead of a conventional color selector, to make use of this application-level feature. The
default dictionaries available are the full SNOMED dictionary and a subset of the dictionary that is
based on 3D Slicer’s “generic anatomy color table”, a carefully curated limited list of organs and
anatomic structures. The dictionaries are stored in JSON files. It is also possible to provide custom
dictionaries, which is useful to create a shortlist for site-specific segmentation, and can be done by
simply cloning and trimming one of the default dictionaries. The terminology entries are stored
persistently as segment metadata.
4.2.7 Unique editing tools
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The novel architecture of Segment Editor enabled a general speed-up and richer features for
traditionally existing editing tools (effects), as well as creating novel ones. A non-exhaustive list
of noteworthy effects follow.


Paint: the classic editing brush received improvements making it more suited for the
flexible editing and data management capabilities of the editor. It can paint in 3D using the
“Sphere brush” option, even in the 3D views (see Figure 13). The paint effect can also
handle non-axis-aligned (oblique) slices, when the 2D view in which editing happens is
not aligned with the main coordinate axes.



Grow from seeds (a.k.a. GrowCut): a semi-automated segmentation tool based on the work
of Zhu et al. (2014), which allows segmenting structures in any anatomic site provided
there is contrast between them. The user needs to create segments for each structure and
also one for the background, and initialize each of them with a few painted areas, favorably
by the more difficult edges. The initial segmentation is calculated within seconds, after
which the user can make additions and deletions in the areas where the algorithm erred. A
few iterations are typically enough to make an accurate segmentation of even large and
complex structures.



Fill between slices: Another highly useful semi-automated editing effect. It relies on a
sparsely painted series of contours, which it completes using morphological contour
interpolation (Zukic et al., 2016) to form a closed shape. The input contours can be of any
orientation. This effect, similarly to Grow from seeds, is also capable of presenting a
preview in both 2D and 3D, and automatically updating it when the inputs change.



Scissors: a versatile new effect that can be used in both 2D and 3D to cut slabs of space.
Its options allow erase inside or outside, and fill inside and outside of the marked region.
Marking can be done using a free-form lasso-like tool, or using a circle or rectangle. The
direction and range of the action can also be specified. The projection of the camera in the
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3D view is considered when cutting. The effect is very useful to remove unnecessary parts
of other automated effects such as Threshold (which marks voxels falling in a specified
intensity range), or creating new objects, such as supporting columns of printed phantoms.
Implementation employs standard VTK filters, such as vtkPolyDataToImageStencil.


Surface cut: this effect can create closed surfaces from a point cloud in space. The user can
place points in either 2D or 3D views, which are used as input to generate the surface. The
surface then can be used to cut the space similarly to the Scissors effect: set, erase
inside/outside, or fill inside/outside. The points are serialized into segment metadata, so the
input can be reconstructed even if the MRML scene is loaded from file. The effect utilizes
the MarkupsToModel extension of 3D Slicer, which builds on a VTK pipeline using classes
such as vtkDelaunay3D and vtkDataSetSurfaceFilter.



Draw tube: a tool similar to Surface cut in that it uses a recoverable list of input points to
generate the segment. Instead of a convex surface, this effect creates a tube. Options
include radius and interpolation method, such as linear, moving polynomial (default), etc.
Draw tube also uses the MarkupsToModel extension, but with different parametrization.



Logical operators: A simple, but essential effect for combining and modifying segments.
Its operating modes are copy, add, subtract, intersect, invert, clear, and fill. It can be set to
use or ignore the masking options.



Joint smoothing: This feature is one of the modes of the Smoothing effect besides median,
opening, closing, and Gaussian. The typically used smoothing options tend to shrink the
structure, even the state-of-the art methods, including the one used in the binary labelmap
to closed surface conversion algorithm (see subsection 3.4.1). This mode is unique, because
it preserves watertight interface between the segments. Keeping the structures touching
each other can be useful for removing noise or segmentation errors while preserving
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topology, as well as supporting legacy features such as traditional multi-label labelmap
volumes.

4.3 Re-usability of Segment Editor
As mentioned above, Segment Editor is primarily a re-usable UI widget that happens to be
embedded in a module with the same name. It can also be added in custom modules that the
members of the community develop to create a streamlined module tailored to their exact workflow.
There are three methods of doing this:
1. 3D Slicer module. The 3D Slicer application consists of a lean core, and many modules,
each implementing a specific function, such as the Segmentations module, which embodies
the application layer of PolySeg (see subsection 3.3.2). These modules can be written in
C++, python, or using the aforementioned CLI method (see section 3.6). Segment Editor
can be embedded in the first two module types, as part of their UI.
2. Slicelet or Guidelet: a relatively simple method for creating an entire application based on
3D Slicer. Streamlined UIs accommodating complex workflows can be created using as
many of the features of 3D Slicer as needed, while hiding the complexity of the main
application from the user, so that they can focus on the task at hand. Fundamentally, both
of these are regular modules that can show a new main window, with a technical difference
that allows Guidelets to support real-time applications such as surgical navigation.
3. Slicer Custom App: the latest and most versatile customization method offered by Kitware
Inc., facilitating commercialization of 3D Slicer. The main difference between this and
Slicelets is that Slicer Custom App is not a 3D Slicer that is customized, but is an
application that uses 3D Slicer internally. It allows more in-depth customization, which is
ideal for companies building products using 3D Slicer, even hiding the fact of using it.
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Segment Editor can be embedded in any of the above three workflow-streamlining methods. In
addition, Segment Editor itself can be customized and extended.
4.3.1 Customizability
The Segment Editor widget contains API that enables tailoring its looks and content to the needs
of a project. Its general look-and-feel (such as colors, button sizes and styles) can be customized
using stylesheets, similarly to how it is done in web pages. The visibility of many controls in the
widget, such as the segmentation and master volume node selector, or the “Segmentations…”
button (see Figure 13) can be toggled by changing property values. The visibility and order of the
editor effects can be customized as well. It is possible to provide the order of effects in a list, and
if the flag that determines the visibility of “unordered” effects is turned off, then those omitted from
the order list will be hidden. Further properties can also be customized. Those options can be
explored by reading the API documentation4.
4.3.2 Extensibility
Similarly to the conversion algorithms in PolySeg, new effects in Segment Editor can be easily
added to the module. The new effects can be implemented in either C++ or python, and by simply
registering them to the widget instance, they will show up as a new effect button. Custom effects
can specify their own UI components such as the help text or the options panel. They can utilize
any feature the built-in effects use, such as preview, persistent storage of intermediate data (e.g. the
point list of Surface Cut), etc. The downloadable extension SegmentEditorExtraEffects contains a
set of effects that are not considered essential or fully stable. Extensions by the wider community
also augment the toolset of Segment Editor (see subsection 4.4.6).

4

http://apidocs.slicer.org/master/classqMRMLSegmentEditorWidget.html
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4.4 Impact of Segment Editor on the community
Since the release of Segment Editor in June 2016, we experienced a high interest in this software.
The majority of the topics on the 3D Slicer forum (https://discourse.slicer.org, introduced in April
2017) are related to segmentation and the usage of Segment Editor. This is illustrated by the tags
given to the topics: “segmentation” is the most frequent usage-related tag with 301 occurrences,
followed by tags of 121, 75, and 58 occurrences (as of February 2019). The release of Segment
Editor also correlates with an apparent steepening of the 3D Slicer downloads, see Figure 16.

Figure 16. 3D Slicer downloads between January 2015 and February 2019. Downloads spiked when the
Segment Editor module was released, and the increase of downloads per day accelerated.

A promising indication of the utility of Segment Editor is the interest expressed by several groups
in using the module and potentially tailoring it to their use cases or creating simplified applications
embedding it. The majority of these groups are in the field of machine learning, seeking to use
Segment Editor to productively create the vast training dataset for automated segmentation using
deep learning. Other groups are looking for new and efficient ways for detailed manual and semiautomatic segmentation of challenging anatomical sites such as the brain. Still others aim to use
segmentations in virtual reality as a way to highlight regions of interest when explaining the
surgical plan to the patient.
For open-source software, especially with a BSD-style license that allows complete freedom in
usage, it has always been difficult to measure volume of utilization and success of dissemination,
because it is not required to report results based on the software in question. Download activity
circumvents this issue, however, as it is related to the entire platform, its indications are far from
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definite, despite the correlations we see (i.e. the spike and apparent inflection point in downloads
coinciding with the release of Segment Editor). Forum activity is also useful, but due to the
helpdesk nature of forums we are only contacted by users and members of the community if they
encounter any issues or seek advice. Thus, we have no exact way of telling how many people have
used the software without any arising questions or problems.
Besides forum and download activities, a useful metric of adaptation are the papers published by
the community using the software. Although only a fraction of the projects end up being published,
these articles show what use cases the software is used for, how it was used or misused, and what
are its shortcomings. A search in Google Scholar on the term “Segment Editor” mentioned in the
articles produced 30 results verified to use the module as of February 26, 2019, only four of which
are from our research lab (the Laboratory for Percutaneous Surgery or the PerkLab), and 26 are
from different groups. In addition to this list, I attempted to find citations of the 3D Slicer reference
paper (Fedorov et al., 2012) and the paper about the project week event series (Kapur et al., 2016)
that mention segmentation and provide any clue that they used Segment Editor. However, I found
that many publications relying on manual or semi-automated segmentation using 3D Slicer simply
omitted any detail about how they did the segmentation. Other papers misspell the names of the
tools, for example “Slicer3D” or “Segmentation Editor”, making them difficult to find. I decided
not to consider papers that do not unambiguously claim using Segment Editor. Considering the
short time between the release of the first prototype of Segment Editor, the distribution of the
publications over time (see Figure 17), the fact that there have only been two stable releases of 3D
Slicer containing Segment Editor (4.8.1 and 4.10.1, the latter including considerable improvements
in Segment Editor since the former), and the time necessary to perform and publish research it is
safe to assume that the number of groups using Segment Editor will keep rising.
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Figure 17. Number of publications per month mentioning the term “Segment Editor” and actually using
Segment Editor between the release of the module (07/2016) and the time of writing (02/2019).

The geographical distribution of the groups publishing the papers is also interesting. As expected,
the majority of the research was performed in the United States (8). Other developed countries also
contributed research using Segment Editor: Canada (6 – four of which are from the Perk Lab and
thus not considered), France (3), Italy (2), the Netherlands (1), Austria (1), and the Czech Republic
(1). However, groups in developing countries all over the world use the software for research as
well: Ukraine (3 – note that all three publications are from the same first author), China (2),
Romania (1), and Colombia (1). There are two publications in which U.S. authors shared the work
with others: one with researchers in India and another with people in New Zealand. The only
continent without a publication using Segment Editor is Africa.
At the same time, numerous African countries (Senegal, Mauritania, Cape Verde, and Mozambique
to this date) have recently started using 3D Slicer including Segment Editor (see Figure 18), in
relation to a large European project called MACbiolDi, whose goal is to develop medical
technology and educational programs usable in the participant territories, paying attention to social
and business transfer. Besides medical schools in these African countries, 3D Slicer forms part of
the curriculum in the University of Szeged (Hungary). A PhD course at the Faculty of Medicine
named “Modern information technology in medical science” teaches medical information concepts
through 3D Slicer, which includes classes about segmentation using Segment Editor.

60

Figure 18. MACbiolDi summit in the Casa Africa in Las Palmas, Spain, where principal investigators of 3D
Slicer projects and experts meet officials from the African countries. The photo shows a presentation
involving Segment Editor (in the slide) with an abdominal atlas created by a participant from Senegal.

A summary of selected papers that use Segment Editor follows, grouped by application.
4.4.1 3D printing
The most populous use case in which the authors relied on Segment Editor is 3D printing. This is
not surprising, because 3D printing requires an accurately delineated and properly processed closed
surface, and – as mentioned in subsection 4.2.3 – many members of the community were interested
in this application shortly after the release of Segment Editor.
Carlino (2018) presented a generic workflow involving multiple open-source software applications
to design and print patient-specific models related to dentistry. Segment Editor formed the image
segmentation component of the workflow, while the other software tools were used to post-process
the produced model and drive the printing process itself. As the author described, “the fields of
application are many and embrace the surgical disciplines, education and dental procedures such
as implantology, prosthetics and conservative dentistry”. The targeted applications were education,
surgery planning, and implant design. The education direction generally aimed to use printed
models to decrease the use of cadavers, and help students learn anatomy and procedures. Surgery
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planning was claimed to simulate the patient anatomy in complex situations, “with the aim of
providing the surgeon with a real reference to plan the intervention”, to achieve better physiological
and cosmetic outcomes. Efficient implant design was intended to enable more customized implants
and better care, for example to allow “to create the personalized implant and then to insert it
immediately after the extraction of the tooth, in a single session”. The author used many features
of Segment Editor to create the models to be printed from the dental cone-beam CTs. Thresholding
on the bone density range quickly identified the mandible and teeth, which was then used as a mask.
The next step was separation of the different structures using basic tools such as Paint and Erase,
but also Keep Selected Island to “re-paint” parts of the mask into new segments. The Undo/Redo,
Show 3D, and file export functions were also used. The author noted that “a model could have been
created after the use of the threshold, but the separation of two models in software such as Blender
is longer and more complex than the simple selection/deselection of voxels that can be performed
in 3D Slicer”. It was also noted that the creation of the 3D model could be computationally
demanding, an issue identified in section 3.6. The following sentence is worth highlighting, as it
clearly summarizes the philosophy in a nutshell: “The freedom to adapt existing hardware and
software relieves the users from recreating basic functions, which are already tested in the existing
tools, and allows them to focus on solving the specific problem”.
Chen (2018) explored the advantages of 3D printing for treatment of congenital heart defects, which
disease presents “a wide variety of structural anomalies that range in severity, creating a need for
personalized, precision treatment”. The goal of this work was to establish a workflow for creating
congenital heart defect models “to improve treatment planning, reduce procedure time, and
improve patient outcomes”, and evaluating six software applications to perform this task, one of
them 3D Slicer’s Segment Editor. The main input modality was 3D ultrasound, and in some cases
CT. The competitors of Segment Editor were all commercial software, with price tags as high as
US$6900. In this work, a quite early version of Segment Editor was evaluated, and a simple
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workflow was developed relying on Threshold to create the initial segmentation, then Scissors and
Eraser to remove the noise and unnecessary parts. Even though several convenience features were
still missing from Segment Editor at the time of writing, it was found to produce an adequate
segmentation, noting, however, that it required the most amount of repair. It seems probable that
using effects more sophisticated than simple thresholding (such as Grow from seeds), and using
other effects for post-processing (such as mild smoothing), the output model would have required
less repair. Unfortunately the comparison was not thorough in other senses either, stating in the
results table for example that 3D Slicer does not have picture archiving computer system (PACS)
support. This oversight may be due to the fact that 3D Slicer does not come with professional
documentation or support, but only what the community can afford to maintain, which is somewhat
fragmented. This is supported by the following statement: “the tools were not readily identified and
required some time to figure out”. Indeed, a versatile research application with rich feature set does
have a steeper learning curve as opposed to commercial, single-purpose software, as noted in
sections 1.3 and 3.2. In general, it can be considered a success that Segment Editor stood firm in a
comparison against costly commercial solutions.
Matsiushevich et al. (2019) also evaluated software for creating models (STL files) for 3D printing.
This publication compared three free software applications for this task; besides Segment Editor
they assessed the previously mentioned ITK-SNAP, and a software called InVesalius (Renato
Archer Information Technology Center, Brazil). As the authors framed it: “3D printing of bone
models and also custom design of relevant prostheses starts from accurate STL files. These are
obtained from medical imaging after careful segmentation and 3D reconstruction using specialized
software, but most of these are very expensive”. Again in this publication, only simple tools were
used in Segment Editor: Threshold, Paint, and Erase. Despite the simple segmentation workflow,
after considering the features of the applications and a quantitative distance-map analysis, Segment
Editor came out as the winner: “overall, the models in 3D Slicer showed the best values”.
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Cross et al. (2018) discusses the viability of using open-source software for 3D printing in general,
due to their advantages, which, according to the authors, “include real‐time improvements made by
global communities, often greater customization, and avoidance of steep prices for usage rights.”
The goal of their publication is to aid the community by providing guidelines of usage and a generic
workflow to perform the segmentation and prepare the data for 3D printing. The authors explored
the features of Segment Editor, and concluded the following: “There are numerous methods within
3D Slicer that can be utilized to build models. The ‘Grow from Seeds’ method was preferred for
this project, as in our case it provided the most accurate result in the shortest amount of time.
However, it is sometimes incompatible with image files; threshold painting is an acceptable
alternative in these cases”. The incompatibility of Grow from seeds with images is not discussed,
however it is likely that they referred to images containing floating-point voxel values, which
situation could have been handled by using e.g. the Cast scalar volume module. In addition to these
effects, they claim to have used “manual segmentation functions” to increase segmentation
accuracy, and the export feature to save the STL files. Based on these facts, the segmentation
workflow determined by the authors can be considered an efficient one. The authors note in their
discussion the following: “We chose 3D Slicer to segment the model because we believe it is the
most powerful open‐source software for creating models from patient scans and has functions, like
the ‘Grow from Seeds’ method”.
The paper of Denizet et al. (2019) explores the possibility and method of using multi-tissue printing
to aid complex kidney transplantation cases. In these cases, the patients have arterial calcifications,
which, due to the suboptimal quality of the non-contrast enhanced CT image, requires that the
surgeon palpates the arteries during operation to aid in decision making. This sometimes
necessitates “to adapt their procedure, to make an emergency request for vascular surgeons to
perform a bypass, or to even cancel the transplantation altogether”. Multi-tissue 3D printing could
solve this problem by reproducing the arteries, and allow the surgeon to “replicate the sensation
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found in the operating room”, enabling them to make the decisions safely, in advance. A simple
workflow was used in Segment Editor, relying on Paint, Threshold and Smoothing, to segment the
arteries and the calcifications. The authors report a segmentation time of 30-45 minutes. Feedback
was excellent: the answers to the questionnaire showed great match between real and printed
anatomy, and an unequivocal yes to the willingness to use the method themselves.
Plavitu et al. (2018) investigated creating geometrical models to understand and characterize the
geometry of the structures in the knee joints for surgical planning of lesion removal and repair
through the use of 3D printing. Their ultimate goal is that the knee’s “dimensions and position may
be better understood, and the surgical intervention may be better planned out, potentially resulting
in a shorter operating time and an overall superior outcome for the patient, and even potentially
diminishing the number of unnecessary surgeries performed”. The only detail the authors disclosed
about the usage of Segment Editor is that it involved the Threshold effect. The way the authors
describe the Threshold effect (i.e. “threshold based automated segmentation technique”) is quite
illustrative of the understanding of the available segmentation methods, considering Threshold is
one of the simplest of all, and it hardly can be classified as an automated technique. After
segmentation they used the Segment Statistics module to calculate the volume of the structures.
The authors found Segment Editor useful for their work: "We found the automated segmentation
of the normal knee bone segments to be facile using the dedicated software package 3D Slicer,
keeping in mind that we had 286 DICOM images to work with, with a slice spacing of 0.7 mm”.
The notion about the number and size of images referred to the size of the database they needed to
manage, which Segment Editor apparently managed to deal with.
Vassallo et al. (2018) focused on evaluation of new minimally invasive surgical techniques, as well
as surgical rehearsal and training. Since both of these benefit from synthetic manufactured anatomic
structures, but neither of these require patient-specific objects, the authors explored the possibility
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to make their manufacturing more cost-effective. They devised a technique to 3D print molds of
these structures that can be used for inexpensive reproduction of the structures in high numbers. As
they formulate: “This generic mold makes it possible to create physical models with multiple
components and complex internal structures including tumors, vasculature and other anatomic
components with accuracy”. The authors did not provide details of using Segment Editor, except
that they used “combination of thresholding and manual techniques”, and that they used the export
function to save the models to STL files.
4.4.2 Modeling
Another class of projects that regularly rely on image segmentation is modeling, which aims to use
the segmentation along with the original anatomical image to extract useful metrics and
characteristics from each structure, using them for simulation, planning, prediction, etc. Various
groups used Segment Editor in their work in this field.
In his Spanish language thesis, Rodríguez (2018) analyzed the distribution of stress in the soft tissue
after a transtibial amputation (i.e. of the lower leg between the ankle and the knee) using finite
element models. Such analysis aims to help in design of prostheses better suited for the individuals,
resulting in uniform stress on the soft tissue of the skin with the patient-specific prosthesis. The
segmentation step of the workflow was carried out using Segment Editor. It appears that only the
most basic editing effects were used such as Paint, Draw, and Erase, along with simple
morphological operations such as Erode. Post-processing of the segmentations was performed in
another software. There seems to be no reason for such fragmentation of the workflow, as all the
described tools in the processing software are available in Segment Editor. The final surface mesh
was then fed into a finite element solver, which calculated the forces for the quantitative analysis.
Turický (2018), in his thesis written in Czech, aimed to model a part of the human body including
a malignant tumor in 3D for modeling in an electromagnetic field simulator. Segmentation for
66

modeling was done on CT and MRI images, using Segment Editor. The author discusses the main
critique about 3D Slicer, being its fragmented and not always up-to-date documentation, and the
occasional bugs, but stating also that this is due to its continual development, and the bugs are fixed
by the developer community in a timely manner. The basic features of 3D Slicer were listed, along
with a quite thorough list of Segment Editor effects. The exact segmentation workflow seems not
to be detailed. The resulting segmentation was then exported and used as input in the modeler
software.
Vicory et al. (2018) investigated the possibility of using free, open-source software for creating
tetrahedral meshes for finite element modeling. The authors used both the Segmentations module
and Segment Editor to manage the segmentation, which modules they found easy to use. They
briefly described the automated editing tools such as GrowCut and Fill between slices, as well as
the post-processing effects such as smoothing, island removal, and hole filling. The authors then
used the SegmentMesher extension, which contains modules to convert a segmentation node into
tetrahedral meshes, ready to feed into finite element modeling software.
Zhang et al. (2018) explored whether computed morphologic features could be used as predictors
of complications with aneurysms after a specific type of treatment. In their relatively large trial, the
aneurysms of 58 patients were segmented using Segment Editor. The publication did not detail
which effects were used, only that segmentation was performed manually, slice by slice, which
suggests that they did not explore the features of Segment Editor but settled with a workflow of
limited efficiency. The segments were then fed to a python-based radiomics package to calculate
shape features, which were used in the predictive model.
4.4.3 Clinical studies
It is a common need in medical studies to quantify certain properties of anatomical structures to
reach a conclusion supported by statistical analysis. In order to calculate the metrics used in the
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analysis, the region of the anatomical image needs to be accurately identified. A number of
publications were produced in this category, where the Zhang et al. (2018) paper from the previous
subsection could also be categorized.
Mercan et al. (2019) were interested in the difference of cranial bone growth between healthy babies
and those with sagittal craniosynostosis (SCS). This condition is the most common type of
premature perinatal cranial suture fusion, resulting in abnormal head shape, requiring extensive
surgery to correct. The ultimate objective of this project was to develop methods for predictive
models of surgical outcome, to identify the optimal time to intervene. This study was the first step
taken towards this goal, providing an understanding of the shape changes and suture closure
patterns that occur in SCS compared to healthy children. 81 SCS and 34 healthy babies participated
in the study, which is a quite large cohort. CT images were segmented using Segment Editor,
mainly using the Threshold effect. Then the authors used these segments to quantify skull growth
metrics using anatomical landmarks.
Omran et al. (2018) evaluated whether active bleeding after recanalization (i.e. restoring the flow
in vessels) is associated with an increased volume of hemorrhagic transformation, which is a
spontaneous complication of ischemic stroke. Segment Editor was used to delineate the hematoma
(i.e. accumulated blood outside the vessels) volumes using Level tracing and Fill between slices.
The measured volume of the hematomas were used in the statistical analysis that ultimately proved
the hypothesized association.
Petrenko (2018) – in his Ukrainian language journal article – was looking for correlation between
changes in magnetic properties of certain brain structures and the presence of parkinsonian signs
in patients with chronic cerebral ischemia, which is a sub-type of stroke, related to insufficient
blood flow. The study involved 82 patients with this condition. MRI images were acquired and
segmented using Segment Editor, then quantified using Segment Statistics. The segmentation
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workflow was not described in this publication. The metrics calculated by Segment Statistics were
used in statistical analysis to establish the presumed correlation.
4.4.4 Dentistry
It seems to be worth noting that two of the twenty-six examined publications came from the field
of dentistry. The Carlino (2018) thesis was already discussed in the 3D printing category (4.4.1).
In addition to that, the work of Shah et al. (2018) also utilized Segment Editor to provide a solution
for a specific problem in dentistry. The authors designed an automatic quantification framework
for the detection of cracks in teeth. Cracked teeth are the third most common cause for tooth loss
in industrialized countries according to the authors, thus early detection could increase dental health
of the population. The framework was proposed to automatically detect, quantify, and localize
cracks in teeth in dental cone-beam CTs. Segment Editor formed part of the workflow that
generated synthetic training data for the automated detection algorithm. They “performed intensity
based segmentation and refined that segmentation using smoothing, morphological operators and
filtering”, then simulated a small crack with different orientation using a custom script and volume
deformation. This dataset was used to train an ITK-based detection method to identify and localize
the cracks.
4.4.5 Non-medical applications
Image segmentation is a task that proves useful in fields other than medicine as well. 3D Slicer is
equipped to support a wide variety of use cases thanks to the numerous supported file formats and
the management of units, which allows stepping outside of the human scale to microscopic or
astronomic.
Bouffard et al. (2018) published an article in the journal Developmental Biology about their project
in which the authors investigated the function of a protein called fibrillarin. They tested their
hypothesis on a group of live zebrafish mutants, tracking the development of certain organs such
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as brain or eyes. They used Segment Editor to measure the volume of these organs on confocal
microscopy images stained with different materials. The authors used the Threshold effect,
followed by refining steps using Paint and Erase, then Smoothing using the median filter option.
Closed surface was created for visualization, and the number of voxels was counted on the exported
labelmap volumes.
Punzo et al. (2017) applied the concept of interactive 3D image segmentation in astronomy. The
authors had looked for a way to visualize, segment, and analyze their astronomical datasets of
neutral hydrogen content in galaxies. 3D Slicer proved to be a good candidate for this task, but
lacking a set of features. Thus, the authors added support for the Flexible Image Transport System
file format of their datasets, for the special astronomical World Coordinate System, and a set of
interactive visualization and analysis features. They published these improvements in the
SlicerAstro extension (see a screenshot in Figure 19), which they made freely available in the
Extension Manager. To optimize their segmentation workflow, the authors opted for adding a new
effect to Segment Editor: “The CloudLasso method allows us to spatially select structures with
high signal-to-noise ratio (> 3) within a lasso region. Even if disjoint structures lie visually behind
one another, they can be all selected without including the noisy regions in between. For operating
the intended selection, a threshold has to be chosen. The CloudLasso algorithm, therefore,
comprises the following two steps: (A) Volume selection: the subset of the volume where the
intensities of the voxels exceed a threshold is computed using Marching Cubes. (B) Threshold
tuning: interactive adjustment of the intensity threshold”. The CloudLasso effect is used to refine
automatic segmentations from the source (i.e. galaxy) finder pipelines provided by the
observatories, and to select regions for quantitative calculations. The effect is also contained by the
SlicerAstro extension, and appears as a new tool button in Segment Editor after its installation.
Astronomical neutral hydrogen datasets may have a very low signal-to-noise ratio (<1). Therefore,
for optimal results the authors recommended combining the new effect in conjunction with the
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Shrink/Grow effect for removing isolated small peaks of noise in the segmentation, and applying
either the Logical Operators effect for Boolean operations or the automated Islands effect for
separating the galaxies. Besides the abovementioned features and the CloudLasso effect, the
authors developed a whole set of modules to facilitate comprehensive interactive analysis and
modeling of neutral hydrogen data. This project is a very interesting and commendable initiative to
use a flexible open-source platform in innovative ways.

Figure 19. A comparative layout from SlicerAstro. The 3D views show the astronomical data using different
filtering, and the 2D views show the same data with the segmentation done in Segment Editor. It is interesting
to see the very different dimensions shown in the header and scale rulers of the 2D views. Image from Punzo
et al., 2017
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4.4.6 Improving components of Segment Editor
Members of the community thankfully seem to make use of the extensible nature of the software
we develop. A fine example of that is the aforementioned SlicerAstro extension by Punzo et al.
(2017). Another published example of building on our tools is the work of Thomas et al. (2017),
who decided to improve the GrowCut algorithm used by the Grow from seeds effect to use for the
segmentation of heterogeneous lung tumors in positron emission tomography images. Their
improved algorithm relies on threshold-based estimates to initialize region growing instead of the
user-defined seeds, to make the segmentation fully automated and to increase repeatability.
Regrettably, this new effect has not been made available to the public at the time of writing this
thesis. Similarly to the private nature of the latter algorithm, other researchers, clinicians, or
developers might have chosen to create custom effects for Segment Editor, but due to its fully
permissive license, disclosure is not required. My hope is that that many groups make use of this
flexible segmentation application, in one way or another.
4.4.7 Discussion
The above catalog of research and education projects demonstrate the impact of the Segment Editor
manual and semi-automated segmentation application on the community. In the short two and a
half years since the release of its first prototype, it has been used in many countries on every
continent, in dozens of projects. The number of publications using Segment Editor is seemingly on
the rise, and the new education projects are encouraging examples of its utility in teaching.
Based on the review of the publications using the application, however, it is apparent that Segment
Editor is not used to its full capabilities. I base this claim on the fact that the majority of the
publications that provide details about their segmentation workflow only mention the most basic
editing tools such as Threshold, Paint, etc. This may be due to the fact that the usage of some of
the more autonomous effects is not obvious on first glance, and the authors lack the motivation to
explore the possibilities provided by the application in depth. We have made efforts to provide as
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much information on using the effects as possible since the first versions, such as the expandable
details panel above the options controls in the effect UI, as well as numerous videos on the PerkLab
YouTube channel, so hopefully future users will have an easier time figuring out the capabilities
of the editor. By tracking future publications, we will have a more complete picture about this,
nevertheless, continuing dissemination work and improving the usability of Segment Editor is a
must.
To conclude this chapter, I would like to cite a statement from the thesis of Bove (2018), who used
Segment Editor in his planning system for MRI-guided robotic interventions: “The process of
generating a solid mesh from a series of scans within Slicer was generally straightforward with the
Segment Editor, which was well documented on both the Slicer Wiki and through a tutorial written
for completing segmentations for 3D printing body parts. Slicer and this tool in particular have
been noted at providing excellent algorithms for processing medical images, for instance,
segmenting brain tumors, in a very accessible way for researchers”.
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Chapter 5
Facilitating clinical translation by simplifying the prototyping of
research applications
This chapter presents three end-user application groups developed by the author based on PolySeg,
to demonstrate its capability to facilitate clinical translation. Each application has solved a real
clinical problem in a partner institution and is in active use for clinical research and/or improving
treatments. These prototypes manifest the flexibility of the software infrastructure proposed in this
thesis and the possibility to rapidly develop end-user applications that can be used to translate
research ideas into routinely usable clinical software.

5.1 Medical research and the Valley of Death
The term valley of death is well-known in the circle of medical researchers. It refers to the
phenomenon that lies behind the lack of great breakthroughs in therapies that have been expected
after successes of basic research in the last decades. As Butler (2008) phrases it: “Over the past 30
or so years, the ecosystems of basic and clinical research have diverged. ... The abyss left behind
is sometimes labelled the 'valley of death' – and neither basic researchers, busy with discoveries,
nor physicians, busy with patients, are keen to venture there”. Similarly: “The clinical and basic
scientists don't really communicate”. The reason for this divide can be found in the very different
funding models of these two worlds. Basic research is funded mostly by government grants, and
their output is rewarded based on publications (i.e. bibliometric assessment). On the other hand,
technical clinical advancement is typically expedited by companies that finance themselves from
the market, and thus are mainly interested in profit. The migration of a discovery between these
two sides is called translation, and refers to the process that is needed from the output of basic
research to reach the clinic.
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The consequence of the valley of death phenomenon – as Baumann et al. (2016) claim in their
publication – is that “a substantial proportion of promising discoveries never find their way into
clinical applications, despite the fact that they have never been challenged or disproven in
translational preclinical studies or even early clinical trials”. At the same time the cancer research
community (and other medical fields) tend to overstate the value of their discoveries. To resolve
this imbalance, translational research needs to be carried out to prove or disprove the viability of
these methods in the clinical setting. Baumann et al. (2016) also state that “in order to safely
develop applications for translational research often requires a painstaking number of incremental
steps, which are usually performed by several groups of researchers”.
In software terms, translational research can be roughly described as the difficult path leading from
custom scripts to clinical software. The leap from one to the other poses a huge challenge, and as
mentioned above, could take a long time without dedicated funds, potentially going through many
in-between phases. This is where research platforms and re-usable software come in the picture.
These tools have already gone through this “painstaking” path, and can provide all the functions
necessary to evaluate a concept in a ready-made fashion, and can potentially serve as basis for the
commercial product. Thus, research platforms may serve as an in-between step between
technological prototypes and clinical end-user software, or even serve as both the basis of the
technological prototype and the clinical application. This concept is illustrated in Figure 20.
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Figure 20. Illustration of clinical translation through the example of vehicles. Technological prototypes are
not robust and cannot serve as basis for end-user applications. Clinical tools, on the other hand, are highly
specialized and are not flexible due to patient safety purposes. Research tools may serve as proof-of-concept
in-between steps, or even supersede this whole pipeline and serve as both prototype and the basis of
commercial, clinical software (Images from left: Gizmodo Media Group, unusuallocomotion.com, unsplash).

This is the process that needs to be streamlined and toward which PolySeg and its 3D Slicer
infrastructure are intended to take a step forward. 3D Slicer contains an abundance of robust MIC
features and facilitates the creation of end-user applications tailored to specific clinical workflows
(see section 4.3). PolySeg and its application layer provide partial automation that converts to both
user-friendliness of the application and rapid software development. The following sections
describe end-user applications implemented using PolySeg and 3D Slicer evaluating the feasibility
of innovative technologies, serving both as technological prototypes and aspiring clinical
applications.

5.2 Gel and film dosimetry analysis
The Cancer Centre of Southeastern Ontario (CCSEO) medical physics group is one of the world
leading labs in gel dosimetry research (discussed in subsection 2.1.2). However, translating their
cutting edge techniques to daily clinical use was hindered by the heterogeneous, lengthy, and errorprone analysis workflow previously available. Applications were developed to facilitate research
and, at the same time, evaluate the possibility of translating gel dosimetry into daily clinical use.
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The purpose of the gel dosimetry analysis application is to perform comparative dose analysis of
the planned and delivered dose distributions. The radiation therapy plan is created in a commercial
treatment planning system and arrives in DICOM RT format. The actual dose distribution and the
calibration image is read from gel dosimeters using an optical CT into a custom file format. After
the data is loaded, the volumes need to be overlaid (i.e. registered). Calibration of the dose happens
by registering a percent-depth dose curve to the dose profile measured at the center-line of the
calibration gel phantom, then fitting a function to the calculated dose values. After calibration is
applied, gamma dose comparison (see 2.1.2) is performed to quantify the match between the
planned and delivered dose distributions. The application can manage gel dosimetry workflows in
which data flow matches that of CCSEO5, with the additional ability of being able to enter the
calibration function and registration parameters manually if needed. In the recent years, the
application has been presented at various international workshops, including hands-on tutorials. It
is freely available as a 3D Slicer extension, and has been downloaded 6640 times considering all
versions, as of the time of writing.
The application was evaluated by Alexander et al. (2018) in its capability to replace the previous
workflow. The critical steps including image registration and gamma comparison were
quantitatively validated, and the analysis workflow was found to be robust: “gel dosimeter
calibration was proven to be precise and highly reproducible across several different users”. Using
this prototype, the duration of the analysis was reduced from 5-6 hours to ~15 minutes, which
presents a significant step in translating true 3D dosimetry from medical physics research to clinical
practice.
The framework of choice for the gel dosimetry analysis research application was the slicelet
concept (see section 4.3). The complex user interface was replaced by a wizard-like panel, which

5

https://www.slicer.org/wiki/Documentation/Nightly/Modules/GelDosimetry
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lead the user through the steps of the analysis. Pre-processing and data analysis steps that had been
performed manually in Microsoft Excel and Matlab were replaced by different 3D Slicer and
SlicerRT functions, decreasing the possibility of human error, and enabling the use of automatically
calculated data-dependent parameters. PolySeg features performed the following major functions
automatically: import of DICOM RT data, involving conversion from the planar contours master
representation to closed surface for visualization; preparation of binary labelmap mask for analysis
from the segmentation using closed surface to binary labelmap conversion. The employed
application layer features include 2D/3D visualization and bulk transformation of segmentations.

Figure 21. Screenshot of the final gamma evaluation step in the gel dosimetry analysis slicelet. Instead of the
complex 3D Slicer main window, a wizard-like user interface is shown in the left, leading the user through
the steps of the analysis.

Partial automation provided by PolySeg and its application layer contributed to a lean and
simplified codebase, as well as robust functioning. The functions related to conversion,
visualization, and transformation were typically single-line commands. The gel dosimetry
application consists of around 3300 lines of python code altogether, in contrast with the 15 million
line 3D Slicer ecosystem, including the 7500 lines of PolySeg core, 30.000 lines of the application
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layer, and 42.000 lines of SlicerRT. The amount of code that the actual clinical application takes is
negligible (~0.02%) compared to the vast infrastructure it relies on. This application was only
developed once, and there was no counter-implementation without using the different layers of the
platform, so no quantified evidence can be provided. Based on experience, however, the anecdotal
observation is that the development of this application was quite smooth, with a low number of
bugs and iterations in general. This can be claimed for the other applications presented in this
chapter as well.
A similar application prototype has been developed for 2D film dosimetry analysis (Alexander et
al., 2017), encouraged by the success of the gel dosimetry application. Although radiochromic film
dosimetry has been widely adopted in the clinic, common clinical film analysis software is not
transparent in what corrections or optimizations are performed under the hood. The film dosimetry
analysis application is very similar to its gel counterpart: it is a slicelet and uses very similar
functionality, however it contains fewer and less complex analysis steps, and operation is simpler.
Consequently, its codebase is also smaller; merely 2000 lines of code. According to the physicists
at the Cancer Centre, the film dosimetry application “enables convenient film dosimetry, free from
the constraint of commercial analysis or read out systems”. Other than convenient functioning and
transparent processing, the slicelet enables evaluating experimental techniques, such as multichannel dosimetry methods. The film dosimetry analysis application is also freely available, and
its download count is currently at 2310.

5.3 MRI-ultrasound contour propagation
For prostate treatment, an alternative to treating the whole gland is to irradiate the dominant
intraprostatic lesion. Many clinics use ultrasound (US) as their planning modality, however, it is
not effective in identifying these lesions due to lack of contrast in the US images. Magnetic
resonance imaging (MRI) can make the lesions visible, allowing accurate segmentation of the
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gland, lesion, and urethra. This additional information can be used at the time of biopsy, treatment
planning, and catheter guidance, after superimposing the structures delineated on the MRI to the
US image (i.e. contour propagation).
We have entered in collaboration with the Centre Hospitalier De L'université De Montréal to
prototype a clinical end-user application for automated fusion (i.e. registration and overlaid display)
of the segmentations done on the MRI and US images. The application aimed to enhance the
accuracy of therapy planning and catheter insertion navigation by supplying MRI-segmented
structures on the real-time planning and navigation modality of ultrasound through contour
propagation. Two DICOM RT studies served as input: the MRI and US images, and the
corresponding segmentations. The segmentation performed on the ultrasound only contained the
prostate gland, but that of the MRI contained additional structures as well, such as the tumor (i.e.
the target) and the urethra (an organ at risk). After assigning the data objects to the roles (heuristics
helped finding an initial pairing), the automatic registration was executed after a single button press.
Export of the deformed structure set to a DICOM RT study for use in treatment planning and
catheter insertion guidance was also available via single buttons. Finally, an evaluation section on
the UI calculated Dice Similarity Coefficient and Hausdorff distances based on the warped MRI
and US prostate segments to quantify the accuracy of the segmentation, as well as a section where
fiducial points could be placed on both images to calculate target registration error. The application
in its entirety was created by the author of this thesis, while the evaluation study was performed by
the collaborators in Montreal.

80

Figure 22. User interface of the Prostate MRI-US Contour Propagation clinical application. The left panel
shows the input selection controls (top), the single-click registration and export functions (middle), and the
evaluation tools (bottom). The bottom right panel shows the evaluation report. The image viewers show the
MRI image with the structures (blue: MRI prostate, yellow: MRI urethra, opaque red: MRI gross tumor
volume, semi-transparent red: US prostate).

The prototype was evaluated on 15 patients in the initial study by Poulin et al. (2018). Out of this
cohort, the module was successfully used for 14 patients. The excluded patient, for whom contour
propagation was found inadequate, had a distended rectum on the day of the MRI, and despite the
high segment comparison metrics, the deformation field seemed invalid. The average 2 mm
accuracy of the registration was found to be in line with the reported methods, which range from
2.4 to 3.4 mm. The authors concludef that “the registration workflow was found to be sufficiently
efficient for use in the clinical workflow”, so this attempt at making steps towards clinical
translation of an innovative technique was successful, and showed further promise in the use of
open-source research platforms for clinical translation, in this case particularly PolySeg and 3D
Slicer.
The MRI-US contour propagation application was implemented as a regular 3D Slicer module, due
to the simple usage provided by full automation and limited need for user interaction. A generic
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sister module called Segment Registration was also developed for use of the wider community,
allowing the use of any modality and image type, and without the built-in evaluation functions (that
can be performed independently using different 3D Slicer and SlicerRT modules). The two modules
were implemented purely in python, consisting of 1620 lines of code altogether, and are bundled
in the freely available extension also called Segment Registration, currently having been
downloaded 2260 times. PolySeg features were employed for DICOM RT import similarly to the
gel dosimetry application, but were used more intensively for pre-processing the input data. Various
vtkOrientedImageDataResample functions (see subsection 3.3.1) were used to prepare the prostate
binary labelmaps on a common frame of reference with a padding distance around the prostate, in
order to accommodate the special registration algorithm the module relied on (Fedorov et al., 2015).
From the application layer, import and export functions between segmentation objects and
traditional labelmap volumes were used to interface with the registration algorithm. The bulk
transformation feature warped the MRI contours to the US frame of reference for evaluation and
export. The advanced visualization options enabled appealing and easy-to-interpret presentation of
the fusion results in 2D and 3D. Finally, exporting to DICOM utilized the resampling and
conversion functions once more.

5.4 Open-source external beam planning radiation therapy treatment planning
system
Radiation therapy is an active area of research, in continual pursuit of better patient outcomes. New
types of radiation as well as new delivery techniques for existing modalities are among the topics
of investigation. However, evaluating these new methods is not straightforward. New techniques
using existing modalities may be assessed using user scripts within commercial treatment planning
systems (TPS), but the researchers may face limitations in terms of performance, data access,
flexibility, and user interaction. Evaluation of new techniques is even more difficult, because the
physicists do not have an easy-to-use system they can freely extend with their method, without
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developing unrelated application features. In these cases they need to rely on in-house Matlab
programs and heterogeneous toolchains involving command-line software packages for particlematter interaction simulation, such as the popular EGSnrc (Kawrakow et al., 2017) and Geant4
(Agostinelli et al., 2003). By providing a general purpose TPS, which contains all the features
familiar to the clinical staff, and can be interfaced with the dose calculation engines provided by
the research groups, the clinical evaluation and potentially translation of their experimental
technique can be expedited.
We entered into collaboration with the Massachusetts General Hospital to provide a planning
system for their proton (see 2.1.1) dose engine. A new user module within the SlicerRT toolkit
called External Beam Planning (EBP) was developed to provide the generic features for forward
planning (see also subsection 2.1.1). These features included selection of the reference anatomy,
segmentation, isocenter (i.e. the point through which the central rays of the beams pass), and
creation and setup of beams (field size, gantry angle, collimator angle, etc.). Extensibility and
flexibility were kept in mind when designing the EBP module: the dose engines can be registered
as plugins, providing not only the dose calculation algorithm itself, but also a set of method-specific
beam parameters, which appear on the UI within the Beams module (accessible also from EBP
when editing a beam). In addition to the geometry related beam parameters, the dose engine plugins
can specify parameters of numerous types in existing or new parameter groups. Engines can be
made accessible in separate 3D Slicer extensions. The engine plug-ins may currently be
implemented in C++ and Python. The Python interface is ideal to drive command-line-based dose
engines due to the simplicity of shell access from Python. The C++ interface hosts the proton dose
engine (Sharp et al., 2017), provided by the Plastimatch image computation toolkit (Sharp et al.,
2010). The conclusion of this research involving SlicerRT for proton planning was that “modern
radiotherapy treatment planning using a fully open-source software is feasible, and supports
advanced research in proton-beam therapy”. The Beams module and the generic features including
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the plugin architecture of External Beam Planning was implemented by the author. A screenshot
of the EBP module and a proton treatment plan can be seen in Figure 23.

Figure 23. External Beam Planning proton therapy plan parameters (left) and dose calculation result (right)
on a prostate phantom case.

Due to the research-heavy orientation of this application, the EBP module is implemented as a
simple 3D Slicer user module, in order to preserve easy access to all the processing and evaluation
tools within 3D Slicer and SlicerRT. The streamlined application approaches (i.e. slicelet/guidelet
or custom application) will be ideal when opting for using a 3D Slicer based TPS in the clinical
translation phase. EBP relies on PolySeg in numerous steps of a planning workflow: import and
export of DICOM RT datasets, target volume related tasks such as isocenter placement in the center
of mass, and evaluation purposes, such as DVH calculation and gamma dose comparison. The
open-source libraries that the EBP application builds upon enable a lean codebase for the individual
dose engine plugins. As an example, the amount of code that needed to be written for the proton
plugin itself was 490 lines.
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Besides the proton engine, which can be considered stable and mature, there is ongoing work
towards creating a dose calculation plugin for orthovoltage radiation therapy (ORT). This treatment
modality is unique in the sense that these interventions have been performed without a numerically
supported treatment plan. This is partly because the ORT treatment head is manually operated (see
Figure 3), and partly because treatment planning based on traditional clinical markups has been
considered adequate. This is one of the main reasons for the lack of interest in development of
commercial image-based treatment planning systems and dose computation algorithms for
orthovoltage x-ray therapy. However, advantages such as sharp dose gradients in depth and lateral
directions are major challenges for treatment planning for lesions on sharp irregular skin surfaces,
overlying (shielding) and underlying tissue inhomogeneities (e.g. bone or air) resulting in huge
uncertainties between intended and actually delivered doses to the target and organs-at-risk.
The Cancer Centre of Southeastern Ontario (CCSEO) is currently working towards establishing a
workflow to support such complex cases by creating patient-specific treatment plans, and
accurately calculating the intended dosage. Their intention is to improve the quality of overall RT
treatment planning of superficial tumors, and to make these types of treatments more affordable by
utilizing the cost-efficient modality of ORT in most of these cases, instead of the more costly
electron and brachytherapy treatments. The CCSEO researchers have been working on accurate
Monte-Carlo based calculation of deposited dose using the abovementioned EGSnrc software
package. We started implementing a Python-based EBP plugin to prepare the input and drive their
command-line toolchain. The complexity and state of the orthovoltage RT dose engine is shown in
Figure 24.
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Figure 24. Data flow diagram of the orthovoltage RT dose engine plugin for EBP. Orange cylinders: input
data, green cylinders: calculated data (Phantom is a special EGSnrc file format representing the CT image),
blue rectangles: EGSnrc components, orange and red boxes: remaining CCSEO and PerkLab tasks,
respectively, blue arrows: EGSnrc data flow, black and red arrows: SlicerRT data flow components that are
done and missing at the time of writing, respectively.

There are other treatment modalities, which various research groups have shown interest in
integrating them with EBP. Another project of the CCSEO medical physics group is to retrofit the
Cobalt-60 RT modality with modern techniques to make RT more accessible in developing
countries. Cobalt machines use a simple radioactive source to emit the (gamma photon) radiation,
and were the pioneers of RT. These cost-effective units have been pushed out of the mainstream
by expensive linear accelerators. Now, the marketplace in the developed countries is saturated and
market opportunities in the developing countries are being reconsidered. However, many clinics
appear to be hesitant to employ this affordable technology for lack of current data about their
efficiency and reliability. Studies conducted at CCSEO have shown that the known issues with
Cobalt-60 machines can be mitigated to be negligible in most scenarios (Dhanesar, 2013). These
encouraging results open the way to clinical translation of Cobalt-60 machines that are upgraded
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to offer treatment of comparable quality as linear accelerators. CCSEO is working towards an
EGSnrc-based dose calculation engine, which, if integrated into EBP, aspires to open the way for
modernized Cobalt-60 treatment.
Further future work includes adding native Matlab support to EBP. Matlab is a popular platform in
medical physics to implement in-house methods and evaluate new techniques, despite its
drawbacks related to poor user interaction and user interface support, and its lack of MIC and RT
related features such as segmentation and registration. There are, however, promising efforts in
terms of dose calculation based on Matlab, which seem to be worth interfacing with the featurerich SlicerRT ecosystem including EBP. The matRad (Wieser et al., 2018) toolkit provides dose
calculation engines for multiple modalities (photon, proton, carbon ion), although some of them
are not validated, and mainly intended for educational use. That said, EBP may be used in education
as well, considering that it offers a look&feel and features similar to commercial TPSs. Once adding
support for a new plugin type for Matlab-based dose engines, integrating the core EBP features
with a Matlab plugin interface via Matlab Bridge (see subsection 3.3.3), creating a plugin for
matRad would be straightforward.
There are features integral to modern TPSs that EBP does not contain at this time. The two main
features that would enable using EBP for state-of-the art techniques are inverse planning and multileaf collimators (see subsection 2.1.1 for both). Support of inverse planning could be added through
adding user interface to specify dose objectives and the option to interface EBP to plan optimizer
software. An implementation of multi-leaf collimator support already exists within SlicerRT,
however it is disabled, because it was left unpolished. Reviving that function would be highly
useful. Implementation of these feature will happen on-demand, when a research group wishing to
collaborate requires it for their workflow.
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Chapter 6
Using fuzzy logics to determine optimal oversampling factor in binary
labelmap conversion

This chapter is based on work in revision at a peer-reviewed journal.

6.1 Motivation
A basic tool for evaluating radiation therapy treatment plan quality is the dose-volume histogram
(DVH) that provides dose information for target and organ-at-risk structures that is easily
assessable by the radiation treatment care providers. As DVH and derived metrics often form the
objective function in automatic treatment plan optimization, their accuracy is important to ensure
that indeed the most optimal plan is selected. The task group commissioned by the American
Association of Physicists in Medicine to identify features to include in RT quality assurance
considered DVH one of the features to be analyzed (Fraass et al., 1998). The role and importance
of DVH in RT treatment planning have been shown by several research groups as well (Corbett et
al., 2002; Nelms et al., 2015; Sunderland et al., 2016).
An early step in DVH calculation is converting the structures that are stored in series of 2D planar
contours into 3D binary volumes, i.e. voxelization. These planar contours are often converted into
3D surfaces as a pre-processing step so that voxelization can be performed more easily. Although
the voxelization step itself is rather straightforward, there are certain decisions to be made that may
significantly influence the resulting DVH. One such decision is whether to include each border
voxel, i.e. voxels only a part of which falls inside the structure. This is an especially important
factor in areas of high dose gradient (often at the edges of organs-at-risk in an effort to spare the
structure), where inclusion or exclusion of a single border voxel may influence the DVH in such a
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way that it compromises the treatment plan optimization process, potentially resulting in a suboptimal plan being selected by the planning system (Leasure et al., 2017).
Another decision to be made is the resolution of the grid that is used for voxelization. The
accompanying dose distribution volume is typically used as grid reference, but its resolution is
unsatisfactory in case of smaller or more complex structures, where a high ratio of the voxels are
border voxels. Using a too low resolution voxelization grid can introduce several types of artifacts
in the DVH, potentially distorting DVH metrics used in plan optimization. These artifacts are most
likely to appear in high dose gradient areas, which means that the targets and the most endangered
organs at risk are most prone to produce inaccurate metrics, potentially steering the plan optimizer
away from the global optimum. Figure 25/A shows the “staircase” artifact, caused by the low
number of voxels taking part in the calculation, and Figure 25/B shows consistent shift, which is
caused by a difference in coverage at the borders. As the grid resolution directly influences the
proportion of border voxels, which we established above as critical regarding the measurements,
by increasing the grid resolution, the DVH inaccuracies can be mitigated. In this situation, dividing
the reference voxels into smaller equally sized voxels (i.e. oversampling) seems to be a good idea,
because then the borders of small or complex structures can be approximated more accurately.

Figure 25. Representative DVHs from a brain analytical dataset to illustrate the potential artifacts associated
with voxelization of structures at low resolution (2.5mm isotropic, typical dose volume spacing in clinical
setting – solid line) and high resolution (0.25mm isotropic – dashed line). The resolution effects are more
pronounced in small sized structures than in large structures. A: Staircase effect on histogram of an optic lens
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(blue lines) and eyeball (maroon lines), caused by the low number of voxels (samples) available for that
structure. B: Consistent shift on the histogram of an optic chiasm (pink lines), brain stem (brown), and brain
(green), caused by the difference of coverage of the structure’s border on the dose volume

The number of divisions along each axis is called the oversampling factor. Simply increasing the
oversampling factor for each structure, however, is not feasible, because it poses a greater
computational and storage demand, which may increase the processing time beyond the clinically
acceptable range (time is important because thousands of DVHs are calculated in each plan
optimization process). To mitigate this issue, determining of the oversampling factor for each
structure is necessary. Application of such per-structure voxelization grid resolution was also
suggested by Drzymala et al. (1991) in their overview paper about DVHs. Although manual
selection of these factors is a possibility, it would not be feasible due to i) the added unnecessary
complication to the planning process, ii) the required additional staff training, and iii) its time
requirements beyond clinical applicability.
The objective of the research in this chapter is to automate the selection of the optimal oversampling
factor to avoid both inaccurate voxelizations potentially resulting in erroneous treatment plan
optimization and clinically unfeasible computation time. The proposed method is applicable in
other areas of MIC as well, whenever voxelization needs to be done to preserve the details of
segmented structures while keeping the cost reasonable. I propose a fuzzy-based method for
calculation of the oversampling factor, so that the DVH calculation process only uses high
oversampling factors in case of the aforementioned problematic small or complex structures, but
uses the standard reference grid (factor of one) for the structures that are relatively insensitive to
the grid resolution, or even subsamples the volume for especially large structures (factor of one
half).
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6.2 Fuzzy algorithm to find optimal oversampling factor
A few factors may influence the choice of the magnitude of oversampling, the two most significant
of which are relative structure size and complexity. The smaller the structure, the greater the ratio
of the border voxels among all structure voxels, which means greater uncertainty of volume
measurement and dose value inclusion (or exclusion). In these cases we can increase the accuracy
by increasing the oversampling factor. In the case of large structures the opposite is true, so using
low oversampling values can be used to reduce computation time, while not sacrificing accuracy
(in this work we measure accuracy based on DVH). The other deciding factor is structure
complexity, as it also influences the ratio of border voxels. If a structure is simple, then most of the
included voxels fall inside the volume, while if it is complex, then the border voxels are more
emphasized.
We have used terms such as “relatively small”, and “complex” which may be straightforward to
decide for a human, but less quantifiable. A natural choice of method for making a limited-choice
decision based on relatively subjective terms is a fuzzy inference system.
Voxelization of the structures stored in DICOM RT format is performed as discussed in previous
chapters: the RT structure sets are stored in stacks of planar contours, which are first converted to
closed surfaces through triangulation to achieve the highest similarity between the contours and the
surfaces (see 3.4.4), and then these surfaces are voxelized using an oversampled grid (see 3.4.2).
The final conversion step has a reference image geometry parameter that is set to be the dose grid
in course of the DVH calculation process, and an oversampling factor parameter, which is
determined by the proposed fuzzy-based method.
6.2.1 Fuzzy systems overview
As the following sections describe the details of the implemented fuzzy inference system, a brief
description of this concept is in order. Fuzzy sets (Zadeh, 1965) are special types of sets where the
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elements have degrees of membership instead of the binary membership in classical set theory. The
elements of a fuzzy set are assigned real values in the interval [0, 1], while elements of the
traditional “crisp sets” can only be assigned either 0 or 1. Fuzzy set theory allows representing more
realistic scenarios where the membership of an element in a set can be partial. Figure 26 illustrates
this concept through defining fuzzy sets for age groups. Fuzzy logic defines fuzzy operators for the
well-known Boolean operators ‘and’, ‘or’, etc., as well as implication operators, which are the bases
of the different fuzzy inference systems, as described by Lee (1990). These systems – also called
fuzzy control systems or fuzzy rule systems – are designed to make decisions based on a number
of defined fuzzy inputs. Usually crisp real-world measurements are “fuzzified”, i.e. converted to
membership values, which are the inputs (called antecedents) to the inference system. Next, a predefined set of rules are applied to the antecedents to determine the “consequents”, which are also
membership values, but of the output fuzzy sets representing the decisions. The fuzzy rules are
most commonly intuitive if-then statements, which naturally follow from real-world observations.
The decision made by the system is a crisp value that is gained by “defuzzifying” the consequents.
This process consists of creating the weighted consequent functions using the membership values,
then combining the consequent functions into a single output function, which is finally converted
into a crisp value by a simple geometric operation, such as mean of maxima or center of mass. The
various fuzzy inference systems differ in the details of this process, such as the implication function
itself, the method of applying the weights to the consequent functions, or the method of
defuzzification. A detailed description of the applied inference system follows after specifying the
inputs and the output decisions.
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Figure 26. Illustration of fuzzy sets using the example of age groups. The difference from crisp sets is that
e.g. for the “young” set, the elements (i.e. people) are not divided by a “crisp” value (e.g. 26 years) to
“completely young” and “not young at all”, but can have various degrees of youth. Furthermore, people can
belong to multiple age groups with various degrees of memberships.

6.2.2 Relative structure size
The primary metric from which the optimal oversampling factor is calculated is relative structure
size (RSS). We chose to define it as the cubic root of the ratio of the structure volume and the
volume of one voxel in the reference dose image, i.e. the number of voxels the structure spans on
average along each axis.

3

𝑅𝑆𝑆 = √

𝑠𝑡𝑟𝑢𝑐𝑡𝑢𝑟𝑒𝑉𝑜𝑙𝑢𝑚𝑒
𝑣𝑜𝑥𝑒𝑙𝑉𝑜𝑙𝑢𝑚𝑒

(1)

The structure volume in Eq. 1 can be calculated from the closed surface intermediate representation.
Four fuzzy sets describing the relative structure size can be defined (see Figure 27):
1. Large – body, lung, group of medium-sized organs, large isodose volume, etc.
2. Medium – bladder, heart, brain, group of small organs, etc.
3. Small – brain stem, eyeball, spinal canal, target, etc.
4. Very small – optic lens, optic chiasm, optic nerve, target, hotspot isodose volume, etc.
6.2.3 Structure complexity (compactness)
The topic of quantifying complexity of spatial objects has been studied by several groups. Brinkhoff
et al. (1995) proposed a 2D contour complexity calculation method mainly for geographical
formations. However, the stack of planar contours representation is a legacy format used in DICOM
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RT, and modern formats such as DICOM Segmentation or research formats are represented as
volumes or surface meshes. Furthermore, complexity also needs to be measured in the out-of-plane
direction. O’Rourke (1985) developed a method for finding minimal enclosing boxes for shapes,
which could potentially be useful to apply for complexity measure computation, but aside from the
same problem mentioned above, it would also be computationally too complex. Other approaches
exist, such as the method of Rigau et al. (2005), which uses mutual information to measure object
complexity, but it is also too computationally demanding for a task where we actually strive to save
computation time by calculating these measures.
Another possibility for quantifying complexity would be to compute a similarity metric – Dice
similarity (Dice, 1945) or Hausdorff distance (Huttenlocher et al., 1993) – of the structure and the
sphere centered at the structure’s center of mass, with a volume equal to that of the structure.
However, these similarity measures require voxelized inputs, so using them would be a major
overhead.
The measure of complexity we chose for our algorithm is of Alyassin et al. (1994), which is
specifically designed for medical data, and is implemented in the VTK toolkit in the filter called
vtkMassProperties. This algorithm calculates the normalized shape index (NSI in Eq. 2), which
characterizes the deviation of the shape of an object from a sphere in O(n) time. A sphere's NSI is
one by definition and the NSI is always greater than or equal to one for complex structures. In
experiments conducted on typical anatomical structure sets from the SlicerRT data repository
(which includes the datasets detailed below) the NSI values fell between 1 and 2. So that the
minimum of the complexity measure lies at 0 (instead of 1 which is the minimum of NSI), we
define complexity as
𝑐𝑜𝑚𝑝𝑙𝑒𝑥𝑖𝑡𝑦 = 𝑁𝑆𝐼 − 1
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(2)

For example, complexity of the eyeballs is zero, and of branching vessels it is 0.6. Two fuzzy sets
were defined to describe the complexity of a structure: Low and High (see Figure 27). The fuzzy
set parameters were determined based on metrics calculated on a set of structures that were
subjectively classified.
6.2.4 Output oversampling factor
On one hand, too low oversampling factors make an overly crude voxelization grid resulting in
unacceptable data loss even for the largest and simplest structures, while the computational gain is
less significant with every decrease of the factor. On the other hand, if a too large factor value is
chosen, the voxelization step will take too long or too much memory to be feasible, while the
geometric gain will become negligible. Thus, four possible values were chosen for oversampling
factors: ½, 1, 2, and 4. The fuzzy sets of the input measures and the output oversampling factor are
reviewed in Figure 27. The input membership functions represent the degree of membership of
each structure’s quantified property in the defined fuzzy sets.
The membership functions have been established based on the measured metrics (RSS and
complexity) and the subjective size and complexity assignments made by the expert clinicians
determining the baselines. The system can be considered robust overall against tuning of the
parameters, meaning that minor changes in the fuzzy set boundaries do not influence the output.
One exception is the separation between the Very small and Small structure size classes, moving
which by a value of 1 may mean the difference between an oversampling factor of 2 or 4 for some
structures. Thus this value was chosen very carefully considering the structures in the baseline
datasets.
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Figure 27. Fuzzy memberships for the input measures and for the output oversampling factor used in the
voxelization process

6.2.5 Fuzzy inference system
The two most widely used fuzzy inference systems (Lee, 1990) are the Mamdani model and the
Sugeno Model. The primary difference between the two models is in the method for determining a
final output value. In a Mamdani inference system the output of each inference rule is a fuzzy
set. To obtain a single output value the output sets are combined and a defuzzification operator is
applied. In a Sugeno Inference System the output of each inference rule is a crisp scalar, typically
computed as a linear combination of the input variables. The final output value is a weighted
average of the output values of the inference rules, where the weights are the degree of applicability
of the rules. The Mamdani Model allows for greater flexibility and easier design and
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comprehension, while the Sugeno Model offers greater computational efficiency (though
determining the proper coefficient values in the linear combinations is a potentially difficult
problem). In this paper we choose to use a Mamdani Inference System to take advantage of the
ease of designing the fuzzy output sets and the greater flexibility offered by the defuzzification
stage of the computation. The number of rules we use is small, and the computational demands of
defuzzification are acceptable. The system defines the following rules:
1. If RSS is Very small, then Oversampling is Very high
2. If RSS is Small and Complexity is High then Oversampling is High
3. If RSS is Medium and Complexity is High then Oversampling is High
4. If RSS is Small and Complexity is Low then Oversampling is Normal
5. If RSS is Medium and Complexity is Low then Oversampling is Normal
6. If RSS is Large, then Oversampling is Low
First, the input measurements are fuzzified using the membership functions, i.e. the measured exact
value is converted into membership value for each set. Next, the rules are applied to them, yielding
the output (consequent) functions that are clipped to the membership values, and finally their center
of mass is computed, which is the output “crisp” value. This crisp resulting oversampling factor
power is rounded, and the actual oversampling factor is calculated as follows:
𝑜𝑣𝑒𝑟𝑠𝑎𝑚𝑝𝑙𝑖𝑛𝑔𝐹𝑎𝑐𝑡𝑜𝑟 = 2𝑟𝑜𝑢𝑛𝑑(𝑐𝑒𝑛𝑡𝑒𝑟𝑂𝑓𝑀𝑎𝑠𝑠)

(3)

Seeing how the inference system works in practice helps in understanding. We choose to illustrate
the process through the example of the Orbit Lt (i.e. left eyeball) structure of the ENT dataset as
seen in Table 2. The input crisp measurements are 8.16 for RSS, and 0.09 for complexity. After
fuzzification, the membership values for the RSS sets are 0.78, 0.22, 0, and 0 for the sets Very
small, Small, Medium, and Large, respectively, and 1 and 0 for the complexity sets Low and High,
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respectively. Based on the six rules, the consequent values that are used to clip the output functions
are 0.78 for the first rule, 0 for the second rule (because RSS is Small to the degree of 0.22, but
complexity is High to the degree of 0, and the ‘and’ operator takes the minimum of the operands in
the Mamdani system), 0 for the third rule, 0.22 for the fourth rule, and 0 for the last two rules. After
applying the consequent values to the output sets based on the rules, the consequent functions are
formed as seen in Figure 28. The center of mass of the consequent functions 1.26, and so Eq. 3
yields the value of 2, which is the defuzzified output.

Figure 28. Consequent functions for the Orbit Lt structure used in the example. The first rule resulted in
clipping the Very high output function to 0.78, the fourth rule clipped the Normal function to 0.22, and the
rest of the rules resulted in clipping to 0. The center of mass of these consequent functions is 1.26.

6.2.6 Implementation
The fuzzy inference system was initially implemented as part of the SlicerRT toolkit, and was later
integrated into the PolySeg library, as a component used in the closed surface to binary labelmap
conversion algorithm (see subsection 3.4.2). The fuzzy oversampling calculation algorithm was
implemented as one C++ class (vtkCalculateOversamplingFactor) that also integrates in the
general SlicerRT contour handling mechanism and the DVH module.
The only inputs to the algorithm are the intermediate closed surface model and the reference dose
image geometry. The algorithm consists of the following steps:


Calculate relative structure size (using the reference volume spacing and approximate
structure volume calculated by the vtkMassProperties algorithm in O(n) time)



Calculate complexity measure (as explained in subsection 6.2.3)
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Construct piecewise functions for the input sets and calculate memberships



Determine consequents (clipping output membership functions with rule membership
values)



Calculate areas and centroids of all the trapezoids of all the consequent membership
functions



Calculate combined center of mass: defuzzify and return output oversampling factor

6.3 Validation
Four RT studies were used to test the method: a treatment plan study for the RANDO® prostate
phantom (referred to as “PROS”), a study for the RANDO® ear-nose-throat phantom (“ENT”), a
treatment plan for a real patient that contains elaborate contours (“Branching”), and another real
patient plan for Fractionated Stereotactic Radiation Therapy (FSRT) treatment that has small
targets and high dose gradients (“FSRT”). The results are shown in Table 2.
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Structure

Approximate shape

RSS

Subjective
size

Compl.

Subj.
compl.

OF

PROS
Bladder

spherical

19.59

Med

0.04

Low

1

1

Rectum

cylindrical-vertical

12.53

Med

0.27

Med

2

1*

Body

cylindrical

88.14

Large

0.09

Low

0.5

0.5

Femoral H. Lt

spherical

14.68

Med

0.03

Low

1

1

ENT
Brain

spherical

41.47

Med/Large

0.15

Low

1

1

Brain Stem

cylindrical-vert. (banana)

12.63

Small

0.3

Med

2

1*

Lens Lt

hemisphere

2.06

Very small

0.02

Low

4

4

Optic Chiasm

"bone-shaped"

4.19

Very small

0.05

Med

4

4

Optic Nerve Lt

cylindrical-horizontal

4.82

Very small

Low/Med

4

4

Orbit Lt

spherical

8.16

VeryS/Small

0.09

Low

2

2

PTV1

spherical

20.10

Med

0.08

Low

1

1

Branching
Body

cylindrical

145.7

Large

0.38

Med

0.5

0.5

Kidney Rt

kidney

25.76

Med

0.23

Low/Med

2

1*

Vessels

branching cylindrical (Y)

27.13

Med

0.99

High

2

2

Spinal Canal

cylindrical-vertical-long

15.65

Small/Med

0.52

Med/High

2

2

Liver

liver

48.50

Med/Large

0.47

Med/High

1

1

FSRT
Body

cylindrical

92.49

Large

0.15

Low

0.5

0.5

Brain

spherical

59.78

Med/Large

0.08

Low

1

1

Brain Stem

cylindrical

15.96

Small

0.2

Med

1

1

Cochlea Lt

cylindrical

6.03

Very small

0.06

Low

4

4

GTV1 32.5/5

spherical

7.26

VeryS/Small

0.11

Low

4

4

GTV2 30.0/5

spherical

4.51

Very small

0.08

Low

4

4

Lens Lt

hemisphere

3.34

Very small

0.16

Low

4

4

Optic Chiasm

bone-shaped

4.26

Very small

0.34

Med

4

4

Optic Nerve Lt

cylindrical-horizontal

5.14

Very small

0.31

Low/Med

4

4

Orbit Lt

spherical

10.50

VeryS/Small

0.02

Low

2

2

PTV1

spherical

10.17

VeryS/Small

0.06

Low

2

2

PTV2

spherical

7.28

VeryS/Small

0.04

Low

4

4

Skin

thin layer

51.08

Med/Large

1.35

High

1

1

Spinal Canal

cylindrical-vert. (banana)

14.27

Small

0.31

Med

1

1

0

Table 2. Test structures, their computed and subjectively determined measures, and their computed
oversampling factors (left: consensus, right: calculated). The relative structure size (RSS) and complexity
(compl.) measure show the values as crisp inputs for the fuzzy system. Oversampling factor (OF) colorcodes: blue – baseline, green – perfect match, yellow (*) – not optimal but acceptable.
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Baseline oversampling factors for each test structure were determined as consensus by three
clinicians (medical physicists) in the cancer program at the Kingston Health Sciences Centre. Each
of the participating clinicians can be considered an expert in RT treatment planning, and the
decision was made based on their personal experience. The decision regarding the optimal
oversampling factor involved considering the following properties of the individual structures:
typical size and complexity, variance in size and shape within the patient population, and proximity
of the structure to high dose gradients. The calculated oversampling factors using the three different
surface representations were compared to the consensus clinical decision. The results show good
matching overall, with most of the cases matching perfectly, few acceptable deviations, and no
failures.
Oversampling factor calculation was also tested on the synthetic test dataset used by Nelms et al.
(2015). The four dose volumes in the dataset had the resolutions of 0.4x0.4x0.2mm3, isotropic
1mm, 2mm, and 3mm. The 50 structures were converted to closed surface using the converter
discussed in subsection 3.4.4. The system calculated oversampling factors for all dose-structure
pairs. The results are shown in Table 3.

Number of structures with oversampling factor

Dose resolution
(mm)

0.5

1

0.4 x 0.4 x 0.2

20

30

1x1x1

50

2x2x2

20

2

4

30

3x3x3
6
44
Table 3. Oversampling factors calculated on the Nelms et al. 2015 dataset. Each cell contains the number of
structures being assigned an oversampling factor paired with the different dose volumes.

Unsurprisingly, the resulting oversampling factors were mostly influenced by the resolution of the
reference dose volume. In case of the dose volumes where one oversampling factor was assigned
to some structures and another to others, the lower oversampling factor was calculated without
exception for cylinder structures created on low resolution dose volumes. One reason for this divide
101

is that these structures were considered low complexity due to end-capping, which added a top and
bottom circular “slice” with smaller diameter. The other reason is that the cylinders contain a larger
number of voxels than the spheres and cones, and these two factors contributed to lower outputs.
We can say that the results obtained on the validation datasets show oversampling values as
expected.
The DVHs computed using automatic oversampling factors and a constant manual factor of two
were also compared to results of third party applications via SlicerRT’s DVH comparison module.
The comparison algorithm follows the gamma-like DVH comparison method described by Ebert
et al. (2010). We used the results from two applications, one being Computational Environment for
Radiotherapy Research (CERR) (Deasy et al., 2003), a popular Matlab-based tool, and Eclipse®
(Varian Medical, Palo Alto, CA, USA), a commercial RT treatment planning system that is used in
many hospitals and clinics all over the world. According to the CERR documentation no
oversampling is performed, which means the software uses a factor of 1. Unfortunately we were
not able to access such documentation for Eclipse, and the software gives no information about the
DVH calculation details. However, its DVH calculation has been validated (Gossman et al., 2010),
and was found to satisfy the requirements set by the authors, so can be considered a suitable baseline
for this study. The comparison results (see Table 4) show that the new method utilizing automatic
oversampling factor calculation provides a similar match to the DVHs calculated by the third-party
applications as does the use of a fixed oversampling factor of two. In most comparisons the
automatic oversampling factor performs better than the fixed factor of two, however, general
improvement cannot be concluded. The goal of the comparison was to provide a wide range of
accuracy values for better comparison, which was achieved by applying very strict tolerance values
to be able to detect even the smallest deviations (1%/1mm instead of the typical gamma tolerances
3%/3mm).
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Eclipse® w/
Eclipse® w/
CERR w/
CERR w/
Structure
Auto
Manual
Auto
Manual
PROS Overall
95.74
97.53
99.93
97.68
BODY
100
100
100
100
Bladder
100
100
100
100
Femoral Head Lt
99.90
99.90
99.58
100
Femoral Head Rt
98.14
99.90
100
100
PTV
99.61
99.61
100
100
Rectum
76.76
85.74
100
86.08
ENT Overall
95.64
95.23
95.60
95.82
BODY
100
100
100
100
BRAIN
100
100
100
100
BRSTEM
100
99.04
93.31
100
CTV
100
100
100
100
GTV
98.95
98.95
99.04
99.04
Lens Lt
98.56
98.56
98.73
98.73
Lens Rt
99.52
99.52
99.36
99.68
Optic Chiasm
87.74
82.18
85.67
82.48
Optic Nerve Rt
86.49
86.59
85.99
85.99
Optic Nerve Lt
85.82
85.73
85.67
85.67
Orbit Lt
98.08
98.08
99.73
98.73
Orbit Rt
98.95
98.95
98.73
98.73
PTV
100
100
100
100
optBRAIN
100
100
100
100
optOptic
90.42
90.42
98.41
98.41
FSRT Overall
97.14
94.24
95.65
95.07
Body
100
100
100
100
Brain
100
100
100
100
Brain Stem
100
100
100
100
Cochlea Lt
99.17
99.14
98.97
98.97
Cochlea Rt
99.53
99.51
99.48
99.48
GTV1
100
100
93.81
92.78
GTV2
95.87
96.28
93.30
93.30
Lens Lt
93.19
93.79
92.27
92.27
Lens Rt
96.28
96.75
95.36
95.36
Optic Chiasm
94.36
94.54
90.72
88.66
Optic Nerve Lt
78.15
79.42
79.90
73.20
Optic Nerve Rt
98.18
98.42
92.78
92.78
Orbit Lt
100
100
99.48
99.48
Orbit Rt
100
100
97.42
97.42
PTV1
97.14
97.14
97.94
97.94
PTV2
96.86
95.53
90.21
89.69
Skin
100
100
100
100
Spinal Canal
99.84
99.87
100
100
Table 4. DVH comparison for SlicerRT manual oversampling of 2 (columns with Manual) and automatic
oversampling (columns with Auto), to CERR and Eclipse ®. The values are the 1%/1mm pass rates of the
DVH comparison.

The computation time of the oversampling calculation algorithm itself was also assessed, by
measuring the time needed to perform the two input measurements, and the time needed to run the
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fuzzy inference system. 178 measurements were made with all the three types of input surfaces and
all the test structures. The summarized average computation times can be seen in Table 5.

Total time (ms)
Measures (ms)
Fuzzy rules (ms)
Mean
16.5
5.9
10.6
Std.Dev.
16.1
14.5
4.1
Min
6.0
0.0
5.0
Max
112.0
99.0
37.0
Table 5. Overall averaged time measurements (in milliseconds) for calculating the automatic oversampling
factor on each structure listed in Table 2.

Comparison of the computation times in SlicerRT of the DVHs with automatic oversampling and
manual oversampling of two was also performed. The measured times include calculation of the
oversampling factor (in case of automatic), voxelization using the oversampling factor, and
calculation of the DVH itself. Each calculation was run five times. The mean and standard
deviation, as well as the improvement is summarized in Table 6. It can be seen that the computation
times improved in every case, and in case of the datasets with limited number of structures falling
in the very small category, the time needed to do the entire calculation was halved.

Auto (s)
Manual (s)
Improvement
Mean
Std.Dev.
Mean
Std.Dev.
in mean (%)
PROS
0.93
0.04
1.56
0.02
0.40
ENT
1.40
0.01
2.74
0.07
0.49
Branching
5.52
0.03
11.90
0.29
0.54
FSRT
16.53
0.18
22.46
1.00
0.26
Table 6. Comparison of calculating DVH in SlicerRT using automatic and manual oversampling. The
measured times include: calculation of the oversampling factor (only for automatic); voxelization using the
oversampling factor; calculating the DVH.

6.4 Discussion
We recognize that the most robust validation setting would be against the corresponding
components of commercial treatment planning systems, such as Eclipse® or Pinnacle³ (Philips,
Koninklijke Philips N.V, Netherlands). However, without disclosed implementation details or
source code, the atomic algorithms are not accessible for comparative execution. Thus it is
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unfeasible to assess DVH quality without knowing the properties of the structure volume data,
which is the direct input to the DVH calculation. Similarly, it is also impossible to compare
computation speeds, as although thousands of DVHs are calculated in each plan optimization
process, DVH calculation happens among many other operations, without the possibility to isolate
the DVH calculation and related operations. The proprietary nature of these software systems also
prevents showing any improvements beyond their capabilities in the comparative validation. The
DVHs calculated using the proposed method for very small and/or high complexity structures,
which are most prone to data loss during voxelization are potentially more accurate than the
baselines used for validation, so any improvement manifests itself as discrepancy to these baselines.
A possible improvement could be using other complexity measures. The current one only calculates
a global complexity measure, but we may also be interested in local complexity, so that locally
highly complex regions (“zig-zags”) are not oversimplified during voxelization. It would also be
interesting to see how odd oversampling values perform versus the currently used even numbers.
As the paper by Nelms et al. (2015) suggests that using odd values ensures that “no slabs of ‘new’
voxels (that will need to be interpolated) are centered exactly between the original dose plane
locations”, this consideration might further improve the accuracy of the voxelized structure
volumes. For accuracy measurement, a vertex-based Hausdorff evaluation would be also useful in
addition to comparative DVH validation. Another potential area of investigation would be the
application of octrees (discussed in section 2.3) to represent the structures. Octrees implicitly
contain the different oversampling levels, thus the amount of computation that is required for
conversion with oversampling could be reduced.
In conclusion, a fuzzy-based method was designed and implemented for automatically determining
oversampling factor for each processed structure to facilitate accurate DVH calculation while
keeping computational cost reasonable. The results show that the proposed algorithm reliably
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identifies the small and complex structures on various input types and on a wide range of clinical
structures including the extreme cases. Considerable savings of computation times can be achieved
by using the oversampling factor automatically determined by the fuzzy inference system, while
keeping the DVH accuracy very similar, compared to the assessed third party applications. The
proposed method is part of the closed surface to binary labelmap conversion algorithm of the
PolySeg library, and can be applied as part of any MIC workflow for accurate but cost-efficient
voxelization of structures.
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Chapter 7
Conclusion
7.1 Summary of contributions
In this work, several contributions have been made towards the goal of facilitating research and
clinical translation in medical image computing, focusing on radiation therapy, through a software
framework providing partial automation and data management in dynamic representation of
anatomical structures.
First, a comprehensive review of the literature on the different levels of complexity of radiation
therapy treatment planning and other areas, image segmentation methods, and past contributions in
conversions between structure representations and the management of different representations in
radiation therapy toolkits was presented. This overview demonstrated that the primary application
in focus (i.e. radiation therapy) is too complex for efficient and reliable manual management of
segmented structures in research software, and that the topic of management of multiple
representations has not been tackled or even researched.
Subsequently, as the core contribution of this thesis, a software infrastructure was introduced
offering solution to the five challenges identified with management of multiple representations.
The infrastructure handles the representations dynamically and performs conversions
automatically, thus resolving the issues related to conversion method selection, provenance,
consistency, data coherence, and fidelity. The design and implementation of a core software library
and an application layer in a widely used medical image computing platform was presented. The
proposed software framework aims to facilitate clinical research and translation projects to
accelerate the development of user friendly applications relying on segmentations, and to aid nontech-savvy users in designing complex workflows through partial automation.
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Next, a manual and semi-automated segmentation editor application was presented. The application
is a natural consequence of the proposed software infrastructure, and performs the most basic task
of the workflows in focus – image segmentation – in a user-friendly, extensible, and customizable
way. The editor application has been used by dozens of research and education projects worldwide,
a handful of which were presented to illustrate the impact of the software on the medical image
computing community.
Actual clinical problems were solved using the software mechanism as well, in the form of research
application prototypes using the mechanism as their bases. Three applications were described in
detail: gel dosimetry analysis, MRI-ultrasound fusion for prostate cancer biopsy and therapy
planning, and a general purpose external beam treatment planning system applied first for proton
radiation therapy then other modalities. These applications serve as proof of concept for the way
the software infrastructure facilitates clinical translation through faster and more robust application
prototyping.
Finally, a fuzzy-based method was introduced for automating a step of a critical component of the
proposed mechanism. The optimal resolution of the output representation of one of the most utilized
conversion algorithms depends on the properties of the converted structure itself. The fuzzy-based
method finds this optimal resolution to provide balance between accuracy and computational cost.
The main motivation of this research was to better leverage a core radiation therapy plan evaluation
metric, but can be applied in all areas of medical image computing.
In combination, the contributions offer a comprehensive software solution for a ubiquitous
challenge in medical image computing research workflows that rely on image segmentation. A
software infrastructure has been proposed for the dynamic representation of anatomic structures in
medical image computing, especially focusing on radiation therapy. A software library and
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application layer of the method was implemented, and its impact on the clinical and research
communities presented through real-world applications based on the infrastructure.

7.2 Implementation
All of the described contributions have been implemented as open-source software. Free access to
the applications allows painless adaptation by the community and prevents duplicate efforts in
development. Most of the contributed applications were based on the medical image analysis and
visualization platform, 3D Slicer (www.slicer.org). Building on a platform allows access to a
plethora of mature and well-tested relevant features, and gives access to a sizable community to the
new contributions.
The core infrastructure developed for dynamic representation management of anatomical structures
is the PolySeg library (https://github.com/PerkLab/PolySeg). It provides segmentation data
management and automatic conversions between the representations. PolySeg is platformindependent both in the sense of operating systems, and in the sense of software platform, meaning
that it can be integrated in various medical image computing software toolkits and applications.
The conversion mechanism is extensible, and PolySeg only contains the generic algorithms. The
radiation therapy specific components form part of the SlicerRT radiation therapy research toolkit
(www.slicerrt.org), an extension of 3D Slicer.
In order to use the PolySeg features as part of clinical research workflows, application features
were implemented in a user module called Segmentations within 3D Slicer. The module provides
functions such as file storage, 2D and 3D visualization, transformation, and user interface widgets
that allow managing the internals of the segmentation objects. Both PolySeg and Segmentations
features are automatically tested as part of the 3D Slicer nightly testing infrastructure to notify the
developers about regressions, and to keep their operation error-free.
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The manual and semi-automated image segmentation application called Segment Editor was
implemented as a re-usable user interface widget within 3D Slicer. A module with the same name
exposes its functions with the default settings to the user. Segment Editor allows registering new
editing tools to extend its toolset, and provides in-depth customizability to tailor its features to the
needs of the end-user application it is integrated into.
Three clinical research application groups were implemented as downloadable extensions of 3D
Slicer. Gel Dosimetry Analysis (https://github.com/SlicerRt/GelDosimetryAnalysis) and its sister
application, Film Dosimetry Analysis (https://github.com/SlicerRt/FilmDosimetryAnalysis) were
developed as slicelet style applications (see 4.3), and were downloaded roughly 6700 and 2300
times, respectively. These two extensions facilitate daily usage of novel dosimetry techniques in
the clinic. The Segment Registration extension (https://github.com/SlicerRt/SegmentRegistration),
which was downloaded approximately 2300 times, contains two modules: a specialized MRIultrasound contour propagation module for enhancing the accuracy of therapy planning and
catheter insertion navigation by supplying MRI-segmented structures on the real-time planning and
navigation modality of ultrasound, and a generic Segment Registration module for arbitrary
modalities. Finally, the External Beam Planning module, which provides a general purpose opensource treatment planning system, was implemented as part of SlicerRT. Besides its template
plugins, it contains a fully functional proton dose engine, and several others in development.
SlicerRT boasts with 25000 downloads altogether. Each of the above applications are also
automatically tested every night to ensure error-free functioning.

7.3 Future work
All of the contributions have a stable implementation, however, there is room for potential research
in many components. There are several areas of improvements to increase the usability of the
PolySeg library. First, to keep data loss during conversions at a minimum level, fidelity needs to
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be taken into account in the conversion pipeline. This could be achieved by incorporating data loss
in the weights of the conversion algorithms that comprise the graph, potentially considering the
conversion parameters. Second, it could be useful to report the aforementioned conversion step cost
(i.e. weight of the graph edge) as a function of the input dataset, so that a more accurate estimate is
available when deciding on the conversion path of choice. The feasibility of this improvement is
not obvious, so investigation is needed both in terms of potential gain, and methods for
implementation. Third, it would be highly useful to be able to perform conversions in the
background as a parallel computing thread, so that the user can keep interacting with the data while
the derived representations are prepared. Fourth, to augment interoperability capabilities, it would
be useful to add segmentation object support to the Command Line Interface, which is a common
image processing programming interface used by various medical image computing toolkits. Fifth,
new representation types could be added to PolySeg, such as octrees.
The applications based on PolySeg cannot be considered final either, mostly because of their opensource nature, meaning that as the user base grows, new requests will arise. However, there are
several known aspects in which they could be improved. Segment Editor could benefit from full
support of the fractional labelmap representation type, so that its efficiency in terms of memory
usage can be leveraged. GPU-based implementation for some of the effects would be useful as
well, especially when it comes to fractional labelmaps, the processing of which is more
computationally demanding. Additional training material would contribute to a gentler learning
curve for the application. The External Beam Planning (EBP) treatment planning system has a long
way to go before it covers most of the plausible use cases. Multi-leaf collimator and inverse
planning support would enable more modern planning techniques to be applied in the module.
Support for a new Matlab-based plugin type would make it possible to utilize a wider range of dose
engines, including matRad. Finally, there are on-going and – hopefully – future research projects
for each application that will keep me and the community busy.
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