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Abstract

It is well known that the presence of pores has an effect on the mechanical properties
of materials. A figure case is X-750, a Ni-based alloys exposed to neutron irradiation
in nuclear reactors. Interactions with neutrons lead to atom transmutations that
spontaneously create nanoscale pores in otherwise sound material.
Imaging these nanoscale features using transmission electron microscopy is key to
predicting and assessing the mechanical behavior of structural materials in nuclear
reactors. Analyzing these micrographs is often a tedious and time-consuming manual
process. It is a prime candidate for automation. A region-based convolutional neural
network is adapted to detect helium bubbles in micrographs of neutron-irradiated
Inconel X-750 reactor spacer springs. This neural network produces analyses of similar
accuracy and reproducibility to that produced by humans. Further, this method is
shown as being four orders of magnitude faster than manual analysis allowing for
generation of significant quantities of data. The proposed method can be used with
micrographs of different Fresnel contrasts and magnification levels.
To understand the effect that these pores have on mechanical properties, a lattice
element method is introduced. The lattice element method uses a spring network to
act as forces between nodes to predict the micro-mechanical response of the system.

i

This computationally efficient model shows promise in the application of porous material mechanical testing to fracture. A two-dimensional isotropic linear-elastic model
is developed with multiple spring networks and boundary conditions. The lattice element method (LEM) is validated in all model conditions for isotropic behaviour and
for size effects. The LEM is then validated in the case of a slab containing a circular
pore. The LEM predicts stress concentrations in good agreement with an analytical
solution.
In the future, the detection network and the LEM, used in tandem, could enable
the development of high-throughput simulated material models from experimental
porous samples.
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Chapter 1
Introduction

1.1

Statement of the Problem

Porosity in basic terms is the ensemble of void space characteristics in a material.
Porosity has varying effects on the material depending on the nature of how it originated and the volume fraction of the material it occupies. Materials can feature
varying levels of porosity, given by a volume fraction between 0 and 1. However, it
can often be difficult to precisely control the porosity of a material.
During manufacturing and in service, porosity of materials can vary from their
desired or as manufactured state. This can lead to unforeseen changes in the mechanical properties of the material, therefore it is important to understand these changes
in porosity and the resultant effect on mechanical properties. Currently, classification
of some porous media must be done manually due to a multitude of factors. This
results in limited amounts of data that can be analyzed which reduces the accuracy
in which mechanical properties can be predicted. There are currently multiple means
of identifying the mechanical properties of known porous material. These methods
however can be computationally expensive or limited in their ability to model fracture

1.1. STATEMENT OF THE PROBLEM
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scenarios.
Until recently rapidly and accurately detecting and classifying objects in a computationally efficient manner was considered a grand challenge. The use of neural
networks for object detection had be fraught with poor classifications of objects and
limited abilities to identify multiple objects in a single image. Recent developments
in the field of object detection, through advanced neural networks have made more
ambitious object detection programs possible, and almost ubiquitous in certain fields
of science and engineering (e.g. consider rapid advances in autonomous vehicles).
Note that these advances were enabled both by better algorithms and better computer hardware. This has opened up the possibility of applying these networks to
streamline the classification of porous media to be more reliable and efficient.
Finite element methods tend to be the tool of choice for calculating the mechanical
properties of porous media. To a lesser extent, peridynamics has also been used for
this purpose, in particular to model fracture mechanics, for nearly two decades. Both
of these methods are computationally expensive, and sometimes require proprietary
software packages. Additionally, finite element methods suffer suffer from re-meshing
and numerical stability issues in scenarios with large, rapid, and non-linear deformations and fracture propagation. Open-source molecular dynamics packages, through
the use of lattice element methods, promise to approximate mechanical properties
and predict fracture propagation with a level of accuracy comparable to these more
computationally costly methods. This while enabling simulation of material failures
in conditions where finite element methods would suffer from numerical limitations.

1.2. OBJECTIVES OF RESEARCH

1.2

3

Objectives of Research

The focus of the present research is to rapidly and efficiently identify pores in a
material, and calculate the mechanical properties of porous media in a manner that
is accurate and computationally efficient. The following objectives are addressed and
researched in the present thesis:
1. Identify a method that can rapidly and repeatedly identify pores in micrographs.
Irradiated Inconel X-750 was the media used to trial this process and identify
its efficacy.
2. Extract quantitative information from the automated classifier that is comparable with existing means. Extracted data determines the average size of voids
as well as the cumulative volume of pores in the media.
3. Determine the viability of extending the methodology beyond porous media to
identify other anomalies in varying media.
4. Implement a method of predicting mechanical properties in a media that is computationally efficient and capable of simulating fracture under diverse scenarios.
5. Determine if the method is viable and transferable across a range of porous
media.

1.3

Scope of Thesis

This thesis examines the feasibility of applying neural networks and object detection
methods as a means to detect helium ingress in Inconel X-750. The efficacy of the
model was based upon existing manual methods of classification. A single object
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detection method was employed and selected based on performance in existing object
detection trials and known effectiveness in classifying small objects. In the present
study, irradiated X-750 was the only case that was examined and modeled given
restrictions on data. Results are extrapolated to other defect modes in materials.
Lattice Element Method (LEM) is examined to determine the viability of a fast and
reliable means of determining mechanical properties of material, porous or otherwise.
It was further examined for its viability in simulating fracture in samples.

1.4

Outline of Thesis

This thesis is organized into five chapters. The present chapter provides the background information relevant to the study of porous media at Queen’s University and
summarizes the objectives of this research program.
The second chapter, the literature review, provides a brief summary and background on methodologies used within this research and the tools used to identify and
classify the aforementioned porous media.
The third chapter provides a more in-depth look at the work performed to generate
the object detection method. Methodologies used in the fourth chapter are expanded
upon.
The fourth chapter, identifying porosity, outlines the experimental study in which
porous media is identified. It contains a paper submitted to Ultramicroscopy detailing
our methodologies and findings when identifying voids in Inconel X-750 utilizing
region based convolutional neural networks.
The fifth chapter, predicting mechanical properties of porous materials, outlines
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the experimental study of utilizing an open-source, mesh-free tool for fracture analysis. The study establishes the continuum relationships between the literature and
the simulation tool and validates the findings of a known analytical problem.
The final chapter, conclusions and recommendations, presents a summary and the
conclusions of the research. Experimental problems encountered during research are
also addressed briefly. Furthermore, recommendations for future directions in which
this work could be taken to expand upon the existing study are discussed.

6

Chapter 2
Background

2.1

General

This literature review aims to provide context and background on the research objectives at a macro-scale before being systematically broken down to the micro level,
given the system to be modelled. The CANDU nuclear reactor is described with its
underlying systems and components. The areas of interest within the reactor are
then explained along with their associated structural systems. The behaviour that
is exhibited by materials when exposed to irradiation environments is discussed, in
addition to the damage that is done to materials when they are exposed to neutron
irradiation. Nickel based alloys are discussed in the context of irradiation environments and their consequent behaviour when exposed to neutron irradiation. The use
of nickel in the CANDU reactor, with a focus on structural components, as well as
imaging techniques required to observe the damage are both investigated. Machine
Learning (ML) is discussed broadly prior to focusing on techniques more relevant to
the study of object detection. This is achieved through the introduction of learning
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methods before transitioning to more complicated neural networks and their derivative networks. Recent advances in the field of neural networks for image classification
are critically analyzed in the context of this work in addition to identifying a network
that would be ideal for this classification purpose. Methods to compute the mechanical properties of porous materials, such as the Ni-based alloys subject to neutron
irradiation, are examined and analyzed for their viability.

2.2

CANDU Reactors

The CANDU nuclear reactor has its design roots tracing back the 1950’s postwar
period with a mandate to leverage technological capabilities of Canada, eliminating the need for foreign technological reliance. During the design stage for the initial
CANDU reactor, constraints were put in place that required the use of existing Canadian technology. This mandated that natural uranium was to be the fuel source [10].
This creates an advantage relative to other reactor designs in its simplicity, low fuel
cycle cost, high uranium utilization, and ease of manufacturing. This capability was
achieved through the development of a reactor that had high neutron economy such
to ensure maximum efficiency and the continuation of the fission reaction. This was
a result of the requirement for natural uranium to be used as fuel, which has lower
neutron production when relative to enriched uranium. To achieve this, the design
required:
• Structural materials to have low neutron absorption.
• That heavy water (D2 O) be used as the moderator and coolant to limit neutron
absorption.
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• That a fuel channel approach be employed [10].
The pressure tube design adopted by the CANDU reactor was chosen to avoid the
difficulty associated with manufacturing a sufficiently large pressure vessel to handle
the heavy water moderator that was needed [7, Chapter 2]. The horizontal orientation of the pressure tubes was a result of the desire to facilitate on-power refuelling.
Resultantly, the CANDU reactor is the only nuclear reactor design with horizontal
pressure tubes. Fig. 2.1 highlights the general design of the CANDU reactor with
the horizontal tubes clearly shown.

Figure 2.1: General schematic of the CANDU reactor with the reactor vessel and
horizontal fuel channels within visible, heated water from the reactor
vessel is used to generate steam in the steam generators [7].
The CANDU reactor consists of a large stainless steel calandria vessel in which
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the fuel channels are situated. A recent evolution of the design, the CANDU 6,
contains 380 horizontally oriented fuel channels [7, Chapter 2]. The calandria vessel
is a horizontal cylinder closed at the ends by shields which support the ends of the
fuel channels and is filled with the heavy water moderator surrounding the reactor
core. The fuel channel consists of twelve fuel bundles, stainless steel end-fittings, and
a zirconium-alloy pressure tube which is surrounded by a thinner zirconium calandria
tube. The spacing between the pressure tube and the larger calandria tubes allows for
an annulus gas to act as an insulating gap. Within the gap sit four annulus spacers
seen in Fig. 2.2, which act as supports which prevent the high temperature pressure
tube from coming into contact with the low temperature calandria tube. The spacers
are necessary to prevent large temperature gradients from forming at the contact
site. These temperature gradients act as locations for hydrogen to diffuse leading to
Delayed Hydride Cracking (DHC) [12]. Thus it is important for spacers to remain
structurally sound to ensure safe and continued operations of reactor facilities. To
achieve this structural integrity, materials are chosen that can withstand the high
temperatures and irradiation environments of a reactor vessel.

2.3

Irradiation of Materials

Irradiation damage is a broad topic that for the purposes of developing irradiation
resistant materials can be summarized in three main stages:
1. The primary defect production.
2. Long-range diffusion of primary defects.
3. Material properties as a consequence of evolved microstructure.
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Figure 2.2: Location of the spacer within a CANDU fuel channel with the garter
spring location in the channel assembly shown clearly, these springs act
as structural supports preventing contact between the two tubes [15].
2.3.1

Primary Defect Production

Neutron scattering as a result of reaction events generates Primary Knock-on Atoms
(PKAs) with energies that can reach several hundred KeV [45]. The PKAs recoil
though the lattice creating what is known as a collision cascades, as the recoiling
atoms in turn generate more recoiling atoms. These atoms displace from their lattice
positions generating high concentrations of vacancy and Self Interstitial Atom (SIA)
defects. The cascade effect, is shown in Fig. 2.3. It is important to note that many
SIA and vacancies recombine after a few jumps and at reactor operation temperatures
of up to 0.3 Tm (melting temperature). As many as one-third of remaining defects
undergo long range diffusion [45].
The production of primary defects depends on a number of factors relating to the
operating conditions of the reactor; neutron flux, energy spectrum, and irradiation
time. The dosage of materials is measured in displacements per atom (dpa) which
is a function of total dose units in-situ. In addition to damage cascades, neutrons
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Figure 2.3: a) Thermal spike and damage cascade from neutron collision with material
microstructure. b) Resulting displaced structure with SIA and vacancy
defects visible after re-combination. [45].
also produce transmutation products. Nickel transmutation reactions can produce Fe
products, as well as H and He from (n, p) and (n, α) reactions [25]. Helium generation
is the focus of this study, as compositional changes in the alloy content are relatively
small and helium formation has the tendency to form bubbles rather than undergo
long-range diffusion unlike hydrogen formation [63]. The helium accumulation in
material is characterized by appm and the He/dpa production ratio. This ratio is
highly sensitive to the neutron spectrum and can vary from <1 appm to 10 appm
[36].

2.3.2

Transport of Defects

Long-range diffusion of the defects differ and each can have various long-term consequences. Defect fates can include growing voids and material swelling occurring
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at void sinks, as well as growing SIA loops and evolution of the dislocation structure from the diffusion of SIAs to dislocation sites. The helium formation plays a
critical role in the evolution of microstructure under irradiation conditions with a
emphasis on the swelling that occurs from bubble formation and the embrittlement
it causes. Helium precipitates as roughly spherical bubbles due to its low solubility
and pressurization of the voids; this phenomena is shown in Fig. 2.4.

Figure 2.4: Helium void formation shown on an ex-situ CANDU spacer component,
the X-750 spacer component is susceptible to the generation of helium in
irradiation conditions, this helium formation provides a clear visualization
of defect sinks as vacancies tend to diffuse to bubble locations.
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Microstructural Evolution

The aforementioned primary defect production and its transportation throughout the
material leads to degradation of the mechanical properties properties of structural
materials. Hardening at lower temperatures can occur from the formation of dislocation loops, precipitates, and cavities. This leads to a loss in ductility which is to be
avoided in structural components. Softening and recovery can occur at high temperatures which causes reductions in strength. Additionally, fracture toughness is reduced
by hardening, uniform ductility is reduced, void swelling and creep rupture properties
are influenced by helium generation, and creep-irradiation occurs at low temperatures
[64]. These effects, resulting from exposure to irradiation make materials selection a
highly important criteria in the design of structural reactor components.

2.4

X-750 in Irradiation Environments

CANDU reactors have historically utilized Inconel X-750 as the material of choice for
reactor spacer components. X-750 is a nickel-based superalloy with high corrosion
resistance coupled with a high tensile strength and creep-rupture properties. The
alloy is primarily nickel, chromium, and iron with remaining 10% being constituted
of varying strengthening metals. The garter springs, which are constructed of X750 are used in the fuel channel to maintain the gas gap between the pressure and
calandria tubes. These spacers are tight fitted around the pressure tube until such a
point when the fuel channel sags sufficiently to come into contact with the calandria
tube [15]. A visualization of this contact between the tubes is shown in Fig. 2.5.
The hot pressure tube (260 ◦ C - 310 ◦ C) and the cold calandria tube (60 ◦ C - 80
◦

C) between which the spacer sits leads to a high temperature gradient across the
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spacer. The inboard spacers, closer to the center of the reactor, experience the sag
faster due to the higher nuclear flux present at the center and the further distance
from the supported ends of the pressure tube.

Figure 2.5: Cross-section of a CANDU fuel channel assembly where creep sag has led
to the pressure tube to sag towards the calandria tube pinching the spacer
at the bottom of the channel while a gap exists at the top of the channel.
Minimal work can be done to minimize the primary defect production in reactor
components. Under operating conditions damage cascades will occur. Thus the alloy
composition and microstructure must be tailored to be as minimally affected by damage production as possible. A simple method of mitigation is to limit the amount of Ni
used in structural materials; Ni has a high thermal neutron absorption cross-section
and consequently generates large amounts of helium [25]. Alloy microstructure can
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be appropriately tailored to ensure that there are sufficiently high dislocation densities and incoherent interfaces to allow for control of defect accumulation at voids,
sinks and creep cavities. High self-diffusion coefficients allow for defect damage to
distribute more uniformly across the material rather than localize, this uniform distribution allows for more consistent material performance. The diffusion coefficients
aid in the reduction of localized swelling and material strength degradation.

2.5

Mechanical Properties of Nickel-based Alloys

When selecting a material for suitability in highly reactive environments, the high
corrosion and creep resistance properties of super-alloys make them ideal materials
for structural components. As a result of this, of the three main groups of superalloys, nickel-based alloys have become the primary choice for these applications.
Nickel-based alloys can be found in almost all turbines for both blade and stator uses
because of these properties, thus making it one of the most important alloys used
worldwide [58]. Nickel based alloys are a Face-centered Cubic (FCC) nickel matrix
with the ability to be precipitate strengthened. The precipitate, gamma prime (γ‘),
is the primary strengthening agent in the matrix; the high corrosion resistance stems
from the chromium additions to the material.
Nickel-based superalloys can have varying alloying components in order to tailor
the mechanical and surface characteristics of each alloy to different applications. Each
alloying element will have a different effect on the overall material microstructure,
altering the performance of the material. In nickel alloys, chromium provides the
oxidation resistance with aluminum and titanium serving as strengthening agents
[40]. The aluminum and titanium compositions are essential solutes in that they
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Figure 2.6: Microstructure of a Ni-based superalloy with a high volume fraction of
precipitated gamma prime phase shown in coherent interface with the
gamma matrix [48].
allow for the γ‘ phase to precipitate into the matrix. It is this phase that allows
for its exceptional material strength [58]. Fig. 2.6 shows the interface between the
gamma matrix and gamma prime phases. The coherency of this interface provides
strength and creep resistance in the alloy, providing its superior performance at high
temperature.

2.6

Post-irradiation Fracture Properties of X-750

Nickel rich alloys are now well known to exhibit a two-stage reaction in irradiation
environment where degradation occurs through the absorption of thermal neutrons
as well as the absorption of alpha (α) particles generated from nuclear decay.

58

Ni to

59

Ni is first stage of the process, which is followed by various reactions involving the

59

Ni isotope [15]. These nuclear properties of the

59

Ni isotope lead to the enhanced

production of displaced atoms, hydrogen, and helium. The reactions are given as
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follows:
58

59

Ni + (n, α) → 59 Ni + γ

Ni + (n, α) → 56 Fe + 4 He

59

Ni + (n, α) → 59 Co + H

59

Ni + (n, α) → 60 Ni + γ

Helium production is of particular note as the helium production has been shown
to enhance swelling in components [37]. Further, helium has been shown to segregate
into material grain boundaries and acts as a means to stabilize cavities. This accumulation of cavities at grain boundaries can act as a mechanism for embrittlement
[42]. Post-irradiation examination of the spacers shows embrittlement of the material and lower ultimate tensile strength when contrasted with un-irradiated material
[16]. TEM examination of post-irradiated samples of spacer components shows that
defect damage is not constant throughout. The pinched and un-pinched sections of
the spacers have different damage profiles, the differing damage characteristics are
highlighted in Fig. 2.7.
This densities and sizes of bubbles at different spacer locations are the primary
defect differences. The un-pinched section contains smaller bubbles with finer distribution throughout the microstructure, while the pinched section contains larger
bubbles as the helium coalesces. This difference in distribution is related to the different operating temperatures. The un-pinched section at the 12 o’clock position
operating at >300 ◦ C and pinched section at 6 o’clock position operating at 180 ◦ C.
This temperature difference leads to enhanced diffusion at the un-pinched section,
while in the pinched section helium migrates to grain boundaries where it coalesces

2.6. POST-IRRADIATION FRACTURE PROPERTIES OF X-750

18

Figure 2.7: Bubble densities at a) pinched and b) un-pinched locations of the garter
springs, the pinched regions owing to their lower operating temperature
have a lower density of larger bubbles that act as sinks, the un-pinched
sections have a higher operating temperature and thus more diffusion and
smaller bubbles [15].
into larger bubbles, hastening embrittlement [22]. This build-up of helium cavities at
the grain boundaries leads to increased local stress concentrations at those boundaries
and thus is the likely mechanism behind the nature of fracture in irradiated X-750.
This embrittlement is characteristic of the intergranular failure of the that is seen in
the ex-situ samples of the X-750, this effect can be seen in Fig. 2.8 [22]. Therefore,
given bubble build-up in the microstructure and subsequently the grain boundary
of the spacer components, it is necessary to ensure that accurate characterization of
these bubbles is performed.
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Figure 2.8: Fracture surface of un-irradiated (left) and irradiated (right) X-750 garter
springs, the un-irradiated sample shows the intragranular nature of cracking prior to irradiation and He build-up while the irradiated sample shows
intergranular fracture where the crack rapidly propagates along the grain
boundary [22].
2.7

Characterization of Voids and Bubbles

Voids and bubbles occur widely in materials irradiated with fast neutrons at high
temperatures. Given that bubbles and voids are a lack of material, when TEM imaging is performed top down, there is a lack of apparent visibility. In order to accurately
characterize these defects and determine their effects on the material, different imaging techniques must be used. Fresnel phase contrast imaging, utilizes the Fresnel
fringes from diffracted electrons to classify the voids or bubbles in samples. The
fringe appears due to the interference between the scattered wave from the specimen
edge interfering with the incident wave [21]. Imaging of bubbles and voids less than 5
nm in diameter is best performed using out-of-focus imaging conditions [41]. In this
condition the Fresnel fringe can either appear dark or bright depending on the over-
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or under-focus of the objective lens.
In the context of helium bubbles, the mean bubble diameter is often less than 5
nm necessitating the use of out-of-focus imaging conditions to generate the Fresnel
fringes such that bubbles can be identified visually and characterized. The fringes
arise from a phase contrast component related to the de-focused nature of the lens and
a weak absorption component from the void [41]. This leads to Fresnel fringes near
the edge of the voids which can change relative to the degree of under- or over-focus
of the objective lens. To confirm the presence of a void, a bright-field focal series
is taken with the foil tilted well away from the Bragg condition, where constructive
interference is strongest, in all images [41]. These kinematic conditions give rise to
dark dots on a white fringe in over-focus condition and white dots on a dark fringe in
under-focus condition, with the latter yielding better contrast. The changing focus
conditions and their effects on bubble visualizations can be seen in the through focal
series shown in Fig. 2.9. Voids and bubbles as small as 1 nm can be reliably detected
using this imaging condition [41].

Figure 2.9: Through focal series of bubble defects, the changes in bubble fringe colour
and background can be seen left to right with the central image being at
focus and highlighting a lack of bubble visibility [41].
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Helium Ingress Imaging

Helium ingress is captured in X-750 using TEM imaging. For this to occur, the
samples are removed from the reactors are prepared for transport to the imaging
site where sample preparation occurs. The samples are first polished and thinned
such that there are very few overlapping bubbles. TEM samples were milled using
a Focused Ion Beam (FIB) and then ion polished using a nano-mill with 900 eV
Argon ions at ±10 degree glancing angles. All TEM imaging used in this study was
performed using a JEOL F200 TEM at an operating voltage of 200 keV utilizing single
and double tilt sample holders. Two-beam dynamical bright field and weak beam dark
field conditions were applied for imaging irradiation induced microstructural changes.
Currently, voids in ex-situ samples of X-750 are identified manually. Given the
high density of voids formed and the low contrast between voids and the background,
manual identification remains the primary means of classifying samples. To classify
samples manually, the researcher takes image series’ from the TEM operators and
manually identifies and captures each individual bubble through mouse clicks. This
process is highly time intensive and can lead to inconsistencies between researchers
making it difficult to generate accurate figures on bubble densities and sizes. Fig. 2.10
highlights the final result of a manual classification. For this degree of quantification
to occur in a sample, a trained researcher may only be able to perform five image
classifications in a week.

2.8

Machine Learning

ML is generally seen as the broad term which encompasses automatic computing logarithms based on logical and binary operations, which learn a task from a series of
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Figure 2.10: An example of an ex-situ sample of X-750 garter spring where bubble
locations have been manually identified through the use of a human
scientist. This example took upwards of five hours to classify by the
trained scientist.
examples [4]. ML algorithms construct a mathematical model of a system based on
training data, which is then used to make predictions on unseen data without being
explicitly programmed to perform the given task. Under the ML umbrella there are
many types of learning procedures and models that can be utilized to accomplish desired tasks. ML models have been investigated to determine their viability in mapping
porosity in irradiated X-750 with their shortcomings and advantages identified.
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Supervised Machine Learning

Supervised ML is a category of ML in which the features that are to be learned by
the model are provided with identified labels in the training data-set [28]. That is, for
each instance of an object in the training data, there is a corresponding identification
label. Through an iterative optimization of the loss function, the supervised learning
algorithm with its known inputs and outputs can learn a function capable of predicting
the output associated with a new input. Supervised ML can yield both classification
and regression models. In classification modelling the outputs are restricted to a
limited set of values that are predetermined while a regression algorithms limits the
output to any value within a range [33]. Object detection uses classification based
models as the output identifies whether an object is known or unknown.
In a supervised learning procedure the first step is to determine the feature or
object of interest. Understanding of the feature of interest is key to developing a
thorough data-set. Collection of the training data-set is the next stage of the learning process where the images containing the desired feature or object are compiled.
During the data-set preparation stage it is ideal to have a requisite expert available
to ensure all informative features are preserved and captured for learning. This is
preferable to a ’brute-force’ method where all features are captured, this can lead
to excessive unwanted features [28]. A training algorithm must then be identified to
execute the supervised ML phase. One of the primary algorithms utilizing supervised
ML are Artificial Neural Networks (ANNs).
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Neural Networks

Neural Networks (NNs) are computing systems that recognize underlying relationships in sets of data using processes that are inspired by biological neural circuits.
NNs operate using a learning or credit assigning system to make the output of the NN
exhibit a desired behaviour [55]. This is analogous to the way the human brain behaves when a signal is sent between neurons. When a neuron receives an input signal
from its dendrites it produces an output along the axons which connect to other neurons via synapses. A NN behaves in the same way through a computational model,
where the input signals travel along the dendrites which interact with signals from
other dendrites based on their synaptic strength or learned weighting. The synaptic
strengths are the learned weightings which are used to influence the strength of a
given signal. These signals are passed to a cell body in the biological model and an
activation function in the computational model where the signals entering the neuron
are summed. If the sum is above a threshold, the neuron can fire sending an output
signal down the axon. A NN will contain an input layer, n hidden layers, an output
layer, weights, and an activation function. Fig. 2.11 shows how these layers interact
to create the overall architecture which is comparable to that of a neuron.
At its basic level, each layer is a system of nodes which receive information. The
input layer contains a group of nodes dependant on how many inputs the network
requires. From the input layer the signal is passed to the first of n hidden nodes
where a summation is performed. Most common formats utilize fully connected layers
where the output from each summation is passed to the next hidden layer in a multi
layer network or the output layer in a two layer network, after the weightings are
applied to the signal. Each subsequent hidden layer will perform the same procedure
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Figure 2.11: Side by side comparison of a neuron and the corresponding computational model that is used to mimic synaptic behaviour in a neural network. The synapses are represented by the weighing values, w. The
output signals are shown as inputs, x. The activation function generates
the output value which is passed to the next layer.
until the signal reaches the output layer at which point a decision is made. This
basic structure is shown in Fig. 2.12. When discussing naming conventions of NNs,
the input layer is not counted, thus a single layer NN maps the inputs directly to
the outputs and occasionally logistic regression is referred to as a single layer NN.
Unlike the hidden layers within a NN, the output layer does not contain activation
functions. This is because output layer values are generally taken to represent class
scores and other arbitrary real-valued numbers. With the advent of big data NNs have
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been increasingly leveraged to generate predictions based on historical data that has
become widely available. Occasionally when predicting, it is important to leverage
the local environment when making classifications. This is particularly important
with image classification and object detection where neighbouring pixels can hold
information related to the state of each other. This is where variations to the basic
NN are utilized.

Figure 2.12: Basic network architecture for a three layer, fully connected neural network. The three input values are each fed to every node in the hidden
layers before being passed to the two output values.

2.8.3

Convolutional Neural Networks

A Convolutional Neural Network (CNN) is a type of neural network used for dealing
with data in the form of 2D matrices, much like an image. A convolution is a mathematical operation where an input and a kernel are used to compute the similarity of
the two signals. When an image input in the form of a 2D array of pixels is passed to
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the convolution layer, a kernel or feature detector is passed over the image, a mathematical operation is then applied providing an output in the form of a feature map.
The convolutional layer is the core component of a CNN and is responsible for feature
detection. The kernel is a set of learned filters and is small relative to the input matrix. The kernel, which extends throughout the depth of the image and scans across
the image to detect features within. There can be multiple feature detectors within
the CNN to deal with edge detection, shape identification, and different colours. Fig.
2.13 shows the general network architecture of a three layer CNN designed to classify
three object classes. The development and use of CNNs is based on three primary
ideas; local receptive fields, shared weights, and pooling.

Figure 2.13: Convolutional neural network architecture with the input image being
passed to the hidden layers, pooling layers, and towards the output for
the classification of multiple object classes.
The local receptive field, more widely described as the kernel, acts as a window
to the larger 2D input. In more traditional NNs the input is generally described as a
vertical line of neurons, while in a CNN the input is better visualized as a 2D matrix
of neurons corresponding to the given input pixels. As with the simpler NNs the
input nodes are connected to the hidden layers, however CNNs connections to the
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hidden layers are only made through a small localized region of the input, the local
receptive field. Therefore, each neuron in the first hidden layer will connect to a small
region of the input layer. For example, a n × n region may map to a single neuron in
the first hidden layer with each neuron having its own learned weightings and biases
[43]. Each hidden neuron can be seen to analyze a particular local receptive field or
kernel. This kernel is then passed across the entire image to generate the 2D input
array for the neurons in the first hidden layer, with each subsequent layer having a
smaller input dimensionality. Fig. 2.14 provides of a visualization of a kernel and
how it would slide across an image mapping the inputs within its field of view to a
node in the first hidden layer. The movement of the local receptive field across the 2D
array is governed by the stride length. The larger the stride length, the more pixels
the receptive window will shift when scanning the image. The smaller the stride, the
fewer pixels the receptive window will shift.
Each hidden neuron has a given bias and n × n weights which connect to its
given kernel. Therefore, the activation function for each neuron as the receptive field
scans the image will be exactly the same. This means that each neuron in the first
hidden layer is attempting to detect identical features, just at different (x,y) points
in the matrix. This allows for a given feature, a curve for instance, to be identified
and mapped at any point throughout the input image. This is particularly useful to
account for the fact that objects are not always in the same place in images. For this
reason, the map that is produced from an input layer to a hidden layer is known as
a feature map. The weights and biases defining this map are known as the shared
weights and biases, which in turn define the kernel [43, Chapter 5]. This structure
is able to detect one type of localized feature, to perform complex tasks such as
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Figure 2.14: The image kernel taking the inputs of all pixels in the input image and
mapping them to a node in the first hidden layer. The kernel contains
weightings and biases much like basic neural networks such that the
kernel can be trained to identify and classify an object in an image.
image recognition requiring multiple feature maps. A layer consisting of multiple
feature maps is known as a convolutional layer. In a convolutional layer there can
be m feature maps defined by n × n shared weights and a shared bias. The result of
this is a network capable of detecting m different features, with each feature having
positional invariance across the image. Fig. 2.15 is a visualization of a network with
three feature maps generated at the first hidden layer to classify m = 3 objects.
An advantage of using shared weights and biases is it allows for a reduced number
of parameters for each layer, simply n2 + 1 multiplied across the m feature maps.
The name convolutional layer is related to the mathematical operation known as a
convolution:
a1 = σ(b + w · a0 )
This acts as the activation function for the layer where a1 is the output activations
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from a feature map, a0 is the input activations, b and w serve as the biases and weights,
while σ is the convolution operation.

Figure 2.15: Three feature maps in the first hidden layer take the input from one
local receptor field at each node. Each hidden layer has differing biases
and weightings allowing it to detect different object classes.
Pooling layers are used as a means to simplify the information output from a
convolutional layer. They operate by taking a feature map from the convolutional
layer and generating a condensed feature map through summarizing a small region
of the output. In a max-pooling layer, the output to the condensed feature map
is simply the maximum activation in that sub-sampled region. Fig. 2.16 shows
how in a sample region, the maximum activation in a node is passed forward to the
node of the max-pool layer. The logic behind this is that once a given feature is
found, its exact positional location is not relevant, only its position relative to other
features. This enables subsequent layers to utilize fewer parameters and accelerates
the detection process. From the pooling layer, additional convolutional layers can be
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utilized for further capabilities and complexity, or an output layer can follow. Various
architectures have leveraged for use different network structures which are developed
for different applications, achieving varying degrees of success.

Figure 2.16: Max-pooling layer where four-fold down sampling occurs. Four hidden
neurons are evaluated and the maximum activation value is passed forward to node of the max pooling layer.

2.8.4

Caffe CNN

Caffe is a deep convolutional neural network used to classify 1.2 million images with
an error rate of 15.7% developed by Krizhevsky et al. in 2012 for the ImageNet
classification challenge [29]. A CNN is identified as the ideal method for developing
an image classification network given the reduction in the number of parameters and
connections relative to a traditional feed-forward network. The final network consisted
of five convolutional layers, with three fully connected layers. It was trained utilizing
two Graphics Processing Units (GPUs) with training taking place over a period of six
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days. Training data consisted of 1.2 million labeled images with 1,000 classes taken
from the ILSVRC challenge. The developed CNN requires a fixed input resolution
of 256 x 256 and thus all images are pre-processed to fit these dimensions prior to
training in the network [29].
The architecture of this network contains eight learned-layers with five being convolutional and three being fully-connected layers. This architecture utilized novel
approaches to facilitate its large size and accelerated training times. Activation functions in the neurons were modeled using a non-saturating, non-linearity function,
which is capable of achieving 25% error rates six times faster than traditional saturating functions [29]. A limitation in network size is a result of the capabilities of
GPUs, particularly when dealing with large image sets. Advancements in GPU technology have allowed for the cross-parallelization of GPUs, which can communicate
directly with one another facilitating the total number of kernels to be spread across
both GPUs. The cross-parallelization of the GPUs is highlighted in Fig. 2.17 where
the delineation between the two GPUs is shown by dashed line with periodic information transfer across the two parallel CNNs shown. These techniques are applied
to the hidden layers in the network before they are fed to the output layer which
generates the object classifications. It is noted that if a single layer is removed from
the network, the error rate increases by 2% [29].
The results from the ILSVRC challenge where the Caffe CNN performed with a
15.7% error rate highlight the viability of using CNNs for image classification purposes
[29]. Supervised learning procedures used for network training is found to be effective.
However, the six day training period is seen as detrimental and limits network agility.
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Large data-sets and network sizes are the key to effectiveness in the network, limiting usefulness in situations where limited data is available. The ILSVRC challenge
highlighted the effectiveness in the classification of images. However, performance in
object detection challenges where the localization of objects is required in addition
to their classifications is unknown.

Figure 2.17: Network architecture for the Caffe CNN. The input image is passed to
two CNNs with two max-pooling stages running parallel. Each of the
five convolutional layers passes forward to the nodes of the two fully
connected layers prior to the output layer.

2.8.5

Recognition using Regions

The dominant strategy for object detection has been the use of a sliding window
detector. This feeds the contents of the window to a feature detector where a classifier
then determines if an object is present. However, the method is computationally
expensive as the brute force method of sliding a window across an image involves a
high degree of computational complexity. Additionally, the manner in which images
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are classified is significantly different from the way in which humans identify objects
[17]. A novel approach is presented by Gu et al., which proposes the use of regions
to classify images [17]. The regions have advantages in that there is natural encoding
of shape and scale information as well as specifications of the domain in which the
object sits.
The detection pipeline initiates the generation of groups of regions from the parent
image. The region groups are derived from the parent object and make use of the
hierarchical nature of images [60]. Regions are then described through a subdivision
into an n × n grid where each sub-cell is looking for a given set of region cues;
contour shape, edge shape, colour, and texture. These regions have advantages in
that they are scale invariant and there is minimal background interference with these
cues [17]. Fig. 2.18 shows region proposals overlaid on an input image where each
region is seen to contain less of the background allowing for object features to be
more prominent. Training is then performed to identify which region cues are more
important for identifying various object categories. Utilizing these regions and learned
category weightings can allow unseen objects to be passed to the detection pipeline
for classification.
The object recognition framework of this method can be described with three
primary components; voting, verification, and segmentation. For a given image input
a Hough-Voting scheme is used to cast initial hypothesises on regions, based on the
learned data and regions from the training stages. The verification classifier further
refines the regions before a constrained segmentation procedure performs the final
segmentation and object decision. The objective of the voting stage is to generate a
hypothesis based on bounding box locations and object types. When the query image
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Figure 2.18: Image with simulated region proposals. Each proposal region is passed
forward to the detection pipeline to identify if an object is present within
the image. Regions shown are not generated by the code, the regions
are arbitrarily generated for the sake of illustration.
is passed to the detector regions of the image they are attempted to be matched with
associated objects and regions from exemplar images [17]. The proposed regions are
then verified using learned weights from the training stages and given a weighed
score refining the initial hypothesis from the voting stage to determine the presence
of an object. The final stage, segmentation, involves applying masks upon regions
to isolate the desired subject from the background. Gu et al. highlights that novel
region based detection networks can be used producing results competitive with most
existing CNNs. This approaches an accuracy of 65.2% when utilizing unique training
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images while offering the advantage of reducing the number of candidate bounding
boxes generated through the use of region proposals, thus reducing the computational
costs [17].

2.8.6

Region-based Convolutional Neural Networks

Region-based Convolutional Neural Networks (R-CNNs) as proposed by Girshick et
al. utilize region proposals to address the problem of object localization in images
where multiple object identifications are required [14]. The challenge with object
localization in larger CNNs with many layers, is at increasing layer depth the convolutions are continually shrinking the features and distorting the spacial location of the
desired object. Bridging the gap between image classification and object detection is
achieved through the use of a combined approach involving CNNs and region-based
detection methods. This method takes an input image and generates 2000 category
independent regions for object localization, from which a fixed size input is generated and passed to the CNN layers for object detection [14]. This object detection
methodology consists of three primary modules; the generation of category invariant
region proposals, a large CNN extracting a fixed length feature vector from each region, and a set of Support Vector Modules (SVMs) to classify the regions from the
feature vector.
Region generation methods have been proposed by a variety of papers, one of
the more prominent methods is the selective search method proposed by Uijlings et
al. which combines both exhaustive and segmentation search methods [60]. This
method aims to capture all object locations similar to an exhaustive search while
simultaneously apply segmentation methods to utilize image structure to guide the
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search, reducing the computational costs. In R-CNN this selective search method is
utilized on the input image to generate the regions from which the CNN will extract
features for classification. The region proposals are then warped into tight bounding
boxes of uniform shapes and sizes, irrespective of their initial shape, allowing fixed
sized images to be passed to the CNN. This process of warping distorts the features
and objects and is detrimental to classification, it is a consequence of less advanced
algorithms. The CNN receiving the fixed dimension input vector is of the same
structure as the network created by Krizhevsky et al. for the ImageNet challenge.
The overall structure of the R-CNN developed by Girshick et al. is seen in Fig. 2.19
with the CNN structure in the network being identical to that shown in Fig. 2.13.

Figure 2.19: R-CNN architecture. Proposal regions are generated from input images
which are then warped to a fixed dimensionality and propagated through
the CNN for classification. Regions shown are not generated by the code,
the regions are arbitrarily generated for the sake of illustration.
In the development of R-CNN Girshick et al. also tackles the problem of training
a network when labelled training data is scarce. Prior to this work, the conventional
method for dealing with this problem was utilizing unsupervised pre-training followed
by supervised fine tuning [56]. This paper identifies that supervised pre-training of a
network on a large labeled data-set, such as the ILSVRC set, followed by a specific
fine-tuning for expected objects can increase Mean Average Precision (mAP) by 8%
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[14]. This supervised pre-training stage allows the network to be trained for image
classification while the secondary supervised training stage allows the network to be
fine-tuned for the desired object detection.
This network structure is attempting to solve the problem of object detection
in the Pascal VOC challenge. This requires both object detection and localization.
Through the use of two different image classification tools R-CNN is able to achieve
a mAP on the VOC challenge of 58.5% which represented a 30% improvement over
previous top results [14]. Further improvements were demonstrated through the use
of deeper CNNs (greater numbers of convolutional layers), however, the incremental
improvements in mAP were outweighed by substantial additional computation costs.
This work identifies that through the combination of classical computer vision tools
and recent deep learning advances, along with supervised pre-training methods, object detection is a viable method for image identification. This work does however
highlight that challenges still exist in the adoption of object detection for real time
detection. Owing to the complexities of the network and the many convolutions performed across the region proposals, image classification can take upwards of 47s per
image. The benchmarks for this image classification is based of a standard 3Ghz processor uses in the 2007 Pascal VOC challenge [11]. For this technology to increase its
viability in real time and when classifying large data-sets, network efficiencies must
be identified.

2.8.7

Fast R-CNN

Breakthroughs in the field of object detection networks have been driven primarily
by advancements in region proposal networks and CNNs. R-CNNs, the product of
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both advancements in the region proposals and CNNs, detect objects by taking the
object proposal regions and performing a forward pass through a CNN. This method
is a computationally expensive process resulting from the fact that there can be as
many as 2000 object proposals, with a CNN pass being performed for each one. To
address this problem, Girshick et al. propose a network which shares convolutional
layers across object proposals [13].
The use of R-CNNs for object detection is slow as features are extracted from every
proposed region in the input image. The independent computations are an inelegant
and inefficient way of extracting the feature maps. Fast R-CNN proposes sharing
the computations, across all object proposal regions such that one forward CNN pass
can be performed, generating the feature vectors for the entire image inclusive of the
region proposals [13]. The method in which this is achieved is by first performing a
selective search on the input image to generate the object proposal regions. These
regions are then preserved and the image is passed forward to the CNN. The CNN
contains several convolutional and max-pooling layers, which produce a convolutional
feature map describing the entire image [13]. The object proposal regions, which were
previously identified, are then used to extract a feature vector from each region to
pass towards a Region of Interest (RoI) pooling layer. Fig. 2.20 shows the how all
regions are computed in the same CNN to save on computation costs and then each
RoI feature is classified individually by a separate detector.
The RoI pooling layer is comprised of multiple layers which culminate in object
classification. When the feature map is passed to the RoI layer, there is an initial
max-pooling layer which down samples the regions into smaller feature maps to aid
in computation speed. The down-sampled feature map is then passed to a pair of
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Figure 2.20: Fast R-CNN architecture, proposal regions are generated and collectively
passed to the CNN where layers are shared and feature maps are computed simultaneously for all regions. Each region is then passed to the
detector network for individual region classifications. Regions shown are
not generated by the code, the regions are arbitrarily generated for the
sake of illustration.
fully-connected layers before being passed to the output layers. To aid in localization
of objects two parallel output layers are used; one which provides the object classification from K classes inclusive of a background class, and another to provide precise
coordinate localization of the bounding boxes [13]. The classification output layer
works by generating a discrete probability distribution across the K object classes
using a softmax function after the fully-connected layers. The second of the two layers
outputs the bounding box regression offsets across the K object classes. This RoI
layer is situated after the convolutional layers which accepts feature maps, as opposed
to image inputs, this allows for drastically decreased computational times.
Excluding the initial region proposal stage, the Fast R-CNN has been shown to
classify images in 0.3s which is a substantial decrease from the 47s that classification
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required using R-CNN when using the same 3Ghz benchmarks [13]. This is achieved
while maintaining mAP levels similar to, or slightly higher than that of R-CNN.
The efficiencies associated with the reduction in computational complexity moves the
viability of real time object detection closer and closer to reality. However, because
a R-CNN is a two-stage process, issues still remain in the speed at which object
proposal regions are generated. This bottleneck limits the speed at which a network
can operate and its overall classification speeds.

2.8.8

Faster R-CNN

Fast R-CNN brought large efficiency gains to the field of object detection. These
efficiency gains in the CNN stage of the network are limited by bottlenecks in the
region proposal stage. This was seen in the work by Girshick et al. which highlighted
that through the sharing of convolutional layers, classification time can be drastically
reduced. However, a bottleneck remained in the limitations with generating the
object proposal regions. To address this and move towards a detection network that
can detect in real time, Ren et al. propose further sharing of convolutional layers with
object detection networks to create a novel Region Proposal Network (RPN) which
can reduce the cost of computing regions to just 10ms with unchanged benchmarks
[49]. The proposed object detection system, dubbed Faster R-CNN, is made up of two
modules; a deep convolutional network which proposes regions, and the Fast R-CNN
detector. The network structure is shown in Fig. 2.21.
Ren et al. observe that the convolutional feature maps fed to region-based detectors can also be used for the generation of region proposals. This is achieved through
the addition of convolutional layers which regress region bounds and objectness scores
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throughout an entire feature map simultaneously [49]. This allows Faster R-CNN to
act as a fully convolutional network, where both the region and convolutional modules behave as one. The RPNs are designed to effectively predict the region proposals
across an array of scales and aspect ratios. This is achieved through the use of novel
anchor boxes which act as reference points invariant to size and aspect changes [49].
Much like in the Fast R-CNN method where the initial proposal regions were overlaid
on the feature map, the RPN generates the region proposals which direct the Fast
R-CNN detector where to look.
A RPN is able to take an image or feature map of any size as an input, and
outputs the set of object proposals with the objectness scores, which is the coordinates
of the box and the confidence that the identified box contains an object [49]. To
generate the region proposals a network is slid across the feature map which takes
the input as a n × n window. Each window then goes through a max-pooling to a
lower dimension feature map, which is in turn fed to parallel fully-connected layers, a
box classification and box regression layer. At each sliding window location multiple
region proposals are predicted with a limit on maximum predictions denoted as k.
This yields outputs for each sliding window proposal as 4k for the box coordinates
and 2k for the objectness score [49]. These proposals are relative to the anchor boxes
centered at the middle of each sliding window location. At each window location
there can be n scales used and m aspect ratios, where the default is n = m = 3.
The novel use of anchor boxes allows for the network to be transitionally invariant to
object locations, meaning that predictions should not depend on object location. A
feature that is highly valuable when attempting to detect many of the same objects
in an image [49].
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Figure 2.21: Faster R-CNN architecture, a collective feature map is generated for the
entire image which the region proposal network then draws from to generate the RoIs. Each region is then overlaid on the original feature map
and are then passed to the Fast R-CNN detector network for individual
region classifications. Regions shown are not generated by the code, the
regions are arbitrarily generated for the sake of illustration.
Through the creation of RPNs by sharing convolutional layers and applying the
Fast R-CNN detector, Faster R-CNN has shown the ability to accurately and effectively classify images at a frame rate of 5 fps. Faster R-CNN has been shown to
achieve state of the art accuracy on object detection image sets from the 2007 & 2012
Pascal VOC challenges, and the Microsoft COCO data-set, when restricted to 300
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object proposals. Model accuracy increases with increasing region proposals, however
the costs do also. Faster R-CNN and RPN were shown to be the foundations of many
winning entries in object detection tracks in 2015 [49]. The sharing of convolutions
across all stages of the object detection process has moved object detection models
towards real-time accurate classification.

2.9

Calculating Porous Materials’ Mechanical Properties

Porosity in materials can significantly alter the mechanical responses and associated
mechanical properties. Modelling the effects of porosity is a well known field. Finite
Element Analysis (FEA) and peridynamics simulations have shown capabilities in
the modelling of mechanical properties when porosity is present in the media. These
methods are computationally expensive and can suffer issues with plastic behaviour
and thus, are not ideal for processing fracture modes. Lattice Element Methods
(LEMs) are computationally inexpensive and have shown promise in the recovery of
basic material and mechanical properties in both two and three dimensions. Given
their low computational costs they are being examined for possible applications in
modeling materials with porous defect systems. The objective of this research is
to determine the viability of applying open-source LEMs to assist in determining
mechanical properties and fracture behaviour of irradiated X-750.

2.9.1

Effects of Porosity on Mechanical Properties

The mechanical behaviour of materials highly effected by the relative percentage of
porosity in the material. Increasing levels of porosity have been shown to degrade
the elastic modulus (E), yield strength (σy ), ultimate tensile strength (σuts ), and
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percentage elongation (%e) [3]. As the percentage of porosity in the matrix increases
there is a lower relative density and fewer metallic bonds preserving the mechanical
properties. This effect leads to lower stiffness and strength values in material as
there are fewer interfaces in the microstructure to preserve the original properties.
Increased porosity leads to greater strain and stress concentrations in material which
act to reduce overall strength. The increased relative strain experienced by the matrix
further acts as nucleation sites for further damage, reducing the strength and lowering
the fatigue strength of the material [34]. Classification of these pores in the material
is necessary to examine and identify the effect on mechanical properties.
Identifying porosity is important to determining mechanical properties of a material. Accurate predictions of behaviour and properties in a characterized experimental
sample necessitate the development an appropriate material model. There have been
studies identifying that percentage porosity does not directly correlate to mechanical
property changes [34]. The properties can be influenced by the sizes of the pores and
their spatial distributions. As such it is important to develop an accurate material
model to predict behaviour in porous materials and their eventual fracture modes.
FEA is widely used for the modelling of linear-elastic behaviour, however issues arise
when modelling fracture. During fracture, remeshing and non-linear behaviour become a problem for FEA where results can easily become inappropriate. Non-linearity
results in a stiffness matrix that is not constant, in FEA this is a complex problem
requiring a high degree of user skill and computational power. Peridynamics simulators often are not user-friendly and involve costly licenses to use. Open-source LEM
does not have these limitations or exhibit this behaviour when dealing with fracture
and plastic behaviour, as such it is an ideal tool for modelling fracture.
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Lattice Element Method

LEMs date back to 1941 where a grid work method was developed for the modelling of
two-dimensional elastic continua [18]. LEM can generally be described as a network
of discrete one-dimensional elements for representation of a structural shape. This
method is attractive due to the relatively light computational cost associated with
modelling complex shapes through simple elements as well as the ability to simulate
failure mechanisms [44]. Lattice models differentiate themselves for different applications through the interactions between the lattice nodes. The node interactions
can be described by the behaviour of lattice elements where interactions between elements occur, or through spring elements, where the springs act as forces between
fixed nodes. The connections of node elements using spring forces in a triangular
lattice is shown in Fig. 2.22. In the application of spring based LEM, multiple spring
connections between nodes may be applied based on the complexity of the model and
desired application.
Three spring types are available for LEM depending on the complexity of the
model required. In simple models normal springs are only utilized, the act to transfer
forces between nodes. As complexity increases, shear and rotational springs are considered for use to transmit additional forces in the model. Shear and rotational springs
become important in the simulation of crack propagation. The correct prediction of
crack direction requires these additional forces to be considered [52]. Topology of the
lattice models affects how the nodes will be strained and play a role in the stress-strain
response of the overall model. The two predominant topology groups are regular lattices with structured grids, and irregular lattices with unstructured grids. The regular
lattices easily represent uniform straining under uniform loading while irregular ones
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Figure 2.22: Triangular lattice with spring lattice elements connecting rigid nodes.
Lattice nodes behave as particles with springs acting as the forces between the particles [44].
better model heterogeneous material [44]. In regular structures, square or triangle
lattices are used with a periodic unit cell. A summary of the lattice characteristics
and how they apply to generate different material behaviours is given in Table 2.1.
The different lattice types affect the way the forces act upon the nodes. LEM using
lattice-spring models is based on the equivalency between strain energy stored in the
unit cell of a given lattice structure and the continuum energy. With this, the strain
energy is the sum of the energies in single bonds;
N

Ecell

b
1X
=
(F · u)b
2 b

(2.1)

where b is the b-th spring, F is the force on the spring and u is the displacement on
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that spring. The continuum energy is represented by the volume integral;

Econtinuum

1
=
2

Z
σ · dV

(2.2)

V

where σ and  represent the stress and strain. These equating relations can be used to
derive the lattice parameters and to relate the stiffness tensor containing the spring
constants to the tensor containing the continuum constants [53].
Table 2.1: Summary of lattice characteristics required for LEM to exhibit different
material behaviours (* optional based on the desired system).
Lattice Characteristic
Normal Springs
Shear Springs
Rotational Springs
Structured Grid
Unstructured Grid

Isotropic
3
7
7
3*
3*

Material Characteristic
Anisotropic Homogeneous Heterogeneous
3
3
3
3
3*
3*
3
3*
3*
3*
3
7
3*
7
3

Modelling an isotropic material only requires the use of a triangular lattice with
normal spring constants. This is a result of the uniformity in properties regardless of
orientation that exists. This network yields central interactions with the normal forces
of the springs expressed by Hooke’s law and the normal vectors of the springs [44]. In
this triangular lattice model, in-plane elasticity in two dimensions is represented by;

σij = Cijkm ij ; i, j, k, m = 1, 2

(2.3)

where Cijkm represents the stiffness tensor. If the springs are all of equal length and
angles are at 60◦ (degree) intervals, then the area of the unit cell is represented by
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√
V = 2 3l2 . This allows the stiffness tensor to relate to the spring network by:
6

Cijkm

1 X 0
= √
k ni nj nk nm
2 3 b=1

(2.4)

With all spring constants, k 0 , being equal the relationship becomes:

C1122

9
C1111 = C2222 = √ k 0
8 3
3
= C2211 = C1212 = √ k 0
8 3

(2.5)

Where only one independent constant exists, the spring constant, and the above
computed lattice parameters. The regular triangle lattice using normal springs can
be applied to model the isotropic continuum. The Lamé constants can be obtained
from the above:
3
λ = µ = √ k0
4 3

(2.6)

This method of using normal springs and triangular lattices to model two-dimensional
systems holds for isotropic systems. To successfully model anisotropic systems, six
independent parameters; three different normal (k 0 ) and rotational (kr ) springs should
be used. This allows for accurate modeling of the varying directional properties
however the complexity of this system increases resultantly.

2.9.3

Modelling Fracture using Spring-based Networks

Porosity is a significant factor affecting the mechanical properties of numerous materials. We’ve addressed this issue of X-750 He-induced mechanical properties degradation at length in this chapter, but many other similar examples exist in nature,
including cements, geological formations, and biological tissue (i.e. bone). In all these
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cases, in order to understand how the mechanical properties are affected by pores,
we must understand how micro-cracks and pores interact and evolve under stress [5].
In linear-elastic problems, spring networks are equivalent to FEA algebraically and
allow for the same resolution of small scale details. However, in fracture simulations
LEM offers many distinct advantages over comparable FEA methods. During fracture there is no need to re-mesh the system when disconnect and breakage of bonds
occurs. In FEA re-meshing is required after element separation, this leads to time
savings by using LEM to simulate fracture [46]. Additionally LEM offers the ability
to capture spatially cooperative damage phenomena with large amounts of cracks
or damage sites in the system. This is contrasted with typical boundary and finite
elements which are governed by exact equations and are restricted to fewer degrees
of freedom [46]. The ability to capture spatially cooperative damage phenomena is of
particular interest in the simulation of irradiated X-750, as many defects are present.
In modelling fracture with LEM, the construction of the lattice is important to
consider. Structured grids have been shown to exhibit anisotropy with respect to
the crack propagation direction [19]. To accurately represent crack propagation, an
option is to use randomized, unstructured grids, analogous to an amorphous material.
Another option is to include second- and third-nearest neighbours in force calculations, as well as including density terms [8]. When using spring networks to simulate
fracture, failure criteria for the springs must be established. Established and validated
failure criteria include; critical energy, critical stress/strain, and critical force along
the spring direction [19]. From this, the failure criteria must be introduced to the
LEM so as the springs approach the given criteria, the spring breaks. As the fracture
simulation progresses, when springs reach their failure criteria, the system is brought
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to equilibrium and the bond is removed, the process then continues [19]. LEMs have
been found to achieve the greatest success in modelling media with topology similar
to that of a chosen mesh [46].
Lattice-spring networks have found success in the modelling of fracture behaviour
in systems with no previous cracks, reproducing the larger macro-scale behaviour of
the system [2]. Further, random lattice networks have found success in the modelling
of fracture in heterogeneous materials, with simulated crack propagation found to
be in agreement with experimental results [54]. An interesting example is the work
of Mayya et al., where the fracture process in the pore network of cortical bone is
examined using a two-dimensional spring network [39]. The spring network is able
to replicate the continuum of the system through the use of springs with statistically
distributed characteristics. CT scans of bone were taken with two-dimensional cross
sections to be used in modelling the system. The spring network then utilizes local
porosity from the experimentally obtained cross-sections to assign the spring constants and node locations [39]. The experimentally derived spring network allows for
compression testing to be performed on both the experimental and simulated systems.
The simulated system, using lattice springs, has been found to predict compressive
strength values within 20% of experimental results while the corresponding strain values are within 25% of the experimental values in compression testing [39]. The spring
network demonstrated capability in capturing the quantitative features of fracture in
porous bone structures. The damage initiation and crack growth between multiple
pore locations is effectively modelled to simulate macro-scale system effects. This
network expands on the current understanding of existing porous fracture models
and demonstrates viability for applications in additional systems.
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Chapter 3
Preface to Research Article

The subsequent chapter was crafted to be a concise summary of the work that was
performed leading to adaptation of a R-CNN designed to capture and identify helium
bubbles in irradiated X-750 spacer material. As such, minor details in the collection
of data and crafting of the network were omitted from publishing. This chapter acts
as a means of expanding on the following research to allow for greater backgrounds
and understandings of the work performed.

3.1

Selection of Network Architecture

Network architecture was based upon performance in recent object detection challenges, processing time, and ease of implementation. It was established that the
detection network would be based upon TensorFlow given its ease of implementation
across systems. This was deemed as the ideal framework to operate from as it would
minimize system restrictions. To that end the Object Detection Artificial Programming Interface (API) was optimized for TensorFlow and as such was selected as the
interface for the detection network. Based upon the selection of TensorFlow and its
Object Detection API, a model needed to be chosen that would meet the necessary
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criteria of performance and speed.
Review of the literature identified that pre-trained models that were then fine
tuned for object specific identification performed better relative to un-trained models.
Pre-trained models where then compared for their classification performance relative
to their processing speed. Given this, Faster R-CNN was identified as an ideal candidate to base our network upon. Faster R-CNN offered superior performance when
searching for many small objects and offered the possibility of customizing the RPN
for smaller search criteria at marginal computation costs. Additionally, the streamlined network of Faster R-CNN offered the ability for a single training procedure.
Another benefit of the Faster R-CNN that led to its selection is the ability to tune
the size of the anchor windows and the maximum number of region proposals. In
our case the default region proposal was halved to a stride length of 32 pixels and
the maximum number of region proposals was increased to 10,000. This stride length
was found to be larger than the biggest identified bubbles but still small enough to
preserve and capture the details of the smaller bubbles. The increased region proposal
value was found to generate more potential bubble locations with minimal increases
in computational costs. Given the larger number of computations we imposed on
the model by virtue of decreasing the window sizes and increasing the number of
proposals, a time increase to 1s per image was observed. An acceptable increase in
time given the generation of four times the number of region proposals as a result.
A final benefit of the Faster R-CNN was the format of the data output. Detection
networks output their object detection boxes in (x,y) coordinate pairs and objectness
scores. This network leverages the Fast R-CNN detector after the convolutional
layers to perform detection. Two parallel detectors are used which aid in the ability

3.2. TRAINING METHODOLOGY

54

to differentiate between objectness scores and bounding box locations. This allows for
the coordinate pairs to be easily extracted and approximated to bubbles by taking
advantage of their pressurized, spherical geometry and generalizing the bounding
boxes to circles centered at the center of the bounding box. This method, when
compared with the manually mapped bubble sets, was found to have a high degree of
correlation and allowed for the identification of a slight bounding box offset relative
to the bubble edge.

3.2

Training Methodology

Training of the model required the alteration of hyper-parameters. Hyper-parameters
are used configure the model prior to training to identify and detect a given object,
their values to not change during training. Given the levels of noise in the micrographs
and small size of the defects relative to the micrograph a small learning step rate of
0.0003 was used. This is the rate at which the gradient descent used in the training
procedure will increment at each epoch. This level leads to longer training times
but a higher level of convergence necessary for the type of defect being examined.
Additionally, a mini-batch size of 6 was used in order to marginally manage the
trade-offs with a slow learning rate by marginally increasing the efficiency at the
expense of computational costs. Kernel sizes were lowered to better capture the
small defects. By using smaller window sizes, defects, contours and distinguishing
features are more apparent. A full summary of all training parameters is available
in Table 4.5. Training was performed with increasing quantities of data to visualize
the effects on performance metrics (will be defined in the subsequent chapter). A loss
stop at 0.97 was put in place during training to prevent over-training and to maintain
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model robustness.

3.3

Data-set Collection and Preparation

Methodologies for collection of data were examined prior to the collection phase and it
was decided data-set collection was to be performed in tandem with researchers at the
Canadian Nuclear Labs. Based on training procedures highlighted in the literature it
was decided that training with a fixed image size would provide optimal results [13].
Data was collected from existing TEM images, taking care to ensure that training
data was of high quality and good clarity while maintaining a wide variety of images.
Captured images were all classified after training from an expert from CNL. This
allowed for accurate capture of bubbles in training data for proper network training.
Training data was taken at different focus conditions to satisfy requirements from
CNL that detection be possible at all imaging conditions. Prior to commencement of
training, data was validated to confirm all bubbles were classified.
Three data-sets were used throughout the training and evaluation of the model
and its performance. The three sets used are the training, validation, and testing
sets. The descriptions of these sets and their purpose in the process are as follows:
1. Training Data-set: The data samples used to generate the model fit.
2. Validation Data-set: The data samples used to unbiasedly evaluate the model
fit of the training dataset during the training and tuning of hyper-parameters.
3. Testing Data-set: The data samples used to unbiasedly evaluate the fit of the
final model.
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Chapter 4
Automated Classification of Helium Ingress in
Irradiated X-750

4.1

Abstract

Imaging nanoscale features using transmission electron microscopy is key to predicting and assessing the mechanical behavior of structural materials in nuclear reactors.
Analyzing these micrographs is often a tedious and labour intensive manual process.
It is a prime candidate for automation. Here, a region-based convolutional neural
network is adapted to detect helium bubbles in micrographs of neutron-irradiated
Inconel X-750 reactor spacer springs. We demonstrate that this neural network produces analyses of similar accuracy and reproducibility to that produced by humans.
Further, we show this method as being four orders of magnitude faster than manual analysis allowing for generation of significant quantities of data. The proposed
method can be used with micrographs of different Fresnel contrasts and magnification
levels.
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Introduction

Transmission electron microscopy (TEM) enables microstructural characterization of
materials with nanoscale precision; this methodology is now ubiquitous in materials
science [20, 66]. TEM imaging allows insights into microstructural behaviour and
defect morphology at nanometer scales, ultimately leading to knowledge which can
be translated at the system level. TEM is utilized frequently by the nuclear power
industry as a visualisation tool for irradiation damage. It is also used by scientists
to identify material degradation in advance of component failure [20]. The ability to
image ex-situ components and visualize their microstructures is important to predict
a material’s response to irradiation [66].
Irradiation-induced damage of reactor components is one of the primary issues that
plagues nuclear power generation due to the high cost of component replacement and
the introduction of uncertainty into life cycle predictions. Neutrons interact with the
atoms through numerous mechanisms resulting in a multitude of defect types, each
with unique consequences towards macroscopic behaviour of the system. An issue of
particular interest is the build-up of nanoscale helium (He) bubbles in nickel-based
superalloys used in Canada Deuterium Uranium (CANDU) reactors, namely Inconel
X-750 [23, 15]. The helium is mainly produced through the interactions of thermal
neutrons emitted by the reactor core with nickel (Ni) atoms when a collision occurs.
This reaction is the transmutation of
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Ni to 4 He and
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Fe through the absorption of

a neutron [24]. This interaction probability is governed by the thermal neutron cross
section [6].
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Ni has a high thermal cross section of 1000 Barns, this cross section

leads to increased helium production from the high interaction probability [27]. The
presence of helium has important effects on the mechanical properties of the structural
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alloy. Helium first coalesces into bubbles, which act as nucleation points for voids,
this in turn can lead to swelling. Helium accumulation is also thought to be linked to
grain boundary embrittlement [24]. Under typical reactor-operation conditions, the
sizes of helium bubbles in Ni-based superalloys are generally less than 10 nanometers
[57]. The small bubble sizes generated require the use of high contrast imaging to
monitor the effects of bubble ingress.
Helium bubbles appear as circular objects in TEM micrographs under Fresnel
contrast imaging [23]. When imaging bubbles, bright field techniques are often used
to generate the required contrast to visualize defects less than 5 nm in diameter [67].
The use of bright field is not ideal when quantifying defects as the bubble fringes produced through bright field are only an approximation of the true edge. The images
produced by TEM suffer from noise due to irradiation and 2D projections of bubbles
can overlap. This leads to a time consuming and error prone manual quantification
process given the lack of appropriate software tools to automate the classification
process [25]. Manual quantification of the images creates a large bottleneck in the
quantification of the structural degradation occurring in components. There are three
main downsides to manual identification of bubbles. First, the process is time consuming: an individual image can take up to a few hours to classify. Second, manual
identification is error-prone as bubbles can be easily misidentified. Third, there is a
lack of reproducibility and consistency from one human inspection to another.
Advances in image recognition algorithms have led to recent adoptions in numerous fields. Cirecsan et al. apply these algorithms in their pioneer report, in which
they describe using a convolutional neural network (CNN) to detect cell mitosis associated to breast cancer [9]. This work highlighted the viability of neural networks
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as image classifiers with moderate computational costs. CNNs are now able to identify defects in TEM images, including noisy TEM images [68]. Recently, a method
combining fast-Fourier transforms with CNNs proved an efficient method for identification of phase transformations in Tungsten disulfide (WS2 ) characterized by TEM
and scanning tunnelling microscopy [62, 35]. Object detection was also used to detect dislocation loops in irradiated FeCrAl alloys, with successes in the extraction
of both visual and quantitative defect metrics matching manual methods [32]. We
also note the recent work of Roberts et al., in which they developed a method to
identify common crystallographic details using a hybrid network architecture and semantic segmentation. The method can extract information from micrographs with
a high density of features, netting a stark improvement over time-demanding and
error-prone manual quantification [51]. Recent developments in the field of object
detection, namely region proposal methods (R-CNNs), suggest that they are viable
analysis methods for TEM images.
In this paper, we adapt Faster R-CNN [49] to automatically identify helium bubbles in irradiated X-750 micrographs by adjusting its hyper-parameters and introducing an image preparation procedure. First, the network architecture is introduced.
Second the preparation of the training and validation data is discussed. Third the
validation metrics of the network are described and the performance of the model is
assessed. Finally, prescriptions for use of this algorithm are made.
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Methodology
Strategy Overview

We opted for a two-stage detector based on the Faster R-CNN architecture developed
by Ren et al. [49]. The model is trained and validated using micrographs generated
and manually analysed by the Canadian Nuclear Laboratories (CNL) in the context of
its commercial activities involving X-750 spacer samples extracted from the CANDU
nuclear reactor fleet. The model aims at identifying the location of bubbles, their
radii, and their cumulative volumes.

4.3.2

Network Architecture

Historically, CNNs have been hindered by their high computational cost. Mitigation
strategies include the sharing of convolutional layers across both region proposals
and region detection networks, which leads to significant reductions in computational
cost [13, 49]. The R-CNN differs from the CNN, in that the two-stage detection
model generates region proposals which are then passed forward to the convolutional
layers and used to narrow the search for objects of interest [14]. The use of region
proposals alone are not enough to make R-CNNs effective for rapid classification but
through the sharing of layers they have become viable means for fast and effective
object detection models [13, 49]. Recent efforts led to the development of Faster RCNN, which is pre-trained on the COCO dataset and publicly available. This model
offers a balance between base mean average precision (mAP) on the COCO dataset
and computational costs. Faster R-CNN models utilize a deep internal network to
generate a feature network off of a base feature map much like the Fast R-CNN
methodology [49]. The feature network is then passed to a region proposal network
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(RPN), which shares its layers with the last convolutional layers. The RPN is then
used to generate the regions of interest (RoI) where objects are expeced to be located.
The model then utilizes the feature map along with the RoIs to make object location
predictions utilizing the same detection model as Fast R-CNN [13]. Deriving the
region proposals from the feature maps using shared convolutional layers reduces
the time required to classify an image without sacrificing accuracy [49]. The RPN,
utilizing the feature map to generate its region proposals, makes the Faster R-CNN
an ideal candidate for the detection of a large quantity of small bubble defects.
The architecture of the network used in this paper is the single unified Faster RCNN which consists of a region proposal network and a detection network. The input
layer accepts a standard image with no dimensional requirements, the input is then
passed forward to the convolutional layers where a feature map is generated. The
as processed feature map is then passed to the RPN sharing the final convolutional
layers. The layers utilize a sliding window detector which moves across the feature
map taking an input as a n × n window. Each window is then fed to parallel fullyconnected layers, a box classification and box regression layer which generate the
bounding box location and objectness score [49]. At each sliding window location
multiple region proposals are predicted with a limit on maximum predictions denoted
as the tuneable value k. The feature map and outputs are then passed to the final
detection module which is carried forward from the Fast R-CNN methodology and
classifies each region individually. An overview of the unified network structure is
shown in Fig. 4.1 where the input image is fed forward and the resultant feature map
is used to detect object classes. The output of the Faster R-CNN is an annotated
.jpeg image with detected objects enclosed within bounding boxes. The coordinate
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values of these bounding boxes are preserved in a .csv file.

Figure 4.1: An illustration of the Faster R-CNN architecture. A collective feature
map is generated for the entire image which the region proposal network
then draws from to generate the RoIs. Each region is then overlaid on
the original feature map and are then passed to the Fast R-CNN detector
network for individual region classifications.

4.3.3

Data Collection

The data was collected as part of an effort to characterize the helium ingress in X-750
reactor spacer springs in the CANDU reactor fleet. The nominal composition of the
current Inconel X-750 alloy is summarized in Table 4.1. Ideally, one would perform
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high-angle annular dark-field scanning transmission electron microscopy (HAADFSTEM) to measure bubble size with high accuracy. However, this imaging technique
is typically not possible when imaging high densities of cavities less than 5 nm in
diameter [67]. As such, bright field TEM imaging was performed, samples were
prepared from an ex-service spacer spring. The maximum flux of fast neutrons emitted
from the CANDU fuel bundles is 3.5 · 1017 nm−2 s−1 , E > 1 MeV [20]. For a typical
CANDU fuel channel power profile, each Ni atom will be displaced approximately once
per year by fast neutrons [20]. A displacement occurs when an atom is knocked from
its lattice site, a transmutation occurs when an atom absorbs the displacing neutron
as well as decaying alpha particles. This damage is augmented in the presence of
thermal neutrons. The current investigated spacer was irradiated in a reactor over
14 effective full power years to a damage dose of 30 displacements per atom (dpa).
Cross-section of the spring wire was 0.7 mm x 0.7 mm. Samples were cut from
different locations, 12 o’clock (>300 ◦ C) and 6 o’clock (180 ◦ C) respectively along
the cross-section. The positioning alters the microstructure as the 12 o’clock segments
are not in compression and are at a constant high temperature, while the 6 o’clock
position is compressed under the channel with a larger temperature gradient. To
ensure appropriate imaging of bubbles, thin samples must be prepared to minimize
the number of overlapping bubbles. TEM samples were milled using a focused ion
beam (FIB) and then ion polished using a nano-mill with 900 eV Argon ions at ±10
degree glancing angles. All TEM imaging was performed using a JEOL F200 TEM
at an operating voltage of 200 keV utilizing single and double tilt sample holders.
Two-beam dynamical bright field and weak beam dark field conditions were applied
for imaging irradiation induced microstructural changes.
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Table 4.1: Chemical composition of X-750 spacers used in CANDU fuel channels.
Element
Nickel
Chromium
Iron
Titanium
Niobium
Cobalt
Trace
4.3.4

wt.%
68.6
16.0
8.0
2.5
1.0
1.0
2.9

Data Set Preparation

Helium generated during neutron irradiation coalesced and formed bubbles, which
form roughly spherical defects [65]. In the dataset generated by CNL, all features of
interest were considered circular, a result of the hydrostatic pressure exerted by the
helium gas. The coordinates of a bounding box identifying these circles were used to
store the positions and size of the bubbles. Note that this strategy could be extended
to handle ellipsoidal defects. The manual analysis involved clicking on the centroid of
the bubble and then subsequently clicking on the edge of the bubble. This process is
performed twice per bubble to generate an average center and fringe. The bounding
boxes used to train the R-CNN are based on these average values.
The open source program LabelImg was used to annotate the images [59]. The
bounding boxes were translated into the XML files to be read by TensorFlow. Micrographs contained upwards of 50 helium bubbles, which were manually quantified
by an expert in the bubble classification procedures. Differentiating the smaller bubbles from the base material is challenging, leading to variance in classifications based
on interpretation [61]. The training and validation data was classified by a single
trained individual, which minimizes this variance. The training dataset consisted of
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230, 512×512 pixel, gray-scale images and being comprised of both over and underfocused images (80 over-focused micrographs and 150 under-focused micrographs).
Over and under focused imaging conditions are used to generate the required contrast. The difference in quantity of over and under-focused micrographs is due to
a human factor. The scientist analyzing the data would scroll through focal series,
starting with under-focused micrographs, and use what they judged to be the highest
quality image to proceed with their analysis. The under-focused images tended to
be selected more often for full analysis. The over-focused images would occasionally be used as a means to validate the count in the under-focused condition. The
micrographs used for training had a fixed 0.38 nm/pixel magnification.
A test dataset was compiled using a separate collection of micrographs. This
test dataset was collected independently from the training dataset, it consists of 23
images. 4 of these 23 images were annotated by three separate experts, and the
additional 19 were quantified by one of the experts. These 23 images were taken in
over-focus, under-focus, and low magnification conditions. The high-resolution test
images had the same magnification as the training set (0.38 nm/pixel) while the low
magnification images are captured at >1 nm/pixel. These images were used after
training to establish model metrics which could be used to validate performance.

4.3.5

Model Training

As explained in the section 4.3.2, Faster R-CNN behaves as a unified network when
training. The training scheme alternates between fine tuning the region proposal
network and fine tuning for object detection while keeping the region proposals fixed
[49]. The model was trained for a period of 4 hours with a standard loss stop being
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used to prevent over-fitting. In this time 20,000 training epochs were performed. The
image dataset consisted of the 230 images (80 over/150 under-focused) of consistent
size (512x512) and magnification (0.38 nm/pixel) with each image containing 50-100
identified bubbles. To segment the images and generate the training and validation
image sets used for model training, the total dataset was randomly segmented 70/30
with 70% of the dataset images used to train the model weightings and the other
30% used to validate those weightings. Following the literature, a stochastic gradient
decent method with back-propagation was used to perform the end-to end model
training [49]. During training, a mini-batch size of 6 was used which allowed for
quick convergence of the loss function and is consistent with literature values for
appropriate batch sizes [38]. The network was trained using Compute Canada servers
with a single Intel E5-2683 v4 ”Broadwell” Processor clocked at 2.1 Ghz and a single
NVIDIA P100 Pascal GPU. A summary of all hyper-parameters tuned for model
adaptation to this defect type are available in Table 4.5.
The prediction of a bounding box yields an objectness score. This value is a
measure of the model’s confidence that an object is detected. The value which dictates
if a detected objects score is deemed true, is given by the confidence threshold. A
higher confidence threshold will lead to an increase in precision, at the expense of a
decrease in recall (these metrics are defined in the following subsection). The model
was set to have a confidence threshold of 0.50. The value of 0.50 leads to high precision
(>0.90) in target image groups while maintaining reasonable recall (>0.70).
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Model Performance Metrics

Within this work we report three performance metrics: recall, precision, and F1 Score.
These metrics are based upon the intersection over union (IoU) of the predicted
bounding boxes with the ground truth values as defined by the manual detection
method. IoU is a metric that quantifies the amount of overlap between ground truth
bounding boxes and the predicted box [50]. This calculated overlap value is used to
classify detection boxes into three classes, a true positive (TP), false positive (FP),
and false negative (FN). True positives are instances of the model detecting an object
that is present, a false positive is when the model detects an object that is not present,
and a false negative is when an object is present but is not detected. These values;
IoU, TP, FP, and FN, are used to develop the two model performance metrics that
are being utilized.
Recall is the true positive rate and it measures the probability of ground truth
objects being correctly detected. Recall ranges from 0 to 1 and a value of 0.6 implies
that the model correctly predicts 60% of the objects. The formula for recall is:

Recall =

TP
TP + FN

(4.1)

Precision is the probability that the predicted bounding boxes match the actual
ground truth boxes. The precision scores also range from 0 to 1 and a value of
0.8 implies that when the model detects an object 80% of the time it is correct. The
formula for precision is:
P recision =

TP
TP + FP

(4.2)

In a statistical analysis the F1 Score is a measure of a test’s accuracy. The score
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considers both recall and precision to compute its value, F1 score is the harmonic
mean of the recall and precision metrics and varies between 0 and 1. The formula for
the F1 Score is:
F1 = 2 ·

4.4

precision · recall
precision + recall

(4.3)

Results

4.4.1

Visual Defect Assessment

Visual examination of bubbles is performed using Fresnel contrast imaging to make
the bubbles identifiable in the micrographs. The imaging can be performed either
under- or over-focused, which will produce white bubbles against a dark background
or black against a light background respectively. The contrast is generated to differentiate bubbles from background noise. Typical examples of over-focused bubbles are
shown in Fig. 4.2 image 1, while images 2-5 are under-focused. A dominant defect
type is observed: helium bubbles, i.e. spherical cavities where helium produced by
neutron interactions accumulate. As illustrated in Fig. 4.2, the bubbles are of low
contrast relative to the background. Additionally, bubble sizes vary between 1-12
nm. As the bubbles decrease in size the contrast diminishes, which further impedes
consistent bubble identification. This is especially notable in the presence of FIB
damage.
As quantification of helium bubbles is an ambiguous task, the statistics generated
by visual inspection vary from one human inspector to another. Figure 4.3 illustrates
these variations across four images analyzed by three scientists and the trained RCNN. The variation is consistent with human analysis performed in other studies
[32, 51]. Variations of approximately 25% are observed from individual-to-individual.
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Figure 4.2: Original TEM micrographs are in the left-side panels. The micrographs
annotated by R-CNN are in the right-side panels. 1) is an example of an
over-focused image. Note that the majority of the training set is comprised of under-focused micrographs. 2,4,5) are representative examples
of relatively clean and visible micrographs. 3) is an example of a noisy
micrograph.
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Figure 4.3: a) The mean of the helium bubbles radius distribution b) The standard
deviation of the bubble radius distribution c) Total helium bubble volume
in four micrographs of irradiated X-750. Each micrograph is quantified
by three researchers and the R-CNN
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The R-CNN-extracted values are not statistically different from those found by the
three human scientists. Bubble size distributions can also be used to compare humanbased and R-CNN detection. Fig. 4.4 represents the distribution as quantified by the
detection model and a human at low magnification. Both models exhibit a uni-modal
distribution with a peak between 7.5 and 8 nanometer diameters. These distributions
generate cumulative bubble volumes that are within 99% agreement. The primary
differences between the methods are a higher peak value with narrower tails on the
manual quantification method relative to the automated method. A high magnification distribution is shown in Fig. 4.5 highlighting the high degree of correlation.

4.4.2

Performance Metrics

In gauging the effect that increased training data has on model performance metrics,
an iterative training procedure was used. When training with incremental quantities
of the cumulative training dataset, improvements in the model performance metrics
were observed. Table 4.2 provides a breakdown of the metric improvements with increasing dataset size when using an IoU of 0.5. There do not appear to be diminishing
returns when using a dataset of this size.
Table 4.2: Model performance metrics on the test dataset when training with increased quantities of training data. IoU of 0.50 used when generating
metrics. Model saturation has not been reached with datasets of this size.
Iteration
60 Images
120 Images
180 Images
230 Images

Recall
0.62
0.67
0.70
0.72

Precision F1 Score
0.76
0.69
0.78
0.73
0.81
0.76
0.84
0.78

Bounding boxes detected by the model in the 23 validation images were compared
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Figure 4.4: A typical example of the bubble size distribution in a low-resolution image, 1 nm/pixel. Both models yield similar uni-modal distribution methods. Both methods yield near identical cumulative bubble volumes.
against human-generated values using IoU to identify the TP, FP, and FN bounding
boxes. The comparison was performed to generate the precision, recall, and F1 Scores
at varying IoU thresholds. IoU was varied from 0.5 to 0.9, the variation was performed
as 0.5 is generally accepted as the minimum overlap needed for a bounding box to
be acceptable as a TP with quality of predictions increasing with increasing IoU
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Figure 4.5: A typical example of the bubble size distribution in a high-resolution
image, 0.38 nm/pixel. Both models yield similar uni-modal distribution
methods.
[50]. Table 4.3 provides a breakdown of the performance metrics averaged across
the 23 images at increasing IoU thresholds. As IoU increased the corresponding
performance metrics decrease. A fairly consistent decline in performance is seen with
each increment of 0.1 until a threshold of 0.9 is reached where a substantial decrease
is observed.
Recall and precision metrics were calculated using the 23 validation micrographs
at varying IoU thresholds. The validation images contain samples imaged under
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Table 4.3: Accuracy of the R-CNN’s He bubble analysis as a function of IoU value. As
the IoU is increased from 0.5 to 0.9 the corresponding model performance
metrics are seen to degrade.
Metric
Recall
Precision
F1 Score

0.5
0.72
0.84
0.78

0.6
0.66
0.77
0.71

IoU
0.7
0.63
0.74
0.68

0.8
0.59
0.69
0.64

0.9
0.42
0.47
0.44

different conditions and as such the average performance does not accurately represent each imaging condition. To understand the effect imaging conditions have on
model performance, the images are segmented by condition and metrics for each are
recorded. This breakdown was performed using an IoU threshold of 0.6. The results
are summarized in Table 4.4. The breakdown strongly indicates that the imaging
condition is highly influential in the accuracy of the model with particular emphasis
placed on the magnification levels of the images. Over and under-focused images
exhibit strong recall and precision figures with under-focus being superior. Low magnification images, where bubble sizes are upwards of three times smaller than other
image examples, exhibit poor performance at this threshold.
Table 4.4: Recall, precision, and F1 Score metrics when segmenting the test dataset
by image type using an IoU of 0.6. Training was performed with the full
set of 230 images. Performance in the over-focused and under-focused sets
taken at high magnification is superior to the poor performance of images
taken at lower magnification levels.
Image Type
Over-focused
Under-focused
Low Magnification
Complete Test Dataset (23 Images)

Recall
0.68
0.89
0.10
0.66

Precision F1 Score
0.93
0.79
0.96
0.93
0.11
0.11
0.77
0.71
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Comparison with Human Analysis

The bubble statistics for the 23 validation micrographs are plotted in Fig. 4.6. RCNN and manual results are reported, the validation set contains over-focused images,
under-focused images, and lower magnification images. Fig. 4.6 shows that the
R-CNN and human-generated statistics follow the same trends. The R-CNN and
human-based estimates of mean bubble diameter in the higher magnification images
labelled 1-18 are within 1.3% of each other. In the five low magnification images,
labelled 19-23, the values are within 12.5% of each other. The estimates of standard
deviations of bubble diameters are within 1.8% of each other in the high-magnification
images, and within 46% of each other in the low-magnification images. The estimates
of total volumes are within 15% of each other, in both high- and low-magnification
images. Bubble area densities can be derived from the cumulative bubble volume
and pixel/nm conversion factor of the images, images 1-18 are identical in image area
and the bubble volume trends as detected in manual quantification follow that of
the automated detection. The R-CNN took approximately 2 seconds to process each
image, this is contrasted with the manual quantification procedures which took up
to 5 hours per image, this number varies widely on a case-by-case basis. This time
savings represent an improvement of four orders of magnitude.

4.5

Discussion

Five indicators suggest that Faster R-CNN is well suited to identifying helium bubbles. First, visual inspections of the five images presented in Fig. 4.2 suggests that
the R-CNN accurately identified most of the important features. Second, a comparison between quantitative analyses generated by the R-CNN and a group of human
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Figure 4.6: a) Mean bubble diameter b) standard deviation of bubble diameter c)
cumulative bubble volumes as recorded by the R-CNN and manual procedures across 23 independent images. Images 1-13 are examples of performance in under-focused images, images 14-18 are examples of over-focus,
and images 19-23 are of lower magnification.
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researchers presented in Fig. 4.3, involving four images, shows no statistically significant differences. Third, Fig. 4.4 and Fig. 4.5 show that both the human-based
analysis and the R-CNN’s indicate that the helium bubble follow a uni-modal size
distribution in low and high magnification images. Fourth, Table 4.4 shows good
recall and precision statistics in under-focused and over-focused images . Fifth, Fig.
4.6 shows that the R-CNN and human analyses of 23 validation images lead to quantitatively consistent bubble statistics.
While these results are very encouraging, there are still limitations to the method
presented in this article. Performance of the R-CNN was poor when considering
images with lower magnifications relative to those in the training set. Likewise,
the performance when analysing over-focused images is not as good as that when
analysing under-focused images. Table 4.4 suggests that adding over-focused images
to the training set could improve the model’s performance. Adding lower resolution
images may help as well. Table 4.2 suggests that increasing the overall quantity of
training data will lead to a corresponding improvement in model performance.
Substantial correlation between the R-CNN and manual annotation is clearly illustrated in Fig. 4.6, across varying imaging conditions, with the exception of the low
magnification condition. In these micrographs, the R-CNN overestimates the number
of small-sized bubbles, this is exemplified in Fig. 4.4. There is a smaller than average
size and larger standard deviation seen in the low magnification image condition, Fig.
4.4 confirms this and shows that the R-CNN is capturing many small objects that
are not bubbles. This effect is not seen in high magnification images as shown in Fig.
4.5. The lower magnification of the sample, and consequently its resolution, is the
likely source of error in the underestimation of bubble size.
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It is typically considered best practice to report a measurement error of bubble
size, based on the fringe thickness. Our work suggests that such estimates provide
a false sense of accuracy: the person-to-person variation in bubble count, Fig. 4.3,
arguably a more robust estimate of measurement error, is much larger than the typical
ratio of fringe thickness to bubble radius. This raises another question: How can
automated image analysis provide such error estimates? A possible solution is to
independently train different neural networks, based on different architectures and
training sets annotated by different scientists. These different networks can then by
applied to the same data, and used to estimate measurement errors.
Analysis of helium bubbles in X-750 is hindered by the inconsistent manner in
which the samples are prepared and imaged. Variation and inconsistencies in training
data lead to difficulties in developing the necessary correlations to effectively identify
defects. Here we discuss two preponderant issues. First, during sample preparation,
if the samples are not thin enough, overlapping bubbles tend to dominate the image;
features cannot be consistently identified. Second, when there is excess FIB damage,
imperfections appear on the surface. These imperfections appear similar to bubbles
and can lead to overestimation of total bubble density. These issues affect both
manual and automatic image processing. In addition, junior researchers might not
have the experience to recognize that they are dealing with a low-quality sample and
therefore not producing useful images. A means of mitigating against spending time
on images that cannot produce useful information, in addition to improving training
and knowledge transfer between TEM technicians and the scientists, would be to
develop a NN able to identify high- and low-quality samples, and give suggestions
about possible causes for poor image quality. This could serve as a training tool to
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help generate large quantities of high and low quality micrographs.
Recently, it was shown that purpose-built networks are well-suited to identify
dislocation-type defects [32, 51], notably in the context of radiation-induced damage.
Our work suggests that an ”off-the-shelve” NN, implemented in a popular open-source
platform, TensorFlow, is also well-suited for the analysis of micrographs of radiationinduced damage. Our work highlights the viability of adapting an existing network.
As the field progresses and new features are added, we should mention two challenges. The first is the reliance of R-CNNs on large data sets. The large sets are not
always available for materials science applications [1]. In our case, it is likely that
adding images to the training set, notably over-focused and low-resolution images,
would improve the model’s performance. Note that in order to generate additional
training images rapidly, one could use images pre-processed by a preliminary R-CNN,
and then manually remove false-positives and add in the false negatives. A second
challenge pertains to the automated extraction of defect contours [32]. This is not
an issue when dealing with bubbles since they are largely spherical, but would be
an issue for other defect types where such simple shapes are not reliably present. If
this model were to be adapted for different defect types it would be recommended to
utilize a more advanced segmentation method to extract quantifiable features.

4.6

Conclusions

The Faster R-CNN was adapted and trained in order to analyze large sets of noisy
TEM-generated micrographs. The Faster R-CNN can identify helium bubbles in X750 alloys after neutron irradiation. It results in bubble statistics in quantitative
agreement with those extracted by human-based analysis of the micrographs. The
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Faster R-CNN can process images in a few seconds, which is orders of magnitude faster
than human-based analysis. Accuracy levels of 93% have been achieved when mapping
micrographs imaged at high magnifications and reasonable accurate quantification of
samples images at lower magnification. Consistency of imaging conditions is key to
the success of the model. Images to be analyzed should be similar to the images used
in model training; in particular, focusing conditions should be the same. Manual
post processing of Faster R-CNN annotated micrographs can be used to progressively
improve the training set, with a lower time investment than full manual annotation.
Deep learning shows promise, and can likely be used to improve many other aspects
of characterization of materials, including those used for nuclear power generation.
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TensorFlow Hyper-Parameters

Hyper-parameters used in the model training process are shown in Table 4.5. The
use of these hyper-parameters allows for a replication of the training procedures used
in this work.
Table 4.5: Hyper-parameters used in the model training configuration file for training
the Faster R-CNN
Parameter
Learning Rate
Mini-batch Size
Epochs
Momentum
Kernel Size

Value
0.0003
6
20,000
0.9
16
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Chapter 5
Predicting Mechanical Properties of Porous
Materials

Chapter 4 highlights the detection capabilities of the developed neural network when
analyzing helium bubbles in irradiated X-750. Classified samples allow for the generation of realistic simulation cells to directly test the properties of the experimental
samples. FEA is a well known method of obtaining linear-elastic properties. However, for the reasons outlined in chapter 2, a mesh-free method is investigated. A
LAMMPS based LEM simulator is implemented as a proof-of-concept, modelling of
linear-elastic behaviour in isotropic systems and stress concentrations around defects.
Beyond simulation of mechanical properties of X-750, LEMs can be applied to a wide
range of porous systems including those of construction and biological materials, as
seen in the work by Laubie and Mayya [30, 39]. The use of LAMMPS as a simulation tool is to provide the engineering community with an open-source, mesh-free
alternative to FEM for use in failure and fracture analysis.
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Methodologies

5.1.1

Simulation Tool

The MD simulation was generated in Large-scale Atomic/Molecular Massively Parallel Simulator (LAMMPS), which is a large scale Molecular Dynamics (MD) program
developed by Sandia National Laboratories. LAMMPS was utilized as it is an open
source tool widely available to the scientific community, this allows for the code to
be easy to modify and extended as need. The focus of LAMMPS is on materials
modelling and can be used as a parallel particle simulator at the atomic, meso, or
continuum scale. The continuum scale allows LAMMPS to act as a test bed for solid
mechanics testing of a LEM spring network. LAMMPS allows for a multitude of
different unit types to be used for simulations, in this experimental analysis SI units
were used throughout. The equations used in testing were derived from the work by
Martin Ostoja-Starzewski where spring constants used in testing can be used to drive
the elastic properties of a system [47]. The spring constant as defined in the lattice
micromechanics relates to the spring constant provided to the LAMMPS harmonic
bond by the equation;

0

k =4·K

(5.1)

0

Where k is the spring constant defined by Ostoja-Starzewski, and K is the spring
constant defined by LAMMPS harmonic bond.
Two simulated tests were selected to be performed on the spring network, a compression test on the body with and without a defect present. These tests were selected to mimic the forces acting upon the compressed section of irradiated X-750.
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Compression tests impose two inward and equal forces on opposite sides of a sample
across the entire surface. The goal of the test is to determine the material response
under compressive loading through the measurement of stress, strain, and deformation. Through these values, mechanical properties relating to the material can all
be derived. Compression testing with a defect is performed to validate the stress
distributions around the defect.
The initial simulations are performed using triangular and square spring networks
with normal springs, periodic or fixed boundary conditions are used. This structure
allows for a baseline calibration to be performed across multiple isotropic system
types. These calibrated systems allow for methodologies to be refined and validated
prior to moving forward with more complicated systems. The first was constructed
using a hexagonal close packed lattice which mimics the structure of a triangular
lattice where each node contains six springs with vertical symmetry. The second
network was generated using a square lattice, this yields vertical and horizontal bonds
only. Networks are constructed using periodic or fixed boundary conditions, periodic
boundaries have a infinite lattice while fixed boundaries are finite lattices. The springs
are constructed using harmonic bonds with tunable spring constants being derived
from the bond coefficients. Prior to the tests the system is brought to equilibrium to
ensure there is no stored energy.

5.1.2

Linear-elastic Tests

In fixed boundary conditions, tests were performed by grouping together atoms at
the top and bottom of the lattice to behave as solid walls. Compression tests were
performed by applying a uniform force to the top and bottom of the samples though
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the grouped nodes. This force was applied such that the network was displaced a
set amount, with potential energy, stresses, and strain measured after displacement.
In periodic boundary conditions, the box defining the simulation cell was changed to
simulate a uniform force being applied to the top and bottom of the cell. The same
measurements were performed in the periodic condition. The stiffness matrix of the
systems are recovered from the pressure and strain after displacement and given by
the following equations:

C11 =

σyy
yy

(5.2)

C12 =

σxy
yy

(5.3)

Where C is the stiffness matrix in the various loading directions, σ stress in the
bulk, and  is the strain in the bulk after loading. The stiffness matrix, in tandem
0

with the identified k spring constant can be used derive the elastic properties defining
the system used in the LEM. The properties are given by the following:

ν=

C11 − 2C12
C11

(5.4)

3
0
κ=k · √
4 3

(5.5)

3
0
µ=k · √
8 3

(5.6)

Where ν is the Poisson ratio, µ is a Lamé constant, κ is the bulk modulus, and
0

k is the spring constant of the LEM network.
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Validation

The accuracy of the calibration performed on the system is validated by performing
simulations on varying box sizes. This was performed to visualize the finite size effects
on the simulation cell and to ensure that an appropriate box size was established. A
classical continuum mechanics problem, with an available analytical result, was then
applied to the simulation cell [26]. In this problem a compression test is performed
on a two dimensional plate with a centrally located hole.
To validate the system multiple compression tests are performed on simulation
boxes of varying sizes. These simulation boxes are subject to equal deformations to
obtain their corresponding constants. This is performed to ensure that the properties
of the simulation box are not dominated by surface effects.
The plate with a central, circular hole problem is investigated as in the work
presented by Laubie [31]. The solution to the problem, where the tensile stress in the
direction of the applied load is given by [26]:
3 cos 2θ − 2 cos 4θ 3 cos 4θ
σyy
+
=1+
σ∞
2u2
2u4

(5.7)

Where σyy is the stress at a node in the tensile direction, σ∞ is the stress at infinity
in the tensile direction, u = r/R, r is the radius from the hole, R is the radius of the
hole, and θ is the angle of measure perpendicular to the force applied. The stress at
each node location is given by the Virial theorem. The nodal stresses are obtained
through LAMMPS and given by:
Nb

i
1X
σi =
rij × Fij
2 j=1

(5.8)
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Results

Compressive simulations were performed on triangular lattice systems with periodic
or fixed boundary conditions. All simulations were performed using SI units for
clarity and ease of conversion. These simulations were compared against the analytical
results recovered through the relationship between K and k 0 in equation 5.1. The
compressive tests were performed using two separate LAMMPS spring constants, the
results are shown in Table 5.1.
Table 5.1: Elastic constants derived from compressive tests with differing K constants
in a triangular lattice structure. Elastic constants are recovered analytically and experimentally in periodic or fixed boundary conditions.
Property
C11 (Pa)
C12 (Pa)
ν
κ (Pa)
µ (Pa)

K = 1 (Nm)
Analytical Periodic
2.60
2.59
0.87
0.86
0.33
0.33
1.73
1.73
0.87
0.86

Fixed
2.59
0.83
0.36
1.73
0.86

K = 2 (Nm)
Analytical Periodic
5.20
5.16
1.73
1.73
0.33
0.33
3.46
3.44
1.73
1.72

Fixed
5.19
1.73
0.33
3.46
1.73

Results of the simulation show agreement between the three methods. Validation
of square spring networks was performed using compressive simulations. The systems
were simulated with fixed or periodic conditions and again were compared against
the analytical results. The compressive tests were performed using two separate
LAMMPS spring constants, the results are shown in Table 5.2.
The constants derived from a square lattice systems agree with each other and
the analytical results. The compression tests, while accurate show slight variance
which may be a result of free surfaces due to size effects. Simulation box size was
decreased to identify how increasing surface effects influence the bulk properties. Fig.
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Table 5.2: Elastic constants derived from compressive tests with differing K constants
in a square lattice structure. Elastic constants are recovered analytically
and experimentally in periodic or fixed boundary conditions.
Property
C11 (Pa)
C12 (Pa)
ν
κ (Pa)
µ (Pa)

K = 1 (Nm)
Analytical Periodic
2.00
2
0
0
1
1
1.73
1.73
0.87
0.86

Fixed
2.05
0
1
1.77
0.89

K = 2(Nm)
Analytical Periodic
4.00
4
0
0
1
1
3.46
3.46
1.73
1.73

Fixed
4.08
0
1
3.53
1.76

5.1 shows the effect of decreasing simulation box length on the dimensionless stiffness
constant. With decreasing box size the experimental stiffness constants trend with
the analytical results. Deviation occurs once the box size trends to zero.

Figure 5.1: 2D dimensionless stiffness constant and analytical solution as a function
of length of simulation box.
The problem of the plate with the circular hole is one that has been solved analytically and is given by the Kirsch solution, equation 5.7 [26]. Fig. 5.2 highlights
the agreement between the analytical solution and the LEM spring network. This
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agreement validates the capabilities of the LEM in measuring stress concentrations
in circular defects.

Figure 5.2: Dimensionless stress σyy /σ∞ as a function of distance to the center of the
plate with a hole defect.
Visualizations of the stress distributions in the LEM are shown in Fig. 5.3. Peak
compressive stress concentrations are given by the lighter regions of the stress map.
These stress distributions conform with what would be expected from the Kirsch
solution.

5.3

Discussion

Four indicators suggest that LEM spring networks are well suited to perform linearelastic simulations. First, the basic elastic constants recovered from triangular lattice
structures agree with literature values across periodic or fixed boundary conditions
as shown in Table 5.1. Second, constants recovered from square lattice structures
agree with literature values across multiple K constants highlighting that tuning of
the spring network for material properties is possible. Third, surface effects related

5.3. DISCUSSION

90

Figure 5.3: Stress map of the plate with circular hole problem as generated by the
LEM simulation.
to the simulation box size do not impact the validity of the results recovered from the
LEM as demonstrated in Fig. 5.1. Fourth, the LEM is able to accurately measure
stress distributions in samples with defects as shown in Fig. 5.2 and Fig. 5.3.
These initial results support the viability of applying LEMs to open-source simulation tools. However, there are still limitations with the current state of the model.
The LEM is only set up for predicting and identifying behaviour of isotropic materials given the sole use of normal springs. As the model is developed and evolved, the
introduction of shear and rotational springs will allow for greater customization of
material properties. Further, the model requires users to work in terms of LAMMPS
spring constants. This is not intuitive for experimentalists where the standard is to
work with material properties. To enable this, the developed relationships should
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be used to correlate the desired material properties back to the K constants which
govern the simulation.
The relationships between spring constants, K, k 0 , is defined and shown in equation 5.1. This relationship governs the relationship between input parameters and
material properties. Tables 5.1 and 5.2 confirm this relationship and show agreement between the analytical values and the experimental values in fixed or periodic
boundary conditions. Interesting of note is that µ constants are defined differently by
Ostoja-Starzewski and Nikolić et. al [47, 44]. Our experimental results are in agreement with the value given by Ostoja-Starzewski, rather than the derivation given by
Nikolić. These correlations are validated across multiple K constants to highlight the
tunability of the model for different material properties. The correlations between
material properties and spring constants will allow for material properties to be provided as the model inputs. The known relationships can then be applied to generate
the required spring system for the given material properties. The models validity in
periodic and in fixed boundary conditions allows for simulations to be performed on
samples contained within the bulk or as milled, prepared samples with free surfaces.
In periodic boundary conditions atoms are bound on all sides of the simulation box,
there are no free bonds. In fixed boundary conditions free bonds exist on the outside
of the simulation box which have the potential to distort the results given by the
simulation. In the fixed boundary network, simulation box sizes were incrementally
decreased to visualize the effect of free surfaces on the dimensionless stiffness constant
C11 /E. The results are shown in Fig. 5.1 where as the box size decreases the surface
effects are seen to be minimal with maximum deviations of 4% seen. This shows that
for out simulations bulk properties dominate and the relationships are valid. It should
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be noted that when performing simulations with a circular void, sufficient distance
between the hole radius and edge of the simulation box should be provided to avoid
surface effects.
Validation of the LEM modelling defects was performed by applying a known
problem and comparing the analytical solution with that given by the LEM. Fig. 5.2
compares the analytical solution given by equation 5.7 with the solution given by the
LEM. The solutions are in agreement validating the effectiveness of LEM application
to porous systems. The offset seen in Fig 5.2 is due to stress only being calculated
at nodes leading to slight inaccuracies from true stress, interpolation between nodes
would mitigate these discrepancies. The stress map of the plate with hole example
is given by Fig. 5.3 with appropriate stress concentrations and in agreement with
the literature [26]. The validation of the stress intensity maps and concentrations
allows for the eventual prediction of fracture behaviour. In the current state the
model uses harmonic springs to generate the network. These springs reproduce elastic behaviour by replicating a linear stress-strain curve as they are stretched and
compressed. Fracture occurs as bonds break and cracks propagate. Bond-breakage
can be simulated through the application of local stress thresholds that be used to initiate bond breaking. Additionally, modelling of plastic behaviour is possible through
the introduction of non-harmonic bonds. Non-harmonic bonds reproduce non-linear
stress-strain curves and are capable of replicating non-linear behaviour and plastic
deformation. Enhancing functionality in the system is made possible through the
open-source nature of the code.
This LEM simulation is built upon the LAMMPS open-source MD simulator. This
allows for full customization of simulations and allows for the possibility of further
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enhancements for more complex modelling. It also enables the user to take advantage
of existing modules which can be incorporated into the simulation. LAMMPS also
possesses the capability to define node locations prior to simulation. This allows for
the user to take a scan of experimental samples to use as a LAMMPS input. This
would allow for enhanced testing capabilities on experimental samples. To further
tailor simulation networks to a desired material, known stress-strain curves could be
provided as a means to generate spring stress-strain response. Applying a LEM model
to an open-source simulation tool allows for the most versatility and applicability in
its use.
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Chapter 6
Conclusions and Recommendations

6.1

Summary

A neural network was adapted for automated detection of helium ingress in irradiated microstructures of X-750 found in CANDU structural spacers. The network
accurately and rapidly detected then ingress and was moved into production at the
Canadian Nuclear Labs for use in quantifying the damage in the existing reactor fleet.
Lattice-spring networks have been identified for the prediction of macro-scale fracture
behaviour in the quantified porous spacer components. A lattice-spring network with
multiple spring configurations and boundary conditions has been developed. The
network is validated for testing in compression with and without defects. This LEM
will serve as a baseline for development of more complex models to perform fracture
testing on porous materials.

6.2

Conclusions

The principal conclusions from the current study are summarized as follows:
1. Object detection methods were utilized to identify and detect bubble defect
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structures in irradiated Inconel X-750 spacer materials. Detection of bubbles
has been observed to be of similar quality to human quantification with greater
consistency. Bubble size distributions have been found to be in agreement
with distributions produced by manual quantification. R-CNN has been shown
to detect bubbles in a few seconds, orders of magnitude greater than human
analysis. Post-processing tools have been developed for manual validation of
images in which sample quality is poor and detection levels suffer. Consistency
in sample preparation and imaging is key to success of the detection network
for the following reasons:
(a) High magnification and resolution images have been observed to achieve
recall and precision figures of greater than 80 and 90 percent respectively.
(b) Images with excess FIB damage have been found to have poor recall
through increased levels of false positives.
(c) Reduced time required in post-processing cleaning images of false negatives
and positives that arise due to poor sample preparation and imaging.
2. A LEM network has been developed to reproduce linear-elastic behaviour in
isotropic materials with and without defects. The LEM has reliably reproduced
elastic constants consistent with the theoretical values while maintaining consistency across a variety of spring orientations and boundary conditions. Surface
effects of the spring networks have been examined and are understood. The
network has been validated against known analytical values for hole defects and
stress concentrations. Stress maps have been reproduced which are in agreement
with distributions found in the literature.
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Recommendations

Expansion of the dataset used in training will allow for increased model performance
in the detection of He bubbles in X-750, improving precision and recall metrics while
decreasing the need for post processing of samples. As highlighted in Chapter 4 Fig.
4.3, excessive human variation exists when quantifying microstructural defects. As
such the model will exhibit an inherent bias towards the classification style performed
by the individual performing the model training and cultivation of data-sets. It is
recommended that increases in the dataset be performed by different users as a means
to generate a more robust detection model. Increases in the number of individuals
quantifying the testing data-set would further allow for metrics to be developed that
are more representative to the average quantification of an image.
Improvements to the segmentation method separating the bubbles from the bounding box is recommended. The current method is moderately effective at approximating bubbles from bounding boxes given their coordinate points and their spherical
nature. The implementation of a more complex segmentation method would allow
for more precise distributions and bubble size metrics. The implementation of a watershed method would utilize the center of the bounding box to act as a ’user-defined
marker’ from which local pixel based topography can be used to identify bubble
fringes. This edge detection advancement would lead to improved performance relative to both the existing automated and manual quantification methods.
Further modifications can be made to the detection network to allow for adaptations to additional defect types. For this adaptation to occur a data-set would need
to be generated for each desired defect type with corresponding testing images to
validate the performance of the models. Data-sets should ideally be generated by
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multiple users to ensure robustness on a user-to-user basis. The adaptations to different defect types will necessitate the use of more advanced segmentation methods
to quantify the detected defects within the bounding boxes. This is a result of the
fact that non-bubble defects have defining characteristics that are not conducive to
approximation.
The LEM can be modified for anisotropic material modelling through the use of
rotational and shear springs. The addition of shear and rotational springs will allow
for further tuning of material properties and allow for replication of known anisotropic
materials. Fracture behaviour can be investigated and simulated by utilizing the
stress and identifying thresholds at which bond breakage occurs. Elastic modelling
can be expanded upon to include plastic deformation through the application of nonharmonic bonds. Non-harmonic bonds will allow for non-linear stress strain curves,
from this accurate modelling of plastic deformation and ultimately fracture can occur.
Effectiveness on a single defect has be shown and is in agreement with known values.
This allows for the implementation of greater quantities of defects at different sizes
to visualize the effects on the stress distributions. The adaptation of experimental
pores from the detection network to the LEM would allow for material models to be
generated from irradiated ex-situ reactor components.
The current study has developed a methodology that, if applied, shows promise
in the ability to take microstructural images and develop material models from them.
Model developments are required, particularly within the LEM, to generate material
models on irradiated components. Development of models for additional defect types
requires additional training and segmentation steps for classification to be viable.
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However, it would be of interest to the wider materials science community if an endto-end solution could be developed for rapid and accurate generations of material
models for simulated linear-elastic and fracture testing.
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Appendix A
LEM LAMMPS Input Script

# Input file for uniaxial compressive loading of isotropic material
# Author: Chris Anderson
# Date: April, 2020

# ------------------------ INITIALIZATION ----------------------------

# Initialization of system, si units are used with # periodic boundary conditions applied
units

si

dimension 3
boundary p p f
atom_style bond
variable latparam equal 1.414

# ----------------------- ATOM DEFINITION ----------------------------
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# Establish the triangular lattice and the simulation box
lattice hcp ${latparam}
region whole block -35 35 -20 20 -0.2165 0.2165
create_box 1 whole bond/types 2 extra/bond/per/atom 8
create_atoms 1 region whole

# Generation of a circular hole in the defined simulation box
region void cylinder z 0 0 10 -4 4 units box
group edge region void
delete_atoms group edge

# ------------------------ FORCE FIELDS ------------------------------

# Establishment of bonds between nodes, bond_coeff used to tune system
pair_style zero 2.0
pair_coeff

* *

mass * 1
bond_style harmonic
bond_coeff * 1.0 1.0
create_bonds many all all 1 0.0 2.0

# ------------------------- SETTINGS ---------------------------------

# Compute commands used to identify the overall -
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#

system pressures and pressures at each node

compute

peratom all pe

compute

1 bottom reduce sum fy

compute 2 all stress/atom NULL
compute

p all reduce sum c_2[1] c_2[2] c_2[3]

variable

pressure equal -(c_p[1]+c_p[2]+c_p[3])/(3*vol)

# ---------------------- Equilibration ------------------------------

reset_timestep 0
timestep 0.005

# Set thermo output
thermo 100000
thermo_style custom step lx ly lz press pxx pyy pzz pe
temp c_1 v_pressure

fix 1 all box/relax x 0.0 y 0.0 vmax 0.001
minimize 0.0 1.0e-7 10000 100000
unfix 1

# ------------------------ Deformation -------------------------------

# Deformation of simulation box
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dump 1 all custom 10 dump.comp_p.* id xs ys zs fx fy fz
c_2[1] c_2[2] c_2[3]
change_box all y final -34.55441346 34.55441346 z final -0.5 0.5
boundary p p f units box
minimize 0.0 1.0e-7 10000 100000

# Relaxation of atoms after deformation
fix 1 all box/relax x 0.0 vmax 0.001
minimize 0.0 1.0e-7 10000 100000

# --------------------- Simulation Complete -----------------------------

print "All done"

