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Abstract

In mine operations, comminution is the most demanding energy consumer. Within
comminution, semi-autogenous grinding mills are by far the most intensive consumers.
Classic techniques to forecast their future energy consumption relies on feeding ore char-
acterization and some operational variables. However, two of their main assumptions
are working in steady-state and without up/downstream process bottlenecks. This work
explores the capability of Recurrent Neural Networks techniques to capture input time
dependencies based only on operational information. Two of the most widely used re-
current networks are compared: Long-Short Term Memory and Gated Recurrent Unit.
Results show high performance on small supports (30 minutes) to capture local variabil-
ity and long-trends while larger time supports (8 hours) capture time-trends but have
difficulties on realizing local variability. Finally, there is no clear advantage between
choosing between one technique and the other since both show good results.

1. Introduction

The mining sector is moving fast from fossil fuels to renewable energies (Pamparana et al., 2017). This
means modifying either the energy matrix (Román-Collado et al., 2018) or its energy sources (Jil et al.,
2019), along with rethinking its foundational paradigms. To accomplish an effective integration of renew-
able energies, the entire mining chain must be understood and modelled to actually propose and adapt new
mining strategies. The geometallurgical framework lays the foundation for the development of these mining
chain models. In here, the integration of new space-time predictive tools along with automated real-time up-
dating models are some of the main challenges (Ortiz et al., 2015; van den Boogaart and Tolosana-Delgado,
2018). In particular, this context encourages and demands the development of tools capable of predicting
the energy consumed by mining systems, being comminution the greatest energy consumer with an average
close to 50% of the entire mine consumption (Cochilco, 2013).

In comminution, the semi-autogenous grinding mill (SAG) represents the largest energy consumer. The-
oretical and empirical energy consumption models (Jnr and Morrell, 1995; Morrell, 2004; Silva and Casali,
2015) base their inferences mainly on feed/product size distributions, SAG sizing, bearing pressure, feed
hardness, water addition and grinding charge level, assuming steady-state and isolation. New techniques
that map input to output variables have gained attention during the last years. Among them, gene ex-
pression programming (Hoseinian et al., 2017) and support vector machines (Curilem et al., 2011) have
demonstrated accuracy and precision predicting power and specific energy consumption. However, they still
assume atemporal data and steady-state SAG performance. Recurrent Neural Networks (RNN) (Goodfellow
et al., 2016) are capable of mapping inputs and outputs including the time component. Among RNN, the
Long-Short Term Memory (LSTM) and Gated Recurrent Units (GRU) stand out by their great performance
in time series. Although the good performance of GRU in this context has already been shown (Avalos et al.,
2019), this work aims to compare the effectiveness of LSTM and GRU on learning the SAG phenomenolog-
ical behaviour so prediction of energy consumption at different time supports can be done on-site directly
from low cost and real-time operational inputs.

1Cite as: Avalos S, Kracht W, Ortiz JM (2019) Using LSTM and GRU to predict SAG mill energy consumption, Predictive
Geometallurgy and Geostatistics Lab, Queen’s University, Annual Report 2019, paper 2019-10, 136-145.
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2. Recurrent Neural Networks

Recurrent Neural Networks (RNN) (Goodfellow et al., 2016) correspond to a special deep neural network
architecture able to learn features with temporal dependencies. This is carried out by a recurrent hidden
state that modulates the input vector. The hidden state is the output of an internal loop. Different ways to
build this internal loop have been proposed in order to capture long term dependencies and proving better
generalizations. This work applied two of the most common architectures (1) Long-Short Term Memory
and (2) Gated Recurrent Units. Figure 1 depicts the flow of information inside (left) the Long-Short Term
Memory and (right) the Gated Recurrent Units.

Figure 1: Recurrent Neural Network diagrams. (Left) Long-Short Term Memory and (right) Gated Recurrent Unit.

2.1. Long-Short Term Memory
Long-Short Term Memory (LSTM) (Hochreiter and Schmidhuber, 1997) uses an internal cell that per-

forms several combinations of affine transformations, element-wise multiplications and activation functions
(non-linear transformations as Sigmod and Tanh). The building blocks of an LSTM architecture are:

• xt: input vector at time t. Dimension (m, 1).
• Wf ,Wi, Wc, Wo: weight matrices for xt. Dimensions (nH ,m).
• ht: hidden state at time t. Dimension (m, 1).
• Uf ,Ui, Uc, Uo: weight matrices for ht−1. Dimensions (nH ,m).
• bf ,bi, bc, bo: bias vectors. Dimensions (nH , 1).
• V: weight matrix for ht as output. Dimension (K,m).
• c: bias vector for output. Dimension (K, 1).

where m is the number of variables as input, K is the number of desired output variables, and nH is
the number of hidden units, a hyperparameter of LSTM networks. At each time t ∈ {1, ..., τ} the LSTM
receives the input xt, the previous hidden state ht−1 and previous memory cell ct−1. The forget gate
ft = σ

(
Wfxt + Ufht−1 + bf

)
measures the information carried by xt deciding how much to forget. The

input gate it = σ
(
Wixt + Uiht−1 + bi

)
, on the other hand, decides what to learn from xt. Both ft and it

use sigmoid (σ) as activation function over a linear combination of xt and ht−1.

A candidate memory cell c̃t = Tanh
(
Wcxt + Ucht−1 + bc

)
is obtained by passing through a Tanh func-

tion the linear combination of xt and ht−1. The final memory cell ct = ft � ct−1 + it � c̃t is then computed
as a sum of (1) what to forget from the past memory cell as an element-wise multiplication between ft and
ct−1, and (2) what to learn from the candidate memory cell as an element-wise multiplication between it
and c̃t.
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The output gate ot = σ
(
Woxt+Uoht−1 +bo

)
, similar to it and ft, is a linear combination of xt and ht−1

passing through a sigmoid function. The output gate controls the amount of information passing from the
current memory cell ct to the final hidden state ht = Tanh

(
ct
)
� ot, which is computed as an element-wise

multiplication between ot and Tanh
(
ct
)
. The final output, and so far the K predicted values, is obtained

as in any other regular RNN as ŷt =
(
Vht + c

)
. Usually, only the last output prediction ŷτ =

(
Vhτ + c

)
is

considered but the entire sequence of outputs can be obtained as well.

2.2. Gated Recurrent Unit
The Gated Recurrent Unit (GRU) (Cho et al., 2014) handles the input vector and previous hidden state

in a different way. Instead of passing to states ht and ct as LSTM does, only ht passes from time to time,
decreasing the number of internal operations and inner parameters respect to the previous LSTM. The
building blocks of a GRU architecture are:

• xt: input vector at time t. Dimension (m, 1).
• Wr,Wz, Wh: weight matrices for xt. Dimensions (nH ,m).
• ht: hidden state at time t. Dimension (m, 1).
• Ur,Uz, Uh: weight matrices for ht−1. Dimensions (nH ,m).
• br,bz, bh: bias vectors. Dimensions (nH , 1).
• V: weight matrix for ht as output. Dimension (K,m).
• c: bias vector for output. Dimension (K, 1).

where again m is the number of variables as input, K is the number of desired output variables, and nH is
the number of hidden units. At each time t ∈ {1, ..., τ} the GRU receives the input xt and the previous state
ht−1 defining an update gate zt = σ

(
Wzxt + Uzht−1 + bz

)
and a reset gate rt = σ

(
Wrxt + Urht−1 + br

)
,

both using sigmoid (σ) as activation function over a linear combination of xt and ht−1.

A candidate hidden state h̃t = tanh
(
Whxt + rt �Uhht−1 + bh

)
is obtained by passing through a Tanh

function the linear combination of xt and ht−1, deciding how much past information to forget from ht−1
with rt in an element-wise multiplication. The final hidden state ht = (1 − zt) · ht−1 + zt · h̃t is a linear
interpolation between the candidate hidden states h̃t and the previous state ht−1, weighted by the update
gate zt. The output (K predicted values) is obtained similar as in the LSTM case as ŷt =

(
Vht + c

)
, and

also if only the last output of the moving window is desired then ŷτ =
(
Vhτ + c

)
.

2.3. Training
The collection of weights and biases Θ = {W,U,V,b, c}, that make up each RNN, are named inner

parameters. They are usually initialized as {b, c} = 1 (all-ones vector) and {W,U,V} following a 2σ-
truncated normal distribution with µ = 0 and σ = 0.1. For continuous variables, the predicted output at
time t is ŷt = ot ∈ R, being in this work the energy consumption. The loss function L(Θ) to minimize
during training (Equation 1), considering known values yt, is the Mean Squared Error.

L(Θ) =
∑
t

(y − ŷt)2 (1)

Optimum Θ values are obtained as a result of training the RNN by applying the Backpropagation
Through Time (BPTT) algorithm (Werbos, 1990) and Adam (Kingma and Ba, 2014) technique as optimizer.

3. Experiments

From m different operational variables over a time sequence {x1, .., xτ} of length τ , each RNN (LSTM or
GRU) is trained to output a prediction of energy consumption (EC) for the next time step τ+1. Predictions
are done at different time supports, each one with a single RNN network.
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3.1. Dataset
A dataset corresponding to actual operational data of a SAG mill is available, with data points every 30

minutes for a total time of 340 days. At each time tn, the dataset contains:
• Feed tonnage (FT) [ton/h]
• Energy consumption (EC) [kWh]
• Bearing pressure (BPr) [psi]
• Spindle speed (SSp) [rpm]
Summary statistics of the dataset is presented in Table 1.

Table 1: Summary statistics of collected dataset on semi-autogenous grinding.

Semi-Autogenous Grinding
Variable Min Mean Max St Dev Count
Feed Tonnage [ton/h] 0 1077 2533 587 16,340
Energy Consumption [kW h] 0 9423.1 12248.0 1220.1 16,340
Bearing Pressure [psi] 0 12.3 13.7 2.3 16,340
Spindle Speed [rpm] 0 9.2 10.7 0.7 16,340

Information about downstream or upstream processes is not available, which implies that bottlenecks in
other processes are not easily recognized. This leads to a mix of SAG stages, going from steady-state to under
capacity and vice versa. Throughout this work it is assumed that variable distributions are stationary, and
that there is expert-agent passivity during training and output variable additivity to simplify the approach
as:
Stationarity The SAG mill performance can be seen as a temporal phenomenon where ores, mineralogically

characterized, coming from several geometallurgical units are combined and fed to the primary grinding
circuit. This performance is reflected in the dataset where assuming stationarity means that the
entire dataset belongs to a planned combination of different geometallurgical units, with different
mineralogical characterization and with no systematic temporal variation.

Passivity All RNNs in this work are trained using a past dataset and not yet in a real-time operation, which
leads to assume passivity from the expert agent perspective. This means that energy consumption
predictions are not known by the expert agent (operator or control engineer) to take any further
action over the future training information.

Additivity One of the aims is to forecast EC at different time supports, requiring to average the EC to
suitably train and test all RNNs. It induces the need of EC to be additive. In fact, the units of the
energy consumptions are kWh and the discretization of the data set is constant so averaging adjacent
ECs is consistent and maintains the units of kWh.

3.2. Problem statement
The dataset must be split into a training set and a testing set (Table 2). The first 250 days (12, 000

data points) represent the training set and the final 90 days (4, 340 data points), the testing set. As seen in
Table 2, the testing set has an energy consumption ∼ 1, 000 kWh lower on average than the training set.
This is due to a trend in the dataset, which implies that precision and accuracy must be taken as metrics
when predictions are performed.

Table 2: EDA over training and testing dataset on semi-autogenous grinding.

Training set Testing set
Variable Min Mean Max St Dev Count Min Mean Max St Dev Count
Feed Tonnage [ton/h] 0 1,060 2,533 590 12,000 0 1,124 2,283 575 4,340
Energy Consumption [kW h] 0 9,696 12,248 1,205 12,000 0 8,668 10,653 899 4,340
Bearing Pressure [psi] 0 12.7 13.7 2.1 12,000 0 11.4 13.7 2.3 4,340
Spindle Speed [rpm] 0 9.2 10.7 0.7 12,000 0 9.0 10.6 0.6 4,340
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By considering the correlation coefficients and looking at the scatter plots in Figure 2 on both the training
and testing set, the EC shows clear relations with FT, BPr and SSp.

Figure 2: Scatter plots. Energy consumption against each variable over training (black) and testing (red) sets.

These assumptions are supported by looking at the time-series graph in Figure 3. From a phenomenolog-
ical point of view, the bearing pressure is associated to the mill weight, considering the grinding media and
ore. The heavier the mill the more energy is needed to move it. Therefore, a relation is expected between
EC and BPr. Additionally, the rotation speed is directly related to the energy consumed by the mill.

Figure 3: Time series. Energy consumption (black) against each variable (red) throughout the entire 340 days.
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The main aim is to predict the upcoming energy consumption ECn+1 as a function of a set of inputs
within a specific time window (tn−τ−1, ..., tn−1, tn). Since all information is available over a 30 minutes time
support, the upcoming energy consumption at 0.5 hour support is denoted simply as ECn+1 in reference to
EC(0.5h)

n+1 . An upcoming energy consumption at 1 hour support EC(1h)
n+1 is obtained by averaging the next

two energy consumptions, ECn+1 and ECn+2. Similarly, by averaging the upcoming energy consumptions,
different supports are established. Let s be the time support in hours, then EC(sh)

n+1 is calculated as:

EC(sh)
n+1 = ECn+1 + ..+ ECn+2s

2s (2)

Five different supports (sh) are considered: 0.5h, 1h, 2h, 4h and 8h. As expected, a decrease in short
range variability is noted when the time support increases. The number of data remains constant since these
average values are measured over a moving window at 30 minutes intervals.

From the previous analysis and assumptions, at each time t the considered input variables are FTt, BPrt,
SSpt and ECt. To account for trends, the differences FTt+1−FTt and SSpt+1−SSpt are also taken into
account as inputs. The entire scheme of feeding information and temporal connectivity is summarized in
Figure 4. The output is associated with the last recurrence after feeding the past τ time series information.

Figure 4: Recurrent scheme for energy consumption prediction.

Four hours are the temporal window used as input, so RNN of length eight (τ : 8) are implemented.
Predictions, from half hour to eight hours support, are made by using the same 4 hours temporal window.
Each RNN has sixteen hidden units (nH : 16) and it is trained using Adam optimizer with its default
parameters (Kingma and Ba, 2014). Further implementations details are omitted for simplicity.

3.3. Preprocessing dataset
As usual in deep learning, when dealing with raw information, the dataset must be preprocessed. The

reason behind this is explained by the activation functions (σ and Tanh), which are active only on small
ranges, so the intention is to feed the RNN with values that fall inside that active zone. This can be done
by normalizing each input variable.

As xt and yt represent input and output of a RNN at time t, let vart be one of the previous mentioned
variables, the normalization is presented in Equation 3. Here a and b represent the mean and standard
deviation of var. The training process and further predictions are carried out on this normalized domain so
the predicted ŷ must be back-transformed to obtain the expected EC(sh)

t (Equation 4).

x(var)
t = vart − avar

bvar
(3)
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EC(sh)
t = yt ∗ b

(sh)
EC + a

(sh)
EC

(4)

Table 3 contains the main parameters to perform the normalization and back-transformation. Note that
all a(sh)

EC and b
(sh)
EC are calculated over the training set and not over the testing set.

Table 3: Normalization parameters during preprocessing and back-transformation.

Variable avar bvar Support a
(sh)
EC b

(sh)
EC

FT 1,060 590 EC(0.5h) 9,696 1,205
BPr 12.7 2.1 EC(1h) 9,696 1,125
SSp 9.2 0.7 EC(2h) 9,696 1,063

EC(4h) 9,696 1,008
EC(8h) 9,696 960

By looking at the scatter plots between EC(0.5h)
n+1 and each one of the respective inputs in Figure 5, the

correlation coefficient with respect to ECn shows the highest correlation, followed by SSp. Note that all
correlations are under 0.5 except for ECn with 0.75 and 0.57 on the training and testing sets.

Figure 5: Scatter plots between normalized EC(0.5h)
n+1 and each normalized input variable on both training and testing datasets.

4. Results and discussions

The performance metrics (mean and standard deviations) of the errors (difference between real and
predicted values) are shown in Table 4. The real and predicted EC(sh) are compared at 0.5h and 8h time
support by showing the daily graphs in Figure 6 (right) along with their scatter plots Figure 6 (left) and
correlation coefficient.
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Table 4: Mean and standard deviation of difference between real and predicted energy consumption.

EC Real [kWh] EC Predicted [kWh] Error: EC Real - EC Predicted
LSTM 0.5h 1h 2h 4h 8h 0.5h 1h 2h 4h 8h 0.5h 1h 2h 4h 8h
Mean 8668 8666 8666 8666 8663 8728 8727 8792 8854 8895 -61 -60 -126 -189 -232

St Dev 899 797 706 631 569 872 714 619 517 433 363 521 518 498 478

GRU 0.5h 1h 2h 4h 8h 0.5h 1h 2h 4h 8h 0.5h 1h 2h 4h 8h
Mean 8668 8666 8666 8666 8663 8710 8759 8790 8830 8928 -42 -93 -124 -164 -265

St Dev 899 797 706 631 569 900 705 597 518 408 347 498 509 470 480

Considering EC(0.5h), the correlation coefficient achieved by LSTM and GRU is 0.92. It means that,
given their internal recurrence cells, LSTM and GRU are able to capture the inner process variability based
on operational data and to effectively predict the EC(0.5h) with low error

(
µError(0.5h) : −42 kWh and

σError(0.5h) : 347 kWh, that is a coefficient of variation just under 4%
)
.

Both the difference between µEC(0.5h)
R

and µEC(0.5h)
P

, and the difference between σEC(0.5h)
R

and σEC(0.5h)
P

are close to zero, indicating a good representation of the distribution. Indeed, results show a deviation of
around 4.0% on LSTM and GRU, with 99.3% and 99.5% of accuracy on LSTM and GRU, respectively.

Figure 6: Prediction of EC at 0.5h and 8h time supports. (Left) daily graphs. (Right) scatter plots real vs predicted.

For EC(2h) and EC(4h) their correlations are 0.70/0.71 and 0.64/0.68 on LSTM/GRU, respectively.
The correlation keeps dropping as the time support increases. It is assumed that trying to infer ECn+4
or ECn+8 (2 and 4 hours ahead) with only operational feedback begins to lose meaning. Though, LSTM
and GRU can still capture trends and variabilities. However their accuracies and precisions decrease to
µ∆EC(4h) : −189/− 164 kWh and σ∆EC(4h) : 498/470 kWh on LSTM/GRU, respectively.
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Considering EC(8h), the achieved correlations are 0.57 and 0.56 by LSTM and GRU, respectively.
Note that the time window of input in this case is half the time support requested for energy predic-
tion. Even here the network is able to capture trends but decreasing both accuracy and precision. Indeed
µ∆EC(8h) : −232/− 265 kWh and σ∆EC(8h) : 478/480 kWh on LSTM/GRU, respectively.

The decays in correlations and precisions may come from the phenomenon itself, where short-term
decisions have huge impact on the SAG mill performance. Also, the normal residence time of ore feeding
material is no longer than 10 to 15 minutes, so forecasting beyond half an hour can only capture trends but
not local variations.

5. Conclusions

This work compares the capability of Long-Short Term Memory (LSTM) and Gated Recurrent Unit
(GRU) neural networks to predict SAG mill energy consumption EC. The novel idea is training the LSTM
and GRU networks with a time window of operational information to forecast the upcoming EC at different
time supports. By considering only low cost and readily available operational data, the LSTM and GRU
show to be capable of learning short-term and long-term input dependencies, so trends are well predicted
while local variability is reasonably captured.

Good results are obtained using the 0.5h support. Indeed, the EC shows a correlation of 0.92 between
real and predicted values with both LSTM and GRU, with accuracies of 99.3% and 99.5%, respectively.
The LSTM and GRU manifest their intrinsic feature extraction capability and their potential as forecasting
techniques. While larger time supports lead to a decay in correlation, accuracy and precision, they are still
over usual acceptable criteria. Indeed, by going from a 0.5h support to 8h the correlation for EC drops
from 0.92 to 0.57/0.56, and the accuracies from 99.3/99.5% to 97.4/97.0%.

Lastly, although LSTM shows slightly better accuracies at EC(8h) than GRU, the opposite behaviour is
found at EC(4h). More important, they have similar performance metrics on EC(0.5h). There is no clear
advantage between choosing between LSTM or GRU since both have reasonable good results.
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