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Abstract

Deep learning techniques have found an increasing number of applications in the field
of geosciences. Among the most applied ones, Convolutional Neural Networks stand
out by their ability to extract features from grid-like topological inputs, enriching the
information fed to prediction models, improving their accuracies. This tutorial seeks to
explain step by step the building blocks of Convolutional Neural Networks and how their
inner parameters are trained in order to effectively extract features.

1. Introduction

The idea of using Neural Networks in geoscience has at least 20 years (Caers and Journel, 1998; Caers,
2001) but over the past few years new deep neural network architectures (LeCun et al., 2015) have regained
attention, particularly in geological modeling. Generative Adversarial Neural Networks (GAN) are being
used increasingly to mimic/reconstruct the global distributions of categorical variables (Dupont et al., 2018;
Laloy et al., 2018; Chan and Elsheikh, 2019). Variational Autoencoders (VAE) have also been studied (Laloy
et al., 2017) to create consistent geological models from basic Gaussian noise inputs. However, the internal
layers of the VAE used by Laloy et al. (2017) are actually made up by convolutional gates.

Although Convolutional Neural Networks (CNN) are not internally driven to reproduce global distri-
butions as GANs do, they stand out by their abilities of extract features from grid-like topological inputs.
Their main characteristic of sharing inner parameters across the network leads to architectural properties of
scale, shift and distortion invariance, making CNNs a powerful tool for feature extraction (Zeiler and Fergus,
2014). Those properties mean that, regardless where and how a specific raw feature appears in the input,
a suitable and well-trained CNN is able to capture that feature. As many of the geoscience problems can
actually be represented as 1D, 2D or 3D grid-like problems, CNNs present an interesting field of research
(Huang et al., 2017; Di et al., 2018; Avalos and Ortiz, 2019).

Any neural network is parametrized by its weights (W) and biases (b). In the case of CNNs the weights
correspond to filters or convolutional kernels. These networks are trained by optimizers which intrinsically
use gradient-based techniques to find the global minimum of a loss function. It is during these training
processes that the networks tune their inner parameters Θ = {W,b} to suitably match inputs to desirable
outputs.

Although there is good literature about the CNN inner working (LeCun et al., 1998; Le et al., 2015;
Goodfellow et al., 2016; Sze et al., 2017), this tutorial seeks to present, step by step, and to explain in detail
the building blocks of any Convolutional Neural Networks architecture, how their inner parameters Θ are
trained to effectively extract features and the current optimization techniques used during training enriching
the current literature.

1Cite as: Avalos S, Ortiz JM (2019) Convolutional neural networks architecture: A tutorial, Predictive Geometallurgy and
Geostatistics Lab, Queen’s University, Annual Report 2019, paper 2019-12, 159-168.
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2. Convolutional Neural Networks

Convolutional Neural Networks are composed by a feature extraction zone and an inference zone (Fig-
ure 1). The first one receives a grid-like topology input and extracts features in a hierarchical manner. The
second zone receives the last hierarchical feature and passes it through a feed forward network, delivering a
final vector of prediction. The building blocks of each one of these zones are presented in this section using
a three dimensional grid input.

Figure 1: CNN architecture presenting the features extraction and inference zones along with their main notations.

2.1. Feature extraction zone
In order to extract features from a three dimensional image, the building blocks of any CNN architecture

are:

• X: Input image. Dimensions (inx, iny, inz, ind), where x, y and z are spatial dimensions while d is
the respective depth.

• Wm: Filter. Dimensions (w(m)
x , w

(m)
y , w

(m)
z , w

(m)
d , w

(m)
c ), where x, y and z are spatial dimensions, d is

the corresponding depth and c the number of channels in the filter.
• bm: Bias vector.
• Hm: Hidden layer. Dimension (h(m)

x , h
(m)
y , h

(m)
z , h

(m)
d ), with x, y and z spatial dimensions and d is the

depth.

Hm results from applying the convolution Wm and adding the bias bm, as:

Hm =
{

X if m = 0
WmHm−1 + bm if 0 < m ≤M

(1)

The network receives a fixed size image X as input and it convolves the first filter W1 over it adding a
bias vector b1, obtaining the first hidden layer H1 (Figure 2). A convolution is understood as the process
of sliding the filter over the input while performing the sum of an element-wise multiplication between the
filter values and the corresponding section of the input.
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Figure 2: Simple architecture of CNN to extract features from a raw image.

Figure 3 shows an example of applying first, three filters of 3× 3× 1× 1, then two filters of 3× 3× 3× 3,
leading to a final vector representation of 1× 1× 2× 1. The process can be done again with a second filter
W2 over the previous hidden layer H1 and a bias b2 added, obtaining a second hidden layer H2. When the
process ends, after M -times, the last hidden layer HM is obtained.

Figure 3: Convolution of several filters over both the input and the first hidden layer.

On every CNN architecture the input size (inx, iny, inz, ind) is fixed and the user must define the three
dimensional size of every filter
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and the respective number of channels w(m)

c . Each channel

creates a feature map in the hidden layer, so there will be as many feature maps h(m)
d as channels in the

filter. w
(m)
d corresponds to the number of previous feature maps. Every feature map must be taken into

account for an adequate feature extraction so w(1)
d = ind and w
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The size of Hm (Equation 2) is defined by the filter size Wm, the convolutional stride and the spatial
padding.
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(2)
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The convolutional stride
(
st

(m)
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d

)
is the number of nodes skipped by Wm while con-

volving over Hm−1. The Figure 4 shows a stride of 2× 2× 1× 1 over a two dimensional input.

Figure 4: Convolutional stride. Example of applying a stride of 2 × 2 × 1 × 1 using a filter of 3 × 3 × 1 × 1.

Every time that a feature map is created, its resulting dimensions tend to decrease, as can be seen on
Figure 3. In response to this fast dimension reduction, the spatial padding is used (Figure 5). The spatial
padding

(
p

(m)
x , p

(m)
y , p

(m)
z , p

(m)
d

)
represents a contour of zeros around the input to increase its size, so after

performing a filter convolution with stride of 1× 1× 1× 1, the output feature map has the same dimensions
as the input. The spatial padding is symmetrical so 2p(m)

x , 2p(m)
y , 2p(m)

z and 2p(m)
d is the total increment on

each axis. It is done to either maintain the size between hidden layers or to prevent a fast decrease in size.

Figure 5: Spatial padding. (Left) Input without padding. (Right) Input with a spatial padding of 1 × 1 × 1 × 1.

Until now just linear transformations have been applied. In order to capture more complex features
relationships, non-linear transformations are required. These are known as activation functions g(·), and
they are applied element-wise over each feature map at each hidden layer (Equation 3).

Hm =
{

X if m = 0
g(WmHm−1 + bm) if 0 < m ≤M

(3)
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Figure 6: Main activation functions and their respective derivatives.

Some of the main activation functions are Sigmoid, TanH and ReLU (Equation 4).

Sigmoid(x) = 1
1 + e−x

, TanH(x) = ex − e−x

ex + e−x
, ReLU(x) =

{
x if x ≥ 0
0 if x < 0

(4)

Each non-linear transformation has an active zone where the derivative of the function is not zero.
Although this issue is relevant during training, it helps to introduce another important function: Batch
Normalization (BN). Proposed in 2015 by Ioffe and Szegedy as an acceleration training approach, this tech-
nique has been widely used for training deep neural networks. Briefly explained, this function normalizes
WmHm−1 +bm before passing it through the activation function (Equation 5) by subtracting the mean and
dividing by their respective standard deviation over each feature map. Note that the mean and standard de-
viations are learnt during training and then used during simulation. This process has three main properties:
(1) it avoids vanishing gradient problems during training, by adjusting the input values to the active zone;
(2) it accelerates the training process; and (3) it serves as a regularization method. Other regularization
techniques, as dropout (Srivastava et al., 2014), are then no longer necessary.

Hm =
{

X if m = 0
g(BN(WmHm−1 + bm)) if 0 < m ≤M

(5)

Figure 7: Batch Normalization. Example of batch-normalizing three different hidden layers without passing the results through
an activation function.
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The last necessary function to describe is the pooling function, pool(·). It reduces the size of the rep-
resentative hidden layer by taking small regions of each feature map (Equation 6). Several functions exist
including the widely used max pooling, and others such as average pooling, min pooling and L2-norm pool-
ing. They are usually applied to go from a moving window of (2, 2, 2, 1) to a single value of size (1, 1, 1, 1).
The widely used max pooling keeps only the maximum value among the nodes in the small region. This
pooling function significantly reduces the number of learning parameters, improving statistical efficiency and
reducing the memory storage consumption (Goodfellow et al., 2016).

Hm =
{

X if m = 0
pool(g(BN(WmHm−1 + bm))) if 0 < m ≤M

(6)

It is worth mentioning that the batch-normalization and pooling functions are dispensable but not the
activation functions which are indispensable for an adequate feature extraction. The stride convolution and
spatial padding are by default 1× 1× 1× 1 and 0× 0× 0× 0 respectively.

2.2. The inference zone
The previous architecture extracts features from the raw image. To use them, an inference zone must be

located right after the last hidden layer HM (Figure 8). This inference block is composed by a multilayer
feedforward network.

Figure 8: Simple inference zone at the end of a CNN feature extraction zone.

Multilayer feedforward networks are composed by F hidden layers created by:

• WF Cf
: weight matrix. Dimensions

(
n

(f)
F C , n

(f−1)
F C

)
corresponding to the previous fully connected layer

size and the next fully connected desired size.
• bf : bias vector.

• FCf : hidden fully connected layer. Dimensions
(
n

(f)
F C , 1

)
• g(·): activation function, same as before.

They are related as:

FCf =
{
V ec

(
HM

)
if f = 0

g
(
WF Cf

FCf−1 + bf

)
if 0 < f ≤ F

(7)

The input of the first layer FC0 corresponds to a vector-representation of the last hidden layer V ec(HM )
in the feature extraction zone. The activation function acts in the same way as presented before. When
categorical distributions are required, the final layer FCF must have the same dimensions as the number
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of categories. Let K be the number of categories n(F )
F C = K and sk ∈ {s1, ..., sK} the non-normalized

conditional probability of each class in FCF . By passing FCF through a softmax function

p̂(k) = esk∑K
c=1 esc

(8)

the expected conditional probabilities for each class are obtained.
When P continuous points are required to be predicted, a usual technique is to apply another fully

connected layer
FCF +1 = g(WF CF +1FCF + bF +1) (9)

where WF CF +1 has dimensions (P, n(F )
F C) and the activation function g(·) depends on the nature of the

predicted variable, if the expected output is in the range [0, s] s ∈ R+ a ReLU function seems suitable, while
outputs with a normal gaussian distribution would be better treated with a Sigmoid or TanH function.

2.3. Training
The training process is responsible to search and find suitable parameters Θ = {W,b} that provide the

closest function that maps inputs↔ outputs. In that sense, an adequate loss function L(Θ) that measures
the error between the prediction and the observed output must be provided. For categorical variables, the
negative log-likelihood of the cross entropy (CE) between the predicted probability of each class (Equation 8)
and the real probability p

(
k) is used, while when dealing with P points with continuous values an adequate

loss functions is the Mean Squared Error (MSE) between each predicted value ŷk and the real one yk:

CE(Θ) = −
K∑

k=1

(
log p̂(k)

)
· p(k) MSE(Θ) = 1

P

P∑
k=1

(
ŷk − yk

)2 (10)

During training (optimization), the loss functions L(Θ) is minimized with respect to the inner parameters
Θ = {W,b}. The gradient descent method is by far the most applied technique to perform optimization
over deep neural networks. It proposes to update the inner parameters Θ in the opposite direction of the
respective gradient as:

Θ← Θ− α · ∇ΘL(Θ) (11)

where α is known as learning rate. The idea behind this vanilla gradient descent approach is to train
the network with the entire dataset at once in a so-called epoch. This is feasible for small datasets but
usually intractable when millions of data and big networks are considered. The stochastic gradient de-
scent approach solves this problem by performing a parameter updating over each training example as
Θ ← Θ − α · ∇ΘL(Θ; xi, z(xi)). Trading-off the benefits of both approaches, vanilla gradient descent and
stochastic gradient descent, is the commonly used mini-batch gradient descent where m training samples
are fed together to train the network as Θ← Θ− α · ∇ΘL(Θ; xi+m, z(xi+m)).

Despite of using a single training example, a certain batch or the entire dataset, the success of conver-
gence to a local minimum (hopefully the global one) in the L(Θ) space relies on the optimizer algorithm
used to actually perform gradient descent. An extensive review of gradient based optimizers can be found
in Ruder (2016).

Following, a brief description of the most common optimizers is presented. As the optimization is an
iterative process, the subscript t is used to indicate the tth iteration.

Momentum (Qian, 1999) In order to accelerate the convergence, a momentum factor γ (∼ 0.9) is added
to account for the momentum carried by the previous update direction as:

Vt+1 ← γ · Vt + α · ∇Θt
L(Θt)

Θt+1 ← Θt − Vt+1
(12)
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AdaGrad (Duchi et al., 2011) Known as Adaptive subGradient, it improves the convergence by adapting
the learning rate to each one of the inner parameter Θi:

Θt+1,i ← Θt,i −
α√

Gt,ii + ε
· ∇Θt,iL(Θt,i) (13)

where α ∼ 10−2, ε ∼ 10−8 and Gt,ii corresponds to the diagonal matrix in which each element (i, i)
represents the total sum of the squares of the past gradients with respect to Θi, from t = 1, ...., t− 1.
Duchi et al. (2011) have demonstrated that AdaGrad has ease to learn to predict unusual features in
the dataset, arguing that the learning rate is actually modified with respect to the dataset’s features
geometry. The main drawback comes from the formula itself. As the training progresses, the matrix
Gt,ii increases its diagonal values leading to shrink the learning rate to almost zero stopping the
learning process.

RMSProp (Tieleman and Hinton, 2012) To solve the progressive shrinking of the learning rate of Ada-
Grad, the RMSProp optimizer takes into account only the last learning rate condition without the
need of calculating Gt,ii:

gt = ∇Θt
L(Θt)

E[g2
t ]← γ · E[g2

t−1] + (1− γ) · g2
t

Θt+1 ← Θt −
α√

E[g2
t ] + ε

· gt

(14)

where E[g2
t ] is a running average between the last average E[g2

t−1] and the current gradient weighted
by γ ∼ 0.9. The suggested α value is 10−3.

Adam (Kingma and Ba, 2014) Combining the ideas of AdaGrad and RMSProp, the Adam optimizer
is an efficient stochastic optimization technique that requires the first and second moments of the
gradient as:

gt = ∇Θt
L(Θt)

mt ← β1 ·mt−1 + (1 + β1) · gt

Vt ← β2 · Vt−1 + (1 + β2) · g2
t

m̂t ←
mt

1− βt
1

, V̂t ←
Vt

1− βt
2

Θt+1 ← Θt −
α√
V̂t + ε

· m̂t

(15)

where β1, β2 and ε are suggested to be 0.9, 0.999 and 10−8 respectively. The βt
1 and βt

2 correspond to
β1 and β2 to the power of t.

Parameters are usually initialized as bm = 1 (all-ones vector), bf = 1, and Wm and WF Cf
following a

2σ-truncated normal distribution with µ = 0 and σ = 0.1 ∀m ∈ {0, ...,M} ∧ ∀f ∈ {0, ..., F}.

3. Summary

Any Convolutional Neural Network has two main zones (1) a feature extraction zone and (2) an inference
zone. In the first zone filters convolves over the input adding a bias vector, passing the results to a set of
non-linear transformation as Batch-Normalization, activation functions and pooling functions. The results
is the first hidden layer and the process is subsequently repeated with new filters and bias vectors to capture
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more complex features in a hierarchical manner. Using the information of the last hidden layer as input, a
multilayer feedforward network is used to create a probability vector for classification purposes or direct value
for continuous variable. The entire CNN architecture is characterized by its inner parameters Θ = {W,b}
that must be initialized first, then trained by any suitable optimizer.
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