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Abstract

With recent developments in smart technologies, there has been a growing focus on

the use of artificial intelligence and machine learning for affective computing to further

enhance the user experience through emotion recognition. Typically, machine learn-

ing models used for affective computing are trained using manually extracted features

from biological signals. Such features may not generalize well for large datasets and

may be sub-optimal in capturing the information available in the raw input data. One

approach to address this issue is to use fully supervised deep learning methods to learn

latent representations of the biosignals. However, this method requires human super-

vision to label the data, which may be unavailable or difficult to obtain. In this work

we propose an unsupervised solution for representation learning to reduce the reliance

on human supervision. The proposed framework utilizes two stacked convolutional

autoencoders to learn latent representations from wearable electrocardiogram (ECG)

and electrodermal activity (EDA) signals. These representations are then utilized by

a random forest model to classify arousal into high and low classes. This approach re-

duces human supervision and enables the aggregation of datasets allowing for higher

generalizability. To validate this framework, a multi-corpus dataset comprised of 4

separate datasets, namely AMIGOS, ASCERTAIN, CLEAS, and MAHNOB-HCI, is

created. The results of our proposed method are compared with a number of other
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methods including convolutional neural networks, as well as methods that employ

manual extraction of hand-crafted features. The methodology used for fusing the

two data modalities (ECG and EDA) is also investigated. Lastly, we show that our

method outperforms other works that have performed multi-modal arousal detection

on the same datasets, achieving new state-of-the-art results for all the datasets used.

The results show the wide-spread applicability for stacked convolutional autoencoders

to be used with machine learning for affective computing.
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Chapter 1

Introduction

1.1 Background and Motivation

Smart technologies are quickly becoming ubiquitous in our everyday lives. These

technologies aim to understand, analyze, and interact with users seamlessly, providing

a user-centered experience. Affective computing is one area of research aiming to

create smart technologies that can better understand and ultimately react to their

user. Affective computing is the notion of detecting, modeling, and reacting to the

user’s affective states by a computer [6]. The integration of affective computing into

devices can make users perceive the computers as more intelligent, effectively making

the smart technology “smarter” [7].

With the increasing pervasiveness of smart technologies, research into determining

the user’s affective state to facilitate affective computing is of growing importance.

Affective states can be broken down into two dimensions, valence and arousal [8].

Both valence and arousal have been shown to be closely linked with activity in the

autonomic nervous system [9]. Biosignals are one source through which changes in

the autonomic nervous system can be observed, allowing for changes in valence and
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arousal to be elucidated [10]. Accordingly, machine learning approaches utilizing

biosignals have been widely used for the classification of valence and arousal. These

approaches can be utilized in numerous affective computing applications including

adaptive simulations [3], video games [11], distance education [12], and medical in-

formatics [13].

To collect the biosignals for affective computing through machine learning, wear-

able sensors have been widely used. While original wearable devices were bulky and

cumbersome to use, with recent advancements, they have become lightweight, af-

fordable, and unobtrusive [14]. In fact, wearables have become small enough to be

incorporated into jewelry and clothing so that they can be used in everyday life [15].

It is estimated that by 2022 the market for wearables will double to be worth 27

billion dollars [16]. This will result in 233 million total sales of wearable devices [17].

Wearable devices that collect Electrocardiogram (ECG) [18, 19], Electrodermal

Activity (EDA) [20, 21], Electroencephalogram (EEG) [22, 23], Electrooculogram

(EOG) [24, 25], and Electromyography (EMG) [26, 27] have all been used for a

variety of applications including affective computing. Among these signals, ECG and

EDA have been shown to be the most closely correlated to arousal [28].

1.2 Problem Statement

Typically, machine learning models used for affective computing are trained using

time domain and frequency domain features that are hand-crafted and manually

extracted from biosignals [29, 30, 31, 32]. However, these features may not generalize

well between multiple datasets as the biosignals can be vastly different in terms of

the quality of the data, the placement of sensors on the body, and the data collection
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protocol as a whole. Another approach for extracting biosignal features for affect

classification is to use deep learning methods to learn latent representations of the

input data. These models have been shown to better predict mood, health, and stress,

which are all factors in affect, with less error than manually extracted hand-crafted

features [33]. Deep learning allows for the model to be trained on a large dataset

allowing it to find more complex representations that can be better utilized for affect

classification [34].

Deep learning models commonly employ fully supervised learning, which requires

human supervision in the form labelled data for both representation learning and

classification. However, this reliance on human labelling can reduce the amount of

data available to train the model. Additionally, the output labels can make it difficult

for the model to generalize across multiple datasets as the differences between the

stimuli used in the datasets may elicit different levels of affective response, resulting

in vastly different output labels [35]. Combining datasets to create a multi-corpus

pipeline is also difficult with supervised learning as the output labels may be carried

out with different protocols or standards. Our goal in this work is to reduce the

reliance on human supervision by proposing a framework where a significant portion

of the processing, i.e. representation learning, can take place in an unsupervised

manner, followed by supervised classification of the task. This approach should reduce

reliance on human supervision and enable the aggregation of several datasets for the

representation learning stage of the system, allowing for higher generalizability.
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1.3 Contributions

In this thesis, an unsupervised solution for representation learning followed by arousal

classification for wearable-based biosignals is proposed. Our solution utilizes stacked

convolutional autoencoders for ECG and EDA representation learning. Autoencoders

are unsupervised neural network that attempt to generate output values approxi-

mately identical to the inputs successive to an intermediate step where latent repre-

sentations are learned [36]. This allows the model to automatically learn important

latent representations of the input biosignals without the need for output labels.

Next, successive to unsupervised representation learning, the latent representations

are fused and utilized by a random forest classifier for classification of low and high

arousal. Our key contributions can be summarized as follows:

• We present a novel affective state classification solution consisting of unsuper-

vised multi-modal representation learning using stacked convolutional autoen-

coders followed by supervised learning of arousal states using a random forest

classifier. Our proposed solution benefits from the lack of dependence on user

annotations and supervision throughout the representation learning stage. Our

approach results in higher generalizability given its lack of dependence on out-

put labels during the representation learning stage. Additionally, since only

input data are required in this approach, our model facilitates the aggregation

of multiple datasets, which could lead to better training.

• We train and test the proposed solution with a multi-corpus dataset created

by combining 3 publicly available datasets, AMIGOS [1], ASCERTAIN [2], and

MAHNOB-HCI [5], along with CLEAS dataset [3] collected in our previous
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work. Moreover, we compare the performance with a number of baseline tech-

niques for both feature extraction and classification. For feature extraction, we

explore a large number of hand-crafted features as well as automatically learned

representations using a Convolutional Neural Network (CNN), while for classi-

fication we implement a handful of classifiers for comparison. Additionally, we

compare the performance of our to a large number of related works in this area.

• The results demonstrate the superiority of our proposed approach, outperform-

ing all the baseline techniques as well as the related works, achieving state-of-

the-art on AMIGOS, ASCERTAIN, CLEAS and MAHNOB-HCI datasets.

• Lastly, our analysis shows the added benefit of utilizing a multi-modal approach

versus a uni-modal one. Additionally, the added advantage of our unsupervised

representation learning method in facilitating an easy aggregation of multi-

ple datasets is demonstrated through comparing our multi-corpus versus single

dataset results, in which our multi-corpus approach achieve better performance.

1.4 Publications

The work performed in this thesis has been published or is under review as follows:

• Kyle Ross, Pritam Sarkar, Dirk Rodenburg, Aaron Ruberto, Paul Hungler,

Adam Szulewski, Daniel Howes, and Ali Etemad, “Toward dynamically adaptive

simulation: Multimodal classification of user expertise using wearable devices”,

J. Sensors, 19:4270, 2019.

• Pritam Sarkar, Kyle Ross, Aaron J. Ruberto, Dirk Rodenburg, Paul Hungler,

and Ali Etemad, “Classification of cognitive load and expertise for adaptive



1.5. ORGANIZATION OF THESIS 6

simulation using deep multitask learning”, 8th International Conference on Af-

fective Computing and Intelligent Interaction (ACII), 2019.

• Kyle Ross, Paul Hungler, and Ali Etemad, “Unsupervised Multi-Modal Repre-

sentation Learning for Affective Computing with Multi-Corpus Wearable Data”,

Under Review.

1.5 Organization of Thesis

The rest of this thesis is organized as follows.

• Chapter 2 describes the background and related work within the field of affective

computing with a particular focus on the use of wearable-based biosignals for

arousal classification.

• Chapter 3 describes our proposed framework utilizing stacked convolutional

autoencoders for unsupervised learning to obtain latent representations of the

input data with subsequent supervised arousal classification using a random

forest classifier. Additionally it gives details on the experiments performed

using the proposed solution including details on the datasets used, how the

data from the datasets were labelled, and how the machine learning models

were trained and validated.

• Chapter 4 describes the metrics and evaluation approach for our method. In

particular, this section describes the use of manual feature extraction techniques

as well as deep convolutional neural networks for comparison. Next, the different

techniques for feature fusion that have been used for comparison are presented,

followed by the use of individual datasets vs. a multi-corpus dataset. Lastly,
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the current state-of-the-art methods used for comparison are mentioned in this

section.

• Chapter 5 highlights the results of our framework on the 4 datasets, along with

a detailed comparison with other methods, and discussions of those results. Ad-

ditionally, we investigate the impact of different parameters of the solution in-

cluding network hyper-parameters, the architecture of the networks developed,

single vs. multi-corpus approaches, uni-modal vs. multi-modal approaches, and

different fusion strategies. Lastly, a comparison of our results vs. other works

on these datasets and current state-of-the-art methods are provided.

• Chapter 6 gives a summary of this thesis and the conclusions that can be drawn

from it. In addition, a brief outline of the limitations of this study are presented

along with the future work that can be considered.
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Chapter 2

Background and Related Work

The term affective computing was first introduced by Rosalind Picard [6] to describe

a new form of human computer interaction where the computer can recognize or

influence the emotions of the users. Since its introduction, many studies have looked

into how best to recognize emotions, as well as how computers should react to those

emotions to enhance the user experience.

The most widely accepted model for emotion (affect), is the circumplex model

proposed by Russel [37] as shown in Figure 2.1. The model utilizes 2 dimensions to

describe emotional states, valence and arousal. Valence refers to how positively or

negatively a person is feeling, while arousal refers to how relaxed or stressed they are

feeling. This model allows for different emotions to be placed on this circle such that

they can be defined as a combination of valence and arousal [38].

Based on this model, studies focused on affective computing often tend to col-

lect valence and arousal states (scores). One popular and standardized technique for

collecting valence and arousal values is using the Self-Assessment Manikin (SAM)

proposed by Bradley and Lang [39]. The SAM uses pictorial representations of va-

lence, arousal levels that the subject can utilize to identify their affective state. The
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Relaxed
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Figure 2.1: Circumplex model for describing affective states as a combination of va-
lence and arousal.

values are obtained on either a 9-point or 5-point scale allowing for the breakdown

of valence and arousal into multiple classes. Dominance, another axis proposed for

defining emotions [40], can also be collected using SAM questionnaires.

User-generated information such as facial expressions [41, 42], gait [43, 44], speech

[45, 46], and bio-signals [47, 48], among others, are then used as inputs to emotion

recognition or analysis methods, while the quantified and captured user affective

states (e.g. SAM score) are used as outputs. Accordingly, machine learning techniques

are often exploited to learn to classify or estimate the target affective states. In

the following sub-sections, we present the past works that have used biosignals for

affective computing, with a particular focus on works that have utilized the datasets

being used in this study. These works can be divided into two categories: uni-modal

and multi-modal. While our approach in this thesis is multi-modal, specifically using

ECG and EDA, to provide a better summary of the work done in this field, we also
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review other uni-modal techniques.

2.1 Affective Computing with Uni-modal Biosignals

Biosignals are the most widely used source of user generated input for machine learn-

ing classification of affect. This is due to advancements in the quality and usability

of wearable sensors for data collection, along with the correlation between changes in

affect, changes in the autonomic nervous system response, and changes in biosignals

[10]. The biosignals that are typically used for emotion classification are Electroen-

cephalogram (EEG) [49], Electrodermal response (EDA), Electromyography (EMG),

and Electrocardiogram (ECG) [50] among others. The use of EDA and ECG based

features has been a particularly large focus of study when it comes to classifying the

valence and arousal components of emotions. This is due to the fact that these signals

have been found to be the most closely correlated with changes in affect [28], and are

also relatively easy to record (for example compared to EEG). These biosignals are

described in greater detail in the following sections.

2.1.1 Electrocardiogram

ECG signals show the changes in cardiac electrical potential within the heart [19].

The pattern produced within the ECG signal by the changes in electrical recur with

each heart beat. The pattern consists of 3 different waves, the P wave, the QRS

complex and the T wave, indicative of different phases of the cardiac cycle [19]. The

P wave is produced by atrial depolarization, which leads to ventricular depolarization

creating the QRS complex followed by ventricular re-polarization that causes the

T wave [19]. The QRS complex is of particular interest as it contains the most



2.1. AFFECTIVE COMPUTING WITH UNI-MODAL BIOSIGNALS11

prominent component of the signal, the R peak. By identifying the R peaks in the

ECG signal the distance between peaks (RR-interval), and Heart Rate Variability

(HRV) can be calculated, both of which have been shown to be useful features for

affective computing [51, 52, 53, 54].

2.1.2 Electrodermal Activity

Electrodermal activity, also referred to as Galvanic Skin Response, is a measure of the

changes of conductance on the surface of the skin [55]. It is an effective way in which

changes in the autonomic nervous system that are caused by an affective response

can be elucidated as when level of arousal increases within the body, sweating also

increases [56]. Sweat is a weak electrolyte making it a good conductor. Therefore,

as sweating increases and sweat ducts fill, many low-resistance pathways are created

on the surface of the skin, increasing its conductivity [55]. There are 2 main compo-

nents of the EDA signal, the Skin Conductance Level (SCL), and Skin Conductance

Response (SCR) events. The SCL is the overall conductance measure at a given

time, while a SCR event is a measurable local peak within the signal that follows an

arousal event [57]. Both of these components have been utilized for feature extraction

for affective state classification [58, 59].

2.1.3 Classical Machine Learning Techniques

Gjoreski et al. [60] used manual feature extraction along with various classical ma-

chine learning models to find which models achieve the best performance for classi-

fying arousal from biosignals. They extracted time domain features from ECG and
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EDA signals from the AMIGOS, ASCERTAIN, and MAHNOB-HCI datasets, sepa-

rately. With the AMIGOS dataset the best results for ECG features was obtained

using a K-Nearest neighbours (KNN) classifier achieving an accuracy of 0.53 while

the best result for EDA was with a classifier using AdaBoosting with a decision tree

as the base classifier. The best classifier for arousal classification with the ASCER-

TAIN dataset was a support vector machine (SVM) classifier achieving 0.66 accuracy

for both modalities. Lastly, with the MAHNOB-HCI dataset the best performance

found for ECG-based features was using an SVM with an accuracy of 0.62 while

the best EDA-based classifier was a Naive-Bayes classifier with an accuracy of 0.62.

Wiem et al. [61] also used an SVM classifier, instead utilizing only features extracted

from ECG signals in the MAHNOB-HCI dataset. The features were used for binary

arousal classification achieving an accuracy of 62%.

Features extracted from ECG signals were used in [50] for the classification of

valence and arousal using SVM classifiers with the DREAMER dataset. Affective

data was collected from participants as they were asked to watch videos. Features

were extracted by first identifying the PQRST waves within the ECG signal. Fre-

quency based features were also extracted from the PSD of the signal. Their work

demonstrated the applicability for the use of these features with classical methods for

arousal classification achieving an accuracy of 62% and F1 score of 0.53 for valence

and 62% and 0.58 for arousal.

The capability for EDA to be used to classify both valence and arousal using

classical machine learning classifiers was explored in [62] where EDA was used to

discern 4 levels of arousal and 2 levels of valence. The EDA signals were collected

as subjects were stimulated with sounds from the International Affective Digitized
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Sound System database. Features were then extracted and used with a KNN classifier

to obtain 84% for valence and 77.33% accuracy for arousal.

2.1.4 Deep Learning Techniques

Santamaria et al. [63] looked at using different feature extraction and arousal clas-

sification methodologies with the AMIGOS dataset. They compared manual feature

extraction with classical machine learning models, with using a deep CNN for fea-

ture representation learning. The input to the CNN was pre-processed ECG and

EDA signals. The CNN was comprised of 4 convolutional layers with max-pooling

and dropout layers in between them and was compiled using the RMSProp optimizer

with a learning rate of 0.0001. The output of the CNN was fed into a Multi-layer

Perceptron (MLP) with 4 fully connected layers that produced an arousal classifica-

tion. They found that their deep learning approach outperformed the use of classical

machine learning methods achieving an accuracy and F1 score of 0.81 and 0.76 when

using ECG signals, and 0.71 and 0.67 when using EDA signals.

Gjoreski et al. [64] also looked at comparing deep networks with classical machine

learning models. In their study they utilized Deep Neural Networks (DNN) with

the ASCERTAIN dataset for arousal classification using ECG signals. The DNN

contained 7 hidden layers using the ReLU activation with L2 activity regularization.

Dropout with a probability of 0.75 was used between each of the dense layers. The

network was trained with the ADAM optimizer with a learning rate of 0.0001. The

output from this network utilized the softmax activation function in order to give a

class probability distribution for arousal. A random forest, SVM, and decision tree

classifier using AdaBoosting classifier were also developed for comparison. The best
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results were found through using their developed DNN obtaining an accuracy of 0.69.

Another study that looked at using deep networks for arousal classification was

performed by Sicheng et al. [65]. In the study, a hypergraph learning framework

was developed to classify arousal using the ASCERTAIN dataset. The framework

produces a correlation between the changes in physiological signals and personality

of the subjects, based on the stimuli used in the dataset to evoke emotions. The

framework was utilized to classify 2 classes of arousal with ECG and EDA signals,

separately. EDA outperformed the ECG classifier obtaining an accuracy of 0.75

compared to 0.72. These results were the best found when using ECG and EDA

signals from the ASCERTAIN dataset.

Instead of classifying valence or arousal, Sarkar et al. [4] instead looked at utilizing

DNN with only ECG biosignals for expertise and cognitive load classification with

the CLEAS dataset. Time and frequency domain features were manually extracted

from the ECG signal and then utilized within the DNN to classify binary levels

of cogntive load and arousal. The DNN consisted of an input layer accepting the

extracted features as input vectors, followed by 7 fully connected dense hidden layers

and a final output layer. After each hidden layer, the leaky Rectified Linear Unit

(ReLu) activation function was used along with a dropout of 0.5 to prevent over-

fitting. The results obtained achieved an accuracy and F1 score of 0.89 and 0.88, and

0.97 and 0.97, respectively. These findings are the current best results for affective

state classification using the CLEAS dataset.

In [66, 67], Sarkar and Etemad proposed a self-supervised method for ECG rep-

resentation learning in the context of affective computing. The method first used the
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input signals to generate transformed versions of the data and automatically gener-

ated labels for the transformed signals corresponding to the transformation functions.

These signals and labels were exploited to train a multi-task CNN, which upon suc-

cessful training learned generalized representations of the unlabelled ECG signals.

Transfer learning was then used to train a supervised CNN for classification of va-

lence and arousal in 4 public datasets including AMIGOS. The arousal classification

using the fully supervised model achieved 0.84 accuracy and an F1 score of 0.83 while

the self supervised model achieved better results with 0.89 accuracy, a 0.88 F1 score.

These are the best results that could be found, to the best of our knowledge, for the

AMIGOS dataset. The findings demonstrate the possible benefits when utilizing self

supervised learning as opposed to fully supervised methods.

2.2 Affective Computing with Multi-modal Biosignals

In addition to using biosignals as uni-modal inputs for machine learning classification,

studies have also used multi-modal inputs as it can utilize the complementary nature

that different modalities can present [68].

2.2.1 Classical Machine Learning Techniques

The multi-modal use of ECG and EDA signals has been a large area of study. In

[69] the results of using uni-modal and multi-modal manually extracted features was

compared for classification of 3 emotional states; happy, sad, and neutral. The results

showed that using the multi-modal features with an SVM classifier outperformed the

use of uni-modal features with an average accuracy of 91.62. In [3] ECG and EDA
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time and frequency domain features were extracted from the CLEAS dataset to clas-

sify 2 levels of expertise, novice and expert. The study utilized both uni-modal and

multi-modal features in a variety of machine learning classifiers. The best result was

achieved using multi-modal features with a KNN classifier obtaining an accuracy and

F1 score of 0.83 and 0.80. Both studies highlighted the benefits of combining modali-

ties for affective state classification. Anderson et al. [24] investigated the multi-modal

fusion of EDA and ECG signals with other biosignals. The other signals utilized were

EOG, EEG, and photoplethysmogram (PPG). The biosignals were obtained from

participants as they participated in a number of stimulating tasks such as listening to

music, watching videos, or playing video games. 98 features were extracted from the

time and frequency domains of the varying modalities using manual feature extrac-

tion. The features were then used within a SVM for arousal classification achieving

the best accuracy of 89% when all modalities were utilized.

A number of datasets have been collected that were subsequently utilized for multi-

modal arousal classification. Miranda-Correa et al. [1] collected the AMIGOS dataset

and then utilized it for arousal classification by manually extracting 77 features from

the collected ECG signals, 31 features from the EDA signals. The features were

used separately, in addition to being fused to create a multi-modal feature set. The

features were used with a Naive-Bayes classifier to classify high and low arousal.

F1 scores of 0.55, 0.54, and 0.56 were achieved when using ECG, EDA, and fused

features, respectively, demonstrating that fused ECG and EDA signals can achieve

better performance than uni-modal features. Subramanian et al. [2] collected and

then utilized the ASCERTAIN dataset for classification of 2 levels of arousal. They

extracted 32 ECG and 31 EDA features for use in machine learning models for valence
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and arousal classification. SVM and Naive-Bayes classifiers were used with both the

uni-modal and multi-modal features. The best results were obtained using a Naive

Bayes classifier with fused ECG and EDA features obtaining an F1 score of 0.69. The

MAHNOB-HCI dataset was introduced by Soleymani et al. [5]. In their preliminary

study, 64 ECG features, and 20 EDA features were extracted and subsequently used

with an SVM classifier. This method obtained an accuracy of 0.46.

2.2.2 Deep Learning Techniques

Deep learning methods have also been used for affective computing with multi-modal

biosignals as inputs. Kawde et al. [70] utilized EEG, EMG, EOG, and EDA from

the DEAP dataset within a deep belief network (DBN). A DBN is an unsupervised

network created by stacking multiple Restricted Boltzmann Machines (RBM). Each

RBM acts as one hidden layer in the neural network that learns latent representations

of the input signal. The output of the last RBM in the DBN is fed to a softmax

classifier to output valence and arousal values. The architecture was used to achieve

an accuracy of 78% for valence and 70% for arousal.

Similar to our work, the use of autoencoders for learning representations to-

wards arousal classification have also been investigated. Yang et al. [71] utilized

an attribute-invariant loss embedded variational autoencoder (VAE) to extract la-

tent representations from ECG, EDA, and EEG signals. These latent representations

were used with an SVM classifier to classify binary levels of arousal achieving an ac-

curacy of 0.69 and an F1 score of 0.69. Another method for latent feature extraction

for valence and arousal classification was investigated by Liu et al. [72]. In the study

a bi-modal Deep Autoencoder was developed to extract latent features from EEG,
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ECG, and EDA signals from the DEAP dataset. The features were subsequently used

by an SVM with a linear kernel to classify valence and arousal, achieving an accuracy

of 85% and 81% for valence and arousal, respectively.

The benefits of using multi-modal features in deep learning frameworks was further

explored by Siddharth et al. [73]. In their study, they utilized ECG, EDA, and EEG

biosignals from the AMIGOS, DEAP, DREAMER, and MAHNOB-HCI datasets for

the classification of valence, arousal, liking, and emotions. Their method utilized a

combination of manually extracted statistical features in addition to deep-learning-

based features. These feature were obtained by first converting the biosignal time

series data to a spectrogram image and then using a pre-trained VGG-16 [74] CNN

to learn latent features from the image. The features were concatenated used within

an Extreme Learning Machine (ELM) for classification. For the AMIGOS, and DEAP

datasets, the best performance was obtained using the multi-modal features, showing

the potential benefits of using multi-modal data. The DREAMER and MAHBOB-

HCI datasets had the best results when using only uni-modal ECG features. The

result for the MAHNOB-HCI dataset is noteworthy as it presents the current state-

of-the-art performance for the dataset with an accuracy of 0.82 and a F1 score 0f

0.75.
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Chapter 3

Unsupervised Multi-modal Representation

Learning with Deep Autoencoders

Our goal is to develop a framework for multi-modal affective computing with minimal

human supervision. Accordingly, we propose a framework that utilizes stacked convo-

lutional autoencoders for unsupervised ECG and EDA representation learning, and

subsequent classification of arousal using a supervised classifier. The method takes

filtered and normalized ECG and EDA signals and utilizes 2 separate unsupervised

autoencoders, 1 for each modality, to learn latent representations. These representa-

tions are then used with a random forest classifier for 2-class classification of arousal.

The proposed framework is summarized in Figure 3.1.

3.1 Pre-Processing

The Pan-Tompkins algorithm was utilized to filter the raw ECG signals [75, 76]. The

Pan-Tompkins algorithm first uses a Butterworth bandpass filter with a passband

frequency of 5-15 Hz to reduce the EMG noise, powerline noise, baseline wander

and T-wave interference. The filter was applied in both the the forward and reverse
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Figure 3.1: Proposed framework for latent biosignal feature representations extrac-
tion and subsequent arousal classification.

directions to achieve zero phase distortion. Following the methods used in [57] the

EDA signals were first filtered using a low-pass filter with a cutoff frequency of 1

Hz. High frequency artifacts were then removed with a moving average filter of 100

samples.

After filtering, the ECG and EDA signals were re-sampled to 256 Hz and 128

Hz, respectively. This was done to ensure that the input data from various datasets

were the same size. The signals of individual subjects were also normalized to val-

ues between 0 and 1 for better use with activation functions within the framework.

Examples of the raw ECG and EDA signals along with the filtered and normalized

signals are shown in Figure 3.2.

The ECG and EDA signals were subsequently segmented into 10 second windows

to form individual samples. The window size was selected similar to that in [77] for

maximum performance while being small enough to better enable real-time applica-

tions.



3.2. UNSUPERVISED MULTI-MODAL REPRESENTATION
LEARNING 21

0 200 400 600 800 1000 1200

Time (mS)

1.55

1.555

1.56

1.565

1.57

1.575

1.58

C
o
n
d
u
c
ta

n
c
e
 (

m
)

106 c)

200 400 600 800 1000 1200

Time (mS)

0.956

0.958

0.96

0.962

0.964

0.966

C
o
n
d
u
c
ta

n
c
e
 (

m
)

d)

0 200 400 600 800 1000 1200

Time (mS)

-40

-20

0

20

40

60

80

100

120

A
m

p
lit

u
d
e

a)

0 500 1000 1500 2000 2500

Time (mS)

-0.6

-0.4

-0.2

0

0.2

0.4

0.6

0.8

1

1.2

A
m

p
lit

u
d
e

b)

Figure 3.2: Example of a) 10 seconds of raw ECG signal; b) 10 seconds of raw EDA
signal; c) 10 seconds of filtered and normalized ECG signal; d) 10 seconds
of filtered and normalized EDA signal

3.2 Unsupervised Multi-modal Representation Learning

An autoencoder is an unsupervised learning technique that utilizes backpropagation

and takes an unlabelled input value set, {x1, x2, x3, x4, ...}, where x ∈ R, and at-

tempts to map it to an output set, {x̂1, x̂2, x̂3, x̂4, ...}, where x̂ ∈ R. The autoencoder

is divided into two components, the encoder and the decoder. In the encoder com-

ponent, input x is mapped to a latent representation, h. The general structure of an

autoencoder is shown in Figure 3.3.

To map the input set to the latent representation, h, a deterministic function is

used such that [36]:

h = σenc(W encx + benc) (3.1)
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Figure 3.3: Basic structure of an autoencoder.

where σenc is the deterministic encoding function, W enc is the the weight matrix of the

encoder and benc is the bias of the encoder [78]. The decoder component of the model

follows the same approach to map the latent representation to the output values x̂

given:

x̂ = σdec(W dech + bdec) (3.2)

where σdec is the deterministic decoding function, W dec is the the weight matrix of

the decoding component, and bdec is the bias of the decoder. Through the encoding

and decoding functions, the autoencoder seeks to approximate the identity function

such that the output values x̂ are the same as the input x [79]. The autoencoder is

trained to minimize the reconstruction error based on the loss function Loss(x, x̂).
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In our study, the loss function used was the mean squared error such that:

Loss(x, x̂) =
1

n

i=n∑
i=1

(xi − x̂i)2. (3.3)

The methodology of an autoencoder allows for the latent representations h to

be comprised of only features that are the most relevant for the reconstruction of

the input values. A sparse autoencoder can be created using the same framework,

but introduces a sparsity constraint to the hidden layers [79]. By introducing this

constraint, the autoencoder is still able to learn latent representations relevant to the

structure of the input, even if the number of units in the latent space is large [79]. In

our proposed method the sparsity constraint is added to the autoencoder through the

use of L1 regularization [80]. The L1 regularizer is added to the loss function such

that:

Loss(x, x̂) =
1

n

i=n∑
i=1

(xi − x̂i)2 + λ
i=n∑
i=1

|θi| (3.4)

where λ is the regularization parameter, and θi is the weight. When multiple hidden

layers are combined one after another, the framework is known as a stacked autoen-

coder. In this framework, the input to each subsequent layer is the output from the

previous hidden layer, which is the latent representation of the signal generated by

that layer [36]. The framework that is proposed in this study for arousal classifica-

tion utilizes 2 separate stacked convolutional autoencoders, one for ECG and one for

EDA, henceforth denoted by AEECG and AEEDA respectively. These autoencoders

are used to extract latent representations from the output of the encoder component,

i.e. the central hidden layer. The L1 regularization imposed on this central hidden

layer aids with ensuring relevant representations are learned.
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Figure 3.4: The architectures of the proposed autoencoder networks to learn latent
representations are presented.

The proposed autoencoders are depicted in Figure 3.4. The hyperparameters,

namely number of hidden layers, parameters for those layers, and the number of

latent representations for both autoencoders are determined systematically through

searching a number of possible combinations with the aim of obtaining the best results

for arousal classification. An analysis on the impact of these parameters is presented

in Section 5.1.

The encoder component of the AEECG consists of an input layer followed by 16

hidden layers, and a final fully connected layer. The inputs to the encoder are 10

second ECG segments (2560 samples) as discussed earlier. The first hidden layer

performs a 1D convolution on the input of size 128 × 200 using the Rectified Linear

Unit (ReLU) activation function. A max-pooling layer is then utilized to reduce the



3.2. UNSUPERVISED MULTI-MODAL REPRESENTATION
LEARNING 25

size of the samples in half. After this layer a number of convolutional blocks are used.

The convolutional blocks consists of 2 1D convolutional layers with different dimen-

sions followed by a batch normalization layer to reduce covariant shift [81], and then

a max-pooling layer. Within the ECG encoder component this convolutional block is

repeated 3 times. After the convolutional blocks there is a 10 × 1 1D convolutional

layer, a max-pooling layer, and then finally a fully connected dense layer. The dense

layer contains 80 units, with an L1 activity regularizer with a value of 10-9 that creates

a latent feature representation of size 80.

The latent representations learned by the encoder are fed to the decoder compo-

nent. The decoder consists of 12 hidden layers followed by an output convolutional

layer using the ReLU activation function. The hidden layers are comprised of up-

sampling and convolution layers in the reverse order of the encoder section. The

parameters of each layer matches the corresponding encoder layer. The final output

from the decoder, and thus the autoencoder as a whole, is a reconstructed ECG seg-

ment of the same size as the input (2560). The details of the different layers of the

AEECG are presented in Table 3.1.

The parameters and structure of the AEEDA is summarized in Figure 3.2.The

structure of the layers within the AEEDA are similar to that of the developed AEECG.

The main differences stem from the fact that the input EDA samples inputted to the

encoder section have a shape of 1280 x 1. The encoder section is comprised of an input

layer followed by 12 hidden layer, and a fully connected layer representing the latent

EDA features space. The first hidden is a 1D convolution with 32 filters, and a kernel

size of 100x1. All the convolutional layers in the AEEDA use the ReLU activation

function. This layer is followed by a max-pooling layer to reduce the shape of the
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Table 3.1: Details of the different layers and parameters of the ECG autoencoder.

Layer Type Kernel Size Filters/ Units Activation Output Size

Input - - - 2560 × 1
Conv 1D 200 × 1 128 ReLU 2560 × 128

Max-pool 1D 2 × 1 - - 1280 × 128
Conv 1D 100 × 1 64 ReLU 1280 × 64
Conv 1D 50 × 1 32 ReLU 1280 × 32

Batch Normalization - - - 1280 × 32
Max-pool 1D 2 × 1 - - 640 × 32

Conv 1D 50 × 1 16 ReLU 640 × 16
Conv 1D 25 × 1 8 ReLU 640 × 8

Batch Normalization - - - 640 × 8
Max-pool 1D 2 × 1 - - 320 × 8

Conv 1D 25 × 1 4 ReLU 320 × 4
Conv 1D 10 × 1 2 ReLU 320 × 2

Batch Normalization - - - 320 × 2
Max-pool 1D 2 × 1 - - 160 × 2

Conv 1D 10 × 1 1 ReLU 160 × 1
Max-pool 1D 2 × 1 - - 80 × 1

Dense - 80 ReLU 80 × 1
Upsampling 1D 2 × 1 - - 160 × 1

Conv 1D 10 × 1 1 ReLU 160 × 1
Upsampling 1D 2 × 1 - - 320 × 1

Conv 1D 10 × 1 2 ReLU 320 × 2
Conv 1D 25 × 1 4 ReLU 320 × 4

Upsampling 1D 2 × 1 - - 640 × 4
Conv 1D 25 × 1 8 ReLU 640 × 8
Conv 1D 50 × 1 16 ReLU 640 × 16

Upsampling 1D 2 × 1 - - 1280 × 16
Conv 1D 50 × 1 32 ReLU 1280 × 32
Conv 1D 100 × 1 64 ReLU 1280 × 64

Upsampling 1D 2 × 1 - - 2560 × 64
Conv 1D 200 × 1 1 ReLU 2560 × 1

sample by half. These layers are followed by 2 convolutional blocks. This is followed

by a convolutional layer with 1 filter and a kernel size of 10 x 1 and a max-pooling

layer to reduce the sample to a size of 80 x 1. Identical to the AEECG this layer is

fed into a fully connected dense layer with 80 units, and an L1 activity regularizer of

10-9 giving 80 latent EDA features.
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Table 3.2: Details of the different layers and parameters of the EDA autoencoder.

Layer Type Kernel Size Filters/ Units Activation Output Size

Input - - - 1280 x 1
Conv 1D 100 × 1 32 ReLU 1280 × 32

Max-pool 1D 2 × 1 - - 640 × 32
Conv 1D 50 × 1 16 ReLU 640 × 16
Conv 1D 25 × 1 8 ReLU 640 × 8

Batch Normalization - - - 640 × 8
Max-pool 1D 2 × 1 - - 320 × 8

Conv 1D 25 × 1 4 ReLU 320 × 4
Conv 1D 10 × 1 2 ReLU 320 × 2

Batch Normalization - - - 320 × 2
Max-pool 1D 2 × 1 - - 160 × 2

Conv 1D 10 × 1 1 ReLU 160 × 1
Max-pool 1D 2 × 1 - - 80 × 1

Dense - 80 ReLU 80 × 1
Upsampling 1D 2 × 1 - - 160 × 1

Conv 1D 10 × 1 1 ReLU 160 × 1
Upsampling 1D 2 × 1 - - 320 × 1

Conv 1D 10 × 1 2 ReLU 320 × 2
Conv 1D 25 × 1 4 ReLU 320 × 4

Upsampling 1D 2 × 1 - - 640 × 4
Conv 1D 25 × 1 8 ReLU 640 × 8
Conv 1D 50 × 1 16 ReLU 640 × 16

Upsampling 1D 2 × 1 - - 1280 × 16
Conv 1D 100 × 1 1 ReLU 1280 × 1

The decoder section of the AEEDA contains 9 hidden layers and a final convolu-

tional output layer that are arranged to be the inverse of the encoder section. This

results in the stacked convolutional autoencoder reconstructing the original EDA sam-

ple with it’s initial size of 1280 × 1. The details of each layer of the AEEDA are shown

in 3.2.

3.3 Modality Fusion and Classification

The latent representations learned from the ECG and EDA signals by the respective

unsupervised networks are concatenated with a feature-level fusion strategy to form
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a combined representation for supervised arousal classification with a random forest

classifier. A random forest classifier was selected for this application as it is one of the

most commonly used supervised classification models for learning latent representa-

tions derived from autoencoders for classification tasks in other fields [82, 83, 84, 85].

Although the use of random forest classifiers with autoencoders is a methodology

that has been explored previously, our specific framework of utilizing stacked sparse

convolutional autoencoders to fuse learned ECG and EDA representations for arousal

classification is novel.

Random forest [86] is an ensemble method consisting of several decision trees

that each perform an individual classification which contributes to the final decision.

The ensemble decision is made based on a maximum vote among the individual

classification results. The number of decision trees used in the random forest, along

with the other parameters used, were searched for and determined systematically to

achieve the highest accuracy. It was found that a random forest of 100 trees achieved

the best results. Bootstrap samples were used when building the decision trees. Class

weights were selected to be inversely proportional to the class frequencies within each

bootstrap sample.

3.4 Datasets

Four datasets were utilized to enable a multi-corpus evaluation of our proposed so-

lution in order to ensure the approach can work effectively using different wearable

devices in varying settings. The approach also demonstrates the benefits of com-

bining multiple smaller datasets for classification tasks. The four datasets used in

this study were AMIGOS [1], ASCERTAIN [2], CLEAS [3, 4], and MAHNOB-HCI
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[5]. Combining the segmented 10 second samples taken from each of these datasets

resulted in a multi-corpus set consisting of 33103 samples. The following sections

provide a detailed description of each dataset, followed by a summary of properties

and differences presented in Table 3.3.

3.4.1 AMIGOS: A dataset for multi-modal research of affect, personality

traits and mood on Individuals and GrOupS [1]

This dataset contains collected biosignals as well as and Big-Five personality data

[87] from 40 participants during short and long emotional videos. The short videos

were 250 seconds in length while the long videos were more than 14 minutes long.

The participants’ EEG, ECG, and EDA signals have been collected with wearable

sensors. The ECG system used had 5 channels, while the EDA system had 1 channel.

Both signals were captured at a sampling rate of 128 Hz. Arousal values for each

video were obtained from the subjects using the SAM scale. When segmented, the

AMIGOS dataset resulted in 5356 10-second samples.

3.4.2 ASCERTAIN: A multi-modal databaASe for impliCit pERsonaliTy

and Affect recognitIoN [2]

This dataset contains the Big-Five personality trait data from 58 participants along

with their EEG, ECG, EDA, and facial activity. These data were collected as the

participants watched affective movie clips. The average length of the movie clips were

80 seconds. ECG data was captured using a 3-channel system with a sampling rate of

256 Hz, and EDA was single channel with a sampling rate of 128 Hz. Arousal values

were elicited from the participants using a 7 point scale from 0 (very boring) to 6
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(very exciting). When segmented into 10 second segments the ASCERTAIN dataset

contained 5356 samples.

3.4.3 CLEAS: Cognitive Load and Expertise for Adaptive Simulation [3,

4]

We collected this dataset which contains biosignals as well as cognitive load and

arousal information acquired during medical simulations. The purpose for the col-

lection of the dataset was to validate a proposed framework for the real time classi-

fication of cognitive load and level of expertise for use in adaptive simulations that

can dynamically change to match the cognitive load of the participant. This study

was performed in collaboration with researchers from Kingston General Hospital [88].

Ethics approval was secured from the Queen’s University Research Ethics Board.

To facilitate the development of the proposed adaptive simulation two different 10

minute long simulations were developed in which a patient had suffered trauma. A

SimMan patient simulator (a mannequin) [89] was used as the patient in these sim-

ulations. To enhance immersion the patient was outfitted with artificial injuries. In

one simulation the patient had suffered a penetrating trauma. In a second simulation

the patient had been involved in a vehicle roll over resulting in blunt force trauma

and abrasions. The vital signs, behaviour, and vocalization of the simulated pa-

tient were controlled by a simulation technician in an adjacent room. The simulation

environment is shown in 3.5

A total of 10 participants were recruited for the study, 5 experts (3 male, 2 female)

and 5 novices (2 male, 3 female). The participant in the simulation played the role of

a trauma team leader put in charge of directing a trauma team on how to best provide
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Figure 3.5: Simulation environment and instrumentation.

care for the patient. The other members of the trauma team that the participant was

directing consisted of 1 registered nurse and 2 residents. These members were all

hired actors with medical experience.

Prior to entering the simulation environment the participant was given a brief

summary of the trauma scenario to familiarize themselves with the case. The goal

of the participant was different for each of the simulations. For the simulation where

the patient had suffered penetrating trauma the goal was for the participant to initi-

ate the Massive Transfusion Protocol for resuscitation and disposition for emergency

surgery. In the simulation where the patient suffered blunt force trauma the goal of

the participant was to identify and intervene on a left sided tension pneumothorax

(collapsed lung), and then to consult with neurosurgery for further neuro-imaging

along with thoracic surgery. The participant also needed to consult with thoracic

surgery for consideration of intervention of flail chest (broken rib cage), and pneu-

mothorax. All of the participants performed both of the simulations successively, in

a random order.
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The goal of the simulations were to elicit the relationship between cognitive load

and expertise by subjecting the participant to a cognitively demanding setting. In

order to ensure this goal was achieved a number of distractors were introduced verbally

to the participant by the registered nurse so that the simulation was as cognitively

demanding as possible for all participants. These distractors were an ECG reading

with elevated heart rate, a high white blood cell count, and an Emergency Medical

Service calling with a patients experiencing cardiac arrest 5 minutes out from the

emergency room. After the registered nurse introduced these distractors they asked

the participant what they wanted to do given the new information.

Shimmer3 wearable sensors were used to collect ECG, EDA, body temperature

and inertial measurement unit (IMU) data during the simulations [90]. Videos of the

simulations were recorded with a Microsoft HoloLens [91] worn by the participants.

The Hololens was also utilized to place augmented reality medical instrumentation in

the room to enhance the visual fidelity of the simulation, in addition to adding visual

distractors to manipulate cognitive load. The sensors and instrumentation worn by

the participants is shown in 3.5. The biosignal data were also collected for 2 minutes

prior to the simulation in a quiet room in order to collect baseline reference data. The

signals were all collected at a sampling rate of 500 Hz. The ECG sensor allows for

ECG signals to be measured from four bipolar limb leads and a single chest lead. For

the purposes of the study, only the signal obtained from the differential ECG channel

between the left arm and right arm leads was used.

The first person videos recorded during the simulations were used during debriefs

with the participants successive to completing the simulation. The videos allowed for

the participants to review their performance and to annotate their arousal throughout
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Table 3.3: Summary of the differences between the 4 datasets used.

Dataset AMIGOS [1] ASCERTAIN [2] CLEAS [3] MAHNOB-HCI [5]

Subjects 40 58 10 30
Stimulus Movie Clips Movie Clips Medical Simulation Movie Clips, Pictures

Number of Trials 16 36 2 20
Duration of Trials Varies 80 seconds 10 minutes 12-22 seconds

ECG System 5 channel 3 channel 5 channel 3 channel
GSR System 1 channel 1 channel 1 channel 1 channel

Sampling Rate 128 Hz
ECG: 256 Hz

500 Hz 256 Hz
EDA: 128 Hz

Arousal Rating 9-point SAM scale 7-point scale 4-point scale 9-point SAM scale

the simulations. The arousal values were collected using a 4 point scale from 1 (calm)

to 4 (anxious). In total, 902 10-second samples resulted from the CLEAS dataset.

3.4.4 MAHNOB-HCI: A multi-modal Database for Affect Recognition

and Implicit Tagging [5]

This dataset contains biosignal data as well as valence and arousal score obtained

when showing participants fragments of movies and pictures. The 30 participants in

the study were shown the movies and pictures for between 12 and 22 seconds. The

valence and arousal data collected were obtained by having the participants annotate

their own affective states using the SAM scale. The biosignals obtained during the

study were ECG, EEG, EDA, respiration amplitude, and skin temperature. Both the

ECG and EDA data were captured with a sampling rate of 256 Hz. A total of 6192

10-second samples were obtained after segmentation.

3.5 Data Labelling

The learned latent ECG and EDA representations based on the multi-corpus dataset

used in this study are labelled for arousal. Of the 4 datasets, 2 of them, AMIGOS

and MAHNOB-HCI, used a 9-point SAM scale for annotating arousal values during
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the various trials. The ASCERTAIN dataset used a 7-point scale, and the CLEAS

dataset used a 4-point scale. To ensure consisted labelling across the multi-corpus

dataset the arousal values from each dataset were normalized to values between 1

and 9. This allowed for the datasets to all reflect the 9-point SAM scale. Similar to

many works in this area [64, 60, 73, 63, 65, 61], the arousal values were split into two

classes: low and high. Following the work done in [49], an arousal value less than 5

was labelled as ‘low’ while an arousal value greater than or equal to 6 was considered

high ‘arousal’.

3.6 Implementation Details, Training, and Validation

The baseline machine learning models (discussed later in Section 4.3), along with

the proposed stacked convolutional autoencoder are developed using scikit-learn [92],

TensorFlow [93] and Keras [94] on a computer with a NVIDIA GeForce RTX 2080

TI graphics card and a Intel Core i7-9700k CPU. The two stacked convolutional

autoencoder are trained and validated using a 10-fold validation scheme. Within this

validation scheme the multi-corpus dataset are randomly divided into 10 folds while

being stratified such that the percentage of samples in each fold from the individual

datasets is representative of the percentage of samples from that dataset in the multi-

corpus dataset. 1 of the 10 folds is left out as a validation set while the other 9 folds

are used for training the model. Training is performed using the RMSProp optimizer

with the mean squared error (MSE) loss function. A batch size of 32 is used during

training with 20 epochs. Early stopping is used by monitoring the validation loss

with a patience of 4. The model with the best (lowest) loss value prior to early

stopping is saved and subsequently used for multi-modal representation learning.
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The representations extracted from the training folds are passed to the random forest

classifier for training while those from the validation fold are used with the trained

random forest classifier for final arousal classification.
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Chapter 4

Evaluation and Comparison

4.1 Evaluation Metrics

To evaluate the efficacy of our proposed framework for arousal classification the results

were compared with a variety of other methodologies. The comparisons were based

on accuracy and F1 score similar to most other studies in the area [73, 63, 66, 71]. To

do this the number of True Positive (TP), True Negative (TN), False Positive (FP),

and False Negative (FN) classifications were calculated. TP and TN measures were

the number of correctly classified arousal classes where, while FP and False Negative

FN were defined as the number of incorrect classifications. For the purposes of our

study the high arousal class was treated as positive, while the low arousal class was

negative.

Accuracy is defined as the percentage of the total number of correctly classified

participants to the total number of participants, expressed as:

Accuracy =
TP + TN

TP + FP + TN + FN
. (4.1)

The F1 score is a metric that combines precision and recall. Precision is the percentage
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of correct classifications with respect to the total number of classified participants,

as:

Precision =
TP

TP + FP
, (4.2)

and recall is the percentage of correct classifications to the sum of correctly classified

and incorrectly classified participants, as:

Recall =
TP

TP + FN
. (4.3)

Accordingly, F1 score provides the harmonic average between precision and recall as

follows:

F1 =
2× (Precision×Recall)
Precision+Recall

(4.4)

4.2 Manual Feature Extraction and Selection

We compare the multi-modal representations learned by the unsupervised autoen-

coders to manually extracted and selected features, generally referred to as hand-

crafted features. We select ECG and EDA features that are popular in the field of

biosignal analysis, especially those int the field of affective computing [95, 96, 57, 64,

60, 5, 2].

In order to extract features from the ECG signals, the Pan-Tompkins algorithm

was used to detect the QRS complexes of the ECG waves [75, 76]. This is accomplished

by differentiating the filtered ECG signal using a 5-point derivative transfer function

in order to gain the QRS slope information. The absolute value of the signal is

taken, and then a moving average filter is applied to obtain the wave form features.

To detect the R-peaks of the ECG waveform, two threshold values are selected in
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Table 4.1: Time and frequency domain ECG features.

Feature Description

HR Average heart rate based on number of R peaks in the window
RRmin Minimum value of RR interval
RRmax Maximum value of RR interval
RRdiff Difference between RRmax and RRmin

RRmean Mean value of RR interval
RRSD Standard deviation of RR interval
RRCV Coefficient of Variation of RR intervals
RMSSD Root mean squared of successive differences of RR intervals
SDSD Standard deviation of successive differences of RR intervals
NN50 Number of RR intervals greater than 50 ms
PNN50 Percentage of RR intervals greater than 50 ms
ULF Ultra low frequency band (¡0.003.) Hz
VLF Very low frequency band (0.04–0.003) Hz
LF Low frequency band (0.04–0.15) Hz
HF High frequency band (0.15–0.4) Hz
TP Total power (0–0.4) Hz
LFnorm Normalized low frequency
HFnorm Normalized high frequency
LF/HF Ratio of low to high frequency power
LMHF Sympatho vagal balance ratio, using mid frequency range of 0.08–0.15 Hz

order to differentiate the peaks from noise. The two threshold values are determined

iteratively. If there no peaks are detected within a two second time period then a

search-back technique was used to identify any R-peaks that were missed.

12 time domain and 8 frequency domain features are extracted from the pre process

ECG signals following the work done in [95, 96]. The time domain features are

extracted from the the distance between two subsequent R-peaks identified in the

signal, known as the RR intervals. The frequency domain features are extracted

using a power spectrum density (PSD) analysis utilizing a Lomb periodogram [97].

These extracted features are summarized in Table 4.1.

30 features are extracted from the EDA signals, similar to those extracted in [57].

Time domain features were extracted from 5 components of identified SCR event
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Table 4.2: Time and frequency domain EDA features.

Feature Description

Num SCR Number of SCR events in a given window
RT (min, max, mean, STD) Rise time from SCR onset to peak response
HRT (min, max, mean, STD) Half recovery time of the SCR peak
Amp (min, max, mean, STD) Amplitude of the SCR event at its peak
Area (min, max, mean, STD) Area of the SCR
Prom (min, max, mean, STD) Prominence of SCR relative to the skin conductance level
SCL (mean, STD) Skin conductance level, the average electrodermal response
MAV1Diff SCL First derivative of the mean absolute value of the SCL
MAV2Diff SCL Second derivative of the mean absolute value of the SCL
TP Total power power of the EDA signal
PSD (min, max, mean, STD) Power spectrum density estimate of the EDA signal

peaks, the rise time, half recovery time, amplitude, area, and prominence. The SCL

of the EDA signal was also found and used to extract time domain features. Next,

frequency domain features were extracted successive to performing PSD to obtain the

total power estimate among other features. The manually extracted EDA features

are summarized in Table 4.2.

Subsequent to feature extraction from the ECG and EDA signals Least Absolute

Shrinkage and Selection Operator (LASSO) [98] is used to select the suitable features

for arousal classification. LASSO is used to determine the regression coefficients

of each feature where the larger the coefficient, the greater it’s importance for the

classification task. Features that have values close to or equal to zero are not suitable

for use in models [99]. The results from using LASSO to select important features is

presented and discussed in Section 5.2.

4.3 Baseline Classifiers

Several baseline machine learning models were utilized for comparison with our pro-

posed random forest classifier. The baseline classifiers were selected given their
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popularity within the field of affective computing with ECG and EDA biosignals.

These classifiers were evaluated using automatically extracted latent features from

the stacked convolutional autoencoders, as well as manually extracted features, sep-

arately. The parameters of the machine learning models are tuned empirically suc-

cessive to iterative experiments to optimize the results for both the use of latent

representations of features, and hand crafted features. The details of the 6 models

developed are described below.

• Support Vector Machine (SVM): Several kernels, namely linear, polynomial with

a degree of 2 and 3, and radial basis function (RBF) were evaluated. The best

results were obtained with an SVM using an RBF kernel, with a regularization

parameter of 0.6, a gamma value (kernel coefficient) equal to 1 divided by

the number of features, and class weights inversely proportional to the class

frequencies.

• K-Nearest Neighbours (KNN): A k value of 7 is found to produce the best results

when used in conjunction with weighting the neighbours based on the inverse

of the distance to the sample. The Euclidean distance metric is used.

• Decision Tree: The decision tree (DT) with the best results utilizes entropy

for the information gain of evaluating the quality of the split at each node,

requires a minimum of 10% of the samples to split an internal node, uses 90%

of the samples for determining the best split, and has class weights inversely

proportional to the class frequencies.

• Multilayer Perceptron (MLP): The MLP developed for use with the automat-

ically extracted latent features has an input dense layer of 160 neurons. All
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dense layers utilize the ReLU activation function and are followed by a dropout

layer with a coefficient of 0.5. Following the input layer the hidden layers are

dense layers with 80, 40, and 40 neurons respectively. The output layer is a

dense layer with 1 neuron, and uses the sigmoid activation function. The MLP

is optimized with the RMSProp optimizer over 200 epochs minimizing binary

cross-entropy loss. For use with the manually extracted features the MLP was

modified such that the neurons in each layer are 36, 24, 16, and 1, respectively.

The parameters of the MLP including the number of neurons in each layer, the

depth and structure of the MLP, and the activation functions utilized were all

determined empirically to maximize the classification accuracy for our specific

application.

4.4 CNN-based Representation Learning and Classification

Our proposed framework is also compared with utilizing deep CNNs that learns latent

representations of the input signals and utilizes them for arousal classification using

fully connected layers. 2 CNNs are developed, an ECG CNN and an EDA CNN. The

CNN architectures is similar to the architectures developed for the stacked convolu-

tional autoencoders. For the ECG CNN the first 17 layers are identical to that of

the AEECG, while in the EDA CNN the first 13 layers are identical to the AEEDA.

The convolutional layers of these CNNs reduce the ECG size from 2560 × 1 to 80

× 1, and the EDA size from 1280 × 1 to 80 × 1. After the convolutional layers,

there are a series of 4 fully connected layers containing 80, 40, 20, and 1 neurons

respectively. The first dense layer contains L1 activity regularization with a value

of 1.0 × 10 exp−9. In between every two consecutive dense layers a dropout layer
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Table 4.3: Details of layers and parameters of the ECG CNN architecture.

Layer Type Kernel Size Filters/ Units Activation Output Size

Input - - - 2560 × 1
Conv 1D 200 × 1 128 ReLU 2560 × 128

Max-pool 1D 2 × 1 - - 1280 × 128
Conv 1D 100 × 1 64 ReLU 1280 × 64
Conv 1D 50 × 1 32 ReLU 1280 × 32

Batch Normalization - - - 1280 × 32
Max-pool 1D 2 × 1 - - 640 × 328

Conv 1D 50 × 1 16 ReLU 640 × 16
Conv 1D 25 × 1 8 ReLU 640 × 8

Batch Normalization - - - 640 × 8
Max-pool 1D 2 × 1 - - 320 × 8

Conv 1D 25 × 1 4 ReLU 320 × 4
Conv 1D 10 × 1 2 ReLU 320 × 2

Batch Normalization - - - 320 × 2
Max-pool 1D 2 × 1 - - 160 × 2

Conv 1D 10 × 1 1 ReLU 160 × 1
Max-pool 1D 2 × 1 - - 80 × 1

Dense - 80 ReLU 80 × 1
Dropout (0.5) - - 80 × 1

Dense - 40 ReLU 40 × 1
Dropout (0.5) - - - 40 × 1

Dense - 20 ReLU 20 × 1
Dropout (0.5) - - - 20 × 1

Dense - 1 Sigmoid 1 × 1

with a rate of 0.5 is utilized. The final dense layer uses a sigmoid activation function

while the other dense layers use the ReLU activation function. Both of the CNNs are

trained using the Adam optimizer with a learning rate of 1.0 × 10 exp−4. The two

CNNs (ECG and EDA) are trained for 1500 and 4000 epochs respectively, both with

a batch size of 64. Training is stopped early based on the validation loss no longer

decreasing after 50 epochs. The details of the layers and parameters used in the ECG

CNN is shown in Table 4.3, while the EDA CNN is shown in Table 4.4.
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Table 4.4: Details of layers and parameters of the EDA CNN architecture.

Layer Type Kernel Size Filters/ Units Activation Output Size

Input - - - 1280 × 1
Conv 1D 100 × 1 128 ReLU 1280 × 32

Max-pool 1D 2 × 1 - - 640 × 32
Conv 1D 50 × 1 16 ReLU 640 × 16
Conv 1D 25 × 1 8 ReLU 640 × 8

Batch Normalization - - - 640 × 8
Max-pool 1D 2 × 1 - - 320 × 8

Conv 1D 25 × 1 4 ReLU 320 × 4
Conv 1D 10 × 1 2 ReLU 320 × 2

Batch Normalization - - - 320 × 2
Max-pool 1D 2 × 1 - - 160 × 2

Conv 1D 10 × 1 1 ReLU 160 × 1
Max-pool 1D 2 × 1 - - 80 × 1

Dense - 80 ReLU 80 × 1
Dropout (0.5) - - 80 × 1

Dense - 40 ReLU 40 × 1
Dropout (0.5) - - - 40 × 1

Dense - 20 ReLU 20 × 1
Dropout (0.5) - - - 20 × 1

Dense - 1 Sigmoid 1 × 1

4.4.1 Multi-modal Fusion

The method through which the ECG and EDA features are fused is also compared

for the machine learning models using latent and hand crafted features in addition

to the developed CNN. For this comparison only the machine learning models found

to have the best performance for automatically learned and hand-crafted features are

used. The two methods of fusion compared are feature-level fusion and decision-level

fusion.

For feature-level fusion, the ECG and EDA features are combined prior to arousal

classification. Within our proposed framework, this entailed using the respective

stacked convolutional autoencoders to extract latent representations from the two
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modalities. These latent features are then simply concatenated prior to use within a

machine learning model for arousal classification. A similar process is followed for the

manually extracted features in which they are combined after extraction and selection

before use within machine learning models. In the case of the CNN, the representation

obtained from the output of the final convolutional layer of each CNN were taken

and fed into a separate MLP. This MLP consisted of a number of sequential dense

layers containing 160, 80, 40, 20 and 10 neurons, each utilizing the ReLU activation

function. The final layer was a dense layer with 1 neuron with a sigmoid activation

function, representing the final arousal classification result. In between each dense

layer, a dropout layer was utilized with a ratio of 0.5. The MLP was trained using

the RMSProp optimizer, for 1000 epochs.

Decision-level fusion involves classifying arousal based on ECG and EDA features

separately, then combining the outputs to form a final classification result. Within

the context of using traditional machine learning models with latent and hand-crafted

features, this implies that the machine learning models are first trained for each

modality separately. The classification probabilities are then taken as the output

from the model and combined to generate the final classification result. Instead of

empirically determining the optimal weights for a linear combination of the ECG and

EDA classification probabilities, an MLP consisting of an input layer of 2 neurons,

and an output layer of 1 neuron was utilized. Both layers in the MLP used the

linear activation function. This method allows for the relative weights of the 2 inputs

to be automatically learned to achieve optimal results when linearly combining the

classification probabilities of the 2 modalities. The frameworks used for feature level

and decision level fusion are shown in Figure 4.1
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Figure 4.1: Feature level fusion, also known as early fusion, and decision level fusion,
known as late fusion, frameworks.

The best results from comparing feature fusion techniques are taken and compared

with the use of uni-modal features. This is accomplished by using the respective ECG

and EDA frameworks separately. This is done in order to examine which modality

performs the best for arousal classification, and if there is a benefit in combining the

two modalities.

4.5 Single Corpus vs. Multi-Corpus

One of the intentions behind our unsupervised representation learning framework was

easy aggregation of multiple datasets to take advantage of an increased amount of

data from a multi-corpus dataset. However, to evaluate the impact of combining

several datasets, we also train the solution with each dataset separately and compare

with the multi-corpus approach.
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4.6 Other Works and State-of-the-Art

We compare our results to related works in arousal classification for each of the

datasets used in this study, described in Section 2. For a fair comparison, only

studies that utilize ECG and/or EDA signals are used. Additionally, we compare to

current state-of-the-art results for each individual dataset. Specifically, we compare

to [66] for the AMIGOS datasets, [65] for the ASCERTAIN dataset, and [73] for

the MAHNOB-HCI dataset. For the CLEAS dataset, where there are not any related

works on arousal classification, our results are compared with related works that have

performed other affective state classification tasks.
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Chapter 5

Results and Discussions

5.1 Performance and Impact of Parameters

In this section we explore the impact of different parameters on our proposed frame-

work. First we evaluate the impact of the number of convolutional blocks used within

the stacked convolutional autoencoders as shown in Figure 5.1. It can be seen that

the accuracy and F1 score of the proposed solution increase as the number of con-

volutional blocks are increased up to a maximum of 3 convolutional blocks for the

AEECG, and 2 for the AEEDA. After this point, adding further convolutional blocks

result in a decrease in the performance.

The training loss curves of the 2 developed autoencoders are shown in Figure

5.2. The loss curves from both the AEECG and AEEDA show good training and

convergence over 20 epochs. The loss curve for the AEEDA is steeper than that of

the ECG. This could be due to the differences in input sample size between the 2

autoencoders with the ECG signal having a size of 2560 × 1 while the EDA signal

is only 1280 × 1. The loss value that the ECG curve reaches is lower than that

of the AEEDA suggesting that the ECG-based latent representations may be more
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Figure 5.1: Impact of a) the number of convolutional blocks in the ECG autoencoder,
and b) the number of convolutional blocks in the EDA autoencoder.
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Figure 5.2: The training loss curves for a) the ECG autoencoder, and b) the EDA
autoencoder.

important for the reconstruction of the ECG, and could be more likely to produce

better arousal classification results.

To evaluate the impact of the supervised classifier in our proposed framework,

we utilize the multi-modal representations learned from the proposed unsupervised

autoencoders for classification with 5 supervised methods (as discussed in Section

4.3). The results are presented in Table 5.1. It can be seen that the random forest

classifier obtained the best results on every dataset with an accuracy/F1 score of
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Table 5.1: Classification results using automatically extracted latent features with
different machine learning models

Classifier
AMIGOS ASCERTAIN CLEAS MAHNOB-HCI Overall

Acc. F1 Acc. F1 Acc. F1 Acc. F1 Acc. F1

SVM 0.66 0.78 0.67 0.80 0.69 0.56 0.45 0.56 0.62 0.75

KNN 0.85 0.89 0.72 0.80 1.0 1.0 0.73 0.67 0.81 0.84

DT 0.81 0.86 0.62 0.72 0.88 0.78 0.53 0.57 0.74 0.79

MLP 0.69 0.80 0.67 0.80 0.69 0.57 0.45 0.56 0.64 0.76

RF 0.93 0.95 0.79 0.86 0.99 0.98 0.83 0.76 0.89 0.91

0.93/0.95, 0.79/0.86, 0.99/0.98, and 0.83/0.76 for AMIGOS, ASCERTAIN, CLEAS,

and MAHNOB-HCI, respectively, and consequently the best overall results with an

accuracy of 0.89 and an F1 score of 0.91.

When comparing the performance of the machine learning models used for our

particular application, the performances are ranked in the order of random forest, de-

cision tree, KNN, MLP, and SVM. It is particularly interesting to note the difference

in performance between the decision tree, and the random forest as it demonstrates

the advantages of using ensemble learning methods. The use of a decision tree clas-

sifier achieves an accuracy and F1 score of 0.74 and 0.79, while the random forest

classifier with 100 decision trees greatly increases the performance to an accuracy of

0.89 and an F1 score of 0.91. These findings support the use of ensemble learning with

boosting of the learned multi-modal latent representations for arousal classification.

To further examine the classification results of our proposed random forest classi-

fier, the receiver operating characteristic (ROC) curve of the model is generated along

with a confusion matrix of the classification results. The ROC curves from training
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Figure 5.3: a) ROC curve for our proposed solution is presented. b) Confusion matrix
for the classification results using the random forest classifier where class
0 represents low arousal, and class 1 represents high arousal.

the classifier are shown in Figure 5.3(a) below. The ROC curves show good perfor-

mance for the random forest classifier to classify arousal with area under curve (AUC)

value of 0.96. The accuracy for each arousal class can been seen within the confusion

matrix shown in Figure 5.3(b), where our solution achieves 0.92 accuracy for the more

dominant class, high arousal, with a lower accuracy of 0.83 for low arousal.

5.2 Representation Learning and Feature Extraction Techniques

To investigate the impact of the unsupervised representation learning achieved us-

ing our proposed framework, we compare the discriminability of the representations

to hand-crafted features manually extracted and selected from the ECG and EDA

signals.

Using LASSO on the extracted features, 11 ECG features and 25 EDA features

are found to have non-zero regression coefficient. These features are considered to

be important and thus are used within the developed machine learning models for
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Figure 5.4: Regression coefficients of a) important manually extracted ECG features
b) important manually extracted EDA features.

classification. These features, along with their regression coefficients are detailed in

Figure 5.4.

The EDA feature with the greatest regression coefficient, and thus the greatest

importance for arousal classification, is found to be the standard deviation of the

half recovery time with a regression coefficient of 0.3083. The features with the

next highest importance are those from the rise time of SCR events, followed by

the amplitude of SCR events and then the area of the SCR events. The lowest

regression coefficients within the EDA important features are those taken from the

skin conductance level. This indicates that the SCR events within an EDA signal are

likely applicable for the classification of arousal while the SCL of the signal may be

less useful. None of the frequency domain features are found to be of importance for

this classification task.

Although more EDA features are found to be important for the classification of
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arousal, the regression coefficients of the important ECG features were higher than

that of EDA. This finding suggests that the ECG features may be more discriminative

for detection of arousal than EDA. The highest regression coefficient is 0.8861 for

the minimum RR interval. 3 other features based on RR intervals are found to be

important: RR interval maximum, difference, and standard deviation with regression

coefficients of 0.2635, 0.2341, and 0.2211, respectively. This suggests that the RR

peaks are the most important feature that can be extracted from the ECG signal for

the purpose of this arousal classification.

The features that are selected using LASSO are used as inputs to the same machine

learning models developed for use with our proposed unsupervised model. The results

are shown in Table 5.2. As was the case with the learned latent representations, the

best overall results when using hand-crafted features were obtained using the random

forest, achieving an accuracy of 0.66 and an F1 score of 0.72. However, this dataset

did not consistently perform the best for all datasets. The MLP model outperformed

this model in terms of F1 score for the AMIGOS dataset, and accuracy and F1 score

for the ASCERTAIN dataset. The overall results show that the learned features

from our unsupervised method are considerably more discriminative compared t the

hand-crafted features when used with the mentioned classifiers. In terms of the best

performance, the latent features achieved an accuracy 0.23 higher, and an F1 score

0.28 greater.

The classifier that performed best utilizing manually extracted features, the ran-

dom forest classifier. The performance of the random forest, is further examined

using the ROC curve and confusion matrix of the classification as shown in Figure
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Table 5.2: Classification results using manually extracted multi modal features with
different machine learning models

Classifier
AMIGOS ASCERTAIN CLEAS MAHNOB-HCI Overall

Acc. F1 Acc. F1 Acc. F1 Acc. F1 Acc. F1

SVM 0.63 0.77 0.65 0.78 0.80 0.56 0.62 0.26 0.64 0.70

KNN 0.59 0.71 0.63 0.75 0.84 0.62 0.58 0.35 0.61 0.66

DT 0.60 0.70 0.65 0.77 0.86 0.63 0.62 0.21 0.63 0.66

MLP 0.66 0.76 0.67 0.79 0.90 0.75 0.63 0.41 0.62 0.42

RF 0.64 0.78 0.67 0.80 0.65 0.71 0.83 0.61 0.66 0.72
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Figure 5.5: a) Example of a receiver operating characteristic curve for from training
the random forest classifier using 10-fold cross validation with manually
extracted multi-modal features. b) Confusion matrix for the classification
results using the random forest classifier where class 0 represents low
arousal, and class 1 represents high arousal.

5.5. Compared to the ROC curve from using the unsupervised learned representa-

tions with the same classifier, shown in Figure 5.3, the ROC curve using manually

extracted features shows poorer performance with an AUC of 0.70 versus 0.96. The

classification accuracy classification for the 2 classes of arousal is also worse when

utilizing manually selected features compared to latent feature representations, as
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shown by the differences in the respective confusion matrices. The classification of

high arousal is 0.75 while the low arousal classification is only slightly better than

chance with an accuracy of 0.56.

The machine learning models using automatically extracted latent features were

also compared with using a deep convolutional neural network for arousal classifi-

cation. 2 separate CNN were trained using ECG and EDA signals separately. The

training loss, and ROC curves and a confusion matrix for the classification of arousal

are shown in Figure 5.6. From the loss curves it can be seen that the ECG CNN

shows good performance with a gradual decrease to a stable value after an initial

plateau. As was the case with the AEEDA loss curve shown in Figure 5.3 the EDA

loss curve shows faster convergence with a higher loss value. These results suggests

that the ECG CNN has a better performance than the EDA CNN when classifying

arousal level. This is further supported by examining the ROC curves for the 2 CNN.

The ECG CNN outperforms the EDA CNN with an AUC of 0.85 compared to 0.59.

By looking at the ROC curve for the classification of arousal using both ECG and

EDA CNN together, it can be seen that the performance has an AUC value of 0.70.

This result suggests that the uni-modal ECG framework is more capable of classify-

ing arousal compared to using uni-modal EDA input, and multi-modal input. The

confusion matrix shows that the CNN framework works better for classifying high

levels of arousal with an accuracy of 0.87 for high arousal, and 0.67 for low arousal.

This result is better than that of using manually extracted and selected latent fea-

tures but does not perform as well as our proposed method of utilizing latent feature

representations.
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Figure 5.6: Example of a a) Loss curve from training the ECG CNN. b) Loss curve
from training the EDA CNN. c) Receiver operating characteristic curve
from training the ECG and EDA CNN, and the combined feature-level
fusion architecture. d) Confusion Matrix from arousal classification with
the CNN feature-fusion framework.

5.3 Feature Space Exploration

We perform t-SNE [100] on the uni-modal and multi-modal latent representations

learned by our proposed unsupervised solution, for visualization. For comparison we

also perform t-SNE on uni-modal and multi-modal manually extracted features and

latent representations learned by CNN.
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t-SNE was performed using 10000 iterations with a perplexity of 30, and learning

rate of 10. The outcome is shown in Figure 5.7. The figure illustrates that the learned

representations for ECG, EDA, and multi-modal are visibly more separable compared

to hand-crafted features and learned representations from CNN, further validating the

advantage of using our proposed solution.

Additionally, it can be observed that the latent representations learned from ECG

exhibit an enhanced separability compared to that of EDA, indicating that ECG is

likely to be a more discriminative modality for arousal detection. This could lead to

the ECG features being a better modality for arousal classification than EDA.

5.4 Impact of Multi-modality and Fusion

We evaluate the impact using both ECG and EDA modalities (multi-modal) versus

the two modalities individually (uni-modal). Moreover, we evaluate the performance

when a feature-level fusion strategy is used for the learned representations of the two

modalities in our solution compared to decision-level fusion. Lastly, we perform the

same comparisons for hand-crafted features and CNN-based learned representations.

The results of this analysis is are presented in Table 5.3.

Looking at the uni-modal results, it is observed that EDA features prove more

discriminative when hand-crafted features are used, when automatically learned rep-

resentations are employed (CNN-based and ours) ECG is a more suitable modality

for arousal classification compared to EDA.

Moreover, the results show that, as expected, multi-modal approaches (both

feature-level and decision-level fusion) outperform the use of uni-modal features for

the hand-crafted features, CNN-based representations, and the unsupervised learned
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Figure 5.7: tSNE of a) ECG representation learned from the ECG autoencoder; b)
EDA representation learned from the EDA autoencoder; c) combined
ECG and EDA representations from autoencoders; d) manually extracted
ECG features; e) manually extracted EDA features; f) combined man-
ually extracted ECG and EDA features; g) ECG representation learned
from CNN; h) EDA representation learned from CNN; i) combined ECG
and EDA representations learned from CNN

representations (our method). Lastly, the results illustrate that for hand-crafted

features and our unsupervised learned representations, feature-level fusion performs

noticeably better than decision-level fusion. Conversely, the learned CNN represen-

tations with decision-level fusion performed better than feature-level fusion.
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Table 5.3: Classification results using uni-modal and multi-modal datasets fused with
different methodologies for arousal classification using latent and hand-
crafted features with machine learning models, and a deep CNN.

AMIGOS ASCERTAIN CLEAS MAHNOB Overall

Method
Modality/

Fusion
Acc. F1 Acc. F1 Acc. F1 Acc. F1 Acc. F1

H
a
n

d
-c

ra
ft

e
d

F
e
a
tu

re
s

ECG 0.63 0.73 0.57 0.67 0.65 0.42 0.54 0.39 0.59 0.65

EDA 0.62 0.75 0.66 0.79 0.88 0.67 0.61 0.43 0.64 0.71

Decision-
Level

0.59 0.69 0.60 0.72 0.86 0.59 0.62 0.38 0.61 0.65

Feature-
Level

0.66 0.76 0.67 0.79 0.91 0.77 0.64 0.42 0.66 0.72

L
e
a
rn

e
d

C
N

N
R

e
p

re
se

n
ta

ti
o
n

s

ECG 0.86 0.89 0.79 0.85 0.84 0.68 0.73 0.66 0.82 0.85

EDA 0.67 0.77 0.65 0.77 0.60 0.36 0.58 0.58 0.65 0.74

Decision-
Level

0.88 0.91 0.79 0.86 0.84 0.67 0.75 0.67 0.85 0.87

Feature-
Level

0.75 0.82 0.63 0.75 0.76 0.57 0.57 0.49 0.71 0.76

O
u

rs
(A

u
to

e
n

c
o
d

e
rs

)

ECG 0.85 0.89 0.65 0.73 0.88 0.77 0.67 0.62 0.78 0.82

EDA 0.64 0.72 0.59 0.69 0.90 0.79 0.58 0.48 0.63 0.68

Decision-
Level

0.76 0.80 0.60 0.67 0.92 0.80 0.68 0.57 0.73 0.75

Feature-
Level

0.93 0.95 0.79 0.86 0.99 0.98 0.83 0.76 0.89 0.91

5.5 Individual vs. Multi-corpus Datasets

As discussed in Section 3.4, 4 datasets are combined to create a single multi-corpus

dataset. In order to investigate the impact of combining the 4 datasets, we compare

the outcome of the 3 methodologies (hand-crafted features, CNN-based representa-

tions, and ours) when individual datasets are used to train and test the models as

opposed the multi-corpus dataset. The results presented in Table 5.4 illustrate that

while hand-crafted features show very close performance for single datasets and the

multi-corpus approach, the CNN-based method and our framework both show a clear
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Table 5.4: Classification results using multi-corpus and separated datasets for arousal
classification using latent and hand-crafted features with machine learning
models, and a deep CNN.

AMIGOS ASCERTAIN CLEAS MAHNOB Overall

Method Dataset(s) Acc. F1 Acc. F1 Acc. F1 Acc. F1 Acc. F1

Hand-crafted
Features

Separated 0.67 0.77 0.66 0.79 0.91 0.77 0.64 0.41 0.67 0.72

Multi-Corpus 0.66 0.76 0.67 0.79 0.91 0.77 0.64 0.42 0.66 0.72

Learned CNN
Representations

Separated 0.67 0.75 0.68 0.81 0.86 0.55 0.59 0.38 0.66 0.73

Multi-Corpus 0.88 0.91 0.79 0.85 0.84 0.67 0.75 0.67 0.85 0.87

Ours
(Autoencoders)

Separated 0.89 0.92 0.76 0.82 0.99 0.98 0.78 0.74 0.85 0.88

Multi-Corpus 0.93 0.95 0.79 0.86 0.99 0.98 0.83 0.76 0.89 0.91

advantage to using a larger aggregated dataset. This observation is expected as the

quality or type of hand-crafted features do not change with more data, i.e. they

remain identical from one dataset to the other. Meanwhile, with different training

data, learned representations change, and with a multi-corpus approach for training,

their generalization and discriminability improves. Although the use of a multi-corpus

dataset increased the performance of our method, it is important to note that the use

of separate datasets still perform well compared to other methods.

5.6 Our Results vs. Other Works and State-of-the-Art

We compare our results to other related works that utilized the 4 datasets used in

this study. Our results are presented and compared to related affective computing

works that utilize ECG and EDA biosignals. It should be noted that while our main

contribution is on multi-modal learning, for reference we also provide our uni-modal

results in this section. Table 5.5 presents the results for the AMIGOS dataset where

our proposed framework outperforms the state-of-the-art. The best result on this
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Table 5.5: Comparison of Classifier Results using AMIGOS Dataset

Ref. Year Biosignals
Features/

Representations
Classifier Acc. F1

Miranda-Correa
et al. [1]

2018

ECG

Manual GNB

- 0.55

EDA - 0.54

ECG, EDA,
EEG

- 0.56

Gjoreski et al. [60] 2018
ECG

Manual
KNN 0.53 -

EDA AdaB DT 0.56 -

Yang and Lee [71] 2019
ECG, EDA,

EEG
VAE SVM 0.69 0.69

Siddharth
et al. [73]

2019

ECG

CNN ELM

0.83 0.76

EDA 0.81 0.74

ECG, EDA,
EEG

0.83 0.76

Santamaria
et al. [63]

2019
ECG

CNN MLP
0.81 0.76

EDA 0.71 0.67

Sarkar and Etemad [66] 2020 ECG

Fully Supervised
CNN MLP

0.84 0.83

Self-Supervised
CNN

0.89 0.88

Ours 2020

ECG
Convolutional
Autoencoder

RF

0.85 0.89

EDA 0.64 0.72

ECG, EDA 0.93 0.95

dataset was previously achieved in [66], where a self-supervised approach was used for

ECG-based arousal detection with an accuracy and F1 of 0.89 and 0.88 respectively.

Our solution outperformed this work with an accuracy and F1 score of 0.93 and 0.95,

achieving respective gains of 0.04 and 0.07 for accuracy and F1.

The comparison between our results, and the related works utilizing the ASCER-

TAIN dataset are shown in Table 5.6. The state-of-the-art result was found in [65]

with an accuracy of 0.75 using EDA alone with manual feature extraction and sub-

sequent classification with hypergraph learning. Our proposed unsupervised learning
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Table 5.6: Comparison of Classifier Results using ASCERTAIN Dataset

Ref. Year Biosignals
Features/

Representations
Classifier Acc. F1

Subramanian
et al. [2]

2016

ECG

Manual NB

- 0.59

EDA - 0.66

ECG, EDA - 0.69

Gjoreski et al. [64] 2017 ECG Manual DNN 0.69 -

Gjoreski et al. [60] 2018
ECG

Manual SVM
0.66 -

EDA 0.66 -

Sicheng et al. [65] 2018
ECG

Manual
Hypergraph

Learning

0.72 -

EDA 0.75 -

Ours 2020

ECG
Convolutional
Autoencoder

RF

0.65 0.73

EDA 0.59 0.69

ECG, EDA 0.79 0.86

Table 5.7: Comparison of Classifier Results using CLEAS Dataset

Ref. Year Task Biosignals
Features/

Representations
Classifier Acc. F1

Ross
et al. [3]

2019 Expertise ECG, EDA Manual KNN 0.83 0.80

Sarkar
et al. [4]

2019

Cognitive
Load ECG Manual DNN

0.89 0.88

Expertise 0.97 0.97

Ours 2020 Arousal

ECG
Convolutional
Autoencoder

RF

0.88 0.77

EDA 0.90 0.79

ECG, EDA 0.99 0.98

framework achieves better results on ASCERTAIN with an accuracy of 0.79 and F1

score of 0.86, obtaining a gain in accuracy of 0.04.

Although the CLEAS dataset has not been previously used for arousal classifica-

tion, we compare our results to related works that have utilized the dataset for other

classification tasks as shown in Table 5.7. The state-of-the-art results for classifying
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Table 5.8: Comparison of Classifier Results using MAHNOB-HCI Dataset

Ref. Year Biosignals
Features/

Representations
Classifier Acc. F1

Soleymani et al. [5] 2010 ECG, EDA Manual SVM 0.46 -

Wiem et al. [61] 2017 ECG Manual SVM 0.62 -

Gjoreski et al. [60] 2018
ECG

Manual
SVM 0.62 -

EDA NB 0.62 -

Siddharth et al. [73] 2019

ECG

CNN ELM

0.79 0.74

EDA 0.82 0.75

ECG, EDA,
EEG

0.81 0.71

Ours 2020

ECG
Convolutional
Autoencoder

RF

0.67 0.62

EDA 0.58 0.48

ECG, EDA 0.83 0.76

cognitive load and expertise were found in [4] with an accuracy and F1 score of 0.89

and 0.88 for cognitive load, and 0.97 and 0.97 for expertise. Our results using the

unsupervised autoencoders and random forest classifier achieve an accuracy of 0.99

and an F1 score of 0.98 for arousal classification.

Lastly, the comparison between our results and the related works for the MAHNOB-

HCI dataset are shown in Table 5.8. The best result was found in [73] with an accuracy

of 0.82 and an F1 score of 0.75 using a uni-modal EDA representation extracted by a

CNN with an ELM classifier. Our result outperformed their results with an increase

in accuracy and F1 score of 0.01 to 0.83 and 0.76, respectively.
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Chapter 6

Conclusion and Future Work

6.1 Summary

In this study we examined the use of stacked convolutional autoencoders for learn-

ing multi-modal latent representations from wearable biosignal data for subsequent

use with a random forest classifier for arousal classification. We utilized 4 datasets

and compared our proposed framework with a number of other techniques for feature

extraction and machine learning, where our method showed an overall superior per-

formance with an accuracy and F1 score of 0.89 and 0.91 respectively. Specifically,

we obtained accuracies and F1 scores of 0.93 and 0.95 for AMIGOS, 0.79 and 0.86

for ASCERTAIN, 0.99 and 0.98 for CLEAS, and 0.83 and 0.76 for the MAHNOB-

HCI datasets. Moreover, our results outperformed other works on the same modali-

ties for arousal classification using the AMIGOS, ASCERTAIN, and MAHNOB-HCI

datasets, setting new state-of-the-arts. Arousal detection was performed for the first

time on CLEAS.

Next, we performed additional experiments and analysis on the pipeline by com-

paring the use of single modalities versus the multi-modal approach. As expected,
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multi-modal learning showed a clear advantage using our method. We also compared

feature-level and decision-level fusion strategies for the two modalities, concluding

that feature-level fusion showed stronger performance when combined with our un-

supervised representation learning method. Lastly, we evaluated the impact of em-

ploying 4 datasets to create a multi-corpus dataset. We observed that our method

can learn and in fact consistently benefit from a multi-corpus approach instead of

individual smaller datasets.

The performance of our latent feature extraction technique using stacked convo-

lutional autoencoders compared to manual feature extraction shows the benefits not

only in terms of accuracy, but in reducing pre-processing time and the need to ex-

plore which hand-crafted features perform best for a given experimental setting. By

comparing the use of a multi-corpus dataset with using the datasets individually with

the proposed framework it was found that this methodology can have wide-spread

application on datasets collected with varying sensors and data collection methods

using different arousal stimuli.

In conclusion, we believe that our method provides a valuable solution for unsuper-

vised learning of multi-modal ECG and EDA representations along with supervised

learning of affect using a random forest. Our solution performs accurately and is

capable of aggregating several datasets to leverage a multi-corpus approach, all the

while reducing reliance on human supervision.

6.2 Limitations and Future Work

Despite the advantages of our method in reduced reliance on human-annotated data

through an unsupervised representation learning approach, there are a number of
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areas which can be considered for future work. For instance, our proposed solution is

used for binary detection of arousal. The classification of more levels of arousal can

be particularly useful in applications where a more fine-grained understanding of the

user’s emotional state is required. By increasing the resolution of the classification

task in future work, we can further increase the use-cases and practicality of our

solution.

Additionally, our results demonstrated that the solution can generalize well across

multiple diverse datasets. However, despite the differences in data collection protocols

between the datasets used, it should be noted that 3 of the datasets in this study

used audio-visual media as arousal stimuli. To further study the generalizability

of the framework more research can be done with datasets that instead use wildly

different arousal stimuli as differences in stimuli have been shown to elicit different

levels of affective response [35]. Using diverse datasets in which the affective response

may vary greatly would allow for further confirmation that that our solution can

be more ubiquitously applied for affective state classification compared with other

methodologies.

The ability for the solution to generalize to new data is also an area that cam

be further explored by changing the method of training and testing validation. The

results in this study were obtained by training and validating the framework with

10-fold cross-validation. While most works in this area, including the state-of-the-art

references with which we compared our results also used k-fold cross-validation, the

use of leave-one-subject-out schemes can be used to better evaluate generalization to

unseen data. Moreover, a leave-one-data-out validation scheme can provide further

insight into the performance of the method to unseen full datasets.
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While the use of CNNs in our work as well as past work has been investigated

and used for comparison purposes, more diverse CNN architectures can be explored.

Moreover, architectures that exploit both CNNs and recurrent neural networks can

provide additional reference points for the performance of our unsupervised learning

approach. Additionally, more sophisticated baseline classifiers, including more en-

semble methods, can be utilized for the arousal classification for further comparison

with our proposed methodology.

In the end, while our method achieved great performance for classification of

arousal, in future work, additional affective factors, namely valence or dominance,

can be explored. In addition, the problem space can be modified from classification

to regression with the aim of estimating the affect scores across different dimensions

or as the intensity of a particular emotion.
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random forest and galvanic skin response: Comparison of time based feature

sets, window sizes and wavelet approaches. In 2016 Medical Technologies Na-

tional Congress (TIPTEKNO), pages 1–4. IEEE, 2016.

[30] Deger Ayata, Yusuf Yaslan, and Mustafa Kamaşak. Emotion recognition via
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