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Abstract
This dissertation investigates the life cycle dynamics of US firms. In Chapter 2, I
summarize a set of recent trends which I refer to as the “Decline in US Business
Dynamism”. I then build and calibrate a model of firm dynamics which includes each
of these measures of business dynamism as endogenous outcomes. I use this model to
examine several potential causes for the trends in question. In particular, I examine
demographic changes, increases in firm market power and changes in fixed, entry and
adjustment costs. I argue that none of the proposed explanations can account for the
entire set of facts in on their own.
Chapter 3 of the dissertation introduces a dataset of publicly listed American
firms. I use these data to explore relationships between firm age, firm growth, R&D
spending and patenting. I find that, conditional on firm size, mature firms conduct
less R&D and take out more patents. However, the patents that mature firms take
out are less valuable where the value of a patent is measured both by citations and
changes in the market value of the firm. I then introduce a simple model of firm
dynamics and R&D spending to frame the results
Lastly, in Chapter 4 I use a production function estimation approach to analyse the
relationship between productivity, firm age and R&D intensity. These estimates can
be used in a wide variety of quantitative applications. This is because the empirical
method that I develop relies on a minimal set of assumptions. I find that revenue
productivity, is positively related to firm size and age. I also find evidence of a nonlinear relationship between R&D intensity and productivity. The marginal effect of
R&D intensity on productivity is higher for more productive firms. Another emphasis
of this chapter is on the uncertainty of the R&D process. I find that realizations of the
volatility of future productivity are positively related to R&D intensity and negatively
related to firm age since listing.

i

Dedication
During the time I have been working on this dissertation I lost 3 grandparents who
have all, in their own unique way, shaped me into the man I am today.
To Poppa, due to circumstances beyond your control you only finished grade 9.
You were one of the wisest people I have ever known, showing me that not everything
can be learned in school. You intuitively understood the value of human capital and
honest labour and encouraged me from a young age to pursue higher education. I am
grateful to have had the opportunity to reach my potential because of the hardships
you endured. I am proud to have been the first Andrew to receive a university degree.
To Nanna, you were always the life of the party. Your unconditional love and
empathy, in good times and bad, saw me through so many of the difficult stretches
of my education. You never judged me and always reminded me to “look after myself.”
To Grandma, who quietly demonstrated so many virtues. You bought me my first
share in a Toy Company as a little boy, you showed me how to have faith in a loving
Creator, to be tolerant of others and to give freely of the gifts we were given.

ii

Acknowledgements
I am grateful to my supervisors: Allen Head, Marco Cozzi and Huw Lloyd-Ellis.
Allen, I thank you for your dedication to this project and your understanding when
it took longer than expected. I have learned a lot from watching you in seminars
and from interacting with you both inside and outside of the classroom. Marco, you
have borne the brunt of my ups and downs during my time as a graduate student
and I thank you for never holding that against me. On top of that you have been so
willing to give freely of your time and energy to help improve my work. I thank you
for taking me on as an RA, helping me make the move to UVic and for being with
me at every step on my academic journey. I am deeply grateful. Lastly, to Huw; I
have looked up to you as an academic and as an example of professionalism since I
first came to the QED, when you were graduate advisor. I am grateful to have you
on my committee. To all my supervisors, your insightful comments have made this
dissertation significantly more coherent and have raised the standard of my work.
You have taught me an immense amount about conducting good economic research
and, during the final stages, good academic writing!
I would also like to acknowledge the Ontario Graduate Scholarship, the Social Sciences and Humanities Research Council of Canada, the John Deutsch Institute, the
Canadian Economics Association, the Productivity Partnership and the Queen’s Economics Department for financial support. I am grateful for feedback from QED ECON
999 seminar participants, attendees at the CEA Conferences in Ottawa, Antigonish
and Banff as well as colleagues in the UVic Brown Bag seminar. I am also very grateful to the scholars who have developed and maintained the data used in this thesis,
even though we have never met. In particular, those associated with the NBERPatent Database and Noah Stoffman, who maintains the data on the market value of
new patents.
I am very lucky to have been a PhD student at Queen’s. I am particularly grateful
to James Mackinnon for teaching me PhD econometrics. The solution to every econometrics problem I encounter begins with a dusting off of my contraband international
version of ETM. Beverly Lapham has also been an inspiration. I sadly never took one
of your courses but I have admired your dedication and professionalism and I look
up to you. I would like to acknowledge Brant Abbott, Robin Boadway, Chris Ferrall,
iii

Thor Koeppl, Steve Lehrer, Sumon Majumdar and Jan Zabojnik who all taught me
or let me sit in on parts of their classes. I would also like to thank Robert Clark,
Ricard Gil and Amy Sun for taking the time to carefully read this dissertation. I have
tried my best to incorporate your very helpful feedback. I would be remiss if I didn’t
mention the amazing QED staff: Sharon Sullivan, Jill Hodgson, Elvira Posthumous,
Rachel Ferreira, Amanda Munro, Marilyn Lavoie, Juanita Dennie, Danielle Wallace,
Mark Babcock and Jennine Ball. If no one has told you lately, please know that
you are the absolute bedrock of this wonderful department. I am also grateful to
Mohammed Douch at RMC for giving me an opportunity to teach there. This was
invaluable experience.
Among my fellow students I must begin with my office mates, Alex Mcleod and
Wenbo Zhu. Andrea Craig has been another wonderful friend. Thanks for listening to
me; I know I talk a lot. I must also give a shout out to the QED hockey team, which
gave me an opportunity to engage with the previous generation of QED graduate
students. I thank you for your patience and have admired so many of you from
afar, even if it has been difficult to express. Specifically, I now know that first year
students should never ask upper year students “how the job market is going.” I wish
I knew this in first year. Apologies to Lee Morin for that one. Lastly, I would like to
acknowledge Yuhao, Jason and Adugna for slugging out first year with me.
I have been very lucky at the graduate school level to have had many wonderful
teachers and mentors. At Carleton I was taught econometrics by Lynda Khalaf and
Ba Chu. My first independent research assignment was supervised by Lynda and
she was very helpful. I was drawn in to Macroeconomics by the course taught by
Hashmat Khan. He was the first person to suggest I pursue a PhD. I also want to
acknowledge Raul Razo-Garcia who taught me International Macroeconomics. This
was a truly enlightening course. Oh yes, and Stephen Ferris for introducing us to the
Bellman Equation. Ominous warning for what lay ahead in first year PhD Macro!
I am grateful to the wonderful teachers I have had at all levels. I was lucky to
attend C.H. Bray Elementary where Tony Czerneda instilled an early love of computers, which has served me well in my research. I also was instilled with a love of music
by Gary Smith which has served as my creative outlet during the stresses of writing
this dissertation. At Ancaster Senior Public School I had the pleasure of being taught
science by the legendary Bob Borycki (or as he liked to be called, B 2 ). I recall fondly
being encouraged to suggest wacky experiments and that no idea was too “stupid”.
At Ancaster High School my writing skills were improved by Mr. Allum, who flatly
claimed that there was always a better word than “get” or “got”.1 Mr. Smith taught
World Issues, which in hindsight was the course that started my path towards economics. I am also grateful to my high school math tutor, Mr. Dunne. During my
undergraduate time at Wilfrid Laurier University I was particularly helped by Barry
1

I doubt you will find them anywhere else in this dissertation!

iv

Colbert, Detlev Nitschke and Dalibor Stancovici, who wrote my reference letters for
graduate school and encouraged me. At the time I wasn’t confident in my abilities
and I am grateful for their encouragement.
I also need to thank my many other Kingston friends from my life outside of
economics. You helped me to restore my mental health at various points in this
journey. To my friends in the Kingston music scene, Kishon McGuire and Gavin Neal
(as well as the Glasgow Kisses “fan club”) who helped me realize my rock star dreams,
however momentarily. A special shoutout to everyone at Musikki Cafe Open Mic
Night, especially Jonas Lewis-Anthony. I am very grateful to my spiritual community
in Kingston. Especially Yves Leroux, Galen Watts and Sarah Oldenburger.
This dissertation was completed while I was an instructor at the University of
Victoria. I thank Graham Voss for providing this opportunity. I am also grateful to
several colleagues for encouragement, stimulating discussions and feedback in Brown
Bag seminars. I particularly want to acknowledge Merwyn Engineer, Maggie Jones,
Paul Schure and Ke Xu. I am also grateful to my new “Island Friends.” Especially
Glen Nyhus. Your perspective on life was exactly what I needed to see this project
through. I would like to acknowledge the great staff at Island Health, particularly
Dr. Shelton and Dr. Good. I am truly indebted to you for the wonderful care I have
received, which allowed me to finish this project.
I am grateful to my extended family; Brooke, Carter, Hayden, Hudson, Sydney, Brooklyn, Valerie, Scott, Graeme, Peter, Cari and Stan. I have enjoyed many
restorative and meaningful conversations with my Aunt Liz during this project. I am
also grateful for the role that Ian and Marlene Fotheringham, Joe Bochek and Brad
Robinson have played in my personal development before and during this time.
To my younger sister, Heather. I admire you so much. You have always been a
little more mature than me and I am so thankful for all your patience with me during
the writing of this thesis, and before. To my brother, William, thanks for being you
and for making Heather so happy. Oh yes, and thank you both for James, who has
been the bright spot in the middle of so many lonely days of research. For that, I also
need to thank man’s best friend, Dougie. As I type this you are curled at my feet.
Last, but so far from least, I need to acknowledge my parents. I know that I
won the birth lottery, even if some days I don’t express it enough. Dad, thank you
for being a demonstration of so many important principles, especially work ethic.
Thanks for the personal growth you have undergone to better relate to me and my
wacky, academic ways. And finally, to my Mom...I always struggle to find the words
to express just how much I love you. More than any other person on this planet
you have been “in my corner” and “on my team”; through good times and bad. I
could never repay what you have sacrificed for me, but please know that I appreciate
everything.

v

Table of Contents
Abstract

i

Dedication

ii

Acknowledgements

iii

Table of Contents

vi

List of Tables

viii

List of Figures

ix

Chapter 1:
Introduction . . . . . . . . . . . . . . . . . . . . . . . . . .

1

Chapter 2:
2.1
2.2
2.3
2.4
2.5
2.6

The Decline in US Business Dynamism . . . . . . . . .
Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Business Dynamism: Definitions and Trends . . . . . . . . . . . . .
A Stylized Model of Business Dynamics . . . . . . . . . . . . . . . .
Full Model of Business Dynamics . . . . . . . . . . . . . . . . . . .
Evaluating Explanations for the Decline in US Business Dynamism
Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.

8
8
13
30
37
51
64

Chapter 3:
3.1
3.2
3.3
3.4
3.5
3.6

R&D Spending, Patenting and Firm Age . . . . . . . . .
Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Data on Innovative Activity and Patenting at Publicly Listed US Firms
Firm Level Results . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Patent Level Results . . . . . . . . . . . . . . . . . . . . . . . . . . .
A Simple Model of R&D Investment . . . . . . . . . . . . . . . . . .
Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
vi

65
65
69
76
82
84
96

Chapter 4:
4.1
4.2
4.3
4.4
4.5

R&D and Productivity
Introduction . . . . . . . . . . .
Empirical Methodology . . . . .
Main Results . . . . . . . . . .
Extensions and Robustness . . .
Conclusion . . . . . . . . . . . .

.
.
.
.
.
.

. . . . . . . . . . .
. . . . . . . . . . . .
. . . . . . . . . . . .
. . . . . . . . . . . .
. . . . . . . . . . . .
. . . . . . . . . . . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

98
98
102
111
118
128

Chapter 5:
Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . 129
Bibliography . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 132
Appendix A:
A.1
A.2
A.3
A.4

Chapter 2 Appendix . . . . . . . . . . . . . . . . . . . . 141
Proofs and Solution Method . . . . . . . . . . . . . . . . . . . . . . . 141
The Decline in US Business Dynamism: An Extended Literature Review149
Additional Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . 166
A Calibration With Age Dependent Volatility . . . . . . . . . . . . . 171

Appendix B:
B.1
B.2
B.3
B.4

Data Appendix . .
Variable Creation . . . . . .
Sample Selection: Chapter 3
Sample Selection: Chapter 4
Coverage of Data . . . . . .

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

. . . . . . . . . . .
. . . . . . . . . . . .
. . . . . . . . . . . .
. . . . . . . . . . . .
. . . . . . . . . . . .

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

182
182
187
188
189

Appendix C:
Chapter 3 Appendix

. . . . . . . . . . . . . . . . . . . . 193

Appendix D:
Chapter 4 Appendix . . . . . . . . . . . . . . . . . . . . 201
D.1 Discussion of Assumptions . . . . . . . . . . . . . . . . . . . . . . . . 201

vii

List of Tables
2.1
2.2
2.3

Productivity Process: Compustat . . . . . . . . . . . . . . . . . . . .
Calibrated Parameters . . . . . . . . . . . . . . . . . . . . . . . . . .
Moments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

46
47
48

3.1
3.2
3.3
3.4

Firm Level Summary Stats .
Patent Level Summary Stats
Firm Level Regressions . . .
Patent Level Regressions . .

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

74
76
79
83

4.1
4.2
4.3
4.4
4.5
4.6
4.7

Production Function Estimates . . . .
Conditional Mean Function Estimates .
Skedastic Function Estimates . . . . .
Industry Estimates . . . . . . . . . . .
Time Period Estimates . . . . . . . . .
Returns to Scale . . . . . . . . . . . .
Further Robustness . . . . . . . . . . .

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

112
114
117
120
122
125
126

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

A.1 Parameter Values . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 176
C.1
C.2
C.3
C.4
C.5
C.6
C.7

Sales Growth Regressions . . . . . . . . . . .
Employment Growth Regressions . . . . . . .
R&D Regressions . . . . . . . . . . . . . . . .
R&D Intensity Regressions . . . . . . . . . . .
Firm Patenting Regressions . . . . . . . . . .
Patent Level Regressions: KPSS Data . . . . .
Patent Level Regressions: NBER Patent Data

viii

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

194
195
196
197
198
199
200

List of Figures
2.1
2.2
2.3
2.4
2.5
2.6
2.7
2.8
2.9
2.10
2.11
2.12
2.13
2.14
2.15
2.16
2.17
2.18
2.19

Model Schematic . . . . . . . . . . . . . . . . . . . . . . . . . . .
Entry and Exit Rates . . . . . . . . . . . . . . . . . . . . . . . . .
Job Creation and Destruction Rates . . . . . . . . . . . . . . . . .
Net Job Creation . . . . . . . . . . . . . . . . . . . . . . . . . . .
Share of Activity at Young vs. Mature Firms . . . . . . . . . . .
Changes in Industry Level Business Dynamism . . . . . . . . . . .
Changes in State Level Business Dynamism . . . . . . . . . . . .
Growth Percentiles Over the Life Cycle . . . . . . . . . . . . . . .
Covariance Structure of Employment . . . . . . . . . . . . . . . .
Model Generated Life Cycle . . . . . . . . . . . . . . . . . . . . .
Cost Channels: Business Dynamism . . . . . . . . . . . . . . . . .
Cost Channels: Intensive and Extensive Margin . . . . . . . . . .
Cost Channels: Output, TFP and Wages . . . . . . . . . . . . . .
Volatility and Adjustment Costs: Business Dynamism . . . . . . .
Volatility and Adjustment Costs: Intensive and Extensive Margin
Volatility and Adjustment Costs: Output, TFP and Wages . . . .
Markups and Demographics: Business Dynamism . . . . . . . . .
Markups and Demographics: Intensive and Extensive Margin . . .
Markups and Demographics: Output, TFP and Wages . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

9
14
17
19
21
22
24
27
29
50
53
54
55
57
58
59
61
62
63

3.1

The Optimal R&D Intensity . . . . . . . . . . . . . . . . . . . . . . .

90

A.1 Quality Adjusted Entry Rates . . . .
A.2 Average Firm Sizes . . . . . . . . . .
A.3 Job Creation and Destruction Rates .
A.4 Exit Rates by Firm Age . . . . . . .
A.5 Job Creation Rates by Firm Age . .
A.6 Job Destruction Rates by Firm Age .
A.7 Growth Rates by Firm Age . . . . .
A.8 Average Employment by Firm Age .
A.9 The Firm Life Cycle: Growth Profile
A.10 The Firm Life Cycle: Exit Profile . .
ix

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

163
167
168
168
169
169
170
170
177
178

A.11 The Entry Experiment: Endogenous Exit . . . . . . . . . . . . . . . . 179
A.12 The Entry Experiment: Exogenous Exit . . . . . . . . . . . . . . . . 181
B.1 The Share of Innovative Activity in Compustat . . . . . . . . . . . . 190
B.2 The Percentage of Economic Activity in Compustat . . . . . . . . . . 192

x

Chapter 1
Introduction
Recent empirical work using American firm level data has identified downward secular trends in several measures of Business Dynamism since the late 1970s (Decker,
Haltiwanger, Jarmin, and Miranda (2014), Davis and Haltiwanger (2014)). Specifically, this work documents a decline in the startup rate, the job creation rate and the
share of activity performed at young firms. These facts are the motivation for this
dissertation. In the contributions that follow I use a variety of quantitative, theoretical and empirical approaches to shed light on the life cycle dynamics of firms and the
causes and implications of these trends.
In “The Decline in US Business Dynamism” I begin by summarizing what is
known about trends in firm dynamics from studies using Census Bureau data on the
entire population of US employer firms. I define business dynamism as a cluster of
inter-related measures such as firm entry and exit rates, the share of economic activity
at young businesses and the job creation rate. This is the way that this term is used
in recent empirical work (Decker, Haltiwanger, Jarmin, and Miranda (2014)). To be
clear, I choose to define the concept of “business dynamism” to reflect the measures
1
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which are commonly used in empirical and policy discussions. I then evaluate causes
for the decline through the lens of a quantitative model which has implications for
all these measures. This is in contrast to recent work, which only addresses the
implications of one potential cause for a subset of these measures.
My calibration strategy targets the early life cycle dynamics of firms. In particular,
the model captures the declining life cycle profile of average employment growth as
well as the exit rate. This means that, as in representative datasets, on average, young
firms grow faster but are more likely to exit. Capturing the early life cycle dynamics
is important because I am interested in the effect of a maturing of the population of
US firms due to exogenous changes in the economic environment.
I use my model to examine the implications of several leading explanations for
the decline in US Business Dynamism; specifically, the demographic explanation, cost
based explanations and the market power explanation. The demographic explanation
has been analysed in Karahan, Pugsley, and Şahin (2019). These authors argue that
a decline in the growth rate of labour supply has caused a reduction in the entry rate
of firms. I embed their demographic mechanism in my model and show that while
it can account for the decline in entry and exit rates, the induced increase in job
creation and destruction rates is inconsistent with empirical trends.
Recent work has argued that a rise in firm market power, measured as increases in
industry concentration ratios and firm level markups, could be an explanation for the
Decline in US Business Dynamism (De Loecker, Eeckhout, and Mongey (2020),Akcigit
and Ates (2019)). I examine the effects of an exogenous increase in market power on
business dynamism and find that a rise in market power could lead to decreases in
entry and exit and job creation rates. However, in my model a rise in market power
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also leads to a reduction in the average firm size. This is inconsistent with recent
empirical trends.
In my model, a rise in entry costs or adjustment frictions or a fall in fixed costs
leads to a fall in the entry rate. Davis and Haltiwanger (2014) includes a discussion
of potential causes of a rise in entry costs while Decker, Haltiwanger, Jarmin, and
Miranda (2018) examines the potential for an increase in adjustment frictions to
cause the decline in some measures of business dynamism. I show that in my model
neither explanation is sufficient to cause the Decline in Business Dynamism. This is
a qualitative failure of cost based explanations. Furthermore, evidence from publicly
listed firms has documented that fixed operating costs as a share of sales have risen
since 1980 (De Loecker, Eeckhout, and Unger (2020),Traina (2018)).
In sum, the chapter entitled “The Decline in US Business Dynamism” presents a
quantitative model of business dynamics which includes several measures of business
dynamics as endogenous outcomes. I use the model to qualitatively evaluate several
exogenous changes to the economic environment which have been proposed as explanations for the fall in business dynamism. The main contribution is the breadth of
explanations considered as well as the unifying analysis of several different measures
of business dynamism. This allows me to clearly document the inability of any proposed explanation to single handedly account for the full range of facts associated
with the Decline in US Business Dynamism. This is an important insight because it
motivates further work which seeks to evaluate multiple causes at once.
In “R&D Spending, Patenting Activity and the Firm Life Cycle” I use a variety of
reduced form panel regression techniques to document the relationship between firm
age, R&D spending and patenting behaviour. I do this using a sample of publicly
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listed American firms.1 One consistent finding in this analysis is that age since listing
is a significant correlate of firm growth, R&D spending and patenting behaviour. I
confirm findings from studies using Census Bureau data that young firms grow faster
than mature firms, conditional on size (Haltiwanger, Jarmin, and Miranda (2013)).
I also show that, conditional on firm size, young companies spend more on R&D.
However, young firms take out fewer patents, but the patents that young firms take
out receive more citations. The implication of these findings is that an ageing of the
population of publicly listed firms will have important implications for the quantity
of R&D spending. Furthermore, to the extent that patent citations are a measure of
the their “quality”, a shift in economic activity towards mature firms could have a
negative effect on aggregate productivity. At a minimum, my findings suggest that
young and mature firms, on average, follow different patenting strategies.
The empirical approach I use is motivated by a large literature on the relationship
between R&D and firm size. Cohen (2010) is a recent, extensive, review of this literature going back to the 1950s. Interest in the relationship between firm size and R&D
spending was inspired by the analysis of Schumpeter (1942), who emphasized the importance of large businesses in the development of new products, markets, methods of
production and business organisation.2 Recently, Akcigit (2009) has documented that
R&D intensity and firm size are negatively related. My contribution is to include age
since listing as a dependent variable. My findings suggest that the firm life cycle is an
1

I use “age since listing” and “age” interchangeably when looking at publicly listed firms. In
Chapter 3 and Chapter 4 I am always concerned with age since listing and my results should be
interpreted as such. In Chapter 2 I use the Census Bureau definition of age, which is time elapsed
since the firm applied for an Employer Identification Number, usually when they hired their first
employee.
2
Here I am characterizing Schumpeter’s later view, expressed in Capitalism, Socialism and
Democracy. His earlier view, outlined in The Theory of Economic Development (Schumpeter (1911)),
emphasized a larger role for “entrepreneurial” or small firms.
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important correlate of R&D and patenting activity. This suggests an additional form
of heterogeneity that is not emphasized in recent vintages of Schumpeterian Growth
models (Klette and Kortum (2004), Akcigit and Kerr (2018)).
“R&D Spending, Patenting Activity and the Firm Life Cycle” also includes a
series of patent level regressions that uncover a relationship between patent quality
and firm age. For these results I use two measures for patent quality. The first,
which I call the scientific value of a patent, is the number of forward citations. This
measure was used by Balasubramanian and Lee (2008). The second measure, which I
call the economic value, is derived from data on the changes in stock market valuation
of a firm in the days proceeding a successful patent application. These data come
from Kogan, Papanikolaou, Seru, and Stoffman (2017). I find that the relationship
between age since listing and both measures of patent value is negative, conditional
on size. This is a new finding.
The final contribution of this chapter is to introduce a simple, stylized model of
the link between R&D spending, firm growth and total factor productivity. This
model is motivated by my reduced form findings. Given the importance of size and
age heterogeneity found in my reduced form regressions, my model, which is an extension of Doraszelski and Jaumandreu (2013), is designed to be more flexible than the
dominant knowledge capital approach to modelling the relationship between R&D
and firm output (Griliches (1979), Hall, Mairesse, and Mohnen (2010)). This interpretation allows for the effect of R&D spending on productivity and output to be
heterogeneous with respect to firm age and size. The contribution relative to the
knowledge capital literature is the flexibility of my methodology. Non-linearities and
uncertainties are estimated which the structure imposed by the knowledge capital

CHAPTER 1. INTRODUCTION

6

model rules out by definition. However, I will emphasize that the treatment of R&D
as an investment in the future profitability of a firm is consistent with the knowledge
capital literature.
In “R&D and Productivity: The Effects of Heterogeneity and Uncertainty” I use
data on publicly listed US firms to estimate the relationship between productivity
and R&D intensity, accounting for heterogeneity in firm size and age. I find that the
marginal effect on future productivity of increasing R&D intensity by a small amount
depends negatively on firm age and size. R&D intensity is measured as the ratio of
gross R&D expenditures to sales. I also estimate the link between the uncertainty
of future productivity draws and R&D intensity. I find that firms with higher R&D
intensity have higher uncertainty. I also find that larger and more mature firms have
lower uncertainty.3
This chapter makes three primary contributions. First, I adapt the production
function estimation approach of Doraszelski and Jaumandreu (2013) to a setting
without wage and price variation. My data are similar to most firm level datasets in
that they lack such variation. This makes my extension a useful contribution. Second,
I extend their analysis to consider firm age as a determinant of productivity. I show
that there are important non-linearities in the relationship between productivity and
age as well as R&D intensity and age. Lastly, I model uncertainty in an explicit way.
I estimate a relationship between the volatility of future productivity and firm age,
R&D intensity and current productivity.
Chapter 5 briefly concludes. There I emphasize that my estimates from Chapter
4 have the potential to be used as an input to models of firm dynamics such as the
3

I am using the firms current productivity as a proxy for firm size in this discussion. Given the
high level of persistence of firm level productivity there is a strong positive relationship between size
and productivity.
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one developed in “The Decline in US Business Dynamism”. Importantly, my findings
could account for the high level of dispersion of firm growth rates for young firms.
One of the key facts which I emphasize in Chapter 2 is the negative relationship
between the dispersion of firm growth rates and age. My estimates confirm that the
volatility of productivity is increasing in R&D intensity. Furthermore, the marginal
benefits of increasing R&D intensity are declining in age. This suggests an endogenous
mechanism for explaining the declining variance of firm growth rates over the life cycle.
These dynamics are relevant for policy questions such as the optimal design of R&D
tax credits.

Chapter 2
The Decline in US Business
Dynamism
2.1

Introduction

This chapter contributes to a growing macroeconomic literature on “Declining US
Business Dynamism” (Decker, Haltiwanger, Jarmin, and Miranda (2014), Davis and
Haltiwanger (2014)). This chapter starts by presenting a clear definition of business
dynamism as a cluster of inter-related measures such as entry, exit, job creation and
the share of economic activity at young firms. Importantly, my definition reflects the
way the term is used in this recent literature. Next I propose a theory of business
dynamics which can be used to evaluate several leading explanations for the “Decline
in US Business Dynamism.” By being precise in defining which facts my theory is
meant to capture I discipline my analysis of potential causes.
Specifically, my theory of firm dynamics includes roles for endogenous entry and
exit, a non-trivial firm life cycle, as well as a role for market power and demographic
8
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Figure 2.1: Model Schematic
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*
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A schematic of the quantitative model used in this chapter.

change. The model has as endogenous outcomes all measures of business dynamism
which are included in my definition; in particular entry and exit rates, job creation
and destruction rates as well as the share of economic activity occurring at young
businesses. I use this model to qualitatively evaluate the implications of several exogenous changes to the structure of economic activity which have been put forth as
explanations for the decline in business dynamism.
Figure 2.1 provides a schematic of my model. The three explanations that I
explore are the demographic explanation, the cost based explanation and the market
power explanation.1 I use a model of firm dynamics with monopolistic competition,
1

Under the heading of cost based explanations I include rising entry costs, rising adjustment costs
and falling fixed costs of operation. In the rest of this introduction I summarize the main papers
associated with these explanations. For a more detailed literature review of work on causes for the
decline in US Business Dynamism please see Appendix A.2.
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population growth, endogenous exit and adjustment costs. I calibrate the model to
match important characteristics of the early life cycle of firms. In particular, the
model captures average firm growth rates, job creation rates and exit hazards which
decline with age. I use this model to consider the effects on aggregate job creation,
entry, exit, firm size and the share of economic activity at young firms resulting from
each of the potential causes of the decline in business dynamism.
The demographic explanation posits that the secular decline in the growth rate of
the US labour supply has depressed entry of new firms. Because of free entry, the
entire decline in labour supply growth is absorbed at the extensive margin, meaning
that fewer firms enter. As a result, economic activity shifts towards more mature
firms. This explanation has been explored in Karahan, Pugsley, and Şahin (2019).
They exploit cross-sectional evidence from states to argue that reductions in labour
supply growth lead to reductions in entry and exit rates. They also use a quantitative
model to show that their mechanism leads to reduced entry and exit. I follow this paper and embed population growth in my model. I confirm their findings with respect
to entry and exit rates, but counter-factually find that the job creation rate increases
when population growth falls. This suggests that the demographic explanation alone
cannot account for the decline in all measures of US business dynamism.
There is growing evidence of a rise in firm market power in recent decades. A
recent literature has argued that industry concentration indexes, firm level markups
and profit rates have been increasing since the 1980s.2 I consider the effects of an
exogenous decrease in the substitutibility of goods in a monopolistically competitive
setting. This has the effect of lowering the price elasticity of demand for products,
2

Grullon, Larkin, and Michaely (2019) present evidence on rising concentration, Barkai (2017)
presents evidence that profit shares are increasing and De Loecker, Eeckhout, and Unger (2020)
present evidence on rising markups.
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which leads to higher markups. I first use a stylized model to show that the effect
of this rise in market power on entry is ambiguous. This is because low productivity
firms become less likely to exit and high productivity firms become more likely to
exit. The aggregate effect depends on the underlying productivity process governing
firm growth. The quantitative model shows that a rise in market power leads to lower
entry, exit, job creation and destruction rates as well as a shift towards more mature
firms. The rise in market power counterfactually leads to smaller average firm size.
This suggests that the market power explanation alone cannot account for the decline
in US business dynamism, but it can capture many of its features.
I note that my model is not the only way to model the relationship between market
power and business dynamics. Two recent papers have attempted to link the rise in
market power to the decline in US business dynamism using different approaches.
Akcigit and Ates (2019) use a Schumpeterian growth model with limit pricing to
model the effects of a decrease in knowledge diffusion on firm entry. They argue that
changes to the allocation of patents may have led to a decreased ability of lagging firms
to reach the technological frontier. This leads to higher markups. One shortcoming
of this model is that the number of firms competing in each product market is fixed.
Furthermore, the authors do not target the firm life cycle and focus primarily on the
entry rate as a measure of business dynamism. De Loecker, Eeckhout, and Mongey
(2020) use a model with nested CES preferences to capture a decline in business
dynamism. Unlike my paper, their model does not feature a firm life cycle because
firms must re-enter in every period. They argue that increased fixed costs and an
exogenous decline in the number of potential entrants is required to capture declining
job creation and entry rates. I see my work as complementary to these recent papers.
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The benefit of my approach is that I can capture the richness of the early life cycle
dynamics of firms. The downside of my model is that the distribution of markups is
degenerate. All firms in my model have the same markup which is determined by the
elasticity of substitution between goods.
Cost based explanations argue that changes in entry costs, fixed operating costs
or the cost of adjusting firm size have fundamentally changed in recent decades.
Potential causes for an increase in entry costs are bureaucratic red tape involved with
registering a business. There is limited empirical evidence of a rise in such costs.3 . A
rise in adjustment costs could be due to increases in the specificity of human capital
as suggested by Cairo (2013) or changes in firing restrictions. I evaluate the effects
of an increase in adjustment costs on entry, exit and job creation. I find that rising
adjustment costs lead to modestly lower job creation rates, but large increases in entry
and exit rates. This means that adjustment costs alone are not a likely explanation for
the Decline in US Business Dynamism. Furthermore, I show that an increase in entry
costs will lead to modestly higher job creation rates. Lastly, the work of De Loecker,
Eeckhout, and Unger (2020) using Compustat Data shows that overhead costs are
rising as a share of output. This is suggestive of a growing importance of fixed costs
of production. In my model a rise in fixed costs leads to an increase in the entry and
exit rates, which is counter-factual. Taken together, these findings suggest that cost
based explanations alone cannot account for the decline in business dynamism.
An important finding of my quantitative analysis is that none of the candidate
explanations can unilaterally capture the decline in business dynamism. There is
empirical evidence in favour of both the demographic explanation and the market
3

Potential cost based explanations were surveyed in Davis and Haltiwanger (2014). I also discuss
some of these in Appendix A
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power explanation. My work suggests that a combination of explanations may be
needed to capture simultaneously decline in entry, exit, job creation and share of
economic activity at young firms. This motivates future work on the topic.
This chapter makes several contributions to the literature. This is the first paper to
simultaneously examine the plausibility of both the demographic and market power
explanations for the decline in US business dynamism. I do so in a model which
captures rich life cycle dynamics. I also consider a broader set of measures of business
dynamics than other papers in the literature. In particular, by examining entry, exit,
job creation and job destruction, the share of economic activity at young firms and
firm size I am able to show that no explanation can unilaterally capture the secular
decline in all measures of business dynamism.
The chapter is organized as follows. Section 2.2 introduces the concept of business dynamism and documents its secular decline. Section 2.3 uses a simple version
of my model to highlight the potential for market power, demographics and entry
costs to lower the entry rate. Section 2.4 presents the quantitative model. I also
discuss calibration and the models ability to capture the firm life cycle. Section 2.5
quantitatively evaluates the potential causes for the decline in US business dynamism.

2.2

Business Dynamism: Definitions and Trends

The underlying data in all of Section 2.2 is the Longitudinal Business Database(LBD).
I make use of the Business Dynamics Statistics (BDS) database, which is publicly
available.4
4

These data are maintained by the US Census Bureau and are based on the full population of US employer firms. The dataset can be accessed at https://www.census.gov/programssurveys/bds.html. Here you will find documentation, a codebook as well as direct download links.
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Figure 2.2: Entry and Exit Rates
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Annual data from the US Census Bureau Business Dynamic Statistics database. The dashed lines
are HP Filtered Trends using a smoothing parameter of 100 (annual).

2.2.1

Definitions

In order to be counted in the LBD, a firm must file for a federal Employer Identification Number (EIN). A firm must have an EIN to hire employees, apply for loans
or open a bank account. The data are calculated on an annual basis in March. The
database is careful to control for mergers and acquisitions, meaning that entry is
organic. Therefore, two firms merging together to create a new firm would not be
considered a new entrant.
The first, and perhaps most striking, evidence of a decline in business dynamism
is the downward trend in firm entry and exit rates. Quite simply, the entry rate is
In Section 2.4.3 I use data from the online appendices of papers by Decker, Haltiwanger, Jarmin,
and Miranda (2014) and Pugsley, Sedlacek, and Sterk (2019).
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the fraction of firms which were registered in a given year. Likewise, the exit rate is
the fraction of firms which were closed that year. Any new firm, which did not exist
in March of the previous year would be counted as an entrant. Likewise, any firm
which existed in the previous year but was no longer in the dataset would be counted
as an exit. Figure 2.2 shows entry and exit rates for the US economy from 1977-2014.
Definition 1. (Entry and Exit Rates)

Firm Entry Rate =
Firm Exit Rate =

#New Entrants
#Total Firms

#Exiting Firms
#Total Firms

A firm may be made up of many establishments. For instance, Wal-Mart has
thousands of retail stores in the United States. In calculating firm entry, each new
establishment would not contribute. The establishment entry rate would include
these new stores. In this section I focus on firm level entry and exit rates. Since
many firms consist of only one establishment the broad trends in entry rates are
similar, regardless of the measure chosen.5
It is clear from Figure 2.2 that both entry and exit rates have been in secular
decline since the late 1970s. In the early years of the sample, the entry rate fluctuates
between 13 and 15 percent. Just prior to the Great Recession the entry rate is between
11 and 13 percent. Consider the implications of a 2 percent decline in the entry rate
in terms of business creation. Between the years 2004 and 2006 there were roughly 5.1
5

To clarify, the magnitude and direction of the trends in entry, exit and job creation rates are
roughly the same whether the establishment or firm definition is used. For this reason my model and
my discussion focuses on firms and abstracts from the extensive margin decisions of these firms to
open new establishments. This does not mean that the distinction between firms and establishments
is not important for other research questions, but I argue that for understanding macroeconomic
causes of the Decline in US Business Dynamism the distinction is not of first order importance.
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million firms in the United States. A 2 percent decline in entry means that roughly
100,000 firms were not created that otherwise would have. Over the course of many
years, the cumulative effect, known as the start-up deficit, has the potential to be
substantial.
There has also been a roughly 2 percent decline in exit rates. Businesses fail
because they are unprofitable and exit is a form of selection. The profitability of a
firm is the markets “signal” of the effectiveness of that firms business model. As a
cohort of firms ages, the less profitable firms exit and the more profitable ones remain
in the market. The decline in the exit rate suggests that this selection mechanism
is not as strong as it once was. This is concerning because selection is an important
mechanism for aggregate productivity growth in a competitive economy.6
Next I introduce the job creation and destruction rates. The job creation rate
is defined as the fraction of jobs in the economy which are newly created in a given
year. Likewise, the job destruction rate is the fraction of jobs which are destroyed
in a given year. For instance, if I run a store and I increase my staff from 10 to 15
employees from March of 2005 to March of 2006, I have created 5 jobs. My store level
job creation rate is 40 percent. The aggregate job creation rate is an employment
weighted average of all the individual firm level rates.7
6
An important qualification at this point is that a reduction in entry and exit is not bad per
se. The decline must be interpreted through the lens of a model. Such a model is presented in
this chapter. My interpretation here is conditional on that model. One important caveat is that
if selection at entry is stronger then selection post entry will be lower and this doesn’t necessarily
mean there is a lower average productivity of the firms. This point is discussed in Appendix A in
the context of work by Guzman and Stern (2016). They argue that the average quality of entrants
has increased.
7
In calculating the job creation and destruction rates I divide by the average employment between two years. This measure follows Davis, Haltiwanger, and Schuh (1996) and has two principle
advantages. First, idiosyncratic movements in employment have less effect on the job creation and
destruction rates. Idiosyncratic changes in employment could be due to the fact that the number of
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Figure 2.3: Job Creation and Destruction Rates
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Definition 2. (Job Creation and Destruction Rates)

Job Creation Ratet =

ni,t − ni,t−1
0.5(ni,t + ni,t−1 )
∆n>0
X

Job Destruction Ratet =

ni,t−1 − ni,t
0.5(ni,t + ni,t−1 )
∆n<0
X

It is clear from the left panel of Figure 2.3 that there has been a secular decline
in the job creation rate. Starting in the 1980s from a range of 17-19 percent the job
creation rate has fallen to 13-15 percent just prior to the Great Recession. To quantify
employees are measured once annually, at an arbitrary time. Second, the job creation and destruction rates are bounded above in absolute value by 2. A new entrant would have a job creation rate
of 2 and an exiting firm would have a job destruction rate of −2. This aids in the interpretation of
the data.
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the impact, consider that employment in the years 2014-2006 averaged roughly 115
million. A decline in job creation of 4 percentage points would imply that 4.6 million
jobs were not created that otherwise would have been.
The job creation rate captures gross gains in employment. It is therefore important
to consider job destruction. This is shown in the right panel of Figure 2.3. Job
destruction is more volatile than job creation and doesn’t exhibit as strong a trend
before the year 2000. It is a challenge to isolate the cyclical and secular parts of
the job destruction time series. A longer time series is required to determine if job
destruction will recover from its Great Recession low. Assuming that job destruction
has in fact declined permanently, this is problematic for similar reasons as the decline
in the exit rate. Job destruction occurs when firms are less profitable. Firms reduce
their workforce in response to changes in their market environment. To the extent
that there is less selection on profitability, jobs are not allocated efficiently across
employers.
The job creation and job destruction rates in isolation cannot speak to the net
number of jobs created in a given year. However, the difference between job creation
and destruction rates, net job creation, can. This is an important headline measure
of the health of the economy because it answers the following question: “How many
new jobs were created this year?” Of course, this measure applies only to a snapshot
in time in March.8
Definition 3. (Net Job Creation)
8

There are other datasets which are more timely but less representative. The Quarterly Workforce
Indicators (QWI) are an example of measures of dynamism based on a sample of employer firms as
opposed to the entire population.
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Figure 2.4: Net Job Creation
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Net Job Creation = Job Creation Rate − Job Destruction Rate
Looking at Figure 2.4 it is clear that the net job creation rate is very cyclical.
There are sharp declines in all four recessionary periods in the sample. It is a bit
challenging to pick out the trend in this graph due to this volatility. However, there
does appear to be a secular decline in net job creation. It is important to be clear
that the long run impact of The Great Recession is not yet clear. It is evident that
the spike in net job creation which occurred in the mid 1980s has not been matched
since. The peak net job creation rate has been just shy of 4 percent in all the boom
periods since the mid-1980s, whereas the peak was just over 6 percent in 1984.
Given that the size of the labour force has been growing over this period, a positive
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net job creation rate is required for a robust labour market. The average net job
creation rate is positive over this period, but there are periods of net job destructions
during recessionary periods.
The last set of measures I introduce show the concentration of economic activity
at young firms. If the process driving firm growth has remained relatively stable and
entry rates have declined, then we would expect more economic activity to shift to
mature firms. This fact has been pointed out by Alon, Berger, Dent, and Pugsley
(2018) . Following this paper I define a mature business as being 11 years or older.
I report both the share of firms and the share of employment at young and mature
firms over the period 1988-2014. Since I define a mature firm as being at least 11
years old, I cannot use data from before 1988. This is because in earlier years many
firms have censored birth years.
Definition 4. (The Share of Economic Activity at Young Firms:)

Young Firm Share =
Young Employment Share =

#Firms Classified as Young
Total Firms

#Employment at Firms Classified as Young
Total Employment

Figure 2.5 documents a secular decline in the share of economic activity occurring
at young firms. In the left panel I consider the raw fraction of firms. In the right
panel I consider the employment share. Both measures capture the long run trend.
Mature firms started with an employment share of roughly 70 percent, which has
steadily risen to over 80 percent. This mirrors the secular decline in the employment
share at young firms over this period. The left panel of Figure 2.5 shows the fraction
of firms which are young and mature from 1988-2014. In recent years roughly half of
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Figure 2.5: Share of Activity at Young vs. Mature Firms
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all firms are young and half are mature. This is in contrast to the earlier part of the
sample, where over 65 percent of firms were aged 10 or younger.
I am now ready to define precisely what I mean by business dynamism in the
context of this chapter. This definition is true in spirit to how the term is used in
recent academic and public discussions. I define it carefully so that it is clear that
there is a precise sense in which I am considering the potential causes of declining
dynamism.
Definition 5. (Business Dynamism)
Business dynamism is defined as a cluster of inter-related measures of firm dynamics
such as entry and exit rates, job creation and destruction rates, the net job creation
rate and the share of economic activity at young firms.
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Figure 2.6: Changes in Industry Level Business Dynamism
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To be clear, the purpose of defining business dynamism this way is to take a
stand on what empirical facts my quantitative model is meant to capture. I then
evaluate potential causes for the decline in business dynamism against the full range
of empirical measures. This is a contribution in relation to previous work, which often
only looks at entry and exit rates. As an example of the benefits of my approach,
Karahan et al. (2019) look at the impacts of a decrease in labour supply growth on
entry, exit and firm size. I show that their model cannot capture the decline in job
creation.
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Industry and State Level Variation

A key theme of this chapter is that the individual measures of business dynamism
are inter-related. The decline in entry is not independent of the decline in exit, job
creation and job destruction. There is good reason to believe that there are a short
list of causes driving all these trends. Figures 2.6 and 2.7 provide evidence that this is
the case using industry and state level variation in the decline in business dynamism.
Hathaway and Litan (2014) show that trends in several measures of dynamism are
widespread across states and metropolitan areas. I take this analysis a step further
and look at the correlations between the changes.
Figure 2.6 presents information on the changes in various measures of business
dynamism for different 2 digit industries. All measures are presented as averaged
differences between 1987-1989 and 2004-2006. I pick these dates as they represent
roughly the same point in the business cycle. I take a 3 year average to smooth out
any annual fluctuations. The horizontal axis in all four panels shows the change in
the entry rate in percentage points. The change in entry ranges from -6 percent to
roughly 0 percent. There is no two digit SIC industry in which the entry rate increases
over this time horizon.
I draw two conclusions from Figure 2.6. First, the decline in business dynamism
is not caused by a shift in economic activity across sectors. The four panels of
Figure 2.6 show the relationship between the change in entry and the change in the
other measures of business dynamism across two digit industries. Exit rates, job
creation rates and job destruction rates are declining or unchanged in all industries.
This point is emphasized in Decker, Haltiwanger, Jarmin, and Miranda (2014) who
present a shift share analysis. This analysis shows that the shifts in economic activity
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Figure 2.7: Changes in State Level Business Dynamism
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in recent decades move in the opposite direction to that which would be consistent
with lower aggregate business dynamism. For instance, the shift in employment
has been from low dynamism industries like manufacturing to highly dynamic ones
like retail and services. This fact, coupled with the broad cross industry decline
in measures of dynamism shown in Figure 2.6, makes it clear that changes in the
industrial structure of the economy cannot explain the decline in business dynamism.
Second, there are positive associations between changes in entry and changes in
other measures of business dynamism across two digit industries. This suggests that
these measures are not independent of each other. In this sense, the information conveyed in the change in entry rates is related to the information in the other measures.
This is why I discuss the decline in business dynamism as the reduction in a cluster

CHAPTER 2. THE DECLINE IN US BUSINESS DYNAMISM

25

of statistics. The relationship between the change in net job creation and the change
in the entry rate is less clear due to an outlier. The construction industry has seen a
6.8 percent decline in entry rates while net job creation rates have remained roughly
constant between the late 1980s and 2005. There is a positive relationship between
changes in net job creation and changes in entry once the construction industry is
dropped.
Figure 2.7 shows similar changes in measures of business dynamism across different
US states. Once again, these measures are presented as averaged differences between
1987-1989 and 2004-2006 with the horizontal axis presenting the change in entry rate
in each panel. Most states are clustered around a 2 percent decline in entry, which is
the aggregate decline. Except for two outliers, all states experienced declines in the
entry rate.9
It is clear that the aggregate decline in business dynamism described in this chapter is not due to regional shifts in economic activity. This is because the declines in
entry, exit, job creation and job destruction are widespread. Furthermore, there is
once again a positive correlation between changes in entry and the remaining measures of business dynamism. This is suggestive of an underlying cause for all of these
facts. The positive relationship between changes in entry and changes in net job creation is even clearer looking at statewide data. This is because there are more data
points than in the cross-industry analysis.
9

The two outliers were Utah and Wyoming, both relatively small states with a high concentration
of employment in mining.
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The Firm Life Cycle

In this section I summarize the salient facts about the firm life cycle which have
been confirmed in numerous firm level studies based on the entire population of US
employer firms. The population of interest is the same as the one used in calculating the measures using the BDS data. However, these measures require the detailed
underlying micro-data. I have taken the data from other studies which are based on
the Longitudinal Business Database (LBD) which has data on firm age and employment.10 As I will show, firms follow an “up or out” dynamic in the early part of their
life cycle. This means that new firms have high failure rates but a small subset of
them grow very fast and disproportionately contribute to net job growth.
Figure 2.8 uses data from Decker, Haltiwanger, Jarmin, and Miranda (2014). The
left panel shows the percentiles of the firm growth rate distribution by age. For a
firm of age, a, the employment growth rate is calculated as:

gna+1 =

na+1 − na
0.5(na + na+1 )

Notice that the mean employment growth rate by age is the same as the net employment growth rate formula in Definition 3. Based on the population of all age
a firms in a given year it is possible to find the employment weighted percentiles of
this growth rate distribution. This means that the firm at the median represents the
value at which 50% of employment for a given age bracket is above or below that
firm. The right panel of Figure 2.8 shows the firm exit rate by age. The exit rate was
introduced in Figure 2.2. Recall that firm exit represents the fraction of total firms
10

In particular, the data from Figure 2.8 is taken from Decker, Haltiwanger, Jarmin, and Miranda
(2014) and the data from Figure 2.9 is taken from Pugsley, Sedlacek, and Sterk (2019)
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Figure 2.8: Growth Percentiles Over the Life Cycle
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Data in the left panel taken from online appendix to Decker, Haltiwanger, Jarmin, and Miranda
(2014). Percentiles are weighted by employment. Exit rates are taken from the Business Dynamics
Statistics Database and are averaged from 2004-2006.

of age a which exit in a given calender year.
Some interesting features of firm growth can be seen in Figure 2.8. First, average
employment growth is declining over the life cycle. This suggests that on net, surviving young firms are contributing positively to job creation. Looking at the 10th and
90th weighted employment growth percentiles, two things are evident about young
firms. First, the positive average growth masks a rich distribution of employment
growth outcomes. Second, the right tail of the firm growth distribution is larger than
the left tail in absolute value. This means that growth outcomes are skewed positively for young firms. The shape of this distribution suggests that a small fraction of
young firms contribute disproportionately to employment growth. As firms age the
distribution becomes symmetric, with roughly 0 percent average growth. The 10th
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and 90th percentile outcome is roughly ±25%. The post entry dynamics of young
firms begin to die out around 10 years.
Looking at the right panel of Figure 2.8 it is clear that the exit rate is declining
monotonically over the life cycle. Recent entrants have a much higher exit rate. The
exit risk declines as firms age, once again dying out after roughly 10 years.
Taken together, these facts are what has been referred to as the “up or out” dynamic of young firms. To be explicit, when I refer to this dynamic I mean that young
firms, on average have higher average employment growth rates, higher exit rates and
positively skewed firm growth distributions with higher variances. This suggests a
picture of job creation where there are a subset of firms who a disproportionate in
their contribution to job growth.
An important question about these high growth young firms is: are they born
that way, or do they achieve their growth outcomes after birth? Figure 2.9 uses data
from Pugsley, Sedlacek, and Sterk (2019) who address this question. They do this by
studying the covariance structure of firm level employment using data from the LBD.
The authors take the natural logarithm of employment and regress it on year and
industry dummies. They then look at the second moments of employment across
the age distribution. For instance, the left panel of Figure 2.9 looks at the standard
deviation of n̂i,a over the life cycle where:
σna

=

s
X

n̂2i,a

i

The standard deviation of employment rises over the life cycle. In essence the distribution of employment fans out as firms age.
The right panel of Figure 2.9 shows the correlation of employment across age
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Figure 2.9: Covariance Structure of Employment
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Data taken from the online appendix to Pugsley, Sedlacek, and Sterk (2019). The authors
regressed log employment from the entire population of US employer firms on a set of industry and
year dummies. The correlations and standard deviations are then estimated using the residuals.

groups. This is calculated as:

ρa,j
n

P
=

n̂i,a n̂i,a+j
σna σna+j

i

This correlation is bounded above 1. It is clear from the figure that there is a positive
correlation between employment at different stages of the life cycle, which dies out the
farther apart two measurements are. However, notice that the correlation between
employment at age 0 and age 20 is still positive. This suggests strong persistence
in firm employment outcomes. Pugsley, Sedlacek, and Sterk (2019) interpret this as
evidence of a firm fixed effect in productivity which is present at birth. The high exit
rates early in the firm life cycle then represent selection on profitability, identifying
the successful firms.
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A Stylized Model of Business Dynamics

I use this section to build intuition using a stylized version of the full model developed
subsequently in Section 2.4. The model will be used to analyse the implications for
output, entry, productivity and wages of several potential causes for the decline in
business dynamism. The causes considered are increasing market power, reduction in
labour supply and rising entry costs. While many realistic model features are omitted
from the analysis, the mechanisms are largely consistent with the full model.
A few key insights are explored. First, the effect of an exogenous increase in market
power on entry, firm size and productivity is ambiguous; depending crucially on the
underlying productivity distribution of firms. This is because, in response to a rise in
market power, low productivity firms see profits and survival probabilities rise while
high productivity firms experience lower profits and survival probabilities. Second, a
reduction in labour supply has no effect on the real wage in equilibrium. The entire
adjustment is absorbed by a decrease in entry. This is due to the assumption of free
entry. Lastly, a rise in entry costs leads to lower wages and larger average firm sizes.

2.3.1

Preliminaries

The model is set in partial equilibrium. There are a continuum of firms which all face
identical downward sloping demands for their products. These firms have the power
to set prices. I assume that these demand curves are of the form:
p(y; α) = y −

ζ−1
ζ

εyp (ζ) =

dy p
ζ
=
dp y
ζ −1
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where y represents output, p is the price the firm charges and εyp (ζ) is the price
elasticity of demand. The demand curve is indexed by the parameter ζ which denotes
the level of market power. I take the stand that market power is taken as given and
is directly related to the price elasticity of demand. When firms have more inelastic
demand curves they can set higher prices.11
The firms use a linear technology to convert one factor of production, labour, into
output. They pay this labour a real wage, w. The real wage will be an equilibrium
object. These firms are heterogeneous with respect to their marginal costs and they
maximize profits. For a given unit labour cost, c, the firm solves the problem:

π(c) = max p(y)y − wcy
y

A firm which is maximizing profits will set the price equal to a constant markup over
marginal cost:
p(c) = ζwc
This expression makes it clear that I have chosen the functional form of the inverse
demand curve so that ζ > 1 can be interpreted as the markup. In the case where
firms face horizontal demand curves, the markup is equal to 1 and firms set prices
equal to marginal costs.12
11

In the full model these demand curves will be derived from a CES aggregator in the style of
Dixit and Stiglitz (1977). The micro-foundation is that goods become more inelastic when they are
less substitutable. In general equilibrium the price index will be a part of the aggregate state of the
firms. In this section this price index is normalized to 1.
12
This can be seen by noting that:
ζ
lim
=∞
ζ↓1 ζ − 1
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Firms draw fixed costs from a uniform distribution:
iid

fc ∼ U[0, f¯c ]

They make a decision about whether or not to exit. This implies a level of fixed costs,
below which they continue and above which they exit. This level is equal to their
profits. This means that the survival probability of a firm is:

sp (c) =

π(c)
f¯c

This is just the CDF of the uniform fixed costs distribution evaluated at the level of
profits, which is the optimal cut-off.
I assume that firms draw their marginal and fixed costs first, produce and then exit
and that this process is repeated each period. Because of this assumption there will
be no “firm dynamics” per se. However, there will be meaningful definitions of entry,
output, aggregate productivity and firm size. The mechanics of the equilibrium build
intuition for the full model in the next section where there are meaningful dynamics.
Marginal costs are drawn at entry from a continuous distribution, H(c). I assume
there is an infinite supply of potential entrants who can pay a fixed cost of fe to
receive a draw from this distribution. Free entry implies that the expected profits of
an entrant must be zero. This equilibrium condition pins down the real wage in the
economy.
Z
fe =

sp (c)π(c)dH(c)

Profits are decreasing in the real wage. A rise in entry costs will put downward
pressure on the real wage. Intuitively, because free entry will always drive expected
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profits to zero, higher entry costs need to be compensated by lower real wages. This
means that incumbent firms will hire more labour for a given marginal cost. I will
use the terms size, labour demand and output interchangeably.13
There is an exogenous supply of workers, N s . In equilibrium, the mass of firms
which enter adjusts until labour supply is equal to labour demand. Given the linear
technology of firms this means that:

s

N =M

e

Z
sp (c)cy(c)dH(c)

Conditional on the wage, the equilibrium mass of entrants, Me , will adjust to clear
the labour market. An important property of free entry is that the wage does not
adjust in response to shifts in labour supply. This means that labour supply shocks are
absorbed entirely along the extensive margin. I made the assumption of an inelastic
labour supply for ease of exposition. A rightward shift of an upward or downward
sloping labour supply curve would deliver the same result.
I am now ready to define an industry equilibrium. Two important margins of
adjustment in this model are the real wage and the mass of entrants. They are pinned
down by the free entry condition and the labour market equilibrium respectively.
Aggregates can be computed using the distribution of marginal costs.
Definition 6. (Industry Equilibrium)
An equilibrium is a real wage and a mass of entrants such that:
1. The Free Entry Condition is Satisfied.
13

Note that the linear technology implies that the labour demand of a firm is given by:
n(c) = cy(c)
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2. The Labour Market Clears.
I define the entry rate as the fraction of entrants which remain in the market:

E=

Me

R

Me
sp (c)dH(c)

The average firm size is defined as:
R
Ȳ =

sp (c)y(c)dH(c)
R
sp (c)dH(c)

Total output is:
Y=M

e

Z
sp (c)y(c)dH(c)

Aggregate productivity is:

Z=M

e

Z
sp (c)z(c)dH(c)

Where: z =

1
c

I have chosen definitions which map closely to aggregates of interest in Section 2.4.
The equilibrium variable, Me , is the mass of entrants which choose to pay the entry
cost, a fraction of which will stay in the market and produce. I interpret the “entry
rate” as the fraction of the total number of entrants to the total number of producing firms. Even though this definition of entry is perhaps awkward in a repeated
equilibrium, it is consistent with how entry is calculated in the fully dynamic model.
Aggregate output and productivity are defined as sums. I choose to consider
a productivity index as opposed to a cost index for ease of interpretation. With
aggregate output and productivity there are two margins of adjustment. The first
is the extensive margin number of firms which are active, this is represented by
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Me . The second is the interaction between z and y with survival probabilities. If
survival probability goes up for more productive (bigger) firms then total output and
productivity will go up. This captures the impact of selection.

An Increase in Market Power
I first consider the market power explanation. I model this as an increase in the
parameter, ζ, with comparative static results summarized in Proposition 1
Proposition 1. (Comparative Statics for an Increase in Market Power)

1. Prices are increasing in ζ for all c.
2. Output is increasing in ζ for c > c∗∗ =

eζ−1
wζ

3. Profits are increasing in ζ for c > c∗ =

1
wζ

4. The survival probability of a firm is increasing for c > c∗ .
Proof. See Appendix A.1
The interpretation of the results is as follows. Firms with low marginal costs
(high productivity) will decrease output and prices. This means that their profits
and survival probabilities will go down. These firms are those with c < c∗ . In the
intermediate case there are some firms which reduce their output and still increase
profits and survival probabilities. These firms are in the interval c ∈ [c∗ , c∗∗ ). Lastly,
the highest marginal cost (lowest productivity) firms will see an increase in output,
profits and survival probabilities. These are the firms with c > c∗∗ . Intuitively, high
productivity firms are still more likely to survive than low productivity firms after the
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rise in market power. However, compared to before the increase, high productivity
firms are less likely to survive while low productivity firms are more likely to survive.
Higher market power increases the survival probability of low productivity firms. It
also increases their profitability.
The consequence of this result is that not all firms are affected in the same way
by a decrease in the price elasticity of demand. This means that it is impossible
to determine ex-ante what the effects of an increase in market power will be on
entry, output, productivity and firm size in equilibrium. These effects depend on the
distribution of firms over marginal costs. Consider how an increase in market power
may lead to lower entry rates. In the fully calibrated model I find that the mass of
firms in the economy increases but the entry and exit rates decrease. This means
that the increases in survival probabilities, the denominator of the entry rate, are
larger than the increases in the mass of entering firms, which is in the numerator.
The increase in the mass of firms is modest meaning that an increase in market power
has led to a substantial increase in survival prospects and profitability of firms. I also
find that the average size of firms decreases. This is consistent with a large increase
in the mass of firms active in the economy and a more modest increase in the size of
these firms.

Demographic Channel
To consider the demographic explanation I will examine the effects of a decrease in
labour supply. This will have zero effect on the equilibrium real wage. This is because
the wage is pinned down by the free entry condition, which is unchanged in the case of
changes to labour supply. The entire burden of the reduction in labour supply will be
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absorbed in the equilibrium mass of entrants. The primary effect of the demographic
explanation will work through a reduction in entry. This intuition carries over to
the full model. The only effects on average firm size and output will work through
changes in the distribution of firms across ages and sizes.

A Rise in Entry Costs
Lastly, I consider the effects of an increase in entry costs, fe . This is straightforward
to model. A rise in entry costs will lead to a reduction in the real wage. Since firms
make zero profits in equilibrium their higher entry costs must be compensated for by
a reduction in wages. This leads to an increase in firm size. Since firm sizes increase
at all levels of marginal costs, c, the number of active firms needed to clear the labour
market decreases. This means that Me adjusts downward.

2.4

Full Model of Business Dynamics

I now present a quantitative model that I will use to evaluate the potential causes
for the decline in US business dynamism. I require a model with population growth,
adjustment costs, market power and endogenous entry and exit. I make modeling
choices with the aim of including these features in a manner which can capture as
many of the stylized facts about the life cycle dynamics of firms as possible. I use
a version of the standard firm dynamics model of Hopenhayn and Rogerson (1993)
with monopolistic competition. The demographic channel is modelled as in Karahan,
Pugsley, and Şahin (2019) and my adjustment and exit costs are similar to Clementi
and Palazzo (2016).
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Model

Households
There is an infinitely lived representative household who supplies labour inelastically
and gains utility from consumption. The size of this household grows at rate η. This
household has a utility function:

U=

∞
X

[(1 + η)β]t ln ct

t=0

Where ct represents per capita consumption. The initial size of the household is
normalized to 1 so that at time t the size of the household is (1 + η)t . In this way
the model captures exogenous demographic growth. The price of consumption is
normalized to 1 and the real wage is denoted by w. The representative household
owns the firms in the economy and receives profits as dividends. They do not save.
It is useful to write the households per period budget constraint in per capita form.

ct = w t + πt

The Firms Problem
The aggregate output good is produced by a final goods firm using a CES production
technology with constant elasticity of substitution, ε.
Z
ε
ε−1
Y = [ y(j) ε dj] ε−1
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The intermediate goods are produced by monopolistically competitive firms. These
firms face a downward sloping demand curve, y(p; Y, P ).14
Intermediate goods firms choose prices for their variety as well as output and
labour demand. Their problem is to maximize variable profits subject to the demand
and technology constraints. I assume a Cobb-Douglas production technology with
constant returns to scale. Firm level productivity, denoted by z, follows a Markov
process Pz (z 0 , z). The variable profits of the intermediate goods firm are:
π v (z, k) = max py − W n
p,y,n

Subject to:
y = y(p; Y, P )

and

y = ez k α n1−α

Where W is the nominal wage, y is output, n is the labour input and k is capital.
Capital is a dynamic input, subject to convex adjustment costs. The firm can
build its capital stock according to the law of motion:

k 0 = (1 − δk )k + i

I define the adjustment cost function as:

Ψ(i, k) = i + ψ(i, k)
14

In the notation of the previous section:
ε=

ζ
ζ −1
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I assume that ψ(i, k) is convex in investment. This means that in the absence of
productivity shocks firms will grow slowly towards their target capital stock.
Incumbent firms draw a fixed cost from a distribution, F (fc ), each period. With
an exogenous probability, δx firms will exit the industry randomly. Firms know their
draw of fc when they make their exit decision. Introducing heterogeneous fixed costs
is important for two reasons. First, it allows some firms to stay in the market with
low productivities. This smooths exit over the life cycle. Second, when calibrating
the model, small changes in non-random fixed costs do not change the discrete value
function. This means that varying the fixed cost parameter leads to “jumpy” changes
in the aggregate exit rate. Exogenous exit, δx ensures that all firms exit eventually.
The dynamic programming problem of an incumbent firm is:
Z
V (z, k) = max
π (z, k) − Ψ(i, k) + β(1 − δx ) max{ [E[V (z 0 , k 0 )|z] − fc ]dF (fc ), 0}
0
v

k

The firm solves for a capital policy, k 0 (z, k) and an exit probability xp (z, k). The
entrant receives a draw of z and chooses its starting capital according to:
0

V e (z) = max
−k 0 − ψe k 2 + βE[V (z 0 , k 0 )|z]
0
k

I have introduced the parameter ψe so that not all entrants will start with the exact
same level of capital. Firms who draw higher initial shocks will choose higher capital.
I assume all entrants survive to their first year without exit. Entry costs will equal
the expected discounted sum of profits:
Z
fe =

V e (z)dGe (z)
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I now discuss the solution to the firms problem in more detail. First, it is helpful
to derive the firms inverse demand curve.
Lemma 1. (Inverse Demand Curves)
Each intermediate goods firm faces a downward sloping inverse demand curve:

p(j) = (

y(j) − 1
) εP
Y

The aggregate price index is:
Z
1
P = [ p(j)1−ε dj] 1−ε

See Appendix A.1 for a proof.
The solution to the static profit maximization problem is summarized in the following proposition. The solution to this problem is a bit involved algebraically but
simple to interpret. I have omitted the algebraic expressions, but they are available,
along with a proof in Appendix A.
Proposition 2. (Intermediate Firm’s Problem)

• Variable Costs are increasing in output. They are decreasing in capital and
productivity.
• Labour demand is increasing in productivity and capital and decreasing in Q.
• Output is increasing in productivity and capital and decreasing in Q.
• Prices are a constant markup over marginal variable costs.
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• Variable Profits are increasing in productivity and capital and decreasing in Q.
Where Q = wY −ε .
Proof. See Appendix.
I have defined a new variable, Q = wY −ε , which the solution to the firms problem
depends on. Both the real wage, w, and aggregate output, Y , are equilibrium objects.
This means that the firm takes them as given. It is therefore appropriate to collapse
them into a single variable to simplify the algebra. The value of Q will be important
in finding the general equilibrium of the model. Note that the variable profit function
and the value function will be decreasing in Q.15
I present the results this way so that the intuition of the firms problem is clear.
Pricing is a constant markup over marginal variable costs. The main difference between this problem and more standard interpretations is the inclusion of both a fixed
and a variable input. The reason for including both market power and adjustment
costs is to attempt to capture realistic firm life cycle dynamics. This means that
I have had to extend monopolistic competition to the case where there is an additional state variable, capital. As long as there is at least one variable input then the
mechanics of the model carry over.

Stationary Distribution and Aggregation
In order to close the model I introduce the per capita distribution µ̄(z, k). This has
the interpretation that aggregating using this measure leads to per capita aggregates.
15

In the model of Hopenhayn and Rogerson (1993) they solve the value function conditional on
price (or real wage in my case). The variable Q plays the role of this price in this setting with
monopolistic competition.

CHAPTER 2. THE DECLINE IN US BUSINESS DYNAMISM

43

For instance, consumption per capita or capital per capita. This distribution evolves
according to:

0

0

0

Z Z
µ̄(dz, dk)
+Me ×
dG(dz)
(1−δx )(1−xp (z, k))Pz (z, z )
1+η
z ke (z)=k0
k0 (z,k)=k0

Z Z

µ̄ (z , k ) =
z

0

The first term captures the surviving firms from the previous period which remain
in the economy. In order for this to be the case the firm must survive. The survival
probability of a firm is (1 − xp (z, k))(1 − δx ). This captures both endogenous and
exogenous exits. Conditional on survival, the transition function P(z, z 0 ) captures the
measure of firms moving from state z to state z 0 . Lastly, the integration is conditional
on k 0 (z, k) = k 0 . This captures the organic evolution of firms throughout the state
space.
The second term captures the entrants. The measure of entrants per capita is
endogenous and is denoted Me . All entrants start with the level of capital solved for in
the entry problem, ke (z) and are distributed according to the initial distribution G(z).
This determines the starting point of new firms in the state space. This distribution
function is a contraction mapping and iterating on it will lead to convergence towards
the stationary distribution, µ̄∗ .
It is also useful at times to consider the age distribution of firms. For entrants,
this is simply the second term from the distribution equation above.
Z Z
ν0 (z, k) = Me

G(dz)
z

ke (z)=k
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For all subsequent ages I can then define the distribution iteratively.

0

0

Z Z

(1 − δx )(1 − xp (z, k))P(z, z 0 )

ν̄a+1 (z , k ) =
z

k:k0 (z,k)=k0

ν̄a (dz, dk)
1+η

This is the distribution I use when calculating the various age dependent statistics.
Notice that Me enters linearly in this distribution. This means that any statistics
computed using the age distribution are independent of the choice of Me .
There are two equilibrium variables which adjust. The real wage and the per
capita mass of entering firms. I do not solve directly for the real wage in the free
entry problem because the variable Q = wY −ε plays the role of the wage. The wage
can be backed out once I know the aggregate level of output. It remains to find the
equilibrium value for Me which will be consistent with per capita labour demand
aggregating to one. Once I have done this I can back out consumption as:

ct = yt − it − ft − Me fe

This is just the aggregate resource constraint of the economy. I have collapsed adjustment costs into the investment term, it while ft are the fixed costs paid by the
continuing firms.
Definition 7. (Stationary Equilibrium)
A stationary equilibrium is a set of firm policy functions, xp (z, k), k 0 (z, k), a mass of
entrants per capita, Me , a value for Q = wY −ε and a per capita stationary distribution of firms, µ̄(z, k), such that:
• Incumbent firms solve their dynamic programming problem for policies xp (z, k)
and k 0 (z, k).
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• The household budget constraint holds.
• Free entry pins down a value for Q.
• There is a per capita stationary distribution function, µ̄(z, k).
• The mass of entrants, Me clears the labour market.

2.4.2

Calibration Strategy

In order to take my model to the data I proceed in stages. First, I need to assume
functional forms for adjustment costs. I assume adjustment costs which are convex
in relative investment rates.
i
Ψ(i, k) = i + ψ( )2 k
k

0

Ψe (k 0 ) = k 0 + ψe k 2

I assume that the fixed costs are independently, and identically drawn from a
uniform distribution every period. I assume a lower bound of 0 meaning that there
is one free fixed cost parameter, f¯c .
iid
fc ∼ U[0, f¯c ]

This means that there is always a chance that a firm draws a fixed cost of zero meaning
that some low productivity firms may continue in the market.
I assume that revenue productivity follows an AR(1) process. I discretize this
process using the Rouwenhorst method described in Kopecky and Suen (2010). In
order to parameterize this process I use data from Compustat on an unbalanced panel
of firms. This proceeds in two stages. First I estimate the firms’ production function
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Table 2.1: Productivity Process: Compustat
Full Sample 1980-1995 1996-2010
ρz
0.721
0.645
0.743
σz
0.258
0.221
0.305
Observations
63,666
23,222
20,524
R2
0.541
0.457
0.558
*

Results of OLS regression of productivity on its lag. Productivity is the residual of a Cobb-Douglas
production function estimated by OLS with elasticities that vary by 2-Digit NAICS sector. I include
a full set of year dummies in the production function equation.

using OLS. I include year and industry fixed effects and back out the productivity
residual. I then estimate the AR(1) based on these residuals.16 Table 2.1 shows
the estimates to this process for three different time periods. The full 1950-2018
sample and two relevant sub-samples. The results suggest moderate persistence, with
the AR(1) estimate for ρ ranging from 0.65 to 0.75. This persistence appears to be
increasing over time.17
I assume that the entry distribution is the same as the stationary distribution of
the firms stochastic process. In the growing quantitative literature on firm life cycle
dynamics there is no consensus on whether entrants have lower or higher productivity
than incumbents. My choice is consistent with the findings of Foster, Haltiwanger,
and Syverson (2008), who show that entrants and incumbents have similar average
16

I tried several different ways of backing out these residuals. In practice I regress sales on capital
stock, overhead and cost of goods sold. I allow the production function elasticities to vary by 2 digit
NAICS industry code. The range of results is robust to using only cost of goods sold as an input or
only capital and labour as inputs.
17
I also find that the volatility of these shocks is increasing. My findings on volatility are consistent
with the findings of Davis, Haltiwanger, Jarmin, Miranda, Foote, and Nagypal (2006) who show
that volatility is increasing in Compustat, but not the overall population of firms. This is due to
selection of more risky firms into Compustat over time. As such, I do not interpret this finding as
representative of an economy wide increase in volatility.
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Table 2.2: Calibrated Parameters
External
Internal
Parameter
Value
Target
Parameter
Value
β
0.96
Risk Free Rate
fc
1.4
η
0.011
Population Growth
ψ
0.125
ε
3.2
Average Markup
ψe
0.6
δx
0.026
Mature Exit Rate
Normalization
δk
0.08
Sedlacek and Sterk (2019)
Q
0.6
α
0.35
Capital Share
fe
0.5428
*

Model parameters used in baseline calibration.

revenue productivity.18
I set some parameters externally. These choices are shown in the left panel of
Table 2.2. The model period is set to annual and I target the years 2004-2006, right
before the onset of the Great Recession. As such, I am targeting the “low dynamism”
economy. The subjective discount factor, β, targets a risk free rate of 4.2%. The
population growth parameter is taken from Karahan, Pugsley, and Şahin (2019).
They summarize evidence on the decline in labour force and population growth over
the relevant period. The elasticity of substitution targets the average markup of 1.45
during the period (De Loecker, Eeckhout, and Unger, 2020). The exogenous death
rate of firms targets the exit rate of mature firms from the BDS data. I take α and δk
from a recent paper by Sedlacek and Sterk (2019). I also introduce a normalization
in the baseline calibration. I fix the value for Q and back out the implied entry cost.
Importantly, the value for Q is endogenous when I conduct quantitative experiments.19
18

They do find entrants to have lower prices and higher technological productivity in their sample
of firms. For this paper, revenue productivity is the correct concept as I do not provide separate
roles for demand and supply factors in determining firm dynamics. My results are also consistent
with the findings of Castro, Clementi, and Lee (2015) who compute volatility and persistence across
manufacturing industries.
19
This is because I choose not to target the average size of firms. I target growth and exit rates.
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Table 2.3: Moments
Moment
Entry Rate
Age 1 Growth Rate
Age 3 Growth Rate
Relative Entrant Size
Exit Rate
Age One Exit Rate
Job Destruction Rate
Share Young Employment

Data
Model
Targeted
11.5
11.5
10.3
10.4
2.7
2.02
Non-Targeted
0.6
0.77
10.1
10.3
24.7
32.1
13.4
12.4
25
50.2

*

Data moments calculated from the BDS Database. I average values over the years 2004-2006. The
growth rates of Age 1 and Age 3 firms are calculated as the difference between job creation and
destruction for firms in that age category. Relative entrant size is calculated as the employment at
age 1 firms divided by number of firms which is then divided by the total employment divided by
total number of firms.

This calibration procedure leaves me with three parameters to be targeted internally. There is a clear identification argument to be made for each. First, the fixed
cost parameter targets the aggregate entry rate in the economy. Conditional on the
other two parameters there is a clear monotonic relationship between the entry rate
and fixed costs. Higher fixed costs induce more exit and entry. The two adjustment
cost parameters are chosen to match the mean growth of age one and age three firms
simultaneously. These moments are not independent, but in practice the parameter
ψe targets that age one growth rate and the paramter ψ targets the slope of the
growth profile of firms. I do a grid search over the two parameters where at each
point on the grid I use a root finding method to target the exit rate. The results of
the calibration are presented in Table 2.3
In my experience simultaneously matching dynamics and sizes leads to difficulties with matching
either. The normalization is without loss of generality as long as I look at “relative sizes” of firms.
The units of firm size can be scaled arbitrarily.
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Despite this parsimonious calibration strategy there are many other relevant aspects of the firm life cycle which my model captures. These are reported in the
bottom half of Table 2.3. In particular the aggregate exit rate and the age one exit
rate are in the right ballpark. There is a clear relationship between the endogenous
exit rate and the startup rate so this result is not surprising. The fact that I capture
the shape and magnitude of life cycle exit using a uniform distribution for fixed costs
is appealing. Lastly, I should note that the relative entrant size is off in my model.
Intuitively, I cannot independently target this moment as well as the average growth
rate of young firms. Having a high low cost for young firms, ψe , reduces their average
growth rate and increases their relative size. I had to choose one moment to target
and I chose the growth profile. I also have two times as much employment at young
firms. This is because of the assumption of a constant exogenous death rate. The
assumption of exogenous firm death is required to ensure the existence of a stationary
distribution.

2.4.3

The Firm Life Cycle

The purpose of my model is to evaluate the relevance of potential causes for the
decline in business dynamism, as defined in Section 2.2 of this chapter. Figure 2.10
shows the model generated life cycle of firms in my baseline calibration. I report
exit, growth, job creation and job destruction rates. It is important to discuss which
aspects of the firm life cycle my model captures and which it does not.
It is clear from the top two panels that I target the growth and exit profiles of firms
very well. Recall that two moments of the growth profile were direct targets of my
calibration strategy. The life cycle profile of exit was not a direct target. Intuitively,
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Figure 2.10: Model Generated Life Cycle
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the selection of young firms has to do with their relative size. Exit probabilities are
declining in productivity and size. Since young firms are small relative to mature
firms, they are more likely to exit when faced with bad productivity draws. These
small businesses have less to lose from exiting if they receive a bad draw.20 Importantly, they are also selecting on productivity. This means that as a cohort ages the
average productivity will increase, even though the initial distribution of productivity
is symmetric around the long run average.
The bottom two panels present the job creation and job destruction rates. The
job creation profile is in line with findings from the BDS data. This is not surprising
20

One important and unexplored corollary to this is as follows. These young firms will also be
in a better position to make decisions which increase the likelihood of both good and bad draws.
That is, if volatility is endogenous in some way, young firms would be more likely to undertake in
these activities. This effect does not depend on risk tolerance. It only depends on the nature of
selection. This is important because Chapter 4 of my dissertation presents evidence that volatility
is endogenous to the choice of R&D intensity in a sample of innovative firms.
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because job creation represents the positive contributions to firm growth. Since I
target average growth, the job creation rate is targeted as a byproduct.
The job destruction profile is counter to empirical regularities. The evidence
suggests that job destruction is declining over the life cycle, though at a rate that
is less than the decline in job creation. This speaks to one shortcoming of this
quantitative model and its ability to speak to the facts which motivated my paper.
This is the fact that dispersion in growth rates is constant over the life cycle. The
variance and skewness of growth rates is known to decline as firms age. My model,
along with other models in the literature, does not capture this fact.21

2.5

Evaluating Explanations for the Decline in US
Business Dynamism

2.5.1

Cost Based Explanations

Entry Costs and Fixed Costs
The first set of explanations I explore are cost based. This analysis helps me to further
demonstrate the mechanics of the model. I also emphasize how several measures of
business dynamism move together in response to changes in entry costs and operating
costs. I contribute to the literature by explicitly showing the effect on job creation
and destruction.
First a note on interpretation. I have presented the results in this section in terms
21

Appendix A presents a different model which feeds in an age dependent volatility of shocks. I
then distort the entry margin. I find virtually no difference between the productivity and output
effects between the case with life cycle volatility and those without. I believe this finding is sensitive
to the choice of an exogenous decline in firm level productivity.
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of percentage changes. The horizontal axis of all figures represent the percentage
change in the variable which has been exogenously changed. The vertical axis shows
the percentage change in the outcome variable of interest. In this way, the slopes of
the lines can be interpreted as elasticities. For instance, a 10% increase in entry costs
leads to a 10% reduction in entry and exit rates. This relationship is roughly linear,
suggesting a unit elasticity. In order to fix ideas, the decline in entry, exit and job
creation rates is in the range of 12-18 percent. The average size of an entrant has
been constant and the average incumbent has grown by 13 percent. If we wanted to
attribute the decline in entry rates to a rise in startup costs, the model suggests that
the magnitude of this rise is 15%.22
The results for entry, exit, job creation and destruction are presented in Figure 2.11. Notice that neither cost based explanation has a large effect on job creation.
This is one reason to doubt the validity of these channels. There is a stronger reason
for rejecting the operating cost channel. That is that it goes against overwhelming
empirical evidence that these costs have risen during the period in question. This is
particularly important for the findings in De Loecker, Eeckhout, and Unger (2020)
on trends in markups. They note a secular fall in the share that firms spend on cost
of goods sold, which includes labour and materials. This has been further elucidated
by Traina (2018) in their critique of that work.
A rise in entry costs is perhaps more plausible. The model points away from this
explanation for two reasons. The first is the already discussed lack of effect on job
22

I prefer to use the average percentage change. The entry rate declined from an average of 14
percent in the early 1980s to 12 percent right before the Great Recession. Therefore:
%∆Entry = 100 ×

2
≈ 15
0.5(12 + 14)

See Figure A.2 in the Appendix for the data on relative sizes.
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Figure 2.11: Cost Channels: Business Dynamism
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Figure 2.12: Cost Channels: Intensive and Extensive Margin
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creation. The second can be seen in Figure 2.12. There I show the average size of
entrants and incumbents. These are both increasing when entry costs go up. Their
elasticity is roughly one, suggesting that the required 15 percent increase in entry
costs would increase incumbent and entrant size by 15 percent.
It is useful at this point to discuss the mechanics of the model. There are two
general equilibrium adjustment mechanisms. The first is the variable Q = wY −ε . The
entrant value function is decreasing in Q. This pins down its value for a given entry
cost. An increase in entry costs will lead to a lower value for Q. This in turn leads
to higher output at each firm. In equilibrium there is a modest increase in output
and a modest decrease in wages. A reduction in fixed costs will increase the expected
profits of entrants and increase Q. For this reason, lower fixed operating costs will
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Figure 2.13: Cost Channels: Output, TFP and Wages
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lead to higher wages and higher output.
The second general equilibrium mechanism is the amount of firms per capita, Me .
I will refer to this as the extensive margin. Figure 2.12 shows that the equilibrium
measure of firms will decrease under both explanations. This is pinned down by
requiring that aggregate labour demand per capita equals one. A rise in entry costs
leads to a lower value for Q. This means that incumbent firms will be on average
larger and less firms are required to clear the labour market. This leads to fewer firms
in equilibrium.
The last set of effects which can drive the results are distributional effects. These
can be hard to see, but keep in mind that changes in prices and exogenous variables
will change the shape of this distribution. The best way to see the effect on age is
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through the young firm share of employment. This goes down in the case of higher
entry costs and lower fixed costs, though the effect is not strong. I refer to this
decrease in the share of young firm activity a shift in economic activity towards
mature firms. This gives some idea of what is happening to the age distribution. In
order to understand what shifts are happening along the size dimension I look to the
average incumbent size. This can go up either because firms are moving throughout
the distribution or because wages go down.
The effects on wages, productivity and output are reported in Figure 2.13. The
effects on TFP and output of a reduction in fixed costs are positive. This is in
contrast to an increase in entry costs which reduce TFP and only lead to modest
gains in output. Recall that both mechanisms will induce higher wages. Despite this,
the average size of entrants and incumbents goes up when entry costs rise and down
when fixed costs fall. This gives us a clue as to what is driving the productivity results.
When entry costs go up, there is less selection on productivity. Less productive firms
can survive. This is the case for both cost based channels. Notice that the effect on
productivity is most strong in the case of a rise in entry costs. This is basically a pure
selection effect. When there is a fall in fixed operating costs there is a countervailing
force. The shape of the exit probability function changes dramatically.

Adjustment Costs and Volatility
A recent paper by Decker, Haltiwanger, Jarmin, and Miranda (2018) using manufacturing data directly addresses the relative importance of adjustment costs versus
idiosyncratic volatility of productivity shocks in determining the decline in job reallocation. They include a model of firm dynamics with adjustment costs to motivate
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Figure 2.14: Volatility and Adjustment Costs: Business Dynamism
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their empirical analysis. In particular, they show that both an increase in adjustment costs and a decrease in volatility can lead to lower reallocation as well as lower
responsiveness of firm growth rates to shocks. This would imply that both of these
mechanisms lead to a decrease in job creation and destruction. They argue using a
model of firm dynamics without endogenous exit that an increase in adjustment costs
could lead to a decline in business dynamism.
Importantly, my quantitative model includes endogenous entry and exit. This
allows me to evaluate the plausibility of the adjustment costs hypothesis in a broader
context. In the left panel of Figure 2.14 I show that an increase in adjustment
costs does lead to a moderate reduction in job creation, though not job destruction.
However, increased adjustment costs lead to higher entry and exit. To understand
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Figure 2.15: Volatility and Adjustment Costs: Intensive and Extensive Margin
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why, recall that adjustment costs slow down the growth of young firms. This means
that firms will stay smaller for longer. Exit probabilities are declining in firm size.
Large firms are less likely to exit for a given level of productivity. This means that
flattening the growth profile of young firms makes them more at risk of exit in responds
to bad productivity draws. This channel drives up the exit and entry rates. Of course
this mechanism is not at work if there is no exit and entry. Now consider the right
panel of Figure 2.14. Here I examine the plausibility of a decline in volatility through
the lens of my model. Quite amazingly, job creation, destruction, entry and exit are
all roughly unit elastic with respect to volatility. This means that a 10 to 15 percent
decline in volatility has the potential to capture all these salient facts.
Furthermore, the right panel of Figure 2.15 shows that this comes with virtually
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Figure 2.16: Volatility and Adjustment Costs: Output, TFP and Wages
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no change in entrant and incumbent size. Recall that entrant size has been roughly
flat and incumbent size has gone up. There is a strong effect on the extensive margin
and the share of activity at young firms. Given the ability of this mechanism to
succinctly capture a wide variety of facts more empirical work needs to be done on
this.23
Lastly, I will note that the adjustment costs explanation does not have strong
implications for output, productivity and wages. A 10% increase in adjustment costs
leads to a 1% decrease i wages and output and a 1.5% increase in productivity.
These effects are relatively modest . The decline in volatility has slightly stronger
negative effects on productivity, wages and output. The free entry condition is largely
unchanged by a decline in volatility.24

2.5.2

The Market Power and Demographic Explanations

I now turn to the demographic explanation and the market power explanation. Figure 2.17 shows the effects of changes in markups and population growth on several
measures of business dynamism. I first point out that the demographic channel has
very strong implications for entry and exit. This is not surprising given the results
in Karahan, Pugsley, and Şahin (2019). However, my framework makes it clear that
this channel fails to capture the correct response to job creation. The demographic
23

I should note that my findings on adjustment costs are at odds with Karahan, Pugsley, and
Şahin (2019). They find that adjustment costs have virtually no effect on entry and exit. This is
an artefact of their calibration strategy, which is very different from mine. Their moment matching
routine identified very small adjustment costs. This of course means that deviations in adjustment
costs were inconsequential for firm value and thus the entry margin. Their calibration procedure
includes an abnormally high persistence parameter. ρz = 0.97. This is at odds with empirical data.
24
Technically the expected value of a firm is increasing in volatility due to convexity in z. This is
an application of Jensen’s inequality. In practice this effect is small. Changes in wages track output
nearly one to one. This is becase of the relationship w = QY ε .
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Figure 2.17: Markups and Demographics: Business Dynamism
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channel does not feature changes in the free entry problem of firms. Therefore the
variable Q is unchanged. The entire effect on job creation works through the age distribution channel and my model suggests that these effects go in the wrong direction
and are modest. The demographic channel only provides a slight increase in the size
of incumbents and no change in the size of entrants.
Contrast these findings with a rise in markups which leads to strong declines in
job creation, destruction, entry and exit. To my knowledge this is the first structural
analysis of a change in market power on all these measures of business dynamism.
Furthermore, Figure 2.18 shows that the rise in market power leads to a decline in the
share of economic activity at young firms. As I discussed in Section 2.3, the effect of a
rise in market power on entry and exit is ambiguous. Under my baseline calibration,
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Figure 2.18: Markups and Demographics: Intensive and Extensive Margin
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the effect of an increase in market power is to depress entry. The change in market
power changes the shape of the firms exit probabilities. The exit probabilities rise
for productive firms and fall for less productive firms. However, the magnitude of the
fall in exit probabilities for productive firms is quite small. On balance, endogenous
exit goes down.
Figure 2.19 shows that wages are roughly constant and output declines when
markups increase. By far the biggest effect is on aggregate productivity. Looking at
the demographic channel, it is clear that the effects on output, wages and productivity
are small.
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Figure 2.19: Markups and Demographics: Output, TFP and Wages
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Conclusion

In this chapter I have introduced the stylized facts about declining business dynamism.
I have used a structural model to evaluate alternative explanations for these facts. My
findings suggest that there may be more than one structural change underpinning the
decline in US business dynamism. None of the explanations I consider can account
qualitatively for all aspects of the decline simultaneously.
One of the downsides of this approach is the amount of structure imposed on
the problem before I take the model to the data. In particular, I am concerned
about the type of competition I have assumed and whether free entry is a reasonable
assumption. Following a growing literature at the intersection of macroeconomics
and industrial organization I will take a much less structural approach to evaluating
the productivity dynamics of firms in Chapter 4. However, the motivation for my
work in the remaining chapters is the set of facts outlined in this chapter regarding
firm growth and business dynamism. I am interested in the role that R&D plays in
fostering firm growth. I believe that investment in R&D has the potential to explain
why firm growth rate dispersion is declining in age. Furthermore the literature on
endogenous growth suggests a link between innovation and market power. I find very
strong evidence that the benefits of R&D are heterogeneous over the size and age
distribution and that firm level volatility is declining in R&D intensity.

Chapter 3
R&D Spending, Patenting and
Firm Age
3.1

Introduction

The previous chapter of this dissertation documented an ageing of the population of
US firms. To trace the aggregate economic impact of this trend it is important to
have an understanding of the relationship between firm age and variables such as firm
growth, R&D spending, productivity and patenting activity. If young firms disproportionately contribute to innovation and productivity growth then the Decline in
US Business Dynamism could have negative consequences for aggregate productivity.
Patenting and R&D spending are two measures of innovative activity. The remaining
two contributions of my thesis investigate life cycle heterogeneity in R&D spending,
productivity and patenting.
The current chapter uses a series of reduced form panel data regression techniques
to identify a series of relevant stylized facts concerning firm growth, R&D spending
65

CHAPTER 3. R&D SPENDING, PATENTING AND FIRM AGE

66

and patenting behaviour over the life cycle. I use these techniques to identify conditional correlations between firm size and age since listing and a variety of outcome
variables. For instance, by regressing R&D spending on size and age I find that,
conditional on firm size, more mature firms spend less on R&D than their younger
counterparts. I also find that, conditional on age, larger firms take out more patents
and are more likely to patent. Lastly, I find that more mature firms take out more
patents, conditional on size. However, once the measure of patents is weighted by the
number of forward citations (a measure of their “value”) the conditional correlation
between patenting and age is negative. This suggests that mature firms take out
patents which receive fewer forward citations.
The empirical approach in this chapter follows a long literature on the relationship
between R&D and firm size. Cohen (2010) is a recent literature review of this literature. This literature was inspired by the work of Schumpeter (1942) which suggested
that large companies were responsible for most R&D efforts. Recently, Akcigit (2009)
has documented that R&D intensity and firm size are negatively related. My contribution is to include age since listing as a dependent variable. My findings suggest
that the firm life cycle is an important correlate of R&D and patenting activity. This
suggests an additional form of heterogeneity that needs to be addressed in models of
firm dynamics.
My findings on the relationship between firm level patenting and firm age are
new contributions. The Panel data Poisson regression methods I use were developed
in the context of the relationship between R&D and patent counts (Hausman, Hall,
Griliches, et al. (1984)). In particular, this work finds a positive relationship between
the number of new patents a firm takes out in a given year and firm size. I confirm

CHAPTER 3. R&D SPENDING, PATENTING AND FIRM AGE

67

this finding and in addition I also find a positive relationship between firm age and
patent counts. That is, larger and more mature firms take out more patents in a year
on average. However, as stressed above, once I adjust patent counts by the number of
citations, a measure of quality, I find that the relationship between weighted patents
and firm age is negative.
In order to investigate heterogeneity in the value of patents over the firm life
cycle I also use a variety of regression analyses at the patent level. For instance, I
find that the number of citations a patent receives is declining in age since listing,
conditional on the size of the patenting firm. These results are consistent with work
by Balasubramanian and Lee (2008). I extend their approach in several ways. Most
importantly, I also investigate a measure of the market value of a patent using data
from Kogan, Papanikolaou, Seru, and Stoffman (2017). This paper uses an event
study approach to identify the increase in market value of a firm after successful
patent applications. Their estimation strategy allows them to back out a measure of
the economic value of the patent. Importantly, I find that this measure of patent value
leads to similar conclusions as the forward citations measure. Namely that conditional
on size, the value of patents decreases with firm age since listing. Furthermore,
conditional on age, the value of a patent is increasing in firm size. I also control for a
measure of the financial status of the firm, the debt to equity ratio, and use a much
richer battery of regression techniques than Balasubramanian and Lee (2008). The
negative age coefficient is robust to this variety of techniques.1
1

For instance, Balasubramanian and Lee (2008) use OLS and Fixed Effects regression. I also
include a Poisson regression on the raw count of citations and a Probit regression on an indicator for
whether the patent receives any forward citations. In Appendix C Table C.7 I also include further
robustness to the sample chosen. In particular I show results using the KPSS data as well as the
more widely used NBER Patent Database of Hall, Jaffe, and Trajtenberg (2001)
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The reduced form stylized facts motivate a simple model which I use as an interpretation of the complex relationship between R&D and productivity. The model
emphasizes that the effect of R&D spending on productivity need not be constant
across the firm size and age distribution. Furthermore, the model allows for a tight
characterization of the connection between R&D spending and the volatility of productivity. For instance, the stochastic process which governs productivity is an extension of an AR(1), where firm age and R&D intensity can influence both the mean
and variance of next periods draw. This interpretation is inspired by the work of Doraszelski and Jaumandreu (2013). It represents a more flexible approach to modelling
the influence of R&D spending on future productivity than the dominant knowledge
capital paradigm (Griliches (1979), Bloom, Schankerman, and Van Reenen (2013),
Hall, Mairesse, and Mohnen (2010)).2
One consistent finding in this analysis is that age since listing is a significant
correlate of firm growth, R&D spending and patenting behaviour. Young firms grow
faster and perform more R&D , conditional on size. Interestingly, young firms take
out less patents, but the patents they do take out receive more forward citations. This
suggests that an ageing of the population of firms could have important implications
for R&D spending and the composition of patents.
This chapter is organized as follows. Section 3.2 introduces the Compustat data
on publicly listed American firms as well as the patent data. This is an important
2

As a preview, the Controlled Markov process is of the form:
z 0 = µ(z, a, r) + σ(z, a, r)ξ 0

Where z is total factor productivity, a is age since listing and r is R&D intensity. I call µ(z, a, r)
the conditional mean function and σ(z, a, r) the conditional skedasticity function. This Controlled
Markov Process is the paradigm through which I view the connection between R&D and productivity
and its’ estimation is the subject of Chapter 4 of this dissertation.
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section as I use these datasets in the next chapter as well. As a reference, I have
included in Appendix B a data guide which includes information on variable creation
and sample selection. Section 3.3 and Section 3.4 present the firm and patent level
results respectively. The model through which I interpret these results is presented
in Section 3.5. Finally, Section 3.6 concludes.

3.2

Data on Innovative Activity and Patenting at
Publicly Listed US Firms

The Firm Level Data: Compustat
In this chapter I present evidence on the relationship between R&D spending, patenting, firm size and age since listing. In order to undertake such an investigation the
ideal sample would be randomly drawn from the population of innovative firms. For
the purposes of this chapter I define an innovative firm as one which engages in R&D
activity.
The data I use come from the Standard and Poors Compustat database. This
dataset has been widely used in firm level studies of innovation (Hall, Jaffe, Trajtenberg, et al. (2005), Bloom, Schankerman, and Van Reenen (2013), Kogan, Papanikolaou, Seru, and Stoffman (2017)). The data cover the population of publicly listed
US firms from 1950-2019. I restrict attention to the period starting in 1976.3 R&D
expenditure is highly concentrated in publicly listed firms, with the share of industrial
R&D accounted for in the Compustat data ranging from 65 − 90 percent over the
3

This is because accounting standards regarding the reporting of R&D expenditures were
amended in 1975. I use the earlier part of the sample in constructing capital stocks and ages.
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sample period.4
One issue with the Compustat data relates to the representativeness of the sample.
Given that I am interested in R&D performing firms, these sample selection concerns
are not as serious, especially after 1995. I ameliorate sample selection concerns by
being careful to limit my conclusions to listed companies, which perform R&D . Given
the size of these firms, an understanding of their innovative process is important for
public policy.5
A second set of concerns has to do with differences between accounting and economic concepts. The Compustat data is compiled from firm 10K filings. As such, the
variables match accounting standards. For instance, sales is a clear estimate of the
gross output of a firm. However, calculating value added is much more problematic
as there is no direct measure of materials expenditure. Furthermore, in estimating
productivity one would like to have measures of the real capital stock, employment
and materials. All three of these measurements require additional assumptions to
compute. There is a measure of employment in Compustat as well as a book value
of capital stock. However, there is no clean way to separate materials and labour
expenses, which are combined in the accounting variable Cost of Goods Sold. I follow recent literature on markup estimation and assume that the accounting variable
4
I relegate more detail about the dataset, variable creation and sample selection to Appendix B.
In particular, I show that the share of industrial R&D accounted for in the Compustat data starts
at 65% in the 1980s and rises in the 1990s before stabilizing at 90%. I restrict my attention to
post-1975 data due to changes in accounting standards. The accounting standard (SFAS 2) for the
treatment of R&D expenditures requires firms to expense all their R&D after 1975. I am confident
that firms which don’t report R&D after this period are in fact not doing R&D. See Damodaran
(1999) for a detailed exposition of the treatment of R&D in accounting statements.
5
For instance, the Research and Experimentation Tax Credit costs the US Federal Government
$11 billion in foregone taxes; allowing firms to reduce their corporate tax bill. The corporate tax
does not apply to pass through corporations, meaning that this policy is disproportionately targeted
at large corporations. See Bloom, Van Reenen, and Williams (2019).
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COGS represents a bundle of variable inputs (including labour).6 I follow the standard approach of computing capital stocks using a perpetual inventory method and
data on capital expenditures.7 I also use a measure of the firms debt to equity ratio
to control for financial factors. This is computed as the sum of current and long
term debt divided by the market value of common and preferred stock. Appendix B
contains full details on variable construction.
Given that I am focusing on the life cycle, I need to construct a measure of firm
age. In the Compustat data the appropriate way to discuss age is as “age since
listing”. This is not synonymous with firm age as discussed in studies using the
entire population of firms such as Decker, Haltiwanger, Jarmin, and Miranda (2014).
Going public is a major event in the life cycle of a firm. I am careful to interpet my
results as being representative of the post-listing dynamics of publicly traded firms.
A final concern with Compustat is the prevalence of mergers and acquisitions.
Luckily, the data include flags which signify that such activity has taken place as well
as a measure of the impact of the merger/acquisition on sales. This makes it possible
to drop firms which are subject to large mergers. However, this does mean that one
has to be careful in interpreting “exits” from the sample. In the population of firms
an organic exit would be associated with low profitability. In Compustat exit often
implies that a firm was purchased and merged with a larger firm. In light of the above
concerns, I am careful not to use Compustat data to identify secular macroeconomic
trends in business dynamism. I use the data to test theories about the economic
6

There is a discussion of this assumption in Appendix D. I prove that a bundle of variable and
fixed inputs can be treated as a variable input. This means that only a portion of COGS need be
flexible for my approach to be valid.
7
At times I will also include the selling, general and administrative expense as a fixed input
(XSGA). When doing so I will always be careful to subtract R&D expenditures as they are part of
this expense.
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behaviour of innovative firms. This is an appropriate use of these data.

Patent Data
For my patent level results I use data created by Kogan, Papanikolaou, Seru, and
Stoffman (2017) (KPSS). These data were created using the entire universe of US
patent documents available through Google Patents. The authors create a link to
CRSP firm identifiers using name matching algorithms. For the period I use they
merge this information with detailed forward citation information. KPSS use the
NBER patent database to merge the patent files to firms. Based on the KPSS
data I link the CRSP PERMNO to Compustat GVKEY’s using the WRDS-Wharton
CRSP/Compustat merge. I then create several variables, including the raw and
citation weighted number of patents for each firm/year observation. At the patent
level I compute the number of forward citations, the fraction of self-citations and an
indicator for whether the number of citations on the patent is greater than zero.8
The advantage of using the KPSS data at the patent level is that I can include both
citations and the market value of a patent as measures of “quality.”
To construct the market value of a patent, KPSS use an event study framework
where changes in the market value of the firm in the days following a successful patent
application are used to identify the market value of the patent. Their methodology
starts from the relationship between changes in market value of a firm and the value
of a patent:
∆Vj = (1 − πj )ξj
8

I use both the raw and truncation adjusted number of forward citations where I use the Hall,
Jaffe, and Trajtenberg (2001) method of adjusting for truncation. To compute the fraction of self
citations I divide the number of forward citations by own firm paents and divide by the total number
of forward citations.
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Where ∆Vj is the change in market value of the firm over the window of 3 days after
the patent has been granted, including the grant day. πj is the subjective probability
of success for the patent application and ξj is the market value of the patent. This
equation implicitly assumes that the only new information affecting stock price is the
success of the patent. The authors control for non-patent movements in prices by
solving a signal extraction problem. Movements in volatility in the days following a
successful patent grant identify the signal to noise ratio so that KPSS can back out
the market value of the patent.9

Firm Level Summary Stats
Table 3.1 presents firm level summary stats. After sample selection there are 61,392
firm-year observations on 7,717 publicly listed firms. These firms are very large. The
average sales of a firm is over 700 million 2012 USD. The average labour employed
is 2.8 thousand employees. The firm size distribution is right skewed. Median sales
is only 84 million 2012 USD and median employment is just 390. This serves as a
reminder that some of the largest companies in the world are present in this dataset.
I include sales and employment growth rates. These are computed using the
Davis, Haltiwanger, and Schuh (1996) average growth measure. This measure has
the advantage that it is robust to idiosyncratic movements in firm size.10 It is also
bounded between [−2, +2]. The average sales growth is 6.9 percent while average
employment growth is 1.87 percent in the sample. Both growth rate distributions
9
10

I provide more details of their estimation procedure in Appendix B.
The DHS measure is:
Yt − Yt−1
gy =
0.5(Yt + Yt−1 )

Since the base of the growth rate is average growth, it is less susceptible to large movements.
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Table 3.1: Firm Level Summary Stats
Mean St. Dev
p10
p50
Sales
722.32 2399.75 5.40 84.12
Emp.
2.80
9.01
0.04
0.39
R&D
30.37
93.52
0.25
3.84
R&D Intensity
0.17
0.33
0.01
0.06
Sales Growth
6.90
35.78
-26.38 4.95
Emp. Growth
1.87
27.36
-23.88 2.22
New Patents
5.80
18.85
0.00
0.00
Debt/Eq.
1.53
5.49
0.00
0.09
Frac. with Patents
0.57
Frac. with any IPRs 0.93
Observations
61,392
Firms
7,717

p75
374.51
1.71
16.82
0.16
18.48
12.82
1.00
0.60
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p90
1493.78
5.98
59.09
0.39
40.32
27.74
15.00
2.72

Sales and R&D units are millions of 2012 USD. Employment units are thousands of employees. Sales
and employment growth measured as percentages. Sample created based on selection procedure
outlined in Appendix B.

are roughly symmetric around zero. There is some evidence of positive skewness in
growth rates.
Firms report an average of 30 million 2012 USD of R&D expenditures in the
sample. This is also heavily positively skewed, with the median firm reporting 3.84
million. I also report R&D intensity which is defined as gross R&D expenditures
divided by sales. This is also highly skewed, with an average of 0.17 and a median of
0.06. Innovative activity is highly concentrated, even in a sample where all firms are
innovative.
Patenting activity is also highly concentrated. The median firm takes out zero
patents in a given year, however the average number of patents is 5.8. A small subset
of firm-year observations account for a large number of patents in the data. Notice
that the 75th percentile firm only takes out 1 patent but the 90th percentile firm takes
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out 15. Only 57% of firm-year observations feature a positive number of patents taken
out by the firm. However, 93% of the firms take out a patent at some point during
their lifetime.
Lastly, I include a measure of debt/equity. This is the amount of short term and
long term debt divided by the total value of common and preferred stock outstanding.
This measure is also positively skewed in the sample, with the median firm having
a debt/equity ratio of 0.09 and the average firm having a ratio of 1.53. This means
that there are a small subset of firms which are highly levered. I will control for the
debt to equity ratio in many of my firm level regressions in order to rule out financial
factors as an explanation for my findings.

Patent Level Summary Stats
Table 3.2 reports patent level summary statistics. After sample selection there are
91, 037 patent-year observations based on a match to 3, 032 firms. This reflects the
fact that the merge between the KPSS patents and firms is imperfect. I include
summary stats for firm characteristics on the merged set of firms for comparison with
the firms in the larger sample outlined in Table 3.1. Notice that these firms are on
average large and older and less levered.
On average each patent receives 14.54 forward citations. The citation distribution
is right skewed, with a median number of citations equal to 7 and the 90th percentile
patent receiving 39 citations. The average fraction of self citations is 0.2, but this
masks the fact that there are a substantial fraction of patents with 100% self citations.
90% of patents receive at least one citation.
The market value of a patent is on average equal to 2.41 million 2012 USD. Notice
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Table 3.2: Patent Level Summary Stats
Mean St. Dev. p10 p50 p75
Patent Characteristics
Citations
14.54
20.62
0.00 7.00 18.00
Adj. Citations
1.21
1.58
0.00 0.68 1.50
Frac. Self Citations 0.20
0.34
0.00 0.00 0.25
Market Value
2.41
1.74
-0.01 2.66 3.59
Frac. Citations > 0
0.90
Firms
3,032
Observations
91,037
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p90
39.00
3.05
1.00
4.45

The measure of Citations is a raw count of forward citations. Adj. Citations are normalized by the
average number of citations of all patents in that calender year. The fraction of self citations are the
fraction of forward citations to patents owned by the firm taking out the patent. Market value is
taken from the Kogan, Papanikolaou, Seru, and Stoffman (2017) dataset and is measured in millions
of 2012 USD. Frac. Citations is the fraction of patents with at least one citation.

that some patents actually have a slightly negative value. This reflects the fact that
stock prices went down upon the firm being granted the patent. The median patent
is worth 2.66 million 2012 USD and the 90th percentile patent is worth 4.45 million.

3.3

Firm Level Results

The goal of this section is to learn more about the life cycle dynamics of publicly
listed firms using reduced form regression analysis. The main results of this analysis
are presented in Table 3.3. Additional results are collected in Appendix C. The firm
level regression results are based off of the following equation:

Xi,j,t = β0 + ιi + τt + βs si,j,t + βa ai,j,t + ui,j,t
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Where Xi,j,t is some firm level outcome variable, ιi is a firm fixed effect, τt is a year
effect and β0 is a constant. si,j,t represents the natural logarithm of a measure of firm
size and ai,j,t is the natural logarithm of firm age.11 The coefficient βs is interpreted as
a conditional correlation. This means that after conditioning on time, firm effects and
age a 1% increase in firm size is associated with a βs percent increase in the outcome
variable. I note that this elasticity interpretation is valid for the fixed effects and
OLS results. For count variables I use Poisson regression and for discrete variables
I use Probit regression analysis. In these cases it is inappropriate to interpret the
magnitude as an elasticity. The age since listing of the firm is also measured in
natural logarithms leading to a similar interpretation of the coefficient βa .12 In my
preferred specifications I control for the debt to equity ratio of the firm.13

Firm Growth
The first column of Table 3.3 presents results for the case where the dependent variable
is firm sales growth. Both the age and size coefficients are strongly significant and
negative. This means that firm growth is conditionally decreasing in size and age.
The coefficient on firm age is more than three times larger in magnitude than the
coefficient of average firm size. The sign and magnitude of the negative conditional
correlation between firm growth and age since listing is robust across a wide variety
of specifications. The age coefficient ranges from −0.078 to −0.174 while the size
11

I actually define a = ln(1 + A) where A is an integer which denotes age since listing. This is
because new entrants have an age of 0.
12
I compute the age variable as a = ln(1 + A) as newly listed firms have an age of 0.
13
There are theories of firm growth and innovation which rely on financing constraints (Cooley
and Quadrini (2001),Hall and Lerner (2010)). My results are not sensitive to the inclusion of the
debt to equity ratio, suggesting a role for firm age independent of financial factors.
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coefficient ranges from −0.0405 to 0.0138.14
My findings using Compustat data are broadly consistent with recent work by
Haltiwanger, Jarmin, and Miranda (2013) using data from the Longitudinal Business
Database (LBD). Unlike Compustat, the LBD covers the entire universe of employer
firms. Using firm employment growth as the dependent variable, the authors shows
a strong negative age correlation and a moderately positive average size correlation.
Table C.2 replicates this result using employment growth instead of sales growth. I
confirm that in the Compustat data there is a strong negative conditional age correlation and a moderately positive size correlation using employment as the measure
of firm size. Specifically, the age coefficient is significant across all specifications,
ranging from −0.0595 to −0.157.15
The firm growth results in Column 1 of Table 3.3 are consistent with a recent
empirical literature which emphasizes deviations from Gibrat’s Law of Proportional
Growth. In order for Gibrat’s Law to hold, the growth rate of the firm should be
independent of firm size and age. My findings are consistent with evidence that firm
age is an important correlate of firm growth. This evidence is summarized in Sutton
(1997).
A recent literature has emphasized the link between innovation and deviations
from Gibrat’s Law with respect to firm size (Akcigit and Kerr (2018)). My work is
14

Table C.1 in Appendix C shows that my conclusions are robust to estimation using industry
instead of firm fixed effects and the inclusion of lagged firm growth. I include lagged firm growth
using a fixed effects regression as well as using the dynamic panel estimator of Arellano and Bond
(1991). I also show that my results are not sensitive to the inclusion of the debt to equity ratio.
The sign of the size coefficient is sensitive to whether I use average sales or current period sales.
My preferred specification uses average sales as it is more robust to measurement error (Davis,
Haltiwanger, and Schuh (1996)).
15
See Figure 4.B in Haltiwanger, Jarmin, and Miranda (2013). The average employment growth
of the youngest firm is roughly 15% higher than the oldest firm conditional on age. Compare this
with the fact that the average growth of the smallest firm is roughly 4% lower than the largest firm,
conditional on age.
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Age
Avg. Sales
Debt/Eq.
Lagged R&D
Time FE
Firm FE
Observations
R2

Table 3.3: Firm Level Regressions
Sales Growth
R
R/Y
Pat.
Wt. Pat.
(1)
(2)
(3)
(4)
(5)
-0.170
-0.124 -0.00240
0.254
-23.98
(0.000)
(0.000)
(0.593)
(0.008)
(0.016)
-0.0426
0.685
-0.0817
0.268
24.65
(0.000)
(0.000)
(0.000)
(0.000)
(0.010)
-0.00368
-0.00783 -0.00107 -0.00996
0.350
(0.000)
(0.000)
(0.000)
(0.212)
(0.053)
0.391
3.668
(0.000)
(0.452)
X
X
X
X
X
X
X
X
X
X
51,563
51,563
51,563
28,085
12,305
0.075
0.460
0.110
0.064
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Probit
(6)
0.0178
(0.407)
0.102
(0.000)
-0.0117
(0.000)
0.289
(0.000)
X
X
33,891

The dependent variable in Column 1 is sales growth calculated using the Davis, Haltiwanger, and
Schuh (1996) average growth measure. The dependent variable in Column 2 is log of R&D expenditures. The dependent variable in Column 3 is R&D intensity. Columns 1-3 estimated using a full
set of firm and year fixed effects. p-values in parenthesis, based on standard errors clustered at the
firm level. The dependent variable in Column 4 is the raw count of new patents of the firm, this
includes observations where this is equal to zero. Column 4 estimated using a Poisson regression
with conditional fixed effects. The dependent variable in Column 5 is forward citation weighted
new patents, restricted to cases where firms issue a patent. Estimated with full year and firm fixed
effects. Column 6 estimates a random effects probit model using an indicator variable for whether or
not the firm patents. Age is measured as a = ln(1 + A). Debt/Equity ratio defined in Appendix B.
Average sales is computed as ȳ = ln(0.5(Yt + Yt−1 )). Lagged R&D in natural logs.

consistent with these findings but suggests that firm age is an important factor to
account for.

Firm Level R&D Activity
Column 2 of Table 3.3 shows the results of a fixed effects regression where the natural
logartihm of R&D is the dependent variable. I find that the conditional elasticity of
size is positive and less than 1. A one percent increase in firm size is associated with a
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0.685 percent increase in R&D expenditures. Importantly, this result is not sensitive
to the measure of firm size chosen or the specification of the fixed effects. I find that
the magnitude is similar when I control for industry effects instead of firm effects.16
Column 3 of Table 3.3 presents results for a regression where R&D intensity is
the dependent variable. R&D intensity is decreasing in firm size. This is consistent
with the results of Akcigit and Kerr (2018). I find that after controlling for firm
fixed effects there is no significant relationship between firm age and R&D intensity.
Table C.4 shows that when using industry effects instead of firm effects there is a
significant negative relationship between R&D intensity and firm age since listing.
There is a long literature which estimates the relationship between firm size and
R&D expenditures. My work is consistent with recent findings which suggest that
R&D increases less than proportionately with firm size. My work differs from this
literature in that I Include age as an independent variable and find significant effects.
I find insignificant age effects when R&D intensity is the dependent variable.17

Firm Level Patenting Activity
Lastly, I include two measures of the innovative output of firms. The first is the raw
number of new patents that a firm takes out in a given year. Column 4 of Table 3.3
presents the results from a Poisson Regression on patent counts. I find that larger
and more mature firms take out more patents.
16

Table C.3 shows that the estimates range from 0.685 to 0.794 across a variety of specifications.
Including lagged R&D expenditures reduces the magnitude of the coefficient to 0.28. I find that the
age coefficient ranges from −0.124 to −0.255 across the specifications considered.
17
See Cohen (2010) for a discussion of this large empirical literature. More recently, my findings
on the relationship between R&D intensity and firm size are consistent with Akcigit (2009), who also
uses Compustat Data. This work was followed up using data from the Census Bureau in Akcigit
and Kerr (2018). The conclusion that R&D intensity is declining in firm size holds in this more
representative sample.
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One potential concern with using the raw number of patents is that not all patenting behaviour is of equal value. The citations distribution for patents is extremely
right skewed. A small subset of patents have the most influence on future innovation.
To ameliorate these concerns, Column 5 presents results for a fixed effects regression
with a measure of citation weighted patents as the dependent variable. Interestingly,
the age effect becomes negative and significant. The size effect remains positive.

18

These results show that younger firms take out patents which are cited more. In fact,
correcting for number of citations changes the sign on the age coefficient.
Column 6 of Table 3.3 gives the results of a Probit Regression where the dependent
variable is an indicator denoting whether the firm took out a patent in that year. The
sample is restricted to firms which take out a patent at some point in their life cycle.
Larger firms are associated with more patents. The age coefficient is insignificant.
Overall the results in Table 3.3 shed light on the innovative activity of firms of
different ages and sizes. The narrative is that more mature firms have lower growth
rates, spend less on R&D , take out more patents; but these patents are of lower
quality. Larger firms have lower growth rates but spend more on R&D . They take
out more patents and are more likely to patent. All of these results hold conditional
on firm and year effects. Furthermore, R&D intensity is decreasing in firm size. Taken
together, these results suggest that innovation across the firm size and age distribution
is not constant and that there are relationships between firm growth and innovative
activity.
18

It is not appropriate to compare the magnitude of the coefficients across these two specifications
as the units are different. I chose not to include observations where there are zero new patents in
the results from the weighted patents case.
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Patent Level Results

In this section I investigate the relationship between patents and firm characteristics
using reduced form regression analysis. The main results are presented in Table 3.4
with additional results collected in Appendix C. The patent level regressions are
based off the following equation:

Xi,j,t = β0 + ιj + τt + βs si,j,t + βa ai,j,t + ui,j,t

Where Xi,j,t is the dependent variable, ιj is an industry fixed effect and τt is a year
fixed effect. Just as with the firm level results the coefficients, βs and βa , are interpreted as conditional correlations. I use a variety of regression approaches, including
ordinary least squares, Poisson regression and Probit Regression. Depending on the
strategy used, the interpretation of the coefficients may be different. For instance, it
is not appropriate to interpret the coefficient of a Probit regression as an elasticity. I
control for the debt to equity ratio of the firm in my preferred specification.

Patent Quality: Forward Citations and Market Value
Column 1 of Table 3.4 presents results for a Poisson regression with the number of
citations as the dependent variable. Both the age and size coefficients are significant
and of opposite sign. Patents which are taken out by larger firms receive more citations while patents taken out by more mature firms receive less citations. The signs
of the coefficients are the same in Column 2 where I run a Probit regression on an
indicator variable which measures whether the patent receives any citations at all. In
Column 3 I adjust the citations measure for truncation using the approach outlined
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Table 3.4: Patent Level Regressions

Age
Avg. Sales
Debt/Equity
Observations
R2

(1)
Citations
-0.158
(0.000)
0.0282
(0.000)
-0.0438
(0.000)
83123

(2)
Frac. Citations
-0.162
(0.000)
0.155
(0.000)
-0.0410
(0.000)
83015

(3)
Adj. Citations
-0.191
(0.014)
0.0333
(0.235)
-0.0514
(0.230)
83123
0.050

(4)
Frac. Self Cite
0.0200
(0.562)
-0.0214
(0.032)
0.00536
(0.433)
83123
0.057

(5)
Market Value
-0.338
(0.002)
0.534
(0.000)
-0.0969
(0.103)
75032
0.649

The dependent variable in Column 1 is the raw count of the number of citations for each patent,
including patents that receive 0 citations. I use a Poisson Regression. The dependent variable in
Column 2 is an indicator which is equal to 1 if the patent receives citations. Estimated by Probit.
The dependent variable in Column 3 is the truncation adjusted number of citations. I use OLS
with industry and year dummies. Includes observations where the number of citations is zero. The
dependent variable in Column 4 is the fraction of self citations, including zeros. Estimated by OLS
with a full set of year and industry dummies. Lastly, the dependent variable in Column 6 is the
market value of the patent as measured by KPSS. p-values in parenthesis, based on standard errors
clustered at the firm level. T
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in Hall, Jaffe, and Trajtenberg (2001). To be specific, I normalize citations by the
average citations for a patent taken out in that year. In this way, patents which are
taken out later in the sample are adjusted upwards to be comparable to patents taken
out earlier in the sample. See Appendix B for a more complete discussion of data
creation. I find that after adjusting for truncation, the coefficient on size is no longer
significant. However, I continue to find strong negative age effects.
Column 4 regresses the fraction of self citations on size and age. The results for
age are insignificant. Larger firms are less likely to cite their own patents.
Column 5 uses the KPSS measure of the market value of a patent as the dependent
variable. The conditional elasticity of age since listing is −0.338. This means that a
firm which is 10% older tends to take out patents which are 3.38% less valuable. This
is significant, both statistically and economically. Furthermore, larger firms have a
positive conditional elasticity. Patents taken out by firms which are 10% larger in
terms of average sales have market values 5.34% higher.
Overall, the results in Columns 1-3 and 5 suggest that patents taken out by more
mature firms are less valuable, both scientifically and economically. It also suggests
a correlation between market value and scientific value of patents in the Compustat
data. These results are complementary to the firm level results which suggest that
more mature firms spend less on R&D .

3.5

A Simple Model of R&D Investment

In this section I introduce a simple model of R&D investment. In Section 3.5.1 I
discuss my approach to modelling R&D and productivity. I clarify how my model
relates to the private returns to investment in R&D. In Section 3.5.2 I characterize the
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optimal R&D policy and show how it depends on firm age and size. In Section 3.5.3
I compare my approach to the dominant paradigm in the literature. This is the
knowledge capital model of Griliches (1979). I show that the way of modelling R&D
in this thesis generalizes the knowledge capital model and allows me to identify the
non-linearities and uncertainties which are the focus of my paper. The purpose of
this model is to introduce key concepts and ideas that will be expanded upon in the
next chapter, where I estimate a version of this model. Importantly, my estimation
in Chapter 4 makes fewer assumptions than I make here.19

3.5.1

A Simple Model of R&D Investment

R&D is a form of investment in the future profitability of the firm. The stock of
knowledge is a form of intangible capital which increases the ability of a firm to
produce and sell products. Firms invest in R&D today to increase their growth
potential in the future. Of course, from an accounting standpoint R&D is treated
as an expense, but this is due to the uncertainty of its future benefits. Investment
in knowledge is inherently different from investment in tangible capital in that it is
more uncertain. I provide a framework for identifying the connection between R&D
intensity and the uncertainty of future profits.20
19

This means that the estimates presented in the next chapter would be appropriate to use as
inputs to this model, with the addition of more assumptions. For instance, one needs to make
assumptions about the adjustment cost function to solve the full dynamic programming problem.
My estimates of the production function and productivity do not depend on the nature of adjustment
costs.
20
The connection between market value and the stock of knowledge was first derived and tested
in Griliches (1981). Bloom, Schankerman, and Van Reenen (2013) is an example of a recent study
which uses Compustat data and finds a positive effect of knowledge capital on market value across
a wide range of specifications. Hall and Oriani (2006) extends this type of analysis to a panel of
European firms from France, Germany an Italy. They find a positive relationship between firm value
and the stock of R&D in France and Germany and insignificant results for Italy. The overwhelming
consensus is that knowledge increases firm value.

CHAPTER 3. R&D SPENDING, PATENTING AND FIRM AGE

86

This framework clarifies the role of R&D spending in increasing future profits
in a way that is flexible. I also explicitly incorporate the inherent uncertainty in
the research process. My analysis in this section assumes a dynamic programming
problem for firms. This is because the choice of R&D intensity is inherently dynamic.
Firms invest in R&D intensity today in anticipation of receiving benefits, however
uncertain, in the future.
The firms produce output using two factors of production. The first is a durable
factor which is fixed within the period. I denote this factor, k, and it will include
tangible capital. I assume that there are adjustment costs to investment in tangible
capital, Ψ(i, k). There is also a non-durable factor of production, x. This factor will
include materials. For the purposes of this section, consider these to be the only two
inputs. It is not difficult to extend the analysis to the case where the inputs are a
vector.21 The firm solves a short run variable profit maximization problem, which
leads to profits denoted by π(z, k). The variable z represents revenue productivity,
corresponding to shifts in the demand curve as well as shifts in the production function. This is necessitated by most datasets where firm level variation in prices of both
inputs and outputs is not observed.
Following Doraszelski and Jaumandreu (2013), revenue productivity evolves according to a Conrolled Markov Process. This is an extension of an AR(1) process
to a situation where R&D intensity, a control variable, can influence the evolution
of productivity. For instance, raising R&D intensity may increase the mean of next
periods productivity draw. This is a flexible way to impose a link between spending
on R&D and the future prospects of the firm.
21

If a dataset distinguish between electricity, fuel and other materials or skilled and unskilled
labour then it is possible to extend this framework.
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My work extends Doraszelski and Jaumandreu (2013) idea in two ways. First, I include firm age as a factor which can influence the evolution of productivity. The facts
on the firm life cycle which I discuss at length elsewhere in my dissertation influenced
me to include an independent role for firm age in the evolution of productivity. My
second extension is to include a non-constant volatility, σ(z, a, r), in the stochastic
process. I refer to this as the skedastic function. It allows me to tightly characterize
the relationship between volatility and firm age as well as R&D efforts. Doraszelski
and Jaumandreu (2013) showed that the fraction of TFP residuals unexplained by
R&D and the traditional factors of production was large. This motivates my investigation of the linkage between innovative activity and the volatility of productivity
growth. Both of these extensions are important contributions of this work.
I assume that R&D intensity, r, can influence the evolution of revenue productivity. I take the stand now that the choice variable of the firm is their R&D intensity
and not gross R&D.22 From a conceptual point of view I am interested in the extent
to which the “innovativeness” of a firm declines with size and age. One measure of
“innovativeness” is the gross amount of R&D the firm does. However, this makes it
difficult to reconcile my findings with the results on R&D intensity in the previous
chapter. I take the position that a firm is more innovative if they devote a larger
fraction of their resources to innovative activity. In this way, a small startup may
spend less on gross R&D than a large incumbent, but is more innovative according to
my definition, provided they spend a larger fraction of their revenue on R&D. I think
that this definition is consistent with how the term is used in everyday language. I
22

This is without loss of generality because a firm which knows its sales and chooses gross R&D
is in essence choosing their R&D intensity. I estimate my model using gross R&D in Section ?? and
discuss there how this allows me to reconcile various findings in the growing empirical literature on
heterogeneous R&D.
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will be careful to be clear about the implications of this choice when interpreting my
results. I also assume a cost function for R&D intensity which does not depend on
firm age and productivity, z. This function I denote by Φ(r).
I now characterize the firms problem. The firm maximizes variable profits every
period, conditional on z and k. Dynamically they choose investment in tangible
capital and R&D intensity. The variable profit maximization problem is:23

π(z, k) = max z 1−α k 1−α xα − px x
x

The dynamic program of the firm is:

V (z, k) = max π(z, k) − Ψ(i, k) − Φ(r) + βE[V (z 0 , k 0 )|z, a, r]
i,r

Where:
k 0 = i + (1 − δk )k

z 0 = µ(z, a, r) + σ(z, a, r)ξ 0

A few remarks are in order. First, under the assumptions of the model, the profit
function will be linear in k and z. Second, the optimal choice of r is independent of
the optimal choice for i. This is due to the fact that the adjustment costs for capital
are independent of r and the adjustment costs for r are independent of k. These two
characteristics make it possible to analyse the optimal policy for R&D intensity.
23

Revenue productivity shocks are assumed to be Hicks neutral. Recent work by Doraszelski and
Jaumandreu (2018) presents evidence that productivity shocks may be biased at the firm level. They
do so using data with variation in prices which is not available in most instances. In the case of
constant returns to scale it is easy to show that:
x(z, k) = (

(1 − α) 1
) α zk
px

π(z, k) =

(1−α)
1 −
α
(1 − α) α px α zk
1−α
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I characterize the optimal R&D policy for a firm which reports positive research
spending. This policy obeys:24
∂Φ(r)
∂E[π(z 0 , k 0 )|z, a, r]
=β
∂r
| ∂r
|
{z }
{z
}
Marginal Costs
Marginal Benefits
Since R&D intensity influences both the conditional mean and skedasticity of future
productivity, it is not appropriate to pass the derivative under the expectation integral in most cases. In the case of linear profits, it is appropriate due to certainty
equivalence.

3.5.2

Heterogeneous and Uncertain Benefits to R&D

In the previous section I introduced a framework for identifying the effect of R&D
on productivity. I clarified the conditions under which the private returns to R&D
could be estimated. This paper focuses on the incentives for firms to increase their
R&D intensity or relative innovation efforts. I especially focus on the non-linearities
and uncertainties inherent in this choice. The flexibility of the Controlled Markov
Process framework of Doraszelski and Jaumandreu (2013), which I extend, is one of
its primary benefits.
Figure 3.1 depicts the optimal choice of R&D in the non-linear case. The marginal
costs are assumed to be increasing in the level of R&D intensity. For ease of exposition
I assume that marginal benefits are linear in R&D intensity for a given level of z and
a. The purpose of this model is to aid in the interpretation of my empirical results.
24

In order to formalize this result I would need to make relevant assumptions so that the firm
has a concave objective function and the solution is interior. In this case the Euler Equation plus a
transversality condition are sufficient to characterise the optimal R&D policy.
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Figure 3.1: The Optimal R&D Intensity
MC,MB
MC =

𝜕Φ(𝑟)
𝜕𝑟

MB’’(z,a’’)

MB =

𝜕𝜋(𝑧 ′ ,𝑘 ′ ) 𝜕𝜇(𝑧,𝑎,𝑟)
𝜕𝑧′
𝜕𝑟

MB’(z’,a)

r’(z,a)

*

r(z,a)

r’’(z,a)

R&D Intensity

A graphical representation of the model described in this section.

As such, this is a reasonable simplification.25
To consider the effects of the non-linearity with respect to z and a, I start by
outlining the initial solution to the firms R&D intensity policy. This solution occurs
where the marginal benefits of increasing R&D intensity equal the marginal costs.
This solution is depicted as r(z, a) in Figure 3.1 and is shown in blue. The solution
25

In order to check for the existence of an R&D policy in the general case it is necessary to solve
the entire dynamic programming problem of the firm, which includes the effects of R&D on the mean
and uncertainty of productivity. One needs to first check that the marginal benefit is monotonic.
Then if it is found to be increasing check that:
lim MB(z, a, r) < lim M C(r)

r→0

r→0

and

lim M B(z, a, r) > lim M C(r)

r→∞

r→∞

. This is non-trivial. The linearity assumption amounts to assuming a linear profit function and
that:
µ(z, a, r) = µ̃(z, a) + µr r + µz,r zr + µa,r ar
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is well defined under the restrictions of the model I have imposed.
Now consider the policy for a firm with higher productivity, z 0 > z. I have depicted
the new marginal benefit in red as M B 0 (z 0 , a). Crucially, this marginal benefit is lower
than in the original case. This leads to a lower R&D intensity for more productive
firms.26 The reason this is the case is transparent. The cross partial derivative of the
conditional mean with respect to z is negative.
∂ 2 µ(z, a, r)
<0
∂r∂z
This is a testable prediction and I find robust evidence for its negative sign across
different assumptions and specifications in my data. Importantly, I do not need to
make any assumptions about market structure or the nature of innovation to test
this. I just assume that a firm produces output according to a production function
and that R&D intensity can influence future productivity.
Next I consider how the R&D intensity of a firm may vary over the life cycle. The
green line in Figure 3.1 represents the marginal benefit of a firm with age since listing
a00 < a. That is, this firm is younger than the one considered in the baseline case. I
have depicted this as an increase in the marginal benefits. This is consistent with a
negative cross-partial derivative of the conditional mean function with respect to a.
∂ 2 µ(z, a, r)
<0
∂r∂a
This is another testable implication of my empirical model. A firm would decrease
their R&D intensity over the life cycle if this cross-derivative were negative. Recall
26

In the language of Akcigit and Kerr (2018) these are also the bigger firms.
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that in the reduced form regression there were strong life cycle effects. I find evidence
for this negative life effect which is not as strong as the evidence in favour of the
productivity/size effect. In particular, I find a significant negative coefficient in my
preferred specification, but it is not robust across industries and specifications.
Given my assumption of linearity of the profit function, the firms’ R&D policy
is unaffected by the endogenous effect on uncertainty that it produces through the
Controlled Markov Process. Importantly, Doraszelski and Jaumandreu (2013) find
that a large share of the variance in firm level productivity, z, is due to ξ 0 . This
confirms the long held belief that the outcome of R&D is very uncertain. I take their
analysis a step further in my paper by explicitly modelling the relationship between
this uncertainty and firm age, productivity and R&D intensity. Instead of merely
observing that there is a large fraction of uncertainty in R&D performing firms I can
examine whether increasing R&D intensity actually increases this uncertainty. In
particular, I will examine whether the partial derivative of volatility with respect to
r is increasing.
∂σ 2 (z, a, r)
>0
∂r
This is the last testable implication of my model which I emphasize. I find this result
to be very robust.27
Non-linear benefits to R&D and the uncertainty channel have the potential to be
informative about the stylized facts about the firm life cycle introduced earlier in my
27

Doraszelski and Jaumandreu (2013) plot the level of uncertainty against the returns to R&D
at the industry level and find a positive relationship. A further understanding of the asset pricing
implications of my findings is left for future work. However, it is easy to see that if R&D intensity
increases uncertainty at the firm level and the owners of the firm are risk averse then there will
be a relationship between stock returns and R&D . Given that Compustat Data can be merged
with information on firm value as determined by the market, this could be one direction for future
research which would maximize the data I have available.
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dissertation. In particular, a robust finding of firm level studies is that the skewness
and variance of firm level growth rates is declining in age. Furthermore, firm exit
rates are declining in age. My empirical findings suggest that small and young firms
will invest more intensely in R&D . Furthermore, this intense innovation effort is
associated with an endogenously higher volatility of revenue productivity. Further
research is needed to understand the implications of my productivity process for a
model of firm dynamics. In particular, the interaction between endogenous volatility
and selection.

3.5.3

Comparison With Knowledge Capital Model

The approach to modelling innovation which has the longest lineage is the knowledge
capital paradigm of Griliches (1979). In this model R&D is capitalized as a stock
variable and included in the production function. I call this factor of production c
and write the production function as:

y = eω k θk cθc xθx

This stock is constructed as:
c0 = (1 − δc )c + R
Where R represents gross R&D expenditures and δc is the depreciation rate of knowledge.
I would first like to emphasize that the knowledge capital model can be viewed
as a restricted version of the Controlled Markov Process approach. In particular,
the factor of production, c, can be absorbed into the residual, which is what the DJ
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approach does. This means that the residual in my approach includes knowledge
capital. For ease of exposition I will include gross R&D in the conditional mean
function and assume constant volatility and write it as:

z 0 = µ(z, a, R) + σξ = ω + θc c0 + σξ 0

The construction of the knowledge capital stock implies that at a given age A the
level of knowledge capital is:

cA = (1 − δc )A c0 +

A
X
(1 − δc )j−1 RA−j
j=1

This way of writing knowledge capital makes it clear the two major assumptions which
are required to create this stock. Namely, an assumption on the level of knowledge
capital at entry, c0 and the depreciation rate of knowledge δc . Comparing the flexible
DJ approach to the knowledge capital approach, notice that:

0

A

z = µ̃1 (ω, a) + θc [(1 − δc ) c0 +

A
X

(1 − δc )j−1 RA−j ] + σξ 0

j=1

This exposition makes it clear that the knowledge capital model imposes some restrictions on the data which the DJ approach does not. The first point is that volatility
of TFPR is constant in the knowledge capital model. My inclusion of the skedastic
function is a clear benefit improvement given the widespread belief that R&D investment is very uncertain. I also emphasize that the full lag structure of gross R&D is
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included in knowledge capital, but in a very restricted way.28 It would be straightforward to include further lags of R&D in my model. Of course with each additional
lag one year of data per firm is lost.
Perhaps most importantly, the structure imposed by the knowledge capital model
implies that there are no non-linearities of the form which I emphasized in my discussion of the firms optimal R&D policy. Some preliminary work by Kim and Lester
(2019) using Canadian firm level data suggests that the returns to R&D are higher
for larger firms. They do this by estimating the knowledge capital model separately
for different size classes of firms. They can do this due to the level of detail and
size of their dataset. In smaller datasets this is less feasible. In the spirit of DJ, my
approach suggests an intuitive way to model non-linearities in the benefits to R&D
that are very flexible.
I want to finish this section by pointing out that I think about knowledge and R&D
in the exact same way that Griliches (1979) and Hall, Mairesse, and Mohnen (2010).
R&D is an investment in the future profitability of the firm. The approach of DJ which
I extend simply allows this process to be heterogeneous and uncertain. I suspect that
researchers in the knowledge capital tradition will find nothing unorthodox about
the way I model productivity. The DJ method offers a structurally valid way to
estimate non-linear and uncertain returns to R&D . In the next section I introduce my
empirical model and outline how I have accommodated the DJ approach to work with
28

There is a large literature which focuses on estimating the depreciation rate of knowledge capital.
Griliches, Hall, and Hausman (1986) discuss why identification of the depreciation rate is difficult
using panel data. The level of R&D does not vary much over time. Pakes and Schankerman (1984)
and Cuneo and Mairesse (1984) estimate the lag between R&D investment and its effects on revenues.
The mean lag is 1.2-2.5 years and the distribution of lags is roughly bell shaped. Despite this careful
work, it is standard to use the perpetual inventory method with an assumed rate of knowledge
obsolescence of δc = 0.15 in applied work. Klette and Johanssen (1996) is an example of a paper
which assumes a slightly different law of motion for knowledge capital accumulation, but this is rare
in the literature.
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Compustat data. Importantly, their identification strategy relied on price variation
at the firm level and mine does not. Given the lack of firm level price data I think
this is an important contribution.

3.6

Conclusion

The variety of reduced form techniques employed in this chapter have uncovered rich
relationships between firm age and size and a variety of variables of interest. In
particular, age and size are important correlates of firm growth, R&D and patenting.
The emphasis on firm age is an extension of a recent literature, following Akcigit
and Kerr (2018) which emphasizes heterogeneity in R&D intensity across the size
distribution. I find that more mature firms, on average, grow slower, spend less on
R&D and take out more patents. The patents that mature firms take out are of lower
quality as measured by forward citations and changes to the stock market valuation
of the firm.
I also introduced a stylized, flexible model that can be used to consider the relationship between productivity, output, firm growth and R&D intensity. An important feature of this model was the Controlled Markov Process for productivity. I
have argued that this approach can be seen as an extension of the knowledge capital
framework. Namely, this approach still views R&D spending as an investment in
the future profitability of the firm. However, by using a more flexible structure it
is more able to handle the heterogeneity that that is inherent in the R&D process.
The reduced form results of this chapter can be seen as confirming and identifying
this heterogeneity. It is the purpose of the next chapter to estimate this Controlled
Markov Process using the minimum amount of structure. In this sense, my estimates,
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or estimates which use my methodology, can be seen as portable across a wide range
of applications.

Chapter 4
R&D and Productivity: The
Effects of Heterogeneity and
Uncertainty
4.1

Introduction

The relationship between R&D spending and productivity has been studied extensively within economics in the last 50 years.1 This is due to the consensus view that
aggregate productivity is of central importance for determining living standards in
advanced modern economies. R&D spending measures the deliberate attempts of
firms to develop new products, new markets and new production processes. This
1

There are some comprehensive reviews of this empirical literature. Cohen (2010) begins with
the qualitative observations of Schumpeter (1942) on the nature of creative destruction and follows
the literature over a long period, placing emphasis on the relationship between firm size and R&D
spending. Hall, Mairesse, and Mohnen (2010) discusses the literature on identifying the returns to
R&D using the knowledge capital model pioneered by Griliches (1979). I do not follow the knowledge
capital approach in this paper, but most studies of firm level R&D do.
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is why R&D expenditures are a natural place to look to understand the complex
processes of productivity growth.
This chapter examines the relationship between R&D intensity and revenue total
factor productivity.2 I use data on publicly listed US firms coupled with a novel
identification strategy to identify non-linearity and uncertainty in the relationship
between R&D intensity and productivity. By non-linearity I refer to the fact that
the marginal effect on future productivity of increasing R&D intensity is dependent
on the age and current productivity of the firm.3 The marginal effect of increasing
R&D intensity is defined as the percentage increase of future productivity associated
with a small change in R&D intensity. I find that, on average, more productive and
more mature firms have lower marginal effects than their less productive and younger
counterparts. I also capture the connection between firm age, lagged productivity,
R&D intensity and the uncertainty of future productivity. I also find that more
productive and more mature firms have lower uncertainty of future productivity. By
uncertainty, I am referring to the dispersion of next periods productivity. I also find
that increasing R&D intensity increases the uncertainty of future productivity draws.
My empirical approach is to estimate a production function and recover a stochastic process for productivity. This process defines a relationship between future productivity and age, R&D intensity and current productivity. Furthermore, volatility
can also depend on productivity, age and R&D intensity. Following Doraszelski and
Jaumandreu (2013), I call this the Controlled Markov Process. The process is controlled in the sense that R&D intensity is an endogenous variable of the firm. It is a
2

I will use the term productivity for short. Unless otherwise noted, I am always referring to
revenue total factor productivity.
3
R&D intensity is measured as gross R&D spending divided by sales. See Appendix B for a full
list of variable definitions used in this thesis.
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Markov Process because all relevant information for determining future productivity
is encoded in the current state, which is current period productivity, age and R&D
intensity.
The Controlled Markov Process is the main focus of this chapter. Based on my
assumptions it represents a structural link between future productivity and R&D
intensity, age and current productivity. The process which I recover is, in principle,
portable across a wide range of models of business dynamics. For instance, it could be
used to examine the impact of a fall in labour supply growth on output, productivity
and firm creation. This is akin to the demographic explanation for the “Decline in US
Business Dynamism” analysed in Chapter 2 (Karahan, Pugsley, and Şahin (2019)).
The Controlled Markov Process could also be used to quantify the effects on aggregate
productivity of different types of R&D subsidies. For example, R&D subsidies in the
US currently reduce the corporate income tax. Many small and young businesses do
not qualify for this subsidy since they do not earn the minimum amount to be subject
to the corporate income tax. One must be careful in generalizing from my results,
based on publicly listed companies, to the entire population of US firms. However,
the methodology developed could easily be applied to different datasets.4
The assumptions I make are motivated by recent work on the identification of
production functions (Gandhi, Navarro, and Rivers (2011), Ackerberg, Caves, and
Frazer (2015), Olley and Pakes (1996), Levinsohn and Petrin (2003)). I estimate a
gross production function. The three important identifying assumptions that I make
are the scalar invertability assumption, the timing assumption and the returns to
scale assumption. The scalar invertability assumption was introduced by Olley and
4

My work is analogous to the large literature on estimating earnings processes for heterogeneous
household models (Guvenen (2009)). The stochastic process for productivity is a primitive for a
wide array of models of firm dynamics.
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Pakes (1996). I choose to invert cost of goods sold, which I assume firms can adjust
freely. The timing assumption is used to create a moment conditions for estimation.
The work of Gandhi, Navarro, and Rivers (2011) has shown that gross production
functions are not identified without an additional assumption. I choose to assume
constant returns to scale. I am careful to show that the results which I emphasize are
not sensitive to the level of returns to scale chosen. I also show that my results are
consistent with different identification assumptions.
This chapter makes three primary contributions. First, I adapt the Controlled
Markov Process approach of Doraszelski and Jaumandreu (2013) to a setting without
wage and price variation. My data constraints are similar to most representative
datasets, making this an important extension. Most datasets do not contain firm
level variation in wages and prices. Second, I extend the analysis to consider firm age
as a determinant of productivity. I show that there are important non-linearities in
the relationship between productivity and age as well as R&D intensity and age. More
mature firms have more persistent productivity and have a lower marginal effect of
R&D intensity on future performance. Lastly, I incorporate uncertainty in an explicit
way. I estimate a relationship between the volatility of future productivity and firm
age, R&D intensity and current productivity. This volatility depends negatively on
age and current productivity and positively on R&D intensity. Simply put, firms
which devote a large fraction of their resources towards R&D activities have more
uncertain future profitability.
Despite using a different dataset and a different estimation procedure than Doraszelski and Jaumandreu (2013) I am able to confirm some of their findings. Their
results, based on Spanish manufacturing data, identified non-linearities between gross
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R&D and current productivity. Specifically, they find a positive complementarity between gross R&D and current productivity. In Section 4.4 I show that, when using
gross R&D instead of R&D intensity, I reach a similar conclusion. Furthermore, my
results using gross R&D are consistent with the literature using the knowledge capital model of Griliches (1979). I find that the private returns to performing R&D are
positive. This is in line with the literature surveyed in Hall, Jaffe, Trajtenberg, et al.
(2005).
The chapter is organized as follows. Section 4.2 introduces the empirical methodology and identifying assumptions. I also discuss my data, which has been discussed
extensively in the previous chapter. Section 4.3 presents the main results of the paper.
I look at how these findings vary across industries and time periods in Section 4.4. I
also consider robustness to the returns to scale assumption. Section 4.5 concludes.

4.2

Empirical Methodology

The purpose of this chapter is to use micro-level data to estimate the effects of R&D
intensity on productivity over the life cycle of newly listed firms. In order to accomplish this I define and estimate a production technology and explicitly model
the channels through which R&D intensity and age can influence revenue productivity Section 4.2.1 introduces the assumptions required to identify the relationship
between productivity and R&D intensity, age and lagged productivity. I model this
using a Controlled Markov Process. In Section 4.2.2 I discuss how I convert my empirical model into an estimation strategy. Lastly, Section 4.2.3 briefly discusses choices
I make regarding data creation and sample selection. The data were discussed at
length in the previous chapter of this dissertation so the discussion is brief.
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Assumptions

The unit of analysis in the data is an individual firm. A firm may have many separate
business locations. The gross production function is introduced in Assumption 1
Assumption 1. (The Gross Production Function)

Y = K θk X θx eω
It will often be convenient to write the gross production function in natural logs.

y = θk k + θx x + ω

Where productivity is broken up into:

ω =ι+τ +z+ε

ι and τ are industry and time effects. z is persistent productivity known to the firm.
ε is measurement error.
In this production function K is a durable capital input and X is a non-durable
input which may be materials or cost of goods sold. I have chosen a Cobb-Douglas
production technology. This technology can be thought of either as the true underlying technology or as a first order approximation to any smooth production function.5
Non-durable inputs are chosen within each period while durable inputs must be chosen one period in advance, perhaps subject to adjustment costs. In the preceding
5

This differentiates my work from Gandhi, Navarro, and Rivers (2011) who use an entirely nonparametric approach. I follow Ackerberg, Caves, and Frazer (2015) and Doraszelski and Jaumandreu
(2013) in specifying an explicit production technology.
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definition I have omitted the time, industry and firm subscripts for ease of notation.
My methodology is designed to be compatible with firm level datasets such as
the Longitudinal Business Database (LBD) in the United States or T2-LEAP in
Canada. Such datasets provide measures of gross output or sales as well as firm age,
employment, investment and materials. They can be merged with other datasets
which contain information on R&D expenditures.6
Assumption 2. (Controlled Markov Process)

z 0 = µ(z, r, a) +

p
σ 2 (z, r, a)ξ 0

Where µ(z, r, a) is referred to as the conditional mean function and σ 2 (z, r, a) is referred to as the skedastic function.
This definition is analogous to the productivity process discussed as part of the
model used in Section 3.5 where I discussed the important ways that I extend Doraszelski and Jaumandreu (2013). These were the inclusion of the age since listing
variable and the skedastic function, σ(z, a, r).
In most applications of my procedure I do not make assumptions about the output
or input market structure. The only structure I impose on the relationship between
R&D and productivity is through Assumption 2, which can be very flexible. The
theoretical content of my model is summed up in these two assumptions. This makes
the stochastic process valid across a wide range of applications.
6

Akcigit and Kerr (2018) build on the work of Balasubramanian and Sivadasan (2010) using
American data. This data creation effort aims to build a bridge between firm level R&D data
from the NSF Business R&D and Innovation Survey, the NBER Patent Database and the LBD.
In Canada, Kim and Lester (2019) are undergoing a similar effort with support from the SSHRC
funded Productivity Partnership.
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In practice I need to make some additional econometric assumptions in order to
identify the parameters of the model.
Assumption 3. (Cost Minimization)
I assume that firms minimize costs with respect to variable inputs within period:

min px X
X

Subject to:
Y ≥ e z K θk X θx
I need to impose a behavioural assumption on firms in order to recover productivity. The minimal assumption I can make is cost minimization.
Assumption 4. (Timing and Information Sets)

E[ε|I] = 0
q
E[ε + σ 2 (z, r, a)ξ 0 |I] = 0
0

Where I represents the current period information set.
The next assumption concerns the timing of decisions and the information available to the firm when these decisions are made. These assumptions are required to
create moment conditions. The measurement error term, ε is orthogonal to all current period variables, including the variable input. This is intuitive because classical
measurement error is not correlated with any economic variables.7 The innovation
7

It is possible to generalize ε to be any non-forecastable (to the firm and the econometrician)
shock. This is done in Gandhi, Navarro, and Rivers (2011) and complicates the notation and
estimation slightly as the firm minimizes costs subject to an expected output constraint.
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to the controlled Markov process, ξ 0 is orthogonal to all lagged variables as well as
current period values of the dynamic inputs. It is not orthogonal to variable inputs as
I assume that the firm knows the value of productivity when it makes these decisions.
Assumption 5. (Returns to Scale)

θk + θx = RTS
For some chosen level of returns to scale.
In order to achieve identification I require at least one more assumption. My
preferred results use a returns to scale assumption. I simply assume constant returns
to scale, which reduces the number of parameters by one.8 Importantly, I show in
Section 4.4 that my conclusions regarding the parameters µz,r , µa,r and σr2 are not
sensitive to the level of returns to scale assumed. The returns to scale assumption
was suggested by Flynn, Gandhi, and Traina (2019). Furthermore, I also estimate the
model using the share equation approach of Gandhi, Navarro, and Rivers (2011). This
approach implicitly assumes competitive input and output markets. Once again, my
results are robust. For a discussion of the share equation approach, see AppendixD.

4.2.2

Estimation Strategy

Now I introduce a procedure which takes as given the assumptions of Section 4.2.1
and turns them into an estimation strategy.
8

If I impose constant returns to scale then θm = 1 − θx − θk .
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Stage 1: Inverting the Non-Durable Input
My first stage estimation procedure starts from the gross production function in logs.
I have dropped time and industry effects and subscripts in favour of the more compact
notation. The gross production function is taken from Assumption 1.

y = θk k + θx x + z + ε

Cost minimization implies a factor demand for the non-durable input which is monotonic in z. The inverse function theorem applies.

y = θk k + θx x + x−1 (k, x) + ε

The third term is not separately identified from the first two in this case. The
suggestion of Olley and Pakes (1996) was to treat the entire first three terms nonparametrically. I do so using a 3rd order polynomial, Φ(k, x).

y = Φ(k, x) + ε

This first stage equation can be estimated by Ordinary Least Squares. In the original
Olley and Pakes (1996) implementation they showed how to control for endogenous
exit. I do not do that in my application for two reasons. First, exit in Compustat
is not organic, meaning that often firms exit precisely because they are very productive. This is due to merger activity. In the case of exit due to mergers, it is not
valid to use the optimal stopping policy of the dynamic program to back out exit
probabilities. Second, I do not specify a full dynamic program for the firm because
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the non-linearities and uncertainty effects may lead it to no longer by monotonic in
z. This also invalidates the procedure for estimating exit probabilities.

Stage 2: Moment Estimation
In the first stage I regressed sales on a polynomial in the durable and non-durable
input. I can use the fitted values from this regression to back out a measure of
persistent productivity conditional on the production function parameters.

z 0 (Θ) = Φ̂(k 0 , x0 ) − θk k 0 − θx x0

z(Θ) = Φ̂(k, x) − θk k − θx x

and

Where I have used the notation, Θ = (θk , θx ). The main purpose of the first stage
regression is to isolate ε from z. With measures of z 0 (Θ) and z(Θ) in hand I can turn
to the controlled Markov process in Definition 2.

z 0 (Θ) = µ(z(Θ), a, r) +

p

σ 2 (z(Θ), a, r)ξ 0

My notation makes explicit that the values for z 0 and z are conditional on the unknown
parameter estimates. Given that all of the elements in the skedastic function are
p
exogenous it makes sense to define ξ˜0 = σ 2 (z, a, r)ξ 0 . An estimate of this, conditional
on the parameter values, can be obtained by regressing z 0 on the conditional mean
function. This leads to a moment condition which is used for estimation.
E[ξˆ˜0 (Θ) ⊗ w]
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Where w is a vector of instruments which are predetermined. Any variables in the
information set I are appropriate to use. This method works very well in practice
because I have concentrated out the Markov process parameters. In the case of
2 inputs and a returns to scale assumption this reduces the dimensionality of the
minimization problem to one parameter.9
In principle, all functions of lagged variables are valid instruments. This means
that I could include more instruments than parameters and test the overidentifying
restrictions. This complicates estimation considerably for the following reasons. First,
since I use a two stage estimator I follow the literature to compute bootstrapped
standard errors. Over-identifying the model means I would have to re-center the
moments for any criterion function tests. Second, the optimal weighting matrix would
have to be estimated in a first bootstrap estimation where I calculate the standard
errors. This increases computation time considerably. Third, it is not even clear that
using the optimal weighting matrix would be the right thing to do. The literature on
income dynamics follows Altonji and Segal (1996), who show that the optimal GMM
weighting matrix induces bias in short samples. Lastly, in the case of persistent inputs,
there is little additional identifying information in further lags of the instruments used
in estimation. This is a known problem in the dynamic panel literature following
Blundell and Bond (2000), who show that differencing inputs leads to estimation
problems due to persistence using a version of the Compustat data.
I compute standard errors using a block bootstrap method. To create a bootstrap
sample I draw firms with replacement from the sample. If a firm is drawn then I
add their entire history of data to the bootstrap sample. I continue adding firms
9

My preferred specification includes a measure of overhead as an additional dynamic input. This
means that I have to minimize over two dimensions.
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to the sample until the bootstrap sample size, N T b , is equal to or just greater than
the actual sample size. For each bootstrap sample I estimate the model. I use these
estimates to find bootstrap standard errors. I use 999 bootstrap samples in my main
estimation and 499 when I investigate robustness.

4.2.3

Variable Creation and Sample Selection

The Compustat data was discussed at length in the previous chapter. The key variables of interest in this chapter are SALE, COGS, XSGA and XRD. I construct capital
stocks using a perpetual inventory method. The first year that a firm is in the sample I assign them a capital stock equal to the variable PPEGT (Gross Property, Plant
and Equipment). Then I construct investment by using the net investment variable,
PPENT. This avoids having to specify the depreciation rate of capital as firms amortize
according to the relevant accounting standard. I construct age since listing as the
number of years since the firm first appeared in the sample. My measure of operating
expenses subtracts XRD from XSGA. This is because R&D expenditures are counted
under operating expenses for firms which report them.10
I am interested in innovative firms, which means I discard observations where R&D
is missing. Due to changes in accounting standards for intangibles this accurately
reflects zero R&D after 1975. Compustat has merger and acquisition flags. They
also provide a variable which records the share of sales which were affected by the
mergers. I drop firms which ever have merger activity greater than 10% of sales.
This is conservative and means that I can be confident that the life cycle I capture is
organic. A firm which absorbs another firm which is less than 10% its size is essentially
10

See Appendix B for more details on data creation, sample selection and the representativeness
of Compustat data.
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the “same firm.” I adjust sales to reflect mergers and divestment using the variables
DO and AQS. This means that interpreting exit from my sample is different from work
which uses Census Bureau Data. I also dropped firms from my sample which had
outlier observations for the key variables. I discard observations where age is censored
because the firm was in Compustat in 1950. Lastly, I keep only observations where
the firm has measurements for the variable of interest in both the current and lagged
period. Where there is only one year of data missing for a subset of the variables, I
interpolate values.
Many of the choices I have made limit the size of my sample in favour of a cleaner
dataset that accurately reflects organic growth in the early stages of the firm life
cycle. This is motivated by the goals of my study. Namely, to use an innovative panel
of firms to test for non-linearities and uncertainties in the relationship between R&D
and productivity. I aim to maximize what can be learned from the data at hand by
using accounting definitions wherever possible and by conservatively dropping firms
which may have been subject to merger activity. Mergers and acquisitions are an
interesting area of study in their own right and are absolutely part of the innovative
strategy of firms. A further investigation of this area is beyond the scope of this work.

4.3

Main Results

I now turn to the main results of this chapter. I discuss the production function estimates in Section 4.3.1. In Section 4.3.2 I interpret the results on the conditional mean
function, µ(z, a, r). Lastly, Section 4.3.3 presents results for the skedastic function,
σ 2 (z, a, r).
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Table 4.1: Production Function Estimates
OLS
AR(1)
Age
Linear
Full
0.0285
0.1496
0.1471
0.1754
0.0766
(0.0027) (0.0188) (0.0195) (0.0210) (0.0159)
0.5428
0.2357
0.2438
0.2697
0.2720
(0.0036) (0.0169) (0.0181) (0.0200) (0.0139)
0.4013
0.6147
0.6091
0.5549
0.6514
(0.0026) (0.0133) (0.0137) (0.0183) (0.0182)

Estimates based on the sample defined in Appendix B using the estimation method introduced in
Section 4.2.2, except for the OLS results. All standard errors computed using 999 bootstrap
samples.

4.3.1

Production Function Estimates

The production function estimates are presented in Table 4.1. In the first column I
show estimates from a simple OLS regression. θk is interpreted as the elasticity of
gross output with respect to the capital stock. A 1 percent increase in the capital
stock would increase output by 0.025% according to the OLS estimates.11 It is difficult
to compare my OLS estimates with the previous literature using Compustat data due
to my focus on a gross production function. My estimates are slightly lower than
those found in recent work which estimates gross production functions using firm
level datasets.12 Under OLS all the elasticities are estimated very precisely. However,
due to endogeneity there are strong reasons to believe these estimates are biased.
The remaining columns of Table 4.1 provide production function estimates for various different models for productivity. These models refer to different specifications of
11

It is not appropriate to use the “share” interpretation of these estimates unless one is willing to
assume constant returns to scale and competitive input and output markets. I make the constant
returns to scale assumption in many of my results, but not the OLS ones.
12
Using OLS, Doraszelski and Jaumandreu (2013) find capital elasticites ranging from 0.051 to
0.109, labour elasticities ranging from 0.2177 to 0.335 and materials elasticities from 0.605 to 0.739
across 10 manufacturing industries in Spain. Gandhi, Navarro, and Rivers (2011) look at manufacturing data from Colombia and Chile and find a capital elasticity of 0.06 and 0.09 respectively, a
labour elasticity of 0.26 and 0.2 respectively and a materials elasticity of 0.72 and 0.77 respectively.
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the function µ(z, r, a).13 I first note the stability of the estimates across these various
specifications, except for the model which includes non-linearities. This suggests that
the non-linearities are significant. The elasticities sum up to 1 in all cases because I
have assumed constant returns to scale in my preferred specification. All three parameters are estimated with roughly the same precision. Controlling for endogeneity
using my method increases the variable input elasticity relative to OLS. This is not
the same direction change as in Gandhi, Navarro, and Rivers (2011). It can be shown
that failing to control for endogeneity leads to estimates of flexible inputs which are
too high and estimates of fixed inputs which are too low.14
After correcting for endogeneity using my procedure I find capital elasticities (θk )
that range from 0.0766 to 0.1754, overhead elasticities (θs ) that range from 0.2357 to
0.2720 and variable input elasticities (θc ) ranging from 0.5549 to 0.6514. The share
of COGS in output is 0.3837, meaning that my baseline specification implies a higher
elasticity for materials than the share equation approach. Importantly, my estimates
for the productivity process are not as sensitive to this assumption as the production
function estimates are.
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µz
µa
µr
µz,a
µz,r
µa,r

Table 4.2: Conditional Mean
OLS
AR(1)
Age
-0.0200 -0.0777 -0.0801
(0.0039) (0.0111) (0.0118)
0.9595
0.9731
0.9679
(0.0063) (0.0039) (0.0042)
0.0025
-0.0067
(0.0016)
(0.0007)
0.1245
(0.0216)
0.0113
(0.0027)
-0.2219
(0.0172)
-0.0725
(0.0109)
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Function
Linear
-0.1115
(0.0139)
0.9593
(0.0049)
-0.0057
(0.0006)
0.0445
(0.0055)

Estimates
Full
-0.0254
(0.0362)
0.9912
(0.0123)
0.0109
(0.0152)
-0.8057
(0.1072)
0.0042
(0.0052)
-0.3032
(0.0362)
-0.0205
(0.0043)

Estimates based on the sample defined in Appendix B using the estimation method introduced in
Section 4.2.2, except for the OLS results. All standard errors computed using 999 bootstrap
samples.

4.3.2

Heterogeneous Benefits to R&D

I now turn to the estimation of the conditional mean of the productivity process
outlined in Definition 2. All of the models are special cases of the full model.

µ(z, a, r) = µ0 + µz z + µa a + µr r + µz,a za + µz,r zr + µa,r ar +
13

p
σ 2 (z, a, r)ξ 0

The specification of the skedastic function σ 2 (z, r, a) does not have an effect on the moment
conditions used in estimation. Therefore, variations on this function do not affect the production
function estimates.
14
This is just an application of omitted variable bias where the omitted variable is productivity.
Since, by assumption, m(z, k, l) is increasing in z the correlation between z and m is positive. The
discussion on p.96 of Wooldridge (2006) shows that in this case the bias will be positive. Additional
levels of complexity will break down this simple result, but it is undeniable that there is some
evidence that COGS is not a totally flexible input. This may be due to the fact that labour is
largely unionised in the large manufacturing industries which make up the majority of my sample.
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The AR(1) only includes the µz term and features constant variance. The life cycle model adds the µa term and the linear model includes R&D intensity, but no
interactions. Recall that r is R&D intensity and a is the natural logarithm of age.
First consider the OLS results. These suggest a strongly persistent process for
productivity with positive benefits to increasing R&D intensity. There are three
precisely estimated non-linearities. The first is µz,a , which suggests that productivity
becomes more persistent over the life cycle. This is a result which I don’t emphasize
as it is not stable across specifications. In particular, the effect is not statistically
significant in the full model.
The two robust non-linearities are the ones which were discussed in Section 3.5.2.
First, the derivative of future productivity with respect to R&D intensity is decreasing
in productivity (µz,r < 0). This means that more productive firms have lower marginal
benefits to increasing R&D intensity. Second, the derivative of future productivity
with respect to R&D intensity is decreasing over the life cycle (µr,a < 0). This means
that more mature firms have lower marginal benefits to R&D than younger ones.
These two results can justify the reduced form observation that R&D intensity is
declining in firm age and firm size. Since productivity is very persistent in the data
it is meaningful to think of z as a proxy for firm size.
If firms which have already attained a high level of productivity have lower benefits
to increasing the intensity of their innovative efforts then profit maximizing firms will
devote their efforts elsewhere. I want to emphasize how this interpretation is different
from the reduced form regressions I ran in the previous chapter. Now I am saying
that my estimate identify that more productive firms are “worse” at converting R&D
intensity into future productivity. There are many theories which could justify why
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this is. Akcigit and Kerr (2018) provide one such theory. However, my finding does
not depend on the details of any one theory. Notice that this elasticity is bigger
in magnitude in the far right column which shows results for the full specification
after controlling for endogeneity. This parameter is less precisely estimated but the
conclusion is the same.15
Furthermore, both the OLS and the full specification suggest that firms get worse
at converting R&D into future productivity as they mature. This effect is smaller in
magnitude so I give it second billing in my interpretation of my findings. However,
it could explain the prevalence of the negative age coefficient in a regression of with
R&D intensity on the left hand side.
Some additional findings emerge from Table 4.2. First, I do not find strong life
cycle effects. The coefficient µa is insignificant in the full model and not very large in
the model including only age and lagged productivity. The way that age influences
productivity in my setting is through its effects on the marginal benefits of R&D and
this effect is weaker than the productivity effect. This suggests that the strong life
cycle dynamics of employment and sales may not be driven by productivity. This
means that one would have to favour capital and labour accumulation subject to
adjustment costs as a mechanism for firm growth. Or if we take my findings seriously
one could suggest a knowledge accumulation explanation for the life cycle dynamics of
firms. Young firms start with low productivity and accumulate it over time through
intentional R&D . Their ability to capitalize this as profits declines as they get larger.
I will discuss the life cycle decline of volatility in the next section.
15

One interpretation of my findings is that ideas get harder to find for firms as they get more
productive and older. The hypothesis that ideas are getting hard to find at the aggregate level has
been examined in Bloom, Jones, Van Reenen, and Webb (2020). Maybe they get harder to find for
firms? Or maybe they are always hard to find and most entrepreneurs only ever have one good idea?
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Table 4.3: Skedastic Function Estimates
OLS
AR(1)
Age
Linear
Full
0.0455
0.5109 -0.7832 -1.2667 -1.1518
(0.0032) (0.0027) (0.1215) (0.1370) (0.1232)
-0.0137
-0.4923 -0.6353 -0.5682
(0.0028)
(0.0422) (0.0474) (0.0453)
-0.0113
-0.0598 -0.0434 -0.0358
(0.0012)
(0.0043) (0.0045) (0.0047)
0.2750
0.4615
0.5210
(0.0126)
(0.0349) (0.0298)

Estimates based on the sample defined in Appendix B using the estimation method introduced in
Section 4.2.2, except for the OLS results. All standard errors computed using 999 bootstrap
samples.

Lastly, following the literature on the returns to R&D I show in the linear model
derivative of productivity with respect to R&D intensity is positive. For the reasons
discussed earlier in the paper I do not report a level for the private returns to R&D.
However, I know based on the sign to this coefficient that they are positive.

4.3.3

Uncertainty and R&D Investment

The results for the skedastic function are given in Table 4.3. Notice that the signs
on the coefficients are the same in all cases. In this sense my results are much more
robust for the skedastic funciton.
One clear finding is that higher R&D intensity is associated with higher volatility
of productivity. This means that firms which devote a higher share of resources towards R&D spending have more uncertain outcomes. This result is a new and novel
consequence of my approach to interpreting the data. It is also in line with the commonly held belief that R&D is uncertain. However, I am careful in the interpretation
of this result. It is not the marginal R&D dollar which increases volatility, it is the
increase in R&D intensity. This means that if a firm scales up their R&D budget
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linearly with sales they will experience no change in volatility. It is when they decide
to shift a larger share of resources to intentional innovation that they will see this
increase.
Next, I emphasize that in all specifications the age coefficient is negative, but its
magnitude is nowhere near as large as the R&D intensity coefficient. However, in
many cases these results are quite important. For instance, a firm that listed 10 years
ago will have a standard deviation that is .047 lower than a newly listed firm at the
point estimate for the AR(1).16 This is not a trivial amount, but the inclusion of
R&D intensity suggests that endogenous choices of innovation are a better candidate
for explaining the life cycle decline in volatility characteristic of the data than pure
age effects.
Lastly, I emphasize that volatility is strongly declining in productivity, z. Firms
which have already attained a high productivity are much more certain. Recall that
the Griliches (1979) concept of knowledge capital is in this productivity residual.
So are lots of other unmeasurable factors which influence productivity, including
customer capital, organizational capital, etc. When this value is high the volatility
of productivity is lower. Further work could explore the reasons why this might be.

4.4

Extensions and Robustness

I now take a closer look at my data. First I run my estimation routine on industries
which have enough observations to warrant closer examination in Section 4.4.1. Then
16

The difference is computed as:
∆σ =

p

0.5109 + σa2 ln(10) −

√

0.5109
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in Section 4.4.2 I estimate my model on two different time periods.

4.4.1

Industry Level Results

I begin by estimating the full model on a variety of industries. These are Chemical
Manufacturing (NAICS-325), Machinery Manufacturing (NAICS-333), Computer and
Electronic Product Manufacturing (NAICS-334), Transportation Equipment Manufacturing (NAICS-336) and Publishing Industries (Except Internet, NAICS-511). I
only run the estimation on the five largest industries due to data limitations. The
results are presented in Table 4.4. I have maintained the assumption of constant
returns to scale in all cases.
Turning to the production function estimates some patterns emerge. First, the
capital elasticity is stable across the manufacturing industries and lower in the service
industry. Second, in all but machinery manufacturing, the estimate for the variable
input elasticity is similar to the results based on the full sample. This suggests
that in a sample of manufacturing industries the restriction of a common production
production function may not be that unreasonable. Of course it would be nice to have
more data on all industries to be able to estimate individual production functions
and back out the residuals that way. Given the data at my disposal this robustness
exercise at least gives some confidence that my main results are not influenced by
wide heterogeneity in production function elasticities.
Of course, I am principally interested in the stochastic process for productivity.
These estimates are reported in Table 4.4 as well. I focus first on the non-linear relationship between productivity and R&D intensity. This is negative in all industries.
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Industry
θk
θs
θc
µ0
µz
µa
µr
µz,a
µz,r
µa,r
σ02
σz2
σa2
σr2
NT

Table 4.4: Industry Estimates
(1)
(2)
(3)
(4)
0.1529
0.1341
0.1353
0.2138
(0.0715) (0.0537) (0.0197) (0.0709)
0.1249
0.5999
0.2070
0.1081
(0.0828) (0.0616) (0.0280) (0.0666)
0.7222
0.2659
0.6577
0.6781
(0.1385) (0.0805) (0.0434) (0.1279)
-0.3563 -0.3333 -0.3602 -0.5634
(0.2019) (0.1198) (0.0793) (0.7766)
0.8773
0.8624
0.8723
0.8152
(0.0715) (0.0485) (0.0284) (0.2370)
0.1085
0.0608
0.1177
0.1081
(0.0753) (0.0534) (0.0340) (0.2038)
-0.4633 -1.0292 -0.0591 -2.8313
(0.2145) (0.5096) (0.1716) (1.2704)
0.0374
0.0271
0.0420
0.0355
(0.0267) (0.0216) (0.0121) (0.0638)
-0.1542 -0.2162 -0.0357 -0.7808
(0.0715) (0.1166) (0.0584) (0.3411)
0.0143
0.1592 -0.0201
0.0502
(0.0243) (0.0915) (0.0069) (0.1106)
0.6152 -0.3094 -1.2544
0.0106
(0.4021) (0.1040) (0.2464) (0.3453)
0.1570 -0.1748 -0.4822 -0.0235
(0.1361) (0.0387) (0.0882) (0.1072)
0.0041 -0.0059 -0.0150
0.0070
(0.0097) (0.0054) (0.0037) (0.0063)
0.6386
0.2838
0.5350
0.4166
(0.0535) (0.1029) (0.0474) (0.1632)
2,920
2,168
7,535
905
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(5)
0.0541
(0.0754)
0.2963
(0.1330)
0.6496
(0.1882)
-0.0616
(0.2181)
0.9620
(0.0809)
0.0145
(0.0894)
-1.8423
(0.4690)
0.0159
(0.0312)
-0.7077
(0.1870)
0.0711
(0.0703)
-0.0128
(0.1527)
-0.0383
(0.0606)
-0.0310
(0.0150)
0.8250
(0.1295)
2,083

Estimates based on the sample defined in Appendix B using the estimation method introduced in
Section 4.2.2. I have restricted the sample to the select industries identified in the table. All
standard errors computed using 499 bootstrap samples.
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It is not precisely estimated in computers, but in all other industries it is reasonably precise. Computers and electronics are a unique industry to study innovation
because so many of the productivity enhancements are quality improving. The price
of a state of the art personal computer does not necessarily rise over time but its
processing speed has. Importantly, the magnitude of the non-linearity varies considerably across industries. Examining these inter-industry differences using richer
datasets is an important direction for future research. The non-linearity between age
and R&D intensity is not robust across industries. In fact in all but one industry the
point estimate is positive, contrary to my main findings. However, it is not precisely
estimated in most cases.
Moving to the skedastic function estimates I find that the effect of R&D intensity
on volatility is positive in all cases. It is not as precisely estimated as in the main
sample but the finding is robust. The life cycle effect is not precisely estimated. In
most industries I find volatility to be declining in productivity. In sum, I find the
results to be largely consistent over a wide range of industries. This i suggests that the
findings which I emphasize in this paper may be found in a wide variety of industries
and settings.

4.4.2

Different Time Periods

I present estimates of my model for two different time periods in Table 4.5. The
first period I look at is the decade from 1985-1994 and the second is from 19952008. Recall from the previous chapter that I found a large increase in R&D in the
Compustat data until the early 1990s. As such I wanted to check that my main
conclusions were not sensitive to the time period I estimated my sample on. I tried to
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Table 4.5: Time Period Estimates
1985-1994 1995-2008
0.1422
0.0834
(0.0500)
(0.0305)
0.6022
0.4103
(0.0911)
(0.0596)
0.2556
0.5063
(0.1353)
(0.0752)
-0.5685
-0.0946
(0.1017)
(0.1570)
0.7559
0.9630
(0.0454)
(0.0553)
0.2043
0.0293
(0.0377)
(0.0496)
-0.6777
-0.5944
(0.2012)
(0.2413)
0.0882
0.0117
(0.0160)
(0.0173)
-0.2426
-0.2469
(0.0761)
(0.0852)
0.0210
-0.0553
(0.0204)
(0.0077)
-0.2323
-1.7055
(0.4279)
(0.3311)
-0.2364
-0.7898
(0.1640)
(0.1243)
0.0005
-0.0536
(0.0054)
(0.0089)
0.2275
0.2629
(0.0875)
(0.1150)
5,894
9,109

Estimates based on the sample defined in Appendix B using the estimation method introduced in
Section 4.2.2. I have restricted the sample to the select time periods identified in the table. All
standard errors computed using 499 bootstrap samples.
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estimate an earlier time period but the routine consistently returned corner solutions.
Furthermore, there was not enough data for the period after 2008 and I wanted to
avoid the effects of the Great Recession.
Looking at the production function estimates, a pattern emerges. The elasticity
with respect to capital and overheads decreased and the elasticity with respect to
materials increased. Of course, if we assumed competitive input and output markets
this would reflect changes in the share of income going to these different factors of
production. I do not prefer to do this, but the results do suggest some change in
the structure over time.17 This could be due to increased outsourcing of intermediate
production.
Given these changes in the shape of the production function, it is useful to examine
the consequences for the elements of the productivity process that I emphasize in my
paper. I find that the negative coefficient on µz,r and the positive coefficient on σr2
are largely unchanged. The conclusions about non-linearity and volatility along those
dimensions are unchanged across the two sample periods.
However, several other aspects of the productivity process are changed. First of
all, the non-linearity between age since listing and R&D intensity is insignificant in
the early time period and negative and significant in the later period. Whether or not
this represents a structural trend is difficult to know from the data at my disposal,
but this could be examined further with more detailed datasets.
A few other things are worth mentioning. Productivity has become more persistent in the later time period. Furthermore this, persistence increases less over the
life cycle than it used to. That is, µz has increased and µz,a has decreased. Looking
17

De Loecker, Eeckhout, and Unger (2020) estimate variable input elasticities which vary by time
period and sector. They are able to do this because they estimate the input elasticity in the first
stage. I have discussed at length why this is not a valid thing to do with a gross production function.
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at the skedastic function, the coefficient σz2 has become much more negative meaning
that volatility has started to decline more with size than it used to. Lastly, the negative life cycle with respect to volatility is an artefact of the later sample period. The
coefficient σa2 went from positive to negative.
While some results related non-linearity and volatility with respect to the R&D
process are unchanged, there have been other trends which warrant further investigation using more detailed datasets. I hope that this exposition has shown the
generality of this approach and the interesting questions it could be used to address.

4.4.3

Further Robustness

The Returns to Scale Assumption
One important assumption I have made up until now is with regards to returns
to scale. At several points I have hinted that my results are not sensitive to this
assumption. Table 4.6 shows why I make that claim. I vary the returns to scale
parameter from 0.8 to 1.2, which is in the range of reasonable estimates (Basu and
Fernald (1997), Ahmad, Fernald, and Khan (2019)). Regardless of the choice made,
I identify the non-linearities between age and productivity. The volatility finding is
also very robust to this assumption.
Obviously some of my estimates do change. In particular, the production function
elasticities. This is because by increasing the returns to scale I am allowing these
elasticities to sum to a higher number. However, the signs on the productivity process
coefficients do not change, though their magnitudes do.
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θk
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µ0
µz
µa
µr
µz,a
µz,r
µa,r
σ02
σz2
σa2
σr2
NT

0.8
0.0855
(0.0157)
0.1663
(0.0186)
0.5482
(0.0143)
-0.0863
(0.0184)
0.9449
(0.0081)
0.0374
(0.0082)
-0.0588
(0.0396)
0.0225
(0.0036)
-0.0698
(0.0147)
-0.0578
(0.0046)
0.1267
(0.0347)
-0.1635
(0.0155)
-0.0175
(0.0042)
0.3157
(0.0285)
25,159
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Table 4.6: Returns to Scale
0.9
1.0
1.1
1.2
0.0999
0.0766
0.0861
0.1911
(0.0113) (0.0159) (0.0174) (0.0387)
0.2708
0.2720
0.3623
0.3901
(0.0200) (0.0139) (0.0154) (0.0304)
0.5292
0.6514
0.6516
0.6187
(0.0214) (0.0182) (0.0150) (0.0176)
-0.1833 -0.0254 -0.1075
-0.1676
(0.0541) (0.0362) (0.0199) (0.01300
0.9218
0.9912
0.9746
0.9664
(0.0212) (0.0123) (0.0062) (0.0036)
0.0625
0.0109
0.0529
0.0757
(0.0190) (0.0152) (0.0087) (0.0063)
-0.1461 -0.8057 -1.0134
-0.5934
(0.0760) (0.1072) (0.1334) (0.1619)
0.0270
0.0042
0.0142
0.0174
(0.0075) (0.0052) (0.0027) (0.0017)
-0.0910 -0.3032 -0.3519
-0.2069
(0.0278) (0.0362) (0.0434) (0.04830
-0.0451 -0.0205 -0.0147
-0.0131
(0.0040) (0.0043) (0.0036) (0.0047)
-0.8835 -1.1518 -0.8673
-0.4207
(0.0811) (0.1232) (0.0605) (0.0384)
-0.5430 -0.5682 -0.4315
-0.2747
(0.0339) (0.0453) (0.0198) (0.0098)
-0.0207 -0.0358 -0.0405
-0.0424
(0.0045) (0.0047) (0.0044) (0.0041)
0.2806
0.5210
0.5401
0.5250
(0.0412) (0.0298) (0.0303) (0.0312)
25,159
25,159
25,159
25,159

Estimates based on the sample defined in Appendix B using the estimation method introduced in
Section 4.2.2. I have imposed different levels of returns to scale in the estimation. All standard
errors computed using 499 bootstrap samples.
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Table 4.7: Further Robustness
R&D Intensity
Gross R&D
Baseline
Share
COGS
Share
0.0766
0.0905
0.1614
0.0813
(0.0159) (0.0071) (0.0228)
(0.0074)
0.2720
0.4986
0.5076
(0.0139) (0.0072)
(0.0064)
0.6514
0.3837
0.7386
0.3837
(0.0182) (0.0026) (0.0228)
(0.0027)
-0.0254 -0.5410
0.0690
-0.6358
(0.0362) (0.0388) (0.0182)
(0.0287)
0.9912
0.7996
1.0155
0.7634
(0.0123) (0.0145) (0.0067)
(0.0106)
0.0109
0.1609 -0.0302
0.1861
(0.0152) (0.0160) (0.0080)
(0.0144)
-0.8057 -0.1754 -0.6502
0.0264
(0.1072) (0.0584) (0.0931)
(0.0069)
0.0042
0.0599 -0.0070
0.0699
(0.0052) (0.0060) (0.0029)
(0.0054)
-0.3032 -0.0765 -0.2870
0.0087
(0.0362) (0.0203) (0.0345)
(0.0026)
-0.0205 -0.0244 -0.0260
-0.0009
(0.0043) (0.0052) (0.0063)
(0.0004)
-1.1518 -1.3337 -0.0294
-1.2853
(0.1232) (0.0900) (0.0454)
(0.0937)
-0.5682 -0.6933 -0.2006
-0.6810
(0.0453) (0.0336) (0.0187)
(0.0332)
-0.0358 -0.0188 -0.0269
-0.0160
(0.0047) (0.0048) (0.0043)
(0.0041)
0.5210
0.0398
0.4765
-0.0229
(0.0298) (0.0278) (0.0280)
(0.0030)
25,159
25,159
25,159
25,159

126

OLS
0.0285
(0.0052)
0.4013
(0.0034)
0.5428
(0.0027)
0.0163
(0.0025)
0.8697
(0.0039)
-0.0129
(0.0065)
0.0024
(0.0018)
0.0321
(0.0017)
0.0044
(0.0028)
-0.0008
(0.0013)
0.1230
(0.0008)
-0.0325
(0.0030)
-0.0257
(0.0036)
-0.0084
(0.0012)
25,159

Estimates based on the sample defined in Appendix B. Column 1 replicates the baseline procedure
reported elsewhere in the paper. Column 2 uses the share equation estimation method outlined in
Appendix D. Column 3 estimates the model without XSGA as a durable input. Columns 4 and 5
use gross R&D as the right hand side variable. Column 4 uses the share equation approach and
Column 5 uses OLS. All standard errors computed using 499 bootstrap samples, except for the
baseline results. The baseline results use 999 bootstrap samples.
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Alternative Estimation Strategies
The left panel of Table 4.7 presents two different estimation strategies. In the share
approach I no longer fix the returns to scale. Instead I assume that output markets
are competitive and use the share equation to identify the variable elasticity. Most
of my results are robust to this change in strategy, except for the volatility result. I
do not yet understand why this is the case. However, the non-linearity parameters,
µa,r and µz,r are still negative and significant.
I also consider a production function with only COGS and capital as inputs. This
was the preferred specification in De Loecker, Eeckhout, and Unger (2020). Only the
age non-linearity is sensitive to this choice. It is still negative and significant but
declines considerably in magnitude.

Gross R&D
For comparison with the work of Doraszelski and Jaumandreu (2013) I estimate the
model using gross R&D in the Controlled Markov Process. The DJ study found
positive complementarities between already attained productivity and gross R&D .
They also identified strong non-linearities and suggested that industries with more
R&D were more uncertain. By using gross R&D I confirm their results. I now find
that µz,R > 0 and is significant. This means that the returns to R&D are higher for
firms that are already more productive.18 The interesting finding of my paper is that
firms with lower productivity will have an incentive to invest less of their resources in
R&D . The finding in this section is that these firms will have a higher rate of return
on an additional dollar of R&D .
18

See Appendix ?? for a discussion of how returns R&D map into my model.
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Also note that firms get “better” at gross R&D as they age. This is seen in
the non-linearity between age and gross R&D . Furthermore, additional gross R&D
actually reduces the volatility of productivity.

4.5

Conclusion

In this chapter I have identified non-linearities and uncertainties in the innovative
process of firms using a novel empirical strategy. However, I stress that my empirical
results are not sensitive to assumptions regarding market structure, equilibrium concept, etc. This makes this work broadly applicable. Specifically, models of business
dynamics which are governed by processes for productivity. I briefly discuss the potential for future applications of my methodology in the next, concluding, chapter of
this dissertation.

Chapter 5
Conclusion
In sum, this dissertation has used empirical, theoretical and quantitative approaches
to investigate the implications of the Decline in US Business Dynamism on the aggregate economy. Given that this decline can be characterized as an ageing of the
population of firms I have been particularly interested in understanding productivity
dynamics over the firm life cycle. I have critically examined the plausibility of several
leading explanations for the decline in Chapter 2; I have identified several correlations between firm age since listing and growth, R&D and patenting in Chapter 3;
finally, in Chapter 4 I have identified a productivity process that captures the relationship between R&D and productivity over the life cycle with a particular emphasis
on non-linearities with respect to age and size as well as uncertainty.
In “The Decline in US Business Dynamism” I summarized what is known about
trends in firm dynamics from studies using Census Bureau data on the entire population of US employer firms. I defined business dynamism as a cluster of inter-related
measures such as firm entry and exit rates, the share of economic activity at young
businesses and the job creation rate. I developed a model of business dynamics which
129
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features the measures of “Business Dynamism” endogenous outcomes. I then used
this model to argue that none of the prominent explanations for the Decline in US
Business dynamism can account for the full range of its outcomes on their own.
This finding motivates future work with this modeling approach to quantify the
Decline in US Business Dynamism. Specifically, my model can be used to evaluate
which combination of proposed explanations could have led to the trends I summarize.
Specifically, a fall in demographic growth coupled with a rise in market power and
fixed operating costs could account for the full range of facts. My model can be useful
in quantifying just how large the rise in market power and fixed costs would have to
be.
In “R&D Spending, Patenting and the Firm Life Cycle” I used data on publicly
listed American firms to explore the relationship between firm age and firm growth,
R&D spending and patenting. I found that, conditional on firm size, mature firms
conduct less R&D and take out more patents. However, the patents that mature firms
take out are less valuable where the value of a patent is measured both by forward
citations and the effect on the market value of the firm. I then introduced a simple
model of firm dynamics and R&D spending to frame the results.
The results from Chapter 3 motivated the structural approach taken in “R&D and
Productivity: The Effects of Heterogeneity and Uncertainty”. Here I used a production function estimation approach to analyse the relationship between productivity,
firm age and R&D intensity. I found that productivity is positively related to firm
size and age. I also find evidence of a non-linear relationshp between R&D intensity
and productivity. The marginal effect of R&D intensity on productivty is higher for
more productive firms. Another emphasis of this chapter is on the uncertainty of the
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R&D process. I find that realizations of future productivity are positively related to
R&D intensity and negatively related to firm age since listing.
The estimates of the Controlled Markov Process have the potential to be useful in a
broad range of applications using models of business dynamics. For instance, it could
be used to quantify the effects on aggregate productivity of different types of R&D
subsidies. R&D subsidies in the US currently reduce the corporate income tax. Many
small and young businesses do not qualify for this subsidy since they do not earn the
minimum amount to be subject to the corporate income tax. It may also be interesting
to consider size and age dependent subsidies, given the importance of heterogeneity
along these dimensions. In order to argue for subsidies it is useful to have a sense
of the magnitude of spillovers to R&D spending that exist. My framework can be
extended to include measures of aggregate R&D spending. This would allow me to
identify non-linearities in knowledge spillovers; which would provide a justification
size or age dependent subsidies. In ongoing work I am working to identify these
spillovers.
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Appendix A
Chapter 2 Appendix
A.1

Proofs and Solution Method

Proof of Proposition 1
I will begin by writing the firms profit maximization problem:

π(y, p; ζ, c, w) = max p(y)y − wcy
y,p

The two choice variables of the firm are output and price. However, this can be
simplified by using the inverse demand curve:
p(y; ζ) = y −

ζ−1
ζ

In the firms problem ζ indexes the markup, c is the unit cost of labour and w is the
real wage. Since this is a partial equilibrium model the real wage is taken as given.

141

APPENDIX A. CHAPTER 2 APPENDIX

142

Insert the inverse demand curve to find:
1

π(y; ζ, c, w) = max y ζ − wcy
y

The optimal choice of output of the firm is found by taking the first order condition
and rearranging:
ζ

y(ζ, c, w) = (ζwc) 1−ζ
In order to see how this first order condition is computed, first take the natural
logarithms of both sides so that:

ln y(ζ, c, w) =

ζ
ln(ζcw)
1−ζ

Take the derivative of both sides with respect to ζ:
d
ζ
d
ζ
1
∂y(ζ, c, w)
= (
) × ln(ζcw) + (ln(ζcw)) ×
y(ζ, c, w)
∂ζ
dζ ζ − 1
dζ
1−ζ
Re-arrange the RHS to get:
1
∂y(ζ, c, w)
ln(ζcw)
cw ζ
=
+
2
y(ζ, c, w)
∂ζ
(1 − ζ)
ζcw 1 − ζ
This simplifies to:
ζ

∂y(ζ, c, w)
(ζcw) 1−ζ {ln(ζcw) + (1 − ζ)}
=
∂ζ
(1 − ζ)2
Now in order to find values for which output is increasing in the markup I create the
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inequality:
∂y(ζ, c, w)
= ln(ζcw) > ζ − 1
∂ζ
Or:
c > c∗∗

c∗ ∗ =

eζ−1
wζ

This is the expression given in the proposition.
Now, inserting the optimal value for y(ζ, c, w) into profits gives:
ζ

1

π(ζ, c, w) = (ζcw) 1−ζ − wc(ζcw) 1−ζ

This simplifies to:
ζ

π(ζ, c, w) = wc(ζcw) 1−ζ (ζ − 1)
Taking natural logs of both sides:

ln π(ζ, cw) = ln(wc) +

ζ
ln(ζcw) + ln(ζ − 1)
1−ζ

Taking the derivative of both sides with respect to ζ:
1
∂π(ζ, c, w)
ln(ζcw)
wc ζ
1
=
+
−
2
π(ζ, c, w)
∂ζ
(ζ − 1)
ζwc 1 − ζ 1 − ζ
This can be multiplied through by 1 − ζ and turned into an inequality:

ln(ζcw) > 0
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Or, profits are increasing if:
c > c∗

c∗ =

1
ζw

This is the result from the main text.
The cut-off for profits and survival probability are the same. This is a direct result
of the threshold exit rule. A firm exits if π(c) > fc , the survival probability inherits
properties from the profit function.
Lastly, I haven’t commented on the pricing rule yet. However, using the inverse
demand function and the optimal output:
p(y; ζ) = y −

ζ−1
ζ

ζ

y(ζ, c, w) = (ζcw) 1−ζ

Shows that:
p(ζ, w, c) = ζwc
This is just a constant marginal cost pricing rule, where the markup is ζ. It is trivial
to show that prices are increasing in markups.

Proof of Lemma 1
The final goods producing firm will minimize its expenditure on intermediate inputs.
Since each intermediate firm is a monopolistic competitor, they have market power in
their particular market. This market power is related to the elasticity of substitutions,
ε > 1. In the limit where ε = ∞ prices will equal marginal costs. This measure of
substitutability captures how “unique” the products of the intermediate firms are.
The lower the substitutability the higher the markups the firms will charge.
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The expenditure problem of the final goods firm is to:

min = p(j)y(j)
y(j)

Subject to:
Z
ε
ε−1
Y ≥ [ y(j) ε dj] ε−1
The first order condition for two firms, k and j, is:
y(j) − 1
p(j)
=(
) ε
p(k)
y(k)
Letting k be the composite good gives the inverse demand curve:

p(j) = (

y(j) − 1
) εP
Y

It is then possible to back out the price index:
Z
1
P = [ p(j)1−ε dj] 1−ε

Proof of Proposition 2
The existence of a dynamic input makes the monopolistic competition setup a bit
more involved than usual. I will emphasize that the intuition from the standard
environment carries over.
I define the variable profits of a firm as:

π v = max py − W n
p,y,n
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Subject to the inverse demand curve and the technology constraint:
y 1
p = ( )− ε P
Y

y = ez k α n1−α

By inserting both of the constraints into the variable profit function it is useful to
reduce the inner maximization to the labour demand dimension. Each intermediate
goods firm solves the following problem in every period:

π v (z, k) = max (ez k α n1−α )
n

ε−1
ε

1

PY ε − Wn

It is useful to rename some of the constants:

θz =

ε−1
,
ε

θk = α

ε−1
,
ε

θn = (1 − α)

ε−1
ε

And to redefine productivity as:
s = (ez )θz
The first order condition for labour is then:

θn sk θk nθn −1 =

W −1
Y ε
P

For now I have left the prices in nominal terms. When appropriate I will normalize
the price of labour to W = 1 and define the real wage as w =
1

1
.
P

I will also introduce

the variable Q = wY − ε . It immediately follows that labour demand can be expressed
as:
n(s, k; Q) = (

θn sk θk 1−θ1
) n
Q

APPENDIX A. CHAPTER 2 APPENDIX

147

This labour demand implies an output of:
1−α

1

1−α

α

y(s, k; Q) = θn1−θn s θz (1−θn ) k 1−θn Q− 1−θn

And variable profits are:
1

θk

1

1

π v (s, k; Q) = κπ s 1−θn k 1−θn Q− 1−θn

κπ = θn1−θn

1 − θn
θn

It is useful to express this in terms of revenue and cost concepts. For instance, revenue
as a function of price is:
R(p) = p1−ε P ε Y
And costs are:
C(y, s, k) = W (

y
1
θz

1

s kα

) 1−α

Normalize the nominal wage to 1 and this makes it clear that firms follow a markup
over marginal variable cost pricing rule:

p(y, s, k) =

1
α
1
ε
1
y 1−α (s θz k α )− 1−α
ε − 1 |1 − α
{z
}

MV C

Model Solution
1. Solving the incumbent firm value and policy functions conditional on Q.
(a) Set up grids.
• For a given choice of ρz and σz I use the Rouwenhorst method to
choose a grid, Z and transition matrix Ps (z, z 0 ) for productivity with
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Nz = 21.
• I choose the lower bound of the capital grid to be a tiny number and
an upper bound of 15. This choice is arbitrary as I am not targeting
the size of firms. I call this grid K with Nk = 80 points using an
exponential grid a shape parameter of 0.3
(b) I solve the firms problem using value function iteration. This yields a value
function V (z, k) as well as exit probabilities, xp (z, k) and a capital policy,
k 0 (z, k).
2. I Solve the free entry problem.
(a) During calibration I use the free entry condition to back out the implied
fe for a given choice of model parameters.
Z
fe =

V (z, ke (z))G(dz)
z

This saves considerable time during the expensive calibration step.
(b) When using the model to perform quantitative experiments I use a relaxation method to solve the free entry condition for the equilibrium value
of Q. The value function is strictly decreasing in Q which makes this
straightforward.
3. Solve for the stationary distribution.
(a) When solving the stationary distribution I enlarge the capital grid to have
Nk0 = 200 grid points. This is to ensure accuracy when measuring growth
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rates. I use linear interpolation on the capital policy and value function to
determine an exit policy on the enlarged grid.
(b) Given the new policy functions I iterate on the distribution function given
Me = 1 and solve for relevant aggregates.
(c) In the calibration stage I only solve for aggregates which are invariant to
the choice of Me .
(d) Once I have calibrated the model I use a relaxation technique to solve for
the equilibrium mass of entrants sp that labour demand aggregates up to
1. Recall that this is required for consistency because the measure is in
per capita terms.

A.2

The Decline in US Business Dynamism: An
Extended Literature Review

This Appendix provides an extended literature review of the potential causes for
the “Decline in US Business Dynamism” that are examined in Chapter 2. Recall
that these are the market power explanation, the demographic explanation and cost
based explanations. I also provide a discussion of measurement issues related to the
decline in entry rates, specifically I summarize work which suggests that the nature
of startups has changed in recent decades.

The Market Power Explanation
There has been a recent literature which argues that the macroeconomy has become
less competitive in recent decades. This shows up through several different measures.
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Since around 1980 economic profit rates have been increasing, mark-ups have been
increasing, concentration ratios have been in increasing and the labour share in income
has been in secular decline. Similar to the decline in business dynamism, these trends
represent a series of inter-related facts that highlight a change in the structure of
the economy. Each individual empirical strategy and measure has its own unique
shortcomings, but the balance of evidence seems to suggest increasing market power.
This increase in market power has the potential to explain the decrease in measures
of business dynamism.
The simplest, and perhaps most flawed, measures of market power are concentration ratios. These include Herfindahl indexes, concentration ratio or the share of
employment in large firms. Grullon, Larkin, and Michaely (2019) use Compustat
data to show that all these measures point to a secular increase in concentrations
since the mid-1990s. This increase is widespread, occurring in the majority of industries. Gutiérrez and Philippon (2017) document a similar rise in concentration
in both manufacturing and non-manufacturing industries. They link this change in
concentration to the slow-down in investment since the early 2000s.
Concentration measures have flaws as discussed in Syverson (2019). Many authors
interpret high concentration to be indicative of high market power and lower welfare.
This is true, for instance, in the Cournot model. However, in a model of firm dynamics
with monopolistically competitive firms the relationship between market power and
concentration is in fact negative. Furthermore, increases in measured concentration
do not necessarily imply a decrease in welfare. This has to do with the interplay
between fixed and variable costs and entry and exit; the extensive margin of firms.
Taken on its own, increasing concentration is insufficient to argue for an increase in
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market power.
Further evidence on market power can be gleaned from profit rates. Barkai (2017)
finds that the pure profit share of value added has increased steadily from the early
1980s by 14.3 percentage points; starting from -5.6 percent and increasing to 8.7
percent. These results apply to the non-farm corporate sector of the economy and
use national accounts data. Barkai (2017) is careful to calculate the required return
on capital so that these measures reflect pure economic profits as closely as possible
given the data available.1 He also does robustness exercises to argue persuasively that
the rise in profits is not due to an increase in unmeasured intangible capital. Gutiérrez
and Philippon (2017) use firm level data to argue that profit rates are rising. Their
measure comes from balance sheet data in Compustat. Their measure suggests that
the profit rate on sales has increased from 4.8 percent in 1980 to 9.1 percent in 2015.
The magnitudes are different from Barkai (2017) because this is a profit share of sales
as opposed to value added. However, the trend is the same. Profit rates, measured
in a variety of different ways, have been increasing since the 1980s.
If one is willing to assume constant returns to scale and cost minimization, there is
a one to one mapping between economic profit rates and markups. Cost minimization
implies that for an arbitrary production function:
X

αi = µ(1 − sπ )

i

Where αi are the output elasticities with respect to inputs such as labour, capital and
materials. Of course, under constant returns to scale the sum of the elasticities is equal
1

The costs of a firm are simply wL + rK. Therefore, (y V A − wL − rK)/y V A is a measure of pure
profits for an appropriately measured rate of return on capital. This must include depreciation, tax
treatment and a risk premium.

APPENDIX A. CHAPTER 2 APPENDIX

152

to one, implying a direct mapping between profit rates and mark-ups. Furthermore, in
the event that the degree of returns to scale has not changed over the relevant period,
an increase in profit rates directly implies an increase in markups and thus market
power. However, changes in the structure of production could cloud the relationship
between profits and market power. As well, measured profit rates could be indicative
of monopolistic competition, but zero ex-ante profits at birth. In conclusion, profit
rates are more informative about market power than concentration ratios, but not
definitive.
Hall (2018) uses industry level data from the Bureau of Labor Statistics KLEMS
database to estimate market power over time for a panel of industries. He estimates
an industry level production function in first differences to identify the level of returns
to scale. He can then back out the Lerner index, which maps the markup directly.
He finds some evidence of an increase in aggregate market power over time, though
the results are not statistically significant. This could be due to the fact that there
are only a limited number of industries over a limited number of years. The benefit
of the approach in Hall (2018) is that it is robust to variations in the returns to scale
over time. The downside is that it requires instrumental variables and that the data
are not rich. At a minimum, Hall (2018) does not find industry level evidence against
the trend in market power found in firm level and aggregated studies.
De Loecker, Eeckhout, and Unger (2020) present evidence of a rise in markups
based on firm level data. They use cost minimization of a variable input to back out
markups. In particular, the first order condition for any variable input, V with price
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P v gives:2
V
µi,t = αi,t

Pi,t Yi,t
V
Pi,t
Vi,t

V
Where µi,t is a firm year specific marginal cost, Pi,t Yi,t are revenues and Pi,t
Vi,t are

spending on variable inputs. Data on sales are readily available in Compustat. The
authors make the case that Cost of Goods Sold (COGS) is a variable input. This
method only requires one carefully measured variable input to be applicable. There
are reasons to be wary that COGS is a reasonable choice. See Traina (2018) for a
discussion.
As of right now there is no consensus as to why market power has increased. To
my knowledge there are two works which tackle this. Both are in the preliminary
stages. De Loecker, Eeckhout, and Mongey (2020) argue that a rise in fixed costs
and a decline in potential entrants are required to simultaneously capture a rise in
markups and a fall in the entry rate. They reach this conclusion using a model which
features endogenous markups a la Atkeson and Burstein (2008). Akcigit and Ates
(2019) argue that there has been a reduction in “knowledge diffusion” which they
interpret to be related to the patent system. The distribution of number of patents
held is very skewed. They show that the fraction of patents held by the firms in the
2

Consider a Lagrangian:
v
Λi,t = Pi,t
Vi,t + ri,t Ki,t + λi,t (Ȳ − Yi,t (Vi,t , Ki,t ))

Marginal costs are λi,t . The first order condition yields:
V
Pi,t
= λi,t

∂Yi,t
∂Vi,t

. Multiply both sides by Vi,t and divide both sides by Pi,t Yi,t to get:
V
Pi,t
Vi,t
λi,t ∂Yi,t Vi,t
=
Pi,t Yi,t
Pi,t ∂Vi,t Yi,t

This gives the equation in the paper.
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top 1% of this distribution has increased over time. Furthermore, the share of patents
held by new entrants has been in secular decline. This concentration of intellectual
property in the hands of a small subset of firms could have implications for market
power.
To summarize, a recent body of evidence points to rising concentration of production within industries since the early 1980s. At the same time there is evidence that
profit rates and mark-ups have increased. The fact that these trends have been materializing over the same period as the decline in business dynamism has led De Loecker,
Eeckhout, and Unger (2020) to suggest that the two facts may be inter-related.

The Demographic Explanation
One influential explanation for the decline in business dynamism is the reduction in
the growth in labour supply. This hypothesis is examined in in Karahan, Pugsley, and
Şahin (2019). The theory argues that a secular decline in the growth rate of labour
supply has translated into a decline in the entry rate. This in turn has implications
for job creation, exits and aggregate growth rates through shifts in the firm size/age
distribution. Crucially, the post entry dynamics of firms are not affected by this
channel. The authors argue that this is an important feature as firm level data
suggests that the conditional growth and exit rates of firms over the life cycle, as well
as the average entrant size has been largely unchanged.
Karahan, Pugsley, and Şahin (2019) present three types of evidence for their mechanism. First, they use a structural model to argue that other plausible explanations
for the decline in the entry rate would have counter intuitive implications for firm
dynamics. In particular, any structural change which impacts the wage rate will
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lead to changes in the “shape” of the firm life cycle, for instance the growth rates of
employment at different ages as well as the exit rate. This rules out all cost based
channels for the decline in entry. Their point is compelling, but several critiques can
be made. First, my work shows that the demographic channel cannot generate the
required movement in job creation and destruction rates. Second, an infinite supply
of potential entrants may be an unreasonable assumption, especially in light of the
evidence on market power. Third, it is plausible that more than one factor is causing
the decline in business dynamism. For instance, there could be increases in entry costs
as well as market power. Together, this could mean no large changes in the wage,
but a decline in business dynamism. Fourth, the market power explanation relies on
increases in markups for a small subset of firms. This means that average growth
rates by age would be largely unaffected. The action is in the tail of the distribution.
Lastly, I show that models with adjustment costs do not capture the life cycle profile
of job destruction or the decline in the dispersion of firm growth rates over the life
cycle. This means that important elements of the firm life cycle are not accounted
for in their analysis.
The second type of evidence in Karahan, Pugsley, and Şahin (2019) is crosssectional. They use state level data on measures of business dynamism as well as
labour supply growth. In order to identify exogenous shocks to labour supply they
use an instrumental variable strategy. They introduce two instruments. The first is
based on fertility rates lagged 20 years. They argue that these are informative about
future labour supply. They also use a migration instrument, which reflects the share
of population born in the state. The fertility instrument in particular has a high
F-test statistic suggesting strong correlation with future labour supply growth. The

APPENDIX A. CHAPTER 2 APPENDIX

156

semi-elasticity of the entry rate with respect to the population growth rate is actually
roughly twice as large after instrumenting. This suggests that endogeneity works to
dampen the magnitude of the mechanism under study in this paper. I would argue
that any concerns about the instrumenting strategy are limited to “how large” the
effects of the labour supply channel are. The authors very convincingly argue that
there is a causal, statistically significant effect. I also believe it is clear that this effect
is economically significant, though as I discussed above, I don’t think it is the only
factor.
The third type of evidence is perhaps the weakest. This is time series evidence.
During the period of the secular decline in entry there has also been a secular decline
in population growth. Prior to that there was a period of increasing population
growth. The authors have to interpolate a measure of the start-up rate using data
on the number of establishments as well as the post-entry dynamics during the later
period. Doing so creates a measure of entry which is increasing in the 1960s and
70s when labour supply growth was rising. This provides evidence in favour of their
hypothesis.
Taken together, these three types of evidence are persuasive. Karahan, Pugsley,
and Şahin (2019) argue that their mechanism can explain up to two thirds of the
decline in the entry rate. I think this may be too strong a claim, especially because
of the free entry assumption. However, after considering potential issues with the
instrumenting strategy and the downfalls of using cross sectional variation to identify
aggregate trends it still is the case that a substantial portion of the decline in entry
may be due to the demographic explanation. Even the authors do not make the
strong claim that this represents the entire decline in dynamism. This is why, in my
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thesis I evaluate this mechanism, which has already been studied, along with several
others.

Market Rigidities
In this section I consider explanations for lower business dynamism that can be classified as increased labour market rigidity. In the context of my model, these rigidities
appear as increased adjustment costs. Some of the explanations are clearly “frictions”
in the sense that a policy maker would like to remove these rigidities if they could.
Others, such as the human capital explanation below, are not necessarily ex ante
negative. I will then discuss an important paper by Decker, Haltiwanger, Jarmin,
and Miranda (2018) which empirically tests the plausibility of increased adjustment
costs versus lower volatility of revenue productivity.
First, I clear up a definitional issue. Much of the literature on labour market
rigidities studies worker flows. I have defined business dynamism in the context of
job flows in Section 2.2. Job flows and worker flows are related as follows:
Definition 8. The Relationship Between Job Flows and Worker Flows:

Worker Reallocationt = Job Reallocationt + Churnt
Davis and Haltiwanger (2014) show that both worker and job flows are in secular
decline. Without loss of generality I will go back and forth between worker and job
flows throughout this section.

Human Capital
Cairo (2013) presents evidence on increasing human capital requirements since the
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1970s. She uses information from the Dictionary of Occupational Titles on task requirements for 12,000 occupations and matches these to the 329 occupations present
in the Current Population Survey. This makes it possible to track a shift in employment towards “high” training occupations. Specifically, since 1970 the share of
employment in professions which require at least a year of training has increased from
roughly 47% to 56%. This is a substantial shift in economic activity towards high
training occupations.
In the same paper, Cairo (2013) also finds some evidence that training requirements have increased within occupation. She is able to document this by comparing
the Dictionary of Occupation Titles published in 1991 with the one published in 1977.
For occupations which are present in both periods it is possible to document the increase in training requirements. The interpretation is slightly complicated by the fact
that training requirements are measured on an ordinal scale. However, the share of
workers in occupations which require at least a year of training increases by roughly
2% between 1977 and 1991.
Both the shift in composition and the changes within occupations described above
would suggest that human capital has become increasingly important. This is in line
with broad trends in the labour market. Increases in human capital make it costlier
for firms to adjust their labour force. The more specific the skills required, the
more difficult hiring can be. As well, losing employees with rich job-specific skills is
costly. Both effects will tend to make it costly for firms to adjust their workforce.
Importantly, this increase in costs of adjustment would be classed as a “real” friction,
not one that constitutes a market failure.
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Institutions
The conditions of employment in a given place and time are governed by labour market institutions. These institutions include the underlying legal system, culture and
government regulations. Given that there are large cross country differences in business dynamism and worker flows, it is clear that institutional settings differ greatly.
Cross-country variation has been influential in identifying the underlying causes and
effects of labour market rigidities. Examples of institutional factors include minimum
wages, common law provisions regarding employment-at-will and levels of unionisation. I will now go onto discuss some evidence on the relationship between labour
market institutions and worker flows in the context of the changing institutional backdrop of the US labour market. Davis and Haltiwanger (2014) summarize a broad set
of research on labour market regulations and institutions. My discussion complements
and builds upon this analysis.
A first area to look is the legal framework around hiring and firing. There has
been extensive analysis on the effect of employment protection laws on employment
dynamics and productivity. There is some evidence that labour market rigidities have
increased since World War II, and particularly since the 1980s. Kleiner and Krueger
(2013) document an increase in occupational licensing requirements. In the 1950s,
less than 5 percent of the workforce required a license to work for pay. This has
increased to 18 percent in the 1980s and 20 percent by the year 2000. Occupational
licenses require workers to obtain permission from either the local, state or federal
government to work in a given place. Some licenses are meant to protect consumers
as is the case for doctors and lawyers. For other licensed professions like taxi drivers,
plumbers and electricians it is less obvious what the benefits to consumers are.
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Another example of increasing labour market rigidity could be changes in the
employment at will doctrine. Employment at will means that an employer can fire
employees without cause. Starting in the 1970s and through the 1980s the majority
of US states adopted common law exceptions to the employment at will doctrine
through legal precedent. Autor, Donohue III, and Schwab (2006) use this variation
in timing of state level exceptions to estimate the effects of increasing firing costs on
employment and Autor, Kerr, and Kugler (2007) uses a similar strategy to identify
the effects on job flows, entry and exit. These authors find that the introduction of
the good faith exception to employment at will reduces reallocation by roughly 0.5
percent. Recall that the reallocation rate is job creation plus job destruction. This
means that a reallocation rate of 30 percent before the treatment becomes 29.85 after.
There is also a decrease in the number of entering firms of roughly 7.7 percent. These
results come from the manufacturing sector.
Davis and Haltiwanger (2014) cite several other institutions which may have contributed to increased labour market rigidities in recent decades. For instance, increases in minimum wages could reduce worker and job flows. However, the 1980s
are known to be a period of a large deterioration in the value of the real federal
minimum wage. There were some states which were exceptions, and empirical work
can identify these effects. However, recall that the decline US business dynamism
requires explanations which hold across all states. The increase in employer provided
health insurance is another example given.
It is important to consider the decline in union membership alongside the evidence
that labour market rigidities may have risen. Visser (2006) documents using Current
Population Survey a 11.3 percent decline in union membership from 1970-2003. In
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1970 23.5 percent of salary and wage earners were part of a union. In 2003 only 12.4
percent were. It is important to keep these striking changes in mind when considering
the possible increase in regulation discussed in the previous paragraphs. One may
even view the changes in employment law as a response to the fact that workers
are no longer protected by unions. In the past, issues around employment at will
would have been collectively bargained. The power of unions to set the terms of
employment has declined substantially over the period in which business dynamism
has decreased. Since unions are widely thought to make labour adjustment more
difficult, the decline in unionisation would lead to more flexible labour markets. This
goes against the trends under consideration in this chapter.
In sum, the period over which the decline in business dynamism has been occurring
has witnessed many changes in labour market institutions. There has been variation
in health insurance coverage, minimum wage laws and unionisation. There has been
evidence of an increase in human capital requirements, occupational licensing and
employment. It is not clear ex-ante whether the ability to adjust employment has increased or decreased. There is enough evidence to suggest it is worthwhile to examine
adjustment costs as a potential driver of the long run decline in business dynamics.
However, it is my read of the literature that adjustment costs alone do not offer a
plausible explanation. There is no single, identifiable secular trend in employment
rigidities that explains the decline in US business dynamism.

Emprical Evidence on Adjustment Costs
A recent paper by Decker, Haltiwanger, Jarmin, and Miranda (2018) using manufacturing data directly addresses the relative importance of adjustment costs versus
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idiosyncratic volatility of productivity shocks in determining the decline in job reallocation. They include a model of firm dynamics with adjustment costs to motivate
their empirical analysis. In particular, they show that both an increase in adjustment costs and a decrease in volatility can lead to lower reallocation as well as lower
responsiveness of firm growth rates to shocks. This would imply that both of these
mechanisms lead to a decrease in job creation and destruction. Importantly, they
find that an increase in adjustment costs will lead to a higher dispersion of within
industry labour productivity. A decrease in volatility would have the opposite effect.
They use this fact to test whether adjustment costs or volatility are likely to be the
culprit.
Their first piece of evidence against the volatility hypothesis is that their estimated measure of TFP volatility is roughly constant over the sample period. Next
they examine whether the responsiveness of employment growth to productivity has
changed over time. They argue that firms have become less responsive. This they
interpret as evidence in favour of higher adjustment costs. They conclude that the
firm level policy function has changed. In my model this would be the capital policy
function, k 0 (z, k) becoming less responsive due to a rise in adjustment costs. Since
labour is a static input the results would transfer to labour growth. This evidence
from the manufacturing sector is suggestive of an increase in adjustment costs.

Has Entry Declined?
In this section I introduce another plausible explanation for the decline in entry and
exit rates. This is that there has been a decline in the “quantity” of start-ups, but
not necessarily the “quality”. This explanation has been documented by Guzman
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Figure A.1: Quality Adjusted Entry Rates
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and Stern (2016) who construct new measures of entrepreneurial quality.
Specifically, they measure characteristics of firms at the time of listing such as
incorporation and naming details, industry, patenting and trademark information.
They argue that this information is informative about the future growth intentions
of the firm. For instance, a company which incorporates, takes out a patent and is
in a traded goods sector has a much higher probability of growth. They use these
observables to estimate a probability of the firm becoming “successful.” They measure
firm “success” as whether after 6 years the firm has achieved an IPO or been acquired
at a positive valuation above a given threshold. This information is sufficient to
recover a probability of success at time of founding for a given time period and
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geography. They call this the Entrepreneurial Quality Index (EQI).3
By multiplying the number of start-up events by this probability of success Guzman and Stern (2016) construct an index of Quality Adjusted Entrepreneurship. This
index, normalized by GDP, is plotted in Figure A.2. It is important to note that this
index is not directly comparable with the entry rates given in Figure 2.2. Recall
that the entry rate in the BDS calculates the number of age 0 firms divided by the
total number of firms. In order for a firm to show up in that data they must hire a
single employee. The firms in Figure A.2 do not represent the entire population of
US employer firms. Instead they represent the population of all firms which register
their business in 32 US states from 1988-2014.4
It is clear that there is no secular downward trend in Quality Adjusted Entry
Rates over the sample period. Instead, the 1990s appears as a time of booming entrepreneurship, followed by a sharp decline after the Dot-Com bust. Quality Adjusted
Entry stabilizes for the first half of the 2000s before falling in sharply in the Great
Recession. The narrative that this data suggests is a cyclical one. Entrepreneurship
declines in recessions, but has been vibrant or at least steady during the boom periods. This cyclical story is largely consistent with the BDS data. The entry rate in
Figure 2.2 is cyclical as well.
Where the two approaches diverge is in assessing the state of Business Dynamism
3

To be more precise, they estimate:
θi,j,t = P(gi,j,t+6 |Hi,j,t )

Where θi,j,t is the probability of success for a firm in industry j in geography i in year t. Hi,j,t
contains the predictors of success such as incorporation status, industry cluster (i.e. traded vs. nontraded, high tech) and intellectual property (did they take out a patent or register a trademark?).
4
This is a subset of the firms in the BDS. In particular, many sole proprietorships may choose
not to register their business. However, any business which hopes to grow large must at some point
register. These are the firms emphasized in the paper.
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or Entrepreneurship during the expansionary periods of the 1990s and 2000s. The
BDS measures suggest secular decline while the Guzman and Stern (2016) measures
suggest a more complex picture, particularly during the mid-1990s. Is it possible
to reconcile the two approaches? There are two ways to consider this. First, it
must be accepted that the underlying populations and measurement methods are
completely different. To the extent that we agree that businesses which register
intellectual property, incorporate, etc. know something about their growth potential,
the approach is valid. However, models of firm dynamics in the spirit of Jovanovic
(1982) emphasize learning about demand and productivity as a mechanism for firm
growth. It is important to note that these measures signify intent only.
Perhaps more critically, it is important to note that the work of Guzman and Stern
(2016) examines entry rates only. I defined Business Dynamism as a constellation of
measures such as job creation, exit and employment growth. Even if we believe that
these findings shed doubt on the decline in the entry rate, it is not clear why this
shouldn’t also translate to these other measures. It is not clear without doing a
richer analysis what implications this new measure of entry have for job creation and
destruction.

APPENDIX A. CHAPTER 2 APPENDIX

A.3

166

Additional Figures

Here I present some additional figures related to measures of business dynamism
and the firm life cycle. Throughout the main text I discussed the average size of
incumbents and entrants at length. These are shown in Figure A.2. Figure A.3
breaks the job creation rate into both the contribution of entry and continuing firms.
This figure makes it clear that they are in secular decline. In the right panel I show
the job destruction rates for continuers and exiters. Notice that the decline in job
creation is primarily due to the decline in the exit rate.
Figure A.4 shows the exit rates by firm age. Notice that there is a clear ordering
of exit rates and that they move in tandem with the business cycle and that this is
more pronounced for younger firms. This shows that exit rates are declining in firm
age, but that fluctuations in the aggregate exit rate are due to fluctuations in exit
at younger firms. The ordering holds for job creation and destruction rates by age
in Figure A.5 and Figure A.6. Notice the sharp spike in job destruction and fall in
job creation for firms of all ages in 2009. Figure A.7 shows the movements in the
net job creation rate by age over time. There is no clear ordering by age. The lines
criss-cross several times. Furthermore, the age 1 net job creation rate is the highest
in the 1980s and 1990s and has been the lowest since the Great Recession.
Lastly, Figure A.8 shows average employment by firm age over time. This way of
looking at the data shows that there may be cohort effects. This can be seen by the
spikes of the average size of young firms in the late 1980s.
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Figure A.2: Average Firm Sizes
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Figure A.3: Job Creation and Destruction Rates
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Figure A.4: Exit Rates by Firm Age
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Figure A.5: Job Creation Rates by Firm Age
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Figure A.6: Job Destruction Rates by Firm Age
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Figure A.7: Growth Rates by Firm Age
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Figure A.8: Average Employment by Firm Age
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A Calibration With Age Dependent Volatility

One shortcoming of the model of firm dynamics introduced in Chapter 2 is that it
does not capture the decline in dispersion of firm level growth rates over the life
cycle. This fact was evident in Figure 2.8. Here it was shown that the variance and
skewness of the distribution of firm level employment growth rates declines sharply
in the first few years of a firms life. One early motivation of my research program was
to quantify the importance of capturing these second order moments. This appendix
presents some results along these lines. I present an alternative calibration of a firm
dynamics model which can capture the decline in variance over the life cycle. I then
examine a rise in entry costs and its implications for entry, exit, employment, output
and wages.
Surprisingly, I find almost no effect of including the higher order moments as part
of the calibration strategy. My conclusions are virtually unchanged whether a firm has
constant variance over the life cycle or declining variance. I think this may be due to
the assumption that the decline is exogenous as well as some of my modelling choices.
This is why I have relegated this analysis to an Appendix. However, to the best of my
knowledge no other researchers have demonstrated the ability of a model like this to
match the life cycle profile of firm exit and growth rates. Pugsley, Sedlacek, and Sterk
(2019) use a similar methodology to target the covariance structure of employment
over the life cycle. At a minimum, I argue that I have shown that their approach can
also match the set of facts championed by Decker, Haltiwanger, Jarmin, and Miranda
(2014). This is important because it emphasizes that the “growth rate” approach and
the “covariance” approach are essentially different lenses for looking at the same set
of phenomena.
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Model Specifics
I assume there are a fixed measure of households, Ls who supply labour inelastically.
These households own the firms and consume output. They solve the problem:

max
Ct

∞
X

β t ln Ct

t=0

Subject to:
Ct = w t L s + Π t
For the purposes of my work I use the households subjective discount factor to discount profits and back consumption out using this period by period budget constraint.
Incumbent firms maximize their profits:

π(z) = max ez `α − wn
`

Where w denotes the real wage. The price of the output good has been normalized
to 1. The firms have a labour demand function of:
1
αez 1−α
` (z) = (
)
w

d

These firms must pay a fixed cost in order to operate. Just like in Chapter 2 I assume
these costs are drawn randomly from a distribution each period. I assume that these
fixed costs are distributed lognormally. This gives me two free parameters to target
the life cycle profile of exit.
iid

fc ∼ LN [µf c , σf2c ]
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I also assume exogenous probability of exit, δx .
Firm level productivity, z, follows an age dependent stochastic process.

zi,a =

θi
+ ρaq qi,0 +
ηi,a
|{z}
|{z}
| {z }
Fixed Effect Life Cycle Persistent Shock

This stochastic process includes three terms. The first is a fixed effect. This is
constant over time and specific to the firm. The fixed effect is distributed normally
with mean µθ and standard deviation σθ . The fixed effect captures the fact that the
size of firms at age A and age A + j is positively correlated, even when j is large.
The life cycle component is meant to capture the adjustment costs which I calibrated in Chapter 2. The firm draws a qi,0 which is potentially “far away” from its
long run average productivity of θi . If these draws are on average less than zero then
the firms will grow slowly towards their target size. In this sense ρaq targets the slope
of the growth profile in much the same way the adjustment cost parameter does in
my other model.
Lastly, the persistent shock is a standard AR(1) process which captures deviations
of productivity over time. I assume that:

ηi,a = ρη ηi,a−1 + σa εi,a

Importantly, I have introduced the term σa which is an age dependent volatility of the
persistent shock. This is how I match the higher order moments of the firm growth
distribution. In order to parameterize this effect I assume that:

σa = κ1 + κ2 (

A−a 2
)
A

if

a≤A

and

σa = κ1

if

a>A
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This means that entrants have a volatility of κ1 +κ2 and mature firms have a volatility
of κ1 . I target the dispersion of growth rates for age 1 and age 15 firms with these
two parameters.
The firm’s problem is:

0

0

Z

Va (θ, q, η) = π(z) + β(1 − δx ) max{E[Va+1 (θ, q , η )|a, q, η] −

fa∗ (z)

dG(fc ), 0}
0

For a given state, a, z = {θ, q, η} we have an optimal cut-off fa∗ (z). This leads to an
age dependent exit probability as a function of the state:
fa∗ (z)

Z
xp (z) = 1 −

dG(fc )
0

This is the only policy function that I need to solve for the firm.
I assume that there is an entry cost which must be paid to start a new firm, fe .
Firms draw their initial value of q from a distribution H(q) and their initial value of
θ the fixed effect distribution. I assume that ηi,a = 0. Free entry implies that:
fe = E[V0 (θ, q, η 0 ; w)]

This pins down the equilibrium wage.
Given a set of exit probabilities and a wage, I can simulate the stationary distribution. The distribution for entrants is:
Z
ν0 (q, θ, 0) = Me

dH(q)dF (θ)
z
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The age dependent distributions for incumbents can be defined recursively as:
Z
(1 − xp (q, θ, η; w))dνa−1 (q, θ, η)

νa (q, θ, η) =
q,θ,η

In order to aggregate labour demand I integrate over the entire age distribution:

d

Z Z

L (w, Me ) =
a

`d (q, θ, η; w)dνa (q, θ, η)da

q,θ,η

In equilibrium Ld (w, Me ) = Ls , which pins down the mass of firms.
Targeting the Firm Life Cycle
In what follows I will choose some parameters which target salient aspects of the firm
life cycle. I do not wish to call this a calibration exercise. The reason is that not
all parameters are identified. In particular, I fix the persistence parameter, ρη , the
dispersion of the entry distribution and the dispersion of the fixed effect distribution.
I wanted to use the fixed effects to target the size distribution of mature firms but I
wasn’t able to hit these targets.
However, some of the parameters have clear mappings to the data. In particular,
ρq and µ0 jointly target the average growth rate of age 1 firms and the slope of the
mean growth rates. κ1 and κ2 target the dispersion of growth rates for age 1 and
mature firms. µf c and σf c target the exit rate of age 1 firms and the slope of the exit
profile. Table A.1 shows the parameter values which I chose.
Now I will discuss the solution of the model.
1. Solve for the mature firms value function and exit policy. Recall that firms age
a > A have an age independent stochastic process. I solve this on a grid using
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Table A.1: Parameter Values
Value
Parameter
Value
Fixed Effects
Fixed Costs
1.0
µf c
0.75
0.5
σf c
2.0
Life Cycle
Exogenous
−0.25
β
0.92
0.1
α
0.6
0.8
w
1.0
Persistent Shock
0.9
0.075
0.25

value function iteration.
2. Starting at age a = A I solve the firms age dependent policy function backwards
until age 0. I use Gauss-Hermite quadrature to evaluate the integrals, which
are age dependent. I choose the grid so that it is ± 3 standard deviations of
the largest value for σa .
3. With my age dependent exit policies in hand I simulate a panel of firms on a
continuous state space for η and q. I fix a grid for the fixed effect. I use bilinear
interpolation in the η and q dimension.
4. During the calibration phase I only simulate the first 15 years of the firms life
cycle. All my target moments can be computed using these years. I calculate
age dependent exit rates and moments of the growth rate distribution.
Figure A.9 and Figure A.10 show the results of my model for the firm life cycle. I
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Figure A.9: The Firm Life Cycle: Growth Profile
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successfully capture the decline in average growth rates and the variance of employment growth rates over the life cycle. I have less success targeting the skewness of
young firms.
I am able to capture the shape of the decline in exit over the life cycle quite well.
However, the exit rate declines far to rapidly in the early years. This is because of
the fixed effects. A problem that I have had in all calibrations which included these
fixed effects is that firms select very rapidly in the early years of their life. This leads
to a sharp decline in exit. Much sharper than the data suggests. While I believe that
fixed effects are an important consideration in studying firm dynamics, I think it is
unreasonable for firms to know their underlying quality with certainty. This excess
selection is perhaps evidence in favour of a learning mechanism, such as Jovanovic
(1982).
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Figure A.10: The Firm Life Cycle: Exit Profile
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My experience with this moment matching exercise led me to choose a much
“lighter” calibration in Chapter 2 of this dissertation. I was able to match the firm
life cycle well here, but I gave my self lots of free parameters to do so. In the main
body of the thesis I have given myself far fewer free parameters and have a much
clearer identification argument. The cost is that there are dimensions of reality which
I do not target as well. However, in the absence of additional targets and a clear
identification argument for any new parameters, my preference is for the strategy I
have taken.

The Entry Experiment
Despite the caveats regarding the calibration of this model, I do think it is interesting
to consider the implications of adding a decline in volatility over the life cycle to this
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Figure A.11: The Entry Experiment: Endogenous Exit
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model. In what follows I consider a quantitative experiment where I “distort” the
entry margin. This is the same as taxing entrants.

(1 + τe )fe = E[V 0 (θ, q, η 0 ; w)]

The results of this experiment are shown in Figure A.11. The first thing to notice
is that there are actually two lines in each of the graphs. One represents the case
with a life cycle dependent volatility and the other the case with a constant volatility.
There is virtually no difference between the two cases. I believe the reason has to do
with the inclusion of the fixed effects. Selection is almost entirely on the “fixed effect”.
The persistent shock has very little effect on firms exit decisions. This means that
the selection margin is not responsive to changes in the volatility of TFP over the life
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cycle. This leads to an important insight. If there are two “shocks” governing firms
prospects, they will select on the “more permanent” one. A fixed effect is essentially
a one time productivity shock with a unit root. This is important because Karahan,
Pugsley, and Şahin (2019) use an extremely persistent shock for productivity along
with the inclusion of fixed effects. I think the reason that their moment matching
routine identified such persistent productivity was similar to the tension I am finding
here. I also argue that this level of persistence is counter-factual.
These does not mean that I think the second moments of the firm life cycle are
unimportant. This is for two reasons. First, I think that we need to think harder
about how to incorporate permanent differences in firm productivity into quantitative
models. I have already mentioned the potential importance of a learning mechanism.
Second, I don’t think that the decline in volatility is exogenous. My findings in
Chapter 4 show that firms which are more R&D intensive have higher volatility.
I intend to use the methods in this chapter for incorporating an “age dependent”
stochastic process to embed my findings on the Controlled Markov Process in a model
of firm dynamics.
Lastly, I want to emphasize the importance of selection when considering the
effects of an entry distortion. Figure A.12 presents the results when I exogenously
vary the exit rate. Here there is no selection mechanism. All exit is exogenous.
In this case the effects of a rise in entry costs are miniscule. This shows that the
main channel through which higher entry costs will reduce output is through lower
productivity. Lower productivity is a result of a weakening of the selection mechanism.
This is exactly the point that Rogerson (2014) makes in his discussion of the Davis
and Haltiwanger (2014) paper which outlined the striking decline in US Business
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Figure A.12: The Entry Experiment: Exogenous Exit
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Appendix B
Data Appendix
B.1

Variable Creation

The Compustat Data form an unbalanced panel of publicly listed companies with
non-random attrition. The following glossary provides information on how to derive
all the variables used in this dissertation. I use capital letters and a different font to
denote Compustat variables. For example: GVKEY, SALE, XRD.
Gross Output
I use the Compustat variable SALE deflated by the BEA GDP Deflator to measure
gross output. SALE measures sales, net of returns.
Employment
I use the Compustat variable EMP to measure firm level employment.

182

APPENDIX B. DATA APPENDIX

183

Capital Stock
I use a perpetual inventory method to construct the capital stock. Capital at firm i
in industry j evolves according to:

Ki,j,t+1 = (1 − δ)Kj,t + Ij,t

I define the growth in the capital stock as:

∆Ki,j,t+1 =

Ii,j,t − δKi,j,t
I
Pj,2010

Where the BEA investment deflator converts net investment to constant year 2010
USD. Using Compustat I choose to measure net investment as the change in Property
Plant and Equipment, net of depreciation (PPENT in Compustat).
Specifically:
∆Ki,j,t+1 =

PPENTi,j,t+1 − PPENTi,j,t
I
P2010

Before doing so I clean the data as follows:
1. I set capital equal to deflated Gross Property, Plant and Equipment for age 0
firms:1
Ki,j,t =

PPEGTi,j,t
I
P2010

2. If a firm has a missing observation for PPENT in the midst of an investment
spell I interpolate its value using neighbouring observations.
1

Or in cases where there is no net investment or gross capital until later on I initialize the first
observation of PPEGT.
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Cost of Goods Sold and Selling, General and Administrative Expenses
The Compustat variable COGS measures expenses directly allocated to production by
the company. These include material, labour and some overhead. Some companies
report Selling, General and Administrative expenses (XSGA) such as advertising and
R&D separately. In these cases I use both COGS and XSGA as separate inputs. However,
I deduct R&D expenditure (XRD) from XSGA when doing so. I deflate both measures
by the BEA GDP Deflator.

R&D Expenditures and R&D Intensity
Compustat lists R&D expenditures as XRD. I deflate using the BEA R&D Deflator. I
focus on data after 1976 and assume that if XRD is missing that R&D expenditures
are zero. R&D Intensity is measured as XRD/SALE.
Age Since Listing
I define the age since listing as follows. The first time that an observation for either
sales or employment is present in the Compustat data I flag that as the birth year for
a firm with a given GVKEY. From then on I let the firm age organically from year
to year. Any firm which first appears in 1950 (the first year the data is available) I
flag as right censored. For most of the analysis these firms will be dropped as I am
interested in studying the post listing dynamics of firms.
An exit from the Compustat sample may be due to firm death, going private
or a merger/buyout with a larger firm. I will discuss how I deal with mergers and
acquisitions during sample selection. Unfortunately, there is no way to tell if a firm
is going private.
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Debt to Equity Ratio
I use long term debt (DLTT) in the numerator and calculate equity as number of
common shares outstanding (CSHT_F) times annual closing price (PRCC_F) plus the
amount of preferred stock outstanding (PSTK).

Patent Quality
I use 3 measures of patent quality: the raw number of forward citations, the truncation
adjusted number of forward citations and the market value of the patent. The market
value is taken from the dataset created by Kogan, Papanikolaou, Seru, and Stoffman
(2017).
I compute the truncation adjusted number of forward citations as:

HJT Citations =

# Citations
Average Number of Citations for a Patent that Year

I briefly discuss the methodology of Kogan, Papanikolaou, Seru, and Stoffman
(2017) in the main text. Please see their paper for more details.

Firm Level Patenting
I create two measures of new patents that a firm applies for in a given year. The first
measure is the raw count of the number of new patents that a firm applies for in a
given year.
The next is a forward citation-weighted measure. In this case I multiply the
number of new patents times the average number of citations per patent.
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Originality, Generality and Self-Citations
Originality measures whether a patent cites a diverse set of patents. It is computed
as follows:
Originalityi = 1 −

ni
X

s2i,j

j=1

Where ni is the number of backward citations that patent i makes and si,j is the
percentage of backward citations of patent i that are in class j. A high originality
score suggests that the patent cites a diverse set of patents. The measure is bounded
between 0 and 1.
Generality measures whether a patent has a subsequent impact that is “broad”.
It is computed as follows:

Generalityi = 1 −

ni
X

s2i,j

j=1

Where ni it the number of forward citations that patent i receives and si,j the percentage of forward citations of patent i that are in class j. A high generality score suggests
that the patent had an impact in a wide range of fields. The measure is bounded
between 0 and 1. See Hall, Jaffe, and Trajtenberg (2001) for more discussion of the
creation of Originality and Generality in the NBER Patent Data.
For a Patent the fraction of self citations is calculated as:

Fraction of Self Citations =

# Forward Citations to Patents at Own Firm
# Forward Citations
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Industry Classification
Compustat provides both SIC and NAICS codes for companies. I use the NAICS
classification. When controlling for industry in regressions I use the 3-Digit NAICS
category.

B.2

Sample Selection: Chapter 3

1. I begin by searching the entire Compustat database from 1950-2019. The first
stage of sample selection is to identify unique records of American publicly
listed companies. I keep observations with country code (FIC) equal to USA
and reporting currency (CURCD) equal to USD. I discard observations where firm
identifiers (GVKEY) or year identifiers (FYEAR) are missing.
2. Based on the entire sample I create the variables described in the previous
section, including age since listing and the capital stock.
3. I discard firms which ever have mergers and acquisition activity over the 10%
of sales threshold.
4. I discard observations where output or employment is less than 0. I winsorize
sales and employment at the 99th percentile.2
5. Discard firms which have left censored ages (born before 1950).
6. Discard observations before 1976.
2

By this, I mean that when a variable is > the 99th percentile I replace it with the value at
the 99th percentile. At various stages of this work I have experimented with dropping these outlier
results entirely and winsorizing at the 95th percentile. My results are unchanged in terms of sign and
magnitude. It is necessary to deal with outliers in some way as there are many very large observations
for sales and employment. This could reflect measurement error or a fat tailed distribution.
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7. Discard observations from utilities, public sector or FIRE (NAICS 2 Digit equal
to 22, 52, 53 or 99)
8. Discard abnormally large R&D intensity observations (> 2)
9. Run Regression Results at the Firm Level
10. Merge firm level data with patent level data.
11. Run Regression Results at the Patent Level

B.3

Sample Selection: Chapter 4

1. I begin by searching the entire Compustat database from 1950-2019. The first
stage of sample selection is to identify unique records of American publicly
listed companies. I keep observations with country code (FIC) equal to USA
and reporting currency (CURCD) equal to USD. I discard observations where firm
identifiers (GVKEY) or year identifiers (FYEAR) are missing.
2. Based on the entire sample I create the variables described in the previous
section, including age since listing and the capital stock.
3. I discard firms which ever have mergers and acquisition activity over the 10%
of sales threshold.
4. I discard observations where SALE, COGS, XSGA, XRD, R&D intensity or capital
stock is less than 0 or missing. I winsorize these variables at the 99th percentile.
5. Discard firms which have left censored ages (born before 1950).
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6. Discard observations before 1976.
7. Discard observations from utilities, public sector or FIRE (NAICS 2 Digit equal
to 22, 52, 53 or 99)
Note that the size of the sample used in this chapter is smaller than that used in
Chapter 3. This is because I require observations on more variables. For instance, for
my growth regressions in Chapter 3 I required clean data on sales, age since listing and
industry. In order to estimate the production function I require sales, cost of goods
sold, selling, general and administrative expenses, capital stock, age and industry as
well as R&D intensity. Step 4 in the above sample selection procedure is the principle
difference between the two chapters.

B.4

Coverage of Data

Compustat Data
Using data on industrial nominal R&D expenditures from the NSF and data on
total R&D come from the OECD I show the fraction of total and industrial R&D
expenditures covered in Compustat from 1981-2008.3 For every year I aggregate
nominal R&D expenditures in Compustat. Importantly, I do this before any sample
selection. This exercise gives an idea of the share of R&D activity that is done at US
publicly listed firms.
3

The OECD data are derived from the National Income and Product Accounts, which were
revised in 2013 to include R&D expenditures as an investment. See Fraumeni and Okubo (2005) for
an in depth discussion of the consequences and methods behind this revision. The NSF data was
based on the Survey of Industrial Research and Development from 1953-2007. This was changed to
the Business R&D and Innovation Survey from 2008-2016. I only include data to 2007.
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Figure B.1: The Share of Innovative Activity in Compustat

1980

1990

2000

2010

Year
R&D Share (Total)

*

R&D Share (Industrial)

Nominal Industrial R&D Expenditures taken from the NSF and Aggregate R&D Expenditures
taken from OECD. The data shows the fraction of domestic R&D expenditures accounted for in
Compustat for a given year.
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The first point to note is that the overwhelming majority of domestic industrial
R&D is accounted for in Compustat. The share starts out at around 65% and rises
throughout the 1980s. Since the mid 1990s the share of industrial R&D accounted for
in Compustat has been more or less constant at 90%. The share of aggregate R&D
has been between 50% and 60%. This reflects the fact that a sizeable portion of R&D
is done by government, universities and non-profits. The upward trend in the share
of innovative activity in Compustat has not been documented, to my knowledge.
Figure B.2 documents the percentage of employment and the percentage of total
firms in Compustat. Data on total employment is taken from the Bureau of Labour
Statistics civilian labour force series and data on the total number of firms is taken
from the Census Bureau’s Business Dynamics Statistics database. I document a
decline in the percentage of employment in Compustat in the 1980s. After this point,
the percentage of firms and the percentage of employment goes sharply up and then
sharply down. There has been work done on the number of IPOs in the Compustat
sample over the time period in question. In particular, Gao, Ritter, and Zhu (2013)
document the sharp fall in the number of IPOs in the period after the year 2000.
Davis, Haltiwanger, and Schuh (1996) show that during the late 1980s there was an
influx of smaller, riskier firms into the Compustat data. They also find that roughly
29% of private employment is at publicly listed firms. My findings are consistent with
this number.
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Figure B.2: The Percentage of Economic Activity in Compustat
Firms

.1

24
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26

Percentage of Firms
.14
.16

Percentage of Employment
28
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.18

.2

32

Employment

1980

*

1990

2000
Year

2010

2020

1980

1990

2000
Year

2010

2020

Size of the Civilian Labour Force taken from the BLS and aggregate number of firms taken from
Census Bureau BDS Data. The time series measure the fraction of employment and the fraction of
firms accounted for in Compustat over time.
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Table C.1: Sales Growth Regressions

Age

(1)
-0.0933
(0.000)

Avg. Sales
Sales

0.0138
(0.000)

Industry Effects
(2)
(3)
-0.0800 -0.0915
(0.000)
(0.000)
-0.00239
(0.038)
0.0124
(0.000)

(4)
-0.0779
(0.000)
-0.00405
(0.000)

(5)
-0.174
(0.000)
-0.0406
(0.000)

Fixed
(6)
-0.170
(0.000)
-0.0426
(0.000)

Lag Sales Growth
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Debt Eq.
Industry FE
Firm FE
Time FE
AR(1) p-val.
AR(2) p-val.
Observations
R2

Y

Y

-0.00446
(0.000)
Y

-0.00524
(0.000)
Y

Effects
(7)
(8)
-0.135
-0.132
(0.000)
(0.000)
-0.00497 -0.00661
(0.227)
(0.109)

0.00412
(0.694)

0.00312
(0.766)
-0.00289
(0.000)

0.0848
(0.000)

0.0848
(0.000)
-0.00176
(0.010)

Y
Y
(0.000)
(0.2557)
34526

Y
Y
(0.000)
(0.2468)
34526

-0.00368
(0.000)

Y

Y

Y

Y

Y
Y

50629
0.076

50629
0.070

50629
0.080

50629
0.076

51563
0.073

Dynamic Panel
(9)
(10)
-0.173
-0.170
(0.000)
(0.000)
-0.0474 -0.0485
(0.002)
(0.002)

Y
Y

Y
Y

Y
Y

51563
0.075

41958
0.051

41958
0.053

The dependent variable in each column is sales growth computed using the Davis, Haltiwanger, and Schuh (1996) average growth rate.
Age is measured as a = ln(1 + A). I take natural logarithms of both sales and average sales. See Appendix B for information on the
construction of the Debt/Equity ratio. The first four columns include a full set of year/industry dummies at the 3-digit NAICS level.
Columns 5-8 estimated using fixed effects and a full set of year dummies. Columns 9-10 estimated using the dynamic panel method of
Arellano and Bond (1991). p-values are reported in parentheses, where the t-tests are performed with standard errors clustered at the
firm level. AB test p-values for first and second order autocorrelation are included for dynamic panel results.

Table C.2: Employment Growth Regressions

Age

(1)
-0.0611
(0.000)

Avg. Emp.
Emp.

0.0290
(0.000)

Industry Effects
(2)
(3)
-0.0510 -0.0595
(0.000) (0.000)
0.0157
(0.000)
0.0277
(0.000)

(4)
-0.0494
(0.000)
0.0142
(0.000)

(5)
-0.124
(0.000)
0.00253
(0.439)

Fixed Effects
(6)
(7)
-0.120
-0.101
(0.000) (0.000)
0.000393 0.00477
(0.905) (0.212)

Lag Emp. Growth
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Debt Eq.
Industry FE
Firm FE
Time FE
AR(1) p-val.
AR(2) p-val.
Observations
R2

Y

Y

-0.00399
(0.000)
Y

-0.00456
(0.000)
Y

Y

Y

Y

Y

50629
0.075

50629
0.049

50629
0.080

50629
0.057

51563
0.055

Dynamic Panel
(9)
(10)
-0.157
-0.154
(0.000)
(0.000)
-0.0259 -0.0272
(0.113)
(0.098)

0.00987
(0.330)

0.00816
(0.420)
-0.00312
(0.000)

0.0711
(0.000)

0.0711
(0.000)
-0.00161
(0.018)

Y
Y
(0.000)
(0.5791)
34526

Y
Y
(0.000)
(0.5902)
34526

-0.00349
(0.000)
Y
Y

(8)
-0.0979
(0.000)
0.00300
(0.437)

Y
Y

Y
Y

Y
Y

51563
0.057

41958
0.037

41958
0.040

The dependent variable in each column is employment growth computed using the Davis, Haltiwanger, and Schuh (1996) average growth
rate. Age is measured as a = ln(1 + A). I take natural logarithms of both employment and average employment. See Appendix B
for information on the construction of the Debt/Equity ratio. The first four columns include a full set of year/industry dummies at
the 3-digit NAICS level. Columns 5-8 estimated using fixed effects and a full set of year dummies. Columns 9-10 estimated using
the dynamic panel method of Arellano and Bond (1991). p-values are reported in parentheses, where the t-tests are performed with
standard errors clustered at the firm level. AB test p-values for first and second order autocorrelation are included for dynamic panel
results.

Age
Avg. Sales
Sales
Lag R&D
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Debt Eq.
Industry FE
Firm FE
Time FE
AR(1) p-val.
AR(2) p-val.
Observations
R2

Table C.3: R&D Regressions
Industry Effects
Fixed Effects
(1)
(2)
(3)
(4)
(5)
(6)
(7)
(8)
-0.198 -0.255 -0.187 -0.242 -0.132
-0.124
-0.167
-0.161
(0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000)
0.794
0.784
0.689
0.685
0.289
0.286
(0.000)
(0.000) (0.000) (0.000) (0.000) (0.000)
0.775
0.765
(0.000)
(0.000)
0.632
0.632
(0.000) (0.000)
-0.0305 -0.0329
-0.00783
-0.00555
(0.000) (0.000)
(0.000)
(0.000)
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y

59264
0.675

50629
0.675

59264
0.681

50629
0.681

51563
0.458

51563
0.460

49672
0.692

49672
0.692

Dynamic Panel
(9)
(10)
-0.170
-0.169
(0.000)
(0.000)
0.441
0.439
(0.000)
(0.000)

0.219
(0.000)

0.221
(0.000)
-0.00164
(0.120)

Y
Y
(0.000)
(0.0575)
40705

Y
Y
(0.000)
(0.0567)
40705

The dependent variable in each column is the natural logarithm of R&D expenditures. Age is measured as a = ln(1 + A). I take
natural logarithms of both sales and average sales. See Appendix B for information on the construction of the Debt/Equity ratio. The
first four columns include a full set of year/industry dummies at the 3-digit NAICS level. Columns 5-8 estimated using fixed effects
and a full set of year dummies. Columns 9-10 estimated using the dynamic panel method of Arellano and Bond (1991). p-values are
reported in parentheses, where the t-tests are performed with standard errors clustered at the firm level. AB test p-values for first and
second order autocorrelation are included for dynamic panel results.

Table C.4: R&D Intensity Regressions

Age
Avg. Sales
Sales

Industry Effects
(2)
(3)
-0.0331 -0.0291
(0.000) (0.000)
-0.0418
(0.000)
-0.0443
-0.0454
(0.000)
(0.000)
(1)
-0.0303
(0.000)

(4)
-0.0319
(0.000)
-0.0428
(0.000)

(5)
-0.00357
(0.427)
-0.0812
(0.000)

Fixed
(6)
-0.00240
(0.593)
-0.0817
(0.000)

Effects
(7)
-0.00358
(0.279)
-0.114
(0.000)

(8)
-0.00289
(0.382)
-0.115
(0.000)

Lag R&D Intensity
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Debt Eq.
Industry FE
Firm FE
Time FE
AR(1) p-val.
AR(2) p-val.
Observations
R2

Y

Y

-0.00340
(0.000)
Y

-0.00321
(0.000)
Y

-0.00107
(0.000)

Y

Y

Y

Y

Y
Y

59264
0.271

50629
0.263

59264
0.275

50629
0.267

51563
0.109

Dynamic Panel
(9)
(10)
0.0179
0.0181
(0.013)
(0.012)
-0.0780
-0.0781
(0.000)
(0.000)

0.267
(0.000)

0.267
(0.000)
-0.000187
(0.218)

Y
Y
(0.000)
(0.3885)
40705

Y
Y
(0.000)
(0.3885)
40705

-0.000635
(0.000)

Y
Y

Y
Y

Y
Y

51563
0.110

49672
0.191

49672
0.191

The dependent variable in each column is the R&D intensity. Age is measured as a = ln(1 + A). I take natural logarithms of both sales
and average sales. See Appendix B for information on the construction of the Debt/Equity ratio. The first four columns include a full
set of year/industry dummies at the 3-digit NAICS level. Columns 5-8 estimated using fixed effects and a full set of year dummies.
Columns 9-10 estimated using the dynamic panel method of Arellano and Bond (1991). p-values are reported in parentheses, where
the t-tests are performed with standard errors clustered at the firm level. AB test p-values for first and second order autocorrelation
are included for dynamic panel results.

Age
Avg. Sales
Lagged R&D
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Debt Eq.
Observations
R2

Poisson Model
(1)
(2)
0.308
0.254
(0.001)
(0.008)
0.546
0.268
(0.000)
(0.000)
0.391
(0.000)
-0.00721 -0.00996
(0.344)
(0.212)
29098
28085

Table C.5: Firm Patenting Regressions
Neg. Bin. Model
FE
(3)
(4)
(5)
(6)
(7)
(8)
0.0563
0.108
2.847
2.713
-23.31 -23.98
(0.001) (0.000) (0.118) (0.150) (0.020) (0.016)
0.134
0.0167
5.035
3.863
25.45
24.65
(0.000) (0.151) (0.000) (0.007) (0.000) (0.010)
0.195
2.336
3.668
(0.000)
(0.014)
(0.452)
-0.0136 -0.00913 0.0501 0.0548
0.349
0.350
(0.000) (0.002) (0.218) (0.193) (0.048) (0.053)
29098
28085
36752
35728
12594
12305
0.029
0.031
0.061
0.064

Probit
(9)
(10)
-0.0504 0.0178
(0.018) (0.407)
0.266
0.102
(0.000) (0.000)
0.289
(0.000)
-0.0158 -0.0117
(0.000) (0.000)
34895
33891

The dependent variable in Columns 1-4 is the raw count of new patents issued by the firm. Columns 1 and 2 report results for
the Poisson conditional fixed effects model and Columns 3 and 4 report the negative binomial conditional fixed effects results.. The
dependent variable in Columns 5-8 is the natural logarithm of the forward citation weighted count of new patents. These columns
include firm and year fixed effects. Columns 5 and 6 include observations where no new patents are taken out and Columns 7 and 8 do
not. Columns 9 and 10 are random effects probit estimations where the dependent variable is an indicator for whether the firm took
out a patent in that given year. p-values are reported in parentheses.

Age
Avg. Sales
Debt Eq.
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Industry FE
Time FE
Observations
R2

(1)
Fwd.
-2.334
(0.002)
0.314
(0.292)
-0.262
(0.104)
X
X
83123
0.158

Table C.6: Patent Level Regressions: KPSS Data
(2)
(3)
(4)
(5)
(6)
(7)
Cites
Probit
HJT Cites
Self Citations Self Citations
-0.160
-0.165
-0.195
-0.133
0.0206
(0.000) (0.000) (0.012) (0.007)
(0.549)
0.0284
0.156
0.0331 0.00864
-0.0213
-0.0171
(0.000) (0.000) (0.241) (0.610)
(0.032)
(0.001)
-0.0156 0.000445 -0.0181 -0.0142
0.000951
0.00132
(0.000) (0.912) (0.142) (0.093)
(0.744)
(0.628)
X
X
X
X
X
X
X
X
X
X
X
X
83123
83015
83123
75032
83123
83123
0.050
0.067
0.057
0.055

(8)
Market Value
-0.348
(0.001)
0.534
(0.000)
-0.0332
(0.126)
X
X
75032
0.648

The dependent variable in Columns 1 and 2 is the raw number of forward citations for each patent. Column 1 is estimated by ordinary
least squares and Column 2 by Poisson regression. Column 3 is a probit estimation where the dependent variable is an indicator for
whether the patent receives any citations. Columns 4 and 5 use truncation adjusted citations for the dependent variable. Column 4
includes observations where there are zero citations while Column 5 does not. Columns 6 and 7 use the fraction of self-citations as the
dependent variable. Column 8 dependent variable is the market value of the patent as computed in Kogan, Papanikolaou, Seru, and
Stoffman (2017). p-values in parentheses based on standard errors clustered at the firm level.
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Table C.7: Patent Level Regressions: NBER Patent Data
(1)
(2)
(3)
(4)
(5)
(6)
Fwd. Cites
Probit
HJT Cites
Orig.
Age
-2.348 -0.160 -0.0109 -0.125 -0.156
-0.0155
(0.000) (0.000) (0.665) (0.001) (0.000) (0.129)
Avg. Sales
-0.346 -0.0251 -0.00854 -0.0219 -0.0259 -0.0111
(0.151) (0.180) (0.524) (0.305) (0.245) (0.017)
Debt Eq.
-1.532 -0.117
0.0137 -0.0808 -0.0980 0.000270
(0.000) (0.000) (0.473) (0.000) (0.000) (0.979)
Industry FE
X
X
X
X
X
X
Time FE
X
X
X
X
X
X
Observations 43876
43876
43756
43869
36765
37705
2
R
0.125
0.033
0.225
0.051

(7)
Gen.
-0.0132
(0.171)
-0.0125
(0.005)
0.0128
(0.263)
X
X
32749
0.061

The dependent variable in Columns 1 and 2 is the raw number of forward citations for each patent. Column 1 is estimated by ordinary
least squares and Column 2 by Poisson regression. Column 3 is a Probit estimation where the dependent variable is an indicator for
whether the patent receives any citations. Columns 4 and 5 use truncation adjusted citations for the dependent variable. Column
4 includes observations where there are zero citations while Column 5 does not. Columns 6 and 7 use the originality and generality
measures defined in Appendix B. p-values in parentheses based on standard errors clustered at the firm level.

Appendix D
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D.1

Discussion of Assumptions

The Share Equation
The approach I take in the main part of my paper is to assume constant returns to
scale. I later test the robustness of my results to variations on this assumption. By
doing so I am not making any explicit assumptions about market structure.

z = y − θk k − θx x − Φ̂(x, k)
Alternatively, I can make an assumption about the competitive structure of the
markets the firm operates in. Following Gandhi, Navarro, and Rivers (2011) I assume
competitive variable input and output markets. This leads to Proposition 3, which
they call the share equation. I state a version of this equation here.
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Proposition 3. (The Share Equation)

ln S = ln θx + ε

Where:
S=

px X
py Y

As a consequence, data on the share of non-durable input relative to output, S, identifies the structural elasticity parameter θx .
Proof. Start from the firms cost minimization problem:

Λ = px x + λ(y − ez k θk xθx )

The first order condition is:j
px
= θx ez k θk xθx −1
λ
Where λ is interpreted as marginal cost. Under the assumption of competitive output
markets, p = λ. Rearranging yields:

θx =

px x
pY eε

Given the definition of the non-durable input share, the result follows immediately.
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Clarifying the Appropriateness of COGS
The variable input that I use is COGS, following De Loecker, Eeckhout, and Unger
(2020). In this short section I clarify the underlying assumption that I am making.
I am assuming that COGS is a bundle of variable inputs. I only observe the sum of
these inputs. For simplicity, assume that COGS is the sum of labour and materials.
Assume this bundle is the geometric average:1

x = nγn mγm

This means that the production function I am estimating is:

y = ez k θk (nγn mγm )θx

Re-write this as:
y = ez k θk nθm mθm
The variable input ratio is then:
θn m
pn
=
pm
θm n
This leads to conditional factor demands of the form:

nc (z, k, y) = [
1

θk
1
1
θn pm θ θ+θ
m
] n m (ez ) θn +θm k θn +θm y θn +θm
θm pn

In the Compustat data they are the sum of the two variables but the math is easier with a
geometric average.
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mc (z, k, y) = [

204

θk
1
1
θm pn θ θ+θ
n
] n m (ez ) θn +θm k θn +θm y θn +θm
θn pm

These conditional factor demands are increasing in z, k and y. It immediately follows
that, conditional on y, the bundle:

x(z, k; y) = nc (z, k, y)γ mc (z, k, y)1−γ

is monotonic in z. This means that it is legitimate to invert x in this situation. The
key assumptions are cost minimization (which I have already assumed with respect to
x), geometric weighting of the input and variability of at least one of the inputs in the
non-durable bundle.2 This provides a micro-foundation for the approach popularized
in De Loecker, Eeckhout, and Unger (2020). Furthermore, even if one of the two
“variable inputs” is partially fixed, the variable x will be variable as long as firms can
adjust the other factor. Hence, if some portion of the firms labour force cannot be
adjusted within period it is still appropriate to treat the cost of goods sold measure
as a variable input.

2

I haven’t tried generalizing to a non-geometric weighting scheme and more flexible functional
forms yet. I would guess that the result generalizes so long as all inputs in the bundle are variable
and the firm cost minimizes.

