
 

Annual Report 2020 
Paper 2020-07 

 
 

 
© Predictive Geometallurgy and Geostatistics Lab, Queen’s University 106 

 

Machine learning in the mineral resource sector: An overview1 
S. Ilkay Cevik (17sic1@queensu.ca) 

Julian M. Ortiz (julian.ortiz@queensu.ca) 

Abstract 
The increasing availability of the large and high-resolution geoscience data sets 
challenges the pattern recognition abilities of geoscientists. Machine learning 
algorithms provide opportunities to extend these pattern recognition abilities into high 
dimensional, large data sets. In this paper we present an overview of the commonly 
used supervised and unsupervised machine learning methods that are available for a 
geoscientist, and their use. A generic workflow is also provided, along with a review of 
several case studies, to present an overview of the state-of-the-art applications. 

 

1. Introduction 
Machine learning algorithms (MLA) are algorithms that are able to make approximations for an underlying 
process that is assumed to exist and is responsible for the patterns or regularities found in the data. 
Identification of those patterns in the data and generating approximation models are useful for a variety 
of reasons. By looking at the models and/or identified patterns, we can gain insights about a process 
(descriptive models for knowledge discovery) or in other instances, we use these models simply to predict 
an output given an input and automate a process (predictive models) (Alpaydin, 2020). Carranza (2008), 
defines models as making descriptions, representations or predictions about an indirectly observable and 
complex real-world system, via quantitative analysis of relevant data. As humans, we have been 
generating models and using them to describe or predict many things before the computer aided 
approaches, i.e. machine learning methods. In the field of geology, the Total Alkali-Silica (TAS) scheme (Le 
Maitre, 1984), which is used to predict the class of a volcanic rock as a function of SiO2 and K2O+Na2O 
(Figure 1A), is a good example of human generated statistical predictive methods. However, our efficiency 
to detect patterns decreases as the dimension of the data increases. Therefore, machine learning 
algorithms provide opportunities to extend these pattern recognition abilities into high dimensional, large 
data sets.  

In this paper, the definition of the two main types of machine learning modeling processes is presented: 

 Supervised learning, where a desired output or label is available for a given input set of 
observations and the algorithm is expected to construct a function 𝑓 to relate the input data to 
the given output; and  

 Unsupervised learning, where the algorithm is expected to reveal patterns or regularities that are 
more frequent than others (Alpaydin, 2020).  

                                                           
1 Cite as: Cevik, Ortiz (2020) Machine learning applied in mineral resource sector: An overview, Predictive 
Geometallurgy and Geostatistics Lab, Queen’s University, Annual Report 2020, paper 2020-07, 106-129. 
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Commonly used supervised and unsupervised machine learning methods are tabulated in (Table 1) to 
provide the reader with a list of tools, and their use, that are available for a geoscientist with a machine 
learning toolbox. The paper concludes with an overview of the state-of-the-art applications in mineral 
exploration and resource sector and a brief discussion of the challenges that could be addressed in future 
studies. 

2. Supervised Learning 
A supervised learning task uses a set of known examples of inputs and their associated outputs to 
approximate a functional relationship to predict the output from the input data. It is considered as 
classification when the desired output is a discrete value, a category, or simply a class, and as regression 
when it is a continuous value (James et al., 2013).  

A supervised model uses a set of examples or observations (Alpaydin, 2020): 

 𝑋 = {𝑥 , 𝑦 }  (1) (1) 

where 𝑡 is index for one of the 𝑁 observations, 𝑥  is the input and 𝑦  is the associated output. The input 
can have any arbitrary dimension. The output may be one of K classes in classification problems, or a 
scalar or vector in the case of regression problems. 

A generalized form of MLA that will be used for approximation is expressed as follows: 

 𝑦 = 𝑓(𝑥|θ) (2) 

where 𝑓 is the model, 𝜃 is its parameters, 𝑥 is the input data and 𝑦 is the output (ground truth). MLA aim 
at optimizing the parameters 𝜃, to minimize the approximation error, which is the difference between the 
estimates and the ground truth. The loss function is the difference between expected output 𝑦  and the 
model’s approximation, 𝑓(𝑥 |θ): 

 𝐸(θ|𝑋) = 𝐿 (𝑦 , 𝑓(𝑥 |θ)) (3) 

The optimization procedure to find the optimum parameters, θ∗, that minimizes the loss, can be 
expressed as: 

 θ∗ = 𝑎𝑟𝑔𝑚𝑖𝑛 𝐸(θ|𝑋) (4) 

where 𝑎𝑟𝑔𝑚𝑖𝑛 returns the argument that minimizes the loss function. A demonstration of the 
classification task is presented in the next example (Figure 1). 
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Figure 1 TAS classification scheme on the left, and an example of the construction of the field boundaries.  The figure on the 
right is retrieved from Le Bas et al., 1992. Abbreviations; Pc: Picro-basalt, Bs + Ba: Basalt, O1: Basaltic andesite, O2: Andesite, 
O3: Dacite, R: Rhyolite, S1: Trachy-basalt, S2: Basaltic trachy-andesite, S3: Trachy-andesite, T1: Trachyte, T2: Trachydacite, 
U1:Tephyrite Basanite, U2:Phono-tephrite, U3:Tephri-phonolite, Ph:Phonolite, F:Foidite. 

The Total Alkali-Silica (TAS) scheme is first introduced by Le Maitre (1984), to facilitate classification of 
volcanic rocks when mineral modal data are not available. The details of how boundaries between classes 
are constructed are provided in Le Bas et al. (1992). In simple terms, a large data set, namely CLAIR (Le 
Maitre et al., 1978), that comprises some 15,000 volcanic rock samples around the world with 
lithogeochemical analysis and their descriptions by petrologist or geologists, are used to construct the 
classification scheme. Lithogeochemistry of the rocks are used as inputs, 𝑥, namely SiO2 in the x-axis and 
total alkali (K2O+Na2O) in the y-axis, and nomenclature by experts used as target variable, 𝑦, feed a 
classification scheme that approximates the boundaries between classes. The principal criteria to define 
the boundaries between classes is to minimize the degree of overlap between adjacent fields (Le Bas et 
al., 1992). Percentage frequency distribution plots (Figure 1B) are used to assess overlap between fields. 
This is a typical example of combination of data and knowledge driven classification approach manually 
conducted by an expert which allows some degree of subjectivity, e.g. decision of omitting some of the 
samples with low confidence or reclassifying some of the classes based on local knowledge or 
preconceptions.  

A supervised MLA performs similarly in the sense that it uses the inputs and outputs and tries to minimize 
the approximation error given the model parameters without imposing any prior knowledge. A simple 
machine learning method, namely k-nearest neighbor (kNN), that allows k number of nearest neighbors, 
in feature space, to vote for classification of an unknown sample, is used to construct a classification 
scheme similar to TAS. A synthetic dataset is created for demonstration purpose (Figure 2A). The class 
boundaries are determined with kNN method by using this data set (Figure 2B). Although some noticeable 
differences exist, e.g. Ph vs T1, T1 vs T2, etc., this machine learning approach produces class boundaries 
that are similar to the original TAS scheme. Also note that, a synthetic data set created to demonstrate 
the classification approach was used, but the original data set could yield results that are closer to the 
original TAS scheme. Nevertheless, this simple example shows the similarities between the two modeling 
approaches. Although the original TAS scheme that combines knowledge and data driven approach allows 
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the expert to have more control over the predictive model, it is not hard to imagine that complexity of 
the problem will increase with the increasing feature dimension. For example, in Le Bas et al. (1992), 
boundaries in TAS scheme were chosen to minimize the overlaps between the fields that comprise 
approximately 75% of the samples from the corresponding class (Figure 1B). Adding another predictor 
besides SiO2 and total alkali as a third axis could help to reduce this overlap, and thus improve the 
classification performance. However, increasing dimension would make the manual classification by the 
expert extremely difficult. MLA can easily integrate multiple dimensions to the approximation process and 
produce results that are reproducible and less subjective. 

 

Figure 2 A synthetic set of samples created by a random function is on the left and ML produced class boundaries by using the 
synthetic data set on the right. 

Obviously, the ultimate goal of such a classification scheme is to be able to classify future, unknown 
samples with high accuracy rather than the samples that are used in training. Allowing the algorithm to 
learn too much from the training data, may result in something called, overfitting, and conversely, 
constraining the algorithm too much results in underfitting. Overfitting can be envisioned as memorizing 
the data, which makes the algorithm poor in generalizing the rules that are learned during the training, 
and underfitting can be considered as insufficient learning. Both overfitting and underfitting are 
demonstrated in Figure 3 and 4, respectively, with the TAS example. 
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Figure 3 Overfitting example. The ML model overfits to the training data on the left, i.e. memorizes the training data instead of 
generalizing the classification rules and does not perform well on an independent validation set on the right. Triangles represent 
misclassified samples. 

 

Figure 4 Underfitting example. The ML model underfits to the training data on the left, i.e. could not learn enough to separate 
classes and does not perform well on an independent validation set on the right. Triangles represent misclassified samples. 

These show that it is important to test the MLA model with a group of samples that are independent from 
the training samples, also called validation samples, for its predictive capabilities and to tune the 
parameters to increase the model performance. A validation set is required at minimum, and a second 
independent data set, called test set that is not used as part of training or validation sets, is required for 
best practice to report the predictive performance of an MLA (Alpaydin, 2020). Usually data is scarce and 
leaving out two independent data set is not preferable. In these cases, after leaving out the test set, data 
is split into 𝐾 approximately equal size subsets, and one of these subsets is left out and the remaining 
𝐾 − 1 parts are used to train a model and the left-out part is used for validation. Cross validated prediction 
error is then reported after repeating this procedure for each 𝐾 part. This is called 𝐾-Fold cross-validation 
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(Friedman et al., 2001). In most of the ML applications, splitting the data into 𝐾 parts are done by random 
splitting after shuffling the data set.  However, it should be noted that the datasets that are used in mineral 
exploration and resource sector usually have spatial dependencies, also called spatial autocorrelation, 
meaning that the independence requirement in cross-validation is violated when data is shuffled and split 
randomly because of the spatial autocorrelation. In other words, if data is not split into spatially distinct 
sets for cross-validation, predictive performance is overestimated because of the dependency between 
training and validation sets. This problem is acknowledged in the literature, and variations of the cross-
validation approach that addresses the spatial dependency have been proposed (Roberts et al., 2017; 
Pohjankukka et al., 2017). 

Another example for a supervised task in mineral exploration could be predicting the potential of having 
a mineral deposit at an unknown location as a function of available geoscience data such as 
lithogeochemical, geophysical and remote sensing features as inputs. By providing examples of known 
mineral occurrences, positive samples, and known barren zones, negative samples, as output labels, a 
model can be trained. In such an example, a geologist may be interested in knowing the predicted result 
of the machine learning model for the location of interest. Perhaps, it would be interesting as well to 
achieve knowledge discovery, that is, by analyzing the approximated function, the geologist can 
understand what features should be expected in a location with high probability of having a mineral 
deposit.  

On the other hand, an automation task such as recognizing possible faults for a hydrocarbon exploration 
study where seismic images are available as input and the location of some faults are provided as desired 
labels, might not require to gain an understanding about the process necessarily, instead high accuracy 
and time efficiency would be critical (Zhang et al., 2019; Li et al., 2019). 

It is these abilities to discover complex relationships between the observations or variables and to process 
large amounts of data, that make the supervised learning algorithms highly attractive for researchers and 
practitioners who study in the mineral resource sector, where assimilation and evaluation of high 
dimensional, multidisciplinary data is critical to explore and exploit mineral resources effectively. 

3. Unsupervised Learning 
Unsupervised learning methods are different than supervised ones, in that there is no response variable, 
𝑦 , and the aim is not to make predictions, but to conduct an exploratory study to recognize the global 
and local structures in the data. The data is made of N observation with arbitrary dimensional input,  𝑋 =

{𝑥 } . In other words, the aim is to reveal the patterns that occur, by combination of visualizing the data 
in an informative way and discovering subgroups either in variables or observations that show particular 
relationships (Alpaydin, 2020, James et al., 2013).  

Two widely used sets of unsupervised methods comprise: 

 Dimension reduction methods, where input variables are combined by a linear or non-linear 
combination of the original variables. Typical examples are principal component analysis (PCA) 
and t-Distributed Stochastic Neighbor Embedding (t-SNE) respectively. These methods form new 
auxiliary variables in a way that global or local structure in the data is captured by few of these 
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“factors”, and thus, visualization or analysis of these new variables enhance the understanding 
about the underlying structure of the data; and  

 Clustering methods, where observations are grouped into subgroups in a way that they are as 
similar as possible to each other within a subgroup and as different as possible from the 
observations belonging to another subgroup, given a similarity or dissimilarity metric. An example 
of an unsupervised learning task both in mineral exploration or resource fields would be 
identifying clusters of drill hole samples with multi-element geochemical data that share similar 
multivariate features and form distinct, spatially contiguous volumes, also called domains in the 
geostatistical literature, to be further used in resource estimation or geological modeling.  

Outputs of an unsupervised learning exercise could be knowledge gain through identified patterns and 
structures in the data. These patterns could also inform subsequent supervised learning applications. For 
example, clusters identified during the application of an unsupervised method can be used as labels, or 
input variables can be analyzed to perform feature extraction and feature selection. Feature extraction 
means combining the original variables to form new auxiliary variables, while feature selection refers to 
discarding variables that are deemed irrelevant to the problem on hand.  

The following section provides a list of useful unsupervised and supervised learning tools that can be part 
of a workflow to exercise ML in mineral exploration and resource field. Specific details of some of these 
tools are also provided for some of the most relevant methods. 

4. Machine learning in mineral resource sector 
Some MLA can be considered as highly interpretable, e.g. decision trees (DT), but might not be the most 
accurate approach for most of the problems. Other algorithms such as artificial neural networks (ANN), 
can be thought as black box because of their low interpretability; however, they can capture very complex 
relationships between input and output data and produce highly accurate predictive results. Based on the 
availability of the data, nature of the problem and desired outcome, the practitioner must decide which 
machine learning approach is most suitable for the problem at hand. The following table (Table 1) provides 
a brief summary of the MLA used in mineral resource sector to facilitate the selection of a suitable 
method. Subsequently, a generic workflow is provided, along with a review of several case studies, to 
present an overview of the state-of-the-art applications. 

Table 1 An overview of MLAs that can be used in mineral resource sector for different learning tasks 

Method Common Modeling Approach Common use in mineral resource 
sector 

Key References 

Principal 
Component 
Analysis (PCA) 

Unsupervised, linearly 
combines variables to 
maximize captured variance in 
principal components, 
preserve global structure 

 Exploratory data analysis 
 Process discovery in 

geochemical or geophysical 
data 

 Feature extraction 
 Dimension reduction 
 Noise reduction in geophysical 

data  

Theoretical 
background - 
Freidman et al., 2013 
 
Application – 
Grunsky, 2010 
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Method Common Modeling Approach Common use in mineral resource 
sector 

Key References 

 Decorrelate variables for 
geostatistical simulations.  

Factor Analysis 
(FA) 

Unsupervised, linearly 
combines variables to 
maximize common variance in 
factors, preserve global 
structure 

 Exploratory data analysis 
 Process discovery in 

geochemical data 
 Feature extraction 
 Dimension reduction 

Theoretical 
background - 
Freidman et al., 2013 
 
Application – 
Reimann et al., 2002 

Multidimensional 
Scaling (MDS) 

Unsupervised, projects the 
data into low dimensional 
space and preserves the pair-
wise distances, preserve 
global structure 

 Exploratory data analysis 
 Dimension reduction 

Application (non-
mineral resource 
sector – Shi and 
Horvath, 2006 
(coupled with 
Unsupervised 
Random Forest) 

Locally Linear 
Embedding (LLE) 

Unsupervised, non-linear 
projection of the data into low 
dimensional space, preserve 
local structure 

 Dimension reduction in 
hyperspectral data 

Theory and 
application (non-
mineral resources) - 
Roweis and Saul, 
2000 

t-Distributed 
Stochastic 
Neighbor 
Embedding (t-
SNE) 

Unsupervised, non-linear 
projection of the data into low 
dimensional space, preserve 
local structure 

 Exploratory data analysis 
 Dimension reduction 

Theory – Maaten et 
al., 2008 
 
Application – Case 
Study I in this 
document 

K-Means & -K-
Medoids 
Clustering 

Unsupervised, partition data 
into K mutually exclusive 
groups, minimizes within 
cluster sum of squares (see 
text for formula), expected 
number of clusters should be 
determined before running 
the algorithm 

 Clustering 
 Exploratory data analysis 
 Preprocessing for supervised 

learning (learn labels and/or 
automate labeling process) 

 Geochemical / geophysical 
mapping 

 Geological domaining 

Application (non-
mineral resource 
sector – Shi and 
Horvath, 2006 
(coupled with 
Unsupervised 
Random Forest) 

Spectral 
Clustering 

Unsupervised, similar to K-
Means, but project the data 
into a lower dimensional 
space where similarities are 
enhanced, conducts clustering 
in the projected space 

 Spatial clustering 
 Geological / geostatistical 

domaining 

Application - Romary 
et al., 2015 
 
Application - 
Fouedjio et al., 2017 

Hierarchical 
Clustering 

Unsupervised, build a 
dendrogram based on 
distances between 
observations, connects closest 
observations hierarchically, 
does not require to input K 
before clustering 

 Clustering 
 Exploratory data analysis 
 Preprocessing for supervised 

learning (learn labels and/or 
automate labeling process) 

 Geological / geostatistical 
domaining 

Application - Romary 
et al., 2015, 2012 
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Method Common Modeling Approach Common use in mineral resource 
sector 

Key References 

Linear, Multiple, 
Non-linear 
Regression 

Supervised; optimizes weights 
to minimize, approximates Y 
given X as linear (or non-linear 
in polynomial) combination of 
X 

 Estimation 
 Multivariate estimation for 

continuous variables in 
geochemical or remote sensing 
data 

Theoretical 
background - 
Freidman et al., 2013 

Logistic 
Regression 

Supervised; classification, 
estimates probability of an 
observation belonging to a 
class given X 

 Prediction for categorical 
variables 

 Mineral prospectivity mapping 
 Predictive lithology mapping 

Theoretical 
background - 
Freidman et al., 2013 
 
Application – 
Agterberg et al., 1993 

K-Nearest 
Neighbors 

Supervised; regression and 
classification, estimates (in 
regression) or predicts (in 
classification) based on K 
nearest (given distance 
metric) neighbor value 
(averages and counts votes, 
respectively) 

 Estimation or prediction 
 Downscaling or upscaling 

remotely sensed data 

Theoretical 
background - 
Freidman et al., 2013 

Naïve Bayes 
Classification 

Supervised; classification, 
estimates conditional 
probability of a class given X 

 Classification 
 Mineral prospectivity mapping 
 Predictive geological mapping 

Application – 
Cracknell and 
Reading, 2014 

Decision Tree and 
Random Forest 

Supervised and unsupervised; 
recursively split the database 
by sets of IF - THEN rules to 
achieve largest decrease in 
impurity (see text for details), 
Random Forest is ensemble of 
Decision Trees 

 Classification 
 Regression 
 Clustering 
 Mineral prospectivity mapping 
 Predictive geological mapping 

Theoretical 
background – 
Breiman, 2001 
 
Application – 
Cracknell and 
Reading, 2013, Case 
Study II in this 
document 

Artificial Neural 
Networks (ANN) 

Supervised; comprises set of 
nodes that linearly combines 
the previous inputs with set of 
weights and applies a non-
linear function to pass a value 
to the next node. Weights are 
optimized to minimize a given 
loss function 

 Classification 
 Regression 
 Mineral prospectivity mapping 
 Predictive geological mapping 
 Pattern recognition, e.g. fault 

and lineament recognition 

Theoretical 
background and 
application - Granek, 
2016 

Support Vector 
Machines (SVM) 

Supervised; finds the 
hyperplane that provides the 
largest margin to separate two 
classes by allowing some 
degree of error, hence also 
called soft margin classifier 

 Classification 
 Regression 
 Mineral prospectivity mapping 
 Predictive geological mapping 

Theoretical 
background and 
application - Granek, 
2016 

 

In the following section, tools that are deemed to be useful for a general  ML workflow in mineral 
exploration are elaborated in a logical order that is starting from the exploratory data analysis stage, 
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where geologist can formulate relevant questions, identify interesting groupings in the observations and 
the variables for which unsupervised learning method are useful. This usually is followed by a predictive 
stage where supervised learning methods are applied to generate a predictive model which is then by 
followed by evaluation of the results of this model. 

4.1. Exploratory Data Analysis, Dimension Reduction and Unsupervised Learning 
Unsupervised learning methods have close affinity to exploratory data analysis (EDA) as both aim to 
discover the structures in the data. As such there are lots of tools in the intersection of these two domains. 
Dimension reduction methods can act as exploratory data analysis tools and generally comprise the first 
step of a multivariate data analysis workflow as they provide the means of projecting the data in a lower 
dimensional space while preserving much of the information. There are many dimension reduction 
techniques while some transformed the data linearly e.g. PCA and MDS, some apply non-linear 
transformations such as LLE, t-SNE (see Table 1. and references therein).  

Principal component analysis (PCA) is one of the unsupervised learning techniques used for both 
dimension reduction, visualization and knowledge discovery. It reduces the dimension of the data by 
creating auxiliary variables, called principal components (PC), which are linear combinations of the original 
variables. In a 𝑁 x 𝑝 data set, where there are 𝑁 records and 𝑝 variables, the first principal component of 

the observation 𝑥 = 𝑥 , … , 𝑥 can be defined as the linear combination: 

 𝑧 = w 𝑥 +  w 𝑥  +  … + w 𝑥  (5) 

that maximizes the represented variance, and subject to ∑ 𝑤 = 1. The maximization problem is 

solved by eigen-decomposition of the covariance matrix of the original variables (James et al., 2013). It 
allows us to visualize the p dimensional data in fewer dimension as most of the variability of the data is 
captured by the first few principal components. In other words, the first principal components allow us to 
see what combination of the original variables spread the data most and reveals associations of 
observations as well as variables linked to each one of those components. In geoscience data, ideally, each 
of these new variables can be used to explain different underlying geological processes such as 
alteration/mineralization, weathering, or metal associations. Therefore, besides its use as a dimension 
reduction technique, PCA is widely used for knowledge discovery in mineral exploration (Grunsky, 2010).  

t-SNE, developed by Maaten et al. (2008), is another way to visualize a high dimensional dataset in a lower 
dimension by means of a non-linear projection. It calculates the similarity matrix in the form of pair-wise 
conditional probabilities that represent the likelihood of two points to be neighbors under a t-student 
distribution centered at one point in the high dimensional space, and then reproduces this structure in 
the lower dimension. While PCA preserves the global structure of the data, t-SNE aims to reproduce local 
structures in the original feature space, i.e. t-SNE might reveal different associations. Therefore, it is also 
useful for dimensionality reduction and knowledge discovery. 

There are many other methods for linear and non-linear dimensionality reduction, which can be found in 
the machine learning literature and seek the same goals as those described for PCA and t-SNE. In 
summary, these sets of tools help practitioners visualize the data in a simpler, and more informative way 
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and facilitate the detection of important aspects both in observations and variables, and thus, help to 
select or extract the best set of features to conduct subsequent studies.  

Clustering algorithms comprise another set of unsupervised exploratory tools in a machine learning 
workflow. They aim to partition the data into groups so that similarity within groups is maximized while 
dissimilarity between different groups is maximized (James et al., 2013). Similarity or dissimilarity 
measures depend on the domain of the problem. They are grouped under unsupervised methods only 
because there is no response variable to supervise the learning process, however, decisions made by the 
practitioner are crucial to achieve meaningful results and make sense of them. For example, K-means is 
one of the most widely used clustering algorithms that tries to partition the data into K clusters that 
minimize the within cluster differences and mostly uses within cluster sum of squares (WCSS) defined as: 

 
𝑊𝐶𝑆𝑆 = (𝑥 − �̅� )  

(6) 

where 𝐾 is the total number of clusters as specified by the practitioner before running the algorithm. K-
medians (Kaufman and Rousseeuw, 1987) is a variant of K-means and it uses the median sample instead 
of using the centroid of each group to calculate within cluster differences. Hierarchical clustering is 
different in that it does not require to specify the number of desired output clusters prior to running the 
algorithm. However, it has a tree-like hierarchical representation, called dendrogram, of the resultant 
groups and the practitioner needs to make a decision about the number of clusters by analyzing the 
resulting groups. At the bottom of the dendrogram, most similar observations are fused given a similarity 
metric. These fused observations form mini clusters which are then fused with the most similar mini 
clusters to form a larger cluster, in something similar to a tree structure.  Therefore, towards to the upper 
parts of the dendrogram, within cluster dissimilarities increase. The practitioner can visualize the 
dendrogram and decide where to prune to achieve the desired number of K clusters (James et al., 2013).  

Clustering, like dimension reduction, helps practitioners recognize interesting patterns in the data by 
grouping them together. These groups then could be used for different purposes, e.g. to formulate 
research questions and focus the effort in a specific direction or to provide labels to facilitate the 
subsequent supervised learning phase. 

4.2. Predictive Modeling and Supervised Learning 
Supervised learning methods are divided based on the type of target variable. It is called regression when 
the target variable is continuous and called classification when the target variable is categorical (James et 
al., 2013).  

Regression methods aims to estimate 𝑌 given 𝑋 by optimizing parameters, 𝛽  and 𝛽  𝑓𝑜𝑟 𝑌 = 𝛽  +  𝛽 𝑋 
such that it minimizes the residual sum of squares (RSS) on observations. RSS is defined as: 

 𝑅𝑆𝑆 = (𝑦 − 𝛽 − 𝛽 𝑥 ) +. . . +(𝑦 − 𝛽 − 𝛽 𝑥 )  (7) 

Simple regression can be extended to multivariate problems and is named as multiple regression; the 
generalized formula becomes as follows: 
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 𝑌 = 𝛽 + 𝛽 𝑋 +. . . +𝛽 𝑋  (8) 

and aims to minimize: 

 
𝑅𝑆𝑆 = 𝑦 − 𝛽 − 𝛽 𝑥 −. . . −𝛽 𝑥  

(9) 

It can be seen that both simple and multiple regression have linear forms, however, it can be extended to 

non-linear problems simply by transforming the input X, e.g. 𝑋 , √𝑋, 𝑙𝑜𝑔𝑋.  

Although there are many more algorithms for prediction of a continuous attribute, the rest of this section 
will focus on classification methods as most of the problems in mineral exploration and resource field can 
be defined as classification problems. For instance, domaining the geological units to facilitate resource 
estimation, classifying rocks based on different multivariate geoscience data to improve geological 
mapping, or deciding if a location is prospective enough to conduct exploration studies for a specific type 
of commodity.  

Artificial neural networks (ANN) are non-linear predictive models formed by layers of nodes connected to 
each other by sets of weights. Each node is fed by the previous output, that is a linear combination of the 
values of the nodes on the previous layer (or input data if it is the first layer), and a bias term, which are 
then passed through a non-linear transformation (Bergen et al., 2019).  The aim of the algorithm is to find 
the set of optimum weights and biases to correctly predict the target variable given input features. ANNs 
are generally demanding in terms of training data to find the optimum weights and biases which limits 
their uses in some applications in mineral resource field, e.g. mineral prospectivity modeling where the 
true samples are scarce. ANN can be used for regression or for classification. 

Support vector machines (SVM) are soft margin classifiers,  which   objective is to define the widest soft 
margins between classes by allowing to make some errors in classification of the observations within the 
margin. SVM maximizes the margin, 𝑀, between classes by allowing the user to tune the tolerance for 
making errors with a cost parameter 𝐶 (James et al., 2013).  They are originally designed to define linear 
boundaries (Cortes and Vapnik, 1995), however, non-linear boundaries can be inferred by projecting the 
original data into higher dimensional space and drawing linear boundaries in this space, which translated 
into non-linear boundaries in the original features’ space. Projecting the data to a higher space can be 
unmanageable when the data becomes very large and/or the projected space gets very high in dimension. 
However, SVM simplifies the computation by using inner products of the observations rather than 
projecting them into the higher dimensional space explicitly. The inner product is further simplified by 
approximating the distance between the observations with a kernel (James et al., 2013). This technique is 
widely adopted for classification studies in mineral resource and exploration.  

Random Forest (RF) is an ensemble of many decision trees (DT). A DT aims to split the database to achieve 
maximum purity in each side of the split by searching the best threshold of the best variable. Breiman et 
al. (1984) postulated that DT starts by splitting the parent node into binary pieces, where the child nodes 
are purer than the parent node. Optimum splitting criteria are chosen to maximize purity given a purity 
metric such as Gini index or entropy. Because of their nature, DTs are prone to overfit the data very easily 
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which eventually causes low prediction accuracy for unknown samples (Figure 3). One way to avoid this 
problem is to prune the tree to some extent but this may cause underfitting which results in very coarse 
classifications (Figure 4). The optimum degree of pruning can be found by sensitivity analysis. Random 
Forest prevents overfitting by randomizing the tree building process. It introduces the randomness to the 
process in two ways; given that the number of samples in a training set is N, N number of samples is 
sampled with replacement, also called bootstrapping in statistics language. This creates a distinct training 
set for each decision tree in the forest. Secondly, in each split, the algorithm is forced to choose 𝑝 <<

𝑝 out of 𝑝 variables randomly to split the data so that decisions in the nodes will be partially different in 
each decision tree. Trees grow without any pruning. The result is the combination of imperfect decision 
trees. The final decision is made by majority vote (Breiman, 2001).  

4.3. Measuring performance 
Regardless of the modeling approach (unsupervised or supervised), results should be assessed and 
validated by an expert both qualitatively and quantitatively where possible. The validation or measure of 
performance of the learning tasks differs depending whether a problem is cast as unsupervised or 
supervised. When there is no access to the ground truth, as in unsupervised problems, internal 
performance metrics can be used as well as qualitative assessment to interpret if results make sense. An 
example of an internal performance metric is the silhouette coefficient that summarizes how each 
member of a cluster is close to each other and far from the samples in other clusters (see Palacio-Nino et 
al., 2019 for a comprehensive review of the methods).  

For supervised learning problems where actual class information is available, metrics are mostly derived 
from a confusion matrix which is a table that compares the predicted results against actual results (Table 
2).  

Table 2 Outline of a confusion matrix 

  Predicted Class 

  Negative Positive 

Actual Class 
Negative True Negative (TN) 

False Positive 
(FP) 

Positive False Negative (FN) True Positive (TP) 

 

Accuracy,  , true positive rate (or recall, sensitivity), , precision, , false positive rate, 

 , are some of the metrics that are widely used in machine learning.  

Another useful metric that is derived from the confusion matrix and used specifically in some binary 
classification problems such as mineral prospectivity mapping, is called Receiver Operator Characteristics 
(ROC) (Figure 5). Most of the classification algorithms provide class probabilities together with the 
predicted class labels. These probabilities can be used to determine final classes by thresholding different 
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probability values. For example, when recognizing all the actual true values are critical, a low probability 
threshold can be chosen to classify samples as positives. Similarly, when avoiding false positives is 
important, a high probability threshold can be selected. The ROC curve is derived by plotting the false 
positive rate on the x-axis and true positive rate in the y-axis for every possible threshold in the probability 
distribution of the predictions. This plot helps finding an appropriate threshold for the purpose of study. 
For instance, if the slope of the ROC curve is small (close to horizontal), this indicates very little gain in TPR 
while increasing FPR, which is not a desired outcome.  However, a steep line (close to vertical) indicates a 
good amount of gain in TPR with respect to increase in FPR. Besides that, the area under this curve, also 
called AUC, summarizes the total performance of the model and is used to compare different models in 
binary classification tasks. 

 

Figure 5 A schematic representation of the construction of a ROC curve and AUC metric. Note that, true positive rate (TPR) and 
false positive rate (FPR) are the function of the specified threshold (red dashed line on the left). Shifting the threshold will reduce 
the number of false positives and vice versa. Based on the problem on hand, practitioner decides the position of the threshold. 
ROC curve is generated by plotting TPR vs FPR for every possible threshold and area under the ROC curve (AUC) is used as a 
performance metric of a ML classifier. A perfect classifier will AUC value equal to 1, whereas random prediction will have an AUC 
value of 0.5. 

4.4. State of the art application in mineral resource sector 
Current research of MLA in the mineral exploration sector is mostly focused on increasing exploration 
efficiency by increasing high potential search spaces (Hronsky, 2009). Geological maps are essential for 
this task as they form the basis of any mineral exploration strategy when bedrock exposure is available. 
However, the new frontiers for exploration include areas under cover for which bedrock geological map 
is not available in which case sensing tools, e.g. geophysical or geochemical studies, or direct sampling via 
drilling methods are used to infer the bedrock geology map. Based on the scale of the project, and the 
conceptual model adopted for exploration, the level of detail required in the map, drilling and geophysical  
and geochemical survey may change. 

Conceptual models adopted for exploration include mineral deposit models, such as, porphyry copper 
systems (Sillitoe, 2010), epithermal gold deposits (Hedenquist et al., 2000), or mineral system approach 
(Wyborn, 1994; McCuaig, and Hronsky, 2014). The second most important factor that may impact the 
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mineral exploration efficiency is to utilize all the available geoscience information to evaluate 
prospectivity of an area. Mineral prospectivity mapping, or mineral potential mapping, approaches aim to 
develop techniques to facilitate this task.  

The following section presents a summary of the state of the art in predictive lithological mapping, mineral 
prospectivity modeling, and is followed by an overview of the methods that addresses the spatial 
clustering or domaining needs of the mineral resource sector. 

Predictive Lithological Mapping 
Geological field studies can be highly time and money demanding, especially for certain parts of the earth, 
such as Canada’s territory north of latitude 60°. Fast and automated, first-pass geological maps, possibly 
created by MLA, would help focusing the efforts to places where more attention of a geologist is needed, 
for instance places where geological uncertainty is higher or places with higher mineral potential. This 
would increase the efficiency of the mapping task in the field.  

To assess the potential of using MLA to utilize existing geoscience data to facilitate geological mapping, 
Cracknell and Reading (2014) compared five MLA, namely, Naïve Bayes (NB), k-Nearest Neighbors (kNN), 
Random Forest (RF), Support Vector Machines (SVM) and Artificial Neural Networks (ANN), in terms of 
performance for classification of lithologies by using remotely sensed geophysical data and satellite 
imagery. They also compared the sensitivities of the methods as a function of spatial distribution of the 
training data, from highly clustered to dispersed coverage. The training data set, 𝐷 , was chosen to 
cover approximately 10% of the total study area and a 10-fold cross validation on  𝐷  was used to tune 
hyper-parameters of the algorithms. A separate test data set, 𝐷 , was used to report accuracy. Their 
study showed that RF outperformed other MLA with approximately 90% accuracy, while NB has the lowest 
accuracy (~55%). The performance of the algorithms increased as training data become more dispersed. 
They also reported that RF has the lowest sensitivity to the hyper-parameter selection.  

Hood et al. (2019) showed that RF performs well for predictive lithological mapping with remotely sensed 
data even in the areas where a transported overburden exists. Their study also showed that selecting (and 
discarding) the input data and creating auxiliary variables based on expert knowledge can improve the 
prediction results. In their case, using the PCA transformed data as input and a reduced set of remote 
sensing data, resulted in higher accuracies than using all the available data.  

Cracknell and Reading (2013) and Kuhn et al. (2019) quantified the prediction uncertainty of RF by using 
variance and entropy of class probabilities, respectively, and showed that areas with higher uncertainties 
spatially correlated with geologically complex features such as contact zones or shear zones. Therefore, 
considering the uncertainty on predictions would help geologist to prioritize field studies to focus on areas 
where much of the attention is needed. Cracknell and Reading (2013) also introduced a strategy to discard 
the predictions under certain uncertainty threshold and increase the prediction accuracy.  

Harris and Grunsky (2015) presented that a similar approach with combination of lake sediment multi-
element geochemistry and geophysical data (airborne total field magnetic and gamma ray spectrometer) 
could produce meaningful predictive lithologic maps. Validation accuracy for the classification (seven 
distinct classes) yield approximately 57% accuracy. Although not reported quantitatively, they visually 
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showed that accuracy could be increased by eliminating predictions with lower probabilities than a certain 
threshold.  

Hood et al (2018) used a combination of RF in unsupervised mode and k-means clustering to classify 
unaltered lithologies into distinct classes by using geochemical data and used these classes as input to link 
altered versions of these rocks into their equivalent photoliths.  

Most of the current applications of MLA on predictive mapping do not take into account spatial 
autocorrelation explicitly. Some researchers (Kirkwood et al., 2016) suggest that as the explanatory power 
of the auxiliary variables increase, the importance of spatial autocorrelation will decrease because the 
spatial autocorrelation of the variable of interest will be completely captured by these auxiliary variables 
without explicitly taking them into account.  

Talebi et al. (2018) suggested that uncertainties derived from these algorithms cannot be threated as a 
model of spatial uncertainty. To address this limitation, they combined geostatistical simulations, and 
MLA. They used turning band simulation algorithm (Emery and Lantuéjoul, 2006) to simulate multivariate 
geochemical compositions of regolith at unknown locations, and utilize RF to produce class probabilities 
for major crustal blocks of Australian continent for each realization. Minimum, expected and maximum 
probability scenarios were presented. They suggested that the resultant expected probability model takes 
in consideration both statistical uncertainties, through bootstrap aggregating mechanism of RF, and 
spatial uncertainty, through multiple realizations of geostatistical simulations.  

Mineral Prospectivity Mapping 
Mineral prospectivity modeling is another application of MLA in the mineral exploration sector that 
attracts much attention among researchers. Mineral prospectivity, or mineral potential and/or mineral 
favourability, refers to the likelihood that a mineral deposit of interest can be found in a location of 
interest (Carranza, 2008). Mineral prospectivity mapping aims at ranking a piece of land in terms of 
mineral prospectivity as a function of available geoscience data that are considered as proxies for the 
mineral deposit type sought, based on a conceptual model, which are also called evidential features in 
the mineral prospectivity literature.  

Rodriguez-Galiano et al. (2015) compared ANNs, regression trees (RT), RF, and SVM in mineral 
prospectivity modeling for an epithermal Au district in Rodalquilar, Spain, based on theperformance on 
their accuracy on identifying known deposits, sensitivity to choice of hyper-parameters, sensitivity to 
number of training data and interpretability of the models. They combined PCA transformed geochemical 
data (interpolated with kriging) as a proxy to hydrothermal activity, proximity to certain structures as a 
proxy to hydrothermal fluid preferential zones, gravity and magnetic geophysical data (interpolated with 
kriging) as a proxy to certain type of rocks that are considered to be heat source, and hyperspectral remote 
sensing data as a proxy to hydrothermal alteration types as evidential features. A total of 46 gold 
occurrences and 57 non-occurrences were selected by stratified random sampling over the study area as 
target feature, and the above-mentioned MLA was applied to create a final prospectivity map. The  10-
fold cross validation was used to choose best parameters for individual models and the models were 
compared with ROC scores using training points as validation reference. They reported that RF 
outperformed other methods based on ROC scores whereas the sensitivity of the performance based on 
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hyper-parameter selection was the most robust for RF. Performance of all models decreases gradually 
with decreasing size of the training data, whereas RF remained the best performer. Carranza and Laborte 
(2015) also reported that RF is able to produce reliable prospectivity results with as low as 12 known 
occurrences while most of the other MLA, e.g. ANN, SVM, demands more training data (>20).  

A recent study (Sun et al., 2020) compared a set of MLA, namely ANN, RF, SVM, and a deep learning 
convolutional neural network (CNN), which takes into account spatial patterns in contrast to MLA 
counterparts, in an area with a total of 118 known Tungsten (W) occurrences as training data (target 
variable) and 8 evidential layers. These evidential layers included a proximity map to a certain intrusion, 
density of faults and fault intersections, gravity and magnetic anomaly maps and interpolated W, Fe and 
Mn geochemical anomaly maps. 10-fold cross validation was utilized to choose the optimum model 
parameters based on the mean square error (MSE). Based on ROC/AUC score, RF outperformed the other 
MLA with an AUC score of 0.96, followed by SVM and CNN with AUC scores of 0.96 and 0.95, respectively. 
Analysis of the feature importance revealed that previously overlooked Mn occurrences are good 
predictors for W deposits.  

Yeomans et al. (2020), presented a workflow where expert knowledge was imposed to the data-driven 
model through non-linear transformation of the evidential features using fuzzy set theory functions, for 
which  practitioner adjusts a set of parameters to transform the input data. The subjective nature of the 
approach is controlled by quantifying the predictive power of the transformed data through ROC/AUC 
scores. Transformation parameters are adjusted in a way that AUC will be maximized for individual layers. 
They compared this model with another model fed with the original data without any transformation. 
Both yielded similar AUC scores (0.96), however, those models  differed slightly in terms of spatial 
distribution of the favorable areas. The model that  had applied the fuzzy transformed data yielded new 
exploration potential areas, i.e. areas with high prospectivity with no known deposits, whereas the model 
with original data remained relatively limited to areas of known deposits. 

Applications in Mineral Resource 
In mineral resource field, it is a common practice to identify spatially coherent, statistically similar volumes 
that are also geologically distinct from other volumes around them. These are called estimation domains 
in the geostatistical literature (Rossi and Deutsch, 2013), as they improve the performance of estimation 
techniques. The approach is similar to clustering, where the aim is to define natural groupings in the data. 
Domaining is usually done manually by an expert, considering few variables, and although it may be 
supported by geostatistical tools, it is a subjective process.  

In this context, Romary et al. (2015) proposed two algorithms: geostatistical hierarchical clustering (GHC) 
and geostatistical spectral clustering (GSC), where spatial continuity is ensured during the clustering by a 
proximity condition. Two samples are clustered together only if they are connected on an undirected 
graph organizing the data. Hierarchical clustering allows the user to inspect the clusters visually in 
different hierarchical levels to decide the number of desired final clusters, for the case in which this 
decision must be made for spectral clustering in the beginning and results are sensitive to it. They 
demonstrated that GHC outperformed other algorithms whereas GSC performed poorly. They noted that 
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one of the limitations of GHC is that it cannot manage large datasets, which can be alleviated with 
subsampling and using supervised classification afterwards.  

Fouedjio et al (2018) demonstrated a method where joint spatial continuity structure, captured by a non-
parametric kernel function, is used to create a similarity matrix between samples, which is then used in 
classical spectral clustering algorithm. They demonstrated the application in an exploration drill hole 
database of an iron project in Australia with total of 11 geochemical (grades) and 3 mineralogical (mineral 
abundance and composition) variables.  The result is spatially continuous domains with distinct descriptive 
statistics and experimental variogram results for the variables. As it is the case for most of the 
unsupervised problems, the decisions are subjective and requires domain knowledge.  

A generic workflow for ML applications in mineral resource sector 
The active research in mineral exploration and resource sector is focused on three main subjects, 
predictive lithology mapping, mineral prospectivity modeling and spatial clustering. Predictive 
classification approaches, such as lithology and prospectivity mapping studies, commonly do not consider 
the spatial dependency that usually occurs in geoscience data. This means that input variables are related 
to the desired output on an individual basis and local, or neighborhood statistics are ignored. Addressing 
this problem could improve the predictive performance of these methods. It is also important to note that 
spatial auto correlation must be considered during the validation of the models, otherwise predictive 
performance metrics are highly overestimated. A minimum generic workflow for a good practice ML 
application and a brief explanation for each step are presented below (Figure 6). 

 

Figure 6 A generic workflow for machine learning applications in spatial data. Note the differences in splitting the data into test 
and validations sets compared to a conventional ML workflow in other fields where spatial autocorrelation is not an issue. 
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Preprocessing I: This includes (1) detection and removal of erroneous data, (2) converting the data to a 
format that is suitable to conduct statistical analysis and machine learning applications, that is, usually 
each observation is located in a row and each variable forms a columns, also called tidy data (Wickham, 
2014), (3) applying domain specific transformations, e.g. log-ratio transformations for compositional data. 
It may also include (4) feature extraction through domain specific transformations, e.g. reduction to pole 
for magnetic geophysics data,  generating proximity maps for relevant geological features or interpolating 
geochemical data. 

Linear / Non-linear projections & Clustering: These include linear and non-linear dimension reduction 
and clustering methods to project the data into lower dimensional space and visualize the relationship in 
the data in an informative way. Insights gained here are used to explain phenomenon of interest or 
formulate relevant research questions. 

Validation (Unsupervised Learning): In the case of clustering, results should be validated: (1) qualitatively 
by interpreting the results and assessing if they are meaningful or useful for the purpose, and (2) 
quantitatively by using internal evaluation methods. This provides means to tune hyper parameters to 
achieve meaningful results.  

Preprocessing II: This may include (1) feature selection or extraction of new features, and (2) providing 
new labels, e.g. cluster labels, in light of the knowledge discovered in the unsupervised learning stage, as 
well as (3) splitting the data into two spatially distinct subset for training and testing.  

Training and validation: Training a model includes determining the most suitable ML model for the 
problem and tuning to achieve optimum hyper-parameters through several iterations, training  and 
validations sets. Ideally, iterations should be done after splitting the training data into two spatially distinct 
subsets. However, k-fold cross validation is usually preferred since there are limited number of data. 
Compare to most other fields, data should be split into spatially distinct k-subsets, therefore data should 
not be shuffled before splitting, to avoid overestimation of the performance metrics due to unrecognized 
overfitted model. Besides quantitative validation, a qualitative validation by a geoscientist should be done 
to ensure geologically sound predictions. 

Test & Prediction: This includes testing the model performance on the test subset for reporting purposes. 
Unknown data can be classified with the predictive model if test results are satisfactory. 

5. Conclusion 
Researches of machine learning applications in the mineral resource sector have emerged especially in 
the last decade. This coincides with the contemporary challenges of the mining industry, such as declining 
grades, increasing depth of deposits, combined with the ever-increasing demand for the raw materials. 
Therefore, utilizing all available data efficiently, which is a well-known property of machine learning 
algorithms in many fields, becomes more relevant. The modeling tools reviewed here demonstrate a 
significant potential to allow global optimization of the entire mining value chain. This can be done by 
linking all the stages, automating the processes and decisions, and improving our understanding of the 
interconnections between processes. 
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There are some challenges that constitutes future research opportunities identified in this study. These 
are summarized as follows: 

 By default, commonly used supervised machine learning applications do not consider spatial 
correlation between data points (autocorrelation) and are trained on each training data 
individually. Neglecting spatial autocorrelation yields suboptimal models for spatial predictions 
especially if the data is scarce, e.g. many applications of prospectivity mapping where most of the 
evidential layers, i.e. co-variables, have a resolution of a hundred meters (e.g. Torppa et al., 2019; 
Carranza et al., 2015). There are attempts to integrate spatial-contextual information as auxiliary 
variables (see Cracknell, 2014 and references therein, Hengl et al., 2018), but they are not widely 
adopted. Therefore, studies related to integration of the spatial context to machine learning 
applications are an exciting research topic to improve predictive performance of the MLA in 
spatial data. 

 Validation techniques, both for unsupervised and supervised applications are an open subject for 
spatial machine learning algorithms. For example, possible issues for supervised learning 
applications in generating validation data sets related to spatial autocorrelation have been 
recently recognized by researchers (Roberts et al., 2017; Pohjankukka et al., 2017). Accounting 
for the spatial correlation in these validation sets leads to spatially distinct groups, unlike the 
approach taken in the past where validation sets were being prepared by random (shuffled) 
sampling. This resulted in overly optimistic performance measures. There are few studies to 
evaluate the performance of unsupervised learning methods in the spatial context where the 
ground truth is not available. Developing robust performance metrics that can assimilate different 
data types, and different objectives would impact the development of useful unsupervised MLA. 
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