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Abstract

Intrinsic to multi-agent systems is the trait of inter-agent dependency on information

exchange. During safety-critical tasks, errors in information exchange between agents

can lead to vulnerable system behaviour. Consequently, adversarial agents often seek

to exploit this vulnerability, rather than exploiting the communicated information

itself. Motivated by this problem, the objective of this research is to investigate

alternative coordination strategies of multi-agent systems that reduce information

exchange and maximize task efficiency.

We consider the task of a multi-agent system of autonomous agents, such as a team

of vehicles, performing a reconnaissance mission in an unknown, hostile, and urban

environment. We abstract this task by considering a two-agent system exploring an

unknown and structured maze. The goal of the agents is to search all states in the

maze while minimizing communication and maximizing search efficiency.

Our results demonstrate that through restricting communication to line-of-sight,

exploiting the structure of the environment, and employing deterministic decision-

making policies, information exchange can be reduced while preserving a high degree

of efficiency in the coordination of autonomous agents.
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Chapter 1

Introduction

1.1 Motivation

This thesis considers the task of a multi-agent system (MAS) searching an unknown,

hostile, and maze-like environment, such as a MAS of autonomous ground-vehicles

(AGVs) performing a reconnaissance mission in an urban environment. Since the

environment is assumed to be unknown, agents must coordinate the search in real-

time as they learn about the environment. To achieve an efficient search, inter-agent

communication can be leveraged during the task. However, as in most networked

systems, increased levels of connectivity and automation increase the risk of system

attacks and create more opportunities for adversaries to execute attacks successfully

[8]. Thus, while inter-agent communication is useful for efficient coordination of the

MAS, it simultaneously poses as a threat to the entire system. Motivated by this

threat, this thesis focuses on developing alternative methods of inter-agent coordi-

nation that reduce communication, yet still allow agents to search the environment

efficiently.
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1.2 Relevant Literature

A thorough review of the relevant literature has revealed that many multi-agent

coordination strategies rely heavily on inter-agent information exchange, and few

works seek to reduce communication.

The work of Schwartz surveys various approaches surrounding this problem [12].

A common approach is to have multiple agents share information learned throughout

the search to create a master map, which includes information about which states

have been visited or are yet to be explored. With this strategy it is natural to have

agents operate under a greedy decision-making algorithm, which drives them to find

the nearest unexplored state. A similar approach is a modified version of Tarry’s

algorithm [10], in which agents keep track of how many agents have gone down a

given path, and always choose actions that lead down paths taken less frequently

[12].

The work of Pajak [7] is closely related to this thesis, as it focuses on the problem

of parallel graph exploration by a MAS of synchronous mobile agents. The goal of the

MAS is to visit all the nodes in a graph. Pajak’s work considers two primary models

of communication, global and local communication. Similar to the aforementioned

works, the global communication model is abstracted by allowing each agent access

to all information learned by every agent in the MAS, at any point in time. The local

communication model is abstracted by only allowing agents to have access to other

agents’ learned information when they occupy the same vertex. When two or more

agents occupy the same vertex, their internal graphs grow to include the internal

graphs of each other at that point in time during the search. This constraint moti-

vates agents to meet frequently, so that information learned about the maze search
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is exchanged often. As such, the local communication algorithm has agents repeat-

edly cycle between exploring the maze and returning home in hopes of passing other

agents along the way. As an agent makes its way home to the initial state, it shares

information to the agents it passes, and those agents use that new information to

explore the maze. While this approach is interesting, there are two potential areas

of improvement. The first area is in the efficiency of the proposed algorithm. Since

each agent must make trips back home to the initial state, they each waste time and

resources traveling along states that have been explored before. Thus, while the al-

gorithm conforms to the local communication constraint, it is inefficient. The second

area of improvement is in the security of the local communication model, specifically,

in regards to the physical mode of communication, and the amount of information

exchanged between two agents when they occupy the same vertex. Ideally, the infor-

mation exchanged between agents should be minimized in order to reduce dependency

on communicated information, and the physical mode of communication should be

robust to disturbances and cyber-physical threats.

In MAS maze exploration tasks, it is common to have agents spread out as much

as possible. Such dispersion has been achieved through communications such as

pheromone markers [4], and wireless signal intensity between agents [15]. Lastly, Tat-

sumoto et al. [14] tackle a similar problem, in which they use a discrete-event systems

(DES) framework to develop an online supervisory control approach in the appli-

cation of multi-agent warehouse automation. Each agent is modelled as a separate

automaton, and the parallel composition of each agent’s plant is used to describe the

evolution of the MAS. Based on limited look-ahead policies (LLP), their work develops

a centralized control protocol to plan the paths of each agent efficiently throughout



1.3. PROBLEM AND OBJECTIVES 4

the warehouse. In this thesis, parallel composition is avoided to prevent the problem

of state-space explosion, and also because a decentralized control protocol is assumed.

In general, for a multi-agent search of an unknown maze environment, algorithms

seek to maintain a high level of efficiency by ensuring that agents avoid — as much

as possible — searching the same state more than once. However, many approaches

in the literature rely on some form of communication between the agents to achieve

a high level of search efficiency. While inter-agent communication may enable agents

to coordinate efficiently, it may also allow an external, possibly adversarial, agent to

intercept communication and threaten the MAS.

1.3 Problem and Objectives

Inter-agent dependency on information exchange is a significant exploitable trait of

multi-agent systems, yet few works in the relevant literature seek to address this

concern in the design of their approach.

To address this gap, the objectives of this thesis are to investigate alternative

methods for inter-agent coordination that reduce inter-agent dependency on infor-

mation exchange, to understand how MAS coordination efficiency is impacted by

restrictive communication models, and ultimately to use these insights to synthesize

a maximally efficient MAS coordination strategy with respect to a robust communi-

cation constraint.

To tackle these objectives, this thesis considers the problem of two autonomous

agents performing a reconnaissance mission in an unknown, hostile, and maze-like

environment. The goal of the agents is to execute this mission as efficiently as possible,

and as securely as possible.
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1.4 Contributions

The contributions of this thesis are as follows:

• Formalization of a single-agent maze search problem with discrete-event sys-

tems, in which an agent is defined by its ability to observe the system, its

control policy, and its decision-making policy.

• Formalization of the depth-first search algorithm with modified limited looka-

head policies.

• Formalization of a multi-agent maze search problem with discrete-event systems

without the use of the parallel composition operation on automata. This ap-

proach avoids the problem of state-space explosion, and allows agents to search

asynchronously.

• Formalization of reverse priority decision-making policies for communication-

free coordination. Using this approach, two agents can search a maze with no

loops without communication, and with minimum inefficiency.

• Formalization of left and right wall-following policies as event-driven priority

tuples, analysis of these policies in mazes with and without loops, and identifi-

cation of their relationship with reverse priority policies.

• Formalization and analysis of the property of symmetry of the left and right

wall-following policies using symmetric language-generating cycles.

• Formalization of the event of two agents crossing paths with symmetric trajecto-

ries, and identifying the significance of crossing paths with respect to efficiency.
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• Formalization of initial conditions that guarantee two agents to generate sym-

metric trajectories in any maze topology.

1.5 Organization of Thesis

Using the framework of discrete-event systems, Chapter 2 explores the task of a

MAS of two agents searching a maze with no loops with the most secure exploration

strategy: communication-free coordination. While one would expect that this com-

munication constraint comes with a loss of efficiency of the MAS in their search,

we show that there exists multiple communication-free search policies that yield the

least amount of inefficiency, and thus perform as well as any communication-based

solution.

Driven by this result, Chapter 3 follows by investigating how this approach can

be extended to more complex maze topologies with one or more loops. The reverse

priority tuples in Chapter 2 are extended through defining the well known left and

right wall-following policies as event-driven priority tuples. These policies solve the

same problem as in Chapter 2, and also exhibit the same behaviour of reverse priority

tuples. Additionally, the wall-following policies are ideal for handling loops in a maze.

Before proceeding into Chapter 4, our maze search problem is expanded to that of

searching all states in the maze, rather searching for a specific target state in the

maze.

In Chapter 4, we extend the formalization of the wall-following policies by intro-

ducing language-generating cycles, and show that there exists a property of symmetry.

This property of symmetry guarantees two agents to cross paths at a rendezvous state

without needing to plan the location or time of the meet-up, which is desirable in an
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unknown maze. Additionally, the initial conditions that guarantee symmetry of the

wall-following policies are provided.

In Chapter 5, the track is introduced, which is a useful piece of information in

determining the topology of the maze. Presented next is a proposed solution for

optimally solving the task in an unknown maze, which handles the case that the maze

has no loops. This strategy involves two agents searching the maze with symmetric

trajectories, which guarantees them to rendezvous. At their first rendezvous, the

agents are able to deduce if the maze search is complete or not by determining if the

maze has loops or not. Following this proposed solution is a discussion about the

limitations, significance, an future work of this research.
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Chapter 2

Reverse Priority Policies

2.1 Background Information

We begin by introducing the mathematical framework of discrete-event systems (DES),

which forms the basis of our work, and discuss why this field provides a unique, but

natural, perspective to the problem of security and control of multi-agent systems.

2.1.1 Discrete-Event Systems

First introduced in 1982 by Ramadge and Wonham in response to a lack of formal

theory for synthesizing control techniques in DES [18], DES is a field of mathematics

concerned with modeling and controlling dynamic systems, which are driven by dis-

crete events. The tools of DES can be used to apply concepts from classical control

theory, such as controllability and observability, to higher level systems. For example,

consider a vehicle coming to a stop. The discrete event, stop, might fit into a DES,

such as a traffic intersection system that coordinates autonomous vehicles efficiently,

and without collisions. A classical branch of DES is Supervisory Control Theory

(SCT) [9], in which the goal is to synthesize a controller, or supervisor, that ensures
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a given DES behaves as desired. Traditionally, discrete events can be observable or

unobservable, and controllable or uncontrollable. Based on the observable behaviour

of the system, and given a desired system behaviour, SCT seeks to synthesize a max-

imally permissive supervisor, which can enable or disable events from happening if

they are controllable. It is ideal for a supervisor to be maximally permissive so that

the system can achieve the widest range of behaviour, while still being constrained

to the control of the supervisor to filter out undesirable behaviour.

Another relevant example of a DES is modeling the behaviour of a human-operated

car by observing the lights of the car, where the driver of the vehicle uses these lights

to communicate their actions to nearby vehicles. The states of this DES could be

driving, turning right, turning left, slowing down, and stopped, with the discrete events,

or transitions, being different car lights flashing on and off. The vehicle can be treated

as the DES, the driver as the supervisor, and nearby drivers as external decentralized

observers. By assuming each external observer is another human driving a vehicle,

then each external observer can be modeled as the same DES. The goal of each

supervisor, or driver, is to observe nearby systems, or vehicles, and perform actions

on their own system to get where they need to go, and avoid collisions. It is important

to specify that the goal of each supervisor is not only to avoid collisions, but to

reach some destination. This motivates the idea of a maximally permissive controller,

since if the objective were only to avoid collisions, one control solution would be for

each supervisor to pull over to the side of the road and never have to worry about

controlling their system, thus guaranteeing no collisions. More complexity can be

found in this example, as discrete events of a given vehicle can change between being

observable and unobservable. That is, a given vehicle may be observable to some
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external observers, but not others, and this can change over time.

Regardless, if each driver only communicates to and observes nearby drivers, the

entire system of vehicles that are interacting with each other often achieves the de-

sirable behaviour of getting each vehicle to their destination without crashes. Of

course, there can and will be crashes in this MAS. In this case, rather than a central-

ized supervisor controlling each vehicle, the system is made up several decentralized

vehicles. The tools of DES can help us understand if a MAS of several decentralized

supervisors, with each supervisor potentially having different observations or views

of the system, can control the system as well as a centralized supervisor, and also

help identify the sources of error. Undesirable system behaviour, or accidents in this

case, often happen when there is a lack of observability or controllability. If a driver

fails to observe another vehicle passing through their blind spot, the driver may make

a lane change and collide with the other vehicle. Similarly, if the breaks fail, the

driver loses controllability and consequently loses control over the outcome. This

example demonstrates the application of DES in modeling communication protocols

and decentralized multi-agent systems.

Indeed, an observer of a DES may be adversarial, and may or may not be physically

present. With sufficient observability and information about a system, an adversarial

agent may be able to enforce undesirable behaviour to occur in the system, or may

learn about sensitive information that it can exploit in other ways. This discussion

motivates a more recent pillar of DES, opacity [6]. Opacity is a measure of ambiguity

in understanding the evolution of a system through making observations of the system.

While there are many different definitions of opacity [5], generally, a system is opaque

with respect to a given state if an external observer cannot, with certainty, know that
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the system is in currently in that respective state. A common problem is to synthesize

a supervisor to control a system desirably, while at the same time maintaining opacity

with respect to a given set of secret states. The set of secret states are the states of

the system that need to be protected in the face of an observing adversarial agent.

Opacity has evolved as an alternative security protocol that evaluates how well an

external, often adversarial, agent can discern the behaviour of the system [11].

Lastly, limited lookahead policies (LLP) is another branch of DES worth intro-

ducing, as it has applicability in unknown or complex systems. Limited lookahead

policies is a control framework that restricts a supervisor to making control decisions

based on a limited lookahead of the upcoming potential system behaviour [2]. This

framework applies very naturally to the problem of this thesis, since, for an agent

searching an unknown maze, its ability to make to decisions is based on what it has

learned and observed about the system. An autonomous vehicle with a suite of cam-

eras is limited to making decisions with the information gathered from the field of

view of the cameras. Thus, this physical characteristic can be abstracted with LLP.

Ultimately, the strength of the field of DES is in its ability to seamlessly combine

multiple branches, such as opacity and LLP, to abstract and simplify complex systems

as high-level discrete-event systems, and apply rigorous mathematics in problem-

solving.

2.1.2 Preliminaries and Notation

The DES framework of Wonham and Cai is adopted in this thesis [19]. An alphabet

Σ = {σ1, σ2, ..., σn} is a set of symbols which represents discrete events. We use Σ∗ to

denote the set of all finite-length strings of elements of Σ, which includes the empty
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string ε, and we use Σ+ to denote the set of all finite-length strings of elements of

Σ, which does not include the empty string ε. That is, Σ+ = Σ∗ \ ε. A sequence of

events is a string t ∈ Σ∗, where |t| represents the length of the string, and |ε| = 0. An

event σ ∈ Σ that occurs after a string t ∈ Σ∗ is concatenated to t to get a new string

s = tσ. For a string s, s := {t ∈ Σ∗| ∃ t′ ∈ Σ∗, tt′ = s} is defined as the prefix-closure

of s. We model a DES as a deterministic finite automaton (DFA), which is denoted

by G = (X,Σ, δ, x0, Xm), where X = {x1, x2, .., x|X|} is a finite set of states, Σ =

{σ1, σ2, ..., σ|Σ|} is a finite set of events, δ : X × Σ → X is a deterministic transition

function, x0 ∈ X is the initial state, and Xm ⊆ X is the set of marked, or terminal,

states. We can extend the function δ from the domain X×Σ to the domain X×Σ∗ by

recursively defining the transition function as δ(x, σs) = δ(δ(x, σ), s), where x ∈ X,

σ ∈ Σ, s ∈ Σ∗, and δ(x, ε) := x, ∀x ∈ X. The evolution and possible behaviour of

a DFA G is captured by its language, L(G) := {s ∈ Σ∗|δ(x0, s) is defined}, which is

the set of all possible strings generated by the plant G from the initial state x0. The

marked language of a plant, Lm(G) = {s ∈ L(G)|δ(x0, s) = xm ∈ Xm} is the set of all

strings in L(G) that terminate at a marked state. We now present some additional

preliminary definitions.

Definition 1. The post-language of a language L ⊆ Σ∗ after trace s ∈ Σ∗ is the

language

L/s := {t ∈ Σ∗ : st ∈ L}.
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Definition 2. The truncation of a language L ⊆ Σ∗ to N ∈ N is the language

L|N := {t ∈ L : |t| ≤ N}.

Definition 3. Two events σi, σj ∈ Σ, σi 6= σj, are called inverse events if ∀xa, xb,

δ(xa, σi) = xb ⇐⇒ δ(xb, σj) = xa.

A trajectory s = σaσb, where σa and σb are inverse events, is the transition from

some state x ∈ X back to itself. That is, δ(x, s) = x. We use σ−1 to refer to the

inverse event of σ. For example, if σi and σj are inverse events, then σ−1
j = σi and

σ−1
i = σj. Similarly, for a string s = σ1 · · ·σ|s| ∈ Σ∗, if each event in Σ has an inverse,

then s−1 = σ−1
1 · · · σ−1

|s| .

Definition 4. The reverse of a string s = σ1 · · ·σ|s| ∈ Σ∗ is the string r(s), where

r : Σ∗ → Σ∗ is defined by r(σ1 · · ·σ|s|) = σ|s| · · · σ1.

Definition 5. A string t ∈ Σ is called acyclic if ∀s, s′ ∈ t, δ(x0, s) = δ(x0, s
′) ⇐⇒

s = s′.

An acyclic trajectory is a transition across some set of states X ′ ⊆ X where each

state x ∈ X ′ is only visited once. Conversely, a cyclic trajectory is a transition across

some set of states X ′ ⊆ X where at least one state x ∈ X ′ is visited more than once.

Definition 6. A string t ∈ Σ is cyclic if ∃s, s′ ∈ t, s 6= s′, such that δ(x0, s) = δ(x0, s
′).

Definition 7. Consider a DFA G with language L(G). For some string s ∈ L(G),

let Xs := {x ∈ X|δ(x0, t) = x, t ∈ s} be the set of states that s is defined over.
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Figure 2.1: An example of a maze with no loops converted into a DES model.

2.1.3 Environment Model

A maze is defined as a DFA G = (X,ΣM , δ, x0, {xm}). The maze has an alphabet of

ΣM := {E,W,N, S}, where the events represent bi-directional movements from state

to state throughout the maze, standing for East, West, North and South, and where

the pairs of events (E,W ) and (N,S) are pairs of inverse events. It is assumed that

all transitions are bi-directional, and that each state in the maze is reachable from

every other state in the maze via a sequence of transitions. Presented in Figure 2.1

is an example of a maze model.

In Figure 2.1, the initial state is x0 = (1, 1), the target state is xm = (5, 2), and

the path from the initial state to the target state is coloured in blue. As a starting

point, throughout Chapter 2 it is assumed that the maze under consideration has no

loops, so that the maze is effectively a simple tree structure with a finite number of

states. Formally, a maze with no loops is defined as follows.

Definition 8. A maze with no loops is a DFA G = (X,ΣM , δ, x0, {xm}), such that

for any pair of states (x, x′), where x, x′ ∈ X and x 6= x′, there exists only one acyclic
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trajectory s such that x′ = δ(x, s).

In a maze with no loops, there exists only one acyclic path that takes an agent

directly from state x0 to state xm. We denote the set of states along this path as XP ,

and we refer to this path as the string,

P = σ1 · · ·σp,

where p is the length of this acyclic path from the initial state to the marked state,

and for i ∈ {1, ..., p}, each transition δ(xa, σi) = xb is such that xa, xb ∈ XP . Note

that there may exist several cyclic paths that lead from the initial state to the target

state, but since the maze has no loops, then it must be that this path P is also the

shortest path from x0 to xm. We define every other state not on the path P as the

set of states that lead to dead-ends, XD := X \XP .

In Figure 2.1, the path is P = EEESSWSWS, the set of path states XP is

comprised of states coloured in blue, and the set of dead-end states XD is comprised

of states coloured in white.

Note that, for the remainder of this work, Σ is used where possible for generality,

and ΣM is used where the development only makes sense in the context of a maze.

2.1.4 The Single-Agent Model

Before examining the case of two agents, we first provide a framework for a single

agent to traverse an unknown maze. The task the agent faces is to make transitions

in an intelligent way to reach the unknown marked state from the initial state. Given

that the maze and the location of the marked state are unknown to the agent, we

adopt a depth-first search (DFS), or a greedy search, approach into a modified LLP
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control algorithm, which is inspired by the work of [3] and [2].

We assume that an agent keeps track of the number of decisions it has executed,

and does so without the notion of time. After n actions, we refer to an agent’s

trajectory as tn = σ1 · · · σn, with δ(x0, tn) = xn, where σn is the nth action taken,

and xn is the nth visited state.

In order to make an informed decision about which action to take next, the agent

must be able to observe states around it, and also learn about the system model as

it traverses. The observation function is defined as follows.

Definition 9. Given a plant G, an observation function Oc
G on G is some function

Oc
G : X → 2X ,

Oc
G(xi) := {x ∈ X|δ(xi, t) = x, t ∈ σ∗, σ ∈ ΣM , |t| ≤ c},

c ∈ N≥1 ∪∞.

This function maps each state of a plant G to a set of states in G that are a

maximum distance of c transitions away from the current state, and are reachable

via strings of repeated events. The number c represents how far an agent can see in

any given direction. If c = 1, then an agent can observe only observe nearby states

that are one transition away from its current state. This definition also prevents an

agent from seeing around a corner, since an agent can only observe nearby states that

are reachable via trajectories of the form t = σσσ . . . , for a fixed σ ∈ ΣM , which is

captured by having t ∈ σ∗ in the definition of the observation function. For example,

this definition prevents an agent from observing a nearby state that is reachable by the

string t = ES. This set of observable states is recognized by a local plant observation.
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Definition 10. For an agent at state xi ∈ X in a DFA, G, its local plant observation

is defined as the DFA,

Gc
O(xi) := (XO,ΣM , δO, x0,O, Xm,O), where

XO = Oc
G(xi),

x0,O = xi,

Xm,O = Xm ∩XO, and

δO(x0,O, s) = δ(x0,O, s)∀s ∈ L(G)

such that δ(x0,O, s) ∈ XO.

The above definition for the local plant observation automaton has the initial state

equal to the current state of the agent, not the initial state of the plant G. As an

agent makes actions and travels across states, the agent can use its observations to

iteratively compute a plant estimate.

Definition 11. Given an agent in a maze G that has visited states x0, . . . , xn, and

a sequence of plant observations Gc
O(x0), . . . , Gc

O(xn), the agent’s nth estimate of the

plant G is the automaton G̃n = (X̃n,ΣM , δ̃n, x0, X̃m,n), and is defined recursively as

G̃n :=


Gc
O(x0), n = 0

G̃n−1 ∪Gc
O(xn), n > 0.

We define G̃n = G̃n−1 ∪GO(xn) by having X̃n = X̃n−1 ∪XO, X̃m,n = X̃m,n−1 ∪Xm,O,

and δ̃n = δ̃n−1 ∪ δO, with ΣM and x0 the same as in G.

The tilde symbol˜is used to indicate that that the object under consideration is



2.1. BACKGROUND INFORMATION 18

an estimate from the agent’s perspective. For example, δ̃n is the agent’s estimate of

the transition function, δ, that describes the entire system after n steps. Now, when

the agent is at state xn, all the states the agent has visited will be in the set X̃n.

However, until the agent has searched the entire maze, there will also be states in X̃n

that the agent has not been to, that have only been observed. Thus, we can partition

the set X̃n into sets of states that the agent has visited, X̃n,v, and states that have

been observed but are yet to be explored, X̃n,e. Therefore, X̃n = X̃n,v ∪ X̃n,e and

X̃n,v ∩ X̃n,e = ∅, where

X̃n,v := {x ∈ X̃n|∃t ∈ tn such that δ̃(x0, t) = x},

and

X̃n,e := {x ∈ X̃n|@t ∈ tn such that δ̃(x0, t) = x}.

Now that the agent has a model that describes the evolution of its maze search, the

agent can use this information, along with its own history of actions, to determine

what actions it can take next. We now introduce a modified version of the LLP

formalism that an agent can use at each state to compute its next action. After

executing the trajectory tn, the agent has the plant estimate, G̃n. The agent can

construct a forward-projecting tree from its current state xn with the function,

gH
L(G̃n)

(tn) := L(G̃n)/tn|H ,

where H ∈ N≥1 is finite. However, it is not useful to consider all possible trajectories
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forward. With a fixed tree-length of H, we run into two problems:

1. The tree may only contain visited states, with the only unexplored states exist-

ing beyond the tree length, H. Consequently, without knowing which action(s)

lead to the nearest unexplored state(s), an agent would have insufficient infor-

mation to make a control decision.

2. The tree considers all possible trajectories in the plant from the current state.

Since every transition is assumed to have an inverse, several redundant trajec-

tories will be generated in the tree. For large H, this would cause the state

space of the tree to explode.

In order to eliminate the first problem, we propose a variable length tree, and to

eliminate the second problem, we only allow acyclic behaviour in the tree.

Definition 12. Consider a plant G = {X,Σ, δ, x0, Xm}. The pruning of the plant

language L(G) is the language

Lp(G) := {t ∈ L(G) : ∀s, s′ ∈ t, δ(x0, s) = δ(x0, s
′)⇐⇒ s = s′}.

A pruned language only contains strings that correspond to acyclic paths in the

plant. We use this definition to present a modified forward projecting tree,

gH
L(G̃n)

(tn) := (L(G̃n)/tn)p|H ,

which prunes the plant’s post-language after the trace tn, then truncates it to H. We

compute H as the minimum tree length necessary to make a control decision. Since

the agent only cares about reaching the closest unexplored states, the agent should
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build its lookahead tree forward until it contains at least one unexplored state. With

k ∈ N, we can capture this with the set,

hkn(tn) := {s ∈ gk
L(G̃n)

(tn) : (∀s = σ0σ1...σk)(δ̃n(·, σk) ∈ X̃n,e)}.

From this set, we compute

H := min
k∈N

k, hkn(tn) 6= ∅.

Here, hkn(tn) is the set of strings in the forward projecting tree gk
L(G̃n)

(tn) of length

k that lead to an unexplored state. After computing gH
Lp(G̃n)

, the agent must now

separate legal strings from illegal strings, and determine which events to enable and

disable. Illegal strings are those that lead to leaf states in the tree that are already

visited states, while legal strings are those that lead to leaf states in the tree that

are yet to be explored. However, since the plant estimate is constantly changing,

the agent cannot rely on a fixed legal language. Rather, we define a legal language

function that depends on the states the agent has not explored after executing n

actions. We define this set of legal strings as

Qn(X̃n,e) := {s ∈ gH
L(G̃n)

(tn)|δ̃n(xn, s) ∈ X̃n,e}.

We compute the action set as

γ(tn) = γdf (tn) := Qn(X̃n,e)|1,

where γ : L(G)→ 2Σ is a general control policy function, and γdf denotes the control
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policy for a DFS. That is, we set the agent’s control policy γ to be a depth-first control

policy, γdf , which is defined above. The depth-first control policy γdf computes the

set of actions that lead to the nearest unexplored states. Lastly, we define π as a

decision-making policy (DMP), which is a function that determines what action an

agent will select from γ(tn). We define π as

π : 2Σ −→ Σ.

We now make use of the above information to formally define an agent as

A := (Oc
G, γ, π).

An agent makes use of the observation function Oc
G to learn about the plant, the

control policy γ to determine what actions are appropriate to take at a given state,

and a DMP π to select actions. We define the plant controlled by an agent as the

system

AG := A/G.

The behaviour of the system AG is denoted by L(AG), which is defined by

(∀tn ∈ L(AG))(∀σn+1 ∈ ΣM)

tnσn+1 ∈ L(AG)⇐⇒ σn+1 ∈ γ(tn),

and its marked language is defined as Lm(AG) := L(AG) ∩ Lm(G). Note that the

language Lm(G) has infinitely many strings that lead to a marked state, since no
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control policy is in place to prevent repeated inverse transitions. Conversely, for an

agent A = (Oc
G, γdf , π), the language Lm(AG) has a finite number of strings that lead

to a marked state, since, under control policy γdf , an agent follows a DFS. We now

present Algorithm 1, which outlines the process an agent goes through to make a

decision and execute an action under observation function Oc
G, control policy γdf , and

under a general DMP π. In Algorithm 1, it is assumed that, at each iteration, the

agent keeps track of its trajectory tn, its set of visited states, and its set of observed

but not yet visited states.

We conclude this section by highlighting the similarities and differences between

our approach and the work outlined in Chung et al. [2, 3]. In general, we combine the

motivation of their work on variable length lookahead trees with their formalization

of lookahead policies. First, in their approaches, the tree length H is either fixed

or variable. In the variable case, the tree length H is incremented until a control

decision can be made. Similarly, in our work, H is incremented until the lookahead

tree contains at least one unexplored state, or, until a control decision can be made.

Second, we remove acyclic paths in the projected lookahead tree. This is done pri-

marily to avoid state-space explosion, but also so an agent does not consider traveling

back and forth between states. In their work, all trajectories available are considered

in the lookahead tree. Third, the set of legal strings in the lookahead tree is a func-

tion of the set of unexplored states, which changes as the maze search of an agent

evolves. Conversely, their work is only concerned with a static set of legal and illegal

plant behaviours. Lastly, since we consider all events to be controllable, and due to

the exploratory nature of the maze search, we omit their ideas of conservative and

optimistic control, as well as their technicality of adding uncontrollable events back
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into the lookahead tree.

Algorithm 1 Algorithm for Single Agent DFS with Decision Making Policy π

Result: Reach the secret state, xm

n = 0, t0 = ε, X̃n,v = {x0} while xm 6∈ X̃n,v do

Get observation of current state, Oc
G(xn)

Get local plant observation, Gc
O(xn) = (Oc

G(xn),ΣM , δO, x0,O, Xm,O)

Update global plant observation, G̃n = (X̃n,ΣM , δ̃n, x0, X̃m,n)

Compute tree length, H = min
k∈N

k, hkn(tn) 6= ∅

Construct tree, gH
Lp(G̃n)

= (L(G̃n)/tn)p|H

Update set of unexplored states, X̃n,e = X̃n \ X̃n,v

Compute legal strings, Qn(X̃n,e) = {s ∈ gH
L(G̃n)

(tn)|δ̃n(xn, s) ∈ X̃n,e}

Compute action set, γdf (tn) = Qn(X̃n,e)|1

Select next action, σn+1 = π(γdf (tn))

Increment counter, n = n+ 1

Execute action, xn = δ(xn−1, σn)

Append current state to set of visited states, X̃n,v = X̃n−1,v ∪ {xn}

end

2.1.5 The Multi-Agent Model

We model a system of m agents on a plant G as Sm(G) := {A1
G, . . . , A

m
G}, where for

i ∈ {1, . . . ,m},m ∈ N≥2, each agent is defined as

Ai = (Odi
G , γ

i, πi),
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and each agent’s maze search is defined by,

AiG = Ai/G.

The control policy set for the entire MAS is Γ = {γ1, ..., γm}, where each agent’s

control policy need not be the same, and the DMP set for the entire MAS is Π =

{π1, ..., πm}. Lastly, we note that we do not require multiple agents to take turns

making decisions. Rather, agents may move at different speeds, and thus one agent

may execute more actions than other agents at a given point in time.

2.2 Problem Formulation

We consider the case of a MAS of two agents, S2(G) = {A1
G, A

2
G}, where each agent

is defined as Ai = (O∞G , γdf , π
i) for i ∈ {1, 2}. That is, each agent can see infinitely

far in any direction, and both agents operate under a DFS control policy. The goal

for the agents is to choose a DMP π that enables them to efficiently navigate through

an unknown maze to find a secret state. We make several assumptions about the

problem structure:

1. The agents begin at the same initial state, x0.

2. An agent does not know they have found the secret state until they arrive at

the secret state.

3. The search ends when the secret state is found by at least one of the agents.

4. The agents make decisions asynchronously.
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5. The agents are restricted to no communication, thus inducing an unobservable

system from the perspective of an adversary intercepting communications.

To evaluate the performance of a given MAS DMP set, Π, we propose a cost

function that computes the inefficiency of the maze search. For two agents, under a

given DMP set Π = {π1, π2}, we define this cost function as,

JΠ(X̃1
τ1,v
, X̃2

τ2,v
) := |X̃1

τ1,v
∩ X̃2

τ2,v
∩XD|,

where τi is the number of actions agent i has executed when the secret state is found

by one of the agents. This cost function measures the number of dead-end states that

have been visited by both agents. Since agents do not know the maze in advance,

it may be unavoidable for an agent to go down a dead-end. Therefore, at best we

can make sure the agents do not search the same dead-end. The minimum of this

inefficiency cost function is 0, which would be achieved if the agents never go down

the same dead-ends. Clearly, this minimum could be achieved if the agents did know

the maze, since they would know the exact path P to the secret state and could follow

P directly to the secret state.

In general, this cost function is motivated by the idea that agents should seek

to minimize the number of states searched by both agents, regardless of the maze

topology. When considering a maze with no loops, we use the terms efficiency and

inefficiency in reference to the cost function defined above. However, when we con-

sider a maze with loops, we use the terms efficiency and inefficiency without reference

to this cost function, but with reference to our more general concept of inefficiency,

which is the number of states searched by both agents.

A control policy Π is optimal, and is written as Π∗, if it minimizes the inefficiency
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function. The goal is thus to find an optimal control policy Π∗ such that

Π∗ = arg min
Π

JΠ(X̃1
τ1,v
, X̃2

τ2,v
).

Lastly, we note that there may exist more than one optimal control policy Π∗.

2.3 Reverse Priority Policies

In this section, we demonstrate our approach for designing an optimal DMP Π∗ for

a MAS of two agents S2(G) = {A1
G, A

2
G}. We do not allow any communication

between agents, except for agreeing on DMPs before the search begins. We prove

how our DMP minimizes the inefficiency function, and show that the agents, when

restricted to no communication, can search the maze as efficiently as two agents with

full communication.

As stated in the problem formulation, we have each agent operating under the DFS

control policy, γdf , using Algorithm 1. For the DMP, one approach would be to allow

the agents to choose actions randomly from the set of available actions generated by

γdf . However, the agents may choose the same action at a given junction in the maze.

If this action leads to a dead-end, it will result in a non-zero inefficiency cost. This

situation could be avoided through communication, since the agents could share their

decisions. However, we do not allow for communication by construction, so the agents

must deal with the uncertainty of what actions the other agent chooses throughout the

search. We eliminate this uncertainty by introducing a deterministic DMP that we

show will result in agents avoiding making the same decision at a given junction. Our

non-communication based solution is to have the agents agree on priority movement

policies before the search begins. As long as their priority tuples are reverses of each
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other, then the agents will always achieve the minimum inefficiency cost of 0 in the

task outlined above.

Definition 13. A priority function is a bijective function P : Σ −→ {1, ..., |Σ|} that

assigns a unique priority value to all possible actions, where 1 is the highest priority.

For example, with Σ = ΣM , a priority function P with the mapping P(E) = 1,

P(S) = 2, P(N) = 3, and P(W ) = 4 reflects the intention that at an intersection,

an agent will prefer to go East before South, South before North, and North before

West. To write the priority function P more compactly, we use an ordered tuple.

Definition 14. Let (σ1, . . . , σ|Σ|) be an ordered priority tuple of events in Σ, where

the index of each event prescribes the priority function value of the respective event,

where the first element σ1 has an index of 1, and the last element σ|Σ| has an index

of |Σ|. Then a priority tuple defines a priority function P over the set Σ, where

P(σi) = i for all i ∈ {1, . . . , |Σ|} and σi ∈ Σ. With a slight abuse of notation, we

simply write P = (σ1, . . . , σ|Σ|).

The priority tuple that reflects the previous example is P = (E, S,N,W ). We

use the terms priority tuple and priority function interchangeably, as a priority tuple

effectively defines a priority function, and priority function can be written as a priority

tuple.

Definition 15. A priority policy is a DMP that selects the highest priority action

from an action set, with respect to a given priority tuple P . Formally, for a set of

actions S ∈ 2Σ, a priority policy is the DMP

πP(S) := arg min
σ∈S

P(σ).
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Definition 16. The reverse priority function of a priority function P over set Σ is

defined as

R(P)(σ) := |Σ| − P(σ) + 1.

The reverse priority tuple is the ordered tuple of elements of Σ induced by R(P).

In other words, in our above example, for priority tuple P = (E, S,N,W ), since

P(E) = 1, P(S) = 2, P(N) = 3, P(W ) = 4, we get R(P)(E) = 4, R(P)(S) = 3,

R(P)(N) = 2, and R(P)(W ) = 1. This leads to a reverse priority tuple of R(P) =

(W,N, S,E). We now present an important result that forms the basis of our proof

in Theorem 1.

Lemma 1. For any two priority policies P1 and P2, such that P2 = R(P1), then

∀σl, σk ∈ ΣM where P1(σl) > P1(σk), then P2(σl) < P2(σk).

Proof. Let P1 = (σ1, σ2, σ3, σ4) and P2 = R(P1) = (σ4, σ3, σ2, σ1), where σi ∈ ΣM for

i ∈ {1, 2, 3, 4}. Since P2 = R(P1), then by Definition 16, for all i ∈ {1, 2, 3, 4},

P2(σi) = R(P1)(σi) = |ΣM | − P1(σi) + 1 = 4− P1(σi) + 1 = 5− P1(σi).

Now, take any two events σl, σk ∈ {σ1, σ2, σ3, σ4} such that P1(σl) > P1(σk). With

P2(σl) = 5− P1(σl) and P2(σk) = 5− P1(σk) we have

P1(σl) > P1(σk)

5− P2(σl) > 5− P2(σk)

−P2(σl) > −P2(σk)

P2(σl) < P2(σk)
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Thus, for any two priority policies P1 and P2, such that P2 = R(P1), then ∀σl, σk ∈

ΣM where P1(σl) > P1(σk), then P2(σl) < P2(σk).

The following definition identifies states in a maze which are junctions, and hence

are locations where agents need to make decisions about the direction they will take.

Definition 17. For an agent A with control policy γ in a plant G, the set of states

that have i possible control decisions on the agents first arrival to that state is the

set

JAG
(i) := {x ∈ X|∀t ∈ Lp(AG), δ(x0, t) = x, |γ(t)| = i},

where each value i ∈ {1, 2, 3, ..., |Σ|} defines the number of control decisions generated

by γ at a given state. Note that we only consider strings t ∈ Lp(AG), which does not

allow for acyclic strings, so each string t is bounded and unique. We refer to elements

of JAG
as junction states.

We now present our main result, which states that two agents searching a maze

with no loops under Algorithm 1, with DFS control policies, reverse priority tuples,

and priority DMPs will always achieve the minimum inefficiency cost of 0.

Theorem 1. Consider a MAS S2(G) = {A1
G, A

2
G} searching a maze G with no

loops, with G as defined in Section 2.1.3, where A1 = (O∞G , γdf , πP1), and A2 =

(O∞G , γdf , πP2). Let either A1 or A2 have found the secret state with trajectories t1τ1

and t2τ2 , respectively. If P2 = R(P1) for Π = {πP1 , πP2}, then JΠ(X̃1
τ1,v
, X̃2

τ2,v
) = 0.

Proof. To show that

JΠ(X̃1
τ1,v
, X̃2

τ2,v
) = |X̃1

τ1,v
∩ X̃2

τ2,v
∩XD| = 0,
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it suffices to show that X̃1
τ1,v
∩ X̃2

τ2,v
∩XD = ∅. Equivalently, we show that

∀x′ ∈ X̃1
τ1,v
∩ X̃2

τ2,v
, x′ 6∈ XD.

Without loss of generality, let A1 have found the secret state xm with trajectory t1τ1 ,

and let A2 have executed trajectory t2τ2 when A1 has found the secret state. With these

trajectories, the set of states visited by A1 is X̃1
τ1,v

, and the set of states visited by

A2 is X̃2
τ2,v

. We proceed via proof by contradiction. Suppose that ∃x′ ∈ X̃1
τ1,v
∩ X̃2

τ2,v

such that x′ ∈ XD. Without loss of generality, we assume that this dead-end state

x′ is reached directly from a junction state x ∈ XP . This implies that there exists at

least one junction state, since if there were no junctions, then XD = ∅ since X = XP .

Therefore, there must exist a junction state x, where x ∈ XP and x ∈ JAG
(a), for

a ∈ {2, 3, 4}, such that, at some point, A1 and A2 have both executed the transition

δ(x, σ) = x′, where σ ∈ ΣM . Now, since we assume that A1 has reached the target

state, then A1 and A2 must have reached this dead-end state x′ before A1 reached

the marked state.

In the case of x ∈ JAG
(2), let the set of available actions at x generated by γdf be

{σi, σj}, σi, σj ∈ ΣM , where δ(x, σi) = x′′ ∈ XP , and δ(x, σj) = x′. That is, from the

state x, σi leads to a state on the path P , and σj leads to a dead-end state. Then,

in order for A1 and A2 to have both selected action σj to lead them to the same

dead-end state x′, it must be that P1(σj) < P1(σi), and P2(σj) < P2(σi). That is,

the action σj is of higher priority than σi for both agents. By Lemma 1, it must

be that P1 6= R(P2). Therefore, by contradiction, the only way the agents can take

actions that lead to the same dead-end state is if P2 6= R(P1).

In the case of x ∈ JAG
(3), let the set of available actions at x generated by γdf
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be {σi, σj, σk}, σi, σj, σk ∈ ΣM , where δ(x, σi) = x′, δ(x, σj) = x′′, and δ(x, σk) = x′′′,

where x′, x′′ ∈ XD and x′′′ ∈ XP . In order for A1 and A2 to have reached the same

dead-end state, they must have both not chosen action σk first, because if one agent

did, it would find the marked state before needing to return to state x, due to γdf .

Now, to reach the same dead-end state, A1 and A2 must have both picked one of σi

and σj. Hence, for both agents, either P(σi) < P(σk) or P(σj) < P(σk), which, by

Lemma 1, implies that P1 6= R(P2).

This same argument applies for a state x ∈ JAG
(4). Out of the set of actions

{σ1, σ2, σ3, σ4}, if σ1 leads to the marked state, then both agents must not have

picked σ1 at first. Thus, they must have both selected one of the remaining actions,

and again, for both agents, either P(σ2) < P(σ1), P(σ3) < P(σ1) or P(σ4) < P(σ1),

which, by Lemma 1, implies that P1 6= R(P2).

Therefore, if P1 = R(P2), then ∀x′ ∈ X̃1
τ1,v
∩X̃2

τ2,v
, x′ 6∈ XD, so X̃1

τ1,v
∩X̃2

τ2,v
∩XD =

∅, and JΠ(X̃1
τ1,v
, X̃2

τ2,v
) = 0.

In the above proof, we showed that if there does exist a dead-end state that both

agents have visited, then the agents cannot have reverse priority tuples. Thus, in the

problem we study, when two agents have reverse priority tuples, they will never visit

the same dead-end state.

With |ΣM | = 4, there are 4! = 24 possible ways of constructing a priority tuple.

Thus, with two agents, there are 12 distinct pairs of reverse priority tuples that the

agents can choose from to guarantee that they will search the maze with optimal

efficiency.

Under our definition of inefficiency, we have shown that, for a simple maze G and

a MAS of two agents under a coordinated DFS control policy, the agents can achieve
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Figure 2.2: Two identical mazes with no loops. Left: Initial state A. Right: Initial
state B.

the optimal inefficiency cost by ensuring their priority tuples are reverses of each

other. Since this method achieves the minimum inefficiency cost, a method that uses

communication cannot do any better. However, without communication, information

exchange cannot be exploited.

We conclude this chapter with simulation results to demonstrate Theorem 1. Con-

sider the two identical mazes, with no loops, shown in Figure 2.2. In each maze we

have the initial state coloured blue, the target state coloured purple, wall blocks

covered white, and maze states coloured black. The target states are in the same

location in both configurations. The two mazes vary by the locations of the initial

states, which are coloured blue. On the left, there is only one direction to travel in

from initial state A. On the right, there are three directions to travel in from initial

state B.

We applied our MAS search algorithm with reverse priority tuples on these simple

mazes. The results of these simulations are shown in Figure 2.3, where the maze
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Figure 2.3: Two-agent search of two identical mazes with no loops, with each agent
following Algorithm 1 with reverse priority tuples. Left: Maze search for
initial state A. Right: Maze search for initial state B.

search on the left corresponds to initial state A, and the maze search on the right

corresponds to initial state B. Specifically, we have two agents searching each maze

with a DFS control policy, and reverse priority tuples. Agent 1 was assigned the

priority tuple P1 = (E,W,N, S), and Agent 2 was assigned the priority tuple P2 =

R(P1) = (S,N,W,E). The simulations were terminated as soon as an agent located

the target state.

In both cases, Agent 1 found the target state first. States coloured in red represent

states searched by Agent 1, and states coloured in orange represent states searched by

Agent 2. The black states represent states that have not been searched yet. Lastly,

the green states represent all states searched by both Agent 1 and Agent 2. For initial

state A, we can clearly see that the path coloured in green is acyclic, and there are no

dead-end states coloured in green. We can also see that the green path is a prefix of

the longer acyclic path that Agent 1 discovered to lead to the target state. Similarly,
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for initial state B, the only states searched by both agents was the initial state itself.

In both cases, as per Theorem 1, only states that both agents search are those that

are on the acyclic path from the initial state to the target state.

Lastly, a drawback of this MAS maze search task is that we consider the task to

be complete as soon as one agent finds the target state. Given the constraint of no

communication, it is not clear how the agents might signal to each other that the maze

search is complete, or even locate each other. We tackle this problem in Chapter 4 by

allowing the agents to exploit the symmetry of their trajectories. Nonetheless, we have

established the usefulness of priority tuples in obviating the need for communication

to achieve efficiency, which forms the basis of our work.
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Chapter 3

Event-Driven Priority Policies

With the results of Chapter 2 forming the basis of this thesis, there were three research

directions that were worth considering for further development:

1. Mazes with loops;

2. Mazes with more than four directions of traveling; and,

3. More than two agents.

Rather than evaluating the merit of each research direction independently, a de-

cision was made by considering the most natural ordering of exploration of all three

options, with the ultimate goal of extending this research to a more realistic and

practical model. While each direction is interesting, considering mazes with loops

was thought to be the most natural next step of this research, since mazes without

loops are unlikely to be found in practice, such as an urban environment.

Working backwards, it was decided that expanding on the complexity of the topol-

ogy of the maze before expanding on the number of agents involved was the most

logical approach. The reason for this was that the problem of MAS exploration of

complex unknown maze topologies would be easier to understand with a small number
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of decision-making agents. Additionally, more complex maze topologies offer a large

MAS a wider range of control behaviour, which would likely yield deeper insight than

through investigating how a large MAS might explore a small and simplistic maze.

Then for ordering options 1 and 2, it was thought that considering more than four

directions of travel, within a maze of no loops, would not necessarily make the maze

topology more complex, but rather would allow us to generalize the formalization of

the reverse priority tuples to an arbitrary number of possible actions. Conversely,

it was thought that by considering mazes with loops, we could investigate how well

the results in Chapter 2 hold up in complex maze topologies, and understand how to

expand on the formalization based on the outcome. Furthermore, since our underly-

ing constraint is heavily restricted inter-agent communication, the challenge that this

approach presents is that the agents must somehow efficiently deal with the possible

existence of loops, and cannot directly communicate this existence of loops to each

other. In Chapter 6 we use the insights gathered from the exploration of option 1

to discuss specifically how the challenges of options 2 and 3 might be addressed in

future work.

3.1 Introducing Loops into the Maze

We begin by formalizing what it means to consider mazes with loops. Since this thesis

deals with unknown mazes, rather than defining a maze with a fixed number of loops,

we define what it means for a maze to have at least one loop.

Definition 18. A maze with at least one loop is a DFA G = (X,ΣM , δ, x0, {xm}),

such that there exists at least one pair of states x, x′ ∈ X for which there exists at

least two acyclic trajectories s, s′ ∈ Σ, s 6= s′, such that x′ = δ(x, s) and x′ = δ(x, s′).
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A1
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A2
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A2

N
E+W

S

Figure 3.1: Three simple loop examples.

That is, in a maze with at least one loop, there must exist a pair of states that

are reachable from each other via two different acyclic trajectories.

We began this direction of research by simulating the formalization of Chapter 2

in mazes with loops, and observing the behaviour of the agents. The observed result

was that the agents would often search the same states within a loop section. This

observation, and the fundamental problem associated with loops, can be explained

by considering the most simple loop that might appear in a maze.

Consider the scenarios illustrated in Figure 3.1. Depicted are three variations of

the same simple loop. We must consider all possible exit directions, since the loop

topology is unknown ahead of time, and the agents could run into any one of the

possible configurations. For now, we exclude the configuration of the exit and the

entrance of the loop being the same corridor. Consider two agents in the middle of a
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N
E+W

S

A1
A2

Figure 3.2: Two agents enter a simple loop and exit before completing the loop.

maze search, each following DFS with arbitrary reverse priority tuples. Now, suppose

that, at some point during the maze search, each agent enters into the middle loop

with the East exit, and that there exist unexplored states beyond the exit of the loop.

Note that these agents need not enter the loop at the same time.

Observe that both agents exit the loop before completing the loop (and returning

to the entrance junction) only if Agent 1 (resp., Agent 2) has a priority tuple P such

that

P (N) > P (E) > P (S), (3.1)

and Agent 2 (resp., Agent 1) has a corresponding reverse priority tuple P ′ = R(P )

such that

P ′(S) > P ′(E) > P ′(N). (3.2)

This is easy to see by way of example. Consider Agent 1 and Agent 2 having the

reverse priority tuples P 1 = (N,W,E, S) and P 2 = (S,E,W,N), respectively, which

satisfy (3.1) and (3.2).

As shown in Figure 3.2, Agent 1 would enter the loop by going North, since

P 1(N) < P 1(S), and then exit the loop by going East, since P 1(E) < P 1(S). Simi-

larly, Agent 2 would enter the loop by going South first, since P 2(S) < P 2(N), and
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N
E+W

S

A2

A1

Figure 3.3: One agent exits the simple loop before completing it, but the other agent
completes the loop before exiting.

then would exit East, since P 2(E) < P 2(N). Now consider Agent 1 and Agent 2 hav-

ing the reverse priority tuples P 1 = (N,S,E,W ) and P 2 = (W,E, S,N), respectively,

which do not satisfy (3.1) and (3.2).

As shown in Figure 3.3, Agent 1 would go North first in the loop, but would choose

to go South when it arrives at the exit instead of East. Dictated by the DFS control

policy, this action would take Agent 1 around the loop back to the entrance junction

state, and then the agent would turn around and exit the loop at the other side.

That is, by the DFS control policy, the nearest unexplored state is the exit on the

right side of the loop. Agent 2 would go South first and would still exit East before

completing the loop. The source of inefficiency is that Agent 1 and Agent 2 will have

both explored the bottom half of the loop. More importantly, this example illustrates

that for the middle loop in Figure 3.1, there exist pairs of reverse priority tuples

that yield both desirable and undesirable behaviour, with respect to our concept of

inefficiency. Furthermore, since the maze is unknown to the agents, this simple loop in

the maze could be presented as the top, middle, or bottom loop in Figure 3.1. Thus,
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Figure 3.4: Snippet of two-agent maze search in a maze with one simple loop. Left:
Initial state. Middle: Two agents searching the loop. Right: Agent 1
searches states already searched by Agent 2.

if a random simple loop exists in the maze, it is impossible for the agents to operate

under static reverse priority tuples to guarantee desirable behaviour, as for any given

pair of reverse priority tuples, there always exists a simple loop configuration that will

cause the agents to perform undesirable behaviour. We demonstrate this behaviour

with a simulation, as depicted in Figure 3.4.

Depicted in Figure 3.4 are three stages of the progression of a maze search by

two agents. Two agents begin at the initial state coloured in blue, and search the

maze with Algorithm 1. Agent 1, whose trajectory is coloured in red, was assigned the

priority tuple P1 = (E,W,N, S), and Agent 2, whose trajectory is coloured in orange,

was assigned the priority tuple P2 = R(P1) = (S,N,W,E). The states searched by

both agents are coloured green. In the middle image, we see the two agents searching

both sides of the loop. In the image on the right, we see that Agent 2 has exited the

loop with the S action, while Agent 1 has turned E to travel back along the path of

Agent 2, which is inefficient. Additionally, as we can see in the right image, a simple

loop may cause agents to miss states as as they search the maze, depending on the

topology of the loop. One could argue that Agent 1’s behaviour is desirable in this
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Figure 3.5: Three simple loop examples.

case, since it is searching the states that Agent 2 missed. However, if those states,

that Agent 2 missed on its way around the loop, did not exist, then Agent 1 would

have searched Agent 2’s states for no reason, which is a waste of resources.

While the simplicity of these loop configurations allows us to understand why

loops cause problems for static priority tuples, it also helps in devising a solution.

With the goal of always ensuring the agents exit a given loop before returning to

the entrance, it turns out that the very simple and well-known left and right wall-

following search policies are all we need. This is illustrated in Figure 3.5, where Agent

1 and Agent 2 use the left and right wall-following policies, respectively. As depicted,

for each loop configuration, these decision-making policies allow the agents to always

exit each loop before completing the loop.

We demonstrate this behaviour with the same maze snippets depicted in Figure

3.4. Consider the three stages of a two-agent maze search progression shown in Figure
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Figure 3.6: Snippet of two-agent maze search in a maze with one simple loop. Left:
Initial state. Middle: Two agents searching the loop. Right: Agent 1 and
Agent 2 both exit the loop before going around it.

3.6. Agent 1, in red, follows the left wall-following policy, and Agent 2, in orange,

follows the right wall-following policy. As we can see, the agents both exit the loop

before completing the loop. We also see that Agent 1 has searched the states that

were previously missed, as in Figure 3.4.

There are, of course, drawbacks to the left and right wall-following policies. When

entering a loop, an agent cannot observe the existence of a loop without completing it.

This problem motivates the need for communication between two agents, as without

communication, agents must learn information independently. Another problem is

that if loops exist in the maze, an agent may get stuck in the loop, unless it changes

its policy at some point, and may not be able to locate the target state [20].

Lastly, a well known benefit of the left and right wall-following policies is that in a

simply connected maze, where all walls are connected, which is equivalent to a maze

with no loops, these policies guarantee an agent to visit all corridors in the maze at

least once, and return to the initial state [1]. We proceed by formalizing the left and

right wall-following policies.
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3.2 Wall-Following Decision-Making Policies

Let us first define the set of clockwise and counter-clockwise priority tuples.

Definition 19. Let Ccw : ΣM → ΣM be the clockwise cycle of ΣM = {N,E, S,W},

defined by Ccw(N) := E, Ccw(E) := S, Ccw(S) := W , and Ccw(W ) := N . Equivalently,

we can use cycle notation for a more compact expression,

Ccw := (NESW ).

Cycle notation is read from left to right to describe a mapping from a set onto itself,

where each element maps to the element adjacent to it, and the last element is mapped

to the first element [13]. For example, for Ccw, we have N → E,E → S, S → W, and

W → N .

Definition 20. Let Pcw be the set of priority tuples generated by the cycle Ccw, where

Pcw := {(σ, Ccw(σ), Ccw(Ccw(σ)), Ccw(Ccw(Ccw(σ))))|∀σ ∈ ΣM}. Clearly, we can write

this set out as Pcw = {(N,E, S,W ), (E, S,W,N), (S,W,N,E), (W,N,E, S)}, which

is the set of clockwise priority tuples.

Definition 21. Let Cccw : ΣM → ΣM be the counter-clockwise cycle of ΣM =

{N,E, S,W}, defined by Cccw(N) := W, Cccw(W ) := S, Cccw(S) := E, and Cccw(E) :=

N . Equivalently, we can use cycle notation for a more compact expression,

Cccw := (NWSE ).

Definition 22. Let Pccw be the set of priority tuples generated by the cycle Cccw,

where Pccw := {(σ, Cccw(σ), Cccw(Cccw(σ)), Cccw(Cccw(Cccw(σ))))|∀σ ∈ ΣM}. Clearly, we
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can write this set out as Pccw = {(S,E,N,W ), (W,S,E,N), (N,W, S,E), (E,N,W, S)},

which is the set of counter-clockwise priority tuples.

With these definitions in place, let us note that the function Ccw(σ) returns the

event that is one event clockwise from σ, and Cccw(σ) returns the event that is one

event counter-clockwise from σ. Using the composition of cycles,

Cccw(Ccw(σ)) = (NWSE )(ESWN ) = (E)(S)(N)(W ).

This notation is read by taking any event, and passing it through both cycles from

left to right. For example, the event E maps to N in the first cycle Ccw, then N maps

to E in the second cycle Cccw. In other words, we have Cccw(Ccw(σ)) = σ, and thus we

have that C−1
ccw = Ccw, and C−1

cw = Cccw. Similarly, we have

Ccw(Ccw(σ)) = (ESWN )(ESWN ) = (EW )(SN),

and

Cccw(Cccw(σ)) = (NWSE )(NWSE ) = (EW )(SN),

which implies that

Ccw(Ccw(σ)) = Cccw(Cccw(σ)) = σ−1.

Lastly, we also have that Ccw(σ−1) = Cccw(σ), and Cccw(σ−1) = Ccw(σ).

Definition 23. Let PΣM
be the set of all unique priority tuples that can be generated

from the set ΣM .

Let us now formalize the way that left and right wall-following priority policies

are defined. Recall the definition of a priority policy. A priority policy is a DMP that
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selects the highest priority action from an action set, with respect to a given priority

tuple P . Formally, for a set of actions S ∈ 2Σ, a priority policy is the DMP

πP(S) = arg min
σ∈S

P(σ).

Rather than modifying this definition, we define a new function to allow the

priority tuple P to change as a function of some piece of information obtained by an

agent. An agent has different pieces of information available to it when it makes a

decision, such as its current trajectory after n steps tn, the set of available actions

at its current state γ(tn), the most recent action σn, and the states the agent has

observed, explored, or not explored. For the purpose of defining left and right wall-

following policies, an agent only needs to know its most recent action, so it can use

that information as a reference to establish what direction left or right is. Thus, we

define an event-driven priority tuple that simply maps possible actions to priority

tuples.

Definition 24. An event-driven priority tuple (EDPT) is a function Pe : ΣM → PΣM

that maps each element σ ∈ ΣM to some priority tuple P ∈ PΣM
.

An EDPT that never changes is the EDPT Pe(σ) = P∗, where each event σ ∈ ΣM

is mapped to the same priority tuple P∗ ∈ PΣM
. Alternatively, we can assign a unique

priority tuple to each action σ ∈ ΣM . We now introduce left and right wall-following

event-driven priority tuples.

Definition 25. Let PLe : ΣM → Pcw be the EDPT defined by
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PLe (σ) :=



(N,E, S,W ), if σ = E

(E, S,W,N), if σ = S

(S,W,N,E), if σ = W

(W,N,E, S), if σ = N


,

We refer to this EDPT as the Left Following Policy (LFP). We can write the LFP

more compactly as

PLe (σ) = (Cccw(σ), σ, Ccw(σ), σ−1). (3.3)

Definition 26. Let PRe : ΣM → Pccw be the EDPT defined by

PRe (σ) :=



(S,E,N,W ), if σ = E

(W,S,E,N), if σ = S

(N,W, S,E), if σ = W

(E,N,W, S), if σ = N


,

We refer to this EDPT as the Right Following Policy (RFP). We can write the RFP

more compactly as

PRe (σ) = (Ccw(σ), σ, Cccw(σ), σ−1). (3.4)

These EDPTs enable an agent to select a priority tuple based on its heading, or

most recent action, σh ∈ ΣM . Since the concepts of left and right are defined with

respect to the direction an agent is facing, these tuple-selecting functions formalize

the process of always turning left or right when faced with a decision. We proceed

by noting some properties about the relationship between PLe and PRe .
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Upon observation of the LFP and the RFP, we see that

PLe (E) = R(PRe (S)),

PLe (S) = R(PRe (W )),

PLe (W ) = R(PRe (N)), and

PLe (N) = R(PRe (E)).

From this observation, we can extract the following properties. For all σ ∈ ΣM ,

PLe (σ) = R(PRe (Ccw(σ)), (3.5)

and

PRe (σ) = R(PLe (Cccw(σ)). (3.6)

We now present a result that plays an important role throughout the remainder of

our work.

Lemma 2. Consider some event σ ∈ ΣM . For all σ1, σ2 ∈ ΣM \ σ−1, σ1 6= σ2,

PLe (σ)(σ1) < PLe (σ)(σ2)⇐⇒ PRe (σ)(σ1) > PRe (σ)(σ2),

and

PRe (σ)(σ1) < PRe (σ)(σ2)⇐⇒ PLe (σ)(σ1) > PLe (σ)(σ2).

Proof. Pick some event σ ∈ ΣM . Let σi = Cccw(σ), σj = σ, and σk = Ccw(σ), so that
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ΣM \ σ−1 = {σi, σj, σk}. By (3.3) and (3.4) we have

PLe (σ)(σi) = 1,PRe (σ)(σi) = 3,

PLe (σ)(σj) = 2,PRe (σ)(σj) = 2,

PLe (σ)(σk) = 3,PRe (σ)(σk) = 1.

Observe that for all σ′ ∈ {σi, σj, σk},

PLe (σ)(σ′) + PRe (σ)(σ′) = 4. (3.7)

Now, take any σ1, σ2 ∈ {σi, σj, σk} where PLe (σ)(σ1) < PLe (σ)(σ2). By (3.7) we have

PLe (σ)(σ1) < PLe (σ)(σ2)

4− PRe (σ)(σ1) < 4− PRe (σ)(σ2)

−PRe (σ)(σ1) < −PRe (σ)(σ2)

PRe (σ)(σ1) > PRe (σ)(σ2)

Thus we have that PLe (σ)(σ1) < PLe (σ)(σ2) ⇐⇒ PRe (σ)(σ1) > PRe (σ)(σ2). Similarly,

take any σ1, σ2 ∈ {σi, σj, σk} where PLe (σ)(σ1) > PLe (σ)(σ2). By (3.7) we have

PLe (σ)(σ1) > PLe (σ)(σ2)

4− PRe (σ)(σ1) > 4− PRe (σ)(σ2)

−PRe (σ)(σ1) > −PRe (σ)(σ2)

PRe (σ)(σ1) < PRe (σ)(σ2)
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Thus we have that PLe (σ)(σ1) > PLe (σ)(σ2)⇐⇒ PRe (σ)(σ1) < PRe (σ)(σ2).

Observe that Lemma 2 closely resembles Lemma 1. That is, the LFP and RFP

appear to preserve the reverse-order decision-making characteristic of two static re-

verse priority tuples, when not considering the inverse event σ−1. This result suggests

we should expect the LFP an RFP to exhibit similar behaviour to a pair of static

reverse priority tuples.

Now, with the LFP and RFP defined, we must take care of the initial state, since

the LFP and RFP depend on a heading σh ∈ ΣM . That is, at the initial state, the

agents have no heading, so the agents cannot rely on the LFP and RFP to generate

a priority tuple for making a decision. Thus, at the initial state, an agent with the

LFP must choose some initial priority tuple PL0 ∈ PΣM
, and an agent with the RFP

must choose some initial priority tuple PR0 ∈ PΣM
.

Then, the remaining question is how to define the relationship between PL0 and

PR0 , so that the relationship between the LFP and RFP is preserved throughout the

search. For example, it would be inefficient for the agents to have the same initial

priority tuple, so that PL0 = PR0 , since if the initial state had more than one action

to choose from, the agents would choose the same action, which is inefficient. To

avoid this behaviour, we know by Lemma 1 that reverse priority tuples will guarantee

the agents to always favour choosing different actions when presented with multiple

options. Thus, a natural choice for a constraint is to have PR0 = R(PL0 ), so that

Lemma 1 is satisfied.

Additionally, observe that for all σ ∈ ΣM , PLe (σ) ∈ Pcw, and PRe (σ) ∈ Pccw. Thus,

to achieve consistency between the initial state, where the initial priority tuple will

be used, and all future states, where the LFP or RFP will be used, another natural



3.2. WALL-FOLLOWING DECISION-MAKING POLICIES 50

constraint would be to have PL0 ∈ Pcw and PR0 ∈ Pccw.

Therefore, we claim that if

(i) PL0 ∈ Pcw,PR0 ∈ Pccw and (ii) PR0 = R(PL0 ), (3.8)

then the joint behaviour of LFP and the RFP will be ideal. We show the necessity of

these two conditions in Theorem 2, and we provide a deeper explanation in Theorem

4 of Chapter 4.

Lastly, for an EDPT, we keep the decision-making process the same. That is, a set

of possible actions S is generated by the control policy γ, and the DMP π prescribes

what action to take. In the case of a priority tuple, we have

πP(S) = arg min
σ∈S

P(σ).

However, P is selected from the EDPT, which chooses the priority tuple based on the

most recent action taken σh. We demonstrate this process with an updated algorithm,

Algorithm 2. In Algorithm 2, observe that an agent computes its priority tuple based

on the EDPT Pe, before using a priority DMP to select its next action.

Now, similar to Theorem 1, we aim to prove that under the LFP and RFP, in

an unknown maze with no loops, two agents will search a maze with minimum inef-

ficiency. That is, we aim to show that the LFP and RFP perform equally well as a

pair of static reverse priority tuples in a maze without loops. This is important, since

a maze may or may not have loops. While we have moved forward with the LFP and

RFP for their observed desirable behaviour in handling simple loops, with respect to

our inefficiency cost, if the maze does not have loops, we still want to ensure that the
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LFP and RFP achieve desirable behaviour.

Algorithm 2 Algorithm for Single Agent DFS with Event-Driven Priority Selector

Result: Reach the secret state, xm

n = 0, t0 = ε, X̃n,v = {x0} while xm 6∈ X̃n,v do

Get observation of current state, Oc
G(xn)

Get local plant observation, Gc
O(xn) = (Oc

G(xn),ΣM , δO, x0,O, Xm,O)

Update global plant observation, G̃n = (X̃n,ΣM , δ̃n, x0, X̃m,n)

Compute tree length, H = min
k∈N

k, hkn(tn) 6= ∅

Construct tree, gH
Lp(G̃n)

= (L(G̃n)/tn)p|H

Update set of unexplored states, X̃n,e = X̃n \ X̃n,v

Compute legal strings, Qn(X̃n,e) = {s ∈ gH
L(G̃n)

(tn)|δ̃n(xn, s) ∈ X̃n,e}

Compute action set, γdf (tn) = Qn(X̃n,e)|1

Compute priority policy, P = Pe(σn)

Select next action, σn+1 = πP(γdf (tn))

Increment counter, n = n+ 1

Execute action, xn = δ(xn−1, σn)

Append current state to set of visited states, X̃n,v = X̃n−1,v ∪ {xn}

end

Theorem 2. Consider a MAS S2(G) = {A1
G, A

2
G} searching a maze G with no

loops, with G as defined in Section 2.1.3, where A1 = (O∞G , γdf , πP1), and A2 =

(O∞G , γdf , πP2). Let either A1 or A2 have found the secret state with trajectories t1τ1

and t2τ2 , respectively. If P1 = PLe and P2 = PRe , with PR0 = R(PL0 ), PL0 ∈ Pcw, and

PR0 ∈ Pccw, for Π = {πP1 , πP2}, then JΠ(X̃1
τ1,v
, X̃2

τ2,v
) = 0.
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Proof. To show that

JΠ(X̃1
τ1,v
, X̃2

τ2,v
) = |X̃1

τ1,v
∩ X̃2

τ2,v
∩XD| = 0,

it suffices to show that X̃1
τ1,v
∩ X̃2

τ2,v
∩XD = ∅. Equivalently, we must show that

∀x∗ ∈ X̃1
τ1,v
∩ X̃2

τ2,v
,

x∗ 6∈ XD.

Without loss of generality, let A1 have found the secret state xm with trajectory

t1τ1 , and let A2 have executed trajectory t2τ2 when A1 has found the secret state. With

these trajectories, the set of states visited by A1 is X̃1
τ1,v

, and the set of states visited

by A2 is X̃2
τ2,v

. We proceed via proof by contradiction. Suppose that there exists

x∗ ∈ X̃1
τ1,v
∩ X̃2

τ2,v
such that x∗ ∈ XD. Then there must exist a junction state x,

where x ∈ XP and x ∈ JAG
(a) for a ∈ {2, 3, 4}, such that, at some point, A1 and

A2 have executed the transitions δ(x, s1) = x∗ and δ(x, s2) = x∗, respectively, where

s1, s2 ∈ Σ∗M . Consequently, there must exist an event σ ∈ ΣM , with σ = p1(s1) =

p1(s2), and a dead-end state x′ ∈ XD such that both agents executed the transition

δ(x, σ) = x′. That is, x′ ∈ X̃1
τ1,v
∩ X̃2

τ2,v
and x′ ∈ XD, where x′ is the first dead-end

state that branches off of the path P . Lastly, since we assume that A1 has reached

the secret state xm, then A1 and A2 must have reached this dead-end state x′ before

A1 reached the marked state.

We structure the proof as follows. First, we deal with the initial state, since the

agents may begin at an initial state that is an intersection state. In this scenario, we

show the necessity of the conditions (i) and (ii) in (3.8). Second, we deal with every
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other junction state the agents may visit after first leaving the initial state, and show

that there exist no possible scenarios that would lead the agents to search the same

dead-end state under the LFP and RFP.

Dealing with the Initial State: We begin by dealing with the initial state,

x0. At the initial state, A1 and A2 will have trajectories t10 = t20 = ε, and thus will

select the priority tuples P1 = PL0 ∈ Pcw and P2 = PR0 ∈ Pccw, respectively, where

PR0 = R(PL0 ).

Proving the necessity of condition (ii): For a ∈ {2, 3, 4}, and for any x0 ∈ JAG
(a),

let the set of available actions at x0 be γdf = {σi ∈ ΣM |∀i ∈ {1, ..., a}}, where

there exists some action σk, with k ∈ {1, ..., a}, such that δ(x0, σk) = x′′ ∈ XP ,

and every other action σj ∈ γdf \ σk is such that δ(x0, σj) ∈ XD. That is, from the

state x0, σk leads to a state on the path P , while every other available action σj,

j ∈ {1, ..., a}, j 6= k, leads to a dead-end state. Then, in order for A1 and A2 to have

both selected some action σj that lead them to the same dead-end state x′, it must

be that PL0 (σj) < PL0 (σk), and PR0 (σj) < PR0 (σk). That is, the action σj is of higher

priority than σk for both agents. By Lemma 1, it must be that PL0 6= R(PR0 ), which

is a contradiction.

Proving the necessity of condition (i): Since PL0 = R(PR0 ), then the agents will not

explore the same dead-end from their first action. Thus, for x0 ∈ JAG
(2), it must be

that one agent’s first action will lead to a dead-end, and the other agent’s first action

will lead it down the path P . However, for x0 ∈ JAG
(a), a ∈ {3, 4}, it is possible that

both agents travel down different dead-ends with their first actions. Since the agents’

priority tuples change when they make a new action, it remains to show that when

the agents return to the initial state, they still do not end up travelling the same
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dead-end.

For x0 ∈ JAG
(3), let γ1(ε) = γ2(ε) = γdf (ε) = {σi, σj, σk} ⊂ ΣM , where δ(x0, σi) =

xi ∈ XD, δ(x0, σj) = xj ∈ XP , and δ(x0, σk) = xk ∈ XD. We have γ1(ε) = γ2(ε) since

both agents have only visited the initial state, and thus their initial set of available

actions are the same. Suppose A1 selects action σi and A2 selects action σk, so

that both agents travel down dead-end paths from the initial state. Then, for A1 it

must be that PL0 (σi) < PL0 (σj) and PL0 (σi) < PL0 (σk), and for A2 it must be that

PR0 (σk) < PR0 (σj) and PR0 (σk) < PR0 (σi). Additionally, since PR0 = R(PL0 ), then it

must be that

PL0 (σi) < PL0 (σj) < PL0 (σk), (3.9)

and

PR0 (σi) > PR0 (σj) > PR0 (σk). (3.10)

Now, A1 and A2 must return to x0 with the trajectories t1m = σi · · ·σ−1
i , and

t2n = σk · · ·σ−1
k , respectively, since their initial actions lead them to dead-end states.

Suppose now that A1 selects σk before selecting σj, where σk is an action that leads

to a dead-end, and has already been executed by A2. Then it must be that

PLe (σ−1
i )(σk) < PLe (σ−1

i )(σj) (3.11)

Now, by definition, we have that

PLe (σ−1
i ) = (Cccw(σ−1

i ), σ−1
i , Ccw(σ−1

i ), σi). (3.12)
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Therefore, to satisfy both (3.11) and (3.12), one of the following cases must be true,

which describe the three possibilities of how σk and σj relate to σi:

case (a) : σk = Cccw(σ−1
i ) and σj = σ−1

i ,

case (b) : σk = σ−1
i and σj = Ccw(σ−1

i ),

case (c) : σk = Cccw(σ−1
i ) and σj = Ccw(σ−1

i ).

In case (a), by (3.9) we must have that

PL0 (σi) < PL0 (σ−1
i ) < PL0 (Cccw(σ−1

i )),

or equivalently,

PL0 (σi) < PL0 (Ccw(Ccw(σi)) < PL0 (Ccw(σi)).

In case (b), by (3.9) we have

PL0 (σi) < PL0 (Ccw(σ−1
i )) < PL0 (σ−1

i ),

or equivalently,

PL0 (σi) < PL0 (Cccw(σi)) < PL0 (Cccw(Cccw(σi))).

In case (c), by (3.9) we have

PL0 (σi) < PL0 (Ccw(σ−1
i )) < PL0 (Cccw(σ−1

i )),



3.2. WALL-FOLLOWING DECISION-MAKING POLICIES 56

or equivalently,

PL0 (σi) < PL0 (Cccw(σi)) < PL0 (Ccw(σi)).

In all cases, it is clear that PL0 /∈ Pcw. Consequently, since PL0 = R(PR0 ), then

it must be that PR0 /∈ Pccw. Thus, we arrive at a contradiction, since we assumed

that PL0 ∈ Pcw and PR0 ∈ Pccw. Lastly, note that we arbitrarily selected A1 to choose

action σk upon returning to the initial state. Thus, this same argument holds if we

instead have A2 choose action σi upon returning to the initial state, except we would

rely on (3.10) and the definition of PRe in dealing with each case.

For x0 ∈ JAG
(4), let γ1(ε) = γ2(ε) = γdf (ε) = {σi, σj, σk, σl} ⊆ ΣM , where

δ(x0, σi) = xi ∈ XD, δ(x0, σj) = xj ∈ XP , δ(x0, σk) = xk ∈ XD, and δ(x0, σl) =

xl ∈ XD. Suppose we have that PL0 = (σi, σj, σk, σl) and PR0 = (σl, σk, σj, σi). Then

A1 will select action σi and A2 will select action σl, so that both agents travel down

dead-end paths from the initial state. Agents A1 and A2 must return to x0 with

the trajectories t1m = σi · · ·σ−1
i , and t2n = σl · · · σ−1

l , respectively, since their initial

actions lead them to dead-end states. Suppose now that A2 were to search σk, return

to x0 again, and then travel along σj to the secret state. This way, it is possible

for A1 to search one of or both of σk and σl before searching σj. Thus, it suffices

to show that if A1 were to select either σk or σl as its next action, which would

cause both agents to search the same dead-end state, then condition (i) must not be

satisfied. Suppose A1 were to select either σk or σl as its next action. Then, it must

be that either PLe (σ−1
i )(σl) < PLe (σ−1

i )(σj) or PLe (σ−1
i )(σk) < PLe (σ−1

i )(σj). We use

the same argument as above with the case of x0 ∈ JAG
(3) for both σk and σl, which

shows that by having PLe (σ−1
i )(σl) < PLe (σ−1

i )(σj) or PLe (σ−1
i )(σk) < PLe (σ−1

i )(σj), by

contradiction, it must be that PL0 /∈ Pcw and PR0 /∈ Pccw.
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We have proven above that in order for two agents to avoid searching the same

dead-end state from the initial state, the conditions of PL0 ∈ Pcw, PR0 ∈ Pccw, and

PL0 = R(PR0 ) are necessary. Condition (ii) ensures the agents avoid searching the

same dead-end state with their very first actions, and condition (i) ensures that they

do not search the same dead-end state after returning to the initial state. We now

prove that at every junction visited after the agents first leave the initial state, under

PRe and PLe it is not possible for the agents to search the same dead-end.

Dealing with Every Other Junction after First Leaving the Initial State:

We begin by stating that when A1 and A2 reach the same junction for the first time,

since there are no loops in the maze, then it must be that the agents first entered the

junction from the same direction. Suppose A1 and A2 enter some junction x ∈ JAG
(a),

for a ∈ {2, 3}, x 6= x0, with heading σh ∈ ΣM . Agent 1 will select the policy

PLe (σh) = (Cccw(σh), σh, Ccw(σh), σ
−1
h ),

and A2 will select the policy

PRe (σh) = (Ccw(σh), σh, Cccw(σh), σ
−1
h ).

Note that we do not include a = 4 since the definition of JAG
refers to the number

of actions generated by control policy γ = γdf . That is, it is not possible for γdf to

generate four possible actions at a junction unless it is the initial state, which we

already dealt with. And, of course, we do not deal with a = 1 since there is no

decision to be made. That is, both agents are forced to select the same action for

a = 1.
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Consider x ∈ JAG
(3). Suppose A1 and A2 take trajectories t1σh and t2σh to get

to x. At x, we have γ1
df (t

1σh) = γ2
df (t

2σh) = ΣM \ σ−1
h . By Lemma 2, the agents will

not make the same decision when they first get to state x. In fact, A1 will take action

Cccw(σh) and A2 will take action Ccw(σh), to effectively turn left and right, respectively,

at the intersection x. Suppose both those actions lead to dead-end states. Then both

agents will return to junction x with priority tuples

PLe (Cccw(σh)
−1) = (σh, Ccw(σh), σ

−1
h , Cccw(σh)),

and

PRe (Ccw(σh)
−1) = (σh, Cccw(σh), σ

−1
h , Ccw(σh)).

Therefore, both agents will select σh, which must lead them to the secret state.

Suppose that, instead of σh, the action Ccw(σh) (resp., Cccw(σh)) leads to the secret

state from this junction. Then A1 (resp., A2) would not have returned to junction

x, and there would not exist any actions at state x that both agents could take to

explore the same dead-end.

Now consider x ∈ JAG
(2). Suppose A1 and A2 take trajectories t1σh and t2σh to

get to x. At x, we have γ1
df (t

1σh) = γ2
df (t

2σh) ⊂ ΣM \ σ−1
h . Again, by Lemma 2,

the agents will not make the same decision when they first get to state x. Thus, one

agent will make a decision that leads it towards the secret state, and the other agent

will take an action that leads it towards a dead-end, and thus this is not a scenario

that would lead them to search the same dead-end state.

Through exhausting all scenarios of how two agents could search the same dead-

end state and arriving at contradictions in our formal assumptions, we have shown
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that there does not exist a scenario, under the definitions of the LFP and RFP,

with conditions (i) and (ii) of (3.8), that would cause the agents to search the same

dead-end state. We have thus shown that

∀x∗ ∈ X̃1
τ1,v
∩ X̃2

τ2,v
,

x∗ 6∈ XD,

which implies that

JΠ(X̃1
τ1,v
, X̃2

τ2,v
) = |X̃1

τ1,v
∩ X̃2

τ2,v
∩XD| = 0.

Therefore, for the task of locating a randomly located secrete state in an unknown

maze with no loops, the left and right event-driven priority tuples yield a minimally

inefficient search, since it is not possible for both agents to search the same dead-end

state under these policies.

We developed the theory for the LFP an RFP because of their observed ability

to handle loops in a maze without causing the agents to overlap in loops. That is,

as demonstrated in Section 3.1, we hypothesize that the LFP and RFP guarantee

the agents to exit a loop before completing it, whereas static reverse priority tuples

do not guarantee this. Thus, the significance of the above theorem is that even if

the unknown maze has zero loops, the LFP and RFP still minimize our metric of

inefficiency. Consequently, the RFP and LFP allow us to move into more complex

maze topologies, while still preserving optimal behaviour for the most basic case of

no loops. Thus, in Chapter 4, we explore rigorously the behaviour that the LFP and
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Figure 3.7: Two-agent search of two identical mazes with no loops, with each agent
following Algorithm 2 with the LFP and RFP. Left: Maze search for
initial state A. Right: Maze search for initial state B.

RFP buy us in mazes with loops, as well as examine their limitations.

We conclude this section by demonstrating the results of Theorem 2 on the same

two mazes presented in Figure 2.2. Consider the two-agent maze searches presented

in Figure 3.7. On the left is a maze search with initial state A, and on the right

is a maze search with initial state B. In both simulations, two agents search the

maze with Algorithm 2 and DFS control policies. Agent 1, coloured in red, uses

the left wall-following policy, and Agent 2, coloured in orange, uses the left right-

following policy. In each simulation, to satisfy conditions (i) and (ii) of (3.8), we

have PL0 = (E, S,W,N) and PR0 = (N,W, S,E). Again, the green states represent

the states searched by both agents, the black states are states that remain to be

explored, and the purple state is the target state. The simulations were terminated

when one of the agents found the target state.

As we can see in Figure 3.7, the results resemble that of two agents with reverse
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priority tuples, as presented in Figure 2.3. That is, when one of the agents has located

the target state, the agents have only both searched states that are on the acyclic

path from the initial state to the target state. Thus, the LFP and RFP behave like

a pair of reverse priority tuples in a maze with no loops. We spend the next section

addressing the similarities between these policies.

3.3 Comparison of Reverse Priority Policies and Wall-Following Policies

Through proving Theorems 1 and 2, we have shown that two different DMPs solve

the same problem. Static reverse priority tuples and event-driven priority tuples are

different in that while the former uses a constant priority tuple throughout the search,

the latter changes its priority tuple as a function of an agent’s trajectory. Thus, the

fact that these two approaches yield the same results in Theorems 1 an 2 motivates

the question of whether there exists some underlying property that both DMPs share.

If we could isolate this property, we could make a general claim about what property

any DMP must possess in order for two agents to minimize inefficiency in an unknown

maze with no loops. While we do not go into rigorous detail about this property, we

take this section to present a hypothesis about what this property is, and how it

might be formalized in future work. We present the following example to illustrate

this hypothesis.

Consider the problem setup of Theorem 2. Let us first focus on A1, who uses

the LFP. Suppose A1 visits, for the first time, an intersection state x ∈ JAG
(3) with

the heading σh = E. Let us assume that there does not exist a secret state in any

direction in γdf , but that the secret state is actually back along W . That is, A1 is

exploring a dead-end path and is arriving at an intersection, and will eventually be



3.3. COMPARISON OF REVERSE PRIORITY POLICIES AND
WALL-FOLLOWING POLICIES 62

nth time visiting x σh PLe (σh) γdf σa

1 E (N,E, S,W ) {N,E, S} N
2 S (E, S,W,N) {E, S} E
3 W (S,W,N,E) {S} S
4 N (W,N,E, S) {W} W

Table 3.1: Decision-making behaviour of the LFP after each time visiting state x.

forced to return along W once all actions have been explored from this junction. Now,

consider the decision-making behaviour at state x, as described in Table 3.1.

As presented in Table 3.1, the first time A1 visits state x, it has the heading

σh = E, which generates the priority tuple PLe (E) = (N,E, S,W ). Since this is the

first time A1 has visited state x, its available actions will be γdf = {N,E, S}, which

are the actions that it can take to lead it to the closest unexplored state. Thus, A1

will execute the action σa = N , according to its priority tuple. Since the action N will

lead A1 to a dead-end, A1 will eventually visit state x for the second time with the

heading S. The agent will keep making left turns at this intersection until exhausting

each path from the intersection state x. Finally, the agent will visit state x with

the heading N , and since all directions have now been explored, A1 will generate

γdf = {W} and will travel back to the nearest unexplored state.

We can make the following observation from Table 3.1. Each time the agent

transitions to junction x, its heading is different, and thus generates a new priority

tuple to make a decision. However, the order of decisions made at this junction is

(N,E, S,W ), which is equivalent to the priority tuple generated for the first time

the agent reached state x. Thus, it is as if the LFP has induced the static priority

tuple (N,E, S,W ) on the junction state x. That is, even though the agents priority

tuple changes each time it visits state x, its decision-making process at this junction
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nth time visiting x σh PRe (σh) γdf σa

1 E (S,E,N,W ) {N,E, S} S
2 N (E,N,W, S) {N,E} E
3 W (N,W, S,E) {N} N
4 S (W,S,E,N) {W} W

Table 3.2: Decision-making behaviour of the RFP after each time visiting state x.

is exactly the same as an agent with the static priority tuple (N,E, S,W ). Since

choosing the initial heading as σh = E was arbitrary, we can make this same argument

for all possible heading directions. When A1 visits a state x ∈ JAG
(3) for the first

time with heading σh, the agent will always take actions at that intersection according

to the static priority tuple generated by

PLe (σh) = (Cccw(σh), σh, Ccw(σh), σ
−1
h ).

Similarly, we can make the same argument for A2 under the RFP, except of course

that the static priority tuple generated would be

PRe (σh) = (Ccw(σh), σh, Cccw(σh), σ
−1
h ).

Specifically, in the above example, the behaviour of A2 under the RFP is described

in Table 3.2.

In comparison of Tables 3.1 and 3.2, although we do not have that PRe (E) =

R(PLe (E)), we know that Lemma 2 holds for all events in the set ΣM \ W , which

resembles Lemma 1 for reverse priority tuples.

Thus, the LFP and RFP behave similarly to static reverse priority tuples, in the
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sense that the agents make decisions at every junction in reversed order, but also in

a clockwise and counter-clockwise fashion.

In fact, these two observed properties are exactly conditions (i) and (ii). The rea-

son we had to separate the initial state scenario out from all other states in the maze

is that, when the agents begin the search, there is no initial heading σh. Consequently,

without a reference direction, the concepts of left and right have no meaning. Thus,

we needed to develop conditions that prescribe how the agents can handle the initial

state if there exist multiple directions to travel in.

Generalizing from the above argument, when the two agents visit an intersection

state for the first time, for the set of available actions generated by γdf , Lemma 2

must be satisfied. At the initial state, since the agent has no well defined heading,

there is no action at the state x0 that is excluded from γdf . Thus, at the very least we

must have PR0 = R(PL0 ) (condition (ii)), so the agents do not select the same action

from the initial state x0. Condition (i) is less obvious as to why it is required, but

again, can be extracted from the above argument as well. In the above example, it is

as if a static priority tuple is induced at each intersection state, which is equivalent

to the priority tuple generated by the LFP/RFP for the first time the agent visits the

intersection. Thus, in order to guarantee this behaviour at the initial state, the agents

must also have their initial priority tuples selected from Pccw and Pcw. Intuitively,

if the agents are constantly turning left and right throughout the search, then their

initial DMPs must also reflect this. While condition (i) is sufficient for ensuring the

agents make different actions at an initial state junction, it does not ensure that,

when the agents return to the initial state, they won’t search the same dead-end.

Condition (ii) takes care of this problem.
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The above analysis identifies properties that explain the similarity between the

wall-following policies and reverse static priority tuples. Additionally, we provided

intuition for why conditions (i) and (ii) of (3.8) must be satisfied at the initial state.

We now expand our maze-search problem into a more general and realistic scenario.

3.4 Measuring the Worst-Case Maze Search Performance

There are two issues with the maze search task we have considered up to this point.

We take this section to identify these issues and advance our maze search task to be

more practical.

The first advancement in this development is in the realization that we need not

explicitly consider the existence of a randomly located target state. Previously, at

the beginning of each simulation, one of the states in the maze was randomly selected

as the target state. This random selection often leads to choosing target states that

are very close to the initial state, which often results in very short simulations with

several unexplored states left in the maze. In practice, while it is indeed possible

for the target state to be located very close to the initial state, it is arguably more

important to understand the implications of a maze search strategy if the target state

is located very far away from the initial state. In other words, rather than evaluating

a maze search strategy in best-case scenarios, it is more insightful to examine its

performance in the worst-case scenarios. Thus, we must define what exactly what is

the worst-case scenario. To arrive at this answer, it is helpful to first think about

the best-case scenario. The best-case scenario is that the target state is in the first

place that the agents search in the maze. Conversely, the worst-case scenario is

that the target state is in the last place that the agents search in the maze. More
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specifically, the worst-case scenario is that the agents must search all states in the

maze before finding the target state. Thus, equivalently, we can redefine the task to

be to collectively search all states in the maze, where we implicitly assume that the

target state is the last state explored by the agents. This way, we can evaluate a

search algorithm by analyzing, for a given maze topology, the worst-case inefficiency

cost of a MAS searching for a target state.

The second advancement is in the realization that we must take a more realistic

approach in terminating the simulation once the target state is found, or equivalently

now, once all states are explored. Previously, we simply terminated the simulation

once the target state was located by either agent. This is unrealistic since the agents

are restricted to communication-free coordination, and so the agents would not be able

to communicate the finding of the target state. Furthermore, if the goal of the MAS is

to search all states of the maze, then they must somehow both agree that there remain

no more unexplored states to be searched. This problem is inherently challenging with

the constraint of communication-free coordination. Thus, in order to terminate the

simulation in a realistic manner, the agents must use some form of communication

to gain the knowledge that the simulation can be terminated. However, we need not

dispense entirely with our constraint of communication-free coordination. Rather, we

slightly relax our constraint by allowing the agents to communicate only when they

occupy the same state. The motivation behind this constraint is that it allows for

more secure modes of communication, such as OV2V communication when agents

are within LOS. This constraint makes the problem more interesting, since, while it

allows the agents to communicate, it inherently forces them to share information at

the cost of searching the same state. Another problem created by this constraint is
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that, in order to share information, the agents must somehow be able to find each

other throughout the search.

Thus, with the goal of having the agents explore all states in the maze, we move

forward by redefining the task of the MAS as follows. The task of the MAS is

to explore all states in an unknown maze, and the simulation will end when the

agents can confirm this through meeting at the same state and sharing the necessary

information. This way, the inefficiency cost is measured from the time they begin to

the time the agents acknowledge that they need not search anymore.

We now conclude with Chapter 3 with an analysis of the LFP and RFP, where

we introduce the property of symmetry between the LFP and RFP.

3.5 Properties of Left and Right Wall-Following Policies

In the previous single-agent DMP, outlined in Algorithm 2, an agent searches until

the target state is located, and then the task is complete. Consequently, Algorithm

2 presents an incomplete picture of the trajectories generated by the LFP and RFP.

Thus, we begin our analysis of the LFP and RFP by developing a more general single-

agent decision-making process and applying it to two simple maze solving problems.

In these examples, we explore some interesting properties of the LFP and RFP, which

we formalize throughout Chapter 4.

Through rethinking Algorithm 2, it became evident that, in a maze with no loops,

the LFP and RFP need not make use of variable-length LLP or γdf to generate control

actions that lead to the closest unexplored state. An agent only needs to consider

the actions immediately available, regardless of whether they lead to explored or

unexplored states. This is because, in a maze with no loops, the LFP and RFP
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actually mimic a DFS approach on their own. This is intuitive because an agent

under the LFP or RFP always places least priority on the action of turning around.

Thus, we exploit this behaviour in Algorithm 3 by having an agent look one step

ahead to extract the set of possible actions at its current state. Instead of γdf , we

capture this by defining the active-set, γa(x) := {σ ∈ ΣM |δ(x, σ) = x′, x′ ∈ X}, which

is the set of available actions at a given state, and requires no additional operations

to filter out undesirable actions, since this is handled by the LFP or RFP.

We now present Algorithm 3, a simplified version of Algorithm 2, which outlines a

new DMP for the LFP and RFP. In Algorithm 3, an agent uses a one-step look-ahead

tree to determine the set of available actions at each state, without considering if the

actions lead to an explored or unexplored state. Then, the agent selects a priority

tuple based on its current heading, and executes the action of highest priority. For

our analysis, we have the algorithm execute endlessly.

Algorithm 3 Single Agent exploration in a maze with decision-making Policy πP
and EDPT Pe ∈ {PLe ,PRe }
Result: A deterministic language is generated.
n = 0, t0 = ε
while true do

Get observation of current state, Oc
G(xn)

Get local plant observation, Gc
O(xn) = (Oc

G(xn),ΣM , δO, x0,O, Xm,O)
Update global plant observation, G̃n = (X̃n,ΣM , δ̃n, x0, X̃m,n)
Compute active set, γa(x) = {σ ∈ ΣM |δ(x, σ) = x′, x′ ∈ X}
Compute priority tuple, P = Pe(σn)
Select next action, σn+1 = πP(γa(xn))
Increment counter, n = n+ 1
Execute action, xn = δ(xn−1, σn)

end

We now provide a simple example to illustrate Algorithm 3 and introduce some

interesting properties of the LFP and RFP. Consider two agents A1 = (O1
G, γa, πP1)
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Figure 3.8: A simple maze with no loops.

n x tn γa PRe (σn) σn+1

0 (1, 1) ε {E} (S,E,N,W ) E
1 (1, 2) E {E,W} (S,E,N,W ) E
2 (1, 3) EE {W,S,N} (S,E,N,W ) S
3 (2, 3) EES {N} (W,S,E,N) N
4 (1, 3) EESN {W,S,N} (E,N,W, S) N
5 (0, 3) EESNN {S} (E,N,W, S) S
6 (1, 3) EESNNS {W,S,N} (W,S,E,N) W
7 (1, 2) EESNNSW {E,W} (N,W, S,E) W
8 (1, 1) EESNNSWW {E} (N,W, S,E) E

Table 3.3: Behaviour of Agent 1 searching the maze depicted in Figure 3.8 with Al-
gorithm 3 and the RFP, where P1 = PRe with PR0 = (S,E,N,W ).

and A2 = (O1
G, γa, πP2) searching the simple maze depicted in Figure 3.8. Suppose

P1 = PRe with PR0 = (S,E,N,W ), and P2 = PLe with PL0 = (W,N,E, S), so that

PR0 ∈ Pccw,PL0 ∈ Pcw, and PR0 = R(PL0 ).

Suppose that both agents use Algorithm 3 to search the maze. Tables 3.3 and 3.4

display the search behaviour for A1 and A2, respectively, up until the point that each

agent returns to the initial state.
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n x tn γa PLe (σn) σn+1

0 (1, 1) ε {E} (W,N,E, S) E
1 (1, 2) E {E,W} (N,E, S,W ) E
2 (1, 3) EE {W,S,N} (N,E, S,W ) N
3 (0, 3) EEN {S} (W,N,E, S) S
4 (1, 3) EENS {W,S,N} (E, S,W,N) S
5 (2, 3) EENSS {N} (E, S,W,N) N
6 (1, 3) EENSSN {W,S,N} (W,N,E, S) W
7 (1, 2) EENSSNW {E,W} (S,W,N,E) W
8 (1, 1) EENSSNWW {E} (S,W,N,E) ε

Table 3.4: Behaviour of Agent 2 searching the maze depicted in Figure 3.8 with Al-
gorithm 3 and the LFP, where P2 = PLe with PL0 = (W,N,E, S).

Consider the decision-making process for A1 shown in Table 3.3. At each time-

step, A1 first computes the set of all actions immediately available with γa. Next, A1

uses the EDPT PRe to select some priority tuple P based on the most recent action

taken, or chooses PR0 if it is the initial state. Then, A1 uses πP to select the highest

priority action from the active set γa. When Agent 1 returns to the initial state,

its trajectory is t18 = EESNNSWW , with its next action calculated as E. Observe

that the language generated by Algorithm 3 and the RFP is KR = (t18)+. That is, if

the agent were to continue searching, it would continuously execute the same string

of events over and over again. Similarly, in Table 3.4, when Agent 2 returns to the

initial state, its trajectory is t28 = EENSSNWW , with its next action calculated as

E. Observe that the language generated by Algorithm 3 and the LFP is KL = (t28)+.

Now, observe that r(t18)−1 = t28, and r(t28)−1 = t18. That is, if you take the reverse

and inverse, in either order, of either agent’s trajectory, it becomes equivalent to the

other agent’s trajectory. We refer to this property as symmetry. This property is

intuitive since, in Theorem 2, we established that two agents with the LFP and RFP
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will make decisions at each junction, in a maze with no loops, in reverse order.

The significance of this property is that if the agents were to search the maze

together, then, if the maze has no loops, they can exploit their symmetric trajectories

to figure out when to stop searching the maze. When the agents are about to cross

paths, they need not continue searching the maze, because there are no states left to

search. If they were to cross paths and continue along their trajectories, they would

search exactly the reverse and inverse trajectory of the other agent up to that point.

Therefore, this property must be independent of agent speed and terrain traversabil-

ity. That is, regardless of the variability of agent speed and terrain traversability, at

whatever point the agents cross paths, the agents need not continue searching, since

the remainder of their trajectory must have been searched by the other agent.

To formally describe this property of symmetry, we must consider the transitions

that make up the languages KL and KR in the above example, not the events. The

languages KL and KR are comprised of the same set of transitions

D = {d1 := δ((1, 1), E) = (1, 2), d2 := δ((1, 2), E) = (1, 3),

d3 := δ((1, 3), S) = (2, 3), d4 := δ((2, 3), N) = (1, 3),

d5 := δ((1, 3), N) = (0, 3), d6 := δ((0, 3), S) = (1, 3),

d7 := δ((1, 3),W ) = (1, 2), d8 := δ((1, 2),W ) = (1, 1)},

(3.13)

where we have d1 = (d8)−1, d2 = (d7)−1, d3 = (d4)−1, and d5 = (d6)−1. Let us

define I := (d1d8)(d2d7)(d3d4)(d5d6) as the cycle that maps each transition d ∈ D

to its inverse d−1 ∈ D. While the languages KL and KR are made up of the same

set of transitions, they differ by the order in which these transitions are executed.

Furthermore, since each language repeats indefinitely, we can define the ordering of
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each language with cycle notation. For KR, we can define CR := (d1d2d3d4d5d6d7d8),

and for KL, we can define CL := (d1d2d5d6d3d4d7d8). Now, if we take the cycle CL and

reverse the ordering, we get the cycle (d8d7d4d3d6d5d2d1). If we take this new cycle

and change each transition to its inverse, we get the cycle (d1d2d3d4d5d6d7d8), which

is equivalent to CR. The advantage of defining these cycles with unique transitions,

rather than strings of events, is that we can define a unique ordering of transitions.

With strings of events, we cannot use cycle notation. For example, consider KL =

(t18)+, where t18 = EESNNSWW . We cannot define a cycle with the events in t18,

since we cannot bijectively map each event σ ∈ ΣM to an event σ ∈ ΣM . For example,

both the events S and N map to the event N , which is not one-to-one. Thus, we use

transitions instead of events, since each transition is unique, and clearly allows us to

define a bijective mapping between transitions in D back onto to itself.

Now, in the above example, suppose that the initial state was (1, 2) instead of

(1, 1). Then, according to the setup of the problem, A1 would would choose the tran-

sition d2 and execute the action E. With d2 as the seed, we can use the cycle CR above

to generate Agent 1’s sequence of transitions s = d2CR(d2)CR(CR(d2))..., which would

generate the language K ′R = (d2d3d4d5d6d7d8d1)+ = (s)+. Similarly, A2 would choose

the transition d8 and execute the action W . With d8 as the seed, we can use the cycle

CL above to generate Agent 2’s sequence of transitions s′ = d2CL(d2)CL(CL(d2))...,

which would generate the language K ′L = (d8d1d2d5d6d3d4d7)+ = (s′)+. Again, we

can see that the symmetry property still holds. This suggests that, in a maze with

no loops and under the LFP and RFP, if the agents begin at the same state, their

trajectories will be symmetric. Furthermore, there only exists one language cycle for

each of the LFP and RFP, which are CL and CR, respectively. These cycles generate
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multiple languages, where each language follows the same cyclic ordering, but differs

by the initial state and initial conditions of the LFP and RFP. This helps to formal-

ize our idea of symmetry, since we need not deal with each language, but rather the

language-generating cycles.

Let us further examine this property of symmetry through these language-generating

cycles. Consider, again, CL and CR above. These mappings are defined as follows:

CR(d1) = d2, CL(d1) = d2

CR(d2) = d3, CL(d2) = d5

CR(d3) = d4, CL(d5) = d6

CR(d4) = d5, CL(d6) = d3

CR(d5) = d6, CL(d3) = d4

CR(d6) = d7, CL(d4) = d7

CR(d7) = d8, CL(d7) = d8

CR(d8) = d1, CL(d8) = d1

(3.14)

Observe that CR = I◦C−1
L ◦I, and CL = I◦C−1

R ◦I. More explicitly, for any transition

d ∈ D, we have CR(d) = I(C−1
L (I(d))), and CL(d) = I(C−1

R (I(d))). For example, if

we take CR(d6) = d7, then, for the right side, we have I(d6) = d5, C−1
L (d5) = d2, and

I(d2) = d7. This property can be verified for each transition d ∈ D.

These two equivalent expressions are important, because we can rely on them to

determine whether two agents are about to cross paths or not. Suppose the agents

reach the same state x ∈ X. At this point, we allow for the agents to communicate.

Suppose that A1, under the RFP, has just executed the transition dR, and is planning
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to execute the transition CR(dR) = dR′ , and that A2, under the LFP, has just executed

the transition dL, and is planning to execute the transition CL(dL) = dL′ . If CR =

I ◦ C−1
L ◦ I and CL = I ◦ C−1

R ◦ I, then if dL′ = I(dR) and dR′ = I(dR), A1 and A2

must be about to cross paths. Alternatively, we can say that A1 and A2 are about

to cross paths when CL(dL) = I(dR) and CR(dR) = I(dL). Crossing paths is the

condition when two agents are at the same state, and are each about to execute the

inverse action of the other agent’s previous action. An important result is that if

CR = I ◦ C−1
L ◦ I, then we must have that dL′ = I(dR) ⇐⇒ dR′ = I(dR). That is,

if A2 communicates their next action dL′ , and A1 just executed action dR = I(dL′),

then since CR and CL are symmetric, it must be that A1 is also about to execute

the inverse of A2’s most recent action, dR′ = I(δL). The significance of this result

is that it simplifies the process of communication when the agents try to determine

if they are about to cross paths or not. If the agents know their trajectories are

symmetric, then if each agent communicates their next action and it appears that

they are crossing paths, they need not communicate anything else for confirmation.

We prove this rigorously in Chapter 4.

We introduce one final concept, before moving to a more rigorous development,

to understand how these properties hold in the case of mazes with loops. Thus, we

consider a short example of a maze that contains a simple loop. Consider Figure 3.9.

In the previous example in the maze with no loops, we argued that no matter

what state the agents began their search from, the language-generating cycles, CL

and CR, could be used to generate the agents’ trajectories. Furthermore, we showed

that there exists a property of symmetry between CL and CR. To obtain a better

intuitive understanding of how this process applies to mazes with loops, we consider
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Figure 3.9: A simple maze with one loop.

three different cases of where the initial state is located, which are states (1, 1), (1, 3),

and (1, 4). As a reminder, the initial conditions for the LFP and RFP are PR0 =

(S,E,N,W ) and PL0 = (W,N,E, S).

Consider the scenario of x0 = (1, 1). The LFP would generate the language

K1
L = (t1)+, with t1 = EENEESSWWNWW , and the RFP would generate the

language KR = (t2)+, with t2 = EESEENNWWSWW . Again, we have that

t1 = r(t2)−1, which means the trajectories are symmetric. We can argue that there

exists two symmetric language-generating cycles CaL and CaR that we can use to generate

K1
L and K1

R, respectively.

Now, consider the scenario of x0 = (1, 4). The LFP would generate the lan-

guage K2
L = (s1)+, with s1 = ENWWSSEENW , and the RFP would generate

the language K2
R = (s2)+, with s2 = ESWWNNEESW . Simply by comparing the

unequal lengths of t1 and s1, it is clear that K1
L and K2

L do not originate from the

same language-generating cycle. This suggests that there exists two more symmetric

language-generating cycles CbL and CbR that we can use to generate K2
L and K2

R.

From these two examples, we can make the following observations. First, the

number of cyclic languages that exist in a maze for both the LFP and RFP depends
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on the number of distinct loops in the maze. Second, the language generated for an

agent depends on the initial state. In these two scenarios, however, we only considered

initial states with one possible action to take from the beginning. What we aim to

show now is that, third, the language generated for an agent also depends on the

initial priority tuples of each agent.

Consider the scenario of x0 = (1, 3). The LFP would generate the language

K3
L = (u1)+, with u1 = WWEENEESSWWN , and the RFP would generate the

language K3
R = (u2)+, with u2 = SEENNWWSWWEE. Clearly, the languages

K3
L and K3

R are a part of the same language equivalence class as K1
L and K1

R, which

are generated from the symmetric cycles CaL and CaR, respectively.

Now, suppose we had that PR0 = (N,W, S,E) and PL0 = (E, S,W,N). Then,

with x0 = (1, 3), the LFP would generate the language K4
L = (v1)+, with v1 =

SEENWENWWS, and the RFP would generate the language K4
R = (v2)+, with

v2 = NEESWESWWN . Clearly, the languages K4
L and K4

R are a part of the same

language equivalence class as K2
L and K2

R, which are generated from the symmetric

cycles CbL and CbR, respectively. In the above two scenarios, the agents begin from the

same initial state x0 = (1, 3), but their initial priority tuples vary. As a result, the

agents search different parts of the maze.

Lastly, we note that in all of the above cases, both agents searched within the same

cyclic language, and since each pair of cyclic languages are symmetric, the agents are

guaranteed to cross paths. This result is directly tied to our two conditions imposed

on the initial priority tuples of the LFP and RFP. In Theorem 2, we showed that

these conditions are necessary for achieving maximally efficient search behaviour in a

maze with no loops. In Chapter 4, we show that these conditions are also necessary
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for generating symmetric trajectories under the LFP and RFP. Furthermore, we show

that the concepts of symmetry and efficiency are directly related.
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Chapter 4

Symmetric Language-Generating Cycles

We concluded Chapter 3 by redefining the task of MAS to that of searching all states

in the maze, and introducing the concepts of symmetry and crossing paths. We

claimed that if the trajectories of each agent are symmetric, then the agents will be

guaranteed to cross paths. This claim fits well with our new task, since we require

the agents to search all states in the maze, while communication is only permitted

between the agents when they occupy the same state. Specifically, we can leverage

the property of symmetry to allow agents to efficiently search the maze, as shown in

Theorem 2 for mazes with no loops, but also to ensure the agents will meet throughout

the search to share information. When the agents meet to share information, we refer

to this scenario as a rendezvous.

Therefore, our problem is that of designing a MAS maze search strategy that is

not only efficient, but also enables the agents to periodically rendezvous in order to

exchange information. With our new inefficiency cost measuring the number of states

that both agents have visited, a rendezvous is considered costly. Thus, with the aim

of minimizing inefficiency, a strategy should not have the agents perform a rendezvous

more than is necessary.
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What makes our approach unique is that the agents need not agree on where or

when to rendezvous. The property of symmetry of the trajectories generated by the

LFP and RFP, and the correct initial initial conditions, guarantee a rendezvous to

take place, but the time and location are not known ahead of time. Rather, the

location and time of the rendezvous are dependent on the topology of the maze and

the speed at which the agents travel.

4.1 Local Behaviour of the LFP and RFP

We now aim to formalize the results observed in the concluding section of Chapter 3.

We proceed by considering the behaviour LFP an RFP at any given state, as well as

the relationship between these behaviours. We begin by presenting some preliminary

definitions.

Definition 27. For a set A = {a1, a2, ..., a|A|}, the identity permutation over the set

A is the function idA : A→ A, which is defined as idA(a) := a for all a ∈ A. In cycle

notation, we can write this function as idA = (a1)(a2) · · · (a|A|).

Definition 28. Consider a maze G = (X,ΣM , δ, x0, {xm}). Let D := {d1, ..., d|D|} be

the transition set prescribed by the function δ, where di 6= dj, i, j ∈ {1, ..., |D|}, and

each element is of the form di ←− (δ(x, σ) = x′), with x, x′ ∈ X and σ ∈ ΣM .

Definition 29. Consider a maze G = (X,ΣM , δ, x0, {xm}), with transition set D =

{d1, ..., d|D|}. Let I : D → D, with I(d) := d−1, be the inverse transition function

that maps each transition d ∈ D to its inverse transition d−1 ∈ D, where if d ←−

δ(x, σ) = x′, then d−1 is the transition δ(x′, σ−1) = x, with x, x′ ∈ X and σ, σ−1 ∈ ΣM .

Note that I is a bijective function, since every transition only has one unique inverse.

Consequently, we have I ◦ I−1 = idD.
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Definition 30. Consider a maze G = (X,ΣM , δ, x0, {xm}) with transition set D. For

some state x ∈ X, let E(x) := {d ∈ D|d ←− (δ(x′, σ) = x), x′ ∈ X, σ ∈ ΣM} be the

set of all transitions that enter state x from some other state in X.

Definition 31. Consider a maze G = (X,ΣM , δ, x0, {xm}) with transition set D. For

some state x ∈ X, let ΣE(x) = {σ ∈ ΣM |d←− (δ(x′, σ) = x), x, x′ ∈ X, d ∈ E(x)} be

the set of events that make up the transitions in E(x).

Definition 32. Consider a maze G = (X,ΣM , δ, x0, {xm}) with transition set D. For

some state x ∈ X, let L(x) := {d ∈ D|d ←− (δ(x, σ) = x′), x′ ∈ X, σ ∈ ΣM} be the

set of all transitions that leave state x to some other state in X.

Definition 33. Consider a maze G = (X,ΣM , δ, x0, {xm}) with transition set D. For

some state x ∈ X, let ΣL(x) = {σ ∈ ΣM |d←− (δ(x, σ) = x′), x, x′ ∈ X, d ∈ L(x)} be

the set of events that make up the transitions in L(x).

Now, by examining the behaviour of the LFP and RFP at any given state in a

given maze, we show that the decision-making policy πP bijectively maps all actions

entering the state to those leaving the state, where P ∈ {PLe ,PRe }.

Lemma 3. Consider a single agent S1(G) = {A1
G} searching a mazeG = (X,ΣM , δ, x0)

with A1 = (O1
G, γa, πP1). Let P1 = PLe . For all x ∈ X, the function πP1 : ΣE(x) →

ΣL(x) is bijective.

Proof. Let D be the transition set, and consider a state x ∈ X. Trivially, we must

have that L(x)∩E(x) = ∅, since it is assumed that there are no self-loops in the maze.

Secondly, since all actions are assumed to be bidirectional, then all transitions d ∈ D

must have an inverse transition d−1 = I(d) ∈ D. Therefore, if d ∈ E(x), we must have
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that d−1 ∈ L(x). Consequently, we must have that |E(x)| = |L(x)|. Similarly, for

ΣE(x) and ΣL(x), we must have that σ ∈ ΣE(x) ⇐⇒ σ−1 ∈ ΣL(x), since all transitions

are assumed to be bidirectional, and we also must have that |ΣL(x)| = |ΣE(x)| since

|L(x)| = |E(x)|.

Now, to show that for all x ∈ X, πPL
e

bijectively maps events in ΣE(x) to ΣL(x), it

suffices to consider all possible configurations of a given state x ∈ X, with respect to

the number of actions entering and leaving the state, and the relationships between

the respective events, and show that there is a bijective mapping in each case. Let

Z := |ΣE(x)| = |ΣL(x)| be the number of actions entering and leaving a given state.

Since |ΣM | = 4, we can have Z ∈ {1, 2, 3, 4}.

If Z = 1 and ΣE(x) = {σ}, we must have ΣL(x) = {σ−1}, with σ ∈ ΣM . Since

γa = {σ−1}, we must have

σ → πPL
e (σ)(γa(x)) = σ−1 (4.1)

which is a bijection.

If Z = 2 and ΣE(x) = {σi, σj}, then we must have ΣL(x) = {σ−1
i , σ−1

j }, σi, σj ∈

ΣM . By definition of PLe (σ), we always have that PLe (σ)(σ−1) = 4. That is, σ−1 is

always the lowest priority action after executing the event σ. Therefore, while the

relationship between σi and σj may vary, we must have PLe (σi)(σ
−1
j ) < PLe (σi)(σ

−1
i )

and PLe (σj)(σ
−1
i ) < PLe (σj)(σ

−1
j ) for all possible relationships between σi and σj.

Consequently, we must always have that

σi → πPL
e (σi)(γa(x)) = σ−1

j

σj → πPL
e (σj)(γa(x)) = σ−1

i ,

(4.2)
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which is a bijection.

If Z = 3 and ΣE(x) = {σi, σj, σk}, then we must have ΣL(x) = {σ−1
i , σ−1

j , σ−1
k },

with σi, σj, σk ∈ ΣM . Note that for any intersection of three arbitrary events, we can

always find an event that is clockwise of one event and counter-clockwise of another.

For example, if ΣE(x) = {N,E, S}, then E = Ccw(N) and E = Cccw(S). In contrast,

for Z = 2, the relationship between the two events in the set ΣE(x) can vary. Thus, we

can cover all cases of Z = 3 by considering three arbitrary events, which must have this

relationship. Without loss of generality, let σk = Cccw(σi) = Ccw(σj). Then σi = σ−1
j =

Ccw(σk), and σj = σ−1
i = Cccw(σk). Now, since PLe (σ) = (Cccw(σ), σ, Ccw(σ), σ−1), then

we have

PLe (σi) = (Cccw(σi), σi, Ccw(σi), σ
−1
i ) = (σk, σi, Ccw(σi), σj) = (σk, σ

−1
j , σ−1

k , σ−1
i )

PLe (σj) = (Cccw(σj), σj, Ccw(σj), σ
−1
j ) = (Cccw(σj), σj, σk, σi) = (σ−1

k , σ−1
i , σk, σ

−1
j )

PLe (σk) = (Cccw(σk), σk, Ccw(σk), σ
−1
k ) = (σj, σk, σi, σ

−1
k ) = (σ−1

i , σk, σ
−1
j , σ−1

k )

(4.3)

By (4.3) we have

PLe (σi)(σ
−1
j ) < PLe (σi)(σ

−1
k ) < PLe (σi)(σ

−1
i ),

PLe (σj)(σ
−1
k ) < PLe (σj)(σ

−1
i ) < PLe (σj)(σ

−1
j ),

and

PLe (σk)(σ
−1
i ) < PLe (σk)(σ

−1
j ) < PLe (σk)(σ

−1
k ).
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In this case, we have

σi → πPL
e (σi)(γa(x)) = σ−1

j

σj → πPL
e (σj)(γa(x)) = σ−1

k

σk → πPL
e (σk)(γa(x)) = σ−1

i

(4.4)

which is a bijection.

Lastly, if Z = 4 and ΣE(x) = {σi, σj, σk, σl}, then ΣL(x) = {σ−1
i , σ−1

j , σ−1
k , σ−1

l },

with σi, σj, σk, σl ∈ ΣM . Let σi := Ccw(σj), σj := Ccw(σk), σk := Ccw(σl), and σl :=

Ccw(σi). We then have σj = Cccw(σi), σk = σ−1
i , and σl = Ccw(σi). Additionally,

we have σ−1
i = σk, σ

−1
j = σl, σ

−1
k = σi, and σ−1

l = σj. Now, since PLe (σ) =

(Cccw(σ), σ, Ccw(σ), σ−1), then we have

PLe (σi) = (Cccw(σi), σi, Ccw(σi), σ
−1
i ) = (σj, σi, σl, σk) = (σ−1

l , σ−1
k , σ−1

j , σ−1
i )

PLe (σj) = (Cccw(σj), σj, Ccw(σj), σ
−1
j ) = (σk, σj, σi, σl) = (σ−1

i , σ−1
l , σ−1

k , σ−1
j )

PLe (σk) = (Cccw(σk), σk, Ccw(σk), σ
−1
k ) = (σl, σk, σj, σi) = (σ−1

j , σ−1
i , σ−1

l , σ−1
k )

PLe (σl) = (Cccw(σl), σl, Ccw(σl), σ
−1
l ) = (σi, σl, σk, σj) = (σ−1

k , σ−1
j , σ−1

i , σ−1
l ).

(4.5)

Then, by (4.5), we have

σi → πPL
e (σi)(γa(x)) = σ−1

l

σj → πPL
e (σj)(γa(x)) = σ−1

i

σk → πPL
e (σk)(γa(x)) = σ−1

j

σl → πPL
e (σl)(γa(x)) = σ−1

k ,

(4.6)

which is a bijection.
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We thus have a bijection between ΣE(x) and ΣL(x) under πPL
e

for all possible

intersection configurations, since we arbitrarily defined relationships between events

in ΣM in each case.

We now prove the same result for the RFP. While the proof is almost identical,

we provide it for future reference in a following theorem.

Lemma 4. Consider a single agent S1(G) = {A1
G} searching a mazeG = (X,ΣM , δ, x0)

with A1 = (O1
G, γa, πP1). Let P1 = PRe . For all x ∈ X, the function πP1 : ΣE(x) →

ΣL(x) is bijective.

Proof. We follow the same approach as in Lemma 3.

If Z = 1 and ΣE(x) = {σ}, we must have ΣL(x) = {σ−1}, with σ ∈ ΣM . Since

γa = {σ−1}, we must have

σ → πPR
e (σ)(γa(x)) = σ−1 (4.7)

which is a bijection.

If Z = 2 and ΣE(x) = {σi, σj}, then we must have ΣL(x) = {σ−1
i , σ−1

j }, σi, σj ∈

ΣM . By definition of PRe (σ), we always have that PRe (σ)(σ−1) = 4. That is, σ−1 is

always the lowest priority action after executing the event σ. Therefore, while the

relationship between σi and σj may vary, we must have PRe (σi)(σ
−1
j ) < PRe (σi)(σ

−1
i )

and PRe (σj)(σ
−1
i ) < PRe (σj)(σ

−1
j ) for all possible relationships between σi and σj.

Consequently, we must always have that

σi → πPL
e (σi)(γa(x)) = σ−1

j

σj → πPL
e (σj)(γa(x)) = σ−1

i ,

(4.8)
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which is a bijection.

If Z = 3 and ΣE(x) = {σi, σj, σk}, then we must have ΣL(x) = {σ−1
i , σ−1

j , σ−1
k },

with σi, σj, σk ∈ ΣM . As in Lemma 3, without loss of generality, let σk = Cccw(σi) =

Ccw(σj). Then σi = σ−1
j = Ccw(σk), and σj = σ−1

i = Cccw(σk). Now, since PRe (σ) =

(Ccw(σ), σ, Cccw(σ), σ−1), then we have

PRe (σi) = (Ccw(σi), σi, Cccw(σi), σ
−1
i ) = (Ccw(σi), σi, σk, σj) = (σ−1

k , σ−1
j , σk, σ

−1
i )

PRe (σj) = (Ccw(σj), σj, Cccw(σj), σ
−1
j ) = (σk, σj, Cccw(σj), σi) = (σk, σ

−1
i , σ−1

k , σ−1
j )

PRe (σk) = (Ccw(σk), σk, Cccw(σk), σ
−1
k ) = (σi, σk, σj, σ

−1
k ) = (σ−1

j , σk, σ
−1
i , σ−1

k ).

(4.9)

By (4.9) we have

PRe (σi)(σ
−1
k ) < PRe (σi)(σ

−1
j ) < PRe (σi)(σ

−1
i ),

PRe (σj)(σ
−1
i ) < PRe (σj)(σ

−1
k ) < PRe (σj)(σ

−1
j ),

and

PRe (σk)(σ
−1
j ) < PRe (σk)(σ

−1
i ) < PRe (σk)(σ

−1
k ).

In this case, we have

σi → πPR
e (σi)(γa(x)) = σ−1

k

σj → πPR
e (σj)(γa(x)) = σ−1

i

σk → πPR
e (σk)(γa(x)) = σ−1

j

(4.10)

which is a bijection.
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Lastly, if Z = 4 and ΣE(x) = {σi, σj, σk, σl}, then ΣL(x) = {σ−1
i , σ−1

j , σ−1
k , σ−1

l },

with σi, σj, σk, σl ∈ ΣM . As in Lemma 3, without loss of generality, let σi := Ccw(σj),

σj := Ccw(σk), σk := Ccw(σl), and σl := Ccw(σi). We then have σj = Cccw(σi),

σk = σ−1
i , and σl = Ccw(σi). Additionally, we have σ−1

i = σk, σ
−1
j = σl, σ

−1
k = σi, and

σ−1
l = σj. Now, since PRe (σ) = (Ccw(σ), σ, Cccw(σ), σ−1), then we have

PRe (σi) = (Ccw(σi), σi, Cccw(σi), σ
−1
i ) = (σl, σi, σj, σk) = (σ−1

j , σ−1
k , σ−1

l , σ−1
i )

PRe (σj) = (Ccw(σj), σj, Cccw(σj), σ
−1
j ) = (σi, σj, σk, σl) = (σ−1

k , σ−1
l , σ−1

i , σ−1
j )

PRe (σk) = (Ccw(σk), σk, Cccw(σk), σ
−1
k ) = (σj, σk, σl, σi) = (σ−1

l , σ−1
i , σ−1

j , σ−1
k )

PRe (σl) = (Ccw(σl), σl, Cccw(σl), σ
−1
l ) = (σk, σl, σi, σj) = (σ−1

i , σ−1
j , σ−1

k , σ−1
l ).

(4.11)

Then, by (4.11), we have

σi → πPR
e (σi)(γa(x)) = σ−1

j

σj → πPR
e (σj)(γa(x)) = σ−1

k

σk → πPR
e (σk)(γa(x)) = σ−1

l

σl → πPR
e (σl)(γa(x)) = σ−1

i ,

(4.12)

which is a bijection.

We thus have a bijection between ΣE(x) and ΣL(x) under πPR
e

for all possible

intersection configurations, since we arbitrarily defined relationships between events

in ΣM in each case.

We have thus shown that, at any given state x, the LFP and RFP both bijec-

tively map actions entering x to actions leaving x. While we have explored the local
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behaviour of the LFP and RFP independently, let us now consider the relationship

between the local behaviours of the LFP and RFP.

Consider the scenario of two agents, Agent 1 and Agent 2, under the LFP and

RFP, respectively, searching the same maze at the same time. Suppose Agent 1

and Agent 2 enter the same state x at the same time with actions σL ∈ ΣE(x) and

σR ∈ ΣE(x), respectively. Let us further suppose that Agent 1’s next action is (σR)−1,

which is the inverse of the action that Agent 2 just took to enter state x, and that

Agent 2’s next action is (σL)−1, the inverse of the action that Agent 1 just took to

enter state x. We define this scenario formally as follows.

Definition 34. Consider a MAS S1(G) = {A1
G, A

2
G} searching a maze defined by

G = (X,ΣM , δ, x0) that has no marked states, where A1 = (O1
G, γa, πP1) and A2 =

(O1
G, γa, πP2). Let P1 = PLe and P2 = PRe . Consider some state x ∈ X, and let A1

arrive at state x with action σL ∈ ΣE(x), and let A2 arrive at state x with action

σR ∈ ΣE(x). Agent 1 and Agent 2 are said to be about to cross paths at state x ∈ X

if

πPL
e (σL)(γa(x)) = (σR)−1 and πPR

e (σR)(γa(x)) = (σL)−1. (4.13)

In this scenario, both agents are about to leave their current state x to move to a

state that the other agent just came from. We define this situation as crossing paths,

or about to cross paths, because both agents intend to search exactly where the other

agent has just come from. With respect to the objective of searching an unknown

maze, in such a scenario it would be inefficient for the two agents to actually cross

paths and continue searching, because it is a waste of resources for both agents to

search the same state, or, in general, search a state more than once.

Now, what we aim to show in Theorem 3 is that we cannot have πPL
e (σL)(γa(x)) =
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(σR)−1 without πPR
e (σR)(γa(x)) = (σL)−1, and vice versa. That is, if one of these

conditions is true, then the other condition must be true as well. Similarly, if one

of these conditions is false, then the other condition must be false as well. We use

Lemmas 3 and 4 to prove mathematically this result in the following theorem.

Theorem 3. Consider a MAS S1(G) = {A1
G, A

2
G} searching a mazeG = (X,ΣM , δ, x0)

that has no marked states, where A1 = (O1
G, γa, πP1) and A2 = (O1

G, γa, πP2). Let

P1 = PLe and P2 = PRe . For all x ∈ X, for all σL, σR ∈ ΣE(x),

πPL
e (σL)(γa(x)) = (σR)−1 ⇐⇒ πPR

e (σR)(γa(x)) = (σL)−1. (4.14)

Proof. Consider some state x ∈ X, and let Z := |ΣE(x)| = |ΣL(x)|. We make frequent

reference to equations in Lemmas 3 and 4.

If Z = 1 and ΣE(x) = {σ}, then we must have ΣL(x) = {σ−1}, σ ∈ ΣM . By (4.1)

and (4.7), with σL = σR = σ we have

πPL
e (σL)(γa(x)) = πPL

e (σ)(γa(x)) = σ−1 = (σR)−1,

πPR
e (σR)(γa(x)) = πPR

e (σ)(γa(x)) = σ−1 = (σL)−1.

(4.15)

If Z = 2 and ΣE(x) = {σi, σj}, then we must have ΣL(x) = {σ−1
i , σ−1

j }, σi, σj ∈ ΣM .

By (4.2) and (4.8), with (σL, σR) = (σi, σj) we have

πPL
e (σL)(γa(x)) = πPL

e (σi)(γa(x)) = σ−1
j = (σR)−1,

πPR
e (σR)(γa(x)) = πPR

e (σj)(γa(x)) = σ−1
i = (σL)−1,

(4.16)
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and with (σL, σR) = (σj, σi) we have

πPL
e (σL)(γa(x)) = πPL

e (σj)(γa(x)) = σ−1
i = (σR)−1,

πPR
e (σR)(γa(x)) = πPR

e (σi)(γa(x)) = σ−1
j = (σL)−1.

(4.17)

If Z = 3 and ΣE(x) = {σi, σj, σk}, then we must have ΣL(x) = {σ−1
i , σ−1

j , σ−1
k },

with σi, σj, σk ∈ ΣM . Let us make the same assumptions as in the case of Z = 3 in

Lemmas 3 and 4, so that σk = Ccw(σi) = Cccw(σj). By (4.4) and (4.10), the theorem

is satisfied with (σL, σR) ∈ {(σi, σj), (σj, σk), (σk, σi)}. For (σL, σR) = (σi, σj) we have

πPL
e (σL)(γa(x)) = πPL

e (σi)(γa(x)) = σ−1
j = (σR)−1,

πPR
e (σR)(γa(x)) = πPR

e (σj)(γa(x)) = σ−1
i = (σL)−1,

(4.18)

with (σL, σR) = (σj, σk) we have

πPL
e (σL)(γa(x)) = πPL

e (σj)(γa(x)) = σ−1
k = (σR)−1,

πPR
e (σR)(γa(x)) = πPR

e (σk)(γa(x)) = σ−1
j = (σL)−1.

(4.19)

and with (σL, σR) = (σk, σi) we have

πPL
e (σL)(γa(x)) = πPL

e (σk)(γa(x)) = σ−1
i = (σR)−1,

πPR
e (σR)(γa(x)) = πPR

e (σi)(γa(x)) = σ−1
k = (σL)−1.

(4.20)

Lastly, if Z = 4 and ΣE(x) = {σi, σj, σk, σl}, then ΣL(x) = {σ−1
i , σ−1

j , σ−1
k , σ−1

l },

with σi, σj, σk, σl ∈ ΣM . Let us again assume the same setup as in the case of

Z = 4 in Lemmas 3 and 4, so that σi := Ccw(σj), σj := Ccw(σk), σk := Ccw(σl),

and σl := Ccw(σi). By (4.6) and (4.12), the theorem is satisfied with (σL, σR) ∈
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{(σi, σl), (σj, σi), (σk, σj), (σl, σk)}. For (σL, σR) = (σi, σl) we have

πPL
e (σL)(γa(x)) = πPL

e (σi)(γa(x)) = σ−1
l = (σR)−1,

πPR
e (σR)(γa(x)) = πPR

e (σl)(γa(x)) = σ−1
i = (σL)−1,

(4.21)

with (σL, σR) = (σj, σi) we have

πPL
e (σL)(γa(x)) = πPL

e (σj)(γa(x)) = σ−1
i = (σR)−1,

πPR
e (σR)(γa(x)) = πPR

e (σi)(γa(x)) = σ−1
j = (σL)−1,

(4.22)

with (σL, σR) = (σk, σj) we have

πPL
e (σL)(γa(x)) = πPL

e (σk)(γa(x)) = σ−1
j = (σR)−1,

πPR
e (σR)(γa(x)) = πPR

e (σj)(γa(x)) = σ−1
k = (σL)−1,

(4.23)

and with (σL, σR) = (σl, σk) we have

πPL
e (σL)(γa(x)) = πPL

e (σl)(γa(x)) = σ−1
k = (σR)−1,

πPR
e (σR)(γa(x)) = πPR

e (σk)(γa(x)) = σ−1
l = (σL)−1.

(4.24)

Through exhausting each type of intersection that two agents can cross paths at,

we have thus shown that for all x ∈ X, and for all σL, σR ∈ ΣE(x),

πPL
e (σL)(γa(x)) = (σR)−1 ⇐⇒ πPR

e (σR)(γa(x)) = (σL)−1.

Thus, the significance of Theorem 3 is that if an agent can itself determine that
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it is about to cross paths with the other agent, then it must be that the other agent

is about to as well. We have laid out exactly the concept of what it means for

two agents to cross paths. Furthermore, we see that two agents under the LFP and

RFP are capable of crossing-paths at any intersection type. In fact, in the proof of

Theorem 3 we see that there are Z possible ways to cross paths at a given state x,

where Z = |ΣE(x)| = |ΣL(x)|.

4.2 Global Behaviour of the LFP and RFP

It is important to note that, in Lemmas 3 and 4, we have only shown that the LFP

and RFP achieve bijections locally at each state. For example, under the LFP, an

event σ may map to σ′ at some state x, but at some other state x′ 6= x, the event

σ might map to some other event σ′′ 6= σ′. This implies that the bijection is only

achieved locally, but not across all states collectively. Due to this implication, we are

limited in Theorem 3 to only examining the joint local behaviour of the LFP and

the RFP at a given state. Up until this point, we have been working in the realm

of events in the set ΣM . Since actions from this set are not necessarily unique from

state to state, we are limited in our analysis to the behaviour of the LFP and RFP at

an arbitrary state. However, if we instead consider the transitions that correspond

to the events in ΣE(x) and ΣL(x), then since all transitions are unique, we can analyse

how the LFP and RFP behave across two or more different states. Consider the

following definitions.

Definition 35. Consider a single agent S1(G) = {A1
G} searching a maze G =

(X,ΣM , δ, x0) with A1 = (O1
G, γa, πP1), P1 = PLe , and D as the transition set.

For a state x ∈ X, let fLx : E(x) → L(x) be the bijective function defined by
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fLx (d) := d′, where if d ←− (δ(x, σ) = x′) corresponds to the event σ ∈ ΣE(x), then

d′ ←− (δ(x′, σ′) = x′′) corresponds to the event σ′ = πPL
e (σ)(γa(x)) ∈ ΣL(x), with

x′, x′′ ∈ X.

Definition 36. Consider a single agent S1(G) = {A1
G} searching a maze G =

(X,ΣM , δ, x0) with A1 = (O1
G, γa, πP1), P1 = PRe , and D as the transition set.

For a state x ∈ X, let fRx : E(x) → L(x) be the bijective function defined by

fRx (d) := d′, where if d ←− (δ(x, σ) = x′) corresponds to the event σ ∈ ΣE(x), then

d′ ←− (δ(x′, σ′) = x′′) corresponds to the event σ′ = πPR
e (σ)(γa(x)) ∈ ΣL(x), with

x′, x′′ ∈ X.

In the above definitions, the functions fLx and fRx map transitions in E(x) to L(x),

as prescribed by the the functions πPL
e (σ)(γa(x)) and πPR

e (σ)(γa(x)), respectively. Now,

by Lemmas 3 and 4, since the functions πPL
e (σ)(γa(x)) and πPR

e (σ)(γa(x)) are bijective

at a given state x, then we must also have that the functions fLx and fRx bijectively

map transitions in E(x) to transitions in L(x). Furthermore, since all transitions in

the transition set D are unique, then we must have the following properties.

Property 1. E(x) ∩ L(x) = ∅,∀x ∈ X;

Property 2.
⋃
x∈X E(x) =

⋃
x∈X L(x) = D; and,

Property 3. E(x) ∩ E(x′) = ∅ = L(x) ∩ L(x′) for all x, x′ ∈ X such that x 6= x′.

Properties 1 and 3 are trivial, since every transition in D is unique. Property 2

must be true since if we consider all transitions that enter any state, then we must

be considering all transitions in the transition set D. Similarly, if we consider all

transitions that leave any state, then we must be considering all transitions in the
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transition set D. We now present two corollaries that stem from Definitions 35 and

36.

Corollary 1. Consider a single agent S1(G) = {A1
G} searching a mazeG = (X,ΣM , δ, x0)

that has no marked states, where A1 = (O1
G, γa, πP1), P1 = PLe , and D is the transi-

tion set. For all x ∈ X, fLx (d) = d−1 ⇐⇒ E(x) = {d}, and L(x) = {d−1}.

Proof. By (4.1), (4.2), (4.4), and (4.6) in Lemma 3, the only time an event σ is followed

by its inverse event σ−1 at some state x ∈ X is if ΣE(x) = {σ}, and ΣL(x) = {σ−1}.

Corollary 2. Consider a single agent S1(G) = {A1
G} searching a mazeG = (X,ΣM , δ, x0)

that has no marked states, where A1 = (O1
G, γa, πP1), P1 = PLe , and D is the transi-

tion set. For all x ∈ X, fLx (d) = d−1 ⇐⇒ E(x) = {d}, and L(x) = {d−1}.

Proof. By (4.7), (4.8), (4.10), and (4.12) in Lemma 4, the only time an event σ

is followed by its inverse event σ−1 at some state x ∈ X is if ΣE(x) = {σ}, and

ΣL(x) = {σ−1}.

The significance of Corollaries 1 and 2 is that, under the LFP and RFP, if an

agent executes some transition d ∈ D, then it will only execute d−1 next if it is the

only option. Equivalently, the agent will never execute d−1 following d if other actions

exist.

Now, in Theorem 3 we showed mathematically the relationship between the LFP

and RFP at a given state, with respect to the decision-making policy π. We now

aim to translate this relationship to the local transition functions fLx and fRx . We

can translate the definition of crossing paths, as defined in Definition 34, to the

following. Two agents are about to cross paths at some state x if fLx (dL) = I(dR) and

fRx (dR) = I(dL). Similarly, by Theorem 3, we must have that fLx (dL) = I(dR) ⇐⇒
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fRx (dR) = I(dL), for some state x ∈ X. Note that fLx and fRx are bijective, and thus

the inverse functions (fLx )−1 and (fRx )−1 exist and are well defined. In the scenario

of crossing paths, we have (fRx )−1(I(dL)) = dR and (fLx )−1(I(dR)) = dL. With these

inverse functions defined, we can write fLx as a function of fRx , and vice versa.

We have fLx (dL) = I(dR), and (fRx )−1(I(dL)) = dR. Therefore, we have I(dR) =

I((fRx )−1(I(dL))). As a result, we have fLx (dL) = I((fRx )−1(I(dL))). Similarly, we have

fRx (dR) = I((fLx )−1(I(dR))). More concisely, since fLx (dL) = I(dR) ⇐⇒ fRx (dR) =

I(dL), for some state x ∈ X, then for all x ∈ X we can write

fLx = I ◦ (fRx )−1 ◦ I, and fRx = I ◦ (fLx )−1 ◦ I. (4.25)

This equation is significant because it precisely describes the relationship between

the LFP and the RFP at a given state x. Intuitively, this relationship makes sense.

Imagine yourself searching through a corn maze with the left wall following policy, by

placing your left hand on a wall and walking forward without lifting your hand. At

any point, if you were to stop, turn around, place your right hand on the same wall,

then walk backwards, you would continue along the same path.

We now construct the global functions fL and fR in the following definitions.

Definition 37. Consider a single agent S1(G) = {A1
G} searching a maze G =

(X,ΣM , δ, x0) with A1 = (O1
G, γa, πP1), P1 = PLe , and D as the transition set. Let us

define fL : D → D as the global bijective function that recognizes each local function

fLx at state x ∈ X, defined by

fL(d) := fLx (d), if d ∈ E(x). (4.26)
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Definition 38. Consider a single agent S1(G) = {A1
G} searching a maze G =

(X,ΣM , δ, x0) with A1 = (O1
G, γa, πP1), P1 = PRe , and D as the transition set. Let us

define fL : D → D as the global bijective function that recognizes each local function

fLx at state x ∈ X, defined by

fR(d) := fRx (d), if d ∈ E(x). (4.27)

By Properties 2 and 3, the functions fL and fR must also be bijective. Therefore,

for the LFP and RFP, every transition in a maze is always followed by a unique

transition. Furthermore the functions fL and fR span all transitions in a given maze.

Property 4. Consider a single agent S1(G) = {A1
G} searching a maze defined by

G = (X,ΣM , δ, x0) that has no marked states, where A1 = (O1
G, γa, πP1). Let P1 = PLe

with PL0 ∈ Pcw. For all d ∈ D, fL(d) 6= d.

Proof. The proof is trivial by Property 1. It is not possible for a transition d ∈ D to

be followed by the same transition d ∈ D.

Property 5. Consider a single agent S1(G) = {A1
G} searching a maze defined by

G = (X,ΣM , δ, x0) that has no marked states, where A1 = (O1
G, γa, πP1). Let P1 = PRe

with PR0 ∈ Pccw. For all d ∈ D, fR(d) 6= d.

Proof. The proof is trivial by Property 1. It is not possible for a transition d ∈ D to

be followed by the same transition d ∈ D.

Lastly, by (4.25), we must have that

fL = I ◦ (fR)−1 ◦ I, and fR = I ◦ (fL)−1 ◦ I. (4.28)
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This is true by construction, since the result holds locally at every state x ∈ X, as in

(4.25), and fL and fR describe fLx and fRx , respectively, for all x ∈ X.

4.3 Symmetric Language-Generating Cycles

Now, we formally define a language-generating cycle.

Definition 39. Consider a maze G = (X,ΣM , δ, x0, {xm}) with the transition set

D. Let DA ⊆ D be some subset of the transition set D. A language-generating

cycle is some bijective function CA : DA → DA such that ∀d ∈ DA there exists some

trajectory t such that δ(x, t) = x, for some x ∈ X, where t is of the form

t = dCA(d)CA(CA(d))CA(CA(CA(d))) · · · CA ◦ · · · ◦︸ ︷︷ ︸
|DA|−2 times

CA(d). (4.29)

If x = x0, then the language-generating cycle CA generates a language of the form

K = (t)+.

In (4.29), t = d1d2d3 · · · d|DA| is a sequence of transitions where di = CA(di−1) ∈ DA

for i ∈ {2, ..., |DA|}, and d1 ∈ DA is some arbitrary transition. Regardless of the initial

state, as long as the first transition d executed belongs to the set DA, the language-

generating cycle CA will generate a language as a function of d. We now formally

define what it means for two language-generating cycles to be symmetric.

Definition 40. Consider a maze G = (X,ΣM , δ, x0, {xm}) with transition set D. Let

CA and CB be language-generating cycles defined over the transition sets DA and DB,

respectively, where DA, DB ⊆ D. Two language-generating cycles CA and CB are

called symmetric if

CA = I ◦ C−1
B ◦ I (4.30)



4.3. SYMMETRIC LANGUAGE-GENERATING CYCLES 97

We use symmetric to describe this relationship between language-generating cy-

cles, because they generate trajectories that have a certain symmetry to them. We

saw this in the examples presented in Figures 3.8 and 3.9 of Chapter 4.1, and we

demonstrate this again in a concluding example of this section. We now present ex-

istence results for the LFP and RFP, which show that any maze has at least one

language-generating cycle under the LFP or RFP.

Lemma 5. Consider a single agent S1(G) = {A1
G} searching a mazeG = (X,ΣM , δ, x0)

that has no marked states, where A1 = (O1
G, γa, πP1), P1 = PLe , and D is the tran-

sition set. Under the LFP, there exists at least one language-generating cycle CL.

Furthermore, if there only exists one language-generating cycle, then it must span all

transitions in D.

Proof. To show that there exists at least one language-generating cycle, it suffices to

show that for any d1 ∈ D, there exists at least one finite-length sequence of transitions

t = d1, d2, ..., dK , where K ≤ |D|, di ∈ D for all i ∈ {1, ..., K}, and each transition is

defined by

di =

 fL(di−1), if i ∈ {2, ..., K}

fL(dK), if i = 1

 .

Let us begin by constructing a sequence of transitions with the following process. Pick

any transition d1 ∈ D. Let d2 = fL(d1). By Property 4, it is not possible to have

d1 = d2, since for all d ∈ D, fL(d) 6= d. Furthermore, since fL : D → D is bijective,

the mapping fL(d1) = d2 must be defined. Now, if d1 = fL(d2), then we have found a

language-generating cycle. If not, let d3 = fL(d2). Suppose we continue this process

up to d|D−1| = fL(d|D|−2), but still do not have that d1 = fL(d|D−1|). Then we must

have a sequence t = d1, ...d|D|−1, where each transition is unique, and all transitions in
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D have been used except for one. Thus, if d1 6= fL(d|D−1|), then there must exist some

transition d|D| ∈ D such that d|D| = fL(d|D−1|). Now, since fL is bijective, it must be

that d1 = fL(d|D|), as it cannot be that d = fL(d|D|), d ∈ D\d1, since each d ∈ D\d1

has already appeared in the image of fL in the sequence t. Since d1 = fL(d|D|), then

we have found a finite-length sequence of transitions t = d1, d2, ..., dK , where K = |D|,

di ∈ D for all i ∈ {1, ..., K}, and each transition is defined by

di =

 fL(di−1), if i ∈ {2, ..., K}

fL(dK), if i = 1

 .

Now, by defining the function CL : D → D by CL(d) := fL(d), then the func-

tion CL is a language-generating cycle, since ∀d ∈ D there exists a trajectory t =

dCL(d) · · · CL ◦ · · · ◦︸ ︷︷ ︸
|D|−2 times

CL(d) such that δ(x, t) = x, where x ∈ X. Furthermore, the

language-generating cycle CL clearly spans all transitions in D.

We have thus shown that there exists at least one language-generating cycle for

the LFP in any maze. In this process, since we had to exhaust all transitions in D to

find a language-generating cycle, we clearly have that there only exists one language-

generating cycle, and it spans all transitions in D. However, we must rule out the

case where there exists only one language-generating cycle, but it does not span all

transitions in the maze. In this case, we must show that there exists more than one

language-generating cycle.

Let us consider again the process above. Suppose this process had stopped earlier

with d1 = fL(dJ), 1 < J < |D|, so that there exists a language-generating cycle

C1
L : D1 → D1 of length J , where D1 ⊂ D, but D \ D1 6= ∅. That is, there exists

a language-generating cycle, but it does not span all transitions in D. It suffices to
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show that there must exist at least one other language-generating cycle. Let us again

consider the process above by choosing any transition d′1 ∈ D \D1. Let d′2 = fL(d′1).

Again, by Property 4, it is not possible to have d′1 = d′2. Additionally, we cannot

have that d′2 ∈ D1, since each transition in D1 has already been bijectively mapped

to by C1
L. Thus, we must have that d′2 ∈ D \ D1. By the same reasoning, for all

d ∈ D \ D1, we must have that fL(d) ∈ D \ D1. Continuing, since fL is bijective,

then the mapping fL(d′1) = d′2 must be defined. Following the same process as above,

if d′1 = f l(d′2), then we have found another language-generating cycle. If not, we

continue the process. As in the above process for finding C1
L, we eventually must find

another language-generating cycle, since even if we have to exhaust all transitions in

D \D1, the last transition we consider must map to d′1.

Therefore, if a language-generating cycle does not span all transitions in D, then

there must exist more than one language-generating cycle. Furthermore, if there only

exists one language-generating cycle, it must span all transitions in D.

We show the same result for the RFP.

Lemma 6. Consider a single agent S1(G) = {A1
G} searching a mazeG = (X,ΣM , δ, x0)

that has no marked states, where A1 = (O1
G, γa, πP1), P1 = PRe , and D is the tran-

sition set. Under the RFP, there exists at least one language-generating cycle CR.

Furthermore, if there only exists one language-generating cycle, then it must span all

transitions in D.

Proof. The proof follows exactly as in Lemma 5, but with using the function fR

instead of fL, and relying on Property 5 instead of Property 4.
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Thus, the functions fL and fR are actually collections of one or more language-

generating cycles, depending on the topology of a given maze. We present the canon-

ical form of fL as

fL = CL0 CL1 · · · CLN

= (d0
1 · · · d0

|D1|)(d
1
1 · · · d1

|D2|) · · · (d
N
1 · · · dN|DN |)

(4.31)

where CLi = (di1 · · · di|Di|) and dij ∈ Di for i ∈ {0, 1, ..., N} and j ∈ {1, ..., |Di|}. Since

fL is bijective, and each language-generating cycle CLi is bijective, we have Di∩Dj = ∅

for all i 6= j, i, j ∈ {1, ..., N}.

Similarly, we present the canonical form of fR as

fR = CR0 CR1 · · · CRN

= (d0
1 · · · d0

|D1|)(d
1
1 · · · d1

|D2|) · · · (d
N
1 · · · dN|DN |)

(4.32)

where CRi = (di1 · · · di|Di|) and dij ∈ Di for i ∈ {0, 1, ..., N} and j ∈ {1, ..., |Di|}. Since

fR is bijective, and each language-generating cycle CRi is bijective, we have Di∩Dj = ∅

for all i 6= j, i, j ∈ {1, ..., N}.

Now, when considering the same maze, since both fL and fR are comprised of a

set of language-generating cycles, then by (4.28) we must have that each language-

generating cycle in fL has a symmetric counterpart in fR. That is, if CLi is a language-

generating cycle in fL, then we must have that CRi = I ◦ (CLi )−1 ◦ I.

We present (4.31) and (4.32) as the general forms of fL and fR, respectively,

because, under the behaviour of the LFP or RFP, any maze can be simplified as

N interior islands, which are reflected by language-generating cycles CLi and CRi ,

i ∈ {1, ..., N}, and one exterior island, captured by CL0 and CR0 . An interior island is
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formed in a maze when a loop occurs. We demonstrate this in the following example.

We now present an example to show how a maze can be deconstructed into the

language-generating cycles that make up fL and fR. Consider the two identical mazes

depicted in Figure 4.1. Consider first the graph on the left, which corresponds to the

LFP. We can describe the behaviour of the LFP as

fL = CL0 CL1 CL2 CL3 ,

where CL0 : DL
0 → DL

0 is the language-generating cycle for the exterior island, with D0

being the set of transitions coloured black, and CL
i : DL

i → DL
i , i ∈ {1, 2, 3}, are the

language-generating cycles for the interior islands, where the transitions in DL
1 , DL

2 ,

and DL
3 are coloured in blue, green, and red, respectively. Now, consider the graph

on the right, which corresponds to the RFP. We can describe the behaviour of the

RFP as

fR = CR0 CR1 CR2 CR3 ,

where CR0 : DR
0 → DR

0 is the language-generating cycle for the exterior island, with

DR
0 being the set of transitions coloured black, and CR

i : DR
i → DR

i , i ∈ {1, 2, 3}, are

the language-generating cycles for the interior islands, where the transitions in DR
1 ,

DR
2 , and DR

3 are coloured in blue, green, and red, respectively.

Here, we have that CLi = I ◦ (CRi )−1 ◦ I for i ∈ {0, 1, 2, 3}. Let us now examine the

behaviour of this relationship. Consider the transition d←− (δ((1, 1), E) = (1, 2)) ∈

DL
0 . Suppose both agents began at the initial state (1, 1), and both chose the initial

transition d. Then the agent under the LFP would generate the language KL
0 = (tL0 )+,
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1,1 1,2 1,3

2,1 2,2 2,3 2,4

1,4

3,1 3,2 3,3 3,4 3,5

4,54,1 4,2

5,2

4,3 4,4
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2,1 2,2 2,3 2,4

1,4

3,1 3,2 3,3 3,4 3,5
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5,2

4,3 4,4

D0
L

D1
L

D2
L

D3
L

D0
R

D1
R

D2
R

D3
R

Figure 4.1: A simple maze G = (X, δ,ΣM , x0) with loops. We leave out the events in
ΣM for clarity, but assume that they still exist. Left: The disjoint sets
of transitions that make up the language-generating cycles of behaviour
of the LFP. Right: The disjoint sets of transitions that make up the
language-generating cycles of behaviour of the RFP

where tL0 = dCL0 (d) · · · CL0 ◦ · · · ◦︸ ︷︷ ︸
|DL

0 |−2 times

CL0 (d). Equivalently, we have

tL0 = EEESSEWSEWNWSWSNWNNSSENNNW.

Similarly, the agent under the RFP would generate the language KR
0 = (tR0 )+, where

tR0 = dCR0 (d) · · · CR0 ◦ · · · ◦︸ ︷︷ ︸
|DR

0 |−2 times

CR0 (d). Equivalently, we have

tR0 = ESSSWNNSSESNENESEWNEWNNWWW.

Of course, we have tR0 = r(tL0 )−1, and their trajectories are symmetric. In turn,

depending on the speed at which each agent travels, the agents would cross paths

at some point. Suppose both agents executed actions in a synchronous fashion, so
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that both agents move at the same speed. Then the agents would cross paths at

state (4, 3) after the agents execute the trajectories tL = EEESSEWSEWNWS

and tR = ESSSWNNSSESNE. If both agents meet at state (4, 3), then Agent 1

would have just executed σL = S, and Agent 2 would have just executed σR = E.

Agent 1’s next action would be σ′L = W , and Agent 2’s next action would be σ′R = N .

In this case, we have σR = (σ′L)−1 and σL = (σ′R)−1, which satisfies the condition of

crossing paths. Furthermore, it does not matter what speeds the agents both travel

at. Because of their symmetric trajectories, they can cross paths at any state covered

by the transition sets DL
0 and DR

0 . We can demonstrate this result given any initial

state, but we first must formally deal with the initial conditions of the maze search.

In the above example, we considered the initial state x0 = (1, 1), which only has one

action available in L(x). Thus, the agents have no choice other than to travel E from

the initial state. However, suppose the initial state was state (3, 3). In this case, there

are three initial actions to choose from, but each action leads to exploring a different

language-generating cycle. In the next section, we provide conditions that must be

met when choosing the initial actions at the initial state, so that both agents end up

choosing actions in a symmetric pair of language-generating cycles, and hence will be

guaranteed to cross paths at some point.

Lastly, observe that the LFP has an agent turn in the counter-clockwise direction

around interior islands, but clockwise around the exterior island. Conversely, the

RFP has an agent turn in the clockwise direction around interior islands, but counter-

clockwise around the exterior island. This is the difference between the exterior island

and the interior islands.

To conclude this section, we aim to show that a maze with no loops has exactly
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one language-generating cycle under the LFP or RFP, and by Lemmas 5 and 6, it

must span all transitions in the maze. This is demonstrated in the two examples in

Chapter 4.1, with respect to Figures 3.8 and 3.9. Specifically, we saw that in the maze

with no loops, presented in Figure 3.8, there only exists one language-generating cycle

for both the LFP and RFP. If we imagine the space outside of the maze to be an

all-enclosing exterior island, it is as if the two agents traverse around the perimeter

of the island. Similarly, we saw that in the maze with at least one loop, presented

in Figure 3.8, there exists exactly two language-generating cycles for both the LFP

and RFP. One corresponds to traversing around the exterior island, and the other

corresponds to traversing around the interior island that is created with the existence

of the loop.

We now show that in a maze with no loops, there exists exactly one language-

generating cycle for both the LFP and RFP.

Lemma 7. Consider a single agent S1(G) = {A1
G} searching a mazeG = (X,ΣM , δ, x0)

that has no marked states, where A1 = (O1
G, γa, πP1), P1 = PLe , and D is the transi-

tion set. If the maze G has no loops, then there exists exactly one language-generating

cycle CL.

Proof. We use a contrapositive proof, by showing that if there does not exist exactly

one language-generating cycle, then the maze must have loops. By Lemma 5, there

exists at least one language-generating cycle for the LFP. Thus, equivalently, we aim

to show that if there is more than one language-generating cycle, then the maze must

have loops.

First, a maze with at least one loop implies that there exist two states x, x′ ∈ X

such that there exists two acyclic strings s, s′ ∈ Σ∗, s 6= s′, such that δ(x, s) = x′
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and δ(x, s′) = x′. Let t := r(s′)−1 and t′ := r(s)−1. Then we have δ(x, st) = x, and

δ(x, s′t′) = x, where st, s′t′ ∈ Σ∗M are two unique acyclic strings that lead from x to

x′, then back to x.

Now, suppose we have a maze where there exists N+1 language-generating cycles,

where fL = CL0 · · · CLN , and N corresponds to the number of interior islands in the

maze, with 0 < N <∞. For i ∈ {0, ..., N}, let CLi = (di1d
i
2 · · · d1

|Di|), where CLi : Di →

Di, with Di ⊂ D. Since each language-generating cycle is bijective, we must have

that Di ∩Dj = ∅ for all i, j ∈ {1, ..., N}, i 6= j, and D =
⋃
i∈{1,...,N}Di. That is, the

set of all transitions D is partitioned into N disjoint sets. Now, for a transition set

Di let Xi = {x ∈ X|∃x′ ∈ X, d ∈ Di, σ ∈ ΣM , d←− (δ(x, σ) = x′)} ⊆ X be the set of

states on which the transition set Di is defined. While each transition set Di contains

unique transitions, there must exist a state x ∈ Xi such that there exists another

transition set Dj such that x ∈ Xj. This is due to the fact that, in our definition of a

maze, we assume every state in the graph is reachable from from every other state in

the graph. This is clearly evident in the example presented in Figure 4.1, as for each

transition set, we can always locate a state at which a transition exits the state into

a different transition set.

Thus, let us consider some state x ∈ X such that x ∈ Xi∩Xj where di1, d
j
1 ∈ L(x),

with di1 ∈ Di and dj1 ∈ Dj. This implies that there exist trajectories

ti = di1CLi (di1) · · · CLi ◦ · · · ◦︸ ︷︷ ︸
|Di|−2 times

CLi (di1)

and

tj = dj1CLj (dj1) · · · CLj ◦ · · · ◦︸ ︷︷ ︸
|Dj |−2 times

CLj (dj1),
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such that δ(x, ti) = x and δ(x, tj) = x. Now, since Di ∩Dj = ∅, we must have that

ti 6= tj. Therefore, under the LFP, an agent can execute two unique trajectories,

which share no common transitions, to travel from state x to x. Therefore, there

must exist two acyclic strings s, s′ ∈ Σ∗M , s 6= s′ such that δ(x, s) = δ(x, s′) = x′.

Thus, we have shown that a maze with more than one language-generating cycle

must have at least one loop. By contraposition, a maze with no loops must have only

one language-generating cycle.

Lemma 8. Consider a single agent S1(G) = {A1
G} searching a mazeG = (X,ΣM , δ, x0)

that has no marked states, where A1 = (O1
G, γa, πP1). Let P1 = PRe . If the maze G

has no loops, then there exists exactly one language-generating cycle CR.

Proof. The proof follows exactly the same as in Lemma 7, except with using fR =

CR0 · · · CRN instead of fL = CL0 · · · CLN .

4.4 Initial Conditions of the LFP and RFP

Next, we aim to show that our initial conditions at any initial state always ensure

two agents select transitions within the same pair of symmetric-language generating

cycles, and more importantly, these conditions ensure their trajectories are symmetric.

As we saw in the previous example, presented in Figure 4.1, it is possible for two agents

under the LFP and RFP to choose initial transitions that are not both within the

same pair of symmetric language-generating cycles, such that their trajectories are

not symmetric.

However, it is also possible that the agents select their first actions within the

the same pair of symmetric-language generating cycles, but their trajectories are not
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symmetric, yet they still cross paths. In this scenario, it is not guaranteed that, when

the agents do cross paths, the agents will have searched all states covered by the

transition sets that correspond to the respective language-generating cycles. We do

not want this behaviour since when the agents cross paths, we want this event to

be an indicator that all states have been searched, of those states that are covered

by the transition sets that correspond to the respective language-generating cycles.

This situation is easy to understand when considering a simple maze with no loops.

By definition, there only exists one pair of symmetric language-generating cycles, so

the two agents necessarily will choose initial actions that are within the same pair

of symmetric language-generating cycles. While the agents may still cross paths, it

is possible that when the agents do cross paths, there still remain states left in the

maze to search. Consider the following example in Figure 4.2.

E

1,1 1,2 1,3

2,2

N S

0,2

N S

W

E

W

Figure 4.2: A simple maze G = (X, δ,ΣM , x0) with no loops.

Suppose the initial state is x0 = (1, 2). Let Agent 1 and Agent 2 follow the LFP

and RFP, respectively. Suppose Agent 1’s first action was E, and Agent 2’s first action

was S. Then Agent 1 would return to x0 with tL = EW and Agent 2 would return to

x0 with tR = SN . At this point they would be about to cross paths, since Agent 1’s

next action would be S and Agent 2’s next action would be E. However, clearly there
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remain states (1, 1) and (0, 2) to search. Thus, although they have crossed paths, they

are not done the search. If we let them continue searching, we would have KL
0 = (tL0 )+

with tL0 = EWSNWENS and KR
0 = (tR0 )+ with tR0 = SNEWNSWE. Clearly we

do not have tL0 = r(tR0 )−1. Thus, while the agents cross paths, and appear to have

symmetric trajectories, they do not.

Now, since the goal is to establish conditions that preserve the property of sym-

metry between the LFP and RFP, we need not look further than the property of

symmetry itself. That is, we can derive these conditions from the mechanics of the

property of symmetry. We wish to establish conditions for which the agents can have

the freedom to choose from multiple actions at the initial state, yet still be guaranteed

symmetric trajectories. In order to preserve the conditions of symmetry, we need to

ensure that the agents’ first actions mimic that of crossing paths at the initial state.

We follow this approach in the following theorem.

Theorem 4. Consider a MAS S2(G) = {A1
G, A

2
G} searching a mazeG = (X,ΣM , δ, x0)

that has no marked states, where A1 = (O1
G, γa, πP1), and A2 = (O1

G, γa, πP2). Let

P1 = PLe and P2 = PRe , with PR0 = R(PL0 ), PL0 ∈ Pcw, and PR0 ∈ Pccw. No matter

the topology of the maze, and for all possible initial states x0 ∈ X, the two agents

will generate symmetric trajectories.

Proof. The problem of choosing the initial priority tuples for each agent stems from

the fact that, at the initial state, each agent has no heading, or most recent action.

Consequently, the concepts of left and right are not defined, as these concepts depend

on the direction one is facing. Thus, the agents must choose their first action without

any reference to a previous action, yet still ensure that their trajectories remain

symmetric. That is, we want the agents to make actions at the initial state that will
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allow them to cross paths and meet again, which requires symmetric trajectories.

Instead of trying to determine initial priority tuples each agent should take at

an arbitrary initial state (PR0 and PL0 ), an alternative approach to this problem is

to assign the agents initial headings σL0 , σ
R
0 ∈ ΣM at the initial state, and just let

the functions PLe and PRe do the work of choosing their first actions with respect to

their initial headings. With this approach, the problem becomes that of determining

the necessary relationship between σL0 and σR0 to guarantee that the agents will cross

paths in the future.

Now, we claim that for PR0 and PL0 , we must have that PR0 = R(PL0 ), PL0 ∈

Pcw, and PR0 ∈ Pccw. Recall from (3.5) and (3.6) that for all σ ∈ ΣM , PLe (σ) =

R(PRe (Ccw(σ)) and PRe (σ) = R(PLe (Cccw(σ)). And, of course, for all σ ∈ ΣM , PLe (σ) ∈

Pcw, and PRe (σ) ∈ Pccw. Thus, by claiming that conditions (i) and (ii) of (3.8) must

be met at the initial state, it is equivalent to saying that the initial headings σL0 and

σR0 must be such that σL0 = Cccw(σR0 ), which is equivalent to σR0 = Ccw(σL0 ). With

these initial conditions, for all σL0 , σ
R
0 ∈ ΣM such that σL0 = Cccw(σR0 ), we have the

general forms

PRe (σR0 ) = (Ccw(σR0 ), σR0 , Cccw(σR0 ), (σR0 )−1) = ((σL0 )−1, Ccw(σL0 ), σL0 , Cccw(σL0 )) (4.33)

and

PLe (σL0 ) = (Cccw(σL0 ), σL0 , Ccw(σL0 ), (σL0 )−1) = ((σR0 )−1, Cccw(σR0 ), σR0 , Ccw(σR0 )). (4.34)

To show that these initial conditions preserve symmetry, we consider all scenarios

where two agents, under the LFP and RFP, cross paths while searching a given maze
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with symmetric trajectories. In each scenario, we identify the actions that both

agents would have to execute in order to cross paths. We show that our proposed

initial conditions lead to the same selection of actions in all cases.

Consider two agents under the LFP and RFP arriving at the same state x ∈ X

with headings σL and σR, and suppose the agents have symmetric trajectories. Then

the agents will cross paths at state x if πPL
e (σL)(γa(x)) = (σR)−1, and πPR

e (σR)(γa(x)) =

(σL)−1. Let Z := |ΣE(x)| = |ΣL(x)|.

Consider Z = 1 with ΣE(x) = {σ}, and ΣL(x) = {σ−1}, σ ∈ ΣM . Suppose the

agents are about to cross paths at state x. We must have that σL = σR = σ. Since

the only action available at state x is σ−1, then we must have πPL
e (σL)(γa(x)) =

σ−1 and πPR
e (σR)(γa(x)) = σ−1. Clearly, we have πPL

e (σL)(γa(x)) = (σR)−1 and

πPR
e (σR)(γa(x)) = (σL)−1. Now, since for all σL0 , σ

R
0 ∈ ΣM , we have πPL

e (σL
0 )(γa(x)) =

σ−1 and πPR
e (σR

0 )(γa(x)) = σ−1, since σ−1 is the only available action, then we must

have that symmetry is preserved. That is, for Z = 1, for all σL0 , σ
R
0 ∈ ΣM , the agents

first actions will always be as if they had just crossed paths.

If Z = 2 and ΣE(x) = {σi, σj}, then we must have ΣL(x) = {σ−1
i , σ−1

j }, σi, σj ∈

ΣM . In order to have πPL
e (σL)(γa(x)) = (σR)−1 and πPR

e (σR)(γa(x)) = (σL)−1, by

(4.2) and (4.8) we must have that (σL, σR) ∈ {(σi, σj), (σj, σi)}. Thus our initial

conditions must preserve that πPL
e (σL

0 )(γa(x)) = σ−1
i ⇐⇒ πPR

e (σR
0 )(γa(x)) = σ−1

j , and

πPL
e (σL

0 )(γa(x)) = σ−1
j ⇐⇒ πPR

e (σR
0 )(γa(x)) = σ−1

i . Suppose πPL
e (σL

0 )(γa(x)) = σ−1
i .

Then it must be that PLe (σL0 )(σ−1
i ) < PLe (σL0 )(σ−1

j ). Since PRe (σR0 ) = R(PLe (σL0 )),

then by Lemma 1, PLe (σL0 )(σ−1
i ) < PLe (σL0 )(σ−1

j ) ⇐⇒ PRe (σR0 )(σ−1
i ) > PRe (σR0 )(σ−1

j ).

Thus, we must have that πPR
e (σR

0 )(γa(x)) = σ−1
j . By the same reasoning, we must have

that πPL
e (σL

0 )(γa(x)) = σ−1
j ⇐⇒ πPR

e (σR
0 )(γa(x)) = σ−1

i . Thus, for any σL0 , σ
R
0 ∈ ΣM ,
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conditions (i) and (ii) guarantee that the agents will simulate crossing paths with

their first actions for Z = 2.

If Z = 3 and ΣE(x) = {σi, σj, σk}, then we must have ΣL(x) = {σ−1
i , σ−1

j , σ−1
k },

with σi, σj, σk ∈ ΣM . Let σi = Ccw(σk), σk = Ccw(σj), and σj = Ccw(Ccw(σi)) = σ−1
i .

With PRe (σi) = (Ccw(σi), σi, Cccw(σi), σ
−1
i ) and PLe (σi) = (Cccw(σi), σi, Ccw(σi), σ

−1
i ),

then since σ−1
k = Ccw(σi) and σ−1

j = σi, we have PRe (σi)(σ
−1
k ) < PRe (σi)(σ

−1
j ) and

PLe (σi)(σ
−1
j ) < PLe (σi)(σ

−1
k ). Thus we can refer to (4.4) and (4.10) since the as-

sumed conditions are the same. Now, in order to have πPL
e (σL)(γa(x)) = (σR)−1 and

πPR
e (σR)(γa(x)) = (σL)−1, we must have that (σL, σR) ∈ {(σi, σk), (σj, σi), (σk, σj)} by

(4.4) and (4.10). Therefore, our initial conditions must preserve that

πPL
e (σL

0 )(γa(x)) = σ−1
i ⇐⇒ πPR

e (σR
0 )(γa(x)) = σ−1

k ,

πPL
e (σL

0 )(γa(x)) = σ−1
j ⇐⇒ πPR

e (σR
0 )(γa(x)) = σ−1

i , and

πPL
e (σL

0 )(γa(x)) = σ−1
k ⇐⇒ πPR

e (σR
0 )(γa(x)) = σ−1

j .

(4.35)

For all unique combinations of σL0 = Cccw(σR0 ), σL0 , σ
R
0 ∈ ΣM , we have

PRe (σi) = (Ccw(σi), σi, Cccw(σi), σ
−1
i ) = (σ−1

k , σ−1
j , Cccw(σi), σ

−1
i )

⇐⇒ PLe (Cccw(σi)) = R(PRe (σi)) = (σ−1
i , Cccw(σi), σ

−1
j , σ−1

k ), (4.36)

PRe (σj) = (Ccw(σj), σj, Cccw(σj), σ
−1
j ) = (Ccw(σj), σ

−1
i , σ−1

k , σ−1
j )

⇐⇒ PLe (Cccw(σj)) = R(PRe (σj)) = (σ−1
j , σ−1

k , σ−1
i , Ccw(σj)), (4.37)
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PRe (σk) = (Ccw(σk), σk, Cccw(σk), σ
−1
k ) = (σ−1

j , σk, σ
−1
i , σ−1

k )

⇐⇒ PLe (Cccw(σk)) = R(PRe (σi)) = (σ−1
k , σ−1

i , σk, σ
−1
j ), (4.38)

and

PRe (Ccw(σi)) = (σ−1
i , Ccw(σi), σi, Cccw(σi)) = (σ−1

i , σ−1
k , σ−1

j , Cccw(σi))

⇐⇒ PLe (σi) = R(PRe (σi)) = (Cccw(σi), σ
−1
j , σ−1

k , σ−1
i ). (4.39)

In each of the above equations, it is clear to see that the conditions in (4.35) are met.

Thus, for any σL0 , σ
R
0 ∈ ΣM , conditions (i) and (ii) guarantee that the agents will

simulate crossing paths with their first actions for Z = 3.

Lastly, for Z = 4, since all actions are available in γa(x), then by (4.34) we must

have that, for all σL0 , σ
R
0 ∈ ΣM , πPL

e (σL
0 )(γa(x)) = Cccw(σL0 ) = (σR0 )−1, and by (4.33)

we have πPR
e (σR

0 )(γa(x)) = Ccw(σR0 ) = (σL0 )−1, which satisfy the conditions of crossing

paths, and thus preserve symmetry.

We have shown for all possible initial state configurations, the condition of σL0 =

Cccw(σR0 ) guarantees that the agents first actions will mimic that of the agents crossing

paths.

The significance of Theorem 4 is that regardless of the topology of the maze,

as long as σL0 = Cccw(σR0 ), then the agents will be guaranteed to have symmetric

trajectories, and consequently they must cross paths at some point. Furthermore,

they will be guaranteed to have searched all states covered by the transition sets that

correspond to their respective language-generating cycles. It does not matter if the

maze has loops or not. Since this result allows the agents to generate symmetric
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trajectories from the initial state, this must mean that they are choosing transitions

from the same pair of symmetric language-generating cycles CLi and CRi , where CLi =

I ◦ (CRi )−1 ◦ I. Since the maze is unknown ahead of time, it is not possible for them

to know how many pairs of language-generating cycles exist, but this strategy at

the initial state ensures that the agents do not end up searching the maze in two

language-generating cycles CLi and CRj where CLi 6= I ◦ (CRj )−1 ◦ I. Lastly, not only

can these conditions be used at the initial state, but at any time the agents cross

paths. If two agents are about to cross paths at some state with headings σL and

σR, as long as their priority tuples at that state are such that PRe (σR) = R(PLe (σL)),

PLe (σL) ∈ Pcw, and PRe (σR) ∈ Pccw, then the agents will be guaranteed again to cross

paths. However, as discussed previously, the goal is not for the agents to cross paths,

as this would involve both agents searching exactly where where the other agent

just came from. The function of crossing paths is to enable the agents to meet to

communicate. Hence, when the agents are about to cross paths, it remains for them

to determine where to search next. Rather than crossing paths, the agents should

travel in directions that allow them to not only explore different parts of the maze

but also cross paths again. We now move to the next chapter to present our proposed

solution.
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Chapter 5

Proposed Solution for Multi-Agent Search

In this chapter, we bring together our results from throughout this thesis to propose

a solution for our multi-agent maze search task that optimally handles the most basic

topology in an unknown maze search — a maze with no loops. Since the maze is

assumed to be unknown ahead of time, any strategy that optimally solves for more

complex topologies should also optimally solve for the most basic maze topology.

Specifically, we consider two agents searching an unknown maze with no loops,

but the agents do not know in advance that the maze has no loops. As described in

Section 3.4, in order to evaluate our solution in the worst-case scenario of finding a

randomly located target state in the maze, we make the assumption that the target

state is the last state to be explored by both agents. Thus, the equivalent task we

consider is for the agents to search all states in the maze. However, in order for the

task to be considered complete, the agents must both know with certainty that all

states in the maze have been searched collectively by both agents. Thus, the agents

not must not only search all states in the maze, but they must also communicate

to each other the necessary information that will allow each agent to confirm that

the maze search task is complete. Since we only allow agents to communicate when
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positioned at the same state, then the agents must perform a rendezvous in order

to share any information. Thus, the agents must search all states in the maze and

perform a rendezvous to deduce that all states have been searched.

We begin this chapter by presenting and formalizing the track. We then present

our proposed solution in Section 5.2, and prove its correctness and optimality in

Conjecture 3.

5.1 The Track

We propose the track as a tool to be used by the agents to determine with certainty

that the maze search task is complete. The track is a stack-like data structure. An

agent’s track is updated every time it makes an action, and is a sequence of strings

of events that keeps track of an agent’s semi-acyclic trajectory. First, we define the

term semi-acyclic.

Definition 41. A string t = σ0 · · ·σ|t| ∈ Σ∗M is semi-acyclic if all pairs of events σi−1

and σi are such that σi−1 6= σ−1
i , for i ∈ {1, ..., |t|}.

For example, consider the string t1 = EW , with δ(x, t1) = x, for some arbitrary

state x in a maze. The string t1 is not semi-acyclic, since E is followed by its inverse

event W . Additionally, t1 is not acyclic, since the agent can perform both s = ε ∈ t1

and s′ = EW ∈ t1 to reach state x from x.

Next, consider the string t2 = EEENNNW , with δ(x, t2) = x′, for some arbitrary

states x, x′ in a maze. The string t2 is semi-acyclic because no event is followed by its

inverse event. Additionally, t2 is acyclic since no loops are exhibited in t2, respectively.

Lastly, consider the string t3 = ENWS, such that δ(x, t3) = x. Clearly, the string

t3 describes a loop, but this string is still semi-acyclic since no event is followed by
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its inverse. However, the string t3 is not acyclic, since the agent can perform both

s = ε ∈ t3 and s′ = ENWS ∈ t3 to reach state x from x.

Thus, we see that all acyclic strings are semi-acyclic, but not all semi-acyclic

strings are acyclic. In general, semi-acyclic strings may contain sub-strings that

pertain to loops, but they do not contain any sub-strings that pertain to performing

back-to-back pairs of inverse events.

In the definition of the track, we specifically exclude filtering out cyclic behaviour

caused by an agent completing a loop so that the existence of a loop is evident in an

agent’s track. We define the track recursively as follows.

Definition 42. Consider a maze G = {X,ΣM , δ, x0, Xm} with language L(G). A

track is a sequence of strings {Tn}, n ∈ {0, ..., N}, N ∈ R>0, where each string Tn ∈

L(G). When an agent searches the maze G, each time the agent executes a new action

σn, the agent’s track is updated as

Tn(σn) :=


ε, if n = 0

T|Tn−1|−1, if σn = (p|Tn−1|(Tn−1))−1

Tn−1σn, else

 .

We call this recursive sequence a track because it essentially tracks an agent’s

position as the agent moves throughout the maze. After each action, an agent’s track

updates to filter out any cyclic behaviour due to performing back-to-back pairs of

inverse events. Thus, the track of an agent represents the semi-acyclic trajectory that

has led the agent from the initial state to its current state. The track is calculated

from the plant estimate of the agent G̃, not the global plant G. In a maze with

no loops, an agent’s track is equivalent to the acyclic path from the initial state to
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the agent’s current state. In a maze with loops, the agents track is equivalent to

one (of potentially multiple) semi-acyclic path(s) that lead from the initial state to

the agent’s current state. We now break down this definition to understand how it

works and why it is useful, and demonstrate the correctness of its definition with two

following examples.

Case 1: The track is initialized with the empty string, T0 = ε.

Case 2: If the action σn is the inverse of the last event of the previous track

(σn = (p|Tn−1|(Tn−1))−1), then the agent must be backtracking along previously visited

states, and so the next track is calculated as T|Tn−1|−1. This calculation occurs when

an agent is traversing back from a dead-end.

Case 3: If no other conditions are met, the agent appends its most recent action

to its most recent track, Tn = Tn−1σn.

We now provide two examples to demonstrate how the track is calculated in each

of the three cases. Consider the mazes presented in Figure 5.1. The two mazes are

almost identical, except maze A has no loops, while maze B has one loop. In each

case, we assume an agent searches the maze with the LFP, and stops after executing

all transitions and returning to the initial state. Note that in each example, since

only one action is available at the initial state, we need not specify an initial priority

tuple since the agent is forced to choose the action E regardless. In Tables 5.1 and

5.2, for mazes A and B, respectively, we present the agent’s trajectory and track at

each time-step, as well as the case that is used to calculate the track in the respective

time-step. Let us begin with maze A.

In Table 5.1, we can see that any time the track length increases from the previous

track, Case 3 is used, and when the track length decreases from the previous track,



5.1. THE TRACK 118

(A) (B)

E

1,1 1,2 1,3

2,2 2,3

E

E

W W

W

E

1,1 1,2 1,3

3,4

N S

3,3

N S

N S
W W

E

1,1 1,2 1,3

2,2 2,3

N S

E

E

W W

W

E

1,1 1,2 1,3

3,4

N S

3,3

N S

N S
W W

Figure 5.1: Two simple, almost identical mazes. Maze A has no loops, while Maze B
has one loop.

n x tn Tn Case

0 (1, 1) ε ε 1
1 (1, 2) E E 3
2 (1, 3) EE EE 3
3 (2, 3) EES EES 3
4 (3, 3) EESS EESS 3
5 (2, 3) EESSN EES 2
6 (2, 2) EESSNW EESW 3
7 (2, 3) EESSNWE EES 2
8 (1, 3) EESSNWEN EE 2
9 (1, 2) EESSNWENW E 2
10 (1, 1) EESSNWENWW ε 2

Table 5.1: Behaviour of an agent searching maze A depicted in Figure 5.1 with Algo-
rithm 3, under the LFP.

Case 2 is used. The first time Case 2 occurs is at n = 5. At n = 5, the agent executed
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the action σ5 = N , and Case 2 is clearly satisfied, since

σ5 = (p|T5−1|(T5−1))−1

= (p|T4|(T4))−1

= (p4(EESS))−1

= (S)−1

= N.

(5.1)

Thus, by Case 2 we have

T5 = T|Tn−1|−1 = T|T4|−1 = T4−1 = T3 = EES.

The agent then executes σ6 = W , in which the track is updated with Case 3. At

n = 7, the agent executed the action σ7 = E, and Case 2 is clearly satisfied, since

σ7 = (p|T7−1|(T7−1))−1

= (p|T6|(T6))−1

= (p4(EESW ))−1

= (W )−1

= E.

(5.2)

Thus, by Case 2 we have

T7 = T|T7−1|−1 = T|T6|−1 = T4−1 = T3 = EES.

Since there are no loops in the maze, when the agent returns to the initial state at
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n x tn Tn Case

0 (1, 1) ε ε 1
1 (1, 2) E E 3
2 (1, 3) EE EE 3
3 (2, 3) EES EES 3
4 (3, 3) EESS EESS 3
5 (2, 3) EESSN EES 2
6 (2, 2) EESSNW EESW 3
7 (1, 2) EESSNWN EESWN 3
8 (1, 1) EESSNWNW EESWNW 3

Table 5.2: Behaviour of an agent searching maze B depicted in Figure 5.1 with Al-
gorithm 3, under the LFP.

n = 0, its track becomes equal to the empty string. Now consider maze B, which has

one loop.

In Table 5.2, we see that the information is the same as in Table 5.1 up to and

including n = 6. However, since maze B has a loop, the agent continues to extend its

track at time-steps n = 7 and n = 8. Thus, the agent returns to the initial state with

a track that is not equal to the empty string. Observe that the trajectory pertaining

to the loop in maze B is reflected in the track. After executing all transitions in the

maze, the final track is T8 = EESWNW . Here we see that T8 = E · l ·W , where

l = ESWN represents the string of events the agent executed to complete the loop.

If we remove l from T8, then we have T8 = EW , which would have been filtered out

of the track if the agent did not execute a loop. Thus, we conjecture that any loops

encountered in the maze are reflected in an agent’s track under the LFP and RFP.

Similarly, we conjecture that if an agent’s track returns to the empty string after

executing a trajectory generated by a language-generating cycle, then the agent must

not have encountered any loops, and, furthermore, the maze must not have any loops.
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Conjecture 1. Consider a single agent S1(G) = {A1
G} searching an unknown maze

G = (X,ΣM , δ, x0), which may or may not have loops, where A1 = (O1
G, γa, πP1),

P1 = PLe , PL0 ∈ Pcw, and D is the transition set. With fL = CL0 CL1 · · · CLN , where

0 ≤ N < ∞, let K = (t)+ be the language generated after the agent executes

its first transition d ∈ Di ⊆ D, where δ(x0, t) = x0, i ∈ {0, 1, ..., N}, and t =

dCLi (d) · · · CLi ◦ · · · ◦︸ ︷︷ ︸
|Di|−2 times

CLi (d). After executing the string t, then if the Agent’s track

is T|t| = ε, the maze must have no loops.

Sketch of proof. First, let us note that the agent generates the trajectory t with the

language-generating cycle CLi , where i corresponds to the interior or exterior island

that the agent is currently searching around. Since the agent does not know the

topology of the maze, it is possible that CLi corresponds to any interior island in the

maze, or the exterior island. Thus, by saying that i ∈ {0, 1, ..., N}, we mean to say

that the maze could have N interior islands, but the agent does not know. The index

i = 0 corresponds to the exterior island, which must exist regardless of whether the

maze has loops or not. Thus, the best we can do is assume that the agent is generating

a trajectory with some language-generating cycle CLi .

Second, let us recall Corollary 1, which states that for all x ∈ X, fLx (d) = d−1 ⇐⇒

E(x) = {d} and L(x) = {d−1}. This implies that if an agent under the LFP executes

the event σ ∈ ΣM to transition to the state x ∈ X, then the agent will only execute

σ−1 at state x if, and only if, σ−1 is the only action available. That is, an agent

under the LFP will only perform a back-to-back pair of inverse events (σ followed

by σ−1) if there are no other actions available. Intuitively, this property describes

the exploratory nature of the LFP, since an agent under the LFP always places the

least priority on turning around. This is clearly evident in the function, PLe (σ) =
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(Cccw(σ), σ, Ccw(σ), σ−1), since as long one of the actions Cccw(σ), σ, or Ccw(σ) are

available after executing some action σ ∈ ΣM , then σ−1 will not be executed.

Now, after executing t, if the agent’s track is T|t| = ε, then the agent must have

not encountered any loops in executing the trajectory t. This is due to the definition

of the track and Corollary 1.

By definition of the track, only cyclic trajectories due to performing back-to-back

pairs of inverse events are filtered out of the track. Conversely, any semi-acyclic

trajectories yielded by completing a loop will be added to the track. Thus, if the

agent did encounter a loop in executing t, we must have that T|t| 6= ε. Furthermore,

by Corollary 1, since a loop allows an agent to return to the initial state without

turning around and performing the reverse and inverse trajectory, an agent under the

LFP will always favour returning to x0 via exploring a loop over turning around and

executing the reverse and inverse of its current trajectory.

Thus, since the agent clearly did not encounter any loops in its trajectory t, there

must not have been any loops for the agent to explore. Therefore, the maze must

have no loops, since if there did exist a loop that the agent could explore, then the

agent would have explored this loop and returned to x0 with T|t| 6= ε. End of sketch

of proof.

We present the same conjecture for the RFP.

Conjecture 2. Consider a single agent S1(G) = {A1
G} searching an unknown maze

G = (X,ΣM , δ, x0), which may or may not have loops, where A1 = (O1
G, γa, πP1),

P1 = PRe , PR0 ∈ Pccw, and D is the transition set. With fR = CR0 CR1 · · · CRN , where

0 ≤ N < ∞, let K = (t)+ be the language generated after the agent executes

its first transition d ∈ Di ⊆ D, where δ(x0, t) = x0, i ∈ {0, 1, ..., N}, and t =
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dCRi (d) · · · CRi ◦ · · · ◦︸ ︷︷ ︸
|Di|−2 times

CRi (d). After executing the string t, then if the Agent’s track

is T|t| = ε, the maze must have no loops.

Sketch of proof. The sketch of this proof is the same as in Conjecture 1, except

with respect to the RFP instead of the LFP, and with Corollary 2 instead of Corollary

1. End of sketch of proof.

The significance of the track is that, with symmetric trajectories, when the agents

are about to cross paths for the first time, by sharing their tracks they can determine

if loops exist in the maze or not. We use Conjectures 1 and 2 in Conjecture 3 of the

next section to demonstrate this result. We now present our proposed solution.

5.2 Proposed Solution

In our proposed solution, two agents search an unknown maze with no loops. However,

the agents do not know that the maze has no loops. We propose a result that allows

two agents to deduce if the maze has no loops upon their first time crossing paths,

and if the maze has no loops, then we claim that the task must be complete with

minimum inefficiency. Our solution is proposed as follows.

The agents agree on two arbitrary initial priority tuples at the initial state, ensur-

ing that these priority tuples satisfy the initial conditions of PR0 = R(PL0 ), PL0 ∈ Pcw,

and PR0 ∈ Pccw. The agents then search the maze via Algorithm 3. By Theorem 4,

regardless of the topology of the maze, the agents will generate symmetric trajectories

from the initial state. Consequently, the agents will cross paths at some point. Any

time the agents occupy the same state, they communicate their intended next actions

to check if they are about to cross paths or not. Once the condition of crossing paths

is met, as in Definition 32, then the agents should stop to communicate further at this
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rendezvous. The agents then communicate their tracks. Their tracks can either be

equal or not equal. As outlined in Conjecture 3, we hypothesize that if their tracks

are equal, then the maze must have no loops, and the maze search task must be

complete with minimum inefficiency.

Now, since we solve for the case of a maze with no loops, then we can evaluate

the agents’ search inefficiency by counting the number of dead-end states searched

by both agents — the same way as in Theorems 1 and 2. We claim that the agents

will complete the task when they are about to first cross paths. Thus, let us use xc

to denote the state at which the agents are first about to cross paths at. Since the

maze has no loops, then there exists only one acyclic path from the initial state to

xc. Let Pxc ∈ LP (G), with δ(x0, Pxc) = xc, be the acyclic path that leads from the x0

xc, that traverses over states in the set XPxc
. Lastly, let XD := X \XPxc

be the set

of dead-end states in the maze.

Therefore, the maze search task is minimally inefficient if JΠ(X̃1
τ1,v
, X̃2

τ2,v
) =

|X̃1
τ1,v
∩ X̃2

τ2,v
∩ XD| = 0. We now present our final result, which is in the form

of a conjecture.

Conjecture 3. Consider a MAS S2(G) = {A1
G, A

2
G} searching an unknown maze

G = (X,ΣM , δ, x0), where A1 = (O1
G, γa, πP1), and A2 = (O1

G, γa, πP2). Let P1 = PLe

and P2 = PRe , with PR0 = R(PL0 ), PL0 ∈ Pcw, and PR0 ∈ Pccw. Suppose Agent 1 and

Agent 2 are about to cross paths for the first time at state xc ∈ X, at time-steps M

and N , respectively, where M > 0, N > 0, both M and N are finite, and need not

be equal. If T 1
M = T 2

N , then X̃1
M,v ∪ X̃2

N,v = X and JΠ(X̃1
M,v, X̃

2
N,v) = 0.

Sketch of proof. As in (4.31) and (4.32), the behaviour of the LFP and RFP

can be described by the bijective functions fL = CL0 CL1 · · · CLK and fR = CR0 CR1 · · · CRK ,
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respectively, where the number K, with 0 ≤ K < ∞, corresponds to the number

of islands in the maze, and each pair of language-generating cycles CLi and CRi are

symmetric, for i ∈ {0, ..., K}. For i ∈ {1, ..., K} the pair of language generating

cycles (CLi , CRi ) corresponds to the cyclic languages generated by travelling around

interior island i. On the other hand, the pair of language-generating cycles (CL0 , CR0 )

corresponds to the exterior island formed by the surrounding environment of the

maze. Since the maze is unknown ahead of time, the number of islands K is not

known ahead of time. However, by Lemmas 5 and 6, there exists at least one pair of

symmetric language-generating cycles, which is the pair (CL0 , CR0 ).

Now, since we assume that PR0 = R(PL0 ), PL0 ∈ Pcw, and PR0 ∈ Pccw, then by

Theorem 4, these conditions guarantee the agents will generate symmetric trajectories

with the symmetric language-generating cycles CLi and CRi , for some i ∈ {0, ..., K}.

Let d1 ∈ Di be the first transition executed by Agent 1, and let K = (tLi )+ be the

language generated by CLi , where

tLi = d1CLi (d1) · · · CLi ◦ · · · ◦︸ ︷︷ ︸
|Di|−2 times

CLi (d1),

and δ(x0, t
L
i ) = x0. Similarly, let d2 ∈ Di be the first transition executed by Agent 2,

and let K = (tRi )+ be the language generated by CRi , where

tRi = d2CRi (d2) · · · CRi ◦ · · · ◦︸ ︷︷ ︸
|Di|−2 times

CRi (d2),

and δ(x0, t
R
i ) = x0. Since CLi and CRi are symmetric, then CLi = I ◦ (CRi )−1 ◦ I, and

CRi = I ◦ (CLi )−1 ◦ I. Therefore, we have that tLi = r(tRi )−1 and tRi = r(tLi )−1, which

means the agents’ trajectories are symmetric. Since their trajectories are symmetric,
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then we must have that XtLi
= XtRi

. That is, the set of states searched by both agents

after executing strings tLi and tRi must be equal. Let us define XCi := XtLi
= XtRi

as the

set of states the agents will search with trajectories tLi and tRi , where Ci corresponds

to the symmetric pair of language-generating cycles CLi and CRi . Additionally, as we

saw in Theorem 4, when two agents have symmetric trajectories, the agents must

cross paths during the search at some state xc ∈ X. Trivially, we must have that

xc ∈ XCi .

Let us now consider the scenario where the two agents are about to cross paths

for the first time at state xc ∈ XCi . At this point, let us assume that Agent 1

has executed the trajectory t1M ∈ tLi , with δ(x0, t
1
M) = xc, has a track T 1

M , and

has visited all states in X̃1
M,v = Xt1M

⊆ XCi , and that Agent 2 has executed the

trajectory t2N ∈ tRi , with δ(x0, t
2
N) = xc, has a track T 2

N , and has visited all states

in X̃2
N,v = Xt2N

⊆ XCi . Since the agents’ trajectories are symmetric, then if each

agent were to continue searching the maze with their respective policies, Agent 1

would execute the trajectory s1 = r(t2N)−1, and Agent 2 would execute the trajectory

s2 = r(t1M)−1, where we must have that δ(xc, s
1) = x0 and δ(xc, s

2) = x0 . Since

tLi = r(tRi )−1 and tRi = r(tLi )−1, then we must have that tLi = t1Ms
1 and tRi = t2Ns

2.

Now, suppose that at state xc we have T 1
M = T 2

N . Agent 1 has already executed

the trajectory t1M , which has generated the track T 1
M . Agent 2 is about to execute

the trajectory s2 = r(t1M)−1, and also has the track T 2
N = T 1

M . Therefore, after

executing s2, Agent 2 will just be undoing all operations in the computation of T 1
M ,

and consequently, by definition of the track, after executing tRi , Agent 2’s track will

return to ε. Similarly, after executing tLi , Agent 1’s track will return to ε. Let us

further demonstrate this result by considering a simple example, where M = 1. That
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is, consider the scenario where Agent 1 has only executed one event t1M = σ, with

σ ∈ ΣM , to arrive at state xc, and is now about to cross paths with Agent 2. Clearly,

we must have that T 1
M = σ, since Agent 1 has only executed one event. Thus, if

T 1
M = T 2

N , then Agent 2’s track must be T 2
N = σ. To complete tRi , Agent 2 would just

need to execute s2 = r(t1M)−1 = σ−1, in which case Agent 2’s track would filter out

σσ−1 to become T 2
N+1 = ε.

Therefore, if T 1
M = T 2

N when the agents are about to cross paths at state xc, then

if both agents were to execute their respective trajectories tLi and tRi , we must have

that T 1
|tLi |

= T 2
|tRi |

= ε. Therefore, by Conjectures 1 and 2, the maze must have no

loops.

Since the maze has no loops, then, by Lemmas 7 and 8, only one pair of symmetric

language-generating cycles must exist, which must be (CL0 , CR0 ) over the transition set

D0. Furthermore, by Lemmas 5 and 6, if there exists only one pair of symmetric

language-generating cycles, then they each must span all transitions in the maze.

Therefore, it must be that D0 = D. Similarly, since all transitions in the maze span

all states in the maze, then it also must be that XCi = X.

Now, Agent 1 is about to perform the trajectory s1 = r(t2N)−1, and search states

in Xs1 . Since tLi = t1Ms
1, then after executing s1, Agent 1 will have returned to

the initial state by completing the cycle of CL0 . Since CL0 spans all transitions in G,

then Agent 1 will have searched all transitions in the maze after executing tLi . After

executing all transitions in the maze, the agent must have also visited all states in

the maze. Therefore, we must have that X = X̃1
M,v ∪Xs1 .

However, Agent 2 has already executed the trajectory t2N and searched all states

in Xt2N
. Since s1 = r(t2N)−1 is just the reverse and inverse of the string t2N , then
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performing s1 will also cover all states in Xt2N
, and we must have that Xs1 = Xt2N

.

Thus, since X̃2
N,v = Xt2N

, then we have X̃2
N,v = Xs1 . Therefore, X = X̃1

M,v ∪ X̃2
N,v,

which implies that at state xc, the agents have collectively searched all states in the

maze. Thus, if T 1
M = T 2

M , then X = X̃1
M,v ∪ X̃2

N,v.

Now, since the maze has no loops, then there exists only one acyclic path from x0

to xc, and we must have that Pxc = T 1
M = T 2

N . Since Agent 1 has searched states in

XT 1
M

, and Agent 2 has searched states in XT 2
N

, then both agents must have searched

all states in XPxc
. Therefore, we must have that XPxc

⊆ X̃1
M,v ∩ X̃2

N,v.

To finish the sketch of this proof, we show that JΠ(X̃1
M,v, X̃

2
N,v) = |X̃1

M,v ∩ X̃2
N,v ∩

XD| = 0, which implies that X̃1
M,v∩X̃2

N,v = XPxc
. This result follows from Theorem 2.

To invoke Theorem 2, we must consider a target state. Let us assume that the target

state x′ ∈ X is the last state to be searched by both agents, so that immediately after

Agent 1 or Agent 2 search x′, then X = X̃1
M ′,v ∪ X̃2

N ′,v, where M ′ ≤M and N ′ ≤ N .

Let Px′ ∈ LP (G), with δ(x0, Px′) = x′, be the acyclic path that leads from x0 to x′.

Additionally, let XPx′
:= {x ∈ X|δ(x0, t) = x, t ∈ Px′}, and let XD′ := X \ XPx′

be

the set of dead-end states in the maze that corresponds to Px′ .

Now, as shown above, when the agents are about to cross paths at state xc,

the agents need not continue searching, since all states must have been previously

explored. Thus, the last state to be explored by both agents must have been visited

before the agents are about to cross paths at state xc, or exactly at state xc, where

both agents visit xc at the exact same time. Therefore, the state xc is the worst

case scenario of when the agents will be guaranteed to have searched all states in

the maze. Thus, if we assume that x′ = xc, then we must have that Pxc = Px′ , and

consequently we must have that XD = XD′ . Thus, by Theorem 2, we must have that
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JΠ(X̃1
M,v, X̃

2
N,v) = |X̃1

M,v ∩ X̃2
N,v ∩XD| = 0. Since XD = X \XPxc

, then we must have

that X̃1
M,v ∩ X̃2

N,v = XPxc
, which means the only states both agents have searched are

on the acyclic path Pxc . End of sketch of proof.

In this conjecture, we claim that when the agents are first about to cross paths,

if their tracks are equal, then the maze must have no loops, and the agents must

have collectively searched all states in the maze. Therefore, if both agents share their

tracks when they are first about to cross paths, then if their tracks are equal, the task

must be complete and both agents must know the task is complete. Additionally, the

agents must have searched the maze with minimal inefficiency. Thus, this strategy is

optimal because it allows both agents to search the maze simultaneously, complete

the task, and minimize the number of dead-end states searched by both agents.

Now, in the case that their tracks are not equal when they are first about to cross

paths, then there must exist at least two different semi-acyclic trajectories from the

initial state to the state at which they have crossed paths. In this case, it still holds

that the agents must have collectively searched all states that are covered by the

transition sets that correspond to each agent’s language-generating cycle. However,

it is possible that more states remain to be searched in the maze. We leave this

problem for future work.

The strength of this strategy is that the agents are guaranteed to cross paths

regardless of the speed or distance the agents have to travel, and the agents do not

need to plan the location or time at which they will cross paths. This is convenient,

since the maze is unknown, and planning a rendezvous location and time would

require a shared knowledge of the maze. Thus, the agents can rely on the symmetry

of their trajectories and trust that they will cross paths during the maze at some
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Figure 5.2: Snapshots of when agents are about to cross paths. Two agents search a
maze with no loops with each agent following Algorithm 3 with the LFP
and RFP. Left: The agents begin at initial state A. Right: The agents
begin at initial state B.

point. Furthermore, even if one agent somehow breaks down and comes to a stop,

the other agent will eventually find it by continuing on its path.

This solution solves the most basic case of a maze with no loops, since the maze

topology is not assumed to be known ahead of time. In the next section we present

simulation results to demonstrate the validity of our proposed solution.

5.3 Simulation Results

Consider the simulation results presented in Figure 5.2. In the image on the left, two

agents search a maze with no loops. The agents begin at the blue state in the top

left corner. Agent 1 traverses with the LFP, and Agent 2 traverses with the RFP.

The snapshot of this maze search is at the moment the agents are about to cross

paths, which is at the purple state. Thus, in this image, both agents are located at

the purple state. The red states represent the states only Agent 1 has searched, and
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the orange states represent the states only Agent 2 has searched. The green states

represent the states that both agents have searched. The green path from the blue

state also represents the track of both agents. As in Conjecture 3, since both agent’s

tracks are equal at the purple state, where they are about to cross paths, it must be

that the maze has no loops. As a result, the maze search must be complete, and the

only states that both agents have searched must be the states that lead to the purple

state from the blue state. In the image on the right, the exact same scenario takes

place. The agents search the same maze, but begin at a different initial state. This

initial state has three actions available, North, East, and South. Clearly, the same

result occurs as in the image on the left, even if the initial state is in in the middle of

the maze.

Lastly, we present a simulation result where loops exist in the maze. Consider

the simulation results shown in Figure 5.3. The top left image is the maze that the

two agents search. The initial state is coloured blue. The purple rectangle identifies

the only loop in the maze. Notice that since this is only loop in the maze, there are

exactly two islands of white wall-blocks. One island is the interior island captured

in the purple rectangle, and the other island is the exterior island that makes up the

surrounding environment of the maze. Again, Agent 1 searches the maze with the

LFP, and Agent 2 searches the maze with the RFP.

In the top right image is a snapshot of when the two agents are about to cross

paths at the purple state. The red states represent states only searched by Agent 1,

and the orange states represent states only searched by Agent 2. The green states

represent states searched by both agents. The black state represents the state that

still remains to be explored.
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Figure 5.3: Two-agent maze search of a maze with two pairs of symmetric language-
generating cycles, where the agents follow Algorithm 3 and use the LFP
and RFP. Top left: The maze being searched. Top right: Snapshot of
when the agents are about to cross paths. Bottom left: Highlighting the
track of Agent 2. Bottom right: Highlighting the track of Agent 1.
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In the bottom left image is the same snapshot, but instead of the green states

representing the states both agents have searched, the green states represents Agent

2’s track once it arrives at the purple state. Similarly, in the bottom right image,

the green states represent Agent 1’s track once it arrives at the purple state. Clearly,

the agents’ tracks are not equal. Thus, the maze must have loops, since there exists

two unique semi-acyclic paths from the initial state to the state at which the agents

are about to cross paths. As a result, there may exist states in the maze that have

not been explored yet. Indeed, there exists one state that remains to be explored.

This state would be covered if an agent executed a trajectory that is generated by

the language-generating cycle that corresponds to the interior island highlighted in

the purple rectangle.

As demonstrated, our proposed solution handles the most basic case, a maze with

no loops. When the agents are about to cross paths for the first time with symmetric

trajectories, the agents can determine if the maze has loops or not by sharing their

tracks. If their tracks are equal, the maze must have no loops, and the search must

be complete.
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Chapter 6

Conclusions and Future Work

6.1 Summary and Discussion

We began our research by considering the problem of two autonomous agents navi-

gating an unknown discrete maze with no loops, with the goal of efficiently finding a

location-unknown target state. To measure search performance, we considered it inef-

ficient for both agents to search the same dead-end state, since this would be a waste

of resources. Initially, in investigating this problem, and not shown in this thesis, we

had two agents communicate their actions to each other whenever making a decision

at an intersection, so that the other agent could avoid making that decision at that

intersection, and thus avoid taking an inefficient action. The agents would choose

actions randomly at a given intersection, then communicate this action to inform the

other agent. With this approach, one of the agents was able to find the target state,

at which point the simulation would terminate, and together the MAS was able to

achieve a perfectly efficient search.

Forming the basis of Chapter 2, we asked the question, rather than choosing
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actions randomly at a given intersection, what if an agent made deterministic deci-

sions? This was the foundation for the development of a priority policy. As outlined

in Chapter 2, a priority tuple is an ordering of all possible actions that an agent might

have available when faced with a decision. If we assign a priority tuple to each agent

beforehand, and they each know each other’s policy, then this obviates the need for

communication. When either agent is forced to make a decision, through knowing

the other agent’s policy, they are able to deduce what action the other agent would

choose in that situation. We concluded Chapter 2 by showing that having reverse

priority tuples allows the agents to search the maze, without any communication,

as efficiently as the case of full communication. The key property of reverse priority

tuples is that described in Lemma 1, which states that for any two actions, two agents

with reverse priority tuples will always inversely favour executing those actions. The

result is that all decisions made throughout the search are made in reverse order for

each agent.

The difference in these two approaches, with communication and without, are that

with communication the agents are able to make decisions freely and independently,

which induces a stochastic maze search, and without communication, the agents are

forced to adhere to a set decision-making policy, and consequently the agents’ tra-

jectories are predictable and are a function of their priority policies and the maze

topology. One could argue that a system with a higher degree of stochasticity is more

desirable, since it would theoretically be harder to interpret and hack when observing

the system. Similarly, one could argue that a system that is deterministic is less

desirable, since if observed it would be easily interpreted and predictable. This is a

limitation of our approach, since predictability effectively replaces communication.
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A maze with no loops is a simple topology, and is less likely to be encountered in

practice. Nonetheless, the simplicity of this topology was an excellent starting point

for this research, since it allowed us to easily apply the constraint of communication-

less coordination. The most natural next step was to increase the complexity of

the maze topology, since this would increase the applicability of our research, and

investigate the impact on efficiency and requirements for coordination.

In Chapter 3, we introduced simple loops into the maze topology, and quickly

learned that our approach in Chapter 2, with static priority tuples, would no longer

guarantee maximum efficiency. This was due to the fact that for any given simple

loop configuration, there does not exist a pair of reverse priority tuples that allows the

agents to both exit the loop before circling around it. By definition, this behaviour is

inefficient, since one agent would be forced to search states already explored by the

other agent. Hence, for every pair of static reverse priority tuples, we can always find

a simple loop configuration that would cause one or more agents to have inefficient

search behaviour.

Upon analysis of the simple loop configurations, it was observed that the simple

and well known left and right wall-following search algorithms would be able to solve

this problem. That is, these search algorithms allow two agents to either both com-

plete the loop, or both exit the loop before completing it. After formalizing the LFP

and RFP with EDPTs in Chapter 3, it became clear that the LFP and RFP resemble

the behaviour of a pair of static reverse priority tuples. As we saw with Lemma 2,

which closely resembles that of Lemma 1, the LFP and RFP behave like static reverse

priority tuples when the inverse action is not considered in their decision-making pro-

cess. This is intuitive, because the only time the LFP and RFP select the inverse
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action is when it is the only action available.

Since the LFP and RFP rely on a heading, or most recent action, it also became

evident that the initial state would require separate formalization, since there is no

initial heading at the initial state. The goal was to determine what initial priority

tuples each agent could choose from, and what the relationship should be between

them, to preserve the efficiency of their search. As it turned out, having reverse

priority tuples at the initial state does not suffice. We also require that the LFP

chooses from the set of clockwise priority tuples, and the RFP chooses from the set of

counter-clockwise priority tuples. The intuition behind these conditions are that if the

agents are going to be searching the maze with the LFP and RFP, then their initial

priority tuples should also resemble the LFP and RFP. The underlying mathematics

of why these initial conditions are necessary are revealed in Chapter 4. Lastly, as we

saw in Theorem 2, the LFP and RFP also solve a maze with no loops with minimum

inefficiency.

In order to increase the applicability of this research, two problems had to be

solved. First, in order for the maze search task to be complete, the agents would

need to somehow communicate to each other that they had found the secret state.

To generally preserve our communication restraint, we relaxed our restriction to only

allowing agents to communicate when they occupy the same state, with local com-

munication.

Secondly, we would need to increase the complexity of the maze to fully understand

how the LFP and RFP could be used to efficiently search the maze. We concluded

Chapter 3 by recognizing that maze search algorithms can be better characterized in

performance by assuming that the target state is the last state that is searched by
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an agent. In this case, we can measure the worst-case performance of a maze search

strategy, which is more easily comparable with other maze search strategies. Thus, a

task that is more revealing about the performance of a MAS search strategy is for the

agents is to entirely map the topology of an unknown structured environment. We

thus moved forward into Chapter 4 with the new task of searching the entire maze

as efficiently as possible, and only allowing inter-agent communication locally, when

two agents occupy the same state. For the task to be considered complete, the agents

both had to deduce that the task was complete.

In Chapter 4, we showed that under the LFP and RFP, any maze can be described

by one or more language-generating cycles. Each language-generating cycle represents

the cyclic trajectory that an agent executes when they execute a transition in that

cycle. Of particular interest, of course, is that each language-generating cycle in the

LFP is symmetric to some language-generating cycle in the RFP. This property of

symmetry helps further explain the results of Theorem 2, as it essentially has the two

agents traverse the maze with reverse and inverse trajectories. This property relies on

the necessary initial conditions being satisfied. As shown in Theorem 4, these initial

conditions mimic the event of two agents about to cross paths. Thus, by satisfying

these conditions, the agents are guaranteed to cross paths during their maze search.

This result fits well with the constraint of only being able to locally communicate to

each other. That is, the property of symmetry guarantees the agents will rendezvous.

Additionally, this property is independent of agent speed, and the agents need not

plan the time or location of the rendezvous. They can trust that their symmetric

trajectories will allow them to cross paths, regardless of the topology of the unknown

maze.
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We began Chapter 5 by defining the track. The track is a useful piece of infor-

mation, since it helps resolve the topology of the maze when two agents cross paths

for the first time. In our proposed solution, as described in Section 5.2, we assumed

the agents to have no prior knowledge about the topology of the maze, so it was

unknown if the maze had loops or not. Once the agents are about to cross paths for

the first time, then if the agents have computed the same track, we conjecture that

the maze must have no loops, and the maze search must be complete. Furthermore,

we conjecture that the only states that both agents have searched are those that lead

directly from the initial state to the state at which the agents are about to cross

paths. In order to meet at the rendezvous state, it is unavoidable to search states

that lead directly to this state from the initial state. Thus, the search is maximally

efficient, since the only states searched by both agents are those required for their

rendezvous.

6.2 Future Work

There are several opportunities for future work in this research. First and foremost,

while the mechanics of the LFP and RFP are well laid out in this thesis, it remains

to prove Conjectures 1, 2, and 3 rigorously. Once these conjectures are proven, then

one can build on these results to design a search strategy that solves a more complex

maze with several loops.

We conjecture that if the maze does have loops, then when the agents are first

about to cross paths, their tracks will not be equal, and there may remain states to

explore. The problem thus reduces to having the agents repeatedly search the maze

with the LFP and RFP within a pair of symmetric language-generating cycles, thus
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guaranteeing that the agents will rendezvous to exchange learned information about

the maze. Any time the agents travel in different directions from a rendezvous state,

they should ensure that their actions allow them to efficiently search unexplored parts

of the maze, while also guaranteeing that the agents will rendezvous again at some

point. The initial conditions proposed can be used to achieve this behaviour at each

rendezvous state. However, it is not always necessary to split up immediately after

each rendezvous. For example, if the agents cross paths in a dead-end branch of

the maze, it would not make sense to travel in different directions. Intuitively, the

agents should both travel back out of the dead-end. Therefore, at each rendezvous,

the agents should decide between convoying, or splitting up to explore and then meet

again. As in the dead-end example, the agents should convoy when it is more efficient

to travel together than it is to split up.

Due to the maze being unknown ahead of time, there may be situations where

the agents do not have enough information to know for sure that convoying is more

efficient than splitting up. This problem appears to have characteristics that could be

modeled with the LLP formalism [2, 3]. The LLP model was used in the formulation

of Algorithm 1, in Chapter 2, to allow a single agent to project a forward-looking

decision-making tree based on the information it has learned about the maze. The

tree was projected forward until the agent found a trajectory that would lead it to the

closest unexplored state. This approach could be adapted to the learned information

of two agents at each rendezvous state, so that the agents together project forward

a look-ahead tree that reflects both of their information. This model fits well with

this problem since LLPs are useful for complex systems in which not all information

about the system is known ahead of time. Additionally, several approaches in the
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literature for LLPs have used the ideas of conservative versus greedy decision-making

attitudes [2, 16]. A conservative attitude typically assumes the worst case scenario

beyond the information that an agent has immediately available, while an optimistic

attitude typically assumes the best case scenario beyond the information that an agent

has immediately available [16]. These attitudes resemble that of the exploit-explore

dilemma in decision-making tasks [17].

Another interesting avenue forward includes generalizing priority policies to more

than four actions, and generalizing reverse priority tuples. It would also be interesting

to investigate how more than two agents can efficiently operate with priority policies.

For example, in our work, only two agents can have reverse priority tuples. If third

and fourth agents were introduced to the MAS, what should their priority tuples be?

Lastly, in discrete-event systems, event-driven priority tuples can potentially be

extended to string-driven priority tuples. In EDPTs, an agent makes decisions as a

function of its previous action. Similarly, an agent could make decisions as a function

of its entire history of executed actions. Thus, there is room for extending this

formalization as well.

6.3 Conclusion and Final Thoughts

Motivated by the issue of communication security in multi-agent systems, we investi-

gated a multi-agent maze search problem to understand the feasibility of eliminating

this concern as a primary design constraint, and its impact on efficiency. Specifi-

cally, we considered the simple problem of a two-agent system of autonomous agents

searching an unknown structured environment, with the goal of searching the environ-

ment as efficiently as possible, subject to a substantial restriction on communication.
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We considered highly restricted communication as a core constraint of our approach

with the intention of eliminating the exploitable trait of inter-agent dependency on

information exchange.

Our approach demonstrated that pre-planning, local communication, and exploit-

ing the assumed structure of the environment can be used to circumnavigate the

restriction of verbose communication. In an unknown environment, these methods

were combined to allow agents to search the maze efficiently and systematically, with-

out the need for global communication.

Pre-planning was executed in the form of agreeing on decision-making policies

ahead of time. This planning yielded deterministic decision-making, which in turn

yielded predictable search behaviour. Thus, the need for communication was ob-

viated, since each agent has knowledge about the DMP of the other agent. Con-

versely, when agents make random decisions, their search behaviour becomes less

predictable, and thus requires communication to distill decision-making information

to other agents. Local communication was proposed by only having agents com-

municate when they occupy the same state. Lastly, the assumed structure of the

environment was exploited by pre-planning according to the known possibilities of

decisions that will arise during the search. Without needing to know the environ-

ment beforehand, we were able to prove many results, such as guaranteeing agents to

have symmetric trajectories and crossing paths, which were used in the construction

of the proposed search algorithm.
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