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Abstract

This work provides a test statistic for the detection of coherent harmonic signals un-

derlying time series regression models. Time series regression observes a response

series modelled as a function of one or more predictor series, relating predictors and

response over time. Unfortunately, standard time-domain regression models don’t

account for what temporal factors may be present, operating under assumptions of

independence commonly unsatisfied by time series data. Linear filter model coeffi-

cients provide an unintuitive alternative, being not necessarily analogous to standard

regression coefficients [7]. Analysing the filter model via complex regression in the

frequency domain by way of a transfer function, however, provides insight into the

frequency structures of the original time series. Identifying the distribution of the

transfer function’s modulus, phase, and variance allows for further interpretation of

the model.

Multitaper spectrum estimation expresses the transfer function in terms of the

eigencoefficients of predictor and response signals. Advantages of the multitaper

method over alternative estimation procedures include that it controls for broadband

bias, is an approximately maximum likelihood estimator of the spectrum, and its

eigenspectra form a collection of uncorrelated direct spectrum estimators [15]. The

multitaper transfer function is estimated, by frequency, as the coefficient obtained

from complex regression on response and predictor eigencoefficients. The limiting

distributions of eigencoefficents and transfer functions are known if it’s assumed that
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both series are white noise processes, but less is known about their distributions given

harmonic elements embedded in more general, stationary noise.

We wish to relate structural temporal components constituting a time series re-

gression model’s coherency, by isolating the frequency bands in which those structural

components exist. This work explores the distributional behaviour of the multitaper

transfer function estimator in bands featuring common structure between response

and predictor, versus bands without. We discuss the joint distributions of com-

plex eigencoefficients, along with the multitaper transfer function estimator, itself.

We investigate the transfer function’s potential to detect frequency bands contain-

ing coherent line components, and develop a statistical test based on its differential

distributional properties across frequency.

Keywords: Time Series, Complex Regression, Multitaper, Spectrum, Transfer

Function, Signal Detection, Coherence, Stationary
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1. Introduction

Time series... Everything you love about data, arranged in sequence like musical

notes on a staff, revealing the story of scientific observations like a concert pianist

revealing the melody of a song. Melodies are nice in that they make sense. In fact,

the universally accepted definition of music is simply organized sound. To play notes

completely at random - each note selected independently from those before it - is to

create noise, not music.1

Noise is generally pretty boring to listen to, but really it’s a matter of taste. If a

madman on the piano is playing out some kind of seemingly unintelligible cacophony,

who are we to say whether that cacophony is music? For instance, if the mad pianist

plays an Ostinato (a repeating rhythmic and/or melodic phrase underlying a larger

piece of music)2 but it is drowned out by the mania of his independently played notes:

most of his audience will be oblivious to the pattern, some may hear it, and some,

further still, may want to listen.

With all that in mind, this thesis questions the nature of standard time series

regression models, and in particular, their tendency to assume observations are inde-

pendently distributed. If our goal, given time series data, is to identify the effects of
1In reality, this discussion is more nuanced than what I give it credit for here. If a composer

instructs a musician to play at random, for instance, then the resulting sound would be considered
organized and therefore classified as music, albeit avant-garde by most standards.

2Think Mars: Bringer of War by Gustav Holst. Alternatively, the *stomp stomp clap* in We
will Rock You will suffice.
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a predictor upon a response, then automatically ruling out the presence of determin-

istic trends and periodicities - the data’s ostinatos - effectively sabotages the model’s

intention to showcase the evolution of these relationships over time. Moreover, the

independence assumptions required by typical time series regression models are of-

ten downright scientifically implausible. This motivates a statistician to find ways of

supplementing or substituting traditional time series regression models in the name

of accounting for scientifically significant temporal factors.

A natural first step is to aim for a method of time series regression that is ap-

plicable to a general class of stationary time series processes containing harmonic

components. A natural second step is to consider the potential of a linear filter

model, which convolves a predictor time series with a linear filter and adds an error

term without unwanted assumptions of independence. A natural third step is to real-

ize how difficult it is to interpret the filter coefficients themselves. What’s fortunate

is that the model can be examined in the frequency domain, where it takes the form

of a complex valued transfer function of frequency.

The transfer function provides insight into the amplitude ratio and phase align-

ment of harmonic signals within a pair of time series by frequency. Its true value is

unknown and must be estimated. Often, this is done using the ratio of the power

spectral density of the response to that of the predictor, but the problem of estimating

power spectral density in the first place is nuanced, to say the least.

The multitaper method is an attractive approach, as it’s been shown to minimize

spectral leakage and gives what’s approximately a maximum likelihood estimator of

the spectrum, in addition to controlling broadband bias. Furthermore, it provides us

with a custom number of uncorrelated estimates of power spectral density: strate-

gically tapered Fourier transforms known as eigencoefficients. The transfer function

estimate corresponding to the multitaper method’s framework is found by regressing

the eigencoefficients of the response series onto those of the predictor.
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There are established methods used to detect both signals and coherence given a

pair of time series, but these methods are not without their flaws. Magnitude squared

coherence, for instance, provides a good detector for shared frequency structure be-

tween time series, but doesn’t distinguish well between actual coherent signals and

noise that happens to have some coherent frequency structure. The Harmonic F -test,

on the other hand, is excellent at detecting signals and could be applied individually

to each time series in a regression model. The coherence could be found by com-

paring the the harmonic F -statistics directly. However, the harmonic F -test is very

sensitive to frequency modulation and fails to detect even high amplitude signals if

any modulation is present. It’s possible that a test statistic derived from the transfer

function will be robust to the issues outlined in the previous two techniques, and so

it is worth examining as a possible alternative.

This thesis explores the multitaper transfer function estimate’s potential to de-

tect common signals in time series whose frequency structures do not satisfy the

assumptions of traditional time series regression models. The time series considered

are Gaussian white noise pocesses, and white noise processes each embedded with a

single harmonic signal. We derive the behaviour of the transfer function as it relates

to signal frequencies and coherence, and provide empirical results via simulation. We

propose a test statistic for the presence of a signal and compare its performance to

that of both the MSC and the harmonic F -test under conditions to which the two

established methods are not robust.
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2. Background

So. We wish to interpret transfer functions in the context of time series regression,

in order to explore the role they play in linear filter models as an alternative to tra-

ditional regression methods. Much of this discussion concerns very basic statistical

topics, including familiar random variables such as those of Gaussian and Chi-squared

distributions, and test statistics developed according to common techniques. How-

ever, the complex nature of the transfer function complicates such ideas. The effects

of complex nuances (such as conjugates) upon otherwise familiar objects are not al-

ways obvious. Moreover, the distributions of key attributes of the transfer function

(such as its modulus and argument) are uncommon, and they require a variety of

functions which take time to define even on their own. The multitaper method fur-

ther complicates things, bringing the subjects of spectral estimates, tapers, and the

eccentricities of working in the frequency domain to the forefront of the discussion.

For this reason, the chapter you’re reading has been designed to set the stage for

the ensuing performance on the complex plane. . . as to ensure no random variables

are harmed in the making of Chapter 4. The following sections thus acquaint you,

reader, with the basics of time series regression, the story of spectral estimation, and

the nature of the complex counterparts of otherwise simply understood probability

distributions.
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2.1 Time Series and Spectral Densities

At the very root of this thesis is the study of time series. Distinguished as a sequence

of statistical observations indexed by time, a time series and its analysis resembles

what is seen in other areas of statistics, albeit for the case where random variables

are strictly ordered. To fully understand the analysis of time series, we require a

preliminary understanding of stochastic processes, stationarity, and how deterministic

trends in data may manifest over time. Due to the ordered nature of time series

data, the relationships between adjacent observations are of particular interest, and

these relationships come with a set of definitions which may or may not be familiar

to the reader. Furthermore, the problem of detecting periodic trends is non-trivial

and typically approached in the frequency domain via the data’s spectral density;

estimating the spectrum of a time series is a nuanced art which transcends raw Fourier

transforms and periodograms. Thus, the very concept of spectra and spectral density

should be outlined prior to the discussion of their estimation.

2.1.1 Stochastic Processes and Time Series

A Stochastic Process is, in essence, an ordered set of random variables. That is,

each random variable in a particular stochastic process is uniquely indexed. If these

indices represent points in time, the stochastic process is said to be a Time Series.

Generally, we are interested in discrete time series with a constant rate of observations,

although continuous time series are also studied in addition to those whose indices are

unevenly spaced with respect to time. For now, discrete time series will be using the

set notation XT =
{
x(t)

}
t∈T where T is some set of N time indices and is typically

a subset of the integers. The sampling period ∆t can be anything positive, but for

the sake of taming this document’s wilder expressions, we’ll assume ∆t = 1 without
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loss of generality.

Stationarity concerns the identical distribution of random variables in a stochastic

process or time series. If the joint distribution of all observations in XT is unchanged

regardless of translations in time, then XT is Strictly Stationary. A near trivial

example of a strictly stationary process is the Gaussian White Noise process,

WT =
{
w(t)

}
t∈T

where observations are distributed

w(t) ∼ N
(
0, σ2

w

)
∀t ∈ T ,

Cov
[
w(t1), w(t2)

]
=


σ2
w t1 = t2

0 else.

A more relaxed form of stationarity (not to mention, more common outside the realm

of pure noise processes) is Weak Stationarity, which requires the covariance between

any x(t1) and x(t2) depend only on the lag value τ = |t1− t2|, and not necessarily the

particular values of t1 or t2 themselves. [4] Dependency on lag as a single variable τ

lets us write the covariances of elements in XT according to a single Autocovariance

Function, γx(·), i.e.,

γx(τ) = Cov
[
t, t± τ

]
,∀ t ∈ T . (2.1)

Weak sense stationarity requires, moreover, a common mean across all observations,

and finite variance σ2
x = γx(0). This property implies that both strictly and weakly

stationary processes can be demeaned and thus treated as sequences of zero-mean

random variables.

This thesis primarily examines weakly stationary time series. Of particular interest

are time series who are composites of Gaussian white noise processes and purely

deterministic processes. For example, consider the time series,

x(t) = w(t) + A cos(2πfxt+ φ) (2.2)
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Evidently, XT is composed of a pure, periodic signal of frequency fx, embedded in a

white noise process w(t). Such a signal potentially contains information pointing to

key cyclical behaviour in any number of scientific contexts. Given time series data,

however, identifying deterministic components amongst stochastic noise is non-trivial

and is best done by converting the series into its frequency domain representation via

Fourier transforms. We will soon see that the power spectral density of the series, for

some set of Fourier frequencies, provides insight into what frequencies are attributed

to dominant signals in the data.

2.1.2 Spectra and Power Spectral Density

The frequency domain harbours the distribution of a time series’ power across a

range of frequencies. The associated density as a function of frequency is known as

the Power Spectral Density, which we will denote pxx(f) for a time series x(t). The

second moment of the power spectral density is called the Spectrum, denoted Sxx(f).

Theoretically, the spectrum forms a Fourier transform pair with the autocorrelation

function [9]. Id est,

Sxx(f) =
∞∑

τ=∞

γx(τ)e−i2πfτ (2.3)

γx(τ) =

∫ 1/2

−1/2

Sxx(f)ei2πfτdf (2.4)

Intuitively speaking, a power spectral density describes how much a possible under-

lying signal at a particular frequency f contributes to the overall variance of a time

series. The greater the value of Sxx(f), the more strongly f is suggested to be the

frequency of some unknown periodic component of x(t).

Similarly, the frequency-domain correlation, or Coherence, between two time series

x(t) and y(t) is derived [5] from the squared magnitude of the Cross Spectrum, Sxy,

which forms a Fourier transform pair with the Cross Correlation function, γxy(f).
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Mathematically,

γxy(τ) = E
[
x(t)y(t+ τ)

]
=

∫ 1/2

−1/2

Sxy(f)ei2πfτdf (2.5)

Sxy(f) =
∞∑

τ=−∞

γxy(τ)e−i2πfτ , (2.6)

provided the time series are jointly weakly stationary such that

E
[
x(t)y(t+ τ)

]
= E

[
x(τ)y(0)

]
∀ t , τ. (2.7)

The spectra and cross spectra of time series are powerful objects which give essen-

tial insight into periodicities not detectable without time domain. Using spectra to

identify the deterministic components of a process is crucial to practicing meaningful

time series analysis and regression, particularly when the assumptions of Gaussian

noise and iid errors are relaxed. Likewise, cross spectra are critical in comparing such

frequency domain structures for distinct time series. It is important to compute the

frequency domain objects in this section as accurately as possible; however, as we will

explore in the next section, this is easier said than done when given finite, discrete

time series data.

2.2 Spectrum Estimation

The true spectrum of a given scientific x(t) is unknown. After all, x(t) is finite and

discrete, and after having truncated index limits to a finite range, equation (2.3) may

no longer accurately describe Sxx(f). It’s here that spectrum estimation takes the

stage. To estimate spectra, we begin by returning to autocovariance as the expec-

tation of a product of time series observations, and using this product to find an

expression for the spectrum in terms of the original time series.

By fully expanding γx(·) and truncating the infinite expanse of indices to only
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those in T , equation (2.3) can be estimated by

Ŝxx(f) =
N−1∑

τ=−(N−1)

γx(τ)e−i2πfτ

=
N−1∑

τ=−(N−1)

 1

N

N−|τ |∑
t=0

x(t)x(t+ τ)

 e−i2πfτ
=

1

N

N−1∑
t1=0
t2=0

x(t1)x(t2)e−i2πf [t2−t1]

=
1

N

N−1∑
t1=0

x(t1)ei2πft1
N−1∑
t2=0

x(t2)e−i2πft2

=
1

N

∣∣∣∣∣
N−1∑
t=0

x(t)e−i2πft

∣∣∣∣∣
2

. (2.8)

It’s worth noting that the set of frequencies – let’s call it F for which Ŝxx(f) can

be estimated is also both limited and discrete. The frequencies fi in F are called

Fourier Frequencies, the number of which can be chosen during the estimation pro-

cedure. Computationally speaking, Fourier transformations are most efficient when

the number of outputs has a large number of divisors [6, 13], and so the number of

Fourier frequencies is often chosen to be a large power of two. Fourier frequencies are

evenly spaced from zero (inclusive) to the maximum, or Nyquist frequency, which is

valued at half the sampling rate ∆t of the original time series x(t) [9]. The distance

between any two Fourier frequencies is equal to f2 ∈ F , (f1 being zero) and is known

as the Fundamental Fourier Frequency for a particular Fourier transform.

The estimator (2.8) is known as the Periodogram. Note that this estimate is

asymptotically unbiased as N →∞. While evidently intuitive and alarmingly popu-

lar, if given finiteN , the periodogram is a biased, inconsistent, and otherwise generally

mediocre estimator for the true spectrum. This inadequacy is the foundation for a

good portion of what motivates the study of spectrum estimation. Thankfully, this

fruit born of mediocrity includes a variety of promising, superior spectral estimates.
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2.2.1 Direct Spectral Estimates

One great flaw of the periodogram is its large amount of spectral energy found outside

any chosen frequency bandwidth, which is known to increase the bias of the estima-

tor. This concept is known as Spectral Leakage. Therefore, a number of spectral

estimation methods make use of Tapers [15]: sequences of weights {D(t)}t∈τ applied

to the original time series in hopes of reducing or even minimizing spectral leakage in

the frequency domain. In general, the expression for a direct spectral estimate is

Ŝxx(f) =

∣∣∣∣∣
N−1∑
t=0

D(t)x(t)e−i2πft

∣∣∣∣∣
2

Notice that the periodogram itself uses a taper: an equal weight of Db(x) = 1/
√
N for

each observation in the series. The rectangular shape this taper makes (when plotted

against time) has earned it the name of Boxcar Taper. Another simple taper is the

Cosine Taper

Dc(t) = cos

(
tπ

N
− π

2

)
,

which is an example of weighting dependent on time. Notice the Fourier transform

of the cosine taper is more concentrated within its primary lobe than the Fourier

transform of the boxcar taper: this implies reduced spectral leakage in the former

taper. The variety of tapers used in spectrum estimation is vast. In order to minimize

spectral leakage while maintaining suitably small variance (lobe width), however, this

thesis will primarily take the modern approach of using multiple tapers.

2.2.2 Multitaper spectrum estimation

The direct spectral estimators discussed in 2.2.1 are effective in reducing spectral

leakage and are commonly used as alternatives to the periodogram. However, there

is an undesirable effect associated with the use of these tapers. As spectral leakage
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is reduced, the spectrum estimates’ primary lobe1 is widened, thereby increasing

variance and worsening the precision of the estimate. A modern way of controlling

for this is to estimate spectra using an average of multiple, distinct tapers; this is

known as the Multitaper Method, developed by Dr. David J. Thomson [15].

2.2.2.1 Eigencoefficients

The multitaper method typically uses tapers known to combat spectral leakage far

more viciously than the tapers previously discussed. On this note, there is, in fact,

a taper that has been algebraically shown to maximally concentrate a spectral es-

timate’s energy within a given bandwidth. Said taper is one in a family of some

contextually chosen number K of highly strategic tapers; this family is known as

Slepian Sequences [14] and will be denoted {vk} for k ∈ {0, 1, . . . , K − 1}. In par-

ticular, the 0th order Slepian sequence v0 provides the previously advertised maximal

energy concentration. The multitaper method conventionally uses this optimal taper

in tandem with the rest of the Slepian sequences to form an average of K direct

spectral estimates, individually known as Eigencoefficients. Here, the name eigenco-

efficient originates from the eigenvalue problem used to derive the Slepian sequences

themselves.

A popular and notably undemanding multitaper spectrum estimate is the arith-

metic mean of the absolute squares of K eigencoefficients:

Ŝ(m)
xx (f)

def
=

1

K

K−1∑
k=0

|Xk(f)|2, (2.9)

where Xk is the kth eigencoefficient

Xk(f) =
N−1∑
t=0

vk(t)x(t)e−i2πft. (2.10)

This is a very basic estimate as far as the multitaper method is concerned, as it does

not make use of adaptive weighting [15]. For simplicity, the remainder of this thesis
1This language is taken from telecommunications, see, e.g., [2].
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will consider Ŝ(m)
xx as it is written in equation (2.10), although similar derivations can

be made for the case where eigencoefficients are computed using adaptive weighting.

Moreover, we will continue following the convention of writing time domain objects in

lowercase and frequency domain objects in uppercase (exempli gratia: a time series

x(t) with eigencoefficients Xk(f).)

Each |Xk(f)|2 is a unique direct spectral estimate. In contrast, the eigencoeffi-

cients {Xk(f)} are not spectral estimates themselves, but instead weighted Fourier

transforms of x(t), that is, spectral densities.

A distinguishing feature of Slepian sequences as typically implemented is their

orthonormality. That is,

N−1∑
t=0

vk1(t)vk2(t) =


1 k1 = k2

0 k1 6= k2

(2.11)

Note, furthermore, that the values of Slepian sequences are dependent on multiple

factors, not just k and K. The number of observations N affects the sequence, in

addition to the chosen Frequency Bandwidth W : by construction, Slepian sequences

concentrate energy within the frequency band [f − W, f + W ] for a given f, and

so any alterations to W are reflected in the Slepian sequences and their associated

eigencoefficients.

An important relation to consider when computingXk(f) is that of time-bandwidth

expressions which do or do not contain units. An easy way to express time-bandwidth

is to multiply the frequency bandwidth W by the number of time observations, N .

However, NW is unitless, and may be difficult to interpret in the context of appli-

cation. The equivalence NW = BT , where T = Nδt and δt is the distance between

time observations, allows us to solve for a frequency bandwidth B with units that

can be interpreted from a more scientific and less abstract standpoint.

12



2.2.3 Coherence Tests and Signal Detection

It is often important to compare the frequency-domain structure of two time series, say

x(t) and y(t). As will be discussed in later chapters, identifying similar deterministic

components in x(t) and y(t) can provide great insight into how the time series behave

as predictor and response series respectively, in the context of regression. Methods

for signal detection for individual series and coherence tests for multiple series have

therefore been devised.

The Magnitude Squared Coherence test [15, 16] plays off the idea of standardiz-

ing cross-spectral estimates. The result is analogous to correlation in the frequency

domain:

MSCx , y(f)
def
=

|Ŝxy(f)|2

Ŝxx(f)Ŝyy(f)
(2.12)

The MSC is useful in identifying common line components between time series, but

it is important to note that coherency can exist between series of pure noise, and in

such cases will be picked up equally well by the MSC. It can therefore be dangerous

to assume that the results of an MSC test necessarily imply coherent signals in x and

y.

Fortunately, line components can be detected more directly by the Harmonic F-

test [15], which assesses one series at a time rather than testing in an explicit coherency

context. The harmonic F -test is a powerful signal detection technique which considers

the simple linear regression model relating the first moments of eigencoefficients to

the window functions of their respective Slepian sequences:

E
[
Xk(f)

]
=
∑
m

βmVk(f − fm) (2.13)

The regression coefficients in (2.13) are {βm}, where each index m addresses the

frequency fm of the spectrum’s mth line component. The number of line components

will differ based on the time series being considered. Vk is the Slepian window function:
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a Fourier transform of the kth Slepian sequence. Vk is largest near zero, and tapers

off rapidly outside a W radius about zero. Thus, Vk(f − fm) provides a metric for

whether f is within aW radius of the spectrum’s mth line component. From here, the

ratio of the sum-of-squares explained by regression, to the residual sum-of-squares, is

taken after normalizing according to their degrees of freedom. The result indicates

whether a significant line component corresponding to a deterministic signal exists

at frequency f. Once the line components of x(t) and y(t) have been identified via

the F -test, they can be compared, thereby giving an idea of coherency without the

threat of coherent noise being picked up.

Unfortunately, both the MSC test and the F -test are sensitive to frequency and

phase modulation of time series, and fail to detect signals in these cases. It is realistic

for time series regression models to include data that may contain frequency/phase

modulation, and finding an alternative method of testing for coherency is therefore

of interest.

2.2.4 Transfer Functions

An intuitive way of comparing frequency domain structure between time series x(t)

and y(t) is to create a regression model for said series in the frequency domain. The

resulting regression coefficients could theoretically give insight into the effect of signals

in x(t) upon signals in y(t), by frequency. This form of model is known as a Transfer

Function Model. The majority of this thesis will explore how the transfer function

model can be used to identify coherency between time series and possibly provide an

alternative to traditional time series regression.
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2.2.4.1 Time Series and Complex Regression

Statistical regression, in general, relates two sets of data by modelling a Response

(dependent) variable as some function of a Predictor (independent) variable [12].

These data can indeed take the form of time series, in which case the model is called

Time Series Regression Model. To illustrate, let the set of stationary time series

{xi(t)} for i ∈ {1 . . . q} be a collection of predictor time series. Likewise, let y(t) be

a stationary response time series. The resulting time series regression model might

look something like this,
y(1)

...

y(n)

 =


1 x1(1) . . . xm(1)

...
...

...
...

1 x1(n) . . . xm(n)



β0

...

βm

+


ε1
...

εn

 (2.14)

=⇒ ~y = X~β + ~ε (2.15)

=⇒ y(t) = β0 +

q∑
i=1

βixi(t) + ε(t) (2.16)

The regression coefficients βi, 1 ≤ i ≤ q represent the effects of the ith predictor

upon the response whilst remaining independent of time. The intercept β0 of the

regression line is zero, by the assumption all time series in the model are stationary

and can thus be demeaned. The β0 term will therefore be omitted henceforth. Finally,

the error terms ε(t) account for noise in the model.

Evidently we are most interested in ~β. The formal matrix solution used to estimate

this vector of coefficients under general assumptions of independence of predictors2 is

~̂β = (XTX)−1XT~y, (2.17)

2That is, in cases where the matrix inverse is computable.
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found by minimizing the sum of squares
N−1∑
t=0

|y(t)−
∑
i=1q

βixi(t)|2. (2.18)

Complex regression is similar in nature. Consider a regression model for complex

data. Below, the indices of the data are still denoted t for the purpose of comparison,

but keep in mind that these models can be applied to non-time series data.

z(t) = β0 +

p∑
j=1

βjwj(t) + ε(t), (2.19)

where

z(t) = a+ bi (2.20)

wj(t) = cj + dji (2.21)

βj = uj + vji, (2.22)

where 1 ≤ j ≤ p. Solving for ~β is analogous to the case for real valued data, however,

the least squares approach is generalized to the least complex squared norm approach,

so that
N−1∑
t=0

||z(t)−
∑
i=1q

βiwi(t)||2. (2.23)

is minimized. The corresponding formal matrix solution for the vector of regression

coefficients β is

~̂β = (W∗W)−1W∗~z, (2.24)

where W is the model’s complex design matrix and ∗ denotes its conjugate transpose.

2.2.4.2 Regression on Eigencoefficients

Having defined complex regression, a regression model can now be devised for station-

ary time series x(t) and y(t) in the frequency domain. It may be tempting to perform

this regression on the multitaper spectrum estimates S(m)xx and S(m)yy, given the
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discussion in section 2.2.2. The intercept in this case is negligible and the single re-

gression coefficient would slightly resemble MSCx,y. However, there are advantages

to avoiding spectrum estimates and instead using a transfer function model,

Y (f) = H(f)X(f),

where Y (f) and X(f) are Fourier transforms of the data, and H(f) is the data’s

Transfer Function. In particular, the transfer function model represents the frequency

domain form of a linear filter model,

y(t) =
∞∑

τ=−∞

hτx(t− τ),

which in turn may provide a useful alternative to traditional time series regression

model, thanks to the relaxed assumptions on error terms. The multitaper method

can still be used to control bias and variance if the transfer function model instead

regresses on eigencoefficients:

Yk(f) = H(f)Xk(f)

for 0 ≤ k ≤ K − 1. Solving for H(f) in this case is as simple as applying equation

(2.24) to the model. The solution and distribution of H(f) will be discussed in detail

in Chapter 3.

2.3 Distribution Theory

The objects featured in the discussion of transfer functions have a variety of distribu-

tions; from the common central Chi-squared to the ornate complex Gaussian; from

the practical F -distribution to the mysterious and unnamed distribution of trans-

fer function phase. Much of this distribution theory may already be familiar. But

to understand the behaviour of objects in later chapters, the reader must acquaint

themselves with distributions scarcely seen outside the realms of the complex plane

or the frequency domain. This section outlines all distributions to be encountered,
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and provides a reference for the functions required to define these distributions.

2.3.1 The Complex Gaussian Distribution

The Complex Gaussian Distribution (NC) is a version of the real-valued Gaussian

distribution [10], where the range has been expanded to the complex plane. Simply

put, the real and imaginary parts of a complex Gaussian distribution are, themselves,

Gaussian distributed. The parameters which define the complex Gaussian distribution

are comparable, but slightly different, to those of its real-valued counterpart. For the

following derivations of such parameters, assume Z is a complex Gaussian random

variable.

Complex Gaussian Mean The mean µZ easy to compute thanks to the linearity

of expectation:

E[Z] = E
[
<(Z) + i=(Z)

]
= E

[
<(Z)

]
+ iE

[
=(Z)

]
Note that unlike the mean of a traditional Gaussian distribution, µZ is complex

valued.

Complex Gaussian Variance In general, the variance of a complex random vari-

able Z with mean µ2 is found by

Var[Z] = E
[
(Z − µZ)(Z − µZ)∗

]
where (·)∗ denotes the complex conjugate. In the case of complex random vectors,

this conjugate is transposed, resulting in a Hermetian matrix. By extension, all of

this applies when Z is the complex Gaussian random variable Z ∼ NC. Expanding
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the expectation of the product in the expression of variance, we obtain

Var[Z] = E
[
|Z|2

]
− E

[
Zµ∗Z

]
− E

[
Z∗µZ

]
+ |µZ |2

= E
[
<(Z)2 + =(Z)2

]
− |µZ |2

= E
[
<(Z)2

]
−<(µZ)2 + E

[
=(Z)2

]
−=(µZ)2

= Var
[
<(Z)

]
+ Var

[
=(Z)

]
.

Thus, the variance of Z is the sum of the variances of the random variable’s real and

imaginary parts. This is true of any complex random variable. Notice, furthermore,

that complex variance is real-valued, unlike the complex mean.

Complex Gaussian Pseudovariance The parameter JZ denotes pseudovariance,

which resembles variance but does not make use of complex conjugates. The deriva-

tion of this parameter is

pVar[Z] = E
[
(Z − µZ)(Z − µZ)

]
= E

[
Z2
]
− 2E

[
ZµZ

]
+ µ2

Z

= E
[
Z2
]
− E[Z]2

The significance of pseudovariance becomes more clear when we expand the expecta-

tions in terms of the real and imaginary parts of Z.

pVar[Z] = E
[
<(Z)2

]
− E

[
<(Z)

]2

+ 2i
(
E
[
<(Z)=(Z)

]
− E

[
<(Z)

]
E
[
=(Z)

])
−
(
E
[
=(Z)2

]
− E

[
=(Z)

]2
)

= Var
[
<(Z)

]
− Var

[
=(Z)

]
+ 2iCov

[
<(Z),=(Z)

]
.

Thus, pseudovariance is a complex-valued parameter which largely defines the shape

of the distribution. In particular, notice JZ is zero when the real and imaginary parts
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of Z are uncorrelated, with equal variance. This corresponds to the image of Z being

circular on the complex plane. When both the mean and pseudovariance of Z are

zero valued, we say its distribution is Circular Symmetric3. By definition, circular

symmetry implies that Z and eiθZ have the same distribution, for all θ ∈ [−π, π).

This property will be useful in examining the distributions of eigencoefficients in

Chapter 3.

2.3.2 The Chi-Squared Distribution

The Chi-Squared (χ2
k) distribution describes the square or sum of squares of standard

normal random variables. That is, for i ∈ {1, . . . , k},

Xi ∼ N (0, 1)

=⇒
k∑
i=1

X2
i ∼ χ2

k,

where k represents degrees of freedom, and is the distribution’s only parameter. In

the case where the {Xi} have unit variance and non-zero, possibly distinct respective

means {µi}, the distribution of their sum of squares requires an additional parameter

known as the Non-Centrality Parameter, λ. Mathematically,

Xi ∼ N (µi, 1)

=⇒
k∑
i=1

X2
i ∼ χ2

k,λ,

where λ =
∑k

i=1 µ
2
i . The latter, more generalized distribution χ2

k,λ is known as the

Non-Central Chi-Squared distribution. The mean and variance for Z ∼ χ2
k,λ are:

E[Z] = k + λ

Var[Z] = 2k + 4λ.

3Or Circularly Symmetric.
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The mean and variance of the central chi-squared distribution χ2
k are special cases of

the above, where λ is set to zero. Recall that the real and imaginary parts of a complex

Gaussian distribution are each themselves real-valued Gaussian distributions. This

implies that, given a complex Gaussian random variable Z,<(Z)2 and =(Z)2 are both

Chi-squared. Moreover, if the real and imaginary parts of a Z are independent of one

another, then the sum of their squares also follows a Chi-squared distribution, this

time with k = 2 degrees of freedom. This fact is of particular interest, in that it

gives us the distribution for the squared modulus of a circular symmetric complex

Gaussian random variable:

Z ∼ NC(0, σZ , 0)

=⇒ |Z|2 = <(Z)2 + =(Z)2 ∼ χ2
2

Applications of this result will become clear in later chapters when we discuss the

distributions of frequency domain objects.

2.3.3 Rice

The magnitude |Z| of a circular bivariate Gaussian random variable Z follows what

is known as the Rice Distribution (or sometimes Rician) [11, 1], written Rice(ν, ς).

The first parameter, ν, is akin to the non-centrality parameter λ of the Chi-squared

distribution: it describes the distance from the origin of a 2D plane to the bivariate

mean of Z. The second parameter, ς, defines the Spread of |Z|, and is comparable to

the standard deviation of the univariate parts of Z, though its precise interpretation

is subtle.

The Rice distribution is closely related to several familiar distributions, including

the Rayleigh and Exponential distributions, but for our purposes we are most inter-

ested in its relativity to the non-central Chi and non-central Chi-squared distributions.

(As one might imagine, the non-central Chi distribution provides a distribution for
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the square root of a non-central Chi-squared random variable.)

Consider the bivariate Gaussian random variable Z = (Z1, Z2). Then,

Z2
1 + Z2

2 ∼ χ2
2,λ

=⇒
√
Z2

1 + Z2
2 ∼ χ2,λ ,√

Z2
1 + Z2

2 ∼ Rice(λ, 1).

In other words, the Chi-squared distribution with k = 2 degrees of freedom is a special

case of the Rice distribution, namely that with spread ς = 1. Both distributions

describe the Euclidean norm of a bivariate Gaussian random variable, however, the

Rice dstribution provides further flexibility in that its spread parameter allows us to

relax the assumption of unit variance for Z. In fact, we can even directly relate the

Rice distribution to the individual distributions of Z1 and Z2 as follows,

Z1 ∼ N (µ1, σ
2)

Z2 ∼ N (µ2, σ
2)

=⇒
√
Z2

1 + Z2
2 ∼ Rice

(√
µ2

1 + µ2
2 , σ

)
In other words,

|Z| ∼ Rice
(
|µZ | , σ

)
In particular, the Rice distribution is useful in describing the modulus of a complex

Gaussian random variable, that is, when Z1 and Z2 respectively represent said random

variable’s real and imaginary parts. The importance of this relationship will become

obvious when we discuss the interpretation of transfer functions in Chapter 3.

The probability density function for X ∼ Rice(ν, ς) is as follows,

f(x) =
x

σ2
exp

(
−(x2 + ν2)

2σ2

)
I0

(xν
σ2

)
where I0 is the modified Bessel function of the first kind and order zero [1].
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It is worth noting that the parameters of the Rice distribution are not represen-

tative of the first and second central moments of |Z|. In fact, the expressions of the

mean and variance of |Z| are quite complicated in terms of ν and ς (requiring La-

guerre polynomials [1]), but can be found with little computational effort on the part

of any coding language, when necessary. For this reason it is easiest both visually

and intuitively to interpret these parameters with respect to the original variable Z.

2.3.4 The F-distribution

This section discusses a distribution representing the scaled ratio of random variables

from a variety of distributions, including the Gamma, Beta, and Laplace distribu-

tions. Most important to the context of this thesis, however, is how the ratio of

two independent Chi-squared random variables, scaled by the reciprocals of their re-

spective degrees of freedom, forms a single random variable of the F-Distribution.

The F-distributed random variable has two parameters, each respectively associated

with the degrees of freedom of the Chi-squared random variables which make up the

aforementioned ratio. That is,

X1 ∼ χ2
k1

X2 ∼ χ2
k2

=⇒ X1/k1

X2/k2

∼ Fk1,k2

This form of the F-distribution is centralized, meaning that it assumes both X1 and

X2 follow central Chi-squared distributions. If, instead, X1 and X2 have positive

non-centrality parameters λ1 and λ2, respectively, their corresponding ratio is a Non-

Central F-Distribution. The relationship is a natural extrapolation of the Non-central

case:

X1 ∼ χ2
k1,λ1

X2 ∼ χ2
k2,λ2

=⇒ X1/k1

X2/k2

∼ Fk1,k2;λ1,λ2 .
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If only λ1 is positive, the resulting F-distribution is called Singly Non-Central. If λ2

is positive, the distribution is Doubly Non-Central, including the special case where

λ2 > 0 but λ1 = 0.

2.3.5 Important Functions for defining PDF’s

As advertised throughout this chapter, a number of functions are required to describe

the probability density functions of the frequency domain objects discussed in Chapter

3. This section provides definitions for these functions as a reference, so that any given

distribution featured in this thesis can be interpreted in its most expanded form, if

the reader so desires. In particular, the phase and moduli of a transfer function make

use of uncommon functions in their probability density functions, as we have already

seen in our discussion of distributional theory.

2.3.5.1 Hypergeometric Functions

One type of function that occurs frequently in the probability density functions of the

phases and moduli of transfer functions (Chapter 3) is the Hypergeometric Function

pFq. To begin defining this function, first let xn̄ denote the rising factorial,

xn =
n−1∏
i=1

x+ i.

Then for P = 1, . . . , p and Q = 1, . . . , q, the hypergeometric function is

pFq

((
αj
)
j∈J ;

(
βk
)
k∈K ; γ

)
def
=

∞∑
i=1



(∏
j∈J

αnj

)
γn(∏

k∈K

βnk

)
n!

 .
We will mostly encounter two special cases of the hypergeometric function. The

first is Kummer’s Confluent Hypergeometric function [1], 1F1, which will be useful

in expressing parabolic cylinder functions relevant to the distribution of a complex

Gaussian random variable’s phase. The second is case where p = 0, id est, the α
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argument is omitted entirely. The latter case is required to define Bessel functions,

which appear in the probability density function of Rice random variables such as the

moduli of transfer functions, as we will encounter in Chapter 3.

2.3.5.2 Parabolic Cylinder Functions

In general, Parabolic Cylinder Functions [1] are the solutions to the differential equa-

tion

d2f

dx2
= (αx2 + βx+ γ)f

One parabolic cylinder function in particular is required for the probability density

function of the hitherto unnamed distribution of a circular complex Gaussian random

variable’s phase. This function, denotedDa(z) can be expressed in terms of Kummer’s

confluent geometric function:

Da(x) =
1√
π

2a/2e
−x2
4

[
cos

(
πa

2

)
Γ

(
a+ 1

2

)
1F1

(
−a
2

;
1

2
;
x2

2

)

+
√

2x sin

(
πa

2

)
Γ

(
a

2
+ 1

)
1F1

(
1− a

2
;
3

2
;
x2

2

)]
Evidently, the above can be greatly simplified in the case where a = ±2. In particular,

the equality

D−2(x) =
2√
π
e
x2

4 cos(−π)Γ

(
−1

2

)
1F1

(
−1;

1

2
;
x2

2

)
will appear in the probability density function of transfer function phase (Chapter 3).

2.3.5.3 Bessel Functions

It has already been stated that the probability density function of a Rice random

variable contains a modified Bessel function of the first kind and order zero. The

definition of a typical (un-modified, if you will,) Bessel function of the first kind and
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order α can be expressed in terms of the hypergeometric function 0F1 as follows,

Jα(x) =
(x/2)α

Γ(α + 1)
0F1

(
α + 1;−x

2

4

)
.

The modified Bessel function of the first kind, order α, applies in the case where x is

imaginary:

Iα(x) = i−αJα(x).
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3. Distributions of Frequency-Domain

Objects

Traditional time series regression revolves around the distributions of sequences of

time-domain observations. Alternatively, performing regression in the frequency do-

main suggests a need for better understanding the distributions of the frequency-

domain counterparts of these series, in addition to that of the transfer function itself.

While some of this information is known, it has not been formally gathered into any

encompassing, legible document, and in some cases there are no published deriva-

tions available. The content of this chapter is intended to provide further background

for the proceeding chapters, and to, moreover, serve as a clean compilation of these

distributions and their derivations.

3.1 Eigencoefficients

Suppose zx(t), for t ∈ T ⊆ Z is a stationary process with autocovariance function

γx(h), for h ∈ Z. Consider the time series x(t) = zx(t) + ξx(t), where ξx(t) is some

periodic signal with frequency fx. By the common mean property of stationarity, we

can suppose without loss of generality that zx(t) has a mean of zero for all t. As
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defined in chapter 2, the kth order eigencoefficient of x(t) is expressed as

Xk(f) =
N−1∑
t=0

vk(t)
(
z(t) + ξx(t)

)
e−i2πft. (3.1)

=
N−1∑
t=0

vk(t)z(t)e−i2πft +
N−1∑
t=0

vk(t)ξx(t)e
−i2πft

def
= Zk(t) + Ξk(t)

Note that the eigencoefficient Xk(f) is not necessarily a complex Gaussian random

variable: the underlying process, zx(t), is not necessarily distributed as white or even

Gaussian noise, and so we can’t simply treat the eigencoefficient as a complex linear

combination of Gaussian random variables. However, it is possible to determine the

mean and variance of the Xk(f) algebraically.

3.1.1 Expectation

The expectation of Xk(f) is simply

E
[
Xk(f)

]
=

N−1∑
k=0

vk(t)E
[
x(t)

]
e−i2πft +

N−1∑
k=0

vk(t)ξx(t)e
−i2πft (3.2)

=
N−1∑
k=0

vk(t)ξx(t)e
−i2πft

def
= Ξk(f).

3.1.2 Variance

The variance of Xk(f) is largely dependent on the autocovariance function of zx(t),

and will have as many terms as γx(h) has non-zero terms for distinct values of h. It

should be immediately clear both mathematically and intuitively that the presence

of a signal should not affect the variance of Xk(f), but for the sake of demonstration,
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the signal ξx(t) will be included in the following derivations.

Var
[
Xk(f)

]
= E

[
Xk(f)X∗k(f)

]
− E

[
Xk(f)

]
E
[
X∗k(f)

]
(3.3)

We will consider the two terms on the right hand side of (3.3) separately, beginning

with the first.

E
[
Xk(f)X∗k(f)

]
=

N−1∑
s=0
t=0

vk(s)vk(t)E
[
x(s)x(t)

]
e−i2πf(s−t) (3.4)

+
N−1∑
s=0
t=0

vk(s)vk(t)ξx(s)ξx(t)e
−i2πf(s−t)

(Notice the cross terms in the expansion of of E
[
Xk(f)X∗k(f)

]
are automatically zero,

since E[x(t)]ξx(t) = 0, by construction.)

=
N−1∑
s=0
t=0

vk(s)vk(t)γx(s− t)e−i2πf(s−t) + Ξx,k(f)Ξ∗x,k(f) (3.5)

The exponential in the summand of (3.5) can be simplified if broken down in terms

of its real and imaginary parts,

e−i2πf(s−t) = cos
(
2πf(s− t)

)
− i sin

(
2πf(s− t)

)
. (3.6)

Here, the sine term can be eliminated due to sine being an odd function: for any pair

{s, t} ∈ T , there exists a pair {s′, t′} ∈ T such that s′ = t and t′ = s. Then

sin
(
2πf(s− t)

)
= − sin

(
2πf(s′ − t′)

)
,

=⇒ 0 = −i
N−1∑
s=0
t=0

vk(s)vk(t)γx(s− t) sin
(
2πf(s− t)

)
. (3.7)

This leaves us with the expression

E
[
Xk(f)X∗k(f)

]
=

N−1∑
s=0
t=0

vk(s)vk(t)γx(s− t) cos
(
2πf(s− t)

)
(3.8)

+ Ξx,k(f)Ξ∗x,k(f).

Consider, next, the second term of (3.3),
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E
[
Xk(f)

]
E
[
X∗k(f)

]
=

N−1∑
s=0
t=0

vk(s)vk(t)E
(
x(s)

)
E
(
x(t)

)
e−i2πf(s−t) (3.9)

+ Ξx,k(f)Ξ∗x,k(f)

= Ξx,k(f)Ξ∗x,k(f). (3.10)

Subtracting (3.10) from (3.8) gives us the final expression of variance

Var
[
Xk(f)

]
=

N−1∑
s=0
t=0

(
vk(s)vk(t)γx(s− t) cos

(
2πf(s− t)

))
. (3.11)

3.1.3 Covariance

As discussed in chapter 2, complex covariance differs from complex variance in the

sense that it can, indeed, be complex valued. Moreover, complex covariance is not a

commutative binary operator due to the conjugation of its second random variable.

Therefore, the covariance of eigencoefficients discussed in this document will depend

on the order in which random variables are arranged, and all derivations should be

interpreted as telling one side of the story without loss of generality. This section

discusses the covariance between Xk1 and Xk2 at a common frequency, in addition to

the covariance between Xk(f1) and Xk(f2) for f1 6= f2. The results provide insight

into the eigencoefficients’ joint distributions.

3.1.3.1 Covariance across orders of k

Consider the eigencoefficients Xk1(f) and Xk2(f) where k1 6= k2. As before, the signal

will be included for demonstration, although its presence does not have any effect on

covariance. By definition,

Cov
[
Xk1(f), Xk2(f)

]
= E

[
Xk1(f)X∗k2(f)

]
− E

[
Xk1(f)

]
E
[
X∗k2(f)

]
. (3.12)
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To evaluate (3.12) we follow similar arguments to those used in finding Var
[
Xk(f)

]
.

Expand the first term to get

E
[
Xk1(f)X∗k2(f)

]
=

N−1∑
s=0
t=0

vk1(s)vk2(t)γx(s− t) cos
(
2πf(s− t)

)
(3.13)

+ Ξk1(f)Ξ∗k2(f).

Note that by construction, E[x(t)] is zero, meaning the second term of equation

(3.12) is simply Ξk1(f)Ξ∗k2(f), which cancels when subtracted from equation (3.13).

Consider, next, a subseries A of the sum in equation (3.13), defined to be all the

terms such that s = t. Then by the orthonormality of Slepian sequences,

A = γx(0)
∑
t=0

vk1(t)vk2(t) cos(0)

= 0. (3.14)

This leaves the eigencofficients with a covariance of

Cov
[
Xk1(f), Xk2(f)

]
= 2

N−1∑
s=0
t>s

(
vk1(s)vk2(t)γx(s− t) cos

(
2πf(s− t)

))
. (3.15)

3.1.3.2 Covariance across Fourier frequencies

Consider the covariance of eigencoefficients Xk(f) and Xk(f+δ), where δ is an integer

multiple of Fx: the fundamental Fourier frequency used to transform the original series

to the frequency domain. The signal term will be eliminated similarly to the previous

sections, and so will be omitted from the following derivations.

Cov
[
Xk(f), Xk(f + δ)

]
= E

[
Xk(f)X∗k(f + δ)

]
− E

[
Xk(f)

]
E
[
X∗k(f + δ)

]
. (3.16)

As before, we evaluate the expectation of the product, and then the product of the

expectation.

E
[
Xk(f)X∗k(f + δ)

]
=

N−1∑
s=0
t=0

vk(s)vk(t)E
[
x(s)x(t)

]
e−i2πfsei2π(f+δ)t. (3.17)
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Rearrange the exponential:

e−i2πfsei2π(f+δ)t = e−i2πf(s−t)ei2πδt

=⇒ E
[
Xk(f)X∗k(f + δ)

]
=

N−1∑
t=0

ei2πδt
N−1∑
s=0

vk(s)vk(t)γx(s− t)e−i2πf(s−t). (3.18)

The second term of (3.16) evaluates to zero after having cancelled the portion relating

to the signal. Thus, the final expression of covariance across Fourier frequencies is

Cov
[
Xk(f), X∗k(f + δ)

]
=

N−1∑
t=0

ei2πδt
N−1∑
s=0

vk(s)vk(t)γx(s− t)e−i2πf(s−t) (3.19)

=
N−1∑
t=0

ei2πδt
N−1∑
s=0

vk(s)vk(t)γx(s− t) cos
(
2πf(s− t)

)
.

3.1.4 In the case of underlying white noise

Previous sections have generalized zx(t) to be any stationary process. Suppose, for this

section, that zx(t) ∼ wn(0, σ2
x). Why? Well, essentially all aspects of the frequency

domain objects we’ve been discussing are greatly simplified when observations in the

the underlying process {z(t)}t∈T aren’t correlated with respect to time. That is,

when γ(τ) = 0 for τ 6= 0, as in the case of white noise. Although studying white noise

processes might sound trivial, doing so reveals clear behaviour of eigencoefficients at

signal frequencies in contrast to those at “noise” frequencies, and is therefore a good

way to start our exploration.

3.1.4.1 White Noise Eigencoefficient Distribution

First, note that for each time in T , x(t) ∼ N (ξx(t), σ
2
x). This implies that Xk(f) is a

complex linear combination of Gaussian random variables, and is therefore distributed

as complex Gaussian itself. Moreover, we have by construction that γx(h) = 0 for all

non-zero h, and γx(0) = σ2
x. This allows for major simplification of the expressions

for the mean and variance of Xk(f), providing us with the first two parameters of the
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complex normal distribution.

E
[
Xk(f)

]
= E

[
Zk(f) + Ξkx(f)

]
= 0 + E

[
Ξk(f)

]
= Ξk(f) (3.20)

Var
[
Xk(f)

]
=

N−1∑
s=0
t=0

(
vk(s)vk(t)γx(s− t) cos

(
2πf(s− t)

))

= σ2
x

N−1∑
t=0

vk(t)
2 cos(0)

= σ2
x, (3.21)

by the orthonormality of Slepian sequences. The third parameter required for the

complex normal distribution is the pseudovariance, Jx(f), as defined in Chapter 2:

J
[
Xk(f)

]
= E

[
Xk(f)2

]
− Ξk(f)2. (3.22)

The first term of equation (3.22) evaluates to

E
[
Xk(f)2

]
=

N−1∑
t=0
s=0

vk(s)vk(t)E
[
x(s)x(t)

]
e−i2πfse−i2πft

=
N−1∑
t=0

vk(t)
2σ2

xe
−i4πft +

N−1∑
t=0
s=0

vk(s)vk(t)ξx(s)ξx(t)e
−i2π(s+t)

= σ2
x

N−1∑
t=0

vk(t)
2e−i4πft + Ξk(f)2. (3.23)

Subracting Ξk(f)2 from (3.23) leaves Xk(f) with a pseudocovariance of

J
[
Xk(f)

]
= σ2

x

N−1∑
t=0

vk(t)
2e−i4πft. (3.24)

Call this value Jx,k(f).
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At this point our hunt is concluded: the kth eigencoefficient of a wn(0, σ2
x) process

with an embedded signal at f is distributed as the complex normal random variable

Xk(f) ∼ NC
(

Ξk(f), σ2
x,Jx,k(f)

)
, (3.25)

where in the absence of a signal, the mean Ξk(f) is valued at zero.

3.1.4.2 Covariance

Eigencoefficients of different orders (k1 6= k2) are uncorrelated when the underlying

process has a zero-valued autocovariance function for non-zero lag (id est: γz(h) = 0

for h 6= 0.) Explicitly,

Cov
[
Xk1(f), Xk2(f)

]
= σ2

x

N−1∑
t=0

vk1(t)vk2(t) = 0 (3.26)

by the orthonormality of the Slepian sequences. When taking covariance across

Fourier frequencies, the white noise case reduces equation (3.19) to

Cov
[
Xk(f), X∗k(f + δ)

]
= σ2

x

N−1∑
t=0

ei2πδtvk(t)
2. (3.27)

3.2 Transfer Functions

In this section we will be discussing the distributional properties of transfer functions,

in addition to those of their arguments and moduli. For simplicity, we assume the

time series involved will take the form of signals embedded in white noise. Suppose,

then, that we have the following time series.

x(t) = zx(t) + ξx(t)

y(t) = zy(t) + ξy(t)

zx(t) ∼ wn
(
0, σ2

x

)
zy(t) ∼ wn

(
0, σ2

y

)
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The terms ξx(t) and ξy(t) are pure signals with respective frequencies fx and fy. For

our transfer function model, x(t) will act as the predictor series and y(t) will act

as the response. Let K be a positive integer (chosen appropriately according to the

multitaper method.) LetXk(f) and Yk(f) be the kth order eigencoefficients of x(t) and

y(t), respectively, for k ∈ {0, . . . , K}. The complex regression model corresponding

to these eigencoefficients is

Y (f) = H(f)X(f), (3.28)

where X(f) and Y (f) areK×1 vectors. The estimated transfer function is the regres-

sion coefficient H(f). While the response and transfer function are random variables,

x(t) - and by extension, Xk(f) - are instead considered fixed-value observations.

3.2.1 Distribution of the Transfer Function

Our first task is to solve for H(f) according to the complex regression model (3.28)

H(f) = (X∗Tf Xf )
−1X∗Tf Y (f) (3.29)

Note, however, that due to the model’s lack of intercept, the design matrix Xf does

not have its signature column of 1’s and is, instead, simply a K × 1 vector. To gain

further insight, write (3.29) in terms of individual eigencoefficients.

(X∗Tf Xf ) =

(
K−1∑
i=0

X∗i (f)Xi(f)

)

=

(
K−1∑
i=0

|Xi(f)|2
)

(3.30)

X∗Tf Y (f) =
K−1∑
i=0

X∗i (f)Yi(f). (3.31)
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The transfer function, then, is the beautiful ratio of (3.31) to (3.30),

Ĥ(f) =

K−1∑
i=0

X∗i (f)Yi(f)

K−1∑
i=0

|Xi(f)|2
. (3.32)

Recall that Yk(f) is a complex Gaussian random variable, by our construction of

y(t). The transfer function is therefore a linear combination of complex Gaussian

random variables, implying it is complex Gaussian, itself. What’s left is to find the

expectation, variance, and pseudovariance defining how Ĥ(f) is actually distributed.

3.2.1.1 Expectation

Again, this is a linear combination of complex Gaussian random variables. The

expectation of Ĥ(f) is very straightforward.

E
[
Ĥ(f)

]
=

K−1∑
i=0

X∗i (f)E
[
Yi(f)

]
K−1∑
j=0

|Xj(f)|2
(3.33)

3.2.1.2 Variance and Pseudovariance

Remember: when taking the variance of complex random variables, scalar coefficients

are multiplied by their conjugate rather than squared. In general,

Cov[α1X1, α2X2] = α1α
∗
2Cov[X1, X2],

=⇒ Var[αX] = |α|2 Var[X].

Thus,

Var
[
Ĥ(f)

]
=

K−1∑
i=0

|Xi(f)|2Var
[
Yi(f)

]
+

K−1∑
i,h= 0
i 6=h

X∗i (f)Xh(f)Cov
[
Yi(f), Yh(f)

]
(∑K−1

j=0 |Xj(f)|2
)2 (3.34)

36



As per Section 3.1.4, the eigencoefficients Yi and Yh have covariance zero for i 6= h.

Then (3.34) is simply

Var
[
Ĥ(f)

]
=

K−1∑
i=0

|Xi(f)|2 Var
[
Yi(f)

]
(
K−1∑
j=0

|Xj(f)|2
)2 . (3.35)

=
σ2
y

K−1∑
j=0

|Xj(f)|2
(3.36)

For the purposes of use in upcoming sections, this value will be denoted

σ2
H

def
= Var[Ĥ(f)].

The pseudovariance of Ĥ(f) is simply

JH(f) =

K−1∑
i=0

(Xi(f)∗)2Jy,i(f)(
K−1∑
j=0

|Xj(f)|2
)2 . (3.37)

Finally, we arrive at the the distribution

Ĥ(f) ∼ NC
(
µH , σ

2
H , JH(f)

)
(3.38)

In theory, JH(f) can tell us if the distribution of Ĥ(f) is circular symmetric. Recall

that circular symmetry would imply an independence of the real and imaginary parts

of Ĥ(f). Unfortunately, equation (3.37) is probably too unintuitive to gain any

immediate insight about the relation between <[Ĥ(f)] and =[Ĥ(f)], and so it is

worth calculating their covariance directly.

3.2.1.3 Independence of Real and Imaginary Parts

To determine whether the real and imaginary parts of Ĥ(f) are independent (without

having to directly evaluate JH) we need to examine whether the following equality
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holds

E
[
<
(
H(f)

)
=
(
H(f)

)] ?
= E

[
<
(
H(f)

)]
E
[
=
(
H(f)

)]
. (3.39)

On the left hand side:

E
[
<
(
H(f)

)
=
(
H(f)

)]
=

K−1∑
k=0
j=0

E
[
<
(
Yk(f)

)
=
(
Yj(f)

)]
<
(
Xk(f)

)
=
(
Xj(f)

)
K−1∑
k=0
j=0

|Xk(f)|2|Xj(f)|2
. (3.40)

We can expand the expectation inside the numerator to get

E
[
<
(
Yk(f)

)
=
(
Yj(f)

)]
=

N−1∑
s=0
t=0

vk(s)vj(t)E
[
y(s)y(t)

]
cos(2πfs) sin(−2πft) (3.41)

=
N−1∑
s=0
t=0

vk(s)vj(t)E
[
zy(s)zy(t)

]
cos(2πfs) sin(−2πft) (?)

+
N−1∑
s=0
t=0

vk(s)vj(t)E
[
ξy(s)ξy(t)

]
cos(2πfs) sin(−2πft) (3.42)

Note that the term (3.42) is equivalent to E
[
<
(
Yk(f)

)]
E
[
=
(
Yj(f)

)]
, and so equa-

tion (3.39) will be true – as long as the sum (?) is equal to zero, which has yet to be

shown.

Under the assumption that zy(t) is a white noise process, each term in the sum-

mand such that s 6= t will be zero. Then using the trigonometric identity

cos(a) sin(b) =
1

2

(
sin(a+ b)− sin(a− b)

)
, (3.43)

it becomes clear that

(?) =
1

2

N−1∑
t=0

vk(t)vj(t)E
[
zy(t)

2
]

sin(−4πft) (3.44)

=
σ2
y

2

N−1∑
t=0

vk(t)vj(t) sin(−4πft). (3.45)

Interestingly, (3.45) resembles something akin to the pseudocovariance of Y (f), albeit
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real-valued; this makes sense intuitively, given the relationship between pseudocovari-

ance and circular symmetry. In theory, this value should be approximately zero. After

all, note that sine is an odd periodic function and will integrate (or in this context,

discretely sum) to zero over any interval symmetric about a point where the sine

function is valued at zero.

However, since N is dependent on the data, it’s impossible to know if the discrete

interval {0, . . . , N − 1} satisfies this, or if there will be some “hangover” value that

will contribute to the sum. The Slepian tapers would suggest that the ends of the

tapered sinusoid may be dampened enough for this hangover value to be ultimately

negligible, but this is not a strong enough argument to guarantee independence.

Thus, we can not claim the independence of the transfer function’s real and imag-

inary parts, in general, even for the trivial case where both the predictor and re-

sponse are pure noise. While the distribution of Ĥ(f) might be mostly spherical,

we technically can’t say its real and imaginary parts are uncorrelated, and therefore

the distribution should not formally be labled circularly symmetric about its mean.

However, for the purposes of further exploring H, this correlation will be considered

practically negligible.

At this point, the distribution of Ĥ(f) is better understood, yet it’s unclear how

it might be evaluated in terms of the actual properties of Ĥ(f). The modulus and

argument of this complex random variable offer an accessible (not to mention, real

valued) perspective of the transfer function, and their own distributions are now

worthy of discussion.

3.2.2 Distribution of the Modulus of Ĥ(f)

The magnitude of any circular bivariate Gaussian random variable is distributed ac-

cording to the Rice distribution, Rice(ν, σ), as discussed in chapter 2. This, of course,
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applies to circular complex Gaussian random variables, by extension. The previous

section showed that the real and imaginary parts of Ĥ(f) are roughly uncorrelated,

implying the distribution of Ĥ(f) is circular approximately complex Gaussian. Thus,

its modulus |Ĥ(f)| should follow a Rice distribution. What remains is to find expres-

sions for the parameters of this distribution for |Ĥ(f)|.

3.2.2.1 Rice Distribution Parameters for |Ĥ(f)|

Because the Rice distribution describes the modulus of a circular complex Gaussian

random variable, its parameters are directly dependent on those of the original random

variable’s distribution. Recall from chapter 2 that the real and imaginary parts of

a complex Gaussian random variable are, themselves, distributed as real Gaussian

random variables. Equation (3.46) describes the relationship between the distribution

of |Ĥ(f)| and those of the real and imaginary parts of Ĥ(f).

| ˆH(f)| ∼ Rice
(
ν, σ|H(f)|

)
<
( ˆH(f)

)
∼ N

(
ν cos(θ), σ2

|H(f)|

)
(3.46)

=
( ˆH(f)

)
∼ N

(
ν sin(θ), σ2

|H(f)|

)
Finding σ|H(f)| is almost trivial, and solving for ν is straightforward after some

trigonometry The expressions for these parameters are simply

σ|H(f)| =

√
σ2
H(f)

2
. (3.47)

ν =
√
µ<,H(f)2 + µ=,H(f)2 (3.48)

Where µ<,H(f) and µ=,H(f) denote the expectations of <
[
Ĥ
]
and =

[
Ĥ
]
, respectively.

As discussed in Chapter 2, beware the parameters ν and σ|H(f)| are not directly

analogous to the mean and standard deviation of the Rice distribution.
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3.2.2.2 Distribution and Probability Density Function

The parameters found in the previous section define the distribution for the modulus

of the transfer function. In relation to the parameters of Ĥ(f) itself,

|Ĥ(f)| ∼ Rice
(
ν, σ|H(f)|

)
(3.49)

= Rice

(√
µ2
H,< + µ2

H,= , σH/
√

2

)
.

The corresponding probability density function of |Ĥ(f)| is

p|H(f)|(x) =
x

σ2
|H(f)|

e

−x
2 + ν2

2σ2
|H(f)| I0

(
νx

σ2
|H(f)|

)
, (3.50)

where I0(·) is the modified Bessel function of the first kind, order zero.

3.2.3 Distribution of Argument

Unfortunately, the distribution of the argument of a Complex Gaussian random vari-

able is not as commonly understood as that of said random variable’s modulus. The

probability density function of Arg(Ĥ), found manually by integrating the joint pdf

of |Ĥ(f)| and Arg(Ĥ(f)) with respect to |Ĥ(f)|, is

pa(x) =
1

2π
e

−ν2(1 + sin2(x− φ))

2σ2
H D−2

(
−
√

2

σH
ν cos(x− φ)

)
(3.51)

where D−2(·) is the parabolic cylinder function, ν is the modulus of E
[
Ĥ(f)

]
(yes,

this is exactly the ν that was found to be the first parameter in the distribution of

|Ĥ(f)|), and φ is the argument of the transfer function’s mean [8]. Equation (3.51)

can be simplified by expanding the D−2(·) term so that

pa(x) =
1

2π
e

−ν2

(
1+sin2(x−φ)

)
2σ2
H e

−

(
−
√
2

σH
ν cos(x−φ)

)2

4 1F1

1;
1

2
;

(
−
√

2
σH

ν cos(x− φ)
)2

2

 (3.52)
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where 1F1 is Kummer’s confluent hypergeometric function. The exponential terms

combine to simplify quite nicely, giving the pdf

pa(x) =
1

2π
e
−
(
ν

σH

)2

1F1

1;
1

2
;

(
−
√

2
σH

ν cos(x− φ)
)2

2

 . (3.53)

3.3 Further distributional Properties of Transfer

Function Values across Frequency

We have already determined an expression for the variance of H(f). However, we

haven’t seen how covariance behaves for the transfer function across frequency. It was

shown earlier in the chapter that the covariance of eigencoefficients across frequency

is not trivial, and so we want to examine how this affects the distributional behaviour

of the transfer function, by extension.

Covariance and Pseudocovariance

Suppose x(t) and y(t) are zero-mean Gaussian white noise processes with variances

σ2
x and σ2

y , respectively. Then if H represents their transfer function,

Cov[H(f), H(g)] = E[H(f)H(g)∗]− E[H(f)]E[H(g)∗]

= E[H(f)H(g)∗]. (3.54)

Define the following set of notations,

A(f)
def
=

K−1∑
k=0

|Xk(f)|2

~Vk(f)
def
=
[
vk(0)ei2πf(0), . . . , vk(N − 1)ei2πf(N−1)

]T
V(f)

def
=
[
~V0(f), ~V1(f), . . . , ~VK−1(f)

]
U(f)

def
=

X(f)V(f)

A(f)
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Lastly, let the notation ·H represent the Hermitian (conjugate transpose) of a complex

vector or matrix. The covariance and psudovariance can then be written

Cov[H(f), H(g)] = E

[
X(f)HY (f)

A(f)

(
X(g)HY (g)

A(g)

)H]

= E
[
X(f)HY (f)

A(f)

Y (g)HX(g)

A(g)

]
=
X(f)H E[Y (f)Y (g)H]X(g)

A(f)A(g)

= σ2
y

X(f)H V(f)HV(g)X(g)

A(f)A(g)

= σ2
y U(f)HU(g). (3.55)

J [H(f), H(g)] = E[H(f)H(g)]

= E

[
X(f)HY (f)

A(f)

(
X(g)HY (g)

A(g)

)T]

=
X(f)HE

[
Y (f)Y (g)T

]
X∗(g)

A(f)A(g)

= σ2
y

X(f)H V(f)HV∗(g)X∗(g)

A(f)A(g)

= σ2
y U(f)HU∗(g) (3.56)

These expressions will appear in later manipulations of frequency domain objects and

will be especially useful when manually decorrelating transfer function values.

3.3.1 Frequency Stationarity andManufacturing Independence

Now that we’ve found succinct expressions for the variance and covariance of the

transfer function, we’re faced with the question of Frequency Stationarity: can the

frequency-wise covariance of H(f) be represented as a single autocovariance function
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of lag? Explicitly, this would imply that for any frequencies f, g, f ′, and g′,

|f − g| = |f ′ − g′| =⇒ U(f)HU(g) = U(f ′)HU(g′)

Unfortunately, due to the nature of the entries in V, this implication generally does

not hold, even if both original time series are constructed as Gaussian white noise. If

we take the “spectrum” of the real and imaginary parts of H(f), treating each part

as we would functions of time, we see direct empirical evidence of a lack of frequency

stationarity, as seen in figure 3.1. This is a fairly natural result if we consider the

correlation of eigencoefficients across frequency suggested by equation (3.27)

Figure 3.1: “Spectrum” of Real and Imaginary parts of H(f), displaying frequency
non-stationarity in the form of a downward trend.

Regardless of stationarity, the transfer function as a whole - that is, the set H
def
=

{H(f) : f is a Fourier frequency} - is still distributed Complex Gaussian. This means

that we can use the transfer function’s Covariance and Pseudocovariance matrices to

transform H(f) such that its resulting values are not correlated by frequency.

Suppose we want to ensure frequency stationarity within a frequency band of radius
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W , centered about some f0. Call the set of frequencies in this band D. Consider the

covariance and pseudocovariance matrices Γ and C with entries

Γf1,f2
def
= σ2

y

[
U(f1)HU(f1)

]
Cf1,f2

def
= σ2

y

[
U(f1)HU∗(f2)

]
f1, f2 ∈ D

def
= {f0 −W, . . . , f0 +W}.

One of the easiest ways to combine Γ and C into a single object is to write them in

terms of <[H] and =[H], as these are both real valued Gaussian random variables.

Let D(r) and D(i) respectively denote the vectors of real parts and imaginary parts of

H for all frequencies in D. Let J be the number of frequencies in D.

With all this having been constructed, we consider the vector

H ′D
def
=

[
<
(
H(D1)

)
, . . . ,<

(
H(DJ)

)
,=
(
H(D1)

)
, . . . ,=

(
H(DJ)

)]T
=
[
D

(r)
1 , D

(r)
2 , . . . , D

(r)
J , D

(i)
1 , D

(i)
2 , . . . , D

(i)
J

]T
.

(3.57)

The covariance matrix Σ, addressing H ′D, is complex valued, but can be written in

real-valued terms of Γ and C. Let a1 and a2 be the indices of some elements in D(r).

Similarly, let b1 and b2 be the indices of some elements in D(i).

Σa1,a2 =
1

2
<(Γ + C)

Σa1,b1 =
1

2
<(−Γ + C)

Σb1,a1 =
1

2
=(Γ + C)

Σb1,b2 =
1

2
=(Γ−C)

(3.58)

We can now “uncorrelate” the entries of H ′D using the inverse of the matrix square

root of Σ. Call the resulting matrix:

Z ′D = Σ−1/2H ′D. (3.59)

Finally, add the values of the transformed D(r) and D(i) values element-wise,

after multiplying each transformed element of D(i) by i. This lets us return to a

complex J-length vector of transfer function values, but now, this vector should have

a covariance matrix roughly equal to the identity matrix, eliminating correlation
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within the frequency band D. Call the transformed transfer function vector ZD. To

be clear,

ZD =
[
Z ′D1

, . . . , Z ′DJ
]T

+ i
[
Z ′DJ+1

, Z ′DJ+2
. . . , Z ′D2J

]T
.

This may seem like a lot of effort to go to in the name of eliminating correlation,

but the method is not computationally difficult and the distributional properties of

ZD are substantially more flexible than those of H in the same frequency band. ZD

even has uncorrelated real and imaginary parts, which we’ve seen is problematic to

formally assume for H(f) in general. The advantages and disadvantages of ZD will

be discussed more thoroughly when we attempt to develop a test statistic in the quest

to interpret the transfer function’s in the context of signal detection.

3.4 Distributional Properties of the Transfer Func-

tion in the presence of a signal

To be frank . . . we’ve been examining H(f) under trivial conditions. In particular,

we’ve assumed for most derivations up to this point that both the predictor and

response series are nothing but Gaussian white noise processes. This is boring. Nor-

mally there is little motivation to study nuances of the transfer function in all absence

of deterministic data, but examining the most basic case has provided us with a base-

line for how the transfer function behaves. In this section, we add signals to the

original time series and study the effects of these signals on the distribution of the

transfer function.

To provide some preliminary set up, suppose we have the following time series:

x(t) = ξx(t) + εx(t)

y(t) = ξy(t) + εy(t),
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where the deterministic parts are of the form

ξx(t) = cos(2πfxt)

ξy(t) = cos(2πfyt),

and where εx(t) and εy(t) are zero-mean white noise processes with variances σ2
x and

σ2
y , respectively. In general, we consider the predictor to be fixed whereas the response

is considered random.

Denote the Fourier transform of ξx(t) – tapered by the kth Slepian sequence – by

Ξx,k(f). The vector of Ξx,k(f) for k ∈ {0, . . . , K− 1} will simply be written as Ξx(f).

Let Ex(f) be the vector of similarly tapered Fourier transforms for the stochastic part

εx(t). Suppose these notation conventions also apply to y(t). Finally, assume unless

otherwise stated that fx 6= fy and that their absolute difference is greater than twice

the frequency bandwidth W used by the multitaper method.

3.4.1 In the Presence of a Signal: Response

The Mean of H(f) at a Response Signal Frequency

Spoiler alert: the signal ξy alters H(fy) – particularly, its mean. To see this alge-

braically, take the expectation of the multitaper transfer function,

E[H(fy)] = E

[
X∗(fy) · Y (fy)∑K−1
k=0 |Xk(fy)|2

]

=⇒ E[H(fy)] =
X∗(fy) · E[Y (fy)]
K−1∑
k=0

|Xk(fy)|2

=
X(fy) · E

[
Ξy(fy)

]
K−1∑
k=0

|Xk(fy)|2
+
Xk(fy) · E[Ey(fy)]

K−1∑
k=0

|Xk(fy)|2
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=
X∗(fy) · E[Ξy(fy)]

K−1∑
k=0

|Xk(fy)|2
. (3.60)

The eigencoefficient X(fy) – and by extension, its conjugate – will generally be very

small: we’ve assumed a fixed predictor, but have already shown that eigencoefficients

of white noise processes tend to lie near the origin, on average. However, the K-length

vector Ξy(fy) takes large values within aW radius of fy: this distorts the expectation

of H at these frequencies, pulling the mean away from zero on the complex plane.

This inspires us to observe the behaviour of |E[H(f)]|2 for some insight into which

Fourier frequency corresponds to a signal in the response, as in Figure 3.2.
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Figure 3.2: A plot showing how the modulus of H(f)’s mean is substantially larger
within a W -radius of the response signal frequency, in contrast to the Fourier fre-
quencies found outside this band.

The Variance of H(f) at a Response Signal Frequency

Recall that the Variance of H(f) at a non-signal frequency f0 is simply

Var[H(f0)] =
σ2
y∑K−1

j=0 |Xj(f0)|2
. (3.61)
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At fy, the result is similar, however, the assumption of y(t)’s stationarity has been

lost. Therefore the expression of the transfer function’s variance at fy can only be

reduced to

Var[H(f0)] =

K−1∑
i=0
k=0

X∗i (fy)Xk(fy)
(
E[Yi(fy)Yk(fy)

∗]− E[Yi(fy)]E[Yk(fy)
∗]
)

(∑K−1
j=0 |Xj(f0)|2

)2

=

∑K−1
i=0
k=0

X∗i (fy)Xk(fy)Cov[Yi(fy), Yk(fy)](∑K−1
j=0 |Xj(f0)|2

)2 . (3.62)

That being said, the numerator is not so functionally different from σ2
y , in the sense

that it does not differ enough in value for us to use the variance of H(fy) to infer

the presence of a signal: at least in the case where y(t) is simply a single sinusoid

embedded in stationary noise.

3.4.2 In the Presence of a Signal: Predictor

The Mean and Variance of H(f) at a Predictor signal frequency.

Suppose we’re now interested in transfer function behaviour around fx, where there

is a signal in the predictor. Remember, we have assumed there is no response signal

near this frequency. It’s immediately clear that the mean of H(fx) is zero due to the

zero-mean response series.

E[H(fx)] =
X(fx) · E[Ξy(fx)]∑K−1

k=0 |Xk(fx)|2
= 0. (3.63)

Thus, the distribution of H(fx) should be centered at zero. In contrast to the non-

zero mean of H(fy), this implies that the mean of the transfer function ay, in fact,

detect signals which are purely present in the response series.

The variance of H(fx) is where things get interesting. Conider the denomnator
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of H(f), which we will denote

Sx(f)
def
=

K−1∑
k=0

|Xk(f)|2.

Until this point, we’ve been treating Sx(f) as a constant of little interest. However,

notice this value is proportional to the the multitaper spectrum estimate

Ŝ(m)
xx (fx) =

1

K

K−1∑
k=0

|Xk(f)|2.

As a result, Sx(·) will be large for frequencies within a W radius of fx, and negli-

gible outside that range. This has no effect on the mean of H(fx) as we’ve already

determined this value to be zero. The variance, however, is very much influenced

by how Sx(f) behaves near fx versus the rest of the frequency spectrum. The value

Sx skyrockets near fx, sending the transfer function’s variance towards zero. Alge-

braically, the expression for variance of H(fx) is no different from that of H(fy), but

when plotted across the entire frequency spectrum, the effect becomes clear, as in

figure 3.3. The variance “bottoms out” exactly within the 2W -diameter frequency

band centered at fx. Moreover, as discussed in chapter 2, the variance of a complex

number is conveniently real valued: all of this suggests that the variance of H(f) may

work well as the basis for a test statistic which detects signals in the predictor of a

time series regression model.

3.4.3 In the Presence of a Signal: Predictor & Response

Until now, we have constructed our time series such that there has been no overlap

2W -diameter bands about the signal frequencies fx and fy. This was to ensure a

lack of coherence between signals in predictor and response in the spirit of observing

the transfer function’s relationship to each series independently. For all practical

purposes, we are really interested in the detection of coherent signals, as this would

provide insight into the frequency structures shared between each time series in the
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Figure 3.3: Behaviour of Var[H(f)] across all Fourier frequencies. Notice the valley
centered at fx.

context of actual time series regression. Suppose, then, we modify our model to have

a coherent signal at some Fourier frequency fz:

x(t) = ξz(t) + εx(t)

y(t) = ξz(t) + εy(t)

ξz(t) = cos(2πfzt),

and suppose x(t) continues to be considered fixed while y(t) is treated as a random

vector. Based on previous derivations, the mean and variance of the resulting transfer

function (at the frequency fz) should be

E[H(fz)] =
X∗(fz) · Ξy(fz)

Sx(fz)
(3.64)

Var[H(fz)] =

K−1∑
i=0
k=0

X∗i (fz)Xk(fz)Cov[Yi(fz), Yk(fz)]

(
Sx(fz)

)2 . (3.65)

This would imply both a large mean and small variance within the 2W band centered

at fz. Note, of course, that the denominator of the mean of H(fz) will be large
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due to the presence of a signal in the predictor at this frequency, pulling the mean

back toward the origin despite the structure of the response. Empirically, in the case

where both time series have signals of equal amplitude, this does not affect |E[H(fz)]|2

enough to impair the detection of the response signal. In fact, since transfer functions

act in general to represent the ratio of signal amplitudes in x and y, signals of equal

strength and aligned phase will cause H(fz) to fall near the real line with an average

modulus of exactly 1. Thus, taking both the variance and the mean into account, the

transfer function provides us with insight into the presence of coherent signals in a

time series regression setup (see Figure 3.4).

The question is: do its distributional properties give us enough statistically sig-

nificant evidence infer a coherent signal? Well. Stay tuned to find out.
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Figure 3.4: Transfer functions plotted on the complex plane at various frequencies
corresponding to signals in predictor and response.
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4. The Transfer Function as a Signal De-

tector

Remember our original problem, reader? Let me remind you: we are interested in

identifying coherent signals in the predictor and response of a time series regression

model which may not be compatible with the usual assumption of uncorrelated ob-

servations in the time domain. We’ll see in this chapter that while there are already

established methods for comparing the frequency structure of time series, they fall

short under particular but nonetheless probable circumstances.

For instance, the test of Mean Squared Coherence measures what is analogous

to correlation between predictor and response in terms of their frequency structure.

Recall from chapter 2 that the formula for the MSC of time series x(t) and y(t) is

given by

MSCx,y(f) =
|Ŝxy(f)|2

Ŝxx(f)Ŝyy(f)
.

Notice, for a moment, that the transfer function of the same pair of time series can

be expressed in terms of multitaper spectrum and cross spectrum estimates rather

than eigencoefficients,

H(f) =
~X(f)

∗
· ~Y (f)

| ~X(f)|2
=
Ŝ

(m)
xy (f)

Ŝ
(m)
xx (f)

.
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where

Ŝ(m)
xy (f)

def
=

1

K

K−1∑
k=0

X∗k(f)Yk(f).

By extension, its squared modulus can be written

|H(f)|2 =
|Ŝ(m)
xy (f)|2(
Ŝ

(m)
xx (f)

)2 .

Thus, algebraically, we see H(f) bears a major resemblance to Mean Squared Coher-

ence.
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Figure 4.1: Plotted quantiles of 5000 simulations of magnitude squared coherence for
2 time series with common signal frequency fz. The underlying noise processes of
each series have been constructed to be coherent with one another at 5 consecutive
Fourier frequencies centered at some arbitrary frequency outside a W -interval of fz,
as per the plot.

The issue with the MSC is that the eigencoeffients of the two time series in question

appear in both the numerator and the denominator, effectively normalizing the MSC’s

detection of coherence at a given frequency, regardless of signal strength. In terms of

55



coherence testing, this is the recipe for a possible overfitting disaster! While the MSC

is effective at detecting coherent signals, there is nothing stopping it from picking

up coherency in the stochastic components of time series. This can be harmless,

in the case where coherence occurs only at what can be scientifically be considered

signal frequencies, but to expect these conditions in general is unrealistic. A possible

advantage to using the transfer function is that it isn’t standardized by the spectrum

of y(t). This means that unless there is a sufficiently large signal to noise ratio

in a given response “signal” at some frequency fy, then the transfer function will

pay little attention to that frequency regardless of the “signal’s” relationship to the

frequency structure of x(t). Figure 4.1 demonstrates how the MSC is able to identify
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Figure 4.2: Plot of the squared modulus of quantiles of H(f) given the same initial
time series simulated in 4.1. Notice |H(f)|2 is highly sensitive to signal frequencies in
comparison to those of coherent noise, especially relative to the performance of the
MSC.

the presence of a coherent signal but tends to also pick up coherence at non-signal
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frequencies. Subsequently, Figure 4.2 demonstrates how the quantiles of |H(f)|2

are proportionally much less sensitive to coherency in noise than they are to signal

frequencies under identical conditions to those in Figure 4.1.

Similarly, the Harmonic F-test [15] and its variants [17, 3] are powerful tools

in detecting signal frequencies for individual time series, and could potentially be

used to compare frequency structure by applying the test to each time series in a

regression model individually. However, the original form is not robust in the face of

phase/frequency modulation. For example, consider the model

x(t) = cos(2πg(t)t) + εx(t)

y(t) = cos(2πfzt) + εy(t)

g(t) = fz + C cos
(
2πAN−1t

)
.

Above, A and C are constants, N is the common length of x and y, and εx, εy are white

noise series with common variance σ2
ε . See Figures 4.3 and 4.4 for a demonstration

of how the Harmonic F-test is less robust to modulation than the properties of H(f)

under identical conditions. We’re interested, then, in developing a test for coherent

signals using the transfer function behaviour outlined in Chapter 3; a test robust to

both the presence of coherent underlying noise, and to frequency modulation of the

predictor (and/or response) time series.

4.1 Proposed Statistics for a Test of Coherent Sig-

nals

We saw in chapter 3 that both |E[H(f)]|2 and Var[H(f)] provide information on the

presence of signals in response and predictor series, respectively. The next question is

whether these statistics can be used to infer statistically significant levels of coherence
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Figure 4.3: Harmonic F-test quantiles for the time series x(t) = cos(2πg(fx, t)t)+ε(t),
where g modulates the signal at f . The amplitude C of this modulation is W , and
the modulation rate multiplier is A = 1. The variance of the stochastic component
εx(t) of x(t) is 1.

in x and y. It’s possible a single test statistic could be found by taking the ratio of the

squared modulus of the transfer function’s mean to its variance. Given the complex

Gaussian distribution of H(f), this ratio would most likely follow an F-distribution.

For now, denote |E[H(f)]|2 by T1 and Var[H(f)] by T2. Unfortunately, since a

response signal corresponds to a high value of T1, and a predictor signal corresponds

to a low value of T2, a test using ratio of these statistics can be sufficient in inferring

significant coherence, but not necessary. For instance, if the hypothetical ratio T1/T2

is large, there may be a coherent signal . . . or, there may be a strong signal in the

response only (resulting in a large numerator) or a strong signal only in the predictor

(resulting in a small denominator.) An alternative is to instead propose bivariate test

statistic. To do this, let us look more deeply at the individual distributions of T1 and
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T2.

4.1.1 T1: The Squared Modulus of the Transfer Function’s

Mean

Suppose we have a transfer function, H, obtained from two white noise series with

unit variance, and common number of observations N :

x(t) ∼ N (0, 1),

y(t) ∼ N (0, 1)

t ∈ {0, . . . , N − 1},
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where (as usual) x and y act as the predictor and response, respectively. Let H(f)

follow a complex Gaussian distribution with mean µ, variance σH and pseudovari-

ance J . Let T (f) denote the statistic |E[H(f)]|2. We have already seen that T (f)

tends to lie towards the origin at frequencies outside the W -interval of a response

signal frequency, and since we have constructed y(t) to be purely stochastic, we can

assume T (f) will behave this way for any Fourier frequency. But according to what

distribution? We may write T as

T (f)
def
= µ<(f)2 + µ=(f)2

where µ<(f) and µ=(f) respectively represent the real and imaginary parts of the

transfer function’s sample mean at f . Recall that the real and imaginary parts of

a complex Gaussian random variable - such as H(f), for which we’ve seen that J

is theoretically zero - are each distributed as real Gaussian random variables: each

with a variance half that of the original complex Gaussian random variable. Then

the sample means µ<(f) and µ=(f) follow their own Gaussian distributions, with

mean zero and variance σ2
H/2J , where J is the number of Fourier frequencies within

a W -interval of any f .

So far, we have been computing the sample mean of the transfer function via

thousands of simulations of H(f). In any realistic scientific context, however, we

don’t have these simulations at our disposal. How are we to compute the sample

mean at f if we are only given one realization of H? One workaround is to take the

sample mean of {H(fi)}, where F(f) = {fi ; i ∈ (f −W, . . . , f + W )} is the set of

Fourier frequencies supporting H within a W -interval of f . The reasoning behind

selecting this follows from properties of the multitaper method’s eigencoefficients.

More explicitly, the W -interval about f is the range over which the behaviour of

|E[H(·)]|2 is altered, supposing f is a signal frequency. See Figure 3.2.
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Thus, let J denote the number of Fourier frequencies in F(f). Then we have

µ<(f) ∼ N (0, σ2
H/2J)

µ=(f) ∼ N (0, σ2
H/2J)

=⇒ 2J

σ2
H

(
µ2
< + µ2

=
)
∼ χ2

2.

The remaining unknown is σ2
H . But before we worry about estimating σ2

H , notice the

transfer function values in this frequency band have not yet been decorrelated from

one another, ruining any assumption of frequency stationarity. This calls for the

decorrelation method discussed in Section 3.3.1. Let ZD denote the transfer function

vector which has been transformed to have decorrelated entries, and recall that the

transformation actually takes place upon the concatenated real and imaginary parts

of ZD. Then by definition, the two vectors representing ZD’s real and imaginary

parts each have unit variance. Therefore, the variance of the final complex valued ZD

vector must be σ2
ZD

= 2.

Finally we can define the proposed test statistic:

T1
def
= J

(
µ2
<,ZD + µ2

<,ZD

)
∼ χ2

2.

We can examine the empirical distribution of T1 by running M simulations of ZD,

as we’ve done in figure 4.5 for M = 5000. Comparing the ecdf with the theoretical

cdf of a χ2
2 random variable supports our derived null distribution for T1.

Note that T1 as it is currently defined is dependent on our assumption of unit

variance for the original time series. The general case isn’t so straightforward; in

practice, the respective variances σ2
x and σ2

y of x(t) and y(t) are unknown, and must

be estimated. One way of estimating these values (without worrying about the con-

tamination of possible signals) is to examine the spectra of each time series, ignoring

values exceeding some small percentile, for instance, 5%. The remaining information

corresponds to the noise composition of the original time series, and from there the
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Figure 4.5: Plot of the empirical cdf of T1(f), given M = 5000 simulations of ZD(f).
The frequency f is chosen arbitrarily, since the original response series y(t) is purely
stochastic. Notice T1(f) follows a Chi-squared distribution with 2 degrees of freedom,
as expected.

estimators σ̂2
x and σ̂2

y can be obtained. T1 can then be found after scaling according

to the estimate σ̂2
H : the median value of

σ̂2
H(f) =

σ̂2
y

Sx(f)

across all Fourier frequencies f .

4.1.2 The Problem with Examining Var[H]

Similar to T1, the statistic Var[H(f)] has, until now, been found via the variance

of thousands of transfer functions simulated given identical conditions, with the ex-

ception of noise variation in y(t). Again, the problem is: how are we supposed to

estimate these values given a single pair of time series, as in the case of a time series
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regression model for real data?

Similar to the method used to find T1, it may be possible to find estimates of

Var[H(f)] by using the sample variance of H across a frequency band. In particular,

the distributional behaviour of the transfer function suggests the variance in a W -

interval about a signal frequency may be significantly smaller than the other W -

interval windows supporting H. Call this potential statistic σ̂W (f)2. Unfortunately,

there are a few problems with this method.

The first problem revolves around the fact that H is not frequency stationary.

Even if the original time series are stationary, the transfer function obtained via the

multitaper method has observations that are correlated across frequencies, and this

prevents σ̂W (f)2 from giving an accurate estimate of the true variance of H(f). We’ve

seen that the transformation from
(
H(f −W ), . . . , H(f + W )

)
to the vector ZD(f)

removes this correlation, and was, moreover, successful in obtaining the distribution of

T1. However, applying this with the intention of finding a test statistic for Var[H(f)]

is futile: the transformation destroys the vector’s variance structure by nature! This

means that although a reliable distribution may be found for σ̂W (f)2, at a non-

signal frequency, it will not be significantly different from the distribution of the

same statistic at frequencies where there is a predictor signal present. (Note that T1

will still identify a signal of the same frequency if one is present in the response.)

But this is merely an extension of our second problem: the variance across many

frequencies of a single transfer function and the variance across many transfer func-

tions at a single frequency are entirely different animals, so to speak. The algebraic

argument for why Var[H(f)] is small at a predictor signal frequency, as supported

3.4 and 3.3, is only in reference to H(f) as a random variable which varies with sim-

ulation, and does not actually comment on the variance of a single transfer function

within a frequency band.
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For instance, consider proposing a test statistic T2(f), defined by

T2(f)
def
= σ̂2

H(f)/σ̂2
W (f).

We may expect T2 to be particularly large for f within a W -interval of a predictor

signal frequency fx. Figure 3.3 shows that this occurs on average, if observed over

thousands of simulations, but is nonsensical given any single realized transfer function.

Figure 3.4 went on to show the complex distribution of the vectors HH , HW (f0), and

HW (F(fx)), where

HH
def
=
(
H(f1), H(f2), . . . , H(fJ)

)
HW (F(f))

def
=
(
H(f −W ), . . . , H(f +W )

)
for all f ∈ F(f), where |fx − f0| > W .

Then despite the promising distributional behaviour of H(F(fx)) across simula-

tions, in the case of a single transfer function there is no clear justification for using

Var[H(f)] as the basis of a test statistic for detecting signals in x(t). This is a real

bummer. A several-month-long bummer, in fact. But it does not take away from

the fact that T1 has provided us with a test for a response signal, and one that is

potentially robust to frequency modulation and contamination by coherent noise, at

that!

4.2 Analysing the performance of T1

So far we’ve seen several indications that T1 may provide us with a test for signals

in the response series of a time series regression model. We’ve observed how the dis-

tribution of T1(f) changes drastically when entering the W -interval threshold around

a response signal frequency fy. We’ve algebraically derived T1(f) to be distributed

χ2
2 for f outside said threshold. We’ve seen empirical evidence across thousands of

simulations - evidence which suggests a robustness to both frequency modulation and
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chance coherency in the stochastic components of x(t) and y(t). It’s now time to

examine the formal performance of T1 under varying conditions, and to determine a

test which can make use of this statistic.

4.2.1 T1 and Sensitivity to Coherent Noise

Suppose we have a single transfer functionH, by which T1 accompanies. How sensitive

is T1 to coherent noise in comparison to the MSC of the same time series who produced

H?

Well, what is “coherent noise?" Although we’ve discussed it in previous sections,

we haven’t given any formal definition, and as it stands the phrase appears to be

something of an oxymoron. For our purposes, coherent noise refers to the similarities

in frequency structure between the stochastic components of our time series: although

the kind of structure lending itself to the detection of “coherent noise" is, in fact, a

signal of sorts, the signal to noise ratio we imagine when using this terminology

is minuscule. There are instances where we want a test to be so sensitive. Often,

interesting phenomena in the frequency domain correspond to interesting phenomenon

in the scientific domain, despite how tiny the signal to noise ratio really is. Other

times, we want to ignore these tiny signals and instead focus on greater signals without

the MSC’s risk of false alarm bells. It’s this niche which T1 intends to fill.

Forcing Noise to be Coherent

The next question is how to construct noise which can be considered coherent at

select frequencies. Noise is noise, after all. We can begin by ensuring the noise series

are not coherent at frequencies outside our selected set. The problem of producing

noise which is definitively incoherent is a non-trivial problem on its own, but we will

assume the vectors of noise producing these simulations are, in general, independent
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from one another.

Consider the model

x(t) = cos(2πfzt) + εx(t)

y(t) = cos(2πfzt) + εy(t),

where εx(t) and εy(t) are the stochastic components of the predictor and response

series x and y, respectively. Call their associated eigencoefficients X(f) and Y (f).

We want to manufacture coherency for frequencies in F(f0) for some “null” frequency

f0, chosen such that F(f0) ∩ F(fz) = ��O. To do this, set

Y (f) =
√
λ X(f) +

√
1− λ ε′y(f)

for f ∈ F(f0), where ε′y(f) is complex valued white noise, and λ ∈ [0, 1] is simply a

constant defining the complex linear combination. When λ = 1, the eigencoefficients

Y (f) and X(f) are perfectly coherent. This effectively forces εx(t) and εy(t) to be

coherent at frequencies within a W -interval of f0 without significantly leveraging or

contaminating the “true” signal at fz Note that the value of λ used in Figures 4.1 and

4.2 was chosen to be λ = 0.2025 = 0.452. This also allows fine control over the degree

of coherency, which helps in exploring performance below.

Comparison of T1 and the MSC

One concern surrounding the use of the MSC as a coherent signal detector is the

MSC’s sensitivity to coherent noise. The question of how concerned we should be can

be attacked via empirical rates of rejecting the null, given an α-level test. The MSC

values produced by the multitaper method can be transformed to have a standard

normal distribution [16], and so these transformed values will act as the subjects of

our test.

Suppose the white noise time series εx(t) and εy(t) each have unit variance. Table

(4.1) shows rejection rates of their MSC versus those of T1, varying by λ.
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We see that in these situations, the MSC test is convinced there is a coherent

signal at the coherent noise frequency f0. We also see that the effect of embedding

each time series with the common signal cos(2πfzt), where fz is outside a 2W range

of coherent noise frequency f0, is not particularly significant; this was expected, given

the bandwidth of the multitaper method.

T1 is much less sensitive to coherent noise, as demonstrated by its lower rejection

rates for small values of λ. The lack of a signal in the predictor at f0 causes T1 to

stay small despite the coherency of its eigencoefficients with those of the response; the

denominator of T1 is proportional to the spectrum of x, therefore there’s no reason

for it to behave much differently in the face of what we are calling coherent noise.

The MSC, in contrast, has a denominator dependent on the spectra of both x and y.

This causes the MSC to detect coherence even at non-signal frequencies.

This gives T1 an advantage in certain contexts. There are instances where we want

to pick up frequencies corresponding to coherence regardless of their signal to noise

ratio, and for this it is better to use the MSC. But when we are looking for larger

coherent signals in a time series regression model, and the structures provoking that

coherence have residual influence on the stochastic components of the time series, it

is more accurate to use T1 as a detector.

4.2.2 T1 and Robustness to Frequency Modulation

Frequency, or phase, modulation occurs when a sinusoid’s frequency is a function of

time. The form of frequency modulation that we are interested in, given the context

of T1, will take the form

x(t) = cos
(
2πgx(f, t)t

)
+ εx(t)

y(t) = cos
(
2πgy(f, t)t

)
+ εy(t)
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where,

gx(f, t) = f +W cos
(
2π (ax/N) t

)
gy(f, t) = f +W cos

(
2π (ay/N) t

)
ax, ay ∈ A = {1, 1.1, 1.2, . . . , 2}

εx(t), εy(t) ∼ N (0, σ).

For now we will assume σ = 1 and that x(t) and y(t) have a common signal at some

arbitrary fz.

We’re interested in how T1 performs at fz in comparison to the classic 1982-version

of the harmonic F -test [15], which is known to not be robust to frequency modulation.

The harmonic F -test is only applied to one time series at a time, and so our hope is

that the coherency between two time series will provide T1 with the leverage needed

to detect the response signal despite said signal having been modulated. We test the

harmonic F -statistic against its null distribution of F2,2K−2.

The results suggest T1 is a much more reliable detector in the case where the

rates of modulation ax and ay have a small difference (roughly less than or equal

to 0.1, given our setup). Moreover, it tends to be more sensitive than the MSC

for this model in general. Table 4.2 provides a comparison of rejection rates for all

pairs (ax, ay) with an absolute difference of less than 0.2. Results for other pairs of

modulation rates will be provided in the appendix. T1 appears to provide a superior

alternative to applying the F -test to individual predictor and response time series

under such specific conditions. Of course, T1 is certainly not perfect: the rejection

rates still never exceed 40%, so the sensitivity is very, very low in a grand sense.

Final interpretation of T1

In conclusion, we have shown the T1(f) test statistic – defined by the squared modulus

of the band-wide sample mean of the multitaper transfer function, scaled by the
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number of Fourier frequencies in-band – to follow a Chi-squared distribution with two

degrees of freedom whenever f does not correspond to a signal frequency. Simulation

results further support the effectiveness of T1 as a coherent signal detector, given a

time series model with strongly stationary stochastic noise components and embedded

harmonic signals.

The T1 test statistic presents a couple of immediate advantages to other accepted

signal and coherence detectors, under certain conditions. The test for magnitude

squared coherence does not discern coherent noise from coherent signals as accurately

as what has been observed for T1.

Moreover, T1 has been shown to be statistically more robust to frequency mod-

ulation than individually applying the harmonic F−test to each time series in the

regression. This is dependent, however, on the rates of frequency modulation being

sufficiently similar between the predictor and the response time series. Further com-

parison of T1’s performance in comparison to the harmonic F−statistic may provide

a clearer threshold for what models will support this advantage.

The empirical findings of this chapter, thus, encourage the use of multitaper trans-

fer function estimates as a means of developing test statistics for signal detection

within a niche of model conditions. Quantifying the distributional behaviour of T1

in comparison to similar estimators has enriched our understanding of what transfer

function modulii communicate in terms of frequency structure, given select time series

regression models examined under the framework of the multitaper method.
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Rejection rates: α = 0.05

√
λ T1 MSC

1.00 100.0 100.0

0.95 100.0 100.0

0.90 100.0 100.0

0.85 99.1 99.8

0.80 97.2 99.5

0.75 94.5 98.6

0.70 91.2 96.3

0.65 84.5 91.3

0.60 76.0 87.9

0.55 66.8 78.7

0.50 57.5 73.9

0.45 48.5 67.8

0.40 39.4 58.8

0.35 30.1 54.1

0.30 23.7 47.9

0.25 16.2 40.6

0.20 12.3 37.4

0.15 9.7 31.4

0.10 5.9 29.0

0.05 5.3 25.8

0.00 3.0 25.5

Rejection rates: α = 0.01

√
λ T1 MSC

1.00 99.8 100.0

0.95 98.7 99.9

0.90 97.3 100.0

0.85 94.6 99.1

0.80 89.4 96.8

0.75 81.5 92.4

0.70 72.6 85.6

0.65 63.1 74.3

0.60 50.1 66.5

0.55 42.5 55.0

0.50 32.1 46.3

0.45 23.6 40.2

0.40 17.4 30.7

0.35 13.7 26.5

0.30 8.8 20.4

0.25 5.4 14.7

0.20 3.8 11.1

0.15 2.7 11.3

0.10 1.4 7.7

0.05 1.1 9.0

0.00 0.6 6.4

Table 4.1: Table of T1 and MSC rejection rates over 1000 simulations of independent
white noise time series, testing for coherence at levels α = 0.05 and α = 0.01. The
time series have been modified to have coherent eigencoefficients at frequencies near
an arbitrarily chosen f0.
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Modulated signals - Rejection rates: α = 0.001

ax bx T1 Fx Fy MSC

1.0 1.0 28.6 0.1 0.0 10.4

1.1 1.1 37.8 0.1 0.3 16.9

1.2 1.2 32.5 0.2 0.0 12.9

1.3 1.3 26.7 0.0 0.1 9.0

1.4 1.4 23.1 0.0 0.1 11.4

1.5 1.5 18.3 0.1 0.4 11.8

1.6 1.6 19.6 0.1 0.0 7.7

1.7 1.7 15.6 1.7 1.1 8.2

1.8 1.8 13.2 0.0 0.2 6.1

1.9 1.9 9.8 0.0 0.0 8.3

2.0 2.0 10.4 0.1 0.2 5.2

No modulation, with and without signal.

Rejection rates: α = 0.001

Signal
(
ax, bx

)
T1 Fx Fy MSC

Yes ( 0, 0 ) 100 100 100 100

No ( 0, 0 ) 0.0 0.0 0.3 1.5

Table 4.2: Table of T1 and Harmonic F−test rejection rates over M = 1000 simula-
tions, testing for the presence of a signal at the α = 0.001 level. Modulation rates are
applied to a common signal with arbitrary frequency fz. The case of no modulation
is included, as well as the null case where no signal is present.
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5. Conclusion and Future Work

Dear reader,

Our remaining time together is short, but the story is far from over. As usual in

the never ending game of Mine Sweeper that is scientific research, we may have only

flagged one mine, but in the process we’ve cleared enough room to see the potential

mines lying in wait. How does this work contribute to what we already know about

transfer functions, signal detection, or time series regression models and their cry for

enrichment? What are its scientific implications?

Furthermore, what do we do next? We wonder whether our test statistic becomes

worthless if the assumptions held throughout this thesis are relaxed, and wonder,

furthermore, what we would have to do about it. This chapter curates the resolutions

to these questions where they exist, and considers, otherwise, what can be done to

further the statistician’s quest to flag the minefield this thesis has exposed.

5.1 What have we learned from all this?

5.1.1 Motivation

The intention of regressing time series in general is to observe the relationship between

ordered sets of data over time, and much of the time, the scientific contexts for doing

so are breeding grounds for temporal harmonic trends in the data [16]. The typical
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regression model’s assumptions with regards to correlation across time therefore make

traditional time series regression models unreliable in many plausible applications.

Alternatively, convolving a predictor time series with a linear filter bypasses the

assumption of independent error terms; this supports the potential of filter models as

alternatives to standard linear regression when we suspect periodic trends in the data.

The disadvantage is that filter coefficients are barely interpretable in comparison to

the cozy y = mx+ b undercurrent of traditional linear regression models.

So we board the S.S. Fourier, and ferry ourselves over to the frequency domain.

This perspective allows us to relate the amplitudes and phases of predictor and re-

sponse harmonics via a transfer function of frequency, H(f). But travel is not free,

and the fare for the S.S. Fourier is estimation. The transfer function estimate Ĥ(f)

obtained via the multitaper method is the solution to a complex regression on eigen-

coefficients in the frequency domain.

5.1.2 Wild Creatures of the Frequency Domain

The frequency domain objects we’ve discussed are complex but tame linear combina-

tions, for the most part. In Chapter 3 we took the extra step of domesticating them

and in Chapter 4 we installed a cat flap. Let’s now summarize their distributional

properties.

The eigencoefficients of x and y are distributed complex Gaussian. Consider

Xk(f). Its mean is the kth eigencoefficient of the pure signal: large within aW -radius

of fx, and practically zero otherwise, as per the multitaper method. Its variance is

exactly that of the white noise process. Lastly, its pseudocovariance is a complex

linear combination of the kth-order squared Slepian sequence. Finally, if the noise

process is generalized to be weakly stationary, the variance and pseudocovariance of

Xk(f) are instead linear combinations of the time series’ autocovariance function.
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The multitaper transfer function corresponding to x and y is estimated as the solu-

tion to a complex regression on their eigencoefficients in the frequency domain. Based

on this, we’ve interrogated the multitaper transfer function’s distribution. Results

suggest that the distribution of H(f) is complex Gaussian, varying greatly depending

what (and whose) signal is present, as detailed by Section 5.1.3.

5.1.3 Diary of a Transfer Function

At a null frequency f , the transfer function’s distribution is roughly circular sym-

metric, centered at the origin, with a variance proportional to the response (y) series

variance over the predictor’s (x) multitaper spectrum estimate.

The complex valued mean of H(f) is pulled away from the origin whenever f

approaches a response signal frequency. This follows from the distribution of response

eigencoefficients, along with the assumption that the predictor is fixed. This does not

occur near predictor signal frequencies unless they coincide with a response signal.

The variance of H(f), however, is only dependent on signals in the predictor. This

is because the response time series has a constant variance, but the transfer function’s

variance is still inversely proportional to the predictor’s spectrum. By definition, the

predictor’s is large within W of a predictor signal frequency, forcing H to have a very

small variance within this frequency range.

Complex Plane

Signal in x

Complex Plane

Signal in y

Complex Plane

Signal in Both

Complex Plane

No Signal

Figure 5.1: An informal but satisfying view of empirical transfer function distributions
for each case described in section 5.1.3. All plot axis range from -5 to 5.
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At frequencies where x and y share a common signal, the transfer function is

intuitive. Its modulus describes the amplitude ratio of the signals, and its argument

describes their shift in phase. The third plot in figure 5.1 shows an empirical distri-

bution with unit modulus and argument zero, on average: the transfer function for a

pair of identical signals in noise.

Lastly, this work emphasizes that the H obtained via the multitaper method is not

frequency stationary due to the nature of eigencoefficient estimation. In particular,

multitaper transfer function values are correlated across frequency, and this needs to

be considered before statistically inferring information about frequency structure.

5.1.4 The T1 Test Statistic for Detection of Coherent Signals

Speaking of inferring information about the frequency structure of x and y, our find-

ings suggest the transfer function may be effective as a nuanced signal detector. A

test statistic based on H’s expectation promises insight into the presence of response

signals, whereas one based on H’s variance does so for the predictor.

The former test statistic T1 is defined in terms of H as: the squared modulus of

the band-wide sample mean, scaled by the number of frequencies in-band. The latter

test statistic is puzzling, and will be discussed as a topic for future work.

The null distribution of T1(f) was found to be χ2
2. At frequencies of coherence,

tests run at the α = 0.05 and α = 0.01 demonstrate T1 functions appropriately as a

signal detector.

Interestingly, T1 appears to be marginally better than the MSC at differentiating

coherent noise from legitimate signals. Coherent noise, in this context, refers to

response eigencoefficients which are convex linear combinations of complex white noise

and predictor eigencoefficients. Moreover, we T1 is a superior detector to performing

individual harmonic F−tests for signals with similar rates of frequency modulation.
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5.2 Future Work

Arriving at the results summarized in Section 5.1 has been a sinusoidal journey of

frustration and thrill. In science’s metaphorical game of Mine Sweeper, many mines

were erroneously flagged or detonated and I continue to have visions of the Game

Over screen as I sleep. This section exposes what barriers could not be surmounted

during our research, and provides a collection of topics for future work which may

improve the scope of our results and/or the comprehensive understanding of time

series regression techniques.

5.2.1 General Generalization

The greatest deficiency of this work is its specialized application to extremely restric-

tive models, which is a bit ironic given our original motivation. The primary model

used throughout this thesis is constructed under the following restraints.

X The model contains a single predictor time series and a single response time

series of equal length.

X Each time series is the linear combination of a pure cosine and a white noise

process.

X The predictor and response signal frequencies fx and fy either have an absolute

difference of no less than 2W , or, are exactly equal.

Generalization may begin with the introduction of more harmonic components in one

or more time series in the model. Likewise, we may want to check the sensitivity of

T1 as signal-to-noise amplitude ratios vary. These factors may contribute to how well

T1 performs in relation to rival methods. For instance: the MSC has been shown to

be more sensitive than T1 to coherency for low amplitude signals, and this may or

may not be desirable in a given context.
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Another assumption that needs to be relaxed is that all stochastic components

are distributed as Gaussian white noise. The distribution of H is highly dependent

on the model’s noise distribution, and can’t be assumed complex Gaussian if it is not,

in fact, a complex linear combination of Gaussian random variables!

Furthermore, white noise is strongly stationary. Chapter 3 includes a quick outline

of the eigencoefficients produced by a more general pair of stationary noise processes,

and their distributions are fairly easy to find. However, generalizing a model’s noise

to only be weakly stationary may have non-trivial effects on the distribution of H,

and by extension, T1. Future work may entail extending the findings of this thesis to

models of ARMA(p, q) time series, and so forth.

5.2.2 Leveraging the Nature of Transfer Function Variance

The final point of discussion is the T1 test statistic’s elusive evil twin. We have

showed that the variance of H is highly responsive to predictor signal frequencies. In

theory, a test statistic based on Var[H] would complement T1, and a bivariate test

statistic T = (T1, T2) could be developed to give a more well rounded understanding

of what the multitaper transfer function’s properties represent. The main barrier to

establishing a T2 test statistic is the transfer function’s lack of frequency stationarity:

the techniques used to circumvent this for T1 do not apply to a test statistic requiring

conservation of the transfer function’s variance structure.

Further research needs to be done in order to overcome the correlations across

frequency which stand in the way of developing T2. Using observations in a frequency

band to estimate Var[H] has been unsuccessful for individual realizations, but we

have strong empirical evidence that the sample variance across multiple simulations

does, in fact, respond to predictor signals as expected. A deeper study of how to

estimate transfer function variance may uncover the mechanisms needed to develop
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a second test statistic robust to correlation across frequency.

This work presents a test statistic whose niche is functionally limited in scope.

The adventure of its conception has enriched our understanding of several frequency

domain objects and their distributions, nevertheless. Once a bivariate test statistic is

obtained from T1 and whatever T2 is, potentially showcasing the nuances of frequency

structures accompanying time series regression, the multitaper transfer function’s role

in advancing signal detection can be appreciated furthermore.
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Appendix

Full results for T1 given signal modulation

Modulated signals - Rejection rates: α = 0.001

ax bx T1 Fx Fy MSC

1.0 1.0 28.6 0.1 0.0 10.4

1.0 1.1 9.1 0.1 0.4 5.4

1.0 1.2 7.6 0.2 0.1 5.2

1.0 1.3 5.1 0.3 0.0 2.1

1.0 1.4 3.2 0.3 0.1 1.4

1.0 1.5 2.6 0.3 0.2 1.6

1.0 1.6 1.7 0.3 0.0 0.7

1.0 1.7 1.8 0.3 1.1 1.7

1.0 1.8 1.6 0.3 0.0 1.8

1.0 1.9 0.8 0.2 0.0 1.7

1.0 2.0 0.6 0.3 0.0 1.7

Table A: Table of T1 and Harmonic F−test rejection rates overM = 1000 simulations
of white noise processes, testing for the presence of a signal at the α = 0.001 level.
Modulation rates include the pairwise combinations not outlined in chapter 4.
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Modulated signals - Rejection rates: α = 0.001

ax bx T1 Fx Fy MSC

1.1 1.0 7.6 0.3 0.5 3.9

1.1 1.1 37.8 0.1 0.3 16.9

1.1 1.2 12.1 0.4 0.9 6.9

1.1 1.3 3.0 0.5 0.0 1.1

1.1 1.4 2.5 0.1 0.1 2.6

1.1 1.5 3.2 0.2 0.2 2.1

1.1 1.6 2.0 0.1 0.0 2.1

1.1 1.7 1.8 0.1 1.0 1.6

1.1 1.8 1.3 0.6 0.2 2.1

1.1 1.9 0.5 0.2 0.0 0.7

1.1 2.0 0.8 0.3 0.0 1.0

1.2 1.0 5.9 0.3 0.1 3.5

1.2 1.1 10.7 0.7 0.4 4.3

1.2 1.2 32.5 0.2 0.0 12.9

1.2 1.3 1.7 0.4 0.0 1.3

1.2 1.4 4.6 0.8 0.4 2.7

1.2 1.5 2.3 0.5 0.5 2.7

1.2 1.6 2.3 0.5 0.1 1.8

1.2 1.7 3.3 0.4 1.1 2.1

1.2 1.8 3.4 0.5 0.0 3.1
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Modulated signals - Rejection rates: α = 0.001

ax bx T1 Fx Fy MSC

1.2 1.9 1.5 0.1 0.0 2.5

1.2 2.0 1.0 0.2 0.2 0.8

1.3 1.0 4.7 0.0 0.2 2.0

1.3 1.1 4.9 0.1 0.0 1.7

1.3 1.2 2.1 0.0 0.7 1.0

1.3 1.3 26.7 0.0 0.1 9.0

1.3 1.4 3.6 0.0 0.1 1.6

1.3 1.5 1.2 0.0 0.1 0.7

1.3 1.6 2.6 0.1 0.1 0.9

1.3 1.7 2.5 0.0 1.4 1.1

1.3 1.8 1.5 0.0 0.0 1.2

1.3 1.9 1.6 0.0 0.0 2.0

1.3 2.0 1.3 0.0 0.0 1.9

1.4 1.0 3.3 0.0 0.1 2.1

1.4 1.1 4.6 0.3 0.1 1.7

1.4 1.2 6.2 0.1 0.9 3.8

1.4 1.3 4.1 0.0 0.0 1.9

1.4 1.4 23.1 0.0 0.1 11.4

1.4 1.5 9.3 0.0 0.4 7.1

1.4 1.6 4.7 0.0 0.1 2.4
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Modulated signals - Rejection rates: α = 0.001

ax bx T1 Fx Fy MSC

1.4 1.7 3.2 0.1 1.0 2.1

1.4 1.8 3.0 0.2 0.1 1.5

1.4 1.9 1.8 0.2 0.0 1.1

1.4 2.0 2.9 0.1 0.1 1.6

1.5 1.0 2.8 0.2 0.2 1.0

1.5 1.1 4.1 0.6 0.3 1.5

1.5 1.2 3.3 0.1 0.2 2.0

1.5 1.3 1.7 0.1 0.0 0.6

1.5 1.4 9.5 0.3 0.2 6.2

1.5 1.5 18.3 0.1 0.4 11.8

1.5 1.6 5.5 0.3 0.0 2.9

1.5 1.7 4.9 0.2 1.6 3.5

1.5 1.8 2.5 0.5 0.0 1.9

1.5 1.9 1.8 0.3 0.1 2.7

1.5 2.0 2.0 0.4 0.0 2.8

1.6 1.0 1.9 0.2 0.2 1.0

1.6 1.1 3.5 0.1 0.2 2.1

1.6 1.2 2.6 0.2 0.2 2.2

1.6 1.3 3.0 0.2 0.0 1.5

1.6 1.4 5.9 0.0 0.0 2.7
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Modulated signals - Rejection rates: α = 0.001

ax bx T1 Fx Fy MSC

1.6 1.5 6.5 0.0 0.1 3.6

1.6 1.6 19.6 0.1 0.0 7.7

1.6 1.7 5.8 0.1 0.8 2.6

1.6 1.8 2.0 0.1 0.2 1.4

1.6 1.9 1.1 0.2 0.0 1.3

1.6 2.0 2.3 0.0 0.0 2.9

1.7 1.0 1.9 1.5 0.4 1.2

1.7 1.1 3.4 1.5 0.0 2.7

1.7 1.2 3.6 0.9 0.5 1.3

1.7 1.3 3.0 1.3 0.0 0.8

1.7 1.4 4.1 1.1 0.1 4.3

1.7 1.5 6.0 1.0 0.3 4.2

1.7 1.6 3.5 1.0 0.1 1.8

1.7 1.7 15.6 1.7 1.1 8.2

1.7 1.8 4.0 1.3 0.0 2.6

1.7 1.9 1.2 1.1 0.1 1.3

1.7 2.0 2.5 1.4 0.1 2.3

1.8 1.0 2.3 0.2 0.3 2.0

1.8 1.1 3.0 0.0 0.2 1.9

1.8 1.2 4.1 0.0 0.4 3.1
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Modulated signals - Rejection rates: α = 0.001

ax bx T1 Fx Fy MSC

1.8 1.3 2.8 0.1 0.1 1.9

1.8 1.4 3.5 0.0 0.0 2.3

1.8 1.5 3.1 0.1 0.3 1.7

1.8 1.6 2.4 0.2 0.1 1.4

1.8 1.7 6.3 0.0 1.3 3.0

1.8 1.8 13.2 0.0 0.2 6.1

1.8 1.9 3.9 0.0 0.0 3.6

1.8 2.0 1.1 0.1 0.0 1.2

1.9 1.0 1.6 0.0 0.2 1.5

1.9 1.1 1.0 0.0 0.3 1.2

1.9 1.2 2.3 0.0 0.5 2.3

1.9 1.3 2.2 0.1 0.0 2.5

1.9 1.4 3.5 0.0 0.0 2.0

1.9 1.5 2.3 0.0 0.4 2.6

1.9 1.6 1.2 0.0 0.0 1.8

1.9 1.7 1.9 0.0 1.2 1.2

1.9 1.8 2.8 0.0 0.1 3.0

1.9 1.9 9.8 0.0 0.0 8.3

1.9 2.0 1.6 0.0 0.0 1.4

2.0 1.0 1.5 0.0 0.0 1.4
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Modulated signals - Rejection rates: α = 0.001

ax bx T1 Fx Fy MSC

2.0 1.1 1.4 0.0 0.2 0.9

2.0 1.2 2.5 0.0 0.4 2.0

2.0 1.3 3.2 0.0 0.0 2.4

2.0 1.4 3.6 0.1 0.1 2.2

2.0 1.5 2.6 0.0 0.2 1.4

2.0 1.6 2.7 0.1 0.0 2.1

2.0 1.7 2.0 0.0 1.0 2.0

2.0 1.8 0.9 0.0 0.1 0.4

2.0 1.9 2.0 0.0 0.0 1.9

2.0 2.0 10.4 0.1 0.2 5.2

No modulation, with and without signal.

Rejection rates: α = 0.001

Signal
(
ax, bx

)
T1 Fx Fy MSC

Yes N.A. 100 100 100 100

No N.A. 0.0 0.0 0.3 1.5

Null case: no modulation, tested at both noise and signal frequencies.
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