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Abstract

Inference on the fitted parameters from two time series regressions can be improved

by considering their correlation structure. We investigate the performance of an

estimator of covariance between two time series regressions in which the responses are

correlated, which is based on the multitaper method (MTM) cross-spectral estimator

for the response series. We compare the MTM-based covariance estimator to the

“standard” one based on the Bartlett estimate of the cross-covariance function of

the two response series. A simulation study is used to evaluate performance using

realizations of bivariate autoregressive processes with different characterizations of

their cross-covariance function, and the effect of embedding a common deterministic

line component in the response and predictor is examined.

We find that the presence of a deterministic sinusoidal component has an effect

on the estimated covariance between the two regressions, and greatly increases the

bias of both estimators. When common line components are detected and removed

using tools within the MTM framework, covariance estimates with lower estimated

mean squared errors are produced. In all cases, the MTM-based covariance estimator

is found to have greater efficiency than the Bartlett-based estimator.

In an application to hourly electricity demand and price data for the province of

Ontario, Canada, a linear regression model is fit in overlapping time segments in which

i



price is designated as the response variable, and a vector of regression coefficients is

obtained. Using our MTM-based covariance estimator, a covariance matrix for the

coefficient vector is estimated, and more informative confidence intervals for each

coefficient are obtained.
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1. Introduction

1.1 The Problem

In the context of time series regression, we wish to consider bivariate data in both

response and predictors, and perform linear regressions component-wise, i.e. regress-

ing the first component of the response onto the first component of the predictors,

and doing the same with the second components. By doing this, we obtain two fit-

ted regression coefficient vectors with length equal to the number of parameters in

the regression, each of which can be used to model the association between the re-

ponse and predictor quantities in their respective components, separately. What this

method fails to take into account is a possible correlation structure between these

resulting vectors of coefficients. In the case where the bivariate response components

were significantly correlated, it is not unreasonable to expect that the relationship

between the two regressions would be similar, and thus a correlation structure exists

between the fitted coefficient vectors which can be used to refine the model. Con-

text will determine how this extra information can be used. In this thesis, we are

primarily interested in dividing a time span into overlapping time segments, and con-

sidering the response and predictor time series on any pair of time segments in order
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to form each bivariate series. We opt to use just a single predictor time series here,

hence regression on each time segment gives a fitted regression coefficient. Using the

idea that a correlation structure exists amoung all the coefficients, our goal is to use

this structure to form more informative confidence bounds on each coefficient, thus

improving the model.

The question still remains of how we should go about estimating the correlations

between each pair of regression coefficients. In the context of the linear regression

model in which we are working, the covariance between any two fitted regression co-

efficients can be calculated, given the predictor time series and the cross-covariance

function (CCVF) between the two response time series on each time segment. As

the predictor time series are fixed, we need only estimate the cross-covariance func-

tion between the response series. To do so, we consider two CCVF estimators: the

“standard” Bartlett CCVF, and the inverse Fourier transformed multitaper (MTM)

cross-spectral estimate. Forming these two estimates of the CCVF allows computation

the Bartlett-based and MTM-based estimates of covariance between the regression

coefficients.

1.1.1 Case Study Example

A practical application in which we compare the aforementioned covariance estima-

tion methods uses electricity demand and price data under the segmented approach

described above. The problem of modelling electricity demand and price is important

for the planning and maintaining of any size of population. Specifically, transmitters

and distributors may gain insights from usage patterns in their service territories, and

extend this to the ability to accurately predict demand and price for future loads,
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allowing the efficient use of infrastructure and resources. In this thesis, we focus

specifically on the market in Ontario, Canada as an example of a demand and price

dataset. On the “macro” scale, a central controller of the flow of electricity through the

grid might benefit from being able to predict loads required ultimately by consumers,

in order to draw from resources effectively and efficiently. With consideration to the

increasing trend of diversifying energy sources, particularly the inclusion of renew-

ables, this becomes more important and more nuanced. In Ontario, this controlling

body is the Independent Electricity System Operator (IESO), and the dataset used

was taken from their data repository [15][16]. The IESO is one part of the five bodies

that combine to generate, transmit, and control distribution of electricity in Ontario,

as well as oversee safety and financial concerns. Separate from these is the Ontario En-

ergy Board (OEB), which is responsible for regulating the distribution of electricity to

consumers. As part of the OEB’s responsibilities, time-of-use rates for residential and

small business consumers are set which are “right and just” for the consumer, while

also attempting to reflect usage patterns, partly in effort to encourage conservation

and load shifting behaviour.

At a more geographically focused level, local distribution companies (LDCs),

which are directly responsible for providing electricity to residential and commer-

cial consumers, also stand to gain from such a model. In addition to being able to

anticipate possible complications due to high-demand events providing strain on the

distribution system, it is also of interest to anticipate cash flow for monthly recon-

ciliations of cost of power. This essentially translates to being able to predict the

difference between cost of power billed to customers and actual cost of power as de-

termined by the market. The LDC would then either owe or be entitled to receive
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funds based on this difference. A net credit to the LDC would potentially be able

to be used for maintenance of infrastructure and other capital projects; a net debit

would have to be taken into account when planning for such projects and initiatives.

As LDCs operate in a non-competitive market, the question of available funds is

frequently in mind.

1.2 Literature Review

The use of covariance information between regression coefficient estimators in corre-

lated regressions has been recognized as important. In a 2004 study of the effects of

air pollution on mortality and morbidity (hospital admissions due to cardiovascular

issues), Dominici et al. fit a Poisson log-linear model to the data from 10 populous

cities in the United States, with mortality and morbidity as the bivariate response,

and levels of particulate matter below 10 µm in aerodynamic diameter as both com-

ponents of the bivariate predictor [4]. In this case, all of the data are from the same

time period, but the components of the response vector represent different quantities,

and so the fitted coefficients from the regression represent different types of risk. A

level of correlation would be expected between these coefficients if the level of par-

ticulate matter influenced both mortality and mobidity in a similar way. In order

to estimate this correlation, a covariance matrix is estimated using a procedure of

generalized estimating equations (GEE) [27]; however, the computation does not ap-

pear to be readily reproducible due to the lack of specification of a “smooth function”

applied to the residuals in the final expression. The assumption is also made that

the responses are uncorrelated for time lags greater than 14, imposing a seemingly
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arbitrary truncation on the cross-covariance function without reference to its tail be-

haviour. Moreover, while method of GEE was developed and applied to longitudinal

data by Zeger et al. in [27], it is not clear if it is an ideal technique to apply to time

series data.

Lee and Liu [10] proposed some novel approaches to dealing with the estimation

of regression coefficients from a regression model with a multivariate reponse vector,

and accounting for the covariance between the response variables. Their focus was

on both estimating the coefficients and the covariance matrix of the error vector,

and their method of Plug-in Weighted Grapical LASSO to estimate this covariance

matrix using a penalized likelihood and inital “uncorrelated” estimates of the regres-

sion coefficient vector appears to be relevant for an ordinary linear model. Since we

are estimating the covariance matrix between the two response components with a

cross-covariance function, we need not worry about having to employ any advanced

estimation procedures, especially since the fitted coefficient vector from the penalized

regressions in [10] coincide with the ones obtained from ordinary least squares.

At the heart of estimating the covariance between fitted regression coefficients from

a linear model is the estimation of the cross-covariance function of the bivariate re-

sponse. Genton and Kleiber wrote about different ways of estimating cross-covariance

functions in geostatistics in [6], extending the work work that Fanshawe and Diggle

had previously done for bivariate processes [5]. Both works mention the use of a

kernel convolution method and make reference to the relationship between the mul-

tivariate random process of interest and a form of spectral distribution function, but

the details of the implementation of such a method is not explicitly discussed. Fur-

ther, all of the methods that are compared and contrasted appear to be better suited
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to multivariate spatial data, or a single process recorded from multiple sources, which

is a case perhaps too specific for our consideration.

Although cross-covariance function estimation appears not to have been investi-

gated as much as autocovariance function estimation, results found for ACVF esti-

mation may serve as a starting point. McWhorter and Sharf [13] found that using a

multiple-windowed autocorrelation function estimate with K tapers can potentially

result in a cumulative mean squared error K + 1 times smaller than that of the clas-

sical Bartlett ACVF estimate, provided the tapers are chosen optimally. As Hanssen

[9] subsequently showed, it is not clear that using the discrete prolate spheroidal

sequences (also known as the Slepian sequences [21]) as the multiple data windows

produces an estimate of autocorrelation that is optimal, even though the Slepians are

regarded as having ideal properties as tapers to use when estimating the power spec-

tral density [21]. Despite this, estimates of the autocorrelation function using as little

as 3 tapers exhibit less bias and variance than the Bartlett estimate after only a small

number lags away from 0, despite the Bartlett estimate appearing favourable for the

few number of lags close to 0. With no other set of tapers having been demonstrated

as superior, we opt to use the Slepians in this thesis.

The method of segmenting time series and performing regressions on individual

segments is not new, and has used in various studies in healthcare, including before-

and-after effects of antibiotic treatment [28] and the effectiveness of risk communica-

tions regarding perscription drugs [7]. The methods in these papers are both applied

to so-called interrupted time series data, in which a boundaries between two or more

different types of treatment or technique are identified in order to segment the data.

The method itself is discussed in more detail in [24], and reference is made to the fact
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that serial correlations in time series data would likely need to be considered in the

model fitting, as would seasonality; however, the treatment of periodic components is

not outlined as part of the analysis, as the focus is on fitting slope and intercept co-

efficients and examining their difference. In addition, the regression itself is not onto

one or more explanatory time series, but onto time itself as a continuous variable, so

the context and problem are distinct from what we aim to investigate in this thesis.

Often, we consider the linear model to be an attractive tool for the purposes of

measuring association between a response quantity and some number of predictor

variables. The theory of linear regression is well-established, and models fit under

this framework have results which are interpretable and easily computable in prac-

tice. Previous work has investigated the effectiveness of some different types of linear

modelling techniques when trying to predict demand and/or hourly energy price, such

as using multivariate adaptive regression splines [26], dynamic regression, or perform-

ing a lagged regression using an estimated transfer function [14]. In all of these cases,

the ordinary or generalized linear model is used with data from the previous one to

two weeks to try to predict demand and/or price levels over the course of the next day.

For this short-term prediction, these methods appear to perform well, with Zareipour,

et al. [26] claiming that their estimates have lower mean absolute percentage errors

(MAPEs) than the predictions produced by the IESO itself. A demand and price

study may also give way to effective rate-making year over year, though this would

require focus on intraday demand changes. Studies have previously been done that

look at the modelling and classification of these daily demand profiles [12] and this is

not in the scope of this thesis.
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What none of the models do consider, explicitly, is the correlation structure be-

tween fitted regression coefficients over different regressions. For example, due to the

cyclic nature of the data, there might exist a nonzero correlation between the regres-

sion coefficients from, say, the regression using the week 1 data and the regression

using the week 2 data; the current models implicitly assume that no correlation exists.

This thesis aims to explore the effect of including this correlation in the model, as

well as investigating the effect of deterministic line components on the correlation of

these regression coefficients.

1.3 Outline of Thesis

The remaining chapters in this thesis step through the investigation and comparison of

the two covariance estimators under consideration. In Chapter 2, some background

on time series and spectrum estimation, particularly using the multitaper method

(MTM) framework, is outlined as a prerequisite to forming the MTM-based covari-

ance estimator. Chapter 3 then compares this MTM-based covariance estimator with

the “standard” Bartlett-based one by using simulations of bivariate autoregressive

processes with different shape characterizations of their theoretical cross-covariance

function. In Chapter 4, the previous analysis is repeated, but with deterministic line

components embedded in the response and predictor series. We note the differences

in the relative performances of both estimators, and the effect that lines components

have on each. Finally, Chapter 5 makes use of hourly-sampled electricity price and

demand data to be used as the response and predictor time series, respectively. Sub-

sets of the time span are used to designate segments of each series, so that any two

segments of the price series are used as the components in the bivariate response,
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and similarly, the corresponding demand segments are used for the predictor. The

regressions are performed on each time segment, and both covariance estimators are

computed and then compared to each other.
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2. Background of Time Series and Spec-

trum Estimation

The estimation procedure utilized in this paper involves the treating of time series

data sets as discrete-time signals sampled at regular intervals, and we will be inter-

ested in examining the variability of these signals as a function of frequency rather

than time, for reasons that will become apparent later. For now, let us start by

establishing some lexigraphical and notational conventions.

2.1 Stochastic Processes

A stochastic process is a collection of random variables {Xt}t∈T over an index set

T . For many applications of stochastic processes, including ours, t ∈ T is used to

represent time; hence, a time series is such a stochastic process. It should be noted,

however, that the term “time series” can also be used to refer to a realization of the

stochastic process, by which is meant the observed values of the process (analogous to

the sampling of a random variable). We wish to regard a time series in the former way

in order to talk about theoretical quantities, but a data set is obviously something of

the latter description. It should be clear from context in most cases which is being
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used.

With this in mind, consider a time series {Xt} as a stochastic process over an

index set T . For much of time series analysis, it is convenient to restrict ourselves to

a class of processes that possess a quality known as stationarity.

Definition 1. A stochastic process {Xt} defined over an index set T is stationary

if the distribution of Xt over any subcollection of indices is invariant under uniform

translation. That is, if {t1, . . . , tn} ⊂ T and τ ∈ Z, then

Ft1,...,tn(·) = Ft1+τ,...,tn+τ (·) (2.1)

where Fα is the distribution function of {Xt}t∈α.

The definition of stationarity, above, is useful in theory, but in practice it is often too

strict. It is difficult to check whether or not a process is stationary with reference to

(2.1). We therefore turn to a broader definition:

Definition 2. A stochastic process {Xt}t∈T is called weakly stationary if

• E [|Xt|2] <∞;

• E[Xt] is not a function of t; and

• For any t1, t2 ∈ T and τ ∈ Z,

cov (Xt1 , Xt2) = cov (Xt1 + τ,Xt2 + τ) (2.2)

i.e. the autocovariance function of Xt depends only on |t1 − t2| and not t1 and

t2 per se.

The above definition of stationarity is also sometimes referred to as “wide-sense sta-

tionarity” or “second-order stationarity”. Henceforth, any mention of stationarity
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without a qualifier will refer to Definition 2. For a stationary time series, the autoco-

variance function (ACVF) mentioned in the third condition is commonly written as

a function of the time difference, or lag, and is denoted γX(h) for h ∈ Z. Its relative,

the autocorrelation function (ACF), is simply a scaled version of the ACVF, and is

defined as

ρX(h) :=
γX(h)

γX(0)
, h ∈ Z. (2.3)

The reason that it suffices to say that the ACVF depends only on the magnitude of

the time difference, is because of the fact that γX(·) (and hence ρX(·)) is an even

function of lag.

2.2 Spectral Representation

If it is assumed that {Xt} is weakly stationary and E[Xt] = 0, then we may write

Xt =

1/2∫
−1/2

ei2πftdZ(f), (2.4)

the so-called Cramér representation ofXt [1]. In this stochastic integral, the integrator

Z(f) is a complex orthogonal increments process indexed by frequency, f ; simply, it

is a representation of the random process Xt. The definition of dZ(f) is given in

Percival & Walden [17] as

dZ(f) :=


Z(f + df) : 0 6 f < 1

2

0 : f = 1
2

dZ∗(f) : −1
2
< f < 0

(2.5)

where ∗ denotes the complex conjugate, and df is a positive infinitesimal, thus f ∈

(−1
2
, 1
2
) implies that f + df ∈ (−1

2
, 1
2
). Using the spectral representation in (2.4), the
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ACVF of {Xt} at lag h is

E
[
XtX

∗
t−h
]

= E

 1/2∫
−1/2

ei2πftdZ(f)

1/2∫
−1/2

e−i2πν(t−h)dZ∗(ν)

 (2.6)

=

1/2∫
−1/2

1/2∫
−1/2

ei2π(f−ν)tei2πνhE [dZ(f)dZ∗(ν)] (2.7)

and since {Xt} is stationary, the ACVF must be independent of t, so the integrand

must vanish except when ν = f . This gives

E
[
XtX

∗
t−h
]

=

1/2∫
−1/2

ei2πfhE |dZ(f)|2 . (2.8)

The quantity E |dZ(f)|2 is the spectrum of {Xt} at frequency f . This is the second

central moment of the orthogonal increments process, {Z(f)}, which itself has mean

0, thus the spectrum is a representation of the variance of the process {Xt} as a

function of frequency.

From this, we can say that

E [dZ(f)dZ∗(ν)] = S(ν)δ(ν − f) df dν (2.9)

and, inserting the RHS of (2.9) into (2.7), integration with respect to ν gives

E
[
XtX

∗
t−h
]

=

1/2∫
−1/2

ei2πfhS(f) df (2.10)

which is known as the Einstein-Wiener-Khintchine theorem. The function S(f) is

known as the power spectral density, or power spectrum, or simply spectrum. It is

a non-negative function of frequency. Equation (2.10) establishes that the ACVF

and power spectral density are Fourier transform pairs. Putting h = 0 shows that

the total variance of {Xt} can be found by integrating S(f) df over the entire band,

[−1
2
, 1
2
).
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2.3 A Classical Spectrum Estimator

With time series data of interest, suppose we would like to estimate the true spectrum

of the underlying stochastic process. Using what was established in the previous

section, a valid hypothesis might be that taking the Fourier transform of the sample

ACVF should yield a satisfactory estimate of the spectrum; however, this approach

has flaws. To estimate the ACVF, consider the maximum likelihood estimate (MLE),

referred to by Thomson as the Bartlett estimate. [22]

Definition 3. The Bartlett autocovariance function estimate at lag h of a

stationary time series {xt}Nt=1 is

γ̂x(h) :=
1

N

N−|h|∑
t=1

(xt+h − x̄)(xt − x̄) , −(N − 1) 6 h 6 N − 1 (2.11)

where x̄ = 1
N

∑N
t=1 xt is the sample mean.

It is easily shown that this estimate is biased, and this can be solved by replacing

the N in the denominator by N − |h|. This does not change the fact, though, that

higher order lags will involve less summands due to the fixed length of the time series

data. The variance estimate (h = 0) will probably be reasonable enough, seeing as

the expression coincides with the maximum likelihood estimate of the variance, but

the quality only gets worse as |h| increases (the lag-(N − 1) estimate only involves

multiplying the first and last samples of the time series together after the mean

adjustment). The classical spectrum estimate is simply the Fourier transform of the

Bartlett ACVF estimate; it is equivalently defined as the squared modulus of the

Fourier transform of the time series itself, after being tapered by the rectangular

taper, D(n) = N−1/2.
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Definition 4. The periodogram of a time series {xt}Nt=1 is a spectrum estimator

defined as

P (fk) :=
N−1∑

h=−(N−1)

γ̂x(h)e−i2πfkh (2.12)

where fk = k/N is the k-th Fourier frequency, k = 0, 1, . . . , N − 1.

Alternatively,

P (fk) :=
1

N

∣∣∣∣∣
N−1∑
n=0

xne
−i2πfkn

∣∣∣∣∣
2

. (2.13)

The periodogram has some undesirable properties that make it a less-than-ideal

method for estimating the spectrum. For one, it can be shown to have approximately

a χ2
2 distribution, so its variance is constant regardless of series length, N . This

implies that Var(P (f)) does not go to 0 as N → ∞, thus P (f) is an inconsistent

estimator of S(f). Moreover, the periodogram is asymptotically unbiased, but the

bias only goes to 0 like O(N−1), making an assumption of its unbiasedness weak for

time series of practical length.

2.4 Estimating the Spectrum Using the Multitaper

Method

The multi-taper method (MTM) spectrum estimator utilizes special sequences called

the discrete prolate spheroidal sequences (DPSSs) and their associated functions, the

discrete prolate spheroidal wave functions (DPSWFs). These entities have effectively

been dubbed, respectively, the Slepian sequences and Slepian functions by Thomson

[21], due to David Slepian’s work in establishing the relationship between them, as well

as several other characterizing results [19]. Given the length of our time series data, N ,
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as well as a chosen frequency bandwidth, W , a set of K ≈ b2NW c Slepian sequences

are yielded. These sequences, in addition to having other interesting properties, are

pariwise orthogonal with unit energy, and they maximize the energy concentration in

the frequency band (−W,W ). This last property is important, because it minimizes

spectral leakage — loosely, power from frequencies outside a given band contributing

to the estimated power inside that band.

The basic idea that the MTM-based spectrum estimator uses is the tapering of

the time series by each of the K Slepian sequences and computing eigencoefficients,

and from these, eigenspectra, which are then combined to form the total spectrum

estimate. Much of the terminology here has the “eigen” prefix, suggesting a context

of matrix or integral equations; in fact, the Slepian sequences are eigenvectors of a

specially-defined matrix, and have associated eigenvalues λ0 > λ1 > · · · > λK−1. For

more details on how these MTM estimates are formulated, the reader is directed to

[21]. The Slepian sequences are denoted {v(k)n (N,W )} for k = 0, 1, . . . , K− 1 and, for

brevity of notation, we omit the indicated dependence on N and W for the following

discussions. The k-th eigencoefficient is defined as

yk(f) :=
N−1∑
t=0

x(t)v
(k)
t e−i2πft. (2.14)

The k-th eigenspectrum is then Ŝk(f) = |yk(f)|2. The simplest estimate of the

spectrum we can form with these {yk(f)}Kk=0 is made by just taking the average of

the eigenspectra:

S̄(f) =
1

K

K−1∑
k=0

Ŝk(f). (2.15)

Unlike the periodogram, S̄(f) is a consistent estimate of the spectrum, and has higher

variance efficiency than the periodogram. It should be noted, however, that the
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bias properties of the eigenspectra increase with k, so it behooves us to weight the

eigenspectra in a way that reduces the overall MSE of the final spectrum estimate.

This improved estimator, Ŝ(f), will be a weighted average

Ŝ(f) =

∑K−1
k=0 |dk(f)|2Ŝk(f)∑K−1

k=0 |dk(f)|2
(2.16)

with weights {dk(f)}K−1k=0 determined by the equation

dk(f) =

√
λkŜ(f)

Bk(f) + λkŜ(f)
. (2.17)

In practice, we compute Ŝ(f) by solving the equation

K−1∑
k=0

λk

(
Ŝ(f)− Ŝk(f)

)
λkŜ(f) +Bk(f)

= 0 (2.18)

where we estimate the broadband bias, Bk(f), by (1−λk)σ2, and initialize Ŝ(f) with

1
2
[Ŝ0(f) + Ŝ1(f)]. Convergence typically happens quickly.

Something to note about this method of weighting the eigenspectra is that it

reduces the broadband bias, i.e. the bias that is contained in the frequency band

[−1
2
, 1
2
) \ (−W,W ), but in doing so, there is a trade-off reflected as in increase in

bias contained in the local band, (−W,W ). Because the weights are designed to

minimize the MSE of the eigencoefficients (which are estimates themselves, since

they are formed from an observation of a random process), and because the bias

contributed by distant frequencies is reduced in the resulting spectral estimate, we

are willing to accept the increase in local bias that results from this weighting.

2.5 The Cross-Covariance Function and Cross-Spectrum

With the theory behind the spectrum and its estimation established, we now ex-

tend these concepts for use with two time series. We begin by looking at the lag-h
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covariance between one time series and another.

Definition 5. The cross-covariance function (CCVF) between two stationary

time series, {Xt} and {Yt}, is

γXY (h) = E [(Xt+h − µX)(Yt − µY )] . (2.19)

The Bartlett estimator of the CCVF is defined similar to that of the ACVF.

Definition 6. The Bartlett cross-covariance function estimate at lag h between

two stationary time series, {xt}Nt=1 and {yt}Nt=1, is

γ̂xy(h) :=
1

N

N−|h|∑
t=1

(xt+h − x̄)(yt − ȳ) , |h| 6 N − 1 (2.20)

where x̄ and ȳ are the respective sample means of the two series.

Unlike the ACVF, the CCVF need not be an even function of lag. By its definition,

the order of the two series does matter, i.e. γxy(·) is not the same function as γyx(·).

The two are related, however by symmetry: γxy(h) = γyx(−h). Just as the spectrum

(or sometimes, for clarity, the autospectrum) is the frequency-domain version of the

ACVF, there exists a CCVF analogue, namely the cross-spectrum.

Definition 7. Given two stationary time series {X(t)} and {Y (t)}, both with mean

0 and γx(·), γy(·) and γxy(·) all absolutely summable, the function

Sxy(f) :=
∞∑

h=−∞

γxy(h)e−i2πfh , f ∈ [−1
2
, 1
2
] (2.21)

is called the cross-spectrum of {X(t)} and {Y (t)}.

The cross-spectrum is a complex function of frequency and has the skew-symmetric

relationship: Sxy(f) = S∗yx(f). We usually consider a cross-spectrum in two parts that

can be plotted against frequency. Sometimes, this is just the decomposition into real
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and imaginary parts (respectively, the cospectrum and quadrature spectrum); more

often, we use the polar form

Sxy(f) = |Sxy(f)|eiθ(f) (2.22)

which shows decomposition into amplitude cross-spectrum, |Sxy(f)|, and a function of

θ(f) := argSxy(f). The function θ(·) is referred to as the phase cross-spectrum. For

the purposes of this thesis, examination of cross-spectra will focus on the amplitude

piece, mostly because it is more similar to the autospectrum than the phase compo-

nent is. In fact, knowledge of the cross-spectrum and autospectra of two signals can

be combined to form a frequency-domain analogue of correlation.

Definition 8. The mean squared coherence between two time series, {X(t)} and

{Y (t)}, is the real function of frequency

ρ2(f) =
|Sxy(f)|2

Sx(f)Sy(f)
, f ∈ [−1

2
, 1
2
]. (2.23)

Of course, since ρ2(f) is real and non-negative, its square root is a real, non-negative

function of frequency that can be thought of as a measure of correlation between the

two signals at frequency f . To estimate the mean squared coherence, we would need

an estimate of the cross-spectrum. When we had one time series, the periodogram

was introduced as a spectrum estimator that was tied to the Bartlett estimate of

the ACVF; for a pair of time series, an extension of this can be formed by using the

Bartlett estimate of the CCVF.

Definition 9. The cross-periodogram of two stationary, zero-mean time series,

{xt}Nt=1 and {yt}Nt=1, is a cross-spectrum estimator defined as

Pxy(fk) :=
N−1∑

h=−(N−1)

γ̂xy(h)e−i2πfkh (2.24)
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or, alternatively,

Pxy(fk) :=
1

N

(
N−1∑
n=0

xne
−i2πfkn

)(
N−1∑
n=0

yne
i2πfkn

)
. (2.25)

where fk = k/N is the k-th Fourier frequency, k = 0, 1, . . . , N − 1.

The cross-periodogram and the Bartlett CCVF estimator of Definition 6 are Fourier

transform pairs, so the cross-periodogram suffers from the same undesirable proper-

ties of biasedness and inconsistency that the Bartlett CCVF estimator does. Having

established the MTM framework of spectrum estimation, we extend the MTM spec-

trum estimate in (2.16) to form the cross-spectrum analogue.

Definition 10. Let {xt,1}t and {xt,2}t be two stationary time series and let y(1)k (f) be

the k-th eigencoefficient of {xt,1}, and y(2)k (f) be that of {xt,2}. Let each set of adaptive

weights be denoted {d(1)k (f)}k and {d(2)k (f)}k, each determined by (2.17). Then the

MTM cross-spectral estimate of {xt,1} and {xt,2} is

Ŝ12(f) =

∑K−1
k=0 d

(1)
k (f)y

(1)
k (f)d

(2)
k (f)y

(2)
k (f)∑K−1

k=0 d
(1)
k (f)d

(2)
k (f)

(2.26)

where a denotes the complex conjugate of a.

The estimator in Definition 10 has the same attractive properties as the MTM spec-

trum estimator, namely consistency and high variance efficiency. In turn, taking the

inverse Fourier transform of the MTM cross-spectral estimator gives the MTM-based

CCVF estimator which we shall investigate in this thesis.

2.6 Autoregressive Processes

Let us now look at some qualities of a certain class of random process that is of much

use in time series analysis.
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Definition 11. An autoregressive process of order p, written compactly as AR(p),

is defined by the recurrence relation

Xt = φ1Xt−1 + · · ·+ φpXt−p + Zt (2.27)

where the {φj}pj=1 are the autoregressive coefficients, and {Zt} is a white noise process

with mean 0 and variance σ2
Z.

Treatment of univariate AR processes has been done extensively in such texts as

[1] and we are primarily concerned with bivariate AR processes in this thesis.

Definition 12. A bivariate autoregressive process of order p, denoted here as

BAR(p), is defined by

X(t) = A1X(t− 1) + · · ·+ ApX(t− p) + Zt (2.28)

where X(t) =

[
X1(t) X2(t)

]ᵀ
, the {Aj}pj=1 are 2 × 2 coefficient matrices, and {Zt}

is a bivariate white noise process with mean 0 and variance-covariance matrix VZ.

In general, we are interested in BAR(p) processes for many different choices of p.

Let us start with the simplest example where p = 1, and assume that the process

begins in the infinite past. If the process is stable, i.e. if all of the eigenvalues of

the coefficient matrix A have modulus less than 1, then this BAR(1) process may be
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written as

X(t) = AX(t− 1) + Z(t) (2.29)

= A [AX(t− 2) + Z(t− 1)] + Z(t) (2.30)

= A2X(t− 2) +
1∑
j=0

AjZ(t− j) (2.31)

...

=
∞∑
j=0

AjZ(t− j). (2.32)

This form is useful because it allows for computations of quantities concerning the

{X(t)} process without having to deal with its lagged copies. Particular functions we

are interested in are the ACVF for both the first and second components of X(t), and

the CCVF between X1(t) and X2(t). We effectively compute both in one function,

Γ : Z→ R2×2, so that Γ(h) = [γij(h)]i,j. Explicitly, using the form in (2.32), we have

Γ(h) = cov
(
X(t+ h),X(t)

)
(2.33)

= cov

(
∞∑
j=0

AjZ(t+ h− j),
∞∑
j=0

AjZ(t− j)

)
(2.34)

= lim
n→∞

n∑
j=0

n∑
k=0

Aj E[Z(t+ h− j)Z(t− k)ᵀ](Ak)ᵀ (2.35)

=


∑∞

k=0A
h+kVZ(Ak)ᵀ : h > 0∑∞

j=0A
jVZ(Aj−h)ᵀ : h < 0

(2.36)

which, in general, does not have a closed form solution. If VZ is some scalar multiple

of the identity matrix, say σ2
ZI, and A is symmetric, then the expression for non-

negative lags becomes σ2
ZA

h(I − A2)−1, and, for negative lags, σ2
Z(I − A2)−1A|h|.

For a more general A, we rely on Lyapunov’s equation to evaluate the infinite series
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S :=
∑∞

k=0A
kVZ(Ak)ᵀ. If the process is stable, then the summation S is a solution

of the Lyapunov equation

ASAᵀ − S + VZ = 0 (2.37)

which is solved by solving the linear system

vec(VZ) = (I4 − A⊗ A) vec(S) (2.38)

where vec is the vectorization operator, and ⊗ is the Kronecker product [8]. The

CCVF matrix is then just

Γ(h) =


AhS : h > 0

S(Aᵀ)|h| : h < 0

(2.39)

so we can compute Γ(h) without having to formulate a closed-form expression.

With the previous results established for BAR(1) processes, we extend to processes

with p > 1 by writing them in a similar form and exploiting the expressions already

derived. Specifically, if {X(t)} is a BAR(p) process, then write

Y(t) =



X(t)

X(t− 1)

...

X(t− p+ 1)


2p×1

, A =



A1 A2 · · · Ap−1 Ap

I2 0 · · · 0 0

0 I2 0 0

... . . . ...
...

0 0 · · · I2 0


2p×2p

(2.40)

and W(t) =

[
Z(t) 0 · · · 0

]ᵀ
∈ R2p×1 so that

Y(t) = AY(t− 1) + W(t) (2.41)

thus a BAR process of any order p can be written in the form of a multivariate AR(1)

process [11]. The ACVFs and CCVFs of Y(t) are readily computed, hence those of
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the X(t) process can be subsequently found.
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3. The Case of Purely Random Data

To start the examination of the regressions of two correlated responses on two covari-

ates (one in each regression), first let the case be considered where the time series

involved are purely random — that is to say that there are no deterministic sinu-

soidal components present in the data, and the series may be regarded as realizations

of stationary stochastic processes.

Consider time series data with N observations as being N × 1 vectors. Under

the simple linear model framework, suppose we have response vectors y1 and y2, and

predictor vectors x1 and x2, all N × 1 vectors that are segments of a response and

predictor time series, and we want to perform the regressionsy1 = x1β1 + εεε1

y2 = x2β2 + εεε2

(3.1)

to yield β̂1 and β̂2. Here, εεε1 and εεε2 are N×1 vectors whose components are stationary

noise processes, each with mean 0. We opt not to include an intercept term in the

regressions because of our intention to work with response and predictor time series

both having mean 0, thus making the assumption that if an intercept term were

included it would not be significant in the model. The question then becomes: What

is cov
(
β̂1, β̂2

)
?
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For the analysis and evaluation of proposed covariance estimators, simulations of

stochastic processes with known auto- and cross-covariance functions may be gener-

ated, and these realizations can be used in the calculation of the estimates based on

two different methods. A popular class of random process studies in time series is

ARMA, which is a process with both an autoregressive (AR) component and a mov-

ing average (MA) component. The fact that the autocovariance functions (ACVFs)

for these processes have a known form, combined with their ubiquity, makes them an

attractive choice for study here. Things can be simplified further if we just consider

the order of the MA piece to be 0, i.e. we are dealing with just an AR process. Of

course, since we are interested in comparing fitted regression coeffients from two time

series regressions, it would be desirable to also have an idea of what the form of the

cross-covariance function (CCVF) between the two series is; in fact, this is known

when the two time series are considered as components of a vector, thus forming a

bivariate AR process. The CCVF is an infinite summation of bilinear forms and, in

general, does not have a closed-form solution; however, it can be computed in part by

solving Lyapunov’s equation, and then multiplying powers of the coefficient matrices

that correspond to lag, as discussed earlier in §2.6.

3.1 Covariance Estimation

To start, let us outline the two estimators of cov
(
β̂1, β̂2

)
that we will be examining.

Because we are operating under the framework of a linear model, the computation of

the covariance between regression coefficients becomes a somewhat simple formula.

Since each β̂j, for j = 1, 2, is computed simply by pre-multiplying the response vector

yj by the Moore-Penrose inverse of the design matrix xj, which, in this case, is just
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a vector, we get the following formula for covariance.

cov
(
β̂1, β̂2

)
= cov (A1y1, A2y2) (3.2)

= A1 cov (y1,y2)A
ᵀ
2 (3.3)

where Aj := (xᵀ
jxj)

−1xᵀ
j is the Moore-Penrose inverse of xj, which is, again, treated as

a constant in this linear regression setting. The variance-covariance matrix, cov (y1,y2),

has as its (s, t)-entry, cov (y1(s),y2(t)). Because of the fact that each yj is serially

correlated, and the assumption is made that the processes are weakly stationary,

this matrix just becomes [γ12(s− t)]Ns,t=1, which we denote as Γ, so the covariance

expression becomes a bilinear form

cov
(
β̂1, β̂2

)
= A1ΓA

ᵀ
2. (3.4)

For computing the theoretical covariance, Γ is, of course, taken to be the matrix

of theoretical CCVF values; for the estimated covariance, we simply replace Γ with

its Bartlett estimate, Γ̂, or the inverted MTM cross-spectral estimate, Γ̃. For the

former, we simply use the Bartlett CCVF estimator from Definition 6 in §2.5; for the

latter, we first compute the MTM estimate of the cross-spectrum between y1 and y2

via Equation 2.26, and then take its inverse Fourier transform to give

γ̃12(s− t) =
1

M

M−1∑
m=0

Ŝ12(fm:M) exp (i2πfm:M(s− t)) (3.5)

where fm:M = m
M
− 1

2
is the m-th centred Fourier frequency, and M is the length of

the data after zero-padding (typically, it is desired to have M > 2N to avoid circular

correlations, and in fact M = 2dlog2Ne+1 for these analyses, as is the default in the

multitaper package in R [18]). Once both CCVF estimates have been computed,

we fill the respective matrices so that
(

Γ̂
)
s,t

= γ̂(s − t) and
(

Γ̃
)
s,t

= γ̃(s − t), for

s, t = 1, . . . , N . We are then able to compute the Bartlett-based covariance estimate
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as

ĉov
(
β̂1, β̂2

)
= A1Γ̂A

ᵀ
2 (3.6)

and the MTM-based covariance estimate as

c̃ov
(
β̂1, β̂2

)
= A1Γ̃A

ᵀ
2. (3.7)

Since N is often large (and for the following simluations is chosen to be 4,000),

stability and computational efficiency for performing the matrix multiplications above

is greatly increased after recognizing that the Γ̂ and Γ̃ matrices have a banded Toeplitz

structure due to the assumption of stationarity of the bivariate response process,

and thus recasting the operation as a series of convolutions allows us to make use

of the FFT algorithm and the fact that time-domain convolutions are frequency-

domain multiplications. This way turns an at-worst O(N2 + N) calculation into a

O(N logN +N) one.

Often, correlation is a more useful measure of linear dependence, as it is defined

on [−1, 1] rather than (−∞,∞), and it can be obtained by scaling the covariance in

the usual way:

corr
(
β̂1, β̂2

)
=

cov
(
β̂1, β̂2

)
√
cov

(
β̂1, β̂1

)
cov

(
β̂2, β̂2

) . (3.8)

The correlation estimates, ĉorr
(
β̂1, β̂2

)
and c̃orr

(
β̂1, β̂2

)
, are computed using the

ĉov and c̃ov estimates, respectively.
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3.2 Simulation Method Overview

Since, with the specified AR coefficient matrices and variance covariance matrix of the

innovations, the theoretical values of each ACVF and the CCVF would be known, the

true values of the covariance between β̂1 and β̂2 can be calculated for a given x1 and

x2, which are treated as fixed, non-random quantities, just as in the usual framework

of regression. To compare the performance of the two estimators, the mean squared

error of each estimator can be calculated (estimated), and the values compared — we

seek the estimator that gives the lower MSE. The process, therefore, is as follows.

1. Pick an order, p, for each bivariate AR process, and specify their coefficient

matrices, as well as the variance-covariance matrices for each of the (bivariate)

innovations, {Z(t)} and {W(t)}. Choose a realization size, N .

2. Compute the theoretical values for the ACVFs, γ1(h) and γ1(h), and the CCVF,

γ12(h), for −(N − 1) 6 h 6 N − 1.

3. Generate a realization of the bivariate predictor series, X(t) =
(
X1(t), X2(t)

)
of length N .

4. Generate a realization of the bivariate response series, Y(t) =
(
Y1(t), Y2(t)

)
of

length N .

5. Regress Y1 onto X1, and Y2 onto X2 (each with no intercept term in the model).

The first regression gives us β̂1, and the second gives us β̂2.

6. Compute the estimated ACVFs and CCVF using the Bartlett formula. Do

the same using the inverted multitaper autospectra and cross-spectrum, respec-

tively.
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7. Using the theoretical values of the ACVFs and CCVF, compute the true covari-

ance and correlation between β̂1 and β̂2; use the two estimates of the ACVFs

and CCVF to compute Bartlett-based estimates and MTM-based estimates.

8. Compute the squared difference between the theoretical covariance and the

Bartlett-based estimated covariance. Do the same using the MTM-based esti-

mate.

9. Repeat steps 4-8 a number of times, retaining the squared differences of the

covariance and correlation estimates computed using each response series real-

ization.

For the squared differences (or squared errors) related to the Bartlett estimates,

we can calculate the mean as well as upper and lower sample quantiles in order to get

an estimated mean squared error (MSE) of the Bartlett-based covariance estimator,

as well as its estimated confidence interval. The same can be done for the MTM-

based covariance estimator, giving its estimated MSE and confidence interval. For

this analysis, the 98% and 2% quantiles were taken for the endpoints of the estimated

confidence intervals.
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3.3 Assessing Estimator Performance

As an example of the output from the simulations, consider the bivariate AR processes

defined by

Y(t) =

0.7 −0.5

0.6 0.2

Y(t− 1) + Z(t) (3.9)

X(t) =

0.7 −0.2

0.5 −0.3

X(t− 1) + W(t) (3.10)

where cov (Z(t)) and cov (W(t)) are both taken to be I2, the 2× 2 identity matrix.

One hundred realizations of Y(t) were generated for use as the responses in the

regressions, along with one realization of X(t) to use as the predictors for every

regression. The length of the realizations for this example was chosen to be 4,000.

Figure 3.1 shows the estimated MSEs for the correlation estimators.

Examining the CCVF estimates for one of these realizations, it is not surpising

that the estimators of corr
(
β̂1, β̂2

)
perform similarly, as the values at each lag in

Figure 3.2 are seen to nearly coincide. Note, however, that the MTM-based estimator

has lower MSE and squared errors overall. This is likely from the MTM-based CCVF

being less biased at high lags. Figure 3.3 shows a zoomed-in view of the CCVF plot

at lags above 40. The theoretical values are practically 0, yet the Bartlett estimator

remains highly variable compared to the MTM-based estimator, which drops to near-

zero values comparatively quickly for lags higher than 200. A similar discrepancy is

observed at negative lags lower than −40. Figure 3.4 shows the actual correlation

estimates from each regression alongside the theoretical correlation value. For this

example and following examples, the sample correlation of the fitted coefficients was
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Figure 3.1: Boxplots for the squared error of the Bartlett-based and MTM-based estimators
of corr

(
β̂1, β̂2

)
. Note that the vertical axis is on a logarithmic scale. The thick lines are

the estimated MSEs. The IQR of the Bartlett squared errors is approximately twice that of
the MTM’s.

Figure 3.2: The Bartlett-based (red) and MTM-based (blue) CCVF estimates computed from
a realization of the BAR(1) process described in (3.9), along with the theoretical values as a
histogram. Note the near-identical nature of the estimates.
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Figure 3.3: A comparison of the CCVF estimators, as shown in Figure 3.2, from lags 40 to
2,000. (Note the vertical axis is scaled to better show the differences at these higher lags.)
Although not very visible in the plot, the theoretical CCVF has absolute value decreasing
exponentially and |γ12(h)| < 10−7 for h > 40.

used as a guide to confirm the correctness of the theoretical correlation. As displayed

by the squared errors, both estimates do reasonably well in this situation: although

the lower CI endpoint for the Bartlett-based estimator squared error is below that

of the MTM-based estimator, the more notable difference is the length of each CI.

The MTM-based correlation estimator is less variable than the Bartlett-based one,

quantified by the length of the IQRs noted in Figure 3.1.

44



0 20 40 60 80 100

0.
38

0.
40

0.
42

0.
44

Regression #

co
r(

b1
,b

2)

Figure 3.4: From the simulations defined by (3.9) & (3.10), the Bartlett-based and MTM-
based estimates of corr

(
β̂1, β̂2

)
in red and blue, respectively. The solid green line is the

theoretical value.

3.4 Processes with Slowly-Decaying CCVFs

It is perhaps of interest to mention the differences in quality of estimators that are

formed from slowly-decaying CCVFs versus their (relatively) quickly-decaying coun-

terparts. As an example, consider the AR(2) processes defined by

Y(t) =

0.99 0.10

0.10 0.88

Y(t− 1) +

−0.95 0.30

0.10 −0.50

Y(t− 2) + Z(t) (3.11)

X(t) =

0.8 0

0 0.5

X(t− 1) +

−0.7 0

0 −0.3

X(t− 2) + W(t) (3.12)

as the response and predictor time series. The bivariate innovations processes, {Z(t)}

and {W(t)}, each have covariance matrices equal to I2, so as to be both uncorrelated

across lag and across components.
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Figure 3.5: Boxplots for the squared error of the Bartlett-based and MTM-based estimators
of corr

(
β̂1, β̂2

)
, using the realizations defined by (3.11) & (3.12). Note that the vertical

axis is on a logarithmic scale. The IQR of the Bartlett squared errors is approximately 14
times that of the MTM’s.

When realizations of length 4,000 are generated for each process, plotting the

sample CCVF estimates for (Y1, Y2) shows that the Bartlett-based CCVF estimate is

still overestimating the true CCVF, especially at higher lags, while the MTM-based

one is more often than not an underestimate.

In two different scenarios now, we have seen the MTM-based CCVF decay much

more rapidly than its Bartlett-based counterpart; this is similar to what Thomson

oberserved in [22] for ACVFs. The simple fact that the Bartlett ACVF and the

periodogram are Fourier transform pairs provides a case for why the Bartlett CCVF

also experiences these bad effects of bias.

It can be seen in Figure 3.6 that the MTM-based CCVF estimate decays rapidly

when |h| becomes larger than about 15, while the Bartlett-based CCVF estimate ap-

pears to more closely follow the shape of the theoretical CCVF. Despite this, processes
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Figure 3.6: The estimated CCVF for the bivariate AR(2) process simulation (N = 4,000)
described in (3.11). Black vertical line segments show the theoretical values of the CCVF;
red circles are the Bartlett-based estimates; blue circles are the MTM-based estimates.

simulated with these parameters have been seen to produce MTM-based covariance

estimators that still outperform the Bartlett-based ones, as they have lower estimated

MSE, thus higher relative efficiency.
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Figure 3.7: From the simulations defined by (3.11) & (3.12), the Bartlett-based and MTM-
based estimates of corr

(
β̂1, β̂2

)
in red and blue, respectively. The solid green line is the

theoretical value.

This behaviour might suggest that the “optimal” estimate of the CCVF for the

purposes of estimating cov
(
β̂1, β̂2

)
is, in some sense, less conventional than an opti-

mal estimate would be when this covariance estimate is not the goal of the analysis.

From the examples presented, the quicker decay of the MTM-based CCVF estimator

appears to outweigh the bias that presents at lower lags.

3.5 Highly-Correlated Components

In addition to having a slowly-decaying CCVF, attention could be further restricted to

bivariate processes that have a strong degree of linear dependence, for the purposes of

looking at data which we expect to be highly correlated with a strictly non-negative

CCVF. This would pertain to a situation in which both components come from a
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common source, but they are possibly scaled differently and/or have different aver-

ages, and furthermore differ by white noise. Explicity, a bivariate process {Y(t)} is

simulated such that {Y1(t)} is a realization of a univariate AR(1) process, and set

Y2(t) = αY1(t) + ε(t) for some constant α > 0, and for a white noise process {ε(t)}

with mean zero and variance σ2
ε , which is uncorrelated with {Y1(t)}. With this de-

sign, we would therefore have the theoretical CCVF, γ12(h), just equal to α · γ1(h),

thus making the CCVF essentially a scaled ACVF. As an example, consider Figure

3.8. Here, both the Bartlett- and MTM-based CCVF estimates appear close to the

theoretical values for lags |h| 6 80. After around |h| > 100, the Bartlett-based esti-

mate strays further from the theoretical values, while the MTM-based one appears

less biased and exhibits a smoother behaviour than its counterpart.

Again, we are still operating within the framework of no deterministic sinusoidal

components being present in the process realizations by design. For the examples

considered so far, even with slowly-decaying CCVF, the two different covariance esti-

mators have been seen to have similar performance, both in terms of their estimated

MSE, and their relative efficiency. So if we had purely random data, although the

MTM-based estimator would, in most cases, be better than the Bartlett-based one,

little is gained from choosing one over the other when the MSEs are both very small.

(For this particular set of realizations, the estimated MSE for c̃orr is on the order of

10−3, and that for ĉorr is on the order of 10−2.)

This case is of interest for studying bivariate time series where the data can be

split into two, contiguous, overlapping segments. For example, if a data set consisted

of daily samples over the course of 5 consecutive years, we could form the bivariate

series where the first component is the data from years 1 through 3, and the second
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Figure 3.8: The CCVF for the simulation (N = 4,000) of (Y1(t), Y2(t)) where Y1(t) =
0.95 · Y1(t− 1) +Z(t) and Y2(t) = 2.5Y1(t) + ε(t). The red circles are the Barlett estimates;
blue circles are MTM-based estimates.
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Figure 3.9: Boxplots for the squared error of the Bartlett-based and MTM-based estimates of
corr

(
β̂1, β̂2

)
, using the realizations corresponding to the CCVFs in Figure 3.8. The thick

lines are estimated MSEs. The IQR of the Bartlett squared errors is approximately 4 times
that of the MTM’s.

component is the data from years 3 through 5. These blocks overlap in one year, so

some level of correlation is expected, especially if the series have common periodic

components.

3.6 A Frequency-Domain Viewpoint

Up until now, discussion has focused on the covariance between estimated regression

coefficients, and related to that, estimates of the cross-covariance function for a bi-

variate time series. Both of these live in the time domain. It may be of interest to

examine these estimates in the frequency domain, especially since the MTM-based

covariance estimator (and CCVF estimate) is based on a cross-spectral estimate.

Figure 3.10 shows the Bartlett and MTM estimates of the relevant amplitude cross-

spectrum plotted on the same axes, along with the theoretical function. The estimates

51



Figure 3.10: The theoretical amplitude cross-spectrum (green) between Y1 and Y2, using
the AR parameters as defined in (3.11), along with the Bartlett estimate (red) and MTM
estimate (blue). The corresponding CCVF is slowly-decaying.

Figure 3.11: The theoretical amplitude cross-spectrum (green) between Y1 and Y2, using the
AR parameters as defined in (3.9), along with the Bartlett estimate (red) and MTM estimate
(blue). The corresponding CCVF is quickly-decaying.
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were calculated using one realization of the specified process. Immediately noticeable

is the difference in behaviour of the estimates in the frequency band (0, 0.15) —

the MTM estimate is quite obviously less biased and has a smaller variance than

its Bartlett counterpart. In the band (0.15, 0.20), there is a peak in the theoretical

amplitude cross spectrum; recall we have not added any line components, so this is

purely due to the covariance of the AR process. Both estimators seem to follow this

shape adequately, up and down the peak. Beyond around f = 0.25, the MTM

estimator becomes more variable as frequency increases, with some of the larger

variations being on the order of 10−2; however, it is still less variable that the Bartlett

estimate. The MTM estimate still appears to have less bias, but this difference is

negligible at these higher frequencies. Figure 3.11 shows another example of this

using an AR model with a more quickly decaying CCVF and an amplitude cross-

spectrum with less dynamic range. Here, the MSE of the Bartlett estimate is fairly

consistent over the entire band, and the MTM cross spectral estimate is several orders

of magnitude less variable.

Something that can be observed from both of these plots is that the MTM ampli-

tude cross-spectral estimate overestimates the cross-spectrum at higher frequencies.

After around f = 0.35, Figures 3.10 and 3.11 show the estimate apparently diverging

from the green curve representing the theoretical amplitude cross-spectrum. This

is likely due to the nature of the CCVFs of both example processes, as they both

exhibit osciallatory behaviour about 0, even as they decay, which contributes to the

high frequency content in the amplitude cross-spectrum. This behaviour shows up in

the CCVF estimates as well, and since both estimates are at least somewhat biased,

especially at higher lags, the spread of this high-frequency variation is larger than that
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of the theoretical values. The MTM amplitude cross-spectral estimate has a lower

level of high-frequency power due to the more rapid decay of the associated CCVF

estimate, and thus it is not as much of an overestimate as the Bartlett amplitude

cross-spectrum.

Note that the Bartlett estimate of the cross-spectrum is simply the cross-spectral

version of the periodogram, from Definition 4; its poor bias and consistency properties

are discussed briefly, so it is perhaps no surprise that this Bartlett estimator does not

perform particularly well when compared to the MTM estimator.
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4. The Case Where a Deterministic Com-

ponent is Present

Up until this point, we have been considering regression of a response time series on

a predictor time series, both having no deterministic sinusoidal components (or line

components, with reference to their presentation in the spectral density function).

We consider that case now, as much time series data of interest will almost certainly

have a deterministic component which we would like to include as part of the model.

Previously, in the case of purely random process realizations, values of the regression

coefficients were quite small, suggesting that there was not a particularly strong cor-

relation between the response and predictor. If a common deterministic component

exists in both the response and predictor, then the correlation, and hence the value

of the regression coefficient, would be expected to increase. Of course, by “determin-

istic components”, we have to take care to specify conditions under which we would

expect to see a nonzero correlation. Henceforth, for the consideration of deterministic

components embedded in time series, we restrict our attention to sinusoidal functions.

It is intuitive that two sinusoids of the same frequency that are in phase are

expected to be perfectly positively correlated; if they are out of phase by π radians,

they will be perfectly negatively correlated; if they are in quadrature (phase offset
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of π/2), then they are orthogonal, hence uncorrelated. It is in these first two cases

that interest lies, since taking two overlapping time segments of a time series as

the components in our bivariate response vector may result in a significant common

temporal structure between both components. Hence, it is not unreasonable to expect

the correlation between the two components would be affected by the presence of the

sinusoidal component, especially if the period of the sinusoidal component divides

the length of the time segment and the length of the overlap. An example is shown

in Figure 4.1 where an apparent semi-annual sinusoidal variation is present in both

segments, and the phases of these sinusoids appear to be aligned. (The period of the

sinusoid is 0.5 years, which divides the time segment length of 3 years as well as the

overlap length of 1 year.)

Figure 4.1: An example of overlapping three-year segments with overlap period of two years,
using the Ontario electricity demand data set. Notice the similar oscillatory behaviour. The
sample correlation between these segments is approximately 0.78.

56



4.1 Effect of Line Components on Autocovariance

Separation of the components of a time series at the most coarse level has us distin-

guish between stochastic components and deterministic components. A line compo-

nent is in the latter category. Since, in the time domain, a line component presents as

a periodic function of time that is not random, it could be thought that the autocor-

relation of such a function should vanish at all lags. If we take any quantity (random

variable or otherwise) and consider its correlation with a constant, we get zero. It is

not unreasonable to regard a non-random function as “constant” in this case, in the

sense that it is equal to a known function g(t) with probability 1. In practice, how-

ever, this is not reflected as such, and the sample ACVF of a deterministic sinusoid

is, itself, a periodic function of lag.

There does remain the issue of non-stationarity when faced with the presence

of line components embedded in realizations of, as we have been assuming so far,

stationary processes. Strictly speaking, a deterministic sinusoid is non-stationary,

as it has a time-varying mean. It can be made stationary by making one of the

components, say the phase, random. Suppose we have a sinusoidal process, x(t) =

A cos(2πft + θ), with a constant amplitude A and frequency f , but with a random

phase θ ∼ Unif[0, 2π]. Then the autocovariance function of x(t) is

γx(h) =
A2

2
cos(2πfh), h ∈ Z (4.1)

which only depends on the lag, h. It is easily shown that E[x(t)] = 0, independent of

time, and E[x2(t)] <∞, so {x(t)} is weakly stationary. With this slight modification,

a time series containing one or more line components could be thought of as stationary

[3]. For the model that we examine, however, we shall regard the line components
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as being fixed, deterministic components of each time series, hence they are non-

stationary. Our interest is to treat these separately from the random processes driving

the response and predictor time series.

We can consider the example processes from Chapter 3 again here, but this time

we give a common temporal structure to the pairs of responses and predictors by

embedding sinusoids. To keep things simple, we embed sinusoids at only one frequency

per component of the bivariate response and predictor and look at the effects on the

CCVF and, subsequently, ĉorr
(
β̂1, β̂2

)
and c̃orr

(
β̂1, β̂2

)
. The realizations of the

time series we are dealing with are now

y1(t) + Ay1 cos(2πf1t) ∼ x1(t) + Ax1 cos(2πf1t)

y2(t) + Ay2 cos(2πf2t) ∼ x2(t) + Ax2 cos(2πf2t)
(4.2)

where the amplitudes Ay1 and Ay2 are taken to be the positive square roots of the

diagonal entries of the variance-covariance matrix of the noise process for the response

BAR process, then scaled by a constant usually greater than 1. The values of Ax1

and Ax2 are defined similarly, but using the predictor noise process. This effectively

makes the sinusoids with amplitudes comparable to the variability of the respective

random process values in which they are embedded; the extra scale factor tweaks the

amplitude of the sinuosids and hence increases or decreases the signal-to-noise ratio

(SNR). We wish to have a fairly high SNR for these examples in order to make the

line components easily detectable.

Let f1 = f2, since this will most likely be the case when we take two segments of

larger time series as the components of the response and predictor. If we take the

frequency of the sinusoids to be 1
90
, that is, they have a period of 90 sampling units,
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Figure 4.2: The CCVF of the process used in the slowly-decaying CCVF example from §3.3
but with sinusoids embedded.

then the periodic nature of these embedded functions is reflected in the resulting esti-

mated CCVFs, while the theoretical CCVF would remain unaffeted. This oscillatory

behaviour is shown in Figures 4.2 and 4.3, with the most notable difference between

the estimates again being that the Bartlett CCVF decays much more slowly than the

inverted MTM cross-spectrum; in Figure 4.3, the horizontal axis is expanded to show

lags out to ±2000 to further highlight just how much slower this decay is. Perhaps the

most notable feature of these estimators is that they both perform poorly, despite the

observable differences in the CCVF estimates. As Figure 4.4 shows, the MTM-based

correlation estimator still outperforms the Bartlett-based one in the presence of line

components, but both MSEs are significantly larger than when these line components

were absent.
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Figure 4.3: The CCVF of the process used in the slowly-decaying CCVF example from §3.4
but with sinusoids embedded.
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Figure 4.4: Boxplots for the squared error of the Bartlett-based and MTM-based estimators
of corr

(
β̂1, β̂2

)
, using the slowly-decaying CCVF example process from Chapter 3 but with

line components of a common frequency embedded in response and predictor. Note that,
unlike previously, the vertical axis is on a linear scale.
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4.2 Removal of Line Components

The presence of deterministic sinusoids in the data has been shown to clearly affect

the estimate of the cross-covariance function, not to mention the estimated auto-

covariance functions for each of the two responses, and this effect presents in both

the Bartlett-based and MTM-based CCVF estimates. We therefore seek to remove

any line components present, as to be left with what should hopefully be a residual

process that is purely random. The CCVF of the two response time series can then

be calculated using this bivariate residual time series and subsequently used in the

estimation of the covariance between the fitted regression parameters.

To start, the line components must be detected. The harmonic F -test due to

Thomson [21] is utilized for this, in which we have the following F statistic:

F (f) :=
|µ̂(f)|2

∑K−1
k=0 U

2
k (0)∑K−1

k=0 |yk(f)− µ̂Uk(0)|2
· 2K − 2

2
(4.3)

where yk(f) is the k-th eigencoefficient at frequency f , Uk(0) is the k-th Slepian func-

tion at frequency 0, and µ̂(f) is the complex mean value at f (loosely, a weighted

average of the {yk(f)} where the weights are the {Uk(0)}). This test statistic has, ap-

proximately, an F distribution with 2 and 2K−2 degrees of freedom in the numerator

and denominator, respectively.

For a given significance level, if a line component is found to be significant, then it

can be removed. For this application, once a line component is detected, the complex

mean value at the corresponding frequency is calculated and inverted via the FFT to

construct a time-domain signal representing the line component. Once this process is

done for all line components detected in a single, univariate time series, the sum of the

time-domain deterministic reconstructions is taken to be the aggregate deterministic
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component of the series, and is then simply subtracted from the original time-domain

signal. The result is what should be a random signal, i.e. a signal with no deterministic

components.

Mathematically, the complex mean value is defined by Thomson as

µ̂(f) :=

∑K−1
k=0 Uk(0)yk(f)∑K−1

k=0 U
2
k (0)

(4.4)

so, if the F -test as characterised by (4.3) shows there is a significant line component

at frequency f0, then we compute F−1{µ̂(f0)} and remove this from the original

time-domain signal.

In the context of our bivariate response and predictor series, detection of all line

components is done for both components in the response and predictor series, and

the common ones between the first components are determined, followed by those

common between the second components. After finding all frequencies at which there

were significant line components for y1(t) and x1(t), suppose performing the F -test

on y1(t) resulted in frequencies (f1,1, f1,2, . . . , f1,L1) being identified as significant, and

doing the test on x1(t) resulted in (f2,1, f2,2, . . . f2,L2) being found as significant. Then,

to find the frequencies in common for both series, compute the pairwise differences,

{f1,m − f2,n}m,n, for m = 1, 2, . . . , L1 and n = 1, 2, . . . , L2. If any of the pairwise

differences have absolute value less than a given threshold, then they could be said

to be approximately the same. This is important when working with real data, as

the resolution of the F statistic is not infinite, so even if a simulation is constructed

in which the same sinusoid is embedded in both of the response time series, the F -

test performed on each of them, individually, will almost certainly show identified

frequencies that are not identical; however, the difference will be small. It is therefore

of our concern that we pick a suitable threshold for deciding which frequencies are

62



“close enough”. A natural choice is 1 Rayleigh, i.e. 1
N
, which is the smallest frequency

difference for which two sinusoids of the same amplitude can be distinguished.

The corresponding complex mean values at each of the frequencies we are inter-

ested in can be inverted to the time domain using the inverse Fourier transform, and

we can therefore separate the line components from the noise by subtraction. The

same can be done with the second components of the response and predictor series.

The advantage of this is that now we can include the line components explicitly in

the model, and examine any effects on correlation due to coherent line components

separately. The two regressions we perform will now involve the residual time series

after the line components have been removed.

4.3 Effect of Line Component Removal on Covari-

ance Estimates

With detection and estimation of line components in both the response and predictor,

it would be in our interest to include them in the model. In the previous section,

it was discussed how one might detect line components that are common to both

predictor and response series (one component at a time). The critera for coherency

was that both line components were significant according to Thomson’s harmonic

F -test, and the frequency difference was within the specified threshold of 1
N
. We wish

to remove line components that are coherent and set them aside for the time being,

with focus then on the pair of residual time series which are hoped to be stationary,

or at least closer to stationary, since non-stationary components have been removed.
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Our model is now

y(t)−
L∑
j=1

R
(y)
j cos(2πfjt+ θ

(y)
j ) = β0

[
x(t)−

L∑
j=1

R
(x)
j cos(2πfjt+ θ

(x)
j )

]
+ ε(t) (4.5)

where L is the number of line components coherent between y(t) and x(t), and R(y)
j

and R
(x)
j are the amplitudes for the j-th common line component in the respective

series. We are now interested in regression of residuals onto residuals, hence let us

write the model in (4.5) more compactly as

ys(t) = β0x
s(t) + ε(t) (4.6)

so that xs(t) is the “stationary” component of x(t), i.e. with all detected significant

line components coherent to both x(t) and y(t) removed; ys(t) is that for y(t). If we

introduce a similar style of notation for the summations in (4.5), say y`(t) and x`(t),

then the response and predictor time series have the decompositions

y(t) = ys(t) + y`(t) (4.7)

x(t) = xs(t) + x`(t) (4.8)

and, given two sets of response and predictor series, we can perform the following

four regressions:

ys1(t) = βs1x
s
1(t) + ε1(t) (4.9)

y`1(t) = β`1x
`
1(t) (4.10)

ys2(t) = βs2x
s
2(t) + ε2(t) (4.11)

y`2(t) = β`2x
`
2(t) (4.12)

as is considered in [20]. Notice how there are no error terms in the regressions involving

the non-stationary components, since these are treated as deterministic in the model.

In determining the coherent line components, the parameters (amplitude, frequency
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and phase) have already been estimated. We need only perform the regressions of

the residuals onto the residuals, and estimate the cross-spectrum of ys1(t) and ys2(t),

in order to compute the covariance estimate.

So far, we have not considered the phase of the line components, only frequency.

It is possible, and even likely, that two “coherent” line components (in terms of being

within the chosen frequency threshold) may have different phases, and this would

certainly have an effect on the value of the fitted regression coefficient associated

with it. For example, assume that a pair of line components identified as “coherent”

have equal frequencies and equal amplitudes; if the waveforms are in phase, then they

would be perfectly positively correlated, and if they are exactly out of phase, then

they would be perfectly negatively correlated. Problems would arise in the cases in

between, the worst being when the waveforms are in quadrature, and the correlation

is zero. To correct for this phase problem, we can “phase align” the line components.

The {θ(x)j }Lj=1 in (4.5) above, would then just be set to be equal to {θ(y)j }Lj=1, the

phases from the associated coherent line components detected in the response series.

At this stage, the j-th pair of response/predictor line components would have identical

phases and frequencies that are close enough to be regarded as equal, and so only

significantly differ in their amplitudes. The value of the β` coefficients in (4.10) and

(4.12) would then just be the amplitude ratio of the common line components being

investigated.

4.3.1 Simulation Study

Using the simulated realizations of bivariate autoregressive processes, as outlined in

§3.2, we can examine the effect that an embedded line component can have on the β̂0
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Figure 4.5: A comparison of the estimated confidence intervals for the Bartlett-based and
MTM-based correlation of β̂(1)0 and β̂(2)0 using realizations of the processes described in §3.4
(the responses having a slowly-decaying CCVF) at the stages: (i) a pure bivariate AR process;
(ii) with a sinusoid embedded; (iii) with the sinusoids detected and then removed. Note that
the vertical axis is on a logarithmic scale, and that CI for (ii) is present, but not visible.

Stage MSE CI lower end CI upper end CI length
orig. 1.645 · 10−4 2.557 · 10−7 8.730 · 10−4 8.727 · 10−4

with LCs 0.1201 0.1123 0.1281 0.0157
LCs removed 1.656 · 10−4 2.663 · 10−7 8.768 · 10−4 8.765 · 10−4

Table 4.1: The estimated confidence intervals for the squared error of the MTM-based cor-
relation estimator, as shown in Figure 4.5
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estimates. Figure 4.5 shows the estimated confidence bounds for the mean squared

error of the correlation estimate based on the inverted multitaper cross-spectral esti-

mator. As seen, the estimated confidence intervals resulting from the original, pure

AR realizations, and those that had the sinusoid added and then removed, are similar.

The coloured realizations produce the second confidence interval on the plot, which

is notably disjoint from the other two, as well as being wider (note that the squared

error is displayed on a logarithmic scale on the vertical axis). Table 4.1 provides a

numerical description of Figure 4.5. It is clear that the inclusion of line components

introduces more variability and/or bias to the correlation estimates — the estimated

MSE for the coloured realizations is just over 0.12, which is not a particularly good

feature of an estimator for a quantity defined on [−1, 1], especially considering the

MSE when the line components are absent (or removed) is three orders of magnitude

lower.

Looking at the actual β̂0 estimates over each of the simulated responses, it can

further be seen how the MTM-based correlation estimator outperforms the Bartlett-

based one, even in the presence of line components. Figure 4.6 shows the increased

bias of the Bartlett-based correlation when the line components are left in, as the

values are pushed towards 1. An interesting note is that the MTM-based estimator

outperforms the Bartlett-based one in all three stages, but for different reasons. For

the pure AR realizations, the Bartlett-based estimator has relatively lower estimated

bias, while the MTM-based estimator has relatively smaller estimated variance; how-

ever, this variance difference is much higher than the bias difference, so what results is

the MTM-based estimator having lower MSE. When line components are embedded,

the estimated biases of the estimators are close, but the MTM-based one clearly has
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Figure 4.6: The values of the ĉorr and c̃orr estimates over 100 regressions when (a) line
components are embedded; and (b) when the line components are subsequently detected and
removed. The process parameters are those of the slowly-decaying CCVF example process
from Chapter 3.
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lower bias; the Bartlett estimator’s estimated variance is lower than the MTM’s, but

the bias difference outweighs the variance difference, making the MTM estimator still

have lower MSE. When the line components are removed, the story is similar to that

of the original processes. The decreased bias in the Bartlettt-based correlation esti-

mate can be traced back to the values of β̂(1)
0 and β̂(2)

0 themselves. When the coherent

sinusoidal components are embedded in the predictor and response, this naturally

increases their correlation, hence the values of the fitted regression coefficients all be-

come closer to the amplitude ratio of the line components, effectively shortening the

interval (from the bottom end) where the correlation estimate will be found. This, in

turn, reduces the variance in the correlation estimates in the correlation matrix for

the responses, hence reduces the variance of ĉorr(β̂(1)
0 , β̂

(2)
0 ).

4.4 Use of Covariance Information in the Model

Suppose we have a response and predictor time series, and we have split the full

time span into overlapping time segments. Once we have estimated the covariances

between fitted regression coefficients from each of the M time segments, we can use

them to form an estimated covariance matrix for the β̂ββ vector. Here, β̂ββ is a vector of

length M whose entries are the β̂0 estimates from each regression, i.e. the regression
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coefficient multiplying x(t) in (4.5) for each regression. Explicitly, let us write

β̂ββ =



β̂
(1)
0

β̂
(2)
0

...

β̂
(M−1)
0

β̂
(M)
0


=

β̂ββ(M−1)

β̂
(M)
0

 (4.13)

and similarly partition the mean vector as

µµµ = E[β̂ββ] =



µ1

µ2

...

µM−1

µM


=

µµµ(M−1)

µM

 (4.14)

and the variance-covariance matrix as

cov
(
β̂ββ
)

=



cov(β̂
(1)
0 , β̂

(1)
0 ) . . . cov(β̂

(1)
0 , β̂

(M−1)
0 ) cov(β̂

(1)
0 , β̂

(M)
0 )

... . . . ...
...

cov(β̂
(M−1)
0 , β̂

(1)
0 ) . . . cov(β̂

(M−1)
0 , β̂

(M−1)
0 ) cov(β̂

(M−1)
0 , β̂

(M)
0 )

cov(β̂
(M)
0 , β̂

(1)
0 ) . . . cov(β̂

(M)
0 , β̂

(M−1)
0 ) cov(β̂

(M)
0 , β̂

(M)
0 )


(4.15)

=

 ΣΣΣ(M−1) σσσ∗M

σσσM∗ σMM

 . (4.16)

Since each component of β̂ββ is the result of a linear regression, it is unbiased, thus

E[β̂ββ] = βββ. If it is reasonable, we can make the assumption that the vector of regression

coefficients come from a multivariate normal distribution and, knowing these two

first- and second-order moments, we can fully specify this distribution. From this full
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joint distribution, any conditional distribution is computable, hence we could try to

estimate the distribution of β̂(M)
0 |β̂(M−1)

0 , . . . , β̂
(1)
0 . With this in mind, if we knew all

the previous fitted coefficients, we could obtain estimates and confidence intervals for

a coefficient from a future time segment for the purposes of prediction. This kind

of method is not entirely novel, however the past studies which have employed it

have not considered the covariance information as mentioned here, hence they have

implicitly assumed cov
(
β̂ββ
)
to be diagonal. If the β̂s are assumed to be Gaussian, the

diagonal covariance matrix implies that the β̂s are independent, which raises concern

when considering that adjacent β̂s come from regressions on highly-overlapping time

segments.

4.4.1 Confidence Intervals

With this covariance structure considered, it is hoped to form tighter confidence

bounds on estimated β̂s. Since the full vector, β̂ββ, is multivariate normal, the distribu-

tion of the conditional random variable β̂(M)
0

∣∣β̂(M−1)
0 , . . . , β̂

(1)
0 is (univariate) normal

parametrized with mean µM |· and variance σ2
M |· as defined below.

µM |· = E
[
β̂
(M)
0

∣∣ β̂ββ(M−1)
0 = b(M−1)

]
(4.17)

= σσσM∗σ
−1
MM

(
b(M−1) − µµµ(M−1)) (4.18)

σ2
M |· = Var

(
β̂
(M)
0

∣∣ β̂0,M−1=bM−1, . . . , β̂(1)
0 =b1

)
(4.19)

= σMM − σσσM∗
(
ΣΣΣ(M−1))−1σσσ∗M (4.20)

The term being subtracted in (4.20) is non-negative since it is a quadratic form with

a real, symmetric, positive semidefinite matrix. We thus have that

σ2
M |· ≤ Var(β̂

(M)
0 ). (4.21)

71



If we assumed independence of the β̂s, then the quadratic form vanishes and we have

equality in (4.21). The 100(1− α)% confidence interval for β0(M) formed under the

independence assumption has endpoints

β̂
(M)
0 ± Z1−α/2 ·

√
Var(β̂

(M)
0 ) (4.22)

and if we elect not to assume independence, the endpoints are

β̂
(M)
0 ± Z1−α/2 ·

√
σ2
M |· (4.23)

which gives a tighter, more informative confidence interval.

As we have seen previously, our consideration of line components in the model

gives us covariance estimates that are smaller than what would be estimated if the

signal was considered as homogeneous. So the effect here compounds to give even

tighter confidence bounds using the inverted MTM-based cross spectral estimator of

covariance compared to those that we’d have if we only entertained the idea of the β̂s

being independent but did not identify deterministic line components in the model.
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5. Application of Estimator to Power De-

mand Data

In light of the previous chapters, we now turn our attention to a set of data to which

to apply our method of estimation. Measurements of electricity demand (in kW) over

the province of Ontario, Canada are available at an hourly sampling rate, as are the

corresponding market price data (in 0.01 CAD/kWh), from the IESO’s public data

repository. In a market such as Ontario’s, the market price of electricity is determined

by balancing supply and demand, so it is logical to make the hourly Ontario electric

price (HOEP) the response in our model, and have the hourly demand series as the

predictor, which essentially drives the price. Note that, even though residential and

small business consumers pay a fixed price for electricity usage (sometimes dependent

on the time of day in which it is consumed) under the Regulated Price Plan, large

commercial and industrial consumers would be charged according to the HOEP at

each hour. The HOEP is also the price that energy retailers and distributors would

pay to purchase electricity according to their consumption at each hourly interval; it is

an average of the 5-minute spot market prices for a given hour. The actual time series

data over the full 14 year time span are shown in Figure 5.1. Immediately noticable

is the periodic nature of the demand series, whose perhaps most visible component
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is an apparent semiannual sinusoid. In contrast to the demand series, the HOEP is

much more volatile over time, spiking several times over its course, even reaching as

high as just under 19 CAD/kWh on 18 February 2009. Notice also that there are

values of the HOEP that are negative — this is actually quite a regular occurrence,

and these negative price values tend to fall in the early hours of the morning where

there is enough of an energy surplus to push the supply-demand equilibrium to a

point where the price is negative.

There is a large, abrupt dip in demand early on in the series that corresponds

to a time span of about 24 hours starting in the afternoon of 14 August 2003, when

a major blackout event occurred, affecting much of the population in Ontario, as

well as a number of states in the northeast United States. These low values are,

therefore, true readings of demand, and not the result of a data collection error, such

as recording equipment malfunction. Nevertheless, these 32 or so hours represent an

unnatural decrease in demand that is atypical of regular operations. Because of this,

we will interpolate the time series between 2003-08-14 16:00 and 2003-08-16 00:00,

using the iterative algorithm from Chapter 3 of [2]. The result is shown in Figure 5.2.

We henceforth work with the version of the demand series that has the interpolation

fix.

As a next step of exploratory data visualization, we can plot the spectrum esti-

mates of both series, of course using the superior multitaper method (MTM). These

are shown in Figures 5.3 & 5.4. Both spectra appear to have many line components

— and what’s more, these line components are often at the same frequencies in both

series. In the demand spectrum, the tall peaks that occur just over 0.04 Hz apart

actually correspond to 1
24
, 2
24
, . . . , 12

24
Hz, or, in other words, a sinusoids with periods of
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Figure 5.1: The full demand and HOEP time series from years 2003 through 2016.
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Figure 5.2: The original demand series during the blackout event of 2003, shown as a solid
line, and the interpolated data for the period 2003-08-14 16:00 to 2003-08-16 00:00 shown
as a dashed line.

1 day, twice per day, . . . , 12 times per day (or once every two hours). These peaks are

also apparent in the HOEP spectrum, or at least the first seven are. In the demand

spectrum, there are further harmonics that appear around the tall peaks. These are

at 1
24·7 Hz apart, so the first seven are at 1

24·7 ,
2

24·7 , . . . ,
6

24·7 Hz, corresponding to si-

nusoids with periods 1 week, twice per week, . . . , six times per week. It can be seen

that similar peaks also appear in the HOEP spectrum, though they are less present.

Note that simply observing a peak in the sepctrum does not necessarily mean that

there is a line component in the time series, but it serves as evidence for testing that

frequency using Thomson’s harmonic F -test, as discussed in the previous chapter.

The fact that both spectra appear to share many common line components is evi-

dence of common temporal structure in the response and predictor, which is what we

considered in Chapter 4 with simulations.
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Figure 5.3: The MTM spectrum estimate for the full demand time series.

Figure 5.4: The MTM spectrum estimate for the full HOEP time series.
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Now we just run the regressions and estimation like we did in previous chapters,

but we have actual data to work with. For each regression, the response and predictor

time series are taken to be subsets of the demand and price series, respectively, over

a contiguous 3-year time period. For example, time period 1 would be years 2003

through 2005, time period 2 would be years 2004 through 2006, etc.

This bivariate data set does present some challenges, and it should be made clear

that the aim here is to use a simple linear model to demonstrate the performance

of c̃orr versus ĉorr, while not being overly concerned with the performance of the

model itself. Previous studies, such as those mentioned in Chapter 1, have shown

merit in the modelling and prediction of electricity demand and price, thus such lin-

ear models that are more refined (especially time series models) might be extended

by the methods presented here. Electing simplicity, we do, however, make one ad-

justment to the residual HOEP series (after removing the line components deemed

to be significant and common between HOEP and demand, per time segment) in

an attempt to stabilize its variance and nudge the data towards Gaussianity. The

Box-Cox transformation

gλ(Yt) =


Y λt −1
λ

: λ > 0

log(Yt) : λ = 0

with suitable parameter, λ, renders the data more appropriate for the linear model

framework. The HOEP data is particularly volatile and right-skewed for most time

segments, and applying the Box-Cox transformation with λ = 0.1 (choice of λ found

to be optimal for the data over the entire time span) reduced the skewness and our

use of the linear regression model is more justified. Note that this transformation

only applies to non-negative data (and strictly positive in the case of λ = 0), so we
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Figure 5.5: Scatterplots of the Box-Cox-transformed HOEP versus demand for the first four
time segments.

adjust Yt slightly so that our response series residuals are g0.1(Yt − sgn(minYt) + 1).

As seen in Figure 5.5, the response and predictor show some resemblance of a positive

linear relationship.

Using the transformed residuals, we estimate the correlation between β̂(i) and

β̂(j) for i, j = 1, . . . , 12 using both the Bartlett-based and MTM-based correlation

estimator. The regressions give us the β̂(j)s shown in Figure 5.6. Now, for each

pair of these fitted regression coefficients, both sets of estimated correalations are

shown in Figure 5.7. An immediately noticable difference between the two sets of
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Figure 5.6: The fitted β̂(j)0 s plotted against the middle year of the associated time segment.
e.g. The first time segment is 2003 through 2005, so β̂(1)0 is plotted above 2004.

Bartlett/MTM Correlation Estimates

Column

R
ow

+1.00 −0.01 +0.05 +0.18 +0.08 +0.16 +0.17 −0.12 +0.09 −0.01 +0.16 +0.33

+0.52 +1.00 +0.06 +0.18 +0.29 +0.02 +0.42 +0.26 +0.13 −0.07 −0.08 +0.18

+0.58 +0.60 +1.00 +0.23 +0.25 +0.32 +0.15 +0.25 +0.45 +0.23 +0.05 −0.01

+0.48 +0.42 +0.59 +1.00 +0.08 +0.07 +0.15 +0.31 +0.25 +0.26 +0.31 +0.30

+0.52 +0.55 +0.70 +0.24 +1.00 +0.12 +0.09 +0.24 +0.11 +0.07 +0.24 +0.25

+0.48 +0.66 +0.60 +0.23 +0.77 +1.00 +0.17 +0.22 +0.26 +0.02 +0.29 +0.41

+0.25 +0.48 +0.35 +0.41 +0.35 +0.68 +1.00 +0.22 +0.36 +0.15 +0.17 +0.36

+0.24 +0.42 +0.54 +0.47 +0.43 +0.65 +0.84 +1.00 +0.32 +0.03 +0.14 +0.27

+0.38 +0.46 +0.56 +0.55 +0.36 +0.61 +0.73 +0.85 +1.00 +0.31 +0.05 +0.27

+0.40 +0.33 +0.43 +0.46 +0.29 +0.40 +0.56 +0.51 +0.62 +1.00 +0.34 +0.05

+0.53 +0.31 +0.49 +0.53 +0.41 +0.48 +0.63 +0.60 +0.63 +0.82 +1.00 +0.43

+0.62 +0.43 +0.52 +0.50 +0.50 +0.66 +0.72 +0.69 +0.74 +0.64 +0.82 +1.00

1 2 3 4 5 6 7 8 9 10 11 12

12
11

10
9

8
7

6
5

4
3

2
1

−1.00
−0.90
−0.80
−0.70
−0.60
−0.50
−0.40
−0.30
−0.20
−0.10
+0.00
+0.10
+0.20
+0.30
+0.40
+0.50
+0.60
+0.70
+0.80
+0.90
+1.00

Figure 5.7: Bartlett-based and MTM-based correlations shown in the lower-triangular and
upper-triangular section, respectively, and coloured to show magnitude and sign of correla-
tion.
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correlations is that the Bartlett-based estimates are all positive, while the MTM-

based ones do include negative values. Overall, the Bartlett-based estimates suggest

a greater measure of correlation between the fitted regression coefficients, while the

MTM-based correlation matrix is more sparse, and suggests high degrees of correlation

between only some of the pairs of coefficients. Some of the greatest differences between

the two estimates are between the lag-1 correlations (comparing the the super- and

sub-diagonal of Figure 5.7), the largest difference being

ĉorr(β̂(5), β̂(6))− c̃orr(β̂(5), β̂(6)) = 0.77− 0.12 = 0.65

which involves the time segments centred at 2008 and 2009. The Bartlett-based cor-

relation estimate shows a strong correlation, while the MTM-based estimate suggests

that this correlation is much lesser. Also of note are pairs such as β̂(1), β̂(8), for which

ĉorr is postive but c̃orr is negative.

It was established in previous chapters, using simulations, that the c̃ov and c̃orr

estimators have lower MSE than their Bartlett-based counterparts, thus suggesting

that the MTM-based estimates should be used in subsequent analysis; in particular,

the treatment of the β̂(j)s as a random vector with covariance matrix formed by

the individual c̃ov estimates. In our simulation studies, we were concerned with

covariances and correlations between just a single pair of fitted regression coefficients.

Now, with our c̃ov and c̃orr matrices, note that each entry has been computed

independently from the others. This method of computing the values one at a time

does not guarantee that the resulting matrix will be positive definite, which is a

characterizing property of all covariance and correlation matrices, hence the existence

of non-positive eigenvalues of our estimated c̃ov(β̂ββ) matrix is a problem that must

be remedied in order to yield a valid covariance matrix. Fortunately, our c̃ov(β̂ββ)
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matrix has only positive eigenvalues, so we need not worry about its definiteness for

this particular analysis; however, it should be noted that methods exist to perturb

a negative semidefinite matrix to be a suitable positive definite matrix that we can

use as a valid covariance matrix estimate, such as the iterative algorithm described

in [25].

Of course, since the β̂(j)s have times associated with them, they might be regarded

as a time series themselves, and if this time series of β̂(j) were stationary, we would

expect to see a banded correlation matrix (in fact, symmetric and Toeplitz); however,

this does not appear to be the case. The majority of prediction techniques used in

time series analysis assume stationarity, so we can consider applying a transformation

in order to find a version of the β̂(j)s that better fits the mould of stationarity. The

usefulness of this prediction is questionable, however, as the majority of the correlation

between HOEP and demand is due to the common line components, and not to the

residual random process. For this analysis, we do not attempt to predict a future

value of β̂(j)
0 , but rather focus on better estimation of their confidence intervals.

5.1 Confidence Intervals

In §4.4.1, we discussed the treatment of the β̂(j)s as a multivariate normal random

vector, and saw how relaxing the assumption that the variance-covariance matrix

of this random vector be diagonal allowed for more informative confidence intervals

by use of the conditional variance. We now apply this to the estimated regression

coefficients we have calculated from the electricity data set. Let us start with the most

recent coefficient, β̂(12). From our linear regression model, we computed β̂(12) ≈ 9.665·

10−5. The estimated 95% confidence interval for β(12) using the MTM-based variance
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estimate, but no covariance information, is (6.84·10−5, 12.48·10−5). Using the c̃ov(β̂ββ)

matrix in conjunction with the formula in (4.23), the estimated 95% confindence

interval for β(12) is (7.67·10−5, 11.66·10−5). On average, the new, improved confidence

intervals based on the c̃ov(β̂ββ) matrix estimate have length around 80% of the original

confidence intervals. Although we could form even shorter confidence intervals by

using the ĉov(β̂ββ) estimate, this Bartlett-based estimator was shown to perform more

poorly than its MTM-based counterpart, largely due to the bias of the Bartlett CCVF

estimate at higher lags, thus the CIs formed using the aforementioned matrix of

estimated covariances would be overly-optimistic.

j β̂(j) cond’l var. CI lower bound CI upper bound CI length
×105 ×1011 ×105 ×105 ×105

1 17.44 52.25 12.96 21.92 10.07
2 15.48 22.73 12.53 18.44 7.366
3 16.57 18.90 13.88 19.27 7.017
4 16.94 18.45 14.28 19.60 6.492
5 15.88 48.11 11.58 20.18 10.12
6 6.479 6.527 4.896 8.063 3.920
7 4.932 2.437 3.964 5.899 2.432
8 4.683 2.272 3.748 5.617 2.244
9 4.624 1.282 3.922 5.326 1.833
10 6.531 6.871 4.906 8.155 3.876
11 8.765 13.42 6.494 11.03 5.973
12 9.665 10.36 7.670 11.66 5.649

Table 5.1: The β̂(j)s fitted using the electricity data set, along with their MTM-based condi-
tional variance estimates and resulting estimated 95% confidence interval bounds.

5.2 Line Components and Covariance

As the main drivers of both demand and HOEP are their line components, let us

examine how they change over progressive time segments. Again, the focus is on
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Figure 5.8: The β̂(j)s fitted using the electricity data set (regressing HOEP onto demand),
along with their estimated 95% confidence intervals formulated under the assumption that
the β̂(j)s are independent and Gaussian, using the Bartlett-based and MTM-based CCVF
estimates, shown in the indicated shades of grey. The black bars are the improved CIs using
the MTM-based conditional variance estimates (thus relaxing the independence assumption).

pairs of line components with frequencies common between the demand and HOEP

segments. Over all 12 time segments from the data set we are working with, the line

component consistently having the highest amplitude for both demand and HOEP

corresponds to a daily period, suggesting that the strongest determinant of demand

and HOEP is its daily cyclic nature. Second in amplitude for both series are usually

the line components corresponding to a semidaily period. This also comes somewhat

unsurprisingly, as demand regularly peaks during the day and drops overnight. Also

appearing in many time segments are some lower frequency line components, like

an approximate bimonthly and a semiquarterly cycle. Interestingly, the only line

components that persist throughout all 12 time segments that are common to both

demand and HOEP are the aforementioned daily and semidaily ones, as well as one

that correpsonds to a period of 21 hours (8 cycles per week).
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frequency
(cycles/hour)

period
(hours)

0.0416̇ 24 1 cycle per day
0.047619 21 8 cycles per week
0.083̇ 12 2 cycles per day

Table 5.2: Common line components in demand and HOEP that persists through all 12 time
segments.

As mentioned in the previous chapter, the line components considered as being

a common temporal structure between the response series and predictor series have

frequencies that are close enough to be regarded as equal (see §4.2); their phases do

not necessarily share this closeness. If the line components were perfectly in phase

(phases equal) or perfectly out of phase (phase offset of π), then we might infer a

strong association between the two. In the latter case, peaks in the response series

would tend to coincide with the valleys of the predictor series; in the former case, the

peaks and valleys would line up across the series. This, of course, assumes that the

SNR is high enough that the line component being examined effectively produces these

peaks and valleys. If the phase difference between the pair of frequency-coherent line

components strays further from the aforementioned cases, it could be an indication

of a leading or lagging relationship between the response and predictor. Sinusoids

in quadrature (phase difference of π
2
) are orthogonal, hence there is no “correlation”

between them; however, allowing a nonzero time lag when comparing them, a delayed

effect could be argued.

Let us start by analyzing the daily cycles. In the demand data, their amplitudes

start at around 2,400, then, starting in the 2006-centric time segment, decrease in a

concave shape to just less than 2,000 by 2015. In the HOEP, the amplitudes start at

around 18, then decrease to just less than 8 by 2011, before a slight increase during
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Figure 5.9: The ratio of amplitude of the detected daily-period line component from the
HOEP series to that from the demand series, for each time segment.

2012 to 2015. In both cases, the amplitudes decrease significantly, but these decreases

have different proportional rates and occur over slightly different time frames. In the

demand series, the amplitudes decrease by about 20% while, in the HOEP series, the

amplitudes decrease by over 50%. Figure 5.9 shows the changing amplitude ratio over

time; in 2013, it is just about half of what it was in 2004. This might be interpreted

as the size of the daily systematic fluctuations in demand having less of an impact

on the systematic variability of price. For example, in 2004, an increase in the daily

demand range by 128 kW would be associated with a 0.01 CAD/kWh increase in price

variability; in 2015, a daily demand range increase of 232 kW would be associated

with the same price variability increase.

The other persistent frequencies exhibit a similar pattern in their amplitude ratios,

decreasing to a minimum around 2011, then increasing afterwards. The amount of

this latter increase varies per frequency.
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As alluded to in Chapter 4, we might be interested in a notion of covariance

between the amplitude ratios of a line components of a certain frequency from two

different time segments. Recall that our assumption for the calculation of the co-

variance of the β̂j0s was that the line components were deterministic; at this stage,

we relax this assumption and reconcile that the line components we have detected

are, in fact, estimates. As such, they can each be treated as observations from some

distribution. The problem is we only have one observation per time segment, so co-

variance cannot be estimated from the estimated amplitude ratios alone. Thus, we

turn to the jackknife, a statistical resmapling tool popularized by Tukey, to form a

sample of amplitude ratios for each time segment, and compute a sample covariance

between samples from two time segments. Since the amplitudes, and hence amplitude

ratios, are derived from the estimated complex mean value at the frequency of the

line component under examination, and the complex mean value is a function of K

eigencoefficients, we can jackknife the complex mean value by way of the eigencoffi-

cients. For notational convenience, define yyyk(f`) as the 2× 1 vector whose entries are

the k-th eigencoefficient at frequency f` from the response series, and that from the

predictor series. Let

B̂
(j)
`,all := B̂

(j)
`

(
yyy0(f`), . . . , yyyK−1(f`)

)
(5.1)

be the estimate of the amplitude ratio of the `-th pair of common line components

between HOEP and demand in the j-th time segment, based on the complex mean

values at f` from both series, each calculated using the full list of K eigencoefficients

from their respective time series. The k-th “delete-one” estimate is

B̂
(j)
`,\k := B̂

(j)
`

(
yyy0(f`), . . . , yyyk−1(f`), yyyk+1(f`), . . . , yyyK−1(f`)

)
, (5.2)

K of which are admitted from the full list of eigencoefficients. The average of the K
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“delete-one” estimates is

B̂
(j)
`,\• =

1

K

K−1∑
k=0

B̂
(j)
`,\k (5.3)

and the jackknifed variance is computed as

V̂ar
(
B̂

(j)
`,all

)
=
K − 1

K

K−1∑
k=0

(
B̂

(j)
`,\k − B̂

(j)
`,\•

)2
. (5.4)

To extend this to covariance, jackknife the amplitude ratios for the j-th and i-th time

segment, and compute

ĉov
(
B̂

(j)
`,all, B̂

(i)
`,all

)
=
K − 1

K

K−1∑
k=0

(
B̂

(j)
`,\k − B̂

(j)
`,\•

)(
B̂

(i)
`,\k − B̂

(i)
`,\•

)
. (5.5)

This is our estimate of the covariance between line components from different time

segments. Computing this covariance for all pairs of time segments, i, j = 1, . . . , 12,

gives a covariance matrix and, from this, a correlation matrix, describing an aspect

of the relationship between each amplitude ratio corresponding to the frequency f`.

Here, we compute this matrix for the most persistent line component throughout

all time segments: the daily period (f` = 0.416̇). Figure 5.10 shows a heat map

plot of this estimated correlation matrix. Its most obvious feature is the relatively

large-magnitude values as compared to the entries of c̃orr(β̂ββ0), shown in the upper

triangular portion of Figure 5.7. Notice that there are several high correlation values,

like entries (7, 9) and (7, 12), both approximately 0.98; entry (4, 9), approximately

0.99; and the largest off-diagonal entry, (4, 7), which is approximately 0.995 (displayed

as 1.00 on the plot due to rounding). Most entries are quite different from those in

c̃orr(β̂ββ0), but there are a few smaller entries that are similar. For example, comparing

the (3, 11) entries,
(
c̃orr(B̂BB`)

)
3,11

= 0.09 while
(
c̃orr(β̂ββ0)

)
3,11

= 0.05, suggesting

that, even with the daily line components, the regression coefficients from these two

time segments are not very correlated.
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Jackknifed MTM Amplitude Ratio Correlation Estimates
for daily line component
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Figure 5.10: The estimated correlation matrix for the daily-period line component amplitude
ratios from each time segment, computed by jackknifing the MTM eigencoefficients. For
reference, denote this matrix as c̃orr(B̂BB`).

For this c̃orr(B̂BB`) matrix, the aforementioned concern about positive definiteness

is valid — the leading eigenvalue is approximately 8.03, followed by 3.49, and all

the others are comparatively small in magnitude, the last three having magnitude

less than 10−15 but a negative sign. As these eigenvalues are so close to 0, simply

replacing them with their absolute values in the eigendecomposition gives a matrix

with nearly the same values, but the matrix is now positive definite. In fact, the

Frobenius distance between the two is approximately 10−14.

What this practical data example has shown us is that, first of all, the Bartlett

estimate of covariance matrix of the regression coefficients is not as accurate as the

MTM-based covariance estimate, even with the deterministic line components re-

moved. Furthermore, it appears that much of the correlation between the regressions
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is accounted for in these line components, rather than the random time series resid-

uals. This makes sense as the line components are the main drivers of the series.

By looking at the line components estimated by the MTM framework as separate

from the underlying random processes, we can gain a sense of which line components

contribute the most to the correlation between the regression coefficients.
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6. Conclusions and Future Work

Our focus throughout this thesis has been on the problem of estimating the covariance

between coefficients which were the result of linear regressions of a bivariate response

onto a bivariate predictor, done component-by-component. We examined the perfor-

mance of the Bartlett-based estimator, which used the Bartlett estimate of the CCVF

between the response process components, and the MTM-based estimator, which used

the inverse-Fourier-transformed multitaper (MTM) cross-spectral estimate of the re-

sponse components. To evaluate performance, simulations of bivariate autoregressive

(BAR) processes were generated, and the regressions and covariance estimation were

performed a number of times in order to form a sample of covariance (or correlation)

estimates for each estimator, which could then be compared to the theoretical value.

Since the behaviour of the Bartlett CCVF estimate was seen to be erratic at higher

lags, it was also of interest to consider response processes that could be characterized

as having a slowly-decaying CCVF versus a quickly-decaying one. In addition, the

case was considered where both components came from a common source, hence were

realted linearly, beyond added noise.

In the first, most straightforward case, we considered just the random processes
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themselves with no alterations. It was observed that the MTM-based correlation es-

timator, c̃orr(β̂1, β̂2), had overall lower mean squared error (MSE) than the Bartlett-

based estimator, ĉorr(β̂1, β̂2), for all three types of CCVF-characterized response

processes, as mentioned above. While the MTM-based estimator did outperform the

Bartlett-based one, it should be noted that both estimators’ MSEs were quite small

(on the order of 10−3 at worst), suggesting that even if we opted to use the Bartlett-

based estimate, we would not get something wildly inaccurate. However, of note is

the smaller variance associated with the MTM-based estimator, which appeared to

be a consistent feature across all three flavours of BAR processes.

Next, adding a deterministic sinusoid to the random process simulations was

shown to clearly affect the covariances of the fitted linear regression coefficients, as

well as the coefficients themselves. The presence of the sinusoidal component caused

the CCVF estimates to also exhibit a sinusoidal pattern as a function of lag. As a

result, the ĉorr(β̂1, β̂2) and c̃orr(β̂1, β̂2) estimates both showed a higher MSE than

when the sinusoids were not embedded, with the Bartlett-based estimate having lower

variance, while the MTM-based estimate had lower bias; the magnitudes of these dis-

crepancies work in the latter estimate’s favour, though, as the estimated MSE of

c̃orr(β̂1, β̂2) is still lower than that of ĉorr(β̂1, β̂2).

Our solution for dealing with these deterministic line components was to detect

and remove those common to resposne and predictor using Thomson’s harmonic F -

test, while identifying frequency-coherent line components using a threshold of 1

Rayleigh (inverse of the number of samples in the time series). Both types of estimates

computed after line component removal looked similar to those at the first stage in

which no line components had been embedded, indicating the success of this method.
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In our practical data example, segmenting the electricty demand and electricity

price (HOEP) data sets to form our bivariate response and predictor, the regressions

and estimation of the covariances between each pair of the 12 regression coefficients

were conducted so that both estimators would be compared. We observed that the

Bartlett-based correlations were overall much higher than the MTM-based ones, and

in fact, they were all positive, while the MTM-based correlation matrix did include

negative entries and were, on the whole, smaller in magnitude. As part of our mo-

tivation for doing this covariance/correlation estimation, we hoped to form more

informative confidence intervals for each time segment’s fitted regression coefficient,

and achieved this by accounting for a correlation structure between each pair of co-

efficients, and using conditional variance estimates using the MTM-based covariance

matrix. Although confidence intervals that are even tighter can be formed if we used

the Bartlett-based covariances in the conditional variance calculation, the Bartlett es-

timates were shown to perform more poorly than the MTM-based estimates, and the

Bartlett estimates most likely overestimate the degree of correlation that exists be-

tween any two fitted regression coefficients — that is, while the intervals are smaller,

their coverage probabilities are not reliable.

6.1 Future Directions

Going forward, there are a number of different avenues that may be of interest to ex-

plore. First, since it was observed that, under our linear regression model framework,

that the covariance of β̂1 and β̂2 relies on the CCVF of the bivariate response process,

obtaining a superior estimate of the CCVF should naturally yield better cov(β̂1, β̂2)

estimates. Persisting within the realm of MTM spectrum estimation, the prospect of
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a CCVF estimate that has both improved bias and variance properties is suggested as

an extension to the quadratic-inverse estimates of the ACVF developed by Thomson

in [23], and might impart these improved properties to our covariance estimator. In

addition, the MTM paramters such as bandwidth, W , and number of data tapers, K,

can be altered to affect the cross-spectral estimate, and hence the CCVF estimate.

In this thesis, we did not concern ourselves with the effect that changing these values

had on the resulting covariance estimates (and just stuck to the standard choices of

NW = 4 and K = 7) but, based on plots of the MSE of the CCVF estimates as a

function of lag, the effect of changing the time-bandwidth product in tandem with the

number of tapers (adhering to the rule that K = b2NW −1c) is not clear, and proba-

bly depends on the nature of the CCVF of the response series. One example showed a

decreased MSE for lags closer to the origin when NW and K were increased together

incrementally, and the resulting MTM-based estimates of cov(β̂1, β̂2) has lower MSE,

but it is not clear if this behaviour is typical of bivariate AR processes with other

shapes of CCVFs. Beyond these considerations of the MTM framework using the

Slepian sequences, let us note that it is not clear that the Slepians are the optimal

tapers for the purposes of ACVF or CCVF estimation, and the establishment of a set

of tapers that produce ideal A/CCVF estimates is an open problem.

Moreover, it is of obvious benefit to extend the linear model used in this study to a

more advanced one with possibly more predictors, and possibly using a link function,

as to make it a generalized linear model. Making these types of modifications, we

can remain in the linear regression model setting, so things like the form of our

covariance estimator in terms of the CCVF estimate will be similar. For the electricity

demand and price data sets, some of the previously studied linear models mentioned
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in §1.2 may be more suited to the electricity datasets, so combining them with our

segmented method and covariance estimation procedure would yield perhaps more

useful coefficients. Even though our focus has been on using linear models, openness

to other frameworks, such as that of the generalized additive model (GAM) would

be interesting to study in this context. A specific route that would be a logical next

step is building a lagged regression model with either just demand as the predictor,

or incorporating other predictors such as the IESO’s pre-dispatch demand value, as

described in [26]. Environmental factors such as temperature and cloud cover may

also correlate with HOEP, but the effectiveness of using such variables to describe a

large area of land like the province of Ontario is less than it would be when looking at

a more local area, e.g. the service territory of a particular local distribution company

(provided the designated territory is not far-reaching like that of Hydro One). Further,

rate makers at the provincial level may stand to gain from examining how price varies

with demand year over year, as part of the design of time-of-use rates and schemes.

Finally, since the line components are the main drivers of many time series, in-

cluding the electricty demand and price series, we would like to properly account for

the correlation between regresions that results from common line components present

in the response and predictor. This was briefly touched upon, and the correlation ma-

trix calculated gives us some idea of what this correlation structure would be, though

it is not clear if the method of jackknifing MTM eigencofficients that was employed

is refined enough to yield the most optimal result.
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