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Abstract

How can measurements of a vehicle’s ground-induced vibrations be used to
improve its performance and longevity? This is the central question explored in
this thesis. It is known that high levels of vehicle vibrations can lead to heightened mechanical wear and rider discomfort. Guidance algorithms should therefore strive to minimize these vibrations. This thesis starts by proposing a novel
metric that quantifies vibrations using only a vehicle’s gyroscopic data. This metric, which is adaptive to the vehicle’s speed and is invariant to the sensor’s mounting location, inspires three subsequent navigational algorithms.
The first algorithm is a heuristic optimizer based on finite-difference approximations that finds a solution to a novel formulation of the autonomous tramming
problem. On each tramming iteration, the vehicle evaluates the cost of a driven
path by using the vibration metric. The optimizer then iteratively searches for a
curvature-constrained path with locally minimal cost. This optimization method
is validated on a Clearpath Husky A200 mobile robot that finds a path with minimal vibrations through an evolving terrain.
The second algorithm is a method for laterally localizing terrain anomalies
along a vehicle’s path by using gyroscopic data. Terrain anomalies are detected
by adaptively thresholding the vibration metric and located by adding a lateral
i

offset to the vehicle’s position when the anomaly is detected. This offset corresponds to half of the vehicle’s width towards the side affected by the anomaly.
The affected side is determined by using features extracted from the continuous
wavelet transform of, and the ratio between, the gyroscopic roll and pitch rate signals. The anomaly detector and localizer are demonstrated on a Husky robot that
learns to circumnavigate anomalies after hitting them once.
Finally, this thesis presents an algorithm that can estimate the current state of
an evolving environment by using a sparse set of samples. This is accomplished by
introducing spatiotemporal forgetting into the Gaussian Process Regression framework. The resulting regressor is demonstrated with a Husky that makes a vibration map of a piecewise evolving indoor terrain. Such a map could be used to plan
paths of minimal vibration through the terrain.
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Chapter 1
Introduction

An important determinant of a ground vehicle’s performance is its level of
ground-induced vibrations. The vehicle’s vibrations dictate many factors, such as
vehicle maneuverability, mechanical wear, and rider comfort [1–3]. It is generally
desirable for vehicles to avoid sections of terrains that can induce high levels of
vibrations. For autonomous ground vehicles, this can be achieved through guidance and mapping algorithms. Such algorithms require a method of quantifying
vibrations or classifying the terrain’s type.
There exist three primary classes of systems that can characterize a terrain’s
vibration profile; those that use vision systems such as cameras [4–6] and range
sensors [7–9], those that measure the motion of a vehicle’s suspension [10–13], and
those that use inertial sensors mounted to the vehicle’s body (see Section 2.2 for
a detailed review of the related literature). The benefits and drawbacks of each
technology are presented in Table 1.1. Robust algorithms typically make use of a
combination of these technologies, such as in the field of near-to-far learning [10,
14, 15]. Nevertheless, the focus of this thesis is to characterize a terrain’s vibrations
by using gyroscopes and to develop navigational algorithms that help vehicles
1

2

Table 1.1: Advantages and disadvantages of using vision systems, suspension configuration sensors, and inertial sensors to characterize a terrain’s vibration profile
Pros
Vision Systems

Suspension
Sensors

• Remotely characterize vibration profile of terrain

• Computationally expensive

• Higher lateral resolution

• Suffer from shadowing1

• Computationally efficient

• Can only measure the vibration at locations the vehicle
has traversed

• Insensitive to ambient lighting
• High resolution: can measure
the vibrations at each wheel

Body-Mounted
Inertial
Sensors

Cons

• Computationally efficient
• Insensitive to ambient lighting

• Sensitive to ambient lighting

• Lower lateral resolution
• Vehicle retrofit is costly and
involved
• Can only measure the vibration at locations the vehicle
has traversed
• Lowest lateral resolution

avoid high vibration sections of the terrain. Here, we define the word “navigation”
as an umbrella term for the problems of localization, guidance, and mapping.
To meet these ends, this thesis starts by presenting a method for quantifying a
vehicle’s vibrations by using gyroscopes (Chapter 2). Many previous works characterize a vehicle’s vibrations by using only the vehicle’s vertical acceleration (the
z-axis acceleration in Figure 1.1) [14, 16–18]. However, the vertical acceleration
along the vehicle’s body is non-uniform when the vibratory motion contains rotational components [19]. This impacts the generalizability of the vibration measurements across similar vehicles that have different sensor configurations. In contrast,
the measurements from gyroscopes are insensitive to the sensor’s mounting location so long as the vehicle’s body is rigid. Thus, a vibration metric that exclusively
1 Shadowing:

Inability to see around objects.

3

z
θz

x
θx

y
θy

Figure 1.1: Vehicle coordinate system. The origin of the coordinate system is denoted by the green dot.
uses measurements from vehicle-mounted gyroscopes was developed. This metric
was validated with a Clearpath Husky A200 mobile robot (Figure 1.2b) that was
driven over a series of artificial terrain features with varying roughness. The metric responded to the changes in the terrain features in a predictable manner. This
vibration metric is used in subsequent chapters to assess a vehicle’s driven path
(Chapter 3), to detect terrain anomalies (Chapter 4), and to make vibrations maps
of a terrain (Chapter 5).
The first navigational problem considered in this thesis is the autonomous tramming problem (Chapter 3). Tramming is defined as the repeated navigation of a vehicle (or several vehicles) along a path. Most autonomous tramming research has
focused on improving the repeatability of tramming iterations. This can be accomplished by improving vehicle localization [20, 21], designing better path-following
controllers [22, 23], or a combination of the two. However, few works have questioned the optimality2 of the path. The terrain might change due to environmental
2 We

define an optimal path as a path that minimizes some undesirable vehicle-terrain interaction, such as vehicle vibrations or wheel slippage.

4

(a)

(b)

Figure 1.2: Vehicles used to develop and demonstrate the methods and algorithms
proposed in this thesis. (a) A 2011 Kubota RTV900. (b) A Clearpath Husky A200
mobile robot with joystick for scale.
factors or repeated use, and an originally optimal path might not remain optimal.
To account for the possibility of an evolving terrain, we novelly formulate the
autonomous tramming problem as a constrained black-box optimization problem
with a high-dimensional time-varying objective function. To the best of our knowledge, there does not exist a generalized solution to this type of problem. Thus, we
propose a heuristic path optimizer that solves a simplified version of this problem
in which the original path is straight and has evenly spaced points. This optimizer evaluates the path’s optimality during each driving iteration and, using a
gradient-based approach, proposes a new path. The new path is smoothed by using a series of filters that guarantee the constraints are met. The optimizer also
includes mechanisms for mitigating the effects of a noisy objective function. The
proposed optimizer is verified in simulation and experimentally on a Husky robot
that trams through an indoor terrain with an evolving vibration profile. In both
cases, the heuristic optimizer iteratively converges to a path with a nearly locally

5

optimal cost.
The second navigational problem that is considered is the terrain anomaly detection, localization, and circumnavigation problem (Chapter 4). There have been
a large number of studies in the area of inertial road anomaly detection, most of
which attempt to classify and locate anomalies longitudinally along the vehicle’s
path (see Section 4.1.1 for a detailed review of the related literature). While the
longitudinal locations of anomalies are useful for road maintenance activities [24],
they are less useful for vehicles that are attempting to avoid anomalies that are
located along their current trajectory. Such fine-grained decision-making requires
knowledge of the anomaly’s lateral location along the vehicle’s path.
To enable high-precision guidance around terrain anomalies, we developed a
system that can laterally locate anomalies along a vehicle’s path. This two-part
system consists of an anomaly detector and a series of classifiers that determine
which side of the vehicle hit the anomaly. The position of the anomaly is determined with respect to the vehicle’s position by applying a lateral offset of half of
the vehicle’s width towards the side of the vehicle that hit the anomaly.
This system was developed and validated by using a series of datasets collected on two types of vehicles with different suspension configurations — a Kubota RTV900 (Figure 1.2a) that has a car-like suspension and a Clearpath Husky
A200 that has a rigid suspension — that hit two general types of anomalies on either side; bumps and dips. In total, 111 anomalies were hit by the RTV900 and
257 anomalies were hit by the Husky. Overall, the proposed detection method
— adaptively thresholding the vibration metric — correctly detected all anomalies run over by both vehicles. However, there were also three false positives on
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the data from the Husky. The side of the vehicle that hit the anomaly was determined by performing a combination of the continuous wavelet transform and a
folded ratio analysis over the window of the vehicles’ anomalous gyroscopic signals. Overall, the proposed side classification methods had an accuracy of 92.8%
on the data from the RTV900 and 100% on the data from the Husky. The utility of
the proposed anomaly localization system is demonstrated on a Husky robot that
can precisely maneuver around bump anomalies on subsequent navigational tasks
after hitting them once.
Finally, this thesis examines the problem of spatiotemporal mapping (Chapter 5). The estimation of time-invariant spatial phenomena has been widely studied in the fields of geology (Kriging) [25] and machine learning (Gaussian Process
Regression, GPR) [26]. However, many natural phenomena such as wind speed,
gas distribution, soil moisture, and ground roughness tend to evolve, and timeinvariant estimation methods are ill-equipped to deal with them. Estimating the
current state of a time-varying system is trivial when it is possible to spread multiple synchronized sensors across the environment [27–30]. However, this might
not always be possible, especially when the sensors are expensive. An alternative method to collect spatially diverse data of a temporally evolving system is
to fix the sensor to a mobile robot. Because the movement of the mobile robot is
constrained between time intervals, consecutive samples might be spatially and
temporally redundant.
Existing methods of spatiotemporal estimation tend to disproportionately forget old samples [31–33]. However, we argue that old information might still be
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locally relevant if newer information isn’t available. As such, we propose a GPRbased estimator that trusts old samples if no new samples are nearby, and discounts older samples if newer samples are nearby. Discounting is achieved by
increasing the associated sample’s perceived noise variance. The proposed solution is validated in 1D simulations on a synthetic piecewise-evolving spatiotemporal dataset and on 2D vibration data taken by a Husky that was driven through
a piecewise-evolving indoor terrain. In both cases, the proposed estimator predicted the final state of the system with lower predictive residuals than standard
GPR trained on the same data. The proposed estimator also outperformed the Spatiotemporal Gaussian Process (STGP) estimator when estimating the final state of
the 2D terrain’s vibration profile.
1.1

About this Thesis
This thesis is organized according to the manuscript format. As such, Chapters

2, 3, 4, and 5 are written as standalone works. Each chapter contains a complete
literature review, description of the methodology, experimental results and analysis, and conclusions. Chapter 6 provides a summary of the key contributions of
this thesis and future possible directions of research.

Chapter 2
Vibration Metric

2.1

Introduction
High levels of ground-induced vehicle vibrations are known to increase vehicle

wear and cause rider discomfort. As such, a vehicle should avoid regions of a
terrain that induce high levels of vibrations. This requires a method of quantifying
a vehicle’s vibrations.
A common practice in the literature is to quantify a vehicle’s vibrations by using measurements from a vehicle-mounted Inertial Measurement Unit (IMU). An
IMU is a collection of inertial sensors that typically comprises accelerometers and
gyroscopes, and occasionally magnetometers or a barometer [34]. The accelerometers measures the sensor’s linear accelerations and the gyroscopes measures the
sensor’s rotational velocities. Many autonomous vehicles come equipped with an
IMU to help them estimate their position and orientation. Thus, an inertial-based
vibration metric has the advantage of not requiring that additional sensors be installed on autonomous vehicles.
This chapter proposes, to the best of our knowledge, the first vibration metric
8
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that is based solely on gyroscopic measurements. This metric has the advantage
of being translation-invariant. Thus, any sensor that is rigidly fixed to the vehicle’s unsprung mass will produce near-identical vibration measurements. A notable disadvantage to this metric is that it is dependent on the vehicle’s suspension
configuration. Thus, the vibration metric can not be directly correlated between
vehicles in a non-homogeneous fleet. The utility of this vibration metric is demonstrated in the experimental results of all subsequent chapters of this thesis.
2.2

Literature Review
The quantification of vibrations by using an IMU can take the form of discrete

classes of terrain types [16, 35–37] or continuous measurements. Examples of the
latter include the standard deviation of the vehicle’s vertical acceleration [14, 17,
36, 38, 39] and the International Roughness Index (IRI) [1, 18, 40–43].
Works in the field of terrain classification typically consider multiple features
of the vehicle’s inertial signals as inputs to their algorithms. For example, Brooks
et al. [35] distinguish between terrain types by using linear discriminant analysis
on the principal components of an acceleration signal’s log-scaled Power Spectral
Density (PSD). Weiss et al. [36] also consider the acceleration signal’s log PSD,
but instead use it to train a Support Vector Machine (SVM). The authors compare
the classification performance of this SVM to three other SVMs trained on miscellaneous features from the time and frequency domains, including the standard
deviation of the vehicle’s vertical acceleration, and find that a combination of timedomain features and the log PSD had the best classification performance. Noticing
that most previous works only consider acceleration signals along select vehicle
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axes, Tick et al. [37] use a reduced set of 864 statistical features extracted from triaxial accelerometers and gyroscopes to train a linear Bayes normal classifier. More
recently, in [16] Bai et al. develop a multilayer perceptron-based terrain classifier whose input is the 100-point fast Fourier transform of a tri-axial acceleration
signal. A limitation of using discrete classes to represent vibrations is that the accuracy and generalizability of the classification depend heavily on the diversity of
the training data. The number of training data required increases with the number
of classes.
Vibrations can alternatively be represented by using a numerical value like the
windowed standard deviation of z-acceleration measurements, herein referred to
as stdev(z). Weiss et al. [36] recognize that stdev(z) is a strong indication of terrain
coarseness, and Prapulla et al. [38] consider road quality as being directly proportional to stdev(z). Rosenfeld et al. [14] use stdev(z) as a measure of a vehicle’s
vibrations in a near-to-far learning algorithm, which associates vibration levels to
terrain types classified by a robot’s vision system. By using this association, a robot
can pre-emptively slow down when it encounters a terrain type known to cause
high levels of vibrations. The stdev(z) metric has also been proven to be a strong
indicator of road anomalies [17, 39].
An important consideration when calculating stdev(z) is the size of the window. Most researchers chose a window of constant length. For example, Weiss
et al. [36] specify their window as the number of acceleration samples that occur
in one second and Prapulla et al. [38] consider a window of 10 samples. Neither
justify their choice of window size. Mednis et al. [17], who use stdev(z) to detect
road anomalies, select the window size by using it as a variable to maximize the
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training data’s true positive and true hit metrics. To the best of our knowledge, none
of the existing works that use stdev(z) to characterize vehicle vibrations consider a
window with an adaptive length.
A vehicle’s vibrations can also be represented by a roughness index. The World
Bank defines the roughness of a road (or terrain) as “the variation in surface elevation that induces vibrations in traversing vehicles” [1]. Measures of ground roughness
attempt to reach a vehicle-independent metric that describes the variations in the
ground’s elevation. The most widely implemented roughness metric is the IRI,
which uses input measurements to simulate the vertical variations of a quarter-car
model travelling at 80 km/h [1].
The IRI is typically measured by using expensive profilometric equipment.
However, advances in MEMS technology within the last two decades have encouraged researchers to explore the use of low-cost accelerometers in measuring
the IRI. For example, in [40] Douangphachanh and Oneyama explore the use of a
smartphone’s accelerometers, both rigidly fixed to a car’s dashboard and moving
freely in a passenger’s pocket, to estimate the IRI. They formulate a linear expression that relates the sum of the Fourier magnitudes within the 40 Hz to 50 Hz
range and the vehicle’s speed to the IRI. The resulting expression has a coefficient
of determination of 0.678 when compared to the IRI as reported by the Vehicle
Intelligent Monitoring System (VIMS) [41], another accelerometer-based IRI estimator. In subsequent work, [42] Douangphachanh and Oneyama augment their
equation with spectral information from the smartphone’s gyroscopes and achieve
a coefficient of determination of 0.817.
Du et al. [18] propose an expression of similar form to [40] that relates the IRI
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to the square root of the PSD of a car’s vertical accelerations as measured by accelerometers mounted above the left and right wheels of the vehicle. The resulting
model has a coefficient of determination of 0.942 when compared to IRI values reported by the Shanghai Highway Administration Bureau. Zang et al. [43] take a
different approach and estimate the IRI by estimating the vertical displacements
of an accelerometer mounted to a shock-less bicycle. They report that their model
has a coefficient of determination of 0.797 when compared to IRI values measured
by professional instruments. All surveyed accelerometer-based IRI metrics require
a vehicle-specific callibration step.
The vibration metrics presented in this literature review rely primarily on acceleration measurements. As noted by Du et al. [18], however, the accelerations measured at different points on a vehicle’s body are not identical. This suggests that
vehicle vibrations have a considerable rotational component. The performance
improvement observed by Douangphachanh and Oneyama [42] when including
gyroscopic data in their models reinforces this point.
2.3

Vibraton Metric
Consider an IMU that is mounted to the sprung mass of a vehicle. Let this

IMU be comprised of tri-axial accelerometers and gyroscopes. The accelerometers provides point measurements of linear accelerations as (t) ∈ R3 and rotational

rates ω(t) ∈ R3 at its mounting location. Assuming that the sprung mass is rigid,
the vehicle’s angular accelerations α(t) are related to the sensor’s rotation rates as
α(t) =

d
dt ω ( t ).
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When the vehicle undergoes a rotational acceleration α at time t, the linear acceleration measured at the sensor as is the sum of the vehicle’s linear acceleration
av ∈ R3 , the tangential acceleration with respect to the vehicle’s centre of rotation,
and the centripetal acceleration [19]. Formally,
as = av + α×r + ω×(ω×r),

(2.1)

where r ∈ R3 is the offset between the sensor’s mounting location and the vehicle’s centre of rotation and × denotes the vector cross product. av , α, and ω
must be known to fully describe a vehicle’s vibrations at any points along its body.
However, av can not be directly measured, and r is subject to change depending
on each wheel’s interaction with the ground. One method of estimating r and av
could be to use readings from multiple vehicle-mounted tri-axial accelerometers
and gyroscopes and minimize the residuals of a model. However, the use of multiple sensors increases the system’s cost and complexity.
We opt to develop a vibration metric by using the gyroscopic measurements ω,
which remains constant throughout the vehicle’s sprung mass. Taking inspiration
from the stdev(z) vibration metric, we propose the stdev(ω xy ) metric, denoted by
χ and defined formally as
χ∆tw (t) =

q

σωx ,∆tw (t)2 + σωy ,∆tw (t)2

(2.2)

where χ∆tw (t) is the value of the metric at time t, σωx ,∆tw (t) and σωy ,∆tw (t) are respectively the standard deviations of the vehicle’s roll rate and pitch rates within a
window of duration ∆tw seconds that is centred at time t, and ∆tw is the time taken
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for the vehicle’s front and rear wheels to cross a point on the ground. Formally,
c
∆tw = ,
s

(2.3)

where c and s are, respectively, the vehicle’s wheelbase1 and speed. This window
length was chosen so that the vibration metric reflects the interaction of both sets
of the vehicle’s wheels with a point on the ground. χ can provide a measurement
at the gyroscopes’ sampling rate if these windows are allowed to overlap.
Note that χ is not defined in terms of the vehicle’s yaw ωz . This is because ωz
is perpendicular to the vehicle’s z axis. Changes in ωy do not affect the sensor’s
z-acceleration azs , which is used in the successful stdev(z) metric.
χ can equivilently be written as a function of a path P of length c, where each
sample within the ∆tw window is associated with a position p ∈ P for p ∈ Rn
and n ∈ {1, 2}. To simplify analysis we may write χ in terms of the path’s central
position, χ(pc ), where pc corresponds to the vehicle’s position at time t. Note,
however, that there exist an infinite number of paths of length c that have pc as a
central point. Thus, χ(pc ) is not a function.
2.4

Experimental Validation
To confirm that χ can distinguish between terrains with different roughness, a

Clearpath Husky A200 mobile robot was driven over a series of artificial terrain
features — gravel, bumps, and grass — placed in a line on the rubber garage floor
mats as shown in Figure 2.1. The Husky was equipped with a Lord Microstrain
3DM-GX3-25 IMU that sampled at 100 Hz. We expected that the bumps feature
1 The

wheelbase is the distance between the front and rear wheel axles of a vehicle.
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Figure 2.1: Husky driving in a straight line over different artificial terrain surfaces.
would induce the highest level of vibrations in the vehicle’s body because it had
the highest variation in surface elevation, followed by the gravel and grass features.
During the experiment, the Husky was manually driven over the line of terrain features 18 times in alternating direction at a constant speed of 0.5 m/s. The
Husky performed a point turn beside the last terrain feature between each driving iteration. The vibration metric χ was calculated in real-time by using a nonoverlapping windows of length ∆tw =

0.512 m
0.5 m/s

= 1.024 s, which corresponded to

102 samples. The resulting values of χ are plotted against the Husky’s position at
time t in Figure 2.2.
Notice in Figure 2.2 that each terrain feature has a distinctive value of χ that follows the expected vibration trend. The grass feature generated the smallest χ with
a mean value of 0.024 rad/s, and the bumps feature generated the highest χ with
a mean value of 0.52 rad/s. The gravel feature had a mean χ of 0.15 rad/s, which
was between that of the grass and bumps elements. Notice also the humps in χ at
the left side of the gravel and the right side of the grass features and the gradient in
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Figure 2.2: Vibrations of the Husky when driving over different artificial terrain
surfaces at a speed of 0.5 m/s. The position axis is aligned with the line of the
terrain surfaces shown in Figure 2.1.
χ when the terrain type changes. The humps are caused by the vehicle’s changing
pitch as it moves over the edge of the terrain features, which are not level with the
rubber mats. The length of these humps and the length of the gradients in χ when
the terrain type changes are equal to two wheelbases — one wheelbase on each
side of the terrain feature boundary — and are a result of positional correlations in
the χ values. These positional correlations are caused by the length of the window
∆tw which corresponds to one wheelbase of the vehicle.
2.5

Conclusion
This chapter presented, to the best of our knowledge, the first vibration met-

ric for ground vehicles that is based solely on gyroscopic measurements. Experimental results demonstrate that the proposed metric can predictably differentiate
between terrains with different roughness profiles. This metric can provide measurements at the gyroscopes’ sampling rate and the spatial correlation between
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measurements is twice the length of the vehicle’s wheelbase.
This vibration metric is not without limitations. First, this metric is dependent
on the vehicle’s suspension configuration. This is because the metric is calculated
by using measurements of the movement of the vehicle’s sprung mass. Caution
should be taken when comparing the metric across vehicles in a non-homogeneous
fleet. Secondly, the metric is not directly indicative of the vehicle’s accelerations
— it provides information about the variability of the vehicle’s rotational motion.
More research is required to understand how this metric relates to vehicle damage
and rider discomfort. Thirdly, the vibration metric does not filter out residuals of
the vehicle’s dynamics, such as banking while turning or pitching while accelerating. These could be mitigated by developing a model-based filter. Regardless, this
metric is invariant to the sensor’s mounting location on the vehicle’s sprung mass
and proves to be indicative of the ground’s roughness. The former is particularly
convenient when attempting to quantify the vibrations of a vehicle that is already
equipped with an IMU — no modifications or additional sensors are required. The
utility of the proposed metric is further validated experimentally throughout the
rest of this thesis.

Chapter 3
Experience-Based Iterative Path Optimization for
Autonomous Tramming by using Inertial Sensors

3.1

Introduction
A common task in the mining and construction industries is to haul resources

from one point to another by using wheeled vehicles. The action of a vehicle repeatedly following the same path is called tramming [44]. Automated tramming
requires that a vehicle be able to locate itself within the operational environment
and control its motions to follow a prescribed path.
There exist two methods of prescribing a path to a tramming robot; a human
teacher or a global path planner. In the first scenario, a human drives the vehicle
along the desired path while the vehicle performs Simultaneous Localization and
Mapping (SLAM) or global localization and records the path. The vehicle then attempts to follow the taught path as accurately as possible. This method is typically
called Teach and Repeat [22, 23, 44]. In the second scenario, a global path planner
prescribes a path which the vehicle follows repeatedly.

18

3.1. INTRODUCTION

19

Previous autonomous tramming research has focused on improving the vehicle’s localization [20, 21] and minimizing path following errors [22, 23]. However,
these works assume that the original path is optimal. We define an optimal path
as a path that minimizes some undesirable vehicle-terrain interaction, such as vehicle vibrations or wheel slippage. Sub-optimal paths can be caused by mistakes
made by a human teacher or by a simplified or incomplete model given to a global
path planner. Further, if the terrain undergoes evolutions due to environmental or
human factors (e.g., rain, ice, wheel ruts), then an originally optimal path might
not remain optimal. Few studies have questioned the optimality of the path.
In one such study by Mazuran et al. [45], the researchers noted that humans often teach sub-optimal trajectories that are characterized by jittery behaviour. Thus,
a “teach, optimize, and repeat” framework was proposed, where the taught trajectory was smoothed using lexicographic optimization before it was repeated. The
resulting trajectory was smooth and could be executed in less time than the taught
trajectory. However, this approach does not consider the effect of environmental
factors on the continued optimality of the path.
Another study led by Tsang et al. saw the development of a reactive path replanning algorithm that can leverage previous executions of a navigational task
to improve execution time [46]. This algorithm models a probability mass function over a set of paths and, following each repeated execution of the navigational
task, updates the likelihood of each path. This renders the algorithm adaptable
to changing environments. However, this algorithm does not consider the robot’s
kinematic or dynamic constraints.
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This chapter proposes a novel formulation of the autonomous tramming problem for curvature constrained paths that considers the optimality of the path (in
terms of vehicle-terrain interactions) during each tramming iteration. This formulation was in part inspired by the works of Dekker et al. [23] and Ostafew et al. [22],
who gradually improve the performance of a path-following controller by using iterative learning. The problem is essentially a constrained black-box optimization
problem in a high-dimensional space in which the objective function can undergo
random changes.
We then develop a heuristic optimization method to find a solution for a simplified version of this problem where the initial path is straight. This optimizer is
shown in simulations to find a solution near a local minimum when considering
noise-free and noisy samplings of the optimization metric. The optimizer is then
experimentally validated on a tramming Clearpath Husky A200 mobile robot (Figure 1.2b) that learns to circumnavigate high-vibration regions in a changing indoor
terrain.
3.1.1

Formulation of Problem

Consider a two-dimensional terrain T ⊂ R2 . A path P through T is defined
as an ordered set of m points pi ∈ T for which the distance between any two
contiguous points is less than or equal to a constant ε ∈ R. Formally,
P = {pi | i ∈ {1, 2, . . . , m}},

kpi − pi+1 k2 ≤ ε,

i = 1, 2, . . . , m − 1.

(3.1)
(3.2)

We define the radius of curvature of a path at point pi as the radius ri of the arc
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formed by points pi−1 , pi , and pi+1 . By Proposition A.2.2, ri can be written as
ri =

k pi + 1 − pi − 1 k 2
.
2 sin π − ∠pi−1 ,pi ,pi+1

(3.3)

For P to be drivable by a dynamical vehicle, its curvature must be constrained.
Let rmin be the specified minimum turning radius of the vehicle. Two conditions
must be satisfied for P to meet this specification.
First, any set of three consecutive and ordered path points {pi−1 , pi , pi+1 } must
form a circular arc with central angle ∠pi−1 ,pc ,pi+1 ≤ π/2, where pc is the point
at the centre of the arc. By Proposition A.2.1, this is equivalent to the constraint

∠pi−1 ,pi ,pi+1 ≥ 34 π.
Second, the radius ri of the arc formed by any consecutive set of three path
points must be greater than or equal to rmin .
The curvature constraints can be summarized as follows:
3
∠pi−1 ,pi ,pi+1 ≥ π,
4
ri ≥ rmin ,

i = 2, 3, . . . , m − 1,

(3.4)

i = 2, 3, . . . , m − 1.

(3.5)

Consider now a temporally-evolving cost function f (p, t) over T defined as
the mapping f : T × R+ → R. This cost function is intended to represent some
measure of the terrain-vehicle interaction, such as vehicle vibrations. To simplify
the problem, assume that the cost function is sampled simultaneously at all points
along a path. The cost q of a path P through T is defined as
q( P, t) =

m

∑ f ( pi , t ) ,

i =1

pi ∈ P.

(3.6)
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Figure 3.1: Path normals N along the prior path P1 .
Suppose that a robot is instructed to tram along a path P1 between points p1,1
and pm,1 and evaluates f (p, t) at positions it has crossed by using a proprioceptive or short-range sensor. Call P1 the prior path. Our goal is to find a curvatureconstrained path of minimum cost q( P, t) through T from p1,1 to pm,1 that is in the
neighbourhood of P1 .
To define the neighbourhood of P1 , consider Figure 3.1. The terrain T can be
split into m cross sections Ni ⊂ T that are orthogonal to the prior path at point
pi,1 ∈ P1 for i ∈ {1, 2, . . . , m}. The set of paths P that are in the neighbourhood of
P1 is defined as all paths of length m whose points pi lie along the corresponding
prior path normal Ni . In other words, we only consider paths whose points are
lateral translations of P1 . Let the set of all prior path normals be N = { Ni | i ∈

{1, 2, . . . , m}}.
The coordinates of a path’s point pi can be expressed as a lateral offset zi ∈ R
along the path normal Ni in the direction φi = τi + π, where τi is the angle of
the path’s tangent at pi,1 in the direction of pi+1,1 . Let this bijective mapping be
gi : Ni → R, such that zi = gi (pi ), and its inverse be gi−1 : R → Ni . Let the vector
of all lateral offsets be z = [z1 , z2 , . . . , zm ], and denote the mapping from P to z
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subject to P1 as z = gP1 ( P).
Each cross-section Ni has an associated one-dimensional cost function f i that is
related to f as
f i ( z i , t ) = f i ( g i ( pi ) , t ) = f ( pi , t ) ,

pi ∈ Ni .

(3.7)

Combining (3.7) and (3.6) gives
q(z, t) =

m

∑ f i ( z i , t ).

(3.8)

i =1

The optimization problem can thus be written as
min

q (z),

s.t.

z1 = zm = 0,

z∈Rm

(3.9)
(3.10)

(3.2), (3.4), (3.5).
Note that (3.9) has m model parameters. This can be equivalently formulated as
the m-objective optimization problem
min

z∈Rm

f i ( zi )

i ∈ {1, 2, . . . , m},

Subject to (s.t.)

(3.11)

(3.2), (3.4), (3.5), (3.10).

Finding a path with a locally minimal cost may not always be desired. Rather,
it may be desirable to only avoid areas in the terrain with costs above a certain
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threshold λ. To account for λ, (3.11) can be re-written as
min

max{ f i (zi ), λ}

s.t.

(3.2), (3.4), (3.5), (3.10).

z∈Rm

i ∈ {1, 2, . . . , m},

(3.12)

All of these formulations are constrained black-box optimization problems with
a potentially unsmooth and evolving cost function. The problem is further complicated if P1 has a large number of path points m (the problem becomes highdimensional) or if f is obfuscated by additive stochastic noise.
3.1.2

About this Chapter

Section 3.2 provides a brief overview of black-box optimization research. Section 3.3 presents the foundation of the heuristic optimizer given a noise-free and
smooth cost function. Section 3.4 describes how the solution developed in Section
3.3 can be adapted to work in more realistic scenarios. Both Sections 3.3 and 3.4
contain simulations and analysis of the proposed solution. Finally, Section 3.5 provides an experimental validation of the heuristic optimizer by using a Husky robot
on an indoor terrain.
3.2

Literature Review
This section provides a brief review of black-box optimization algorithms. For

conciseness, let the objective function be denoted as f (x), where x ∈ RD is a Ddimensional input variable.
Black-box optimization algorithms are generally classified into direct search and
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model-based methods [47, 48]. Direct search methods [49] attempt to find an optimum by making local decisions based on the direct comparison of the samples
taken from the objective function. These methods do not use approximations of the
objective function’s gradient or Hessian and are particularly suitable for solving
problems where the objective function is non-smooth. Model-based methods attempt to create a local or global model of the objective function that is easier to optimize (e.g., less costly, convex, continuous). Such models are known as surrogates.
The selection of a suitable surrogate depends heavily on assumptions about the
smoothness of the objective function. For example, a Gaussian Process surrogate
with a Matérn kernel is better suited to model unsmooth functions than a Gaussian Process surrogate with a squared exponential kernel [25]. Recent advances
in both approaches have seen adaptations that can handle high-dimensional problems (where D > 15) and noisy objective functions.
Shan and Wang [50] observe that two promising approaches for solving highdimensional and expensive black-box functions are (a) mapping high-dimensional
spaces to lower-dimensional spaces, and (b) decomposing the high-dimensional
problem into tractable sub-problems. Audet et al. [51] develop an algorithm based
on the latter and decompose high-dimensional linearly constrained optimization
problems into smaller dimensional sub-problems using parallel space decomposition. Each subproblem is then solved asynchronously by different instances of
the Mesh Adaptive Direct Search (MADS) optimizer. The algorithm, PGS-MADS,
was validated by using black-box functions with up to m = 500 inputs and m + 2
constraints. The authors found that PGS-MADS could find solutions closer to the
global minima than competing algorithms.
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Regis [52] takes a different approach entirely and considers the problem where
f is subject to black-box inequality constraints. They propose to model each function (objective and constraints) by using radial-basis function surrogates. These
surrogates are then used to formulate a sub-problem which can be solved by using a gradient-based optimizer. Results show that the proposed method can find
a target value in fewer iterations than competing algorithms when tested on the
MOPTA08 problem outlined in [53], which comprises 124 Dimensions and 68 inequality constraints. Neither [51] nor [52] consider a noisy f .
Many researchers have proposed different methods to handle noise, whether
it be deterministic, stochastic, or both. Deng and Ferris [54] propose to handle
zero-mean stochastic noise in the DIRECT algorithm by repeatedly sampling the
points of interest. As [55] points out, the strategy of repeated sampling limits the
exploration of f . Larson and Billups [55] take a different approach and propose
a trust region-based linear surrogate optimization algorithm that can handle additive stochastic noise in unconstrained optimization problems. In a similar vein,
Huyer and Neumaier [56] propose a robust surrogate optimization algorithm that
approximates a noisy objective function by fitting a series of local stochastic linear or quadratic models to neighbourhoods of samples. The resulting algorithm
can handle box constraints and soft constraints. Finally, Audet et al. [57] develop
a robust version of the MADS algorithm [58] — Robust-MADS — that handles
deterministic and stochastic noise by smoothing the observations of the objective
function by using a Gaussian kernel. MADS is then performed on these smoothed
observations. Robust-MADS can only solve unconstrained optimization problems
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and implicitly assumes that the objective function is smooth. None of these methods for handling noise generalize well to problems with high dimensions.
Work in the field of Bayesian Optimization (BO) has seen promising results
for solving high-dimensional and noisy problems. BO is an optimization technique that models the objective function using a Gaussian process surrogate and
an easier-to-optimize acquisition function. Due to its dependence on Gaussian
Processes, traditional BO intrinsically tolerates stochastic noise in f but is computationally infeasible in higher dimensions [59].
In an attempt to overcome this dimensionality limitation, Wang et al. [60] show
that box-constrained BO can be scaled to any arbitrary dimension by using random
embeddings, so long as the objective function has a small intrinsic dimensionality
(i.e., most dimensions have little effect on the objective function). They call the
resulting algorithm REMBO.
Kandasamy et al. [61] take a different approach and assume that the objective
function can be decomposed into a series of additive functions over independent
dimensions, much like the formulation in (3.8). An independent Gaussian Process
(GP) is used to model each additive sub-function. The results of these GPs are used
to construct a new acquisition function, ADD-GP-UCB, which is easier to optimize
than the GP-UCB acquisition function. The resulting algorithm performs better
than REMBO on a problem with 20 dimensions, 9 of which are intrinsic.
Rolland et al. [62] generalize [61] for additive sub-functions where the variables may not be disjoint. They learn the dependency graphs between these subfunctions by using a Gibbs sampling algorithm. The dependency graph is then
used while maximizing the ADD-GP-UCB acquisition function from [61].
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The solutions proposed in [60–62] do not handle inequality constraints. Further, none of the surveyed works consider a situation where f could change between evaluations. Thus, we propose a heuristic optimization method that leverages the structure of the problem as stated in Section 3.1.1.
3.3

Smooth Cost Function with Noiseless Sampling
Consider a simplified version of the problem described in Section 3.1.1 in which

1. the prior path is straight,
2. the points in the prior path are uniformely spaced d < ε units appart,
3. the objective function f over the entire terrain is smooth, which implies that
each f i is also smooth,
4. f can be measured without noise.
An unconstrained solution to (3.12) could be to independently locally minimize
each f i until the cost is below λ. This can be done by iteratively taking steps of size
µ along Ni in the direction of decreasing f i gradient, as proposed by Algorithm 3.1
and Figure 3.2. For notational simplicity, we define the vector of costs at each path
point during the jth driving iteration as
c j = f ( Pj ).

(3.13)

Because the cost is sampled at discrete locations, the direction of the cost gradient along Ni can be estimated by taking the difference between two consecutive
measurements of f i and performing linear interpolation.
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Figure 3.2: Block diagram of the unconstrained solution.
Algorithm 3.1 Path Optimizer — Gradient Descent (GD) Only
Inputs: c, P, µ, λ
Output: P
First Iteration: P1 = P, cprev = zprev = 0, wprev = 1
z = gP1 ( P)
. Calculate path offsets with respect to P1
∆z = z − zprev
∆c = c − cprev
w = − sign(∆z)◦ sign(∆c)
. Find direction of corrections
. sign is an element-wise operator
. ◦ denotes an element-wise multiplication
8: for wi in w do
. Default to the previous direction of correction
9:
if wi is 0 then
10:
wi = wi,prev
1:
2:
3:
4:
5:
6:
7:

a=c>λ
zs = µ · a ◦ w
z = z + zs
1
14: P = g−
P1 (z)
15: Store: cprev = c,

11:
12:
13:

zprev = z,

wprev

. Vector mask: costs above threshold
. Calculate step corrections
. Apply corrections to path offsets
. Calculate new path from offsets
=w

The unconstrained nature of this solution is shown in Figure 3.3, where Algorithm 3.1 was allowed to run as per Figure 3.2 until c j converged to a local minimum. The final path includes sharp edges and large jumps between path points,
regardless of the specified ε and rmin .
Despite Algorithm 3.1 having no way of guaranteeing that the output path Pj+1
satisfies constraints (3.2), (3.4), and (3.5), Pj+1 does exhibit some desirable properties. First, the corrections zs applied to Pj are only dependent on the cost profiles
of the two most recent paths, making Algorithm 3.1 easily adaptable to changes
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(a)
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Figure 3.3: (a) Prior path through a smooth, static terrain. Darker regions in the
terrain correspond to regions of higher cost. The path starts on the left side of the
terrain and ends on the right side of the terrain, as indicated by the arrow in the
top left corner. (b) Path obtained by independently locally minimizing each path
point pi along its path normal Ni by iteratively using Algorithm 3.1.
Pj, cj

P1, μ, λ, σ

Path Correction
Calculator (Alg. 3.3)

Delay

Discontinuity
Filter (Alg. 3.2)

cj+1

Pj+1, cj+1
ROC Smoother
(Alg. 3.4)

Pj+1

f (P)

Figure 3.4: Block diagram showing the flow of information between the proposed
algorithms, given a noise-free and smooth cost function f .
in the terrain. Second, Pj+1 preserves portions of Pj that were previously locally
minimized, subject to λ.
The next two subsections propose a series of filters that can be applied to the
output of a modified version of Algorithm 3.1 that (a) preserves the desireable
properties of Algorithm 3.1, while (b) guaranteeing that the path Pj+1 satisfies the
constraints (3.2), (3.4), and (3.5). This solution is summarized by Figure 3.4.
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pi+1

pa
ε
pi
d
Ni

Ni+1
pb
P1

Figure 3.5: Graphic to illustrate the logic behind the discontinuity filter.
3.3.1

Enforcing the Path Continuity Constraint

Consider two points along a path P that are spaced further appart than ε, such
as shown in Figure 3.5. One strategy to make these points satisfy (3.2) is to move
the later point pi+1 along Ni+1 towards the former point pi until

kpi+1 − pi k2 ≤ ε.

(3.14)

In Figure 3.5, this occurs at point pa . Because the prior path is straight and its
points are evenly spaced by d < ε, there is guaranteed to be a point along Ni+1
such that (3.14) is satisfied.
This strategy forms the foundation of Algorithm 3.2. In this algorithm, a discontinuity filter iterates through the path from i = 1 to i = m − 2 and moves the
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location of pi+1 as needed to satisfy (3.14). The filter does not modify the location of any preceding point, and thus all points visited before pi , inclusive, satisfy (3.14). The filter stops at i = m − 2 because pm is stationary as per (3.10).
If the path is not continuous after the first pass of the discontinuity filter (i.e.,

kpm − pm−1 k2 > ε) the order of the path points are inverted and the resulting
path is, again, passed through the discontinuity filter. This is equivalent to iterating through the path from i = m to i = 3 and moving the location of pi−1 as
needed such that kpi − pi−1 k2 < ε.
Algorithm 3.2 Iterative Discontinuity Filter
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:

Inputs: P, N, ε
Output: P
υ = False
. Keeps track of the order of the points in P
while kpi − pi+1 k2 ≤ ε, i = 1, 2, . . . , m − 1 do
. Path is not continuous
for all pi , pi+1 ∈ P \ pm do
. Single iteration of the Discontinuity Filter
d = k pi − pi + 1 k 2
if d > ε then
pa , pb = intersects between circle (pi , ε) and Ni+1 ∈ N
Note: Circle and line will always intersect because prior path satisfies ε
d 1 = k pi + 1 − p a k 2
d 2 = k pi + 1 − p b k 2
if d1 < d2 then
pi + 1 = p a
else
pi + 1 = p b
P = flip( P)
. Reverse the order of P
υ = ¬υ
. ¬ is the logical inverse operator
if υ then
P = flip( P)
. Restore the original order of P

Theorem 3.3.1. The discontinuity filter in Algorithm 3.2 will terminate after no more
than two iterations.
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ε2 − d2 . Then (3.14) can equivalently be writ-

ten as |zi+1 − zi | ≤ ∆zmax .

Denote the points in the path before the first pass of the filter as p0i , the points

after the first pass of the filter as p1i , and the points after the second pass (in the
reverse direction) as p2i . We omit this notation from p1 and pm because they are
anchored in place. Let this notation also apply to the variables associated with
these points.
During the first pass of the filter, i increases from 1 to m − 2. During the second
pass of the filter, i decreases from m to 3.
Consider the trivial cases when m ≤ 3:
• If m = 2, then Algorithm 3.2 will immediately terminate because by (3.10),
z1 = z2 = 0.
• If m = 3, then |z2 − z1 | = |z3 − z2 |. During the first pass of the filter, p2 is
moved to satisfy |z2 − z1 | ≤ ∆zmax , which also satisfies |z3 − z2 | ≤ ∆zmax .
Thus, Algorithm 3.2 terminates after the first pass of the filter.
Consider now m > 3. After the first pass of the filter, (3.2) is satisfied for

{p1 , p12 , . . . , p1m−1 }. If (3.14) is satisfied for p1m−1 and pm , then Algorithm 3.2 ter-

minates. Otherwise, the filter commences its second pass in the reverse direction
over P, as depicted by Figure 3.6.
We now prove by contradiction that (3.2) is satisfied after the second pass of the
filter. Assume that (3.2) is not satisfied at the end of the second pass of the filter.
This implies that there is a discontinuity in P2 .
Before the second pass of the filter the only discontinuity in P1 is between p1m−1

and pm . This discontinuity is propagated along P towards p1 as the second pass of
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Direction of the second pass of the filter

Ni−2
p1i−2

Preceding
points
satisfy (3.2)

Ni−1

Ni

Ni+1

ε
p1i−1

Ensuing
points
satisfy (3.2)

pa

Δzmax

pb

ε
p2i

ε

Points filtered by the first
pass of the filter

ε
p2i+1
Points filtered by the second
pass of the filter

Figure 3.6: Border between the segments of P that have been filtered by the first
and second passes of the discontinuity filter. The sets of points to either side of this
border satisfy (3.2).
the filter progresses, as shown in Figure 3.6. If at any point during the second pass
of the filter z1i−1 − z2i ≤ ∆zmax , then (3.2) is satisfied. For P2 not to satisfy (3.2),
z1i−1 − z2i > ∆zmax ∀ i ∈ {m, m − 1, . . . , 3}.

Note that between two consecutive steps of the second pass of the filter, (z1i−1 −

z2i ) can not possibly jump from above ∆zmax to below −∆zmax or vice versa. Such

a jump would require that z1i−2 − z1i−1 > ∆2zmax , which would contradict the
claim that (3.2) is satisfied for {p1 , p12 , . . . , p1m−1 }. To avoid this contradiction, all

offsets during the second pass of the filter must be biased in the same direction,
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s = sign(z1m−1 − zm ). Thus, after the second pass of the filter P is described by
z2i = s(m − i )∆zmax

∀ i ∈ {m, m − 1, . . . , 2},

z1 = 0.
This is only possible if z1 − z12 > (m − 2)∆zmax , which contradicts the claim that
(3.2) is satisfied for {p1 , p12 , . . . , p1m−1 }. To avoid this contradiction, (3.2) must be

satified by the end of the second pass of the filter. Thus ends the proof.


A downside to the iterative discontinuity filter is that it favours the position of
the first path point that was encountered. This can cause the path to locally diverge from the trends of decreasing cost gradient along the path normals. To help
illustrate this behaviour, consider the discontinuity filter operating on four points
as shown in Figures 3.7a and 3.7b. When the filter encounters a discontinuity between points p2 and p3 , it propagates the corrections forwards along the path.
The corrections are not symmetric around the discontinuity. A more desirable behaviour would be to apply a correction symmetrically around the discontinuity, as
shown in 3.7c, such that the average trend around the discontinuity is preserved.
To achieve this desirable averaging behaviour, the vector of new path offsets, zs ,
is pre-smoothed by using a Gaussian filter with standard deviation σ, as described
in Algorithm 3.3. Notice that the vector of new offsets zs is smoothed, rather than
the vector of all path offsets z. This is done to avoid modifying regions in the path
that are already locally minimized and that satisfy the constraints on the path.
The strength of this pre-filter σ must be chosen such that
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Figure 3.7: Graphic to help illustrate the shifting behaviour of the discontinuity
filter. (a) and (b) Consecutive corrections by Algorithm 3.2 when a discontinuity is
encountered. (c) Desired no-shift correction around a discontinuity.
1. the gaps between consecutive points are reduced considerably to mitigate
the shifting effect of the discontinuity filter;
2. the path is not over-smoothed such that it exceeds the curvature constraint
(3.5). If (3.5) is exceeded, then the resulting path could cut corners into
higher-cost regions to the terrain.
An ideal choice for σ would guarantee that P marginally satisfies (3.5). This is,
however, difficult to accomplish given the additive nature of z. Thus, we opt for a
1
σ which approximately satisfies (3.5) for a path Ps = g−
P1 (zs ), where P1 is straight
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Algorithm 3.3 Path Correction Calculator: GD with Pre-Smoother
Inputs: c, P, µ, λ, σ
Output: P
First Iteration: P1 = P, cprev = zprev = 0, wprev = 1
z = gP1 ( P)
. Calculate path offsets with respect to P1
∆z = z − zprev
∆c = c − cprev
w = − sign(∆z)◦ sign(∆c)
. Find direction of corrections
. sign is an element-wise operator
8: for wi in w do
. Default to the previous direction of correction
9:
if wi is 0 then
10:
wi = wi,prev
1:
2:
3:
4:
5:
6:
7:

a=c>λ
zs = µ · a ◦ w
zs = zs ∗gaussian_filter(σ)
z = z + zs
1
15: P = g−
P1 (z)
16: Store: cprev = c, zprev = z,

11:
12:
13:
14:

wprev

. Vector mask: costs above threshold
. Calculate step corrections
. Pre-smooth step corrections
. Apply corrections to path offsets
. Calculate new path from offsets
=w

with uniformely spaced points. The algorithm presented in Section 3.3.2 will thereafter ensure that Pj+1 satisfies (3.4) and (3.5).
The equation for a Gaussian filter can be written as
h (i ) = µ √

1
2πσ2

e

−(i/d)2
2σ2

,

(3.15)

where σ is the filter’s standard deviation, d is the spacing between samples in the
straight path, and µ is the magnitude of the step. It can be shown that the impulse
response of this filter has a minimum radius of curvature
r=

√

2π |σ |3 |d|2
.
|µ|

(3.16)
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Figure 3.8: Graphic to illustrate the geometric smoothing operation.
Re-arranging (3.16) as a function of σ and setting r = rmin gives
s
σ=

3

r
|µ|
√min 2 .
2π |d|

(3.17)

Setting σ as per (3.17) and filtering zs by h(i ) will ensure that the minimum
radius of curvature of Ps after incorperating zs will be close to rmin .
3.3.2

Enforcing the Radius of Curvature Constraint

Consider any set of three consecutive points {pi−1 , pi , pi+1 } along a path, as
shown in Figure 3.8. Consider also two arcs of radius rmin joining points pi−1 and
pi+1 that spin in different directions. For (3.5) to be satisfied at i, pi must be located
on the arcs or within the region between these arcs.
Let pi be located outside of these arcs. To satisfy (3.5) at i and to preserve
the maximal curvature between {pi−1 , pi , pi+1 }, pi must be moved to the location
where Ni intersects the closest rmin arc, as shown by the arrow in Figure 3.8.
This idea forms the foundation of the radius of curvature filter presented in
Algorithm 3.4. This algorithm repeatedly constructs new paths by iterating over
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all sets of three contiguous points {pi−1 , pi , pi+1 } in the previous path. The first
and last points in the previous path, p1 and pm , form the first and last points of
a new path. When a set of three points satisfies (3.5), the location of the centre
point is appended to the new path. When a set does not satisfy (3.5), an arc of
radius rmin that turns in the direction of the three points is fit to {pi−1 and pi+1 }
and the coordinate of this arc’s intersection with Ni is appended to the new path.
The algorithm terminates when the path satisfies (3.5).
Algorithm 3.4 Radius of Curvature Smoother
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:

Inputs: P, n, rmin
Output: P
while P is not smooth do
Pnew = empty path
Append p1 ∈ P to Pnew
for all pi−1 , pi , pi+1 ∈ P do
. p1 , pm ∈ P are stationary
c = Direction of curvature of pi−1 , pi , pi+1
pc = Centre of the circle of radius rmin that passes through pi−1 and pi+1
and turns in direction c.
pmid = Midpoint of the line connecting pi−1 and pi+1
li,c = kpi − pc k2
if li,c > rmin then
pa , pb = intersects of circle (pc , rmin ) and Ni ∈ N
. Note: Circle and line will always intersect because ε << rmin
l 1 = k pi − p a k 2
l 2 = k pi − p b k 2
if l1 < l2 then
Move pa 1% closer to pmid
. Avoids numerical errors
Append pa to Pnew
else
Move pb 1% closer to pmid
. Avoids numerical errors
Append pb to Pnew
Append pm ∈ P to Pnew
P = unaliased copy of Pnew
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We assume, and do not prove, that Algorithm 3.4 terminates in a finite number of iterations. Anectodally, this algorithm was run more than 30,000 times on
simulated and real data and never failed to terminate. Algorithm 3.4 can be manually terminated after a preset number of iterations to enforce timing constraints.
In this case, (3.5) is not guaranteed. However, theorem 3.3.2 shows that when the
input path satisfies (3.2) and (3.10), then the path output from Algorithm 3.4 also
satisfies (3.2) and (3.10), regadless of whether or not Algorithm 3.4 is terminated
prematurely. Theorem 3.3.3 shows that when Algorithm 3.4 terminates naturally,
√
its output will satisfy (3.4) as long as the input path satisfies (3.2) and ε ≤ rmin / 2.
Theorem 3.3.2. If P1 is straight with evenly spaced points, then constraints (3.2) and
(3.10) are invariant under Algorithm 3.4.
Proof of Theorem 3.3.2. Trivially, (3.10) is invariant under Algorithm 3.4 because neither p1 nor pm can be the centerpoint of a set of three contiguous points. Thus,
Algorithm 3.4 does not displace them.
Consider now (3.2). If (3.2) is invariant under a single iteration of the outer
loop of Algorithm 3.4, then the path resulting from any number of iterations of the
outer loop will also preserve (3.2). The invariance of (3.2) under the outer loop of
Algorithm 3.4 for a path P of arbitrary length m can be proved by induction.
Base case: Consider a path P consisting of three points {p1 , p2 , p3 } that satisfies
(3.2) but not (3.5). Because this path satisfies (3.2),

kp3 − p1 k2 ≤ 2ε,
where equality can occur if p1 , p2 and p3 are colinear.

(3.18)
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When passing through a single iteration of the outer loop, the only point that
will move is p2 . Because the prior path is straight and has evenly spaced points,
Algorithm 3.4 will move p2 along N2 towards the midpoint of the line joining p1
and p3 , pmid (see Figure 3.4). From (3.18), pmid is within ε from p1 and p3 .
Let pa be the new location of p2 as calculated by Algorithm 3.4. Because both
p2 and pmid are within ε from p1 and p3 , all points along the line joining them will
also be within ε from p1 and p3 . Thus, pa will satisfy (3.2), and the base case is
proven.
Inductive Step:
Denote the path that is input to the outer loop of Algorithm 3.4 as P and the
output from the outer loop as Pnew .
Let a single iteration of the outer loop of Algorithm 3.4 preserve (3.2) for any
path P = {p1 , . . . , pm } of length m ≥ 3. We show that Algorithm 3.4 preserves (3.2)
when an additional point is appended to the end of P such that kpm − pm+1 k2 < ε.
Denote this modified path as P̂. Formally, P̂ = {p1 , . . . , pm , pm+1 }.
Because the location of each point in Pnew depends only on the locations of its
adjacent points in P, the locations of points {p2 , . . . , pm−1 } are identical in Pnew
and in P̂new . Thus, (3.2) is satisfied in P̂new for {p1 , . . . , pm−1 }.
We must now show that (3.2) is satisfied in P̂new for {pm−1 , pm , pm+1 }. By similar logic as used in the base case, it can be shown that kpm − pm+1 k2 ≤ ε is preserved from P̂ to P̂new . To show that kpm−1 − pm k2 ≤ ε in P̂new , we must consider
the relative movement of points pm−1 and pm from P̂ to P̂new . This movement is
dependent only on the location of points {pm−2 , pm−1 , pm , pm+1 } ∈ P̂. Without
loss of generality, the path segment {pm−2 , pm−1 , pm , pm+1 } can be represented by
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Figure 3.9: A path consisting of four points. The red dots depict the locations
towards which the inner loop of Algorithm 3.4 moves points p2 and p3 .
a path consisting of four points {p1 , p2 , p3 , p4 } as shown in Figure 3.9.
By the Pythagorian Theorem, we can write

k p2 − p1 k =
k p4 − p3 k =

q
q

( z2 − z1 )2 + d2 ,

(3.19)

( z4 − z3 )2 + d2 .

(3.20)

Before passing the path throught a single iteration of the outer loop,
q
q

(z2 − z1 )2 + d2 ≤ ε,

(3.21)

(z4 − z3 )2 + d2 ≤ ε.

(3.22)

Equations (3.21) and (3.22) can be equivalently written as

| z1 − z2 | ≤

p

ε2 − d2 ,

(3.23)

| z3 − z4 | ≤

p

ε2 − d2 .

(3.24)
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Equations (3.23) and (3.24) can be combined and written as

| z1 − z2 | + | z3 − z4 | p 2
≤ ε − d2 .
2

(3.25)

The outer loop of Algorithm 3.4 moves p2 to point pa and p3 to point pb . The
distance

k p a − pb k 2 =

q

( z a − z b )2 + d2

(3.26)

is largest when p2 and p3 are moved in opposite directions along their path normals and when rmin → ∞, as shown in Figure 3.9. Under these conditions, z a =
z1 + z3
2

and zb =

z2 + z4
2 .

Thus, we can write
z1 + z3 z2 + z4
−
,
2
2
|(z1 − z2 ) + (z3 − z4 )|
≤
.
2

|z a − zb | ≤

(3.27)
(3.28)

Consider now (3.25) and (3.28). Because

|(z1 − z2 ) + (z3 − z4 )| ≤ |z1 − z2 | + |z3 − z4 | ,

(3.29)

it follows that

|z a − zb | ≤

p

ε2 − d2

(3.30)

and that

kpa − pb k2 ≤ ε.

(3.31)

This proves that a single iteration of the outer loop of Algorithm 3.4 preserves
(3.2) for a path consisting of four point and, consequentially, that kpm−1 − pm k2 ≤
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ε for {pm−1 , pm } ∈ P̂new . This, in turn, proves that (3.2) is invariant under Algorithm 3.4 ∀ m ∈ Z+ when P1 is straight with evenly spaced points.



Theorem 3.3.3. The output of Algorithm 3.4 will satisfy (3.4) as long as the input path
√
satisfies (3.2) and ε ≤ rmin / 2.
Proof of Theorem 3.3.3. Let Pf be the path output from Algorithm 3.4. Let any set of
three consecutive points in this path be {pi−1 , pi , pi+1 } ∈ Pf . Let θ be the absolute
central angle of the rmin arcs between pi−1 and pi+1 , as shown in Figure A.2.
By Theorem 3.3.2 Pf satisfies (3.2). The distance kpi−1 − pi+1 k2 is maximized
when

kpi−1 − pi+1 k2 = 2ε.

(3.32)

By Proposition A.2.2, kpi−1 − pi+1 k2 can also be written as
θ
kpi−1 − pi+1 k2 = 2rmin sin .
2

(3.33)

Subject to (3.4), kpi−1 − pi+1 k2 is largest when θ = π/2. Setting θ = π/2 in (3.33)
gives

k pi − 1 − pi + 1 k 2 =

√

2rmin .

(3.34)

Combining (3.32) and (3.34) gives
1
ε = √ rmin ,
2

(3.35)

which is achieved when kpi−1 − pi+1 k2 is largest.
√
√
If ε ≤ rmin / 2, then by (3.32) kpi−1 − pi+1 k2 ≤ 2rmin , which implies that
θ ≤ π/2. The fact that Pf is output from Algorithm 3.4 implies that each pi will be
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on or between the rmin arcs that link pi−1 and pi+1 . By Proposition A.2.1, θ ≤ π/2
implies that ∠pi−1 ,pi ,pi+1 ≥ 3π/4.
√
Thus, if ε ≤ rmin / 2 and the path input to Algorithm 3.4 satisfies (3.2), then
the output of Algorithm 3.4 will satisfy (3.4).
3.3.3



Simulation and results

A series of simulations using 20 different smooth and noise-free cost functions
f (p, t) were run to validate the solution proposed in Figure 3.4. The simulated
terrain measured 500 cm by 500 cm. The cost function f (p, t) over the terrain was
generated by applying a two-dimensional Gaussian blur filter to a 500 × 500 array
of Gaussian noise, and then scaling the output such that 0 ≤ f (p, t) ≤ 1 ∀ p ∈
T. The temporal aspect of f (p, t) was simulated by adding a smooth bump at
coordinate (250, 250) halfway through the simulation. This bump respected the
0-to-1 scaling of the cost function.
At the start of each simulation, a straight path P1 was input to the cascade of
filters proposed in Figure 3.4. The filters were run for jfinal = 32 iterations, and the
smooth bump was added to the terrain between j = 16 and j = 17. The path’s
parameters were set to µ = 5 cm, λ = 0.5, rmin = 50 cm, d = 5 cm, ε = 20 cm, and
σ was chosen as per (3.17). The results of the simulation that used the same initial
terrain as in Figure 3.3 are shown in Figure 3.10.
Notice how in Figure 3.10a the final path before the terrain change, P16 , contours the high-cost (dark) areas that the original path crosses. Similarily, in Figure
3.10b the final path P32 contours the newly-added high-cost patch that P16 crosses.
It is clear from Figure 3.10c that the overall cost of the path q(z) decreased during
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Figure 3.10: Optimal paths found through a smooth terrain (a) before and (b) after
a high-cost disturbance was added to the terrain at (250, 250), and (c) the total
cost q(z) of the path at each driving iteration. The configuration used for this
simulation was λ = 0.5, e = 20, µ = 5.
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each iteration, except for when the terrain underwent a change, until it reached a
minimum.
Similar behaviour was observed when using different cost functions; the cost
before and after the terrain change almost always decreased monotonically until
(a) a local minimum or λ was reached, (b) the terrain changed, or (c) the simulation
terminated after 32 iterations. In some simulations the cost increased between the
first two iterations immediately following instantiation or a change in the terrain.
This is not unexpected. Upon instantiation or after a terrain change, Algorithm 3.3
needs two readings along each f i (t) to properly estimate the direction of the gradient. Before these two readings are taken, the gradient estimate could be misleading
and force Algorithm 3.3 to take a step in the direction of the increasing gradient. It
was also observed that P would undergo small oscillations near a local minimum
when a section of the minimized path was above λ.
These results demonstrate that the path optimization solution proposed in Figure 3.4 can find a near-locally optimal path, subject to λ, when f is smooth and can
be sampled without noise.
3.4

Relaxing Assumptions: Smoothness and Noisiness
In the real world, the assumptions of a smooth and noiseless cost function are

unrealistic. Sensor noise, uncertainty in localization, and the physical nature of the
phenomenon modelled by the cost function can all contribute to f (t) being noisy
and unsmooth. The solution outlined in section 3.3 is ill-equipped to deal with
these realities. Notably, noise in f (t) makes it difficult to estimate the gradient of a
function by using finite difference approximations.
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Pj+1

f (P)

Figure 3.11: Block diagram showing the flow of information between the proposed
algorithms, given a noisy and unsmooth cost function. The differences between
this block diagram and Figure 3.4 are (i) the inputs to the system and (ii) the algorithm used in the Path Correction Calculator block.
To address these problems, two modifications to Algorithm 3.3 are proposed.
First, the costs used while estimating the gradients are quantized. Second, the step
size along each path normal Ni is iteratively increased when the sampled cost f i (t)
is above λ. This solution is summarized in Algorithm 3.5 and Figure 3.11 and is
further explained throughout the next two subsections.
3.4.1

Cost Bin, β, and Step Increase Factor, α

Consider a noise-free latent cost function f i (zi , t). The sampled, noisy cost ci
can be modeled as
ci (zi , t) = f i (zi , t) + s,

(3.36)

where s is some additive noise. The top two plots of Figure 3.12 show an example
of f i and ci when s ∼ N (0, σn = 0.015). Notice how the noise in ci can locally
obfuscate the direction of the gradient of f i . Consider now an entire path P. If
the error in the estimated direction of the local gradient is sufficiently random for
every ci in P, then the average trend of the corrections computed by the pre-filter
can hover around zs = 0. The result is a path that either evolves slowly or fails to
evolve entirely as the number of tramming iterations increases.
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Algorithm 3.5 Path Correction Calculator - Real Vehicle
1:
2:
3:

Inputs: c, P, µ, µmax , α, β, λ, σ
Output: P
First Iteration: P1 = P, cprev = zprev = 0,

wprev = 1, µ = µ · 1
. µ is the original step size
. Calculate path offsets with respect to P1

4:
5:
6:
7:
8:
9:
10:

z = gP1 ( P)
∆z = z − zprev
∆c = bc/βc − bcprev /βc
w = − sign(∆z)◦ sign(∆c)
for wi in w do
if wi is 0 then
wi = wi,prev

11:
12:
13:
14:

a=c>λ
zs = a ◦ w ◦ µ
zs = zs ∗gaussian_filter(σ)
z = z + zs
1
P = g−
P1 (z)
µ = (α · a◦µ) + (¬a · µ)
for µi in µ do
µi = min{µi , µmax }
Store: cprev = c, zprev = z,

15:
16:
17:
18:
19:

. Find difference in binned costs
. Find direction of corrections
. Default to the previous direction of correction

. Vector mask: costs above threshold
. Calculate step corrections
. Pre-smooth step corrections
. Apply corrections to path offsets
. Calculate new path from offsets
. Calculate magnitudes of next step corrections

wprev

. Do not allow µi to grow indefinitely.
=w

The local variability in the estimated gradient direction can be partially mitigated by quantizing ci into bins bi of size β. Mathematically, the quantization
operation is represented as
bi = bci (zi , t)/βc β.

(3.37)

Notice in Algorithm 3.5 how quantization is used to assess the direction of the
gradient (lines 6 and 7), but not to determine if the gradient is below λ (line 11).
As shown at the bottom of Figure 3.12, the quantization operation flattens portions of ci that are located between two quantization levels. By lines 8 to 10 of
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2

Figure 3.12: Quantizing the objective function reduces to some extent the local
variability caused by noise. Top: A noiseless latent function f i . Centre: Adding
s ∼ N (0, σn = 0.015) noise to f i . Bottom: Quantifying the noisy objective function
with β = 4σn .
Algorithm 3.5, when a gradient of zero is measured the direction of the correction
remains the same as during the previous iteration. Thus, the flat regions introduced by quantization can lead to increased exploration of the objective function.
However, bi still exhibits considerable local variability near regions where ci transitions between quantization levels. The increase in exploration largely depends
on the size of the quantization step β, the gradient of f i near the edges of the quantization levels, and the step size µ. A higher β results in fewer transitions between
quantization levels and longer flat regions, which in turn results in an increased
ability to explore the objective function. However, it also results in a loss of gradient information, which can complicate the convergence to a local minimum of f i
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that is above λ. The optimal selection of β subject to µ is explored in Section 3.4.2.
An alternative strategy to overcome local gradient obfuscation is to increase
the step size µi along the path normal Ni by some factor α while ci > λ. The idea
behind this strategy is that larger step sizes can increase the signal-to-noise ratio
for slowly-varying gradients. Take, for example, the plot of ci in Figure 3.12. If µi
is set to 0.1, then the noise will likely obfuscate the direction of the local gradient
estimate at most values of zi . However, if µi = 0.5, then the change in the underlying latent function f i is more likely to exceed the signal variability introduced by
s, and the direction of the gradient can be more confidently estimated. To avoid
the unbounded increase of µi which could lead to sudden and erratic changes in
the path, µi is capped at µmax . Further, µi is reset to the original step size µ when
ci < λ to stabilize the path once an acceptable cost is reached along Ni . The step
increase strategy is implemented in lines 16 to 18 of Algorithm 3.5.
Figure 3.13 provides a visual demonstration of the step increase strategy for an
unsmooth cost function. On the first tramming iteration, a sample is taken at location 1. Because the cost of this sample is above λ and no gradient information
is known, the second sample is arbitrarily taken µi = µ units from sample 1 in the
positive direction. The cost of the second sample is still above λ and the estimated
gradient decreases in the negative zi direction. As a result, sample three is taken
µi = µα in the negative zi direction with respect to sample two. As more samples
are taken, the size of the steps continues to increase until ci < λ, allowing the samples to explore increasingly distant parts of the terrain. If µi were held constant,
then a smaller portion of ci would be explored and a solution where ci < λ could
take much longer to find.
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Now, consider the effect of α on a path that crosses a high-cost region of a noisy
terrain. As the number of tramming iterations increases, the size of the steps along
the path normals in the high-cost regions will continue to grow. And as the step
size grows, any trend or pseudo-trend in the steps will be reflected at the output
of the prefilter as offsets with increasing magnitudes. The result is a final path that
explores the terrain further and further from its original position until the costs
along the path normals are under λ.
Note that the convergence of P when increasing the step size depends heavily
on the shape of the high-cost regions and the choice of µ, µmax and α. For example,
the 1D example in Figure 3.13 might fail to converge if µ, α, and s were the same
but f i (zi , t) had the shape




0.5




f i (zi , t) = 0.1






 0.5

zi ≤ 1.0
1.0 < zi ≤ 1.4 .
1.4 < zi

In this case, the steps would continually overshoot the low-cost valley between
zi = 1.0 as µi increases.
The quantization and step increase approaches of addressing noisy objective
functions each have their limitations. Nevertheless, the next section shows that
the optimization strategy in Figure 3.11, which combines these approaches, can
successfully and reliably find a path of locally minimal cost when appropriate β
and α parameters are chosen.
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Figure 3.13: Minimizing a noisy black-box latent function using gradient descent
with increasing step sizes. The function is considered sufficiently minimized when
the cost of a sample is below the threshold λ.
3.4.2

Simulation and Results: Choosing β and α

A series of simulations were run to evaluate the effect of µ, α, and β on the
optimizer’s ability to converge to a lower cost path given sampling noise and localization errors. The initial cost function f (p, t) was generated using the same
method as the simulations in Section 3.3.3. However, the sampling process was
modeled as
c(p, t) = f (p̂, t) + s,

(3.38)

where c is the sampled cost, p̂ ∼ N (p, 1) is used to model uncertainty in localization, and s ∼ N (0, 0.1) is the sampling noise.
The temporal aspect of f was simulated by introducing a high-cost region to f
halfway through each simulation. This high-cost region was created by summing
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f with a symmetric normal curve that was centred at coordinate (250, 250) and had
a standard deviation of 300 cm. All costs in the new f that were above a value of
1 were truncated to 1. This truncation had the effect of creating a flat region with
unsmooth edges at the centre of the new high-cost region, similar in shape to the
objective function in Figure 3.13.
Similar to the noise-free simulations, the path’s parameters were set to λ = 0.5,
rmin = 50 cm, d = 5 cm, ε = 20 cm, and σ was chosen as per (3.17). However, this
set of simulations also evaluated the comparative performance of step sizes µ = 5
cm and µ = 30 cm. In both cases, µmax = 10µ.
180 simulations were run for each µ using six different terrain configurations
and thirty different combinations of β and α, as shown in Tables 3.1 and 3.2. A
value of α = 0.9 was considered to test the counter-hypothesis that decreasing the
step size can improve convergence over a noisy terrain.
At the start of each simulation, a straight path P1 was input to the cascade of
filters proposed in Figure 3.11. The filters were run for j = 62 iterations — twice
as many as the noise-free simulations. The high-cost region was introduced into
the terrain between j = 31 and j = 32. A simulation was deemed to successfully
converge if
1. before the terrain change, the path converged to a local minimum of equal
or lesser cost than the prior path and reasonably learned to circumnavigate
high-cost regions, subject to λ; and
2. after the change, the optimizer learned to circumnavigate the new high-cost
region, subject to λ.
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Table 3.1: Number of successful convergences over six terrains for each combination of α and β, given a step with of µ = 5.
HH

β

HH α
HH

0
σn
2σn
3σn
4σn
5σn
total

0.9

1.0

1.1

1.2

1.3

total

0
0
0
0
0
0
0

0
0
0
0
0
0
0

4
1
3
1
0
3
12

2
4
4
3
3
5
21

5
2
3
3
1
3
17

11
7
10
7
4
11
50

Table 3.2: Number of successful convergences over six terrains for each combination of α and β, given a step with of µ = 30.
H
HH
β H

α
HH

0
σn
2σn
3σn
4σn
5σn
total

0.9

1.0

1.1

1.2

1.3

total

0
0
0
0
2
0
2

0
2
3
3
5
4
17

4
5
5
6
5
6
31

5
4
4
5
4
3
25

5
5
5
5
5
5
30

14
16
17
19
21
18
105

Tables 3.1 and 3.2 summarize the number of successes achieved for each configuration of the algorithm, given the six different terrain configurations.
For both µ configurations, the path optimizer failed to find an adequate solution when (α = 1.0, β = 0). This corresponds to the noise-free solution from Algorithm 3.3 and demonstrates that it is inadequate for noisy cost functions. Most
simulations that had a value of α = 0.9 also failed to converge. This suggests
that decreasing the step size will not improve the optimizer’s performance when
sampling noise is present.
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When µ = 5 cm, increasing β had little effect on the optimizer’s ability to converge to a reasonable solution. Increasing α to a value greater than 1 was the only
way of getting the system to converge. The best choice for α regardless of β was
1.2, and the combinations of α and β that had the highest success rate regardless
of the initial terrain’s configuration were (α = 1.2, β = 5σn ) and (α = 1.3, β = 0).
When excluding the simulations where α = 0.9 and α = 1.0, the proportion of
successful convergences (success rate) when µ = 5 cm was 0.46%.
Setting µ to 30 cm saw the optimizer’s success rate for α > 1 grow to 80%. The
optimizer also had a success rate of over 50% when α = 1.0 and β > 0. In the latter
case, increasing β improved the success rate. The combinations of α and β that had
the highest success rate were (α = 1.1, β = 3σn ) and (α = 1.1, β = 5σn ), which
converged for all simulated terrain configurations. These results demonstrate that
larger base step sizes can help de-obfuscate the gradient’s direction.
Figures 3.14 and 3.15 offer a visualization of the path evolution and cost per
iteration for both µ values when α = 1.1 and β = 2σn . The optimizer was deemed
to adequately converge in both of these simulations. Unlike the noise-free simulation in Figure 3.10c, the cost per iteration does not decrease monotonically. Rather,
the cost generally follows a downwards trend until convergence is achieved. The
solution with the larger step size (Figure 3.15) converges faster.
In Figure 3.14 when µ = 5 cm, the optimizer struggled to find a path around
the high-cost regions near coordinates (25, 250), (175,250) and (400, 250) before the
terrain change. This is reflected in the cost plot, where the cost of the path before
the change saw only a modest decrease with respect to the original path. After the
change, however, the cost of the path gradually but persistently decreased until
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Figure 3.14: Optimal paths found through a noisy terrain (a) before and (b) after
a high-cost disturbance was added to the terrain, and (c) the total cost q(z) of the
path at each driving iteration. The configuration used for this simulation was β =
2σn , α = 1.1, µ = 5.
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Figure 3.15: Optimal paths found through a noisy terrain (a) before and (b) after
a high-cost disturbance was added to the terrain, and (c) the total cost q(z) of the
path at each driving iteration. The configuration used for this simulation was β =
2σn , α = 1.1, µ = 30.
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the simulation terminated, at which point the path almost completely circumnavigated the newly-added high-cost region.
In Figure 3.15 when µ = 30 cm, the optimizer found a path around the highcost regions in the original terrain that resembles that of the noise-free simulation
in Figure 3.10c. Following the terrain change, the optimizer found a path around
the new high-cost region in roughly 10 driving iterations. However, because the
costs along some of the path normals were still above λ, the associated step size
continued to grow. This resulted in a growing instability in the path, and on each
iteration the optimizer explored regions of the terrain that were increasingly distant from the originally discovered minimum. This caused the cost to fluctuate
and increase from iterations 45 to 62. Despite this, the path continued to avoid the
newly-added high-cost region.
After the terrain change, the path optimizer would occasionally converge to a
local minimum that crossed the newly-added high-cost region, as shown in Figure
3.16. When this occurred, the section of the path that would cross the high-cost
region had a path point spacing of ε and the path optimizer observed a different
direction of gradient on either side of the high-cost region. More analysis of this
behaviour is required to understand how it can be avoided.
This set of simulations has shown that increasing µ, α and β in conjunction
can help improve the performance of the path optimizer when the cost function is
noisy.
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Figure 3.16: Edge case: the path optimizer occasionally converges to paths through
high-cost regions.
3.5

Physical Experiments and Results
A series of experiments were performed to validate that the solution presented

in Section 3.4 works in the physical world. During each experiment, a Clearpath
Husky A200 mobile robot (Figure 1.2b) was instructed to tram at a speed of 0.5
m/s over the evolving indoor terrain shown in Figure 3.17. This indoor terrain
consisted of two wooden frames that were filled with loose gravel and placed on
rubber garage floor mats. The χ metric proposed in Chapter 2 was used as the cost
function and was calculated by using data from a LORD Microstrain 3DM-GX3-25
IMU which was mounted to the Husky. The position of the Husky was measured
by using a Vicon camera system. A feedback-linearized kinematic path following
controller [63] generated the control inputs for the Husky.
The experiments progressed as follows. The Husky was initially instructed
to drive along the diagonal of the terrain as shown by P1 in Figure 3.18a. The
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(a) Before change
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(b) After change

Figure 3.17: Experimental setup of the evolving terrain. All subsequent figures
consier this terrain with the x-axis pointing towards the right of the page.
onboard computer calculated the χ metric and the robot’s z offsets from P1 in realtime. Once at the end of the path, the Husky was manually driven to the start
of the path as Algorithms 3.2, 3.4, and 3.5 computed the next path. The Husky
was then instructed to follow the new path. This was repeated until the Husky
reliably avoided both gravel features, after which one of the gravel features was
moved to intersect the Husky’s path as shown by Figures 3.17b and 3.18b. The
driving iterations continued until either the Husky learned to completely avoid
both gravel features, or the path negligibly changed for three iterations and had an
overall cost q( P, t) below 7. When either of these occurred, the path was deemed
to have converged. All experimental software, including Algorithms 3.2, 3.4, and
3.5, were implemented for Robot Operating System (ROS) [64] in Python.
Table 3.3 provides a summary of the parameters used during the experiments
and a justification for their choice. After having completed the experiments and
ensuing analysis, it was discovered that the path optimizer was configured with
d = 1 m, although the points in the prior path had a true spacing of 0.07 m. As
a result, (a) the strength of the pre-filter was 5.85 times stronger than intended,
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Table 3.3: Configuration of the path optimizer during the physical experiments.
Parameter
ε
rmin

Value
4d
2.0 m

λ

0.125

µ
µmax
α

0.55 m
5.5 m
1.1

σn

0.1671

β

2σn , 4σn ,
6σn

Description / Justification
Maximum permissible spacing between path points.
Smallest radius of curvature drivable by the Husky at
0.5 m/s. A smaller radius of curvature results in large
path following errors.
Cost threshold. The level of vibrations induced by the
rubber mats are similar to the level of vibrations induced by the grass feature in Figure 2.2. In Figure 2.2,
the levels of vibrations between the grass and gravel terrain elements are seperable by a threshold of λ = 0.125.
Base step size. The width of the Husky.
Maximum step size. Equal to 10µ.
Step increase factor. The (µ:terrain size) ratio of the
physical experiment resembles that of the realistic simulations with µ = 30 cm, during which α = 1.1 had the
best performance.
Standard deviation of the sampling noise of χ, used to
determine β. This value was determined from the statistics of the unaliased χ metric when driving the Husky
around randomly on the rubber mats at a constant speed
of 0.5 m/s for 790 seconds. Unaliased means that the χ
metric was calculated over non-overlapping windows.
Cost bin size. Three different values were considered
because Table 3.2 suggests that increasing β when α =
1.1 can improve the optimizer’s success rate.

√
and (b) the ε used in Algorithm 3.2 was larger than rmin / 2 (see Theorem 3.3.3).
The implication of (a) is that the pre-filter could over-smooth the path corrections,
resulting in a slower evolution of the path. The implication of (b) is that the system
used during the experiments could not guarantee that (3.4) was satisfied. Despite
(b), all experimental paths satisfied (3.4), likely owing to the stronger pre-filter.
No less than five experiments were performed for each β in Table 3.3. Figure
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Table 3.4: Summary of the results from all of the experiments. jbc is the index of the
driving iteration before the terrain change. jfp is the index of the driving iteration
that converged after the terrain change.
β
2σn
4σn
6σn

jbc
mean stdev
8.2
1.5
9.2
2.7
11.8
2.8

mean
18.3
17.8
25.0

jfp

stdev
5.0
7.7
9.8

Total
Experiments
6
5
5

3.18 provides a qualitative snapshot of the performance of the path optimizer during one of the experiments when β = 4σn . The grey padding around the gravel
features in Figures 3.18a and 3.18b represent a keep-out zone for the path that accounts for the Husky’s dimensions. A quantitative summary of the performance
of each β configuration is provided in Table 3.4.
Notice in Table 3.4 how the paths converged twice as quickly before the terrain
change than after. This behaviour is a result of the nature of the cost function and
the geometry of the gravel features in relation to the direction of the prior path.
Consider Figure 3.19, where the cost measured along every driven path during the
experiments are overlayed. The direction of all Ni is shown by the green arrow.
Note that the trends seen within the grey boxes in Figure 3.19 are not static and
change as different paths are brought to the forefront of the plot. Within the grey
boxes, the direction of the gradient along Ni between any two driving iterations is
variable. This is owing to unmodeled dynamics in the terrain and cost function,
which are discussed later. The effect of these dynamics is that the direction of
the cost gradient within the grey boxes is inconsistent. Conversely, the cost along
each Ni beyond the edge of the grey box generally decreases away from the gravel
feature. In this locale, the direction of the cost gradient is well-defined.
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Figure 3.18: Optimal paths found around two patches of gravel (a) before and (b)
after the one to the right was moved, and (c) the total cost q(z) of the path at each
driving iteration. The paths are the desired route for the centre of the Husky. The
grey padding around the gravel features corresponds to half of the Husky’s width.
The Husky was driven in the direction denoted by the black arrow. P1 is the prior
path, P6 is the path before the terrain change, and P25 is the path at convergence.
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(b) After change

Figure 3.19: Overlay of the measured costs during all experimental driving iterations (a) before and (b) after the right gravel feature was moved. The green arrow
points in the direction of the path normals Ni ∀ i ∈ {1, 2, . . . , m}.
Now, consider that the gravel features as seen by P1 are squares rotated by
45◦ . Paths through the centre of the gravel features have longer stretches in the
region where the gradient’s direction is inconsistent than paths that nearly avoid
the gravel features. As a path gets closer to contouring a gravel feature, the region
over which the gradient is inconsistent gets shorter and the well-defined directions
of the gradients dominate the overall path corrections.
During the experiments, the first path before the terrain change, P1 , passed
over the corner of both gravel features as shown in Figure 3.18a. Thus, the welldefined directions of the gradients dominated the path corrections and the optimizer quickly contoured the gravel features. In contrast, the first path after the terrain change (P6 in Figure 3.18b) passed through the centre of the rightmost gravel
feature. Thus, the inconsistent directions of the gradients dominated the path corrections until the path got sufficiently close to the edge of the gravel feature. At this
point, the well-defined region of the gradient started to dominate the correction.
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Notice in Figure 3.19b that, after the terrain change, none of the paths contour
the bottom right corner of the rightmost gravel feature. Occasionally, the path optimizer would get stuck near this bottom right corner. However, the radius of curvature smoother would prevent the path from fully contouring the gravel feature.
As a result, the cost along the path normals that were centred on the gravel feature
would never fall below λ and the associated µi would keep increasing subject to
α until the path was forced towards the top-left corner. When this occurred, q(z)
would oscillate around a value of 9 and then rapidly drop when the path jumped
to the top left corner and contoured the gravel feature.
In Table 3.4, the number of driving iterations before the path converged was
also lower for smaller values of β, both before and after the terrain change. Larger
values of β seemed to obfuscate the direction of the gradient near the edges of the
path’s high-cost regions, which for low values of β were well-defined.
While running the experiments, it was observed that the level of vibrations
induced in the Husky by the gravel features depended heavily on:
• The alignment of the lugs of the Husky’s tires with the rocks and the frame;
• The distribution of the gravel in the frame, which was subject to change on
each driving iteration when the Husky displaced the gravel;
• The curvature of the path. The Husky is a skid-steer robot, meaning that
its wheels slip when it turns. Higher turning radii result in higher levels of
wheel slippage, higher levels of vibrations, and more gravel being displaced.
These had the effect of introducing additional and unanticipated dynamics and
parameters in the terrain’s cost function.
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(b) Lug on frame

Figure 3.20: Different configurations of the lugs of the Husky’s tires on the corner
of a gravel feature’s frame.
The effects of tire lug alignment are apparent in Figure 3.18. Notice that the path
at convergence in Figure 3.18b, P25 , overlaps with the edge of the padded region of
the rightmost anomaly, suggesting that the outer side of the Husky’s wheel came
into contact with the gravel feature’s frame. The lugs of the Husky’s tires straddled
the corner of the frame as shown in Figure 3.20a, causing χ to be below λ. The lugs
similarly straddled the frame during driving iterations j = 26 and j = 27, and the
path failed to evolve. Now, notice how the cost of path P28 increased considerably
with respect to that of P27 . On further inspection of the data, P27 and P28 are nearidentical. The only difference is that during j = 28 a lug climbed onto the corner of
the frame, as shown in Figure 3.20b, causing the Husky to undergo a considerable
jolt. This jolt pushed χ above λ in the neighbourhood of the corner. As a result, the
path evolved and eventually converged again at j = 30.
En bref, the proposed path optimizer works in practice. During each experiment, the optimizer was able to find a path that contoured the high-cost regions,
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both before and after the terrain change. However, due to unanticipated dynamics, paths that were deemed to converge could occasionally see large jumps in cost.
The geometry of the terrain and the unanticipated dynamics also resulted in the
optimizer converging in fewer driving iterations before the terrain change than
after the terrain change. Smaller β values resulted in faster convergence.
3.6

Conclusion
This chapter presented a novel formulation of the autonomous tramming prob-

lem that considers the optimality of the path in terms of vehicle-terrain interactions
during each driving iteration. This formulation relies on the consideration that the
original path may be sub-optimal or that changes in the terrain could render a
path sub-optimal. A heuristic iterative path optimizer was then proposed to solve
a simplified version of this problem in which the original path is straight. This
optimizer guarantees that the output path satisfies continuity and curvature constraints so long as it is allowed to terminate. A series of simulations and experiments demonstrated the capabilities and limitations of this optimizer.
Two notable limitations of the heuristic optimizer are that it occasionally converges to a minimum that brings the vehicle through high-cost regions, and that
it can fail to converge in noisy scenarios if the cost function is not reasonably concave. Future work should explore the use of a longer memory to model the cost
function, rather than simply comparing the two most recent paths. Such a solution could resemble a hybrid of Gaussian process regression with spatiotemporal
memory-loss (proposed in Chapter 5) and Bayesian optimization. Other future
work should investigate the use of cost binning with hysteresis as an alternative
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for the step increase factor to handle sampling noise. Finally, the solution should
be generalized to handle situations where the original path is not straight.

Chapter 4
Lateral Localization of Terrain Anomalies by Ground
Vehicles by using a Gyroscope

4.1

Introduction
The city of Toronto repaired a total of 193,235 potholes in 2019. Despite this,

the condition of roads in Toronto continues to deteriorate [65]. In their 2020 budget, the city of Toronto projected that the repair backlog for roads and bridges will
grow by approximately 800 million CAD from 2019 to 2029 [65]. Meanwhile, in
2015 the U.S. Department of Transportation reported a maintenance backlog on
federal highways of 419.5 billion USD [66]. Road surface deformations that contribute to these backlogs, also known as road surface anomalies, can cause significant damage to vehicles and injury to motorists and passengers. As connected and
autonomous vehicles become more prevalent, there is an increasing opportunity
for technologies that can automatically detect, report, and avoid road anomalies.
The literature outlines many inertial sensor-based systems, both conceptual
and deployed, that longitudinally locate anomalies along sections of roads (see
Section 4.1.1 for an in-depth review). Some report the locations of road anomalies
70
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to road maintenance authorities [24]. Others alert motorists of upcoming anomalies [67]. Yet others propose alternative routes to motorists that allow them to avoid
sections of roads in disrepair [3]. The latter systems are particularly interesting because they can be easily integrated into the global path planning operations of
fully autonomous vehicles. However, as pointed out in [68], the large-scale rerouting of vehicles can be a headache to urban planning and traffic flow engineers.
It would be much more desirable for vehicles to stay on their original route and
avoid anomalies by making lateral maneuvers in their current lane. This requires
knowledge of the accurate lateral location of anomalies along the road.
The accuracy of an anomaly’s estimated lateral location is dependent on the
accuracy of the vehicle’s localization. There exist many methods for accurately
determining the lateral location of a vehicle along a given path. For road-bound
vehicles, one solution is to locate the vehicle within lane markings [69, 70]. For offroad vehicles, solutions such as Real-Time-Kinematic GNSS [71] or visual mapping
and localization [20, 44] can be used. However, even if the location of the vehicle
when hitting a road anomaly is known exactly, there still exists ambiguity about
which wheel track1 of the vehicle hit the anomaly.
The methods presented in this chapter solve this wheel track ambiguity by using the data from vehicle-mounted gyroscopes to determine which side of a fourwheeled vehicle ran over a road anomaly. This is done by leveraging the pattern
detection capabilities of the Continuous Wavelet Transform (CWT) to determine
the vehicle’s direction of roll. Knowing the direction of roll is however insufficient
to determine which side of the vehicle hit a road anomaly: a bump anomaly on the
1 Wheel

track: Refers to the tracks that are left by a vehicle’s wheels. For a vehicle with two
sets of in-line wheels, there would typically be two wheel tracks: one made by the wheels on the
vehicle’s left side and another made by the wheels on the right.
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right will cause the vehicle to roll in the same direction as a dip anomaly on the
left. To solve the anomaly type ambiguity, we propose two data-driven bump/dip
anomaly classifiers - one for vehicles with a car-like suspension and another for
vehicles with a rigid suspension.
Two methods for extracting anomalous data from the vehicle’s gyroscopic signals are also proposed. The first method is based on the χ vibration metric presented in Chapter 2. The second is based on the concept of Scale-Space Correlation
(SSC) as discussed in [72–74]. The χ-based metric is shown to be superior and is
used to extract the windows of anomalous data that are used in the roll direction
and anomaly type classifiers.
The proposed anomaly detection and classification methods are validated with
data from a Kubota RTV900 (car-like suspension) and a Clearpath Husky A200
(rigid suspension), pictured in Figures 1.2a and 1.2b respectively. These methods
are then used to develop a system that locates anomalies laterally along a vehicle’s
path, which is demonstrated on an indoor terrain with a Clearpath Husky. The
Husky not only can make maps of a dense field of anomalies but can also plan
paths through the map to avoid anomalies after hitting them only once.
Our solution is not without limitations. Firstly, the methods were developed
considering only single-sided anomalies — anomalies that only affect one of the
vehicle’s wheel tracks. We defer the reader to [75–77], who indirectly present
methods for determining whether the road anomaly is single-sided or doublesided. A second limitation to the proposed solution is that it is ill-equipped to
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handle anomalies that span longer than the vehicle’s wheelbase. Additional analysis is required to investigate how the methods could be adapted to longer anomalies. Thirdly, the solution was developed by using vehicles that were travelling at
low speeds (4 m/s and under) and with Inertial Measurement Units (IMUs) that
had high sampling rates. It is unclear if the solution would generalize to vehicles travelling at higher speeds. Finally, other sources of inertial noise, such as
vehicle acceleration, turning, and door slamming, are not considered and thus are
not mitigated. These sources of noise could be removed with a cascade filter preprocessing step as suggested in [78].
The methods presented in this chapter, although motivated by road anomalies,
are also applicable to off-road scenarios. For example, in military convoys, the
lead vehicle(s) could relay the locations of detected terrain anomalies2 to tailing
vehicles, who could avoid the anomalies altogether. Throughout the rest of this
chapter, the terms road anomalies and terrain anomalies will be used interchangeably
to reflect the generalizable applications of the methods.
All wavelet analysis in this chapter was performed by using the PyWavelets
[79] library for Python. PyWavelets implements all the wavelets (and more) listed
in Table B.1 and shown in Figures B.1 and B.3. The M-B-C parameters of the Shannon and Frequency B-Spline (FBSP) wavelets shown in Figure B.1 are the default
values from PyWavelets.
2 Terrain

anomaly: abnormally high local variations in the terrain’s elevation.
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Literature Review

The field of inertial-based terrain anomaly detection and classification has seen
a considerable increase in interest since the advent of the smartphone in the mid2000s [80]. The wide adoption of smartphones amongst consumers suddenly made
large-scale distributed sensing feasible. Many researchers started to develop socalled participatory sensing systems [81], where drivers could download a cloudconnected smartphone application that would collect and process sensor data and
share it with other users to alert them of nearby road surface anomalies. For a
detailed review of smartphone-based road surface monitoring, please consult [82].
Early works in inertial sensor-based road anomaly detection focused on processing vehicle acceleration data in the time-domain [2, 17, 39, 78, 83, 84]. In [78],
Eriksson et al. detect potholes by passing vertical (z-axis) and sideways (x-axis)
vehicle acceleration data through a series of 5 cascading filters; vehicle speed, highpass filter, z-peak, x-z ratio, and speed-z ratio. The detection thresholds of the latter three filters are determined by maximizing a detector score over the training
datasets. Astarita et al. [2] have a similar approach to [78] and employ a system of
cascaded filters on the vehicle’s z accelerations to detect and locate road anomalies
longitudinally along a road. Xue et al. [84] go further and try to estimate the depth
and length of potholes that are detected by the method proposed in [78]. Mohan et
al. [83] argue that the method presented in [78] performs poorly at vehicle speeds
under 25 km/h. They introduce the z-sus detector, which looks for a sustained
dip (20 ms under a threshold) in the vehicle’s vertical acceleration. They found
that although z-sus performs better than the cascade detector in [78] at low vehicle
speeds, the cascade detector performs better at speeds greater than 25 km/h.
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Mednis et al. [17] provide a data-driven comparison of four threshold-based
pothole detection metrics calculated from the vehicle’s accelerations; Z-THRESH
(similar to z-peak from [78, 83]), Z-DIFF, STDEV(Z), and G-ZERO (similar to z-sus
from [83]). These metrics respectively consist of thresholds applied to the raw vertical acceleration data, its first derivative, its standard deviation within a window
of 20 samples at 52 Hz, and the tuple of the accelerometers’ x, y, and z axis readings. The authors found that the Z-DIFF metric had the highest detection accuracy,
followed by the STDEV(Z) and Z-THRESH metrics respectively. Carlos et al. [39],
on the other hand, found that the best performing metric out of those proposed
by [17, 78, 83] was STDEV(Z), suggesting that measures of dispersion are strong
indicators of anomalous behaviour.
Arguing that accelerometer thresholding gives inconsistent results, Bhoraskar
et al. [85] explore the use of machine learning techniques to classify segments of
a road as smooth or bumpy. They start by calculating the means and standard deviations from each axis of a tri-axial accelerometer within non-overlapping windows of 1 second. This produces data points with 6 dimensions that are labelled
as bumpy or smooth. The labelled data is used to train a Support Vector Machine
(SVM) that classifies sections of the road as bumpy with a false positive rate of 0%
and a false-negative rate of 10%.
Many other researchers have explored the use of various machine-learning
techniques to identify and classify different types of road anomalies. These techniques include, but are not limited to, SVMs [39, 75–77, 86–89], decision trees [75,
76], random forests [77, 86], logistic regressions [77, 86], and neural networks [76,
89]. Aside from the machine learning models considered, a distinguishing factor
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between most of these works is the features used to train their respective models.
All of these works make use of statistical and time-domain features. Many of them
extract features from the frequency analysis of the signals [75–77]. Recent papers
consider features extracted from dyadic wavelet analysis [76, 77] and continuous
wavelet analysis [88].
The use of wavelet analysis in terrain anomaly detection and characterization is
particularly interesting because wavelets are well-suited to analyze the transients
of signals [90], and terrain anomalies are by nature transient. The earliest surveyed
work that made use of wavelet analysis for road anomaly analysis was completed
by Gueta and Sato in 2017 [88]. In this work, the authors perform a Morlet CWT on
the vehicle’s vertical acceleration over non-overlapping windows of three seconds.
They then calculate the power for each wavelet scale, group the scales per octave,
and use the average power at each octave as inputs to an SVM. Other inputs to
the SVM include temporal features calculated over the non-overlapping windows.
The resulting SVM can classify three-second segments of the road as containing
gaps, patches, or no anomaly with an accuracy of 86.15%. Li et al. [91] also explore
the use of the CWT to detect and estimate the length of road anomalies. They start
by applying a series of thresholds and smoothing filters over the scalogram of a
Daubechies 3 CWT. All clusters of the filtered wavelet coefficients are considered
to be detections; the centre of each cluster is considered the centre of an anomaly
and the distance over which the cluster spans is considered the anomaly’s length.
They reported a detection accuracy of 94.4% and a mean error of 17.4 cm on the
estimated length.
Other works deal only with dyadic wavelet analysis. For example, Silveira et
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al. [92] detect road anomalies by applying an adaptive double-hard threshold to
the first detail coefficients D1 of the vehicle’s z acceleration as computed by using
the Haar wavelet transform. Similarly, Bello-Salau et al. [74,93] detect anomalies by
thresholding the de-noised D1 coefficients of the vehicle’s z acceleration signal as
computed by using the Daubechies 2 wavelet. The signal is de-noised by using the
Scale-Space Filtering (SSF) algorithm proposed by Xu et al. [72] and Ugweje [73].
Bello-Salau et al. also classify the road anomaly as either a bump or a dip anomaly
depending on the sign of the filtered detail coefficients and acceleration signal. ElWakeel et al. [75] take a different approach and de-noise the z acceleration signal by
using a bi-orthogonal wavelet-packet filter. Time and frequency domain statistics
are extracted from the filtered signal to train multiple machine learning models to
classify 14 different types of road surface anomalies. They achieved an average
true positive rate of 90% by using a multilevel SVM.
Wu et al. [77] and Basavaraju et al. [76] consider statistical features extracted
from the time, frequency, and the dyadic wavelet domain of the vehicle’s x, y,
and z accelerations to train various machine learning algorithms. Wu et al. found
that a random forest classifier trained on the features from the time and frequency
domain had the best performance for distinguishing between segments of the road
with and without potholes, with an F1-score of 0.812 for the ’pothole’ class and
0.976 for the ’normal road’ class. Basavaraju et al. found that models trained on
features extracted from all three vehicle axes generally outperformed models that
were trained only on features from the vehicle’s vertical axis.
Like the wavelet transform, the Dynamic Time Warping (DTW) algorithm is a
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scale and shift-invariant pattern recognizer and has been used to detect and classify anomalies. Singh et al. [94] detect and classify anomalies as potholes or bumps
by using two template references for the vehicle’s vertical acceleration.
Although many of these works achieved high detection and classification accuracies, none of them attempted to localize road anomalies laterally along a vehicle’s path or to determine which side of the vehicle hit the anomaly. To the best
of our knowledge, the only published work that attempts to locate anomalies laterally along a road was done by Fox et al. [87]. In this work, the authors attempt
to determine the lane on a multilane road in which the vehicle hit a pothole. They
accomplish this by considering the statistical convergence of the position of many
road anomaly detections, as measured by a Global Navigation Satellite System
(GNSS) system that has a Gaussian standard deviation of 4 m.
The method presented by Fox et al. [87] could be modified to locate anomalies with sub-lane accuracy. However, high localization accuracies with statistical
methods require that many data points, or road anomaly hits, be collected. This
is less than ideal because we wish to accurately locate anomalies with as few detections as possible. Furthermore, even if the location of the vehicle when hitting
a road anomaly is known exactly, there still exists ambiguity about which wheel
track of the vehicle hit the road anomaly. The methods proposed in this chapter
attempt to solve this wheel track ambiguity.
4.1.2

About This Chapter

A detailed overview of wavelet analysis as pertinent to this chapter is available
in Appendix B. If the reader is unfamiliar with the wavelet transform, they are
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encouraged to read this appendix before continuing with this chapter.
The rest of the chapter is structured as follows. Section 4.2 describes the dataset
that was used to develop and validate the proposed algorithms. Two anomaly detectors are proposed and compared in Section 4.3. Sections 4.4 and 4.5 describe
a series of anomaly side classifiers for two classes of vehicle suspensions. Finally, Section 4.6 outlines the design of a system that creates an accurate map of
anomaly locations by leveraging information about the side of the vehicle that hit
the anomaly. This system is then demonstrated on a Husky robot that can circumnavigate anomalies after hitting them once.
4.2

Anomaly Datasets
A series of datasets were collected by using two types of vehicles with differ-

ent suspension configurations; an autonomous-ready 2011 Kubota RTV900 (Figure
1.2a) that has car-like suspension, and two Clearpath Husky A200s (Figure 1.2b)
whose suspensions are rigid. The Centre of Mass (COM) of the first Husky (H1)
was biased mid-body towards the rear and the COM of the second Husky (H2)
was biased towards its front left, as shown in Figure 4.1. All datasets were taken
with the vehicles driving in a straight line on level ground.
The RTV900 was outfitted with a Novatel IMU-CPT — an IMU that contains
tri-axial fibre-optic gyroscopes and Micro-Electromechanical Systems (MEMS) accelerometers — which was mounted between the rear two wheels with a slight
offset toward the back of the vehicle. The IMU-CPT was connected to a Novatel
SPAN-SE localization system that provides an interface to the sensor. Sensor data
was recorded at a rate of 50 Hz from the SPAN-SE’s CORRIMUDATA log, which
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A
H2
D

C
H1
B

Figure 4.1: Weight distribution of the Husky robots. The approximate Centre of
Mass (COM) of each configuration is denoted by a black circle. The dotted lines
are the Husky’s tipping axes and the coloured quadrants illustrate regions of COM
tipping behaviour on flat ground.
corrects the raw IMU data for gravity, the Earth’s rotation and sensor biases [95].
Four anomalies were hit by the RTV900 at speeds of 2 m/s and 4 m/s. The
anomalies, shown in Figure 4.2, consisted of a pothole in pavement, four artificial
bumps spaced 7 m apart (only one is shown in Figure 4.2b), a pothole in grass, and
a raised maintenance hole. All anomalies except for the raised maintenance hole
were shorter than the RTV900’s wheelbase of 1.965 m. A summary of this dataset is
shown in Table 4.1. Note that the dataset is highly biased towards artificial bump
anomalies. This is because multiple artificial bump anomalies were run over during each data collection run, contrary to the stationary anomalies which were only
hit once per data collection run.
Both Clearpath Huskies were outfitted with a LORD Microstrain 3DM-GX325 IMU — an IMU that contains tri-axial MEMS gyroscopes and accelerometers
— which was configured to provide linear acceleration, angular velocity, and estimated orientation readings at a rate of 100 Hz. On Husky H1 the IMU was
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(a)

(b)

(c)

(d)

Figure 4.2: Anomalies run over by the RTV900. The blue ruler in the pictures is
31 cm long. (a) A pothole that is approximately 63 cm long and 7 cm deep. (b)
An artificial bump that is 90 cm long and 1.6 cm to 9.2 cm high. (c) A pothole in
grass that is approximately a 66 cm by 36 cm oval and 10 cm deep. (d) A raised
maintenance hole that is approximately 280 cm long and 3 cm high.

Table 4.1: Outline of the RTV anomaly dataset.
Anomaly Name

Figure

Pothole in Pavement

4.2a

Artificial Bump

4.2b

Pothole in Grass
Maintenance Hole
Total

4.2c
4.2d
—

Speed [m/s]
2
4
2
4
2
2
—

Left Hits
4
4
20
23
3
4
58

Right Hits
3
4
20
20
3
3
53

Total Hits
7
8
40
43
6
7
111
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Table 4.2: Outline of the Husky anomaly dataset.

Centre Rear (H1)
Centre Rear (H1)

Speed
[m/s]
0.5
0.5

Left
Hits
38
36

Right
Hits
38
31

Total
Hits
76
67

4.3c

Front Left (H2)

0.5

13

13

26

4.3c

Front Left (H2)

12

14

26

4.3b
—

Front Left (H2)
—

−0.5

30
129

32
128

62
257

Anomaly Name

Figure

COM

Artificial Pothole
2 × 4 Piece of Wood
Small Pothole
in Pavement
Small Pothole
in Pavement
2 × 4 Piece of Wood
Total

4.3a
4.3b

0.5
—

mounted on the top plate between the rear two wheels. On the Husky H2, the
IMU was mounted on the top plate in front of the left boom bracket. It was later
discovered that the IMU was loosely mounted to Husky H2 during the pothole
dataset, resulting in increased sampling noise. This additional sampling noise was
mitigated by passing the signals through a low-pass filter with a cutoff frequency
of 4.42 Hz. The period of this cutoff frequency is the time it took the Husky’s wheel
to cross the shortest detectable pothole (see Section 4.3.4).
An artificial pothole (Figure 4.3a) and bump (Figure 4.3b) were run over by
Husky H1 at a forward speed of 0.5 m/s. Husky H2 ran over a bump (Figure 4.3b)
at a forward speed of 0.5 m/s and a small pothole in pavement (Figure 4.3c) at
alternating speeds of 0.5 m/s (forwards) and −0.5 m/s (backwards). A summary
of this dataset is shown in Table 4.2.
Select data from the RTV900 and each Husky configuration are plotted in Figures 4.4, 4.5, and 4.6. The data from the dip anomaly hit by Husky H2 were filtered
before being plotted in Figure 4.6. Note that these figures do not include plots
of the vehicle’s acceleration signals, which depend on the sensor’s placement on
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(a)

(b)

(c)

Figure 4.3: Anomalies run over by the Huskies. (a) An artificial pothole that is 39.8
cm long and 2.8 cm deep. (b) A 3.8 cm by 8.8 cm piece of wood. (c) A pothole in
pavement that is approximately 29 cm wide and 3.5 cm deep. Anomalies (a) and
(b) were run over by Husky H1, whose centre of mass was located mid-width and
biased slightly towards the back. Anomalies (b) and (c) were run over by Husky
H2, whose centre of mass was biased towards the front left.
the vehicle. The roll and pitch signals presented in these figures were calculated
by taking the cumulative trapezoids of the gyroscopic rotation rate measurements
over the window of plotted data.
4.3

Anomaly Detection
The anomaly classification algorithms proposed in Sections 4.4 and 4.5 perform

operations over windows of anomalous data. This section proposes two metrics
that are adaptively thresholded to extract these windows of anomalous data. The
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Sample Data, RTV900
Angular Rates
ωx

0.03

0.25

0.00

0.00

−0.03

−0.25

θx

−0.06

θy

0.06

Left Dip

0.03

0.25
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Figure 4.4: Sample RTV900 roll rate ωx , pitch rate ωy , roll θ x , and pitch θy resulting from driving over a pothole on pavement (Figure 4.2a) and an artificial bump
(Figure 4.2b) at 2 m/s. The RTV900’s respective front wheel hits the anomalies between time 0.5 and 1.5, while the rear wheel hits the anomalies between time 1.5
and 2.5.
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Sample Data, Husky H1
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Figure 4.5: Sample data from Husky H1 driving over an artificial pothole (Figure
4.3a) and a 2 × 4 piece of wood (Figure 4.3b) at 0.5 m/s. Husky H1’s respective
front wheel hits the anomalies between time 0.5 and 1.5, while the rear wheel hits
the anomaly between time 1.5 and 2.5.
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Sample Data, Husky H2
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Figure 4.6: Sample data from Husky H2 driving over a pothole in pavement (Figure 4.3c) and a 2 × 4 piece of wood (Figure 4.3b) at 0.5 m/s. Husky H2’s respective
front wheel hits the anomalies between time 0.5 and 1.5, while the rear wheel hits
the anomalies between time 1.5 and 2.5.
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first is the χ vibration metric described in Chapter 2. The second metric is based on
the SSC of the gyroscopic signals and was inspired by Bello-Salau et al. [74]. This
section also outlines a model-based method that rejects detection windows that are
too small.
4.3.1

χ Metric as an Anomaly Detector

The data plotted in Figures 4.4, 4.5 and 4.6 suggest that hitting an anomaly
induces large variations in the vehicle’s roll and pitch rates. Because the χ metric
proposed in Chapter 2 is a measure of dispersion of both ωx and ωy , we would
expect to see a spike in its value around the time an anomaly is hit. The second
row of plots in Figures 4.7 and 4.8 show examples of χ when the RTV900 and
Husky H1 run over bump and dip anomalies.
In Figure 4.7, χ exhibits a sustained increase when the RTV900 runs over the
anomaly (between time 1.5 s and 4 s) and is low elsewhere. Notice how this increase in χ has a similar magnitude for both bump and dip anomalies. The χ
signals for both anomaly types can be thresholded by a value of 0.05 to extract the
windows of anomalous data.
Now consider the data from Husky H1 in Figure 4.8. The anomalous signals occur between time 1.75 s and 4.0 s, with the front wheel hitting the anomaly between
time 1.75 s and 2.75 s and the rear wheel hitting the anomaly between time 2.75 s
and 4.0 s. The χ metric exhibits a considerable increase when both of Husky H1’s
left wheels hit the bump anomaly and when the rear wheel hits the dip anomaly.
However, χ only exhibits a slight increase when Husky H1’s front wheel runs over
the dip anomaly. This behaviour is a result of Husky H1’s suspension type and
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Figure 4.7: Comparison of various windowing metrics by using the gyroscopic
data of RTV900 running over an artificial bump (Figure 4.2b) and a pothole (Figure
4.2a) on pavement at 2 m/s.
weight distribution. Similar behaviour can be observed in the χ metric for Husky
H2.
To understand this behaviour, consider that the COM of Husky H1 is located in
tipping quadrant B in Figure 4.1. On flat ground, the COM is supported by a tripod
formed by the rear two wheels and either front wheel. During a single-sided dip
event, Husky H1’s front wheel does not drop into the anomaly because its COM
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Figure 4.8: Comparison of various windowing metrics by using the gyroscopic
data of Husky H1 running over a 2 × 4 piece of wood (Figure 4.3b) and an artificial
pothole (Figure 4.3a) at 0.5 m/s.
is supported by this tripod (see Figure 4.3a). However, the rear wheel does drop
into the anomaly because it supports the COM. This causes the Husky to rotate
along one of its tipping axes. Consider now a single-sided bump anomaly. When a
front wheel climbs onto the bump, it forms a tripod with the two rear wheels (see
Figure 4.3b). As a result, the Husky undergoes a pitch rotation. When a rear wheel
climbs onto the bump, the Husky’s COM is supported by the rear two wheels and

4.3. ANOMALY DETECTION

90

the front wheel opposite to the bump. This causes the Husky to undergo a roll
rotation. Thus, the Husky undergoes a considerable rotation when both wheels on
the same side hit a bump and when only one wheel hits a dip.
The χ metric for Husky H1 in Figure 4.8 can not be easily thresholded to extract
the entirety of the anomalous signals without also including noise. Fortunately, as
will become clear in Sections 4.4 and 4.5, only data from one of the Husky’s wheels
hitting the anomaly is necessary to determine the anomaly’s side. For the data in
Figure 4.8 a detection threshold of 0.12 will suffice.
4.3.2

Scale-Space Correlation as an Anomaly Detector

The use of a signal’s Scale-Space Correlation (SSC) as an anomaly detector was
inspired by the Scale-Space Filtering (SSF) algorithm described in [72–74]. This
subsection first presents an overview of SSF and then describes how the concept
of Scale-Space Correlation (SSC) can be used to detect anomalies.
The purpose of the SSF algorithm, proposed by Xu et al. in 1994 [72], is to filter
out high frequency noise while preserving a signal’s edges – effectively a selective
low pass filter. Xu et al. [72] observed that edges in a signal are characterized by
peaks across multiple scales in the signal’s Discrete Wavelet Transform (DWT).
They propose that the product of the DWT’s wavelet coefficients across multiple
scales is highly indicative of a signal’s edges. This product is commonly reffered
to as the signal’s Scale-Space Correlation (SSC) and is formally defined as

Ωl (m, k) =

l −1

∏ Wm+i,k ,

(4.1)

i =0

where Ωl (m, k ) is the correlation at index k, m is the base scale from which the
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correlation is calculated, and l is the number scales over which to the correlation
is calculated (see (7) in [72], (7) in [73], and (5) in [74]). An example of a signal’s
five-scale DWT by the Haar wavelet and the associated SSC is shown in Figure 4.9.
In the SSF algorithm, portions of the signal with a low Ωl (m, k ) are considered
to be noise and are filtered out. Xu et al. [72] and Ugweje et al. [73] focus on the
use of SSF in image processing. Bello-Salau et al. [74] show that it can also be used
to help detect road anomalies.
The anomaly detection approach presented in this chapter differs from the
work of Bello-Salau et al. [74] in four fundamental ways:
1. We consider the gyroscopic-based signal ωx , ωy

2

rather than the vehicle’s

vertical acceleration to offer a fair comparison to the χ-based anomaly detector. Figure 4.9 shows an example of this signal with its associated ωx and ωy ,
five-scale wavelet decomposition, and five-scale SSC, Ω5 (m = 0).
2. We use the standard deviation of Ω calculated over the window ∆tw (see
(2.3)) as an indicator of anomalous data rather than the filtered scale-space
representation of the signal.
3. We calculate Ω over the first l = 5 scales of the signal’s dyadic wavelet transform rather than the first two. It was found that higher values of l did a better
job at isolating anomalies from noise.
4. We perform the DWT by using the Haar wavelet rather than the Daubechies
2 (db2) wavelet. Results showed that detection windows generated by using
the SSC of the Haar wavelet had a more consistent length than those generated by using the db2 wavelet.
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Figure 4.9: Top: Husky roll and pitch rates when running over an artificial pothole
(Figure 4.3a) at 0.5 m/s. Centre: First five scales of the dyadic wavelet decomposition of ωx , ωy 2 by using the Haar wavelet. These are also known as detail
coefficients. Bottom: SSC of ωx , ωy 2 for the first five scales.
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The third row of plots in Figures 4.7 and 4.8 shows the SSC-based anomaly
detection metric stdev(Ω5 ). Notice how stdev(Ω5 ) does not always seem to encompass the entire anomalous signal’s width. Also, notice the variability in the
magnitude of this metric around anomalies. In Figure 4.7 the maximum value
of stdev(Ω5 ) is an order of magnitude higher for the bump event than it is for
the dip event. This variability in magnitude makes choosing a detection threshold difficult. The fifth root of stdev(Ω5 ), shown in the bottom row of Figures 4.7
and 4.8, provides a metric that is more consistent between anomaly hits. The root
transformation is concave, strictly increasing, and positive definite, effectively amplifying the small values of stdev(Ω5 ) while preserving their relative order. The
stdev(Ω5 )0.2 metric for both vehicles has less variability between maxima, simplifying the choice of a threshold.
4.3.3

Adaptive Thresholding and Detection Window

The manual selection of a detection threshold is not ideal for many reasons.
First, a manual threshold must be tuned to the vehicle’s suspension to account for
damping. Second, such a threshold might not generalize to different terrain types.
Consider, for example, the χ and stdev(Ω5 )0.2 detection metrics calculated for the
RTV900 when running over a pothole in grass at 2 m/s, as shown in Figure 4.10.
Notice in Figure 4.10 how the average values of both metrics when the RTV900
does not hit an anomaly are roughly two times higher than when the RTV900
was driven on pavement in Figure 4.7. It is impossible to choose a threshold for
stdev(Ω5 )0.2 that includes the entire anomalous signal in Figure 4.7 without including noise in Figure 4.10. A method that can automatically choose a detection

Angular Rate [rad/s]
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Figure 4.10: The χ and stdev(Ω5 )0.2 detection metrics calculated for the RTV900
when running over a pothole in grass (Figure 4.2c) at 2 m/s.
threshold for each vehicle and terrain type is needed.
Taking inspiration from Silveira et al. [92], we opt for the easy-to-implement
sliding-window standard deviation-based adaptive threshold
λ(t) = zσd (t) + µd (t),

(4.2)

where λ(t) is the threshold, σd (t) and µd (t) are respectively the standard deviation
and mean of the detection metric, and z is a tunable parameter that is chosen based
on the expected concentration of anomalies in the terrain.
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When processing data offline, the statistics σd and µd of the entire dataset are
considered when calculating λ(t). When running the anomaly detection algorithm
in real-time, σd (t) and µd (t) are calculated over a 30-second history of the metric.
This history is initialized with normally distributed noise ε ∼ N (µ̂d (t), σ̂d (t)),
where µ̂d (t) and σ̂d (t) are respectively the metric’s estimated mean and standard
deviation given prior knowledge of the terrain’s vibration profile. The history excludes samples of the metric that are taken when (a) the vehicle is stationary or
(b) the metric is above λ(t) for less than 4∆tw seconds, where ∆tw is defined as
per (2.3). The former avoids a downward drift of the threshold when no useful
value of the metric is being computed. The latter avoids an upwards threshold
drift when hitting anomalous data. If the metric is above λ(t) for longer than 4∆tw
seconds, then the high vibrations are likely caused by a change in the terrain rather
than an anomaly.
Every group of consecutive detection metric values that are above the threshold
λ(t) are considered to correspond to the same anomalous event. The window of
time that spans each anomalous event is called the detection window. For notational
simplicity, we denote the vector of sensor readings within a detection window by
a bold letter. E.g., the vectors of roll rate and pitch rate measurements within a
detection window are respectively ωx and ωy , and the vectors of roll and pitch
estimates are θx and θy .
4.3.4

Minimum Length of Detection Window

On occasion, sensor noise might cause the metric to exceed λ, causing false
detections. Some of these false detections can be rejected by ignoring unfeasibly
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small detection windows. The minimum length of a feasible detection window is
a function of the vehicle’s suspension type, wheel width, and length of the wheelbase.
Consider first a four-wheeled vehicle with a car-like suspension, such as the
RTV900. The body of the RTV900 will undergo an oscillation when any of its
wheels hit a terrain anomaly. Consider a bump anomaly with an infinitely small
length. The distance it takes for the RTV900 to cross this anomaly with both wheels
is its wheelbase c. Assuming a best-case suspension settling time of 0 s, the minimum feasible detection window is equal to c.
Now consider a four-wheeled vehicle with a rigid suspension, such as a Husky.
As discussed on Page 88, the Husky exhibits a considerable roll or pitch event
when both wheels on one side hit a bump anomaly and when only one wheel hits a
dip anomaly. Thus, the minimum feasible detection window for the Husky, which
has rigid suspension, is equal to the length of the smallest possible anomalous
dip. Let the minimal detectable dip be of depth h, as illustrated in Figure 4.11.
Assuming the vehicle’s wheels are rigid, if a wheel were to fall to detectable depth
h then the dip anomaly must be at least of length
l=2
where r is the radius of the wheel.

q

h(2r − h),

(4.3)
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Figure 4.11: Calculating the minimum length of a detectable dip for a vehicle with
a rigid suspension.
4.3.5

Choosing a Metric: χ vs. stdev(Ω5 )0.2

When observing Figures 4.7, 4.8, and 4.10, it is apparent that thresholds can be
chosen for the χ and stdev(Ω5 )0.2 metrics to produce detection windows of similar lengths. In these figures, χ has more consistent maxima between anomalies
hit by the same vehicle and a lower signal-to-noise ratio than stdev(Ω5 )0.2 , making it easier to pick a threshold λ that will minimize false detections. Conversely,
stdev(Ω5 )0.2 is characterized by sharper edges and a plateau when each wheel hits
the anomaly, suggesting that the length of the detection window might be less sensitive to λ. The ease of choosing a λ for χ makes it seem like the more desirable
metric. Are the observations made by using these figures generalizable to the entire dataset? Which detection metric performs the best when considering all of the
collected data?
To answer these questions, an analysis was performed on both detection metrics calculated over the entire anomaly dataset. First, data corresponding to matching vehicle types and configuration, absolute vehicle speeds, anomaly types, and
sides of the vehicle affected by the anomaly were concatenated together. The detection metrics χ and stdev(Ω5 )0.2 and their statistics µd and σd were then calculated
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Table 4.3: Summary of the detection statistics for the χ and stdev(Ω5 )0.2 metrics
over the concatenated Husky datasets. TD is shortform for True Detection, and FD
is shortform for False Detection.
Anomaly
Type
Husky H1
Dip
Husky H1
Bump
Husky H2
Right Dip
Husky H2
Left Dip
Husky H2
Right Bump
Husky H2
Left Bump

Num. of
Anomalies

z

TD

76

1

76

67

1

27

χ
Window Length
FD
mean ± stdev [s]

z

3

1.53 ± 0.19

1

67

0

2.26 ± 0.15

0

27

0

25

0

25

32

0.5

30

0.5

stdev(Ω5 )0.2
Window Length
TD FD
mean ± stdev [s]
76

1

1.52 ± 0.18

0.75

67

0

2.58 ± 0.20

1.60 ± 0.20

0

27

0

1.52 ± 0.09

0

2.37 ± 0.14

0

25

0

2.42 ± 0.24

32

0

2.55 ± 0.02

0.5

33

0

2.68 ± 0.37

30

0

2.56 ± 0.03

0.5

30

0

2.81 ± 0.09

for each concatenated group of anomalous data. These statistics were used to subjectively choose threshold parameters z for each detection metric such that the corresponding λ windowed the significant portion of each anomaly while minimizing
the number of false detections. A negative z was required to properly window the
detection metrics in datasets that had high densities of anomalies. A detection was
considered to be “true” if the detection window spanned the portion of the signal
corresponding to one wheel hit for the Huskies or two wheel hits for the RTV900,
and “false” otherwise. The results of this analysis are shown in Tables 4.3 and 4.4.
Consider first the results from the Husky datasets shown in Table 4.3. Notice
that there are more rows of data from Husky H2 than there are from Husky H1.
Because the Centre of Mass (COM) of Husky H1 is centred, the length of the detection window for anomalies hit on either side was quite similar. They were thus
grouped. This was not the case for Husky H2, whose COM is biased towards the
left and on the border of quadrants A and C in Figure 4.1. Dips hit on the left
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side had a considerably longer detection window than dips hit on the right side
because both the front and rear left wheels would fall into the dip anomaly.
Looking at the results from Husky H1 in Table 4.3, notice how both detection
metrics detected all the anomalies with only a few false detections. All false detections were caused by vehicle body vibrations during point turns between anomaly
hits. This comes as no surprise because the Huskies are skid-steering robots, meaning that their wheels slip while turning. This slipping can result in considerable
vibrations. The stdev(Ω5 )0.2 metric did a better job at suppressing these vibrations
for Husky H1 and only detected them as an anomaly once, compared to χ which
had three false detections.
Consider now the anomalies hit by Husky H2. Notice how both metrics detected all anomalies with zero false detections. An interesting result is that the
stdev(Ω5 )0.2 metric detected more true anomalies than were present in the right
bump dataset. This was caused by the double-detection of one of the anomalies,
as shown in the bottom left corner of Figure 4.12. The value of stdev(Ω5 )0.2 during
the second anomaly hit on the left of Figure 4.12 is characterized by a deep clef
that passes under λ, creating two detection windows. Because both detection windows span one wheel hit, they are both counted as true detections. λ can not be
lowered to include the entire span of the anomaly without causing additional false
detections due to noise.
Notice also in Table 4.3 how the detection windows that were created by thresholding stdev(Ω5 )0.2 are generally longer than those generated by using χ. This
suggests that there is a higher likelihood that the stdev(Ω5 )0.2 detection window
encompasses the entire span of the anomalous signal. Looking at the windows’
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Figure 4.12: χ and stdev(Ω5 )0.2 detection metrics calculated by using data of
Husky H2 running over an artificial bump at 0.5 m/s. Left: The full dataset from
the experiment is used to calculate the detection metrics. Right: The first four samples of the dataset are removed before calculating the detection metrics.
standard deviations, however, reveals that the detection windows generated by χ
have a more consistent size than those generated by using stdev(Ω5 )0.2 .
When processing this data, it was found that introducing a time shift in the signals would change the evaluation of stdev(Ω5 )0.2 . Consider, the right side of Figure 4.12 in which the first four samples of the right bump dataset were removed.
Notice how the clef in stdev(Ω5 )0.2 during the second anomaly disappears and
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Table 4.4: Summary of the detection statistics for the χ and stdev(Ω5 )0.2 metrics
over the concatenated RTV900 datasets. TD is shortform for True Detection, and
FD is shortform for False Detection.
χ
Anomaly
Type
Road Pothole
(2 m/s)
Road Pothole
(4 m/s)
Grass Pothole
(2 m/s)
Artificial Bump
(2 m/s)
Artificial Bump
(4 m/s)
Maintenance Hole
(2 m/s)

Num. of
Anomalies

z

TD

FD

7

0

7

0

8

0

8

6

0.2

40

Window Length
mean ± stdev [s]

z

2.46 ± 0.04

0

0

1.55 ± 0.06

6

0

−0.3

40

43

0

7

0

stdev(Ω5 )0.2
Window Length
TD FD
mean ± stdev [s]
7

0

2.85 ± 0.20

0.3

8

0

1.52 ± 0.13

2.41 ± 0.26

0.2

6

1

2.16 ± 0.50

0

2.41 ± 0.25

−0.5

40

1

2.69 ± 0.36

43

0

1.30 ± 0.11

−0.1

37

10

1.30 ± 0.34

7

0

3.66 ± 0.06

0

7

0

3.73 ± 0.12

how stdev(Ω5 )0.2 can be thresholded without double-counting any of the anomalies or including noise. The χ metric is not affected by the time shift.
To understand why stdev(Ω5 )0.2 is sensitive to changes in the signal’s alignment, recall that the time-shifting parameter τ used to compute a signal’s DWT
(and by extension its SSC) is selected such that no two parts of the signal are analyzed by a wavelet at the same scale. This is depicted graphically by Figure B.2.
Unless the shift in a signal is equal to a multiple of the highest scale’s length, the
resulting DWT and SSC will be different. This is clearly the case in Figure 4.12.
Consider now the performance of the detection metrics on the data from the
RTV900 as shown in Table 4.4. Notice how the χ metric detected all anomalies
without any false detections. In contrast, the stdev(Ω5 )0.2 metric had multiple
false detections, the causes of which are summarized in Table 4.5. Recall that a
false detection for the RTV900 consists of any detection window that does not encompass the entire span of a true anomaly or that detects an anomaly where no
anomaly is present. Note also in Table 4.4 that the detection windows from the χ
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Table 4.5: Causes of false detections by the stdev(Ω5 )0.2 metric over the RTV900
data.
Anomaly
Type
Grass Pothole
(2 m/s)
Artificial Bump
(2 m/s)
Artificial Bump
(4 m/s)

Double
Detections

Short Detection
Window

Vehicle
Deceleration

Vibration
Noise

0

0

0

1

0

0

1

0

4

4

2

0

metric were more consistent in size than those from the stdev(Ω5 )0.2 metric for all
anomaly types, as is apparent by the lower standard deviation.
Figure 4.13 provides a visual comparison of both detection metrics over multiple anomaly hits from the 4 m/s artificial bumps dataset. Notice how the minimum value of χ between each anomaly hit is roughly the same, while the minimum value of stdev(Ω5 )0.2 between each anomaly is much less consistent. The
inconsistencies of stdev(Ω5 )0.2 means that the detection windows are much more
sensitive to the value of λ than those obtained from χ. Re-scaling stdev(Ω5 ) by
different roots only marginally improves the metric’s sensitivity to λ.
Consider the right side of Figure 4.13 where the first 46 samples of the dataset
are discarded. The evaluation of χ over each anomaly remains unchanged, while
the evaluation of stdev(Ω5 )0.2 varies dramatically. A deep clef is introduced into
stdev(Ω5 )0.2 during the second anomaly hit and the deceleration artifact near time
15 s is amplified. It is impossible to select a threshold for stdev(Ω5 )0.2 that captures
the entire span of the second anomaly hit while still distinguishing the third and
fourth anomaly hits.
Given the performance of both metrics on the data from both vehicles, χ is
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Figure 4.13: χ and stdev(Ω5 )0.2 detections metrics calculated by using data of the
RTV900 running over four artificial bumps at 4 m/s, spaced 7 m apart. Left: The
full dataset from the experiment is used to calclate the detection metrics. Right:
The first 46 samples of the dataset are removed before calculating the detection
metrics.
more suitable as an anomaly detector. Although stdev(Ω5 )0.2 generated fewer false
detections on the data from the Huskies than χ, the χ metric
1. generated fewer false detections on the data from the RTV900;
2. generated detection windows with a higher consistency in size for different
hits of the same anomaly, for both vehicles;
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3. was less sensitive to the value of the detection threshold;
4. is invariant to time shifts, making it insensitive to signal alignment;
5. is conceptually easier to understand and implement.
The benefits of the χ metric clearly outweigh those of stdev(Ω5 )0.2 . As such, the
rest of this chapter considers the detection windows generated by using χ.
4.4

Anomaly Side Classification
Determining the lateral location of an anomaly along a vehicle’s path requires

knowledge of the side of the vehicle that was affected by the anomaly. Intuitively,
one might expect a vehicle to roll in opposite directions when hitting an anomaly
with opposing wheel tracks. This appears to be the case when looking at the roll
signal in Figures 4.4 and 4.5. Notice, however, that a dip anomaly affecting the
left side of the vehicles induces a similar roll pattern to a bump anomaly affecting
the right side of the vehicles. Knowledge of the direction of the vehicle’s roll is
insufficient to determine which side of the vehicle hit an anomaly. The anomaly’s
type must also be known. Section 4.5 deals with determining whether the anomaly
is a bump or dip. In this section, it is assumed that the anomaly’s type is known.
An obvious solution to the anomaly side classification problem is to apply a
positive and negative threshold to a vehicle’s estimated roll θ x . The side of the vehicle that hit the anomaly can be determined by which threshold is exceeded. Unfortunately, thresholding the roll signal is only effective if the grade of the terrain
remains constant. This might be the case for on-road applications, but it certainly
is not the case for off-road applications. A desirable side classification solution
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should be minimally affected by the grade of the terrain.
Another solution could be to threshold the vehicle’s roll rate ωx as measured by
a gyroscope. After all, gyroscopic signals have the benefit of being nearly stationary3 . Furthermore, artifacts of slow variations in the grade can be easily rejected
by using a high-pass filter. When examining ωx in Figures 4.4 and 4.5, notice that
the signal seems mirrored for right hits and left hits of the same anomaly. The side
of the anomaly could be inferred by counting the number of times and the order
in which ωx exceeds positive and negative thresholds within a detection window,
similar to the solution proposed by Orhan et al. [67] for detecting bump anomalies.
However, Orhan et al. [67] observe that the choice of thresholds can easily be overfit to a certain shape of anomaly, causing this solution to generalize poorly. This
solution is also particularly sensitive to sensor noise, which can affect the number
and location of threshold crossings. A desirable side classification solution should
generalize well to various anomalies and be insensitive to noise.
We propose to use the pattern detection capabilities of the wavelet transform
to differentiate between the mirrored roll rate signals. A particular benefit of using
the wavelet transform rather than a threshold-based method is that the wavelet
transform is less sensitive to signal noise. Suppose a wavelet transform is performed on an anomalous signal with a mother wavelet that is similar in shape to
the anomaly. We would expect to see a positive spike in the wavelet coefficients
near the time the anomaly occurs. Now, suppose the wavelet transform of the mirrored version of this signal is computed. The anomaly in this new signal would
3 Stationary:

The mean and covariance of the signal are invariant to spatial translation, i.e. the
signal is devoid of trends.
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have an opposite match to the mother wavelet, so we would expect to see a negative spike in the wavelet coefficients near this anomaly. By this logic, the sign of
the absolute extremum of the wavelet coefficients should be indicative of whether
the signal is mirrored. Formally,

TYPE =




 NORMAL


 MIRRORED

(max(W ) − min(W )) > 0

.

(4.4)

(max(W ) − min(W )) < 0

Notice in Figures 4.4 and 4.5 how the roll rate ωx of the RTV900 and Husky
typically exhibit a single period of a sinusoidal wave when one of their wheels
runs over the anomaly. This oscillation is similar in shape to the Difference of
Gaussian (DOG)-1 wavelet shown in B.1 and defined by (B.1). Thus, performing
(4.4) by using the coefficients from a DOG-1 wavelet transforms over ωx should be
indicative of the direction of vehicle roll.
To further explore this idea, a series of DOG-1 wavelet transforms with S =

{1, 2, . . . , 50} and T = {1, 2, . . . , n}, where n is the number of samples in the detection window, were performed on the detection windows of the roll rate signals
shown in Figures 4.4 and 4.5. The scalograms of the wavelet transforms are shown
in Figures 4.14 and 4.15. The choice of scales S was arbitrary and proved to offer an adequate resolution for the analysis that follows. A more optimal method
of choosing scales is discussed in Section 3.f. of Torrence and Compo [96]. Note
that our choice of wavelet scales and time-shift parameters are more fine-grained
than the dyadic wavelet transform. Preliminary data analysis by using the dyadic
wavelet transform with Haar and Daubechies-2 wavelets (Figure B.3), which are
similar in shape to the anomalous signal, produced poor results. We suspect that
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Figure 4.14: Scalograms generated by performing a DOG-1 CWT on the RTV900’s
roll rate within the detection windows, ωx , of two of the anomalies in Figure 4.4.
Top: pothole on pavement (Figure 4.2a). Bottom: artificial bump (Figure 4.2b).
this was due to the limited time resolution of the dyadic shifting parameters.
Consider the scalograms in Figures 4.14 and 4.15. Notice how the magnitude of
the wavelet coefficients are generally high near the time a vehicle hits an anomaly
and low elsewhere. The scalograms for anomalies hit by opposite wheel tracks also
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Figure 4.15: Scalograms generated by performing a DOG-1 CWT on Husky H1’s
roll rate within the detection windows, ωx , of two of the anomalies in Figure 4.5.
Top: artificial pothole (Figure 4.3a). Bottom: 2 × 4 piece of wood (Figure 4.3b).
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seem to be mirrored. This suggests that the DOG-1 wavelet adequately matches
the anomalous pattern and that the wavelet coefficients W can encode the direction
of the vehicle’s rotation. Note that the colour bars of the scalograms do not have
equivalent scales. This was done intentionally to make it easier to see the maximum and minimum values of each scalogram. The maximum wavelet coefficient
when both vehicles hit a pothole on their right side is greater in magnitude than
the minimum coefficient. Conversely, when both vehicles hit a pothole on their left
side, the minimum wavelet coefficient is greater in magnitude than the maximum
coefficient. The opposite relationship can be observed when the vehicles run over
a bump. This confirms that the result of (4.4) calculated with the DOG-1 wavelet
coefficients of ωx is indicative of the vehicle’s direction of roll.
The choice to use the DOG-1 mother wavelet was a result of an empirical observation made by using a few detection windows. To verify if this observation
generalizes, (4.4) was calculated with the DOG-1 wavelet coefficients of ωx for all
the detection windows from the anomaly dataset. Complimentary wavelet analyses using all the mother wavelets plotted in Figure B.1 were also performed to
evaluate their comparative classification performance. The results from this classification exercise are shown in Tables 4.6 and 4.7.
The DOG-1 wavelet performs best at classifying the anomalies for both vehicles. It successfully classified 100% of the anomalies run over by the Husky and
96.4% of the anomalies run over by the RTV900. All four failed classifications
for the RTV900 occurred on data from the maintenance hole anomaly. This suggests that this wavelet-based approach might not be suitable for anomalies that
are longer than the vehicle’s wheelbase. The mother wavelet with the second-best
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Table 4.6: Performance of various mother wavelets at classifying the anomaly’s
side with the RTV900’s roll rate, ωx .
Wavelet
DOG-1
DOG-2
DOG-3
DOG-4
DOG-5
DOG-6
DOG-7
DOG-8
Morl
FBSP 2-1-0.5
Shan 0.5-1

Correct Classifications
107
63
89
64
79
81
78
92
99
64
105

False Classification
4
48
22
47
32
30
33
19
12
47
6

Table 4.7: Performance of various mother wavelets at classifying the anomaly’s
side with the Husky’s roll rate, ωx .
Wavelet
DOG-1
DOG-2
DOG-3
DOG-4
DOG-5
DOG-6
DOG-7
DOG-8
Morl
FBSP 2-1-0.5
Shan 0.5-1

Correct Classifications
195
117
183
122
181
111
181
113
106
123
146

False Classification
0
78
12
73
14
84
14
82
89
72
49
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classification performance for the RTV900 data was the Shannon wavelet. This is
unexpected because the Shannon wavelet doesn’t visually match the shape of the
anomaly. For the Husky, the DOG-3 mother wavelet had the second-best classification performance.
In light of the results in Tables 4.6 and 4.7, we propose that the maximum absolute coefficient of a DOG-1 wavelet transform over a vehicle’s roll rate is a feature
that is indicative of the side of the vehicle that hit a terrain anomaly. This feature can be used on its own to classify the side of an anomaly, as summarized in
Algorithm 4.1, or as an input to a more complex machine learning model.
Algorithm 4.1 Anomaly Side Classification
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

4.5

Inputs: ωx , S, T, anom_type
Outputs: anom_side
W = WS,T (ωx , DOG-1)
if |Wmax | > |Wmin | then
if anom_type is DIP then
anom_side = RIGHT
else
anom_side = LEFT
else
if anom_type is DIP then
anom_side = LEFT
else
anom_side = RIGHT

. Perform DOG-1 wavelet transform on ωx
. Compare extrema of wavelet coefficients

Anomaly Type Classification
In the previous section, it was shown that the vehicle’s roll rate contains infor-

mation that is indicative of the side of the vehicle that hit an anomaly. Naturally,
one could expect that the vehicle’s pitch rate signal would contain information
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about whether the anomaly was a bump or a dip. In Figure 4.4, the pitch rate and
estimated pitch signals of the RTV900 have a distinct pattern that is mirrored depending on which type of feature the vehicle hit. It is conceivable that a pattern
detection and differentiation approach similar to the one proposed in Section 4.4
could be used to distinguish between anomaly types.
A similar thing can not be said about the data from the Husky (Figure 4.5).
Although the Husky’s pitch and pitch rate signals have a similar shape when the
vehicle hits either type of anomalies, the signals are not mirrored like they are for
the RTV900. The only considerable variation in the Husky’s pitch and pitch rate
signals is their occurrence in time, which depends on the anomaly type. A pattern
differentiation method such as proposed in Section 4.4 is not feasible for vehicles
with a rigid suspension. Circumstantially, a one-size-fits-all anomaly classifier is
not feasible for vehicles with a car-like suspension and vehicles with a rigid suspension. This section outlines a separate solution for both vehicle types.
4.5.1

Vehicles with a Car-like Suspension

As discussed in Section 4.4, roll and pitch measurements are highly nonstationary and depend on the grade of the terrain. This nonstationarity can obfuscate
patterns in the pitch signal, making them more difficult to detect. In contrast, the
pitch rate signal is typically near-stationary and less sensitive to slow variations in
the terrain’s grade. Thus, it is the favoured signal for analysis.
The RTV900’s pitch rate when running over a terrain anomaly can be roughly
characterized by two mirrored DOG-1 wavelets. The first DOG-1 wavelet occurs
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Table 4.8: Performance of various mother wavelets at classifying an anomaly’s
type by using the RTV900’s pitch rate, ωy .
Wavelet
DOG-1
DOG-2
DOG-3
DOG-4
DOG-5
DOG-6
DOG-7
DOG-8
Morl
FBSP 2-1-0.5
Shan 0.5-1

Correct Classifications
74
57
63
74
61
78
69
75
65
64
58

False Classification
37
54
48
37
50
33
42
36
46
47
53

when the front wheel hits the anomaly. The second (mirrored) DOG-1 wavelet occurs when the rear wheel hits the anomaly. The resulting counter-acting signs in
the DOG-1 wavelet coefficients can introduce ambiguity into the absolute maximum classifier, (4.4). A different mother wavelet is required — one that matches
the shape of the entire anomalous pitch rate signal. Unfortunately, there are no
obvious candidates amongst the wavelets plotted in Figure B.1. Nevertheless, the
suitability of each of these wavelets was assessed by calculating (4.4) for all anomalous windows in the RTV900 dataset. The results are presented in Table 4.8. Each
wavelet transform was performed with S = {1, 2, . . . , 50} and T = {1, 2, . . . , n},
similar to the wavelet analysis in Section 4.4.
The results in Table 4.8 suggest that the DOG-6 wavelet is best suited to differentiate between bump and dip anomalies, achieving a classification accuracy of
70.3%. The DOG-1, DOG-4, and DOG-8 wavelets achieved the next-best classification accuracy of 66.7%. In general, symmetric DOG wavelets performed better
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Figure 4.16: Scalograms generated by performing a DOG-1 CWT on the RTV900’s
de-trended pitch within the detection windows of two anomalies that were hit at 2
m/s. Left: pothole on pavement (Figure 4.2a). Right: artificial bump (Figure 4.2b).
than asymmetric ones. This makes sense, given that the anomalous pattern in the
rate signal is also symmetric. Nonetheless, a classification accuracy of 70.3% seems
dismal in light of the near-perfect classification achieved for the anomaly’s roll direction in Section 4.4.
Although a pattern recognition-based approach is not viable for the pitch rate
signal, it might be viable for the pitch signal. Some of the nonstationarity of the
pitch signal can be rectified by linearly de-trending it within the detection window.
Notice in Figure 4.4 that the RTV900’s pitch can be roughly characterized by an
elongated DOG-1 wavelet. Sample scalograms from DOG-1 wavelet transforms
with S = {1, 2, . . . , 100} and T = {1, 2, . . . , n} on the de-trended pitch signals of a
bump and dip anomaly are shown in Figure 4.16. The range of S was extended by
a factor of two to accomodate for the anomaly’s elongated shape.
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The colour bars in Figure 4.16 reveal that the maximum absolute wavelet coefficients for both anomalies have a negative sign. This suggests that the DOG-1
wavelet either failed to properly differentiate between the two signals, that the
signals can be characterized more strongly by a DOG-1 wavelet at an unexpected
temporal location and/or that noise in the signals obfuscated the anomalous pattern. Closer inspection of the scalograms reveals that the latter two are the case.
The scalograms for both anomaly types appear visually mirrored and have opposite local extrema halfway through their detection windows at a frequency near
0.6 Hz. These extrema correspond to the elongated DOG-1 shape previously observed. For the bump anomaly, this local extremum is also the maximum absolute
extremum of the entire scalogram, as expected. For the dip anomaly, the scalogram’s maximum absolute extremum occurs near point (0.5, 0.9) and represents
the inflection in the de-trended pitch between time 0 s and 1 s. This suggests that
the small inflection at time 0.5 is a closer match to the DOG-1 wavelet than the
elongated oscillation that characterizes the entire anomalous signal.
Although the analysis done on the scalograms in Figure 4.16 is informative, it
may not be representative of the entire dataset. The generalizability of these observations was verified by analyzing all pitch signals with the maximum-absolutewavelet-coefficient classifier using the DOG-1 mother wavelet. A similar analysis
was performed with all the other wavelets plotted in Figure B.1. A summary of
the results of this analysis is shown in Table 4.9.
Overall, the pitch DOG-1 wavelet classifier achieved an accuracy of 74.8%. This
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Table 4.9: Performance of various mother wavelets at classifying an anomaly’s
type by using the RTV900’s pitch, θy .
Wavelet
DOG-1
DOG-2
DOG-3
DOG-4
DOG-5
DOG-6
DOG-7
DOG-8
Morl
FBSP 2-1-0.5
Shan 0.5-1

Correct Classifications
83
70
95
71
103
70
105
77
78
76
76

False Classification
28
41
16
40
8
41
6
34
33
35
35

is an improvement over the pitch rate DOG-6 classifier but is under the average classification accuracy for all pitch classifiers, which was 81.2%. The bestperforming pitch classifier, which achieved an accuracy of 94.6%, used a DOG-7
mother wavelet. Out of the DOG-7 wavelet’s six misclassifications, four of them
occurred on data from the maintenance hole hits, one of them occurred on data
from the grass pothole, and one occurred on data from the artificial bump hit at
2 m/s. This result was unexpected because the DOG-7 wavelet does not visually
match the anomalous pattern as well as the DOG-1 wavelet. To gain more insight
into the behaviour of the DOG-7 wavelet, its scalograms over the pitch signals
considered in Figure 4.16 are plotted in Figure 4.17.
The DOG-7 scalograms in Figure 4.17 bear many similarities to the DOG-1
scalograms in Figure 4.16. First, the colour pattern on both sets of scalograms is inverted for different types of anomalies. Second, both scalograms are characterized
by a local extremum near time 1.25 s at an equivalent Fourier frequency of 0.6 Hz.

4.5. ANOMALY TYPE CLASSIFICATION

117

RTV Right Pothole (Pitch CWT)

RTV Right Bump (Pitch CWT)
0.02
θy [rad]

0.00

Freq [Hz]

−0.01

0.00

−0.02

101

−0.04 −0.02

0.00

0.02

0.04

100
0.0

0.5

1.0
1.5
Time [s]

2.0

Freq [Hz]

θy [rad]

0.01

101

−0.08 −0.04 0.00

0.04

0.08

100
0.0

0.5

1.0

1.5
Time [s]

2.0

2.5

Figure 4.17: Scalograms generated by performing a DOG-7 CWT on the RTV900’s
de-trended pitch within the detection windows of two anomalies that were hit at 2
m/s. Left: pothole on pavement (Figure 4.2a). Right: artificial bump (Figure 4.2b).
In contrast to the DOG-1 scalograms, in the DOG-7 scalograms these local extrema
are also the scalograms’ global extrema. The additional oscillations in the DOG-7
wavelet seem to hinder the wavelet’s ability to characterize the individual inflections in the pitch signals at times 0.6 s and 1.6 s. As a result, the DOG-7 wavelet is
more immune to signal noise and small local trends than the DOG-1 wavelet.
In light of these results, the maximum absolute coefficient of a DOG-7 wavelet
transform over the vehicle’s de-trended estimated pitch signal is a feature that is
indicative of the type of terrain anomaly (bump or dip) hit by a vehicle with a
car-like suspension. This feature can be used on its own to classify an anomaly’s
type, as summarized in Algorithm 4.2, or as an input to a more complex machine
learning model. When combining the roll direction classifier proposed in Section
4.4 with this anomaly type classifier, an anomaly side classification accuracy of
92.7% was achieved on the data from the RTV900.
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Algorithm 4.2 Bump/Dip Classification for Vehicles with a Car-Like Suspension
1:
2:
3:
4:
5:
6:
7:
8:
9:

Inputs: θy , S, T
Output: anom_type
fy = linear_regression(θy )
θy,d = θy − fy
W = WS,T (θy,d , DOG-7)
if |Wmax | > |Wmin | then
anom_type = DIP
else
anom_type = BUMP

. De-trend pitch
. Perform DOG-7 wavelet transform on θy,d
. Compare extrema of wavelet coefficients
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Figure 4.18: Length of the detection windows for all anomaly hits from the Husky
anomaly dataset.
4.5.2

Vehicles with a Rigid Suspension

Consider now a vehicle with rigid suspension, like the Husky. When analyzing Figure 4.8 in Section 4.3.1 it was observed that the detection window of the
bump event for Husky H1 only spans the distance taken for a single wheel to hit
the anomaly. It was also observed that the detection window of the dip anomaly
in Figure 4.8 spans the time taken for both wheel axles to cross the anomaly. These
observations suggest that the length of the detection window can be used to determine an anomaly’s type. This idea is further explored in Figure 4.18.
When looking at the visualization of the detection window length in Figure
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4.18, it becomes immediately clear that dip and bump anomalies are not globally
separable. As expected, the dip anomalies generally have shorter windows than
bump anomalies, but there exists a lot of overlap between their window sizes. An
optimally selected threshold of 2 s results in the misclassification of 26 dip anomalies and 3 bump anomalies. Classification performance is considerably improved
when considering the Husky configurations independently. Choosing a threshold
of 1.75 s for Husky H1 results in the correct classification of all bump anomalies
and the misclassification of one dip anomaly. Choosing a threshold of 2.48 s for
Husky H2 results in the correct classification of all bump anomalies and the misclassification of six dip anomalies. Although these configuration-specific classification thresholds give decent results, a method that is not sensitive to the vehicle’s
weight distribution would be preferred.
An alternative classification strategy could be based on a measure of similarity
between the roll rate ωx and pitch rate ωy signals. Notice in Figure 4.5 how the absolute roll and pitch rates during a dip event are approximately identical, whereas
during a dip event the absolute roll and pitch rates are quite different.
A natural measure of similarity between two numbers is their folded ratio α :
R2+ → R+ ,
α( a, b) =






a
b

a
b

<1



b

a
b

>1

a

.

(4.5)

If a and b are very different, the folded ratio α( a, b) is small. If a and b are similar,
then α( a, b) is close to one. Likewise, a natural measure of similarity between two
series of length n, a ∈ Rn+ and b ∈ Rn+ , is the average of all element-wise folded
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1 n
α( ai , bi ) | ai ∈ a, bi ∈ b.
n i∑
=0

(4.6)

Series that are nearly identical will have a µα,1 of approximately 1, while series that
are very different will have a µα,1 close to zero.
Rather than calculating the folded ratio at every sample in the series, an alternative similarity metric could consider the folded ratio at the major inflection
points. Notice in Figure 4.5 how the major inflections in ωx and ωy are matched in
time for dip anomalies, but not for bump anomalies. The average folded ratio at
the maximum inflection points for both ωx and ωy within a detection window is

µα,2 =

α(ωy,ky , ωx,ky ) + α(ωy,k x , ωx,k x )
2

,

(4.7)

where k y = arg max( ωy ), k x = arg max(|ωx |), ωy,i ∈ ωy , ωx,i ∈ |ωx | for i ∈

{k y , k x }, and ωy and ωx are respectively the vectors of pitch and roll rates within
the detection window.
The folded ratios µα,1 and µα,2 of ωx and ωy for each detection window from the
Husky datasets are shown in Figure 4.19. The clusters of bump and dip anomalies are fully seperable by a threshold of λα,1 = 0.51 for µα,1 and a threshold of
λα,2 = 0.67 for µα,2 , regardless of Husky configuration. These results suggest that
the folded ratios are less sensitive to vehicle configuration than the length of the
detection window. Classifiers based on µα,1 and µα,2 are respectively summarized
by Algorithms 4.3 and 4.4.
Table 4.10 presents a summary of the results from all anomaly type classification methods for the Husky that are proposed in this section. The first two
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Algorithm 4.3 Average Folded Ratio Bump/Dip Classification for Vehicles with a
Rigid Suspension
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:

Inputs: ωy , ωx , λα,1
Output: anom_type
α = ωy /ωx
for x in α do
if x > 1 then
x = 1/x
µα,1 = avg(α)
if µα,1 > λα,1 then
anom_type = DIP
else
anom_type = BUMP

. Calculate all element-wise ratios
. Fold the ratios
. Calculate the average ratio
. Classify the anomaly based on a threshold

Algorithm 4.4 Maximum Folded Ratio Bump/Dip Classification for Vehicles with
a Rigid Suspension
1:
2:
3:
4:
5:

Inputs: ωy , ωx , λα,2
Output: anom_type
k y = arg max( ωy )
k x = arg max(|ωx |)
α x = ωy,k x /ωx,k x

6:

9:
10:

αy = ωy,ky /ωx,ky
if α x > 1 then
α x = 1/α x
if αy > 1 then
αy = 1/αy

11:
12:
13:
14:
15:

µα,2 = avg(α x , αy )
if µα,2 > λα,2 then
anom_type = DIP
else
anom_type = BUMP

7:
8:

. Find the index of the absolute maximum pitch rate
. Find the index of the absolute maximum roll rate
. Calculate the ratio at the roll rate extremum
. Calculate the ratio at the pitch rate extremum
. Fold the roll rate ratio
. Fold the pitch rate ratio
. Calculate the average ratio
. Classify the anomaly based on a threshold
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(a) Average folded ratio with threshold
λα,1 at µα,1 = 0.51.

(b) Maximum folded ratio with threshold
λα,2 at µα,2 = 0.67.

Figure 4.19: Folded ratios between the roll and pitch rate signals for each anomaly
hit from the Husky anomaly dataset.
Table 4.10: Performance of various algorithms at classifying an anomaly’s type
over all the anomaly data collected for the Husky, detailed in Section 4.2.
Classification Method
sign max W (ωy , DOG-8)
sign max W (θy , Morl)
Detection Window Length
Avg Folded Ratio (Algorithm 4.3)
Max Folded Ratio (Algorithm 4.4)

Correct
Classification
231
215
228
195
195

False
Classification
26
42
29
0
0

rows of the table show the classification results from the best-performing waveletbased classifiers. These are included for comparison purposes. It is surprising
that the wavelet-based methods achieved the classification performance that they
did, given that no distinctive symmetric pattern was observed for bump and dip
anomalies. Clearly, the wavelet transforms are revealing features of the signals
that were hidden in the empirical analysis. The classifiers that made use of a folded
ratio-based similarity measure achieved the best performance, with a classification
accuracy of 100%.
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Demonstration of Metrics
A set of two related experiments were carried out to demonstrate the utility

of lateral anomaly localization along a vehicle’s path and the capability of some of
the metrics and algorithms proposed in Sections 4.3, 4.4, and 4.5. Both experiments
were carried out with a Husky in the H1 configuration on an indoor terrain with
bump anomalies. The goal of the first experiment was to demonstrate the ability of
a vehicle to locate anomalies laterally along its path. The goal of the second experiment was to demonstrate how the lateral anomaly localizer can be used to plan
around and avoid anomalies after hitting them once. All software was written for
Robot Operating System (ROS) [64] in Python. The next two subsections describe
the system architecture, experimental setup, and results of each experiment.
4.6.1

Lateral Localization of Anomalies

The goal of this experiment was to demonstrate how the anomaly detection
and classification system proposed in Sections 4.3, 4.4, and 4.5 could be used to
create maps of terrain anomalies. A flowchart describing the system’s architecture
for this experiment is shown in Figure 4.20.
A Husky robot in the H1 configuration was manually driven around a circuit
of four bump anomalies four times at a speed of 0.5 m/s. The anomalies, shown
in Figure 4.21, were fastened to rubber garage floor mats. During the first two laps
of the circuit, the Husky was driven in the counter-clockwise direction. During the
last two laps, the Husky was driven in the clockwise direction. Each anomaly was
hit two times by each wheel track of the Husky. The position of the centre point of
the Husky was measured by a Vicon camera system.
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Figure 4.20: Flow of information in the anomaly localization system.

Figure 4.21: A circuit of four bump anomalies. The anomalies are circles in red.
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The χ metric and adaptive threshold λz=4 were calculated in real-time at 100 Hz
by using samples from a LORD Microstrain 3dm-gx3-25 IMU. The history of λ was
initialized with normally distributed noise corresponding to the statistics of the χ
metric when the Husky was randomly driven on the rubber mats at 0.5 m/s for
790 s. Whenever an anomaly was detected, the anomaly classifier (Algorithms 4.1
and 4.3) determined which side of the Husky ran over the anomaly. The location
of the Husky at the midpoint of the detection window and the Husky’s affected
side were used to assign a position to the anomaly.
Figure 4.22 shows the results of the anomaly circuit experiment. The path followed by the centre of the Husky is represented by a grey dotted line. The red
dots that are along the Husky’s path, denoted as anomaly estimate a), represent
the location of the centre of the Husky at the midpoint of each detection window.
These estimates demonstrate the performance of a system that locates anomalies
longitudinally, but not laterally, along a vehicle’s path. The blue dots, denoted as
anomaly estimate b), were generated by laterally correcting estimate a) based on
which side of the Husky hit the anomaly.
Notice how estimator a) never located the anomalies at their true positions.
Despite this, as the number of anomaly hits increases, the mean location of the
anomaly detected in each region seems to converge to the true location of the
anomaly. The rate of convergence and stability of this estimate depends highly
on the distribution of the detections around the anomalies.
In contrast, the laterally-corrected estimator b) consistently estimated anomalies at, or a few centimetres from, their true location. The exception to this is the
estimate at point (0.47, −3.57) in region 4 of the terrain, which is offset from the
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Figure 4.22: Map generated from the anomaly circuit experiment. The region
around each anomaly has been magnified. Anomaly estimate a) represents the
location of the centre of the vehicle during a detection. Anomaly estimate b) is the
laterally corrected position of the anomalies, determined with the help of Algorithms 4.1 and 4.3.
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true location of the anomaly by roughly 20 cm. The associated estimate without
lateral correction at point (0.64, −3.80) is also disproportionately offset from the
true location of the anomaly when compared to the other a) estimates. Further
analysis of the data revealed that the Husky turned sharply immediately after hitting the anomaly, causing vibrations that were above the detection threshold. This
resulted in an abnormally and erroneously long detection window whose midpoint corresponded to a location that was further along the path than when the
Husky hit the anomaly. Despite this one erroneous localization, the generally high
accuracy of estimator b) suggests that a vehicle could plan a path that narrowly
avoids anomalies after hitting them once. This would not be possible for estimator
a), given the wheel track ambiguity.
4.6.2

Avoiding Anomalies After a Single Detection

This section demonstrates how the lateral location of anomalies along a vehicle’s path can be used to make actionable navigational decisions. Consider the
scenario where multiple vehicles are driving along a single-lane road that is populated by several anomalies. If the vehicles were to drive along the centre of
the road they would hit multiple anomalies. Now, assume that each vehicle is
equipped with the lateral anomaly localization software demonstrated in Section
4.6.1. Whenever a vehicle hits an anomaly, it could send information about the
anomaly’s location to the other vehicles. These vehicles could then plan paths
around the detected anomalies.
This scenario was re-created on an indoor terrain with one Husky robot in the
H1 configuration and four staggered bump anomalies, as shown in Figure 4.23.
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Figure 4.23: Setup of the anomaly mapping and avoidance experiment.
The anomaly localization system described in Section 4.6.1 was augmented as
shown in Figure 4.24 to allow the Husky to circumnavigate the anomalies after
hitting them once. The locations of the detected anomalies were padded by half of
the Husky’s diagonal dimension, 1.07 m, plus a 20% safety margin. This padding,
which creates a keep-out zone for the centre point of the Husky, was encoded as
a cost map. Next, the A* path planner [97] with a heuristic smoothing post-filter
was used to generate dynamically feasible paths for the centre point of the Husky.
The heuristic smoothing occasionally caused the path to pass through padded regions of the cost map. For our simple demonstration, the sub-optimality of the
smoothed path did not affect the robot’s ability to successfully avoid the anomalies. For more complicated navigational tasks, an optimal planner that enforces
curvature constraints should be considered, for example, [98]. The smoothed path
was fed into a feedback-linearized kinematic path following controller [63] which
generated control inputs for the Husky.
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Figure 4.24: Flow of information in the anomaly mapping and avoidance system.
During the experiment, the Husky was first instructed to follow a straight path
that caused it to hit two anomalies (one on either side). The anomaly localization
and mapping systems ran in real time and updated the cost map as the anomalies were detected. Once the Husky reached the end of the path, a new path was
planned from the Husky’s current location to the start of the previous path. The
Husky was then instructed to follow the new path. This process was repeated until
the Husky reliably detected and avoided all anomalies.
Figure 4.25 shows a progression of the detected anomalies and the paths that
the Husky followed as the experiment progressed. The anomalies hit by the Husky
during each iteration are circled in red, the estimated location of previously detected anomalies are denoted by blues dots, and the keep-out regions around the
detected anomalies are denoted by grey circles. Notice that the blue dots overlap
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Figure 4.25: Results from the anomaly mapping and avoidance experiment: progressive map of anomalies during each driving iteration. All the anomalies are
detected after the third driving iteration. The Husky circumnavigates all anomalies on the fourth driving iteration. The dark grey regions correspond to a radius
of half of the Husky’s diagonal dimension, 1.07 m, around the detected anomalies.
The light grey regions correspond to a radius of 1.07 m plus a 20% margin.
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with the true locations of the anomalies. This, again, demonstrates the high accuracy with which the proposed methods can locate anomalies. All four anomalies
were detected after three driving iterations, and the Husky successfully circumnavigated all the anomalies on subsequent navigational tasks.
On occasion, the Husky’s path crossed into the dark grey regions of the map —
a result of the heuristic path smoothing step. Despite this, the Husky avoided all
the detected anomalies. This is likely a result of the tunning of the path follower
and the orientation at which the Husky entered the dark grey regions.
4.7

Conclusion
This chapter outlined novel methods for detecting and locating terrain anoma-

lies laterally along a vehicle’s path for two types of vehicles: vehicles with a carlike suspension and vehicles with a rigid suspension. These methods rely only on
readings from gyroscopes mounted to the vehicle’s body.
Two threshold-based methods for detecting anomalies were proposed: one that
uses the χ vibration metric from Chapter 2 and another based on the SSC of the
vehicle’s roll and pitch rates. By using an adaptive thresholding method, it was
shown that both detection strategies can be used to extract windows of relevant
anomalous inertial data, called a detection window. The χ-based anomaly detector
was found to generate more consistent and repeatable detection windows than the
SSC-based method.
Next, classification methods to determine which side of a vehicle hit a terrain
anomaly were proposed. These classifiers rely on methods for determining (a)
the direction of a vehicle’s roll when hitting an anomaly and (b) the type of the
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anomaly, either bump or dip. It was found that the sign of the maximum absolute
coefficient of a DOG-1 wavelet transform calculated over the vehicle’s roll rate is
indicative of the direction of roll for both types of vehicles. The resulting classifier had an accuracy of 96.4% on data taken from an RTV900 (car-like suspension)
driving no faster than 4 m/s and 100% accuracy on data taken from a Husky (rigid
suspension) driving at 0.5 m/s.
Different anomaly-type classifiers were developed for each vehicle suspension.
For vehicles with a car-like suspension, it was found that the anomaly’s type can be
consistently determined by the sign of the maximum absolute coefficient of a DOG7 CWT over the vehicle’s de-trended pitch. The resulting classifier had an accuracy
of 94.6% on data from the RTV900. For a vehicle with a rigid suspension, it was
found that a folded ratio between the vehicle’s roll and pitch rates is a separable
mapping that is indicative of the anomaly’s type.
The utility of the roll direction and anomaly type classifiers were demonstrated
with a Clearpath Husky on an indoor terrain. It was shown that the Husky could
accurately locate anomalies laterally along its path after hitting them a single time.
The Husky avoided the detected anomalies on subsequent navigational tasks.
Though the results presented in this chapter are promising, they are not representative of real-world scenarios. The datasets that were used to validate the
anomaly detectors and classifiers comprised of multiple hits of a few anomalies
in similar configurations. Notably, the vehicles were travelling at a constant speed
and hit the anomaly while driving in a straight line on level terrain. Anomalies that
affected both sides of the vehicle simultaneously were not considered, and results
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with the RTV900 suggest that the anomaly classifiers perform poorly for anomalies that are longer than the vehicle’s wheelbase. Further research is required to
determine how the anomaly detector and classifiers perform at higher speeds, on
varying terrains, and with anomalies of varying shapes and sizes. For these more
complicated cases, it would be interesting to investigate how additional features
from the wavelet domain could be used with machine learning models to improve
the classification performance.

Chapter 5
Estimating the Current State of a
SpatioTemporal System

5.1

Introduction
The field of environmental monitoring and mapping has grown in popularity

in recent years as networks of low-cost distributed sensors become more feasible.
Often the goal of environmental monitoring is to make actionable decisions based
on the current estimated state of the environment. For example, in the agricultural context, a model of the moisture content of the soil in a field can be used
for targeted watering [30]. In the robot navigation context, a model of a terrain’s
roughness [99] can be used to plan paths around high-vibration regions and minimize mechanical wear. If many synchronized sensors are spread throughout the
environment, then the current state of the system can be estimated by using a spatial interpolation technique such as Gaussian Process Regression (GPR)1 [27–30].
The quality of the spatial model is highly dependent on the distribution of sensors
throughout the environment [100].
1 See

Appendix C for a technical outline of GPR.
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Deploying a large volume of sensors throughout the environment can be infeasible, particularly when the sensing equipment is expensive or difficult to procure.
In these situations, spatially diverse data can be collected by using a small fleet of
mobile sensing platforms. Difficulties arise with small mobile sensing fleets when
attempting to estimate the current state of the environment. First, assuming that
each mobile sensing platform can only estimate the state of the environment at
its current position, the available data at the most recent time step is too sparse
to make reasonable inferences about the environment. This is especially true if the
environment has sudden and frequent variations in the spatial dimension. Second,
the movement of each mobile platform is constrained between time intervals, so
consecutive samples might be spatially and temporally redundant.
We propose to overcome these limitations by incorporating memory and memory loss into a GPR-based environmental estimator. The guiding question in the
development of this estimator was “why discard old information unless there is
newer information to replace it?” As such, the proposed estimator trusts old samples when they are spatially distant from newer samples, but distrusts them when
they are spatially close to newer samples. This desired behaviour is incorporated
into the GPR equations by increasing each sample’s perceived noise variance by
a “discount term” that abides by the criteria presented in Table 5.1. This solution,
which was inspired by Rostam et al. [101], is called Gaussian Process Regression
with SpatioTemporal Memory Loss (GPR-STML).
The ability of GPR-STML to model the current state of a spatiotemporal environment is verified in a series of 1D simulations and on 2D datasets of piecewiseevolving latent functions. The 1D simulations represent a unitless environment.
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Table 5.1: Desired relationship between two samples
Criteria id
i)
ii)
iii)
iv)

Proximity
in time
high
low
high
low

Proximity
in space
low
low
high
high

Impact on
discount
low
low
low
high

The 2D datasets consist of non-overlapping measurements of the χ vibration metric (described in Chapter 2) as a Clearpath Husky A200 mobile robot (Figure 1.2b)
was driven around an evolving indoor terrain. In both cases, it was found that
GPR-STML could adapt its estimate to the changing environment and outperform
a vanilla GPR model. It was found in the 2D case that GPR-STML outperformed a
GPR model that considered time as an input dimension.
All spatial modelling reported in this chapter was performed using a custom
Python library that was inspired by GPy [102]. This library is available at https:
//github.com/offroad-robotics/gpr-lib.

5.1.1

About This Chapter

A detailed overview of Gaussian Process Regression (GPR) as pertinent to this
chapter is available in Appendix C. If the reader is unfamiliar with GPR, they are
encouraged to read this appendix before continuing with this chapter.
The rest of this chapter is organized as follows. Section 5.2 presents a review
of methods used to model spatiotemporal systems. The mathematical derivation
of GPR-STML is presented in Section 5.3. GPR-STML is then validated by using
a series of 1D latent functions in Section 5.4 and on vibration data from a 2D environment in Section 5.5. Finally Section 5.6 summarizes the contributions of this
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chapter and future directions of work.
5.2

Literature Review
Mobile sensor networks (i.e., sensors affixed to fleets of mobile platforms) have

been proposed to gather datasets with a higher spatial diversity than is possible
when using fixed sensors [103, 104]. The locations of these sensors can be rearranged to better cover the environment after temporal changes. Typically the
sensors on each mobile platform are synchronized and the samples taken at each
time step are used to estimate the current state of the system [27, 105]. The quality of the spatial estimate obtained by mobile sensor networks is limited by the
number of sensors that are deployed and their ability to reach the desired sensing
position.
Some works consider constructing spatial models of the environment by using
a single robot [99,106,107]. Yu et al. [99] use a GPR model with an isotropic Matérn
kernel to create a map of a small mobile robot’s vibrations when driving through a
terrain. The kernel’s hyperparameters were manually chosen to fit the data. Similarly, Stachniss et al. [106] estimate the 2D distribution of gas sampled by a mobile
robot along a grid-shaped path by using a sparse Gaussian Process Mixture model.
Ma et al. [107] take a different approach and construct a model of the environment
in real-time by using a sparse online GPR formulation [108]. To reduce computation time, the sparse online GPR model keeps track of a fixed number of samples
from the environment in a dictionary. When the dictionary is full and a new sample is taken, a measure of information loss is used to determine whether the new
sample is discarded or replaces a sample from the dictionary. Both [99,106] assume
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that the environment is static. In [106], the authors expressly drive the robot slowly
(5 cm/s) to avoid causing turbulence and disturbing the gas distribution. In contrast, Ma et al. [107] explicitly account for temporally evolving environments by
re-estimating the model’s hyperparameters whenever the proportion of the samples in the dictionary are sufficiently novel.
The measure of information loss used in [107] to discard samples does not necessarily favour new samples. Van Vaerenbergh et al. [31] argue that recent samples
taken from a time-varying environment contain the most relevant information and
should be given more weight in the spatial model. Hence, they reduce the predictive weight of older samples by introducing forgetting into the sparse online
GPR framework2 . This is achieved by linearly combining the Gaussian Process
(GP)’s posterior distribution with its prior distribution whenever a new sample is
received. The weighting of each distribution is determined by a manually chosen
forgetting factor.
Kabzan et al. [109] and Rostam et al. [101] also consider forgetting in GPRs,
albeit not in the context of spatial modeling. Kabzan et al. [109] use sparse GPR
to model the residuals of a model predictive controller for a race car. Similar to
sparse online GPR, sparse GPR uses a dictionary of samples to speed up computation. Kabzan et al. chose the samples in this dictionary by using a distance measure
based on each sample’s marginal variance. Newer samples were favoured by discounting this distance measure by a manually tuned exponential forgetting factor.
Similarily, Rostam et al. [101] consider the use of GPR in the context of Economic
Model Predictive Control (EMPC) with unknown future disturbances. The goal
2 They

also show, interestingly, that the Kernel Recursive Least Squares (KRLS) algorithm commonly used in signal processing is equivalent to the posterior mean of online GPR.
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of EMPC is to accurately extrapolate time-varying phenomena given current observations of the system. The authors note that if all samples are evenly weighed
during the model’s hyperparameter optimization step, then the GPR might exploit
old trends in the data that are no longer relevant. To ensure the model favours
newer trends, the authors introduce a memory loss term in the GP’s marginal likelihood. This memory loss term increases each sample’s perceived noise variance
by an additive polynomial function based on the sample’s age.
An alternate method of incorporating temporal data into GPR is to consider
time as an input dimension. Hartikainen and Särkkä [32, 33] call this model SpatioTemporal Gaussian Process (STGP), and link it to infinite-dimensional Kalman
filtering. They demonstrate that STGP can accurately interpolate spatiotemporal
data when multiple samples are taken from the environment at each time step.
GPR-STML is distinct from these formulations in that
1. it explicitly considers the spatial and temporal distance between training
samples to compute a discount for each sample, and
2. it provides a framework for automatically and optimally selecting the parameters used to calculate the discounts.
5.3

GPR with SpatioTemporal Memory Loss (GPR-STML)
The prior over the observations in standard GPR is


y ∼ N 0, K ( X, X∗ ) +

Iσn2



,

(5.1)
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where y ∈ Rn is a collection of the system’s n training outputs, X ∈ RD×n is a
collection of the system’s n training inputs of dimension D, K is the kernel function,
and σn2 is the samples’ noise variance.
Taking inspiration from [101], we propose to modify this prior to


y ∼ N 0, K ( X, X∗ ) + Iσn2 + diag(d) ,

(5.2)

where the discount term d ∈ Rn is an additive variance that models memory loss
and diag(d) is an operator that arranges the elements of d along the diagonal of a
square matrix of zeros. A high value of di ∈ d increases the associated sample’s
perceived noise variance, thus reducing the weight of the sample in the predictive
distribution.
For notational simplicity, define
Ky = K ( X, X∗ ) + Iσn2 + diag(d)

(5.3)

The predictive distribution resulting from (5.2), which can be found by following the GPR formulation presented in Section C.1 with the modified prior (5.2),
is

p (f∗ | D , X∗ ) ∼ N f∗ , cov(f∗ ) ,
 −1
y,
f∗ = K∗> Ky
cov(f∗ ) = K ( X∗ , X∗ ) − K∗> Ky

(5.4)
(5.5)
 −1

K∗ ,

(5.6)

where D = { X, y} is the set of training data, X∗ is a set of locations at which the
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system’s output f∗ is to be estimated, and K∗ = K ( X∗ , X ) = K ( X, X∗ ).
A convenient choice for d is to discount all older samples {x1 , x2 , . . . , xn−1 } that
were taken at times {t1 , t2 , . . . , tn−1 } when a new sample xn is received at time tn ,
such that
di =

n

∑

j = i +1

g j,i

∀ di ∈ d,

(5.7)

where g j,i is some additive noise term. According to the criteria in Table 5.1, g j,i
should be a function of both the time difference ∆t j,i = t j − ti and the spatial distance r j,i = x j − xi

2

between samples i and j. Thus, (5.7) becomes
di =

n

∑

j = i +1

g(∆t j,i , r j,i )

∀ di ∈ d.

(5.8)

This solution is summarized in Algorithm 5.1.
Algorithm 5.1 Sample-by-sample GPR-STML
Inputs: x, y, t, X∗
Output: p (f∗ | X, y, X∗ )
. Predictive distribution, (5.4)
First Iteration: X = y = t = d = {}, n = 0
X = { X, x}
t = {t, t}
y = {y, y}
d = {d, 0}
n = n+1
for i ∈ {1, 2, . . . , n} do
∆t = t − ti
. ti ∈ t
r = k x − xi k 2
. xi ∈ X
di = di + g(∆t, r )
. di ∈ d
13: Ky = K ( X, X ) + Iσn2 + diag(d)
14: Calculate predictive distribution using (5.5) and (5.6)
15: Store: X, y, t, d, n
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

One choice for g(∆t, r ) that meets the criteria in Table 5.1 is to multiply the
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proximity in distance r −1 by the change in time ∆t,
g(∆t, r ) = ∆t × r −1 .
However, this lacks some desirable degrees of freedom for modelling both distance
and time, notably scaling factors. A more general approach that overcomes this
limitation is to write g as the product of a time function τ (∆t) and a proximity
function h(r ),
g(∆t, r ) = τ (∆t) × h(r ),

(5.9)

where τ : R → R and h : R → R such that g(∆t, r ) meets the criteria in Table 5.1.
A candidate for h(r ) is the kernel function k (r ) because it provides an optimal
measure of proximity (achieved through model selection and hyperparameter optimization) between the samples in the input space. Because k(r ) can occasionally
evaluate to a negative value, setting
h(r ) = |k(r )|

(5.10)

ensures that the perceived noise variance σn2 + di is always positive and that Ky is
positive semi-definite (valid covariance).
A choice for τ (∆t) is less obvious. To meet the criteria in Table 5.1, newer
samples should carry more weight when calculating the discount di than older
samples. Thus, τ (∆t) should be monotonically increasing for ∆t > 0. Further,
τ (∆t) should be non-negative to ensure that the discount di is non-negative. Two
candidate time functions that meet these requirements are considered in this thesis
and their performance is compared in the sections that follow.
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Our initial intuition that the time function should be convex to favour one new
sample over many older samples. Thus, the first time function that is considered
is the exponential family
τ (∆t) = γ(eα∆t − 1),

(5.11)

where γ ≥ 0 and α ≥ 0 are design parameters. The design parameter γ and α,
which are respectively called the forgetting factor and the degree of the function,
can be treated as hyperparameters in the kernel optimization process.
The second time function that is considered is the polynomial family (similar
to [101])
τ (∆t) = γ∆tα

(5.12)

for γ ≥ 0 and α ≥ 0. The polynomial family is convex for α > 1 and concave for
0 < α < 1.
The optimal time function for a particular application can be chosen based on
prior knowledge of the latent function or by using the Log Marginal Likelihood
(LML) as a metric of comparison. The latter can be seen as an extension of the
Bayesian model selection process for GPR (see Section 5.2 of [26]). Note that in
Bayesian model selection the LML metric may favour simple models over complex
models, even if the complex models do a better job at explaining the data.
5.3.1

GPR-STML for Periodic Sampling

This section outlines a simplified version of GPR-STML which relies on the
assumption that the training samples are taken periodically in time. While this
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simplification is mathematically elegant, the algorithm that results has certain limitations, notably the inability to easily remove samples from the training set (this
would infringe on the assumption of sample periodicity).
In Algorithm 5.1 the discount vector d was defined as the system of equations
di =

n

∑

j = i +1

τ ( t j − t i ) h ( x j , xi )

∀ di ∈ d.

(5.13)

Writing this in matrix form gives
0 τ2,1 h2,1 τ3,1 h3,1

 0
0
τ3,2 h3,2

 

  ..
..
..

 .
.
.

=
 d n −2   0
0
0

 
 d n −1   0
0
0
dn
0
0
0


d1
d2
..
.





 
···
τn−1,1 hn−1,1
τn,1 hn,1
1


···
τn−1,2 hn−1,2
τn,2 hn,2  1

  .. 
..
..
..



.
.
.
 . ,
 
· · · τn−1,n−2 hn−1,n−2 τn,n−2 hn,n−2 
 1
···
0
τn,n−1 hn,n−1  1
···
0
0
1
(5.14)

where τj,i is shortform for τ (t j − ti ) and h j,i is shortform for h(x j , xi ).
If it is assumed that the samples were taken periodically, then (5.14) can be
written as
0 τ (∆1 )h2,1 τ (∆2 )h3,1

 0
0
τ (∆1 )h3,2

 

  ..
..
..

 .
.
.
=

 
 d n −2   0
0
0

 
 d n −1   0
0
0
dn
0
0
0


d1
d2
..
.





 
· · · τ (∆n−1 )hn−1,1 τ (∆n )hn,1
1
1
· · · τ (∆n−2 )hn−1,2 τ (∆n−1 )hn,2 
 
 1
..
..
..
 
.
.
.
  ..  ,
 
· · · τ (∆1 )hn−1,n−2 τ (∆2 )hn,n−2 
 .
···
0
τ (∆1 )hn,n−1  1
···
0
0
1
(5.15)
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1
· · · hn,1
 1
· · · hn,2 
  
..  1 ,
..
 
.
. 
  .. 
· · · hn,n−1   . 
···
0
1
(5.16)

= ( T ◦ H ) 1,

(5.17)

where ∆i is i times the sampling period, ◦ is the Hadamard (element-wise) matrix
product, and 1 is a vector of ones. Notice how T is a diagonal-constant matrix,
also known as a Toeplitz matrix. T can be fully described by a time vector t =

[0, ∆1 , ∆2 , . . . , ∆n ] and a diagonal matrix mapping.
Notice also how H is the upper-triangular portion, minus the centre diagonal,
of a distance matrix. If we choose to equate h(r ) with the kernel function k (r )
as earlier, then H = triu(K ( X, X ), 1), where K ( X, X ) is the Kernel (Gram) Matrix
and triu( A, 1) denotes the upper triangular portion of matrix A, minus the centre
diagonal. This formulation of GPR-STML is summarized in algorithm 5.2.
Algorithm 5.2 GPR-STML for Periodic Sampling
1:
2:
3:
4:
5:
6:
7:
8:

Inputs: X, t, y, X∗
Output: p (f∗ | X, y, X∗ )
. Predictive distribution, (5.4)
T = triu(toeplitz(t), 1)
H = triu(K ( X, X ), 1)
D = (T ◦ H )
d = row_sum( D )
Ky = K ( X, X ) + Iσn2 + diag(d)
Calculate predictive distribution using (5.5) and (5.6)
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1D Simulations
The ability of GPR-STML to estimate the final state of a unidimensional spa-

tiotemporal system was verified by using three simulated time-piecewise functions. Each function shared the same initial form,
f ( x ) = sin(0.9x ),

(5.18)

but underwent different evolutions half-way through the sampling. f ( x ) is plotted
as the blue line in Figures 5.1a, 5.2a, and 5.3a. The latent function’s evolution is
defined as
f evo,k ( xi ) =




 f ( xi )


 f new,k ( xi )

i ≤ n/2

,

(5.19)

i > n/2

where f ( x ) is the initial latent function, f new ( x ) is the post-evolution latent function, k = {1, 2, 3} is an identifier for each latent function, n is the total number of
training samples, and i = {1, 2, . . . , n} is a sample index. For notational simplicity,
the following sets of training samples are defined;

A = { xi | i ≤ n/2},

(5.20)

B = { xi | i > n/2},

(5.21)

C = A ∪ B.

(5.22)
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The first post-evolution latent function is defined as

f new,1 ( x ) =




0

x<0



 f (x)

x≥0

,

(5.23)

and consists of setting all output values associated with a negative input to zero.
f new,1 ( x ) is plotted as the blue line in Figure 5.1b.
The second post-evolution latent function is

f new,2 ( x ) =




0

f (x) < 0



 f (x)

f (x) ≥ 0

,

(5.24)

and consists of setting all negative output values of f ( x ) to zero. f new,2 ( x ) is plotted as the blue line in Figure 5.2b.
The third post-evolution latent function is
f new,3 ( x ) = − f ( x ).

(5.25)

and is plotted as the blue line in Figure 5.3b. This function is of particular interest
because it has very few points in common with f ( x ). Hence, to estimate f new,3 ( x )
given C a model must forget most of the information from A.
All simulations made use of n = 60 training samples over the domain [−5, 5]
with Independently and Identically Distributed (IID) noise N (0, σn2 = 0.0025). The
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original and modified latent functions were each sampled at random locations chosen from a uniform distribution and were then independently ordered from negative x values to positive x values. The ordered samples were assumed to be spaced
periodically in time. This means that the 30th sample — the most positive sample
from f ( x ) — and the 31st sample — the most negative sample from f new ( x ) —
have the same spacing in time as the sample pairs {29, 30} from f ( x ) and {31, 32}
from f new ( x ). This sampling strategy was chosen as a 1D approximation of a robot
in R2 that samples periodically along a variable-speed path3 .
5.4.1

Results from a Single Simulation

A total of five Gaussian process models were fit to the training data from each
simulation. Each model employed a Squared Exponential (SE) kernel whose hyperparameters θ = {l, σ2f , σn2 } were optimized by picking the best of 11 optimiza-

tion runs4 . The first two models were standard GP regressors that were fit to A

and B , respectively. The goal of these models was to offer a baseline against which
to compare the predictive performance of the next three models. Next, a standard GPR model was fit to C . The purpose of this model was to evaluate how
the standard GPR algorithm responds to a changing latent function. Lastly, two
GPR-STML models were trained on C , the first of which used a polynomial time
function (STML-poly) and the second of which used an exponential time function
3 In

the 2D experiments in Section 5.5, it is assumed that the robot travels at a constant speed.
This assumption, which is at odds with the sampling strategy used in the 1D simulations, was
made because the vibration metric used in these experiments is dependent on the vehicle’s speed.
4 The first optimization run started from the initial hyperparameter guess of l = 0.1, σ2 = 1,
f

σn2 = 0.0025, and, for the GPR-STML models, γ = 0.001 and α = 0.001. All other optimization runs
started from randomly initialized hyperparameters.
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(STML-exp). The performance of the GPR-STML and GPR-C models were evaluated based on their ability to predict f new,k . Each prediction consists of 200 points
evenly distributed throughout the sampling domain.
Figures 5.1, 5.2, and 5.3 show sample predictions from these models on each
of the previously-described latent functions. In all cases the GPR-A models perform well (Figures 5.1a, 5.2a, and 5.3a). Their predictive means are near f , and
f is always within the 2σ error bounds of the predictive mean. Notice in Figures
5.1a and 5.2a that the predictive variance increases near the right edge of the plot
past the rightmost sample. This behaviour is expected and can be explained by
analyzing (C.15) and (C.16), specifically the K∗ factors in the predictive mean and
the subtrahend of the predictive covariance. Recall that the K∗ term is the kernel
evaluation of test points vs. training points. From (C.17), the SE kernel decays as
a function of Euclidean distance between the inputs. At large distances the kernel
function returns a value near zero. More formally,
lim

| X − X∗ |→∞

K ( X, X∗ ) = 0.

(5.26)

As a result, for the SE kernel
lim

| X − X∗ |→∞

lim

| X − X∗ |→∞

f¯∗ = 0,

cov( f ∗ ) = K ( X∗ , X∗ ) = σ2f I.

(5.27)
(5.28)

The GPR-B models (Figures 5.1b, 5.2b, and 5.3b) exhibit regions of greater predictive uncertainty than the GPR-A models. The accuracy of the GPR-B models
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Figure 5.1: Predictive distributions of GPR and GPR-STML models when trained
on data sampled from f evo,1 , for n = 60 and σn2 = 0.0025.
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Figure 5.2: Predictive distributions of GPR and GPR-STML models when trained
on data sampled from f evo,2 , for n = 60 and σn2 = 0.0025.
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Figure 5.3: Predictive distributions of GPR and GPR-STML models when trained
on data sampled from f evo,3 , for n = 60 and σn2 = 0.0025.
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also varies per latent function. Although the models in Figures 5.1b and 5.3b estimate the latent functions within their predictive 2σ error bounds, the model in Figure 5.2b does a poor job at estimating the sharp variations in f new,2 . This is likely
due to the use of an SE kernel, which is infinitely differentiable and is known to
have difficulties modelling unsmooth functions [25, 26]. The predictions from the
GPR-B models are the baselines against which the predictions from the models
trained on C are compared.
The predictions made by the GPR-C models in Figures 5.1c, 5.2c, and 5.3c are
noticibly worse than the baseline predictions observed in Figures 5.1b, 5.2b, and
5.3b. By construction, GPR has no concept of time. It is no wonder, then, that the
resulting predictions seem to weights the samples taken from f as much as those
taken from f new,k , resulting in a mean that is somewhere in between both latent
functions. For the third latent function in Figure 5.3 where f and f new,k only have
their zero-crossings in common, the GPR is unable to consistently predict any portion of f or f new,k . Rather, the predictive mean hovers around the average of f and
f new,k — a value of zero. As for the the models’ predictive variances, the 2σ error
bounds fail to consistently encompass the new latent functions near regions that
are considerably different from f , i.e. when ( f − f newk ) >> 0. This is particularily pronounced in Figure 5.3c and suggests that the hyperparameter optimization
step in this case failed to find a local minimum that adequately explained the data.
The GPR-STML models, also trained on C , do a much better job at predicting
the new latent functions (Figures 5.1d, 5.2d, 5.3d and 5.1e, 5.2e, 5.3e). As opposed
to the standard GPR model, they take into account the spatiotemporal aspect of the
system, clearly discrediting older samples that are in spatial proximity to newer
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samples. This is particularily apparent in Figure 5.3d near input values of x = −1
and x = 2, where the model seems to completely ignore the older samples taken
from f . In regions of the input space that are devoid of samples from f new,k but
not of samples from f , the models make predictions based on the information they
have from f . This is most clearly shown in Figures 5.2d and 5.2e near x = 4. The
models effectively favor old information over no information.
Both GPR-STML models have similar predictive performances. Nevertheless,
close inspection of the predictive distributions reveals that the STML-poly model
predicts f new,k more accurately than the STML-exp model at locations that are distant from samples of f new,k and close to samples from f . This is most apparent in
Figure 5.1e near x = 1.75 and in Figure 5.3e near x = 0.
5.4.2

Batch Simulations

While analyzing the results from a single simulation can be informative, caution should be taken when making conclusions based on one-off results, lest those
results not generalize. To this point, the test cases shown in Figures 5.1, 5.2, and
5.3 were hand-picked because they illustrate differences in the predictions between
the two GPR-STML models. In reality, most simulations saw little visual difference
between the predictive distributions of either GPR-STML model.
To minimize bias in the analysis, batches of 100 simulations were run for each
f evo,k with different combinations of randomly selected sample locations. The following metrics were tracked for each simulation:
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Table 5.2: Statistics from a batch of 100 simulations using f evo,1 .

GPR-A
GPR-B
GPR-C
STML-poly
STML-exp

Time [s]
mean stdev
0.785 0.072
0.871 0.081
1.185 0.134
8.631 1.982
9.851 2.792

∑ Res
mean stdev
4.926 1.976
7.133 1.945
33.404 6.150
7.307 5.444
9.271 6.436

Max Res
mean stdev
0.113 0.078
0.166 0.103
0.637 0.187
0.176 0.173
0.236 0.221

LML
mean stdev
26.894
3.733
24.914
3.925
-12.597
6.868
25.601 11.282
10.674
7.786

1. The execution time that was taken to execute all training and prediction operations, including the 11 runs of hyperparameter optimization (lower is better). All simulations were run on a laptop with an Intel Core i7-7700HQ processor running at 2.80 GHz and 16 GB of DDR4 RAM running at 2.67 GHz.
2. The sum of absolute predictive residuals and the maximum absolute predictive residuals (lower is better). The residuals of the models trained on f evo,k
were computed with respect to f new,k .
3. The model’s LML (higher is better). This is can be interpreted as a measure
of a model’s confidence in its ability to explain the training data.
The aggregate results from these batch simulations are shown in Tables 5.2,
5.3, and 5.4. For completeness, the metrics from the first two GPR models that
were trained on A and B are included, although the more interesting results are
presented in the last three rows of each table. Note that the distribution of each
metric is not necessarily normal or symmetric.
When looking at these aggregate results it becomes immediately clear that the
GPR-STML models are much slower than the GPR-C model at training and computing predictions, taking on average as little as 4.5 times more and as much as 8.3
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Table 5.3: Statistics from a batch of 100 simulations using f evo,2 .

GPR-A
GPR-B
GPR-C
STML-poly
STML-exp

Time [s]
mean stdev
0.790 0.065
0.908 0.109
1.195 0.359
5.231 1.579
7.072 2.622

∑ Res
mean stdev
5.202 2.081
8.531 1.948
35.682 5.413
11.662 7.116
12.578 9.167

Max Res
mean stdev
0.128 0.105
0.191 0.094
0.649 0.186
0.321 0.292
0.340 0.319

LML
mean stdev
26.405 2.968
21.897 3.824
-13.259 6.276
1.247 7.835
-0.573 6.518

Table 5.4: Statistics from a batch of 100 simulations using f evo,3 .

GPR-A
GPR-B
GPR-C
STML-poly
STML-exp

Time [s]
mean stdev
0.793 0.067
0.770 0.083
0.791 0.324
3.610 1.382
5.092 2.316

∑ Res
mean stdev
4.708
1.446
4.930
2.449
124.829
2.294
6.594
9.635
18.177 33.397

Max Res
mean stdev
0.099 0.075
0.108 0.108
1.224 0.317
0.154 0.281
0.358 0.575

LML
mean stdev
26.117 3.693
26.877 4.110
-62.035 2.761
-29.388 5.409
-34.619 8.905

times more time to complete all operations. This is a direct result of GPR-STML’s
added model complexity. Not only do the GPR-STML models need to select optimal hyperparameters for their kernel function, but they also have to select an
optimal forgetting factor γ and degree α for their time function. In all three batch
simulation runs the STML-poly model took on average less time to run all computations than the STML-exp model.
The added computational complexity of the GPR-STML models is offset by
their improved predictive accuracy for dynamically changing latent functions. For
all three batch runs the GPR-STML models produced predictions that had considerably lower residuals than the GPR-C . The improvement is particularly pronounced for the simulations involving f evo,3 (Table 5.4) where the original and new
latent functions have few points in common.
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In some cases the GPR-STML models even predicted f new,k more accurately
than the GPR-B model. The number of occurrences of this result for each batch
run, q, is summarized in Table 5.5. Surprisingly, the STML-poly model performs on
average better than the baseline GPR-B model in the first batch of simulations. One
possible explanation for this behaviour stems from the overlap between f new,1 ( x )
and f ( x ) for positive values of x. The GPR-B model has roughly 15 samples in the
region of x > 0. The GPR-STML models trained on the 60 samples from f evo,1 ( x )
have roughly 30 samples in this region. One might expect the GPR-STML models
to, on average, perform better at predicting the latent function for positive values
of x, because they have twice the amount of information about this region than the
baseline GPR-B model. This behaviour is clearly illustrated in Figure 5.1, where
the models in subfigures 5.1d and 5.1e follow f evo,1 ( x ) more closely for x > 0 than
the model in subfigure 5.1b.
Unfortunately, this explanation does not hold for the batch run of simulation 2.
Although f and f new,2 also share half of the same mapping, the q value for simulation 2 is about half that of simulation 1. Making things even more confusing, the
batch run for simulation 3, whose latent function was designed to have minimal
overlap between f and f new,3 , has roughly the same q as does simulation 2. This
suggests that q is highly dependent of the form of f evo .
As for the models’ LML, in all three batches of simulations the GPR-STML
models were more confident than the GPR-C model in their ability to explain the
training data, despite the GPR-STML models being more complex. This suggests
that the added complexity is warranted because it drastically improved the predictive model’s performance. In each batch simulation, the STML-poly model had
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Table 5.5: Number of times, q, during each batch simulation run that the sum of
absolute residuals from the GPR-STML models was lower than that of the GPR-B
model. One batch consisted of 100 simulations.
Batch, Sim 1
(Table 5.2)
Batch, Sim 2
(Table 5.3)
Batch, Sim 3
(Table 5.4)

STML-poly

STML-exp

65

40

28

27

35

20

a higher LML than the STML-exp model. This suggests that either the polynomial
time function adds less complexity to the model and/or the polynomial time function does a better job at explaining the training data. Also, note that in the batch
run of simulation 1, the LML of the STML-poly model was on average slightly
higher than that of the GPR-B model. However, in the other two batch simulations, the LML of the GPR-B model was much higher than the LML of the STMLpoly model. This, together with the sum of residuals result, suggests that the latent
function in simulation 1 is particularly favourable to the STML-poly model.
Occasionally both GPR-STML models failed to properly predict f new,k . We define a model to have failed its prediction if the sum of its absolute residuals was
higher than 25. The number 25 was chosen arbitrarily — it is between the sum of
absolute residuals of the GPR-C and GPR-STML models in simulations 1 and 2,
but closer to that of the GPR-C model. The number of failures in each batch run is
summarized in Table 5.6.
The STML-exp model failed more often than the STML-poly model. Furthermore, whenever the STML-poly model failed, so did the STML-exp model, but not
vice-versa. This suggests that the STML-exp model is more prone to failure than
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Table 5.6: Number of failures of the GPR-STML models to predict f new,k during
each batch simulation run. A failure is defined as the sum of a model’s absolute
predictive residuals being greater than 25. One batch consisted of 100 simulations.
Batch, Sim 1
(Table 5.2)
Batch, Sim 2
(Table 5.3)
Batch, Sim 3
(Table 5.4)

STML-poly

STML-exp

Failures in Common

2

3

2

6

10

6

3

13

3

the STML-poly model.
5.4.3

Summary of Results from 1D Simulations

Overall, the GPR-STML models performed better than the GPR model trained
on the same simulated 1D data. The GPR-STML models could successfully discount older samples that were within the spatial neighbourhood of newer samples,
while still trusting older samples that were spatially distant from newer samples.
It was also found that the STML-poly model was not only quicker than the STMLexp model but also produced more accurate predictions and failed less often. The
STML-poly model also thought it did a better job at explaining the training data
than the STML-exp model, as apparent by its consistently higher LML. The next
section explores whether these results generalize to 2D datasets.
5.5

2D Experiments and Results
This experiment was designed to verify if the GPR-STML algorithm works on

real 2D data. The goal of this experiment was to generate a 2D vibration map of
the final state of an evolving indoor terrain by using a mobile robot. The terrain
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was an 8.55 m square of rubber garage floor mats, on top of which were mounted
clumps of turf (artificial grass), gravel, and bump features as shown in Figure 5.4.
A Clearpath Husky A200 mobile robot, shown in Figure 1.2b, was driven around
the terrain in no particular pattern for roughly three minutes. After 3 minutes,
while the Husky was still driving, the bump feature was removed. The Husky
was then driven around the terrain for another 3 minutes. The system’s 2D input
consisted of the Husky’s ( x, y) position, as measured by a system of 12 Vicon Vero
Cameras. The system’s output was the χ vibration metric described in Chapter
2, which was computed by using data from a Microstrain 3DM-GX3-25 IMU that
was mounted to the Husky’s top plate. χ was sampled each time the Husky travelled two wheelbases to avoid positional correlation. A total of four datasets were
collected. For notational simplicity, let the set of all data collected before the bump
feature was moved be A, the set of all data collected after the bump feature was
moved be B , and the set of all training data be C .
5.5.1

Results from a Single Fit and Predict Operation

A series of six models were fit to each vibration dataset. These models consist of two baseline GPR models trained on the data before and after the bump
feature was moved, and four models that were trained on the entire data; a GPR
model, a SpatioTemporal Gaussian Process (STGP) model, a GPR-STML model
with a polynomial time function (STML-poly), and a GPR-STML model with an
exponential time function (STML-exp). All models used anisotropic Matérn kernels with v = 3/2 whose hyperparameters were optimized by picking the best of
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(a) Before terrain change.

(b) After terrain change.

Figure 5.4: Picture of the indoor terrain setup (a) before and (b) after the bump
feature in the top right corner was removed.
4 optimization runs5 . Matérn kernels were chosen because they are better able to
model the sharp edges of the terrain elements than the SE kernel (see Appendix
C.2.2). All GPR models were computed on a laptop with an Intel Core i7-7700HQ
processor running at 2.80 GHz and 16 GB of DDR4 RAM running at 2.67 GHz.
A sample set of predictive distributions that were calculated with the data from
experiment 2 are shown in Figures 5.6 and 5.7. In Figure 5.6 the level of vibrations
predicted by each model is encoded as greyscale images, with a darker colour
5 The

first optimization run started from the initial hyperparameter guess of l = 0.1, σ2f = 1,

σn2 = 1, and, for the GPR-STML models, γ = 0.001 and α = 0.001. All other optimization runs
started from randomly initialized hyperparameters
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Figure 5.5: Ground truth and legend for Figures 5.6 and 5.7.
signifying higher levels of vibrations. Likewise, the darker colours in Figure 5.7
signify a higher predictive variance.
Consider first Figures 5.5 and 5.6a. Notice how the GPR-A model predicts regions of higher vibrations in the neighbourhoods of the gravel and bump patches,
but not the grass patch. It turns out that the vibration profile of the rubber mats
and the grass terrain features are quite similar: both are smooth and flat. Despite
this, the difference in height between the grass feature and the rubber mat (1.25
cm) induced a considerable vibration in the vehicle. Most crossings of the grassrubber mat border in A occurred around point (1.5, −2.5), and a slightly darker
spot can be seen in Figure 5.6a at this location.
Consider now Figure 5.6b. Notice how the GPR-B model predicts a patch of
low vibrations at the previous location of the bump features in Figure 5.5. This
model is the baseline against which the models trained on C will be compared.
The GPR-B model also predicts the location of the grass patch more accurately
than the GPR-A model. This can be explained by the more even distribution of
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Figure 5.6: Predictive means of GPR, STGP, and GPR-STML models that were
trained on vibration data from a Husky mobile robot that was driven on the indoor
terrain as shown in Figure 5.4.
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Figure 5.7: Predictive variances of GPR, STGP, and GPR-STML models that were
trained on vibration data from a Husky mobile robot that was driven on the indoor
terrain as shown in Figure 5.4.
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grass-rubber mat crossings in B than in A.
The vibrations predicted by the GPR-C model, shown in Figure 5.6c, seems to be
somewhere between those in Figures 5.6a and 5.6b. As mentioned in the analysis
of the 1D simulations, standard GPR has no concept of time, so it weights the
samples from A and B evenly. Despite the bump feature having been removed in
the latter half of C , the GPR-C model still predicts a region of mid-range vibrations
around point (2, 1.5). If the number of samples in B were much greater than the
number of samples in A, one might expect the predictive mean of the GPR trained
on C to be close to the predictive means of the GPR trained on B .
The STGP model in Figure 5.6d seems to completely forget the location of the
bumps feature. However, the vibration estimates in the top right quadrant are
near-zero, which suggests that the model is forgetting the vibrations induced in the
Husky by the rubber mat. Inspection of the model’s predictive variance in Figure
5.7d confirms this suspicion. The STGP model is only trusting the samples taken
most recently along its path and is disproportionately forgetting older samples.
Because the final segment of the path minimally explored the top right quadrant of
the terrain, the STGP model has little trustable data within that region and defaults
to the prior mean of zero.
The GPR-STML models in Figures 5.6e and 5.6f do a better job at forgetting
the bump patch than the GPR-C model without defaulting to the prior of zero
vibrations as done by the STGP model. Both GPR-STML models still predict a
section of higher vibrations near the point (1.75, 1.5). This is an artifact of the
spatial aspect of GPR-STML. Notice that point (1.75, 1.5) is distant from samples
in B , but close to samples in A. In the absence of newer data in the neighbourhood
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of point (1.75, 1.5), the GPR-STML models trust the older data, even if it is not
necessarily accurate. However, unlike the GPR model trained on C , the GPR-STML
models only require a few additional samples in the neighbourhood of (1.75, 1.5)
to discredit the samples in A and completely forget the bump features.
The GPR-STML models also differ from the GPR-C and STGP models in their
variance plots. In Figure 5.7c the variance near all the path points is roughly the
same and in Figure 5.7d the STGP model disproportionately forgets older samples.
However, in Figures 5.7c and 5.7f, the variance around the older path point (red
circles) is higher than the variance around the newer path points (blue triangles).
This provides visual confirmation that the GPR-STML predictions favour newer
path points over older path points when making predictions. Despite this, the
model still trusts older samples in regions that are distant from never sample, as is
apparent by the lower variance near the red dots on the right side of the variance
plots. There is no apparent visual differences between the predictive distributions
of either GPR-STML model shown in Figures 5.6 and 5.7.
5.5.2

Batch Analysis

To avoid bias in the analysis, batches of 50 fit-and-predict iterations were performed on the data from each experiment. The fit-and-predict computation time,
predictive residuals, and LML of each model was recorded and aggregated into
Tables 5.7, 5.8, 5.9, and 5.10. We define the predictive residuals as the difference
from the predictive mean of the GPR-B model. Of particular interest are the residuals in the top right quadrant of the terrain where the change occurred. Note that
the distribution of each metric is not necessarily normal or symmetric.
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Table 5.7: Average time (in seconds) taken by different GPR methods to perform
50 fit and predict operations using the data from the 2D experiments on the Husky.
Lower is better.

GPR-A
GPR-B
GPR-C
STGP
STML-poly
STML-exp

Dataset 1
mean stdev
12.962
0.470
14.337
0.648
31.289
1.740
43.283
3.309
65.824
6.470
56.214 10.030

Dataset 2
mean stdev
13.896
0.623
13.283
0.798
33.584
2.094
45.741
3.644
73.423
6.100
58.697 10.963

Dataset 3
mean stdev
13.157
0.481
12.870
0.513
27.726
2.002
44.440
3.578
64.200
4.732
52.006 10.134

Dataset 4
mean stdev
13.187
0.432
13.450
0.675
30.271
1.838
45.752
3.723
67.302
7.867
55.060 13.712

Consider first the models’ computation time in Table 5.7. Notice that both GPRSTML methods take nearly twice as long to train and predict as the GPR-C model,
four to five times as long as the GPR-A and GPR-B models, and 1.2 to 1.6 times as
long as the STGP model. This comes as no surprise because the GPR-STML models have two additional hyperparameters they must optimize when compared to
the GPR models and one additional hyperparameter than the STGP model. What’s
more striking is that the STML-poly model took on average 22% more time to converge than the STML-exp model, despite the additional α and γ hyperparameters
of both models having the same domain. This suggests that the STML-exp models
might have more local minima than the STML-poly model. The high variance of
the STML-exp model’s computation time reinforces this speculation.
In all four datasets, the sum of the absolute predictive residuals in the top-right
quadrant of the terrain (Table 5.8) for the STGP and GPR-STML models were less
than those of the GPR-C models. This demonstrates that all three models consistently forgot the bumps terrain element. From the visual analysis of Figure 5.6
one might expect that the STGP models would have higher residuals in the topright quadrant than the GPR-STML models due to their high rate of forgetting.
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Table 5.8: Average sum of the absolute predictive residuals (rad/s) in the top right
quadrant of the terrain of different GPR methods when performing 50 fit and predict operations using the data from the 2D experiments on the Husky, rounded to
nearest integer. Lower is better.

GPR-C
STGP
STML-poly
STML-exp

Dataset 1
mean stdev
8978
0
3814
278
3761
209
4119 1054

Dataset 2
mean stdev
6618
169
4164
458
2579
228
2784
601

Dataset 3
mean stdev
8881
18
1996
15
4276
26
3484 1362

Dataset 4
mean stdev
9373
29
5298
58
4767
129
5547 2098

Table 5.9: Average sum of absolute predictive residuals (rad/s) over the entire
terrain of different GPR methods when performing 50 fit and predict operations
using the data from the 2D experiments on the Husky, rounded to nearest integer.
Lower is better.

GPR-C
STGP
STML-poly
STML-exp

Dataset 1
mean stdev
19707
0
22989 6559
12560
734
13256 1898

Dataset 2
mean stdev
15331
239
16206 2756
8370
677
8737 1677

Dataset 3
mean stdev
16744
64
24914
111
10655
129
8764 2822

Dataset 4
mean stdev
19099
16
32931
175
11511
200
14821 3285

Although this is the case for dataset 2, which corresponds to Figure 5.6, this is not
true for datasets 1, 3, and 4.
The effect of the disproportionate forgetting of the STGP models is more apparent when considering the sum of the residuals over the entire terrain, shown in
Table 5.9. The residuals of the STGP models are considerably higher than those of
the GPR-STML models and consistently higher than the baseline GPR-C models.
In both Tables 5.8 and 5.9, the STML-poly models had generally lower predictive residuals than the STML-exp models. This suggests that the STML-poly
model does a better job at forgetting the bumps feature while preserving information about the rest of the terrain. The variance on the residuals for the STML-poly
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Table 5.10: Log marginal likelihood of different GPR methods when performing
50 fit and predict operations using the data from the 2D experiments on the Husky.
Higher is better.

GPR-A
GPR-B
GPR-C
STGP
STML-poly
STML-exp

Dataset 1
mean stdev
159
0
316
0
363
0
452
5
420
2
417
12

Dataset 2
mean stdev
180
0
357
2
415
0
515
0
496
1
492
14

Dataset 3
mean stdev
171
0
317
0
367
0
457
0
429
0
421
17

Dataset 4
mean stdev
143
0
300
1
356
0
467
0
444
1
409
35

models was also considerably lower than for the STML-exp models. This, again,
might suggest that the parameter spaces of the STML-exp models have more local
minima than those of the STML-poly models.
Finally, the LML of both GPR-STML models, as presented in Table 5.10, is
higher than the LML of the GPR-C models, suggesting that the GPR-STML models
are more confident in their ability to explain the training data. Surprisingly, the
LML of the STGP models is higher than the LML of the GPR-STML models, despite the STGP models performing objectively more poorly than the GPR-STML
models. This could be a result of the STGP model’s lower complexity. Comparing
the GPR-STML models to each other, the STML-poly model seems to consistently
have a higher LML than the STML-exp model.
Interestingly, the LML of the GPR-C , STGP, and GPR-STML models are also
higher than the LML of the GPR-A and GPR-B models. This result seems counterintuitive because one would expect the simpler models to be more confident in
their predictions. Considering that the GPR-STML and GPR-C models have a bigger training set, there are fewer possible combinations of hyperparameters that can
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explain the relationship between all samples. This could result in a higher LML.
5.5.3

Summary of 2D Experimental Results

The GPR-STML models can more accurately predict the final state of timevarying spatial phenomena than standard GPR and STGP, as is apparent by their
predictive residuals. Despite the STML-poly models taking the longest time to fit
and predict, they are better able to explain the data (residuals) and are more confident in their ability to explain the data (LML) than the STML-exp models.
5.6

Conclusion
This chapter presented an extension to the standard Gaussian process regres-

sion algorithm that can discredit training samples based on their proximity to
newer samples. The “newness” of a sample is determined by a time function,
whose parameters can be optimized as part of the kernel hyperparameter optimization process. Emphasis was put on the algorithm’s applicability to timevarying spatial phenomena. Correspondingly, the algorithm was called GPR with
spatiotemporal memory loss, or GPR-STML for short.
GPR-STML was demonstrated in 1D simulations and on 2D data taken along
a robot’s path through a time-varying spatial phenomenon. In both cases, it was
found that the GPR-STML algorithm performed better at predicting the final form
of a time-piecewise varying latent function than standard GPR. In the 2D case, it
was found that the GPR-STML models performed better than STGP at predicting
the final state of the system. It was also found that GPR-STML models that use
a simplified polynomial-family time function performed better than GPR-STML
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models that used an exponential-family time function.
A considerable drawback of GPR-STML is its higher computation time when
compared to standard GPR and STGP. Additionally, the computational complexity of GPR-STML is O(n3 ), which is unfeasible for large datasets. This complexity can be reduced by removing samples from the training set that have been
greatly discredited and by reformulating GPR-STML in the context of sparse online
GPR [31, 108]. Other future works include evaluating how GPR-STML performs
when the terrain undergoes multiple changes at different points in time, exploring
the suitability of different time functions including the logarithmic and sigmoid
functions, and comparing the performance of GPR-STML to other spatiotemporal
methods such as E-GP [100].

Chapter 6
Conclusion

6.1

Contributions
The central question explored in this thesis was “how can measurements of

a vehicle’s ground-induced vibrations be used to improve its performance and
longevity?” To answer this question, a novel vibration metric for ground vehicles and a series of navigational algorithms were developed. The navigational
algorithms include a path optimizer for autonomous tramming, a system that can
locate terrain anomalies laterally along a vehicle’s path, and a mapping algorithm
that can optimally estimate the final state of a spatiotemporal system. All algorithms were demonstrated with a Clearpath Husky A200 mobile robot. A Kubota
RTV utility vehicle was also used to gather data from terrain anomalies (i.e.., potholes, bumps, elevated maintenance hole).
The following is a detailed list of the contributions of this thesis.
• To the best of the author’s knowledge, this thesis presents the first vibration
metric for ground vehicles that is based solely on gyroscopic readings (Chapter 2). This metric has the benefit of being invariant to the sensor’s mounting
172
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location on the vehicle’s body. Thus, optimal sensor placement analysis is
not required before retrofitting a vehicle with gyroscopes.
• The autonomous tramming problem was novelly formulated as a black-box
optimization problem (Chapter 3). This formulation permits a vehicle to
search for an optimal path in the neighbourhood of the original path by learning from previous tramming experiences.
• A heuristic gradient-based path optimization algorithm that can locally solve
a simplified version of the novel autonomous tramming problem was developed (Chapter 3). This algorithm was demonstrated on a Clearpath Husky
robot which learned to circumnavigate the high-vibration patches of an indoor terrain.
• A series of algorithms were developed to locate terrain anomalies laterally
along a vehicle’s path by using gyroscopic data (Chapter 4). Anomalies are
detected by adaptively thresholding the vibration metric proposed in Chapter 2, and the side of the vehicle affected by the anomaly is determined by
processing the roll and pitch rates with a combination of Continuous Wavelet
Transforms (CWTs) and folded ratios. Information about the anomaly’s side
is used in conjunction with the vehicle’s localization data to assign an accurate location to each anomaly. The proposed system was demonstrated on
a Husky robot that accurately located and circumnavigated anomalies after
hitting them once.
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• An extension to Gaussian Process Regression (GPR) that can optimally estimate the final state of an evolving spatial phenomenon was proposed (Chapter 5). Named Gaussian Process Regression with SpatioTemporal Memory
Loss (GPR-STML), this new estimator allows samples to be automatically
and optimally discounted based on their age and proximity to newer samples. GPR-STML was verified (i) in 1D simulation on a synthetic piecewiseevolving spatiotemporal dataset and (ii) by using real 2D vibration data collected with a Husky robot that drove through a piecewise-evolving indoor
terrain. In both cases, GPR-STML predicted the final state of the system
with lower predictive residuals than the standard GPR estimator. GPR-STML
also outperformed the SpatioTemporal Gaussian Process (STGP) framework
when estimating the final state of the terrain in the 2D dataset.
6.2

Future Work
The proposed vibration metric and navigational algorithms are not without

limitations. The following list provides a snapshot of these limitations and future directions of work to address them. A more detailed discussion is available in
the conclusion of each chapter.
• The vibration metric proposed in Chapter 2 is dependent on the type and
configuration of the vehicle’s suspension. Future work should explore how
this metric can be adapted for use in non-homogeneous fleets of vehicles.
• The heuristic path optimizer proposed in Chapter 3 is only applicable to
tramming tasks in which the original path is straight. Future work should
explore how the optimizer can be generalized for paths of any shape.
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• The datasets used to develop the anomaly detection and localization algorithms in Chapter 4 considered only single-sided anomalies that were hit at
low speeds (under 4 m/s). Future work should investigate how the proposed algorithms can be adapted to detect anomalies at higher speeds, and
how double-sided anomalies can be distinguished from single-sided anomalies. A solution to the latter might involve thresholding the roll-rate wavelet
coefficients.
• The formulation of GPR-STML presented in Chapter 5 has high computational complexity — O(n3 ) — and is infeasible for real-time execution on an
edge computing platform. Future work should explore how the concept of
SpatioTemporal Memory Loss (STML) can be incorporated into the sparse
online Gaussian Process Regression framework proposed by [108] and [31].
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[29] V. Y. Akgün and E. MaŞazade, “Realization of field estimation with sensors
designed using low power and low cost components,” in 2017 25th Signal
Processing and Communications Applications Conference (SIU), 2017, pp. 1–4.
[30] P. Andugula, S. S. Durbha, A. Lokhande, and S. Suradhaniwar, “Gaussian
process based spatial modeling of soil moisture for dense soil moisture
sensing network,” in 2017 6th International Conference on Agro-Geoinformatics,
2017, pp. 1–5.
[31] S. Van Vaerenbergh, M. Lazaro-Gredilla, and I. Santamaria, “Kernel Recursive Least-Squares Tracker for Time-Varying Regression,” IEEE Transactions
on Neural Networks and Learning Systems, vol. 23, no. 8, pp. 1313–1326, Aug
2012.
[32] J. Hartikainen, “Sequential Inference for Latent Temporal Gaussian Process
Models,” Ph.D. dissertation, Aalto University, Helsinki, Finland, Dec 2012.
[Online]. Available: http://urn.fi/URN:ISBN:978-952-60-4984-7

BIBLIOGRAPHY

181

[33] S. Särkkä, A. Solin, and J. Hartikainen, “Spatiotemporal learning via infinitedimensional bayesian filtering and smoothing: A look at gaussian process regression through kalman filtering,” IEEE Signal Processing Magazine, vol. 30,
no. 4, pp. 51–61, 2013.
[34] G. Dudek and M. Jenkin, “Inertial sensing, gps and odometry,” in Springer
Handbook of Robotics, B. Siciliano and O. Khatib, Eds. Cham: Springer International Publishing, 2016, pp. 737–752.
[35] C. A. Brooks and K. Iagnemma, “Vibration-based terrain classification for
planetary exploration rovers,” IEEE Transactions on Robotics, vol. 21, no. 6,
pp. 1185–1191, 2005.
[36] C. Weiss, H. Frohlich, and A. Zell, “Vibration-based terrain classification using support vector machines,” in 2006 IEEE/RSJ International Conference on
Intelligent Robots and Systems, 2006, pp. 4429–4434.
[37] D. Tick, T. Rahman, C. Busso, and N. Gans, “Indoor robotic terrain classification via angular velocity based hierarchical classifier selection,” in 2012 IEEE
International Conference on Robotics and Automation, 2012, pp. 3594–3600.
[38] S. B. Prapulla, S. N. Rao, and V. A. Herur, “Road quality analysis and mapping for faster and safer travel,” in 2017 International Conference on Energy,
Communication, Data Analytics and Soft Computing (ICECDS), 2017, pp. 2487–
2490.
[39] M. R. Carlos, M. E. Aragon, L. C. Gonzalez, H. J. Escalante, and F. Martinez, “Evaluation of Detection Approaches for Road Anomalies Based on

BIBLIOGRAPHY

182

Accelerometer Readings—Addressing <italic>Who’s Who</italic>,” IEEE
Transactions on Intelligent Transportation Systems, vol. 19, no. 10, pp. 3334–
3343, Oct 2018.
[40] V. Douangphachanh and H. Oneyama, “Formulation of a simple model to
estimate road surface roughness condition from android smartphone sensors,” in 2014 IEEE Ninth International Conference on Intelligent Sensors, Sensor
Networks and Information Processing (ISSNIP), 2014, pp. 1–6.
[41] H. Asakawa, T. Nagayama, Y. Fujino, and T. Nishikawa, “Development of a
simple pavement diagnostic system using dynamic responses of an ordinary
vehicle,” Journal of Japan Society of Civil Engineers, Ser. E1 (Pavement Engineering), vol. 68, no. 1, pp. 20–31, 2012.
[42] V. Douangphachanh and H. Oneyama, “Exploring the use of smartphone accelerometer and gyroscope to study on the estimation of road surface roughness condition,” in Proceedings of the 11th International Conference on Informatics in Control, Automation and Robotics - Volume 2: ICINCO,, INSTICC.
SciTePress, 2014, pp. 783–787.
[43] K. Zang, J. Shen, H. Huang, M. Wan, and J. Shi, “Assessing and Mapping
of Road Surface Roughness based on GPS and Accelerometer Sensors on
Bicycle-Mounted Smartphones,” Sensors, vol. 18, no. 3, p. 914, Mar 2018.
[44] J. Marshall, T. Barfoot, and J. Larsson, “Autonomous underground tramming for center-articulated vehicles,” Journal of Field Robotics, vol. 25, no. 6-7,
pp. 400–421, June 2008.

BIBLIOGRAPHY

183

[45] M. Mazuran, C. Sprunk, W. Burgard, and G. D. Tipaldi, “LexTOR: Lexicographic teach optimize and repeat based on user preferences,” in 2015 IEEE
International Conference on Robotics and Automation (ICRA), May 2015, pp.
2780–2786.
[46] F. Tsang, R. A. Macdonald, and S. L. Smith, “Learning motion planning policies in uncertain environments through repeated task executions,” in 2019
International Conference on Robotics and Automation (ICRA), 2019, pp. 8–14.
[47] E. Martelli and E. Amaldi, “PGS-COM: A hybrid method for constrained
non-smooth black-box optimization problems: Brief review, novel algorithm
and comparative evaluation,” Computers & Chemical Engineering, vol. 63, pp.
108–139, Apr 2014.
[48] C. Audet and W. Hare, Derivative-Free and Blackbox Optimization, ser. Springer
Series in Operations Research and Financial Engineering.

Cham, Switzer-

land: Springer International Publishing, 2017.
[49] C. Audet, “A Survey on Direct Search Methods for Blackbox Optimization
and Their Applications,” in Mathematics Without Boundaries. Springer New
York, 2014, pp. 31–56.
[50] S. Shan and G. G. Wang, “Survey of modeling and optimization strategies
to solve high-dimensional design problems with computationally-expensive
black-box functions,” Structural and Multidisciplinary Optimization, vol. 41,
no. 2, pp. 219–241, Mar 2010.

BIBLIOGRAPHY

184

[51] C. Audet, J. E. Dennis, and S. L. Digabel, “Parallel Space Decomposition of
the Mesh Adaptive Direct Search Algorithm,” SIAM Journal on Optimization,
vol. 19, no. 3, pp. 1150–1170, Jan 2008.
[52] R. G. Regis, “Constrained optimization by radial basis function interpolation
for high-dimensional expensive black-box problems with infeasible initial
points,” Engineering Optimization, vol. 46, no. 2, pp. 218–243, Feb 2014.
[53] D. R. Jones, “Large-scale multi-disciplinary mass optimization in the auto
industry,” in MOPTA 2008 Conference (20 August 2008), 2008.
[54] G. Deng and M. C. Ferris, “Extension of the Direct Optimization Algorithm
for Noisy Functions,” in Proceedings of the 39th Conference on Winter Simulation: 40 Years! The Best is yet to Come, ser. WSC ’07. IEEE, 2007, pp. 497–504.
[55] J. Larson and S. C. Billups, “Stochastic derivative-free optimization using a
trust region framework,” Computational Optimization and Applications, vol. 64,
no. 3, pp. 619–645, July 2016.
[56] W. Huyer and A. Neumaier, “SNOBFIT – Stable Noisy Optimization by
Branch and Fit,” ACM Transactions on Mathematical Software, vol. 35, no. 2,
pp. 1–25, July 2008.
[57] C. Audet, A. Ihaddadene, S. Le Digabel, and C. Tribes, “Robust optimization
of noisy blackbox problems using the Mesh Adaptive Direct Search algorithm,” Optimization Letters, vol. 12, no. 4, pp. 675–689, June 2018.

BIBLIOGRAPHY

185

[58] C. Audet and J. E. Dennis, “Mesh Adaptive Direct Search Algorithms for
Constrained Optimization,” SIAM Journal on Optimization, vol. 17, no. 1, pp.
188–217, Jan 2006.
[59] P. I. Frazier, “A Tutorial on Bayesian Optimization,” July 2018.
[60] Z. Wang, F. Hutter, M. Zoghi, D. Matheson, and N. De Freitas, “Bayesian
Optimization in a Billion Dimensions via Random Embeddings,” J. Artif. Int.
Res., vol. 55, no. 1, pp. 361–387, Jan 2016.
[61] K. Kandasamy, J. Schneider, and B. Poczos, “High Dimensional Bayesian Optimisation and Bandits via Additive Models,” in Proceedings of the 32nd International Conference on Machine Learning, ser. Proceedings of Machine Learning Research, F. Bach and D. Blei, Eds., vol. 37.

PMLR, 2015, pp. 295–304.

[62] P. Rolland, J. Scarlett, I. Bogunovic, and V. Cevher, “High-dimensional
bayesian optimization via additive models with overlapping groups,” in
Proceedings of the Twenty-First International Conference on Artificial Intelligence
and Statistics, vol. 84.

PMLR, 09–11 Apr 2018, pp. 298–307.

[63] M. Fader, “Autonomous Ground Vehicle Path Following by Combining
Feedback Linearization with Model Predictive Control,” M.A.Sc. Thesis,
Queen’s University at Kingston, 2020. [Online]. Available: https://qspace.
library.queensu.ca/handle/1974/28631
[64] M. Quigley, B. Gerkey, K. Conley, J. Faust, T. Foote, J. Leibs, E. Berger,
R. Wheeler, and A. Ng, “ROS: an open-source Robot Operating System,”

BIBLIOGRAPHY

186

in Proc. of the IEEE Intl. Conf. on Robotics and Automation (ICRA) Workshop on
Open Source Robotics, May 2009.
[65] City of Toronto, “City of toronto 2020 budget summary,” Aug 2020.
[Online]. Available: https://www.toronto.ca/wp-content/uploads/2020/
08/8de8-2020-city-of-toronto-budget-public-book.pdf
[66] Federal Highway Administration and Federal Transit Administration,
“2015 Status of the Nation’s Highways, Bridges, and Transit: Conditions
& Performance,” U.S. Department of Transportation, Washington, D.C.,
Tech. Rep., 2016. [Online]. Available: https://www.fhwa.dot.gov/policy/
2015cpr/
[67] F. Orhan and P. E. Eren, “Road Hazard Detection and Sharing with Multimodal Sensor Analysis on Smartphones,” in 2013 Seventh International Conference on Next Generation Mobile Apps, Services and Technologies.

IEEE, Sep

2013, pp. 56–61.
[68] J. Macfarlane, “When Apps Rule the Road,” IEEE Spectrum, pp. 22–
27, Oct 2019. [Online]. Available: https://spectrum.ieee.org/computing/
hardware/your-navigation-app-is-making-traffic-unmanageable
[69] I.-S. Weon, S.-G. Lee, and S.-C. Moon, “Precise localization of a vehicle within
a driving lane by combining the vehicle trajectory with vision information,”
in 2016 16th International Conference on Control, Automation and Systems (ICCAS), vol. 0.

IEEE, Oct 2016, pp. 1010–1015.

BIBLIOGRAPHY

187

[70] D. Cui, J. Xue, and N. Zheng, “Real-Time Global Localization of Robotic Cars
in Lane Level via Lane Marking Detection and Shape Registration,” IEEE
Transactions on Intelligent Transportation Systems, vol. 17, no. 4, pp. 1039–1050,
Apr 2016.
[71] NovAtel Inc., An Introduction to GNSS, 2nd ed.

Calgary, Alberta, Canada:

NovAtel Inc., 2015.
[72] Yansun Xu, J. Weaver, D. Healy, and Jian Lu, “Wavelet transform domain
filters: a spatially selective noise filtration technique,” IEEE Transactions on
Image Processing, vol. 3, no. 6, pp. 747–758, 1994.
[73] O. C. Ugweje, “Selective noise filtration of image signals using wavelet transform,” Measurement, vol. 36, no. 3-4, pp. 279–287, Oct 2004.
[74] H. Bello-Salau, A. Aibinu, A. Onumanyi, E. Onwuka, J. Dukiya, and
H. Ohize, “New road anomaly detection and characterization algorithm for
autonomous vehicles,” Applied Computing and Informatics, vol. 16, no. 1/2,
pp. 223–239, May 2018.
[75] A. S. El-Wakeel, J. Li, A. Noureldin, H. S. Hassanein, and N. Zorba, “Towards
a Practical Crowdsensing System for Road Surface Conditions Monitoring,”
IEEE Internet of Things Journal, vol. 5, no. 6, pp. 4672–4685, Dec 2018.
[76] A. Basavaraju, J. Du, F. Zhou, and J. Ji, “A Machine Learning Approach to
Road Surface Anomaly Assessment Using Smartphone Sensors,” IEEE Sensors Journal, vol. 20, no. 5, pp. 2635–2647, Mar 2020.

BIBLIOGRAPHY

188

[77] C. Wu, Z. Wang, S. Hu, J. Lepine, X. Na, D. Ainalis, and M. Stettler, “An
Automated Machine-Learning Approach for Road Pothole Detection Using
Smartphone Sensor Data,” Sensors, vol. 20, no. 19, p. 5564, Sep 2020.
[78] J. Eriksson, L. Girod, B. Hull, R. Newton, S. Madden, and H. Balakrishnan,
“The pothole patrol,” in Proceeding of the 6th international conference on Mobile
systems, applications, and services - MobiSys ’08.

ACM Press, 2008, p. 29.

[79] G. Lee, R. Gommers, F. Waselewski, K. Wohlfahrt, and A. O’Leary, “PyWavelets: A Python package for wavelet analysis,” Journal of Open Source
Software, vol. 4, no. 36, p. 1237, Apr 2019.
[80] J. Wahlstrom, I. Skog, and P. Handel, “Smartphone-Based Vehicle Telematics: A Ten-Year Anniversary,” IEEE Transactions on Intelligent Transportation
Systems, vol. 18, no. 10, pp. 2802–2825, Oct 2017.
[81] J. Burke, D. Estrin, M. Hansen, A. Parker, N. Ramanathan, S. Reddy, and
M. B. Srivastava, “Participatory Sensing,” in In: Workshop on World-SensorWeb (WSW’06): Mobile Device Centric Sensor Networks and Applications, 2006,
pp. 117—-134.
[82] S. Sattar, S. Li, and M. Chapman, “Road surface monitoring using smartphone sensors: A review,” Sensors, vol. 18, no. 11, 2018.
[83] P. Mohan, V. N. Padmanabhan, and R. Ramjee, “Nericell,” in Proceedings of
the 6th ACM conference on Embedded network sensor systems - SenSys ’08. ACM
Press, 2008, p. 323.

BIBLIOGRAPHY

189

[84] G. Xue, H. Zhu, Z. Hu, J. Yu, Y. Zhu, and Y. Luo, “Pothole in the Dark: Perceiving Pothole Profiles with Participatory Urban Vehicles,” IEEE Transactions on Mobile Computing, vol. 16, no. 5, pp. 1408–1419, May 2017.
[85] R. Bhoraskar, N. Vankadhara, B. Raman, and P. Kulkarni, “Wolverine: Traffic
and road condition estimation using smartphone sensors,” in 2012 Fourth
International Conference on Communication Systems and Networks (COMSNETS
2012).

IEEE, Jan 2012, pp. 1–6.

[86] T. S. Brisimi, C. G. Cassandras, C. Osgood, I. C. Paschalidis, and Y. Zhang,
“Sensing and Classifying Roadway Obstacles in Smart Cities: The Street
Bump System,” IEEE Access, vol. 4, pp. 1301–1312, 2016.
[87] A. Fox, B. V. Kumar, J. Chen, and F. Bai, “Multi-Lane Pothole Detection from
Crowdsourced Undersampled Vehicle Sensor Data,” IEEE Transactions on
Mobile Computing, vol. 16, no. 12, pp. 3417–3430, Dec 2017.
[88] L. B. Gueta and A. Sato, “Classifying road surface conditions using vibration signals,” in 2017 Asia-Pacific Signal and Information Processing Association
Annual Summit and Conference (APSIPA ASC).

IEEE, Dec 2017, pp. 039–043.

[89] S. Kanarachos, S.-R. G. Christopoulos, A. Chroneos, and M. E. Fitzpatrick,
“Detecting anomalies in time series data via a deep learning algorithm combining wavelets, neural networks and Hilbert transform,” Expert Systems
With Applications, vol. 85, pp. 292–304, 2017.
[90] R. X. Gao and R. Yan, Wavelets.

Boston, MA: Springer US, 2011.

BIBLIOGRAPHY

190

[91] X. Li, D. Huo, D. W. Goldberg, Chu Tianxing, Z. Yin, and T. Hammond,
“Embracing Crowdsensing: An Enhanced Mobile Sensing Solution for Road
Anomaly Detection,” ISPRS International Journal of Geo-Information, vol. 8,
no. 9, p. 412, Sep 2019.
[92] R. Silveira Rodrigues, M. Pasin, A. Kozakevicius, and V. Monego, “Pothole
Detection in Asphalt: An Automated Approach to Threshold Computation
Based on the Haar Wavelet Transform,” in 2019 IEEE 43rd Annual Computer
Software and Applications Conference (COMPSAC).

IEEE, July 2019, pp. 306–

315.
[93] H. Bello-Salau, A. J. Onumanyi, B. O. Sadiq, H. Ohize, A. T. Salawudeen, and
A. M. Aibinu, “An Adaptive wavelet transformation filtering algorithm for
improving road anomaly detection and characterization in vehicular technology,” International Journal of Electrical and Computer Engineering, vol. 9,
no. 5, pp. 3664–3670, Oct 2019.
[94] G. Singh, D. Bansal, S. Sofat, and N. Aggarwal, “Smart patrolling: An efficient road surface monitoring using smartphone sensors and crowdsourcing,” Pervasive and Mobile Computing, vol. 40, pp. 71–88, Sep 2017.
[95] NovAtel, SPAN Technology for OEMV, OM-20000104, Rev. 11, Sep 2012.
[96] C. Torrence and G. P. Compo, “A Practical Guide to Wavelet Analysis,” Bulletin of the American Meteorological Society, vol. 79, no. 1, pp. 61–78, Jan 1998.

BIBLIOGRAPHY

191

[97] P. E. Hart, N. J. Nilsson, and B. Raphael, “A Formal Basis for the Heuristic
Determination of Minimum Cost Paths,” IEEE Transactions on Systems Science
and Cybernetics, vol. 4, no. 2, pp. 100–107, 1968.
[98] Kwangjin Yang and S. Sukkarieh, “3D smooth path planning for a UAV in
cluttered natural environments,” in 2008 IEEE/RSJ International Conference on
Intelligent Robots and Systems.

IEEE, Sep 2008, pp. 794–800.

[99] H. Yu and B. Lee, “Terrain field SLAM and Uncertainty Mapping using
Gaussian Process - IEEE Conference Publication,” in Proceedings of the 18th
International Conference on Control, Automation and Systems (ICCAS).

IEEE,

2018, pp. 1077–1080.
[100] J. E. Whitman, H. Maske, H. A. Kingravi, and G. Chowdhary, “Evolving
Gaussian Processes and Kernel Observers for Learning and Control in Spatiotemporally Varying Domains: With Applications in Agriculture, Weather
Monitoring, and Fluid Dynamics,” IEEE Control Systems, vol. 41, no. 1, pp.
30–69, Feb 2021.
[101] M. Rostam, R. Nagamune, and V. Grebenyuk, “A Hybrid Gaussian Process
Approach to Robust Economic Model Predictive Control,” Journal of Process
Control, vol. 92, pp. 149–160, Jan 2020.
[102] GPy, “GPy: A gaussian process framework in python,” http://github.com/
SheffieldML/GPy, since 2012.

BIBLIOGRAPHY

192

[103] J. Cortes, S. Martinez, T. Karatas, and F. Bullo, “Coverage control for mobile sensing networks,” IEEE Transactions on Robotics and Automation, vol. 20,
no. 2, pp. 243–255, 2004.
[104] S. Martinez, “Distributed interpolation schemes for field estimation by
mobile sensor networks,” IEEE Transactions on Control Systems Technology,
vol. 18, no. 2, pp. 491–500, 2010.
[105] M. Jadaliha, Y. Xu, J. Choi, N. S. Johnson, and W. Li, “Gaussian process regression for sensor networks under localization uncertainty,” IEEE Transactions on Signal Processing, vol. 61, no. 2, pp. 223–237, 2013.
[106] C. Stachniss, C. Plagemann, A. Lilienthal, and W. Burgard, “Gas Distribution Modeling using Sparse Gaussian Process Mixture Models,” in Robotics:
Science and Systems IV.

RSS Foundation, June 2008.

[107] K.-C. Ma, L. Liu, H. K. Heidarsson, and G. S. Sukhatme, “Data-driven
learning and planning for environmental sampling,” Journal of Field Robotics,
vol. 35, no. 5, pp. 643–661, Aug 2018.
[108] L. Csató and M. Opper, “Sparse On-Line Gaussian Processes,” Neural Computation, vol. 14, no. 3, pp. 641–668, Mar 2002.
[109] J. Kabzan, L. Hewing, A. Liniger, and M. N. Zeilinger, “Learning-Based
Model Predictive Control for Autonomous Racing,” IEEE Robotics and Automation Letters, vol. 4, no. 4, pp. 3363–3370, Oct 2019.

BIBLIOGRAPHY

193

[110] Z. Zhou and H. Adeli, “Time-Frequency Signal Analysis of Earthquake
Records Using Mexican Hat Wavelets,” Computer-Aided Civil and Infrastructure Engineering, vol. 18, no. 5, pp. 379–389, Sep 2003.
[111] M. F. Vassiliou and N. Makris, “Estimating Time Scales and Length Scales in
Pulselike Earthquake Acceleration Records with Wavelet Analysis,” Bulletin
of the Seismological Society of America, vol. 101, no. 2, pp. 596–618, Apr 2011.
[112] M. Latka, Z. Was, A. Kozik, and B. J. West, “Wavelet analysis of epileptic
spikes,” Physical Review E, vol. 67, no. 5, p. 052902, May 2003.
[113] A. Subasi, “EEG signal classification using wavelet feature extraction and a
mixture of expert model,” Expert Systems with Applications, vol. 32, no. 4, pp.
1084–1093, May 2007.
[114] K. Yavanarani, K. Sekar, G. S. S. S. Raj, and S. S. Christabel, “3D spectral
analysis for UGV in analyzing vibration signal,” in INTERACT-2010. IEEE,
Dec 2010, pp. 138–142.
[115] G. K. Robinson, “That BLUP is a Good Thing: The Estimation of Random
Effects,” Statistical Science, vol. 6, no. 1, pp. 15–32, 1991.

Appendix A
Mathematical Identities and Proofs

A.1
A.1.1

Identities
Joint Distribution of Gaussian Vectors

Let x ∼ N (µ, Σ) be a Gaussian vector. Suppose we partition x as
  
 

 µy   Σyy Σyz 
y
x =   ∼ N   , 
 ,
z
µz
Σzy Σzz

(A.1)

such that y ∼ N (µy , Σyy ), z ∼ N (µz , Σzz ), and cov(y, z) = Σyz . Suppose we
have a measurement y∗ of y. Then the conditional distribution of z given y is
p(z|y) ∼ N (µ̂, Σ̂) where
1 ∗
µ̂ = µz + Σzy Σ−
yy (y − µy )

(A.2)

1
Σ̂ = Σzz − Σzy Σ−
yy Σyz

(A.3)
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Radius of Curvature of a Path

Proposition A.2.1. Consider any set of three ordered points in R2 , { p1 , p2 , p3 }. Let the
centre point of a circular arc joining all three points be denoted as pc , and let r be this arc’s
radius. Then ∠ p1 ,p2 ,p3 = π −

∠ p1 ,pc ,p3
.
2

p2
ϕ1

p1

ϕ2

p3

r
r

θ1 θ2

r

pc
Figure A.1: Figure to support proof of Proposition A.2.1.
Proof. Consider Figure A.1. For notational simplicity, we denote φ = ∠ p1 ,p2 ,p3 and
θ = ∠ p1 ,pc ,p3 . The variables in Figure A.1 have the following relationships:
θ = θ1 + θ2 ,

(A.4)

φ = φ1 + φ2 ,

(A.5)

π − θ1
,
2
π − θ2
φ2 =
.
2
φ1 =

(A.6)
(A.7)
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Substituting (A.6) and (A.7) into (A.5) gives
π − θ1 π − θ2
+
,
2
2
θ + θ2
=π− 1
.
2

(A.8)

φ=

(A.9)

Combining (A.9) and (A.4) gives
θ
φ=π− .
2

(A.10)

Thus ends the proof.



Proposition A.2.2. The radius r of a circular arc of angular length θ can be related the
Euclidean distance d between it’s start and end points by r =
is made up of three ordered points { p1 , p2 , p3 }, then r =

d
.
2 sin(θ/2)

Further, if the arc

d
.
2 sin(π −∠ p1 ,p2 ,p3 )

d

r

θ

r

Figure A.2: Figure to support proof of Proposition A.2.2.
Proof. The variables in Figure A.2 have the relationship
sin (θ/2) =

d/2
.
r

(A.11)
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Re-arranging (A.11) gives
d
.
2 sin (θ/2)

(A.12)

d
.
2 sin π − ∠ p1 ,p2 ,p3

(A.13)

r=
By Proposition A.2.1, it follows that
r=
Thus ends the proof.



Appendix B
A Technical Overview of the Wavelet Transform

This Appendix provides a short introduction to the wavelet transform. For
more information about the Wavelet Transform, please consult [90] and [96].
Wavelet analysis is a time-frequency analysis tool that is used in many fields
of study for anomaly detection and characterization. Applications include seismological monitoring [110, 111], manufacturing defect detection [90], and epileptic EEG analysis [112, 113]. Wavelet analysis has also been used to determine
whether a vehicle’s vibrations are within a permissible limit to avoid mechanical
failures [114].
One of the driving ideas behind wavelet analysis stems from the pitfalls of the
related Short Time Fourier Transform (STFT), also known as the Gabor Transform.
The STFT performs the Fourier Transform over a fixed-size window that slides
across the signal. According to the Heisenberg uncertainty principle, choosing a
windowing function for the STFT fixes the STFT’s time-frequency resolution over
the entire time-frequency plane. To overcome this limitation, the wavelet transform proposes to scale the size of the window according to the frequency. High
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Table B.1: Equations of common mother wavelets.
Name
DOG-n
Morlet
FBSP M-B-C
Shannon B-C

Equation
ψ(t) =

d n − t2
e
dtn
t2

ψ(t) = e− 2 cos(5t)
"
 #M
√ sin πB Mt
ψ(t) = B
e2πjCt
t
πB M

√ sin (πBt)  2πjCt
ψ(t) = B
e
πBt

(B.1)
(B.2)
(B.3)
(B.4)

frequencies are analyzed using smaller windows to achieve greater time resolution, while low frequencies are analyzed using longer windows to achieve greater
frequency resolution. Thus, an optimal tradeoff is achieved between time and frequency resolution.
The wavelet transform achieves this window scaling across frequencies by decomposing a signal into short oscillations, or wavelets, that have local support and
are scaled and shifted across the entire signal. This is in contrast to the Fourier
Transform that decomposes a signal into frequencies, which have infinite length.
The local support of wavelets makes wavelet analysis better at locating transients
in a signal than Fourier analysis. Common wavelet bases, or mother wavelets, include the Morlet wavelet and the Shannon, Frequency B-Spline (FBSP), and Difference of Gaussian (DOG) of the n-th order (DOG-n) families of wavelets. The
equations and plots of these wavelets are shown in Table B.1 and Figure B.1 respectively.
The decomposition of a signal x (t) by a mother wavelet ψ(t) is called the wavelet
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Figure B.1: Plots of common mother wavelets.
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transform and is given by
Ws,τ

1
=√

Z ∞

s

t=−∞

x (t)ψ

∗




t−τ
dt,
s

(B.5)

where Ws,τ ∈ R is the wavelet coefficient calculated for the scaling factor s ∈
R+ and the shifting parameter τ ∈ R, x (t) is the original signal, and ψ∗ is the
complex conjugate of ψ. The wavelet transform is essentially the convolution of
the signal x (t) by the mother wavelet ψ(t) over multiple scales s. The wavelet
coefficient Ws,τ can be interpreted as a measure of similarity between the scaled
mother wavelet ψ(t) and the signal x (t) at time τ. If Ws,τ >> 0, the signal x (t) can
be well-characterized by ψ(t/s) near time τ. If Ws,τ << 0, the signal x (t) can be
well-characterized by −ψ(t/s) near time τ.
The set of wavelet coefficients W over the intervals of scaling factors S = [sl , sh ]
and shifting parameters T = [τl , τh ] for {sl , sh , τl , τh } ∈ R4 can be written as
W = {Ws,τ | s ∈ S, τ ∈ T },

(B.6)

W = WS,T ( x (t), ψ(t)) .

(B.7)

W can be visualized by plotting a scalogram (see Figure 4.14), with τ on the horizontal axis and with s or its related Fourier period or frequency (see Section 3h
of [96]) on the vertical axis. A scalogram is conceptually similar to a STFT spectrogram, where the horizontal axis represents time, the vertical axis represents frequency, and the colour represents the value of the transform’s coefficients.
The wavelet transform can be implemented on discretized signals by changing
the integrand in (B.5) to a summation operator and by choosing discrete values for
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the scaling and shifting parameters:
Ws,k

1
=√

∞

∑

s n=−∞

x (n)ψ

∗




n−k
,
s

(B.8)

where n is the sample index and k is the discretized shifting parameter. A common
choice for discretizing the scaling parameter s is to choose a logarithmic scale with
base two,
S = { 2 j | j ∈ Z+ } .

(B.9)

Likewise, a common choice for discretizing the shifting parameter is
(B.10)

k = sκm,

where κ ∈ Z+ is the length of the wavelet’s support and m ∈ Z+ is an index
that counts the number of shifts. This choice of shifting parameter means that
every part of a signal is analyzed only once at each scale, as depicted graphically
in Figure B.2. Using the j and m parameterization from (B.9) and (B.10), (B.8) can
be re-written as
Wj,m

1
=√
2j

∞

∑

n=−∞

x (n)ψ

∗




n − κm2 j
.
2j

(B.11)

The transform represented by (B.11) is often called the dyadic wavelet transform and is implemented using orthogonal wavelets (see Section 4.2 of [90] for
more details). Figure B.3 shows plots of some common orthogonal wavelets and
Figure 4.9 shows plots of the dyadic wavelet decomposition of a signal over the
five scales j ∈ {0, 1, 2, 3, 4}. In an abuse of nomenclature, the dyadic transform is
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Figure B.2: Visualization of scaling and shifting in the dyadic wavelet transform
by using the Haar wavelet (see Figure B.3).
Haar

db2

Figure B.3: Plots of common orthogonal wavelets.
often referred to as the Discrete Wavelet Transform (DWT). The DWT is particularly convenient in real-time signal processing scenarios because it can be implemented using a cascaded bank of high-pass and low-pass filters (see sections 4.4
of [90] for more details).
In another abuse of notation, wavelet transforms with a more fine-grained
choice of s and k than (B.9) and (B.10) are typically called the CWT. The CWT provides a higher resolution of wavelet coefficients, while the DWT provides a lower
computational complexity.

Appendix C
A Technical Overview of Gaussian Process Regression

Suppose we have a set of sparsely sampled data from a system that is difficult to
model. The system can be anything - a geological phemonemon, a robotic system’s
dynamics, etc. The only requirement is that the system can be characterized by
input-output pairs {x, y | x ∈ RD , y ∈ R}. For a spatial phenomenon such as
the ground’s roughness the input x could be a sample location and the output y
could be a measurement at that location. For a robotic system, the input could be
the robot’s current state and inputs to the actuators, and the output could be the
system’s future state. We assume the system has the form
f (x ) = w> Φ (x ),

(C.1)

y = f (x) + ε,

(C.2)

where Φ(x) is a function of the inputs x, w is a vector of weights that describes the
system’s output, and ε is measurement noise.
Now, suppose we wish to estimate the output f ∗ of the system for m input
points X∗ = {x∗,j | j = 1, ..., m} given knowledge of the system’s evaluation for n
204
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inputs X = {xi |i = 1, ..., n}. This is generally referred to as the regression problem.
Many solutions to the regression problem exist. The most widely used solution
is linear regression, where a linear function is fit to the training data D = { X, y},
where y = {yi |i = 1, ..., n} is a vector of system outputs, such that it minimizes the
mean squared residual errors r. More formally, the linear regression problem can
be written as
min

( M,b)

r = ŷ( M,b) − y

>


ŷ( M,b) − y ,

(C.3)

where ŷ( M,b) = M> X + b is the regressor that produces a vector of estimated
values and M ∈ RD×n and b ∈ RD are the slope and intercept parameters, respectively.
Although linear regression is a powerful tool, it is quite rigid and does not
perform well at predicting the behaviour of complex, non-linear systems. One way
of adding expressiveness to the system is to use a polynomial or trigonometrical
regressor because they have more degrees of freedom. However, these additional
methods of regression do not quantify the quality of their predictions. GPR offers a
method that is both expressive and has built-in support to quantify the uncertainty
of the predictions.
There exist two common and equivalent views on GPR; the weight-space view
and the function-space view. According to the weight-space view, GPR gives the
best linear unbiased prediction of intermediate values [115] and can be derived
from (C.1) by assuming ε ∼ N (0, σn2 ) is Independently and Identically Distributed
(IID) Gaussian noise and w ∼ N (0, Σ2p ) is a Gaussian distributed prior of weights.

The weight-space view is generally used to describe GPR (Kriging) in the geostatistical field. According to the function-space view, GPR specifies a distribution of
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functions that describe the training set. This Appendix focuses on the functionspace view. A detailed overview of the weight-space view is available in section
2.1 of [26].
C.1

Mathematical Formulation

A Gaussian Process (GP) is an infinite series of random variables, any finite
subset of which has a joint Gaussian distribution. A GP can be written as
f (x) ∼ GP m(x), cov f (x), f (x0 )



,

(C.4)


where f is the random process, m is the mean function, cov f (x), f (x0 ) = k (x, x0 )
is the covariance, and k is the covariance (or kernel) function. This is short-form
notation for


m (x) = E f (x) ,




cov f (x), f (x0 ) = E f (x) − m(x) f (x0 ) − m(x0 ) ,

(C.5)
(C.6)

where E is the expectation operator.
The function-space view of GPR formulates the regression problem from a
baysian perspective as

p ( f ∗ |D , x∗ ) ∼ GP f ∗ , cov( f ∗ ) ,

(C.7)

where f ∗ is the system’s estimated output for input x∗ . This formulation can be
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generalized for multiple inputs X∗ as

p (f∗ |D , X∗ ) ∼ N f∗ , cov(f∗ ) ,

(C.8)

where f∗ = { f ∗,i | i = 1, ..., m} is a Gaussian vector evaluated at the points in X∗ .
Equation (C.7) is typically called the system’s predictive distribution, f ∗ the

predictive mean, and cov( f ∗ ) the predicted covariance. The predictive mean can
be interpreted as the optimal estimate of the system’s state (the regressor), and
the predictive variance can be interpreted as a measure of the confidence of that
prediction. The rest of this section describes how f ∗ and cov( f ∗ ) are determined.

From (C.1) and (C.2) we know that y is a function of x and f ∗ is a function of x∗ .

Thus, (C.7) can be simplified to
p ( f ∗ |D , x∗ ) = p ( f ∗ |y) .

(C.9)

Formulating the regression problem using GPs requires that a few assumptions
be made about the latent function f (x) from (C.1) and sampling function y from
(C.2). First, it is assumed that the sampling noise ε from (C.2) is IID normally
distributed, such that ε ∼ N (0, σn2 ), where σn2 is the noise variance. Next, it is
assumed that the mean of the latent function f (x) is equal to zero. If a non-zero
mean is expected, the input space can be de-trended and GPR can be performed
on the residuals. Rasmussen and Williams describe how to incorporate explicit
basis functions into GPR analysis in section 2.7 of their book Gaussian Processes for
Machine Learning [26]. These prior assumptions about the system are described by
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the GPs


y(x p ) ∼ GP 0, k(x p , xq ) + δpq σn2 ,

(C.10)


f ∗ (x∗ ) ∼ GP 0, k (x∗ , x0∗ ) ,

(C.11)

where δpq is the Kronecker delta function which evaluates to one if and only if
p = q. The covariance function k, which is further discussed in Section C.2, is used
to express the relationship between samples in the input space. When the system
is evaluated at multiple training points X and test points X∗ , (C.10) and (C.11)
become the Gaussian vectors


y ∼ N 0, K ( X, X ) + σn2 I ,

(C.12)

f∗ ∼ N (0, K ( X∗ , X∗ )) ,

(C.13)

where K ( X, X ) is the covariance function k evaluated at all combinations of inputs
in X and K ( X∗ , X∗ ) is the evaluation of k at all combinations of X∗ .
The joint distribution of (C.12) and (C.13) can be written as
 
 

2
y 
 K ( X, X ) + σn I K ( X, X∗ ) 
  ∼ N 0, 
 .
f∗
K ( X∗ , X )
K ( X∗ , X∗ )

(C.14)
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By employing the joint Gaussian distribution identity in Appendix A.1.1, the predictive distribution falls out of (C.14) as
f∗ = K∗> (K + σn2 I )−1 y,
cov(f∗ ) = K ( X∗ , X∗ ) − K∗> (K + σn2 I )−1 K∗ ,

(C.15)
(C.16)

where K∗ = K ( X, X∗ ) = K ( X∗ , X ) and K = K ( X, X ) for simplicity. Calculating the
predictive distribution has computational complexity O(n3 ) because it requires
that the n × n matrix (K + σn2 I ) be inverted.
C.2

Covariance (Kernel) Functions

The purpose of the covariance function is to express a relationship between
samples in the input space. In the field of spatial statistics (Kriging) this relationship is called “spatial continuity” and is typically estimated using a semivariogram
over the training data [25]. In the field of machine learning, this relationship is
typically modelled by a kernel function whose hyperparameters are estimated by
minimizing the Gaussian process’ Log Marginal Likelihood (LML) [26]. There exist three primary classes of covariance functions as outlined in [26]; stationary covariance functions, dot product covariance functions, and non-stationary covariance functions. The choice of the type of covariance function to use is often based
on assumptions made about the underlying data. More methodological selection
methods are outlined in Chapter 5 of [26]. We assume that ground vibrations as
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measured by the χ metric are stationary, meaning that the metric’s mean and covariance are invariant to spatial translation in the input space [26]. This assumption holds on a local basis, as is apparent by the results presented in Section 5.5.
Thus, we model the system using stationary covariance functions.
Stationary covariance functions, or kernels, are functions of r = kx − x0 k, where
x and x0 are samples from the input space. The Euclidean norm is used in this thesis
because the spatial system that is modelled — vehicle vibrations in a 2D terrain —
lives in Euclidean space.
C.2.1

Squared Exponential Kernel

The most widely used stationary kernel is likely the Squared Exponential (SE)
function, also known as the Radial Basis Function (RBF) [26],
k SE (r ) =

σ2f exp




r2
− 2 ,
2l

(C.17)

where σ2f is the signal variance and l, which scales the Euclidean distance r, is
called the length scale. The predictive distribution resulting from an SE kernel with
a large σ2f will typically have a large variance. The mean of a predictive distribution
resulting from an SE kernel with a large l will vary more slowly than one with a
small l.
The SE kernel can be generalized to include anisotropy (i.e. directional dependency) by setting r2 (x, x0 )/l 2 = (x − x0 )> M (x − x0 ) for some positive semi-definite
length-scale matrix M, such that
0

k SEA (x, x ) =

σ2f exp




1
0 >
0
− (x − x ) M (x − x ) .
2

(C.18)
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If M is a diagonal matrix, then its values represent the length scale along each
axis in the input space ( [26], Section 4.2.1). Note that when M =

1
I,
l2

where I is

the identity matrix, (C.18) simplifies to (C.17).
The set of hyperparameters of an isotropic SE kernel is θSEi = {l, σ2f , σn2 }. The set

of hyperparameters of an anisotropic SE kernel is θSEa = { M, σ2f , σn2 }. In this thesis

we include the system’s noise variance σn2 in the set of kernel hyperparameters
because it is difficult to calculate for the vibration metric χ.
C.2.2

Matern Family of Kernels

The SE function is infinitely differentiable, and is sometimes considered too
smooth to model physical processes [25, 26]. Stein [25] recommends using the
Matérn class of kernels when modelling spatial phenomena. The Matérn class of
kernels is defined as

kMatérn (r ) =

2
σ2f

1− v  r

Γ(v)

√

2v

l

v

 √ 
r 2v
Kv
,
l

(C.19)

where v and l are positive parameters, σ2f is the signal variance, Γ is the gamma
function, and Kv is the modified Bessel function of the second kind. The set of
hyperparameters for the Matérn kernel family are θM = {v, l, σ2f , σn2 }. The Matérn
function is k-times differentiable for k < v [26].
Rasmussen and Williams point out that the most interesting cases are likely
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when v = 3/2 and v = 5/2, such that
k v=3/2 (r ) = σ2f
k v=5/2 (r ) = σ2f

√ !
√ !
3r
3r
1+
exp −
,
l
l
!
√ !
√
5r 5r2
5r
1+
+ 2 exp −
.
l
l
3l

(C.20)
(C.21)

They provide two reasons to justify this observation; (a) the kernel simplifies to the
product of an exponential and polynomial when v is a half-integer, which simplifies computation (b) for a value of v = 1/2 the process becomes quite rough, and
for half-integer values of v ≥ 7/2 the function becomes too smooth. Unless explicit
prior knowledge is known to support v ≥ 7/2 (e.g., the existence of higher-order
derivatives), these values should be avoided. When v → ∞ the Matérn kernel
simplifies to the SE kernel (C.17) [26].
There exist many other covariance functions that are less interesting for spatial
interpolation, some of which are described in section 4.2 of [26].
C.3

Selection of Kernel Hyperparameters

Let θ be the set of all hyperparameters for a given kernel. We wish to choose an
optimal θ given the training data D . This can be done in the Bayesian framework
by writing the conditional distribution
p(θ| X, y) =

p(y| X, θ) p(θ)
.
p (y| X )

(C.22)

While the evaluation of p(y| X ) can be particularily challenging, the evaluation
of p(y| X, θ), called the marginal likelihood, is analytically tractable. As per equations
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(2.30) and (5.8) of [26], the LML can be written as
1
1
n
log p(y| X, θ) = − y> (K + σn2 I )−1 y − log |K + σn2 I | − log 2π.
2
2
2

(C.23)

The optimal θ can be approximated by maximizing the LML from (C.23). This is
known as type II maximum likelihood (ML-II) and can sometimes result in overfitting. Nevertheless, it is the suggested method for hyperparameter selection. Maximization of (C.23) has a time complexity of O(n3 ) because it requires the inversion
of an n × n matrix [26].

