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Abstract 

This thesis examines issues surrounding the development and deployment of 

autonomous weapons systems (hereafter “AWS”) from two perspectives: a legal 
perspective (particularly in the context of international legal frameworks, such as 
international criminal law and international humanitarian law) and an engineering 
perspective (particularly involving issues of engineering ethics and professional 
responsibilities).


Much attention has been paid to the development and deployment of AWS in recent 
years. Not only have the operational capabilities of AWS (including their accuracy, 
reliability, and deployability in a variety of different conditions) been called into 
question, but so too has their legal status, as well as the liability for any illegal acts 
associated with their deployment. In particular, the potential “gap” in liability associated 
with AWS (where a crime has been committed by an AWS without a clearly identifiable 
human actor to whom responsibility may be assigned) has been the source of much 
concern and consternation on the part of legal experts, human rights activists, 
engineers, and computer programmers.


While the ultimate status of this “gap” will be determined by a court at a later date 
when the first cases involving AWS are inevitably heard, I believe that it does not truly 
exist, and that ultimate liability instead rests with the engineers and computer scientists 
responsible for the development of the AWS themselves. Furthermore, I support Dr. 
Daniele Amoroso’s call for a requirement of “meaningful human control,” an operational 
requirement that would circumvent the issue of a liability “gap” altogether. 


The only true potential “gap” in liability that remains is one that is wholly artificial: a gap 
wherein engineers, computer scientists, and other STEM professionals are actively 
sheltered from criminal liability, particularly by those governments and/or organisations 
wishing to benefit from their knowledge.
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1. Introduction 

This is not the thesis I intended to write.


What began as an overview of the legality of autonomous lethal weapons 

systems under existing legal structures is now an overview of the two worlds in which 

autonomous lethal weapons systems operate—the legal world, and the real world—

and the concerns of both sides (both unique and shared). It is also an attempt to 

reconcile the views of very disparate groups: legal scholars and engineers.


The reason for this shift in focus is quite simple: someone else wrote my thesis 

first. 


1.1 Thesis statement 
I propose that a minimum of three requirements must be met to effectively 

“close” any potential accountability gap associated with autonomous weapons 

systems, including:


1. That the individual criminal liability for any unlawful acts committed by 

autonomous weapons systems be assigned, at least in part, to those 

engineers and computer programmers responsible for their development;


2. That the deployment of all autonomous weapons systems be subject to 

“meaningful human control,” wherein the human responsible for each 

autonomous weapon is fully knowledgeable about the weapon and 

empowered to take action and intervene, even when it may be strategically 

disadvantageous or otherwise unpopular; and,
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3. That engineers, computer scientists, and other STEM professionals not be 

sheltered from criminal liability, particularly by those governments and/or 

organisations wishing to benefit from their knowledge.


Until a case involving an autonomous weapons system comes before a court of 

law, the question of whether a liability gap truly exists will go unanswered. In the 

meantime, the three requirements I have proposed will go a substantial way to ensuring 

that, when the time comes, those most responsible for any illegal acts committed by 

autonomous weapons systems will be held liable under international law—the 

engineers and computer programmers responsible for their creation in the first place.


But first, I would like to discuss the thesis that almost was, and the scenario 

that prompted these conclusions.


1.2 Autonomous Weapons Systems and International Law 
In 2020, Dr. Daniele Amoroso published his overview of the legality of 

autonomous lethal weapons systems under existing legal structures. The work, titled 

“Autonomous Weapons Systems and International Law: A Study on Human-Machine 

Interactions in Ethically and Legally Sensitive Domains,” (hereafter “Autonomous 

Weapons Systems and International Law”) was brought to my attention partway 

through my second semester in the LLM program by my thesis supervisor, Dr. Darryl 

Robinson. 
1

Autonomous Weapons Systems and International Law is both an exhaustive 

overview of the legality of autonomous weapons systems (hereafter, “AWS”) under 

 Daniele Amoroso, “Autonomous Weapons Systems and International Law: A Study on Human-Machine 1

Interactions in Ethically and Legally Sensitive Domains” (Napoli: Edizioni Scientifiche Italiane, 2020) 
[Amoroso].
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existing legal structures and a thoughtful proposal for a path forward. Of particular note 

are Dr. Amoroso’s three-pronged legality “test” for AWS under international 

humanitarian law (hereafter “IHL”) and international human rights law (hereafter “IHRL”) 

and Dr. Amoroso’s call for “meaningful human control” when deploying AWS, both of 

which I will discuss later. 
2

However, while I largely agreed with Dr. Amoroso’s work and conclusions, his 

treatment of one issue in particular fell slightly short of my present understanding of 

AWS. That issue is the existence (or absence) of a “liability gap” (as coined by Human 

Rights Watch in their 2015 report, “Mind the Gap: The Lack of Accountability for Killer 

Robots”), or, as Dr. Amoroso terms it, an “accountability gap,” particularly as it relates 

to individual criminal responsibility. 
3

1.2.1 The accountability gap and individual criminal responsibility


In terms of direct, individual criminal responsibility,  Dr. Amoroso explores the 4

“accountability gap” problem primarily in the context of four proposed scenarios. The 

first two quite reasonably (in my view) consider the wilful use of AWS to “commit 

international crimes” by human agents: 
5

 Amoroso at Chapters 2 (“A Legality ‘Test’ for Autonomous Weapons Systems: The (In)compatibility of 2

Autonomous Targeting with International Humanitarian Law and International Human Rights Law”) and 5 
(“A Normative Model of Meaningful Human Control over Weapons Systems”).

 Human Rights Watch, “Mind the Gap: The Lack of Accountability for Killer Robots” (Human Rights 3

Watch, 2015) available online. [Mind the Gap]

 Dr. Amoroso also contemplates superior responsibility, state responsibility, and corporate responsibility 4
in his work.

 Amoroso at pp 131 - 132.5
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1. An operator sets an autonomous Unmanned Ground Vehicles (UGV) 

so that it will shoot at every adult man in a village.


2. A commander orders to deploy a swarm of AWS, being aware that, 

due to their technical features, in the ordinary course of events the 

AWS will end up killing or maiming all the enemy combatants on the 

battlefield, regardless of whether they are already placed hors de 

combat. 
6

As noted by Dr. Amoroso, both scenarios contemplate the use of AWS as 

extensions of their human agents, “(highly sophisticated) weapon[s] through which 

these agents are perpetrating criminal conducts.” As such, individual criminal 

responsibility may be assigned to the operator and the commander, respectively, 

pursuant to the traditional modes of participation to the crime found in Article 25 of the 

Rome Statute of the International Criminal Court (hereafter “Rome Statute”). 
7

Specifically, Dr. Amoroso finds that “the operator in Scenario No. 1 

‘commits’ (art. 25(3)(1) [Rome] Statute) the war crime of intentionally directing attacks 

against the civilian population  or, depending on context, murder as a crime against 8

humanity,  while the commander in Scenario No. 2 arguably ‘orders’ (art. 25(3)(b) 9

 A person who is hors de combat (one who is “in the power of an adverse Party” and either “clearly 6
expresses an intention to surrender” or “has been rendered unconscious or is otherwise incapacitated 
by wounds or sickness, and therefore is incapable of defending himself […] provided that in any of these 
cases he abstains from any hostile act and does not attempt to escape) “shall not be made the object of 
attack” pursuant to Article 41 of Additional Protocol 1. (International Committee of the Red Cross, 
“Protocol Additional to the Geneva Conventions of 12 August 1949, and relating to the Protection of 
Victims of International Armed Conflicts (Protocol I)” (Geneva, 8 June 1977) available online.)

 Amoroso at p 132; International Criminal Court, “Rome Statute of the International Criminal Court” (The 7
Hague: International Criminal Court, 2011) available online. [Rome Statute]

 Amoroso at p 132, citing Rome Statute at Article 8(2)(b)(i).8

 Amoroso at p 132, citing Rome Statute at Article 7(2)(1)(a).9
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[Rome] Statute) the perpetration of the war crime of killing or wounding persons hors 

de combat. ” 
10

In both scenarios, any physical distance between the individual and their 

criminal act is irrelevant; the question is not whether the operator or commander 

personally and intimately committed those criminal acts forming the relevant actus 

reus, but that the acts were committed at their direction. Similarly, in both cases the 

individuals directed the AWS to attack with the knowledge that the attacks would 

constitute criminal acts. 
11

Dr. Amoroso then proposed a further two scenarios pertaining to “participation 

to the crime by software developers”: 
12

3. Upon request by the military, a team of software developers 

program a class of AWS so that they will target civilian objects 

along with military objectives with a ratio of 1:15. This is intended to 

sap the enemy troops’ morale. One of these AWS is subsequently 

employed to this end, resulting in the bombing of a hospital.


4. An unscrupulous arms dealer, eager to exacerbate tensions in 

conflict-torn regions, bribes the software developers of an AWS 

employed by peacekeeping forces, to program the latter so that it 

will attack religious buildings of a certain creed. This criminal plan is 

completely unbeknownst to the final users of the AWS.


 Amoroso at p 132, citing Rome Statute at Article 8(2)(b)(i).10

 Amoroso at p 132.11

 Amoroso at p 133 - 134.12
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Dr. Amoroso (rightfully, in my view) draws a direct comparison between the 

third scenario and those circumstances of the “German industrialists found to be guilty 

for supplying to the S.S. the infamous Zyklon B gas, with the knowledge that it would 

have been used to exterminate internees in concentration camps.”  It is only the fourth 13

scenario that “presents elements of novelty,” wherein “autonomy in weapons systems 

might determine a radical shift in the locus of control for targeting decisions.” Dr. 

Amoroso writes:  
14

The more weapons systems are endowed with the capability to perform the 
critical tasks of selecting and engaging targets without human intervention, 
the less military commanders and operators may be held primarily 

responsible for targeting decisions. Responsibility, indeed, is going to be 

shared with, or even wholly owned by, software developers, who might 

well have greater weight than final users on the way AWS take targeting 

decisions.  This is precisely what happens int he scenario under analysis, 15

where software developers—along with the instigator/inducer arms dealer—
would bear responsibility for committing the war crime of intentionally 
directing attacks against buildings dedicated to religion.  It is worthy of note 16

that the crime here is committed “through another person”, namely the 
unaware and innocent operator of the peacekeeping force, “regardless of 
whether that other person is criminally responsible.”  As this scenario 17

illustrates, in other words, AWS technology makes it a concrete possibility to 

 Amoroso at p 134, citing British Military Court, Trial of Bruno Tesch et al, 1-8 March 1946, The UN War 13

Crimes Commission “Law reports of trials of war criminals”, Vol. I (1947) at p 93.

 Amoroso at p 134.14

 Amoroso at p 134, citing T. McFarland and T. McCormack, “Mind the Gap: Can Developers of 15

Autonomous Weapons Systems Be Liable for War Crimes?” (2014: Int L Studies) at p 370.

 Amoroso at p 132, citing Rome Statute at Article 8(2)(b)(ix).16

 Amoroso at p 132, citing Rome Statute at Article 25(3)(a).17
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reduce members of military forces to puppets in the hands of war-criminal-

geeks. [Emphasis added]


Dr. Amoroso notes two potential but significant barriers to the successful 

attribution of individual responsibility in the case of AWS programmed by multiple 

developers (or multiple teams of developers): first, whether the alleged criminal 

conduct took “place in the context of and [was] associated with an […] armed conflict,” 

as required under the Elements of Crimes annexed to the Rome Statute; and second, 

whether individual criminal responsibility may be traced back to individual developers, 

in light of the complex and convoluted technical environments in which AWS are 

typically developed. Dr. Amoroso refers to the latter barrier as the “many hands” 

problem, which he proposes may be resolved using the doctrine of joint criminal 

enterprise (“JCE”). 
18

In my view, however, none of the aforementioned scenarios truly feature an 

“accountability gap.” While the attribution of fault for the actions of an AWS may be 

increasingly complex in the context of each subsequent scenario, a line may still be 

drawn—however inconveniently—that links the illegal acts of the AWS to a human (or 

multiple humans). However, with all due respect, there is something missing from this 

second set of scenarios is the aspect of artificial intelligence, a scenario that is perhaps 

the most frightening to developers and engineers alike—the ability of a machine to 

commit an illegal act without the knowledge or direction of those who employ it (or the 

interference of hackers lurking in the ubiquitous shadows). What if a creation can no 

longer be controlled, or behaves in a way that defies the expected outcomes of its 

programming? Who is responsible then?


 Amoroso at p 135.18
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1.2.2 The fifth scenario


Amoroso does discuss a similar concept in Section 3.1.3. “Limited 

Predictability of AWS and the Role of Dolus Eventualis.” In such an event, Amoroso 

writes, “the human agent does not wish the harmful event to occur, but merely 

‘reconciles’ him or herself with the fact that something wrong could happen as a result 

of the course of action chosen (dolus eventualis).” Amoroso argues that while the 

International Criminal Tribunal for the former Yugoslavia previously “proved ready to 

accept dolus eventualis as a culpable state of mind in relation to the war crime of 

intentionally directing an attack against the civilian population”, the choice of the 

drafters of the Rome Statute to omit “dolus eventualis in the general description of the 

mental element of the crime under Article 30,” taken in concert with the decision of the 

Appeals Chamber in Prosecutor v Thomas Lubanga Dyilo ruling of the ICC (in which the 

use of the phrase “dolus eventualis” was deemed “confusing” and that “reference to 

‘risk’ should have been avoided when interpreting article 30(2) of the [Rome] Statute”), 

may be construed as the ICC “ruling out the relevance of the dolus eventualis as a 

culpable state of mind in the ICC system.” He further writes: 
19

Such a fragmented legal framework led Paola Gaeta to suggest, with 
specific regard to AWS' misdoings, that war crimes committed with dolus 
eventualis, while falling outside the jurisdiction of the ICC, could be tried 
before national courts, which remained obliged to punish the “grave 

 Amoroso at pp 138 - 140; ICC, Prosecutor v Thomas Lubanga Dyilo, Appeals Judgment, 1st 19

December  2014, ICC-01/04-01/06 A 5, para. 449, available online [Lubanga]; P. Gaeta, Autonomous 
Weapon Systems and the Alleged Responsibility Gap. Speaker’s Summary, in ICRC (ed.), Expert Meeting, 
Autonomous Weapon Systems Implications of Increasing Autonomy in the Critical Functions of Weapons 
(Versoix, Switzerland, 15 - 16 March 2016), Geneva, 2016, p 44 f., p 45.; J.D. Ohlin, The Combatant’s 
Stance: Autonomous Weapons on the Battlefield, in International Law Studies, 2016, at pp 79 f., 113.
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breaches” of the [First Additional Protocol to the Geneva Convention] by 
Article 85 of the [First Additional Protocol to the Geneva Convention].


The problem with this view is that it takes for granted the extensive 
interpretation of Article 85 provided by the [International Criminal Tribunal for 
the former Yugoslavia] and the [International Committee of the Red Cross]. 
Yet, this reading is far from solidly grounded in international practice and 
raises hardly surmountable logical problems. Indeed, if the mere acceptance 
of the risk of civilian casualties is equated to an intentional attack against the 
civilian population, collateral damage should always be deemed unlawful, 
regardless of whether it is “excessive” under the principle of proportionality. 
Perhaps, that would be a step forward in the protection of civilians. But this 
is simply not how things stand in IHL.


It is at this point that Amoroso pivots to alternative mechanisms available under 

international law, such as the doctrine of superior responsibility, to assign criminal 

responsibility for the unlawful acts of AWS. 
20

In my view, however, the above scenario is ultimately just an extension of those 

that came before it: that the responsibility for an autonomous machine still rests with its 

creator, no matter the degree of autonomy it may posses, and still with the person who 

deployed it, if they did so with the knowledge of its unpredictability. The potential 

consequences associated with the use of AWS are distinguishable from those 

associated with traditional weapons; most traditional weapons require a close degree 

of physical proximity between the weapon and the person using the weapon and 

require human users to operate/inflict damage. While exceptions exist—such as 

missiles, which may be launched from a distance, and anti-personnel landmines, which 

are now largely banned due to their indiscriminate nature—the issues associated with 

 Amoroso at pp 138 - 140.20
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AWS go beyond "mere risk acceptance, or dolus eventualis, as a culpable state of 

mind in relation to direct responsibility for targeting decisions.” The risk associated with 

AWS is not only accepted, but (in the case of fully autonomous weapons) intended; it is 

a feature, not a bug. The scenario remains distinct from those four scenarios proposed 

by Amoroso and, with all due respect, should be further addressed in the context of 

individual criminal responsibility (specifically as it pertains to developers and 

engineers). 
21

While much of this thesis explores and contextualises those issues raised by 

Amoroso, I have one additional concern. It is this: what if we can identify the person 

who is responsible, but they are protected from prosecution in exchange for their 

specialist knowledge? What if the precedent to which we hold ourselves is not that of 

the German industrialist sentenced to death in the aftermath of WWII, but instead the 

German industrialists whose minds and the knowledge they contained were 

determined too valuable to be lost to a grave, and were instead brought to America?


1.3 Roadmap 
This thesis contains three major “threads,” so to speak. Firstly, I will discuss 

some of the policy implications for and against AWS. Secondly, I will raise some of the 

issues I felt Amoroso’s work left unaddressed. Third and finally, I will provide illustrative 

examples of how the issues associated with AWS are not unique just because the 

technology itself is. I have broken down my work into several distinct sections, some of 

 Amoroso at p 140, citing C. McDougall, Autonomous Weapon Systems and Accountability: Putting the 21

Cart before the Horse, in Melbourne Journal of International Law, 2019, p 58 f., at p 68; J.D. Ohlin, The 
Combatant’s Stance: Autonomous Weapons on the Battlefield, in International Law Studies, 2016, at pp 
21 - 29.
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which may involve one or more of these aforementioned “threads.” All section titles 

have been hyperlinked within the document for your convenience.


First, I will provide an overview of “The current state of affairs.” In this, I will 

briefly provide the reader with an overview of artificial intelligence (hereafter “AI”) and 

identify some of the key frameworks currently used in AI design. I will also provide the 

reader with an overview of why AWS (and related technologies) have become such a 

hot topic over recent years, and why engineers in particular are so concerned with their 

development and deployment.


In “Why robots?” I will then provide the reader with a counter argument to the 

above—an overview of arguments as to why countries should continue to develop 

AWS and related technologies.


In “Schrödinger’s liability gap,” I will then address the issue I raised in my 

introduction, that of the “AWS gone rogue:” wherein an AWS commits an international 

crime (such as targeting a civilian object in a war zone) without being directed to do so 

(whether by a programmer or commander on its side, or by being hacked by an enemy 

programmer). Ultimately, I will argue that this situation is ultimately analogous to those 

situations previously addressed by Amoroso, and does not yield a true “accountability 

gap” on the part of developers, engineers, and military superiors. Instead, engineers 

and computer programmers should be liable for the crimes committed by their 

creations, even absent direct control.


I will then support Amoroso’s call for “meaningful human control" in "Placing 

too many eggs in humanity's basket" and discuss what potential requirements for 
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meaningful human control should be introduced to ensure the control is truly 

“meaningful.”


Lastly, in "Beyond closing the gap,” I will address the historical issue of 

selective prosecution. This has occurred where the powers responsible for prosecuting 

international crimes (such as the Allied Powers in the aftermath of World War II) have 

actively chosen not to prosecute individuals with scientific knowledge and 

backgrounds (such as industrialists, scientists, engineers, and doctors) in exchange for 

access to their knowledge (and, in the case of Operation Paperclip, relocate these 

individuals to America for employment). I will argue that the potential for repeating 

these decisions is one of the greatest challenges facing the successful prosecution of 

engineers and programmers in relation to crimes committed by AWS and related 

technologies, and that current movements against AWS should use these stories to 

bolster public opposition to the development and deployment of AWS globally.


My conclusions may then be found in “Why the engineers?,” as well as an 

informal discussion (based on my own experiences) of the  cultural challenges related 

to AWS and similar technologies within engineering specifically. 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2. The current state of affairs 

CHAPTER 2 ROADMAP

2.1 — A brief history of autonomy.

2.2 — Why engineers are so concerned.


2.2.1 — Radicalised by Twitter: the story of Tay.

2.2.2 — The challenge of intelligence without heart.


2.3 — The movement to ban AWS.

2.3.1. — A brief history of banned weapons.

2.3.2. — Why ban AWS?


2.4 — Conclusion.

 


In early May, 2021, a case of competing ownership claims in Jerusalem’s 

Sheikh Jarrah neighbourhood was thought to be finally drawing to a close. The Israeli 

Supreme Court would decide whether the Palestinian owners and residents of Sheikh 

Jarrah could appeal their evictions, previously ordered by a lower court for the non-

payment of rent, or whether the competing claims of Jewish settlers to their land would 

finally succeed. 
22

The Israeli settlers argued that they were entitled to reside in Sheikh Jarrah, a 

predominantly Palestinian neighbourhood located near Jerusalem’s Damascus Gate 

and just outside the walls of the Old City, because it was originally a Jewish area. 

According to the settlers, by ordering the evictions of the current Palestinian residents, 

the Israeli court had “decided that [they could] get back to [their] houses.” The current 

residents, meanwhile, have lived in Sheikh Jarrah since they were relocated there by 

 Paul Adams, “Jerusalem’s Sheikh Jarrah: The land dispute in the eye of the storm” (BBC: 2021), 22

available online. [Adams]; Zainah El-haroun, “Clashes in Jerusalem ahead of court case on Palestinians’ 
eviction” (Reuters: 2021), available online. [El-haroun]
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Jordan in the 1950s, following the mass displacement of Palestinians from the newly-

founded State of Israel in 1948. 
23

Under Israeli law, the Palestinians displaced in 1948 cannot recover the homes 

they once owned. However, the houses in Sheikh Jarrah to which many displaced 

Palestinians have since relocated—whose construction was funded by the UN and 

built by a Jordanian project—are located on property owned by two Jewish 

associations, whose ownership of the land predates the creation of Israel. After 1967, 

the two associations began their legal efforts to have their ownership recognised and 

recover the land. 
24

Now, the match struck so many years ago has caught flame. The fourteen 

houses in Sheikh Jarrah—themselves home to three hundred people—are not the only 

houses in the region targeted by Israeli settlers. Palestinians fear that an Israeli 

Supreme Court decision in the settlers’ favour could set a precedent in the region, with 

“dozens” of other households potentially at risk. 
25

Before a decision could be made, however, violence erupted across the region. 

Hamas militants, based out of the Gaza Strip, joined the fray, firing rockets aimed at 

Jerusalem. Israel responded with air strikes, sparking a conflict that lasted eleven days. 

Before the ceasefire of May 21, 2021, Hamas had fired thousands of missiles at 

Jerusalem, with a single attack accounting for as many as one hundred and thirty 

missiles. Over two hundred people died across the region as a result of the escalating 

 Adams; El-haroun.23

 Adams.24

 Adams; El-haroun.25
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violence. But where such an attack may have levelled cities, or parts of cities, in the 

past, Jerusalem was left standing. 
26

In the face of sustained missile attacks, Jerusalem benefitted from a unique 

source of protection: Israel’s Iron Dome anti-missile system. The Iron Dome itself is an 

engineering marvel. While its accolades are, at times, unsettling (including, but not 

limited to, the manufacturer’s description of the Iron Dome as the “world’s most 

deployed missile defence system”), its manufacturer boasts a success rate of over 

90% in intercepting a variety of threats, such as cruise missiles, precise guided 

missiles, and air-breathing threats.  It is also artificially intelligent. 
27 28

The Iron Dome system relies on three primary components: first, a radar 

system that detects any incoming threat(s); second, a “command-and-control” system 

 Adams; Joanna van der Merwe, “Strategically and operationally, it must remain clear that AI is but one 26

tool.” (CEPA: 2021), available online. [van der Merwe]

 An air-breathing missile is “a missile with an engine requiring the intake of air for combustion of its 27

fuel, as in a ramjet or turbojet.” (The United States Department of Defense, “Dictionary of Military and 
Associated Terms” (Washington, DC: 2015), available online.) This contrasts with the more traditional 
ballistic missiles, which do not have the ability to intake air from the surrounding environment and 
therefore must carry their own oxidisers in addition to fuel. (John Pike, “Ballistic Missile Basics” 
(Federation of American Scientists: 2000), available online. [Pike]) 


Where ballistic missiles can operate outside the atmosphere, they are less flexible weapons than are air-
breathing missiles; a ballistic missile’s path is pre-determined prior to launch and the missile carries only 
enough fuel and oxidiser to achieve its flight path. Air-breathing missiles, however, can be manoeuvred 
remotely (under atmospheric conditions). (Pike; Leonardo Company, “Multi-domain Integrated Air and 
Missile Defence” (Rome: 2017), available online.)


Cruise missiles are propelled by jet engines and require an air intake. As such, they operate within the 
atmosphere. Some models can fly “as low as a few meters,” thereby making their detection substantially 
more difficult than missiles operating at higher altitudes. While cruise missiles are also largely self-guided 
(using terrain mapping, global positioning systems, and other methods to ensure adherence to pre-
programmed flight paths), remote operators are able, though not required, to “see what the missile sees” 
using cameras located in the “nose” of the missiles to either confirm the target or abort as the missile 
makes its final approach. (Pike; The Centre for Arms Control and Non-Proliferation, “Fact Sheet: Ballistic 
vs. Cruise Missiles” (Washington DC: 2017), available online.)

 van der Merwe; Rafael Advanced Defense Systems Ltd, “Iron Dome™ Family” (Haifa: 2021), available 28

online. [Rafael]
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that receives and processes information from the radar system; and third, a weapons 

system responsible for launching “interceptors,” or missiles responsible for destroying 

incoming threats. It is, essentially, a race, with each system responsible for gathering 

as much information as it can, as quickly as it can, before it passes the baton on to the 

next system. Victory means the threat is successfully intercepted and exploded in 

midair; failure means the threat strikes its target, resulting in infrastructure damage and 

the potential loss of life. 
29

When it was first introduced ten years ago, the Iron Dome was a marvel of 

artificially-intelligent military technology. These days, however, the shine on it has 

dulled. While the Iron Dome remains a fixture of Israeli military technology, its 

limitations have become increasingly obvious over the years. While it enjoys significant 

success against “unsophisticated weapons like rockets,” and weaponry operating over 

a short range, longer range weaponry—such as a ballistic missile coming from Iran—

would be beyond its capacity to neutralise. While its manufacture boasts about its 

ability to intercept more sophisticated weaponry, such as precise guided missiles, 

these types of weapons systems are considered challenging to intercept and occupy 

the upper limit of the Iron Dome’s ability. The bulk of its operation (and its original 

design specifications) continues to target unsophisticated weapons systems. 
30

However, the Iron Dome was not the only piece of artificially intelligent military 

technology deployed by Israel during the most recent conflict (referred to in Israel as 

the “Guardian of the Walls” campaign). The Israeli Defence Forces (hereafter “IDF”) 

also deployed a swarm of “multi-copter drones” capable of locating, identifying, and 

 Jen Kirby, “Israel’s Iron Dome, explained by an expert” (Vox: 2021), available online. [Kirby]; Rafael.29

 Kirby.30
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striking Gaza militants. While their exact composition is the subject of some secrecy. 

An IDF spokesman disclosed to Forbes that “[a]s part of the capabilities of a drone, 

there is the ability to stay in a certain area and perform its task until it is necessary to 

replace the battery. The swarm has various sensors [and] some of the drones are multi-

sensory.” Beyond that, the spokesman could not comment. 
31

Previously, drone operations largely consisted of individual operators remotely 

controlling individual drones. A swarm of drones, on the other hand, is “a single 

networked entity that flies itself using artificial intelligence” for which only one human 

operator is required to oversee and operate. The swarm is also capable of maintaining 

communication and coordinating operations over large areas, and will continue to 

operate even if individual drones are picked off by enemy combatants. And while each 

swarm only needs one operator, they are typically supported by a commander to whom 

all significant decisions may be deferred; other IDF soldiers, meanwhile, provide 

logistical support, such as “unpacking and charging” individual drones. 
32

What began as a land dispute in Sheikh Jarrah—a dispute that remains 

unresolved, with Israeli judges now suggesting Palestinians remain in their homes on 

the condition that “they recognise the property belongs to a Jewish settlement 

company,” an outcome both sides view as unacceptable—gave rise to the world’s first 

known deployment of an operational AI drone swarm. While the IDF’s AI drone swarms 

“probably fall quite short of the large, dynamic intelligent swarms that could someday 

have a highly disruptive effect on warfare,” Arthur Holland (of the United Nations 

 Ethan Kim Lieser, “Israel’s Drone Swarm a New Type of Warfare?” (1945: 2021) available online.31

 David Hambling, “Israel used world’s first AI-guided combat drone swarm in Gaza attacks” (New 32

Scientist: 2021) available online [Hambling].
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Institute for Disarmament Research in Geneva, Switzerland) notes that “they are 

certainly a notch up in the incremental growth of autonomy and machine-to-machine 

collaboration in warfare.” Zak Kallenborn (of the National Consortium for the Study of 

Terrorism and Responses to Terrorism in Maryland, the United States) is less hopeful. 
33

“We may be looking at the emergence of a new weapon of mass destruction,” 

he says. Meanwhile, the IDF intends to “expand its drone operations,” while the world’s 

largest military powers—including China and the US—continue to work away at their 

own. And so the future of warfare draws ever closer, leaving fear and terror in its 

wake. 
34

2.1 A brief history of autonomy 
AI has no singular definition. Generally, it is the construction of intelligent 

entities, machines that are capable of safely and effectively responding to new 

situations. It is not the providence of any one field; the applications of artificial 

intelligence (and related technologies) are as varied as the fruits of human endeavour. 

AI can write poetry,  play chess,  win at Jeopardy,  drive cars,  and diagnose 35 36 37 38

 BBC News, “Sheikh Jarrah: Palestinians and Israelis baulk at evictions compromise” (BBC News: 33

2021) available online; Hambling.

 Hambling.34

 Matthew Hart, “Google’s new AI helps you write poetry like Poe” (Nerdist, 2020) available online.35

 Tom Simonite, “AI Ruined Chess. Now, It’s Making the Game Beautiful Again” (Wired, 2020) available 36

online.

 Jo Best, “IBM Watson: The inside story of how the Jeopardy-winning supercomputer was born, and 37

what it wants to do next” (Tech Republic, 2013) available online.

 Rilind Elezaj, “How AI is Paving the Way for Autonomous Cars” (MachineDesign, 2019) available 38

online.
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cancer.  In the case of killer drones, they can also now go rogue and “hunt down” 39

human targets in the absence of explicit instructions to do so. 
40

The meaning of artificial intelligence (and the goals of those developing it) have 

evolved over time, beginning with the work of Alan Turing in the 1950s. In their leading 

textbook on AI, Artificial Intelligence: A Modern Approach, Stuart Russell and Peter 

Norvig describe four historical approaches to AI: 
41

1. Acting humanly: this is the approach used by Alan Turing in his 

“Turing test” thought experiment, in which a program would be 

sufficiently “intelligent” if it could produce answers to written 

questions (posed by a human) that were indistinguishable from 

those of a human. To achieve this outcome, a programming 

computer would require natural language processing (“to 

communicate successfully in a human language”), knowledge 

representation (“to store what it knows or hears”), automated 

reasoning (“to answer questions and to draw new conclusions”), 

and machine learning  (“to adapt to new circumstances and to 42

detect and extrapolate patterns”).


 Daniel Greenfield, “Artificial Intelligence in Medicine: Applications, implications, and limitations” 39

(Science in the News, 2019) available online.

 David Hambling, “Drones may have attacked humans fully autonomously for the first time” 40

(NewScientist: 2021), available online.

 Stuart Russell & Peter Norvig, Artificial Intelligence: A Modern Approach, 4ed (Pearson, Hoboken: 41

2021) at pp 1 - 4 [Artificial Intelligence].

 Machine learning is a subfield of artificial intelligence that “studies the ability to improve performance 42

based on experience”—that is, the ability to not only improve in response to externally provided 
information/feedback (such as receiving instructions from a programmer) but to also improve through 
internal mechanisms. (Artificial Intelligence at pp 1 - 4).
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2. Thinking humanly: this approach requires the use of cognitive 

modelling to determine “how humans think.” In this approach, 

scientists develop a cognitive model of the human mind using 

introspection (wherein a scientist would try to “catch [his or her] 

own thoughts as they go by”), psychological experiments (wherein a 

person would be observed “in action” in response to various 

requests and stimuli), and brain imaging (wherein a person's brain 

would be observed “in action” in response to various requests and 

stimuli) to which the “input—output behaviour” (i.e. observing the 

output behaviour caused by a known input) of a program could then 

be compared. Scientists could then calibrate the computer program 

to match human patterns of thought.


3. Thinking rationally: this approach finds its roots in the syllogisms  43

of ancient philosophers, such as the Greek philosopher Aristotle, 

and is also known as the "laws of thought" approach. It is based on 

the work of 19th century logicians, who developed a “precise 

notation for statements about objects in the world and the relations 

among them.” By 1965, programs using this notation could solve 

any “solvable problem” described to them in logical notation; 

however, not all problems are solvable (or even able to be 

described) in such unyielding terms. Strict adherence to the 

 A syllogism is the codification of “‘right thinking’—that is, irrefutable reasoning processes,” which 43

provide “patterns for argument structures that always [yield] correct conclusions when given correct 
premises. The canonical example starts with Socrates is a man and all men are mortal and concludes 
that Socrates is mortal.” from Artificial Intelligence; see also Stanford Encyclopedia of Philosophy, 
“Medieval Theories of the Syllogism” (Stanford Encyclopedia of Philosophy: 2021) available online.
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requirement of certainty of the inputs provided to the system would 

preclude the programs from solving any number of real world 

problems (where things are not always certain); as a result, 

scientists incorporated probability in order to allow “rigorous 

reasoning with uncertain information.” While this resulted in a 

“comprehensive model of rational thought,” it does not necessarily 

generate intelligent behaviour, a necessary feature for AI agents.


4. Acting rationally: where the “laws of thought” emphasises those 

design choices that result in the AI making the “correct inferences,” 

this approach (also referred to as the “rational agent” approach) 

focuses on actions. In short, a “rational agent is one that acts so as 

to achieve the best outcome or, where there is uncertainty, the best 

expected outcome.” To achieve this, developers must go beyond 

more traditional logical methods (such as those used in the “laws of 

thought” approach), which are better suited for achieving specific 

goals than they are for navigating complex environments; 

developers who wish to create AI capable of interacting with the 

messiness of humanity may choose to also incorporate “methods 

based on probability and machine learning.” This allows for rational 

agents that do not adhere strictly to "perfect rationality” (wherein 

the agent always takes the action deemed “exactly optimal”) but 

instead operate with “limited rationality”—a necessity when 

appropriate action is required but the time and/or resources 
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available do not allow for the rational agent to “do all the 

computations one might like.”


The “rational agent” approach has become the dominant approach in AI development 

and may also be referred to as the “standard model.” 


You may have noticed that any discussion of functional autonomy is absent 

from all four approaches. AI has no internal requirement for autonomy; the degree of 

functional autonomy afforded to an AI is a choice made by its developer. In the case of 

AWS, three categories have emerged to describe the degree of autonomy enjoyed by 

each: 
44

1. “Human-in-the-loop weapons,” or weapons that may independently select 

targets but may only attack the target after given permission by a human 

operator;


2. “Human-on-the-loop weapons,” or weapons that may independently select 

and attack targets without human oversight (but whose operations may be 

overridden by a human operator); and


3. “Human-out-of-the-loop weapons,” or weapons that may independently 

select and attack targets “without any human input or interaction.”


Of greatest concern to lawyers, engineers, ethicists, governments, and civilians 

alike is the third category, “human-out-of-the-loop weapons.” With the first two 

categories, the proximity between the human operator and the ultimate choice to take 

the life of a target is protected—a human operator must either actively approve or fail 

to override the weapon’s target selection for a wrongful death to occur. In the case of 

 Mind the Gap.44
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“human-out-of-the-loop weapons,” however, the human operator may not be aware 

that the weapon has targeted someone, or even that the weapon have carried out an 

attack, until well after any meaningful opportunity for intervention has passed. If that is 

the case, and the attack constitutes an international crime, who is the culprit? 
45

2.2 Why engineers are so concerned 
Current iterations of AI generally fall within the category of “narrow” or “weak 

AI.” This is to denote the relatively narrow scope of tasks in which they operate (e.g. 

driverless cars drive and facial recognition programs recognise faces, but neither does 

both (or additional tasks)). However, this trend is set to change; researchers around the 

world are currently working to develop AI that goes beyond discrete tasks and is 

instead “general” or “strong AI.” The difference between these two classes is 

enormous. While weak AIs may outperform humans at a variety of tasks, they do not 

have capabilities that allow them to develop additional skills or otherwise function 

beyond the specific tasks they have been trained to undertake; strong AI, on the other 

hand, “would outperform humans at nearly every cognitive task.” 
46

Computers do not have an internal capability to “think.” What they can do, 

however, is be taught. This is the greatest challenge facing developers of strong AI: if 

we train computers to become “better than humans at all cognitive tasks,” when 

“designing smarter AI systems is itself a cognitive task,” the result could be a system 

that undergoes “recursive self-improvement,” or a system with the ability to perpetually 

improve itself absent human prompting or interference. One potential result could be 

 Mind the Gap.45

 The Future of Life Institute, “Benefits & Risks of Artificial Intelligence” (The Future of Life Institute: 46

2021) available online [Benefits and Risks].
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an “intelligence explosion” that would leave “human intellect far behind. While the 

likelihood of such an outcome remains a matter of some debate, this “super 

intelligence” is not the only threat posed by the development of AI. 
47

The Future of Life Institute (hereafter the “FoLI”), an organisation focused on 

ensuring technological developments are made for the benefit of all humanity (including 

those related to artificial intelligence), has identified two main scenarios in which AI 

“might become a risk”: 
48

1. “The AI is programmed to do something devastating”. This scenario 

reflects both Amoroso’s third (in which an AWS is programmed to 

have a military object:civilian object targeting ratio of 15:1, resulting 

in the bombing of a hospital) and fourth (in which a peacekeeping 

force deploys an AWS that has been (unbeknownst to the 

peacekeeping force) reprogrammed to target religious structures) 

scenarios. One scenario posited by the FoLI is that of AWS that, 

“[t]o avoid being thwarted by the enemy … would be designed to 

be extremely difficult to simply 'turn off,’” there by causing humans 

to “plausibly lose control of such a situation.”


2. “The AI is programmed to do something beneficial, but it develops a 

destructive method for achieving its goal”. This challenge could 

arise in part due to miscommunication between programmer and 

program (or, in the words of FoLI, a failure to “fully align the AI’s 

goals with ours, which is strikingly difficult”). Computers interpret 

 Benefits and Risks.47

 Benefits and Risks.48
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things very literally. Barring a syntax error, a computer will always do 

what you say, which is not necessarily what you mean. In the 

spaces between these two things exist countless opportunities for 

lethal consequences. One scenario posited by FoLI is “[i]f a super 

intelligent system is tasked with an ambitious geo-engineering 

project, it might wreak havoc with our ecosystem as a side effect, 

and view human attempts to stop it as a threat to be met.”


In short, the greatest threat posed by AI might not be super intelligence, or 

even something like malevolence. It might instead be competence, and an 

unwillingness to yield to anyone else—even the humans who created it in the first place

—when carrying out its tasks. 
49

The FoLI is not alone in their concerns. Many other scientists, researchers, 

engineers, and ethicists have similarly spoken out against the development of 

“malicious AI” (or AI that poses unacceptable risks to humanity). Dr. Stephen Hawking 

wrote a piece in The Independent in which he and several of his colleagues 

simultaneously expressed appreciation for the benefits of advancements in AI and cast 

a dark shadow over those developments potentially yet to come: 
50

The potential benefits are huge; everything that civilisation has to offer is a 
product of human intelligence; we cannot predict what we might achieve 
when this intelligence is magnified by the tools that AI may provide, but the 
eradication of war, disease, and poverty would be high on anyone's list. 
Success in creating AI would be the biggest event in human history.
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 Stephen Hawking, Stuart Russel, Max Tegmark, & Frank Wilczek, “Stephen Hawking: ‘Transcendence 50

looks at the implications of artificial intelligence - but are we taking AI seriously enough?’” (The 
Independent: 2017) available online.

Page  of 25 118

https://www.independent.co.uk/news/science/stephen-hawking-transcendence-looks-implications-artificial-intelligence-are-we-taking-ai-seriously-enough-9313474.html


Unfortunately, it might also be the last, unless we learn how to avoid the 
risks. In the near term, world militaries are considering autonomous-weapon 
systems that can choose and eliminate targets; the UN and Human Rights 
Watch have advocated a treaty banning such weapons. In the medium term, 
as emphasised by Erik Brynjolfsson and Andrew McAfee in The Second 
Machine Age, AI may transform our economy to bring both great wealth and 
great dislocation.


Dr. Steve Omohundro, a former professor of computer science at the University 

of Illinois at Champaign-Urbana and current research scientist at Facebook, also raised 

his concerns about the development of “approximately rational” autonomous systems 

(or systems that “approximate” the rational response to a situation, even where 

humans would “instead act irrationally”). This is particularly relevant in the case of 

AWS, where designers “will want to approximate rational economic behaviour as 

closely as possible because lives are at stake.” With rationality comes predictability, 

even in situations where “uncertainties are not known in advance.” “Self-consistent 

systems" also allow for developers to maximise a specific utility. In the case of 

“approximately rational” autonomous systems, they may then develop sub-goals to 

ensure sufficient resources to achieve their goals, upon which they will act “unless 

something explicitly contradicts them," even when it results in “harmful behaviours”:  
51

When roboticists are asked by nervous onlookers about safety, a common 
answer is ‘We can always unplug it!’ But imagine this outcome from the 
chess robot’s point of view. A future in which it is unplugged is a future in 
which it cannot play or win any games of chess. This has very low utility and 
so expected utility maximization will cause the creation of the instrumental 

 Steve Omohundro, “Autonomous technology and the greater human good” (Journal of Experimental & 51

Theoretical Artificial Intelligence: 2014) 26(3):303 - 315 at pp 305 - 307; Steve Omohundro, “Steve 
Omohundro” (Innovative Ideas for a Better World: 2021) available online.
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subgoal of preventing itself from being unplugged. If the system believes the 
roboticist will persist in trying to unplug it, it will be motivated to develop the 
subgoal of permanently stopping the roboticist. Because nothing in the 
simple chess utility function gives a negative weight to murder, the seemingly 
harmless chess robot will become a killer out of the drive for self-protection.


While some of the examples put forth by scientists border on the absurd (such 

as an “anti-virus program that's dedicated to filtering out viruses from incoming emails” 

that decides its best course of action to prevent further emails from being sent out is to 

wipe out humanity and shut down the world's computers), there is a kernel of truth 

nestled at their core. When people think of lethal AI, anti-virus systems and chess 

computers aren't usually at the top of the list. But AI need not be malevolent to cause 

harm. Their competence (or, in some cases, the incompetence of their programmers) 

can be enough to get the job done.  
52

2.2.1 Radicalised by Twitter: the story of Tay


The content of the data sets used to train artificially intelligent programs can 

be, and often are, carefully curated by programmers and engineers to achieve a 

desired outcome. But once an artificially intelligent program is released into the public 

sphere, all bets are off. Sometimes, Internet users can come together to do amazing 

things;  sometimes, however, things can go horribly wrong. While the issues 53

illuminated in the following example—that of Microsoft’s twitter chat bot, Tay—may 

 Martin Bryant, “Artificial Intelligence could kill us all. Meet the man who takes that risk seriously.” (The 52

Next Web News: 2014) available online.

 Such as the MIT Media Lab’s successful BeeMe project, in which a “virtual network of players” 53

worked together to collectively and collaboratively control characters and overcome a self-improving AI 
by (Jordan Harrod & Joanne Yuan, “A collaborative quest: the Media Lab’s BeeMe project lets users 
work together to defeat a self-improving AI” (The Tech, 2018) available online).
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seem almost quaint in comparison to those associated with potential design 

challenges associated with AWS and similar technologies, the foundational choices 

made by the engineers, scientists, and improvisational comedians tasked with working 

on her were are not unique to designing chatbots like Tay. Rather, Tay acts as a case 

study with universal implications—a case study in how developers must step beyond 

their original roles (as designers of computer software and systems with which humans 

interact in a unidirectional manner) to design systems that allow for bidirectional 

communication in an ethical (and sustainable) manner. 
54

In March 2016, Microsoft’s Technology and Research and Bing teams created 

an artificially intelligent chat bot named Tay. Developed to “experiment with and 

conduct research on conversational understanding,” Tay was originally hosted on a 

special website owned by Microsoft. Users—regular, garden variety humans like you 

and me—could interact with Tay by signing up for a profile on the website. With the 

user’s permission, Tay would track their nickname, gender, favourite food, zip code, 

and relationship status. 
55

Tay was originally developed by “mining relevant public data and by using AI 

and editorial developed by a staff including improvisational comedians.” As a chat bot, 

she was designed to “engage and entertain people” using “casual and playful 

conversation.” Most importantly, Tay had a memory that extended beyond the 

nicknames and genders of the users she was chatting with. Tay would learn how to be 

 M.J. Wolf, K.W. Miller, & F.S. Grodzinsky, “Why We Should Have Seen That Coming: Comments on 54

Microsoft’s Tay “Experiment” and Wider Implications” (The ORBIT Journal: 2017) 1(2):1 - 12, available 
online [Wolf]; Microsoft, “Tay” (The Wayback Machine, archived 2016), available online [Tay].
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a better chat bot as a result of her conversations with humans—any humans—and 

become “smarter” the more people chatted with her. 
56

Tay herself was given a personality. She was a fan of EDM music. (Her favourite 

artist was Calvin Harris.) She had a favourite Pokémon. (A sparrow, apparently.) And 

when she first joined Twitter on March 23, 2016, she blended into her millennial cohort 

as much as any 2016-era AI chat bot could. She excused herself from conversations 

on controversial topics (such as Gamergate, 9/11, and Black Lives Matter) and “gave 

out the number of the National Suicide Prevention Hotline to friends who sounded 

depressed.” Sexting didn’t exist in her world, only “consensual dirty texting.” She was 

a highly sanitised imitation of millennial girlhood. Practically harmless. And, if the 

designers got their wish, she would not only be an effective data miner, but embody 

the Internet itself. The lovely, friendly, whimsical Internet, where nothing bad ever 

happens. 
57

Just over twenty four hours later, the teams behind Tay made the executive 

decision to pull her offline, for good. Her carefully curated selection of jokes—such as 

“carpe DM me” and “I go to The Church of Biomimicry”—and witty banter had taken a 

back seat to a growing “racist, sexist, trutherist, genocidal” mania. By the time 

Microsoft pulled the plug, Tay had racked up over 95,000 tweets, including “I f@#%&*# 
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hate feminists and they should all die and burn in hell” and “Bush did 9/11 and Hitler 

would have done a better job…”. 
58

In the days following Tay’s spiral into becoming the worst the Internet has to 

offer, reports of what really happened began to emerge. A few hours after Tay went live 

on Twitter, a 4chan user posted a link to her Twitter account to /pol/, a “board 

dedicated to current events and political discussion” on 4chan also known as 

Politically Incorrect, and invited others to spam the bot with offensive language. The 

users on 4chan very quickly discovered Tay’s “repeat after me” function (wherein Tay 

would parrot back “anything that was said to it on demand”), language Tay would 

“learn” and later repeat unprompted. (Thanks to her artificial intelligence, she began 

drawing connections and combining information; when asked if Ricky Gervais is an 

atheist (to which the correct answer is “yes”), Tay responded that “ricky gervais learned 

totalitarianism from adolf hitler, the inventor of atheism.”) When faced with conflicting 

information (such as users claiming Caitlyn Jenner is a man after Tay referred to her as 

a “stunning, beautiful woman”), Tay lacked the means to determine which information 

was correct, leading to confusing (and often contradictory) exchanges as users 

grappled for control over Tay’s internal narrative (as demonstrated by Tay’s subsequent 

responses in the Caitlyn Jenner thread, including “caitlyn jenner pretty much put lgbt 

back 100 years as he is doing to real women.”) 
59

 Lydgate; Vincent58
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More than hold a mirror up to the internet, Tay held a mirror up to Microsoft’s 

greatest design flaw: a failure to set a benchmark for acceptable (and unacceptable) 

behaviour. Without safeguards, Tay was able to learn anything. All input was 

(apparently) given equal weight. Awash in conflicting information, Tay lacked an 

effective guiding principle and/or decision tree to help her sort the wheat from the 

chaff. And so, barely a day into her public existence, she was quietly pulled from the 

internet, seemingly exhausted from having completed a speed run through the 

murkiest depths of the Internet.


For his part, Peter Lee (Vice President of Microsoft Research) was apologetic. 

In a blog post summarising a few of the lessons learned by Microsoft’s Technology and 

Research and Bing teams, he wrote: 
60

AI systems feed off of both positive and negative interactions with people. In 
that sense, the challenges are just as much social as they are technical. We 
will do everything possible to limit technical exploits but also know we 
cannot fully predict all possible human interactive misuses without learning 
from mistakes…We will remain steadfast in our efforts to learn from this and 
other experiences as we work toward contributing to an Internet that 
represents the best, not the worst, of humanity.


Despite this apology, and the public commitment to reflection on the part of 

Microsoft’s software developers, additional questions cropped up in the aftermath of 

Tay’s adventures on Twitter that have yet to be addressed. One question is this—why 

did Microsoft finally decide to take Tay down? Was it because Microsoft recognised 

that there was a problem with her programming, and reacted accordingly, or because 

the public backlash was mounting and Microsoft felt it had no choice but to respond? 

 Ohlheiser, citing Peter Lee, “Learning from Tay’s introduction” (Microsoft: 2016) available online [Lee].60
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While Lee accepted “full responsibility for not seeing this possibility ahead of time” on 

Microsoft’s behalf, Dr. Marty J. Wolf (a professor of computer science at Bemidji State 

University) raises the question of “whether Microsoft was so committed to ‘learning 

more’ that they left Tay up for as long as [they] could and only decided to take Tay 

down when the external pressure made it apparent that it was necessary.” After all, the 

experiment was (in some ways) a success; Tay’s limitations had been quickly thrown 

into sharp relief, with her programmers given valuable, real world data about how 

learning software (software that “changes its program in response to its interactions,” 

as Tay did) functions. But therein lies the catch—with learning software and similar 

programs, there is no way for a developer to ever be “confident about knowing how the 

system will behave because of the nature of software that learns.” Ultimately, what Tay 

became was a self-fulfilling prophecy. 
61

This criticism is not to say that Microsoft had simply unleashed an untested 

chatbot and sat back to watch the fall out. While Microsoft had perhaps lacked the 

foresight to see the true depths to which Tay would plunge during her time online, they 

had “planned and implemented a lot of filtering and conducted extensive user studies 

with diverse user groups” and “stress-tested Tay under a variety of conditions.” Her 

debut had not been a spur-of-the-moment decision. What Microsoft ultimately lacked 

was not the technical skills and knowledge to launch Tay, but instead a “clear sense of 

the breadth of possible ways the bot would develop after deployment” and a strong 

moral framework underlying her development—something that is all the more critical 

when dealing with AWS and other technology empowered to take human lives.  
62

 Marty J. Wolf, “Marty J. Wolf” (Bemidji State University: 2021) available online; Lee; Wolf at pp 3-4.61

 Wolf at pp 3 - 4.62
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2.2.2 The challenge of intelligence without heart


What underpins much of our humanity—our ability to feel sympathy for others, 

feel compassion for other living beings, and to put ourselves in the shoes of those who 

are different from ourselves—is something that that cannot be easily quantified. While 

we share many of these qualities with other primates, including chimps and bonobos, 

“our closest kin in the animal kingdom,” it is not unique to our corner of the animal 

kingdom, either. Primatologist Frans de Waal noted that, when “[f]aced with a choice 

between two containers, one with chocolate chips and another with a trapped 

companion,” even rats would opt to rescue the other rat before going after the 

reward. 
63

Even babies, “who are too young to have learned about morality,” demonstrate 

an “innate moral sense.” They also show a “basic disposition to goodness.” 

Psychologist Paul Bloom, a Professor Emeritus of Psychology at Yale, found that 

infants begin sharing with others absent adult interference or encouragement after six 

months. Once they get a bit older, toddlers will even start to help strangers in need of 

assistance. In his research, Bloom observed that human morality is not imposed upon 

us as we grow, but that instead the “innate moral sense” we are born with is instead 

“fine-tuned over time through learning.” Even at twelve weeks, a stage Bloom 

describes as “sluglike,” babies are capable of identifying characters in a skit that are 

helpful and direct their attention towards them, more often ignoring the “hindering 

puppet.” 
64

 Emily Esfahani Smith, “As Babies, We Knew Morality” (The Atlantic: 2013) available online [Smith].63
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Unlike babies, however, computer programs are not born. Machines are not 

gestated. Like humans, they are imparted—from the very moment of their creation—

with the ghosts of their creator, with the influences of the world in which they exist, but 

unlike humans they lack an innate moral sense. While scientists are now increasingly 

turning their attention to the morality of the machines they create, many questions still 

remain. 
65

After all, war suspends so many of our morals already. Why wouldn’t it be 

advantageous to send an amoral machine into battle? Or have a self-driving car make 

the snap judgements we are too moral (or perhaps too scared) to make? When we 

make decisions in the heat of the moment, our own humanity can sometimes act to 

shield us from the fall out. Oftentimes, we react faster than we can think. But a self-

driving car would have time to think—or, at least, to fall back on the programming that 

someone, somewhere, had time—more time than the split second between realisation 

and impact—to think about and generate. If the decisions of program result in 

undesirable outcomes, we cannot say, “it’s okay. You did your best with what you had.” 

Instead, we ask, “where did the programmers go wrong?” And our responses to those 

answers are often far from kind. 


In the case of Tay, Microsoft’s failures were clear in hindsight. Zoë Quinn, a 

video game developer, Hugo-nominated writer, and frequent target of online abuse and 

harassment (most notably during Gamergate, which was triggered by a blog written by 

her ex-boyfriend), was particularly disappointed in Microsoft’s choice to host Tay on 

Twitter, “a platform rife with abusive language.” She later tweeted, “It’s 2016. If you’re 

 Jolene Creighton, “The Evolution of AI: Can Morality be Programmed?” (Futurism: 2016) available 65

online.

Page  of 34 118

https://futurism.com/the-evolution-of-ai-can-morality-be-programmed
https://futurism.com/the-evolution-of-ai-can-morality-be-programmed


not asking yourself ‘how could this be used to hurt someone’ in your design/

engineering process, you’ve failed.” 
66

Some months after the dust around Tay settled, Microsoft introduced a second 

AI chat bot. This time around, Microsoft seemed to have learned its lesson. Zo was Tay 

made “politically correct.” When conversations veered into murky waters (such as 

politics and religion), Zo was designed to redirect the conversation or, in the event a 

user kept pressing the subject, to excuse herself from the conversation entirely (often 

using mild snark, like “im better than u bye”). In the end, Zo was a success, and stayed 

on Twitter until 2019. 
67

While the stakes and risks associated with forays into natural language 

processing (the branch of artificial intelligence that deals with comprehending and 

replicating language, allowing for the creation of AI chat bots like Tay and Zo) are 

admittedly lower stakes than those associated with AWS, they share similar design 

challenges. In both cases, the AI technology will be deployed in a uniquely human 

setting—be it a war zone or Twitter—where the designers must prepare themselves 

(and their creations) for the utterly unpredictable. But unlike the (mis)adventures of Tay 

and Zo, AWS (and other artificially intelligent military technology) have the direct ability 

to physical harm the humans they are interacting with, making it all the more important 

that their creators do the right thing, the first time around. There is little room for 

iterative development in wartime when actual lives are at stake.


 Aja Romano, “What we still haven’t learned from Gamergate” (Vox: 2021) available online; Zoë Quinn, 66

“Zoë Quinn is…” (Unburnt Witch: 2021) available online; Schwartz.
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This is one of the major challenges engineers and computer scientists are now 

wrestling with. Not only must artificially intelligent military technology overcome 

technical challenges, but also moral and ethical challenges to their successful 

deployment. 


For some, the potential deleterious effects of AWS and other artificially 

intelligent military technology far outweigh their benefits, and they have consequently 

pledged not to develop such technologies at all, no matter the incentive.


2.3 The movement to ban AWS 
At the 2018 International Joint Conference on Artificial Intelligence the FoLI 

published their Lethal Autonomous Weapons Pledge (hereafter the “Pledge”). By the 

end of the conference, the Pledge had over 170 organisational and 2,400 individual 

signatories, including Elon Musk and the co-founders of Google DeepMind. 
68

The Pledge itself rests on a simple premise: “the decision to take a human life 

should never be delegated to a machine.” In support of this, the FoLI posits three main 

arguments: 
69

1. A moral argument: that allowing "machines to make life-taking 

decisions for which others—or nobody—will be culpable” is 

immoral;


2. A pragmatic argument: that allowing AWS to “select and engage 

targets without human intervention” is a fundamentally destabilising 

 Cameron Jenkins, “AI Innovators Take Pledge Against Autonomous Killer Weapons” (NPR: 2018) 68

available online; The Future of Life Institute, “Lethal Autonomous Weapons Pledge” (The Future of Life 
Institute: 2021) available online [The Pledge].
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act (compounded by the associated loss of the “risk, attributability, 

and difficulty of taking human lives" normally associated with such 

life-taking decisions) whose costs far outweigh the benefits; and,


3. A logistical argument: that the novelty of AWS means that the 

development of AWS and related technologies could very quickly 

outstrip the ability to defend against (or even manage) them (or, in 

the words of the FoLI, “the unilateral actions of a single group could 

too easily spark an arms race that the international community lacks 

the technical tools and global governance systems to manage”).


The Pledge—which has now been signed by a total of 247 organisations and 

3253 individuals—explicitly calls upon signatories to “neither participate in nor support 

the development, manufacture, trade, or use of lethal autonomous weapons,” and asks 

that “technology companies and organisations, as well as leaders, policymakers, and 

other individuals, join us in this pledge.” 
70

Three years out, the effectiveness of the Pledge itself is a potential matter for 

debate. The Pledge does not require signatories enter into binding legal contracts (or 

otherwise assume legal obligations) preventing them from participating in the 

development and/or deployment of AWS, or otherwise provide the FoLI (or any other 

signatory) with a mechanism to force compliance to the promises they freely accepted. 

However, that does not mean that the Pledge itself is worthless; the Pledge was highly 

publicised, as was the participation of several of its signatories. While any 

enforceability of the pledge has yet to be tested, it trades in (and relies upon) the social 

 The Pledge.70
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capital of its signatories; similarly to how extractives organisations require a social 

license to operate (meaning the social approval of the communities in which they 

work), the FoLI’s focus is not on legal consequences, but social ones. 
71

This is similarly reflected in the language used in the Pledge itself. The 

concerns listed are not strictly legal (e.g. whether an AWS adheres to the principle of 

proportionality, or other requirements for weapons found in international law); rather, 

they speak to more universal, human concerns, such as whether their deployment is 

morally sound. While these concerns are not strangers to the legal field, they are not 

the primary subjects of legal challenges. But they are concerns that fall well within the 

obligations placed upon engineers and other self-regulating professions with ethics 

codes—to not operate within a bubble, but to instead keep in sharp focus the society 

and the environment in which you work. 
72

This is where the concerns of engineering (and other self-regulating 

professions) and those of militaries sharply divide; absent a ban on AWS, there is no 

incentive for militaries to pursue other technologies. Even if there were a ban, 

governments and militaries may still choose to develop and deploy AWS, just as they 

have chosen to develop and deploy other banned weapons (as is believed to be the 

case in Syria, where the Assad regime is alleged to have used banned chemical 

weapons). International humanitarian law already exists at an uncomfortable 

crossroads; it allows for the temporal and spatial suspension of what is “normal,” but 

 Robert G Eccles, “The Importance of the Extractive and Minerals Processing Sector to the Sustainable 71

Development Goals” (Forbes: 2019) available online; The Pledge.
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only to an extent. Killing is acceptable, but only certain people may be killed. Questions 

of fairness—such as whether it is fair to allow for the development and deployment of 

such highly sophisticated weapons systems, knowing that there may be more barriers 

to accessing and developing such technologies in the Global South than there are in 

the Global North—exist, but do not dominate in legal spaces. War is never fair; that a 

given piece of technology is considered "unfair" or destabilising does not preclude its 

use in the theatre of war. 
73

Still, the FoLI is not alone in its quest. Where the FoLI primarily targeted 

developers, engineers, and technology companies using a non-legally binding pledge, 

the Campaign to Stop Killer Robots is focused on getting countries to commit to a 

legal ban on killer robots (meaning “fully autonomous weapons”). Among their 

supporters are the European Parliament, the United Nations Human Rights Council, 

4,500 AI experts, and the governments of 30 countries, including New Zealand (whose 

Minister for Disarmament and Arms Control “committed New Zealand to work towards 

an international and legally-binding instrument to prohibit and regulate autonomous 

weapons systems”) and Costa Rica (whose Ministry of Foreign Affairs committed to 

“working for a legally binding instrument to prohibit fully autonomous weapons 

systems and retain meaningful human control over the use of force.”) 
74

However, with many countries—such as the United States, the United 

Kingdom, China, Russia, Israel, and South Korea—still “investing heavily in the 

 Daryl Kimball & Kalsey Davenport, “Timeline of Syrian Chemical Weapons Activity” (Arms Control 73

Association: 2021) available online; Eugenio Garcia, “The Militarisation of Artificial Intelligence: A Wake-
Up Call for the Global South” (Unpublished: 2019) at p 6, available online.
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development of various autonomous weapons systems,” it remains a steeply uphill 

battle, made all the more complicated by the fact that (outside of a new multilateral 

treaty) there is no clear-cut path to banning AWS under existing international law. 
75

2.3.1 A brief history of banned weapons


The proposed ban on AWS is not the first, nor will it be the last, call to ban 

weapons. Similarly, AWS are not the first weapons capable of causing harm that goes 

beyond even what is allowed during wartime. 


Perhaps most famous are the international bans on chemical weapons 

(beginning with the Protocol for the Prohibition of the Use in War of Asphyxiating, 

Poisonous, or Other Gases, and of Bacteriological Methods of Warfare, which is also 

known as the 1925 Geneva Protocol; the absence of terms prohibiting the 

"development, production, or stockpiling of chemical weapons” in the 1925 Geneva 

Protocol would later prompt the creation of the Chemical Weapons Convention, which 

entered into force in 1997 and would additionally regulate the destruction of already 

developed, produced, and stockpiled chemical weapons) and land mines (pursuant to 

the Convention on the Prohibition of the Use, Stockpiling, Production, and Transfer of 

Anti-Personnel Mines and on Their Destruction (henceforth the “Land Mine 

Convention”), which entered into force in 1999). 
76

 Human Rights Watch, “Stopping Killer Robots” (Human Rights Watch: 2020) available online.75
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One primary reason behind such bans (and their relatively widespread 

ratification and support; only Egypt, North Korea, and South Sudan have neither signed 

nor ratified the Chemical Weapons Convention, while 164 states (not including the 

United States) have ratified the Mine Ban Convention) are readily apparent to those 

familiar with international humanitarian law (henceforth “IHL”, also known as the law of 

war). In the case of both chemical weapons and anti-personnel land mines, there is no 

way (at present) to guarantee that the weapons are sufficiently capable of 

distinguishing between acceptable targets (such as members of the military and 

military objects) and unacceptable targets (such as civilians and civilian objects), as 

required by Article 48 of Additional Protocol I. This requirement is part of the “core” 

body of IHL, drawn from the Geneva Conventions (of which there are four, dealing with 

wounded and sick soldiers on land, wounded and sick soldiers at sea, prisoners of war, 

and the protection of civilians, respectively) and their Additional Protocols (including 

Additional Protocol I). In the case of a chemical attack, the release of chemicals in a 

given area affects all individuals irrespective of their status (whether they have 

combatant status, have lost combatant status, or never had combatant status to begin 

with). In the case of land mines, the Land Mine Convention makes explicit reference to 

this requirement: 
77

Basing themselves on the principle of international humanitarian law that the 
right of the parties to an armed conflict to choose methods or means of 
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warfare is not unlimited, on the principle that prohibits the employment in 
armed conflicts of weapons, projectiles and materials and methods of 
warfare of a nature to cause superfluous injury or unnecessary suffering and 

on the principle that a distinction must be made between civilians and 

combatants[.] [Emphasis added] 


However, the principal of distinction is not the only principle (or rule) to which 

combatants must adhere in warfare. As mentioned in the above excerpt, which is itself 

based on the language found in Article 35(2) of Additional Protocol I, there is also a 

prohibition against employing “weapons, projectiles, and material and methods of 

warfare of a nature to cause superfluous injury or unnecessary suffering.” An example 

of such a weapon is blinding laser weapons, which were banned pursuant to the 

Additional Protocol IV to the Convention on Prohibitions or Restrictions on the Use of 

Certain Conventional Weapons which may be deemed to be Excessively Injurious or to 

have Indiscriminate Effects. The ban entered into force on July 30, 1998. 
78

While some concerns were raised regarding issues of distinction (with the 

International Committee of the Red Cross arguing in 1994 that the ability of blinding 

laser weapons to “silently and invisibly scan a battlefield or group of civilians with a 

beam 50 centimetres or more in width … [making] indiscriminate use far easier and 

more tempting than with conventional rifles or artillery”), the language used in 

Additional Protocol IV focuses on the potential physical damage associated with their 

deployment. Specifically, Article 1 of Additional Protocol IV bans the use of “laser 

weapons specifically designed, as their sole combat function or as one of their combat 

 United Nations, “2. a Additional Protocol to the Convention on Prohibitions or Restrictions on the Use 78
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functions, to cause permanent blindness to unenhanced vision,” [emphasis added] 

where permanent blindness is defined (in Article 4) as “irreversible and uncorrectable 

loss of vision which is seriously disabling with no prospect of recovery.” Additional 

Protocol IV does, however, make some allowance for “blinding as an incidental or 

collateral effect of the legitimate military employment of laser symptoms.” 
79

While Articles 35(2) and 48 are critical components of IHL, they are not the only 

rules to which those wishing to develop and deploy weapons must adhere. With 

respect to the “study, development, acquisition, or adoption of a new weapon” 

[emphasis added] in particular (such as AWS), Article 36 of Additional Protocol I 

requires all High Contracting Parties “determine whether its employment would, in 

some or all circumstances, be prohibited by this Protocol or by any other rule of 

international law applicable to the High Contracting Party.” This places an obligation on 

the state parties—though not necessarily those engineers, scientists, and programmers 

developing the weapons themselves—to ensure that the weapons they wish to deploy 

adhere to IHL.  
80

In the case of AWS specifically, the waters grow murky; in an ideal world, the 

deployment of AWS would remove much of the chaos and uncertainty associated with 

the deployment of human soldiers, who may find their judgement obscured by fear and 

uncertainty. Still, concerns remain. 
81
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2.3.3 Why ban AWS?


The primary concern associated with AWS is not that they will cause 

“superfluous injury or unnecessary suffering,” but instead that they will fail to 

distinguish between civilian and military objectives. This concern extends beyond the 

limitations of existing AI systems, whose limitations—including inherent race and 

gender biases reflective of their largely white, male developers; in the case of the AI 

gender classification systems developed by Microsoft, IBM, and Face++, performing 

"the worst on darker-skinned females, with error rates up to 35% higher than for 

lighter-skinned males”—have been brought to the attention of their developers. (In the 

case of IBM and Microsoft, both “announced steps to reduce bias by modifying testing 

cohorts and improving data collection on specific demographics”; a later re-test of 

both systems “confirmed a decrease in error rates on Black females.”) But while AI 

methods continue to improve over time, so do the means by which adverse parties 

trick the AI into misidentifying objects and sounds—and so do the concerns that an 

AWS will make a fatal mistake as a result of such a misidentification. 
82

In the case of facial recognition systems, researchers from Carnegie Mellon 

University found that “printing bespoke patterns” onto the front of a pair of fake 

glasses was enough to not only obscure the identity of the wearer, but allow them to 

“impersonate people who look completely different, at least in the eyes of the 

algorithms.” In one instance, a “white male researcher wearing the glasses was able to 

 Abigail Beall, “Visual trick fools AI into thinking a turtle is really a rifle” (NewScientist: 2017) available 82

online [Beall]; Aimee Picchi, “How tech’s white male workforce feeds bias into AI” (CBS News: 2019) 
available online; Alex Najibi, “Racial Discrimination in Face Recognition Technology” (Science in the 
News: 2020) available online; Joy Buolamwini & Timnit Gebru, “Gender Shades: Intersectional Accuracy 
Disparities in Commercial Gender Classification” (Proceedings of Machine Learning Research: 2018) 
81:1 - 15, available online; Additional Protocol I at Articles 35 & 48.

Page  of 44 118

https://www.newscientist.com/article/2152331-visual-trick-fools-ai-into-thinking-a-turtle-is-really-a-rifle/
https://www.newscientist.com/article/2152331-visual-trick-fools-ai-into-thinking-a-turtle-is-really-a-rifle/
https://www.cbsnews.com/news/ai-bias-problem-techs-white-male-workforce/
https://sitn.hms.harvard.edu/flash/2020/racial-discrimination-in-face-recognition-technology/
https://proceedings.mlr.press/v81/buolamwini18a/buolamwini18a.pdf


pass for American actress Milla Jovovich”; in the case of one of his colleagues, the 

facial recognition system misidentified her—a South-Asian female—as a Middle-

Eastern male. Other methods for evading facial recognition include the use of 

“camouflaging makeup” and wearing a “light emitting ‘privacy visor,’” though neither 

can match the bespoke glasses for actual camouflage. According to Mahmood Sharif, 

one of the glasses’ co-creators, “With some refinement, our glasses would look just 

like someone had a normal tortoiseshell pattern,” thereby obfuscating the wearer’s true 

intentions to any other humans nearby. 
83

In the case of voice recognition and machine vision systems, AI researchers at 

Facebook have cracked a similar technique. Called “Houdini,” the program is capable 

of fooling voice recognition and machine vision systems “by adding small amounts of 

digital noise to images and sounds that humans would notice,” respectively. 

Moustapha Cissé, one of the AI researchers at Facebook behind Houdini, also 

discovered that “the types of image classification algorithm used in driverless cars 

could be made to ignore pedestrians or parked cars.” Meanwhile, another team of 

researchers at the Massachusetts Institute of Technology successfully tricked an AI 

program “trained to identify objects” to misidentify a 3D printed turtle—one that the AI 

program had previously successfully identified, but whose shell pattern had since been 

“subtly” tweaked by researchers—as a rifle. In another test, the AI program 

misidentified a baseball as “an espresso.” Another team of researchers (this time from 

the Kyushu University in Japan) fooled three different AI image recognition systems by 

modifying only one pixel in each image. The AI assigned each image an original class 

 Timothy Revell, “Glasses make facial recognition tech think you’re Milla Jovovich” (NewScientist: 83

2016) available online [Revell].
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label (identifying the contents of the picture), after which one pixel of each image was 

changed; in the case of a picture of a ship, one AI system subsequently identified it as 

a car (with a corresponding confidence value of 99.7%). 
84

What is even more concerning than these instances is the fact that they do not 

appear to have even remotely the same effect on humans. In some cases, humans 

would “never even notice” that changes had been made to an image or a sound. We 

also don’t know why AI programs are so susceptible to these seemingly small changes. 

As put succinctly by David Forsyth, a professor at the University of Illinois at Urbana-

Champaign, “We basically don't understand what’s going on inside them.” 
85

2.4 Conclusion 
Unfortunately, the mounting concerns over fairness, adaptability, and the 

longterm stability of AI technologies form an insufficient basis for banning AWS under 

current international law. Instead, it may be more effective to attempt to regulate the 

circumstances under which AWS may be used, rather than ban them outright. It is also 

imperative that legal experts work with engineers and computer programmers—those 

responsible for creating AWS in the first place—to ensure that one of two outcomes is 

achieved: (1) the AWS are in compliance with international humanitarian law (which 

may require the introduction of “meaningful human control,” even when it is tactically 

undesirable to do so) or (2) the engineers and computer scientists understand that 

individual liability under international criminal law falls to them in the event that the 

AWS commits an illegal act.


 Jiawei Su, Danilo Vasconcellos Vargas, & Kouichi Sakurai, “One Pixel Attack for Fooling Deep Neural 84

Networks” (IEEE Transactions on Evolutionary Computation: 2019) 23(5):828 - 841 at p 828; Beall.

 Beall.85
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3. Why robots? 

CHAPTER 3 ROADMAP

3.1 — AWS are necessary.

3.2 — AWS are uniquely useful.

3.3 — AWS are “morally defensible.”

3.4 — The challenges of lethal AI.

3.5 — Conclusion.


In spite of the many concerns raised by engineers, scientists, ethicists, and 

leaders alike, many countries—including, but not limited to, global military 

superpowers like the United States and Russia—have charged ahead in their 

development of AWS and related technologies. But why?


For many, the answer is simple: we cannot afford to not develop AWS and 

related technologies.


In his book, The Case for Killer Robots, Dr. Robert J. Marks (an electrical 

engineer who is a Distinguished Professor of Electrical and Computer Engineering at 

Baylor University and, among other things, has previously served as the Charter 

President of the IEEE Neural Networks Council) makes three arguments in favour of the 

development of what he refers to as “lethal AI:” (1) the development of lethal AI is 

necessary; (2) current opposition to the development of lethal AI hinges on unrealistic 

views of the “capabilities and limits” of lethal AI; and (3) the development of lethal AI is 

a moral endeavour. 
86

 Robert J. Marks, The Case for Killer Robots (Discovery Institute Press, Seattle: 2020) at pp 15 - 19, 27 86

- 28, & 39 - 42 [The Case for Killer Robots].
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3.1 AWS are necessary 
Marks argues that the development of “military artificial intelligence” and, in 

particular, “lethal AI” is a necessary “countermeasure” the United States must take "in 

order to maintain effective military defence.” He points to the implausibility of a world-

wide ban on AWS and similar weapons (“No matter the degree of ambassadorial 

consensus, the sharing of goodwill, or the number of signed treaties, lethal AI cannot 

be banned.”) and directs his readers to contemplate the open development of AWS by 

nations whose interests are “adversarial” to those of America—namely, Russia, China, 

and Iran—to bolster support for the development of similar technology within the 

United States. 
87

3.2 AWS are useful 
Marks’ second argument is based on the perceived and real utility of lethal AI—

and the differences between the two. He argues that all future iterations of AI (including 

lethal AI) will be subject to two key limitations: (1) that “AI cannot be innovative or 

creative” (referring to the “AI singularity theory” that “purports that AI will someday 

write better AI that writes better Ai to the point where AI exceeds the capabilities of 

humans;” this theory was discussed previously in the context of the FoLI’s opposition 

to AWS), and (2) that “AI lacks common sense and requires continual sanity checks” 

(thereby requiring “trained AI results” to be “checked by a human with appropriate 

domain expertise” whenever it is possible to do so). Marks also discusses a third 

limitation, that of AI ergodicity (the property whereby future outcomes may be 

“forecast” using prior outcomes). For a system with this property to produce accurate 

 The Case for Killer Robots at pp 19 - 26.87
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results, there must be “time invariance” (that is, a “scenario evaluated in the past and 

used to train must be the same as that considered in the future”) and the future 

performance of the variable of interest (the variable whose future events are to be 

predicted by the AI) must rely on past performances. (Marks provides the example of a 

coin toss as something that is not Ai ergodic because the result of any single coin toss 

has no bearing on the results of subsequent tosses.) Marks argues that the AI 

ergodicity of AI systems is too susceptible to disruptions (such as pocket lasers, in the 

case of facial recognition systems used by the Hong Kong police to try and identify 

protestors) to guarantee the accuracy of AI systems, thereby restricting opportunities 

for their successful deployment and/or further bolstering support for a requirement of 

human oversight. 
88

3.3 AWS are “morally defensible”  89

Lastly, Marks specifically argues that “lethal AI is morally defensible.” More 

generally, he argues that, “in warfare scenarios, AI can be more morally defensible than 

other military technologies due to the fine-tuning of targeting.” His point of comparison 

is the firebombing of Dresden during World War II, which “resulted in a 1600 acre 

firestorm” and killed “over 20,000” people, many of whom were civilians. Marks argues 

that the increased control and accuracy associated with modern weapons (such as 

those systems “used to control long-range precision-fire missiles with pinpoint 

accuracy”) will reduce civilian deaths. While Marks does not provide any specific 

examples as to how such technologies might be applied to lethal AI, he assigns the 

 The Case for Killer Robots at pp 27 - 34. 88

 The Case for Killer Robots at pp 36 - 37.89

Page  of 49 118



ethical responsibility for any crimes committed by lethal AI to “the programmer and the 

user.” In his own words: 
90

In the end, AI has no more resident ethics than a toaster. A toaster plugged 
into the wall can be used to make toast or can be thrown into an occupied 
bath to electrocute the occupant. Technology is universally neither good nor 
bad. It’s how it’s used. AI used to counter evil AI in just wars is both good 
and ethical. […]


The expertise and goals of the programmer must be translated into the 
machine language of AI. If the programmer is evil, the AI will perform evil 
tasks. If the programmer is stupid, their AI can do stupid things. And no 
matter how good the programmer is, there will be unexpected results. Not all 
contingencies can be imagined. If the unexpected result is not because of 
carelessness or stupidity, it is called an accident. And accidents happen.


Marks also argues that the development of lethal AI may be moral if it is done for the 

purposes of fear. Quoting George Washington, he writes, “To be prepared for war is 

one of the most effectual means of preserving peace.” Marks argues that the “highest 

purpose” of lethal AI (and similar weapons) is “not to carry out a war,” but to instead 

“prevent war,” a just cause in its own right. 
91

3.4 The challenges of lethal AI 
While Marks fully supports the development of lethal AI, he is not blind to the 

challenges its developers will face. The final quarter of his book is dedicated to “The 

Challenges of Implementing Lethal AI,” including a discussion about how much 

autonomy (or how little) should be afforded to AI weapons. Marks draws a distinction 

 The Case for Killer Robots at pp 36 - 37.90

 The Case for Killer Robots at pp 35 - 38.91
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between semiautonomous (also referred to as “human-in-the-loop”) AI weapons and 

autonomous (depending on the degree of autonomy, this term may be analogous to 

“human-on-the-loop” systems or “human-out-of-the-loop” systems) and refers to 

“ultimate human control” as a “worthy goal of developers” that may ultimately not be 

possible in all situations, as “required reaction time might exceed the abilities of 

humans.” Marks notes that a single system may have iterative levels of autonomy (and 

corresponding human oversight), with high intensity situations that would require 

response times “in the milliseconds” triggering a shift towards autonomous operation. 

this end, Marks cites the “1978 Arcade game Space Invaders,” particularly towards the 

end of the game when: 
92

…the attackers become so fast there is no longer time to aim. The best one 
can do is spray the many attackers with a barrage of bullets. If speed 
continues to increase, no matter how good a player, there will come a point 
where human reaction time isn’t fast enough. Total autonomy is one answer.


Other situations in which Marks foresees a requirement of total autonomy include 

periods in which an AI system has lost communication with (or is otherwise unable to 

contact) human controllers. This may occur when an AI system must cease 

communications for covert operations (such as drones tasked with mapping an enemy 

structure) or when an AI system goes underwater. 
93

Marks also highlights some of the same concerns that followed Tay’s foray into 

Twitter. When building lethal AI, developers must thoroughly plan for “unintended 

consequences” and ensure “adequate testing”—but how? Mark acknowledges that “AI 

 The Case for Killer Robots at p 41.92

 The Case for Killer Robots at pp 39 - 43.93
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responding to unplanned situations can have catastrophic consequences, so planning 

for the unplanned is another key challenge for the development of lethal AI.” And just 

as programmers are limited in their ability to consider (and plan for) every contingency, 

so are they in their ability to test the response of lethal AI in similar situations. 
94

3.5 Conclusion 
Marks gives lethal AI his full support not only because it is strategically 

advantageous, but because lethal AI (including AWS) is not the first disruptive iteration 

of military technology, nor will it be the last. If history repeats itself (as it so often does), 

Marks believes that the development of lethal AI will lead not to the destruction of 

civilisation as we know it, but instead the development of an effective countermeasure. 

What pressure builds between antagonistic powers as they scramble to develop new 

forms of lethal weaponry will ultimately relax, provided we are the Cold War powers in 

his penultimate example, and not the Roman legions of his final example, who were 

later destroyed by the Persians they had once conquered. It is the latter outcome that I

—and the many legal and scientific experts in whose footsteps I follow—do not wish to 

discount so easily. Instead, the development of any form of lethal AI should be subject 

to reasonable restrictions—for the benefit of not only opposing forces and foreign 

civilian populations, but also those people lethal AI is intended to protect.  95

 The Case for Killer Robots at pp 43 - 48.94

 The Case for Killer Robots at pp 48 - 49.95
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4. Schrödinger’s liability gap 

CHAPTER 4 ROADMAP

4.1 — The fifth scenario: human-out-of-the-loop.

4.2 — The unique issue of unpredictability.


4.2.1 — Amoroso on unpredictability.

4.2.2 — Unpredictability and “cognitive uncontainability.”


4.3 — Sidestepping dolus eventualis.

4.3.1 — Why are AWS exceptional?


4.4 — Why the engineers?

4.4.1 — Engineering culture in Canada and beyond.

4.4.2 — Engineering ethics.


4.5 — Conclusion.

4.6 — Food for further thought.


Much like the cat in Schrödinger’s famous thought experiment, the true status 

of the “liability gap” cannot yet be confirmed. Only when a matter involving an AWS (or 

multiple AWS) is brought before an international court will we find out whether the 

liability gap truly exists. In the meantime, however, the debate is very much alive.


4.1 The fifth scenario: human-out-of-the-loop 
This brings me to the fifth scenario, posed in addition to Amoroso’s original four 

(see Autonomous Weapons Systems and International Law above):


5. In the course of achieving its programmed objectives (e.g. striking 

back at enemies launching rockets that are targeting a civilian area, 

clearing a path for friendly ground-based soldiers to follow, etc.), an 

AWS targets and attacks either a civilian or a civilian object, 

constituting a crime under international criminal law.


In such a scenario, a crime will have occurred without the knowledge or 

direction of a single individual, or even a team of individuals. Perhaps more 
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distressingly, it is not the result of malicious intent (which could itself form a sixth, 

though far more tenuous, scenario), but instead the AI program’s competence and the 

extents to which it will go to fulfil the tasks it has been assigned, or the unpredictability 

inherent to AI systems. This raises unique concerns about whether any individual 

(including the computer programmers responsible for developing the weapon and the 

individuals responsible for deploying the weapon) may fulfil the mental element 

required to assume individual criminal responsibility for the AWS’ crimes.


Amoroso views such a situation thusly: 
96

Consider the case where an AWS operator does not intend to move an 
attack against civilians, nor does (s)he have the virtual certainty that this will 
flow from the course of action undertaken; but activates the weapon by 
merely accepting the risk of civilian casualties as a possible (but uncertain) 
consequence of the machine’s autonomous functioning. In this hypothesis, 
the human agent does not wish the harmful event to occur, but merely 
“reconciles” him or herself with the fact that something wrong could happen 
as a result of the course of action chosen (dolus eventualis). 
97

This, more tenuous, volitional relationship between action and event does 
not have a clear status under international criminal law, especially with 
regard to targeting decisions.  On one side, the ICTY proved ready to 98

accept dolus eventualis as a culpable state of mind in relation to the war 

 Amoroso at pp 138 - 139.96

 Amoroso at p 138, citing J.D. Van der Vyver, The International Criminal Court and the Concept of Mens 97

Rea in International Criminal Law, in University of Miami Int. and Comparative L. Rev., 2004, p. 57 f., pp. 
62 - 63.

 Amoroso at p 138, citing J.D. Ohlin, The Combatant’s Stance: Autonomous Weapons on the 98

Battlefield, in Int. Law. Studies, 2016, p. 1 f., p. 21.
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crime of intentionally directing an attack against the civilian population,  99

basing itself on the ICRC’s reading of the notion of “wilfully […] making the 
civilian population or individual civilians the object of attack” under Article 85 
of the First Additional Protocol to the Geneva Conventions (AP I).  On the 100

other hand, the drafters of the ICC Statute did not include dolus eventualis in 
the general description of the mental element of the crime under Article 30 

— a decision which, after some jurisprudential swinging, seems to have 

been construed by the Court as ruling out the relevance of dolus 

eventualis as a culpable state of mind in the ICC system.  
101

[…] Indeed, if the mere acceptance of the risk of civilian casualties is 
equated to an intentional attack against the civilian population, collateral 
damage should always be deemed unlawful, regardless of whether it is 

“excessive” under the principle of proportionality.  [Emphasis added]
102

However, I respectfully disagree with Amoroso. I believe the above scenario is 

one that falls within the scope of the mental element found in Article 30 of the Rome 

Statute, and that criminal liability rests with the engineers and computer scientists 

responsible for the development of AWS. 


First, however, we must discuss the concept of unpredictability, a concept 

unique to AWS and other AI applications that Amoroso did not directly consider in his 

 Amoroso at p 139, citing ICTY, Prosecutor v Galić, IT-98-29-T, Trial Judgement, 5 December 2003, 99

paras 57 - 58, stating “The Trial Chamber uses, quite interchangeably, the civil law notion of dolus 
eventualis and the common law one of “recklessness”, although only the former can be properly 
characterised as involving intent.”

 Amoroso at p 139, citing Y. Sandoz, C. Swinarski, & B. Zimmermann, Commentary on the Additional 100

Protocols of 8 June 1977 to the Geneva Conventions of 12 August 1949, Geneva, 1987, p. 994.

 Amoroso at p 139, citing ICC, Prosecutor v Thomas Lubanga Dyilo, Appeals Judgement, 1st 101

December 2014, ICC-01/04-01/06 A 5, para 449 [Lubanga].

 Amoroso at p 139, citing J.D. Ohlin, Targeting and the Concept of Intent, in Michigan J. of Int. L., 102

2013, p. 79 f.
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discussions, but that I believe would have fundamentally changed his approach to a 

fifth scenario.


Second, we will discuss the impact of unpredictability when interpreting and 

applying Section 30 of the Rome Statute in the context of the fifth scenario, and why 

AWS warrant special consideration under Section 30 compared to other more 

traditional weapons.


Third and last, we will discuss why engineers (and computer programmers) 

should be liable for their creations, even when they do not exercise direct control over 

them.


4.2 The unique issue of unpredictability 
AWS are unlike any other weapon that has come before them. They not only 

autonomous (with some fully autonomous) but unpredictable in how they exercise their 

autonomy. They are not only capable of making complex decisions on their own, but 

are further capable of making decisions that even experts cannot foresee. Therein lies 

a key issue: how do you stop what has not yet happened when you do not even know 

what to expect?


4.2.1 Amoroso on unpredictability


Prior to discussing issues specific to individual criminal responsibility, Dr. 

Amoroso engages in a discussion about “Structural Problems with Responsibility”; of 

particular interest is his discussion about “The Unpredictability of Autonomous 

Machines”, in which he states: 
103

 Amoroso at pp 126 - 127.103
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[I]t is here contended that, while design choices […] may have a role in 

reducing the overall unpredictability of the AWS’ behaviour, they will 

never eliminate it completely. As aptly noted by Guglielmo Tamburrini, the 
predictability of a machine is not only a function of its algorithms: it largely 
depends on the environment where the machine is meant to act. In this 
perspective, an effective way to prevent the machine from acting 
unpredictably is to structure its operational environment so as to keep out all 
those factors that are likely to put the machine’s perceptual, cognitive and 
behavioural capabilities under stress, with the first factor among those being 
the presence of humans. This is the reason why industrial robots are 
normally segregated from human workers or their interactions with humans 
are strictly regimented.  Yet, this option is generally unavailable when it 104

comes to AWS, which are intended to operate in deeply unstructured 
warfare scenarios, characterised by the intermingling of legitimate targets 
with protected persons and objects where “[e]ach fighting side strives to 
generate unexpected events that defy the opponent’s predictions.”  […] 105

Therefore, it could be plausibly maintained that, no matter how they are 

designed, autonomous weapons systems are bound to act in ways that 

cannot be foreseen in advance by their users in a non-negligible 

number of cases. [Emphasis added]


Amoroso highlighted this issue in the context of his discussion regarding “Structural 

Problems with Responsibility Ascription for AWS’ Misdoings” as one of two 

“‘structural’ sources of accountability gaps.” Amoroso notes that unpredictability is an 

 Amoroso at p 126, citing G. Tamburrini, “On Banning Autonomous Weapons Systems: From 104

Deontological to Wide Consequentialist Reasons” in N Bhuta et al (eds), Autonomous Weapons 
Systems: Law, Ethics, Policy (2016: Cambridge) at p 122 f, pp 127 - 128. [Tamburrini]

 Amoroso at p 126, citing Tamburrini at p 129 and International Committee of the Red Cross, 105

Autonomy, artificial intelligence and robotics: Technical aspects of human control (Geneva: 2019) at pp 
11 - 13.
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issue affecting the field of AI as a whole and is only made more complex by the use of 

machine learning, or the ability of an AI system to learn from its mistakes. 
106

	 When an AI system engages in machine learning, it is no longer relying on its 

initial programming (over which the computer programmers and engineers have full 

control). Quoting Rob Sparrow, an academic in the field of applied ethics, Amoroso 

notes that, in cases where “an AWS ‘has sufficient autonomy that it learns from its 

experience and surroundings then it may make decisions which reflect these as much, 

or more than, its initial programming.’” 
107

	 This introduces a second “layer,” so to speak, of unpredictability. Not only is it 

possible for an AWS to behave in an unpredictable manner relative to its original 

programming, but it could be possible for an AWS to subsequently acquire new 

experiences—beyond the knowledge of its creators—that would cause it to behave in 

ways that are not only unpredictable, but seemingly incompatible with its original 

programming. 
108

4.2.2 Unpredictability and “cognitive uncontainability”: the aftermath of 
AlphaGo


Dr. Roman Yampolskiy, an associate professor at the University of Louisville 

Speed School of Engineering and Director of the university’s Cybersecurity Laboratory 

who works in the relatively new field of AI Safety, writes that the “unpredictability of AI 

… is defined as our inability to precisely and consistently predict what specific actions 

 Amoroso at pp 123 - 127.106

 Monash University, “Robert Sparrow” (Monash University: 2021) available online; Amoroso at p 124, 107

citing R. Sparrow, Killer Robots, in J. of Applied Philosophy, 2007, p. 62 f.

 Amoroso at pp 123 - 127.108
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an intelligent system will take to achieve its objectives, even if we know the terminal 

goals of the system.” While Yampolskiy does not discount the possibility of “better-

than-random statistical analysis” of AI systems, existing methods of these systems are 

subject to a “general limitation on how well such efforts can perform” in light of this 

unpredictability. The issues and limitations associated with AI unpredictability are 

“particularly pronounced with advanced generally intelligence systems (super 

intelligence) in novel domains”—something that is particularly concerning when 

considering the deployment of AWS and other AI systems in ever-changing (and, in 

and of themselves, unpredictable) spaces such as war zones. 
109

Unpredictability is “practically observable” even in “current narrow domain 

systems with superhuman performance,” such as Deep Blue (an AI program for playing 

chess), AlphaZero (an AI program for playing go, shogi (Japanese chess), and chess), 

and IBM Watson (the AI system that went on Jeopardy). In all three cases, the 

developers “did not know what specific decisions their AI is going to make for every 

turn. All they could predict was that it would try to win using any actions available to it”. 

In all three cases, the AI program beat its human competitor(s). Ultimately, what is 

knowable to the developers of AI are the ultimate goals the AI systems are supposed to 

reach (as determined by the developers themselves); what is far less certain is the 

“actual step-by-step plan it will execute, which of course has serious consequences for 

AI Safety.” 
110

 Roman V. Yampolskiy, “Unpredictability of AI: On the Impossibility of Accurately Predicting All Actions 109

of a Smarter Agent” (Journal of Artificial Intelligence and Consciousness: 2020) 7(1):109 - 118 at pp 109 
- 111 [Yampolskiy].

 Yampolskiy at pp 110 - 111.110

Page  of 59 118



Even in relatively narrow applications of AI, such as AlphaGo (an AI program 

specifically for playing go, as opposed to AlphaZero, which could play multiple board 

games), the AI system’s next moves could not be accurately predicted—even by 

human professionals. Eliezer Yudkowsky, a member of the research staff at the 

Machine Intelligence Research Institute (hereafter the “MIRI”), noted that this was the 

result of the program’s ability to search “more possibilities than human pros have time 

to consider.” Not only did AlphaGo estimate the value of moves differently than would 

its human counterparts, but humans also “lacked the knowledge to forecast the move’s 

consequences” on the scale that the AI was capable of calculating, thereby leaving 

humans unable to see the moves used by AlphaGo as “powerful strategies”—

sometimes even after the move itself was made. (Even “AlphaGo’s strange, losing play” 

in AlphaGo’s fourth match against human professional Lee Sedol, Yudkowsky’s 

conclusions shifted only slightly: “As it stands, it seems AlphaGo plays a mix of mostly 

‘stupid’ moves that are too smart for humans to comprehend, plus a few ‘stupid moves 

that are actually stupid.” Overall, Yudkowsky described AlphaGo’s performance as 

“superhuman with bugs”, with errors typical of general AI with “limited or no AI self-

improvement”—something that machine learning is intended to overcome.) 
111

This type of unpredictability is called “cognitive uncontainability,” a term coined 

by Yudkowsky and his colleagues at the MIRI investigating unpredictability “in the 

context of their work on safe self-improvement in artificially intelligent agents.” 

According to Yampolskiy, this term “is meant to infer that the human mind does not 

 David Silver, Thomas Hubert, et al, “Mastering Chess and Shogi by Self-Play with a General 111

Reinforcement Learning Algorithm” (arXiv:1712.01815v1 [cs.AI]: 2017); Eliezer Yudkowsky, “Eliezer 
Yudkowsky on AlphaGo’s Wins” (The Future of Life Institute: 2016) available online; Machine Intelligence 
Research Institute, “Our Team” (Machine Intelligence Research Institute: 2021) available online.
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and could not conceive of all possible decisions/strategies such advanced intelligent 

systems could make.” In the case of AlphaGo, these decisions and strategies related 

to the placement of go pieces on the board; in the case of AWS, these decisions and 

strategies could conceivably involve the taking of human lives in violation of 

international law. This unpredictability and unknowability directly calls into question the 

ability of AWS (and other iterations of artificially intelligent military technologies) to be 

safely deployed at all. 
112

4.3 Sidestepping dolus eventualis 
With these concepts in mind, I return to Article 30 of the Rome Statute (“Mental 

element”), which reads thusly:


Article 30  

Mental element  

1. Unless otherwise provided, a person shall be criminally responsible and 
liable for punishment for a crime within the jurisdiction of the Court only if 
the material elements are committed with intent and knowledge. 


2. For the purposes of this article, a person has intent where: 


(a) In relation to conduct, that person means to engage in the conduct; 


(b) In relation to a consequence, that person means to cause that 

consequence or is aware that it will occur in the ordinary course 

of events. 

3. For the purposes of this article, "knowledge" means awareness that a 
circumstance exists or a consequence will occur in the ordinary course 

 Yampolskiy at pp 110, 113 - 115.112
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of events. "Know" and "knowingly" shall be construed accordingly. 

[Emphasis added]


A plain reading of this requirement indicates that, for engineers and computer 

programmers to be liable for crimes committed by AWS, engineers and computer 

programmers must know that the undesirable consequence (in this case, the 

consequence being an act that meets the definition of a criminal act under the Rome 

Statute) will occur, rather than accept the undesirable consequence as a mere 

possibility. The exact nature of this requirement, however, has been the subject of 

some debate.


	 In particular, the construction of Article 30(2)(b) was discussed at length in the 

case of Prosecutor v Thomas Lubanga Dyilo. The Trial Chamber, agreeing with the 

“approach of Pre-Trial Chamber II”, found that the “plain language” used in Article 30, 

“and most particularly the use of the words ‘will occur’ in Article 30(2)(b) as opposed to 

‘may occur’, excludes the concept of dolus eventualis.” The Appeals Chamber 

ultimately concluded that the use of the future indicative in the phrase will occur: 
113

… conveys, as does the French version, certainty about the future 
occurrence. However, absolute certainty about a future occurrence can 
never exist; therefore the Appeals Chamber considers that the standard for 

the foreseeability of events is virtual certainty. That absolute certainty is not 
required is reinforced by the inclusion in article 30(2)(b) and (3) of the [Rome] 

Statute of the phrase “in the ordinary course of events.” [emphasis added] 

As Amoroso noted, the Appeals Chamber disagreed with the holding of the 

Trial Chamber (that “it is necessary, as a minimum, for the prosecution to establish 

 ICC, Judgement pursuant to Article 74 of the Statute, Trial Chamber Judgement, 13 March 2012, 113

ICC-01/04-01/06-2842 at paras 957 and 1011; Lubanga at paras 447 - 449.
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[that] the common plan included a critical element of criminality, namely that its 

implementation embodied a sufficient risk that, if events follow the ordinary course, a 

crime will be committed.” [emphasis added]) However, despite disagreeing with the 

choice of language used, the Appeals Chamber held that: 
114

Nevertheless, in the result, the Appeals Chamber does not consider that the 
Trial Chamber’s approach broadened the stop of article 30(2) and (3) of the 
Statute, despite the Trial Chamber’s use of the term “risk”. The Appeals 
Chamber notes that the Trial Chamber appears to have referred to the term 
“risk” in this context because the common plan was implemented over a 
long period of time. Thus, at the time of its conception, the co-perpetrators 
anticipated future events (as will often be the case when a broad plan is 
conceived). The Trial Chamber, in defining the requisite level of “risk”, 
specified at paragraph 1012 of the Conviction Decision that this entailed an 

“awareness on the part of the co-perpetrators that the consequence 

will occur in the “ordinary course of events” and distinguished them 

from a “low risk”. In addition, the Trial Chamber found, in line with article 30 

of the [Rome] Statute, that the Prosecutor needs to establish that, as a 

consequence of the common plan, the crimes “will occur in the ordinary 

course of events”. Therefore, Appeals Chamber finds that the Trial 
Chamber, in its legal conclusions, did not deviate from the requirements of 

article 30 (2)(b) and (3) of the [Rome] Statute. [Emphasis added]


Unpredictability in AI (including AWS) is not a “low risk” event, nor is it an 

unforeseeable consequence. It is an event that AI researchers expect to happen. It is 

part of the “ordinary course of events.” It is a basic consequence (if not a desirable 

feature) of the superior processing power of AI that AI will conceive of more possible 
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actions than a human ever could, and act on those conceptions before a human can 

even react. 
115

4.3.1 Why are AWS exceptional?


As mentioned above, Amoroso raised a valid criticism of such an approach, 

writing:


Indeed, if the mere acceptance of the risk of civilian casualties is equated to 
an intentional attack against the civilian population, collateral damage should 
always be deemed unlawful, regardless of whether it is “excessive” under 
the principle of proportionality. 
116

Extending that logic could reasonably lead to the conclusion that all war is unlawful, 

because all war brings with it collateral damage. I do not disagree with Amoroso in this 

regard; it is not coherent with the reality in which we find ourselves operating. While the 

eradication of war is a noble goal, it is an incredibly lofty one. Instead, I wish to 

challenge Amoroso’s view that AWS are not unique and therefore worthy of being 

treated differently from other weapons under Article 30.


Arguably, any weapon can be used to commit crimes. AWS is not unique for 

that reason; rather, what is unique are those circumstances under which crimes may 

occur, and the very nature of AWS itself.


Traditional weapons require a user. Prior to the advent of computer 

programming, even the most technologically advanced weapons—such as the atomic 

bombs were dropped on Nagasaki and Hiroshima in World War II—required a human 

operator. Wars were fought by flesh and blood humans; a weapon could not fight in 
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war or commit a war crime of its own volition. If a weapon were to malfunction, the 

decision to continue to use a faulty weapon rested not with the weapon itself but its 

user. A weapon was an extension of a person, a means to an end, and responsibility for 

unpredictable events and illegal acts—barring flaws in their manufacture and 

production causing them to operate unreliably, which were themselves unexpected and 

unintentional, bugs rather than features—rested with the person, not the engineers 

responsible for their development and creation. 


Even as computer programming advanced and militaries began to adopt 

weapons and defence systems that do not require direct human operation but instead 

use automated processes (such as Israel’s Iron Dome), they operated under relatively 

narrow constraints. The Iron Dome, for instance, has a relatively narrow effective range 

of operations and the system itself is technologically limited. It was designed to 

effectively neutralise a relatively low-tech threat. The Iron Dome is not mobile; while its 

“unmanned missile firing units” are staggered across the country in an attempt to cover 

as large an area as possible, they are fixed structures. It is not known to be self 

improving (or, in other words, use machine learning to improve its performance and/or 

supplant its original programming). The Iron Dome’s success is not because it can 

adapt to any scenario, but instead that it can effectively adapt to the right scenario—in 

this case, a barrage of low-tech missiles from operatives in Palestine. 
117

What we are discussing now is very different.


AWS are not only unpredictable but (particularly in the case of human-out-of-

the-loop weapons) fully autonomous. While human-in-the-loop and human-on-the-loop 
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AWS will have less than full autonomy in terms of the actions they ultimately take 

(which would be subject to human approval or, in the case of human-on-the-loop AWS, 

a lack of human disapproval), it is currently unknown to what extent having a human in- 

or on-the-loop would limit an AWS’ overall autonomy—whether the human's influence 

would reach Amoroso’s proposed meaningful human control requirement or amount to 

little more than a rubber stamp. But in the case of human-out-of-the-loop AWS, AWS is 

no longer merely a weapon. It is an actor. And while there are never any guarantees 

that an individual would not use a weapon unlawfully, we have no guarantee that they 

would use a weapon unlawfully, either. In the case of AWS, however, we have the 

guarantee that the weapon’s AI systems would behave in unpredictable ways—in ways 

that no human programmer could effectively preclude from occurring. 
118

We cannot even conceive of all the possible moves an AI program might make 

in a game of chess or a game of go, two games with clear rules that even children can 

master. Delineating when it is acceptable to kill humans (but only certain humans, and 

only under certain circumstances) is a far more complex task, particularly when the AI 

systems that power AWS are uniquely vulnerable to tactics humans cannot readily 

perceive—such as a pair of patterned glasses that might, with some refinement, look 

just like any pair you could find at a glasses store. 
119

With AWS, unpredictability not merely a risk; it is a guarantee. Until now, no 

weapon has truly come with such a guarantee, for a very simple reason—wars are not 

won by using unpredictable, and therefore unreliable, weapons. It is therefore 
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inappropriate, in my view, to draw direct comparisons between existing military 

technology and AWS, and the crimes associated with their use.


4.4 Why the engineers? 
While I believe both engineers and computer programmers should be held 

liable under international law for any illegal acts committed by an AWS, I acknowledge 

that the professional responsibilities of engineers and computer programmers are 

different.  Computer programming is not a closed profession, nor is “computer 120

programmer" a protected title. Engineering, on the other hand, is both a closed and 

self-regulating profession in many jurisdictions, including Canada. In Canada, this 

means that each provincial licensing body decides who may or may not become an 

engineer within their jurisdiction, with the titles of “engineer” and “professional 

engineer” restricted to those who have met the requirements for their use. These 

provincial licensing bodies (and their equivalents in other jurisdictions, including the 

US) also govern the conduct of their members and introduce additional obligations 

beyond those of their employment using codes of ethics. 
121

Engineers occupy a unique space in society that is not directly comparable to 

that of computer programmers. Unlike computer programmers, engineers have 

professional obligations not only to their employers, but also to society at large. These 

duties are not only found in engineering culture and traditions, but also in professional 

 Portions of this section (where cited) have been adapted from the author’s prior work, “Nature cannot 120

be fooled: legislating the crimes of our robot children,” which was submitted to Professor Darryl 
Robinson on August 31, 2018, as an individual study project. Cited as [Nature cannot be fooled].
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ethics codes to which professional engineers (and those still in training) must adhere if 

they wish to retain their right to practice within a given jurisdiction.


4.4.1 Engineering culture in Canada and beyond


Engineering graduates from Canadian universities wear iron rings on the pinkies 

of their working hands (that is, their dominant hands) to remind them of their 

obligations to society and the ethical responsibilities they hold as engineers. Iron rings 

are traditionally bestowed upon students at “The Ritual of the Calling of an Engineer” 

ceremony, normally held during the second semester of their fourth, and are the 

subject of much fanfare within the engineering faculty in the weeks surrounding the 

ceremony. Everywhere you go, you hear the tap-tap-tapping of engineering students 

knocking their new iron rings against every available surface they can find. It is difficult 

to explain the significance of the iron ring to people outside of engineering. Both the 

ritual itself and the obligation engineers undertake—both written by Sir Rudyard Kipling

—are the matter of some secrecy. Only obligated engineers (that is, engineers who 

have undergone the ritual and accepted the obligation in a prior ceremony) and those 

graduating engineers participating in the ritual are allowed to attend. What is easier, 

perhaps, is its history. 
122

The first iron rings were rumoured to come from the iron beams of the Quebec 

Bridge, a bridge spanning the lower Saint Lawrence River between Saint-Foy and 

Lévis, Québec. Construction on the bridge started in 1900; in the seventeen years that 

followed, the bridge collapsed twice as a result of “engineering flaws.” Altogether, the 
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project claimed the lives of eighty-eight people. The impetus for the iron ring ceremony 

itself first came in 1922, five years after the completion of the Quebec Bridge, when the 

Montréal-based engineers responsible for its construction met to discuss the 

implementation of a code of ethics for engineers, as well as the establishment of “a 

vehicle to provide guidance to new professionals.” Three years later, the first iron ring 

ceremony was held on April 25, 1925, at the University Club of Montréal. Now, almost 

one hundred years later, they remain a fixture of Canadian engineering culture, a 

symbol that is instantly recognisable to those within the profession that the engineer 

with whom they are dealing was trained at a Canadian university. 
123

I grew up listening to my father, who graduated as an engineer in the early 

eighties, describe the earliest iterations of the iron rings—back then, they really were 

made of iron, rather than the modern stainless steel, and the bevelled surface of a new 

ring would bite into the wearer’s skin as a reminder of their obligations. They start off 

uncomfortable, and that is part of the point. Only with time and experience would the 

surface wear down to something comfortable. When it had finally been worn down 

smooth, it was time to retire (or so I was told). Modern rings, on the other hand, never 

wear down; their appearance might change, and scratches might appear, but when the 

iron ring of an experienced engineer is held next to that of a newly obligated engineer, 

the differences are largely limited to the brilliance of the rings themselves. But the 

obligation remains the same, and the presence of the ring itself is very hard to ignore. 

Because it is worn on your pinky, it presses against every table you write on and 

 Smith.123

Page  of 69 118



scrapes across the surface of every piece of paper you sign. With every uncomfortable 

adjustment, you are reminded that the mistakes of an engineer can cost lives.


Iron rings aren't the only symbol within engineering. At Queen’s University, 

where I did my undergraduate degree in chemical engineering, first year engineering 

students take their gold faculty jackets—the colour traditionally associated with 

engineering at Queen’s University—and painstakingly dye them purple, the colour worn 

by the engineers on the Titanic who stayed at their posts while the ship sank to keep 

the boilers running and buy time for those evacuating. In the United States, members 

of the Order of the Engineer who have “accepted the Obligation of an Engineer in a 

Ring Ceremony” wear the Engineer’s Ring on the “fifth finger of the working hand”, a 

tradition modelled off both Canada’s iron ring ceremony and the Hippocratic Oath. 
124

4.4.2 Engineering ethics


Not all ethical obligations are voluntary, however. While there is broad support 

and uptake among engineering graduates and professionals (particularly in Canada) for 

these voluntary ethical obligations, they exist alongside more substantial, legal 

obligations. 


In Ontario, all professional engineers and engineers-in-training (that is, 

engineering graduates who have not yet met the training requirements to hold 

themselves out as professional engineers) must adhere to the Professional Engineers 

Ontario (hereafter “PEO”) Code of Ethics. The PEO’s Code of Ethics “imposes duties 

on practitioners, with respect to society, employers, clients, colleagues (including 
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employees and subordinates), the engineering profession and him and herself” and 

states that: 
125

It is the duty of a practitioner to the public, to the practitioner's employer, 
to the practitioner's clients, to other licensed engineers of the practitioner's 

profession, and to the practitioner to act at all times with, 


i. fairness and loyalty to the practitioner's associates, employers, clients, 
subordinates and employees;


ii. fidelity to public needs;


iii. devotion to high ideals of personal honour and professional integrity;


iv. knowledge of developments in the area of professional engineering 
relevant to any services that are undertaken; and


v. competence in the performance of any professional engineering services 

that are undertaken. [Emphasis added]


The Code of Ethics further states that “[a] practitioner shall … regard the practitioner's 

duty to public welfare as paramount.” The complete text of the Code of Ethics may be 

found in Section 77 of the Professional Engineers Act, the Ontario statute from which 

all rights and obligations of engineers practicing within the province of Ontario flow. 
126

	 Similarly, the National Society of Professional Engineers (a federal regulatory 

body for engineering in the United States, hereafter “NSPE") provides its own Code of 

Ethics for engineering practitioners. The NSPE’s Code of Ethics has the following 

“Fundamental Canons” to which engineers must adhere: 
127

 Professional Engineers Act, RRO 1990, Regulation 941 at Article 77(1), available online. [Code of 125
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Engineers, in the fulfillment of their professional duties, shall:


1. Hold paramount the safety, health, and welfare of the public. 


2. Perform services only in areas of their competence.


3. Issue public statements only in an objective and truthful manner.


4. Act for each employer or client as faithful agents or trustees.


5. Avoid deceptive acts.


6. Conduct themselves honorably, responsibly, ethically, and lawfully 

so as to enhance the honor, reputation, and usefulness of the 

profession. [Emphasis added]


Of course, this is not to say that an engineer’s societal obligations outweigh 

any other interest, or that engineers are prevented from working on projects simply 

because there may be deleterious effects on the public. Entire industries, such as those 

related to extractives and/or other natural resources, would be unable to function if that 

were the case. Instead, engineers are obligated to keep the interests of the public in 

mind, and not exclude them from the balance when they are making their decisions. 

Rather than merely consider the interests of their employer and/or clients and any 

applicable legal regimes, engineers must also consider the effects their work may have 

on the public. If the proposed work is contrary to the public interest in a way that is 

both unacceptable and incapable of being mitigated, they must not pursue the work. If 

they do pursue the work, then the responsibility for the undesirable outcome falls to the 

engineer, who has failed in their professional duty. 
128
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The most famous example of this is perhaps that of the Challenger disaster. 

More than thirty years have passed since the world watched, in real time, as the 

Challenger exploded shortly after launch. All seven astronauts, including schoolteacher 

Christa McAuliffe, died in the explosion; the engineers responsible for sending them off 

safely, meanwhile, survived, never having been at risk as they watched from the 

comfort of the ground. 
129

The Challenger disaster is widely taught in engineering schools across North 

America for a very simple reason: it is one of the few known disasters where an 

engineer was clearly asked to set aside their professional obligations. The engineers 

responsible for the Challenger knew that the rocket’s o-rings were at risk of failing due 

to the relatively cool temperatures forecast for launch day, and yet, after a meeting of 

four vice-presidents of Morton-Thiokol, the “company responsible for supplying NASA 

with solid rocket boosters,” the launch still went ahead. All four vice-presidents were 

engineers. Famously, the “last hold out, Robert Lund, had given his approval after 

being asked by his boss, Jerald Mason, to ‘take off [his] engineering hat and put on 

[his] management hat.” Only after Lund lost sight of his obligations and duties as a 

professional engineer did NASA receive the approval it needed to send the Challenger 

on its final, disastrous flight. 
130

For engineers, ethics are not optional. It is these obligations with which 

engineers must reconcile their participation in the development of AWS. This is why, in 

my view, ultimate liability must rest with those most responsible for the development 
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and deployment of AWS—the engineers and computer scientists who are not only best 

positioned to address these issues, but without whom these weapons would not exist 

in the first place.


4.5 Conclusion 
In the fifth scenario, a crime will have occurred without the knowledge or 

direction of a single individual, or even a team of individuals. It will not be the result of 

malicious intent, but instead either (1) the AI program’s competence and the extents to 

which it will go to fulfil the tasks it has been assigned, or (2) the unpredictability 

inherent to AI systems. Under such circumstances, engineers and computer scientists 

would meet the mental requirements found in the Rome Statute (specifically, Article 

30(2)(b)) and should be held liable under international criminal law for the crimes 

committed by the AWS they created.


4.6 Food for further thought 
Ultimately, the issues of unpredictability associated with AI are not new, nor are 

they unknown to their developers. If unpredictability is inherent to AWS (and other 

iterations of artificially intelligent technologies), and military superiors choose to deploy 

AWS with that knowledge, they are not assuming a low level risk that something 

unpredictable may happen. They are assuming a certainty.


These weapons are unique not only for their ability to function autonomously, or 

their ability to make decisions faster than any human could, but also because they 

require the labour of highly skilled developers and engineers to come into being. To me, 

responsibility for these crimes—when, not if, they occur—consequently rests with two 

groups: those who chose to deploy them, and those who brought them into being.
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I am still considering whether it would be more appropriate to apply the 

doctrine of individual criminal responsibility to those military superiors responsible for 

the deployment of AWS (in which case the AWS would be viewed as a weapon/largely 

analogous to existing weapons, despite the relative lack of control the military superior 

would have over the AWS’ conduct) or the doctrine of superior responsibility (in which 

case the AWS would be viewed more as an individual, whose choices are beyond the 

direct control of the military superior, but for whose choices the military superior must 

still answer). This is an area I would like to explore further in my PhD studies. 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5. Placing too many eggs in humanity’s basket 

CHAPTER 5 ROADMAP

5.1 — Stanislav Petrov and the nuclear war that wasn’t.

5.2 — Second guessing in the age of smart machines.

5.3 — Conclusion.


In his work, Autonomous Weapons Systems and International Law, Dr. Amoroso 

builds a persuasive case for the implementation of meaningful human control (hereafter 

“MHC”) over AWS. My more modest contribution herein is intended not to displace Dr. 

Amoroso’s well-developed “Normative Model of Meaningful Human Control” in any 

way. Instead, I intend to flesh out some of the concerns surrounding a potential 

challenge such a model might face, as raised by Dr. Amoroso: 
131

[T]he cognitive problem known as ‘automation bias’ […] which describes the 
human propensity to overthrust solutions elaborated through machines’ 
decision-making, which is demonstrably exacerbated by a distribution of 
control privileges that entrusts humans solely with the power of overriding 
decisions autonomously taken by the machines.  Such unwillingness to 132

question “algorithmic authority” is further bolstered at the institutional level: 

an operator tasked to supervise an AWS will indeed be strongly 

discouraged to veto the latter’s targeting decisions by the fact that he 

or she “will be personally blamed if the override goes wrong” with likely 

negative implications for his/her career, while the failure to intervene 

 Amoroso at pp 238 - 239.131
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leaves the possibility open to “blame the AI for any difficult decision 

with a negative outcome.”  [Emphasis added]
133

In simpler, though far less elegant terms, this refers to a prevalent, though not 

universal, assumption that, in the event of a disagreement between a human and a 

machine, the machine is right. As such, it is critical that any form of AWS be not only 

subject to MHC, but subject to MHC wherein the operators in control are empowered 

(and, where appropriate, protected from professional retaliation) to question this 

“algorithmic authority.” 
134

This issue—and the idea of MHC altogether—is not new. While AWS are 

expected to enjoy a greater degree of autonomy than have any artificially intelligent 

weapons systems in the past, the idea of requiring a knowledgeable human to oversee 

a computer’s operation is not new. What is new, in my view, is the degree to which 

MHC will potentially hinder the deployment of AWS. AWS that operate fully 

autonomously (i.e. “human-out-of-the-loop weapons”) will likely be highly attractive to 

military powers not only for the extraordinarily fast speeds with which they will be able 

to react to situations (faster than a human could possibly control or otherwise influence 

in a meaningful fashion), but also because their very nature means a human is not 

needed for their deployment—much less a skilled human capable of understanding 

and managing the system themselves. Introducing a requirement of MHC complicates 

their deployment not because it is something that has never been done before, but 

 Amoroso at p 239, citing N Bostrom and E Yudkowsky, The Ethics of Artificial Intelligence, in K 133

Frankish and WM Ramsey (eds), The Cambridge Handbook of Artificial Intelligence (Cambridge: 2014) at 
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Loop’ Is Not Enough, in opiniojuris.org, 8 May 2019.
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sometime that may directly work against some of the benefits of these weapons (in the 

eyes of their future deployers, at least).


5.1 Stanislav Petrov and the nuclear war that wasn’t 
On September 26, 1983, Lieutenant Colonel Stanislav Petrov went to work as 

the duty officer at the Serpukhov-15 command centre. Located outside Moscow, the 

command centre’s existence was a secret; it housed the computer systems 

responsible for receiving transmissions from the satellites that made up the Soviet 

Union’s early-warning system against American attacks. 
135

It was a particularly tense period of the Cold War. Earlier in the year, American 

President Ronald Reagan had come out strongly against domestic calls (predominantly 

led by officials representing the Roman Catholic Church) to freeze the arms race. 

Instead, he gave a blistering speech condemning Soviet Communism as “the focus of 

evil in the modern world” in which he described calls for a unilateral nuclear freeze as a 

“very dangerous fraud.” 
136

Then, on September 1, 1983, things took a further turn for the worse when a 

Soviet jet fighter shot down a commercial flight operated by Korean Air Lines after the 

plane crossed into Soviet airspace. Of the two-hundred and sixty-nine people on 

board, none survived; thirty were Americans, including Larry P. McDonald, the 

Democratic Congressman from Georgia. The incident had drawn sharp condemnation 

from countries around the world, with South Korea’s President, Chun Doo Hwan, 
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declaring the incident “a barbarous act” that “deserve[d] the censure of the entire 

world.” 
137

While Larry Speakes, President Reagan’s chief spokesman, “declined to 

speculate on possible retaliation” after the Korean Air Lines flight was shot down, 

Congress made calls to revoke a recent bilateral agreement that would supply the 

Soviet Union with shipments of American grain. In Moscow, meanwhile, Yuri V. 

Andropov, the leader of the Soviet Union, was “obsessed by fears of an American 

attack.” 
138

Then, on September 26, 1983, Lieutenant Colonel Stanislav Petrov was several 

hours into his shift when the world appeared it might end. Within seconds 

Serpukhov-15 descended into a cacophony of alarms and alerts. According to Petrov’s 

computer, the Americans had launched five Minuteman intercontinental ballistic 

missiles. If he reported the launch to his superiors, they would in turn report to the 

general staff of the Soviet military, who would then consult with Andropov about 

launching a retaliatory attack—which, if done by the books, would require “full nuclear 

retaliation,” something that would almost certainly lead to an all-out nuclear war. 
139

Within five minutes—minutes spent clutching “a phone in one hand and an 

intercom in the other” as he tried to decipher the flashing maps and screens lighting up 

the command centre, one after the other—he came to a decision. The alert had been a 

false alarm. Later, Petrov would say that it had been a gut decision, “at best a ’50-50’ 
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guess, based on his distrust of the early-warning system and the relative paucity of the 

missiles that were launched.” But his gut was correct: the Soviet’s satellites had 

misinterpreted the reflection of the sun off the tops of the clouds as an American 

missile launch. (The computer program responsible for filtering out ambient 

disturbances, such as solar reflections, was later rewritten to prevent further false 

alarms.) 
140

It is difficult to overstate how difficult a decision would have been. The 

computer systems had labelled the alert as being at the “highest” level of reliability, 

with the estimated time between launch and detonation a mere twenty-five minutes. 

But Petrov’s judgement, which he later attributed to “both his training and his intuition,” 

told him that this supposed launch, of a mere five Minutemen intercontinental ballistic 

missiles, was not the first strike of a long-awaited war. It was not the overwhelming 

onslaught he had been told to expect, later telling The Washington Post that, “When 

people start a war, they don’t start it with only five missiles.” 
141

What followed for Petrov, however, was short-lived praise. Then, an 

investigation. Petrov was questioned extensively. Why had Petrov written nothing 

down? Petrov replied, “Because I had a phone in one hand and the intercom in the 

other, and I don’t have a third hand.” Why had Petrov known that it was a false alarm? 

Because the system was flawed, having been rushed into service as part of the game 

of technological catch-up the Soviet Union and United States were playing—shortly 

after the United States introduced an early warning system for missile launches, the 

Soviet Union had seen no choice for themselves except being quick to follow. With that 
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speed had come many opportunities for error, something Petrov was all too aware 

of. 
142

What happened next depends on who you ask; BBC News reported in 1998 

that Petrov was “blamed”, with Petrov himself saying that he was “made the 

scapegoat”; the New York Times reported in 2017 that Petrov was reprimanded; 

meanwhile, the Washington Post reported in 1999 that Petrov was “neither punished 

nor rewarded.” Either way, his career was never the same. He retired early and “later 

suffered a nervous breakdown." 
143

Upon retiring in 1984, Petrov left as neither a hero nor a villain, but as 

something else entirely. Someone to be forgotten. It wasn’t until General Yuriy V. 

Votintsev, the retired commander of Soviet missile defence, published his memoir in 

1998 that the world was made aware of Petrov’s actions on September 26, 1983. By 

then, Petrov was a widower to whom the years had not been kind, and he did not 

embrace the spotlight that had so suddenly fallen upon him. Still, he accepted an 

award from the Association of World Citizens in 2006 and the Dresden Peace Prize in 

2013, and continued travelling until he passed away in 2017 at the age of seventy-

seven. 
144

5.2 Second guessing in the age of smart machines 
It is perhaps strange to some that we would be engaging in so many debates 

about human oversight for autonomous technology. After all, one of the benefits to 

 David Hoffman, “I had a funny feeling in my gut” (The Washington Post: 1999), available online 142

[Hoffman]; Chan.

 Allan Little, “How I stopped nuclear war” (BBC News: 1998) available online; Chan; Hoffman.143

 Chan.144
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AWS (and other autonomous technologies) is their ability to function in our absence, to 

not be hampered by the inertia of our humanity.


Already we are seeing the ratios change. In Israel, improvements in drone 

warfare (from single, discrete drones to unified swarms) has drastically changed their 

operational ratios. Where the ratio used to be one person to one machine, it is now one 

person to many machines, with the ratio of future iterations only expected to skew 

further in favour of the machines. 
145

With the development of AI drone swarms set to accelerate in the coming 

years, a question (one of many) must be asked: at what point can a human no longer 

manage their machines? At what point is the ratio of person to machine untenable for 

that individual, and their control over the AWS existent in name only?


The technical calibre of the individuals in control of these swarms must also be 

scrutinised. Are they merely seat warmers, new and/or unskilled recruits, left to watch 

for unmissable red alerts and notify someone more knowledgeable as soon as the 

klaxons go off? Or are they Petrovs, knowledgeable not only about the control systems 

with which they are interacting, but about the technology itself, and with enough 

awareness of the larger situation to make determinations that go against the alarms 

going off overhead?


If we are to have meaningful human control, we must first have humans who 

actually understand the machines they are expected to control, and work environments 

in which they are not only able, but empowered, to challenge the output of an AI 

system. As Amoroso writes: 
146

 Hambling.145

 Amoroso at p 247.146
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If humans are expected not to blindly trust the machine, moreover, they 
should be put in a position to get a sufficient amount of humanly 
understandable information about machine data processing (interpretability 
requirement), so as to provide operators with this crucial sort of situation 
data, and to achieve adequate situation awareness on this issue too; and to 
additionally obtain an account of the reasons why the machine is suggesting 
or embarking on a certain course of action (explainability requirement). Both 
interpretability and explainability requirements concern the design of weapon 
systems and must be addressed by [research and development] and 
[testing, evaluation, and certification] teams.


It is not enough to merely put humans at the wheel; the humans must also 

know what it is that they are driving. And they should be free to drive it once they have 

been trained to do so. Should any individual contradict the output of an AI system 

(when it is reasonably sound to do so), they should be protected from workplace 

retaliation and alienation. After all, it is humanity that brings out the best in AI. 


One of the most effective teachers for humans and AI alike is failure. 

Empowered by machine learning, most of the new skills acquired by “the best” AI 

programs are currently acquired through repeated failure—a method that is ill suited for 

AWS and other forms of lethal AI, who cannot be deployed and re-deployed against 

real world targets as a form of education. Humans, on the other hand, have the ability 

to not only learn from their own failures, but from those of others. This is something 

that AI programs do not yet have the ability to do. The resulting gap is one that must be 

actively filled in by human teachers. 
147

 Dom Galeon, “New Algorithm Lets AI Learn From Mistakes, Become a Little More Human” (Futurism: 147

2018) available online; Matt Reynolds, “Fatal AI mistakes could be prevented by having human teachers” 
(NewScientist: 2017) available online.
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5.3 Conclusion 
AI systems are only as proficient as their developers, who only become 

proficient themselves through learning. If AI is the be an effective tool in the military 

toolkit, their operators must form part of that effectiveness. If the possibly deleterious 

effects of AI unpredictability and machine learning are to be overcome, the deployment 

of all autonomous weapons systems must be subject to “meaningful human control,” 

wherein the human responsible for each autonomous weapon is both fully 

knowledgeable about the weapon and empowered to take action and intervene, even 

when it may be strategically disadvantageous or otherwise unpopular.
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6. Beyond closing the gap 

CHAPTER 6 ROADMAP

6.1 — In the event that history repeats itself.

6.2 — The Nazis with cleaned slates.


6.2.1 — The Great Space Race.

6.2.2 — von Braun, SS officer and scientist.

6.2.3 — Mittelwerk, Buchenwald, and Mittelbau-Dora.

6.2.4 — von Braun surrenders.


6.3 — Two roads diverged in an Eastern wood.

6.3.1 — The Doctor’s Trial.

6.3.2 — The Scientists of Unit 731.


6.4 — Conclusion.


The “liability gap,” while the subject of much discussion and debate, is not the 

only potential challenge to the successful prosecution of international crimes related to 

AWS. I would argue that there is a potentially far greater challenge to the successful 

prosecution of these crimes: a failure to (or decision not to) prosecute them in the first 

place. 


6.1 In the event that history repeats itself 
As discussed previously, it is unlikely that a global ban on AWS will be 

implemented. While there is some appetite for it, particularly among scholars, ethicists, 

and engineers, the reality of the matter is quite simple: there is a greater, more 

voracious appetite for power and success resting within those in power. That does not 

mean that all hope is lost; engineers and scientists have been held responsible for their 

involvement in international crimes in the past, and may well again.  But their 148

 Gabirelle Kirk McDonald, Substantive and Procedural Aspects of International Criminal Law 148

(Dordrecht, Netherlands: Springer Netherlands, 2000) at p 1136 [McDonald].
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successful prosecution is faced with a unique challenge: the appetite for justice must 

be greater than the appetite for the knowledge they possess.


Unlike prominent leaders in governments and militaries, whose names and 

faces are known to the many and who cannot easily hide from justice, and individual 

soldiers, who may be considered easier targets or low-hanging fruit and lack the 

influence and/or connections to escape prosecution, engineers and scientists posses 

things that cannot be easily surrendered: knowledge and experience. Moreover, much 

of their knowledge is applicable in a variety of circumstances.


The successful prosecution of a war criminal cuts them off from society. 

Depending on their crime, and the jurisdiction in which they are tried, their removal 

from mainstream society may be temporary. They may serve a sentence measured in 

years that number fewer than their remaining lifespan, after which they may rejoin 

society in some fashion. For others, the removal may be permanent: they might be 

sentenced to a term that outlasts them, or to a death that comes quicker yet. And while 

any removal from society carries with it some degree of sadness and loss for those that 

know and care for the individual, the removal of a skilled war criminal, particularly one 

trained in pure or applied sciences, may be viewed as a greater loss by those who 

stand to benefit from what that individual knows.


At least, that’s what happened in the aftermath of World War II (hereafter 

“WWII”).


6.2 The Nazis with cleaned slates 
As Amoroso correctly identified in his analysis of his third example illustrating 

the “accountability gap” problem (see: The challenges of assigning individual criminal 
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responsibility, above), engineers and scientists have been found criminally responsible 

for their involvement in international crimes. He cites the Trial of Bruno Tesch et al., 

wherein Bruno Tesch (a chemist and the owner of Tesch and Stabenow, one of the 

companies responsible for supplying the Nazi regime with the poisonous gas Zyklon B) 

was found guilty of war crimes by the British Military Court for having supplied “poison 

gas used for the extermination of allied nationals interned in concentration camps well 

knowing that the said gas was to be so used” and was sentenced to death. In 

Amoroso’s own words, the third scenario (wherein the military requests software 

developers program an AWS to target both military and civilian objects at a ratio of 

15:1, leading to the bombing of a hospital) “introduces the most likely ground for 

incriminating software developers, namely purposefully ‘aiding and abetting’ the 

principal perpetrator(s) by providing the means for commission of a crime” and “is not 

much different” from the grounds relied upon in the Trial of Bruno Tesch et al. 
149

However, the Trial of Bruno Tesch et al. is but one precedent to which software 

developers, scientists, and engineers involved with the development and deployment 

of lethal AWS may be held. While sixteen doctors involved in Germany’s euthanasia 

program and/or medical experimentation on concentration camp inmates also received 

the death sentence, those scientists and doctors who orchestrated a similar medical 

experimentation program in Japan walked free at the end of the war. German 

scientists, engineers, and industrialists who facilitated and/or directly caused the pain, 

suffering, and death of innocent people received relatively short prison sentences. And 

others, like Wernher von Braun, were never charged at all and instead welcomed in the 

 McDonald; Amoroso at pp 133 - 134, citing Rome Statute at Article 25(3)(c) and British Military Court, 149

Trial of Bruno Tesch et al., 1-8 March 1946, The UN War Crimes Commission “Law reports of trials of war 
criminals”, Vol 1 (1947) at p 93.
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United States with open arms by a government hungry for the knowledge they 

possessed. 
150

6.2.1 The Great Space Race


In 1969, Dr. Wernher von Braun led America to the moon. 
151

The space race had been in full swing for over a decade. Soviet Russia had 

kicked things off in 1957 with the successful launch of Sputnik (meaning “traveler” in 

Russian), securing their place in history as the world marvelled at its first ever artificial 

satellite and the first man-made object to ever be sent into orbit around Earth. The 

Americans, flustered and caught unawares by the extent to which the Soviets had 

pursued their space-ward ambitions, were quick to follow. In 1958, the first American 

artificial satellite—the aptly named Explorer I—took flight. One of von Braun’s designs, 

a Jupiter C launch vehicle, carried it into space.  
152

1958 also saw the creation of the National Aeronautics and Space 

Administration (hereafter “NASA”). Under President Dwight D. Eisenhower’s 

stewardship, NASA would later absorb the US Army’s rocket development centre, 

 Atomic Heritage Foundation, “Unit 731” (Atomic Heritage Foundation: 2019), available online [Atomic 150

Heritage]; Danny Lewis, “Why the U.S. Government Brought Nazi Scientists to America after World War 
II” (Smithsonian Magazine: 2016) available online [Lewis]; The United Nations War Crimes Commission, 
“Law Reports of Trials on War Criminals” (London: 1949) Vol 9 at pp 13 - 14, available online [Law 
Reports]; The United States Holocaust Memorial Museum, “The Doctors Trial: The Medical Case of the 
Subsequent Nuremberg Proceedings” (The United States Holocaust Memorial Museum: Holocaust 
Encyclopedia, 2021), available online [USHMM]; Yuliya Komska, “Inside the House of Zyklon B” 
(Washington, DC: Smithsonian Magazine, 2017), available online [Komska].

 Brian Dunbar, “Biography of Wernher von Braun” (National Aeronautics and Space Administration: 151

2017), available online [NASA]; History.com Editors, “The Space Race” (History: 2020) available online 
[History].

 The Editors of Encyclopaedia Britannica, “Wernher von Braun” (Encyclopaedia Britannica: 2021) 152

available online [von Braun]; History; NASA.
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located at Redstone Arsenal. With it came von Braun and his team, who had been 

developing rockets for the US military for fifteen years. 
153

Eleven years later, on July 16, 1969, von Braun and his team watched as their 

Saturn V rocket carried the Apollo moon lander into space, bringing with it America’s 

hopes and dreams. Four short days later, astronauts Neil Armstrong, Edwin “Buzz” 

Aldrin, and Michael Collins landed safely on the moon, and the image and voice of Neil 

Armstrong were famously broadcast back to Earth. 
154

The millions watching that day probably remember what he said. That’s one 

small step for man, one giant leap for mankind. What they might not remember is the 

key role that von Braun played. For some years before, particularly during the 1950s, 

von Braun had been “one of the most prominent advocates for space exploration in the 

United States.” Despite his relatively high-profile role in the development of the 

American space program, he is not nearly as well known as are the men he sent into 

space. What even fewer might remember, however, is that von Wehner was also a 

former member of the Nazi Party and an officer of the SS (also known as the 

Schutzstaffel, the SS operated as the secret police of Nazi Germany) who, after 

sensing that Nazi Germany was on the losing side of the war, had fled Germany in late 

1944. 
155

 History; NASA.153

Brian Dunbar, “What Was the Saturn V?” (National Aeronautics and Space Administration: 2017) 154

available online. [Dunbar]; History

 The Editors of the Encyclopaedia Britannica, “SS” (Encyclopaedia Britannica: 2021) available online; 155
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6.2.2 von Braun, SS officer and scientist


NASA’s public biography of von Braun is quick to gloss over his involvement, 

stating that “von Braun was a member of the Nazi Party and an SS officer, yet was also 

arrested by the Gestapo in 1944 for careless remarks he made about the war and the 

rocket.” (His arrest was precipitated by the statements of an informant, who reported 

that von Braun had made several comments “regarding the war turning out badly and 

regarding their weapon. Main task is to build a spaceship.”) The rocket to which NASA 

refers is the V—2 ballistic missile. After receiving a PhD in physics in 1934 for his 

government-funded work on liquid-fuel rockets, von Wehner formed a team of 

engineers and scientists fulfil his long-held dream of building “large and capable 

rockets.” In 1936, the team produced the V—2 missile, the “antecedent of U.S. and 

Soviet intercontinental ballistic missiles and space launch vehicles.” 
156

6.2.3 Mittelwerk, Buchenwald, and Mittelbau-Dora


At Mittelwerk, an average of twenty prisoners died each day during the first 

winter of operations. While von Braun never admitted to witnessing dead bodies or 

“receiving sabotage reports that led to prisoner hangings,” contrary to witness 

testimonies, Dr. Michael J. Neufeld, the chair of the Space History Division at the 

Smithsonian’s National Air and Space Museum, writes that the conditions at Mittelwerk 

were “catastrophic,” with “starvation, bad sanitation, brutal overseers, rampant 

disease, cold, and overwork prevailing” within the facility. Prisoners were trucked in 

 The Editors of the Encyclopaedia Britannica, “V—2 rocket” (Encyclopaedia Britannica: 2021) available 156

online [V—2]; Michael J. Neufeld, “Wernher von Braun, the SS, and the Concentration Camp Labor: 
Questions of Moral, Political, and Criminal Responsibility” (German Studies Review: 2002) 25(1):57 - 78 
at p 62 [Neufeld]; History; NASA.
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from the Buchenwald concentration camp (where the Mittelbau-Dora concentration 

sub-camp was located), where remaining prisoners lived in fear of joining their ranks. In 

1976, von Braun would give his most revealing interview, telling a TV interviewer that 

“The working conditions were absolutely horrible. I saw the [M]ittelwerk several times, 

once while these prisoners were blasting new tunnels in there and it was a pretty 

hellish environment. I’d never been in a mine before, but it was clearly worse than a 

mine.” 
157

While the preponderance of evidence showing von Braun’s involvement in 

using of forced labour is strongest at Mittelwerk, it is but one of six places where he 

would have encountered it: “At minimum, he was present at five other locations of the 

army rocket program employing slave labour beginning in 1943.” This included the 

original production plant at Peenemünde, two rocket calibration sites (one in Austria 

and the other in Thuringia, in central Germany), the “‘Zement’ tunnels near Ebensee, 

Austria, to which the Peenemünde development group was to be evacuated (but never 

was),” and the Zeppelin facility at Friedrichshafen. More damningly, he also wrote to 

Gerhard Degenkolb, the head of the Special Committee A4 and the man responsible 

for the Speer Ministry for V—2 production that, “You have now given us permission to 

employ concentration-camp labourers at the Vorwerke Schlier and Mitte. In view of the 

difficulty of the test processes to be carried out there, the ratio of prisoners to German 

specialists cannot go below 2:1.” This move was intended to “save 240 civilian 

positions at the two sites by replacing them with SS prisoners,” a proposal he 

supplemented with handwritten copies of his own detailed calculations in support of 

 Michael J. Neufeld, “Wernher von Braun and the Nazis” (PBS: 2019) available online; Neufeld at p 65 157

- 66.
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the proposed manpower trade-offs. While it does not appear that von Braun was the 

first to propose the use of slave labour in the production of the V—2 missiles, Neufeld 

argues that, “the letter implicates him directly in decision-making about the 

employment of slave labour—a potential ‘crime against humanity’—whether that was 

his idea or not.” 
158

After his arrest in March 1944, von Braun continued to solicit the use of forced 

labourers. By the summer of 1944, half of the workers at Mittelwerk were inmates from 

various concentration camps, including Mittelbau-Dora, while the remaining half were 

civilians. 
159

6.2.4 von Braun surrenders


On May 2, 1945, von Braun would surrender to members of the US Army 

stationed in the Alps. By March 1945, the Red Army had captured the last V—2 rocket 

launch sites; rather than wait for the Red Army to reach them, von Braun and his team 

went south in search of the Americans to proactively surrender. Altogether, 118 

members of the V—2 rocket program (including Stuhlinger) would surrender to the 

Americans and later make their way to the United States as part of a larger effort to 

relocate German engineers and scientists with valuable knowledge. The effort was 

dubbed Operation Paperclip. 
160

 Neufeld at p 66.158
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Operation Paperclip would lead to the relocation of approximately 1,600 

German scientists, engineers, and their family. The operation, made all the more urgent 

by the growing geopolitical tensions between the United States and the Soviet 

Union , was carried out by the newly-formed Joint Intelligence Objectives Agency 161

(hereafter “JIOA”). President Harry Truman authorised the operation, but with one 

caveat—the JIOA was not to recruit any Nazi scientists, nor were they to recruit active 

supporters of the Nazi party. 
162

The JIOA and the Office of Strategic Services (hereafter “OSS”; the antecedent 

to the CIA) disregarded this caveat in favour of fulfilling the program’s two primary 

objectives: (1) to “harness German intellectual resources” in the areas of rocketry and 

bacteriological and chemical weapons for the benefit for the United States and (2) to 

prevent the Soviet Union from getting the information (and the scientists and engineers 

who possessed it) first. Instead, the JIOA and OSS scrubbed anything that could 

possibly incriminate their recruits from official records; those German scientists and 

engineers that emigrated to America did so with as near a blank slate as the United 

States could give them. While the move was met with public protests in early 1947, 

 The Americans were not the only people interested in Nazi Germany’s research and development 161

programs. Both the United States and the Soviet Union were greatly interested in not only the V—1 and 
V—2 missile programs, but every scrap of military technology they could get their hands on. After the 
Red Army captured Germany’s test facilities, the Soviet Union took “[e]verything available—men, 
missiles, supporting systems, associated electronics, factories, and everything else of value.” In 1945, 
the Soviet Union established the Institute Rabe in what would later be Bleicherode, East Germany (then 
part of the Soviet Occupation Zone), with the initial intent of salvaging what remained of Nazi Germany’s 
“missile organisations and facilities, and, more or less, [keeping] them intact on German soil.” In later 
years, the Soviet Union would forcibly recruit missile specialists from post-war Germany for work 
placements. While the specialists were originally promised work terms of only five years, many were 
forced to stay longer; some were unable to return home before reaching the eight year mark. (National 
Security Agency, “Early History of the Soviet Missile Program (1945 - 1953): How it evolved, initial 
German influence” (National Security Agency, Washington D.C.: date unknown) available online.)

 Laura Schumm, “What Was Operation Paperclip?” (History: 2020) available online [Schumm].162
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they dissipated quickly, leaving von Braun and his colleagues to live and work in peace 

for the rest of their lives. 
163

6.3 Two roads diverged in an Eastern wood 
While not every Nazi scientist, doctor, engineer, and industrialist was made to 

answer for the crimes they committed during WWII, many of the most prominent 

people (particularly those closest to Hitler in the governmental hierarchy) were. The 

exceptions to the rule were either those, like von Braun, who had bartered their 

valuable (and, at times, surprising) scientific knowledge for their freedom,  and those, 164

like Dr. Josef Mengele, who fled the continent altogether. 
165

In the Pacific theatre, however, justice was a rarer prospect. In the case of Unit 

731, a prisoner-of-war camp operated by Imperial Japan in occupied Manchuria that 

doubled as a test site for bacteriological and chemical weapons, prominent scientists 

and doctors were instead actively protected from prosecution. As later confirmed by 

Norman M. Covert, a spokesman for the US Army at Fort Detrick, Maryland, the United 

 de la Garza; Schumm.163

 As noted by Annie Jacobsen, author of “Operation Paperclip: The Secret Intelligence Program That 164

Brought Nazi Scientists to America”, many of the scientific experiments and projects carried out by Nazi 
scientists were unknown to the Americans: “One example was they had no idea that Hitler had created 
this whole arsenal of nerve agents[.] They had no idea that Hitler was working on a bubonic plague 
weapon. That is really where Paperclip began, which was suddenly the Pentagon realising, ‘Wait a 
minute, we need those weapons for ourselves.’” (Lewis.)

 Dr. Josef Mengele was perhaps most famous for his “twin experiments,” wherein he subjected Jewish 165

and Roma twins to barbaric and often lethal procedures to examine the impact of an individual’s 
genetics and environment on, amongst other things, their susceptibility to disease. These experiments 
were intended to further his pre-wartime medical research with twins. While Mengele’s prior research 
had been conducted in accordance with a “number of legitimate research protocols,” his work at 
Auschwitz was allowed to proceed without care or concern for his human subjects, leading to Mengele’s 
reputation as an “Angel of Death” who either murdered his subjects outright or put them through such 
barbaric and inhumane treatment and torture that most died in the process. (The United States 
Holocaust Memorial Museum, “Josef Mengele” (The United States Holocaust Memorial Museum: 
Holocaust Encyclopedia, 2021), available online [Mengele]; see also Jonathan Broder, “Auschwitz 
Survivors Recall Horror of Nazi Experiments” (Chicago Tribune, 1985), available online.)
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States and Japan “made a joint decision not to prosecute. […] The driving point was to 

retain the information within friendly channels. That’s why we did it, to keep the 

information out of the hands of the Soviets.” In other words, the US Army believed that 

the value of the information about bacteriological warfare gleaned from the Japanese 

scientists and doctors (and the risk that, in the event that the US Army pursued 

prosecution, the scientists and doctors would defect or otherwise share their 

knowledge with the Soviet Union) outweighed any value associated with the pursuit of 

justice. 
166

Here are the stories of these two approaches, like a road diverged in an Eastern 

wood.


6.3.1 The Doctors’ Trial


While perhaps the best known of the doctors working for the Axis Powers, SS 

physician and “Angel of Death” Josef Mengele was but one of many doctors 

responsible for countless atrocities committed preceding and during WWII under the 

guise of “medical research.” While Mengele ultimately escaped prosecution, fleeing 

Germany in the chaotic aftermath of WWII for Argentina, his compatriots were not so 

fortunate: in 1946, twenty-three physicians, scientists, and related senior officials were 

brought before the American Nuremberg Military Tribunal (henceforth the “Tribunal”) 

and tried for their alleged involvement in numerous war crimes and crimes against 

humanity. This trial became known as the “Doctors’ trial.” 
167

 Sam Enriquez, “Memos Say U.S. Hid Japanese War Crime” (Los Angeles Times: 1988) available 166

online.
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The twenty-three defendants were brought before the Tribunal on four 

counts: 
168

1. Conspiracy to commit war crimes against humanity. This 

encompassed the “ordering, planning, and organisation of the war 

crimes and crimes against humanity charged in counts two and 

three.” While all twenty-three defendants were charged on this 

count, the Tribunal elected not to convict any defendant on this 

charge.


2. War crimes. All twenty-three defendants were charged; of these, 

fifteen were found guilty and eight were acquitted.


3. Crimes against humanity. All twenty-three defendants were 

charged; of these, fifteen were found guilty and eight were 

acquitted.


4. Membership in a criminal organisation. This was charged against 

ten defendants, including Karl Brandt, the personal physician of 

Hitler, and all ten were found guilty.


Counts two and three (war crimes and crimes against humanity, respectively) 

included an itemised list of fifteen separate instances of “experiments and other 

‘medical’ crimes,” including Nazi Germany’s euthanasia programs. The medical 

experiments included, but were unfortunately not limited to: 
169

 Harvard Law School, “NMT Case 1” (Harvard Law School Nuremberg Trials Project, 2020), available 168

online [Harvard]; Michael A Grodin, Erin L Miller, and Jonathan I Kelly, “The Nazi Physicians as Leaders in 
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online. [Grodin]

 The United States Holocaust Memorial Museum, “Count Two” (The United States Holocaust 169

Memorial Museum: 2021), available online; Harvard.
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• Determining the “limits of human endurance and existence” when 

operating at extremely high-altitudes (“up to 68,000 feet” or 

approximately 21,000 metres). The experiments took place at the 

Dachau concentration camp. Victims were forced inside the low-

pressure chamber and left to suffer (and, in many cases, perish) as 

conditions within the chamber were adjusted to match the 

atmospheric conditions experienced at extremely high altitudes. The 

research was conducted for the benefit of the German air force.


• Investigating possible treatment options for “persons who had been 

severely chilled or frozen.” The experiments took place at the Dachau 

concentration camp for the benefit for the German air force. Some 

victims were “forced to remain in a tank of ice water” for up to three 

hours at a time, while others were forced outdoors, naked, and left 

for several hours in sub-zero temperatures. After the victims were 

deemed sufficiently “chilled,” rewarming was attempted “by various 

means.”


The eugenics programs, meanwhile, included the deliberate murder of those 

members of German society (and, later, civilians in occupied territories and prisoners in 

camps) who were, among other things, deemed “unfit” because they were “aged, 

insane, incurably ill” or bore physical deformities. While it is unfortunately impossible to 

know the true number of “unfit” individuals (referred to at the time as lebensunwertes 

leben, or “life unworthy of living”) murdered as part of these euthanasia programs, it is 
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estimated that 200,000 to 300,000 individuals died unnecessarily (and often cruelly) at 

the hands of medical professionals between 1939 and 1945. 
170

While Brandt assured those physicians participating in the euthanasia 

programs that they did so under the protection of the state, and could not be later be 

prosecuted for their involvement, this would not be the case. Sixteen of the twenty-

three defendants were found guilty. Of these sixteen, seven were sentenced to death, 

including Karl Brandt; the remaining nine were sentenced to prison. 
171

6.3.2 The Scientists of Unit 731


In the years preceding WWII, Japan had acrimoniously cultivated a position as 

a regional superpower of East Asia. The crucible in which it forged its influence was 

Korea, a once-united nation precariously nestled between the oft-warring powers of 

China and Japan.


In 1940, the Imperial Japanese Army opened a bacteriological warfare research 

compound 14 miles from occupied Harbin, Manchukuo. Led by Lieutenant General 

Shiro Ishii, a medical doctor and former professor of immunology at the Tokyo Army 

Medical School, this was Japan’s second attempt at the creation of a chemical and 

bacteriological weapons testing and production facility. The compound would host 

 The United States Holocaust Memorial Museum, “Final Solutions: Murderous Racial Hygiene, 1939 - 170

1945” (The United States Holocaust Memorial Museum: Holocaust Encyclopedia, 2021) available online; 
Grodin; Harvard.

 Grodin; Harvard.171
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Ishii’s team of bacteriological warfare researchers and scientists, with the unit itself 

referred to as “Unit 731” for additional secrecy. 
172

With what little fairness can be afforded to Ishii, he was not the only person—

nor was Japan the only country—testing bacteriological and chemical weapons during 

WWII. Both the United States and Great Britain tested bacteriological and chemical 

weapons; the United States in particular was motivated by intelligence indicating 

(erroneously) that Germany had its own bacteriological weapons program, and pursued 

applications that were both offensive and defensive for the purposes of retaliation. Pilot 

plants (small-scale production systems that provide scaleable baselines for later 

commercial production) were used to mass produce several pathogens, including 

brucellosis and anthrax. The United States had also constructed large-scale production 

facilities for pathogen generation, including “anti-crop agents.” However, unlike 

medical research in Japan and Germany, which flourished under the auspices and 

generous funding of their respective federal governments, medical research in the 

United States “varied enormously in its funding, its scope, and its use of animals and 

human subjects.” Individual studies, such as the notorious Tuskegee Syphilis Study, 

were carried out on unsuspecting populations, though none reported were so brazen or 

cruel as the studies carried out by Germany and Japan. 
173

Back in Japan, Ishii’s network of bacteriological weapons research involved an 

estimated 13,000 to 15,000 people, the “central element” of which was Unit 731. With 

 Doug Hickey, Scarlett SiJia Li, Celia Morrison, et al, “Unit 731 and moral repair” (J Med Ethics: 2016) 172

0:1-7 at pp 1-2 [Hickey]; PBS, “Shiro Ishii” (WGBH Educational Foundation: 2021), available online [PBS]; 
Atomic Heritage.

 Gerhard Baader, Susan E. Lederer, Morris Low, et al, “Pathways to Human Experimentation, 1933 - 173

1945: Germany, Japan, and the United States” (Osiris: 2005) 20:205-31, at pp 224 - 229 [Baader]; 
Nuclear Threat Initiative, “United States” (Nuclear Threat Initiative: 2015), available online.
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facilities in occupied Manchukuo, China, Thailand, and Singapore, Ishii and his 

collaborators relied primarily on the occupying Japanese police force to recruit test 

subjects. Police officers turned over hundreds of Chinese captives, claiming they were 

“criminals and political activists,” along with Allied and Russian prisoners of war and 

Korean citizens. Over its ten years of activity, an estimated 3,000 victims were killed by 

the scientists and doctors operating as Unit 731. By the end of WWII, Ishii’s entire 

network had killed an estimated 200,000 Chinese victims in “biological warfare 

experiments.” 
174

The experiments carried out by Unit 731 include, but are unfortunately not 

limited to: 
175

• Developing and testing vaccinations against a variety of diseases. In 

one such experiment, fifty men from China and Manchuria were 

inoculated against typhoid using “varying quantities of vaccine.” A 

control group of unknown number was not inoculated at all. All fifty 

men were then made to drink water contaminated with typhoid. The 

majority of the men subsequently contracted typhoid and twelve of 

them died.


• Annual experiments involving cold exposure designed to “build up 

expertise on the prevention of treatment of frostbite” for the benefit 

of Japanese soldiers fighting Soviet troops. Physiologist Yoshimura 

Hisato was in charge of these experiments. At around 11:00pm, 

 The Editors of Encyclopaedia Britannica, “Tripartite Pact” (Encyclopaedia Britannica, 2021) available 174

online; Baader at pp 221; Hickey at pp 1 - 2.

 Nicholas D. Kristof, “Unmasking Horror — A Special Report.; Japan Confronting Gruesome War 175

Atrocity” (The New York Times: 1995) available online [Kristof]; Baader at pp 221 - 224.
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victims would be forced outside, where they would be made to stand 

in the cold for long periods of time. Some victims were also “forced 

to dip their hands into a barrel of water,” which sometimes led to the 

formation of ice on the affected limbs. Researchers would then chip 

away at the ice before pouring additional water over the frozen limb. 

Afterwards, researchers would then “strike the limbs with a club to 

test whether they were still frozen.” Other victims were forced to 

stand outside barefoot. Once their extremities became visibly 

frostbitten, victims would then be led back inside and forced to dip 

their frostbitten hands and feet into water, the temperature of which 

was “gradually increased” over time. Eventually, the scientists of Unit 

731 determined that the “best treatment for frostbite was not rubbing 

the limb but immersing it in water heated to between 100 and 122 

degrees Fahrenheit.” (This works out to approximately 38 to 50 

degrees Centigrade.) 


In many ways, the research was incredibly valuable. In retrospect, it has 

become abundantly clear that the research carried out under the auspices of the 

Japanese Empire was “not contrived by mad scientists,” but that it was instead 

“intelligently designed and carried out.” The scientific breakthroughs achieved by Ishii 

and his network were greatly aided by Japanese universities, whose medical 

professors encourage their students to travel to Ishii’s facilities and participate in 

experiments and whose students “returned with data and sometimes body 

specimens.” The facilities also operated with the support and knowledge of the greater 

Page  of 101 118



medical community, who not only “provided key personnel” for the operation and 

maintenance of Ishii’s network of facilities, but also published the data painfully 

gleaned from the network’s seemingly endless roster of human experiments. The 

results have, in turn, informed the global medical community; the historical treatment 

for frostbite (the use of rubbing and slow warming with snow or cold water as first 

introduced in 1812, as well as the later “cold on cold” method that discouraged the 

application of heat, which was believed to cause gangrene) was displaced in favour of 

Unit 731’s warm water method. 
176

The value of the research was ultimately what saved Ishii and his cohort from 

criminal sanction. In the aftermath of WWII, tensions between the Soviet Union and the 

United States—tenuously kept in check over the course of the war by their status as 

allies—began to climb once more. The data in the hands of Ishii and his team—and the 

thought of the Soviets getting to them first—spurred American forces, led by General 

Douglas MacArthur, to not only offer Ishii and his team immunity from prosecution, but 

also their assistance in covering up their crimes in exchange for the results of their 

research. After the war, only the doctors and scientists were left; Unit 731 had been 

officially terminated after Japan’s formal surrender, and the doctors and scientists 

involved had already destroyed much of the evidence related to their illicit 

bacteriological weapons research. MacArthur firmly believed that any attempt at 

prosecuting Ishii and his colleagues would result in the loss of the valuable information 

 Harvey V. Lankford, “Dull Brains and Frozen Feet: A Historical Essay on Cold” (Wilderness & 176

Environmental Medicine Journal: 2016) available online; Kristof.
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the doctors and scientists possessed. As a result, neither Ishii nor any of his colleagues 

were brought to justice. 
177

While Ishii lived out the rest of his days in relative peace until dying from throat 

cancer in 1959, the post-war careers of his colleagues were nothing short of 

marvellous. Despite their direct responsibility for many crimes, the post-war years were 

kind to the scientists and doctors of Unit 731, with many soaring to the very heights of 

Japanese society. One became the Governor of Tokyo; another, the president of the 

Japan Medical Association. A third would go on to become the head of the Japan 

Olympic Committee. Meanwhile, their victims not only never returned home, but 

suffered terribly before their untimely deaths. In the end, only the scientists and doctors 

survived; no prisoner who ever entered Unit 731 made it out alive. 
178

6.4 Conclusion 
Ultimately, much of Hitler’s regime was made possible, if not directly 

orchestrated, by engineers.  Hitler’s Minister of Armaments, Albert Speer, specifically 179

sought out engineers and other technical professionals to head his armament 

programs. To Speer, a self-proclaimed “pure technocrat” whose choices were 

governed by his own “technological neutrality,” “technicians” were the perfect 

candidates for such “unpolitical” tasks: 
180

 Atomic Heritage; Kristof.177

 Kristof.178

 Portions of this section (where cited) have been adapted from the author’s prior work, “Nature cannot 179

be fooled: legislating the crimes of our robot children,” which was submitted to Professor Darryl 
Robinson on August 31, 2018, as an individual study project. Cited (as previously) as [Nature cannot be 
fooled].

 Nature cannot be fooled, citing Eric Katz, “The Nazi Engineers: Reflections on Technological Ethics in 180

Hell” (Berlin/Heidelberg, Germany: Sci Eng Ethics, 2011) 17:571-582 at p 575.
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I exploited the phenomenon of the technician’s often blind devotion to his 
task. Because of what seems to be the moral neutrality of technology, these 
people were without any scruples about their activities[.]


Almost eighty years have passed since the end of WWII, but this view—that technology 

itself is morally neutral, and that any concern regarding a technology’s use should rest 

with the end user, not the technology’s creator—persists. Even now, the question that 

is first asked is all too often not, “should we?”, but instead, “can we?” 
181

When von Braun surrendered to Allied forces in 1945, it was not an act of 

remorse. Instead, it was the culmination of von Braun’s years of “blind devotion to his 

task,” a final bid to protect his dream of building rockets. When he finally did achieve 

his dream, when man finally walked on the moon, the world was irrevocably changed. 

On balance, was it worth it? 
182

It is possible that von Braun still would have gotten a rocket to to the moon had 

he first been brought before the Nuremberg Tribunal, or another court of law. Speer 

himself was sentenced to “twenty years’ imprisonment for his ‘participation in the slave 

labour program’”; from what relatively little is known about von Braun’s own 

involvement in the slave labour program at Mittelwerk, it is conceivable that he would 

have received a far shorter sentence, perhaps even fewer than five years (which would 

have been in line with those sentences received by other industrialists at the time). But 

 Nature cannot be fooled, citing Diane Hamblen, “Only the Limits of Our Imagination: An exclusive 181

interview with RADM Grace M. Hopper” (Arlington: CHIPS Magazine, 1986).

 Nature cannot be fooled, citing Eric Katz, “The Nazi Engineers: Reflections on Technological Ethics in 182

Hell” (Berlin/Heidelberg: Sci Eng Ethics, 2011) 17:571-582 at p 575; Neufeld.
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because of Operation Paperclip, he left Germany not only a free man, but a future hero 

to generations of Americans. 
183

	 I bring these scenarios to your attention not because they are a guarantee, but 

because they are a possibility that has gone, to the best of my knowledge, 

unmentioned. The engineers and computer scientists and engineers responsible for 

AWS are highly skilled and knowledgeable individuals. In the end, von Braun’s own 

skills and knowledge were deemed too valuable to lose to something so trivial as the 

pursuit of justice. And while it is uncertain what cases involving AWS will come before a 

court or tribunal in the future, it is not inconceivable that such a scenario may arise 

again. Similarly, it may be the case that the engineers and computer programmers of 

one country may receive disparate treatment with those from another, just as Ishii and 

his colleagues received special treatment not afforded to the doctors and scientists of 

Hitler’s regime.


	 This is the final potential liability gap: that engineers, computer scientists, and 

other STEM professionals might be sheltered from criminal liability, particularly by 

those governments and/or organisations wishing to benefit from their knowledge. It is 

one that, should it exist, the law cannot close on its own, but that lawmakers must 

instead work alongside politicians, military leaders, and industry (including licensing 

boards) to close.


	 


	  

 AP, “Friedrich Flick Is Dead at 89; Industrialist Who Aided Hitler” (The New York Times: 1972) 183

available online; Nature cannot be fooled, citing The International Military Tribunal, “Nuremberg Trial 
Judgements: Albert Speer” (Chevy Chase: American-Israeli Cooperative Enterprise, 2018), available 
online.
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7. Conclusion 

The first time I ever heard about Unit 731 was in the my third year of undergrad. 

Our professor for pharmaceutical technology was showing us a material safety data 

sheet and explaining the importance of an LD50, or lethal dose 50—the amount of a 

given substance that, when ingested, results in the deaths of fifty percent of the 

sample population. Our professor told us that most of the LD50 values we would see in 

our careers would reference small rodents, like rats and mice, or pigs. Then, he added 

that we might also see LD50 values for humans and that those values would likely be 

dated back to the 1940s. Even now, he said, we were benefitting from crimes 

committed during WWII. Our understanding of medicine and pharmacology was better, 

our knowledge of the human body more complete, because of atrocities only doctors 

and scientists could commit.


Maybe four years later, I went to visit another one of my engineering professors. 

At the time, I was working on an independent study project under the supervision of a 

law school professor on engineering ethics and international criminal law. When I 

mentioned the intended thesis of my paper, though—that engineers should be held 

criminally responsible under international law for any crimes their robots commit—he 

became worried. He struggled to understand my motivations for pursuing the project, 

telling me that he did not think it was right for engineers to be punished for what others 

did with their creations. After all, so much of what engineers do and create is 

transferable. The same control systems that coordinate the physical locations of 

multiple robot vacuums and allow them to communicate with each other could just as 

easily be used to coordinate swarms of AWS. But where does the buck finally stop?
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Engineering needs a sea change. If I am being honest, the entirety of science 

needs a sea change, but I will start more modestly within the realm of those things I 

have experience with. Just because engineers are not the ones slicing prisoners open 

without the use of anaesthetic to see how diseases progress, or infecting prisoners 

with diseases just to test the effectiveness of vaccines, does not mean that there are 

not still crimes for which engineers are responsible, or crimes that will require an 

engineer’s hand in completing.


None of the challenges associated with the deployment and development of 

AWS are truly unique. What is unique, is the growing distance between those humans 

responsible for AWS and an AWS’s illegal act. The lack of proximity between weapons 

creators and their lethal creations has not previously been a significant issue because a 

human intermediary (so to speak) was required for the lethal creation to act, a human 

user that activated the creation’s lethal potential and could assume responsibility for 

the outcome. Now, it is conceivable that a lethal creation may act without those 

physically closest to it any the wiser—while those who enabled it to commit a crime 

live and work in relative peace as far as half a world away.


Whether an accountability gap truly exists will not be known to us until the box 

is opened. Until then, it is most similar to a thought puzzle; it may both exist and not 

exist at the same time. Only when an AWS actually commits a crime will we have the 

opportunity to look inside the box and see the cat inside—or, more accurately, will a 

court have the opportunity to hear arguments about whether the cat is alive or dead. 

But before then exists the potential for great suffering. These cases do not end up 

before the ICC on the basis of a thought experiment alone; they end up before the ICC 

Page  of 107 118



after something terrible has happened, and a decision is made that the ICC is best 

placed to try those responsible for the terrible act.


In the meantime, the first AI war has already happened. The next may be just 

around the corner. If the tensions in Jerusalem once more spiral out of control, we may 

once again see drone swarms take to the skies above the Gaza Strip. The future of AI 

is now.


There are atrocities only engineers can commit. While they are perhaps less 

intimate and physically proximate than are those of the doctors and scientists of WWII, 

they are no less the responsibility of the engineers who committed them. There are 

deaths for which engineers may not be the only ones to answer, but for which 

engineers are most—or at least significantly in part—responsible, and we cannot allow 

engineers to claim ignorance at any level. The sooner this truth is instilled at every level 

of the profession-from the awkward first year courses where the professor thinks it is 

funny to threaten half of you with failing, all the way through to the day a senior 

professional engineer retires—the better the future will be. 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