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Abstract

An Intelligent Transportation System (ITS) is the embodiment of a vast and con-

nected network that leverages connectivity for more efficient transportation. This

is through congestion management, collision avoidance, and reduction of greenhouse

emissions with open and rapid sharing of large amounts of data. However, there has

been a lack of focus on the security of the ITS. Unfortunately, the underlying mechan-

ics that enable the functions of the ITS also create easily exploitable attack vectors.

These attacks can result in critical damage. Furthermore, the data exchanged over

the ITS network is easily corruptible with attacks known as misbehaviours. The de-

velopment of misbehaviour detection systems has gained traction within the research

community recently. Detectors that are specialized for specific types of attacks have

been developed but are siloed, and lack consideration of attacks that are multifaceted,

and an amalgamation of individual attacks. These are carried out by threat actors,

known as Advanced Persistent Threats (APTs), that wish to cause long-term impact

using much more dangerous and difficult to detect misbehaviours. Modeling APTs

infrastructures has been done successfully using game theory in other critical infras-

tructures similar to the ITS. In this work, we present a framework for designing APTs

and redefining their lifecycle within the ITS, and by extension for other cyber physical
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systems. Using this definition, a Stackelberg game is designed for modeling the moti-

vations and behaviours of APTs within the ITS. Unconventionally, the APT attacker

is defined as the leader in this game, as opposed to the defence application, given the

asymmetry of information in the APT’s favour. The optimization problems of the

attacker and the defence system are derived, which outline the objective functions of

each. A use-case scenario is used to demonstrate how to apply the framework in an

ITS setting. Our work shows the impact an intelligent and evasive attacker can have

on the system and the insufficiency of current state-of-the-art detectors in identifying

these types of attacks. This model can be customized to any given APT targeting

the ITS and will help model APTs more realistically, to subsequently better protect

ITSs against them.
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Chapter 1

Introduction

Intelligent Transportation Systems (ITSs) have globally emerged as comprehensive

solutions for various issues the transportation industry faces. Harnessing the power

of fast networks, data-rich exchanges, and real-time responsive applications, ITSs

look to improve multiple facets of transportation within cities. Implementations of

ITSs have proven their effectiveness in reducing road congestion, improving driving

safety, and creating efficient routes for travel, among other things. Standing on the

frontier of self-driving cars, smart parking, and electric vehicles, research continues

to investigate ways to improve the applicability and capabilities of ITSs given its

promise of a smarter and better transportation system.

1.1 Problem Description

Despite the recent advances in capabilities, the security aspect of an ITS remains

lacklustre. Much focus has been placed on its safety features, given how it can lead

to loss of life. However, the security of the entities that compose the ITS is not up to

par, even though the consequence of poor security can also be the loss of a life. The

infamous exploit, by Charlie Miller and Chris Valasek, of a zero-day vulnerability
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that resulted in a Jeep Cherokee coming to a dead stop from going 70 mph on the

highway, is a tribute to this fact [40].

There are a multitude of threat surfaces and vulnerabilities that exist within an

ITS, a cyber-physical system. Primarily, the physical components of the ITS add a

unique risk, rendering increased potential for adverse effects. This is a result of the

direct impacts in the physical world that cyber attacks to an ITS can have. Many of

the physical components themselves can be used to launch attacks within the ITS as

well, such as the data exchanged between the components. The speed, acceleration,

position and heading of each vehicular node is transmitted to neighbours in the form

of Basic Safety Messages (BSMs). The standardized structure, the significance to an

ITS’s physical environment and the frequency of exchange of the BSM make it an

attractive vector for adversaries. Manipulating data within the ITS to degrade its

correctness is referred to as a misbehaviour [62]. However, these are often defined

and researched with the assumption that the adversary carries out singular attacks,

targets individual infrastructure components or is driven by short-term based mo-

tives. Adversaries that carry out compound misbehaviours to cause intelligent and

strategic damage, known as Advanced Persistent Threats (APTs), remain a largely

understudied facet of security research within ITSs.

APT adversaries are motivated by long-term benefits, causing specifically curated

attacks using an arsenal of intelligent tools. These are very well studied within web

applications, information systems and critical infrastructures. APT adversaries have

defined characteristics that distinguish them from regular attackers. These comprise

the criteria that must be met in order for an adversary to be classified as an APT.

To describe their interactions with targeted systems, various lifecycles of how an
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APT operates have been described [3]. These lifecycles are integral for exploring

the various attacks an APT launches within target cyber-systems. Each stage of the

lifecycle defines various phases of the APT’s operation and outlines motivations of

the attack sponsor (the entity carrying out and sponsoring the threat). Studying the

lifecycle can also assist in outlining missing defence requirements of the target system.

This emphasis on APT research has not been translated to ITSs. Limited studies

explore attacks originating from beyond singular and simple acting threats. APTs

have proven their detrimental effects on other critical infrastructures, yet remain

severely understudied within ITSs. As a direct result, misbehaviour-seeking Intru-

sion Detection Systems (IDSs) designed for ITSs remain oblivious and unprepared to

handle APTs. This issue is exacerbated by the lack of standardization and compara-

bility amongst IDSs, creating segregated systems and crippling research advancement

of state-of-the-art detection applications [61]. Recently, fusion detection applications

(amalgamating information from multiple detectors) have emerged as a solution for

more robust singular-attack detection. However, they still cannot provide the same

for quick, efficient and accurate detection of APTs. Furthermore, the simulation-

based validation of these detection applications is very limited, given the difficulty of

real-world experimentation and the lack of standardization between tools and data of

simulation. It is apparent that extensive damage, danger, and chaos resultant from

APTs are inevitable and thus, a framework for modeling APTs in ITSs is crucial.

This framework will assist in understanding an APT’s motives and behaviours within

cyber-physical systems, especially ITSs, designing more robust detection applications

and providing comprehensive security. Furthermore, this framework will allow for

real world modeling of APTs. By doing so, more robust detection applications that
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are aware of APTs and can better protect ITSs against them can be designed and

implemented. Modeling APTs will serve as the first step in preparing better defences

against some of the most dangerous and difficult to recognize threats ITSs face today.

1.2 Overview of Proposed Framework

This thesis aims to address the concerns within ITS security outlined above. We hope

to do this by designing a framework which provides a comprehensive way to define

the behaviour and motives of APTs. This framework will comprehensively capture

the goals, motivations and decision making capabilities of a generalized APT adver-

sary. The attacker (adversary) component of the framework can be customized to

different attack sponsors with different objectives and goals within an ITS. Given the

significance of data within various cyber-physical systems, the framework will out-

line the use of ITS data as an attack vector, a common threat faced by information

systems [65]. The framework is composed of both APT definition and lifecycle explo-

ration to cover the aforementioned motivations and decision making capabilities of a

generalized APT adversary. By using this framework, we hope to encourage research

of APTs within ITSs. The framework will allow for a convenient and realistic way

to model APTs within ITSs and subsequently design better defences against them.

By exploring the lifecycle specific to ITSs, potential risk surfaces can be identified.

Using this, modeling the interaction of the APT with an ITS defender application

will bring to light areas of improvements. Overall, this will allow for design of more

intelligent and robust defence systems for ITSs.

In various other domains, game theory has proven successful in modelling be-

haviours of APTs [48]. For example, research on power grids and the impact of
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undetected APTs is extensive and growing [10, 44, 58]. This success has also been

seen in problems of intrusion detection efficiency and resource allocation within an

ITS [20]. We will extend this application of game theory within ITSs to encompass the

interaction of an intelligent APT actor. To do so, we will employ a Stackelberg game

to model the sequential behaviour of an APT and the ITS’s defender application. The

availability of resources, the intelligently curated attacks, as well as the emphasis on

remaining hidden all render the APT a leader in our Stackelberg game. This is a

novel conceptualization of an APT. Given the nature of APTs, we propose that game

theory can be proven fruitful in modeling the perspective of the attacker, just as it

has been for the defender applications. To push the limits on how APTs are designed

and predicted, we posit the APT as the stronger player, capable of exploiting the

leader’s advantage. The detection application is proposed as the follower, unaware of

the APT’s presence. This shifts the balance of information asymmetry in the direc-

tion of the APT, a more realistic representation of the scenario that involves APTs.

To the best of our knowledge, this has not been done within ITS security research,

or even in cyber-physical system security research. We demonstrate the applicability

of this model as well. We outline a specific scenario within an ITS, where the APT

engages in a cybersecurity game against a defender application. The APT wishes to

poison BSM data while the defender application intends to maintain data correctness.

We define the requisite parameters, solve the game and obtain the optimized attack

and defence strategies. We then experimentally validate the framework and these

strategies to prove the success of the framework and its efficiency in modelling APT

attacker behaviour.
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1.3 Contributions

The main contributions of this work are as follows:

1. Explore ITS specific aspects of the APT lifecycle to highlight significant phases,

with potential for applicability in other critical infrastructures.

2. Define a framework that incorporates the new lifecycle exploration to model

APTs as lethal, intelligent, and evasive in the ITS.

3. Mathematically outline the interaction of APTs with the other players of the

game, be it defence systems or certain applications.

4. Outline and solve a Stackelberg security game involving an APT attacker poi-

soning BSM data and a defender application protecting data correctness to

demonstrate use case of the created framework.

5. Validate the framework derived solution using state-of-the-art simulation tools

(Veins-SUMO-OMNET++) and the open source “Framework for Misbehaviour

Detection” to quantify APT impact and resultant detection efficiency.

1.4 Organization of Thesis

This thesis is organized into 6 chapters. This chapter introduces the motivation and

objectives of the work. Following this, Chapter 2 provides the necessary information

for understanding concepts underlying the basis of the research, along with its rele-

vance. Chapter 3 then presents our ITS specific exploration of the APT’s lifecycle,

as well as how the proposed exploration can be expanded to other cyber-physical

systems, the first part of our framework. Chapter 4 uses the characteristics from the
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previous chapter to model the dynamics of such a threat within the ITS. It provides

the second part of the framework for deriving optimal actions of an APT within any

ITS environment, as well as defending against these threats intelligently. In Chap-

ter 5, a use case outlining the framework’s application is described. This includes

the methodology for validating the framework through state-of-the art simulation

software enabled experimentation and evaluation of model performance. Finally, a

summary of the work presented within this thesis in presented in Chapter 6 to outline

the limitations and subsequent future work remaining.



8

Chapter 2

Background and Related Works

2.1 An Intelligent Transportation System

An ITS is composed of fixed sensors, Connected and Autonomous Vehicles (CAVs),

Road Site Units (RSUs), and back-end auxiliary applications for control and man-

agement (Figure 2.1) [42]. Each component curates its own data using sensors which

interact with the environment or complex algorithms for prepossessing the received

data. Communication between these entities involves bilateral exchange of data to

encourage real-time information access and use. Communication within the ITS is

described in the following subsections.

2.1.1 Fixed Sensors

Situated near traffic lights and other traffic points-of-interests, these sensors capture

various facets of traffic movement along certain stretches of road (Figure 2.1 A) [37].

A fixed sensor communicates metrics like density of vehicles, traffic average speed,

direction of motion near junctions, etc. The data created at these nodes are trans-

mitted to back-end applications for processing and are used as inputs for decision
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Figure 2.1: The Components of an ITS: A) Fixed Sensors, B) CAVs, C) RSU and D)
TMC and Backend Applications

making.

2.1.2 Connected and Autonomous Vehicles

Connected vehicles are mobile nodes that travel through the ITS network and interact

with its various components (Figure 2.1 B) [54]. They are the other creators of the

data being exchanged within an ITS network. A vehicle with the ability to commu-

nicate with other entities is described as a connected vehicle. With this, the vehicle

can participate in various forms of communications, such as Vehicle-to-Vehicle (V2V),

Vehicle-to-Infrastructure (V2I) and Vehicle-to-Everything (V2X). One form of such

communication is the exchange of Basic Safety Messages (BSMs). BSMs enable the

vehicle to share its speed, position, heading, and acceleration to all listening entities

nearby. The content of these messages can then be used by other vehicles, RSUs and
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other ITS infrastructures to make informed decisions regarding lane changes, rout-

ing, deceleration, etc. This information can also be used by vehicles with autonomous

capabilities, the ability to make decisions about the operation of a vehicle, to make

informed driving decisions.

2.1.3 Roadside Units

RSUs are located alongside various roads to communicate with the CAVs using Ded-

icated Short Range Communication (DSRC) [31]. The RSUs are static and receive

communication from vehicles passing-by, within a certain range [2]. This way, they

are able to accumulate information and disseminate important messages about safety

warnings and traffic to passing-by vehicles, assisting in driving safety and efficiency.

RSUs are usually equipped with computing and memory resources. However, due to

limited deployment of RSUs as a result of their significant costs ($3000 - $5000 per

unit), the quantity and frequency of message exchange places a limit on these com-

puting and memory resources [5]. Along with amalgamating the data for back-end

applications, such as traffic monitoring, enforcement systems and lane-flow, the RSU

serves as the middle-man for on-site and back-end communication. The collected

data is sent to the Traffic Management Center (TMC) for further analysis.

2.1.4 Traffic Management Center

The TMC, or the back-end of an ITS, serves as the managing body of the infrastruc-

ture [47]. Using collected data, the mission control monitors key functions like traffic

flow, signal control, congestion, and emergency authority coordination in real time.

There are various applications that can be deployed at the TMC and are a current
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area of active research. Since key decisions are made on the basis of the information

provided in the communicated BSMs, correctness of the data is crucial to maintain

the advantages and safety provided by the ITS.

2.2 Misbehaviours and Attacks

The ephemeral and data-rich content that is broadcasted within an ITS exposes it

to a much greater risk appetite as well [71]. Although the broadcast nature of data

exchange within an ITS allows for its many advantages, this unrestricted sharing is

also available for those with malicious intent. The high mobility, ad-hoc nature, and

dynamic topology of an ITS mandates that the data being exchanged must be au-

thentic and verified for correctness for the resultant applications to work accurately.

Attackers can take advantage of this intricate requirement and cause system degrada-

tion through intentional false-data insertion. Attacks that degrade the correctness of

data within an ITS are known as misbehaviours [62]. Various forms of misbehaviours

are being studied to try and emulate attacker behaviour and fortify the defenses of

ITSs against such attacks [16, 62]. These attacks can involve alteration of one or

many of the BSM fields to obtain a given outcome. For example, this can include

the injection of random speed to skew the average, or broadcast a stopped vehicle by

showing zero speed. However, all of these misbehaviours [27–30,62] are singular, non-

intelligently curated, and simple attacks on the system, as can be seen in Table 2.1.

Sensor faults are misbehaviours where a single value is altered, either from malicious

intent or as a result of the a sensor malfunction. Entire message manipulation cate-

gorizes those misbehaviours that involve manipulation of one or more, up to all, fields

of the BSM. This involves more resources than a sensor fault. Finally, behaviours are
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Table 2.1: Types of Misbehaviours and the Corresponding Attacks

Type Name

Sensor Faults
Random Speed
Constant Position

Entire Message Manipulation
Stale Message
Data Replay
Eventual Stop
Disruptive

Behaviours
Denial of Service
Denial of Service with Random Values
Denial of Service Disruptive
Grid Sybil
Data Replay Sybil
Denial of Service with Random Values
and Sybil
Denial of Service Disruptive with Sybil

those misbehaviours that include static data manipulation in tandem with changes

in broadcasting behaviours or emulation of a ghost vehicle. This renders multiple

magnitudes of data falsification damage. This leaves a large gap for attackers that

operate in a more sophisticate and intelligently curated fashion, or employ multiple

types of the aforementioned attacks.

2.2.1 Advanced Persistent Threats

Over the last decade, the cyber domain has undergone a rapid evolution. New tools

and techniques that leverage cyber capabilities are being developed daily. Unfor-

tunately, these tools are also often employed for malicious use by those hoping for

financial gain, reputational damage or disruption of service availability, amongst other

motivations. New malware are uncovered almost daily, as malicious actors attempt

new ways to gain illicit access into systems. In 2016, the Internet Security Threat
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Report by Symantec reported at least 357 million malware variants [3]. Often, the

employed defence systems are not capable of detecting these new types of malware.

In 2011, a threat by the name of Stuxnet terrorized the world by targeting a crit-

ical infrastructure. This opened the world of cyber-physical systems to a new and

more severe threat [33]. The underlying motivations for these attackers are complex

and this distinguishes them from typical attackers. They involve slow, undetectable

movement throughout a system to gather data, ex-filtrate data, or silently observe a

given system over a prolonged time. Adversaries that launch prolonged and intelligent

attacks are referred to as Advanced Persistent Threats (APTs). Advanced attacks (or

Intelligent Attacks) are those that employ sophisticated methods, such as artificial

intelligence. These attacks involve monitoring the specific environment, carrying out

targeted attacks, learning from perturbations, and maintaining prolonged impact [3].

Typical attackers may launch attacks opportunistically, against non-specific systems

to gain access anywhere it can. This can be part of a quick gain strategy where the

typical attacker gains access into any system, obtain information for financial gain,

and quickly leave the system thereafter. The attack launch of a typical attacker is

generic and attempts are made to gain entry into a generic pool of vulnerable sys-

tem. To accomplish this task, typical attackers usually will automate their attacks

to reach as many potential targets as possible, using tools such as malware, that are

mass spread. Advanced adversaries, on the other hand, launch deliberate attacks

using multiple attack vectors to gain access to specifically target high value systems

and data. Some examples of these systems include national treasuries, intellectual

property owning entities, nuclear power plants, power grid systems, etc. These target

systems are carefully selected and researched by the APT attacker for a specific gain.
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This makes APT attackers significantly more complex and dangerous than typical at-

tackers. APT attackers will attempt to gain access into an entire network, as opposed

to a specific part of the system. This is done in an effort to stay within the target

system for as long as possible, access as much of the data as possible and maximize

the information the APT attacker can illicitly gain. APTs can combine various at-

tack types to serve their objectives. To successfully optimize these attack types and

vectors for the specific target, the APT attacker manually executes the attack, as

opposed to automating an attack. A persistent attack is one that causes prolonged

impact on the target system by continuing to carry out the attack(s) while evading

detection by the target system’s defence mechanisms. The APT continues to launch

evolving attacks to gain access ad serve a specific goal. To do this, the APT brings

an arsenal of tools, information and techniques, making it much more well resourced

than a typical attacker. These allow an APT to carry out any number of misbe-

haviours in a complex manner, constantly adapting in response to its environment.

An APT designs its attacks to stealthily endanger a system for a prolonged period,

in a calculated manner, using advanced methods and attack-vectors.

Exploration of APTs within the Critical Infrastructures (CI) began with the emer-

gence of Stuxnet and has continued to rise [33]. It has been demonstrated that APTs

require specialized study given the critical differences between them and conventional

attacks [46]. With the destruction caused by Stuxnet as an alarming example, there

have been various research efforts looking to fortify defences against APTs. Detection

must be quick to be effective, given that the longer an APT spends within a system,

the more dangerous it becomes. The power grid is one such example of a CI that has
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seen this rise in awareness [7]. The efficiency gained with the transition of power sup-

ply of cities and countries relying more on automated systems also makes way for a

critical vulnerability [50]. This critical vulnerability also extends to an ITS, another

CI. Unfortunately, definition and investigation of APTs is completely non-existent

within ITS research.

There are two studies that exist within the literature that explore APTs within

ITSs. One study conducted by Halabi et al. [23] designs intelligent attackers that carry

out a singular type of attack. The attacks are distributed amongst RSUs for maximal

attack impact. Although this represents the attacker as more intelligent than other

studies, there is much room for improvement. The stealth preference of the attacker

is also not taken into consideration when designing the APT attacker’s motivations.

Although the attacker is classified as an APT, the definition of APTs from web

applications and information systems is extended to fit the attacker. Furthermore,

this game theoretical models the defender as the intelligent entity, with the goals of

building a defence system by solving the game. The game model is also not evaluated

using ITS specific simulation parameters, the significance of which is discussed in

Section 2.5.

A more recent study conducted by Halabi et al. [22] designs a cybersecurity Stack-

elberg game between an APT attacker and the defence system. The game proposes

multiple types of attackers present within an ITS to emulate multiple attack types.

It also incorporates a security risk assessment approach to determine probability of

each attack type. The goal of this game model is to design a defence system and

thus makes the defender entity the leader. The APT attacker (the follower) is subse-

quently the follower. This model also looks to design defence systems. This leaves a
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gap in the realistically modeling APTs within the ITS. However, the efficacy of this

game at modeling APT and defender behaviour was demonstrated using a numerical

only, as opposed to a simulation environment. Given the complex nature of ITSs and

its network, it is critical to evaluate the model within a simulation scenario.

In both of these studies, the definition of APTs from web applications and infor-

mation systems is extended to fit the attacker as opposed to having a distinct ITS

specific definition. Owning to the differences between ITSs and conventional infor-

mation systems (which are outlined in detail in Section 3.2), the need for a modified

exploration of the APT lifecycle within the context of ITSs remains. The unconven-

tional nature of an ITS creates different points of entries and repetitions of stages (as

discussed in Section 3.3). Understanding these points of entries, as well as the ex-

panded threat surfaces, will be the first step in identifying APTs in a timely manner

to make ITSs robust against them.

There remains another critical aspect of the model in Halabi et al. [22] that leaves

a large gap in the study of APTs within ITSs. From evidence of APT’s behaviours

and actions seen in the literature, these attackers are intelligent, creative, and well-

resourced [3, 8, 34, 60]. The game models presented in Halabi et al. [22] is based on

the underlying assumption that the defender is aware of an APT attacker’s presence

within the target ITS. As a result, this study designs the defender as the leader.

This means that there is information asymmetry within the favour of the defender.

However, within realistic scenarios, this is often not the case. The APT is resource

rich and has access to tools that allow for stealthy reconnaissance [3, 8, 34, 60]. This

means that a well crafted and funded APT must remain elusive and undetected by

the defender to remain within the system for a prolonged period of time. Thus, the
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information asymmetry must be within the favor of the APT attacker to result in

more realistic modeling of APTs. The objective of the model in Halabi et al. [22] is

to build a defence system whereas the objective of the model in this thesis is to build

an attack. Next, the resultant distribution vector from solving the game in Halabi

et al. [22] is incorporated into the defence strategy. This results in designing better

defence systems, as is the model’s objective. However, to better comprehend an APT

attacker’s intelligent actions, the resultant distribution vector from solving the game

should define the attack strategy. This will create a calculated and targeted strategy

that is more representative of an APT’s operation within the ITS. These encompass

the greatest difference between the work by Halabi et al. [22] and this thesis. More

details of the differences between these models and our presented framework can be

found in Chapter 4.

To prepare ITS defence systems against these threats, APTs must be modeled

more realistically. This will extend the current limited understanding of the field and

provide a more robust way to design ITS defence systems against APTs.

2.3 Misbehaviour Detection Systems in ITSs

To protect against malicious actors, proactive security dictates that systems are de-

signed to limit unapproved access. Since not all attack types can be predicted and

many are emerging everyday, reactive security, such as Intrusion Detection Systems

(IDSs), must compliment proactive security to bolster security further. IDSs designed

to protect an ITS’s network must operate in a very unique environment as compared

to those designed for other types of networks. The IDS must detect and respond to
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potential attacks quickly while being constrained in resources (computing and mem-

ory). This is a similarity that IDSs share with misbehaviour detectors. A difference

is that IDSs must identify intruders to the system whereas misbehaviours are carried

out by internal actors. Members already in the network intend to cause faulty be-

haviour like false data injection. Various misbehaviour detection (MBD) systems are

actively researched by academia and industry [5, 18]. MBD systems can be deployed

either globally (at the RSU, access point, or management center) or locally (within

each individual vehicle, or cooperative between the vehicles). Misbehaviour detection

can be classified as data-centric or node-centric [62]. The former is concerned with

verifying the correctness of the data while the latter evaluates the trustworthiness of

the node participating in the network. This thesis will focus on data-centric based

misbehaviour detection, given the prevalence of false data injection attacks found in

CIs.

2.3.1 Consistency versus Plausibility-Based MBD Mechanisms

The main mechanisms employed by data-centric MBD center around the consistency

and plausibility of the data being exchanged. Consistency-based detection requires

comparison of newly received data against historical evidence or multi-node based

evidence [62]. Detectors may check the uniformity of information against averages

computed from BSMs of multiple senders or between subsequent BSMs of the same

sender. For example, vehicles can evaluate average speed of a certain stretch of road

or highway and use this information to determine if the speed of a certain BSM is

inconsistent with the known state. Similarly, using the previous speed of a certain

sender to derive the probability of correctness of the next speed value from the same
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sender is checking for consistency.

Plausibility-Based Detection

Plausibility detection uses underlying relationships between data (such as position and

speed) to quickly determine the likelihood of new data given expected values [62]. For

example a plausibility-based detector might calculate acceleration of a certain node

by comparing speed values between two subsequent BSMs as well as the change in

time, to compare calculated versus broadcast acceleration. State-of-the-art detec-

tion approaches to plausibility-based mechanism can have signal-base or multi-rule

plausibility determination.

Various plausibility-based detection mechanisms use physical parameters to de-

termine the correctness of transmitted information using on-line detection. Guette

and Ducourthial [21] propose the use of antennas, gains and transmission strengths

to identify Sybil attack success and severity. Ruj et al. [51] evaluate the relationship

amongst location, time and transmission of beacon event messages. Sun et al. [56]

propose a framework using Extended Kalman Filters for non-linear systems to track

vehicle position and Yao et al. [69] propose using RSSI measurements as a time series.

Unfortunately, most of these schemes focus on the detection of a singular aspect of

the broadcast messages whereas data-falsification attacks may involve more compre-

hensive alterations. Furthermore, only one of these works [56] verifies the mechanism

using a simulation of the ITS environment. Still, this is done in a limited capacity

using an isolated highway scenario. Also, the information regarding the simulation

parameters, the conditions and the resulting data are not included in the work, re-

sulting in non-reproducibility.
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Some works consider the plausibility of individual message fields, such as the

plausibility validation network (PVN) proposed by Lo and Tsai [38] and autonomous

sensor by Leinmüller et al. [35]. The PVN requires a database with various rules to

examine various facets (such as message dropping rate, position within transmission

range, valid time stamps, etc.) that collectively determine the validity of the informa-

tion within messages [38]. However, the mechanism does not consider attackers that

can perform attacks more comprehensive than sensor manipulation. Autonomous ver-

ification by Leinmüller et al. [35] includes checks such as acceptance range threshold

(ART), maximum density threshold (MDT), and mobility grade threshold (MGT).

ART checks position plausibility based on a certain threshold value. MDT verifies

high-speeds using distance between subsequent beacons. MGT verifies the maximum

number of vehicles plausible within a given area ignoring any beacons coming from

a vehicle outside of this maximum value. The checks are comprehensive in evalu-

ating various aspects of the messages, but the checks individually are not efficient.

The tests performed on individual detectors in [61] highlight the need for detection

mechanisms that consider multiple individual plausibility calculations to determine

different types of attackers within the same ITS network.

Consistency-Based Detection

State-of-the-art consistency checks for MBD in ITSs are also targeted at considering

specific aspects of the broadcast information. For example, Bißmeyer et al. [6] focus

on reusing the crash avoidance system to identify falsified position information and

if vehicles are intersecting based on broadcast information. Other MBD systems do
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consider multiple fields of the BSM, for example Zaidi et al. [70] include broadcast-

ing flow, average speed and density within the BSM. This allows for comparison of

deviated target vehicle values to determine if a node is sending false information.

However, the model is not considerate of attackers that may increase the false data

values slightly to deviate more sensitive applications within the ITS, or even values of

controlled Sybil nodes. Furthermore, the testing procedure is rigorous and needs to

be evaluated for time efficiency, given the requirement for quick attack detection in

ITS. The main difference between plausibility versus consistency-based detection is

that the former checks for data likelihood based on subsequent information from the

same node whereas the latter utilizes the information from multiple different nodes

to check for data likelihood.

In their paper, Leinmüller et al. [35] also propose consistency-based detection

mechanisms, called “cooperative sensors”. Using neighbour table exchanges and po-

sition beacon requests, received beacons are checked for consistency given the histor-

ical context of aggregated information collected from other vehicles. The comparison

between the received responses with the expected responses allows the vehicle to

check for uniformity of information. This mechanism does require an honest majority

network for effective consistency tests.

Data mining techniques have also been proposed for consistency calculations

through rule mining. By extracting information form large amounts of stored data,

the message likelihood can be calculated [17, 19, 26, 49, 55]. However, the compu-

tationally expensive nature of data mining techniques and the time inefficiencies of

these large calculations make these non-ideal for live detection techniques within the

ITS [27].
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2.3.2 Fusion Detection Techniques for MBD Systems: The Way Forward

Until recently, the architecture of intrusion detection within the ITS involved simple

detectors for consistency and plausibility checks to identify specific types of misbe-

haviours. The merits of fusion applications that amalgamate information from various

detectors have been outlined in [61]. The contributions of these authors towards MBD

systems in ITS are multi-fold. First of all, it uses the Luxembourg Traffic SUMO Sce-

nario [9]. this is a realistic simulation scenario in the form of a traffic database of

BSMs exchanged throughout various traffic environments (low, medium, and high

density) in urban areas. The Luxembourg Traffic SUMO Scenario was inspired by

the realistic traffic environment of Luxembourg, replicated for simulation purposes

and tested for behavioural similarity to the real traffic environment. Next, the au-

thors made the dataset that was created from their simulation results public as well,

called VeReMi. The VeReMi dataset is available on GitHub, and was crated in hopes

of encouraging testing of MBD systems on common and relevant data. This would

provide a way to compare the efficiency of various detection techniques specifically

designed for ITSs. Unfortunately, the field of MBD remains vastly under-prepared

for attacks that combine various misbehaviours and attackers that are intelligent. No

proposed mechanism takes into account APTs, their threat to ITSs or their presence.

The discrepancy of evaluation environments, if present at all, makes it very diffi-

cult to combine the benefits of multiple systems towards creating holistic detection

mechanisms as well. To predict the impact of APTs on the ITS, they must first be

acknowledged and their lifecycle within the ITS must be explored specifically to ITSs.

Then MBD systems can be designed aware of the complex and unique mechanisms

of APT’s action to keep data within the ITS safe and correct.
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2.4 Game Theory for Security in ITS

Figure 2.2: Types of Games in the Security of ITS Research

To understand interactions and create realistic theoretical models, game theory

has been proven an effective and popular tool for modeling interactions between

attackers and defender of systems within various domains of security [1, 68]. In fact,

various game theoretic approaches for enhancing the security and reliability of ITS

networks and components have been proposed as well [23–25, 57]. Generically, the

aim of game theory is to mathematically model complex issues with the foundations

of optimizing cooperation for common purposes, or competing for limited resources.

Basic game theory has four components: players, strategies, utility of the players,

and decision making strategy. The players are the rational decision making entities

engaging in the cooperative or competitive scenario. Each player can choose from a

set of actions that it can perform at a given stage of the game. A player can also define

strategies, or contingency plans, that outline which action the player will take, given

the action that the opposing player has taken or will take. A common assumption
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is that all players are rational, in that they will try and maximize their objective or

their gain. The gain of a player from a certain action taken in the game is represented

by the payoff it receives. This can be described as the consequence of a certain action

at a certain stage of the game. Finally, the decision making strategy consists of the

rules by which the player rationalizes or chooses its next move, such as maximizing

its gain or minimizing the gain of its opponent.

There are many different types of games that have been applied within ITS se-

curity research (Figure 2.2). The players of the game, their relationship and the

subsequent interactions determine the type of game that best models any given sce-

nario. Zero-Sum games are competitive interactions between players where the reward

of one player results in the loss of another [66]. There is a sum of zero on the total

winnings and losses at the end of the game. Minimax games, on the other hand,

involve scenarios of competitive interactions where one player tries to minimize the

maximum reward the other player can achieve [14]. The strategy of this player, and

the subsequent actions this player chooses, will be dictated by rewards that will sub-

sequently minimize the maximum reward the opponent can get. Repeated games are

those that require multiple iterations either finitely or infinitely [39]. Finite repeated

games involve the repetition of the same stage over a discrete time period. Infinitely

repeated games are repeated infinitely, or without a bound on the number of times

stages are repeated [4]. Within ITS cybersecurity, Stackelberg games have been used

to model the behaviours of malicious nodes and the intrusion detection agents. These

have resulted in the increase in the detection or prediction accuracy as well as de-

crease in the overhead of communication [57]. Stackelberg games are usually played

in a sequential manner where the leader makes the first move and the follower goes
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after [63]. This game formulation results in information asymmetry. The leader of

the game operates based on the knowledge of its own behaviour. It also calculates

the optimal behaviour of the follower through backward inductive reasoning and uses

this in their decision making. This way, the leader is able to make a move that is

one step ahead and is known as the leader’s advantage [43]. The follower, on the

other hand, only optimizes its own payoff based on limited information, without any

knowledge of the leader’s actions. This makes for an accurate representation of var-

ious intrusion scenarios within an ITS, since intrusion detection systems (and MBD

systems) are designed as a result of specific attacks anticipated. Most Stackelberg

game formulations assume that the information asymmetry is within the defender’s

favor, given its ability to monitor the ITS environment.

Sedjelmaci et al. [52] propose a hierarchical Stackelberg game considering the

balance between security and overhead the IDS must endure. The game involves

an intrusion decision agent that balances the quality of communication and security.

The agent determines the optimal activation of the IDS, intrusion prediction systems

and intrusion reaction systems, the other players of the game. This game is the first

in using a decision making entity to activate the required resource in an attempt to

reduce the delays caused by detection overhead costs. The leader agent must calculate

the cost of intrusion, prediction and reaction detection of the followers, and propose

a strategy of activation that accounts for this cost. The followers then will activate

their best strategies. The equilibrium of the game is reached when the follower agents

play strategies that the leader agent has suggested. Given the embedding of security

agents at each vehicle node, this framework generates a very high computational

resource requirement.
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Ferdowsi et al. [15] formulate a Stackelberg game that explores the interdepen-

dence of power grids, communication infrastructures and ITS. This is done through

an attacker that targets multiple aspects of this system. The attacker is designed as

the follower and wishes to interrupt the flow of communication through ITS, targeting

the power grid as a result. The leader is an administrative body that oversees the

power grid, communication infrastructure, and ITS interactivity. It works to main-

tain optimal operation of the infrastructure while reducing disruptions by allocating

backup power sources. This study comes very close to consideration of APTs, without

calling it as such. The attacker is designed to perform stealthy attacks that target

different aspects of the complex infrastructure, but the intelligence factor and pro-

longed impact objectives of an APT are not represented, leaving considerable room

for improvement.

Most recently, Sedjelmaci et al. [53] proposed a non-cooperative Stackelberg game

for improving defence of the ITS that computes new attack features. With the IDS as

the leader, it maximizes payoff by determining whether it should launch the feature

detection module to investigate for new features for attack detection. The IDS first

investigates the interaction of the suspected node. It identifies strategies that are

plausible for use by the follower for future misbehaviours through its feature-security

module. It then uses this pattern for attack detection through its feature detection

module. Alternatively, the follower, which is the attacker, plays its own optimal

strategy by generating new features that define a new or different misbehaviour to

launch a lethal attack while evading detection. The framework is evaluated through

simulation using the Network Simulator-3 framework with varying number of vehicles

(100-300) and attacker densities (10%, 20% or 30%).
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Stackelberg games are apt at modelling interactions of attackers and defender

systems in the ITS. Always, the IDS or MBD applications are designed as the leaders,

given that they are intelligent, and are assumed to take the leader’s advantage through

making the first move. The attacker with a singular objective then automatically

becomes the follower, as it does not have the same access to information that the

detection system does. However, if the attacker was to monitor the system and

learn the system’s interactions, this could change the knowledge asymmetry. The

attacker knows the defence system’s actions whereas the defence remains oblivious

to the presence of an APT. Here, it is only logical to assume that the attacker is

now qualified to take the leader’s advantage. It also has the resources to carry out

much more sophisticated attacks and can respond to the changes in the environment

to re-evaluate optimal strategy and maintain prolonged impact. The stealth of its

operation can also ensure that the defence system remains oblivious to the presence

of the APT throughout the repetition of the game.

2.5 Simulation of ITS Security Research

An important facet to consider when investigating any attack within the ITS is how to

simulate it using the the state-of-the-art simulation framework for IDS. Gonçalves et

al. [18] recently conducted a systematic literature review which compared the various

detectors for the ITS [18]. The review not only considered the types of IDSs but

also investigated the methods utilized for evaluating the proposed detectors, a vital

component of IDS research. The study revealed that the Network Simulator version

2 (NS2), coupled with the traffic simulator Simulation of Urban Mobility (SUMO) is

the most used tool. Another network simulator that has often been used for studying
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Table 2.2: State-of-the-Art Consistency and Plausibility Checks Available in F2MD
[27]

.

Name Definition
Range Plausibility Determine if a node is within a certain

reception range.
Position Plausibility Determine if the broadcast position is

plausible.
Speed Plausibility Determine if the broadcast speed falls

within a threshold.
Position Consistency Determine if the broadcast distance

change (between consecutive BSMs)
falls within a threshold

Position-Speed Consistency Determine if the change in position
between consecutive BSMs is plausible
given the advertised speed

Position-Heading Consistency Determine plausibility of angle
advertised between consecutive BSMs
given the advertised heading

Beacon Frequency Determine if the time difference
between consecutive BSMs is complaint
with standards

Sudden Appearance Determine if a node appears with a
positive speed within a close range.

vehicle networks is the Objective Modular Network Testbed in C++ (OMNET++).

This simulator is often coupled with SUMO through Veins and is also frequently used

to simulate vehicular/ITS networks for misbehaviour detectors. When comparing

between the two, OMNET++ has been shown to have better performance (in terms

of execution time incurred and memory usage) than NS2 in simulating wireless sensor

networks, such as the one employed by the ITS [59, 67]. The datasets identified by

Gonçalves et al. [18] for testing IDSs were mainly collected from the simulations, or

were non-specific to ITSs.

An important missing facet of misbehaviour research is its reproducibility and
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comparability across various studies, as posited by [61]. In effort to combat this,

Kamel et al. [27] designed a simulation framework called F2MD that allows for

easy implementation of customized misbehaviour detectors using the Veins + SUMO

+ OMNET++ platform. The framework comes with multiple pre-loaded detectors

(plausibility and consistency algorithms) incorporated in their misbehaviour detector

module that can be used, and APIs are provided to extend the modules of the frame-

work as well. Inspired by the lack of standardization in datasets and comparability

of detectors, this framework allows for multiple plausibility and consistency checks to

be employed in tandem. For example, the module combines ART, MDT and MGT

checks within the same application that identifies a node as misbehaving if any of the

checks are returned as failed. These detectors are state of the art, as they combine

the best available on-line detectors as shown in Table 5.2. This is a stepping stone in

the fusion of different detectors to create symbiotic detection mechanisms. The lack

of reproducible and openly available simulation work that allows for further research

is also addressed in this thesis. We attempt to lay the groundwork for modeling

APTs and present an example of how state-of-the-art tools can be used to evaluate

the created models.

2.6 Summary

In this chapter, we explored the various components of an ITS that generate and dis-

seminate data over the ephemeral, vast, and dynamic ITS network. The fixed sensors

and the CAVs collectively create the data and share it with other vehicles and RSUs

through various types of communications. The vulnerability of the data exchanged

within the ITS to data falsification attacks was discussed as a crucial security facet.
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We demonstrated how these vulnerability considerations remain incomplete given the

lack of consideration to APTs within ITSs. This deficit in misbehaviour detection

design leads to over-simplistic mechanisms of plausibility and consistency checks that

are targeted at singular attacks assumed to have simplistic objectives. Since game

theory has been proven as an effective method for modeling the behaviours of attack-

ers and defenders within the ITS, the same can be used to outline a framework for

designing APTs. Usually, the defender application is proposed as the leader given its

ability to manipulate the system, learn from it, and modify its actions as a result.

With APTs harboring all of these abilities as well, we assume an alternate perspec-

tive on Stackelberg games. This will allow for a novel and comprehensive way to

model the APT behaviours and interactions within the ITS. Finally, we outline the

considerations for simulation of ITSs security research and outline the importance

of reproducibility of work. We also present state-of-the-art simulation tools that are

used for simulating ITSs and the framework F2MD that will be used to maintain data

reproducibility and comparability. Designing a framework for modeling APTs in ITSs

this way will lead to development of more robust ITS security and data correctness.
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Chapter 3

An APT Lifecycle ITSs

Advanced Persistent threats (APTs) pose a long-term and grave danger to cyber sys-

tems, including Intelligent Transportation Systems (ITSs). The stealthy attacks that

an APT mounts are both intelligent and resourceful. They aim for sabotage within

the target system or exfiltration of critical data. Since their initial discovery, APTs

have been long studied in attempts to better understand the adversary’s motivations

and mechanisms of action. This is in hopes of designing better defences against them.

APTs continue to remain an active area of research today.

For an adversary to be classified as an APT, there are various characteristics that

must be be met, as defined by the “Glossary of Key Information Security Terms” [32].

First, the attacker must utilize tools that are well resourced and highly organized. The

targeted system should be specifically chosen for the purpose of data exfiltration, or

for impediment of critical operation by the attacker [8]. Using complex attack vectors

(physical, social engineering, botnets, etc.), the APT should try and avoid detection

by signature-based detectors and establish a foothold within the given system [3].

Continued use of these vectors should allow the APT to maintain deception against

system defences while carrying out the objectives. Where a regular attack may take
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advantage of lacklustre cybersecurity or known generic exploits of the target system,

an APT involves calculated and researched penetration attempts. The former types

of attacks may easily be detected and stopped using security tools before critical

damage is caused. However, the amount of resources at an APT’s disposal coupled

with being undetectable tremendously increases the opportunity for critical damage,

as compared to a regular attack.

The “Glossary of Key Information Security Terms” [32] outlines three major com-

ponents of an APT obtaining its objectives:

i. Repeated and prolonged period of operation,

ii. Adaptability to the target system’s resistance efforts, and

iii. Maintaining required level of system interaction.

To remain undetected while gathering critical data from the target web application

or information system, an APT attacker will come equipped with sophisticated tools.

The most common of these is new types of malwares that cannot be detected by the

commonly employed signature-based intrusion detection systems. The APT’s attack

is considered complete only when it is either detected or the motivations for the attack

(i.e., data exfiltration, or system impalement) have been achieved.

This chapter is organized into the following sections. First, we describe the lifecy-

cle of APTs within web applications and information systems in Section 3.1. This is

how APTs are conventionally understood to penetrate and persist through a target

web application or information system. We then compare conventional web applica-

tion or information systems with Intelligent Transportation Systems (ITSs) in Section

3.2. In this section we outline the fundamental differences between typical information
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systems and ITSs. We demonstrate how these differences necessitate a re-exploration

of an APT’s lifecycle, specifically within the context of ITSs. In Section 3.3, we

present an ITS specific APT lifecycle exploration. We present the flexibility of the

lifecycle in its application to cyber-physical systems and how it changes based on the

APT’s objectives.

3.1 APTs in Web Applications and Information Systems

APTs have systematic methods of attack that go “low-and-slow” and stay unnoticed.

Various researchers have organized the operation of APTs into lifecycles, which are

then further categorized into stages. At each stage, the APT employs different tech-

niques to carry out an attack, maintain impact, or increase reach of attack. Some

lifecycle proposals suggest that these stages can occur in any order, while others

outline a systematic procedure that an APT follows. Currently, there are multiple

lifecycle frameworks proposed in the literature that range anywhere from three to

eleven stages [41, 60].

In 2019, Alshamrani et al. [3] surveyed the literature of various lifecycle proposals.

They identified a lack of generalizability amongst the models, claiming them either too

broad or too specific. To overcome this, the researchers suggested a five-stage lifecycle

of APT’s strategic operation for accomplishing objectives with limited exposure, as

shown in Figure 3.1.

To penetrate the defence of any given system without drastic perturbation, the

APT must gather information regarding its target in the first phase: reconnaissance.

In this stage, the attacker learns about its target by studying the components (work-

stations, types of accounts, etc.), hierarchy (C-suite organization members, IT staff,
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Figure 3.1: Lifecycle of APTs in Web Applications and Information Systems [3]

help desk, etc.), and network environment (switches, routers, and anti-virus tools) of

the web application or information system. If the target system is an organization,

the attacker may use social engineering to manipulate the employees, steal credentials

or gain illicit access to a restricted page [8]. There are also various publicly available

repositories of known vulnerabilities and attack surfaces of web systems that an APT

can reference. With this information, the APT then constructs a plan of action and

gathers relevant tools.

The vulnerabilities that come to light in the previous stage inspire the vectors

and methods of the APT’s infiltration tactics [3]. To establish their foothold, the

APT will design specific tools, often in the form of novel malware. The malware is a
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software designed to escape detection by signature-based intrusion detection systems

and allow for evasive entry into the system. The 2017 Symantec’s Internet Security

Threat Report indicated 357 million variants for malware signatures in 2016 [34].

This malware can be delivered via a spear-phishing campaign (sending malicious

links through emails), abandoned USB devices, or deceptive links. The specifically

crafted malware serves the purpose of exploiting the discovered vulnerabilities and

allowing the APT actor illicit access into the system.

The next step within the APT’s lifecycle is to move laterally within the infiltrated

system, while staying undetected [3]. Within information systems, APTs want to

either exfiltrate critical data or undermine critical components. Thus, once inside,

the APT must spread itself to locate the desired information (by either moving from

one user to the other, or from one software to the other). The goal is to undertake the

command center of the information system and control it. This may involve leveraging

the current foothold to escalate privileges, gaining alternate account information, or

installing malware into connected workstations. The method depends on the target

system. Unfortunately, once the APT is at this stage (stage 3 in Figure 3.1) of

the lifecycle, complete removal of the threat from the target system becomes very

difficult [60]. This emphasises how time sensitive detection of an APT is. However,

the advanced and premeditated tactics used by APTs make detection increasingly

difficult.

Once it has located the desired data or controls of the infected system, the APT

begins exfiltrating data or causing system impediment. The obtained data is sent

to the command center and control of the APT. When considering impediment, the

attacker will now begin causing perturbations within the critical system to undermine
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or disable it. Since most intrusion detection systems have ingress filtering active

and outgress filtering inactive, large amounts of data can be easily sent out of the

organization without being detected.

The final stage of the APT’s lifcycle will consist of maintaining the data exfiltra-

tion or infrastructure impediment accomplished in the previous stage. The attack

continues until the APT leaves the system and lifts the attack, or is detected and

stopped. This may be as soon as the data is exfiltrated, or after a longer period of

time, if the APT wishes for constant access to newly created data. A completely

successful attack is one where the APT remains undetected even after the attack is

done. Once the stage of attack completion is reached, the APT will then remove

all the traces of interaction with the system, such as deleting logs and malware, and

leave the system without a trace.

3.2 Distinguishing Characteristics of ITSs from Traditional Information

Systems

The proposed lifecycle comes from collectively analysing previous threats witnessed

within web-based applications/services and organizational information system. Al-

though this lifecycle can translate well to most cyber-based applications, directly

applying the same lifecycle to an ITS limits the understanding of APTs within ITSs.

While the stages themselves may remain the same, what each stage entails, as well

as the subsequent transition between the stages is nuanced. An ITS network dif-

fers greatly in both its components and the types of communication it fosters, and

subsequently so do the vulnerabilities, as discussed in the following subsections.
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3.2.1 The Physical Component of ITSs

The greatest difference that distinguishes the ITS from typical information systems or

web applications lies within its classification as a cyber-physical system (CPS). Infor-

mation systems or web application systems are located solely within the cyber space.

On the other hand, CPSs have a physical component along with the cyber as well.

This vastly increases the attack surface of CPSs, given that any data manipulation

or attack results in an impact within the physical world. The data is both created by

physical components of the systems (such as the vehicles and the stationary sensors)

and results in changes to the physical components of the systems as well (traffic lights,

vehicle routes, etc.). As a result, the application of the typical APT lifecycle becomes

restrictive and unable to encompass the full range of attack implications within CPSs.

For example, in a web application, the data being manipulated could be changing of

legitimate passwords to lock out legitimate users from accounts. On the other hand,

in an ITS, the same would result in a driver being locked out of a moving vehicle on

the highway, no longer able to control the vehicle’s movement.

3.2.2 The Data as an Attack Vector in ITSs

The next major difference arises from the data transmitted across the entirety of

the ITS. It is no longer just exfiltrated; rather it is used to launch the attack itself.

Within typical web systems, the goal of the attacker is to obtain critical data or

to undermine critical components. The former is done by locating the data within

a given system whereas the latter is accomplished by manipulating programs found

within the system. Within the ITS, and most if not all other CPSs, the data is a
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freely available commodity that is openly exchanged and its exfiltration is not re-

quired. It is through the manipulation of this data that the impact on the physical

system results. As mentioned in Section 2.2, misbahviours within the ITS comprise

of those attacks that invalidate the correctness of the data transmitted. Thus, the

commonality amongst all misbehaviours is the manipulation of this data. This re-

sults in a unique advantage to an APT seeking to attack the ITS. Given that each

misbehaviour involves a different form of false data (false speed, false position, etc.),

the APT can now easily switch between various misbehaviour types. The difference

between launching a stale message and an eventual stop misbehaviour is which field

of the basic safety message is changed (Table 2.1). Since the APT has the resources

to change the basic safety message data, altering the fields to change is trivial. In

contrast, within web applications and information systems, switching between attack

types is not easy. Each type of attack requires different resources and strategies.

For example, an APT that implements a cross-site scripting attack cannot simply

switch to SQL injection attacks when the rate of detection for the former becomes

too high. This advantage, along with APT’s capabilities of observing, learning from

and reacting to its environment, the APT is able to actively respond to given changes

in real-time within the ITS. This results in the APT’s transversal through the indi-

vidual stages very different when attacking the ITS as compared to web applications

or information systems. Thus, the APT’s lifecycle must be re-explored within this

context to fully outline the vulnerabilities of the ITS.
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3.2.3 The Physical Characteristics of ITSs’ Network

The physical characteristics of the ITS’s network also demands re-exploration of the

APT lifecycle. There are three major components of the ITS as mentioned in Section

2.1: Connected and Autonomous Vehicles (CAV), Road-Side Units (RSU), and Traffic

Management Centers (TMC). The mobility of ITS’s components results in ephemeral

communication. Typical information systems and web applications have very struc-

tured, stable, and stationary components, such as computers or sensors. Within the

ITS, a CAV may enter and exit communication exchanges with other CAV or the

RSU freely. In fact, this free exchange is fundamental to ITS communication and

enables real-time response. In typical information systems, even if some components

have mobility, the speed of the mobility is not comparable to that of a CAV. An

average CAV can be reasoned to move at a rate of 50 km/h on an urban street, and

this quickly increases to 100 km/h on the highway. This results in an ITS network

that is unstable, non-continuous and open. Information and data exchange relies on

this open nature, given the fast forming and resetting of connections. This style of

communication changes the way an APT may penetrate and laterally move through

the ITS, giving reason for exploration of the lifecycle within this unique context.

3.2.4 The Structure of Communication and Access Control in ITSs

The structure of the communication and access control also differs greatly between

the ITS and web based information systems. Baseline cybersecurity requirements

necessitate that nodes of the information systems are password protected. This con-

structs a barricade to protect critical information, such as the basic structure of the

network. The format of communication exchange, the content of the messages and
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the data that is central to the system is hidden or at the least obstructed. This con-

structs a barrier for an intruder in gaining illicit access to the information. To get in,

a certain degree of social engineering or use of malicious tools is required. The APT

must perform reconnaissance of the information system to understand its structure

before it can penetrate the system. On the other hand, within the ITS, the structure

of the network and the data are readily visible through publicly distributed standards

of communication. An attacker standing beside an RSU can pickup the broadcasted

signals, the same as the RSU. Should the motivation exist, an attacker could initiate a

drive-by-download in a Wi-Fi enabled connected vehicle to install malicious software

from this RSU. With minimal effort, this attacker could listen for a message and re-

play it later (a replay attack) to successfully cause false-data injection from this RSU

as well. The attacker can easily replicate a legitimate message since the messages

exchanged are standardized and openly communicated. This lack of access control to

the system, as well as openly available structure of communication severely reduces

any barriers to entry. It reduces the need for reconnaissance, making it much easier

to attack. These features of the ITS dictate how an APT will transverse each stage of

the lifecyle and how long it will spend in each stage. By redefining the APT lifecycle

to be inclusive of these features will better our understanding of vulnerabilities and

threat surfaces within each stage. Consideration of these characteristics of the ITS

are vital for broadening our understanding of APTs within the ITS.

3.2.5 Intrusion Detection Systems in ITSs

Last, but not least, the intrusion detection mechanisms that exist within ITSs and

CPSs are also different from those in information systems or web applications. Typical
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cybersecurity defence is employed as a “castle model” that represents the way a mote

surrounds a castle’s perimeter to protect it from unwanted intruders [36]. The mote

is a large trough filled with water and potentially dangerous animals that surround

the border of the castle. Selected outsiders are allowed in using a gate but the

mote will prevent intruders from getting in illegally. The information systems are

the castles that are surrounded by the firewalls and intrusion detection systems to

protect holistically from outsider threat. This castle approach cannot be applied

directly to an ITS. The composition of an ITSs can be envisioned, instead, as multiple

manors with independent sovereignty interlinked with one another to form a cohesive

ecosystem. There is no external wall that surrounds the dynamic, fast moving, and

fleeting communication of the ITS. In fact, the placement of the intrusion detection

system itself is versatile. Local intrusion detection systems can exist within the

CAV. Global intrusion detection systems can exist at the RSU level. As well, the

TMC can have its own independent intrusion detection system. Not only this, the

high computation and memory demands of an ITS’s data exchange raises questions

of resource allocation as well. A global intrusion detection system scheme at the

RSU level may not be placed at every RSU. Similarly, not every CAV may come

equipped with the same type of intrusion detection yet still participate equally in

the communication. Resource constraints may dictate unique dispersion of intrusion

detection systems that cannot be conceptualized with a simplistic “inside vs. outside”

approach. An ITS has multiple points of entry and can be compromised in various

unconventional ways. Thus, a framework that models APTs in the ITSs without

re-exploring the APT lifecycle in the context of ITSs will be incomplete.

The characteristics that distinguish an ITS as a CPSs make the case for the
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Figure 3.2: Re-Exploring the APT Lifecycle within the Context of ITS

need for this exploration. This will comprise of the first part of the framework that

will provide a stepping stone towards holistic understanding and prediction of APT

behaviour within the ITS.

3.3 Re-Exploring the APT Lifecycle for ITSs

Given that traditional APT lifecycle representations are limited in exploring the vast

and intricate nature of ITSs, we want to extend our understanding to their more

holistic representations. The same stages can be applied, but we must push the

boundaries to represent smarter attackers, given the implications on the physical

components of the system.

The threat to an ITS begins with reconnaissance, as shown in Figure 3.2. The

APT sponsor, the mastermind behind the attack orchestrating the various actions,

studies the infrastructure to extract relevant details of the ITS. The sponsor has the

required resources to learn the details of an entire interactive system or focus on a
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given stretch of road or highway. Any given road will have its specific infrastructure

pieces. This can include the number of RSUs, the average number of vehicles on

the road and the average speed of the vehicles passing by. The attack type that the

adversary wishes to launch will dictate the specific type of reconnaissance required.

There are also publicly available information pieces, such as the standards for basic

safety message broadcast frequency and content. The attacker can also derive the

frequency of communication of messages, as well as the average time the ITS network

is considered busy, and cannot participate in communication.

Following this, the attacker then penetrate the system by compromising a node

(Figure 5.1). In the ITS, this can be any of the mentioned components, since there are

multiple points of entry. The attack can occur from within a compromised vehicular

node, a bot-vehicle, a node pretending to be a vehicle, the RSU or even the TMC.

The attacker can be both within physical proximity or operate from a distance. Vic-

tim vehicles can be compromised through drive-by downloads, malware, or physical

tampering of the vehicle. With even more resources, the attacker may have access to

a personal vehicle at their disposal. The versatile nature of the vector of entry makes

the attack surface very large and allows the attacker to enter the network with little

effort.

The APT uses this entry into the system to sense the environment. With con-

trolled perturbations, the APT can then observe the interactions of the node with

other nodes and the environment. The type of attack the APT sponsor wishes to

employ will dictate what needs to be observed. The APT can determine which nodes

exist within a certain subsection of the network, the speed of travel for nodes, or the

average time the traffic lights will stay green. As we will further explore in Section
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4.3, this stage is where an APT can covertly explore the in-place intrusion detection

systems and learn their strategies as well.

The APT can now leverage this collected information. In the next stage, the

attacker can directly move on to carrying out the misbehaviours by manipulating

the data. There is no requirement for lateral transition within the system, since

the sought after data is present everywhere. Interestingly, the lateral transition can

be considered to be made by the data itself. This is because the APT may be

trying to cause an immediate impact within the neighbouring vehicular or stationary

nodes, or to an application at the backend TMC. For the latter, the data must

transition through various points and follow a route dictated by the nature of the

ITS’s communication to arrive at its destination. The ephemeral characteristic of the

ITS means that the APT must continue to interact with its environment, sense the

data being exchanged and input carefully calculated values that are feasible. Once the

attack launch is initiated, subsequent misbehaviours are then launched consecutively

and can be switched easily. No matter what type of misbehaviour is being chosen

to deploy, continued reconnaissance and system monitoring is needed for an effective

attack strategy. This is attributed to the constant changing nature of the ITS.

As the attack is launched, its physical impact on the environment is realized.

This can be observed as various events, given the context of the attack and the

results the APT sponsor wishes to have. Overall, the corruption of data will result in

system performance degradation as a result of the impact the attack has on system

components. This resulting impact will then inform the subsequent decisions of the

APT, such as the type of attack and the degree of attack it should carry out. This

unique facet of CPSs requires a much more flexible stage exploration, such as the
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one presented here, as compared to cyber-only systems. Since the vector of attack is

the same in misbehaviours aiming for data integrity manipulation, switching between

these attacks is very realistic and easily doable.

The movement of the APT throughout these stages depends on the specific mo-

tivations of the attack sponsor. For the purposes of this thesis and the specific case

study presented in Chapter 5, the stages the designed APT will repeat are the attack

launch stage and the reconnaissance stage. The former is where the APT will choose

the optimal misbehaviour to deploy. After this, it will spend time in the latter stage

to ascertain the impact of this misbehaviour on the physical environment and deter-

mine its next move. Representing the lifecycle in this way allows for it to be repeated

in more complex and complicated ways. Given the type of misbehaviour, the stage

in which the APT spends most of its time, and what stages the APT repeats, can be

changed to best suit the attack (green arrows in Figure 5.1). Thus, it is more natural

to rely on this type of design for environments that rely on sensed data and have

physical components along with cyber.

This design of APT’s lifecycle renders it applicable to other environments with

physical components (other CPSs) as well. These systems all share with the ITS a

physical component, which the attacker can control or manipulate. Typical APTs

use malware for entry into the system. The malware can be polymorphic, or evade

detection by changing its components so that it does not match signature malware

characteristics. However, the malware cannot realistically alter the type of attack it

is carrying out as a response to the system environment. The observable, physical

component of CPSs lends this advantage to the APT and allows for easily malleable

misbehaviours without need for attack vector changes. Thus, the modeling of the
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APT in this way extends well beyond just the ITS, and into CPSs generically as

well. The representation of APT lifecycles in this way can extend our understanding

of APTs in CPSs beyond the limitations that typical information system or web

application-based lifecycle representations create. This lifecycle exploration forms the

first component of the framework we have created for defining and modeling APTs

within the ITS (and other CPSs). We believe this framework will provide security

research critical leverage against these threats by bolstering our understanding and

predicting capabilities of APTs.

3.4 Summary

In this chapter, we explore the lifecycle of an APT within information systems and

web applications, where they are typically defined and explored. Although various

descriptions of the lifecycles exist, the common stages are reconnaissance, estab-

lishing foothold, lateral movement, data exfiltration or impediment of system and

post-exfiltration or impediment. Despite the widespread use of this lifecycle in var-

ious systems, this lifecycle definition is insufficient for ITSs. The differences that

necessitate exploration of the lifecycle specific to the ITS are outlined. We account

for the physical component of ITSs that results in intelligent attack optimizations

by the APT in our exploration. This gives an APT the advantage of observing the

physical environment to determine each attack’s impact. The APT’s ability to subse-

quently change its launched misbehaviour without changing the attack vector makes

it unique within not only ITSs but all CPSs. The amount of time and resources that

the APT spends within each stage is dictated by the type and severity of attack.

This makes the APT lifecycle unique to each APT. The suggested exploration of the
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lifecycle given the unique characteristic of ITSs having a physical component can be

extended to all CPSs. This lifecycle exploration is crucial to understanding each APT

and forms the first part of the framework. The second part of this framework will

be defined in the next chapter (Chapter 4). Together, these components can help

realistically and holistically define APTs and anticipate their moves.
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Chapter 4

A Game Theoretical Model of APTs

To realize the full benefits of an Intelligent Transportation system (ITS) and its appli-

cations, maintaining the integrity and correctness of the data exchanged throughout

the network is vital. This chapter introduces a way to maintain the robustness of

the Intrusion Detection System (IDS) while increasing efficiency. It describes the

second part of the framework that will allow for the accurate modeling of Advanced

Persistent Threats (APTs) within ITSs. It involves the design of a game that mod-

els the interactions between the attack and defence entities. The generic design of

the game allows for it to be applied to various scenarios, given different motivations

and resources of both the attacker and the defender. As previously mentioned, this

framework will help outline the motivations and objectives of any given APT wishing

to corrupt the data within the ITS. The tools and techniques used by an APT are

versatile but the goals remain the same. The framework then allows for the goals

of the defender to be modeled based on the APT’s goals and examine the resultant

interaction of the two. This renders the framework applicable to most, if not all, data

compromising APT within ITSs.

Most IDSs designed for ITSs are limited in that they are curtailed to a certain
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type of attack. Although these detectors prove effectiveness in identifying a specific

attack, they are not effective, or even capable in some cases, in determining other

types of attacks. Furthermore, due to the limitations in available resources, not all

possible misbehaviours can be monitored without high costs of detection delay or

resource wasting. An intelligent attacker can take advantage of this limitation. It can

observe and learn how an IDS within a given system deploys the detection strategy,

and subsequently change the type of attack it launches. This will allow the APT to

evade detection while corrupting the data in the ITS. Since an APT has access to

various tools and learns from its environment, it can strategize attacks in this way to

allow for the greatest impact while remaining stealthy. Contrary to a regular attacker,

an APT is aware of the detection status of each node. If the APT attacker learns

that one of the attack-delivering nodes is compromised (has been detected by the

detection application), it has the ability to alter its strategy. A simple attacker would

be rendered unsuccessful if its strategy is discovered, since the defender application

would know exactly what to look for in subsequent attacks. An APT attacker, on

the other hand, would reorganize its resources to change the attack type and degree

that it deploys next to maintain impact over a prolonged period. APTs differ from

conventionally pictured attackers, since they are persistent . This renders current

detector applications (that are not fusion) virtually useless against them.

Current formations of detection strategies involve either revoking privileges of

an attacking vehicle, disregarding the messages, or broadcasting a certain vehicle as

an attacker. These strategies are created with singular-attack launching attackers

in mind and can be effective against these types of attackers. On the contrary,

the APT can leverage this information to alter their strategy for a more effective
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attack. If a vehicle is listed as malicious, the APT can simply change which vehicle

it is using to launch an attack, since the vehicle itself is just a bot. Thus, detector

development needs to be modified to be inclusive of complex attack strategies, which

are specifically designed to maliciously alter the data or integrity of the ITS in a

slow-and-long process. In this chapter, we outline the second part of the framework

that will allow for modeling of APT behaviour. Predicting this will allow for more

holistic detectors to be developed and will result in more efficient detection.

4.1 The Players of the Game

4.1.1 APT Attack Agents

We consider a system with two players: an attacker (an APT) and a defender, that

controls the resources (detectors that the detection application can use for fusion de-

tection) of the IDS within the ITS. These are the two players engaged in a competitive

cybersecurity battle.

The set of actions available for the attacker are A = {a1, . . . , aj, . . . , aA}, where

A is the size of the attacker’s actions profile. When considering an APT, the action

profile consists of various misbehaviours (sensor faults and combined misbehaviours)

that could be deployed to compromise data correctness of the Basic Safety Message

(BSM). Individual misbehaviours (such as broadcasting random speed, demonstrating

false eventual vehicle stops, or deploying sybil nodes) are known as misbehaviours.

The collective set of misbehaviours deployed starting from when the first misbehaviour

is launched and finishing at when the last misbehaviour has fully completed is referred

to as an attack (the collection of all misbehaviours launched during the time the APT

was in the ITS). The duration and frequency of each misbehaviour is chosen with
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specifically curated parameters based on the information the APT gathers during

the reconnaissance phase. We assume that the APT has both the resources and

the intelligence to launch any number of misbehaviours to best accomplish its specific

goals. The strategy of the APT is the frequency with which each misbehaviour within

set A is launched over the duration of the entire attack. We assume that the APT

chooses parameters for each misbehaviour (i.e., the incorrect speed to broadcast, the

number of sybil nodes to employ, the BSM broadcast frequency, etc.) that allows for

impact while remaining stealthy. This definition can therefore be extended to model

other APTs that use any attack strategy when targeting the ITS. An attacker playing

a pure strategy aj launches the same type of misbehaviour for the duration of the

entire attack. A mixed strategy involves launching different misbehaviours at varying

frequencies during the attack.

In most ITSs, a reported misbehaving node either has its data discredited or is

disallowed participation in V2V/V2I communication. In these systems, a node is

classified as misbehaving through repeated misbehaving actions (such as sending the

incorrect speed repeatedly) usually of the same type. After a certain threshold, the

node is reported to an authority or other nodes as malicious. An APT has the re-

sources to bypass being reprimanded in this way by altering the type of misbehaviours

it deploys. It can wait until the node history clears or alter the node’s pseudonym.

Varying the types of misbehaviours will reduce the chance of being detected by being

flagged as a certain type misbehaving node. Considering this, a mixed strategy will

be used by the APT attacker agent in our game. Here, the mixed strategy consists

of defining a probability distribution vector denoted by α = (α1, . . . , αA) such that

αj ≥ 0 ∀aj ∈ A and
∑

aj∈A
αj = 1 for choosing misbehaviour type frequency during the
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attack.

4.1.2 The Defender Agent

As previously mentioned, the merits of fusion-detection systems for local misbehaviour

detection are emerging and apparent. Using information from multiple detectors and

plausibility checks to inform detection applications of misbehaving nodes has shown

both promise and performance. However, both Connected and Autonomous Vehicles

(CAVs) and Roadside Units (RSUs) are restricted in availability of computational

and memory-based resources. Within the CAV, the obvious issue arises with the fact

that not all vehicles within the ITS will be connected and/or autonomous, resulting in

varying (if any) capacity to perform these checks. Even when considering vehicles that

are both connected and/or autonomous, the issue of resource constraint extends to

the RSU. The RSU is responsible for data communication to the back-end and sharing

received BSMs to the Traffic Management Center (TMC) or other ITS applications.

This data is a crucial part of the decision making process for applications that, for

example, control traffic flow or reduce collisions. Using information from each attack-

specific detector results in very accurate misbehaviour identification. However, this is

not a feasible solution given the sheer volume of BSMs exchanged at any given time in

the ITS. Instead, we propose a solution where the RSU must balance which detector

informs the misbehaviour identification decision, such that threats can be identified

and responded to in a timely manner. Thus, the defender must identify the best

allocation of resources amongst the various detectors to ensure variable-misbehaviour

monitoring when balancing time-efficiency and accuracy.

The defender’s set of actions can be defined as D = {d1, . . . , di, . . . , dD}, where
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D is the size of the defender’s actions profile. This consists of different detectors

and plausibility checks from which information can be used by the misbehaviour

detection application. Each detector validates a specific aspect of the BSM and can

be correlated with specific types of misbehaviours. For example, the speed plausibility

check identifies the likelihood of correctness of advertised speed, whereas the position

consistency check ensures the distance advertised between two consecutive BSMs

are within a maximum threshold (Table 5.2). A pure strategy di employed by the

defender consists of using information from the same detector or plausibility check for

each BSM evaluated. A mixed strategy involves defining a probability distribution

vector denoted by x = (x1, . . . , xD), such that xi ≥ 0 ∀di ∈ D and
∑
di∈D

xi = 1. It

defines the frequency with which each detector or plausibility check is utilized over

all detection events.

4.2 Attacker and Defender Utility Matrices

4.2.1 Defining the Attacker’s Payoff

The goal of an APT is to launch an intelligent attack resulting in a prolonged impact

while remaining hidden from detection, as mentioned in Chapter 3. These goals can

assist in defining the utility function that governs the decisions made in the duration

of the game by the attacker. The payoff of the attacker depends on the impact it

has on the system while acting stealthily. A normal attack may seek to maximise

the impact of all deployed misbehaviours to prioritize short-term gain. However, the

APT will always prioritize long-term gain and hence the more subtle misbehaviours

would be preferred over ones causing dramatic impact.

The utility matrix B of the attacker for calculating payoff of the attacker over the
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various strategies, is defined as:

Bij = (Ij + δj)× γij when j 6= i (4.1)

The payoff of the APT when a given attack strategy aj is deployed equals the

product of the impact (Ij), corrected for the stealth reward or penalty (δi), and the

evasion rate (γij) of attack aj for detector di. The attacker’s payoff is 0 when it

launches strategy aj and the detector launches strategy di, such that the detector di

is optimized to look for attack type aj. Although the attack may not be detected

100% of the time by this detector, the impact of the attack (i.e., the portion of the

attack that evades detection) is considered negligible.

The impact of each misbehaviour can be easily determined by launching a specific

attack and monitoring the effects on the ITS, such as the rates of congestion, the

flow of the traffic at a certain intersection, or the delay in traffic light time. Any

given APT’s objective can help guide the definition of impact. An attack corrupting

the correctness of data will result in tangible changes to the ITS environment. Thus,

the impact of the attack can be as broad or specific as the objective itself. An APT

is equipped with the resources to observe the environment over a period of time to

learn normal behaviours and strategies within a given context. With this information,

the APT can easily gauge its own impact on the system by systematically launching

various misbehaviours and learning the effects.

To ensure attack impact remains over a prolonged period of time, the APT wants

to remain hidden. This translates to a delayed gratification strategy. The calculation

of reward for the APT reflects this through a reward or penalty factor that corrects

the impact. If the impact of any given attack is too large, making it easily noticeable,
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there is a stealth penalty that reduces the value of the impact to deter the attacker

from taking too many bold actions. Similarly, attack actions that result in slight

perturbations are rewarded, adding to the value of the impact, since the APT would

prefer attacks that are more stealthy.

Lastly, but perhaps most importantly, only the impact that evades detection will

actually influence the applications. This is because detected beacons are discredited

and misbehaving nodes are removed from communications. Therefore, the impact

that evades detection is the true impact the attacker had. Each detector is optimized

for a single type of attack but still may be able to detect other types of misbe-

haviours besides the optimized one. Some misbehaviours involve multiple actions.

For example, a disruptive attack involves broadcasting random values for both speed

and position. Thus, if the detection application was using the speed consistency check

or the position plausibility check, it would be possible for both to detect this type

of attack. However, the misbehaviour may not be detected 100% of the time. To

account for this, we can multiply the impact corrected for stealth factor by the eva-

sion rate, which is 1− detection rate. These are the proportion of BSMs that evade

detection, and will contribute towards corrupting the data sent to the TMC. If the

detection rate is 70%, this means that the misbehaviour can evade detection 30% of

the time, and so the misbehaviours impact will be multiplied by a factor of 0.3. Here,

the detection rate is considered the F1-Score, known as a standard metric for detector

evaluation [61]. This adjusts the payoff by a factor that reflects the rate of success of

launching the specific misbehaviour aj. Each misbehaviour aj has an evasion rate γij

for each detector di.
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4.2.2 Defining the Defender’s Payoff

The utility of the defender is enhanced by reducing the total perturbation to the

system caused by the attacker. Thus, the utility of the defender is equal to the impact

that was prevented as a result of successful misbehaviour detection. The higher the

overall impact of the attack prevented, the higher the utility of the defender. The

utility of the defender can be represented by the matrix U :

Uij = Ij × (1− γij) (4.2)

When the defender chooses a detector di given misbehaviour aj chosen by the

attacker, the defender’s utility is calculated as the total impact the detecting appli-

cation successfully prevented the attacker from having on the system. This is the

product of the impact (Ij) and the detection rate (1− γij). The payoff is maximum

when γij = 0.

If the defender chooses a pure strategy (only using information from one detector),

the detection rate for every attack will not be maximized. Since the attacker is

intelligent, it can easily deviate from choosing the misbehaviour detected by di and

remain successfully hidden. Thus, the defender will prefer a mixed strategy (i.e.,

using information from various detectors) to try and maximize the detection rate

over multiple misbehaviour types and reduce the total impact from the APT on the

system.
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4.3 Architecture of The Game Theoretical Model

Given the nature of the APT and IDS application defence strategies, we propose a

two-player Stackelberg Game with one-follower. There are two players within the

game: the APT and the defender. Regardless of the various types of misbehaviours

available to the attacker, the decision making entity is the APT sponsor choosing

which misbehaviours to carry out. This entity is the mastermind that intelligently

curates the attacks and persistently carries them out. Although there are many

detectors and plausibility checks available to the IDS, the control of these detectors

is with the decision making entity: the defence application that is choosing which

detector’s information to employ.

The proposed security game provides a realistic perspective of an intelligent at-

tacker, one that learns from the environment and selects actions resulting in optimized

goal realization. Typically, the defender is structured as the leader in Stackelberg

games when it plays against attackers that are single-faceted. However, an APT at-

tacker, capable of monitoring the environment, is the leader in this game whereas the

defender application is the follower. With its resources and tools, the attacker is able

to observe the environment and learn the behaviours of the defender through recon-

naissance. The defender agent, on the other hand, remains unaware of the APT’s

existence. This is because typical IDSs are not designed with APTs in mind and sub-

sequently make decisions without the knowledge of the APT’s reward functions. This

approach to security games against APTs is novel and has not yet been leveraged in

the ITS security literature.

Given the need to stay stealthy, the APT must determine the optimal strategy

for the deployment of misbehaviours that best allocates resources and corrupts ITS
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data over a prolonged period. We assume that the APT can determine when a

misbehaviour has been detected since this information is broadcasted throughout the

open network. Subsequently, the APT is able to alter its attack strategy and change

the misbehaviour it deploys. Thus, the objective of the attacker is to determine the

optimal misbehaviour distribution vector for a maximal impact.

Stackelberg games are based on backwards-inductive reasoning. To this end, the

best response of the follower (the defender agent) to a fixed observed strategy of the

leader (the APT) is calculated and integrated into the optimization problem of the

leader. The APT attacker anticipates the defender to play its best response to a

fixed strategy of the APT’s that it observes. This aligns with the defence applica-

tion’s objective of determining the optimal probability with which information from

each detector from set D is used to maximize the prevented data-corruption attack

impact. The resulting defender application “best strategy” is then incorporated into

the attacker’s optimization problem. This helps in selecting the best attack strategy

that consists of a probabilistic combination of various misbehaviours from the set A.

This means that the APT is able to anticipate the defender’s response to its misbe-

haviour distribution and use this information to create an optimized solution that is

one-step-ahead.

4.3.1 The Follower’s Optimization Problem

For the defender as a follower, the best strategy (xi) against the APT’s vector of mixed

strategies over time (αj), can be derived by solving the following linear optimization

problem (known as the follower problem):
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Maximize
∑
di∈D

∑
aj∈A

Uijxiαj (4.3)

Subject to:

∑
di∈D

xi = 1 (4.4)

0 ≤ (a−
∑
aj∈A

Uijαj) ≤ (1− xi)M ∀di ∈ D (4.5)

xi ≥ 0 ∀di ∈ D (4.6)

The linearized form of the optimality conditions for the optimization problem is

represented by constraint (Equation 4.5). It limits the follower’s expected payoff (Uij)

for any action in set D to be lower than an upper bound a, given the leader’s fixed

strategy αj. Then, for all actions di that have xi = 0, multiplying by parameter M , a

large positive number, returns the right inequality as always true, whereas it ensures

that the follower’s payoff to be greater or equal to a for actions with xi = 1. The

solution to this problem is the follower’s best response to the leader’s mixed strategy.

In tandem, these inequalities mandate the chosen action di to be optimal for the

follower.

4.3.2 The Leader’s Optimization Problem

By incorporating the knowledge that the defender will play its best response xi given

any strategy of the leader α into its own optimization problem, the APT attacker

can ascertain a solution that maximizes payoff. When arriving at a solution, it is

assumed that optimality of a mixed strategy resulting in the highest yielding payoff
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means all pure strategies that support this mixed strategy are also optimal. This

allows us to consider only pure strategies of the defender that are payoff-maximizing

by using binary variables to represent optimal pure strategies [64]. The attacker’s

optimization problem to find the best misbehaviour distribution vector (αj), also

known as the leader’s problem can be represented as follows:

Maximize
∑
aj∈A

∑
di∈D

Bijxiαj (4.7)

Subject to:

∑
aj∈A

αj = 1 (4.8)

∑
di∈D

xi = 1 (4.9)

0 ≤ (a−
∑
aj∈A

Uijαj) ≤ (1− xi)M ∀di ∈ D (4.10)

αj ≥ 0 ∀aj ∈ A (4.11)

xi ∈ {0, 1} ∀di ∈ D (4.12)

The attacker’s expected payoff is Bij.The set of feasible solutions as a probability

distribution vector αj over the set of all attack actions in A are defined by constraints

in Equation 4.8 and Equation 4.11. To ensure that the actions of the defender are

limited to binary values, as previously stated, Equation 4.9 and Equation 4.12 enforce

xi, the strategy of the defender, as a binary distribution vector over the set D having

only a single component equal to 1. Equation 4.7 limits the follower’s expected payoff

(Uij) with an upper bound of a, for all actions in set D. Any action where the di has
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xi = 0 returns the right inequality in Equation 4.10 as always true when multiplying

by a large position integer M . This will ensure that the payoff of the follower will be

greater than or equal to a for actions where xi = 1.

To solve this problem, the objective function, Equation 4.7 must be transmuted

from a Mixed-Integer Quadratic Program (MIQP) into a Mixed-Integer Linear prob-

lem. Rewriting the optimization problem using a variable zij as the product of xi and

αj, and defining constraints around the new variable will allow for solution derivation.

The proof of this transformation’s equivalence to the MIQP and details of methodol-

ogy can be found in [45]. The other constraints (Equation 4.9 and Equation 4.12) to

this problem are already linear, and so remain the same.

Maximize
∑
aj∈A

∑
di∈D

Bijzij (4.13)

Subject to:

∑
aj∈A

∑
di∈D

zij = 1 (4.14)

xi ≤
∑
aj∈A

zij ≤ 1 ∀di ∈ D (4.15)

∑
di∈D

xi = 1 (4.16)

0 ≤ (a−
∑
aj∈A

Uij

∑
di∈D

zij) ≤ (1− xi)M ∀di ∈ D (4.17)

zij ≥ 0 ∀aj ∈ A. ∀di ∈ D (4.18)

xi ∈ {0, 1} ∀di ∈ D (4.19)
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This proposed solution outlines the behaviour of an APT that causes prolonged

impact on the ITS while remaining discreet. The attacker can successfully determine

the misbehaviours most likely to cause impact. It can determine the misbehaviour not

being monitored by the defender application, knowing the strategy of the defender to

be a payoff maximizing strategy.

Comparing the game theoretical portion of our framework with that proposed by

Halabi et al. [22], some key differences come to light. First and foremost, the game

models are different in the way they are formulated. The purpose of our framework

is to model the APT attacker and emulate its behaviour in an ITS. On the other

hand, Halabi et al. [22] model the behaviours and subsequent actions of the defender

in response to an APT attacker. Our framework models the APT attacker, making it

the leader, whereas Halabi et al. [22] model the defence system, making the defender

as the leader. Furthermore, our framework takes into consideration the stealthy and

intelligent nature of the APT attacker. It also maintains that the defence system is

oblivious to the presence of the APT attacker. On the contrary, Halabi et al. [22]

assume a defence system that is aware of the APT’s presence and is thus ensued

in a cybersecurity battle with it. Moreover, they posit that the defence system has

access to the reward matrix of the APT attacker. APTs are known to perform

reconnaissance in the first stage of their lifecycle, but not all defence systems do

the same [3]. Thus, it is more realistic that the APT attacker has access to the

defender’s reward matrix instead. To accurately model the threat, we present the

APT attacker as the leader, giving the APT attacker the leader’s advantage with

information asymmetry in its favour. This is a more realistic representation given

that the APT attacker has the tools to perturb the system, perform reconnaissance,
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and learn how to remain undetected. Additionally, the calculations of the reward

functions that outline the decision making behaviour of the players differs as well.

Halabi et al. [22] outline high-level utilities of the players that are abstract and vague

in their description of the parameters. The model created in this thesis presents

specific, quantifiable parameters of impact that are also broad enough to encompass

attack motivations for a different APT. The payoff function presented in this thesis

incorporates the intelligence factor, long-term gain, and the stealth preference of the

APT, as are characteristic of an APT (detailed in Chapter 3). A specific example

of how impact can be quantified is presented in Chapter 4.2.1. Last, but not least,

the result of solving the game are distinct between this work and that presented in

Halabi et al. [22]. The probability distribution vector in the model by Halabi et

al. [22] is utilized by the defender in its strategy. This distribution vector determines

the optimal load distribution of attack detection over the set of roadside units. On

the other hand, the probability distribution vector presented in this work refers to the

optimal misbehaviour frequency distribution. It represents the frequency with which

the APT launches each misbehaviours to result in optimal impact on the system.

Overall, the game in Halabi et al. [22] models a defence system whereas the game in

this thesis models the APT attacker and its attack. This is will allow for realistic

representation of APTs within the ITS to better comprehend their motivations and

behaviours.

4.4 Repetition of the Game

The above proposed attacker optimization problem demonstrates efficient use of re-

sources to cause evasive and stealthy impact. This Stackelberg game will be repeated
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so that the attacker is able to maintain stealth while working towards its objectives,

as well as reduce the detection of its misbehaviours by the defender. At any given

time, the payoff a player can receive is related to the system itself. Thus, the optimal

solution of the attacker and the defender will not remain optimal indefinitely. When-

ever the impact of the attack vector changes as a result of the changing environment,

the detector choice of the defender, or the given context of other vehicles surround-

ing the attacker, the optimization resolution will be triggered and the game will be

solved again. This will subsequently allow the attacker to generate a new probability

distribution vector given the altered state, and maintain optimality, by continuously

monitoring and responding to the environment. A dangerous advantage of an APT is

its prolonged presence within the system. The detection application will reformulate

its payoff matrix and distribution vector based on the context of the environment as

well. However, the APT has tools to alter its pseudonyms, mimic other entities, and

thus, virtually stay within the system forever. The game can, therefore, be repeated

infinitely, or until the APT completes its attack execution.

4.5 Summary

In this chapter, we defined a theoretical model of a two player Stackelberg game for

defining the relationship and interaction of APTs that target the ITS with defender

applications for protection. Given the intelligent nature of our attacker, we define

the APT as the leader and the defence application as the follower unaware of the

APT’s rewards and objectives. We outlined broad payoff calculation definitions for

each action of the attacker and defender that can be extended to define any APT’s

objective. Then, we generically model the defender application, encompassing all
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currently proposed detector and plausibility check types for misbehaviour detection.

We represent the APT attacker as the leader and the defending application as the

follower to represent the information asymmetry present for informed decision making

behaviour of both APT attackers and defenders. This demonstrates the advantage of

an APT over conventional attackers by allowing it to derive the optimal distribution

of resources given what it can observe and learn from the environment. This game

formulation comprises the second part of the framework. It can be used to repre-

sent any APT-defender interaction causing data-corruption type attacks as well as

intelligently curated multifaceted attacks. To demonstrate the applicability of this

framework and its merits in representing APT behaviour, the next chapter will outline

a use-case of this framework’s application. It will demonstrate an implementation of

the framework, detail the specifics of how the framework can be used to model APTs

in ITS, and how to evaluate the framework’s ability to model APTs as well.
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Chapter 5

Implementation and Evaluation

To fully comprehend the framework requires an example implementation with a real

world scenario. This is also true for assessing Intrusion Detection Systems (IDSs) that

are designed to detect misbehaviours. To obtain a dataset with which the health of the

designed detector can be tested, one can either i) perform real-world tests, ii) abstract

through analytical models, or iii) perform simulations. Given the advanced tools read-

ily available and accepted by the Intelligent Transportation Systems (ITSs) research

community and the nature of the detection application requiring live-detection, the

simulation option is the most feasible.

In this chapter, we outline an ITS specific Advanced Persistent Threat (APT)

scenario in Section 5.1. The APT attacker and defender application are modeled by

defining their action sets in Section 5.2 using the developed framework. To model

the behaviour of the presented APT attacker, the reward function is defined based on

the APT’s lifecycle and method of operation. This includes how the APT maintains

impact, what stage of the lifecycle the APT repeats and what information is used when

launching subsequent misbehaviours. Similarly, the reward function of the defender

is presented in Section 5.3. This composes the components of the framework, which
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is evaluated according to the experimental setup presented in Section 5.4. The results

and analysis of the evaluation are presented in Section 5.5.

5.1 Defining an ITS Specific APT Scenario

To demonstrate the applicability of the framework in depicting APTs within ITSs,

the following scenario was designed. Consider an ITS environment that has connected

vehicles, various roadside units and a back-end Traffic Management Center (TMC)

all interconnected. One suggested application deployed at the TMC is the congestion

avoidance application [11–13]. This application uses the information broadcasted by

vehicles within the Basic Safety Messages (BSMs) to facilitate congestion-corrective

actions. These actions can include re-routing vehicles, changing the length and/or

frequency of green traffic lights, and redirecting emergency vehicles towards more

efficient routes. This application can help reduce traffic time, especially in urban

communities, as well as enhance the efficiency of emergency services, helping save lives

in some cases. Now within the presented ITS, consider an APT attacker wishing to

cause malicious perturbations to the congestion avoidance application. This attacker

wishes to benefit selfishly from traffic-free routes as well as cause chaos and confusion

throughout the grid by altering the data that is input into the application.

As previously mentioned, the data broadcasted by vehicles is shared over an open

environment and in an easily accessible format. The SAE J2735 standard also man-

dates vehicles to broadcast a BSM every 100 ms. We assume the mentioned APT

attacker has an arsenal of tools and resources for gathering the required information.

The APT can perform observation, experimentation, and research. Following the

reconnaissance phase, we assume that the APT also has various methods and tools
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for carrying out the entire attack itself to meet the objectives. This includes bots,

memory to store old BSM data, calculation of feasible pseudonyms, etc. The APT

is also aware of its resource constraints within which it operates. A given APT has

a relatively long-term goal it wishes to meet. Thus, the APT attacker will look for

ways to maintain discretion while imposing false data into the system and will do so

incrementally.

We model the APT to target the congestion avoidance application in three ways:

i. Displaying false congestion through emulating multiple vehicles via changing

pseudonyms

ii. Altering its speed value to show slower or faster movement through an intersec-

tion than the actual speed, a false stop, or replay old data that skews values

iii. Increasing the frequency of messages sent to increase the rate of false-data

injection or cause delays within the Network Interface Controller (NIC) layer

delaying the rate of correct messages communication

5.2 Action Sets of Attacker and Defender

We begin by outlining what actions are available to our players to choose from during

the game interaction.

5.2.1 Actions Available to the Attacker

Given the scenario, the APT attacker’s action set A consists of various misbehaviours

that it can launch to meet above mentioned objectives. The misbehaviours available
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to the attacker are of three types: sensor faults (such as speed, position, or accel-

eration), entire message manipulation, and behaviours, as presented in Table 5.1.

The specific misbehaviours available to this APT and the realized impact by the

congestion avoidance application are as follows:

Random Speed

• The APT broadcasts a random but plausible value for its speed instead of

the actual speed to skew the average observed by the congestion avoidance

application at a given intersection or road.

Eventual Stop

• The BSMs sequentially show a stopped vehicle by broadcasting a speed of 0 after

some time, despite the vehicle remaining in motion. This leads the congestion

avoidance application to believe there are vehicles stuck in traffic.

Data Replay Sybil

• Previous correct messages stored in memory are replayed after some time to fal-

sify the data and skew the decision making variables of the congestion avoidance

application.

Denial of Service - Disruptive

• The system is flooded with old BSM data (disruptive) in addition to increasing

the frequency of BSM broadcasting (denial of service), resulting in a higher

proportion of incorrect messages comprising the total messages informing the

congestion avoidance application.
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Table 5.1: All Available Misbehaviours for the Congestion Avoidance Application
Targeting APT Attacker.

Type Name
Sensor Faults Random Speed
Entire Message Manipulation Eventual Stop

Behaviours
Denial of Service Disruptive
Grid Sybil
Data Replay Sybil
Denial of Service with Random Values
and Sybil

Denial of Service Random Sybil

• The attacker increases beaconing frequency of BSMs with randomly generated

values for each BSM field. Each message is sent with a new pseudonym (sybil)

to emulate a ghost vehicle and to increase difficulty of detection.

Grid Sybil

• The APT emulates ghost vehicles using a new pseudonym for each one to in-

crease the beaconing frequency and transmits the values from the original (non-

ghost) vehicle’s message in each new BSM’s field.

Many of these misbehaviours and sensor faults can be combined to give a more

intelligently curated misbehaviour. The total types of misbehaviours can be found

in Table 5.1. Each misbehaviour aj in Table 5.1 comprises the entire set of misbe-

haviours in A that are available to the attacker. For misbehaviours that fall under

the “behaviours” type, the APT can carry out simple misbehaviours with increased

frequency or change pseudonyms to enhance covertness or increase impact. For ex-

ample a denial of service with random values and Sybil misbehaviour will broadcast
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Table 5.2: All Available Detectors and Plausibility Checks to the Defender Applica-
tion [27]

.

Name Definition
Speed Plausibility Determine if the broadcast speed falls

within a threshold.
Position Consistency Determine if broadcast distance

change (between consecutive BSMs)
falls within a threshold

Position-Speed Consistency Determine if the change in position
between consecutive BSMs is plausible
given the advertised speed

Beacon Frequency Determine if time difference between
consecutive BSMs is compliant with
the standards

all random values in the BSM fields with increased frequency of broadcasting. Each

additional BSM will also be signed with a different pseudonym as the sender.

5.2.2 Actions Available to the Defender

For the sake of adhering close to a realistic scenario, we posit that a simple threshold

detection application is currently implemented in the presented ITS. This is one

of the four detection applications provided by the F2MD [27]. This is the most

realistic application given that ITSs are within their infancy stages of implementation

in the real world, in addition to the current strides that remain for developing well-

rounded IDSs. Fusion detection strategies have proven effective for the detection of

misbehaviours [62]. However, both the computational capacity and memory resources

of roadside units and connected vehicles are limited. Thus, it is realistic to assume

that neither are able to handle time-consuming or memory intensive calculations and

storage-based decision making applications.
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The threshold application amalgamates information from all detectors (consis-

tency check and plausibility check-based) performed by the vehicles. These detectors

collectively comprise the action set D of the defender agent. The threshold applica-

tion can choose any number and combination of detectors di to check values against

a certain acceptable threshold to identify a misbehaving node. All possible detectors

available to the defender agent are outlined in Table 5.2.

5.3 Reward Functions of the Players

We now define the reward functions of the two players that will guide their decision

making strategies.

5.3.1 The Attacker’s Reward

Given the outlined methods through which the APT would target the congestion

avoidance application, it would determine its utility from its action in the following

way:

Bij =


0 j = i

(Cj +Dj + Sj + δj)× γij j 6= i

(5.1)

where the impact that the attacker has on the environment is quantified by the

sum of the congestion rate of BSM traffic (Cj), delay in truthful BSM communication

(Dj), and the severity of impact caused as a result of value alteration (Sj). This value

is then corrected for by the evasion rate (γij) to include only those messages that evade

detection. We propose the attacker’s reward to be 0 when the defender application

chooses detector di which has been optimized for misbehaviour aj. The detector and
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misbehaviour pairing were chosen by selecting the detector di that has the highest

detection rate for a misbehaviour aj.

5.3.2 Congestion

The attacker calculates the congestion caused by its misbehaviour as:

Cj =
# of BSMsattack −# of BSMsbaseline

# of BSMsbaseline
(5.2)

This calculates the rate of increase in congestion caused by the attack. It is

calculated by the increase in total messages due to the attack (BSMsattack) as a

fraction of the total BSMs exchanged in the baseline (or no attack) environment.

Intuitively, increasing the frequency of beaconing as well as emulating multiple ghost

vehicles would represent increased vehicle congestion. This will trick the congestion

avoidance application into thinking there are more vehicles than actually present.

5.3.3 Delay

In North America, vehicular communication is determined by Dedicated Short Range

Communication Standards (DSRC). One of the layers in the OSI stack defined by

IEEE 802.11p standard is known as the Medium Access Layer (MAC) [31]. This layer

can sometimes form a bottleneck in the communication channels of an ITS’s network

when network density increases. To broadcast a BSM, the vehicle first senses the

channel and gets either a “channel busy” or a “clear-to-send” signal. Until a vehicle

receives the latter, it cannot transmit its own BSM. By increasing the channel’s

busy time, the resultant increased congestion severely reduces network performance

and can even degrade the system completely. MAC congestion is a current topic
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of research that attempts to create congestion alleviating algorithms. Since it can

result in unreliability of the system by hindering accurate BSM transmission rates,

the APT attacker wants to increase channel busy time for non-malicious vehicles.

Delay in communication of truthful (non-attacker) BSMs is represented by the average

increase in the channel busy time received by a given vehicle wishing to send a beacon:

Dj =
Avg. Channel Busy Timeattack − Avg. Channel Busy Timebaseline

Avg. Channel Busy Timebaseline
(5.3)

This quantifies the rate of increase in average channel busy time observed by any

given node when wishing to send beacons. As previously mentioned, a vehicle is not

able to send a BSM when the channel is busy, and must wait for a “clear-to-send”

signal. Thus, the increase in average channel busy time represents the time a vehicle

is delayed by before it can successfully send a message. The increase in false-data

containing beacons reduces the availability of the network for legitimate messages,

given the network’s limited capacity.

5.3.4 Severity

The final component of the APT’s impact is determined by the severity of the attack.

This translates to how much of a deviation from average values of speed were caused

as a result of the attacker’s false data values. For this scenario, the speed component

of the BSM is considered the most relevant. This is because it is a determinant factor

in congestion avoidance application calculations. For example, the application can

use average speed over a certain range and time to determine if vehicles are going

slower or faster than expected, and redirect emergency vehicles. With false speed
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values, the emergency vehicle may be transported through a much busier route which

seemingly looks less congested than the APT attacker-targeted road. The impact

severity is calculated as a function of change in average speed as follows:

Sj = (
Avg. Change in Speedx

per attacker

Avg. Speedx
baseline

) + (
Avg. Change in Speedy

per attacker

Avg. Speedy
baseline

) (5.4)

The APT is able to alter inputs for both x and y values of speed on a given grid.

Thus, both are included in the calculation to determine total rate of change in speed

as an accurate measurement of severity. The higher the rate of change in speed, the

more “severe” the attack can be considered.

5.3.5 Stealth Penalty or Reward

The APT attacker will carry out its perturbations over a long period of time without

being noticed. It knows that inducing the most severe misbehaviour with the highest

rate of change in delay and congestion is not the optimal behaviour. To account for

this, the “stealth reward / penalty” can be defined to fit any scenario, but is outlined

here as follows:

δj =


+0.25 0− 10%

−0.625x > 10%

(5.5)

Misbehaviours that result in a 0−10% rate of change (which is the total impact, a

sum of the rate of change in congestion, delay and severity) will be rewarded. Those

that cause > 10% rate of change will be penalized for non-covert behaviour using a
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linear function, where x is the calculated total impact of each misbehaviour aj.

The impact of the misbehaviour has to be corrected with the evasion rate of each

misbehaviour aj when faced with detector di. Only the portion of BSMs that go

undetected (evade the detector) result in true impact on the system while the others

are discarded. The evasion rate is simply defined as 1 - F1 score of the detector,

which is known to suffice as a metric for evaluating a detector [61]. The F1 score of

the detector is defined as:

γij = 1− F1 Scoreij (5.6)

F1 Scoreij =
Recall × Precision
Recall + Precision

× 2 (5.7)

Specifically for this instance, the recall speaks to the ratio of correctly identified

misbehaving messages out of all misbehaving messages. The precision is the ratio of

all correctly identified misbehaving messages out of all messages flagged as potentially

misbehaviours. These definitions are obtained from those defined in “Framework for

Misbehaviour Detection” (F2MD), which was the application used to carry out the

experiments, as referred to in Section 5.4.

5.3.6 The Defender’s Reward

The defender’s reward function is defined as follows:

Uij = (Cj +Dj + Sj)× F1 Scoreij (5.8)

The detector rewards itself with the rate of change (total impact) it prevented
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the APT attacker from having on the system. The defender does not have a stealth

reward or penalty since its objective is to identify as many misbehaving messages as

possible. We use the F1 score to represent how many misbehaving messages were

correctly identified. This corrects the total impact to give the portion of impact

from misbehaviour aj that was successfully stopped by detector di. Although each

detector is optimized for individual misbehaviour detection, it still maintains the

ability to detect other misbehaviours, albeit poorly. This limited detection should

also be included in the reward calculation.

5.4 Experimental Setup

With the action sets and reward functions defined, the Attacker-Defender application

game was implemented. F2MD was used, given its ease of implementation, novel

on-line detection capabilities, availability of both misbehaviours and detectors, and

focus on research reproducibility and comparability [27]. Built upon the Veins-SUMO-

Omnet++ trio, F2MD provides an easy way to generate misbehaviours within the

simulations. The simulation can also be interfaced with various detection applications

for evaluation. This framework comes with the Luxembourg SUMO Traffic (LuST)

scenario. This was used as the traffic simulation dataset given its wide acceptability

as realistic in the traffic simulation community, as well as applicability across ITSs

IDSs research. The simulations were run in a dense network environment (starting

at the 7h mark for 300 ms). This best encapsulates urban mobility and would be the

scenario a logical APT with the stated objectives would target. The attack density

chosen was 30% which was one of the three densities of attacks available in the VeReMi

dataset [61].
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The F2MD provides various outputs both from SUMO directly as well as through

the framework’s various modules [27]. One such feature is the ability to output

data in the VeReMi dataset format, which has one ground truth file (containing

GPS generated information about each BSM, its sender and receiver details). This

output also records BSMs received by each vehicle as individual files (sent BSM files)

for each sender node. These files include both legitimate and misbehaviour BSMs.

The total number of BSMs in the ground truth file was used in the congestion rate

calculation (total number with or without any attacks). The severity of impact was

also calculated using the average speed broadcast from the BSMs contained in the

ground truth file (defined as the non-attack speed). The change in average speed

as a result of the attack was subsequently calculated using speed values from BSMs

in sent BSM files. Using the python data analytics library Pandas, the message ID,

which is unique to each BSM sent, was matched from BSMs contained in the ground

truth file to the actual BSM in each sent BSM file. Using the message ID to match

broadcast versus real speed ensures that when deploying denial of service or Sybil type

attacks, each BSM sent is accounted for, since the congestion avoidance application

would count the messages individually as well. To get the average change in speed

per attacker, the difference between the actual speed of each attacking vehicle versus

the broadcasted speed was calculated as the average change in speed per attacker in

Equation 5.4.

One of the outputs from Omnet++ simulation is a scalar file that allows for the

recording of statistics during the simulation. This scalar file contains a plethora of

information including the average channel busy time encountered by each node. The

scalar file was imported into Pandas. The values for channel busy time for each node
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Table 5.3: Detector Metric & Definitions within Misbehaviour Simulation Context
[27]

Metric Definition
True Positive A misbehaving vehicle identified as

such
True Negative A genuine vehicle identified as such
False Positive A genuine vehicle identified as a

misbehaving vehicle
False Negative A misbehaving vehicle identified as a

genuine vehicle
Precision Of all messages checked, how many

were correctly identified as
misbehaviours

Recall Of all actual misbehaving messages,
how many correctly identified as
misbehaviours

F1 Score The harmonic mean of recall and
precision

was exported as a csv file. The average channel busy time received per node when an

attack occurred versus when the baseline simulation was used to calculate the delay

parameter.

5.4.1 Evasion Rate of Each Attack for Each Detector

To determine the F1 score of each detector against each misbehaviour, each mis-

behaviour was tested against every single detector (in high traffic density and 30%

attack rate). The resulting F2MD outputs that outline the number of True Positive,

False Positives, Total Number Attacker Messages and Total Number of Genuine mes-

sages were used to calculate the F1 score. The definition of true/false positive and

true/false negatives within the context of misbehaviour detection can be found in

Table 5.3. From these values, the precision and recall were calculated according to
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Equations 5.9 and 5.10. Contextual meaning of recall, precision and F1 score can be

found in Table 5.3.

Precision =
True Positives

True Positive + False Positive
(5.9)

Recall =
True Positives

True Positive + False Negative
(5.10)

5.4.2 Implementing and Solving the Stackelberg Game

Once the impact parameters and evasion rates were gathered, the attacker and de-

fender utility matrices were calculated. Subsequently, the leader and the follower

Stackelberg problems were solved. Both the follower and the leader problems were

implemented using the Java API to IBM ILOG CPLEX, renowned for its ability to

solve large and complex linear programming problems. The IloCplex optimizer chose

the most suitable optimizer for solving the MIP, and the resultant search method it

chose was dynamic search. The optimization experiments were performed on a 64-bit

Windows 10 machine with an Intel Core i5-8350U CPU @ 1.70GHz and 16.0 GB

of RAM. The APT was designed equipped with the necessary tools and processing

power to solve this game, whereas the roadside unit or vehicular nodes would not be

able to do so. This gives another reason of feasibility to why the attacker is the leader

in this game and makes this scenario realistic.

The probability distribution vectors αj and xi resulting from solving the game

above were then evaluated using the F2MD. The framework provides a way to launch

multiple misbehaviours at a chosen frequency using the “mix local attack” feature.

This provides the misbehaviours to be launched to the simulation as a list. By altering
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Table 5.4: APT Impact Calculation

Attack Type Congestion Delay Impact Severity Total Impact with Stealth Factor Penalty
Random Speed 0 0 0.776654864 1.286016374
DoS Random Sybil 0.427432243 0.573662235 0.659863874 1.077337499
Grid Sybil 0.58781514 0.777801183 1 1.295889071
Eventual Stop 0 0 0 1.058574149
Data Replay Sybil 0 0 0.544769626 1.218109126
Dos Disruptive 0.75861844 1 0.703323217 1.424023225

the number of times a certain misbehaviour is included in the list, the frequency of

misbehaviour launch was set according to αj. For evaluating the solution of the

follower’s problem, a novel detection application was created called the “Stackelberg

Application”. This application allowed the defender agent to play its varying detector

mixed strategy xi, since the original threshold application only allowed for static

detector selection. The application was interphased with the rest of F2MD such that

the detection application can be selected from the omnetpp.ini file, same as all other

provided detection applications.

Finally, the data collected from evaluating the result of the game was processed

and is presented in the next section.

5.5 Results

The impact of the APT attacker’s perturbations on the system were determined to

calculate the total impact, as can be seen in Table 5.4.

5.5.1 APT and Defender Application Reward Matrices

The given scenario was implemented as described to demonstrate the framework’s

effectiveness in modeling the APT. The APT’s reward matrix was calculated by

probing the system and observing the impact of these perturbations. The final matrix
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Table 5.5: APT Reward Matrix

Speed Plausibility Position Consistency Beacon Frequency Position Speed Consistency
Random Speed 1.124161168 1.251648982 1.286016374 0
Dos Random Sybil 0 1.072068777 1.077337499 1.0773375
Grid Sybil 1.295889071 0.711746571 0.666999913 0
Eventual Stop 1.058574149 1.058574149 1.058574149 0
Data Replay Sybil 1.182538379 1.214547949 1.218109126 0
Dos Disruptive 1.377816893 0.053628716 0 0.02592188

Table 5.6: Defender Application Reward Matrix

Speed Plausibility Position Consistency Beacon Frequency Position Speed Consistency
Random Speed 0.263803467 0.056014492 0 0.945442575
DoS Random Sybil 0.370884269 0.014049927 0 0
Grid Sybil 0 1.557713332 1.67703775 2.871161705
Eventual stop 0 0 0 0.036938912
Data Replay Sybil 0.055919847 0.005598434 0 0.179530485
Dos Disruptive 0.115692235 3.431218114 3.52723924 3.500590975

is shown in Table 5.5. Similarly, the reward matrix for the defender application was

calculated by the APT. As mentioned in Section 2.4, there is information asymmetry

between the two players of the game where the APT attacker (leader) is aware of the

defender’s rewards (the follower), but not vice versa. Thus, these tables represent the

information available to the APT attacker, whereas the defender only has information

in Table 5.6 available to it.

5.5.2 Solution to the Stackelberg Game

Given the matrices, the Stackelberg game was solved to ascertain the optimal attack

strategy for the APT attacker. The output of the written program utilizing IBM

ILOG CPLEX is presented in Figure 5.1. Using the Decomposed Optimal Bayesian

Stackelberg Solver (DOBBS), the multiple-integer programming was solved with a

balance of optimality and feasibility, and the search method utilized was dynamic

search. The solution was determined in 0.03 s. The APT’s mixed strategy involved

launching DoS random sybil misbehaviour with a 0.78 frequency, the eventual stop
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Figure 5.1: Stackelberg Solution to the APT’s Optimization Problem
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misbehaviour at 0.14 frequency, and the DoS disruptive misbehaviour at 0.08 fre-

quency during the entire attack. This was calculated based on the defender appli-

cation’s pure strategy of using the position speed consistency detector. Based on

the reward matrices, this detector provides the defender application with the highest

reward when the APT attacker chooses any of the misbehaviour actions. The APT

attacker takes this knowledge into consideration when calculating its own distribution

vector (αj). The combination of these misbehaviours was considered the most effec-

tive attack strategy for the APT. Other misbehaviours did not result in significant

reward increase, as compared to these, and so were not included as part of the attack

distribution vector.

5.5.3 Defender Optimal Strategy

The defender’s problem, also known as the follower’s problem, was solved as well

(Figure 5.2). The defender application chooses its best distribution vector over the

detectors it has access to, such that the highest attack impact can be prevented. Since

the defender application is unaware of the APT attacker, it will employ this strategy to

protect against all attacks that threaten the ITS. Given the outlined scenario and the

misbehaviours chosen by the APT attacker (outlined in Section 5.2.1), the defender

application must use information from Position Speed Consistency detector (PSC)

the entire time. When analysing the individual detectors available for the detection

application to choose from and the misbehaviours that they are optimized for, this is

intuitive. This is because the PSC detector allows for the best reward to the detection

application for 5 of the 6 misbehaviours available to the APT attacker (Table 5.6).

Thus, the detection application will prefer this detector to avail the best opportunities
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Figure 5.2: Follower Problem’s Solution

for attack suppression. From the results of the leader’s optimization problem, in

Figure 5.1, it is clear that the APT attacker has the leader’s advantage. Using this

calculation, the APT attacker is able to predict the strategy for the defender. In fact,

this is an accurate prediction, which we discover when we solve the follower’s problem.

This highlights the dangerous capability of the APT attacker in accurately observing

and predicting the defence’s actions. It is also very representative of the way APTs

use intelligent resources to make such predictions in real world scenarios, and can

successfully evade detection by the detection applications. These findings speak to

the urgency with which APTs must be studied in the context of ITSs and give weight

to this framework in accurately predicting APT motivations and behaviours.
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Figure 5.3: APT Attack Impact vs Singular Misbehaviour Impact

5.5.4 Analysis of APT Optimal Attack

When comparing the APT’s mixed-misbehaviour attack with individual misbehaviours,

it can be seen that the former proves advantageous. The impact of the APT’s at-

tack is exactly the average of the impact of all other individual attacks (Figure 5.3).

Although typical attackers would aim for maximal impact with every move, this is

not the case for an APT attacker. This is because the nature of the APT attacker

encourages stealthy behaviour. By launching attacks that have median impact when

compared to all other attacks, the stealth factor of the APT remains preserved. This

takes away the attention from the APT attacker whom may otherwise be flagged for

misbehaviour, while still retaining impact. This demonstrates that the intelligently

curated attack retains the three outlined criteria for APTs outlined in Chapter 3. The

misbehaviour with the maximal impact is seen as the DoS disruptive misbehaviour
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followed by grid sybil misbehaviour. Both of these attacks combine the alteration of

data within the BSM with increased frequency, which is observed to have the highest

impact. The former requires increased beaconing frequency from the same node and

the latter involves emulating multiple ghost nodes. These misbehaviours are complex

and lead to a larger impact on the system, as compared to misbehaviours such as ran-

dom speed or eventual stop. However, there are detectors that would be quick to pick

up on APTs that continuously launch the same type of misbehaviour. By combining

multiple misbehaviours in the attack strategy, as done by the APT, the stealth factor

can be preserved while the impact is still higher than other singular misbehaviours.

The APT’s attack of combined misbehaviours will have more impact than simple sen-

sor fault misbehaviours, like random speed and eventual stop. However, it will not

be as easily identifiable and “loud” as the grid sybil or DoS disruptive misbehaviours.

By including multiple misbehaviours types in its attack strategy, the APT attacker

can optimize the balance between having impact and remaining stealthy.

5.5.5 Comparing APT’s Attack to Singular Misbehaviour Evasion Rates

Figure 5.4 displays the evasion rate of the APT’s attack (calculated as 1−F1scoreij)

versus the evasion rate for each individual misbehaviour that the APT attack is

comprised of. The evasion rates of each misbehaviour must be compared within the

context of the total impact each misbehaviour administers, to account for how stealthy

each misbehaviour is. Figure 5.5 outlines this total impact of the same attacks for

which we compare evasion rates in Figure 5.4.

It is apparent that the APT attack demonstrates better evasion rate than the DoS

disruptive misbehaviour, which has a higher total impact on the system than the APT
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Figure 5.4: APT Attack vs. Singular Misbehaviour Evasion Rates

attack. This confirms that increasing the strength of impact directly increases the

rate of detection as well, as previously hypothesized. Interestingly, the APT attack

has a better evasion rate than DoS disruptive misbehaviour for the position speed

consistency, beacon frequency and position consistency detectors. Yet the impact

of the APT attack is still comparable to the DoS disruptive misbehaviour’s impact.

This translates to the APT attacker being better equipped to induce an impact and

be more likely to get away with it while retaining its desired impact.

The comparison between the evasion rate of the APT attack and the eventual stop

misbehaviour further confirms this relationship (Figure 5.4 and Figure 5.5). Eventual

stop has a better evasion rate than the APT attack. However, when considering

the impact of the eventual stop misbehaviour, this improvement in evasion rate can

be observed to stem from the lack of inducing impact on the system. The eventual

stop misbehaviour changes one aspect of the BSM message, whereas the APT attack

performs much more complicated changes, often changing the content of the entire

message. This returns an almost 50% higher impact by the APT attack as compared
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Figure 5.5: APT Attack vs. Individual Misbehaviour Total Impact

to the eventual stop misbehaviour. Whereas the evasion rate of the APT attack

only decreases by 20% for the PSC detector, in contrast. Remaining stealthy is

an important facet of the APT attack, but the impact on the system must also be

maintained. The overall result is an increase in line with the objective of the APT.

Finally, although the evasion rate for the APT attack is slightly lower than the

DoS random sybil misbehaviour’s evasion rate, the impact for both is very similar.

The DoS random sybil misbehaviour is a high resource attack which requires increase

in beacon frequency with frequent pseudonym switching and generation of random

speeds. The APT is able to use less resource intensive misbehaviours (such as eventual

stop) but still have a similar impact as the DoS random sybil misbehaviour. The result

is a 1.98x change in impact for APT attack as compared to 2.00 for DoS random sybil).
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Table 5.7: Comparing Average Report Delay for Genuine and Attacker Vehicles for
Threshold and Stackelberg-based Application

Application Threshold Application Stackelberg Application
Already Reported Genuine Vehicles 198 277
Total Genuine Vehicles to be Reported 721 721
Average Report Delay (µs) 5.849082 5.023936
Already Reported Attacker Vehicles 42 6366
Total Attacker Vehicles to be Reported 16095 16095
Average Report Delay (µs) 1.519386 0.046284

5.5.6 Analysing Defender Optimal Strategy: Solution to the Follower’s

Problem

Due to the efficiency of the position speed consistency detector, interestingly the best

strategy of the detector is to use the same detector throughout the entirety of time

(Figure 5.6). By comparing the performance of the Stackelberg-based detector with

each individual detector and the threshold application (which has all four detectors ac-

tivated simultaneously) we can evaluate the detectors’ performance. The Stackelberg

application employs only one detector based on solving the follower’s problem (the

PSC detector). Still, the F1 score of the Stackelberg application remains comparable

to both individual detectors and the threshold application. In fact, the Stackelberg

application demonstrates a slightly better performance than the threshold application,

despite using fewer individual detectors. This represents optimal resource allocation

accomplished successfully by the Stackelberg detection application.

The real performance improvement is visible when analyzing the average report

delay (Figure 5.7). Not only does the Stackelberg application demonstrate on-par

detector performance, but it also has a much quicker node reporting time when com-

pared to the threshold application. In fact, the Stackelberg application is 32.83 times

faster at reporting an attacking node than the threshold application, and reports
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Figure 5.6: Stackelberg vs.Individual Detectors and Threshold Detector Performance

151 times more misbehaving nodes than the threshold application. The Stackleberg

application retains the same detection rate as the threshold application but is much

more efficient in terms of time. This means that the Stackelberg-based application

performs much better than the threshold application. This is especially advantageous

since the threshold application was found to be the fastest among all the applications

present in the F2MD [27]. This increase in efficiency and the number of reported

nodes will be much more significant within a real ITS scenario, when the network is

busy, vast, and has an even larger number of participating nodes.

5.6 Summary

In this chapter, a realistic ITS scenario was presented. The TMC in this scenario was

equipped with the congestion avoidance application, which was designed as the target

system of an APT attacker aiming for selfish gain. The APT attacker and defender

application were modeled using the framework presented in this thesis. This encom-

passed the actions available to the players, the objectives of the players, as well as
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the reward functions that the players utilized to make decisions. The depicted APT’s

lifecycle was used to curate the reward function such that it fully encompassed the

APT’s method of operation within the presented ITS. Next, the framework’s perfor-

mance was evaluated using reproducible experimental parameters and leveraging the

F2MD. The results of this experimentation revealed the improvement in efficiency

the Stackleberg application provides, as compared to the threshold application. Fur-

thermore, this improvement was observed without the cost of depreciating detector

performance, as demonstrated in this chapter. The APT attack optimized the impact

on the system while remaining covert and retained higher evasion rates than singular

misbehaviours that caused similar levels of impact. The total impact of the APT at-

tack was an average of the impact resultant of individual misbehaviours, as expected.

Thus, the framework is successful in modeling APT attackers within systems that

have physical components, such as ITSs. By equipping detection applications with

decision making capabilities (such as which detector to use), IDSs can be created

much more resilient against APTs. This framework provides the first step in pro-

tecting ITSs against critical threats like an APT. By modeling the behaviours of the

APT and the subsequent behaviour of the detection application using the framework

presented in this thesis, defence systems that are more intelligently aware of such

threats can be designed.
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Chapter 6

Summary and Conclusions

6.1 Summary

An Intelligent Transportation System (ITS) is a vast network of nodes that interact

with each other and other connected entities. The connectivity thereby generates a

large amount of data, upon the correctness of which the efficiency and operation of

the ITS is contingent. This relationship between the data exchanged and the impact

of it on the physical component of this cyber-physical system makes the ITS differ-

ent from typical information systems. It also makes the ITS more vulnerable. The

physical component renders the data a liability, since it can be used as a common

vector for attacks known as misbehaviours. Attackers can utilize Basic Safety Mes-

sages (BSMs) as data corrupting vehicles where they send false single values (such as

speed, position, etc.), entire messages, or behaviours (such as increased frequency of

beaconing). Unfortunately, misbehaviours are studied as singular, individual attacks.

As a result, various plausibility and consistency check-based detectors are designed

but each detector is specific for a certain type of misbehaviour. This lack of more

complicated and advanced attack consideration leaves a large gap in ITSs research.
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Advanced Persistent Threats (APTs) intelligently curate long-acting, stealthy attacks

to cause low-and-slow damage to a target system. In various aspects of ITS security,

game theory has proven effective in modeling behaviours of attackers and defend-

ers. In this thesis, we propose a framework that allows for modeling of APTs within

ITSs, and other cyber systems with physical components. There are two parts to

this framework. First, the APT lifecycle for an ITS takes into account the distinct

features of the ITS and models the APT’s objectives. Then, there is a novel game

presented for modeling the APT’s behaviour within ITSs. The attacker is the leader

in the formulated Stackelberg game, a novel representation but a more realistic one

given the nature of an APT. We posit the framework’s capability in representing an

APT’s actions, motivations and behaviours within the ITS, and also within other

cyber-physical systems. Then, we demonstrate the applicability of this framework by

curating a specific scenario of an APT intending to target the congestion avoidance

application. By using the framework, the APT attacker’s dangerous abilities in caus-

ing negative physical impact and easily modifying its chosen misbehaviour to remain

hidden are demonstrated. We quantify the impact and the evasion rate of this APT

attack by comparing it with typical simple misbehaviours. Finally, we demonstrate

the improvement in detection efficiency that can be achieved by using this framework.

The framework can be used to extend the current limitations of APT representation

in cyber-physical systems.

6.2 Limitations

The model was created and tested against a specific scenario, where the attacker

and defender were designed to have a subset of the total available misbehaviours.
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This resulted in the defender application having a distribution vector completely over

one type of detector. The resultant improvement in performance still lends weight

to the improvement in efficiency as a result of using this framework. By further

defining other scenarios, or employing other detectors available in the F2MD, an

even more comprehensive study of this framework’s resultant efficiency is possible.

Further, the Stackelberg application was built to use legacy checks (i.e., binary values

of plausibility). The F2MD also provides error-tolerant checks that give a likelihood

of plausibility for the values in each BSM [27]. This limits the overall detection

performance since error-tolerant checks can provide more accuracy but are often at

the cost of increased detection time. Other applications presented in the F2MD may

render even better improvements in performance and detection.

6.3 Future Work

To further evaluate the model, studies that evaluate different TMC applications

and/or employ other detectors can be carried out. The threshold application is cho-

sen for its efficiency in time (considering that it was the fastest of the ones available

in the F2MD). Since other applications have a better detection performance, with a

significant loss in efficiency, those detectors can be evaluated using this framework.

It is predicted that the model will help improve the time efficiency of the other appli-

cations as well, allowing for more accurate detection performance within the complex

and interconnected ITS environment. Given the limited resources and memory avail-

able to roadside units and connected vehicles, contrasted with the vast amounts of

data generated by an ITS’s nodes, time improvements are crucial to detection perfor-

mance success. The simulations can also be performed at varying traffic and attack
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densities to obtain a broader range of detection performance. Given the open nature

of this work, the framework can be easily evaluated in various other scenarios and

improved upon by the research community.
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