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Abstract

Deterministic, nondeterministic, and alternating finite automata (DFAs, NFAs, and
AFAs) recognize exactly the class of regular languages, and are one of the simplest
useful models of computation, having applications in practically all areas of computer
science. In general, a DFA can require exponentially more states than an NFA to rec-
ognize a language, and an NFA can require exponentially more states than an AFA to
recognize a language. Significant work has gone into the descriptional complexity of
these models, and in particular, the trade-offs between NFAs with different amounts
of limited nondeterminism. Previously studied measures of limited nondeterminism
include the ambiguity, tree width, and path width, which, respectively, measure the
number of accepting computations, the total number of computations, and the num-
ber of complete computations of an NFA. We present a polynomial algorithm which
decides finiteness of an NFA’s tree width. We study the growth rates of tree width
and path width as functions on the length of the input, paralleling existing results
comparing different growth rates for the ambiguity. We show that there exist finite
path width NFAs which require exponentially more states to be recognized by a fi-
nite tree width NFA, and that there exist AFAs with finite tree width for which any
equivalent NFA requires exponentially more states. We introduce the universal width
measure, which counts the number of parallel computations followed by an AFA in
a single nondeterministically chosen computation. We derive necessary and sufficient
conditions for an AFA to have finite maximal universal width, and prove that the
finite maximal universal width of an AFA is at most exponentially larger than the
number of states. We also introduce the existential width measure, which counts the
number of existential branches which do not need to be followed by an AFA in a
single computation. We prove that an NFA has finite maximal existential width if
and only if it has finite tree width, and that the finite maximal existential width of
an NFA is at most polynomially larger than the number of states, even though the
finite tree width of an NFA can be exponentially larger.
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Chapter 1

Introduction

Finite automata are a simple yet remarkably powerful model of computation which

have been studied for over 60 years [73]. They take strings as input, and have a binary

output which indicates whether or not the automaton has “accepted” the input string.

The (potentially infinite) set of strings accepted by a finite automaton is known as

its language. All regular languages are recognizable by some finite automaton, and

every finite automaton recognizes a regular language.

Nondeterministic finite automata (NFAs) allow for multiple computation paths

through the set of states on the same input string, and will accept a string if at

least one of the computation paths is accepting. In contrast, deterministic finite

automata (DFAs) have exactly one computation path for any input string. Since

nondeterministic and deterministic finite automata both recognize exactly the class of

regular languages, much work has gone into the differences between their descriptional

complexity [22, 24, 48, 55, 87]. In general, NFAs and DFAs may require vastly different

amounts of states to recognize the same language. The state complexity of a regular

language L is a measurement of how many states are required by a DFA to recognize

L, and the nondeterministic state complexity of a language L measures how many
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states are required by an NFA to recognize L.

For automaton classes C and C 1, the simulation problem asks how many states are

necessary and sufficient (in the worst case) for an automaton in class C 1 to recognize

the language of an m-state automaton in class C. When two automata recognize the

same language, we say that they are equivalent . We say that there is an exponential

separation between automata classes C and C 1 if there exists a positive constant x,

and for each positive integer m there exists an m-state machine in class C such

that any equivalent machine in class C 1 needs 2Θpmxq states. The special case of

simulating an automaton with a DFA is known as determinization, and, in the general

case, can result in an exponential blow-up in the number of states. That is, there

is an exponential separation between DFAs and NFAs, because there exist m-state

NFAs such that any equivalent DFA will require 2m ´ 1 states [32, 63]. Even for

nondeterministic automata with a unary alphabet [9, 65, 70, 75], a finite language [60],

restricted nondeterminism [16, 17, 31, 66], or a subregular language [3], there is still

an exponential separation with DFAs.

Evidently, nondeterminism plays a large role in reducing the number of states

required to represent certain languages. However, nondeterminism does not always

reduce the number of states required to recognize a given language. For some lan-

guages, the state complexity and the nondeterministic state complexity will coincide.

This thesis considers the descriptional and state complexity of NFAs with limited

nondeterminism (as described in Section 1.1) and restricted variants of alternating

finite automata (as described in Section 1.2).
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1.1 Measures of Nondeterminism

To develop a more comprehensive understanding of the trade-offs between the sizes

of finite automata and the amount of nondeterminism allowed in their computations,

researchers have tried to quantify the amount of nondeterminism in more granular

ways. These so-called measures of nondeterminism studied in the literature include

(but are not limited to): ambiguity, tree width, path width, branching, guessing, and

trace. We examine the aforementioned measures in the literature review (Chapter 3),

but for additional information on these, there are a number of survey papers in the

area of limited nondeterminism [2, 15, 22, 55, 66].

Ambiguity

The ambiguity of a string w on an NFA A is the number of accepting computations of

A on w, and has been considered in the more “classical” literature [57, 74, 76, 79, 85].

The ambiguity of A on strings of length ℓ is the maximum ambiguity of A on any

string of length ℓ [17, 57, 58, 85]. This is generalized to a function from integers to

integers, where the “growth rate” of this function is either constant, polynomial, or

exponential with respect to the input length [47, 56, 74, 79, 85]. Since the ambiguity

only counts accepting computations, the algorithms examining trade-offs between

different amounts of ambiguity have to take into account the language recognized by

an automaton.

Since the ambiguity of a string w on an NFA counts the number of distinct accept-

ing computations on w, it can be seen as a measure of how much redundancy exists

in the NFA for recognizing a particular language. For two equivalent NFAs A and

A1, if A is less ambiguous than A1, then A is a more “deterministic representation”
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of their shared language. However, this redundancy is only measured on accepting

computations, and is measured using the worst-case input strings of the language.

For an arbitrary accepted string, the ambiguity could be (and is often likely to be)

significantly lower than in the worst-case scenario.

If an NFA A has at most a constant number of accepting computations for any

string, then we say that A is finitely ambiguous (FNFA), and if this constant is one,

then we say that A is an unambiguous finite automaton (UFA) [76]. Simulating

an NFA with a UFA will, in the worst case, cause an exponential blow-up in the

number of states [79], and the same remains true even for machines accepting only

unary strings [65, 74, 85]. Leung [56] showed that there is an exponential separation

between NFAs with polynomial ambiguity and NFAs with exponential ambiguity.

Later, Leung [57] also showed an exponential separation between UFAs and FNFAs.

Hromkovič and Schnitger [30] showed an exponential separation between FNFAs and

NFAs with polynomial ambiguity. Simulating a UFA with a DFA will also, in the

worst case, cause an exponential blow-up in the number of states [56]. Since there

is an exponential separation between UFAs and NFAs, and there is an exponential

separation between DFAs and UFAs, this further distinguishes the differences be-

tween DFAs and NFAs. That is, even though there is an exponential difference in

succinctness between DFAs and NFAs, there also exist classes of automata between

DFAs and NFAs for which there is an exponential separation in either direction.

Since the ambiguity only measures complete and accepting computations, it is

unable to measure all aspects of an NFA’s redundancy, namely its partial compu-

tations and its rejecting computations. Therefore, it is possible that two equivalent

NFAs with the same amount of ambiguity will still have a vast difference in their total
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redundancy.

Tree Width

The tree width [67, 68, 69, 71] of an automaton A on a string w, sometimes referred

to as leaf size [2, 31] or computation width [70], is the number of all computations

of A on w. As with the ambiguity, the tree width is extended from a function on

strings to a function on integers, where the growth rate of an NFA’s tree width is

either constant, polynomial, or exponential [31, 67, 66, 71].

The tree width of a string w on an NFA A, like the ambiguity, can also be seen

as a measure of how much redundancy exists in the computations of A on w, and, by

extension, the total amount of nondeterminism present in A. In contrast to the degree

of ambiguity, however, the tree width measures all of an NFA’s computations on a

string w – partial and complete, accepting and non-accepting. Clearly the tree width

is a more sensitive measure of nondeterminism than ambiguity, since it considers

all of the computations that ambiguity does, and some that the ambiguity doesn’t.

However, like ambiguity, the tree width is still a worst-case measure, and may not

be representative of the average number of computations in an NFA for an arbitrary

string. Palioudakis et al. [67] showed that UFAs can be exponentially more succinct

than NFAs with finite tree width, but that there is at most a polynomial blow-up of

states when simulating a finite tree width NFA with a DFA.

Path Width

The path width of an automaton A on a string w is the number of complete computa-

tions of A on w [41]. This measure acts as an intermediary between the ambiguity and
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the tree width, as it will not count the partial computations that the tree width does,

but it will count the complete non-accepting computations that the ambiguity does

not. As with ambiguity and tree width, the path width is extended into a function

on integers so that its growth rate can be measured.

The path width, like the tree width, is in some senses a language-agnostic measure

of nondeterminism in that it does not matter which characters are used to label the

transitions between states. This pushes decision problems about the path width

more into the territory of graph theory, rather than language theory. However, since

the path width only counts complete computations, the structural elements of an

automaton causing different growth rates for the path width are much more similar

to the structures for ambiguity than they are to the structures for tree width.

In a previous work, we [41] have previously established necessary and sufficient

conditions for unary NFAs having infinite path width, as well as a polynomial al-

gorithm deciding whether or not the path width of a unary NFA is finite. We also

gave a polynomial upper bound on the finite path width for acyclic NFAs and an

exponential upper bound on the finite path width for NFAs whose computations each

pass through at most one cycle.

Branching, Guessing, and Trace

The branching of an automaton A on a string w is the product of the nonde-

terministic transition multiplicities on the “best” accepting computation of A on

w [16, 17, 31, 68, 66]. That is, for the computation on w requiring the least amount

of nondeterminism, each time an input symbol has multiple nondeterministic choices,

the branching of A on w increases by a factor equal to the number of nondeterministic

6



transitions available from that state and symbol. The guessing of an automaton A on

a string w is the number of bits of information required to “guess” the best path of the

computation [16, 56, 66, 68]. Again, by the “best” path, we mean the computation

which accepts w with the least amount of nondeterminism. By definition, the guess-

ing of A on w is equal to the logarithm of the branching of A on w [66]. Whereas the

degree of ambiguity, path width, and tree width are worst-case measures of nondeter-

minism, both branching and guessing only consider those accepting computations of

A on w which have a minimal amount of nondeterminism. Goldstine, Kintala, and

Wotschke [16] established that there is an exponential separation between NFAs with

finite branching and general NFAs. Goldstine, Leung, and Wotschke [17] showed that

there exist NFAs with non-constant and sublinear guessing. They also show that

NFAs with non-constant and sub-linear guessing must have unbounded ambiguity,

but that NFAs whose guessing is constant or linear can have bounded or unbounded

ambiguity [17].

There are also the trace and maximum guessing measures, which are similar to

the branching and guessing measures (respectively), except they examine the “worst”

computations [66, 71]. That is, the trace and maximum guessing considers those

computations which have a maximal amount of nondeterminism for their underlying

string.

Again, the branching, trace, guessing, and maximum guessing measures are ex-

tended into functions on integers so that we can examine their growth rates. Hromkovič

et al. [31] established a relationship between the degree of ambiguity, guessing, and

tree width, where for any minimal NFA, the tree width’s growth rate is at least as

great as the guessing or the ambiguity, and has at most the same growth rate as the
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guessing measure times the ambiguity. Palioudakis et al. [68, 71] showed that for any

finite tree width NFA, its tree width is at most its trace. They also show that the

number of states required of an NFA with tree width k to recognize a regular lan-

guage L is at most the number of states required of an NFA with trace k to recognize

L, among other state complexity relationships involving finite tree width, trace, and

branching [66, 68]. Just as there is a polynomial separation between DFAs and finite

tree width NFAs, Palioudakis et al. [71] have also shown a polynomial separation

between DFAs and finite trace NFAs.

1.2 Alternating Finite Automata

Alternating finite automata (AFAs) [4, 7, 13, 39, 53, 54] are a generalization of NFAs,

which allow for universal states. In an NFA, all states are existential , meaning that an

input string is accepted if there exists a sequence of transitions leading from the initial

state to an accepting state. Instead, a computation passing through a universal state

q accepts the remaining input w if and only if every sequence of transitions starting

from q on w leads to an accepting state. AFAs are named as such because their

computations can alternate between the two types of states at any point during a

computation.

Despite this additional power, AFAs still recognize only the regular languages.

Allowing for universal states and alternation between existential and universal states

does, however, allow AFAs to be exponentially more succinct than NFAs, and doubly-

exponentially more succinct than DFAs [4, 7, 53]. Only recently has the descriptional

complexity of operations over AFAs been significantly studied [28, 29, 36, 45]. Still,

the descriptional complexity of AFAs whose computations have a limited amount of
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existentiality or universality has not been systematically studied in the literature.

1.3 Motivation

The study of restricted nondeterminism in NFAs seeks to understand the classes

of automata lying between NFAs and DFAs, and more precisely quantify the state

complexity separations between different types of automata. Goldstine et al. [16]

gave a spectrum result which established that there exist regular languages for which

incremental additions of nondeterminism will yield incremental savings in the number

of states required of an automaton to recognizing said languages.

Despite a wealth of literature on restricted nondeterminism in NFAs, there still

exist a number of open problems on the existing measures, particularly for the tree

width and path width. Palioudakis et al. [67] showed that it can be decided in

polynomial time whether or not an NFA has finite tree width, but they did not

specify a degree for this polynomial. We also know that the tree width of an NFA

can grow polynomially, or even exponentially, but there do not exist algorithms in

the literature deciding the growth rate of an NFA’s tree width, and the algorithms for

deciding the growth rate of an NFA’s path width rely heavily on existing algorithms

deciding the growth rate of an NFA’s ambiguity. Since the ambiguity has to take

into account the language of an automaton, but the path width does not, it seems

plausible that there exist algorithms deciding path width growth rates that do not

rely on the ambiguity algorithms.

In constrast to the wealth of results for restricted nondeterminism in NFAs, AFAs

with restricted existentiality and universality have not been extensively considered
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in the literature. There are, however, several works considering alternating ma-

chines with restricted computation structures. These include, but are not limited

to King [43], who gave a number of “width measures” for the computation trees of al-

ternating Turing machines, and Geffert [13], who established a hierarchy among AFAs

whose computations allow different finite amounts of alternating between existential

and universal states. As a result of this gap in knowledge for AFAs with restricted

existentiality and universality, we present a number of novel width measures for the

computations of AFAs.

1.4 Organization of Thesis

The thesis is organized as follows:

Chapter 2 gives technical definitions for the notions needed to discuss the liter-

ature, and fixes the notation for our models of computation. Chapter 3 examines

the current state of affairs for restricted nondeterminism in NFAs and distinguishes

between the different models of alternation present in the literature. In Chapter 4,

we introduce the cycle height property, and give a polynomial time algorithm to de-

cide whether an NFA A has finite cycle height. In the positive case, we also give an

algorithm to compute the exact finite cycle height of A. We show that NFAs with

finite cycle height recognize exactly the regular languages of polynomial density, but

that an NFA recognizing a polynomially dense language does not always have finite

cycle height. The same is not true for DFAs; based on results from Szilard et al. [81],

we show that a DFA A has finite cycle height if and only if the language LpAq has

polynomial density. Furthermore, if A has finite cycle height, then the degree of the

polynomial bounding the density of A is the cycle height of A minus one. This would
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give a polynomial time algorithm to compute the density of a language recognized

by a DFA, however, the time complexity is worse than in the known algorithm from

Gawrychowski et al. [12]. In Chapter 5, we show that an NFA has polynomial path

width if and only if it has polynomial tree width, and furthermore, that the degrees

of these two polynomials differ by at most one. Similarly, we show that an NFA

has exponential path width if and only if it has exponential tree width. We give an

explicit polynomial-time algorithm to decide whether an NFA has finite tree width,

improving the previous result from Palioudakis et al. [67] which claimed, without an

explicit construction, that this could be done in polynomial time. For m-state NFAs

with a strict cycle height of m, we give more precise upper and lower bounds for

the path width’s growth rates. Lastly, we show that there exist m-state NFAs with

finite path width such that any equivalent finite tree width NFA needs exponentially

more states, initiating the study of state complexity for finite path width NFAs. In

Chapter 6, we introduce the minimal/maximal universal width measures on AFAs,

which counts the smallest/largest number of parallel branches required in a specific

computation. We prove that the finite maximal universal width of an AFA is at most

exponentially larger than the number of states, and that this upper bound coincides

with the largest finite tree width of an NFA. We show that it is decidable in polyno-

mial time whether the maximal universal width of an AFA is bounded by a constant,

and that it is PSPACE-complete to do the same for the minimal universal width. For

AFAs whose minimal universal width is bounded by a constant, however, there is at

most a polynomial blow-up in the number of states required of an equivalent NFA.

Finally, we present a witness language which can be recognized effectively by a finite

tree width AFA, but requires exponentially more states to be recognized by an NFA
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or a DFA, initiating the study of state complexity for finite tree width AFAs. Chap-

ter 7 introduces the minimal/maximal existential width measures on AFAs and NFAs,

which counts the number of existential branches which do not need to be followed to

determine acceptance in a specific computation. We show that the maximal existen-

tial width of an NFA is unbounded if and only if the tree width is unbounded. We

also develop conditions sufficient to cause unbounded maximal existential width for

AFAs, though the necessity of these conditions is left open. For NFAs, we show that

the finite maximal existential width is at most polynomially larger than the number of

states, and for AFAs we give a witness language for which the finite maximal existen-

tial width is exponentially larger than the number of states. By reducing the problem

to deciding finiteness of an NFA’s tree width, we also get a polynomial algorithm for

deciding finiteness of an AFA’s tree width. We show that an m-state AFA with finite

maximal existential width can be simulated by polynomially many AFAs with no ex-

istential branching, where each of these AFAs without existential branching also has

m states. We give necessary and sufficient conditions for the tree width of an AFA to

grow exponentially, and give a polynomial algorithm which decides the growth rate

of an AFA’s tree width. Finally, we develop structural conditions which are sufficient

to cause exponential growth for the maximal existential width and maximal universal

width of an AFA, though the necessity of these conditions is left open. In Chap-

ter 8, we combine the minimal/maximal existential/universal width measures into

the minimal/maximal combined width, which simultaneously measures the universal

and existential branches of an AFA’s computations. We give a transformation which

decides in polynomial time whether or not the maximal combined width of an AFA is

bounded by a pair of constants. We show that AFAs whose finite minimal combined

12



width is upper bounded by a pair of constants can be simulated by an NFA with at

most a polynomial blow-up in the number of states, as compared to the general expo-

nential blow-up. Under certain restrictions on the AFA, we show that it is decidable

whether or not the minimal existential width, maximal existential width, or minimal

combined width are finite. Lastly, in Chapter 9 we make a few concluding remarks,

review the results that have been presented in the thesis, and discuss a number of

future research directions concerning NFAs and AFAs with restricted computations.

1.5 Summary of Main Results

Below we include a succinct chapter-by-chapter summary of the main contributions of

this thesis. We do not attempt to list every numbered result, since some act primarily

as intermediaries between the main results.

Chapter 4

• (Page 58) Let A “ pQ,Σ, δ, q0, F q be an m-state finite cycle height NFA, for m P

N. Then we can compute in time Opmaxpm3, |δ|qq and space Opmaxpm2, |δ|qq

the strict cycle height of A.

• (Page 58) Let A “ pQ,Σ, δ, q0, F q be an m-state NFA, for m P N. Then we can

decide in Opm ` |δ|q time whether or not A has finite cycle height.

• (Page 60) Let A be an NFA with finite cycle height k, for some k P N. Then

ϱLpAqpℓq P Opℓk´1q.

• (Page 61) Let A be a DFA with strict cycle height k, for some k P N. Then

ϱLpAqpℓq P Θpℓk´1q.
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• (Page 62) Let A be a DFA with infinite cycle height. Then ϱLpAqpℓq P 2Ωpℓq.

Chapter 5

• (Page 65) Let A be an NFA, and ℓ P N. Then A admits a widget (ECOMP)

if and only if pwpA, ℓq P 2Θpℓq.

• (Page 66) Let A be an NFA. Then A has exponential path width if and only if

A has exponential tree width.

• (Page 68) Let A be an NFA, and ℓ, d P N. Then pwpA, ℓq P Ωpℓdq if and only if

A admits a widget (IPWd).

• (Page 69) Let A be an NFA, and ℓ, d P N. Then twpA, ℓq P Ωpℓdq if and only if

A admits a widget (ITWd).

• (Page 71) Let A be an NFA, and ℓ, d P N.

i) If pwpA, ℓq P Θpℓdq, then twpA, ℓq is in Θpℓdq or in Θpℓd`1q

ii) If twpA, ℓq P Θpℓdq, then pwpA, ℓq is in Θpℓdq or in Θpℓd´1q

• (Page 74) LetA be a finite cycle height NFA. ThenA cannot have an (ECOMP)

widget.

• (Page 75) Let A be an NFA with strict cycle height d, for d P N. Then twpA, ℓq P

Opℓdq, and pwpA, ℓq P Opℓd´1q for ℓ P N.

• (Page 82) Let A be a k-state unary NFA with strict cycle height k, and ℓ P N.

Then
k´1
ÿ

i“0

ˆ

ℓ

i

˙

ď pwpAk, ℓq ď

ˆ

ℓ ` k ´ 1

k ´ 1

˙

.
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• (Page 83) Let A “ pQ,Σ, δ, q0, F q be an m-state NFA., for some m P N. Then

we can decide whether or not twpAq P Op1q in Opm ¨ |Σ| ¨ |δ|q time.

• (Page 89) For every m P N there exists an pm ` 3q-state NFA with finite path

width such that any equivalent NFA with finite tree width needs 2m`1`1 states.

Chapter 6

• (Page 92) Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m P N.

Then we can decide whether or not twpAq P Op1q in Opm ¨ |Σ| ¨ |δ|q time.

• (Page 102) Let A be an m-state AFA, for m ě 2, such that uwmaxpAq P Op1q.

Then uwmaxpAq ď 2m´2.

• (Page 104) Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for m P N. Then

we can decide whether or not uwmaxpAq P Op1q in Opm ¨ |Σ| ¨ |δ|q time.

• (Page 104) Let A be an m-state AFA, for some m P N such that uwminpAq ď n

for some constant n. Then pm`1qn states are sufficient for an NFA to simulate

A.

• (Page 106) Let A be an m-state AFA, for some m P N, and let n be a constant.

Then we can decide whether or not uwmaxpAq ď n in polynomial time.

• (Page 106) Let A be an AFA, and k P N. Then it is decidable whether or not

uwminpAq ď k.

• (Page 116) For all m ě 2, there exists an m-state AFA A with tree width n ă m

such that any equivalent NFA needs pm ´ nq ¨ 2n´1 states. The AFA A can be

15



chosen to alternate only once between universal and existential states. We note

that the alphabet size of A depends on n.

• (Page 116) Let A be an m-state AFA with tree width n, for some m,n P N.

Then A has an equivalent DFA B with at most
n
ř

i“1

r
Ci´1

2
s ¨ pm` 1qi ¨ 2i´1 states,

where Ci is the i
th Catalan number.

Chapter 7

• (Page 122) Let A be an NFA. Then ewmaxpAq R Op1q if and only if twpAq R Op1q.

• (Page 123) Let A be an m-state NFA, for m ě 3, such that ewmaxpAq is finite.

Then ewmaxpAq ď
`

m´1
2

˘

.

• (Page 127) Let A be an AFA with at least one of the widgets from Figure 7.2.

Then ewmaxpAq R Op1q.

• (Page 130) Let A be an AFA. Then twpAq is infinite if and only if ewmaxpAq is

infinite or uwmaxpAq is infinite.

• (Page 131) Let A be an m-state AFA, for some m ě 3 such that ewmaxpAq P

Op1q. Then there exist Opm2q @FAs, B1, . . . , Bz, each having m states, such

that LpAq is the union of the languages LpB1q, . . . , LpBzq.

• (Page 136) For all m ě 6, there exists an m-state AFA A such that

ewmin
pAq “ 3 ¨ 2m´5 and ewmax

pAq “ 5 ¨ 2m´5.

• (Page 139) Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m P N.
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Then we can decide in Opm4 ¨ |Σ|q time whether twpAq is finite, or if it has

polynomial or exponential growth.

• (Page 140) Let A be an AFA. Then twpA, ℓq P 2Θpℓq if and only if A has an

(EUW) widget or A has an (EEW) widget.

Chapter 8

• (Page 151) Let A be an m-state AFA, for some m P N, and let u, e be constants.

Then we can decide whether or not cwmaxpAq ď pu, eq in polynomial time.

• (Page 153) Let A be an m-state AFA, for some m P N, where for some constants

u and e, every string w P LpAq has a pruned computation tree T p such that

cwpT pq ď pu, eq. Then pm ` 1qu ¨ pe ` 1q states are sufficient for an NFA to

simulate A.
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Chapter 2

Preliminaries

Here we recall some standard definitions needed for the literature review, and fix the

notation used throughout the later chapters. We do not attempt to cover the breadth

of introductory material in automata theory, complexity theory, or regular languages,

and point the reader to various textbook resources [27, 78, 86] to learn more about

topics not covered here.

An alphabet Σ is a finite set of letters, and a string over an alphabet is a concate-

nation of finitely many letters from an alphabet. The unique string of length zero is

called the empty string and is denoted by ε. We denote the set of all strings over Σ

as Σ`, and we also define Σ˚ “ Σ` Y tεu. We say that a string u P Σ˚ is a prefix of

a string c1 ¨ ¨ ¨ ck (where c1, . . . , ck P Σ) if u “ ε or if u “ c1 ¨ ¨ ¨ cj for some j ď k. If

j ă k (or if u “ ε), then we say that u is a proper prefix of c1 ¨ ¨ ¨ ck.

A nondeterministic finite automaton (NFA) is a 5-tuple A “ pQ,Σ, δ, q0, F q

consisting of a finite set of states Q, a finite alphabet Σ, a transition function

δ : Q ˆ Σ Ñ 2Q, an initial state q0 P Q, and a (potentially empty) set of final

states F Ď Q. An NFA receives a string as input and reads the string one symbol

at a time, from left to right. Depending on the active state(s) and the symbol read,
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the transition function dictates how the automaton changes states. The transition

function is extended in the usual way as a function over strings δ : QˆΣ˚ Ñ 2Q, and

the (potentially infinite) set of strings accepted by an NFA is called its language. The

language recognized by A is defined as LpAq “ tw | w P Σ˚, and δpq0, wq XF ‰ H u.

That is, a string w is in the language of A if, after reading w, at least one of the

active states is a final state.

A is a deterministic finite automaton (DFA) if |δpq, cq| ď 1 for all q P Q and

c P Σ. If |δpq, cq| ě 1 for all q P Q and c P Σ, then we call A a complete NFA.

In general, we do not assume that an NFA has a complete transition function, as

undefined transitions implicitly lead to a sink state qsink. In general, we use the term

“sink state” to refer to any state which has either no outgoing transitions, or has

only transitions leading to itself. However, we do assume that all states of an NFA

are reachable from the initial state. In the event that there are unreachable states,

they can simply be removed without affecting the NFA’s language. A state q is co-

reachable if there exists some string w P Σ˚ such that q can reach a final state on w.

Unless otherwise specified, we do not assume that states are co-reachable. We use Aq

to mean an NFA A with a different specified starting state q P Q. Unless otherwise

specified, we do not allow transitions on the empty string ε.

Two NFAs are said to be equivalent if and only if their languages are equal. An

NFA is minimal if there does not exist an equivalent NFA with fewer states.

For L Ď Σ˚, the Myhill-Nerode equivalence relation of L, ”LĎ Σ˚ ˆΣ˚, is defined

for u, v P Σ˚ as:

u ”L v if and only if p@w P Σ˚
q uw P L ô vw P L (2.1)

19



For a regular language L, the number of equivalence classes of ”L gives the number of

states of the minimal complete DFA recognizing L [77]. This number of equivalence

classes is called the state complexity of a regular language L, and the nondeterministic

state complexity of a regular language L is defined as the minimum number of states

necessary for an NFA to accept L [22, 62, 87]. Formally, the state complexity of a

regular language L is scpLq “ inftm | A is an m-state DFA with LpAq “ Lu, and the

nondeterministic state complexity of a language L is defined analogously and denoted

by nscpLq. In general, finding the nondeterministic state complexity for a language is

much more difficult than finding the deterministic state complexity [20]. This is, in

part, due to the fact that NFAs with a minimal number of states for a given language

do not need to be unique, but also because lower bound methods for nondeterministic

state complexity do not always yield tight bounds. In fact, these lower bound methods

are already NP-hard (or even PSPACE-complete) for DFAs [24].

For a function fpℓq : N Ñ N: if fpℓq P Op1q, then we say that f is finite; if

fpℓq P Opℓdq for some d P N, then we say that f has polynomial growth (degree d);

and if fpℓq P 2Ωpℓq, then we say that f has exponential growth.

2.1 Paths, Computations, and Trees

A path of an NFA A from p1 P Q to pℓ`1 P Q on a string a1 ¨ ¨ ¨ aℓ P Σ` is an ordered

sequence of the form pp1, a1, p2, a2, . . . , pℓ, aℓ, pℓ`1q such that pi`1 P δppi, aiq for all

1 ď i ď ℓ. When we do not care about the intermediate states, we list the path

as pp1, a1 ¨ ¨ ¨ aℓ, pℓ`1q. That is, we give the starting and ending states, as well as the

string. Note that a path given with this notation is not necessarily unique. The set of

all paths from state q to state p on a string w P Σ˚ is denoted as pathspq, w, pq. A path
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of A from the initial state q0 to a state p on a string w is a (complete) computation

on w, and it is an accepting computation if p P F . A path of A from the initial state

q0 to a state p on a prefix w1 of w is a partial computation of A on w if either w1 “ w

(complete computation) or w “ w1bw2, b P Σ, and δpp, bq “ H. That is, a partial

computation on w is either a complete computation, or it reads the string as far as it

can until it encounters an undefined transition. The set of all complete computations

of A on a string w is denoted comppA,wq, and the set of all complete computa-

tions of A is comppAq. We define the set of partial computations part-comppA,wq

and part-comppAq analogously, and note that comppA,wq Ď part-comppA,wq for

any string w. For every string w P LpAq, there must exist some p P F such that

pathspq0, w, pq is non-empty.

The computation tree [31, 67] of an NFA A on a string w P Σ˚ and state q P Q is

a finite structure representing all of the computation paths of A on w starting from

state q, and is denoted TA,q,w. Since all computations of an NFA start from the initial

state, we use TA,w as a short-hand for TA,q0,w. Each internal node of a computation

tree TA,w is labeled by a tuple pp, aq, for p P Q, a P Σ (that is, each internal node is

labeled by a state and character), and each leaf node is labeled by either pp, εq or the

fail symbol K. We call a node of the computation tree T labeled by pp, aq a p-node

of T , the leaves of T labeled by pp, aq (or by pp, εq) are called state leaves , and the

leaves of T labeled by K are called fail leaves .

The formal inductive definition of a computation tree is as follows. The compu-

tation tree of A on ε from q P Q, denoted TA,q,ε is the singleton node pq, εq. The

computation tree of A on cv from q, denoted TA,q,cv, such that q P Q, c P Σ, and

v P Σ˚ is defined inductively as the tree where:
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• the root is labeled by pq, cq, and

• the trees rooted at the children of pq, cq are

– the computation trees pTA,p1,v, . . . , TA,pn,vq, if δpq, cq “ tp1, . . . , pnu for 1 ď

n, or

– the failure node K if δpq, cq “ H.

Example 2.1.1. In Figure 2.1 (and in all other figures of computation trees thoughout

this thesis), we label the edges between nodes with characters, rather than the nodes

themselves. Having the characters as part of the node simplifies the definition of

computation trees, but having them on the edges between simplifies the readability of

the figures.

0 1 2

a

a

a

b

(a) NFA B

0

0

0

K

1

2

1

1

2

a

a

b

a

b

a

a

b

(b) Computa-
tion tree TB,aab

Figure 2.1: Computation tree example

A path from a state q to itself is called a cycle. Cycles that are obtained from

each other by a cyclical shift are said to be equivalent : for 1 ă i ă ℓ, the cycle

pp1, a1, . . . , pℓ, aℓ, p1q is equivalent to the cycle ppi, ai, . . . , p1, a1, . . . pi´1, ai´1, piq. Un-

less otherwise mentioned, “a cycle” means an equivalence class of cycles, and “k
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distinct cycles” means k non-equivalent cycles. If a cycle has only one transition,

pp1, a1, p1q, then we call it a self-loop.

A cycle C “ pp1, a1, p2, a2, . . . , pℓ, aℓ, p1q, for pi P Q, ai P Σ, 1 ď i ď ℓ is a unique

simple cycle if the states p1, . . . , pℓ are all distinct and there are no other transitions

between the states of tp1, . . . , pℓu except the transitions present in the cycle C. Note

that the states of a unique simple cycle cannot have self-loops, except in the case

where ℓ “ 1 and C consists of one state with one self-loop. A strongly connected

component (SCC) is a set of states which are all reachable from each other [82].

Example 2.1.2. In Figure 2.2, there are 3 strongly connected components. The first

consists of state 0, the second consists of states 1 and 2, and the third consists of

states 3, 4, and 5

0 1 2 3

4

5

a

b

a

a

a
b

b

b

Figure 2.2: Strongly connected component example

Computation Trees of Acyclic Automata

If an AFA is acyclic, then there exists a “largest” computation tree for that AFA,

where, by largest we mean a tree with the greatest number of internal and leaf nodes,

where an “internal” node is a node with at least one child node not labeled by the

fail symbol K.

Lemma 2.1.3. Let A be an m-state unary acyclic AFA, for m P N. Then the

computation tree TA,am´1 has:
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i) the greatest number of leaves for any computation tree on A, and

ii) the greatest number of internal nodes for any computation tree on A.

If an AFA’s cycles are all on sink states, then its computation trees still have a

bounded number of leaf nodes.

Corollary 2.1.4. Let A be an m-state unary AFA, for m P N, whose only cycles

appear on sink states. Then the computation tree TA,am´1 has the greatest number of

leaves for any computation tree on A.

Palioudakis et al. [67] showed that the computation trees of a maximally connected

m-state acyclic NFA have at most 2m´2 leaves. We use this, in part, to get the

following result on the maximal number of internal nodes for an acyclic NFA. We

note again that, if a node’s only child is a K node, then Lemma 2.1.5 does not count

it as an internal node.

Lemma 2.1.5. Let A be an m-state acyclic unary AFA, for m P N. Then TA,aℓ has

at most 2m´2 internal nodes, for any ℓ ě 1.

Proof. We consider m-state unary NFAs Am “ pt0, . . . ,m ´ 1u, tau, δm, 0, tm ´ 1uq

whose transition functions are defined as δmpi, aq “ ti ` 1, . . . ,m ´ 1u for all 0 ď

i ď m ´ 2. That is, Am is a maximally connected m-state unary acyclic NFA. By

Lemma 2.1.3, computations on a string am´1 will have a maximal number of internal

and leaf nodes for any computation tree over Am.

As the base case, we show that for m “ 3, there are 1 `
1

ř

j“1

2j´1 “ 1 ` 20 “ 2

internal nodes. The root node labeled by 0 leads to two nodes, 1 and 2, and the only

1-node leads to another 2-node. There are then two internal nodes (labeled 0 and 1),

and two leaf nodes (both labeled by 2).
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Inductive assumption: there are 1 `
m´2
ř

j“1

2j´1 “ 2m´2 internal nodes in TAm,am´1 .

More specifically, there are 2j´1 internal nodes labeled by state j, for all 1 ď j ď m´1.

Now we show that there are 1 `
m´1
ř

j“1

2j´1 “ 2m´1 internal nodes in TAm`1,am . We

describe the following transformation to create TAm`1,am from TAm,am´1 :

• Each of the 2m´2 leaf nodes of TAm,am´1 gain a child node labeled by m.

• By our inductive assumption, there are 1 `
m´2
ř

j“1

2j´1 “ 2m´2 internal nodes

of TAm,am´1 . Each of these gains a child node labeled by m, and remains an

internal node.

So then TAm`1,am has 2m´2 ` 2m´2 “ 2m´1 internal nodes.

2.2 Alternating Finite Automata

An alternating finite automaton (AFA) is a 6-tuple, A “ pQe, Qu,Σ, δ, q0, F q where

Qe (the existential state set) and Qu (the universal state set) are finite sets of states

such that Qe X Qu “ H, Σ is the input alphabet, δ : pQe Y Quq ˆ Σ Ñ 2QeYQu is

the transition function, q0 P Qe Y Qu is the initial state, and F Ď Qe Y Qu is the

(potentially empty) set of final states.

We further define the language of an AFA, to account for the differences caused by

universal states. We do so by defining them bottom-up with respect to their AFA’s

states. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA, and Aq be a copy of A with q P QeYQu

as the initial state. If q P F , then ε P LpAqq. Consider δpq, aq “ tp1, . . . , pnu, for some

a P Σ and 1 ď n. Then for w P Σ˚, we define:

• If q P Qu, then aw P LpAqq if and only if w P LpApiq for all 1 ď i ď n.
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• If q P Qe, then aw P LpAqq if and only if w P LpApiq for some 1 ď i ď n.

If δpq, aq “ H, then aw R LpAqq. The language of A is defined as LpAq “ LpAq0q.

Despite the additional power offered by universal states, AFAs still only recognize

regular languages [4], and an NFA can be seen as an AFA with no universal states.

AFAs have computation trees defined analogously to those defined for NFAs in

Section 2.1. The only difference for an AFA’s computation tree is that each node is

also labeled as either existential or universal, depending on what type of state the

node references.

In our figures of AFAs, if a state q is universal (respectively, existential) then it

is labeled pq, uq (respectively, pq, eq). If a state has no label, or is labeled e{u, then it

does not matter whether it is universal or existential.

Example 2.2.1. We give the AFA in Figure 2.3(a) and an associated computation

tree in Figure 2.3(b) to help clarify this labeling convention. Note that states 1, . . . , 5

are labeled as existential, but that if they were instead universal, the recognized lan-

guage would remain the same.

0, u

1, e 2, e

3, e 4, e 5, e

a

a

a

a

a a

a

(a) AFA A accepting a6¨i for i P N

0, u

1, e

2, e

1, e

2, e

3, e

4, e

5, e

3, e

a

a

a

a

a

a

a

a

(b) TA,aaaa
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Chapter 3

Literature Review

Nondeterminism can allow for the dense and succinct representation of a regular lan-

guage. However, allowing nondeterminism in the transition function of an automaton

increases the complexity for many questions and operations concerning automata.

For example, minimizing an m-state DFA is Opm ¨ logmq [26], whereas minimizing an

NFA is PSPACE-complete [2]. Deciding whether an automaton accepts every string

(called the universality problem) is NL-complete for DFAs, and PSPACE-complete

for NFAs [24]. Furthermore, nondeterminism does not necessarily reduce the num-

ber of states required to represent a certain language, and so its presence must be

justified.

Instead of allowing for extremely nondeterministic automata, or disallowing non-

determinism entirely, we can instead restrict the nondeterminism in some way, causing

some operations to have better worst-case complexity. We can measure the nondeter-

minism of an NFA in a number of ways, including but not limited to: the total number

of (in)complete computations, the total number of (non-)accepting computations, or

the amount of nondeterminism in the best and/or worst accepting computations.

27



3.1 Ambiguity

The (degree of) ambiguity of a string w on an NFA A “ pQ,Σ, δ, q0, F q is the number

of accepting computations of A on w, and is denoted dapA,wq [17, 56, 57, 58, 74, 85].

This function on strings is extended into a function on positive integers, N Ñ N,

where dapA, ℓq “ maxtdapA,wq | w P Σℓu. That is, dapA, ℓq is the greatest ambiguity

of A on any string of length ℓ. The ambiguity of an NFA A is defined as the maximal

ambiguity of any string on A. Formally, this is dapAq “ suptdapA, ℓq | ℓ P Nu, and is

either a non-negative integer or is infinite. Since the ambiguity measures accepting

computations, it is not necessarily the case that dapA, ℓ ` 1q ě dapA, ℓq, and so in

general it is not possible to determine which length of computations, if any, causes a

maximal value for dapAq.

When the ambiguity is bounded by a constant, then we say it is a finitely am-

biguous finite automaton (FNFA) and when this constant k is known, we say that it

is a k-ambiguous NFA. If an NFA is 1-ambiguous, then it is called an unambiguous

NFA (a UFA). When the ambiguity is not bounded by a constant, then it is either

bounded by a polynomial function (a PNFA), or an exponential function, and there

are algorithms to decide which of the cases holds [85].

Theorem 3.1.1 ([85]). Let A “ pQ,Σ, δ, q0, F q be an m-state NFA, for m P N. Then:

i) It is decidable in Opm6 ¨ |Σ|q time whether or not A is finitely ambiguous.

ii) If the growth rate of dapA, ℓq is polynomial with respect to ℓ, then the degree of

this polynomial can be decided in Opm6 ¨ |Σ|q time.

iii) It is decidable in Opm4 ¨ |Σ|q time whether or not dapA, ℓq’s growth rate is expo-

nential with respect to ℓ.
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For an FNFA, comparing the ambiguity to a fixed positive integer ℓ can be done

in polynomial time [79]. On the other hand, for an NFA A and some k P N given

as input, determining whether the ambiguity of an FNFA is at least k is PSPACE-

complete [6].

Ambiguity and State Complexity

Schmidt [76] showed that there exists an m-state UFA (respectively, an m-state NFA)

A and a constant k ą 0 such that any DFA (respectively, any UFA) recognizing LpAq

needs at least 2k¨
?
m states. Stearns and Hunt [79] improved these results by remov-

ing the square root factor, showing that there exist m-state UFAs which cannot be

recognized by a DFA with fewer than 2k¨m states, and m-state NFAs which cannot be

recognized by a UFA with fewer than 2m´1 states. Leiss [54] improved the separation

between DFAs and UFAs even further by removing the need for a constant k, and

Leung [57] clarified this result by giving a family of UFAs with a matching bound,

and only one starting and one final state. This separation between DFAs and UFAs is

particularly interesting, as it shows how nondeterministic transitions can drastically

affect succinctness, even when all accepted strings have a unique accepting path.

Theorem 3.1.2 ([54, 57]). For any m P N, there exists an m-state UFA such that

the smallest equivalent DFA has 2m states.

Okhotin [65] improved this result for the unambiguous unary case, but even then

there is still an exponential separation between DFAs and UFAs.

Theorem 3.1.3 ([65]). For any m-state unary UFA A, for m P N. Then

ep1`op1qq¨
?
m¨lnmq states are necessary and sufficient for a DFA to simulate A.
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Leung [57] also showed an exponential separation between UFAs and FNFAs.

Theorem 3.1.4 ([57]). For any m P N, there exists an m-state FNFA such that the

smallest equivalent UFA has 2m ´ 1 states.

Leung [56] strengthened the characterization of different ambiguities by showing

that there do not exist NFAs whose ambiguity is greater than polynomial but less

than exponential, and also by showing an exponential separation between PNFAs and

general NFAs. Using communication complexity methods, Hromkovič et al. [31] also

showed an exponential separation between PNFAs and general NFAs.

Theorem 3.1.5 ([56]). For any m P N, there exists an m-state NFA such that any

equivalent PNFA requires at least 2m ´ 1 states.

Both Ravikumar and Ibarra [74] and Kupke [47] gave proofs showing a separation

between NFAs with fixed constant ambiguity and PNFAs. Until recently, however,

it remained open whether FNFAs and PNFAs were separated like the other classes.

Again, the powerful communication complexity methods of Hromkovič and Schnit-

ger [30] were used to acquire this exponential separation between finitely and polyno-

mially ambiguous NFAs. This final separation result completes the strict hierarchy

between NFAs with constant, polynomial, and exponential ambiguity.

Finite Ambiguity

In the event that an m-state NFA is finitely ambiguous, Weber and Seidl [85] have es-

tablished an upper bound for the ambiguity. However, this maximal value is bounded

by an exponential function where the number of states is both the base and the ex-

ponent.
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Theorem 3.1.6 ([85]). Let A “ pQ,Σ, δ, q0, F q be an m-state FNFA, for m P N.

Then dapAq is at most 5m´2 ¨ mm.

This range is quite large, as the best known lower bound is only singly exponential.

Theorem 3.1.7 ([85]). For any m P N, there exists an m-state FNFA such that

dapAq is at least 21.0221¨m.

Given the difference between the upper and lower bound for FNFAs, it is possible

that the values can be tightened.

Open Problem 3.1.8. How much larger can the lower bound for an FNFA’s ambi-

guity be?

The range is improved for certain restricted NFAs, such as those with a unary

alphabet, a finite language, or NFAs with restrictions on the number of strongly

connected components [85].

Theorem 3.1.9 ([85]). Let A “ pQ,Σ, δ, q0, F q be an m-state FNFA, for m P N.

Then:

i) If |Σ| “ 1, then dapAq is at most 2m´1.

ii) If LpAq is finite, then dapAq is at most
`

m
tpm`1q{2u

˘

.

iii) If A has 2 SCCs and at most one final state, then dapAq is at most 2m´1.

For these restricted classes of FNFA, the lower bounds are also improved over the

best known lower bound for general NFAs.

Theorem 3.1.10 ([85]). For any m P N, there exists an m-state
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i) unary FNFA whose ambiguity is at least 2m´1.

ii) finite-language FNFA whose ambiguity is at least
`

m
tpm`1q{2u

˘

.

iii) FNFA with 2 SCCs and one final state whose ambiguity is at least 2m´2.

Combining i) and ii) from Theorems 3.1.9 and 3.1.10, it can be seen that the

bounds for unary languages and for finite languages are tight. However, for NFAs

with 2 SCCs, there is a gap between 2m´2 and 2m´1.

Open Problem 3.1.11. Does there exist a language family Lm such that any m-state

NFA with 2 SCCs recognizing Lm has an ambiguity greater than 2m´2?

3.2 Tree Width

Hromkovič et al. [31] established the notion of, and a number of results related to,

the “leaf size” of an NFA. Leaf size has since also been considered by Björklund

and Martens [2], and by Palioudakis et al. under the names tree width [67, 70]

and computation width [66]. The tree width of a string w on an automaton A “

pQ,Σ, δ, q0, F q is the number of all computations of A on w, and is denoted twpA,wq.

As with ambiguity, the tree width function is extended to a new function on positive

integers, N Ñ N, where twpA, ℓq “ maxttwpA,wq | w P Σℓu is the largest tree

width of A on any string of length ℓ. The tree width of an automaton A is denoted

twpAq “ supttwpA, ℓq | ℓ P Nu, and is either a positive integer or infinite. An m-state

NFA A has optimal tree width if there does not exist an equivalent m1-state NFA A1

where twpA1q ď twpAq and m1 ď m, and one of the inequalities is strict [67].

If an NFA’s tree width is bounded, then we call it a finite tree width NFA (an

ftw-NFA), and for an m-state ftw-NFA this value is maximally 2m´2 [67]. When this
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finite value k is known, we denote it as an ftwk-NFA, and an ftw1-NFA is a DFA [67].

In the case that the tree width grows unboundedly with respect to the input length,

then the tree width of an m-state NFA is either bounded by a polynomial, or is

in 2Θpmq [31]. A regular language L is said to have tree width k if there exists an

ftwk-NFA A such that LpAq “ L and A has optimal tree width [5, 67]. However,

it is intractable to determine the tree width of a regular language, since minimizing

ftw-NFAs is NP-hard [2, 59].

By definition, an ftw-NFA must not contain any nondeterministic transitions

within its cycles. Figure 3.1 gives a visual abstraction of this condition. If an NFA

0 1
a

a

Figure 3.1: NFA recognizing a˚ with infinite tree width

does contain cyclical nondeterministic transitions, then the degree to which they are

nested has an impact on the tree width’s growth rate. Since the number of compu-

tations of an automaton A on a string w is equivalent to the number of leaves in

the computation tree of A [31], computation trees offer an alternative and graphical

representation of the tree width’s growth rate.

Example 3.2.1. We give various tree width growth rates in Figures 3.2, 3.3, and 3.4.

Palioudakis et al. [67] showed that it is decidable in polynomial time whether a

given NFA has finite tree width. They claimed that their decision algorithm operates

in polynomial time, but the degree of this polynomial is not specified. We construct

a polynomial algorithm deciding finiteness of an NFA’s tree width in Chapter 5.
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Figure 3.2: Tree width growing polynomially (degree 1); p0, 2, 3, 4, . . .q
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Figure 3.3: Tree width growing polynomially (degree 2); p0, 2, 4, 7, 11, 16, . . .q
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Figure 3.4: Tree width growing exponentially; p0, 2, 4, 8, . . .q
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Tree Width and Ambiguity

By definition, for any NFA A and string w, dapA,wq ď twpA,wq. However, there

exists a family of UFAs such that any simulating ftw-NFA will require exponentially

more states.

Theorem 3.2.2 ([67]). For all m ě 4, there exists an m-state UFA such that any

equivalent ftw-NFA requires exactly 2m´1 states.

The exponential blow-up of states can also go in the other direction. That is,

there exist languages for which ftw-NFAs are significantly more succinct than UFAs.

As an example, we give the ftw2-NFA in Figure 3.5.

0

1.1 1.2

2.1 2.2 2.3 2.4 2.5

a

a

a

a

a a a a

a

Figure 3.5: ftw2NFA B; any UFA recognizing LpBq has at least 10 states

For any NFA of the form given in Figure 3.5 with a set of positive integers I “

tn1, n2, . . . , nku, its language will be LI “ tax | x ” 0 pmod iq for some i P Iu.

There exist sets of positive integers I Ĺ N such that
k

ř

j“1

nj states are sufficient for

an ftwk-NFA to recognize LI , but any UFA recognizing LI requires at least
k

ś

j“1

nj

states [65].
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Tree Width and State Complexity

There exists a trade-off between the tree width and the number of states in an ftw-

NFA recognizing a language L. That is, the tree width can be reduced in exchange

for a polynomial increase in the number of states [67]. However, this is only known

to work for ftw-NFAs whose tree width is smaller than the number of states. We use

the notation nsctwďkpLq to mean the minimum number of states required by an NFA

with tree width at most k to recognize a language L.

Theorem 3.2.3 ([67]). Let L be a regular language recognized by an m-state ftwk-NFA

for some m, k P N satisfying k ă m, and let h be some integer satisfying 2 ď h ă k.

Then nsctwďhpLq ď 1 `
k´h`1

ř

i“1

`

m´1
i

˘

.

Recalling that every incomplete DFA is an ftw1-NFA, and vice versa, there is also

the special case where h “ 1. That is, any ftw-NFA can be simulated by a DFA with

only a polynomial blow-up in the number of states.

Theorem 3.2.4 ([66, 67]). Let L be a regular language where nsctwďkpLq “ m, for

some m, k P N satisfying k ă m. Then scpLq ď 1 `
k

ř

i“1

`

m´1
i

˘

.

Since this does not cover the entire spectrum of values for ftw-NFAs, it raises the

question of how the size blow-up changes in the remaining range.

Open Problem 3.2.5. Let L be a regular language where nsctwďkpLq “ m for m, k P

N satisfying m ď k ď 2m´2, and let h be some integer satisfying 2 ď h ă k. Then

what is the upper bound for nsctwďhpLq? Furthermore, what is the upper bound for

scpLq?

The corresponding lower bound is also left open in the results of Palioudakis et

al. [67].
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Open Problem 3.2.6. Let A be an m-state ftwk-NFA for m, k P N, and let h be

some integer satisfying 2 ď h ă k. Then, in the worst case, how many states does an

ftwh-NFA need to simulate A?

While the descriptional complexity separations of unambiguous, finitely ambigu-

ous, polynomially ambiguous, and exponentially ambiguous NFAs are understood

quite well (cf. Theorems 3.1.4 and 3.1.5), little is known about the corresponding

questions for NFAs with restricted tree width.

Open Problem 3.2.7. If A is an m-state polynomial (respectively, exponential) tree

width NFA, for m P N, then how many states are required in the worst case for a

finite (respectively, polynomial) tree width NFA B to simulate A?

Since the general case is likely a very challenging problem, one possible approach

is to begin by considering the state complexity separation of restricted tree width

NFAs for specific languages. For example, those which experience the worst-case

determinization blow-up.

Open Problem 3.2.8. Let A be an m-state polynomial (respectively, exponential)

tree width NFA, for m P N, whose equivalent DFA A1 exhibits the worst-case size

blow-up of 2m states. Then how many states are required for a finite (respectively,

polynomial) tree width NFA B to simulate A?

Already there exists examples of m-state linear tree width NFAs (a special case

of polynomial tree width NFAs) whose minimal equivalent DFA has 2m states, as in

Figure 3.6. This figure is adapted from the family of UFAs, Um, given by Leung [57],

and shows how an m-state NFA can experience the worst case determinization blow-

up of 2m, even with limited tree width.
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Figure 3.6: NFA Um, where twpUm, ℓq “ ℓ ` 1 and scpLpUmqq “ 2m

Multiple-Entry Finite Automata

Multiple-entry finite automata (MDFAs) are an extension of DFAs which allow for any

state to be used as the initial state, rather than a single specified initial state [14, 84].

As a result, MDFAs are able to make exactly one nondeterministic choice at the

beginning of any computation, and are otherwise deterministic. More recently, Holzer

et al. [25] and Kappes [40] have studied a restricted version of MDFAs which allow for

a fixed number of initial states, rather than requiring all states to be initial. Because

the nondeterministic choice in MDFAs is restricted both in its amount and in its

location, it can be seen as a fairly restrictive version of nondeterminism. In fact,

MDFAs are a special case of ftw-NFAs [71]. Nonetheless, allowing a DFA to have

multiple initial states can still polynomially reduce the number of states required to

represent a language.

Theorem 3.2.9 ([25]). Let A be an m-state MDFA with k initial states, for m, k P N

satisfying k ď m, and let h be some integer satisfying 1 ď h ă k. Then
k´h`1

ř

i“1

`

m
i

˘

states are sufficient for an MDFA with h initial states to simulate A.

Even though there is a polynomial separation between MDFAs with k initial states
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and MDFAs with k`1 initial states, there is only a constant separation between NFAs

with k initial states and NFAs with k ` 1 initial states, as the latter effectively only

allows for one extra nondeterministic choice.

3.3 Path Width

The path width of an NFA A “ pQ,Σ, δ, q0, F q on a string w P Σ˚, denoted pwpA,wq,

is the number of complete computations of A on w [22, 41]. Similarly to ambiguity

and tree width, this function is extended into a function on positive integers, and is

defined as pwpA, ℓq “ maxtpwpA,wq | w P Σℓu. That is, the path width of A on some

ℓ P N is the maximum number of complete computations on any string of length ℓ.

Additionally, the path width of an automaton A is defined as pwpAq “ suptpwpA, ℓq |

ℓ P Nu.

In some cases, the path width of an NFA A is equal to the tree width of A, and

in other cases it is equal to the ambiguity of A. If all of an NFA’s states are final

(that is, all complete computations are accepting), then pwpA,wq “ dapA,wq for any

string w P Σ˚, and if all of an NFA’s computations are complete (that is, there are

no undefined transitions), then pwpA,wq “ twpA,wq for any string w P Σ˚. Directly

from the definitions, for any NFA A and w P Σ˚, we can establish the inequality

dapA,wq ď pwpA,wq ď twpA,wq. Naturally, we can extend this to the inequalities

dapA, ℓq ď pwpA, ℓq ď twpA, ℓq and dapAq ď pwpAq ď twpAq.

By marking all of an NFA’s states final, we have a linear transformation for any

NFA to increase its ambiguity up to the value of its path width. We can then use

existing algorithms [85] which decide properties of ambiguity on this transformed

machine to decide properties of the original machine’s path width. Since we can

39



use algorithms for ambiguity to decide attributes of an NFA’s path width, we get

upper bounds on the path width version of these algorithms for free. This transfor-

mation is lossy, as we cannot determine the original machine or its language from the

transformed machine.

Theorem 3.3.1 ([85]). Let A “ pQ,Σ, δ, q0, F q be an m-state NFA, for m P N. Then

we can decide whether pwpAq P Op1q in Opm6 ¨ |Σ|q.

Since the path width does not need to account for the finality of states (and

therefore the language associated with the NFA), we [42] have shown in a previous

work that, for unary machines, we can decide finiteness of an NFA’s path width more

efficiently.

Theorem 3.3.2 ([42]). Let A “ pQ,Σ, δ, q0, F q be unary m-state NFA, for m P N.

Then we can decide whether or not pwpAq P Op1q in Opm3q time.

Since the only difference between the tree width and the path width is that the

former also counts partial computations, we acquire another transformation to in-

crease the path width of any NFA up to its tree width. The completion of an NFA

A “ pQ,Σ, δ, q0, F q is obtained from A by adding a sink state that is the target

of all previously undefined transitions. Formally, we define the completion of A as

pA “ pQ1,Σ, δ1, q0, F q, where

Q1
“

$

’

’

&

’

’

%

Q if δpq, aq ‰ H for all q P Q and a P Σ, or

Q Y tqsinku otherwise,
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and the transition function on q P Q and a P Σ are defined by setting

δ1
pq, aq “

$

’

’

&

’

’

%

δpq, aq if δpq, aq ‰ H, or

tqsinku if δpq, aq “ H.

We also add self-loops to the sink state, δ1pqsink, aq “ tqsinku for all a P Σ. As a result

of this transformation, we get the following equality.

Lemma 3.3.3. Let A “ pQ,Σ, δ, q0, F q be an NFA, and pA be the completion of A.

For any w P Σ˚, we have pwp pA,wq “ twpA,wq.

Proof. Let A “ pQ,Σ, δ, q0, F q be an NFA, and pA be the completion of A. Since

pA has no undefined transitions, then pA has no partial computations. The partial

computations of A on a string w are in a one-to-one correspondence with computations

of pA on w. A complete computation of A on w is mapped to the same computation in

pA, and a partial computation of A on w that ends after a proper prefix of w with an

undefined transition can be completed to a complete computation of pA in a unique

way.

If we first take the completion and then make all states final, we get a similar

equivalence between ambiguity and tree width.

Lemma 3.3.4. Let A “ pQ,Σ, δ, q0, F q be an NFA, pA be the completion of A, and pA1

be pA with all states final. Then for any string w P Σ˚, dap pA1, wq “ twpA,wq.

Proof. Let A “ pQ,Σ, δ, q0, F q be an NFA, pA be the completion of A, and pA1 be pA

with all states final. By Lemma 3.3.3, pwp pA,wq “ twpA,wq for all w P Σ˚. Since pA1

has only final states, then every computation is accepting. Then dap pA1, wq “ twpA,wq

for all w P Σ˚.
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For acyclic NFAs, we [41] have previously shown that the path width is at most

polynomially larger than the number of states, and for NFAs where each computation

can visit at most one cycle, the path width can be exponentially larger than the

number of states, but must still be finite.

Theorem 3.3.5 ([41]). Let A “ pQ,Σ, δ, q0, F q be an m-state NFA, for m P N. If

A has no cycles, then pwpAq ď
`

m´1
tm´1

2
u

˘

. If every computation in A passes through at

most one cycle, then pwpAq ď 2m´1.

Finally, we observe that the path width of an NFA cannot be decreased by adding

transitions or states.

Lemma 3.3.6. Let A be an NFA and ℓ P N. If A1 is an NFA obtained from A by

adding one new transition or one new reachable state then pwpA1, ℓq ě pwpA, ℓq.

Proof. Let A be an NFA, and A1 be A with an additional transition (or reachable

state). We note that the number of node- and edge-labeled paths in A cannot decrease

if we add an edge. However, it is possible that pwpA1, ℓq “ pwpA, ℓq, in the case that

the new node/edge cannot be reached by computations of length ℓ.

3.4 Branching and Guessing

For an NFA A “ pQ,Σ, δ, q0, F q, the branching of a transition is the number

of choices for a given state and character combination [16, 17, 69]. Formally,

βpA, pq, aqq “ |δpq, aq| for some q P Q and a P Σ. The branching of a com-

putation C with underlying string w “ c1c2 . . . ck, is the product of the branch-

ings of each transition in C. More formally, if we have the computation C “

pq1, c1, . . . , qk, ck, qk`1q, then βpA, Cq “
k

ś

i“1

βpA, pqi, ciqq. The branching of a string
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w, denoted βpA,wq, is the minimum branching of any computation in A with un-

derlying string w. This function is extended, just as ambiguity and tree width, into

a function on positive integers, and is formally defined as βpA, ℓq “ maxtβpA, Cq |

C P part-comppAq, C has underlying string w, and |w| ď ℓu. The branching of an au-

tomaton, βpAq “ suptβpA, ℓq | ℓ P Nu, is the maximum branching of any string in A,

and is either a positive integer or infinite. This measure can be seen as examining the

“worst of the best”, since for a given string w, we take the “best” computation on w

in A, but for a given length ℓ, we take the “worst” string of up to length ℓ in A.

The guessing measure is the amount of advice bits which would be required for

an NFA to “guess” the accepting path in the computation using the least amount

of nondeterminism, and, for any computation, is defined as the logarithm of the

branching measure [16, 17]. More formally, for a computation C of an NFA A,

γpA, Cq “ log2pβpA, Cqq.

Example 3.4.1. For the NFA B1 given in Figure 3.7(a), twpB1, ℓq “ ℓ ` 1 and

βpB1, ℓq “ 2 for all ℓ P N. However, for the NFA B2 given in Figure 3.7(b), which

recognizes the same language as B1, twpB2, ℓq “ ℓ` 1 and βpB2, ℓq “ 2ℓ for all ℓ P N.

0 1

a

a

a

(a) NFA B1

0 1

a

a

(b) NFA B2

Figure 3.7: Branching example

Goldstine, Kintala, and Wotschke [16] have shown that the branching, and by ex-

tension, the guessing, of an NFA is computable. Goldstine, Leung, and Wotschke [17]
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later showed that an NFA can have finite or unbounded guessing, and that there exist

NFAs whose guessing is unbounded but grows sublinearly.

Theorem 3.4.2 ([17]). For every k, ℓ P N, there exists an NFA A such that γpA, ℓq “

Θp
k
?
ℓq.

If an NFA A has a unary alphabet and infinite branching, then the growth rate of

βpA, ℓq is 2Ωpℓq, as there must be at least one cyclical nondeterministic transition [69].

It is open whether or not there exist NFAs with branching that grows infinitely but

is still bounded by some polynomial function [68]. Since the guessing measure can

grow sublinearly, and is directly related to the branching measure, then it is possible

that there exist NFAs with infinite branching that grows at a rate more slowly than

exponential.

Open Problem 3.4.3. Let A be an NFA such that βpA, ℓq R Op1q. Does the growth

rate of βpA, ℓq have to be superpolynomial?

A variant of the branching measure, known as trace [68, 71] examines the

worst-case at each step. That is, for any string w and NFA A, the trace of

A on w, denoted as τpA,wq, is the maximum branching of any computation of

A on w. Otherwise, the trace measure is defined analogously to the branch-

ing measure. For positive integers, the trace is τpA, ℓq “ maxtτpA,wq | C P

part-comppAq, C has underlying string w, and |w| ď ℓu, and on the NFA itself, the

trace is τpAq “ suptτpA, ℓq | ℓ P Nu.

Palioudakis et al. [71] showed that the trace of any NFA is either bounded, or

exponential.

Theorem 3.4.4 ([71]). Let A be an m-state NFA, for m P N. Then either τpAq ď

pm ´ 1q! or, for all ℓ P N, τpA, ℓq ě 2t ℓ
m

u.
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Since the trace measure examines the worst case at all points, its upper bound

also holds as an upper bound for branching and tree width. Palioudakis et al. [68]

also showed additional relationships between the trace and the tree width for finite

tree width NFAs.

Theorem 3.4.5 ([68, 71]). Let A “ pQ,Σ, δ, q0, F q be an m-state NFA, for m P N.

For all w P Σ˚, τpA,wq ď 2twpA,wq´1 and twpA,wq ď τpA,wq. If A is an ftw-NFA,

then also τpAq ď 2twpAq´1.

State Complexity of Branching, Guessing, and Trace

Similarly to how we defined nsctwďkpLq as the smallest number of states of an NFA

(with tree width at most k P N) recognizing L, we define nscλďkpLq as the smallest

number of states required by an NFA recognizing L and having a λ-measure at most

k, where λ is one of β, γ, or τ .

The correspondence between the tree width and the trace of an NFA yields rela-

tionships between the number of states required to simulate a language using NFAs

with different types of finite nondeterminism.

Theorem 3.4.6 ([66, 68]). Let L be a regular language, and let k P N. Then

nsctwďkpLq ď nscτďkpLq ď nsctwďlogpk´1qpLq, and

nscβď2k´1pLq ď nsctwďkpLq ď k ¨ nscβďkpLq ` 1.

Palioudakis et al. [71] also gave a tight bound on the number of states required by

a DFA to simulate a finite trace NFA. Note that the lower bound in Theorem 3.4.7

matches the upper bound for tree width (cf. Theorem 3.2.4).
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Theorem 3.4.7 ([71]). Let Ak “ pQ,Σ, δ, q0, F q be an m-state NFA with finite trace

k, for m, k P N. Then 1 `
k

ř

i“1

`

m´1
i

˘

states are necessary and sufficient in the worst

case for a DFA to simulate Ak.

However, it is open [71] whether there is a tight bound on the number of states

required by a DFA to simulate an m-state finite branching NFA.

Open Problem 3.4.8. Let A be an m-state NFA with finite branching k, for some

m, k P N. Then how many states are necessary and sufficient, in the worst case, for

an equivalent DFA?

Kappes [40] showed that NFAs with finite branching can be efficiently simulated

by MDFAs.

Theorem 3.4.9 ([40]). Let A be anm-state NFA with finite branching k, form, k P N.

Then k ¨ m states are sufficient for an MDFA to simulate A.

However, simulating an NFA with a finite branching NFA can result in a near

worst-case size blow-up. Goldstine et al. [16] gave a family of languages with a nearly

worst-case determinization blow-up, and an exponential savings in the number of

states in exchange for an increase in the amount of finite branching.

Theorem 3.4.10 ([16]). For m ě 2, there exists a regular language Lm such that

nscpLmq “ m ` 1, scpLmq “ 2m. and for any k P N,

nscβďkpLmq is between

$

’

’

’

’

’

’

&

’

’

’

’

’

’

%

2
m
k and p2

m
k ¨ 2kq ´ 1 if 2 ď k ă m

log2 m

m ` 1 and p2
m
k ¨ 2kq ´ 1 if m

log2 m
ď k ă m

m ` 1 and 4m ´ 1 if m ď k.
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3.5 Minimization of NFAs with Restricted Nondeterminism

Since determinization often results in a non-minimal DFA, much work has gone into

the minimization [2, 35, 59] and combined minimization-determinization [50, 51, 52]

of automata. Minimizing a DFA is NL-complete [26], while minimizing an NFA is

PSPACE-complete [24], so there are advantages in waiting to minimize until after

determinization. Stockmeyer and Meyer [80] showed that minimizing unary NFAs

is coNP-hard, and Gruber and Holzer [21] showed that it is DP-hard (where DP in-

cludes both NP and coNP) to minimize an NFA accepting a finite language. Jiang and

Ravikumar [35] showed that minimizing UFAs is NP-complete, and Holzer et al. [25]

showed that even minimizing MDFAs is PSPACE-complete. Malcher [59] showed

that minimizing MDFAs with a fixed number of initial states is still NP-complete,

and also showed that minimizing NFAs with finite tree width remains NP-hard. In

fact, minimizing any class of NFA which is a superset of δNFAs is NP-hard [2], where

δNFAs are a restricted class of NFAs which i) accept strings at most length three, ii)

are unambiguous, iii) have at most one state and character combination with a nonde-

terministic transition, and iv) can only visit the nondeterministic state at most once

in any computation. This strong result from Bjorklund and Martens [2] essentially

settles the problem of minimization for automata with limited nondeterminism, since

for any automata class δNFA Ď K, the minimization of A P K is placed somewhere

between NP-hard and PSPACE-complete.
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3.6 Alternating Finite Automata

Alternation was first introduced by Chandra and Stockmeyer [8], and by Kozen [44],

later culminating in a joint work between the authors [7]. Since our model for al-

ternating finite automata is slightly different, we use the term classical alternating

finite automaton (cAFA) to refer to the originally introduced model [8, 44]. A cAFA

can be seen as an NFA with an additional function g, which associates with each

state qi and character a Boolean-valued function gi : Σ ˆ t0, 1uk Ñ t0, 1u. Whether

or not a string is accepted by a cAFA depends on these Boolean formulae. Around

the same time cAFAs were introduced, Brzozowski and Leiss [4, 53] studied “Boolean

automata” (BFAs). The main difference between cAFAs and BFAs is that the latter

allows for the g function to start with an arbitrary Boolean formula. In fact, this

difference between the models only results in a constant state blow-up.

Theorem 3.6.1 ([24]). Let A be an m-state BFA, for m P N. Then m` 1 states are

sufficient for a cAFA to simulate A.

In some of the literature, Boolean finite automata are referred to as alternating

finite automata. For clarity’s sake, we use the term “Boolean finite automata” when

discussing results from papers using this model, even when the papers themselves use

the term “alternating automata”. Recently, Kapoutsis and Zakzok [38, 39] have writ-

ten several survey papers detailing the various models of Boolean/parallel/alternating

finite automata, and have helped to disambiguate the confusing and inconsistent nam-

ing conventions of the literature.

Brzozowski and Leiss [4, 53] and Chandra et al. [7] proved the following doubly

exponential upper bound for separation between DFAs and BFAs, and in some cases,

this bound is tight.
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Theorem 3.6.2 ([4, 7, 53]). For every m P N, there exists an m-state BFA which

cannot be simulated by a DFA with fewer than 22
m
states.

Since there is an exponential blow-up simulating NFAs with DFAs, and a doubly-

exponential blow-up simulating BFAs with DFAs, one would expect that there is

also an exponential blow-up when simulating a BFA with an NFA. Indeed, Fellah et

al. [11] gave an upper bound, and Jirásková [36] later tightened it.

Theorem 3.6.3 ([11, 36]). Let A be an m-state cAFA, for m P N. Then 2m`1 states

are sufficient, and necessary in the worst case, for an NFA to simulate LpAq.

Jiang and Ravikumar [34] showed that the membership problem for cAFAs is P-

complete, even for cAFAs over unary finite languages, while it is NL-complete for

NFAs [24]. They also showed that non-emptiness and equivalence for cAFAs with

general alphabets is PSPACE-complete, though these problems are also PSPACE-

complete for NFAs [24]. Later, Holzer [23] showed that emptiness of cAFAs remains

PSPACE-complete even for unary alphabets, and Jančar and Sawa [33] give another

more self-contained proof showing the same result for BFAs.

Leiss [53] showed that BFAs can efficiently capture the reversal of a given language.

Theorem 3.6.4 ([53]). Let A be an m-state DFA, for m P N. Then there exists a

rlog2ms-state BFA accepting the reversal of LpAq.

However, Leiss [54] later showed that these Boolean formulae do not always help

with succinctness.

Theorem 3.6.5 ([54]). For every m P N, there exists an m-state DFA which cannot

be simulated by a BFA with fewer than m states.
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Fellah et al. [11] proved that there is only a linear blow-up in the number of states

when simulating BFAs with BFAs whose formulae do not allow negation.

Theorem 3.6.6 ([11]). Let A be an m-state BFA whose Boolean formulae involve

negations, for m P N. Then there exists an equivalent 2m-state BFA whose Boolean

formulae are defined using only ^ and _ operators.

They also showed that any regular language can be recognized by a BFA with at

most one final state without increasing the number of states.

Theorem 3.6.7 ([11]). Let A be an m-state BFA, for m P N. Then there exists an

equivalent m-state BFA with only one final state.

Our Model of Alternation

In this thesis we focus on the model of alternating finite automata (AFAs) where states

are labeled either as existential or universal , rather than the original model [8, 44]

which allows for arbitrary Boolean formulae. Our model can be seen as a restriction

of cAFAs, where the Boolean functions are of the form q1 _ ¨ ¨ ¨ _ qk (if q is an

existential state) or q1 ^ ¨ ¨ ¨ ^ qk (if q is a universal state) for k ě 1, and there are no

negations. By having this restriction, our model allows us to more closely examine

the degree to which different amounts of existentiality or universality can affect the

state complexity.

In fact, even though cAFAs were defined to allow for arbitrary Boolean formulae,

alternating Turing machines were simultaneously introduced with this restriction of

existential and universal states [8, 44]. Ladner et al. [49] first investigated our model

of alternating finite automata, except that they studied the 2-way version, where a

2-AFA is an AFA which can move its input-reading head right or left at any point
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during the computation. Piterman and Vardi [72] studied cAFAs but mentioned near

the end (without an explicit construction) that a cAFA can be simulated by an AFA

with a number of states proportional to the size of the cAFA’s transition function.

Kapoutsis and Zakzok [39] clarified this separation by giving a witness language which

can be recognized by a BFA with a small number of states, but any equivalent 2-AFA

requires exponentially more states.

Theorem 3.6.8 ([39]). For every m P N, there exists an m-state BFA A such that

any equivalent 2-AFA requires 2Ωpmq states.

Although it is unknown how many states would be required in the worst case

for an AFA to simulate a BFA, clearly it cannot be any better than the blow-up for

simulating a BFA with a 2-AFA.

Open Problem 3.6.9. Let A be an m-state BFA, for some m P N. Then how many

states are necessary, in the worst case, for an AFA to simulate A?

We say that an AFA alternates when it switches from an existential state to

a universal state (or vice versa) during a computation. Geffert [13] showed that

there exists an exponential state complexity blow-up between 2-AFAs with at most k

alternations and 2-AFAs with at most k`1 alternations, and in general this hierarchy

is infinite. Furthermore, this separation also holds for one-way AFAs.

Theorem 3.6.10 ([13]). For all k ě 2 and n ě 1, there exists an pn ` k ` 1q-state

AFA whose computations alternate at most k´1 times such that any equivalent 2-AFA

with at most k ´ 2 alternations will require at least 2pn{4q´Oplog2 kq states.

Another variation on our model, called universal finite automata (@FAs), allow for

only universal states. Kupferman et al. [46] studied the unary variant of our model,
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and found that @FAs are able to recognize certain unary languages more efficiently

than NFAs.

Theorem 3.6.11 ([46]). For every m P N, there exists a Θp
?
mq-state @FA Am such

that LpAmq “ am. However, no NFA can recognize LpAmq with fewer than m ` 1

states.

Manna and Pnueli [61] studied @FAs over infinite strings, and showed that they

are capable of recognizing extended temporal logic.
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Chapter 4

Cycle Height

We consider a structural property of finite automata called cycle height . The cycle

height of an NFA, roughly speaking, measures the number of cycles that can appear in

any computation, regardless of which characters are labeling the transitions. Strictly

speaking, we only examine the cycle height of NFAs. But, since the character labels

do not affect the outcome, then for any NFA A, if we create a directed graph GA whose

edge structure matches that of A, then the cycle height of A and the cycle height of

GA will be the same. In this chapter, we develop an algorithm to calculate the cycle

height of an NFA, and study its relationship to the density of regular languages.

In a previous work, we [41] have considered nearly acyclic NFAs , which are NFAs

where every computation can pass through at most one cycle. We extend this idea into

the notion of finite cycle height . We say that an NFA A is a finite cycle height NFA

(fch-NFA) if and only if there do not exist two distinct cycles in A, C1 and C2, such

that C1 is reachable from C2 and C2 is reachable from C1. That is, the reachability

of any two cycles holds in at most one direction. When this finite number of cycles

is known to be k, we call it a finite cycle height k NFA (fchk-NFA). In the case that

there exists at least one computation which uses k distinct cycles, we say that A has
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strict cycle height k.

Corollary 4.0.1. Let A be an fchk-NFA, for some k P N0. Then there exists a unique

0 ď k1 ď k such that A has strict cycle height k1.

It is easy to see that an NFA has finite cycle height if and only if no two differ-

ent cycles overlap. This condition implies a strict ordering on the cycles, since the

reachability between two distinct cycles holds in at most in one direction.

Corollary 4.0.2. Let A “ pQ,Σ, δ, q0, F q be an fchk-NFA, for some k P N0. Then

for any state in q P Q, q is involved in at most one cycle.

Since each state of an fch-NFA can be involved in at most one cycle, we get bounds

on the number of states and transitions for unary NFAs with finite cycle height.

Lemma 4.0.3. Let A “ pQ,Σ, δ, q0, F q be a unary m-state fchk-NFA, for m P N and

k P N0. Then k ď m and |δ| ď k `
`

m
2

˘

. If A has strict cycle height k, then also

2 ¨ k ´ 1 ď |δ|.

Proof. Let A “ pQ,Σ, δ, q0, F q be a unary m-state NFA with finite cycle height k.

Since any state can be part of at most one cycle, then k ď m. Since A has finite

cycle height, no strongly connected component can have multiple cycles. There are

at most
`

m
2

˘

transitions in any unary acyclic NFA. Since A has finite cycle height k,

we can add up to k self-loops to the maximal acyclic NFA, and make all non-cyclical

transitions to be over all characters, yielding |δ| ď k ` |Σ| ¨
`

m
2

˘

.

When A has strict cycle height k, each of the k cycles has at least one transition

and we need at least k´ 1 transitions to connect the cycles, giving 2 ¨ k´ 1 ď |δ|. An

NFA of this form with the minimal number of transitions among all NFAs with strict

cycle height k is given in Figure 4.1.
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Figure 4.1: NFA with strict cycle height k and a minimal number of transitions

We note that cycle height differs from the notion of cycle rank [19] which counts

the degree to which cycles are nested in an NFA.

Msiska and van Zijl [64] estimate the size blow-up of determinizing an NFA by

counting how many times a computation passes through a simple cycle. This notion

is in some sense related to cycle height, but their point of view is different because

the algorithm modifies the NFA by removing nested cycles.

4.1 Polynomial Time Algorithm for Cycle Height

We present an algorithm which determines whether or not an NFA A has finite cycle

height, and if so, returns the strict cycle height of A. The idea of Algorithm 1 is as

follows:

For an NFA A, we first split A into its strongly connected components (SCCs).

We then ensure that A does not have any nested cycles, which would prevent finite

cycle height. This is done by checking that each SCC is either an acyclic singleton

(consisting of only one state and no transitions) or a simple cycle (where consecutive

states are connected by a unique transition). After this, the algorithm creates an

acyclic graph G “ pV,Eq, V “ tv0, . . . , vk´1u, where each vertex represents one of

A’s strongly connected components. Each edge pvi, vjq represents a connection in A

between the two SCCs Si and Sj, for 0 ď i ă j ď k ´ 1. The weights of these
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edges represent the type of SCC to which the edge leads. That is, if pvi, vjq is a

0-weight edge in E, then Sj is (and vj represents) an acyclic singleton. If pvi, vjq is a

1-weight edge in E, then Sj is (and vj represents) a simple cycle SCC. The algorithm

then determines the minimum distance from v0 (the vertex representing the SCC

containing q0) to all other vj. Since each 1-weight edge leads to a vertex representing

a cyclical SCC, the maximum-cost path starting from v0 will lead through the most

vertices representing cyclical SCCs. In fact, the length of the maximum-cost path in

G starting from v0 is the number k P N0, such that A has strict cycle height k. In

the algorithm, for states q and q1 of A, the distance from q to q1 is the length of the

shortest string that takes q to q1. If q1 is not reachable from q, then the distance is

8.

Complexity analysis of Algorithm 1: The input is an m-state NFA, A “

pQ,Σ, δ, q0, F q, for m P N. Creating the distance matrix takes Θpm3q time and

Θpm2q space using the Floyd-Warshall reachability algorithm [10]. Creating the set

of strongly connected components can be done in Θpm`|δ|q time using Tarjan’s SCC

algorithm [82]. Checking for the existence of an SCC which is not a unique simple

cycle is naturally bounded by the number of states and transitions in A. Clearly

then, the “if” part on line 3 is not as computationally hard as the “else” part on

line 5. For the else part, the two for all statements (lines 12,13) multiply the inner

statements’ complexity by Op
`

m
2

˘

q, as they enumerate all ordered pairs, and there are

maximally m SCCs. Since we know that there is a strict ordering on the cycles, we

do not need to compare all pairs of SCCs, as qi is never reachable from qj when i ă j.

Determining the reachability between SCCs is done in constant time with the help of
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Algorithm 1 Computing the cycle height of an NFA

Input: A “ pQ,Σ, δ, q0, F q

Output: n P N0

1: Create a distance matrix M , where M rq, q1s is the distance from state q P Q to
state q1 P Q.

2: Let S0, S1, . . . , Sk´1, k ě 1, be the strongly connected components of A.
3: if there exists Si, 0 ď i ď k ´ 1, such that Si is not a unique simple cycle or an

acyclic singleton then
4: return m+1
5: else
6: if the start state q0 is in an acyclic singleton then
7: startBias = 0
8: else
9: startBias = 1
10: end if
11: Create an acyclic graph G=pV,Eq, V “ tv0, . . . , vk´1u, E “ H, where each vi

represents the strongly connected component Si, for 0 ď i ď k ´ 1.
12: for all Si, 0 ď i ă k ´ 1 select one state qi in Si and do
13: for all Sj, i ă j ď k ´ 1 select one state qj in Sj and do
14: if M rqi, qjs ‰ 8 then
15: if Sj is an acyclic singleton consisting of state Sj then
16: Add a 0-weight edge to E from vertex vi to vertex vj.
17: else
18: Add a 1-weight edge to E from vertex vi to vertex vj.
19: end if
20: end if
21: end for
22: end for
23: return max

vPV
pM rv0, vsq` startBias

24: end if

the distance matrix M . We create the shortest-path tree D for G using a modified

Dijkstra’s algorithm [1], which takes Op|E| ` |V | ¨ log nq time, where n is the largest

edge value. The runtime of the algorithm is then

Θpm3
` m ` |δ| `

ˆ

m

2

˙

` |E| ` |V | ¨ log nq.
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Since 0 and 1 are the only edge values used, the constant n is ignored and the runtime

simplifies to Θpmaxpm3, |δ|qq.

Using Algorithm 1, we obtain the results of Theorems 4.1.1 and 4.1.2. Note that

Theorem 4.1.1 assumes that the input NFA has finite cycle height, which we can

decide using Algorithm 2.

Theorem 4.1.1. Let A “ pQ,Σ, δ, q0, F q be an m-state NFA with finite cycle height,

for m P N. Then we can compute in time Opmaxpm3, |δ|qq and space Opmaxpm2, |δ|qq

the strict cycle height of A.

If we modify Algorithm 1 so that the distance matrix M is never calculated, and

the else part on line 5 just returns 1 (instead of working through lines 6 through 23),

then we can decide whether an NFA has finite cycle height simply by using Tarjan’s

SCC algorithm, and confirming whether or not every SCC is a simple cycle or an

acyclic singleton.

Theorem 4.1.2. Let A “ pQ,Σ, δ, q0, F q be an m-state NFA, for m P N. Then we

can decide in time Opm ` |δ|q whether or not A has finite cycle height.

Proof. We present the modified version of Algorithm 1 below in Algorithm 2.

Algorithm 2 Deciding Finiteness of Cycle Height

Input: A “ pQ,Σ, δ, q0, F q

Output: {true, false}
1: Let S0, S1, . . . , Sk´1, k ě 1, be the strongly connected components of A.
2: if there exists Si, 0 ď i ď k ´ 1, such that Si is not a unique simple cycle or an

acyclic singleton then
3: return false
4: else
5: return true
6: end if
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4.2 Cycle Height and Language Density

The density of a language [81] is a function ϱL : N Ñ N defined as ϱLpℓq “ |L X Σℓ|.

That is, for a particular language, the density measures the number of distinct ac-

cepted strings of a given length. By definition, the density of any language L is

bounded by 0 ď ϱLpℓq ď |Σ|ℓ, and the function’s growth rate is either constant,

polynomial, or exponential [81]. Density is sometimes instead defined as the ratio

|LXΣn|/|Σn|, with our notion of density instead being referred to as population [81].

The cycle height of an NFA A can be related to language classes recognized by A.

In a previous work, we [41] have previously shown that NFAs with cycle height one

recognize exactly the constant density languages. We recall the following characteri-

zation of regular languages with polynomial density [81].

Lemma 4.2.1 ([81]). A regular language has polynomial density of degree at most k,

for k P N0, if and only if it can be represented as a finite union of regular expressions

of the form u ¨ v˚
1w1 ¨ ¨ ¨ v˚

t wt, with each t ď k ` 1 and u, v1, w1, . . . , vt, wt P Σ˚.

Using the above characterization we can verify that the languages recognized by

finite cycle height NFAs have polynomial density. Note that Lemma 4.2.1 relies on the

notion of a t-tiered string [81], and this notion is closely related to our notion of cycle

height1. More specifically, if all strings are t-tiered with respect to an automaton A

then the language of A has a representation as in Lemma 4.2.1. Using this observation

we can extend Lemma 4.2.1 for NFAs of given cycle height.

Theorem 4.2.2. Let A “ pQ,Σ, δ, q0, F q be an fchk-NFA, for some k P N0. Then

LpAq “
r

Ť

i“1

ui ¨ rv˚
i,1 wi,1 ¨ ¨ ¨ v˚

i,ti
wi,tis, for ui, vi,ji , wi,ji P Σ˚, and some integers ti and

r, such that 1 ď ji ď ti ď k for all 1 ď i ď r.
1Strictly speaking, the t-tiered words are defined only with respect to a DFA.
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Proof. Let A “ pQ,Σ, δ, q0, F q be an fchk-NFA, for some k P N0. By definition, any

computation of A passes through at most k cycles. To represent the maximal case,

that is, a path with k cycles, we take Lk “ u¨v˚
1w1 ¨ ¨ ¨ v˚

kwk, for some u, vi, wi P Σ˚ and

1 ď i ď k. This language allows for the interleaving of strings at every point before

and after each of the k cyclical strings. In Figure 4.2, we give an abstraction of an NFA

with strict cycle height k which recognizes Lk with 1` |u| `
k

ř

i“1

maxp0, |vi| ´ 1q ` |wi|

states. Clearly the class of NFAs with cycle height (at most) k is closed under finite

0 1 2 . . . k f
u

v1

w1

v2

v2 vk´1

vk

wk

Figure 4.2: NFA with strict cycle height k and a language u ¨ v˚
1w1 ¨ ¨ ¨ v˚

kwk

union. Some path from the start state to a final state might have fewer than k cycles

but, in any case, the language of any NFA with cycle height k is the finite union of

regular expressions of the form u ¨ v˚
1w1 ¨ ¨ ¨ v˚

t wt with each t ď k.

As a corollary, we get an explicit upper bound for the density of a language

recognized by a finite cycle height k NFA.

Corollary 4.2.3. Let A be an fchk-NFA, for some k P N. Then ϱLpAqpℓq P Opℓk´1q.

The reverse is not true: an NFA recognizing a polynomial density language need

not have finite cycle height. As a counterexample, we give the m-state NFA in

Figure 4.3, which does not have finite cycle height when m ě 2, but whose language

has constant density. However, observing that the NFA in Figure 4.3 is set up in such

a way to prevent finite cycle height, we also get the following corollary.
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0 1 . . . m-2 m-1

a

a

a

a

a

a

a

a

a

a

Figure 4.3: NFA with language a˚ and infinite cycle height

Corollary 4.2.4. Let L be a regular language such that ϱLpℓq P Opℓkq for some

k P N0. Then there exists an fchk`1-NFA A such that LpAq “ L.

For DFAs with strict cycle height, we can use existing results [81] to strengthen

Corollary 4.2.3 such that it gives the precise density.

Lemma 4.2.5. Let A be a DFA with strict cycle height k, for some k P N. Then

ϱLpAqpℓq P Ωpℓk´1q.

Proof. Let A “ pQ,Σ, δ, q0, F q be a DFA with strict cycle height k, for some k P N.

Since A has strict cycle height k, there exists a string w P Σ` such that the accepting

computation of A on w visits k different cycles. (Here we rely on the assumption that

A has no useless states, which implies that any computation can be extended to an

accepting computation.) This means that w is k-tiered with respect to A, and the

claim follows from Lemma 1 of [81].

From Lemma 4.2.5 and Corollary 4.2.3 we get that the cycle height of a DFA

exactly characterizes the density of the recognized language. Note that cycle height

zero DFAs (that is, acyclic DFAs) recognize finite languages.

Corollary 4.2.6. Let A be a DFA with strict cycle height k, for some k P N. Then

ϱLpAqpℓq P Θpℓk´1q.
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From Theorem 6 of [81] we know that if the density of a regular language L is non-

polynomial, then it must grow exponentially. The gap between polynomial and expo-

nential densities occurs because there do not exist any regular languages whose density

functions contain non-integer exponents, e.g.
?
ℓ. Together with Corollary 4.2.6 this

gives:

Corollary 4.2.7. Let A be a DFA with infinite cycle height. Then ϱLpAqpℓq P 2Ωpℓq.

Corollary 4.2.6 and Theorem 4.1.1 would yield a polynomial time algorithm to

compute the exact density of a DFA’s language. However, the time complexity cannot

compete with the algorithm of Gawrychowski et al. [12]. For an m-state DFA over

a fixed alphabet, an algorithm based on Theorem 4.1.1 to compute the degree of

the polynomial giving the density of the language would require Opm3q time. In

comparison, Gawrychowski et al. [12] gave a polynomial algorithm to decide the exact

degree bounding the polynomial density of anm-state NFA’s language in Opm2q time.

Theorem 4.2.8 ([12]). Let A “ pQ,Σ, δ, q0, F q be an m-state NFA, for some m P N

such that LpAq has polynomial density. Then we can decide in Opm ` |δ|q time the

exact degree k such that ϱLpAq P Opℓkq.

4.3 Determinization of Finite Cycle Height NFAs

Recall that for finite tree width NFAs, we can reduce the tree width in exchange for

an increase in the number of states (cf. Theorem 3.2.3). However, we cannot do this

in general with finite cycle height NFAs. By Lemma 4.2.1, if a regular language’s

density is Θpℓk`1q, then it cannot be recognized by a fchh-NFA for any 0 ď h ă k,

even though it can be recognized by an fchk-NFA. Because of this constraint, it
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seems likely that the (nondeterministic) state complexity of recognizing a polynomial

density degree k language must involve k. In fact, for certain polynomially dense

languages, the deterministic and nondeterministic state complexity are the same. We

give the following example to help clarify the relationship between cycle height and

state complexity.

Example 4.3.1. We give the NFA in Figure 4.4, which recognizes L “ a˚ba˚ba˚.

Any NFA (or DFA) recognizing this language requires a strict cycle height of at least

3, since ϱLpℓq P Opℓ2q.

0 1 2

a

b b

a a

Figure 4.4: L “ a˚ba˚ba˚ requires an NFA with strict cycle height 3 or greater

Examples of NFAs experiencing the worst-case exponential determinization blow-

up can be found [3, 15, 57, 63, 64, 75, 84], but all of these machines have infinite cycle

height.

A relevant question then, is what is the worst-case determinization blow-up of

finite cycle height NFAs? This question is left open for future research.

Open Problem 4.3.2. Let A be an m-state fchk-NFA for some m P N and k ď m.

Then how many states are necessary and sufficient, in the worst case, for a DFA to

simulate A?
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Chapter 5

Tree Width, Path Width, and Ambiguity

Weber and Seidl [85] developed structural criteria to determine the growth rate of

an NFA’s ambiguity as a function of input length. Building on their work, we give

conditions characterizing NFAs whose tree width (respectively, path width) grows

polynomially or exponentially with respect to the input size. We investigate certain

“subgraph” conditions on automata, and refer to such subgraphs as widgets . More

formally, an NFA A “ pQ,Σ, δ, q0, F q has a widget B “ pQ1,Σ1, δ1, q1
0, F

1q if Q1 Ď Q,

Σ1 Ď Σ, δ1 Ď δ, q1
0 P Q1, and F 1 Ď F .

5.1 Exponential Growth

Weber and Seidl [85] showed that an NFA A has exponential ambiguity if and only

if it admits a widget (EDA) (cf. Figure 5.1). The conditions of this widget require

that, for some state q, there exist two distinct paths beginning and ending with q

having the same underlying string.

Let A “ pQ,Σ, δ, q0, F q be an NFA. Then A has an (EDA) widget if there exists a

co-reachable state q P Q and a string w P Σ` z Σ, such that |pathspq, w, qq| ě 2.
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The difference between ambiguity and path width is that the latter measure does

not require computations to be accepting. Based on this observation, we can formulate

the widget (ECOMP) to characterize exponential path width, and we verify its

correctness in Lemma 5.1.1.

We note that in the definitions of the widgets (EDA) and (ECOMP), the string

w must have a length of at least two because we do not allow transitions on the empty

string, and there can be only one path from q to q on an individual alphabet symbol

(that is, a self-loop).

Let A “ pQ,Σ, δ, q0, F q be an NFA. Then A has an (ECOMP) widget if there

exists a state q P Q and a string w P Σ` z Σ such that |pathspq, w, qq| ě 2.

q0 q. . .

w

w

. . .

(a) Widget (EDA) [85]

q0 q. . .

w

w

(b) Widget (ECOMP)

Figure 5.1: Exponential growth rate widgets

We now verify the correctness of (ECOMP) for capturing exponential path width

growth.

Lemma 5.1.1. Let A be an NFA and ℓ P N. Then A admits a widget (ECOMP) if

and only if pwpA, ℓq P 2Θpℓq.

Proof. Let A be an NFA, and A1 be the NFA obtained from A by making all of its

states accepting.
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Ñ: Assume that A admits a widget (ECOMP). Since all states of A1 are final,

then A1 admits a widget (EDA) and A1 has exponential ambiguity. Since all states

of A1 are final, then pwpA1, ℓq “ dapA1, ℓq for all ℓ P N. Since we did not add any

transitions to A1, then pwpA, ℓq “ pwpA1, ℓq, and therefore also pwpA, ℓq P 2Θpℓq.

Ð: Assume that pwpA, ℓq P 2Θpℓq for ℓ P N. Since A1 is just A with all states

final, then pwpA, ℓq “ dapA1, ℓq. So then dapA1, ℓq P 2Θpℓq, and therefore A1 has a

widget (EDA). Since A1 admits a widget (EDA), then A also admits a widget

(ECOMP).

When the number of complete computations grows exponentially with respect to

the input length, so must the number of partial computations.

Theorem 5.1.2. Let A be an NFA. Then A has exponential path width if and only

if A has exponential tree width.

Proof. Let A be an NFA.

Ñ: Assume that pwpA, ℓq P 2Θpℓq for ℓ P N. Since pwpA, ℓq ď twpA, ℓq, then also

twpA, ℓq P 2Θpℓq.

Ð: Assume that twpA, ℓq P 2Θpℓq, and let pA be the completion of A obtained by

adding a sink state qsink. By Lemma 3.3.3, the path width and tree width of pA must

coincide. Since pA has exponential path width, then by Lemma 5.1.1 we know that pA

must have a widget (ECOMP). Since all transitions from state qsink are deterministic

self-loops, qsink cannot be part of the widget (ECOMP) in pA. Therefore, the original

NFA A must already have a widget (ECOMP), and thus pwpA, ℓq P 2Θpℓq.
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5.2 Polynomial Growth

For an NFA A and ℓ, d P N, dapA, ℓq P Ωpℓdq if and only if A has a widget (IDAd) [85],

and we give the structure of these widgets in Figure 5.2.

q0 s1 c1 s2 . . . cd´1 sd cd qf
. . .

v1

v1

v1

u2

v2

v2 vd´1

vd´1

ud

vd

vd

vd

. . .

Figure 5.2: Widget (IDAd) [85]

We define the widget (IPWd) below, and represent it in Figure 5.3. (IPWd)

widgets are almost the same as (IDAd) widgets, except that (IDAd) additionally

requires that the state cd must be able to reach a final state.

Let A “ pQ,Σ, δ, q0, F q be an NFA, and d P N. A has an (IPWd) widget if there

exist states s1, c1, . . . , sd, cd P Q, strings v1, . . . , vd P Σ`, and strings u2, . . . , ud P Σ˚

such that:

• For all 1 ď i ď d: si ‰ ci, and pathspsi, vi, siq, pathspsi, vi, ciq, and

pathspci, vi, ciq are all non-empty.

• For all 2 ď j ď d: pathspcj´1, uj, sjq is non-empty.

We call the cycle on si a “seeding cycle” and the cycle on ci a “catching cycle”.

The states si and ci must be connected by the same string vi occurring in the cycles.

Note that the uj-strings can be empty, but the vi-strings cannot. When a string uj is

empty for some 2 ď j ď d, states cj´1 and sj must be the same state. That is, there

exists a state which is involved in a cycle on each of the strings vj´1 and vj (which

may be the same string).
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q0 s1 c1 s2 . . . cd´1 sd cd
. . .

v1

v1

v1

u2

v2

v2 vd´1

vd´1

ud

vd

vd

vd

Figure 5.3: Widget (IPWd)

Lemma 5.2.1. Let A be an NFA, and ℓ, d P N. Then pwpA, ℓq P Ωpℓdq if and only if

A admits a widget (IPWd).

Proof. Let A “ pQ,Σ, δ, q0, F q be an NFA, and A1 be obtained from A by making all

of its states final. So then for any string w P Σ˚, dapA1, wq “ pwpA,wq. We know

that dapA1, ℓq P Ωpℓdq if and only if A1 admits a widget (IDAd) [85], and that A1

admits a widget (IDAd) if and only if A admits a widget (IPWd).

As a corollary to Lemma 5.2.1, we get that an NFA’s path width is finite if and

only if it does not admit a widget (IPW1).

Corollary 5.2.2. Let A “ pQ,Σ, δ, q0, F q be an NFA. Then pwpAq P Op1q if and only

if for all q, q1 P Q and w P Σ˚ such that q ‰ q1:

i) |pathspq, w, qq| ď 1

ii) p|pathspq, w, qq| “ 1 and |pathspq1, w, q1q| “ 1q implies |pathspq, w, q1q| “ 0.

Lemma 5.2.1 implies that an NFA A has path width Θpℓdq exactly when A admits

a widget (IPWd), but does not admit a widget (IPWd`1).

Even assuming that an NFA has no useless states, the ambiguity and the path

width on a particular string (or on strings of a given length) can be very different. For

example, if pwpA, ℓq ą 0, then the path width of A on all lengths 1, . . . , ℓ´1 must also

be positive. On the other hand, it is possible that dapA, ℓq “ 0 and dapA, ℓ` 1q ą 0.
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However, as a consequence of Lemma 5.2.1 and the results of Weber and Seidl [85],

we get that, for NFAs without useless states, the polynomial growth rates of ambiguity

and path width must coincide. More specifically, when an NFA has no useless states,

then every (IPWd) widget is also an (IDAd) widget.

Corollary 5.2.3. Let A be an NFA, and ℓ, d P N. If A has no useless states, then

pwpA, ℓq P Θpℓdq if and only if dapA, ℓq P Θpℓdq.

To characterize polynomial tree width, we define a new widget, (ITWd), which

is the same as (IPWd), except:

i) For the “last state” cd we remove the condition that |pathspcd, vd, cdq| ą 0. That

is, the final “catching loop” on state cd does not need to be present.

ii) For the final pair of states we modify the condition |pathspsd, vd, cdq| ą 0 to

instead be |δpsd, aq| ą 0, where a is the first letter of vd. That is, the state sd

with the final “seeding loop” only needs a nondeterministic transition on the first

symbol of vd.

We give a visual abstraction of these alterations in Figure 5.4 (cf. Figures 5.2 and 5.3).

q0 s1 c1 s2 . . . cd´1 sd cd
. . .

v1

v1

v1

u2

v2

v2 vd´1

vd´1

ud

vd

a

Figure 5.4: Widget (ITWd). The letter a must be the first symbol in vd.

Next we establish the correctness result for our new criterion.

Lemma 5.2.4. Let A be an NFA, and ℓ, d P N. Then twpA, ℓq P Ωpℓdq if and only if

A admits a widget (ITWd).
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Proof. Let A “ pQ,Σ, δ, q0, F q be an NFA, d P N, and let pA “ pQ Y qsink,Σ, δ
1, q0, F q

be the completion of A.

Ñ: Suppose that twpA, ℓq P Ωpℓdq. By Lemma 3.3.3, pwp pA,wq “ twpA,wq for any

string w P Σ˚. So then pA has path width Ωpℓdq, and hence by Lemma 5.2.1, pA admits

a widget (IPWd). In the notation of Figures 5.3 and 5.4: since si ‰ ci for 1 ď i ď d,

then none of the states si or cj, for 1 ď j ď d´ 1, can be the sink state of pA because

the only state reachable from the sink state is itself. Thus, in the widget (IPWd)

of pA, only the state cd may be the sink state and all transitions “before” entering cd

must also exist in the original NFA A. This means that A admits a widget (ITWd).

Ð: Conversely, suppose that A admits a widget (ITWd). Continuing to use

the notations of Figures 5.4, denote vd “ a ¨ v1
d, for some a P Σ and v1

d P Σ˚, and

choose p P δpcd, v
1
dq. That is, p is reached from the state sd on string vd by first

making the transition on a to state cd. If p “ sd, then A has exponential tree width

(cf. Section 5.1) and we are done. Thus, we can assume p ‰ sd. Since pA has no

undefined transitions, there exist i, k ě 1 and a state r of pA such that r P δ1pp, vidq

and r P δ1pr, vkdq. Choose 0 ď n ă k such that

1 ` i ` n ” 0 pmod kq.

In the cycle from r to r on string vkd , let t be the state reached by vnd . Now the state

t can be reached from sd on string v1`i`n
d and |pathspt, vkd , tq| ą 0. Since 1 ` i ` n

is a multiple of k, the (ITWd) widget can be completed to an (IPWd) widget as

shown in Figure 5.5. Thus, by Lemma 5.2.1, pwp pA, ℓq P Ωpℓdq, and by Lemma 3.3.3,

twpA, ℓq P Ωpℓdq.
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q0 . . . sd t

v1`i`n
d

v1`i`n
d

v1`i`n
d

Figure 5.5: Completing an (ITWd) widget to an (IPWd) widget

Again, Lemma 5.2.4 implies that twpA, ℓq P Θpℓdq exactly when A admits a widget

(ITWd) and does not admit a widget (ITWd`1).

Intuitively, tree width and path width can seem like very different measures be-

cause the former counts all computations while the latter counts only complete com-

putations. However, as a consequence of Lemmas 5.2.1 and 5.2.4, we see that the

degrees of polynomials bounding the growth rates of the tree width and the path

width of an NFA differ by at most one.

Theorem 5.2.5. Let A be an NFA and ℓ, d P N.

i) If pwpA, ℓq P Θpℓdq, then twpA, ℓq is in Θpℓdq or in Θpℓd`1q.

ii) If twpA, ℓq P Θpℓdq, then pwpA, ℓq is in Θpℓdq or in Θpℓd´1q.

Proof. We prove i), and claim ii) can be proven similarly. Let A be an NFA and ℓ, d P

N such that pwpA, ℓq P Θpℓdq. Since pwpA, ℓq ď twpA, ℓq, we have twpA, ℓq P Ωpℓdq.

Thus it is sufficient to prove that twpA, ℓq R Ωpℓd`2q.

Assume to the contrary - that twpA, ℓq P Ωpℓd`2q. Then by Lemma 5.2.4, A

admits a widget (ITWd`2). So then A must also admit a widget (IPWd`1), ob-

tained from (ITWd`2) simply by omitting the last pair of states psd`2, cd`2q. Thus,

by Lemma 5.2.1, pwpA, ℓq P Ωpℓd`1q. This is a contradiction, since we know that

pwpA, ℓq P Θpℓdq. So then twpA, ℓq R Ωpℓd`2q.
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In particular, the growth rate of an NFA’s path width is polynomial if and only

if the growth rate of its tree width is also polynomial.

From the characterization of Lemmas 5.2.1 and 5.2.4 it also follows that, for all

d P N, there exists an NFA A such that pwpA, ℓq P Θpℓdq and twpA, ℓq P Θpℓd`1q.

To conclude this section, we observe that the widgets (IPWd) and (ITWd) yield

lower bounds for the number of states or the number of transitions of an NFA having

polynomial path (or tree) width.

Note that while the general form of the widgets (IPWd) (respectively, (ITWd))

are shown to have 2¨d consecutive cycles (respectively, p2¨dq´1 cycles), the cycles don’t

need to be distinct. We therefore get the minimal examples in Figures 5.6 and 5.7,

which satisfy (ITWd), but have only d consecutive cycles.

Lemma 5.2.6. Let A “ pQ,Σ, δ, q0, F q be an m-state NFA for some m, ℓ, d P N.

i) If twpA, ℓq P Θpℓdq, then 1 ď d ă m, and 2 ¨ d ď |δ|.

ii) If twpA, ℓq P Θpℓdq, and LpAq “ w˚ for some w P Σk, then 1 ď pd ¨ kq ` 1 ď

m and d ¨ pk ` 1q ď |δ|, for some k P N.

Furthermore, there exist NFAs in each case meeting these lower bounds (cf. Fig-

ures 5.6 and 5.7).

Proof. For case i), let A “ pQ,Σ, δ, q0, F q be the pd ` 1q-state NFA whose transition

structure matches that of Figure 5.6. Since A has an (ITWd) widget, but not an

(ITWd`1) widget, then twpA, ℓq P Θpℓdq. Using the notation of Figure 5.4, each

seeding cycle state si overlaps with the catching cycle state ci´1, because each ui

string is empty, for 2 ď i ď d. Therefore each cycle is separated by, and operates

upon, the shortest possible string. Since an NFA cannot admit a widget (ITWd)
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unless there are at least d consecutive cycles, and it cannot have polynomial tree

width d without a widget (ITWd), then clearly Figure 5.6 represents the minimum

number of states required of an NFA admitting an (ITWd) widget.

0 1 2 . . . d ´ 1 d

a

a

a

a

a

a a

a

a

Figure 5.6: Smallest NFA with strictly polynomial tree width degree d

For case ii), we construct the NFA Ad,k “ pQ,Σ, δ, q0, F q given in Figure 5.7, for

d, k P N.

s0

c0

s1

c1

. . . sd´1

cd´1

sd

a0

a0

a1 ¨ ¨ ¨ ak´1

a1

a1

a2 ¨ ¨ ¨ ak´1a0

apd´2q%k

apd´1q%k

apd´1q%k

ad%k ¨ ¨ ¨ apd´2q%k

Figure 5.7: NFA Ad,k with strict polynomial tree width d and LpAd,kq “ pa0 ¨ ¨ ¨ ak´1q
˚

Note that LpAd,kq “ pa0 ¨ ¨ ¨ ak´1q˚, for ai P Σ, 0 ď i ď k´ 1, and that Ad,k admits

a widget (ITWd), but not a widget (ITWd`1). By shifting the character which

starts each successive cycle, we minimize the number of characters separating each

cycle. There have to be at least k states and transitions per cycle, and since there

are d separated cycles, we get an additional d transitions separating them. So then

there are pd ¨ kq ` 1 states and d ¨ pk ` 1q transitions. If we removed any states or
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transitions, then Ad,k would no longer satisfy (ITWd), and so Ad,k is the minimal

NFA satisfying (ITWd) for any language of the form L “ w˚, for w P Σk.

5.3 Width Measures and Cycle Height

Since the (ECOMP) widget requires a state to be involved in multiple cycles over the

same string, we get an incompatibility between (ECOMP) widgets and fch-NFAs.

Corollary 5.3.1. Let A be a finite cycle height NFA. Then A cannot have an

(ECOMP) widget.

Note that the converse is not necessarily true. That is, there exist NFAs which

do not have finite cycle height, and also do not satisfy (ECOMP). For example, the

1-state DFA recognizing pa ` bq˚ has infinite cycle height, but exactly one path for

every string in the language.

Note that an NFA A with no (ECOMP) widgets but with an (IPWd) (or

(ITWd)) widget does not necessarily have finite cycle height either. This can oc-

cur when at least one state is involved in multiple cycles on distinct strings.

Example 5.3.2. We give the NFA B in Figure 5.8 recognizing apa ` bq˚b. B has

infinite cycle height and polynomial tree width.

0 1 2

a

a

a, b

b

b

Figure 5.8: NFA B with infinite cycle height satisfying (IPW2)

In the opposite direction, we see that finite cycle height is also insufficient to cause

unbounded tree/path width, as the latter relies on specific character labels. This can
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be shown trivially, as in the following example, though there also exist infinite cycle

height ftw-NFAs without this restriction on transition labels.

Example 5.3.3. Let B be a DFA as in Figure 5.9. Then B has infinite cycle height.

0 1

a

b

a

b

Figure 5.9: DFA with infinite cycle height example

Lastly, we observe that since we need at least d (respectively, d ` 1) consecutive

cycles to cause polynomial tree width degree d (respectively, polynomial path width

degree d), then we get the following relationship between cycle height and polynomial

tree/path width.

Corollary 5.3.4. Let A be an NFA with strict cycle height d, for d P N. Then

twpA, ℓq P Opℓdq, and pwpA, ℓq P Opℓd´1q for ℓ P N.

5.3.1 Path Width Growth Rates for Finite Cycle Height NFAs

In Section 5.2 we have characterized the polynomial growth rates of an NFA’s

tree/path width. We derived an upper bound for the growth rate in terms of the

cycle height of the NFA (cf. Corollary 5.3.4). However, this upper bound is not very

precise, as polynomial path width degree d can be caused by as few as d cycles, and as

many as 2 ¨ d cycles. In the special case of unary NFAs, we derive more precise upper

and lower bounds for the growth rate of path width as functions of the automaton’s

cycle height.
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To make the proof of Lemma 5.3.5, more understandable, we use expressions of

the form
`

n1

n2

˘

, where n1 ă n2. Strictly speaking, there is no combinatorial meaning to

this expression other than that it is zero, because there is no way to choose a subset

of size n2 from a set of size n1 when n2 ą n1. This usage is consistent with the general

definition for the binomial coefficient [18].

Lemma 5.3.5. Let Ak “ pQ,Σ, δ, q0, F q be a unary NFA with strict cycle height k,

for some k P N. Then pwpAk, ℓq ě
k´1
ř

i“0

`

ℓ
i

˘

for ℓ P N.

Proof. Let Ak “ pQ,Σ, δ, q0, F q be a unary NFA with strict cycle height k, for some

k P N, such that pwpAk, ℓq is minimal among all k-state unary NFAs with strict cycle

height k. By Lemma 3.3.6, to minimize the path width we can choose Ak to be as in

Figure 4.1.

It remains to compute the path width of Ak. The ℓ
th row of Pascal’s triangle (the

top row with one element is considered to be row zero), consists of the values
`

ℓ
i

˘

for

0 ď i ď ℓ. pwpAk, ℓq is then equivalent to the sum of the first k terms in the ℓth row

of Pascal’s triangle. As the base cases, we observe that:

• pwpA1, ℓq “
`

ℓ
0

˘

“ 1.

• pwpAk, 1q “ r
`

1
0

˘

`
`

1
1

˘

s ` r
`

1
2

˘

` . . . `
`

1
k´1

˘

s “ 2, for k ě 2.

Induction on k: We assume that the claim holds for pwpAk, ℓq and now the induc-

tive claim is that

pwpAk`1, ℓq “

k
ÿ

i“0

ˆ

ℓ

i

˙

(5.1a)

“

ˆ

ℓ

0

˙

`

ˆ

ℓ

1

˙

` ¨ ¨ ¨ `

ˆ

ℓ

k ´ 1

˙

`

ˆ

ℓ

k

˙

(5.1b)
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We note that, for the NFA Ak`1, the extra state is being added to the end of the

chain of states. Using our inductive assumption to replace the values in the right

hand side of (5.1b), we get:

pwpAk`1, ℓq “ pwpAk, ℓq `

ˆ

ℓ

k

˙

.

i) Case ℓ ă k: Then
`

ℓ
k

˘

“ 0; the newly added state cannot be reached in any

computation of length ℓ, and so pwpAk`1, ℓq “ pwpAk, ℓq.

ii) Case ℓ “ k: Then
`

ℓ
k

˘

“ 1; the newly added state can only be reached by the

computation which does not use any cycles, so pwpAk`1, ℓq “ pwpAk, ℓq ` 1.

iii) Case ℓ ą k: pwpAk, ℓq already counts the number of computations of length ℓ

which use some combination of the first k cycles. The addition of
`

ℓ
k

˘

can then

be seen as the number of computations of length ℓ which use the newly added

pk ` 1qth cycle.

Induction on ℓ: We assume that the claim holds for pwpAk, ℓq, and now the induc-

tive claim is that

pwpAk, ℓ ` 1q “

k´1
ÿ

i“0

ˆ

ℓ ` 1

i

˙

(5.2a)

“ 1 ` r

ˆ

ℓ

0

˙

`

ˆ

ℓ

1

˙

s ` ¨ ¨ ¨ ` r

ˆ

ℓ

k ´ 2

˙

`

ˆ

ℓ

k ´ 1

˙

s (5.2b)

“ 2 ¨ r

k´2
ÿ

i“0

ˆ

ℓ

i

˙

s `

ˆ

ℓ

k ´ 1

˙

, (5.2c)

where (5.2b) uses Pascal’s triangle recursion rule [83] for each element of the summa-

tion. Using our inductive assumption to replace the values in the right hand side of
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(5.2c), we get:

pwpAk, ℓ ` 1q “ 2 ¨ pwpAk´1, ℓq `

ˆ

ℓ

k ´ 1

˙

.

We consider how computations of length ℓ can be extended by adding one extra

transition:

i) For an arbitrary computation C “ p0, aℓ, iq, where 0 ď i ă k´1, the computation

can be extended to remain in state i, or extended to continue into state i `

1. Computations of this form have a correspondence with the computations of

length ℓ in the NFA Ak´1 (wherein no computations can use the state k ´ 1).

ii) Any computation C 1 “ p0, aℓ, k ´ 1q must remain in state k ´ 1 when extended

by one transition, as there are no other outgoing transitions from state k ´ 1.

Specifically, there are
`

ℓ
k´1

˘

computations of this form.

In the following, we also give a candidate structure for the greatest path width

among unary strict cycle height k NFAs, and compute the growth rate of its path

width.

Lemma 5.3.6. There exists a k-state unary NFA with strict cycle height k such that

pwpAk, ℓq “
`

ℓ`k´1
k´1

˘

for ℓ, k P N.

Proof. Let Ak be a k-state NFA with strict cycle height k, for some k P N. So then

each of the k states must be part of a distinct cycle. That is, each state has a self-

loop and no other transition can be part of a cycle. By Lemma 3.3.6, to get an upper

bound for the path width, we can add to Ak a maximal number of acyclic transitions.

That is, without loss of generality, Ak is as in Figure 5.10.
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0 1 . . . k ´ 2 k ´ 1

a

a

a

a

a

a

a

a

a

a

a

a

a

a

a

Figure 5.10: A k-state unary NFA with strict cycle height k and maximal number of
transitions

It remains to compute the path width of Ak. For the base cases, we observe that

pwpA1, ℓq “
`

ℓ`1´1
0

˘

“
`

ℓ
0

˘

“ 1, and pwpAk, 1q “
`

k`1´1
k´1

˘

“ k.

Induction on k: We assume that the claim holds for pwpAk, ℓq and now the induc-

tive claim is that

pwpAk`1, ℓq “

ˆ

ℓ ` k

k

˙

.

The value pwpAk`1, ℓq counts the number of computations of length ℓ that are in

Ak, as well as all of the computations with ℓ´ 1 transitions from Ak`1 and one final

transition, δpq, aq “ k, for some 0 ď q ď k. More formally:

pwpAk`1, ℓq “ pwpAk, ℓq ` pwpAk`1, ℓ ´ 1q. (5.3)

Using our inductive assumption to replace the values in the right hand side of (5.3),

we get:

pwpAk`1, ℓq “

ˆ

ℓ ` k ´ 1

k ´ 1

˙

`

ˆ

ℓ ` k ´ 1

k

˙

“

ˆ

ℓ ` k

k

˙

,

where the last equality uses Pascal’s triangle recursion rule [83].
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Induction on ℓ: We assume that the claim holds for pwpAk, ℓq and now the induc-

tive claim is that

pwpAk, ℓ ` 1q “

ˆ

ℓ ` k

k ´ 1

˙

(5.4)

The value pwpAk, ℓ ` 1q counts all computations of length ℓ ` 1 in Ak´1 (those

which do not involve the state k), as well as all computations of length ℓ in Ak (which

may or may not involve the state k), which are extended with one final transition

δpq, aq “ k for some 0 ď q ď k. More formally:

pwpAk, ℓ ` 1q “ pwpAk´1, ℓ ` 1q ` pwpAk, ℓq (5.5)

Using our inductive assumption to replace the right hand side of (5.4), we get:

pwpAk, ℓ ` 1q “

ˆ

ℓ ` k ´ 1

k ´ 1

˙

`

ˆ

ℓ ` k ´ 1

k ´ 2

˙

“

ˆ

ℓ ` k

k ´ 1

˙

(5.6)

where the last equality in (5.6) uses Pascal’s triangle recursion rule [83].

Next we consider the how the path width of unary NFAs with strict cycle height

changes when there are more states than cycles.

Lemma 5.3.7. Let Ak “ pQ, tau, δ, q0, F q be an k-state NFA with strict cycle height

k (as in Figure 5.10), for some k P N. Let Bk`nc be Ak with one additional state that

is not involved in any cycle. Then pwpBk`nc, ℓq ď pwpAk`1, ℓq, ℓ P N.

Proof. Let Ak “ pt0, . . . , k´1u, tau, δ, q0, F q be a k-state NFA with strict cycle height

k, as in Figure 5.10, for some k P N. Let Bk`nc be Ak with one additional state that

is not involved in any cycle.
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i) If the non-cyclical state is the starting state, then Bk`nc “ pt0, . . . , k ´ 1u Y

tncu, tau, δ1, nc, F q. Note that, in the maximal case, the non-cyclical starting

state nc leads to all other states. That is, δ1pnc, aq “ t0, . . . , k ´ 1u. It can be

seen that in Bk`nc, all computations which continue after one transition will do

so from some state q P t0, . . . , k´1u, and not from state nc. This is the same set

of states with available continuing computations as in Ak after one transition.

Therefore,

pwpBk`nc, ℓq “ pwpAk, ℓq ď pwpAk`1, ℓq, ℓ P N.

ii) If the non-cyclical state is not the starting state, then Bk`nc “ pt0, . . . , k ´ 1u Y

tncu, tau, δ1, q0, F q). In the maximal case, the non-cyclical state is connected to

every other state. That is to say, for some integer 0 ď x ď k ´ 1:

δ1
pi, aq “ tncu, 0 ď i ď x, and

δ1
pnc, aq “ tju, x ă j ď k ´ 1

It can be seen that Ak`1 can be created from Bk`nc by adding a self-loop at state

nc, and then by Lemma 3.3.6, we have pwpBk`nc, ℓq ď pwpAk`1, ℓq.

In either case, pwpBk`nc, ℓq ď pwpAk`1, ℓq.

Since unary NFAs with strict cycle height will have a maximal path width when

they have the same number of states as cycles, the NFA in Figure 5.10 has the greatest

path width among all k-state NFAs with strict cycle height k.

Combining the results from Lemmas 5.3.5, 5.3.6, and 5.3.7, we observe the follow-

ing corollary.
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Corollary 5.3.8. If Ak “ pQ,Σ, δ, q0, F q is a k-state unary NFA with strict cycle

height k, for k, ℓ P N, then

k´1
ÿ

i“0

ˆ

ℓ

i

˙

ď pwpAk, ℓq ď

ˆ

ℓ ` k ´ 1

k ´ 1

˙

.

The upper bound also holds for k-state unary NFAs with cycle height k.

The results of this section give upper and lower bounds for the number of complete

computations of unary NFAs whose number of states matches exactly their strict cycle

height. If the number of states exceeds the number of cycles, there will naturally be

fewer complete computations than in the case where the number of states and cycles

match. In this case, however, the path width of these NFAs cannot be just a function

of the number of cycles, and must also necessarily involve the number of states.

Open Problem 5.3.9. For an m-state NFA with strict cycle height k such that

1 ď k ă m, what function upper bounds the path width’s growth?

5.4 Algorithms Deciding Growth Rates of Tree Width

From Theorems 5.1.2 and 5.2.5, we know that the growth rates of an NFA’s tree width

and path width are closely related. That is, if an NFA has polynomial (respectively,

exponential) tree width, then it must also have polynomial (respectively, exponential)

path width.

Palioudakis et al. [67] have stated that there exists a polynomial algorithm decid-

ing whether an NFA has finite tree width, but they did not give an explicit construc-

tion or a more precise time bound for the algorithm. We improve upon their result by

giving an explicit polynomial algorithm deciding finiteness of an NFA’s tree width.
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Theorem 5.4.1. Let A “ pQ,Σ, δ, q0, F q be an m-state NFA, for some m P N. Then

we can decide whether or not twpAq P Op1q in Opm ¨ |Σ| ¨ |δ|q time.

Proof. Let A “ pQ,Σ, δ, q0, F q be an m-state NFA, for some m P N. For each q P Q

and a P Σ, we define Aq,a “ pQ,Σ, δq,a, q0, F q where the transition function is defined

as follows, for all p P Q and b P Σ:

δq,app, bq “

$

’

’

&

’

’

%

H, if p “ q and b ‰ a;

δpp, bq, otherwise.

(5.7)

That is, δq,a removes all transitions not on a leading out of state q, and otherwise

copies transitions from δ.

Algorithm 3 Deciding if an NFA has finite tree width

Input: A “ pQ,Σ, δ, q0, F q

Output: finite P ttrue, falseu

1: finite = true
2: for all q P Q do
3: for all a P Σ do
4: if |δpq, aq| ě 2 then
5: Create Aq,a “ pQ,Σ, δq,a, q0, F q as in (5.7).
6: Create Gq,a, a directed graph with the same structure as Aq,a but without

any character labels.
7: if q can reach itself in Gq,a then
8: finite = false
9: end if
10: end if
11: end for
12: end for
13: return finite

Complexity analysis of Algorithm 3: The input is an m-state NFA, A “

pQ,Σ, δ, q0, F q, for some m P N. We create m ¨ |Σ| NFAs Aq,a and directed graphs
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Gq,a, and creating each takes Opm ` |δ|q time. Checking if q can reach itself in Gq,a

takes Opm ` |δ|q time using a depth-first search [10]. So then the entire complexity

is Oppm ¨ |Σ|q ¨ p2 ¨ pm ` |δ|qqq time, which simplifies to Opm ¨ |Σ| ¨ |δ|q time.

Correctness analysis of Algorithm 3: Recall that an NFA has infinite tree width

if and only if some cycle has a nondeterministic transition [67]. Since Aq,a has no

transitions of the form δpq, bq for b P Σ z tau, then if q has nondeterministic transitions

on a and can reach itself in Gq,a, there must exist a cycle with a nondeterministic

transition in A. The algorithm returns false (“unbounded tree width”) if and only if

there exists a state q P Q and character a P Σ such that |δpq, aq| ě 2 and q P δpq, avq

for some v P Σ˚.

To obtain efficient algorithms deciding the growth rate of an NFA’s tree width, we

leverage existing algorithms [56, 85] for deciding the growth rate of ambiguity, and

the transformation given in Lemma 3.3.4 which causes the ambiguity and tree width

to be equivalent.

Lemma 5.4.2. [modified from [85]] Let A “ pQ,Σ, δ, q0, F q be an m-state NFA, for

some m P N. Then we can decide whether or not twpA, ℓq P 2Θpℓq in Opm4 ¨ |Σ|q time.

Proof. Algorithm 4 decides if an NFA admits a widget (ECOMP).

Algorithm 4 Deciding if an NFA’s computations grow exponentially

Input: A “ pQ,Σ, δ, q0, F q

Output: exp P ttrue, falseu

1: exp = false
2: Let A1 “ pQ,Σ, δ, q0, Qq be obtained from A by setting all states as final.
3: if dapA1, ℓq P 2Θpℓq then
4: exp = true
5: end if
6: return exp
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Complexity analysis of Algorithm 4: The input is an m-state NFA A “

pQ,Σ, δ, q0, F q, for some m P N. Creating A1 takes Opm ` |δ|q time, and checking

whether the ambiguity of A1 is exponential takes Opm4 ¨ |Σ|q time, using algorithms

from Weber and Seidl [85]. So then the entire complexity is still Opm4 ¨ |Σ|q.

Correctness analysis of Algorithm 4: We know that A1 has exponential ambiguity

if and only if A1 has a widget (EDA). Additionally, A1 has a widget (EDA) if and

only if A has a widget (ECOMP), and A has a widget (ECOMP) if and only if A

has exponential tree width.

Using Theorem 5.4.1 and Lemma 5.4.2, we can decide whether the growth rate of

an NFA’s tree width is finite or exponential, and the remaining possibility is that it

grows polynomially.

Corollary 5.4.3. Let A “ pQ,Σ, δ, q0, F q be an m-state NFA, for some m P N. Then

we can decide whether twpAq is finite, polynomial, or exponential in Opm4 ¨ |Σ|q time.

Using another algorithm by Weber and Seidl [85], and again the transformation

from Lemma 3.3.4, we can also determine the degree of the polynomial bounding an

NFA’s tree width.

Proposition 5.4.4. [modified from [85]] Let A “ pQ,Σ, δ, q0, F q be an m-state NFA,

for some m P N. Then we can decide in Opm6 ¨ |Σ|q time whether A’s tree width is

polynomial, and if so, the degree d ą 0 such that twpA, ℓq P Θpℓdq.

Proof. Let A “ pQ,Σ, δ, q0, F q be an m-state NFA, for some m P N, and pA1 be the

completion of A with all of its states set as final. Then we can decide the degree d ą 0

such that dap pA1, ℓq P Θpℓdq in Opm6 ¨ |Σ|q time [85]. Additionally, by Lemma 3.3.4,
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we know that twpA,wq “ dap pA1, wq for all w P Σ˚. So then we can also decide the

degree d such that twpA, ℓq P Θpℓdq in Opm6 ¨ |Σ|q time.

5.5 State Complexity of Finite Path Width NFAs

It is known that unambiguous NFAs may be significantly more succinct than finite

tree width NFAs [67]. On the other hand, determinizing a finite tree width NFA

causes only a polynomial size blow-up [67]. Since the path width lies between the

ambiguity and the tree width, we initiate here a descriptional complexity comparison

of NFAs with finite path width and finite tree width.

Goldstine et al. [16] established that, for certain regular languages, an NFA with

finite branching has to be as large as a DFA. Instead of the branching measure [16],

in Lemma 5.5.1 we consider the tree width.

Lemma 5.5.1. [modified from [16]] Let L Ď Σ˚ be a regular language and c R Σ. Let

A be some ftw-NFA recognizing pcLcq˚. Then A needs as many states as the minimal

incomplete DFA for pcLcq˚.

Proof. Let L Ď Σ˚ be a regular language and c R Σ. Lemma 4.1 of [16] establishes

that any NFA with finite branching for pcLcq˚ needs as many states as the minimal

incomplete DFA for pcLcq˚. A finite tree width NFA always has finite branching

[67, 68] (but not necessarily vice versa). The claim then follows directly.

For the remainder of this section we consider a language Lm “ pa` bq˚apa` bqm,

for m P N. It is well known that the minimal DFA Bm for Lm has 2m`1 states [64].

The DFA Bm just remembers the positions of each a among the last m ` 1 symbols

read. Based on Bm it is easy to construct an incomplete DFA Cm for pcLmcq
˚ by
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adding a new start state qnew that is the sole accepting state of Cm, a transition on c

from qnew to the start state of Bm and a transition on c from each accepting state of

Bm to qnew. The DFA Cm then has 2m`1 ` 1 states.

We define Am “ pt0, 1, . . . ,m` 2u, ta, b, cu, δ, 0, t0uq, where δ is further defined as

follows:

i) δp0, cq “ t1u, δpm ` 2, cq “ t0u,

ii) δp1, aq “ t1, 2u, δp1, bq “ t1u,

iii) δpi, aq “ ti ` 1u, δpi, bq “ ti ` 1u for all 2 ď i ď m ` 1.

All other transitions not specified are undefined. Figure 5.11 depicts the NFA Am,

and it is clear that LpAmq “ pcLmcq
˚.

1

0

2 3 . . . m ` 1 m ` 2

c

a

a, b
a, b a, b a, b a, b

c

Figure 5.11: NFA Am recognizing the language pcLmcq
˚

Now we examine the path width of the NFAs Am.

Lemma 5.5.2. pwpAmq “ m ` 2, for m P N.

Proof. Let Am be defined as above, for some m P N. We first note that a complete

computation of Am on c ¨ am`1 can end in any of the states 1, . . . ,m ` 2 and hence

pwpAm, c ¨ am`1q “ m ` 2.
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Now we verify that the path width of Am is at most m`2 on any string. Consider

a complete computation C of Am on a string w “ cv1c ¨ cv2c ¨ ¨ ¨ cvℓ´1c ¨ cvℓ such that

vi P pa` bq˚ for 1 ď i ď ℓ´ 1 and vℓ P pa` bq˚ ¨ pε` cq. Without loss of generality we

can consider only strings of the above form because the definition of Am guarantees

that only strings in ε`pcpa`bq˚cq˚ ¨cpa`bq˚ ¨pε`cq can have a complete computation.

Since C must process the entire string w, for i “ 1, . . . , ℓ ´ 1, |vi| ě m ` 1 and the

nondeterministic choices when processing vi are uniquely determined by the length

of vi. If C makes the nondeterministic transition on a from state 1 to state 2 at a

symbol that is not the pm ` 1qst symbol from the end of vi, the computation cannot

read the c following vi. Thus Am has only one possible computation processing the

prefix cv1c ¨ cv2c ¨ ¨ ¨ cvℓ´1c ¨ c and this computation ends in state 1. The computation

on a suffix vℓ P pa ` bq˚ must end in one of the states 1, 2, . . . ,m ` 2 and the state

uniquely determines the computation on vℓ. Finally, if the suffix vℓ is in pa ` bq˚c,

then there is only one possible complete computation that ends in state 0.

Thus, in all cases the total number of complete computations on w is at most

m ` 2, and so pwpAmq “ m ` 2.

Next, using Lemma 5.5.1 we show that any ftw-NFA recognizing pcLmcq
˚ needs

exponentially more states than Am.

Lemma 5.5.3. Let A be an ftw-NFA recognizing the language pcLmcq
˚ for m P N.

Then A has at least 2m`1 ` 1 states.

Proof. Let K be the equivalence classes of ”pcLmcq˚ , for m P N. We claim that all

strings of ε ` b ` pc ¨ pa ` bqm`1q belong to distinct equivalence classes of ”pcLmcq˚ .

The empty string is inequivalent to all other strings of K because it is the only string
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of K in pcLmcq
˚. The string b is inequivalent to all other strings of K because it is

the only string of K that is not a prefix of any string of pcLmcq
˚.

Consider two distinct strings w1, w2 P c ¨ pa ` bqm`1. Since w1 ‰ w2 and both

strings have length m ` 2, without loss of generality we can write

w1 “ cuav1, w2 “ cubv2, where |v1| “ |v2|, and u, v1, v2 P pa ` bq˚.

This means that w1 ¨ bm´|v1|c P pcLmcq
˚ and w2 ¨ bm´|v1|c R pcLmcq

˚.

The above means that the minimal complete DFA for pcLmcq
˚ has (at least)

2m`1 ` 2 states, and hence the minimal incomplete DFA for pcLmcq
˚ needs 2m`1 ` 1

states. The claim then follows from Lemma 5.5.1.

As a consequence of Lemmas 5.5.2 and 5.5.3 we have:

Theorem 5.5.4. For every m P N there exists an pm` 3q-state NFA with finite path

width such that any equivalent NFA with finite tree width needs 2m`1 ` 1 states.

Note that Lemma 5.5.1 uses the language pcLcq˚, while it seems that the same

claim should hold also for pLcq˚ and using the latter language would slightly improve

the state complexity blow-up of Theorem 5.5.4. However, we have not been able to

modify the original construction [16] (that is needed for Lemma 5.5.1) to work with

the simpler language. We also note that the NFA Am is also unambiguous, though

the size blow-up given by Theorem 5.5.4 is slightly worse than the known blow-up of

simulating an unambiguous NFA with a finite tree width NFA [67].
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5.6 Summary

We give Table 5.1 to summarize some of the results presented in Chapter 5. In

Table 5.1, we define each of the automata using the signature pQ,Σ, δ, q0, F q, where

|Q| “ m. Cells with irrelevant questions (e.g., “what is the ambiguity of an NFA with

an (ITWd) widget?”) are crossed out. For example, the row labeled (ECOMP)

gives the known bounds, respectively, for the tree width, the path width, the degree

of ambiguity of A, and the time complexity of deciding whether A has a widget

(ECOMP).

We give explicit references for those results not novel to this thesis. For example,

Weber and Seidl [85] showed that if an AFA A has an (EDA) widget, then dapA, ℓq P

2Θpℓq (and this result corresponds to the cell in the (EDA) row and the dapA, ℓq

column).

Table 5.1: Summary of Some Results from Chapter 5

twpA, ℓq pwpA, ℓq dapA, ℓq
Decide if NFA
has property

(ECOMP) 2Θpℓq 2Θpℓq Op2ℓq Opm4 ¨ |Σ|q

(EDA) 2Θpℓq 2Θpℓq 2Θpℓq [85] Opm4 ¨ |Σ|q [85]

(ITWd) Ωpℓdq Ωpℓd´1q Opm6 ¨ |Σ|q

(IPWd) Ωpℓdq Ωpℓdq Opm6 ¨ |Σ|q [41]

(IDAd) Ωpℓdq Ωpℓdq Ωpℓdq Opm6 ¨ |Σ|q [85]
Strict Cycle Height d Opℓd´1q Opℓd´1q Opℓd´1q Opmaxpm3, |δ|qq

twpA, ℓq P Θpℓdq Θpℓdq
Θpℓdq or
Θpℓd`1q

Opℓdq Opm6 ¨ |Σ|q

pwpA, ℓq P Θpℓdq
Θpℓdq or
Θpℓd`1q

Θpℓdq Opℓdq Opm6 ¨ |Σ|q

ftwk-NFA ď k [67] ď k ď k Opm ¨ |Σ| ¨ |δ|q
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Chapter 6

Universal Width

Studying measures of nondeterminism like ambiguity, tree width, or path width can

give us better insight into the descriptional power of small amounts of nondetermin-

ism. As a parallel, to gain a better understanding of the power of universality in

finite automata, we initiate the study of width measures for AFAs. Recall that, like

NFAs, a computation over an AFA can be represented as a tree, and as we previously

explained in Section 2.2, the computation trees of an AFA A are defined analogously

as for NFAs. The tree width measure can then be extended to operate over an AFA’s

computations without any alterations to its definition (cf. Section 3.2). However,

since the computation trees of an AFA have existential nodes and universal nodes,

we can also define other “tree widths” for alternating computation trees.

For clarity’s sake, we formally define the tree width measure in the context of

an AFA. In the special case where the AFA is an NFA, the definition coincides with

the definition given in Section 3.2 and studied in Chapter 5. The tree width of

an AFA A on a string w, denoted twpA,wq, is the number of state leaves and fail

symbols in the computation tree TA,w. The tree width on AFAs is also extended to

a function on integers, twpA, ℓq “ maxttwpA,wq | w P Σℓu, and on the automaton
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itself, twpAq “ supttwpA, ℓq | ℓ P Nu.

For an AFA A “ pQe, Qu,Σ, δ, q0, F q, we define the skeleton of A, as follows:

A1 “ pQe YQu,H,Σ, δ, q0, F q. That is, the skeleton of an AFA has the same state set

and transition structure, except all of the states are existential. Since the skeleton

of an AFA has only existential states, then it is an NFA. We note that the language

of an AFA’s skeleton is not usually the same as the original AFA’s language. How-

ever, skeletonizing an AFA will not change the size or structure of any associated

computation trees.

Corollary 6.0.1. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA and A1 be the skeleton of

A. Then twpA,wq “ twpA1, wq for all w P Σ˚.

As a result of the equality of Corollary 6.0.1, we get the following upper bound

for the complexity of deciding whether or not an AFA’s tree width is finite.

Theorem 6.0.2. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m P N.

Then we can decide whether or not twpAq P Op1q in Opm ¨ |Σ| ¨ |δ|q time.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m P N, and A1 be

the skeleton of A. By Corollary 6.0.1 we know that twpA,wq “ twpA1, wq for all

w P Σ˚. So then twpAq P Op1q if and only if twpA1q P Op1q. Using the algorithm

from Theorem 5.4.1, we can decide whether twpA1q P Op1q in Opm ¨ |δ| ¨ |Σ|q time.

Therefore, we can also decide whether or not twpAq P Op1q in the same amount of

time.

6.1 Pruned Computation Trees

The computation tree of an AFA A on a string w, roughly speaking, represents all

possible computation paths that A goes through when processing w. At each node
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labeled by an existential state, the acceptance decision depends only on one successor.

Thus, in order to know whether A accepts w, we can ignore the remaining subtrees.

We use this observation as the basis for defining the pruning operation over an AFA’s

computation trees.

For an AFA A “ pQe, Qu,Σ, δ, q0, F q and a string cv, where c P Σ, v P Σ˚, a pruned

computation tree of A on cv from q P Qe Y Qu is obtained recursively from TA,q,cv,

where δpq, cq “ tp1, . . . , pku, as follows:

i) If q is an existential state, then replace k ´ 1 of the children by singleton trees

each consisting of a node labeled by a new symbol ψ (representing a pruning of

that branch), and the final child TA,pi,v by a pruned computation tree of TA,pi,v,

for some 1 ď i ď k.

ii) If q is a universal state, then replace each child TA,pi,v by a pruned computation

tree of TA,pi,v, for all 1 ď i ď k.

We note that each pruned computation tree over TA,w represents one specific compu-

tation over w in A. However, considering the pruned computation trees allows us to

examine the number of branches which are not followed in a particular computation,

rather than only examining those branches which are followed. We investigate this

idea more thoroughly in Chapter 7.

For a computation tree T , we use stateLeavespT q to denote the multiset of all of

T ’s leaves labeled by a state-ε pair, and failLeavespT q to denote the multiset of leaves

of T labeled by the fail symbol K. We call leaves labeled by ψ cut leaves , and use

cutLeavespT q to denote the multiset of all cut leaves in a tree T .

A pruned computation tree is accepting if all of its state leaves are labeled by

accepting states, and no leaves are labeled by the fail symbol K. The set of all pruned
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computation trees of a tree T is denoted ✂pT q, and the set of all accepting pruned

computation trees of a tree T is denoted ✂accpT q. For any string w, directly from

the definition of ✂accpTA,wq, we get that w is accepted by an AFA A if and only if

✂accpTA,wq ‰ H.

To illustrate the pruning operation, we give the following example. Recall that

in our figures of AFAs, if a state q is universal, then it is labeled pq, uq, and if q is

existential, then it is labeled pq, eq. If a state has no label, then it does not matter

whether it is universal or existential.

Example 6.1.1. The AFA B in Figure 6.1(a) yields the computation tree TB,aba given

in Figure 6.1(b), and the pruning operation yields the pruned computation trees in

Figures 6.1(c), 6.1(d), 6.1(e), and 6.1(f).

For AFAs we use the term existential branching to refer to existential states which

have multiple outgoing transitions on the same character. That is, a state q has

existential branching if it is an existential state and |δpq, aq| ě 2 for some character

a. This can be seen as being like “nondeterminism in AFAs”, as NFAs also have a

form of existential branching. We use universal branching analogously for universal

states with multiple outgoing transitions on the same character.

If an AFA does not have any existential branching, then no branches are removed

during the pruning operation, and so there will be at most one pruned computation

tree for any string. Since an AFA without existential branching can be seen as a @FA,

then for any @FA B and string w we have ✂pTB,wq “ tTB,wu.

For an AFA A “ pQe, Qu,Σ, δ, q0, F q, a state’s designation as existential or univer-

sal affects the recognized language only if there are at least two outgoing transitions

on the same character. That is, if we have some qe P Qe such that |δpqe, aq| ď 1
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Figure 6.1: Pruned computation tree example

for all a P Σ, then LpAq “ LpA1q for the AFA A1 “ pQeztqeu, Qu Y tqeu,Σ, δ, q0, F q.

The same also holds for universal states with at most one outgoing transition on each

character. That is, for any qu P Qu such that |δpqu, aq| ď 1 for all a P Σ, we have

LpAq “ LpA2q for the AFA A2 “ pQe Y tquu, Quztquu,Σ, δ, q0, F q.

Unlike with NFAs, a state being coreachable is not sufficient to guarantee that it

can be used in an accepting computation, as the addition of universal states allows for

transition structures which prevent computations from being accepted. We therefore

do not assume that all of an AFA’s states can be used in an accepting computation.

The following example helps to illustrate this concept.
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Example 6.1.2. We give the AFA B in Figure 6.2(a), which does not accept any

strings, even though all states are coreachable. The rejection of strings is visualized

in Figure 6.2(b), which shows how the computation tree always has at least one node

labeled by a non-accepting state. Since the only branching state is a universal state,

then no nodes are removed during the pruning of a computation tree over A. Even

if we switched the finality of the states (that is, state 0 becomes final, and state 1

becomes non-final), the language of B remains empty.

0, u 1, e

a

a

a

(a) AFA B such that
LpBq “ H
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a

a

a a
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a

a

(b) TB,aaa

Figure 6.2: AFA with universal cycle preventing string acceptance

6.2 Universal Width

The tree width of an AFA A counts the number of all possible computations. However,

Amakes an acceptance decision for a string w based on the pruned trees of TA,w. Thus,

to measure the amount of parallelism A needs when processing an input string, we

define the universal width of a pruned computation tree which, roughly speaking,

counts the number of leaves of the tree.

Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA, and T p be a pruned computation tree
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of A. Then uwpT pq is the number of leaves in T p labeled by a state or fail symbol.

Formally, this is

uwpT p
q “ |stateLeavespT p

q| ` |failLeavespT p
q|.

Since there may be many pruned computation trees for a particular string w, we

define the minimal universal width and the maximal universal width over strings. Let

A “ pQe, Qu,Σ, δ, q0, F q be an AFA and w P Σ˚. Then the maximal universal width

of A on w, denoted uwmaxpA,wq, is the greatest number of state and fail leaves in

any pruned computation tree over TA,w. Formally, this is:

uwmax
pA,wq “ maxtuwpT p

q | T p
P ✂pTA,wqu.

Intuitively, the maximal universal width of an AFA A on w measures the amount of

parallelism in the “worst” alternating computation over w.

The minimal universal width of A on w, denoted uwminpA,wq is the minimum

number of leaves in any accepting pruned computation tree of TA,w. Formally, this is:

uwmin
pA,wq “ mintuwpT p

q | T p
P ✂acc

pTA,wqu.

Since no accepting pruned computation tree has fail leaves, the minimal universal

width will only count state leaves. We explicitly define uwminpA,wq “ 0 for any

string w R LpAq.

Because the tree width of an AFA operates over unpruned computation trees,

but the minimal/maximal universal width only considers pruned trees, we get the
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following inequalities immediately from the definitions.

Corollary 6.2.1. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA. Then for all w P Σ˚:

uwmin
pA,wq ď uwmax

pA,wq ď twpA,wq.

If none of the existential choices made during an alternating computation precede

the universal branching, then the number of universal branches is the same regardless

of how the computation tree is pruned. In this case, if we are considering the com-

putation tree of an accepting string, then the minimal and maximal universal width

will coincide.

Lemma 6.2.2. Let A “ pQe, Qu,Σ, δ, q0, F q and w P LpAq. If there exists an order-

ing on the nodes of TA,w such that no node labeled by a universally branching state

occurs below a node labeled by an existentially branching state, then uwminpA,wq “

uwmaxpA,wq.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA and w P Σ˚. Suppose that, for TA,w,

no node labeled by a universally branching state occurs below a node labeled by

an existentially branching state. Then all pruned computation trees of TA,w contain

exactly the same initial part T init that has all universally branching transitions in the

computation of A on w. So then the pruning operation does not remove any universal

branches from TA,w, and therefore uwminpA,wq “ uwmaxpA,wq.

If the ordering of nodes required by Lemma 6.2.2 holds for all states of an AFA,

then we can extend the result onto all strings accepted by the AFA.

Corollary 6.2.3. If there exists an ordering on the states of A such that no univer-

sally branching state occurs after an existentially branching state, then the minimal
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universal width and maximal universal width will coincide for all strings of LpAq.

More formally: for all q P Qu, p P Qe, a, b P Σ, and v P Σ˚, if p|δpp, aq| ą 1 and

|δpq, bq| ą 1q ùñ q R δpp, avq, then uwminpA,wq “ uwmaxpA,wq for all w P LpAq.

These conditions on state ordering are sufficient to cause the minimal and maximal

universal width to coincide, but they are not necessary. We give the following example

for which the conditions of Corollary 6.2.3 are not met, but the minimal and maximal

universal width of the AFA still coincide for all accepted strings.

Example 6.2.4. Let B be the AFA in Figure 6.3 which has a universally branching

state reachable from an existentially branching state. However, the minimal and max-

imal universal width coincide for all strings accepted by this AFA, since the universal

width is the same for all pruned computation trees.
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(a) AFA B
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a a

(b) Computation tree TB,aa

Figure 6.3: AFA with univeral branching after existential branching

We do, however, have conditions necessary and sufficient to cause the maximal

universal width and the tree width to be equal.

Lemma 6.2.5. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA, and w P Σ˚. Then

uwmaxpA,wq “ twpA,wq if and only if every node in TA,w with more than one child

is labeled by a universal state.
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Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA, and w P Σ˚.

Ñ: Suppose that uwmaxpA,wq “ twpA,wq. Let T p be the largest pruned tree in

✂pTA,wq. Then, by definition, T p must have the same number of state leaves and fail

leaves as TA,w. So then no leaves could have been pruned away from TA,w to get T p,

and therefore any node in TA,w labeled by an existential state has at most one child.

Ð: Suppose that each node of TA,w with more than one child node is labeled by

a universal state. Then the pruning operation does not remove any branches from

TA,w, and ✂pTA,wq “ tTA,wu.

We can also extend Lemma 6.2.5 onto AFAs with no existential branching.

Corollary 6.2.6. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA. Then uwmaxpA,wq “

twpA,wq for all w P Σ˚ if and only if |δpq, aq| ď 1 for all q P Qe and a P Σ.

Naturally, Corollary 6.2.6 also holds for @FAs, since they have only universal

states.

Lastly, we observe that changing a state from existential to universal cannot reduce

the maximal universal width. In some cases, doing so could actually increase the

maximal universal width.

Corollary 6.2.7. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA, and A1 be A with one

existential state changed to be universal. Then uwmaxpA,wq ď uwmaxpA1, wq for all

w P Σ˚.

6.2.1 Extending Universal Width Over AFAs

We extend the tree width, minimal universal width, and maximal universal width

functions onto functions over the natural numbers and AFAs in the normal manner.
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For an AFA A “ pQe, Qu,Σ, δ, q0, F q and f P tuwmin, uwmaxu:

fpA, ℓq “ maxtfpA,wq | w P Σℓ
u, and fpAq “ suptfpA, ℓq | ℓ P Nu. (6.1)

We know that, for m ě 2, the tree width of an m-state ftw-NFA is at most

2m´2 [67]. This result extends trivially for AFAs, since the only difference between

an NFA’s computation tree and an AFA’s computation tree is that the state nodes

are designated as existential/universal, and this designation is only important when

determining whether or not a computation tree is accepting.

Corollary 6.2.8. Let A be an m-state AFA, m ě 2, such that twpAq P Op1q. Then

twpAq ď 2m´2.

The maximal universal width can also reach this upper bound using the same

transition structure as the NFA with the greatest finite tree width.

Lemma 6.2.9. For every m ě 2, there exists an m-state AFA Am such that

uwmaxpAmq “ 2m´2.

Proof. Let Am “ pQe, Qu,Σ, δ, q0, F q be the m-state AFA, m ě 2, whose states and

transition function match that of Figure 6.4. Since Am has no existentially branching

states, then we know by Corollary 6.2.6 that uwmaxpA,wq “ twpA,wq for all w P Σ˚.

Let A1
m be the skeleton of Am. By Corollary 6.0.1, we know that twpA,wq “ twpA1, wq

for all w P Σ˚. So then uwmaxpA,wq “ twpA,wq “ twpA1, wq for all w P Σ˚. We know

that twpA1
mq “ 2m´2 [67], which means that also uwmaxpAq “ 2m´2.

The upper bound on the finite maximal universal width of an AFA matches that

of the finite tree width of an AFA.
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Figure 6.4: An m-state AFA Am such that uwmaxpAmq “ 2m´2, for m ě 2

Theorem 6.2.10. Let A be an m-state AFA, for m ě 2, such that uwmaxpAq P Op1q.

Then uwmaxpAq ď 2m´2.

Proof. Let A be the m-state AFA, for m ě 2 such that uwmaxpAq ě uwmaxpBq for all

m-state AFAs B, and also uwmaxpAq, uwmaxpBq P Op1q.

Assume that uwmaxpAq ą 2m´2. By Corollary 6.2.1, there must exist some w P Σ˚

such that twpA,wq ą 2m´2, and by Corollary 6.2.8 this means that twpAq R Op1q.

Let A1 “ pH, Qe Y Qu,Σ, δ, q0, F q. That is, A1 is A but with all states universal.

By Corollary 6.2.7, we can replace each existential state by a universal state without

reducing the maximal universal width, and so uwmaxpA1, wq ě uwmaxpA,wq for all w P

Σ˚. Since A has the greatest maximal universal width among all m-state AFAs, then

we can further specify that uwmaxpA1, wq “ uwmaxpA,wq. Since A1 has no existential

branching, then by Corollary 6.2.6 we have uwmaxpA1, wq “ twpA1, wq for all w P Σ˚.

So then uwmaxpA,wq “ uwmaxpA1, wq “ twpA1, wq for all w P Σ˚. Since twpAq R Op1q,

then we also get uwmaxpAq R Op1q, which is a contradiction. Our initial assumption

that uwmaxpAq ą 2m´2 must then be false, and so uwmaxpAq ď 2m´2.

Using similar ideas from the characterization of NFAs with finite tree width [67],
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we are able to characterize AFAs with finite maximal universal width.

Corollary 6.2.11. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for m ě 2.

Then uwmaxpAq is unbounded if and only if some universal state q with |δpq, cq| ě 2

is involved in a cycle that includes the outgoing transition from q on c P Σ.

We observe that for any AFA with finite maximal universal width, not every state

can have universal branching.

Corollary 6.2.12. Let A be an m-state AFA, for m ě 2, such that uwmaxpAq P Op1q.

Then there are at least 2 states which have at most one outgoing transition.

Recall that in Chapter 5, we used the term widget to describe “subgraphs”

of NFAs; we use the term analogously for AFAs. We note that the widget’s

conditions are not satisfied if the universal/existential designation of a particular

state does not match between the widget and the AFA. More formally, an AFA

A “ pQe, Qu,Σ, δ, q0, F q has a widget B “ pQ1
e, Q

1
u,Σ

1, δ1, q1
0, F

1q if Q1
e Ď Qe, Q

1
u Ď Qu,

Σ1 Ď Σ, δ1 Ď δ, q1
0 P Q1

e Y Q1
u, and F

1 Ď F .

We give the widget (IUW) in Figure 6.5 as a visual abstraction of the condition

causing unbounded maximal universal width, as given in Corollary 6.2.11. That is,

q, u

av

a

Figure 6.5: Widget (IUW), for a P Σ, v P Σ˚

the maximal universal width is unbounded if and only if there exists some cyclical

universally branching state.
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The structure of the (IUW) widget is exactly the same as the widget which

causes infinite tree width for NFAs (cf. Figure 3.1), except the former requires that

the branching cyclical state is universal. Since the presence of an (IUW) widget

forces at least linear growth for the maximal universal width, and any AFA with

infinite maximal universal width has an (IUW) widget, then there are no growth

rates for an AFA’s maximal universal width between finite and linear.

Corollary 6.2.13. Let A be an AFA. If uwmaxpAq R Op1q, then uwmaxpA, ℓq P Ωpℓq,

for ℓ P N.

As a result of the condition of Corollary 6.2.11, we can also decide finiteness of an

AFA’s maximal universal width in polynomial time with only minor modifications to

Algorithm 3 of Theorem 5.4.1.

Corollary 6.2.14. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for m P N. Then

we can decide whether or not uwmaxpAq P Op1q in Opm ¨ |Σ| ¨ |δ|q time.

6.3 Decision Problems

Normally, there is an exponential state blow-up for simulating a BFA with an

NFA [11]. However, we show that an NFA can simulate an AFA whose minimal

universal width is bounded by a constant with at most a polynomial blow-up in the

number of states.

Lemma 6.3.1. Let A be an m-state AFA, for some m P N such that uwminpAq ď n

for some constant n. Then pm ` 1qn states are sufficient for an NFA to simulate A.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m P N and n be a

constant. We construct an NFA B such that LpBq “ LpAq.
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• States of B are n-tuples of states of A, that is, a state pq1, . . . , qnq where qh P

Qe Y Qu Y t#u, 1 ď h ď n, and # is a “dummy symbol”.

• The start state of B is pq0,#, . . . ,#q.

• Transitions of B simulate transitions of A on all components of the tuple.

For each state p “ pe1, . . . , ey, u1, . . . , uz,#, . . . ,#q of B where te1, . . . , eyu Ď

Qe, tu1, . . . , uzu Ď Qu, and each character a P Σ:

– Let δpuj, aq “ ttj,1, . . . , tj,ℓju for 1 ď j ď z and 1 ď ℓj.

– If p has at least
z

ř

j“1

pℓj ´1q remaining dummy symbols, then for si P δpei, aq,

1 ď i ď y, p will have outgoing nondeterministic transitions to all states

ps1, . . . , sy, t1,1, . . . , t1,ℓ1 , . . . tz,1, . . . , tz,ℓz ,#, . . . ,#q.

That is, for each universal state uj, uj and ℓj ´ 1 dummy symbols are

replaced in the tuple by tj,1, . . . , tj,ℓj . And, each existential state ei is

replaced by one of its successors in δpei, aq.

– If p has fewer than
z

ř

j“1

pℓj ´ 1q remaining dummy symbols, then the tran-

sition on a from p instead leads to a sink state.

– We note that an n-tuple with no remaining dummy symbols can only

continue its simulation further if its transitions do not try to add any more

components.

• A state pq1, . . . , qnq of B is an accepting state if, for all 1 ď n ď k where qh ‰ #,

we have qh P F .
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If uwminpAq ą n, then there exists some string w P LpAq whose acceptance in A

requires at least n ` 1 universal branches. Therefore, LpAq “ LpBq if and only if

every string in LpAq can be accepted with at most n universal branches. Since there

are m ` 1 possible values for each element of the tuple, and there are n elements,

then B has at most pm ` 1qn states.

Using the transformation from Lemma 6.3.1, but modifying which states of the

NFA are accepting, we can also decide whether the maximal universal width of an

AFA is bounded.

Theorem 6.3.2. Let A be an m-state AFA, for some m P N, and let n be a constant.

Then we can decide whether or not uwmaxpAq ď n in polynomial time.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m P N, and let n be

a constant. We construct NFA B such that LpBq ‰ H if and only if uwmaxpAq ą n:

• States and transitions of B are defined from A, as in Lemma 6.3.1.

• The only accepting state in B is the sink state, meaning that LpBq ‰ H exactly

when some pruned computation tree has at least n ` 1 branches.

Since B has at most pm ` 1qn states, and deciding whether or not LpBq ‰ H is

NL-complete [37], then we can decide whether or not uwmaxpAq is bounded by n in

polynomial time.

We can also decide whether the minimal universal width of an AFA is finitely

bounded by some natural number.

Theorem 6.3.3. Let A be an AFA, and k P N. Then it is decidable whether or not

uwminpAq ď k.
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Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA, and k P N. We construct an NFA B

such that LpBq “ LpAq if and only if the minimal universal width of A is at most k.

• States of B are tuples ppq1, i1q, pq2, i2q, ..., pqz, izqq, where for 1 ď j ď z, the qj’s

are states of A, and the numbers ij ě 1 add up to k. Intuitively, the states

q1, . . . , qz are the states reached in a pruned computation tree of A at some

particular point in a computation. Each number ij represents a guess of how

many leaves there are in the pruned tree rooted at pqj, ijq.

• The start state of B is the pair ppq0, kqq.

• Transitions of B simulate transitions of A on all components of the tuple. For

each component pqj, ijq and each character a P Σ:

i) Let δpqj, aq “ tp1, . . . , pℓu for 1 ď j ď z and 1 ď ℓ.

ii) If qj is existential, then in a computation step of B, the pair pqj, ijq is

replaced by pph, ijq where 1 ď h ď ℓ. That is, ph is one of the existential

choices of A with the current input symbol. In this case, the number ij

does not change.

iii) If qj is universal, then then in the computation step of B, the pair pqj, ijq

is replaced by an ℓ-tuple of pairs pp1, x1q, ..., ppℓ, xℓq where x1, ..., xℓ add

up to ij, and x1, ..., xℓ are guessed nondeterministically. We note that, in

particular, if ℓ ą ij, then this transition of B is undefined.

• The number of states of B is finite because the number of components in any

state ppq1, i1q, . . . , pqz, izqq of B is at most k.
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The NFA B can simulate any pruned computation tree of A where the number

of branches is at most k: existential choices are guessed nondeterministically, and all

universal branches are simulated in parallel in each tuple of B. Assuming that in

part iii) the values x1, . . . , xℓ are always guessed correctly, then the process can go

through until the end. Thus, if the minimal universal width of A is at most k, then

the NFA B has an accepting computation on any input accepted by A.

Conversely, if the minimal universal width of A is greater than k, then for some

w P LpAq, there does not exist an accepting pruned computation tree with fewer than

k ` 1 leaves, and so B cannot accept w. The condition LpAq “ LpBq is decidable,

but there is no efficient algorithm for it, as language equivalence for NFAs is already

PSPACE-complete [24].

While it is decidable whether the minimal universal width of an AFA is bounded

by some natural number k, the algorithm presented in Theorem 6.3.3 is not an efficient

one, and we cannot expect to have an efficient algorithm for this problem.

For any AFA with finite tree width, the minimal universal width of must also be

finite. Under this restriction, we can decide whether or not the minimal universal

width of an AFA is finite using the construction from Theorem 6.3.3. However, it is

possible that an AFA has infinite tree width and finite minimal universal width. In

this case, we do not have an upper bound for the minimal universal width

Open Problem 6.3.4. Let A be an m-state AFA such that twpAq R Op1q and

uwminpAq “ k, for some m, k P N. Is there any expression in m which bounds k?

As a result, it is not immediately obvious whether the finiteness of an AFA’s

minimal universal width is decidable in general.
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Open Problem 6.3.5. For an AFA A such that twpAq R Op1q, does there exist an

algorithm to decide whether or not uwminpAq P Op1q?

Lemma 6.3.1 gives, as an upper bound, a polynomial blow-up of states when using

an NFA to simulate an AFA whose minimal universal width is bounded by a constant.

Observing that uwminpAq ď 1 for any NFA A, we get a more granular question about

simulating AFAs with finite minimal universal width.

Open Problem 6.3.6. Let A be an m-state AFA such that uwminpAq “ k, for some

m, k P N. Then, for 1 ď h ď k, how many states are necessary and sufficient for an

AFA Bh, where uwminpBhq “ h, to simulate A? (Note that Bh must have between m

and pm ` 1qk states.)

6.4 State Complexity of Finite Tree Width AFAs

Recall that scpLq (respectively nscpLq) is the minimum number of states of a DFA

(respectively, an NFA) recognizing a regular language L. We define the alternating

state complexity analogously for AFAs, and denote it by ascpLq.

For two strings v, v1 P Σ˚, we say that v and v1 are disjoint if they do not share any

symbols. We extend this notion to tuples of strings - we say that a tuple of strings

D is disjoint if and only if all pairs of strings v, v1 P D (where v ‰ v1) are disjoint.

A bitstring b1 ¨ ¨ ¨ bn P t0, 1un, for some n P N is a binary string for representing

some Boolean value across a set of n elements. We define the cardinality of a bitstring

as the number of 1s appearing in that bitstring. For example, |01000101| “ 3.

The universal infix language of a tuple of strings D consists of all strings that

contain each v P D as an infix. We define a labeling function hD : Σ˚ Ñ t0, 1un which

takes as input a string w P Σ˚ and an n-tuple D, and produces the bitstring b1 ¨ ¨ ¨ bn,

109



where bi “ 1 if and only if the ith element of D is an infix of w, for 1 ď i ď n. More

formally, the universal infix language over a tuple of strings D is defined as:

LαD “ tw P Σ˚
| p@v P Dq v is a substring of wu (6.2)

Equivalently, we can define LαD using our labeling function h:

LαD “ tw P Σ˚
| hDpwq “ 1|D|

u (6.3)

We note that LαD assumes that the alphabet Σ is the set of all distinct characters

appearing in any element of D.

An AFA with small amounts of tree width can recognize LαD with relatively few

states.

Lemma 6.4.1. Let D “ pv1, . . . , vnq be a disjoint tuple of strings, for some n P N.

Then there exists an AFA recognizing LαD with 2 `
n
ř

i“1

|vi| states and tree width n.

Proof. Let D “ pv1, . . . , vnq be a disjoint tuple of strings, for some n P N, and let

virjs be the jth character of the ith string, for 1 ď j. We give the general structure

for an AFA in Figure 6.6, which recognizes LαD with 1 universal and 1 `
n
ř

i“1

|vi| exis-

tential states. This AFA has tree width n, and only alternates between universal and

existential states once. The only final state is the one at the end of all the branches.

And, excepting the initial state, we define the transition function deterministically.

If the machine is reading vi, has read up to virjs, and then encounters some mis-

matched symbol, then the computation path currently in state i.j will return to state

i, indicating that the infix must be restarted.
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0, u f, e

1, e

n, e

¨ ¨ ¨ ¨ ¨ ¨

1.1, e

n.1, e

1.2, e

n.2, e

Σztv1r1su

Σztvnr1su

v1r1s

vnr1s

Σztv1r1su

Σztvnr1su

v1r1s

vnr1s

Σztv1r1s, v1r2su

Σztvnr1s, vnr2su

Σztv1r1s, v1r3su

Σztvnr1s, vnr3su

v1r2s

v1r1s

v1r1s

vnr2s

vnr1s

vnr1s

¨ ¨ ¨

¨ ¨ ¨

Σ

Figure 6.6: AFA for Lαpv1,...,vnq

To clarify the construction of Lemma 6.4.1, we give the AFA Lαpabc,dgq in Figure 6.7.

However, a DFA for LαD needs exponentially more states than an AFA.

Lemma 6.4.2. Let D “ pv1, . . . , vnq be a disjoint tuple of strings, for some n P N.

Then there exists a DFA recognizing LαD with 2n ` 2n´1 ¨
n
ř

i“1

p|vi| ´ 1q states.

Proof. Let D “ pv1, . . . , vnq be a disjoint tuple of strings, for some n P N, and

A “ pQ,Σ, δ, q0, F q be the DFA where states are labeled by every tuple pR,wq, where
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0, u f, e

1, e

2, e

1.1, e

2.1, e

1.2, e

b, c, d, g

a, b, c, g

a

d

b, c, d, g

a, b, c, g

a

d

c, d, g

b

a

a

b, d, g

c

a, b, c

g

d

Σ

Figure 6.7: AFA recognizing Lαpabc,dgq

R Ď D, and w is a proper prefix of some vi P DzR (w may be the empty string). The

transition function δ is defined as follows, for a state pR,wq:

δppR,wq, bq “

$

’

’

’

’

’

’

’

’

’

’

’

’

’

’

&

’

’

’

’

’

’

’

’

’

’

’

’

’

’

%

pR Y tviu, εq, if wb “ vi, or

pR,wbq, if wb is a proper prefix of vi, or

pR, bq, if b is the first character of vj P DzR, or

pR, εq, if wb is not a prefix of vi, and b is not

the first character of any string in DzR.

First we consider the number of pairs labeled by pR, εq. We call these states

“bitstring states”, because they are the states where every string in R has been read,
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but no partial string has been read, and therefore correspond to a specific bitstring

of the form t0, 1un. So then there are 2n of these states, since they correspond to all

bitstrings from 0n to 1n.

Next, we consider the number of pairs labeled by pR,wq, for some w P Σ`. For

each v1, . . . , vn, there are 2n´1 bitstring states where each vi has not been read, for

1 ď i ď n. This can be shown easily by observing that there are 2n´1 bitstrings of

length n where the ith bit is fixed as 0. From each of these states, to read vi and

reach the next bistring state, we need |vi| ´ 1 intermediary states. So then there are

additionally 2n´1 ¨
n
ř

i“1

p|vi| ´ 1q states between the bitstring states.

Since A recognizes every ordering of strings from D, then LpAq “ LαD.

We give the following example to demonstrate the construction from Lemma 6.4.2.

Example 6.4.3. Let D “ paa, b, cq, and A “ pQ, ta, b, cu, δ, 000, t111uq be the DFA

given in Figure 6.8, which recognizes Lαpaa,b,cq.

In fact, we are able to show an even stronger result than Lemma 6.4.2 - that

nondeterminism does not help to reduce the number of states required to recognize

LαD.

Lemma 6.4.4. Let D “ pv1, . . . , vnq be an ordered disjoint tuple of strings, for some

n P N. Then there exists a fooling set S for LαD such that |S| “ 2n`2n´1 ¨
n
ř

i“1

p|vi|´1q.

Proof. Let D “ pv1, . . . , vnq be an ordered disjoint tuple of strings, for some n P N.

We define the fooling set S, consisting of all pairs: pY wa, wbZq

Y “ vr1 ¨ ¨ ¨ vrk , r1 ă r2 ă ¨ ¨ ¨ ă rk, 1 ď r1 ď ¨ ¨ ¨ ď rk ď n, and

Z “ vs1 ¨ ¨ ¨ vsℓ , s1 ă ¨ ¨ ¨ ă sℓ 1 ď s1 ď ¨ ¨ ¨ ď sℓ ď n.
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c

b

a

b, c

a

Figure 6.8: 12-State DFA for Lαpaa,b,cq

The sets of ri’s and sj’s are disjoint, and either:

i) 1 ď i ď n, wawb “ vi, vi ‰ ε, and Y ` Z contains all strings of D z tviu, or

ii) wa “ wb “ ε, and Y ` Z contains all strings of D.

We can enumerate all the pairs in S as follows:

i) We start with those pairs where neither wa nor wb are the empty string. For each

value of i, 1 ď i ď n, vi can be split into wa and wb in |vi| ´ 1 different ways.

For each value of j, 0 ď j ď n´ 1, choose which j of the n´ 1 remaining infixes

from D will go into the Y part. Naturally, if we choose j infixes to go in the

Y part, then we must have n ´ 1 ´ j infixes in the Z part. There are then
n´1
ř

j“0

`

n´1
j

˘

“ 2n´1 possible ways to assign the n´1 remaining infixes to the Y and

114



Z parts. Since each side’s chosen infixes are sequenced using D’s ordering, there

is only one possible ordering for each combination.

So then there are 2n´1 ¨
n
ř

i“1

p|vi| ´ 1q total pairs pY wa, wbZq where wa, wb ‰ ε.

ii) Now we examine the pairs where wa “ wb “ ε. Since Y `Z contains all n strings

from D, for 0 ď j ď n, we must decide which j of the n infixes from D will go

in the Y part, and which n ´ j infixes will go in the Z part. Again, since the

Y and Z parts follow D’s ordering, there is only one possible ordering for each

combination.

So then there are
n
ř

i“0

`

n
i

˘

“ 2n total pairs pY wa, wbZq where wa “ wb “ ε.

The cardinality of S is then 2n ` 2n´1 ¨
n
ř

i“1

p|vi| ´ 1q.

We now show that S is a fooling set for LαD. Assume for the sake of contradiction

that there are distinct numbers 1 ď i, j ď n for which there exist distinct pairs

ti “ pYiva,i, vb,iZiq P S, tj “ pYjva,j, vb,jZjq P S, and both

pi “ Yiva,ivb,jZj P LαD and pj “ Yjva,jvb,iZi P LαD.

Since all strings of D are disjoint, then the only way that va,ivb,j and va,jvb,i are

both infixes from D is if both pi and pj are targeting the same partial infix vx. That

is, we must have va,ivb,j “ va,jvb,i “ vx, for some 1 ď x ď n.

Since ti and tj are distinct pairs, then it must be the case that Yi ‰ Yj and Zi ‰ Zj

(if one of these were equal, then they would both have to be equal). For all infixes

v P D (excepting vx), if v is not an infix of Yi, then it must be an infix of Zi (and

similarly for Yj and Zj). So then Zi and Zj must contain the same set of infixes, as
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otherwise at least one of pi, pj would not be in the language LαD (and similarly for Yi

and Yj). So then Yi “ Zi, Yj “ Zj, and ti “ tj. Since there are no duplicate elements

in S, then i and j are not distinct integers, which is a contradiction to our assumption.

So then there are no distinct pairs ti “ pYiva,i, tb,iZiq, tj “ pYjva,j, vb,jZjq P S such

that both pi P LαD and pj P LαD.

Since, for a given language, the nondeterministic state complexity cannot be larger

than the deterministic state complexity, then by Lemmas 6.4.2 and 6.4.4, we get that

this bound is tight.

Theorem 6.4.5. Let D “ pv1, . . . , vnq be an ordered disjoint tuple of strings. Then

scpLαDq “ nscpLαDq “ 2n ` 2n´1 ¨
n
ř

i“1

p|vi| ´ 1q.

Combining Lemma 6.4.1 and Theorem 6.4.5, we get the following theorem.

Theorem 6.4.6. For all m ě 2, there exists an m-state AFA A with tree width

n ă m such that any equivalent NFA needs pm´ nq ¨ 2n´1 states. The AFA A can be

chosen to alternate only once between universal and existential states. We note that

the alphabet size of A depends on n.

To make counting of states easier, below we asssume that an AFA’s computa-

tion step always has at most two choices (that is, the computation step is either

undefined, is deterministic, or has exactly two existential or universal choices). This

assumption can be made with only a constant factor blow-up of the automaton’s state

complexity [43].

Lemma 6.4.7. Let A be an m-state AFA with tree width n, for some m,n P N. Then

A has an equivalent DFA B with at most
n
ř

i“1

r 1
2i

`

2i´2
i´1

˘

s ¨ pm ` 1qi ¨ p2i´1q states.
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Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA such that twpAq “ n, for

some m,n P N, and recall that K is the fail symbol.

Let B be a DFA such that LpAq “ LpBq. When processing some v P Σ`, the

state of B keeps track of the structure of the computation tree TA,v. The structure

of this computation tree is denoted by SA,v, and is a tree where each internal node is

labeled by either e or u and has exactly two children, and each leaf node is labeled

by elements of Qe Y Qu Y tKu.

We define SA,ε as the singleton node labeled by q0. We construct SA,wa from SA,w

as follows, where w P Σ˚ and a P Σ. A computation step of B applies δ to all leaves.

For each leaf node s of SA,w:

• If |δps, aq| “ 0, then s is replaced by K.

• If |δps, aq| “ 1, then s is replaced by a node labeled by δps, aq.

• If |δps, aq| “ 2 and SA,w has n or more leaves, then the computation step of B

is undefined.

• If |δps, aq| “ 2, SA,w has fewer than n leaves, and s P Qe (respectively, s P Quq,

then s is replaced by a tree of three nodes: a root labeled by _ (respectively,

^), and two leaf nodes labeled by the states of δps, aq.

Since all internal nodes are labeled by ^ or _, each structure tree corresponds to a

unique Boolean expression. Leaf nodes labeled by final states resolve to true, whereas

leaf nodes labeled by non-final states and K leaves resolve to false.

For a particular structure tree SA,w, we define the accepting states of B such that

w P LpBq if and only if the Boolean formula derived from SA,w resolves to true.
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We now examine the number of structure trees. For a structure tree with i leaf

nodes, there are pm ` 1qi possible labelings for the leaf nodes, and 2i´1 possible

labelings for the internal nodes. Since every structure tree is a full binary tree, the

number of structure trees with i leaf nodes corresponds to the pi ´ 1qth Catalan

number, Ci´1 [10]. However, since the order of the operands doesn’t matter, we don’t

want to count mirrored trees. For example, the two structure trees in Figure 6.9

should not be counted as different, as pp1 _ 0q _ 0q ^ 1 and 1 ^ p0 _ p0 _ 1qq are

equivalent boolean formulae. So instead, the number of unique structure trees with

^

_

_

1 0

0

1

^

1 _

0 _

0 1

Figure 6.9: Two equivalent boolean expression trees

i leaf nodes is r
Ci´1

2
s, where we take the ceiling to account for the special case when

Cn is odd, because there is then one tree which does not change when mirrored.

Since B’s states represent all possible structure trees with a tree width of at most

n, then the total number of possible structure trees over A is

n
ÿ

i“1

r
Ci´1

2
s ¨ pm ` 1q

i
¨ 2i´1

“

n
ÿ

i“1

r
1

2i

ˆ

2i ´ 2

i ´ 1

˙

s ¨ pm ` 1q
i

¨ p2i´1
q.
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6.5 Summary

In Table 6.1 we summarize some of the results presented in Chapter 6. We define

each of the automata using the signature pQe, Qu,Σ, δ, q0, F q, where |Qe Y Qu| “ m.

Cells with irrelevant questions (e.g., “what is the complexity of deciding if an AFA

is an AFA?”) are crossed out, and open problems are given as “?”. For example, the

entries in the third row indicate, for an AFA A with a finite maximal universal width,

the known upper bounds for i) the tree width of A, ii) the maximal universal width

of A, iii) the minimal universal width of A, and iv) the time complexity of deciding

whether or not A has finite maximal universal width.

Table 6.1: Summary of Some Results from Chapter 6

twpA, ℓq uwmaxpA, ℓq uwminpA, ℓq
Decide if AFA
has property

AFA Op2ℓq Op2ℓq Op2ℓq

AFA (uwmaxpAq infinite) Op2ℓq Op2ℓq Op2ℓq Opm ¨ |Σ| ¨ |δ|q
AFA (uwmaxpAq finite) Op2ℓq ď 2m´2 ď 2m´2 Opm ¨ |Σ| ¨ |δ|q
AFA (twpAq finite) ď 2m´2 ď 2m´2 ď 2m´2 Opm ¨ |Σ| ¨ |δ|q
AFA (uwmaxpAq ď k) Op2ℓq ď k ď k Opmkq

AFA (uwminpAq finite) Op2ℓq Op2ℓq ?
PSPACE-Complete
(if twpAq finite)

AFA (uwminpAq “ k) Op2ℓq Op2ℓq ď k PSPACE-Complete
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Chapter 7

Existential Width

In addition to measuring the amount of parallelism present in the computations of an

AFA, we can also measure the number of existential choices. Recall that, in addition

to representing a specific computation, a pruned computation tree also represents the

number of existential branches which are not followed. Let A be an AFA, and T p

be a pruned computation tree of A. The existential width of T p, denoted ewpT pq,

is the number of leaves labeled by the cut symbol ψ. More formally: ewpT pq “

|cutLeavespT pq|.

As with the universal width, we extend the existential width onto strings, resulting

in two measures. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA and w P Σ˚. The maximal

existential width of A on w, denoted ewmaxpA,wq, is the largest number of leaves

labeled by the symbol ψ in any pruned computation tree of TA,w. Formally, this is:

ewmax
pA,wq “ maxtewpT p

q | T p
P ✂pTA,wqu.

Conversely, the minimal existential width of A on w, denoted ewminpA,wq, is the
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smallest number of leaves labeled by the symbol ψ in any accepting pruned compu-

tation tree of TA,w. Formally, this is:

ewmin
pA,wq “ mintewpT p

q | T p
P ✂acc

pTA,wqu.

The maximal existential width of an AFA on a string w measures, roughly speak-

ing, the greatest number of existential branches that are not followed in any alter-

nating computation on w. Similarly, the minimal existential width of an AFA on a

string w measures the smallest number of existential branches which do not need to

be traversed when determining whether or not w is accepted. We can use these two

measures to quantify the amount of redundancy present in the existential transitions

of an AFA.

Because the tree width of an AFA operates over unpruned computation trees, but

the minimal/maximal existential width considers pruned trees, we get the following

inequality immediately from the definitions. In particular, we note that the maximal

existential width cannot ever reach the tree width, since there must be at least one

unpruned leaf node.

Corollary 7.0.1. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA. Then ewminpA,wq ď

ewmaxpA,wq ă twpA,wq for all w P Σ˚.

Just as we have done with the tree width and minimal/maximal universal width

measures, we extend the maximal/minimal existential width as functions on the

natural numbers and across AFAs. For an AFA A “ pQe, Qu,Σ, δ, q0, F q and

f P tewmin, ewmaxu:

fpA, ℓq “ maxtfpA,wq | w P Σℓ
u, and fpAq “ suptfpA, ℓq | ℓ P Nu.
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7.1 Finite Maximal Existential Width NFAs

Since the minimal/maximal existential width measure the number of cut leaves across

pruned computation trees, we can also meaningfully examine the existential widths of

NFAs . First, we get necessary and sufficient conditions for an NFA to have unbounded

maximal existential width.

Lemma 7.1.1. Let A be an NFA. Then ewmaxpAq R Op1q if and only if twpAq R Op1q.

Proof. Let A “ pQ,Σ, δ, q0, F q be an NFA.

Ñ: Suppose that ewmaxpAq R Op1q. Since by Corollary 7.0.1 we have

ewmaxpA,wq ă twpA,wq for all w P Σ˚, then twpAq R Op1q.

Ð: Suppose that twpAq R Op1q. So then there exists some reachable q P Q such

that |δpq, aq| ą 1 and q is involved in a cycle over a string av, for some a P Σ and

v P Σ˚ [67]. Consider the computation tree TA,upavqi , for i ě 1: there exists at least

one pruned computation tree T p P ✂pTA,upavqiq such that T p has at least i cut leaves.

So then ewmaxpA, upavqiq ě i, and therefore also ewmaxpAq R Op1q.

Since an NFA has finite tree width if and only if it has finite maximal existential

width, and by Theorem 5.4.1 we have a polynomial-time algorithm deciding finiteness

of the former, then we can also decide finiteness of the latter.

Corollary 7.1.2. Let A “ pQ,Σ, δ, q0, F q be an m-state NFA, for some m P N. Then

we can decide whether or not ewmaxpAq P Op1q in Opm ¨ |Σ| ¨ |δ|q time.

However, while the finite tree width of an NFA can be exponentially larger than

the number of states, the finite maximal existential width of an NFA can be at most

polynomially larger. This furthers the separation between the tree width and the

maximal existential width first established in Corollary 7.0.1.
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Theorem 7.1.3. Let A be an m-state NFA, for m ě 3, such that ewmaxpAq is finite.

Then ewmaxpAq ď
`

m´1
2

˘

.

Proof. Let Am “ pQ,Σ, δ, q0, F q be the m-state unary NFA, for m ě 3, such that

ewmaxpAq is finite and the greatest among all m-state unary NFAs. We note that

adding non-unary transitions would not serve to increase the maximal existential

width, as the maximal existential width is measured across specific strings.

Let tp1, . . . , pku Ď Q be the set of nondeterministic states, for 1 ď k ď m.

Since ewmaxpAq is finite, then by Lemma 7.1.1, no nondeterministic state can reach

itself. So then all k nondeterministic states are in a partial ordering of reachability,

p1
ÝÑ
ď ¨ ¨ ¨

ÝÑ
ďpk, defined for all 1 ď i, j ď k as: pi

ÝÑ
ăpj if pj is reachable from pi, and

pjÝÑ“pj if pj is not reachable from pi and pi is not reachable from pj. If pi
ÝÑ
ăpj, then we

cannot have pj
ÝÑ
ăpj, as it would create a nondeterministic cycle. Let td1, . . . , dℓu Ď Q

be the set of deterministic states, for 2 ď ℓ ď m. We know there must be at least

two deterministic states, because the tree width is finite.

Assume that there exists a branch in T p where a node labeled by pj is below a node

labeled by dh, for some 1 ď j ď k and 1 ď h ď ℓ. Since pj is nondeterministic, there

must exist some p1
j, p

2
j P δppj, aq, and dh is not reachable from pj, p

1
j, or p

2
j . So then

adding transitions from dh to p1
j and p

2
j would add at least two cut leaf nodes as chil-

dren of each node labeled by dh in the tree T p. This is a contradiction, since we know

that ewpT pq “ ewmaxpAq. Therefore, no deterministic state is able to reach a nonde-

terministic state, which gives us the partial order p1
ÝÑ
ď ¨ ¨ ¨

ÝÑ
ď pk

ÝÑ
ď d1

ÝÑ
ď ¨ ¨ ¨

ÝÑ
ď dℓ.

Assume that there exists at most one deterministic state, d1. d1 must be reachable,

because if it were not, then we could remove it without decreasing the maximal

existential width. Since each nondeterministic state p1, . . . , pk must have at least two
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outgoing transitions, and there is only one deterministic state, then each of p1, . . . , pk

must lead to at least one other nondeterministic state. This means that at least

one of p1, . . . , pk is involved in a cycle, which is a contradiction since we know that

ewmaxpAq P Op1q. So then there must exist at least two deterministic states, d1 and

d2.

Since deterministic states at the bottom of a pruned computation tree cannot

increase the number of cut leaves, and A has the greatest maximal existential width

among all m-state NFAs, then the number of deterministic states should be minimal.

Therefore, the m-state NFA with the greatest maximal existential width consists

of m ´ 2 nondeterministic states followed by 2 deterministic states, all maximally

connected without forming a cycle.

It remains to show that an NFA of this form has
`

m´1
2

˘

cut leaves. By Lemma 2.1.3,

TAm,am´1 is the largest computation tree over Am, and so we only need to consider

induction on the number of states. As the base case, we give A3 in Figure 7.1 and

observe that there is p3´1qp3´2q

2
“ 1 cut leaf.

0 1 2
a

a

a

(a) A3

0

1

2

2

a

a

a

(b) TA3,aa

0

1

2

ψ

a

a

a

(c)
Pruned
tree of
TA3,aa

Figure 7.1: Base case for inducting on ewmaxpAmq

We assume the claim holds for ewmaxpAm, a
m´1q, and now the inductive
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claim is that ewmaxpAm`1, a
mq “

`

m
2

˘

. We consider how to construct Am`1 “

pQm`1,Σ, δm`1, q0, F q from Am “ pQm,Σ, δm, q0, F q:

• Qm`1 “ Qm Y tmu

• δm`1pi, aq “ δmpi, aq Y tmu for 1 ď i ď m ´ 1.

In TAm,am´1 there are
`

m´1
2

˘

pruned leaves, and m nodes labeled by states (one

of which is a leaf node labeled by state m ´ 1). To construct the largest pruned

computation tree of TAm`1,am , we add a ψ node as a child to each of the nodes labeled

by states 0, . . . ,m ´ 2. Since the only node labeled by m ´ 1 in TAm,am´1 is a leaf

node, then in TAm`1,am´1 , each node labeled by m ´ 1 has a child node labeled by

state m, but no cut leaves are added to it. So then

ewmax
pAm`1q “ ewmax

pAmq ` m ´ 1. (7.1)

Using our inductive assumption to replace values in the right hand side of (7.1), we

get

ewmax
pAm`1q “

ˆ

m ´ 1

2

˙

` m ´ 1 “

ˆ

m

2

˙

where the final equality uses Pascal’s recursion rule [83].

Since the NFAs of Theorem 7.1.3 have the same transition structure as the NFAs

with the greatest finite tree width [67], we get the following corollary.

Corollary 7.1.4. For every m ě 2, there exists an NFA Am such that twpAmq “ 2m´2

and ewmaxpAmq “
`

m´1
2

˘

.
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7.2 Finite Maximal Existential Width AFAs

For AFAs, the number of cut leaves can grow infinitely due to certain structures on

existential states or universal states.

Lemma 7.2.1. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA where ewmaxpAq R Op1q.

Then either

i) A has a cycle containing an existentially branching state, or

ii) A has a universal state q such that tq1, q2u Ď δpq, aq, pq, q1, . . . , qq is a cycle,

q2 can reach an existentially branching state q3, and each repetition of this cy-

cle allows for additional cut leaves (as children of nodes labeled by q3) in the

corresponding pruned computation trees.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for m ě 2. Let x be the

largest number of transition choices of any existential state, minus one, and y be the

largest number of choices of any universal transition. That is:

x “ max
qPQe,aPΣ

t|δpq, aq|u ´ 1, and y “ max
qPQu,aPΣ

t|δpq, aq|u.

If some computation tree of A contains a branch with at least m ` 1 nodes with

cut leaves, then A has a cycle containing a state with existential branching, and case

i) holds.

In the following then, we assume that for any computation tree, each branch has

at most m nodes having cut leaves as children. Since ewmaxpAq is unbounded, there

must be a pruned tree T p such that

ewpT p
q ą ym ¨ x ¨ m. (7.2)
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Since a single branch contains at most m nodes with cut leaves, at most x ¨ m cut

leaves can be connected to a single branch. By (7.2), T p must contain more than

ym universal branches, where any two distinct branches contain cut leaves also after

the two branches separate. Note that, if the cut leaves appeared above the universal

branching, then ewpT pq wouldn’t be able to reach ym ¨ x ¨ m because at most x ¨ m

cut leaves can be connected to the same branch. To produce more than ym universal

branches that all eventually lead to a cut leaf, there must be a branch that has more

than m universal branching points. That is, a universal node must repeat in some

branch, and A must have a cycle containing a universally branching state. Since we

are only counting branches which eventually lead to a cut leaf, then the universal

choice has the property that after exiting the cycle, and possibly after reading further

symbols, it leads to a cut leaf, and case ii) holds.

Unfortunately, it is not obvious how to precisely characterize the conditions neces-

sary for an AFA to have unbounded maximal existential width. As a starting point,

we give the widgets in Figure 7.2, which are each sufficient to cause the maximal

existential width to be unbounded.

Theorem 7.2.2. Let A be an AFA with at least one of the widgets from Figure 7.2.

Then ewmaxpAq R Op1q.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA containing one of the widgets given in

Figure 7.2, such that the widget’s states are reachable.

i) If we have an (IEW)α widget, then we have a cycle of the form pq, av, qq, for some

q P Qe, a P Σ, and v P Σ˚. Each time we repeat the cycle pq, av, qq, we are adding

at least one cut leaf to the pruned computation tree. Since there exists some
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q, e

av

a

(a) Widget (IEW)α

q, u p, e

avbw

av
b

b

(b) Widget (IEW)β

q, u q1, e{u p, e

av

av

av

w
b

b

(c) Widget (IEW)γ

q, u q1, e{u p, e

av

a

v

w
b

b

(d) Widget (IEW)ζ

Figure 7.2: Widgets causing infinite maximal existential width, for a, b P Σ, v, w P Σ˚

prefix u P Σ˚ such that q P δpq0, uq, then ewmaxpA, upavqiq ă ewmaxpA, upavqi`1q

for all i ě 0.

ii) If we have an (IEW)β widget, then we have a cycle of the form pq, avbw, qq for

some q P Qu, a, b P Σ, and v, w P Σ˚. Note that we do not necessarily need a ‰ b,

but in the case that state q has a self-loop on character a, then the simple cycle is

pq, a, qq, not pq, aa, qq or pq, ab, qq. Each time we repeat the cycle pq, avbw, qq, we

are adding at least one universal branch. Each of these universal branches leads

to at least one additional cut leaf on the pruned computation tree. Since there

is some prefix string u P Σ˚ such that q P δpq0, uq, then ewmaxpA, upavbwqiq ă

ewmaxpA, upavbwqi`1q for all i ě 1. We note that avb must be a prefix of avbw to

have both universal branches continue at least until the b is read, but that there

can be a suffix w on the cycle because the existential branch on b on the other

branch has already been passed.
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iii) If we have an (IEW)γ widget, then we have a cycle pq, av, qq for some q P Qu,

a cycle pq1, av, q1q for some q1 P Qe, q
1 P δpq, avq for some a P Σ and v P Σ˚,

and there exists some existentially branching state p P δpq1, wq, for some w P Σ˚.

Each time we repeat the cycle pq, av, qq, we are adding at least one universal

branch to the pruned computation tree. That is, a leaf node labeled by q will

expand to at least two universal branches, one with a leaf node labeled by q and

the other with a leaf node labeled by q1. Since there is some prefix string u P Σ˚

such that q P δpq0, uq, then TA,upavqi will have at least i universal branches with

leaf nodes labeled by q1. Furthermore, TA,upavqiw will have at least i universal

branches with leaf nodes labeled by p. So then TA,upavqiwb will have at least i cut

leaves, and therefore ewmaxpA, upavqiwbq ă ewmaxpA, upavqi`1wbq for all i ě 1.

iv) If we have an (IEW)ζ widget, then we have a universally branching state q such

that there are two distinct cycles C1 “ pq, av, qq and C2 “ pq, av, qq, for a P Σ

and v P Σ`. Furthermore, some q1 P δpq, aq is able to reach an existentially

branching state p, which branches on b P Σ. Since there is some prefix string

u P Σ˚ such that q P δpq0, uq, then for a tree TA,u there is at least one universal

branch with a leaf node labeled by q, and each repetition of av causes q to

expand into at least two universal branches with leaf nodes labeled by q. So

then TA,upavqi will have at least 2i universal branches with leaf nodes labeled

by q. Furthermore, TA,upavqiwb will have at least 2i cut leaves, and therefore

ewmaxpA, upavqiwbq ă ewmaxpA, upavqi`1wbq for all i ě 1.

In each case, we get that ewmaxpAq R Op1q.

It is possible that there exist other structures involving cyclical universally branch-

ing states which can also cause unbounded maximal existential width.
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Open Problem 7.2.3. Do there exist any widgets causing unbounded maximal exis-

tential width not represented in Figure 7.2?

Observing that (IUW) and (IEW)α widgets have the exact same structure as

the widget causing infinite tree width in an NFA [67], we get the following.

Lemma 7.2.4. Let A be an AFA. Then twpAq is infinite if and only if ewmaxpAq is

infinite or uwmaxpAq is infinite.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA.

Ñ: Suppose that twpAq R Op1q. Let A1 be the skeleton of A. Then by Corol-

lary 6.0.1, we also have twpA1q R Op1q. We know that A1 must have some cyclical

state q with outgoing nondeterministic transitions [67]. If q was labeled as a universal

state in A, then A has an (IUW) widget, and therefore uwmaxpAq R Op1q. Otherwise,

if q was labeled as an existential state in A, then A has an (IEW)α widget, and by

Theorem 7.2.2 we have ewmaxpAq R Op1q.

Ð: Suppose that ewmaxpAq R Op1q or uwmaxpAq R Op1q. By Corollar-

ies 6.2.1 and 7.0.1, we know that uwmaxpA,wq ď twpA,wq and ewmaxpA,wq ă

twpA,wq for all w P Σ˚. So then twpAq R Op1q.

7.2.1 Simulating AFAs with Finite Maximal Existential Width

Since @FAs do not have any existential choices, the tree width and maximal universal

width measures will coincide. We consider how to simulate an AFA with a bounded

number of existential choices by several @FAs.

First we bound the largest number of existentially branching states of an AFA

with finite maximal existential width.

130



Lemma 7.2.5. Let A be an m-state AFA, for some m ě 3 such that ewmaxpAq P Op1q.

Then there are at most m ´ 2 existentially branching states.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m ě 3, such that

ewmaxpAq P Op1q.

Assume we have m ´ 1 states with existential branching, q1, . . . , qm´1: Since

ewmaxpAq P Op1q, then by Theorem 7.2.2 no existentially branching state can be

involved in a cycle. So then there is an ordering on q1, . . . , qm´1 such that qi R δpqj, aq

for all 1 ď i ă j ď m ´ 1. There are m ´ i potential destination states for qi’s

existentially branching transitions (the other m´ i´1 states with existential branch-

ing, and the one state with no existential branching). But then state qm´1 only has

m´ pm´ 1q “ 1 possible destination state, so it cannot be an existentially branching

state. This is a contradiction, meaning that there are at most m ´ 2 states with

existential branching.

Now that we have an upper bound on the number of existentially branching states

of an AFA with finite maximal existential width, we construct a transformation which

uses polynomially many @FAs to simulate an AFA with a bounded number of exis-

tential choices.

Theorem 7.2.6. Let A be an m-state AFA, for some m ě 3 such that ewmaxpAq P

Op1q. Then there exist Opm2q @FAs, B1, . . . , Bz, each having m states, such that

LpAq is the union of the languages LpB1q, . . . , LpBzq.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m ě 3, such that

ewmaxpAq P Op1q. Then by Lemma 7.2.5 there are 1 ď k ď m ´ 2 existentially

branching states, tq1, . . . , qku Ď Qe. We define the “branching destinations” of each
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of these states as follows:

Pi “
ď

aPΣ

tδpqi, aq | 1 ă |δpqi, aq|u, for 1 ď i ď k.

We note that 1 ď |Pi| ď m´ 1, since A has finite maximal existential width and this

means no existentially branching state can have a self-loop. Let χ “ P1ˆP2ˆ¨ ¨ ¨ˆPk.

That is, χ is the set of all unique combinations of states obtained by choosing one

destination state from each of P1, . . . , Pk. Since each Pi has at most m´ 1 elements,

and there are at most m ´ 2 of them, then |χ| ď pm ´ 1q ¨ pm ´ 2q.

We can represent A’s language as the union of |χ| languages, each recognized

by a @FA with m universal states. We create @FAs B1, . . . , B|χ|, where each Bj “

pH, Qe Y Qu,Σ, δj, q0, F q, and the δj’s are defined as follows: for each combination

1 ď j ď |χ|, which “keeps” destination states tpj,1, . . . , pj,ku, and for each a P Σ we

define

δjpq, aq “ δpq, aq if q R tq1, . . . , qku, or else

δjpqi, aq “

$

’

’

’

’

’

’

&

’

’

’

’

’

’

%

δpqi, aq if |δpqi, aq| “ 1, or

tpj,iu if pj,i P δpqi, aq, or

H otherwise.

That is, δj will: keep all transitions leading out from states that do not have

any existential branching, keep all non-branching transitions leading out from state

qi, keep all transitions from qi to pj,i, and remove all other existentially branching

transitions leading out from qi.

Since all transitions in δj are present in the original transition function, then
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LpBjq Ď LpAq, and more generally,
|χ|
Ť

j“1

LpBjq Ď LpAq. For all w P LpAq, since each

pruned computation tree of ✂pTA,wq is represented across the Bj’s, then at least one

of the Bj’s will accept w. That is, LpAq Ď

|χ|
Ť

j“1

LpBjq. So then we get the equality

LpAq “

|χ|
Ť

j“1

LpBjq.

We note that the upper bound of the previous theorem is conservative and could be

improved by a more detailed analysis. In the notations of the proof of Theorem 7.2.6:

if qj P Pi, then qi R Pj for all 1 ď i, j ď k and i ‰ j. Especially if the sequence q1, ..., qk

contains a large proportion of elements of Qe, the estimation could be significantly

improved. The more existential branching is present on one state, the less it can be

present elsewhere.

Additionally, we can relate the pruned computation trees of a finite maximal

existential width AFA to the collection of @FAs simulating it.

Corollary 7.2.7. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m ě 3

such that ewmaxpAq P Op1q, and let B1, . . . , Bz be the Opm2q m-state @FAs simulating

LpAq as in Theorem 7.2.6. Then for any w P Σ˚, ✂pTA,wq “
z

Ť

j“1

✂pTBj ,wq.

7.2.2 Upper Bounds for the Finite Maximal Existential Width of AFAs

We know from Theorem 7.1.3 that if an NFA has finite maximal existential width,

then it is at most polynomially larger than the number of states. For AFAs, however,

the addition of universal branches allows for the finite maximal existential width to

be exponentially larger than the number of states. More specifically, for all m ě 6

there exists an AFA Am such that ewmaxpAmq “ 5 ¨ 2m´5, and we give Am’s structure

in Figure 7.3. We note that, strictly speaking, the final two states can be existential
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or universal, since they cannot be existentially or universally branching. However, for

the purposes of quantifying the maximal existential width of these AFAs, we assume

that they are existential states.

Theorem 7.2.8. For each r ě 1 and s ě 2, there exists an AFA A “

pQe, Qu,Σ, δ, q0, F q such that |Qu| “ r, |Qe| “ s, and

ewmin
pAq “ 2r´1

¨

ˆ

s ´ 1

2

˙

, and ewmax
pAq “ 2r´1

¨

ˆ

s

3

˙

.

Proof. Let Apr,sq “ pQe, Qu,Σ, δ, q0, F q be the pr ` sq-state AFA, for r ě 1 and s ě 2

whose structure matches that given by Figure 7.3. That is, Apr,sq starts with r uni-

versal states, followed by s existential states, and all states are maximally connected

on symbol a without forming a cycle (except the final state’s self-loop). There is also

a deterministic chain of transitions on b, causing Apr,sq to have a minimal number

of states for its language. As a special case, we note that Apr,2q has no existential

branching (and therefore ewminpApr,2qq “ ewmaxpApr,2qq “ 0). In the following then, it

is sufficient to consider s ě 3.

u1 . . . ur e1 . . . es
a, b

a

a

a

a

a, b

a

a

a

a, b

a

a

a, b

a

a, b

a

Figure 7.3: An AFA with r universal states, s existential states, a minimal existential
width of 2r´1 ¨

`

s´1
2

˘

, and a maximal existential width of 2r´1 ¨
`

s
3

˘
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Note that, by Lemma 2.1.3 and Corollary 2.1.4, the computation tree TApr,sq,ar`s´1

has the greatest number of leaves for any computation tree on Apr,sq.

Consider Ap1,sq: The computation tree TAp1,sq,as first branches out universally to all

states e1, . . . , es, and then makes existential choices for the remainder of the compu-

tation. Since the initial state of Ap1,sq is universal, any pruned computation tree of

TAp1,sq,as will have to prune the descendants of each node e1, . . . , es at least once. Note

that any time nodes es´1 or es are pruned, it only removes one path, as they each

only have one outgoing transition. For 1 ď i ď s, we define Bi to be a copy of Ap1,sq,

except with the initial state changed from u1 to ei. Then Bi “ Ap0,s´i`1q. Since all

nodes appearing after the first existential node are also existential, and es P δpei, aq

for all 1 ď i ď s, then the minimal accepting pruned computation tree occurs when

we prune each node exactly once, leaving the branch that leads from ei to es:

ewmin
pAp1,sqq “

s´2
ÿ

i“1

ewmin
pBi

q “

s´2
ÿ

i“1

ewmin
pAp0,iqq “

s´2
ÿ

i“1

p|δpei, aq| ´ 1q “

ˆ

s ´ 1

2

˙

.

Since the maximal pruning from node ei yields the path pei, ei`1, . . . , es, es, . . .q,

and there are branches removed when pruning any node e1, . . . , es´2, then the maximal

pruned tree on TAp1,sq,as will prune each node ei a total of i times:

ewmax
pAp1,sqq “

s´2
ÿ

i“1

ewmax
pAp0,iqq “

s´2
ÿ

i“1

i ¨ p|δpei, aq| ´ 1q “

ˆ

s

3

˙

.

Now consider Apr,sq: We have δpu1, aq “ tu2, . . . , ur, e1, . . . , esu, and more gener-

ally, for 1 ď j ď r ´ 1, that δpuj, aq “ tuj`1, . . . , ur, e1, . . . , esu. By Lemma 2.1.5,

there are 2r´1 internal nodes labeled by universal states in any computation tree

TApr,sq,aℓ for ℓ ě r. In addition to these nodes labeled by universal states leading to
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each other, each of these 2r´1 universal nodes also branch into s nodes labeled by

existential states. So then

ewmin
pApr,sqq “ 2r´1

¨ ewmin
pAp1,sqq “ 2r´1

¨

ˆ

s ´ 1

2

˙

, and

ewmax
pApr,sqq “ 2r´1

¨ ewmax
pAp1,sqq “ 2r´1

¨

ˆ

s

3

˙

.

Having the universal states chained at the beginning of the computation helps

to rapidly expand the number of pruned existential branches. However, having too

many universal states means fewer existentially branching states. For AFAs of the

form given in Figure 7.3, the minimal (respectively, the maximal) existential width is

at its greatest when there are 4 or 5 (respectively, 5 or 6) existential states, and the

remaining states are universal.

Corollary 7.2.9. For all m ě 6, there exists an m-state AFA A such that

ewmin
pAq “ 3 ¨ 2m´5 and ewmax

pAq “ 5 ¨ 2m´5.

We believe this to be the greatest finite maximal existential width among m-state

AFAs, since it has the same structure as the NFAs having the greatest finite tree

width, as well as the AFAs with the greatest finite maximal universal width.

Conjecture 7.2.10. Let A be an m-state AFA, for m ě 6, such that ewmaxpAq P

Op1q. Then ewmaxpAq ď 5 ¨ 2m´5.
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We know by Corollary 7.0.1 that for any AFA A “ pQe, Qu,Σ, δ, q0, F q,

ewmaxpA,wq ă twpA,wq for all strings w P Σ˚. In the event that Corollary 7.2.9

is not an upper bound for the finite minimal/maximal existential width, the range of

possible values has still been significantly tightened.

Corollary 7.2.11. Let A be an m-state AFA, for m ě 6, such that ewmaxpAq P Op1q

and ewmaxpBq ď ewmaxpAq for all m-state AFAs B where also ewmaxpBq P Op1q.

Then

5 ¨ 2m´5
ď ewmax

pAq ă 2m´2.

Since AFAs of the form given in Figure 7.3 have the same structure as AFAs with

the greatest finite maximal universal width, we consider how increasing the maximal

existential width comes at the cost of decreasing the maximal universal width.

Lemma 7.2.12. Let Apr,sq be an AFA with r ě 1 universal states and s ě 2 existential

states, of the form given in Figure 7.3. Then uwminpApr,sqq “ uwmaxpApr,sqq “ 2r´1 ¨ s.

Proof. Let Apr,sq “ pQe, Qu,Σ, δ, q0, F q be an pr ` sq-state AFA of the form given in

Figure 7.3, with r ě 1 universal states and s ě 2 existential states. Since A doesn’t

have an (IUW) widget, then uwmaxpAq P Op1q. We note that once a computation

reaches an existential state, it can no longer encounter any universal states, and

therefore by Corollary 6.2.3, that uwminpApr,sq, wq “ uwmaxpApr,sq, wq for all w P Σ˚.

Furthermore, adding existential states cannot increase the number of nodes labeled by

universal states in any associated computation tree (since all universal states appear

before all existential states). So then by Lemma 2.1.5, TApr,sq,ar`s´1 has a total of 2r´1

nodes labeled by universal states, for any r ě 1 and s ě 2.

We consider induction on the number of existential states, to see how the maximal
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universal width decreases (with respect to the total number of states) as the max-

imal existential width increases. As the base case, by Lemma 6.2.9, we know that

uwmaxpApr,2qq “ 2r.

Induction on s: We assume that the claim holds for uwmaxpApr,sqq and show that it

holds for uwmaxpApr,s`1qq. To construct TApr,s`1q,ar`s from TApr,sq,ar`s´1 , we add a child

node labeled by the new existential state to every node in TApr,sq
. Since there are 2r´1

universal nodes in TApr,sq,ar`s´1 , this means that adding these existential branches

increases the maximal universal width by 2r´1. More formally:

uwmax
pTApr,s`1q,ar`sq “ uwmax

pTApr,sq,ar`s´1q ` 2r´1. (7.3)

Using our inductive assumption to replace values in the right hand side of (7.3),

we get uwmaxpTApr,s`1q,ar`sq “ 2r´1 ¨ s ` 2r´1 “ 2r´1 ¨ ps ` 1q.

We give the abstracted computation tree in Figure 7.4 to help demonstrate how

the minimal/maximal universal width of Lemma 7.2.12 is reached.

u1

u2

u3

u4

e1 . . . , es

e1 . . . , es

u4

e1 . . . , es

e1 . . . , es

u3

u4

e1 . . . , es

e1 . . . , es

u4

e1 . . . , es

e1 . . . , es

Figure 7.4: Abstraction of TAp4,sq,aaaa
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7.3 Growth Rates of Width Measures for AFAs

In Chapter 5, we showed that if an NFA has polynomial or exponential tree width,

then it can be characterized by a specific widget, and if an NFA has neither of these

widgets, then the tree width will be finite.

We leverage existing algorithms which decide the growth rate of an NFA’s tree

width to decide the growth rate of an AFA’s tree width.

Theorem 7.3.1. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m P N.

Then we can decide in Opm4 ¨ |Σ|q time whether twpAq is finite, or if it has polynomial

or exponential growth.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m P N, and let A1

the skeleton of A. Since A1 is an NFA, then by Corollary 5.4.3 we can decide whether

twpA1q is finite, polynomial, or exponential in Opm4 ¨ |Σ|q time. By Corollary 6.0.1,

for any string w P Σ˚ we have twpA,wq “ twpA1, wq. So then we can also decide

whether twpAq is finite, polynomial, or exponential in Opm4 ¨ |Σ|q time.

By separately simulating the existential choices of an AFA and deciding the tree

width’s growth rate for each simulated component, we can also decide in polynomial

time, for certain AFAs, the maximal universal width’s growth rate.

Theorem 7.3.2. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m ě 3,

such that ewmaxpAq P Op1q. Then we can decide whether uwmaxpAq is finite, polyno-

mial, or exponential in Opm6 ¨ |Σ|q time.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m ě 3, such that

ewmaxpAq P Op1q. From Theorem 7.2.6, we know that we can simulate A with 1 ď z ď
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pm´1q ¨ pm´2q @FAs, B1, . . . , Bz. Since the Bj’s don’t have any existential branching,

then from Corollary 6.2.6 we know that uwmaxpBjq “ twpBjq and |✂pTBj ,wq| “ 1 for

all 1 ď j ď z and w P Σ˚. By Corollary 7.2.7, we know that the Bj’s represent all

different possibilities for pruned computation trees of A. So then for all T p P ✂pTA,wq,

there exists some 1 ď k ď z such that ✂pTBk,wq “ tT pu. So then uwmaxpA,wq “

z
max
j“1

ttwpBj, wqu, and uwmaxpAq “
z

sup
j“1

ttwpBjqu.

There are Opm2q Bj’s, and from Theorem 7.3.1 we know it takes Opm4 ¨ |Σ|q to

decide whether each twpBjq is finite, polynomial, or exponential. So then we can

decide whether uwmaxpAq is finite, polynomial, or exponential in Opm6 ¨ |Σ|q time.

7.3.1 Exponential Growth

From Theorem 5.1.2 we know that an NFA has exponential tree width if and only if it

has an (ECOMP) widget. Recall that an NFA has an (ECOMP) widget if, roughly

speaking, there exists a reachable state involved in two cycles over the same string.

More formally, an NFA A “ pQ,Σ, δ, q0, F q has an (ECOMP) widget if there exists

a state q P Q, a character a P Σ, and a string v P Σ` such that tq1, q2u Ď δpq, aq,

q P δpq1, vq, and q P δpq2, vq.

Recall that the structure of the widgets causing unbounded tree width for NFAs -

(ITW1) - and unbounded maximal universal width for AFAs - (IUW) - is the same,

except that the latter requires the cyclical portion of the widget to be on a universal

state. The same idea holds when extending the (ECOMP) structure to AFAs. By

doing so, we get two new widgets, (EEW) and (EUW), as shown in Figure 7.5.

Since the structure of (EEW) and (EUW) widgets is derived from (ECOMP),

we get necessary and sufficient conditions for the exponential tree width of an AFA.
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q, e

av

a

v

(a) Widget (EEW)

q, u

av

a

v

(b) Widget (EUW)

Figure 7.5: Widgets for AFAs derived from (ECOMP), for a P Σ, v P Σ`

Lemma 7.3.3. Let A be an AFA. Then twpA, ℓq P 2Θpℓq if and only if A has an

(EUW) widget or A has an (EEW) widget.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA, and let A1 be the skeleton of A.

Ñ: Assume that twpA, ℓq P 2Θpℓq. By Corollary 6.0.1, we know that twpA,wq “

twpA1, wq for all w P Σ˚, and therefore also twpA1, ℓq P 2Θpℓq. Since A1 is an NFA, then

by Theorem 5.1.2 we know that twpA1, ℓq P 2Θpℓq if and only if A1 has an (ECOMP)

widget. So then A1 has an (ECOMP) widget over a state q and a string av, for a P Σ

and v P Σ`. If q was labeled by an existential (respectively, a universal) state in A,

then A has an (EEW) (respectively, an (EUW)) widget over state q and string av.

So then either A has an (EUW) widget, or A has an (EEW) widget.

Ð: Assume that A has an (EUW) widget or an (EEW) widget over a state

q P Qe Y Qu and a string av, for a P Σ and v P Σ`. Since (EUW) and (EEW)

widgets have the same state and transition structure as (ECOMP), then A1 must

have an (ECOMP) widget over state q and string av. By Theorem 5.1.2 we get that

twpA1, ℓq P 2Θpℓq, and by Corollary 6.0.1, we know that twpA,wq “ twpA1, wq for all

w P Σ˚. So then also twpA, ℓq P 2Θpℓq.

Since the maximal universal width counts the number of parallel branches, the

presence of an (EUW) widget is sufficient to cause exponential growth.
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Lemma 7.3.4. Let A be an AFA with an (EUW) widget. Then uwmaxpA, ℓq P 2Θpℓq.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA with an (EUW) widget on state

q P Qu, over string av, for a P Σ and v P Σ`. So there exist q1, q2 P δpq, aq such that

q P δpq1, vq and q P δpq2, vq. Let u P Σ˚ be a string such that q P δpq0, uq. Then

TA,u has at least one branch with a leaf node labeled by q. Adding on repetitions

of the cyclical string av will expand each leaf node of the tree labeled by q into

two leaf nodes labeled by q. That is, TA,upavqi has at least 2
i universal branches, for

i ě 1, each with leaf nodes labeled by q. From this, we get that uwmaxpA, upavqi`1q ě

2 ¨ uwmaxpA, upavqiq, and therefore also that uwmaxpA, ℓq P 2Θpℓq.

In addition to (EUW) widgets being sufficient to cause exponential maximal

universal width, we also believe that they are necessary.

Conjecture 7.3.5. Let A be an AFA such that uwmaxpA, ℓq P 2Θpℓq. Then A has an

(EUW) widget.

Even though (EEW) widgets are sufficient to cause exponential tree width, they

do not necessarily cause exponential growth for the maximal existential width. We

demonstrate this with the following example.

Example 7.3.6. Consider the AFA A “ ptq1, q2u,H, tau, δ, q1, tq1uq, where δ is de-

fined as δpq1, aq “ tq1, q2u and δpq2, aq “ tq1u. Clearly, A is the smallest AFA having

an (EEW) widget. In the tree TA,aℓ, for any ℓ P N, every non-leaf node labeled

by q1 will have two children, and every non-leaf node labeled by q2 will have one

child. Since there are no universal states in A, then any pruned tree T p P ✂pTA,aℓq

will have one branch. Since the branch consists of ℓ ` 1 nodes, and each node has
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at most 1 cut leaf attached to it, then ewpTA,aℓq ď ℓ ` 1. Since A is unary, then

ewmaxpA, aℓq “ ewmaxpA, ℓq, and therefore ewmaxpA, ℓq P Opℓq.

However, much like how (IUW) widgets are able to cause unbounded growth for

the maximal existential width (cf. Theorem 7.2.2), (EUW) widgets are also able to

cause exponential growth for the maximal existential width. We recall the widgets of

Figure 7.2, and note that the (IEW)ζ widget has an (EUW) widget as part of its

structure, followed by an existentially branching state. We use this fact to strengthen

our result for the maximal existential width’s growth rate for AFAs with (IEW)ζ

widgets.

Lemma 7.3.7. Let A be an AFA with an (IEW)ζ widget. Then ewmaxpA, ℓq P 2Θpℓq.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA with an (IEW)ζ widget. Then there

exists an (EUW) widget over a state q P Qu and a string av, for a P Σ and v P Σ`.

Furthermore, there exists a state p P Qe such that p P δpq, awq for some w P Σ˚

and |δpp, bq| ě 2 for some b P Σ. By Lemma 7.3.4 there exists a string u P Σ˚

and a pruned tree in ✂pTA,upavqiq with 2i universal branches, each with a leaf node

labeled by state q, for i ě 1. So then there must exist a pruned computation tree of

✂pTA,upavqiawq where at least 2i universal branches have a leaf node labeled by p. By

extending the string, it is clear that TA,upavqiawb is a computation tree with at least

2 ¨ 2i leaves labeled by the states of δpp, bq. Since p is an existential state, then there

exists a pruned computation tree in ✂pTA,upavqiawbq having at least 2i cut leaves.

So then ewmaxpA, upavqiawbq ă ewmaxpA, upavqi`1awbq for all i ě 1, and therefore

ewmaxpA, ℓq P 2Θpℓq.

Since (EEW) widgets do not cause exponential growth for the maximal existential
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width, it seems plausible that any AFA having exponential maximal existential width

must also have exponential maximal universal width.

Conjecture 7.3.8. Let A be an AFA. If ewmaxpA, ℓq P 2Θpℓq, then uwmaxpA, ℓq P 2Θpℓq.

7.3.2 Polynomial Growth

Recall from Section 5.2 that if the tree width of an NFA is bounded by a polynomial,

then we can decide what degree bounds that polynomial by, roughly speaking, deter-

mining how many consecutive (ITW1) widgets over the same string can appear in

any computation tree.

However, for AFAs this process is not so simple, as an (IUW) widget appearing

before an (IEW)α widget will increase the growth rate of the maximal existential

width, but an (IEW)α widget appearing before an (IUW) widget will not increase

the growth rate of the maximal universal width. We demonstrate this difference in

the following example.

Example 7.3.9. In Figure 7.6, there are two AFAs, B1 and B2, each of which have

an (IUW) widget and an (IEW)α widget; the only difference is which one comes

first. Figure 7.6(a) has a linear growth rate for both the maximal universal width and

the maximal existential width, whereas Figure 7.6(b)’s ordering of these widgets means

that the number of pruned branches grows both because of the universally branching

cyclical state and because of the existentially branching cyclical state.

It seems plausible that the maximal universal width of AFAs can have polynomial

growth in a similar fashion to the polynomial tree width of NFAs. That is, an AFA

with 1 ď d ď m consecutive universally branching cycles (and also no (EUW)
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0, e 1, u

a

a

a

a

(a) uwmaxpB1, ℓq, ewmaxpB1, ℓq P Opℓq

0, u 1, e

a

a

a

a

(b) uwmaxpB2, ℓq P Opℓq, ewmaxpB2, ℓq P

Opℓ2q

Figure 7.6: Importance of widget ordering for polynomial growth of width measures
of AFAs

widgets) would have at most Opℓd`1q universal branches in any pruned computation

tree over strings of length ℓ.

Conjecture 7.3.10. Let A be an m-state AFA, for some m P N, with no (EUW)

widgets. Then uwmaxpA, ℓq P Opℓm´1q for ℓ P N.

Unfortunately, it is not exactly clear how to define the polynomial upper bound for

maximal universal/existential width in AFAs with interleaved (IUW) and (IEW)α

widgets. However, since interleaved (IUW) and (IEW)α widgets require that the

computation alternates between existential and universal states, it seems likely that

the polynomial growth rates of maximal universal/existential width are related to the

number of alternations an AFA is allowed to make, as studied by Geffert [13].
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Chapter 8

Combined Width

In Chapters 6 and 7 we studied the universal and existential width measures for

AFAs. However, so far we have largely considered these measures in isolation from

each other. In practice, the computations of an AFA have both universal branching

and existential branching, and there is an interdependence between them. That

is, the more universal branching is present, the less existential branching can be

present (and also vice versa). Furthermore, while the maximal universal (respectively,

the maximal existential) width measures the “worst-case” universal (respectively,

existential) branching computations of an AFA, these worst-case situations need not

occur in the same computation. We give the following example to help illustrate this

idea.

Example 8.0.1. Let A “ pQe, Qu,Σ, δ, q0, F q be the AFA given in Figure 8.1. Since

A has an (IUW) widget, then uwmaxpAq R Op1q, and since A has an (IEW)α wid-

get, then ewmaxpAq R Op1q. However, for i ě 1 the maximal universal width grows

unboundedly on the string ai, and the maximal existential width grows unboundedly

on the string abi, meaning that no cyclical string can cause both measures to grow at

the same time.
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1, u 2, e

3, e 4, e
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a

a

b

b

Figure 8.1: An AFA where the first existential choice determines whether the univer-
sal or the existential width of the computation can be unbounded

Based on these observations, in the following we consider a combined width mea-

sure that, for a fixed computation (defined by a pruned computation tree) measures

both the existential width and the universal width.

For an AFA A “ pQe, Qu,Σ, δ, q0, F q and a pruned computation tree T p of A, the

combined width of T p is a pair of numbers pu, eq, where u is the number of state leaves

and fail leaves in T p, and e is the number of cut leaves in T p. Formally, this is:

cwpT p
q “ puwpT p

q, ewpT p
qq.

Since there may be many pruned computation trees for a particular string, we extend

the combined width to be over strings. For a string w P Σ˚, the minimal combined

width of w is defined as the set of minimal combined widths across all accepting pruned

computation trees over w. Similarly, the maximal combined width of w is defined as

the set of maximal combined widths across all pruned computation trees over w. By

“minimal” (respectively, “maximal”), we mean the pair of natural numbers that is

minimal (respectively, maximal) with respect to the partial ordering pu1, e1q ď pu2, e2q
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if and only if u1 ď u2 and e1 ď e2. Formally, these are:

cwmin
pA,wq “ tcwpT p

q | T p
P ✂acc

pTA,wq and

ET p1

P ✂acc
pTA,wq such that cwpT p1

q ă cwpT p
qu, and

cwmax
pA,wq “ tcwpT p

q | T p
P ✂pTA,wq and

ET p1

P ✂pTA,wq such that cwpT p1

q ą cwpT p
qu.

We say that the minimal (respectively, the maximal) combined width of a string w

is upper bounded by a pair pu, eq if u is the greatest minimal (respectively, maximal)

universal width and e is the greatest minimal (respectively, maximal) existential width

among all pruned trees over w.

We note that if there is no minimal (respectively, maximal) pair across all com-

bined widths for the pruned trees over TA,w, then the minimal (respectively, the

maximal) combined width over w ends up being the set of all combined widths over

the pruned trees of TA,w. We give Example 8.0.2 to illustrate this, and also to show

why the minimal/maximal combined width of a string w needs to be defined as a set

of pairs, rather than just an individual pair.

Example 8.0.2. Let A be the AFA in Figure 8.2. A has four possible ways to prune

computation trees on strings of at least length 3, which we give in Figure 8.3.

For these trees, we get cwpT1q “ p3, 1q, cwpT2q “ p2, 2q, cwpT3q “ p1, 3q,

and cwpT4q “ p1, 3q. Since none of these pairs are minimal or maximal with re-

spect to the partial ordering on pairs, we get cwminpA, aaaq “ cwmaxpA, aaaq “
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tp1, 3q, p2, 2q, p3, 1qu. Since uwmaxpA, aaaq “ 3 and ewmaxpA, aaaq “ 3, then

cwminpA, aaaq and cwmaxpA, aaaq are both upper bounded by the pair p3, 3q, even

though there does not exist a pruned computation tree T p such that cwpT pq “ p3, 3q.

0, e

1, u

3, e

4, u2, e

f1, e

f2, e

f3, e

Figure 8.2: Combined width example - all transitions are on unary symbol a
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f1, e

f2, e

f2, e

f3, e

f3, e
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a

a

a

a

(a) T1

0, e

ψ 2, e

ψ 4, u

f2, e f3, e

a a

a a

a a

(b) T2

0, e

ψ 2, e

3, e

ψ f2, e

ψ

a a

a
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a

(c) T3

0, e

ψ 2, e

3, e

f1, e ψ

ψ

a a

a

a a

a

(d) T4

Figure 8.3: Pruned computation trees of the AFA in Figure 8.2

We define the minimal/maximal combined width over natural numbers and on

AFAs similarly to the minimal/maximal existential/universal widths, except again

we must define them as sets of minimal/maximal pairs, rather than individual pairs.

Formally, for an AFA A “ pQe, Qu,Σ, δ, q0, F q and f P tcwmin, cwmaxu:

fpA, ℓq “ maxt
ď

wPΣℓ

fpA,wqu, and fpAq “ supt
ď

ℓPN

fpA, ℓqu.
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We say that the minimal/maximal combined width of A is upper bounded by a

pair pu, eq if, for all strings w P Σ˚ the minimal/maximal combined width of A on w is

upper bounded by pu, eq. In this case, we call A a finite minimal/maximal combined

width AFA.

Lemma 8.0.3. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA and w P Σ˚. For each

pu1, e1q P cwminpA,wq and pu2, e2q P cwmaxpA,wq we have

uwmin
pA,wq ď u1, u2 ď uwmax

pA,wq,

ewmin
pA,wq ď e1, and e2 ď ewmax

pA,wq.

For certain types of automata, we are able to more specifically characterize the

minimal/maximal combined width.

Lemma 8.0.4. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA and w P Σ˚. If A is a DFA,

then cwminpAq “ cwmaxpAq “ tp1, 0qu. If A is an NFA, then the minimal/maximal

combined width of A on w is a set of pairs of the form p1, eq, for e P N0. If A is a

@FA, or if A has no existential branching, then the minimal/maximal combined width

of A on w is a set of pairs of the form pu, 0q, for u P N.

In Theorem 7.2.8 we considered the minimal/maximal existential width of AFAs

of the form given in Figure 7.3, and we further considered the minimal/maximal

universal width of these AFAs in Lemma 7.2.12. Since in both cases the upper

bounds were derived over unary strings, we can now put these results together within

the context of the minimal/maximal combined width.
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Theorem 8.0.5. There exists an AFA A with r ě 1 universal states and s ě 2

existential states such that

cwmin
pAq “ p2r´1

¨ s, 2r´1
¨

ˆ

s ´ 1

2

˙

q, and cwmax
pAq “ p2r´1

¨ s, 2r´1
¨

ˆ

s

3

˙

q.

8.1 Decision Problems

In Chapter 6, we proved a number of decision problems for AFAs with finite min-

imal/maximal universal width. In this section, we show a similar set of results for

AFAs with finite minimal/maximal combined width.

In Theorem 6.3.2 we showed that, for an m-state AFA A, m P N, and a positive

constant n, we can decide whether or not uwmaxpAq ď n in Opmnq time. A similar

result holds for deciding whether or not the maximal combined width is bounded by

a specific pair of constants.

Theorem 8.1.1. Let A be an m-state AFA, for some m P N, and let u, e be constants.

Then we can decide whether or not cwmaxpAq ď pu, eq in polynomial time.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m P N, and let u, e

be constants. We construct NFA B “ pQ1,Σ, δ1, q1
0, qsinkq such that LpBq ‰ H if and

only if cwmaxpAq ď pu, eq does not hold. That is, LpBq ‰ H if and only if there exists

a string w P Σ˚ such that uwmaxpA,wq ą u or ewmaxpA,wq ą e.

• States of B are pu ` 1q-tuples of states of A. That is, a state pp1, . . . , pu, gq

where p1, . . . , pu P Qe Y Qu Y t#u, 0 ď g ď e, and # is a “dummy symbol”. B

nondeterministically simulates the steps of A, and keeps track of the number of

ψ leaves with a counter.
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• The start state of B is pq0,#, . . . ,#, 0q.

• Transitions of B simulate transitions of A on all components of the tuple. For

each state r “ pp1, . . . , py, q1, . . . , qz,#, . . . ,#, xq of B where p1, . . . , py P Qe,

q1, . . . , qz P Qu and each character a P Σ:

– Let δppi, aq “ tsi,1, . . . , si,kiu for 1 ď i ď y and 1 ď ki.

– Let δpqj, aq “ ttj,1, . . . , tj,ℓju for 1 ď j ď z and 1 ď ℓj.

– If state r has at least
z

ř

j“1

pℓj ´ 1q remaining dummy symbols, then for

si P δppi, aq, 1 ď i ď y, r will have outgoing nondeterministic transitions

to all states

ps1, . . . , sy, t1,1 . . . , t1,ℓ1 , . . . , tz,1, . . . tz,ℓz ,#, . . . ,#, x
1
q,

such that x1 “ x ´ y `
y

ř

i“1

|δppi, aq|.

That is, for each universal state qj, ℓj ´ 1 dummy symbols and qj are

replaced in the tuple by tj,1, . . . , tj,ℓj . Each existential state pi is replaced by

one of its successors in δppi, aq, and the cut symbol count is increased by the

number of existential branches pruned by taking these specific existential

transitions.

– If r has fewer than
z

ř

j“1

pℓj ´1q remaining dummy symbols, or if the counter

is greater than e, then the transition on a from r instead leads to the sink

state.

• The only accepting state in B is the sink state, meaning that LpBq ‰ H exactly

when some pruned computation tree has at least u ` 1 leaf nodes labeled by
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states, or if it has at least e`1 cut leaves. The language of B is then non-empty

if and only if the maximal combined width of A is not upper bounded by pu, eq.

We note that a tuple with no remaining dummy symbols can only continue its simu-

lation further if its transitions do not try to add any more components, and a tuple

whose cut symbol count is already at the maximum can only continue its simulation if

its transitions do not increase the number of cut leaves. Since we can decide whether

LpBq “ H in Op|Q1| ` |δ1|q time using a depth-first search [10], and B has at most

pm`1qu ¨pe`1q states, then this gives a polynomial-time algorithm to decide whether

the maximal combined width is bounded by pu, eq.

We use a similar construction as in Theorem 8.1.1 to use NFAs to efficiently sim-

ulate AFAs with finite minimal combined width. This result parallels Lemma 6.3.1,

which showed that for an m-state AFA A, for some m P N, if uwminpAq ď n for some

constant n, then Opm ` 1qn states are sufficient for an NFA to simulate A.

Theorem 8.1.2. Let A be anm-state AFA, for somem P N, where for some constants

u and e, every string w P LpAq has a pruned computation tree T p such that cwpT pq ď

pu, eq. Then pm ` 1qu ¨ pe ` 1q states are sufficient for an NFA to simulate A.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m P N, and let u, e

be constants. We construct NFA B such that LpBq “ LpAq.

• States and transitions of B are defined from A, as in Theorem 8.1.1.

• A state pp1, . . . , pu, gq is an accepting state if tp1, . . . , puu Ď F Y t#u.

Since there are m ` 1 possible values for the first u elements of the tuple, and e ` 1

possible values for the last element of the tuple, then B has at most pm` 1qu ¨ pe` 1q

states.
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Since every string w P LpAq has an accepting pruned computation tree in A with

at most u leaf nodes labeled by states and at most e cut nodes, then there exists an

accepting computation through B on w.

We can also decide whether or not an AFA’s minimal combined width is bounded

by a specific pair of natural numbers, mirroring the result from Theorem 6.3.3, which

showed the same decidability result for the minimal universal width.

Theorem 8.1.3. Let A be an AFA, and u, e P N. Then it is decidable whether, for

all strings w P LpAq, whether or not there exists an accepting pruned computation

tree T p
A,w, such that cwpT p

A,wq ď pu, eq.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an AFA, and u, e P N. We construct an NFA

B such that LpBq “ LpAq if and only if for each w P LpAq, there exists some pruned

computation tree T p
A,w such that cwpT p

A,wq ď pu, eq.

• States of B are tuples ppq1, x1q, . . . , pqz, xzqq, where, for 1 ď j ď z ď u, the qj’s

are states of A, and the xj’s are non-negative integers at most e. Intuitively,

the states q1, . . . , qz are the states reached in a pruned computation tree of A

up to some point in a computation. The sum of the xj’s represents how many

branches have been pruned across all active branches of the tree by the time

states q1, . . . , qz are reached.

• The start state is the pair ppq0, 0qq.

• Transitions of B simulate transitions of A on all components of the tuple. For a

state of B with z components, for each component pqj, xjq, and each character

c P Σ:
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i) Let δpqj, cq “ tp1, . . . , pℓu for 1 ď j ď z and 1 ď ℓ. (We note that, if

|δpqj, cq| “ 0, then the state ppq1, x1q, . . . , pqz, xzqq has a transition on c

leading to the sink state.)

ii) If qj is existential, in a computation step of B, the pair pqj, xjq is replaced

by ppi, xj ` ℓ ´ 1q, for some 1 ď i ď ℓ. That is, pi is one of the existential

choices of A with the current input symbol c. The xj is changed to xj`ℓ´1

to indicate that, in taking the choice pi, ℓ ´ 1 branches have been pruned

in the computation tree. We note that if xj ` ℓ ´ 1 ą e, that is, if the

number of pruned branches by state pi would exceed e, then this transition

of B is instead undefined.

iii) If qj is universal, then in the computation step of B, the pair pqj, xjq is

replaced by an ℓ pairs pp1, xjq, pp2, 0q, . . . , ppℓ, 0q. To avoid “overcounting”

the pruned branches, only the first pair pp1, xjq inherits the value xj, and

all other pairs in the ℓ-tuple are marked as having 0 pruned branches. We

note that if ℓ ` z ą u, (that is, if the total number of components after

this computation step would exceed u), then this transition of B is instead

undefined.

• A state ppq1, x1q, . . . , pqz, xzqq of B is accepting if tq1, . . . , qzu Ď F . Again, we

point out that we can never reach a tuple with more than u components, or a

tuple where
z

ř

j“1

xj ą e.

• The number of states of B is finite because the number of components in any

state ppq1, x1q, . . . , pqz, xzqq of B is at most u, and there are only |Qe| ` |Qu|

possible values for each qj, and e ` 1 possible values for each xj.
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The NFA B can simulate any pruned computation of A where the number of universal

branches is at most u, and the number of pruned branches is at most e. Thus, if the

minimal combined width of A is upper bounded by pu, eq, then the NFA B has

an accepting computation on any input accepted by A. Conversely, if the minimal

combined width of A is not upper bounded by pu, eq, then there exists a string w such

that, for all puw, ewq P cwminpA,wq, either uw ą u or ew ą e, and this would mean

that the NFA B cannot accept w.

The condition LpAq “ LpBq is decidable, but there is no efficient algorithm for it,

as language equivalence for NFAs is already PSPACE-complete [24].

By Corollary 6.2.11, we know that if the maximal universal width of an m-state

AFA is finite, for some m ě 2, then it is at most 2m´2. Under the assumption

that the maximal universal width of an m-state AFA is finite, then we can use the

construction from Theorem 8.1.3, with 2m´2 as our u value, and decide whether the

minimal existential width of that AFA is bounded by some value e.

Corollary 8.1.4. For an AFA with finite maximal universal width, it is decidable

whether the minimal existential width of A is bounded by e P N.

We also know, by Corollary 7.0.1, that the minimal/maximal existential width of

any AFA A is at most the tree width of A. So then we can also decide, by using the

construction from Theorem 8.1.3, whether the minimal combined width of a finite

tree width AFA is also bounded.

Corollary 8.1.5. Let A be an AFA with finite tree width. Then it is decidable whether

the minimal existential width, or, the minimal combined width of A is bounded.
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It is possible that there is a more efficient way to decide whether the minimal

existential width is bounded, if there exists a construction that does not involve the

minimal/maximal universal width.

Open Problem 8.1.6. For a given AFA A, does there exist a polynomial algorithm

to decide whether A has bounded minimal existential width?

Since unbounded maximal existential width in AFAs can result from structures

different than those causing unbounded tree width in NFAs, we cannot use existing

tree width algorithms without modification. However, in the case that the number of

universal branches is guaranteed to be finite, then we can decide in polynomial time

whether or not the maximal existential width grows unboundedly.

Theorem 8.1.7. Let A be an m-state AFA, for some m P N, such that uwmaxpAq P

Op1q. Then we can decide whether or not ewmaxpAq P Op1q in Opm ¨ |Σ| ¨ |δ|q time.

Proof. Let A “ pQe, Qu,Σ, δ, q0, F q be an m-state AFA, for some m P N, such that

uwmaxpAq P Op1q. Let A1 be the skeleton of A. Then ewmaxpAq P Op1q if and only if

ewmaxpA1q P Op1q. Since A1 is an NFA, then by Corollary 7.1.2 we can decide whether

or not ewmaxpA1q P Op1q in Opm ¨ |Σ| ¨ |δ|q time. So then we can do the same for

ewmaxpAq.

With a more purpose-built algorithm, it is possible that we can decide whether

or not the maximal existential width of an AFA is bounded, even if the maximal

universal width is unbounded. Since we can decide in polynomial time whether the

tree width or maximal universal width of an AFA are bounded, it seems reasonable to

expect a polynomial-time algorithm deciding whether or not the maximal existential

width of an AFA is bounded.
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Conjecture 8.1.8. Let A be an AFA. Then there exists a polynomial-time algorithm

deciding whether or not ewmaxpAq P Op1q.
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Chapter 9

Conclusion

In this thesis, we have studied various width measures for the computations of NFAs

and AFAs. We have furthered the breadth of results for several existing measures,

and have introduced several novel measures, providing an in-depth perspective for

alternating computations with bounded universality and existentiality. Additionally,

we have initiated the study of state complexity trade-offs for NFAs with bounded

path width, and AFAs with bounded tree width.

In Chapter 4, we began our study of computation growth rates by examining

NFAs with finite cycle height. We related the finite cycle height property to poly-

nomially dense regular languages, and gave algorithms deciding whether or not the

cycle height of an NFA is finite, and to compute the exact cycle height of an NFA.

In Chapter 5, we used the characterizations of Weber and Seidl [85] as a starting

point to characterize automata whose tree width or path width grows, respectively,

polynomially or exponentially. Our characterizations showed that the path width has

exponential (respectively, polynomial) growth if and only if the tree width has expo-

nential (respectively, polynomial) growth, and that finite cycle height NFAs have at
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most polynomial tree width and path width. We gave an explicit polynomial algo-

rithm which decides whether or not the tree width is finite, clarifying the claim made

by Palioudakis et al. [67] that there exists a polynomial algorithm to do so. Finally,

we initiated the study of state complexity for finite path width NFAs by showing that

there exist NFAs with finite path width such that any equivalent finite tree width

NFA needs exponentially more states. In Chapter 6 we introduced the minimal and

maximal universal width measures for AFAs. We characterized AFAs having finite

maximal universal width, and showed an exponential upper bound which coincides

with the exponential upper bound for finite tree width NFAs. We also gave polyno-

mial algorithms which decide, for a given AFA, whether or not the tree width and/or

the maximal universal width are finite. Lastly, we initiated the study of state com-

plexity for AFAs with restricted computations by giving a regular language which

can be recognized by a finite tree width AFA with relatively few states, but for which

any equivalent NFA needs exponentially more states. In Chapter 7 we introduced the

minimal and maximal existential width measures for AFAs and NFAs. We showed

that NFAs have finite tree width if and only if they have finite maximal existential

width, and gave a polynomial upper bound for the finite maximal existential width of

an NFA. In contrast, by involving both universal and existential branching, we con-

structed an AFA whose maximal existential width is finite and exponentially larger

than its number of states. In Chapter 8 we put together the measures introduced

in Chapters 6 and 7 by introducing the minimal/maximal combined width measures.

We established a number of decidability results for AFAs with finite minimal and

maximal combined width, paralleling those results in Section 6.3.
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9.1 Future Work

In Chapter 7 we gave conditions necessary for the maximal existential width of an AFA

to be finite. However, the precise characterization of conditions sufficient to cause

unbounded maximal existential width for AFAs remains an open problem. We also

gave conditions sufficient to cause an AFA to have exponential maximal existential

width, or maximal universal width, though in each case the conditions necessary for

exponential growth remains an open problem.

We were able to show that the finite maximal existential width of an NFA is at

most polynomially larger than the number of states, and that there exist AFAs whose

finite maximal existential width is exponentially larger than the number of states, but

in the latter case we were not able to prove an upper bound. Due to the structure of

these AFAs with exponential finite maximal existential width, we believe this result

to be an upper bound, but the problem remains open.

We gave a polynomial algorithm for deciding finiteness of an NFA’s tree width,

and showed that deciding whether an AFA has finite tree width can be reduced to

the problem on NFAs. Since the conditions causing unbounded maximal universal

width are so similar to the conditions causing unbounded tree width, we can decide

finiteness of an AFA’s maximal universal width with the same polynomial efficiency.

For deciding finiteness of an AFA’s maximal existential width, however, we only have

a polynomial-time algorithm in the case that the maximal universal width is also

finite. Since the tree width of an AFA is unbounded if and only if the maximal

universal width or the maximal existential width is unbounded, we believe that there

should be a polynomial algorithm deciding finiteness of maximal existential width

even in the case that the maximal universal width is unbounded.
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In addition to the open problems mentioned above and throughout this thesis, we

relate this work to several existing works and discuss potential future directions.

Tree Width

Palioudakis et al. [67] showed that an m-state tree width k NFA can be simulated

by a tree width h NFA with at most a polynomial blow-up in the number of states,

for any 1 ď h ă k ď m ´ 1. However, it was left open whether there exists a similar

polynomial blow-up for the case wherem ď k ď 2m´2. We know from Section 6.4 that

simulating a finite tree width AFA by an NFA or a DFA can result in an exponential

blow-up of states, but it is possible that simulating an AFA with tree width k by an

AFA with tree width 1 ă h ă k results in a better state complexity trade-off.

Since NFAs with a finite tree width of 1 are are DFAs, then the spectrum result of

Palioudakis et al. [67] also gives at most a polynomial blow-up for the determinization

of a finite tree width NFA. It remains open whether or not the state complexity

blow-up of determinizing a polynomial tree width NFA is better than the standard

exponential blow-up of determinizing an NFA. More generally, we do not have any

state complexity results for simulating a polynomial tree width NFA by a finite tree

width NFA. The state complexity blow-up for determinizing a finite cycle height NFA

is also open, and since finite cycle height NFAs have at most polynomial tree width,

it seems likely that these questions are related to each other. These questions are

motivated by similar results from the literature separating automata with different

amounts of ambiguity. For example, it is known that polynomially ambiguous NFAs

are exponentially separated from general NFAs [31, 56].

We characterized NFAs with exponential tree width and path width by the
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(ECOMP) widget. Naturally, NFAs without the (ECOMP) widget recognize all

regular languages, however, it seems possible that the presence of the two cycles defin-

ing the widget allows for state complexity savings. Are there any regular languages

recognized by an m-state NFA with an (ECOMP) widget such that any equivalent

NFA without an (ECOMP) widget needs more than m states?

Number of Alternations

Geffert [13] showed an exponential state complexity separation between AFAs allowed

to alternate k times and AFAs allowed to alternate k ` 1 times. Since it seems plau-

sible that the polynomial growth of an AFA’s maximal existential width relies on

interleaved (IEW) and (IUW) widgets, it also seems likely that there is a relation-

ship between the number of alternations of an AFA and the degree of the polynomial

bounding the growth rate of its maximal existential width.

Other Width Measures

King [43] studied a number of measures for the computation trees of alternating

Turing machines. Of particular interest is the “visit complexity”, which measures the

largest number of nodes at any level of the computation tree. As King points out, the

tree width (that is, the number of leaves) of any computation tree must be at least

as large as the visit complexity. An interesting direction for future work would be to

study the visit complexity of AFAs . There may also exist relationships between the

visit complexity and the minimal/maximal universal/existential width measures.

163



Bibliography

[1] Ravindra K. Ahuja, Kurt Mehlhorn, James B. Orlin, and Robert Endre Tarjan.

Faster algorithms for the shortest path problem. J. ACM, 37(2):213–223, 1990.

[2] Henrik Björklund and Wim Martens. The tractability frontier for NFA mini-

mization. J. Comput. Syst. Sci., 78(1):198–210, 2012.

[3] Henning Bordihn, Markus Holzer, and Martin Kutrib. Determination of finite

automata accepting subregular languages. Theor. Comput. Sci., 410(35):3209–

3222, 2009.

[4] Janusz A. Brzozowski and Ernst L. Leiss. On equations for regular languages,

finite automata, and sequential networks. Theor. Comput. Sci., 10:19–35, 1980.
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and Carlos Mart́ın-Vide, editors, LATA 2007. Proceedings of the 1st International

Conference on Language and Automata Theory and Applications, volume Report

35/07, pages 261–272. Research Group on Mathematical Linguistics, Universitat

Rovira i Virgili, Tarragona, 2007.

[22] Yo-Sub Han, Arto Salomaa, and Kai Salomaa. Ambiguity, nondeterminism and

state complexity of finite automata. Acta Cybern., 23(1):141–157, 2017.

166



[23] Markus Holzer. On emptiness and counting for alternating finite automata. In

Developments in Language Theory II, At the Crossroads of Mathematics, Com-

puter Science and Biology, Magdeburg, Germany, 17-21 July 1995, pages 88–97,

1995.

[24] Markus Holzer and Martin Kutrib. Descriptional and computational complexity

of finite automata - A survey. Inf. Comput., 209(3):456–470, 2011.

[25] Markus Holzer, Kai Salomaa, and Sheng Yu. On the state complexity of k-entry

deterministic finite automata. J. Autom. Lang. Comb., 6(4):453–466, 2001.

[26] John Hopcroft. An n log n algorithm for minimizing states in a finite automaton.

In Zvi Kohavi and Azaria Paz, editors, Theory of Machines and Computations,

pages 189–196. Academic Press, 1971.

[27] John E. Hopcroft, Rajeev Motwani, and Jeffrey D. Ullman. Introduction to

automata theory, languages, and computation, 3rd Edition. Pearson international

edition. Addison-Wesley, 2007.
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