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Abstract 

Patterns of non-random species association (co-occurrence), which are common, are 

frequently used as an indicator of the processes responsible for shaping ecological 

communities. While a great deal of effort has gone into developing and evaluating the 

statistical methods used to detect non-random patterns of association, and the metrics 

used to quantify the patterns, questions remain about their performance. First, there has 

been no comparison or statistical evaluation of the tests of pairwise association (versus 

community-level assessments of association). Second, the metrics used to quantify 

association have not been evaluated independently of statistical tests. And third, 

evaluations of the community-level null models have focused exclusively on patterns of 

negative association and on matrices with log-normal species incidence distributions. As 

a result, it is unclear how well the null models perform when patterns of association are 

positive or when the underlying incidence distribution is not log-normal. 

I conducted three sets of simulation studies to address these three questions, 

finding that 1) the choice of statistical method, whether pairwise or community-level null 

model, has a significant impact on the detection of association patterns; 2) the underlying 

species incidence distribution contributes significantly to the ability of the null models to 

detect non-random patterns in community-level matrices; and 3) using raw association 

metrics, and specifically the sCoE metric developed as part of this thesis, provides further 

insights into community structure allowing for comparisons of association strength over 

time or between communities. 
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By addressing these three questions, I not only provide clear guidance for 

improving the detection of non-random patterns in both community presence-absence 

matrices and between pairs of species but also provide an intuitive method for evaluating, 

comparing, and gaining new insights into species associations within ecological 

communities.  
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Chapter 1 

General introduction 

A note on language 

Throughout this thesis and the chapters herein I often refer to patterns of species co-

occurrence or species associations. I do not distinguish between these two terms and treat 

them as equivalents, switching between terms to avoid repetition and awkward wording. 

When referencing other work, I try to use the same language as the referenced work for 

consistency. In any case, I am simply referring to the idea that the species under 

consideration either occur in the same sample or they do not. For example, species of 

bacteria that occur, grow and thrive in the same test tube are considered to co-occur or to 

be associated. However, because we are also interested in patterns of species that do not 

occur together, or that are not associated, additional words come into play that allow for 

the distinction between the two types of patterns. Specifically, positive, negative, 

aggregated and segregated and their variants. In general terms, species co-occurrence and 

species associations are blanket terms for both co-occurring and non-co-occurring 

species. This language is used when talking about all patterns regardless of ‘direction’. 

Specific patterns of occurrence or association are differentiated as: positive co-

occurrence, positive association and aggregation for species that occur together; and 

negative co-occurrence, negative association and segregation for species that do not occur 

together. 
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Background 

Species associations as an indicator of community structuring processes 

While stochastic processes are important in structuring ecological communities (Hubbell 

2001, 2005, Rosindell et al. 2011, Helsen et al. 2012), deterministic (non-stochastic) 

processes have received the most attention with patterns of species association providing 

the clues required to elucidate underlying mechanisms of community assembly. As such, 

the ability to recognize and quantify patterns of non-random species association is critical 

to ecology. In a review of co-occurrence studies, Götzenberger et al. (2012) found that 

non-random patterns occurred 41% of the time, and 29% of those indicated biotic factors 

were important, and 71% were linked to abiotic factors. Patterns of association are 

frequently used to infer or gauge the existence of species interactions, and in turn, how 

these interactions structure various attributes of communities in addition to co-occurrence 

patterns (e.g., species richness, abundance, and distribution). 

The insights gained from the discovery of non-random patterns and the causative 

processes not only advances our overall understanding of community ecology, but can 

also inform habitat restoration efforts, predict community responses to changing 

environments, aid in the prevention and control of invasive species, and improve the 

management and conservation of existing communities. 

Several ecological processes have been linked to patterns of association with 

some processes expected to result in patterns of negative association and others leading to 

patterns of positive association. Patterns of negative association are often linked to 

competitive interactions and environmental filtering; however, predation, ecological drift, 
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and dispersal have also been associated with patterns of negative association. For 

example, several studies found competitive interactions to be important in shaping 

communities (Diamond 1975, Schluter 1994, Gotelli and McCabe 2002, Bonin et al. 

2015). Competition is expected to result in patterns of negative association consistent 

with Gause’s “competitive exclusion principle” (Gause 1932). According to Gause’s 

principle, if two species compete for the same resource or occupy the same ecological 

niche, the stronger competitor will outcompete the weaker competitor, leading to the 

removal or exclusion of the weaker competitor. However, competition is not the only 

process that can lead to segregation among species. Environmental heterogeneity has also 

been shown to result in patterns of negative association among species (Bell 2001, Choler 

et al. 2001, Callaway et al. 2002, Dullinger et al. 2007, Reitalu et al. 2008, Heino 2013, 

Bar-Massada 2015, Zbinden 2021). Environmental heterogeneity, or the natural variation 

of abiotic factors between presumably homogenous samples, may be sufficient to exclude 

species without competition playing a role. In this case negative patterns are linked to 

species sorting or niche differentiation (e.g., Davies et al. 2009, Allen et al. 2011, Özkan 

et al. 2013, Heino et al. 2015). Similarly, predator-prey / parasite-host and other 

antagonistic interactions have also been linked to patterns of negative association. For 

example, Holt (1977) gives an example of the arctic hare (Lepus arcticus) and snowshoe 

hare (Lepus americanus) in Newfoundland as a case in point. Before the snowshoe hare 

was introduced, the arctic hare was present in both the tundra and wooded areas of 

Newfoundland and Labrador. After the introduction of the snowshoe hare the artic hare 

reduced its habitat to the boulder fields of the tundra. Initially, it appeared that the change 
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in occurrence was the result of competitive interactions (exclusion); however, it was later 

determined to be apparent competition, resulting from predation by red fox (Vulpes 

vulpes). In forested habitats the arctic hare was more susceptible to red fox predation than 

the snowshoe hare as fox numbers increased, resulting in the extirpation of arctic hares in 

forested habitats (Holt and Bonsall 2017). 

While patterns of negative association originating from biotic and abiotic factors 

are of interest, it is important to also consider the role of stochastic processes in 

structuring communities. For example, in a mesocosm study investigating dispersal on 

zooplankton community structure, Schamp et al. (2015) found that different levels of 

dispersal lead to different co-occurrence patterns. The lowest-dispersal treatment resulted 

in neutral patterns of association while, higher dispersal tended to result in an increase in 

negative association; however, patterns became less common at the highest level of 

dispersal. As such, processes such as dispersal limitation and historical contingencies 

(Gilpin and Diamond 1982, Blois et al. 2014, Schamp et al. 2015), as well as neutral 

dynamics such as ecological drift (Hubbell 2001, Ulrich 2004, Hubbell 2005, Bell 2005, 

Vellend 2010) can also lead to patterns of negative association within communities. 

While the focus in ecology in recent decades has been on negative patterns of 

association, patterns of positive association are equally informative. As with negative 

association, multiple processes have been shown to result in positive association. 

Intuitively, positive interactions such as facilitation and mutualism are expected to lead to 

positive patterns of association, and both have been shown to play important roles in 

structuring communities (Bronstein 1994, Callaway 1995, Callaway and Walker 1997, 
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Stachowicz 2001, Callaway et al. 2002, Dullinger et al. 2007, Peoples and Frimpong 

2016, Picot et al. 2019). Additionally, dispersal has been linked to negative association, 

through dispersal limitation, but also to patterns of positive association (Cottenie et al. 

2003, Gray and Arnott 2012, Heino 2013, Abbey-Lee et al. 2013, Schamp et al. 2015, 

Heino et al. 2015, Ulrich et al. 2017) through mass effects or source-sink dynamics, 

where species incidences are maintained despite unsuitable habitat conditions or 

competitive interactions. 

In addition to partitioning resources spatially (environmental heterogeneity and 

niche partitioning), species can also partition resource use temporally, allowing for 

coexistence (Chesson 2000, Mathias and Chesson 2013, Shimadzu et al. 2013, Tonkin et 

al. 2017, Tredennick et al. 2017, Jensen et al. 2019, McMeans et al. 2020). As with 

patterns of negative association, stochastic processes can also lead to patterns of positive 

association (Hubbell 2001, Ulrich 2004, Hubbell 2005, Bell 2005).  

 It is clear that many processes lead to patterns of association, either positive or 

negative, and as a result there is a significant challenge in determining which processes 

principally govern association patterns. Identifying and differentiating between random 

and non-random patterns requires two key elements. The first is a method of quantifying 

patterns in community data (typically species presence-absence matrices), and the second 

is to be able to use these patterns to differentiate between random and non-random 

patterns, either at the community-level, or between subsets of species within a 

community. Quantifying patterns requires a ‘metric’ (or metrics) that accurately and 

intuitively capture(s) positive and negative association. Differentiating between random 
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and non-random pattern requires robust statistical methods. A great deal of effort has 

gone into investigating approaches for the detection of significant (non-random) patterns 

of association (Diamond 1975, Connor and Simberloff 1979, Diamond and Gilpin 1982, 

Gilpin and Diamond 1982, Connor and Simberloff 1983, Colwell and Winkler 1984, 

Stone and Roberts 1990, 1992, Weiher and Keddy 1995, Gotelli and Graves 1996, 

Brualdi and Sanderson 1999, Weiher and Keddy 2001), which has led to the use of null 

modelling approaches as the predominant statistical method for detection. One 

shortcoming of these works is that they have typically focused on patterns of negative 

association in communities with positive associations largely being ignored. 

Additionally, variation in the underlying patterns of species incidence have generally 

been ignored but have tended to focus on the analyses of matrices with log-normal 

species incidence distributions. As a result, not only is it unclear if the null models and 

metrics are able to accurately capture non-random patterns of positive association, but it 

is also unclear if the underlying species incidence distribution influences the ability of the 

null models to detect pattern. Furthermore, the metrics most often used with the null 

models to quantify patterns of association have focused on negative patterns and have 

been poorly tested for their ability to truly capture the pattern intended. Most metrics 

have been derived from theoretical expectations with no comparative evaluation of the 

metrics, or rigorous evaluation of their ability to capture patterns of association along the 

full gradient of positive to negative association. As a result, it is unclear if we can reliably 

detect patterns of association let alone infer process.  
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A brief history of research on species associations 

Since the days of Darwin, ecologists, biologists, and mathematicians have been 

confounded by both the coexistence, or lack thereof, of species with similar ecological 

niches (see Gauze 1934, DeBach 1966, Pielou and Pielou 1967 and the discussions 

therein). The challenge is not in observing the patterns, but instead in determining if the 

patterns are the result of random processes, or non-random processes. For example, non-

random processes would be species-by-environment interactions (abiotic), or species-by-

species interactions (biotic) leading to predictable outcomes in terms of community 

structure. As such, the patterns of interest to ecologists tend to be non-random patterns of 

association that may be linked to biotic interactions (e.g., competition, predation, 

facilitation), or abiotic interactions (e.g., environmental filtering, climate change).  

The desire to quantify patterns of association goes back at least as far as Elton 

(1946) and Cole (1949). Initially, testing for patterns of association between pairs of 

species was relatively straight forward, consisting of 2 × 2 contingency tables and a χ2 

test to determine if observed co-occurrences differed from expected frequencies under the 

null distribution (e.g., Pielou and Pielou 1967). The desire to evaluate association patterns 

between samples with more than two species led to the development of alternative 

methods (Pielou and Pielou 1967) but these were restricted to relatively abundant species 

while rare species were excluded because they failed to meet the requirements of the 

analysis (Pielou and Pielou 1967). Limitations of the tests led to new methods that 

allowed for the inclusion of rare species in the community-level assessments of 

association (Pielou and Pielou 1968) but were limited in the number of comparisons that 
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could be made. That is, it was not computationally feasible to consider large cohorts of 

species (Pielou and Pielou 1968). 

A decade later, in the mid to late 1970s, there was renewed interest in the methods 

of analysing communities for patterns of association. The main incentive coming from 

the work of Jared Diamond and his investigation of the community structure of the birds 

of Vanuatu, an archipelago in the southwestern Pacific Ocean (Diamond 1975). 

Diamond’s survey of the avifauna and subsequent analysis of co-occurrence patterns led 

him to conclude that there existed a set of “assembly rules” that dictated which 

combinations of species could co-exist and which combinations could not (Diamond 

1975). These findings led to a great deal of debate in the literature that followed two main 

themes. The first theme was about the importance of competition in structuring 

communities, and the second was a criticism of his analysis. The main criticism of his 

analysis was the argument that he lacked sound statistical methods to make such 

conclusions. It was argued that the patterns Diamond observed were no different from 

what might be expected by random chance (Connor and Simberloff 1979). The outcome 

of the debate and discussion that took place over the subsequent ten to fifteen years was 

the development of statistical tools and metrics aimed at evaluating communities for non-

random patterns of negative co-occurrence (Diamond 1975, Connor and Simberloff 1979, 

Diamond and Gilpin 1982, Gilpin and Diamond 1982, Connor and Simberloff 1983, 

Colwell and Winkler 1984, Stone and Roberts 1990, 1992, Weiher and Keddy 1995, 

Gotelli and Graves 1996, Brualdi and Sanderson 1999, Weiher and Keddy 2001). It was 

not until 1996 with the publishing of Null Models in Ecology (Gotelli and Graves 1996), 
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which was then followed by the seminal benchmarking analyses of the null models 

(Gotelli 2000), that debate subsided. Gotelli’s benchmarking clearly demonstrated the 

utility of null models for non-random pattern detection in community-level presence-

absence matrices. Although the community-level null models have become an accepted 

tool for pattern detection, there is still ongoing discussion about their statistical properties 

(Fayle and Manica 2010, 2011, Gotelli and Ulrich 2011, Chalmandrier et al. 2013, 

Lavender et al. 2016, Molina and Stone 2020); however, many researchers have used and 

continue to use the findings from Gotelli’s work to guide their choice of null model 

(Schamp et al. 2015, López et al. 2016, Giam and Olden 2016, Groussin et al. 2017, 

Ribeiro et al. 2018, Püttker et al. 2019, Plowman et al. 2019, Ramos et al. 2019). Both 

null models and metrics of species association still need to be reviewed and rigorously 

evaluated in an equivalent manner to reveal their strengths and weaknesses.  

Null models 

Null models differ from standard statistical approaches in that they allow for data that do 

not assume a clearly defined underlying distribution such as the Normal, Chi-squared, 

Poisson, or F distributions. These well described distributions are understood from a 

mathematical and probabilistic perspective allowing for rather elegant hypothesis testing. 

Null models, on the other hand, generate their own distributions by randomising observed 

sample data to produce the full range of theoretical patterns for the given dataset. A 

formal definition of an ecological null model is provided by Gotelli and is defined as: 
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“a pattern-generating model that is based on randomization of 

ecological data or random sampling from a known or imagined 

distribution. The null model is designed with respect to some ecological 

or evolutionary process of interest. Certain elements of the data are 

held constant, and others are allowed to vary stochastically to create 

new assemblage patterns. The randomization is designed to produce a 

pattern that would be expected in the absence of a particular ecological 

mechanism.” (Gotelli and Graves 1996 p. 4) 

In general, null models consist of two components. The randomisation algorithm 

and the test statistic. For tests of species association, the test statistic is a metric of 

association and the randomisation algorithm either shuffles species incidences within the 

presence-absence matrix, or randomly fills an empty presence-absence matrix, based on 

constraints. The constraints of the various null model algorithms used for association 

tests are discussed below. Regardless of the algorithm used, however, the randomisation 

is repeated thousands of times to build a distribution of theoretically possible matrices. 

The metric(s) of association are used to quantify the pattern of interest in each of the 

matrices in the null distribution (e.g., number of co-occurrences), thus also creating a null 

distribution of metric values.  

As mentioned above, one of the key aspects or assumptions of the null models is 

that the randomisation process has some set of constraints imposed on it. The constraints 

are supposed to result in the distribution of patterns that are possible when a particular 

process (or interaction) is not operating. For example, the most commonly used null 
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model, the fixed-fixed or SIM9 null model, holds row and column totals constant for the 

given presence-absence matrix, where each row is a species, and each column is a sample 

The theory or justification behind the SIM9 algorithm is (Connor and Simberloff 1979): 

i. For each sample, there is a fixed number of species that can occur, 

specifically, the number that are observed. 

ii. For each species, there is a fixed number of samples that it will occur in, 

specifically, the number that are observed. 

This means that a sample that has two species will always have exactly two 

species regardless of which species. Likewise, each species will always be incident in the 

same number of samples as it was observed. The SIM9 (Gotelli 2000) algorithm controls 

for species-area effects as you might find under a colonisation model, as might be 

expected with classic Island Biogeography Theory (MacArthur and Wilson 1967, Connor 

and Simberloff 1979). That is, a smaller island may only be able to support two species 

versus a larger one, which may support many species. Additionally, the frequency of 

species colonizing, and their resulting incidences will be constant due to their source 

abundance and mobility. Holding the row and column totals constant allows the shuffling 

algorithm to create null matrices based on those assumptions, thus controlling for 

differences in carrying capacity between islands and species colonization rates. 

There is no limit to the complexity of algorithms for generating null distributions 

and they can range from very simple to very complex; however, overly complex 

algorithms can be both hard to implement without error, and difficult to interpret. 

Additionally, overly complex models may be restricted to a specific study system and not 
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generally applicable across a broad range of systems. As such, we focus on a relatively 

simple suite of null models that are, in theory, broadly applicable to many study systems 

(Gotelli 2000). The simplest null model is the SIM1 algorithm (Gotelli 2000), which 

generates a distribution of matrices where all species are equally likely to occur in any of 

the samples. There are no underlying biotic or abiotic interactions that need to be 

controlled for (Table 1.1). An example of this would be an experimental study where 

samples are identical (e.g., test tubes, mesocosms, common-garden experiments).  

The relatively simple null model algorithms presented in Table 1.1 allow for the 

generation of a range of null distributions, from models with minimal constraints (SIM1; 

Gotelli 2000) to highly constrained models (SIM9; Gotelli 2000). Constraints are 

determined based on whether the rows and / or columns of the null matrices are treated to 

be fixed sums, equiprobable, or proportional. For the SIM1 algorithm, both row and 

column incidences are considered to be equiprobable, meaning that each cell of the 

matrix has equal probability of containing a species incidence. For the SIM9 algorithm, 

both row and column totals are fixed so that both sample richness and species incidence 

stay constant. The nine null models included in this thesis account for all combinations of 

the three row and column constraints (fixed sum, equiprobable, or proportional). Table 

1.1 summarises the constraints of each null model algorithm and is adapted from Gotelli 

(2000). 

Table 1.1 Summary of null model algorithms. The ‘Type’ indicates the method of 

randomizing the matrix: Shuffle indicates that incidences are reshuffled along rows, 

columns, or both; ‘Fill’ indicates that a weighted random number generator was used to 
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determine if a cell contained a 1 (occurrence) or 0 (no occurrence); and ‘Swap’ indicates 

a transposition (exchanging a 0 for 1 and 1 for 0 between a species pair). The probability 

of species incidence shows the probability of a species being incident a given cell. 

Null model Description 

SIM1 All species and sites are equiprobable. Classic randomization test in 

which all matrix rearrangements are equally likely. 

Type: Shuffle 

Probability of species incidence: 1/RC  

SIM2 Species incidence totals fixed. All sites are equiprobable. 

Type: Shuffle 

Probability of species incidence: 1/C  

SIM3 All species are equiprobable. Species number per site fixed  

Type: Shuffle 

Probability of species incidence: 1/R 

SIM4 Species incidence totals fixed. Probabilities of occurrence in sites 

proportional to observed species richness / site. 

Type: Fill 

Probability of species incidence: Tj / N 
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Null model Description 

SIM5 Species richness/site fixed. Probabilities of occurrence of species 

proportional to observed species occurrence frequencies.  

Type: Fill 

Probability of species incidence: Si / N 

SIM6 All species are equiprobable. Sites differ in suitability. Probabilities 

of occurrence in sites proportional to observed species richness / site.  

Type: Fill 

Probability of species incidence: Tj / NR 

SIM7 All sites are equiprobable. Species differ in occurrence. Probabilities 

of occurrence of species proportional to observed species occurrence 

frequencies.  

Type: Fill 

Probability of species incidence: Si / NC 

SIM8 Both species and sites differ in suitability. Probabilities of 

occurrence are conditional on both site and species marginal totals.  

Type: Fill 

Probability of species incidence: SiTj / N2 
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Null model Description 

SIM9 Cannot be simulated by filling an empty matrix. Row and column 

sums simultaneously maintained. Degenerate matrices not possible.  

Type: Swap 

Probability of species incidence: NA 

Note: Adapted from (Gotelli 2000). N = matrix total, R = number of rows, Si = total for 

row i; C = number of columns; Tj = total for column j.  

Metrics of association 

While the null models randomise species incidences to generate a null distribution of 

patterns, they do not actually quantify the pattern. Quantification of the pattern is 

achieved by using a metric appropriate for the pattern of interest. For example, patterns of 

negative association are often quantified using the C-Score metric (Stone and Roberts 

1990) which measures negative associations by calculating the average number of 

pairwise checkerboards in a presence-absence matrix. The checkboard pattern is an 

intuitive metric derived from a pattern of negative association which is most easily 

visualised as a two-by-two incidence matrix when species are not incident with one 

another producing a checkerboard pattern:  

 

Although the metrics of association are a key component of null model analysis, 

they have received only cursory consideration. Though several commonly used metrics of 

1 0
0 1
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association have received some attention, it has been in the context of the null models 

(Ulrich and Gotelli 2012), and has focused primarily on patterns of negative association 

(Gotelli 2000). That is, it is not clear how well each of the metrics capture changes in 

association between pairs of species. While the null models may generate an appropriate 

null distribution of association matrices, the metrics may not be capturing the patterns of 

interest. In addition to this, new metrics of association have been developed since the 

initial benchmarking of the null models (Kikvidze et al. 2005), and several previously 

existing metrics have not been evaluated, either in the context of null models, or on their 

own. While the metrics themselves are most often tethered to the null models, a better 

understanding of how each of the metrics performs under changing patterns of 

association will allow us to then apply that knowledge in the null models. Additionally, 

the metrics on their own, without the use of null models, quantify the patterns within 

presence-absence matrices and as such are valuable for quantifying changes in 

association pattern independently of the null models. 

Each of the metrics considered can be classified based on the pattern they 

quantify (i.e., positive, negative, or the full range of association patterns), and the way the 

metric calculation is carried out (i.e., the mean of all pairwise associations, an aggregate 

measure of all pairwise associations, or a holistic community measure). The designation 

of the pattern type is determined from the original intent of the metric. For example, the 

C-Score metric directly targets negative associations (Diamond 1975, Stone and Roberts 

1990). Although it may also quantify positive associations, there is no confirmation that 

this is the case and the metric does not clearly differentiate between positive or negative 
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associations. This lack of verification of the pattern quantified is true of all the metrics 

considered whether they are intended to quantify positive or negative association, and as 

a result it is unclear if any single metric can capture the full spectrum of associations 

from maximal negative to maximal positive association. 

In addition to the pattern quantified, the type of calculation may influence how 

well each metric quantifies association. For example, metrics based on the mean value of 

all pairwise comparisons may be sensitive to skewed species incidence distributions, with 

only a few species having a disproportionate influence on the metric value. Species that 

are rare or abundant may have greater influence on the metric value than species that are 

intermediately incident making the metrics dependant on the species incidence 

distribution of the matrix. Metrics that quantify association holistically, i.e., at the 

community-level, may better represent the overall pattern within a community. Mean or 

aggregate values obtained from all pairwise comparisons quantify pairwise associations; 

however, community-level metrics may better capture higher order interactions within 

the community by simultaneously considering all species interactions together i.e., all 

species interacting at once versus species interacting in a pairwise manner. Each of 16 

metrics commonly found in the literature and that are evaluated in this thesis are 

summarised in Table 1.2. 

Table 1.2 Summary of metrics of association explored as part of this study. Metrics 

are listed alphabetically by the identifier used throughout the chapters. 
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Index 

(identifier) 

Description (source) Type Pattern 

quantified 

Discrepanc

y (BR) 

The number of shifts to produce a 

perfectly nested matrix (Brualdi and 

Sanderson 1999). 

There is no clear mathematical 

notation for BR 

Community Nestedness 

Whittaker’s 

beta 

(betaW) 

The total species diversity divided 

by the average species diversity of 

the samples (Whittaker 1960). 

!!
∑!" #$

 

Aggregate 

pairwise 

Similarity 

Sorensen’s 

multiple-

site 

dissimilarit

y (betaSor) 

The mean number of unique species 

per pair of samples. Modified from 

Baselga (2010). 

%∑ &"#"$# ' + %∑ &#""$# '
2[∑ !" − !!" ] + %∑ &"#"$# ' + %∑ &#""$# ' 

Aggregate 

pairwise 

Dissimilarity 
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Index 

(identifier) 

Description (source) Type Pattern 

quantified 

Simpson’s 

multiple-

site 

dissimilarit

y (betaSim) 

The mean minimum number of 

unique species per pair of samples – 

mean spatial turnover. (Baselga 

2010) 

%∑ min0&"# , &#"2"$# '
[∑ !" − !!" ] + %∑ min0&"# , &#"2"$# ' 

Aggregate 

pairwise 

Dissimilarity 

Nestedness-

resultant 

multiple-

site 

dissimilarit

y (betaNes) 

Modified from Baselga (2010) 

%∑ max0&"# , &#"2"$# ' − %∑ min0&"# , &#"2"$# '
2[∑ !" − !!" ] + %∑ &"#"$# ' + %∑ &#""$# '

× ∑ !" − !!"
[∑ !" − !!" ] + %∑ min0&"# , &#"2"$# ' 

Aggregate 

pairwise 

Dissimilarity 

Clump Average number of 2 × 2 

submatrices with perfect positive co-

occurrence per species pair per 

sample pair (Ulrich and Gotelli 

2013). 

4∑!"#%
7#(7 − 1)(# − 1) 

Mean pairwise Positive 



 

 

 20 

Index 

(identifier) 

Description (source) Type Pattern 

quantified 

Checkerboa

rd score 

(cScore) 

Average number of checkerboard 

patterns per species pair (Gotelli 

2000) 

2∑0;" − !"#2 0;# − !"#2
#(# − 1)  

Mean pairwise Negative 

CHECKER 

(CHECKE

R) 

Count of perfectly negatively co-

occurring species pairs (Diamond 

1975)  

<[(!"# > 0 → 0) @AB@	(!"# = 0

→ 1)] 

Aggregate 

pairwise 

Negative 

COMBO 

(COMBO) 

Total number of unique species 

combinations within sites (Pielou 

and Pielou 1968) 

There is no mathematical notation 

for COMBO 

Community Unique Positive 
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Index 

(identifier) 

Description (source) Type Pattern 

quantified 

Normalized 

Checkerboa

rd score 

(cScoreN) 

Average number of checkerboards 

per species pair per sample pair 

(Ulrich and Gotelli 2012) 

4∑0;" − !"#2 0;# − !"#2
7#(7 − 1)(# − 1)  

Mean pairwise Negative 

Net 

Covariance 

(netCo) 

Sum of covariance values for all 

species pairs (Kikvidze et al. 2005) 

E1#∑(#" − #F&)%G − E∑ HE
7"
# G E1 −

7"
# GIG

2  

Community Negative / 

Positive 

Nestedness 

metric 

based on 

Overlap 

and 

Decreasing 

Fill 

(NODF) 

The mean of the mean row-wise and 

mean column-wise nestedness of an 

ordered matrix (Neto et al. 2008).  

∑J'(")*+
K#(# − 1)2 L + K7(7 − 1)

2 L
 

 

Mean pairwise Nestedness 
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Index 

(identifier) 

Description (source) Type Pattern 

quantified 

Scaled Co-

Evenness 

(sCoE) 

Co-Evenness scaled between 0 and 1 

where 0 is maximum possible 

positive association and 1 is 

maximum possible negative 

association for the focal matrix and 

its given sample number and 

frequency of occurrence of each 

species. 

−2 MNO − MNO,"-
MNO,(& − MNO,"- − 1 

Community Negative / 

Positive 

S (sScore) Mean number of shared incidences 

by a species pair (Stone and Roberts 

1992) 

2∑!"#
#(# − 1) 

Mean pairwise Positive 
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Index 

(identifier) 

Description (source) Type Pattern 

quantified 

Togetherne

ss score 

(tScore) 

Count of non-checkerboard patterns 

(shared occurrence and shared 

absence) (Stone and Roberts 1992) 

2∑!"#0# − ;" − ;# + !"#2
#(# − 1)  

Mean pairwise Positive 

Variance 

ratio 

(vRatio) 

Variance ratio (Schluter 1984) 

1
#∑(#" − #F&)%

∑ HE7"# G E1 −
7"# GI

 

Community Negative / 

Positive 

7 = number of species (rows) 

7" = total number of incidences for the ith species 

# = number of samples (columns) 

#" = total number of incidences in the ith sample 

#F& = the mean number of incidences across all samples 

P" = the proportion of incidences of the ith species 

!"# = the number of samples that the ith and jth species are both incident in  

;" = the total number of incidences of the ith species (row total) 

Q. = the total number of incidences of the jth species (row total) 

MNO,"- = CoE when the matrix is maximally positively associated (minimally even) 

MNO,(& = CoE when the matrix is maximally negatively associated (maximally even) 

J'(")*+ = degree of paired nestedness 



 

 

 24 

!" = total number of species in sample i 

!! = total number of species in samples i and j 

&"# = the number of species exclusive to sample i compared to j 

&#" = the number of species exclusive to sample j compared to i 

 

Community-level versus pairwise analyses 

Presence-absence matrices allow for the evaluation of association patterns at several 

different levels. At one end of the spectrum, the strength of association can be quantified 

at the community-level and at the other end between specific pairs of species. At the 

community-level, it is the overall or predominant pattern that is assessed. In some cases, 

as previously mentioned (Table 1.2) this is simply the average metric value calculated for 

all pairwise combinations of species within the community (e.g., cScoreN), in others it is 

a holistic community-level metric (vRatio). While the community-level null models 

provide an idea of the predominant pattern within communities, they fail to provide the 

details about how individual species pairs are associated. For example, while the 

predominant pattern may be one of positive association, some species pairs may be 

neutrally associated and others negatively associated, despite the overarching pattern. 

This information is lost in the community-level analysis. To regain access to the pairwise 

relationships Sfenthourakis et al. (2004, 2006) adapted the community-level null model 

approach to assess pairwise associations. Since then, additional methods of detecting 

pairwise patterns of association have also been developed (Gotelli and Ulrich 2010, 

Araújo et al. 2011, Veech 2013, 2014, Cazelles et al. 2016). 
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These pairwise methods, unlike the community-level null models, have not 

undergone a comparative benchmark analysis. As a result, it is unclear if any one method 

is better at detecting patterns between pairs of species, what the statistical properties of 

each of the methods are in terms of type I and type II error rates (false positive and false 

negative detection respectively), or how susceptible they are to background noise. As 

such, there is no clear choice of method to use, or yardstick for interpretation of the 

results. 

Thesis objectives 

The goal of this thesis is to improve our understanding of the processes that shape 

ecological communities which in turn will allow researchers to select the best methods 

for making predictions about processes governing association patterns in ecological 

communities. Our ability to detect and differentiate between patterns of association 

within communities and between groups of species is key. Specifically, we need to be 

able to determine if the patterns we observe are the result of random, stochastic 

processes, or non-random, predictable processes. Additionally, differentiating between 

patterns that are negative, positive, and neutral can enhance our understanding of 

ecological community structure and help infer the underlying mechanisms responsible for 

that structure. While the goal of this thesis is to improve our understanding of community 

structuring processes, the focus is on evaluating the methods used to both detect and 

quantify patterns of association. 
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Thesis overview 

Chapter Two investigates the methods used to detect non-random patterns of association 

between pairs of species. While several methods exist to evaluate pairs of species for 

significant (non-random) patterns of association, no comparison between methods has 

been conducted. As such it is unclear how well the pairwise methods perform at detecting 

non-random patterns of association, how sensitive they are to ‘noise’ in the patterns, and 

which, if any are superior. To evaluate the performance of the pairwise methods, I used 

synthetic presence-absence matrices of different dimension (number of species and 

number of samples). Patterns of association between individual pairs of species where 

maximized and each of the methods was used to test for non-random pattern between the 

species pairs (Lavender et al. 2019). These tests were conducted for patterns of both 

positive and negative association. Additionally, patterns between pairs of species were 

eroded (background noise was added) in a stepwise manner to determine how much 

‘noise’ each of the methods could tolerate before failing to detect non-random patterns of 

association. 

Chapter Three builds on the work of Lavender et al (2016) and the findings of 

Chapter Two, both of which find that current methods of detecting patterns of 

association, either between pairs of species or at the community-level, are more likely to 

overlook non-random patterns than they are to detect them. Chapter Three explores the 

possibility that the metrics used to quantify patterns of association may not be 

quantifying patterns of association adequately or consistently across the full range of 

positive to negative association. To investigate this, we develop a method of 
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incrementally changing patterns of association with matrices. This allows us to determine 

how well a suite of commonly used metrics of association are able to track changes in 

association with community-level matrices. Additionally, we develop and evaluate a new 

metric of association, sCoE, that resolves several limitations of the currently available 

metrics. Specifically, sCoE allows for the comparison of association strength between 

matrices of different dimension, thus allowing for comparison of association over time or 

between different communities. Furthermore, we present the case that metrics of 

association can be used to quantify patterns of association directly without the need of 

null models. 

Chapter Four returns to the community-level null models to incorporate what was 

learned about the metrics of association in Chapter Three. In addition to the knowledge 

gained from Chapter Three, Chapter Four also explores the performance of the null 

models, taking into account the underlying species incidence pattern, and the direction of 

association pattern. That is, previous work has focused on evaluating null model 

performance in communities with log-normally distributed species incidence patterns. 

This despite the fact that patterns of incidence along a continuum from one extreme 

(geometric series) to the other (broken stick) have been shown to occur within ecological 

communities (Tokeshi 1993, Magurran 2004). Similarly, previous benchmarking of the 

null models has focused on metrics intended to quantify patterns of negative association, 

ignoring patterns of positive association. In our evaluation we include metrics of positive 

association, negative association, or both; as well as metrics that have not previously 

been evaluated, including the sCoE metric from Chapter Three. 
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In addition to Chapters Two, Three, and Four, Appendix D contains a draft 

manuscript that was not sufficiently far along to be included as a full Chapter. It has, 

however, been included in the appendices for completeness and incorporates what was 

learned from the previous Chapters to a long-term zooplankton taxonomic dataset 

(chronosequence) from the Muskoka region of Ontario, Canada. Appendix D expands on 

the case study of Chapter Three by incorporating pairwise and community-level analyses, 

as well as utilizing the raw metrics of association. Additionally, it integrates several 

abiotic variables from the study lakes in an effort to determine the significant processes 

structuring communities within the study system. 
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Chapter 2 

A comparative evaluation of five common pairwise tests of species 

association 

Lavender, T. M., Schamp, B. S., Arnott, S. E., & Rusak, J. A. 
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Abstract 

Researchers have long viewed patterns of species association as key to understanding the 

processes that structure communities. Community-level tests of species association have 

received the most attention; however, pairwise species associations may offer greater 

opportunity for linking patterns to specific mechanisms. Although several tests of 

pairwise association have been developed, there remain gaps in our understanding of 

their performance. Consequently, it is unclear whether these methods reliably detect 

patterns of association, or if any one method is superior. We maximized association 

patterns for single species pairs in synthetic community matrices and examined how 

accurately five pairwise association tests found that pair, while not finding others (i.e. 

type I and II error rates). All tests are more likely to miss patterns of association than to 

falsely detect them. When we maximized association for a species pair that included one 

or more rare or common species, tests were frequently unable to identify that pair as 

significantly associated. Consequently, these tests are best suited for identifying 

significant associations between pairs of species that occur in an intermediate number of 

samples; for such pairs, three of the five tests considered here detected 100% of the pairs 

for which we maximized associations.  

Introduction 

The ability to reliably detect and quantify significant associations between species - also 

called co-occurrence patterns - represents an important step towards determining how 

species interact, how their spatial distributions are influenced by changes in biotic and 

abiotic factors, and how these processes ultimately shape communities (Keddy 2001). 
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Several methods have been developed to identify significant association patterns between 

pairs of species (Sfenthourakis et al. 2004, Gotelli and Ulrich 2010, Araújo et al. 2011a, 

Veech 2013, Cazelles et al. 2016) and to overcome some of the statistical challenges 

associated with running multiple pairwise tests (Sfenthourakis et al. 2004, Gotelli and 

Ulrich 2010). However, the pairwise methods have not received the same level of 

scrutiny as the community level co-occurrence tests (Gotelli and Ulrich 2010, Fayle and 

Manica 2010, Lavender et al. 2016). While some of the authors of pairwise tests 

evaluated the performance of their methods, e.g., Veech (2013), Gotelli and Ulrich 

(2010), and Sfenthourakis et al. (2004), each researcher approached evaluation in a 

distinct way, making comparisons of performance impossible. Additionally, gaps remain. 

For example, while Veech (2013) pointed out that analyses should not be conducted on 

rare species, no evaluation has thoroughly examined the degree to which rarity impacts 

these tests, and none have examined the analogous problem that may exist for very 

common species. As such, no test has been identified as superior, and it is not clear 

whether tests perform well on different combinations of rare, intermediately abundant, 

and common species. In spite of these limitations, several of these tests have been 

adopted by researchers to answer ecological questions (e.g., Morales-Castilla et al. 2015, 

Carbonell et al. 2017, Spickett et al. 2017, Hervé et al. 2017, Balasingham et al. 2018). 

Our ability to interpret their results, and any future results based on these tests, requires 

us to have a better understanding of the efficacy of the approaches used. A richer 

understanding of how each of the tests performs will also allow us to identify the best 

method available. 
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We evaluated the performance of five methods for detecting pairwise associations 

using synthetic presence-absence matrices with biologically realistic richness and 

incidence distributions (Gotelli 2000, Fayle and Manica 2010, Lavender et al. 2016). In 

these synthetic matrices we maximized the association (positive or negative) for a single 

species pair (i.e., increased the effect size of the association) to test how well each of the 

pairwise methods correctly identified these maximized associations. We also varied the 

incidence of species (i.e., the number of samples a species is found in) that were part of 

the maximized pairs to determine if the tests are sensitive to species relative 

commonness. This approach allowed us to: 1) examine whether available pairwise tests 

of species association have acceptable type I and II error rates, and 2) determine which of 

the tests performed best overall. Our results provide guidance for researchers to choose 

the most appropriate pairwise association tests but also clearly indicate that tests only 

perform well for pairs of species that are both intermediately abundant (i.e., neither rare 

nor common). 

Methods 

Matrix Generation 

For our analyses we generated 10,000 presence-absence matrices, in which each row is a 

species and each column is a site. In each of the presence-absence matrices, we 

maximized the effect size for either a single positive species association or a single 

negative species association giving us 5,000 matrices for each class of association 

pattern. We generated matrices of r = 50 species and c = 25 sites and matrices of r = {25, 

50, 75} species and c = 100 sites. This allowed us to determine whether test 
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performances were negatively impacted when presence-absence matrices contained fewer 

samples as well as the influence of species number on each of the methods. Because the 

results were similar for all matrix sizes, we focused here on a single, medium matrix size. 

We present and discuss the results of the 50 × 100 matrices but include the results for the 

other matrices as appendices (see Appendix A: Figure A1 for the results). The use of r = 

50 resulted in 1,225 species pairs per matrix (;(; − 1)/2). The number of sites in which 

each species occurred was determined by randomly sampling from a log-normal 

distribution. Values were rounded to integers and constrained so that they were greater 

than zero and less than or equal to c. We used the log-normal distribution because it best 

represents incidence distributions expected across a broad range of taxonomic groups 

(Magurran 2004, McGill et al. 2007, Ulrich et al. 2010) and has been used in similar 

evaluations (Fayle and Manica 2010, Ulrich and Gotelli 2012, Lavender et al. 2016). 

Matrices were constructed so that all sites contained at least one species and all species 

occurred in at least one site (i.e., there were no empty rows or columns). 

Adding association patterns to matrices 

In deciding on a method of adding patterns of association we considered two options. 

One was to create individual pairs of species and add patterns of association at random. 

Individual pairs would then be combined to create communities of the desired size. This 

approach is similar to the method used by Veech (2013). The second option was to create 

communities of the target size selecting a single pair at random to add pattern to. Because 

we were interested in testing a suite of pairwise methods, three of which required 

community matrices in order to perform null model analyses, and one that used marginal 
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totals to calculate probabilities of co-occurrence, we chose to work with communities 

versus pairs of species, focusing on a single species pair within the community. While 

this resulted in a highly skewed ratio of random to non-random associations (only 1 in 

every 1,225 pairs having maximal pattern), we could easily account for this in calculating 

type II error rates by only counting undetected pairs that we knew had maximal pattern. 

Maximizing the association pattern (effect size) for a single pair of species within 

a larger community matrix was relatively straightforward. For negatively associated 

pairs, the target species were made to occur apart as much as possible, and for positively 

associated species, the pair was made to occur together as much as possible. The ability 

of each of the tests to identify these particular species pairs is the clearest test of how well 

each pairwise method works under ideal conditions (i.e., without any noise with respect 

to the focal species pair). When determining the error rates (type II specifically) we 

focused only on the focal species pairs that we maximized association for because there 

was no way of knowing if non-focal species pairs contained significant pattern or not. 

Any non-focal pairs that the tests found to be significantly associated counted towards a 

type I error; however, we acknowledge that some of the pairs may in fact be significantly 

associated. Statistically speaking, the type I error and its associated α value assume that 

there will be some significant results by random chance (i.e., 5% or less). Ultimately, this 

had no impact on our type II error rate determination. 

Maximizing negative association patterns was achieved by shifting the 

occurrences of each member of the focal species pair in opposite directions within the 

matrix so that the number of negative associations was maximal (Appendix A: Figure 
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A1). The process of maximizing positive associations was similar except that each 

species of the focal pair was shifted in the same direction (Appendix A: Figure A1). We 

verified that our method of maximizing association did not significantly alter association 

patterns between the focal species and other species in the community (see Appendix A 

for methodological details and results). 

We also determined whether species incidence influenced the ability of the 

different association tests to identify a pair as significantly associated. To examine this, 

we maximized association for pairs of species with common, intermediate and rare 

incidences, and tested metric performance. For each randomly generated community 

matrix, species were assigned to one of three bins according to incidence. The bins 

consisted of: a) rare species that occurred in 0 to 33% of the sites (low); b) intermediately 

incident species that occurred in 33% to 66% of sites (med); and c) common species that 

occurred in 66% to 100% of the sites (high). Two bins were selected at random with 

replacement and a single species was selected from each of the chosen bins at random 

without replacement. In this process, a single bin could be selected for both species. In 

this case we ensured that there was a minimum of two species within the bin. If there was 

only a single species or no species in the bin, another bin was chosen at random. In 

communities with log-normally distributed species occurrences, rare species are far more 

common in the community matrix. As a result, sampling species from the community 

matrix through uniform random sampling results in a bias towards selecting rare species. 

Binning species by incidence ensured a more balanced sample for each of the six possible 
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combinations of species incidence (i.e., low-low, low-med, low-high, med-med, med-

high, high-high).  

Pairwise tests 

We selected pairwise tests to include in our analysis based on a review of the literature. 

We looked for methodological papers, research papers that carried out evaluations of 

species pairwise co-occurrence patterns, and for papers that cited any of the 

methodological papers we found. This resulted in a total of seven pairwise tests: three 

Bayes methods from Gotelli and Ulrich (2010), the modified null modelling approach of 

Sfenthourakis et al’s. (2004), Veech’s (2013) probabilistic method, Araújo et al’s (Araújo 

et al. 2011b) probabilistic method, and Cazelles et al’s (2016) probabilistic method. Of 

the methods found, we excluded two from our analyses. From Gotelli and Ulrich (2010) 

we excluded the sequential Bonferroni correction (BY) method as it was too conservative 

in their analyses and was not a recommended method of detecting pairwise co-occurrence 

patterns. We also excluded Cazelles et al’s (2016) method from the study as we felt it 

was an extension of the pairwise probabilistic methods of Araújo et al. (Araújo et al. 

2011b) aimed at detecting patterns of association between more than two species. Multi-

way species interactions are intriguing but are beyond the scope of this comparison. 

This resulted in our evaluating two classes of pairwise association tests: pairwise 

null models, and pairwise probabilistic methods (Appendix A: Table A1). Pairwise null 

models operate in a similar manner to the community-level null models; however, instead 

of calculating a community wide metric of association, a metric is calculated for each 

species pair within the community. The matrix is then shuffled as in the community-level 
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tests and the pairwise tests re-run. The matrix is shuffled repeatedly (typically thousands 

of times) to build sample distributions for each species pair. In contrast, the pairwise 

probabilistic tests derive some probability of occurrence based on marginal totals of the 

matrix (Araújo et al. 2011a), or combinatorics calculation based on each species 

incidence (Veech 2013). Appendix A: Table A1 summarizes the pairwise tests that we 

used in our analyses. 

Veech (2013) noted that rare species are unlikely to be significantly associated, 

and introduced a ‘threshold’ for including species in analyses. The idea behind the 

threshold setting is to exclude pairs of species based on an a priori assessment of how 

likely they are to co-occur. If they are expected to co-occur less than once then they are 

excluded from testing. We did not apply the threshold for Veech’s (2013) method, which 

allowed us to evaluate the ability of each of the five methods to identify pairs of species 

when members of maximally associated pairs were rare, intermediately abundant, or 

common. This allowed us to further explore the issue that Veech (2013) identified, and 

whether additional thresholding guidelines are required for these tests. Our comparison 

also allowed us to test whether some tests performed better than others when rare and/or 

common species were part of significant associations. 

Type I error rate determination 

Type I error rates measure the frequency of “false positive” results and were calculated as 

the proportion of non-focal species pairs identified as significantly associated for each of 

the tests. For example, in a 50 × 100 matrix the total number of species pairs is 1,225. We 

added pattern to a single species pair leaving 1,224 pairs randomly associated (Appendix 
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A). We then ran each test on that community matrix to determine the total number of 

non-focal species identified as significantly associated (nfsig) by each test. Only the 

significant associations being tested for were counted. That is, significant positive 

associations were ignored when testing for negative associations and vice-versa. We 

calculated the type I error rate for a single test matrix as the proportion of pairs to which 

no signal was added, that were identified by the test as significantly associated:  

STP@/ = -0!"#
1,%%3  

Because we used 100’s of community matrices for each test, and not just a single 

community matrix, nfsig was the total number of non-focal species identified as 

significantly associated for all of the test matrices. Likewise, the denominator was the 

total number of non-maximized pairs from all of the matrices giving the proportion of 

false positive tests across all matrices. 

Type II error rate determination 

Type II error rates measure the frequency of “false negative” results and were determined 

by calculating the proportion of pairs with pattern added (f) that the test did not detect as 

significantly associated (fnot-sig). In our case f equalled 5,000. We calculated the type II 

error rate across all matrices as the proportion of pairs to which signal was added that 

tests failed to identify as significantly associated: STP@// =	 0$%&'!"#0   

Noise tolerance tests 

Because we tested species pairs that were maximally co-occurring (positively or 

negatively), it remained unclear how well each test worked when the pattern was not 
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maximized (or when the effect size was not maximal). It is likely that in natural 

conditions, where observed associations may be influenced by several factors, association 

patterns will be characterized by some degree of noise (i.e., the effect size is reduced 

from a maximal value). To test how robust methods are to noise, we used the same 

process described above to create and maximize association patterns for species pairs. 

We focused on intermediately incident pairs of species because we anticipated that tests 

would perform best for this group. For this analysis, we incrementally added noise to the 

focal pair; with each incremental addition of noise, we re-ran the tests to determine the 

point at which the tests no longer identified the species pair as non-randomly associated. 

To add noise, we selected one species from the focal pair and swapped a single incidence 

(1) with a non-incident site (0). We only selected incidences that were involved in the 

pattern of association being tested. For example, if the pair had been maximized for 

negative association then we only selected sites where the other species was non-incident 

(0). The incidence was then moved to a site so that it was positively associated (or 

negatively, depending on the direction of the original association) with the other species. 

This process is illustrated in Appendix A: Figure A2. Because we used matrices with 100 

sites and intermediately incident species pairs, we incrementally added noise 25 times. 

After 25 noise additions, the number of positive and negative associations for that species 

pair was, on average, equal. The amount of noise added was quantified as the proportion 

of incremental additions out of the maximum of 25.  

Statistical analyses were carried out in R 3.4.0 (R Core Team 2017). Matrix 

creation and each of the pairwise tests were coded in the Scala programing language 
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(Scala 2.11.12) and where possible, each test has been validated against the original 

program and/or published test matrices to ensure that our code accurately represented 

published methods.  

Results 

Type I error rates (false positives)  

Negative associations 

Type I error rates for patterns of pairwise negative association tests, regardless of species 

incidences, were all less than 0.01 with most type I error rates falling between 0.01 and 

0.001. Araújo et al.’s (2011a) method had a type I error rate of less than 0.001 (Figure 

2.1; Appendix A: Table A1). The two Bayes methods (Gotelli and Ulrich 2010) had the 

lowest type I error rates (≈ 0.0) across all incidence classes (Figure 2.1; Appendix A: 

Table A1). 
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Figure 2.1 Type I and type II error rates for each of the pairwise methods. The top 

two plots are for tests of negative association and the bottom two for tests of positive 

association. The vertical dashed lines represent typical critical values of significance for 

each error rate (type I, α = 0.05; type II, β = 0.20). The test labels and data points have 

been coloured to make identification and comparison across type I and II error rates 

clearer. Blue labels and points indicate good error rates and red poor error rates with 

respect to the normal critical values of α and β. 

 

Positive associations 

The type I error rates for the pairwise positive association tests were higher than for the 

negative association tests and ranged in value from 0.0 to 0.999. Veech’s (2013) methods 

had error rates ranging from 0.0133 to 0.0137. The type I error rate for Sfenthourakis et 

al.’s (2004) method was between 0.0141 and 0.0145. Araújo et al.’s (2011a) method had 

the poorest performance with type I error rates of 0.999 for all species incidence classes 

(Figure 2.1; Appendix A: Table A2). Again, the two Bayes methods (Gotelli and Ulrich 

2010) had the lowest type I error rates across all incidence classes with values never 

exceeding 0.0006 (Figure 2.1; Appendix A: Table A2). 

Type II error rates (false negatives)  

Negative associations 

For patterns of negative association, Veech’s (2013), Sfenthourakis et al.’s (2004) and 

Araújo et al.’s (2011a) methods had similar patterns of type II error rates with respect to 
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species incidence; although Sfenthourakis et al.’s (2004) and Veech’s (2013) methods 

both performed better than Araújo et al.’s (2011a) in all but the med-med incidence class 

in which case they all had type II error rates of zero (Figure 2.1; Appendix A: Table A1). 

When both species were intermediately incident, the lowest type II error rates (< 5%) 

were obtained using Veech’s (2013), Sfenthourakis et al.’s (2004) and Araújo et al.’s 

(2011a) methods respectively (med-med; Figure 2.1; Appendix A: Table A1). 

Combinations of intermediate and high incidence (med-high; Figure 2.1) had 

“acceptable” (Cohen 1992) type II error rates of 20% or less with Veech’s (2013) and 

Sfenthourakis et al.’s (2004) methods (Appendix A: Table A1). Type II error rates 

remained above 20% for all other species incidence patterns (low-low, low-med, low-

high, high-high; Figure 2.1). The Bayes methods (Gotelli and Ulrich 2010) had the 

poorest/highest type II error rates (≈ 1.0), regardless of the incidence class (Figure 2.1; 

Appendix A: Table A1). 

Positive associations 

As with negative associations, the lowest type II error rates were observed when both 

species were intermediately incident (med-med; Figure 2.1). The Bayes methods (Gotelli 

and Ulrich 2010) consistently failed to detect the maximized species pairs regardless of 

incidence. Type II error rates for Veech’s (2013), Sfenthourakis et al.’s (2004) and 

Araújo et al.’s (2011a) methods were less than 0.01 when incidence was high for both 

species (Figure 2.1; Appendix A: Table A2). Araújo et al.’s (2011a) method was able to 

detect greater than 90% of the focal pairs as positively associated for all species incidence 

classes (type II error rate ≈ 0.0; Appendix A: Table A2); however, as already noted, the 



 

 

 44 

associated type I error rates where extremely poor. Detection of positive versus negative 

patterns when both species incidences were low was better for Veech’s (2013) and 

Sfenthourakis et al.’s (2004) methods; however, type II error rates for positive 

associations remained above 20% for these methods (Figure 2.1; Appendix A: Table A2). 

Noise addition tests 

When noise was added to either the negatively or positively associated med-med 

(optimally) incident species pairs, Veech’s (2013), Sfenthourakis et al.’s (2004) and 

Araújo et al.’s (2011a) methods all performed very well (type I error rates and type II 

error rates) up to the addition of 40% noise (Figure 2.2). Between 40% and 60% noise 

addition, the type II error rate for Araújo et al.’s (2011a) method decreased to 

approximately 0.50; however, the type I error rate remained excellent at < 0.001 (Figure 

2.2). At more than 60% noise, detection rates were low for all three methods (< 0.50, 

Figure 2.2). 
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Figure 2.2 Proportions of intermediately incident species pairs detected by each of 

the pairwise tests with respect to the amount of noise added. Proportions represent 

type II error rates for each of the tests. Species pairs contained maximal association 

patterns prior to the addition of noise and noise was added incrementally in a stepwise 

manner. The colours of the symbols indicate type II error rates above 0.80 (red) and 

below 0.20 (blue). The dashed line is the 80% threshold. 

 

Discussion 

All five of the association tests had type I error rates of less than 0.01 for patterns of 

negative association. Similarly, all but Araújo et al.’s (2011a) method had acceptable 

type I error rates (α < 0.05) for patterns of positive association (Figure 2.1). However, 
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pairwise tests of association vary considerably in type II error rate. The two Bayes 

methods (Gotelli and Ulrich 2010) consistently failed to detect pairs with maximal 

patterns of association (positive or negative). In general and in order of descending 

performance, Veech’s (2013) and Sfenthourakis et al.’s (2004) methods are capable of 

detecting existing patterns of association between species pairs, but only when both are 

intermediately incident (med-med). Veech’s (2013) and Sfenthourakis et al.’s (2004) 

methods also perform well under optimal conditions of incidence and are able to detect 

patterns of association containing up to 40% noise (Figure 2.2). Sfenthourakis et al.’s 

(2004) and Veech’s (2013) methods are also able to detect patterns of association 

between intermediate-common (med-high) species pairs with type II error rates below 

20%, a rate generally considered acceptable (Cohen 1992) (Figure 2.1). However, these 

tests were conducted under relatively optimal conditions: maximized signal, no noise, 

and with many samples (100). Reducing the sample number degraded the performance of 

these methods for the intermediate-common (med-high) species pairs along with all other 

incidence relationships (Appendix A). 

Our findings for the performance of Veech’s (2013) probabilistic method differ 

from his own evaluations. While Veech (2013) found that his pairwise method performed 

well, our results indicate that this is only the case for intermediately incident species. This 

difference almost certainly stems from the fact that the species incidences in his study 

were mostly intermediate in value (Veech 2013). In spite of this difference, our 

evaluations find that Veech’s (2013) probabilistic method performed best overall, 
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followed by Sfenthourakis et al.’s (2004) pairwise null model approach and then (for 

negative associations only) Araújo et al.’s (2011) pairwise method. 

Putting type I error rates in context 

Type I error rates, or the probability of obtaining false positive results, were low (less 

than 0.01 for negative associations and less than 0.05 for positive associations) for all of 

the methods tested with the exception of Araújo et al.’s (2011a) method and positive 

associations (>> 0.05). To put these error rates into an ecological context, consider that a 

community consisting of 50 species has 1,225 species pair combinations. Because all of 

the methods have error rates below 0.01 for patterns of negative association, the expected 

number of false positives, on average, is 12 or less. An error rate of 0.01 may, however, 

be a critical problem if the number of significantly associated species in a focal system is 

small relative to the number of species. For example, if the results of a pairwise 

association test for a 50 species community revealed between zero and 24 significantly 

associated pairs, 50% or more of these pairs could be false (1,225 pairs times a 0.01 error 

rate equals 12 false positives). As such, in order to have confidence that pairs identified 

by the test are real, the number of species identified should greatly exceed what is 

expected by random chance. That is, the probability that identified pairs are real, 

improves as the number of pairs identified increases. Ultimately, tests of negative 

association are more likely to miss patterns than they are to falsely detect them.  

Type I error rates for positive association patterns are not as robust with 

Sfenthourakis et al.’s (2004) and Veech’s (2013) methods having similar type I error 

rates (0.05 to 0.01). Araújo et al.’s (2011a) method produced type I error rates of 0.99 
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and the two Bayes methods (Gotelli and Ulrich 2010) again had type I error rates of less 

than 0.001 with extremely high type II error rates (≈ 1.0, Figure 2.1; Appendix A: Table 

A2). It should be noted that Araújo et al.’s method (2011a) is not a pairwise method per 

se but part of a larger co-occurrence network analysis (step 3 of 4) with a focus on 

positive associations. Our results suggest that step 3 of Araújo et al.’s (2011) method 

could be improved by using another pairwise method (e.g., Veech’s). 

Conclusions and recommendations 

Three key points are demonstrated by our work: 1) overall the type I error rates for the 

pairwise methods are low; 2) in spite of this, false positives may be proportionately high 

when a test matrix contains only a small number of significantly associated pairs; 3) type 

II error rates are high when one or more species in a pair is either rare or common, 

although for two methods, type II error rates are high regardless 

Several prescriptions emerge from this work that can assist researchers in making 

decisions about which association test to use, and what kinds of questions can and cannot 

be addressed using these association tests. First, researchers should avoid including in 

association tests, not just rare species, as noted by Veech (2013), but also very common 

species. We do not prescribe a particular level of rarity or commonness to exclude from 

tests, although our results should give general guidance to researchers. Second, we 

recommend the use of Veech’s (2013) or Sfenthourakis et al.’s (2004) pairwise methods 

to detect either positive or negative associations between species pairs, as they are 

consistently the top performing methods regardless of the association pattern being tested 

for (i.e.. positive or negative). Of course, they should be used to examine species pairs 
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that are both of intermediate incidence. Third, even when using these two methods, 

researchers should be cautious when tests reveal a relatively small number of 

significantly associated pairs of species. While type I error rates for tests are relatively 

low, they are high enough that when tests reveal only a small number of significant 

associations, confidence that an identified pair is not a false positive is lower. Finally, 

while these tests can be used effectively to identify pairs of significantly associated 

species, when they are of intermediate incidence, they should not be used to compare the 

number of significantly associated species pairs across different communities or 

treatments. Differences between these may be more reflective of differences in the 

number of species that are intermediately incident in each community or treatment, or 

more generally in the incidence distributions in each, which we have shown influence 

error rates.  

Finally, we re-iterate Gotelli and Ulrich’s (2010 p. 14) comment that “perhaps it 

is asking too much of a statistical analysis to reveal biologically meaningful pairwise 

associations with no other information than a binary presence–absence matrix.” It is clear 

from our analyses that binary presence-absence matrices are sufficient for detecting non-

random associations between pairs of intermediately incident species. However, given 

that rare species are the most common class of species in communities with log-normal 

incidence distributions, it is important that researchers are able to detect non-random 

patterns of association for rare species (at least when one species is uncommon). 

Additional information, beyond simple binary presence-absence data, will be needed to 

test for biologically meaningful associations between, for example, a rare and a common 
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species. Additional data would also be required to determine whether two common 

species are significantly positively associated. New methods, or new combinations of 

existing methods are required to facilitate the detection of such associations, which may 

be biologically important in natural communities.  
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Chapter 3 

Co-occurrence metrics are not all created equal: a novel metric and a 

comparative evaluation 

Lavender, T. M., Arnott, S. E., & Rusak, J. A., Wootton, J. T., Schamp, B. S. 
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Abstract 

Aim 

Ecologists have long been interested in identifying and understanding species co-

occurrence patterns (associations) in natural systems. Several metrics quantify co-

occurrence patterns using species-by-sample presence-absence matrices; however, the 

performance of these metrics and their ability to quantify co-occurrence patterns has not 

been fully assessed. We evaluate 16 metrics that quantify co-occurrence patterns, 15 

existing and one new (Scaled Co-evenness: sCoE). 

Innovation 

First, we establish a clear understanding of what incremental changes in co-occurrence 

look like in presence-absence matrices. Second, we develop a method of maximizing 

both positive and negative co-occurrence patterns. This allows us to incrementally change 

patterns along the full gradient, from maximal positive to maximal negative co-

occurrence. Third, we develop a new metric of co-occurrence based on observations of 

how patterns change with changing co-occurrence. Fourth, we evaluate the new and 

existing metrics using the same criteria, focusing on their ability to detect incremental 

changes in co-occurrence, and whether they allow for comparisons of co-occurrence 

strength regardless of species richness or sample number. Our new metric, scaled co-

evenness (sCoE), outperforms existing metrics for these criteria. Finally, we present a 

case study using long-term survey data from an intertidal community to demonstrate the 

utility of and application of our new metric. 
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Main conclusions 

Four of the 16 metrics tracked incremental changes in co-occurrence monotonically; 

however, only one of the metrics allowed for simple comparisons of co-occurrence 

strength regardless of species richness or sample number. The sCoE metric outperformed 

other metrics for both attributes. Applying sCoE to the long-term survey data identified 

novel and persistent changes in co-occurrence arising from chronic declines in predation 

by gulls (Larus glaucescens) on goose barnacles (Pollicipes polymerus).  

We demonstrate that sCoE reliably quantifies changes in co-occurrence and 

enhances the interpretation of these patterns, supplying an additional tool to explore 

species interactions and community structure. 

Introduction 

Ecologists have long recognized that some combinations of species are regularly found 

together, while other combinations occur infrequently (Elton 1946, Cole 1949). These co-

occurrence patterns are of interest because they may reflect underlying processes that 

structure natural systems. For example, species co-occurrence patterns may be the result 

of competition (Diamond 1975, Connor and Simberloff 1979, Diamond and Gilpin 1982, 

Weiher and Keddy 1995, Brazeau and Schamp 2019), predation (Strecker et al. 2006, 

Englund et al. 2009, Hein et al. 2014), facilitation (Duggins 1981, Drezner 2006), 

dispersal (Heino 2013, Schamp et al. 2015, 2016), or abiotic filtering (Cordero and 

Jackson 2019).  

Many approaches to quantifying patterns of species occurrence in presence-

absence matrices have emerged, including those focused on species aggregation, 
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segregation, nestedness, species turnover, or species diversity. The performance of 

several metrics has been evaluated, both in general and in combination with null models, 

with recent analyses indicating that many co-occurrence metrics are sensitive to species 

richness (Gotelli 2000, Ulrich and Gotelli 2013). However, the metrics vary in important 

ways that have not yet been fully explored, and differences among metrics can have 

important ecological implications (e.g., Smith and Wilson 1996, Laird and Schamp 

2018). For example, some metrics are standardized for the number of species and/or 

samples in the matrix (e.g., the average number of positive co-occurrences per species), 

or the number of pairs per sample (e.g., the average number of checkerboards per species 

pair), while other metrics are not standardized (e.g., the total number of species pairs that 

never co-occur in a single sample). Additionally, some metrics focus on pairwise patterns 

with some quantifying negative co-occurrence (e.g., Checkerboard, C-Score: Diamond 

1975, Stone and Roberts 1990, Gotelli 2000) and others quantifying positive co-

occurrence (Togetherness: Stone and Roberts 1992). Still, others focus on matrix-level 

patterns, quantifying either positive (Pielou and Pielou 1968), or both positive and 

negative co-occurrence (Schluter 1984, Kikvidze et al. 2005). It is unclear whether 

metrics that focus on positive or negative co-occurrence (e.g., C-Score: Diamond 1975; 

Checkerboard: Stone & Roberts 1990) capture the full range of possible co-occurrence 

patterns. The perceived primary focus of the metrics can also vary. For example, 

measures of beta diversity are sample-centric, quantifying differences in species 

composition between samples. Contrast this with species-centric metrics, such as the C-

Score, which quantify patterns of co-occurrence between species. To provide a more 
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comprehensive picture of co-occurrence patterns, we developed a novel metric of co-

occurrence (Scaled Co-evenness; sCoE) based on the observation that as species become 

more negatively associated, the distribution of species incidences between samples 

becomes more even. We describe and include the sCoE metric in our analysis and 

acknowledge that it should, by design, perform well in our evaluations. 

While null model frameworks allow us to ask if patterns of co-occurrence within 

matrices are more extreme than expected under the specified null model algorithm, 

researchers often report significant null model results as an absolute measure of negative 

or positive co-occurrence. A significant null model result does not mean the overall 

pattern within the matrix is negative or positive. It is expressly a measure of the 

likelihood of the observed pattern happening under a chosen null model. Interestingly, a 

matrix can be more negatively associated than expected by random chance but positively 

associated overall. To determine the overall pattern within the matrix one should consider 

the metric on its own. For example, consider matrices A and B in Figure 3.1. From a 

visual inspection matrix A is characterized by positive co-occurrence and matrix B by 

negative co-occurrence. However, in both cases, co-occurrence is more negative than 

expected under a common co-occurrence null model. The observed metric values (C-

Score here) indicate that matrix A is characterized by having an order of magnitude more 

positive co-occurrence than matrix B. As such, examining association patterns in raw 

form, as well as in the context of a null model test, supplies valuable independent 

information. 



 

 

 56 

 

Figure 3.1 Two contrasting matrices with intuitively different patterns of 

association. Matrix A (from Patterson and Atmar 1986) appears to be positively 
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associated with an observed C-Score value of 0.008. A null model evaluation of pattern 

for matrix A produces a result that indicates the matrix is significantly negatively 

associated (fixed-fixed null model using 30,000 swaps per matrix and 5,000 matrices per 

null distribution; Standardized Effect Size: 4.7). Contrast this with matrix B (from 

Cameron 1992) which appears to be more negatively associated despite positive 

associations within subsets of species. The observed C-Score for matrix B is 0.0201 The 

null model test indicates that it is significantly negatively associated (fixed-fixed null 

model using 30,000 swaps per matrix and 5,000 matrices per null distribution; 

Standardized Effect Size: 17.8) 

Many of the metrics that attempt to capture co-occurrence patterns in natural 

systems have been assessed and their properties have been compared (Brualdi and 

Sanderson 1999, Gotelli 2000, Ulrich and Gotelli 2013); however, they have not been 

evaluated along a continuous gradient of co-occurrence from maximally positive to 

maximally negative. Thus, our goal was to compare the ability of the metrics to quantify 

patterns of co-occurrence across a range of biologically realistic matrices along a 

continuum of co-occurrence pattern. We examine whether 1) current and proposed 

metrics track incremental changes in co-occurrence within a matrix, and 2) whether the 

current standardization of some metrics is sufficient to allow researchers to compare the 

strength of association between matrices that vary in the number of species and/or 

samples. To accomplish this, we developed a method of incrementally changing patterns 

from maximal positive to maximal negative co-occurrence within matrices. A 

standardized metric, behaving predictably across a gradient of incrementally changing 
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co-occurrence, would allow researchers to track changes in co-occurrence patterns in 

communities over time, and to improve our ability to make comparisons between study 

systems or across experimental treatments regardless of changes in species richness, or 

sample size. 

Methods 

To evaluate the metrics, we examined how they responded to incremental matrix-level 

changes in co-occurrence. To do so, we first developed a method of incrementally 

changing patterns of co-occurrence within matrices. This allowed us to test each metric 

across the full spectrum of possible co-occurrence patterns within a matrix while 

maintaining the species incidence, total number of species, and number of samples per 

matrix constant. In maximizing species co-occurrence patterns, all matrix combinations 

that are possible without adding or subtracting a species incidence are allowed. This 

controls for species incidences, limiting changes to the patterns of co-occurrence between 

species, making for a robust comparison among metrics. Here, we focus on an approach 

with the fewest restrictions on species co-occurrence patterns, generating maximum to 

minimum co-occurrence values that might appear from truly random community 

assembly processes. 

The data used to assess co-occurrence patterns in natural systems are binary 

presence-absence matrices where any group of two or more species, with two or more 

samples, can be examined. The groups of species we explore in our examples (Figure 

3.2) are kept small relative to many datasets (i.e., matrices) for the sake of clarity, 

nonetheless they are representative of a subset of species from a typical focal matrix.  
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Figure 3.2 A stepwise exploration of association patterns. The top pane shows perfect 

positive (left hand side) and negative (right hand side) patterns of association along with 

intermediate levels of pattern (middle) involved in progressing from one pattern to the 

other. The simplest case of pairwise species associations with only single occurrences is 

presented in (a), followed by more complex multi-incidence pairwise patterns (b), and 

then by simple matrix-level (three-way) patterns (c). Maximal (non-perfect) associations 

are presented in the second panel starting with a simple pairwise example (d). Example 

(e) shows the multiple paths of intermediate association that are possible when 

Running Head: Co-occurrence metrics are not all created equal 
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incrementally changing from one association pattern to another (e.g., positive to 

negative). Careful examination of each of the examples reveals that as patterns become 

more negative the sample (column totals) become more evenly distributed. 

 

Changing patterns incrementally 

The simplest case of species co-occurrence is between a pair of species, each with only a 

single incidence. In our example (Figure 3.2), each species is present in only one of six 

samples and can either positively co-occur (i.e., found in the same sample; Figure 3.2a – 

left side) or negatively co-occur (i.e., found in different samples; Figure 3.2a – right 

side). When the pair of species negatively co-occurs, the result is a “checkerboard” 

pattern for the pair of samples in which the two species are present (Diamond 1975, 

Gotelli 2000). To change the co-occurrence pattern from positive to negative, we shift 

one species incidence to any other sample, incrementally decreasing positive co-

occurrence. This method of shifting the incidence of one species also works when species 

occur more than once, as in Figure 3.2b, where each species occurs in three of six 

samples. In Figure 3.2b the species pair can either perfectly positively (left hand side), 

perfectly negatively (right hand side) or intermediately co-occur (the middle region). As 

in Figure 3.2a, the method of changing co-occurrence incrementally is done by repeatedly 

exchanging a single presence (1) for a single absence (0). These exchanges do not alter 

the total number of samples in which each species is found or the incidences of other 

species within the matrix and works for larger groups of species (Figure 3.2c). 
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When species cannot occur together or apart perfectly due to their frequency of 

occurrence in the matrix (without altering their total incidences) they can only maximally 

rather than perfectly co-occur (Figure 3.2d-e). This situation happens when the total 

number of incidences of all species considered is greater than the number of samples 

(Figure 3.2e). Despite this, the method of incrementally changing co-occurrence patterns 

is the same, although there may be multiple patterns of species incidence that represent 

maximal association (Figure 3.2e) with potentially different biological interpretations. 

For example, in the context of competitive exclusion, Figure 3.2e(i) could be interpreted 

biologically as SpA perfectly excluding SpB and SpC; Figure 3.2e(ii) as SpA excluding 

SpB but not SpC; and Figure 3.2e(iii) as SpA and SpB both excluding SpC. However, all 

patterns are equally negative in terms of co-occurrence. 

Matrix creation 

Presence-absence matrices were created using the same methods as previous studies 

examining the statistical performance of the null models (Fayle and Manica 2010, Ulrich 

and Gotelli 2012, Lavender et al. 2016). Species incidences were determined by sampling 

from a log-normal distribution and placement within samples was determined by 

sampling from a uniform distribution. The log-normal distribution was used to determine 

species incidences as it represents incidence distributions across a diverse range of 

taxonomic groups (Magurran 2004; McGill et al. 2007; Ulrich et al. 2010). All samples 

contained at least one species and all species occurred in at least one sample. Fifty 

matrices were generated for each combination of m species × n samples where m = {10, 

15, 20, 25, 30, 35, 40, 45, 50, 75} and n = {25, 30, 35, 40, 45, 50, 75, 100} producing 
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4,000 matrices in total. Species incidences of each test matrix were then adjusted to have 

maximal positive co-occurrence (see Figure 3.2 for an example) while ensuring that no 

sample was empty. That is, all samples had at least one species incidence. While other 

methods of creating matrices with realistic species assemblages exist (Harris 2014), we 

used a simpler method requiring fewer assumptions. 

Metrics of co-occurrence 

The metrics of co-occurrence included in our analyses are the Checkerboard score 

(cScore: Gotelli 2000), Normalized Checkerboard score (cScoreN: Ulrich and Gotelli 

2012), CHECKER (Diamond 1975), COMBO (Pielou and Pielou 1968), Net Covariance 

(netCo: Kikvidze et al. 2005), S (sScore: Stone and Roberts 1992), Togetherness score 

(tScore: Stone and Roberts 1992), and Variance ratio (vRatio: Schluter 1984). We also 

included two metrics of nestedness, Nestedness metric based on Overlap and Decreasing 

Fill (NODF: Neto et al. 2008), and discrepancy (BR: Brualdi and Sanderson 1999), an 

additional metric of aggregation, Clump (Ulrich and Gotelli 2013), and several multi-site 

metrics of beta diversity: Whittaker’s beta (betaW: Whittaker 1960), Sorensen’s multiple-

site dissimilarity (betaSor: Baselga 2010), Simpson’s multiple-site dissimilarity (betaSim: 

Baselga 2010) and Nestedness-resultant multiple-site dissimilarity (betaNes: Baselga 

2010) which capture some aspects of species co-occurrence. Details of each of the 

metrics are provided in Table B1 (Appendix B). In addition to the 15 existing metrics we 

include the Scaled Co-Evenness (sCoE) metric, described in this work, in our evaluation. 
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A new matrix-level metric of association 

On careful inspection of the example matrices in Figure 3.2 it was clear that 

incrementally increasing negative co-occurrence resulted in sample richness values 

(column totals) becoming more evenly distributed. We developed a new metric to 

quantify this sample evenness (sCoE). In developing the metric, we considered desirable 

traits of a co-occurrence metric. That is, that a metric should: (a) allow for a simple 

comparison of co-occurrence patterns across matrices regardless of the number of species 

and/or samples (i.e., matrix size and shape); (b) discriminate between incremental 

changes in species co-occurrence (i.e., the strength of positive vs. negative associations); 

and (c) be scaled to maximal co-occurrence (positive and negative) providing a 

proportional measure of co-occurrence for any matrix. 

Derivation of sCoE 

Because we wanted a metric to measure the evenness of species richness values among 

samples, we used Pielou’s evenness index (J'; Pielou 1969) as a model. For sCoE, 

evenness is calculated not for abundances among species, but for species richness among 

samples. Thus, in a species × sample presence-absence matrix, the column sums are used 

to calculate sample evenness. This provides a basic evenness metric in the range of zero 

to one; however, values of zero or one do not necessarily correspond with maximal co-

occurrence. To translate from the basic evenness metric (CoEobs) to sCoE, three 

additional steps are required: (1) calculate the evenness of richness among samples when 

species maximally negatively co-occur (CoEmax); (2) calculate the same evenness when 

species maximally positively co-occur (CoEmin); and (3) use these two values to calculate 
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sCoE and scale it between negative one and positive one. Calculating each of these 

values also requires the sample-wise equivalent of Shannon’s diversity index (H). 

Shannon’s diversity is calculated for the observed matrix as well as for the matrices 

having the theoretical minimum and maximum co-occurrence patterns (discussed below). 

As with Pielou’s Evenness, Shannon’s diversity index (H) is normally calculated from 

species abundance values; however, for our purposes it is calculated from the column 

totals (species richness per sample) using the following equation: 

Hx = -S[P(ix) ´ ln(P(ix))] 

where x denotes which set of values we are using to calculate the index (observed, 

minimal or maximal), and P(ix) is the proportion of species that occur in each sample (i). 

This is calculated by dividing the occurrence of species in each sample by the total 

number of species incidences in the matrix. We can then calculate sample evenness for 

the observed, minimal, and maximal sample richness distributions (see below for 

maximal and minimal methodologies): 

CoEobs = Hobs ÷ ln(S) 

CoEmin = Hmin ÷ ln(S) 

CoEmax = Hmax ÷ ln(S) 

where S is the number of samples (columns in the matrix). CoE is then calculated as:  

CoE = (CoEobs - CoEmin) ÷ (CoEmax - CoEmin) 
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Scaling sCoE 

CoE results in a value between zero and one with zero indicating maximal positive co-

occurrence and one representing maximal negative co-occurrence; however, to make the 

metric intuitive we re-scaled it to fall between -1 (maximal negative) and 1 (maximal 

positive): 

sCoE = -2CoE + 1 

It is possible that CoEmax and CoEmin can be the same value which will result in 

division by zero. This case only occurs when exchanging species incidences between 

samples produces no change in the association pattern. This is only likely to occur when 

considering pairs of species, and where one of the pair is incident in every sample. This 

case (division by zero) was not encountered in this study; however, as species occurring 

in every sample tend to be uninformative in these types of studies (Lavender et al. 2019) 

one solution would be to omit them from the analysis when considering pairwise patterns. 

A worked example of the calculations is available in the Supporting Information (see 

Appendix B) along with annotated R (R Core Team 2017), and Scala (Oderskyal 2004) 

code of the functions required to calculate sCoE (Appendix B). 

Determining maximal negative co-occurrence 

When species maximally negatively co-occur across all samples, sample richness 

becomes more evenly distributed (Figure 3.2). This pattern holds true regardless of the 

number of species in the presence-absence matrix. Determining the sample richness 

distribution under conditions of maximal negative co-occurrence is straightforward. To 

determine the minimum species richness per sample for all samples (rmin) when evenness 
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is maximal, calculate the total number of incidences for the whole matrix (IT) and divide 

by the number of samples (n). The integer portion provides the baseline (minimum) 

richness per sample. The remainder (R) is then the number of samples with a richness 

value of one more than the minimum.  

rmin = Quotient(IT ÷ n) 

R = Remainder(IT ÷ n) 

Determining maximal positive co-occurrence 

For this component, we maximize the positive co-occurrence in the matrix and quantify 

the richness for each sample. It should be noted that maximizing positive co-occurrence 

could lead to degenerate matrices (i.e., matrices with empty columns; Gotelli 2000). 

These degenerate matrices represent the true maximal positive co-occurrence patterns; 

however, if the possibility of having a sample with no species present is unlikely in a 

study system then it may be desirable to limit generating maximal positive co-occurrence 

to prevent degenerate matrices. For our analysis, we limited the matrices with maximal 

positive co-occurrence to non-degenerate matrices. 

Metric evaluations 

Ability to capture incremental changes in co-occurrence 

Lag-one autocorrelation using Spearman’s Rank Correlation (rs) was used to test for 

monotonic changes in value associated with incremental changes in co-occurrence. 

Autocorrelation values equal to plus one indicate that the series of metric values varies 

monotonically, zero implies no relationship and minus one indicates that the series is 
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jagged, with values alternating between large and small. We expected rs values of +1. To 

determine if the mean of the observed rs values for each combination of matrix size and 

metric was significantly different from +1 we calculated the proportion of rs values that 

were equal to +1. If 0.95 of the values were equal to +1 we considered the metric to be 

monotonic. We used this method for assessing monotonicity as the values of rs  are 

constrained to be between -1 and +1 and unlikely to be normally distributed even with a 

large sample size (n = 4,000). 

Metric response to changes in the number of species or samples  

Our expectation was that an ideal metric of co-occurrence should return a similar value 

for matrices with maximal patterns of co-occurrence regardless of the number of species 

present or the number of samples. As such, we expect slope estimates, for both maximal 

positive and negative co-occurrence, to not be significantly different from zero in 

response to changes in the number of species and/or samples. 

Statistical analyses were carried out in R 3.4.0 (R Core Team 2017). Matrix 

creation and each of the metrics of co-occurrence were coded in the Scala programing 

language (Oderskyal 2004).  

Results 

Simulated communities 

Ability to capture incremental changes in co-occurrence 

The cScore, cScoreN, and COMBO metrics all produced jagged plots; although, they did 

follow an overall trend indicating that negative co-occurrence was increasing as the 
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pattern was incrementally changed in that direction (Figure 3.3). The CHECKER metric 

also had an overall trend of increasing negative co-occurrence; however, because it is 

expressly a measure of negative co-occurrence, it was unable to track changes in matrices 

that were predominantly positively co-occuring (Figure 3.3). The vRatio, netCo, sScore, 

tScore, and sCoE metrics all produced relatively smooth monotonically decreasing plots 

indicating that they reliably measure changes in co- occurrence (Figure 3.3). Two of the 

beta diversity measures, betaW and betaSor, failed to detect any changes in co-

occurrence, producing a constant value for each matrix. The betaSim, betaNes, NODF, 

BR, and clump metrics also produced relatively smooth plots (Figure 3.3).
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Figure 3.3 Representative plots showing the typical response of each of the metrics as positive association patterns are 

incrementally changed from positive to negative. The x-axis scale is the number of incremental steps taken to produce the observed 

metric value. The sCoE metric produces an almost linear relationship, the cScore, cScoreN, and COMBO metrics produce jagged 

(non-linear) patterns. The CHECKER metric fails to detect any changes in association initially but then produces a smooth curvilinear 

pattern. The vRatio, netCo, sScore, sScore, betaSim, betaNes, NODF, BR, and clump metrics all produce relatively smooth curvilinear 

patterns, with varying irregularities, but to a lesser extent than in the cScore and cScoreN metrics.  
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The mean rs value for all metrics were greater than zero and close to one; 

however, the values from the cScore, cScoreN, CHECKER, COMBO, tScore, betaW, 

betaSim, betaSor, betaNes, NODF, BR, and clump metrics were different from the target 

value of one (Figure 3.4). Of those only betaSim and betaNes had greater than 56% of the 

tests indicate a monotonic change in co-occurrence. The vRatio, netCo, sScore, and 

sCoE, metrics all produced values that were not significantly different from the target 

value of one (Figure 3.4).  

 

Figure 3.4 Distributions of observed lag-one autocorrelation values based on 

Spearman correlation coefficients (rs) for each metric tested. Each boxplot represents 

4,000 matrices per metric. The dashed line shows the target value of 1.0 which indicates 
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perfect smoothness / monotonicity (autocorrelation). Perfect monotonicity occurs when 

each succeeding value in the series is either greater than or less than the preceding value. 

The asterix (*) indicates metrics with more than 95% of values less than 1.  The bars at 

the top of the plot indicate the proportion of perfectly autocorrelated tests (rs = 1.0). 

Metric response to changes in the number of species or samples  

All metrics, except for the sCoE metric, were influenced by the number of species and 

samples in the matrices (Table 3.1). The only metrics that returned a common value for 

maximally positively co-occurring species were CHECKER and sCoE (Table 3.1, Figure 

3.5), although the CHECKER metric does so solely because it does not track variation in 

positive co-occurrence. The sCoE metric was the only metric to return a common value 

when matrices were maximally negatively co-occurring (Table 3.1, Figure 3.5), because 

it is the only metric scaled between both a minimum and maximum co-occurrence value. 
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Table 3.1. Summary of regression tests assessing the influence of changes in species 

richness and sample number on each of the metrics examined. The tests are: Common 

Positive – do matrices with maximal positive co-occurrence share a common mean 

maximal value; and Common Negative – do matrices with maximal negative co-

occurrence share a common mean maximal value. Values under the Common Positive / 

Negative tests are observed p-values of the parameter estimates from linear regression (df 

= 2, 357). 

 Common Positive Common Negative 
 

Richness Sample # Richness Sample # 

sCoE 0.264 0.370 0.196 0.399 

cScore << 0.001 << 0.001 << 0.001 << 0.001 

cScoreN << 0.001 << 0.001 << 0.001 << 0.001 

Checker NA NA << 0.001 << 0.001 

combo << 0.001 << 0.001 << 0.001 << 0.001 

vRatio << 0.001 << 0.001 << 0.001 << 0.001 

netCo << 0.001 << 0.001 << 0.001 << 0.001 

sScore << 0.001 << 0.001 << 0.001 << 0.001 

tScore << 0.001 << 0.001 0.017 << 0.001 

betaW << 0.001 << 0.001 << 0.001 << 0.001 

betaSim << 0.001 << 0.001 0.711 0.594 

betaSor << 0.001 << 0.001 0.017 0.113 
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 Common Positive Common Negative 
 

Richness Sample # Richness Sample # 

betaNes 0.003 0.033 0.002 0.120 

NODF << 0.001 << 0.001 << 0.001 << 0.001 

BR 0.054 << 0.001 << 0.001 << 0.001 

clump << 0.001 << 0.001 0.004 << 0.001 
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Figure 3.5 The influence of species richness and sample number on each of the 

metrics when patterns of association are maximally positive (left hand column of 

plots) or maximally negative (right hand column of plots). For brevity only the four 

metrics that changed monotonically are shown (see Figure 3.4). The colours of the boxes 

represent the sample number. Within each block of sample numbers, the species richness 

values in order are {10, 15, 20, 25, 30, 35, 40, 45, 50}. 

 

Case Study: Intertidal communities 

In light of the favorable performance and flexibility of sCoE, we applied it to a long-

term, 26-year dataset1 from Tatoosh Island, Washington, USA (methods in Wootton 

1994) to further explore its utility in a real ecological system.  Presence-absence data 

were collected by point-sampling sessile invertebrates and macroalgae within fixed 

quadrat locations (14 quadrats, 100 point-samples per quadrat). Data collection occurred 

twice annually from 1993 to 2000, and once annually from 2001 until 2019, with a gap in 

2013. Over this period, 33 sessile taxa were recorded. For each sampling period we 

calculated sCoE values for the presence-absence matrix and tested for significant changes 

in co-occurrence strength at the community-level over the 26-year period using linear 

regression. We also carried out exploratory tests of relationships between sCoE scores 

and 20 predictor variables (Table B2 – which included population abundances for gulls 

 

1 Wootton, J. T. (2016). A 20-year data set of species replacement patterns in the middle-intertidal zone of 
Tatoosh Island, Washington, USA. Ecology, 97(3), 810–810. http://doi.org/10.1890/15-1396.1 
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along with other predictors such as water chemistry, water temperature, coastal 

upwelling, and climate data) using Pearson correlation followed by step-wise linear 

regression to generate hypotheses of possible drivers of change in community co-

occurrence patterns. 

To look at the taxon-level co-occurrence patterns, we also calculated sCoE values 

for all pairwise species combinations within each sample period. We counted the number 

of significant pairwise changes in co-occurrence through time for each taxon, as 

determined by linear regression. We also tested each taxon to determine if its incidence 

changed significantly over time using linear regressions as changes in incidence can 

contribute to changes in sCoE. We then explored whether the incidence of taxa exhibiting 

significant changes in co-occurrence best explained the community-level sCoE values 

using step-wise model selection procedures (Crawley 2014). The model with the lowest 

AIC value was selected as the minimum adequate model (see Appendix B for details).  

The sCoE metric revealed previously undetected shifts in community-level co-

occurrence strength and direction throughout the last quarter century. There was a 

significant increase in positive co-occurrence over the 26-year period (linear regression: 

F(1, 32) = 19.68, p < 0.001, adjusted R2 = 0.361; Figure 3.6A) with the community 

transitioning from predominantly negative to predominantly positive co-occurrence 

around the year 2000. Of the 20 predictors tested, only gull population size predicted 

sCoE (Figure 3.6B, C; r = -0.593, p < 0.003). 
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Figure 3.6 Temporal changes in sCoE values. The sCoE values are calculated from the 

presence-absence data at each sample period. The presence-absence data are from an 

annual survey of the sessile intertidal zone inhabitants of Tatoosh Island, Washington. 

Each point represents a single survey. A) Relationship of sCoE metric over time. The 

dashed line is the transition point between positive and negative association based on the 

sCoE metric. The solid black line is the regression line (F(1, 32) = 19.68, p < 0.001, 

adjusted R2 = 0.361). B) Pattern of decline in glaucous-winged gulls (Larus glaucescens) 

on Tatoosh Island over time. This decline is part of a larger chronic decline observed 

since 1984. C) Relationship of sCoE metric to gull abundance. Gulls are important 

predators on goose barnacles (Pollicipes polymerus) (Wootton 1994), the sessile species 

predominantly driving temporal changes in sCoE. 
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Patterns of change in pairwise co-occurrence varied considerably among taxa. Of 

the 528 possible combinations among the 33 taxa, 15 taxa were involved in 22 significant 

changes in pairwise co-occurrence through time (linear regression: F(1, 11 to 32) = 4.22 to 

37.67, p < 0.048; results summarized in Table B3). Nearly half of these involved 

Pollicipes polymerus, which became more positively co-occurring with Balanus 

glandula, filamentous red algae, benthic diatoms, Hallosaccion glandiforme, Microcladia 

borealis, Mytilus trossulus, Mastocarpus spp., Semibalanus cariosus, and Ulva spp., and 

more negatively co-occurring with Mytilus californianus (Figure. B1). Of the 15 species 

with significant changes in co-occurrence, six also had significant changes in incidence 

over time (Table B4). The results of model selection indicated that the increased 

incidence of Pollicipes polymerus alone is the best predictor of changes in community-

level sCoE explaining 27% of the variation (best model AIC = 10.37, full model AIC = 

16.57; best linear model: F(1, 32) = 11.83, p = 0.002, R2 = 0.27) 

Discussion 

In this study, we evaluated the performance of several commonly used metrics of species 

co-occurrence, focusing on three desirable metric characteristics. We showed that 12 of 

the 16 metrics tested failed to monotonically track changes in co-occurrence and that all 

but the sCoE metric are sensitive to changes in species number and sample number. The 

sCoE metric provides a standardized measure of co-occurrence that can be used to 

compare across study matrices. 

While several of the metrics did track changes in co-occurrence monotonically 

(vRatio, netCo, and sScore; Figure 3.3 & Figure 3.4) they are not scaled to maximal co-
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occurrence, and are therefore influenced by changes in species number and sample 

number (Figure 3.5, Table 3.1). As such, these metrics are less suitable for comparison 

between study systems or for monitoring changes in species co-occurrence over time or 

across experimental treatments. The sCoE metric is the only metric that is not sensitive to 

differences in species or sample number. Scaling of the other metrics may be possible 

and would be similar to the method used for sCoE; however, it would not resolve the 

issue of monotonically tracking incremental changes in co-occurrence. 

Ecologically, sCoE has important attributes that can help researchers understand 

the processes structuring communities. The metric provides a clear and intuitive measure 

of the strength of co-occurrence patterns. Values greater than zero imply that species are 

more positively co-occurring and values less than zero imply species are more negatively 

c-occurring. Additionally, limiting the value to between negative one and positive one 

facilitates the comparison or quantification of co-occurrence across different matrices 

(over time, across sites, across experimental treatments). The ecological interpretation of 

sCoE suggests that, for values less than zero, segregating factors (e.g., competition, 

predation, abiotic variation) may be important in structuring communities. Conversely, 

values closer to one are indicative of factors that may promote positive co-occurrence 

between species (e.g. facilitation, similar abiotic requirements). Like the vRatio, sCoE 

does not directly measure co-occurrence but instead scales it based on the variance. 

However, we show here that while it may not initially be as intuitive a measure as one 

that is based on checkerboard patterns, it has superior properties in quantifying co-

occurrence at the matrix-level. This is similar to metrics that have been used to quantify 
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intransitive interactions where an index of intransitivity based on marginal variances has 

been shown to be better than an index that more intuitively quantifies the number of 

intransitive species triads (Laird and Schamp 2018). 

Another useful feature of the sCoE metric is its ability to quantify patterns of co-

occurrence in subsets of species within matrices. Unlike several of the metrics (e.g., 

cScoreN, sScore, and tScore) which are simply an aggregate metric of pairwise values, 

sCoE, like the vRatio and netCo, quantify the pattern at the matrix-level. While we 

evaluated the metric at the matrix-level and developed it by examining pairwise co-

occurrence, this metric also has the ability to quantify and detect changes or differences 

in co-occurrence in groups of two or more species up to the full matrix. That is, 

comparisons can be made between different subsets of species within a single matrix as 

well as between matrices. While it may not be computationally possible, or even 

desirable to test all combinations of species within matrices, sCoE does allow for the 

targeted analyses of multi-species complexes. 

The sCoE metric is not intended to replace the use of null models or pairwise 

methods for detecting significant patterns of co-occurrence. Null models of species co-

occurrence test specific predictions concerning whether observed co-occurrence patterns 

differ from particular null expectations (e.g., Gotelli 2000). Appropriate benchmarking 

tests are required to determine sCoE’s value in null model tests. Such an evaluation is 

beyond the scope of this paper, which focuses on rigorously evaluating and comparing 

important characteristics of one new, and several previously identified metrics of co-

occurrence. 
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Because of its flexibility, the sCoE metric allowed us to determine if community-

level co-occurrence has changed through time in an empirical setting, and if so, which 

species make the largest contribution to this change. Examining changes in co-occurrence 

pattern both overall, and for pairs of species, can clarify how specific species contributed 

to community-wide changes in co-occurrence pattern, and focus researchers on species 

whose interactions may be driving these patterns. The case study revealed persistent 

changes in species co-occurrence which are driven by an ongoing chronic decline in gull 

(Larus glaucescens) populations (Figure 3.6B), probably arising from direct and indirect 

effects of a changing oceanic food web. This interpretation is further supported by the 

dominant effect of changes in P. polymerus incidence on patterns of pairwise co-

occurrence. Prior experiments demonstrate a strong negative impact of gull predation on 

P. polymerus (Wootton 1994) so declines in gull populations likely caused increased P. 

polymerus populations and hence increased incidence in plots. In turn, P. polymerus 

inhibits M. californianus from invading rock (Wootton 1994), consistent with the 

increasingly negative co-occurrence between these two species. The cause of the 

increases in positive co-occurrence with P. polymerus remains uncertain and motivates 

further research. Perhaps by inhibiting M. californianus invasion, other species are 

released from competition (Paine 1974, Wootton 2004). Alternatively, in the absence of 

strong predation, the effects of variation in shared environmental stressors among species 

via shared environmental filtering may become more apparent, leading to positive 

covariation. Regardless of the causes, application of sCoE provides incentive and focus 

for further detailed studies, including experimental manipulations, to investigate the 
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nature of these changes. Hence, sCoE is a powerful metric for documenting and 

understanding the structure of ecological communities. 
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Chapter 4 

A suite of null models to capture both positive and negative co-

occurrence patterns in ecological communities 

Lavender, T. M., Schamp, B. S., Arnott, S. E., & Rusak, J. A. 
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Abstract 

It has been over 20 years since the seminal benchmark analyses of species co-occurrence 

null models. Thus far, benchmarking has focused primarily on negative species co-

occurrence and matrices with log-normal species incidence distributions. New co-

occurrence metrics exist, and some metrics of positive co-occurrence have yet to be 

evaluated. Similarly, variation in species incidence distributions may impact null model 

performance. We use synthetic matrices and a full factorial design to estimate type I and 

II error rates for each combination of incidence pattern (3; broken stick, log-normal, and 

geometric), co-occurrence pattern (3; maximal positive, maximal negative sCoE, and 

maximal negative C-Score), null model (9; SIM1, SIM2, SIM3, SIM4, SIM5, SIM6, 

SIM7, SIM8, and SIM9), and metric (8; CHECKER, Combo, C-Score, Net Covariance, 

sCoE, S-Score, T-Score, Variance Ratio).The underlying species incidence patterns had a 

strong influence on null model performance. The C-Score metric reliably detected one of 

the two possible negative co-occurrence patterns. The Net Covariance and S-Score 

metrics provide a reliable method of detecting previously overlooked patterns of positive 

co-occurrence in matrices across the range of species incidence distributions. The second 

pattern of negative co-occurrence can only be reliably detected in matrices with log-

normal and broken stick incidence patterns. We recommend using a combination of 

SIM9 × C-Score, SIM1 × netCo, and SIM7 and SIM8 with S-Score to detect both 

positive and negative co-occurrence patterns in binary presence-absences matrices 

regardless of species incidence distribution. 
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Introduction 

It has been 20 years since the original benchmarking of species co-occurrence null 

models by Gotelli (2000). This original analysis resulted in the “fixed-fixed” (SIM9) null 

model algorithm and C-Score metric (Stone and Roberts 1990) being commonly selected 

for investigations of species co-occurrence patterns in community-level binary presence-

absence matrices (Schamp et al. 2015, López et al. 2016, Giam and Olden 2016, Groussin 

et al. 2017, Ribeiro et al. 2018, Püttker et al. 2019, Plowman et al. 2019, Ramos et al. 

2019). Since the original benchmarking, researchers have continued to investigate the 

null models (Fayle and Manica 2010, Chalmandrier et al. 2013, Lavender et al. 2016, 

McNickle et al. 2018), and have also proposed alternative methods utilizing presence-

absence data to infer patterns of co-occurrence, and ultimately species interactions within 

communities (e.g., Ulrich and Gotelli 2010, Veech 2013, Cazelles et al. 2016, Harris 

2016). This continued investigation of the null models and alternative methods of 

analysis has improved our understanding of null model performance and allowed for 

refinement in their use (Lavender et al. 2016). 

Similarly, co-occurrence metrics themselves have undergone continued 

development (Kikvidze et al. 2005). Performance analyses on these metrics (Ulrich and 

Gotelli 2012) have demonstrated that there are clear differences in the information that 

each of the metrics captures (Chapter Three). These differences may translate into 

differences in null model performance. For example, metrics that quantify patterns of 

positive co-occurrence, or both positive and negative co-occurrence better quantified 

patterns of co-occurrence than metrics that focused on negative co-occurrence patterns. 
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Metrics that better quantify co-occurrence may result in improved null model 

performance, or at least ensure that positive co-occurrence patterns are not overlooked 

when assessing communities (Cordero and Jackson 2019). 

To date, evaluations of null model performance have focused on species incidence 

patterns that follow log-normal distributions. While this focus has been warranted given 

the prevalence of log-normal species incidence distributions (Ulrich et al. 2010), other 

incidence distributions are not uncommon (Tokeshi 1993, Magurran 2004), so strict 

adherence to these patterns during testing makes it unclear how the null models and 

metrics perform as patterns deviate from this distribution. This is particularly relevant as 

available methods of testing do not report on incidence distributions (e.g., Gotelli et al. 

2015). Of the other distribution patterns, the log-normal abundance pattern represents an 

intermediate arrangement along a continuum. More extreme patterns of incidence 

following either a geometric series (least even) or broken stick (most even) distribution of 

incidences are not exceptional (Tokeshi 1993). As such, revisiting and expanding on 

previous benchmark analyses will further enhance our understanding of the null models 

and metrics and their application to ecological data. 

Molina and Stone (2020) recently criticized the methods used to benchmark null 

model tests, indicating that the matrices created to assess type I error rates are non-

random samples with respect to null distribution used to evaluate them. As a result, 

Molina and Stone do not believe benchmarking provides a true type I error rate. They 

also highlight the fact that we have no way of knowing if a significant result is truly 

significant or a false positive. We agree with this argument; calling the detection of 
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significant patterns in randomly generated matrices a Type I error is, strictly speaking, 

incorrect as we cannot confirm or deny the significant result. We argue, however, that the 

method of benchmarking used previously, does supply a useful estimate of type I error 

rates. Each of the test matrices is created based on an expectation of independent species 

incidence. That is, when species incidences are placed in the matrix, it is irrespective of 

the incidence of any other species in the matrix. We do, however, acknowledge that 

creating synthetic matrices in this way may produce matrices with extreme 

(probabilistically unlikely) co-occurrence patterns by random chance. Our definition of 

what is probabilistically unlikely is by convention 0.05, just as it is for regular inferential 

statistics (e.g., an α value of 0.05 when performing a t-test), thus providing a concrete 

threshold value for deciding if an observed metric value is likely to be the result of 

random processes or a true effect.  

By using matrices with patterns of co-occurrence that match our expectations of 

what positive or negative co-occurrence would look like, regardless of the process, we 

can accurately benchmark each of the null models based on our knowledge that the 

species incidences within our test matrices are independent of any other species. While 

the shuffling algorithm of each of the null models has some biological or process-based 

theory associated with it (Gotelli 2000), they are still a “black box” in terms of what they 

actually detect. As a result, a given null model and metric combination may not 

accurately capture the pattern we are interested in. Molina & Stone (2020) highlight two 

important points. The first is that it is unreasonable to expect a single null model to be 

applicable in all situations, which is consistent with Gotelli’s (2000) original 



 

 

 89 

recommendation of examining the results from a combination of null models and metrics 

for any given dataset; and second, when benchmarking null models, one needs to clearly 

define what pattern is expected in order to know if each null model is actually capturing 

that pattern. 

Our goal was to run a benchmark analysis of available null models using test 

matrices that were assembled under the assumption that: species incidences within 

samples are independent of other species incidences, and that all species have equal 

probability of occurring in any sample. We did this using: (a) metrics that explore 

positive, negative, and the full spectrum of co-occurrence patterns, including new metrics 

developed since Gotelli’s original benchmarking i.e., the normalised C-Score (Ulrich and 

Gotelli 2012), net covariance (Kikvidze et al. 2005), and sCoE (Chapter Three); and (b) 

presence-absence matrices that range from one end of the species incidence distribution 

spectrum to the other, based on what has been observed in natural systems. 

Methods 

Matrix generation 

For each combination of null model × metric × species incidence pattern we generated 

2,500 matrices. We used a range of matrix dimensions (number of species and number of 

samples; r × c) to account for the impact of matrix dimension on each of the tests. We 

generated 100 matrices for each combination of r = {5, 10, 25, 50, 100} species, c= {5, 

10, 25, 50, 100} samples / sites, null model, metric, and species distribution pattern. 

Previous analyses of the null models have generated matrices with a single incidence 

distribution (Fayle and Manica 2010, Ulrich and Gotelli 2010, Ulrich et al. 2012, 
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Lavender et al. 2016), have been derived from ecologically observed presence-absence 

matrices (Gotelli 2000), or have focused on the example matrices of Diamond and Gilpin 

(1982) which represent extreme patterns of co-occurrence with equal incidences of all 

species (Gotelli 2000).  For our analyses we generated synthetic matrices using three 

sampling distributions: the geometric series, log-normal, and broken stick. Matrices 

derived from the geometric series result in species incidences that are highly uneven 

across samples (Tokeshi 1993). The log-normal distribution produces matrices with 

intermediate patterns in the evenness of species incidences, and the broken stick model 

produces matrices with the most even patterns of species incidence among samples. This 

range of matrices allowed us to evaluate the performance of each of the null model × 

metric combinations with respect to the underlying species incidence pattern. 

Type I error rate estimations 

To determine the type I error rate estimates (false positives) for each combination of null 

model × metric × incidence pattern we generated synthetic matrices in which species 

occurrence within a sample was determined by sampling from a uniform distribution. 

Using this approach, the expectation was that the proportion of matrices with significant 

patterns of co-occurrence would be less than 5%. Type I error rates were estimated as the 

proportion of significant null model results out of the total number of matrices tested 

(Gotelli et al. 1997, Gotelli 2000, Fayle and Manica 2010, Lavender et al. 2016, Jensen et 

al. 2019). For each of the null model by metric combinations a binomial test was used to 

determine if the proportion of significant tests was less than 0.05 (H0: p ≥ 0.05; HA: p < 

0.05). 
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Type II error rate estimations 

To determine type II error rate estimates (false negatives) for each combination of null 

model × metric × incidence pattern, we generated synthetic matrices with maximal 

patterns of co-occurrence. First, we generated matrices with random occurrence patterns, 

as was done for the type I error rate estimation. We then maximized matrices for either 

positive or negative co-occurrences. We maximized positive co-occurrence using the 

method of Lavender et al. (Chapter Three) which consisted of shifting all species 

incidences to one side of the matrix so that all species co-occurred with all other species 

as much as possible within the matrix. In the event that this maximization method 

produced samples with no species present (degenerate matrices; Gotelli 2000), the 

incidence patterns were adjusted by shifting occurrences of the most incident species to 

ensure that no samples remained empty.  

Patterns of maximal negative co-occurrence were created using two methods. The 

first was to maximize patterns according to the C-Score metric (Stone and Roberts 1990), 

and the second was to maximize pattern according to the sCoE metric. We did this as the 

patterns of maximal negative co-occurrence between the two metrics vary substantially 

(Chapter Three) and a pattern that produces maximal C-Score values (maximal negative 

co-occurrence) does not result in maximal sCoE and vice versa. We include both 

maximizations in our evaluation as there has been no assessment to date of which metric 

is most consistent with patterns of negative co-occurrence in natural communities. 

To maximize the pattern of negative co-occurrence according the C-Score metric 

we developed an efficient method of iteratively evaluating single shifts in species 



 

 

 92 

incidences to produce increasingly maximal C-Score values. This differs from previous 

methods of maximizing pattern which relied on millions of randomizations of the matrix 

to find a pattern that produced maximal values (Lavender et al. 2016). For the sCoE 

metric we used the method of Lavender et al. (Chapter Three) to maximize patterns of 

negative co-occurrence. Maximizing negative co-occurrence patterns for sCoE involves 

shifting species incidences between samples to make the species richness across samples 

as even as possible. 

Type II error rate estimates for all maximal patterns of co-occurrence were 

calculated the same way. For each synthetic matrix generated, the pattern was 

maximized, and a null model test was carried out. The number of significant tests was 

counted for each combination of null model × metric × incidence pattern and the type II 

error rate estimated as the proportion of significant tests out of the total number of tests 

for each combination. As with the type I error rate estimations, a binomial test was used 

to determine if the proportion of significant tests was greater than 0.20 (H0: p > 0.20; HA: 

p ≤ 0.20). 

Null models and metrics of co-occurrence 

We evaluated eight metrics of co-occurrence and nine null models. The null models 

evaluated were SIM1 through SIM9 from Gotelli’s original null model analysis (Gotelli 

2000). The eight metrics of co-occurrence tested consisted of three previously evaluated 

metrics: CHECKER (Diamond 1975), COMBO (Pielou and Pielou 1968), and the 

Variance ratio (Schluter 1984); and five previously un-evaluated metrics: the Normalized 

Checkerboard score (Ulrich and Gotelli 2012), Net Covariance (Kikvidze et al. 2005), S 
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(Stone and Roberts 1992), Togetherness score (Stone and Roberts 1992), and Scaled co-

evenness (sCoE: Chapter Three). The null model algorithms and metrics have been 

previously described but we include a summary of both the null models and the metrics 

in the appendices (Table C1 and C2). 

Noise tests 

Because our type II error rate estimations are based on matrices with maximized co-

occurrence patterns, we also carried out a noise test to determine the ability of each null 

model × metric combination to detect non-maximal patterns or patterns that are obscured 

by background noise. To add noise to each test matrix we used the approach of Gotelli 

(2000) to incrementally erode the co-occurrence pattern. This required the selection of a 

row (species) at random from the matrix, followed by the random selection of two 

columns (samples) from within the row. One sample with a presence and one sample 

with an absence. The presence and absence were then exchanged between samples. 

Following each reciprocal exchange, the null model was re-run, and the significance of 

the test recorded. We repeated this routine until the number of exchanges was equal to 

("#$%	 × 	(#)*+,%	)/2. At this point the matrix was fully randomized with no residual 

pattern. A single exchange can be expressed as a percentage of the number of exchanges 

required to fully randomize the matrix, allowing us to compare across matrices that differ 

in size and fill. For example, in a 10 × 10 matrix the maximum number of exchanges is 

10 × 10 / 2 = 50 and an individual exchange is then quantified as a 1 / 50 = 0.02 or a 2% 

addition of noise. 
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For the noise tests, we generated matrices with maximal positive co-occurrence 

using the same method as for the type II error rate estimations. This resulted in 2,500 

matrices for each combination of null model × metric. As the signal was eroded in a 

matrix, we took five consecutive non-significant null model results to indicate the amount 

of noise that each combination of null model × metric could tolerate. In order to 

generalize our results we used the average proportion of noise for the 2,500 matrices to 

determine the overall sensitivity to noise for each combination of metric and 

randomization. 

Results 

Type I error rate estimations 

The patterns of type I error rate estimates were similar for all combinations of metric and 

null model across all three species incidence distributions (Figure 4.1) with only the 

SIM2 and SIM9 algorithms having type I error rate estimates of approximately 10% or 

less, regardless of the metric or species incidence pattern (Figure 4.1). The error rate 

estimates for the SIM9 algorithm were all less than 5%; however, only the SIM2 × 

COMBO metric was significant (Figure 4.1; one-tailed binomial test: trials = 2,500, p0 = 

0.05, p-value < 0.05). The SIM3 and SIM5 algorithms were the poorest performing null 

models with SIM3 exceeding an estimated type I error rate of 0.30 for all combinations of 

metric and incidence pattern. The SIM1, SIM2, SIM4, SIM7, SIM8, and SIM9 metrics all 

performed well for at least one combination of null model by metric by incidence pattern 

(one-tailed binomial test: trials = 2,500, p0 = 0.05, p-value < 0.05) with most 

combinations performing well across all three incidence patterns. 
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Figure 4.1 Estimates of type I error rates for each null model by metric 

combination. Cell colours show the proportion of tests that resulted in a significant null 

model test. Significant tests imply non-random patterns of co-occurrence. Darker cells 

(blue) show lower type I error rate estimates and lighter cells (yellow) show higher type I 

error rate estimates. A binomial test was used to evaluate if the proportion of significant 

null model results was less than 0.05. Yellow dots indicate combinations with proportions 

that were less than the threshold value of 0.05. White cells represent incompatible 

combinations of null model by metric (the null model algorithm does not result in any 

variation in metric value). 

 

Each of the metrics also performed consistently across each of the incidence 

patterns; however, they did not perform consistently across each of the null models 

(Figure 4.1). The COMBO metric performed the best, producing the lowest type I error 

rate estimates in combination with the SIM2, SIM4, SIM7, SIM8, and SIM9 null models. 

Of the previously unevaluated metrics, the netCo, sScore, and tScore metrics produced 

type I error rate estimates of less than 5% (one-tailed binomial test: trials = 2,500, p0 = 

0.05, p-value < 0.05) in combination with at least one null model (Figure 4.1). The sCoE 

and vRatio metric produced error rate estimates above 5% (sCoE: 0.08 to 0.91; vRatio: 

0.09 to 0.91) for all combinations of null model and incidence distribution (Figure 4.1; 

one-tailed binomial test: trials = 2,500, p0 = 0.05, p-value < 0.05). 
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Type II error rate estimations 

When displaying the results for the type II error rate estimates, we only include 

combinations of null model × metric with type I error rate estimates that did not exceed 

0.05 (Figure 4.1; one-tailed binomial test: trials = 2,500, p0 = 0.05, p-value < 0.05). No 

single null model × metric combination was able to detect all three co-occurrence 

patterns: maximal C-Score; maximal sCoE; and maximal positive, across all three species 

incidence distributions: broken stick; log-normal; and geometric (Figure 4.2). The 

cScoreN metric × SIM9 null model was the only combination with type II error rates less 

than 0.20 for all three incidence patterns but only for the C-Score maximized pattern of 

negative co-occurrence. Type II error rates for both maximal negative (sCoE) and 

maximal positive co-occurrence were best for the SIM1 × netCo combination and SIM7 

and SIM8 in combination with sScore. No null model by metric combination performed 

well at detecting patterns of negative co-occurrence in maximally negative (sCoE) 

matrices with a geometric incidence distribution (Figure 4.2). 
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Figure 4.2 Type II error rates of each null model x metric combination. Lighter cells 

(yellow), indicate higher type II error rates. We used a binomial test to determine if the 

proportion of type II errors was greater than 20%. Yellow dots indicate non-significant 

binomial tests (type II error < 20%). White cells are combinations of null model × metric 

that either failed the type I error rate estimation tests (Figure 4.1) or for which the null 

model × metric combination could not be evaluated. 
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Noise tests 

The noise tests show that most of the null model × metric combinations have limited 

tolerance to noise within the matrices (less than 20% noise: Figure 4.3). Nevertheless, the 

combination of SIM9 × cScoreN can detect significant patterns in negatively associated 

(cScore) matrices with between 25% to 38% background noise (Figure 4.3). The SIM1 × 

netCo combination detects significant patterns in positively associated matrices; however, 

the underlying species incidence distribution has an impact on how much noise it can 

tolerate (geometric, N/A; log-normal, 32%, broken stick, 41%: Figure 4.3). The sScore 

metric with SIM7 and SIM9, although having good estimated type II error rates (Figure 

4.2), are limited in the amount of noise they can tolerate, ranging from 10% to 19% 

depending on the null model and incidence pattern. 
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Figure 4.3 Results of noise addition tests. Random noise was added incrementally to 

maximally associated matrices. The colour of each cell represents the proportion of noise 

that resulted in a non-significant null model result and is based on the mean of 2,500 

matrices. Lighter colours indicate better performance with respect to tolerance to noise 

within the matrix. Percentage values in each cell are the mean maximum percentage of 

noise after which the null model no longer detected significant co-occurrence patterns. 
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Discussion 

In this study, we evaluate the performance of a suite of null models and metrics of 

species co-occurrence. Our analyses reveal four key findings: first, no single combination 

of null model × metric is best at detecting all patterns of co-occurrence across the 

spectrum of presence-absence matrices; second, the underlying species incidence pattern 

has a significant impact on the ability of the null models and metrics to detect non-

random pattern; third, patterns consistent with positive co-occurrence are more reliably 

detected than negative patterns; and fourth, the noise tolerance of the best performing null 

model × metric combinations have sufficient statistical power to detect non-random 

patterns when there is up to 30% to 40% background noise (random pattern) in matrices.  

Our findings clearly support the benchmarking results of Gotelli (2000). The C-

Score × SIM9 null model combination is the best pairing for detecting patterns of 

negative (cScore) co-occurrence in matrices with log-normal incidence patterns. In 

matrices with more extreme incidence patterns, e.g., broken stick or geometric patterns, 

the CHECKER metric performs as well as the C-Score metric (Figure 4.2); however, 

consistent with Gotelli’s findings CHECKER is sensitive to minor changes in co-

occurrence patterns and noise across all three incidence patterns (Figure 4.3). What is 

evident from this study is that the C-Score metric fails to detect significant positive co-

occurrence patterns, or negative co-occurrence patterns that are consistent with maximal 

sCoE values, regardless of incidence pattern or null model.  

Of the two new and previously unevaluated metrics, net covariance (netCo) and 

scaled co-evenness (sCoE), only the net covariance metric performed well. The sCoE 
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metric suffered from high type I error rate estimates making it unsuitable for null model 

analyses despite its demonstrated ability to quantify patterns of co-occurrence in matrices 

outside of null model analyses (Chapter Three). It is unclear why sCoE has higher type I 

error rates; however, it may be due to the fact that it is a one-dimensional measure of 

association. That is, it quantifies association based solely on sample richness versus a 

combination of sample richness and incidence as many of the other metric so. This would 

greatly reduce the range of possible values for the null distribution regardless of the null 

algorithm used. Net covariance, on the other hand, has excellent type I and II error rate 

estimates for matrices with maximal positive and negative (sCoE) co-occurrence in 

matrices with log-normal or broken stick incidence patterns. Additionally, the net 

covariance metric is tolerant of substantial amounts of noise, up to 40%, in matrices with 

positive co-occurrence; these results make it clear that researchers should include this 

metric in analyses of co-occurrence, particularly when positive co-occurrence patterns are 

important or expected. 

The sScore and tScore metrics have been excluded from earlier benchmark 

analyses because they quantify positive patterns of co-occurrence rather than negative 

patterns (Gotelli 2000). The sScore has excellent type I and II error rate estimates for 

positive co-occurrence patterns (Figure 4.2); however, the tolerance of the sScore metric 

to noise is poor (< 19.3%; Figure 4.3). The tScore metric performed well in the type I 

error rate estimations but had high type II error rate estimates for all incidence and co-

occurrence patterns. 
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Conclusions and recommendations 

Null model tests are a practical choice for detecting non-random patterns of co-

occurrence within presence-absence matrices. If the underlying species incidence pattern 

is known (i.e., geometric, log-normal, or broken stick) and the focus is on a single pattern 

of co-occurrence then our results can help practitioners select a suitable combination 

from a suite of null model × metric options to detect non-random patterns. If, however, 

the underlying incidence pattern is unknown or uncertain, or if the desire is to detect all 

potential patterns of co-occurrence, then our recommendation is to utilize a holistic 

approach aimed at detecting both negative and positive co-occurrence patterns. That is, to 

use a suite of null model by metric combinations for pattern detection. Specifically, we 

suggest using: the SIM9 × cScoreN null model to detect patterns of negative co-

occurrence; the SIM1 × netCo null model to detect both negative (sCoE) and positive co-

occurrence; and the SIM7 and SIM8 null models in combination with sScore metric as an 

additional method of detecting both negative (sCoE) and positive co-occurrence. At the 

moment, the SIM7 and SIM8 null models in combination with sScore are the best choice 

for detecting patterns of negative co-occurrence (sCoE) in matrices with geometric 

incidence distributions. This suite of null model by metric combinations can be applied 

without requiring an assessment of the underlying incidence pattern, providing a 

convenient method of assessing focal communities for patterns of both positive and 

negative co-occurrence. 
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Chapter 5 

General Conclusions 

Synopsis 

Each of the manuscripts presented in this thesis aim to fill specific knowledge gaps that 

confound our ability to detect (Chapters Two and Four) and quantify (Chapter Three) 

patterns of association within ecological communities. 

In Chapter Two, benchmark analyses were conducted on five methods used to 

detect non-random patterns of association between species pairs. Synthetic but 

biologically realistic communities where created, species pairs were selected at random 

from these communities, and the association between the pair was maximized for either 

positive or negative association. Each of the pairwise methods were then used to evaluate 

the maximized species pair for non-random pattern and the results of each method 

recorded. The sensitivity to ‘noise’ of each of the methods was also assessed allowing us 

to estimate the statistical power of each of the pairwise methods. I found that, overall, the 

type I error rate estimates for each of the methods was quite good (α ≤ 0.05); however, 

type II error rates were high when at least one of the species in the pair was either rare or 

common. This indicates that these tests should only be used to test for non-random 

associations between intermediately abundant species pairs. It was also clear that the type 

II error rate estimations for two of the methods was high regardless of species incidences. 

Finally, I recommended the use of Veech’s (2013) and Sfenthourakis et al.’s (2004) 

pairwise methods for pattern detection between pairs of species, as they consistently 
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performed better than other methods, regardless of the association pattern being tested for 

(i.e., positive or negative). 

In Chapter Three, I shifted from evaluating the performance of null models to 

evaluating the metrics used to quantify the patterns of association. While the metrics of 

association are a key component of the null models (they quantify the patterns), they have 

never undergone independent analysis to determine how well they track or capture 

patterns of association. That is, are they able to detect incremental changes in association 

or provide basic information about patterns within communities independently of the null 

models? Although null models are frequently used to assess communities or pairs of 

species for non-random patterns of association, they do not quantify the pattern within a 

community it is the metrics of association that do. The null models are only able to tell 

whether the patterns observed differ from null expectations. As such, I explored the 

ability of the metrics to quantify patterns of association and argue that the metrics 

themselves provide insights into community structure independently of the null models. 

To evaluate the metrics, I created synthetic matrices and maximized positive associations 

within them. I then incrementally and monotonically changed the association pattern 

within each matrix from maximal positive to maximal negative association. With each 

increment I quantified the pattern using each of the metrics, the expectation being that 

metrics that accurately quantified the pattern would also change monotonically across the 

full spectrum of positive to negative associations. Additionally, while developing a 

method to assess the metrics I also developed a novel metric of association, sCoE, which 

addressed the shortcomings of the existing metrics which did not allow for a simple 
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comparison of association strength either across time or between communities. This is 

due to the lack of common values when matrices are maximally organised. For example, 

matrices with maximal negative association could have a value of -1 and maximal 

positive association a value of +1, allowing for easy comparison of the relative strength 

of the patterns between communities of different dimension, something that none of the 

null models or metrics are currently able to do. Evaluation of the metrics revealed that 

several of them did not monotonically quantify patterns of association, that they could 

only detect negative patterns of association, or that they failed to detect any change in 

association. I also demonstrate that all the metrics, with the exception sCoE, are sensitive 

to matrix dimension and do not allow for easy comparison of association strength either 

between communities or over time. The sCoE metric was the only metric that met all of 

our criteria. It may be possible, however, to develop methods for some of the other 

metrics that allow them to meet at least some of the criteria for an optimal metric of 

association. 

Chapter Four returns to null model analysis and benchmarking but incorporates 

the findings from Chapter Three, namely that the metrics used to quantify patterns of 

association vary in their performance and that metrics that aim to capture positive 

associations perform better than those targeting negative association. I also addressed the 

fact that all previous null model benchmarking has been done assuming species incidence 

patterns are log-normal. Species incidences in ecological communities have been shown 

to range across the full spectrum of incidence distributions, from a log-series (least even) 

to a broken stick (most even) with the log-normal distribution being an intermediate 
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pattern between the two (Tokeshi 1993, Magurran 2004). Additionally, I incorporated 

metrics of association that quantify positive associations (earlier analyses focused on 

negative associations due to their possible relationship to competitive interactions) as 

well as metrics of association that have been developed since the original benchmarking 

by Gotelli (2000). Four main conclusions are evident from the analyses. The first is that 

no single null model by metric combination is suitable for detecting all patterns of co-

occurrence. Second, the underlying species incidence pattern influences the ability of the 

null models to differentiate between random and non-random patterns of association. 

Third, non-random patterns of positive association are more easily and reliably detected 

than patterns of negative association. And fourth, the statistical power or noise tolerance 

of the best performing null model by metric combinations allow for non-random pattern 

detection when the pattern is 60% to 70% of maximal, or to put it another way, when 

there is 30% to 40% percent noise in the pattern. Ultimately, I show that null models are 

still a suitable method of detecting patterns of non-random association, and that greater 

insights might be gained by including patterns of positive association in our 

investigations. Finally, I prescribed the use of a suite of null models and metrics that will 

better capture non-random patterns regardless of the underlying incidence pattern or 

direction of association (positive or negative) 

Contributions and significance 

This thesis and the chapters within, all increase our understanding of the methods and 

metrics used to detect and quantify patterns of association in ecological systems. 

Additionally, each chapter supplies clear recommendations for selecting the best method 



 

 

 108 

or metric for detecting or quantifying patterns of association, whether the focus is on 

pairwise associations, community-level associations, or for comparing the strength of 

association over time or between different study systems. It also clearly demonstrates that 

null modelling approaches, which are fairly straightforward to use and interpret, are still 

effective at detecting patterns of non-random association when their limitations are 

known and taken into account. Awareness of their limitations allows for greater insights 

and more realistic conclusions from their results. This thesis also offers a solution to 

evaluating and comparing the strength of association patterns over time or between 

communities, something the null models are not able to do. 

While I demonstrate that both the community-level null models and pairwise 

methods provide useful information about community structure, they still have 

limitations. Imperfect detection rates and their sensitivity to background noise or non-

maximal patterns implies they may be missing important relationships within the 

communities studied. Improving the performance of the null models and metrics by better 

understanding the patterns we expect them to find seems like a good place to start. For 

example, it is unclear what patterns of negative co-occurrence look like in real 

communities. Although I primarily examine two patterns of negative association in this 

thesis, one based on the C-Score metric and the other based the sCoE metric, it is unclear 

whether either of these patterns are predominant in natural systems. However, just being 

able to reliably detect and quantify patterns of association is only the first step in 

understanding the processes that shape communities around us. For example, patterns of 

negative association do not necessarily mean that competitive interactions are at play, nor 
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do positive associations imply facilitation as a structuring process. Although finding 

either should be sufficient incentive to test whether these processes produced the patterns. 

Linking patterns to processes remains a major challenge; perhaps the solution is to 

combine methods. For example, while a null model test may indicate that a community is 

more negatively associated than expected by random chance, the raw metric may indicate 

that overall the community is positively associated. Could this combination of results be 

used as an indication that dispersal is an important structuring process – with competition 

driving association patterns to a more negative state but dispersal maintaining an overall 

positive association between species? 

Linking pattern to process requires that the measurement of patterns accurately 

captures the pattern as well as a better understanding of the patterns expected, particularly 

if combinations of processes are involved. Experimental, observational, and theoretical 

studies aimed at detecting or quantifying subtle differences in these patterns may be key 

to creating these links. 
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Appendix A 

Summary of pairwise methods, algorithms used to maximize and 

incrementally change association, and supporting figures for Chapter 2 

Table A1 Summary of the different pairwise methods tested. 

Name and source Notes 

Probabilistic methods 

Araújo_2011 

(Araújo et al. 2011) 

Probability based on the frequency of incidence in the 
community. Dependent on the number of species present 
as well as the number of sites. The probability of finding 
species a at any given site is 0! = "!

#  where Na is the 
number sites that a occurs in and A is the size of the 
community matrix, 2 = 3	 × 	4 where N is the total 
number of sites and M is the number of species. The 
probability of species a and b being found at the same 
site is then 0!&% =	0!0%  

Veech_2013 

(Veech 2013) 

Probability based on the frequency of incidence among 
sites independent of the number of species in the 
community. The probability of two species occurring 
exactly j times based on the binomial distribution is: 

0& =
5(3, 7) × 5(3 − 7, 3' − 7) × 5(3 − 3', 3( − 7)

5(3,3') × 5(3,3()
 

N is the total number of sites, N1 is the number of sites that 
species 1 occurs in, N2 is the number of sites that species 
2 occurs in and j is the number of sites that species 1 and 
2 co-occur in. 
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Table A1 continued 

Name and source Notes 

Null model 

BayesCL: Bayes CL 
criterion  

(Gotelli and Ulrich 2010) 

The details of each of these methods are extensive, beyond 
the scope of this paper and are better explained in the 
cited papers. All three methods were tested using the 
SIM2 and SIM9 null model algorithms (see Gotelli 2000 
for details of each algorithm).  

The SIM2 algorithm shuffles species incidences among 
samples while keeping the total number of incidences 
constant. All sites are equiprobable and the probability 
of incidence in any sample is 1/C, where C is the 
number of samples (matrix columns). 

The SIM9 algorithm shuffles species among samples while 
keeping both the row and column sums constant. The 
probability of species incidence at any site cannot be 
calculated. 

BayesM: Bayes mean-
based criterion  

(Gotelli and Ulrich 2010) 

Sfenth_2004 

(Sfenthourakis et al. 
2004) 
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Figure A1 Method of maximizing species association patterns. For a given species pair 

maximization consisted of shifting or sorting the species incidences in either the same 

direction or in opposite direction. For maximal negative association patterns, each species 

was shifted in the opposite direction (as represented by the arrows). For maximal positive 

associations each species was shifted in the same direction. 

  

sp1 1 0 1 1 1 0 0 1 0 1
sp2 1 0 1 0 0 1 0 1 0 1

sp1 1 1 1 1 1 1 0 0 0 0
sp2 0 0 0 0 0 1 1 1 1 1

sp1 1 1 1 1 1 1 0 0 0 0
sp2 1 1 1 1 1 0 0 0 0 0

Original	pair

Maximal	positive	association

Maximal	negative	association
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Figure A2 This illustrates how noise was added incrementally to the pair of species under 

consideration. In the case of maximally negatively associated species (demonstrated in 

this figure), a negatively associated incidence was swapped to a site with no incidence to 

produce a positive association between the species pair	91 0
0 1< → 90 1

0 1<. For maximally 

sp1 1 1 1 1 1 1 0 0 0 0
sp2 0 0 0 0 1 1 1 1 1 1

sp1 1 1 1 0 1 1 1 0 0 0
sp2 0 0 0 0 1 1 1 1 1 1

sp1 1 1 0 0 1 1 1 1 0 0
sp2 0 0 0 0 1 1 1 1 1 1

Original	maximal	pair

First	swap

Second	swap
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positive associations the pattern was reversed 90 1
0 1< → 91 0

0 1<.
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Figure A3 Type I and type II error rates for each of the pairwise methods in communities 

consisting of 50 species × 25 plots. The top two plots are for tests of negative association 

and the bottom two for tests of positive association. The vertical dashed lines represent 

typical critical values of significance for each error rate (type I, α = 0.05; type II, β = 

0.20). The test labels and data points have been coloured to make identification and 

comparison across type I and II error rates clearer. Blue labels and points indicate good 

error rates and red poor error rates with respect to the normal critical values of α and β.
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Figure A4 Type I and type II error rates for each of the pairwise methods in communities 

consisting of 25 species × 100 plots. The top two plots are for tests of negative 

association and the bottom two for tests of positive association. The vertical dashed lines 

represent typical critical values of significance for each error rate (type I, α = 0.05; type 

II, β = 0.20). The test labels and data points have been coloured to make identification 

and comparison across type I and II error rates clearer. Blue labels and points indicate 

good error rates and red poor error rates with respect to the normal critical values of α 

and β.
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Figure A5 Type I and type II error rates for each of the pairwise methods in communities 

consisting of 75 species × 100 plots. The top two plots are for tests of negative 

association and the bottom two for tests of positive association. The vertical dashed lines 

represent typical critical values of significance for each error rate (type I, α = 0.05; type 

II, β = 0.20). The test labels and data points have been coloured to make identification 

and comparison across type I and II error rates clearer. Blue labels and points indicate 

good error rates and red poor error rates with respect to the normal critical values of α 

and β
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Table A2 Type I and type II error rates for maximally negatively co-occurring species 

pairs. 

   

Abundances Metric Type	I	error	rate Type	II	error	rate

Veech_2013 0.0034 0.9631
Sfenth_2004 0.0035 0.9645
BayesM 0.0000 1.0000
BayesCL 0.0000 1.0000
Araújo_2011 0.0001 0.9815

Veech_2013 0.0035 0.5891
Sfenth_2004 0.0036 0.5909
BayesM 0.0000 1.0000
BayesCL 0.0000 1.0000
Araújo_2011 0.0001 0.7445

Veech_2013 0.0036 0.3171
Sfenth_2004 0.0037 0.3106
BayesM 0.0000 1.0000
BayesCL 0.0000 1.0000
Araújo_2011 0.0001 0.6791

Veech_2013 0.0035 0.0000
Sfenth_2004 0.0034 0.0000
BayesM 0.0000 1.0000
BayesCL 0.0000 1.0000
Araújo_2011 0.0001 0.0000

Veech_2013 0.0035 0.1194
Sfenth_2004 0.0035 0.1179
BayesM 0.0000 1.0000
BayesCL 0.0000 1.0000
Araújo_2011 0.0001 0.5112

Veech_2013 0.0037 0.4533
Sfenth_2004 0.0038 0.4533
BayesM 0.0000 1.0000
BayesCL 0.0000 1.0000
Araújo_2011 0.0001 0.9862

low-low

high-high

med-high

med-med

low-high

low-med
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Table A3 Type I and type II error rates for maximally positively co-occurring species 

pairs. 

   

Abundances Metric Type	I	error	rate Type	II	error	rate

Veech_2013 0.0135 0.2511
Sfenth_2004 0.0144 0.2343
BayesM 0.0005 1.0000
BayesCL 0.0000 1.0000
Araújo_2011 0.9999 0.0000

Veech_2013 0.0136 0.5224
Sfenth_2004 0.0145 0.5191
BayesM 0.0005 1.0000
BayesCL 0.0000 1.0000
Araújo_2011 0.9999 0.0000

Veech_2013 0.0134 0.8458
Sfenth_2004 0.0143 0.8440
BayesM 0.0005 1.0000
BayesCL 0.0000 1.0000
Araújo_2011 0.9999 0.0000

Veech_2013 0.0137 0.0000
Sfenth_2004 0.0141 0.0000
BayesM 0.0005 1.0000
BayesCL 0.0000 1.0000
Araújo_2011 0.9999 0.0000

Veech_2013 0.0133 0.1197
Sfenth_2004 0.0141 0.1178
BayesM 0.0006 1.0000
BayesCL 0.0000 1.0000
Araújo_2011 0.9999 0.0000

Veech_2013 0.0134 0.0846
Sfenth_2004 0.0141 0.0846
BayesM 0.0006 1.0000
BayesCL 0.0000 1.0000
Araújo_2011 0.9999 0.0000

high-high

low-low

low-med

low-high

med-med

med-high
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Appendix A1 

Methods 

1. Generate synthetic matrix (50 x 100) 
2. Run all pairwise tests on all species pairs 
3. Select a species pair for maximization 
4. Record the number of significant associations found for each species of the 

selected pair 
5. Maximize the association pattern between a single species pair 
6. Rerun all pairwise tests of association 
7. Record the number of significant associations found for each of the focal 

species after maximization of pattern. 
8. Repeat steps 1 – 7 1000x 
9. Determine the change in significant associations (effect size) using a paired T-

test and Cohen’s D 
 

Results 

pairedT.species.i <- t.test(x.df$pre.iPairs, x.df$post.iPairs, alternative = "two.sided", 
paired = T) 

pairedT.species.i 

 

 Paired t-test 

 

data:  x.df$pre.iPairs and x.df$post.iPairs 

t = 4.3183, df = 4799, p-value = 1.604e-05 

alternative hypothesis: true difference in means is not equal to 0 

95 percent confidence interval: 

 0.03514971 0.09360029 

sample estimates: 

mean of the differences  

               0.064375  
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pairedT.species.j <- t.test(x.df$pre.jPairs, x.df$post.jPairs, alternative = "two.sided", 
paired = T) 

pairedT.species.j 

 

 Paired t-test 

 

data:  x.df$pre.jPairs and x.df$post.jPairs 

t = -6.973, df = 4799, p-value = 3.525e-12 

alternative hypothesis: true difference in means is not equal to 0 

95 percent confidence interval: 

 -0.17242167 -0.09674499 

sample estimates: 

mean of the differences  

             -0.1345833  

 

 

EffectSize.i <- (pairedT.species.i$estimate[["mean of the differences"]] - 0) / 
sd(x.df$pre.iPairs-x.df$post.iPairs) 

EffectSize.j <- (pairedT.species.j$estimate[["mean of the differences"]] - 0) / 
sd(x.df$pre.jPairs-x.df$post.jPairs) 

 

EffectSize.i 

[1] 0.06232976 

EffectSize.j 

[1] -0.1006459 
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Appendix B 

Summary of the metrics tested and additional analyses for the Tatoosh case study for Chapter 3 

Table B1 Summary of metrics of association explored as part of this study. 

Index (identifier) Description (source) Type Pattern 

quantified 

Checkerboard score 

(cScore) 

Average number of checkerboard patterns per species pair 

(Gotelli 2000) 

2∑#$! − &!"' #$" − &!"'
((( − 1)  

Mean pairwise Negative 

Normalized 

Checkerboard score 

(cScoreN) 

Average number of checkerboards per species pair per 

sample pair (Ulrich & Gotelli 2012) 

4∑#$! − &!"' #$" − &!"'
-((- − 1)(( − 1)  

Mean pairwise Negative 
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Index (identifier) Description (source) Type Pattern 

quantified 

CHECKER (CHECKER) Count of perfectly negatively co-occurring species pairs 

(Diamond 1975)  

.[(&!" > 0 → 0) 3453	(&!" = 0 → 1)] 

Aggregate pairwise Negative 

COMBO (COMBO) Total number of unique species combinations within sites 

(Pielou & Pielou 1968) 

There is no mathematical notation for COMBO 

Community Unique Positive 

Net Covariance (netCo) Sum of covariance values for all species pairs (Kikvidze et 

al. 2005) 

91(∑((! − (:#)
$; − 9∑ <9-!

( ; 91 −
-!
( ;=;

2  

Community Negative / Positive 
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Index (identifier) Description (source) Type Pattern 

quantified 

S (sScore) Mean number of shared incidences by a species pair (Stone 

& Roberts 1992) 

2∑&!"
((( − 1) 

Mean pairwise Positive 

Togetherness score 

(tScore) 

Count of non-checkerboard patterns (shared occurrence and 

shared absence) (Stone & Roberts 1992) 

2∑&!"#( − $! − $" + &!"'
((( − 1)  

Mean pairwise Positive 

Variance ratio (vRatio) Variance ratio (Schluter 1984) 

1
(∑((! − (:#)

$

∑ <9-!
( ;91 −

-!
( ;=

 

Community Negative / Positive 
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Index (identifier) Description (source) Type Pattern 

quantified 

Scaled Co-Evenness 

(sCoE) 

Co-Evenness scaled between 0 and 1 where 0 is maximum 

possible positive association and 1 is maximum possible 

negative association for the focal matrix and its given 

sample number and frequency of occurrence of each 

species. 

−2
?@A − ?@A%!&

?@A%'# − ?@A%!&
− 1 

Community Negative / Positive 

Nestedness metric based 

on Overlap and 

Decreasing Fill 

(NODF) 

The mean of the mean row-wise and mean column-wise 

nestedness of an ordered matrix (Neto et al. 2008).  

∑B('!)*+
C((( − 1)2 D + C-(- − 1)

2 D
 

Mean pairwise Nestedness 
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Index (identifier) Description (source) Type Pattern 

quantified 

 

Discrepancy (BR) The number of shifts to produce a perfectly nested matrix 

(Brualdi & Sanderson 1999). 

There is no clear mathematical notation for BR 

Community Nestedness 

Clump Average number of 2 × 2 submatrices with perfect positive 

co-occurrence per species pair per sample pair (Ulrich & 

Gotelli 2013). 

4∑&!"$

-((- − 1)(( − 1) 

Mean pairwise Positive 
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Index (identifier) Description (source) Type Pattern 

quantified 

Whittaker’s beta (betaW) The total species diversity divided by the average species 

diversity of the samples (Whittaker 1960). 

&,
∑&! (E

 

Aggregate pairwise Similarity 

Sorensen’s multiple-site 

dissimilarity (betaSor) 

The mean number of unique species per pair of samples. 

Modified from Baselga (2010). 

F∑ G!"!-" H + F∑ G"!!-" H
2[∑ &! − &,! ] + F∑ G!"!-" H + F∑ G"!!-" H

 

Aggregate pairwise Dissimilarity 

Simpson’s multiple-site 

dissimilarity (betaSim) 

The mean minimum number of unique species per pair of 

samples – mean spatial turnover. (Baselga 2010) 

Aggregate pairwise Dissimilarity 
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Index (identifier) Description (source) Type Pattern 

quantified 

F∑ min#G!" , G"!'!-" H
[∑ &! − &,! ] + F∑ min#G!" , G"!'!-" H

 

Nestedness-resultant 

multiple-site 

dissimilarity (betaNes) 

Modified from Baselga (2010) 

F∑ max#G!" , G"!'!-" H − F∑ min#G!" , G"!'!-" H
2[∑ &! − &,! ] + F∑ G!"!-" H + F∑ G"!!-" H

×
∑ &! − &,!

[∑ &! − &,! ] + F∑ min#G!" , G"!'!-" H
 

Aggregate pairwise Dissimilarity 

- = number of species (rows) 

-! = total number of incidences for the ith species 

( = number of samples (columns) 

(! = total number of incidences in the ith sample 

(:# = the mean number of incidences across all samples 
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P! = the proportion of incidences of the ith species 

&!" = the number of samples that the ith and jth species are both incident in  

$! = the total number of incidences of the ith species (row total) 

Q. = the total number of incidences of the jth species (row total) 

?@A%!& = CoE when the matrix is maximally positively associated (minimally even) 

?@A%'# = CoE when the matrix is maximally negatively associated (maximally even) 

B('!)*+ = degree of paired nestedness 

&! = total number of species in sample i 

&, = total number of species in samples i and j 

G!" = the number of species exclusive to sample i compared to j 

G"! = the number of species exclusive to sample j compared to i 
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Exploratory tests of relationships between sCoE scores and 20 environmental 

variables 

Data on sessile species occupancy were taken at a grid of 100 points in each of 14 

permanent 60 x 60 cm quadrats marked with stainless steel screws.  Data collection 

began in 1993 and continued through 2019 for this study.  Data could not be taken in 

2013.  Details of this data series can be found in Wootton (2016) and the references in the 

appendices (Appendix B). Environmental covariates tested against temporal changes in 

sCoE metric were derived as follows.  Glaucous-winged gull (Laurus glaucescens) 

counts from 7 sites around the periphery of Tatoosh Island were enumerated from 1994-

2019 following methods in Wootton (1997).  Because of an incursion from 2000-2006 of 

large numbers of California gulls (Larus californicus), a species of gull that feeds on fish 

and invertebrates in open water, rather than on intertidal organisms, and which cannot be 

distinguished readily using the established long-distance census methods, these years 

were not included in the analysis.  Data on pH, water temperature, salinity, dissolved 

oxygen and chlorophyll florescence were taken from a Hydrolab 5x datasonde 

environmental logger from 2000 through 2019 (methods in Wootton and Pfister 2012).  

Water samples were collected monthly from late April through early September from 

1999 through 2019 and analyzed for NO3, NO2, NH4, PO4 and Si(OH)4 at the University 

of Washington Marine Chemistry Laboratory as outlined in Pfister et al. (2007).  Annual 

precipitation collected from the Quillayute station of the National Weather Service were 

obtained for 1993-2019 (https://www.ncdc.noaa.gov/cdo-

web/datasets/GHCND/stations/GHCND:USW00094240/detail).  Mean global 

atmospheric CO2 concentration at the ocean surface was downloaded from the National 
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Oceanograpic and Atmospheric Earth System Research Laboratories 

(https://www.esrl.noaa.gov/gmd/ccgg/trends/global.html#global).  Three coastal 

upwelling indices (Bakun [48oN], CUTI [47oN], BEUTI [47oN]; Jacox et al. 2018) were 

obtained from the NOAA Southwest Fisheries Science Center 

(https://oceanview.pfeg.noaa.gov/products/upwelling/dnld), and the Pacific Decadal 

Oscillation oceanographic index (Mantua et al. 1997) from the University of 

Washington/NOAA Joint Institute for the Study of the Atmosphere and Ocean 

(http://research.jisao.washington.edu/pdo/).  Maximum wave height, average wave height 

and offshore water temperature were derived from the Cape Elizabeth Buoy (NOAA 

National Data Buoy Center station 46041; 

https://www.ndbc.noaa.gov/station_history.php?station=46041).   
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Table B2 Relationship between the sCoE index and 20 potential environmental drivers. 

Following stepwise regression, only Gull Counts were significantly related to sCoE.

Variable Years rsCoE 

Gull Counts 1994-1999, 2007-2019 -0.538* 

Water Temperature (oC) 2000-2019 0.122 

Salinity (ppt) 2000-2019 -0.530* 

Bakun Upwelling (m3/s 0.1 km) 1993-2019 0.120 

Pacific Decadal Oscillation 1993-2019 -0.235 

pH 2000-2019 0.017 

Annual Precipitation (mm) 1993-2019 0.075 

Maximum Wave Height (m) 1993-2019 0.301 

Average Wave Height (m) 1993-2019 0.211 

Offshore Temperature (oC) 1993-2019 0.072 

CUTI Upwelling (m2/s) 1993-2019 0.143 

BEUTI Upwelling (mmol NO3/m s) 1993-2019 0.155 

NO3 (mmol/l) 1999-2019 -0.077 

NO2 (mmol/l) 1999-2019 -0.041 

NH4 (mmol/l) 1999-2019 0.094 

PO4 (mmol/l) 1999-2019 0.190 

Si(OH)4 (mmol/l) 1999-2019 -0.064 

Chlorophyll (mg/l) 2000-2019 -0.107 

Atmospheric CO2 (ppm) 1993-2019 0.563* 

Dissolved Oxygen (mg/l) 2000-2002, 2006, 2008-2019 0.238 

*Statistically significant correlation. 
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Table B3 Linear regression results showing the relationship between pairwise association 

(sCoE) through time. Response variable is sCoE for the species pair and the explanatory 

variable is time. Only significant relationships (*: p < 0.05) are shown (22 out of a 

possible 528 pairs). 

Species A† Species B† Slope (β1) p-value* Adjusted R2 Fobs df1 df2 

B PP -3.14E-05 4.82E-02 1.17E-01 4.22E+00 1 32 

BG IRR 1.54E-04 1.93E-02 2.16E-01 6.33E+00 1 23 

BG PP 9.16E-05 1.71E-02 1.75E-01 6.38E+00 1 30 

POLY HAL -1.26E-04 2.90E-02 1.91E-01 5.42E+00 1 23 

POLY PP 1.12E-04 2.53E-03 3.10E-01 1.13E+01 1 25 

POLY SC 6.70E-05 1.89E-02 2.01E-01 6.30E+00 1 25 

POLY ULVA -1.91E-04 4.43E-04 5.05E-01 1.84E+01 1 18 

CHTH IRR 2.03E-04 1.09E-02 4.59E-01 9.34E+00 1 11 

DIAT MASTO -1.70E-04 9.67E-03 3.03E-01 8.27E+00 1 19 

DIAT PETRO -1.51E-04 7.24E-03 2.64E-01 8.61E+00 1 24 

DIAT PP 1.67E-04 1.00E-03 3.69E-01 1.40E+01 1 24 

HAL PP 9.21E-05 4.48E-02 1.27E-01 4.38E+00 1 30 

IRR SC 1.25E-04 1.30E-02 2.22E-01 7.15E+00 1 25 

MASTO PETRO -1.14E-04 3.57E-02 1.78E-01 4.98E+00 1 23 

MICRO MT 1.04E-04 1.46E-02 1.95E-01 6.77E+00 1 28 

MICRO PETRO 1.16E-04 1.97E-02 1.63E-01 6.05E+00 1 31 

MICRO PORPH 1.35E-04 2.94E-02 1.98E-01 5.43E+00 1 22 

MICRO PP 1.81E-04 8.30E-07 5.49E-01 3.77E+01 1 31 
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Species A† Species B† Slope (β1) p-value* Adjusted R2 Fobs df1 df2 

MT PP 1.25E-04 1.95E-04 3.85E-01 1.82E+01 1 29 

PETRO PP 1.28E-04 1.68E-03 2.76E-01 1.18E+01 1 31 

PP SC 7.30E-05 7.15E-03 2.05E-01 8.26E+00 1 32 

PP ULVA 1.18E-04 8.04E-03 2.58E-01 8.36E+00 1 24 

†B = Mytilus californianus, BG = Balanus glandula, CHTH = Chthamalus dalli, DIAT = 

Benthic diatoms, HAL = Hallosaccion glandiforme, IRR = Mazaella (Iridaea) spp., 

MASTO = Mastocarpus spp., MICRO = Microcladia borealis, MT = Mytilus trossulus, 

PETRO = Mastocarpus, PORPH = Porphyra spp., PP = Pollicipes polymerus, SC = 

Semibalanus cariosus, ULVA = Ulva spp. 
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Table B4 Linear regression results of showing relationship of species incidences with 

respect to time. Significant relationships are indicated by * (p < 0.05).

Species Code† Slope (β1) p-value R2 Fobs df1 df2 

PP 0.0005 < 0.001* 0.4762 29.0921 1 32 

DIAT -0.0005 < 0.001* 0.3850 20.0332 1 32 

CV -0.0005 < 0.001* 0.3404 16.5166 1 32 

PETRO -0.0004 < 0.001* 0.3292 15.7054 1 32 

RALF -0.0002 < 0.001* 0.3248 15.3930 1 32 

ENDO -0.0004 < 0.001* 0.3216 15.1697 1 32 

MT -0.0003 0.0338* 0.1332 4.9189 1 32 

IRR 0.0002 0.0353* 0.1311 4.8295 1 32 

SC -0.0002 0.0490* 0.1157 4.1865 1 32 

ANTHOX 0.0000 0.0512 0.1137 4.1034 1 32 

ULVA -0.0002 0.0685 0.1000 3.5538 1 32 

PORPH 0.0003 0.0775 0.0942 3.3272 1 32 

MASTO -0.0002 0.0794 0.0930 3.2828 1 32 

HAL -0.0002 0.1288 0.0706 2.4306 1 32 

FUCUS 0.0000 0.1647 0.0594 2.0218 1 32 

UGLY 0.0000 0.1818 0.0550 1.8631 1 32 

CHTH -0.0001 0.2273 0.0452 1.5151 1 32 

ANTHOE -0.0001 0.2398 0.0429 1.4344 1 32 

PETAL 0.0000 0.2965 0.0340 1.1263 1 32 

ALARIA 0.0000 0.3381 0.0287 0.9458 1 32 
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Species Code† Slope (β1) p-value R2 Fobs df1 df2 

PRIONITIS 0.0000 0.3670 0.0255 0.8374 1 32 

ACRO 0.0000 0.3920 0.0230 0.7531 1 32 

HALICHOND 0.0000 0.3929 0.0229 0.7502 1 32 

POST 0.0000 0.4359 0.0191 0.6226 1 32 

HEDO 0.0000 0.4463 0.0182 0.5946 1 32 

POLY 0.0001 0.4721 0.0163 0.5294 1 32 

B 0.0000 0.4980 0.0145 0.4699 1 32 

MICRO 0.0001 0.5213 0.0130 0.4206 1 32 

BG -0.0001 0.5540 0.0111 0.3577 1 32 

LEATHESIA 0.0000 0.5646 0.0105 0.3388 1 32 

SCYTO 0.0000 0.6518 0.0064 0.2075 1 32 

HALICLONA 0.0000 0.7364 0.0036 0.1153 1 32 

ENTMOR 0.0000 0.8666 0.0009 0.0287 1 32 

†ALARIA = Alaria nana,  

ACRO = Acrosiphonia coalita 

ANTHOE = Anthopleura elegantissima 

ANTHOX = Anthopleura xanthogrammica 

B = Mytilus californianus 

BG = Balanus glandula 

CHTH = Chthamalus dalli 

CV = Articulated corallines 

DIAT = Benthic diatoms 

ENDO = Endocladia muricatum 

ENTMOR = Enteromorpha spp. 

FUCUS = Fucus distichus (gardneri) 
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HAL = Hallosaccion glandiforme 

HALICHOND = Halichondria spp. 

HALICLONA = Haliclona spp 

HEDO = Saccharina sessilis 

IRR = Mazaella (Iridaea) spp.  

LEATHESIA = Leathesia marina 

MASTO = Mastocarpus spp. 

MICRO = Microcladia borealis 

MT = Mytilus trossulus 

PETAL = Petalonia fascia 

PETRO = Mastocarpus 

POLY = Filamentous red algae 

PORPH = Porphyra spp. 

POST = Postelsia palmaeformis 

PP = Pollicipes polymerus 

PRIONITIS = Prionitis sternbergii 

RALF = Ralfsia, Hildenbrandia 

SC = Semibalanus cariosus 

SCYTO = Scytosiphon lomentaria 

UGLY = Entodesma navicula  

ULVA = Ulva spp. 
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Figure B1 Count and direction of significant changes in association by species. Bars to 

the right of zero indicate the number of pairwise associations that became significantly 

more positive and bars to the left indicate pairwise associations that became more 

negatively associated. Only the species that had significant changes in pairwise 

association strength are shown. Species codes are: B = Mytilus californianus, BG = 

Balanus glandula, CHTH = Chthamalus dalli, DIAT = Benthic diatoms, HAL = 

Hallosaccion glandiforme, IRR = Mazaella (Iridaea) spp. , MASTO = Mastocarpus 
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spp., MICRO = Microcladia borealis, MT = Mytilus trossulus, PETRO = Mastocarpus, 

PORPH = Porphyra spp., PP = Pollicipes polymerus, SC = Semibalanus cariosus, ULVA 

= Ulva spp.  
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Simulation algorithm 

To compare each of the metrics of co-occurrence we used the following general process: 
1. Generate and store a presence-absence matrix of m species × n samples.  

2. Maximize positive co-occurrence for the matrix 

3. Calculate values for each of the co-occurrence metrics when co-occurrence patterns 

are maximal. 

4. Erode the maximal co-occurrence pattern by one increment 

5. Recalculate the metric values 

6. Repeat step 4 – 5 until the pattern can no longer be eroded (maximal negative co-

occurrence) 

7. Repeat steps 1 – 6 50 times for the combination of m and n. 

8. Repeat steps 1 – 7 for all combinations of m = {10, 15, 20, 25, 30, 35, 40, 45, 50, 75} 

and n = {25, 30, 35, 40, 45, 50, 75, 100} 
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Appendix B1: Details of stepwise model selection for the Tatoosh Island Data.  

Variables 

pp: incidence of Pollicipes polymerus 

irr: incidence of Mazaella (Iridaea) spp. 

mt: incidence of Mytilus trossulus 

sc: incidence of Semibalanus cariosus 

petro: incidence of Petrocelis morph of Mastocarpus spp. 

diat: incidence of Benthic diatoms 

 

Stepwise model selection based on AIC and p-value 

MFull: sCoE = β + β1pp + β2irr + β3mt + β4sc + β5petro + β6diat + e 

AIC = 16.57072 

 

M1: sCoE = β + β1pp + β2irr + β3mt + β4sc + β5petro + β6diat + e 

AIC = 14.57485 

ANOVA(MFull, M1, test= “Chisq”): p-value = 0.9543  

 

M2: sCoE = β + β1pp + β2irr + β3mt + β4sc + β5petro + e 

AIC = 12.60764 

ANOVA(MFull, M2, test= “Chisq”): p-value = 0.9854 

 

M3: sCoE = β + β1pp + β2irr + β3mt + β5petro + e 
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AIC = 10.88652 

ANOVA(MFull, M3, test= “Chisq”): p-value = 0.9688  

 

M4: sCoE = β + β1pp + β2irr + β5petro + e 

AIC = 10.56852 

ANOVA(MFull, M4, test= “Chisq”): p-value = 0.8027 

 

M5: sCoE = β + β1pp +  β5petro + e 

AIC = 10.36989 

ANOVA(MFull, M5, test= “Chisq”): p-value = 0.6704  
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Figure B2 Diagnostic plots of best model as determined through stepwise model selection 

(model 5: M5) showing that model fit is reasonable 
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R code required to calculate sCoE metric 

# These are the functions required to calculate Sample Evenness and Scaled Sample Evenness 
# as described in: 
#  
# 
 
 
##### pielousEvenness Function ############################################################### 
# Calculates Pielou's Evenness (Sample evenness) 
# Takes vector of sample richness values 
# Returns Pielou's evenness 
pielousEvenness <- function(proportions) { 
   
  # NOTE: if v = 0 (no incidences in a sample i.e., degenerate matrices), then we 
  # just add zero as log(0) is undefined 
  H <- Reduce(function(a, v) a + ifelse(v != 0, v * log(v), 0), proportions, init = 0, right = FALSE) 
* -1 
  return(H / log(length(proportions))) 
} 
 
##### CoE Function ########################################################################### 
# Basic co-evenness calculation. This is used by the sCoE calculation 
# It takes a dataframe as input with species as the rows and samples as the columns 
coE <- function(mtx) { 
  total.incidences <- sum(colSums(mtx)) 
  proportions <- colSums(mtx) / total.incidences 
   
  return(pielousEvenness(proportions)) 
} 
 
##### sCoE Function ########################################################################## 
# Scaled co-evenness calculation. This just packages the three calculations required 
# into a single function call. 
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# It takes a dataframe as input with species as the rows and samples as the columns 
# Returns a numeric (sCoE) value scaled between -1 & +1 
sCoE <- function(mtx, fxEmpty = T) { 
  # This is just the logic from the paper 
  mxNeg <- maxNegEvenness(mtx) 
  mxPos <- maxPosEvenness(mtx, fixEmpty = fxEmpty) 
  obs.coE <- coE(mtx) 
 
  # this bit scales the result from -1 to +1 before returning the result 
  return(-2 * ((obs.coE - mxPos) / (mxNeg - mxPos)) + 1) 
} 
 
##### maxNegEvenness Function ################################################################ 
# Calculates the Evenness for sample richness values associated with maximal negative association 
# It takes a dataframe as input with species as the rows and samples as the columns 
# Returns a numeric (CoE_max) value 
maxNegEvenness <- function(mtx) { 
  sample.number <- ncol(mtx) 
  total.incidences <- sum(colSums(mtx)) 
   
  # %/% and %% get the quotient and remainder respectively 
  minimumValue <- total.incidences %/% sample.number 
  remainder <- total.incidences %% sample.number 
   
  # create a vector filled with the minimal possible species richness values 
  idealRichness = seq.int(minimumValue, minimumValue, length.out = sample.number) 
   
  # now we need to increment the 'remainder' by 1 to maximal evenness 
  for (i in 0:remainder) { 
    idealRichness[i] = idealRichness[i] + 1 
  } 
   
  # using our 'idealRichness' vector we can now calculate sample evenness using Pielou's method. 
  # Another evenness metric cold go here if desired 
  # the 'Reduce' function is a fold left - or essentially a summation function 
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  proportions <- idealRichness / total.incidences 
 
  return(pielousEvenness(proportions)) 
} 
 
##### maxPosEvenness Function ################################################################ 
# Calculates the Evenness for sample richness values associated with maximal positive association 
# It takes a dataframe as input with species as the rows and samples as the columns 
# Returns a numeric (CoE_min) value 
maxPosEvenness <- function(mtx, fixEmpty = T) { 
  # Chained: create a maximal positive matrix, then calculate coE 
  return(coE(sMax(mtx, shuffled = F, fixEmpty))) 
} 
 
##### sMax Function ########################################################################## 
# Reorders the matrix so that species are maximally positively associated. Degenerate matrices 
# can be avoided by setting the "fixEmtpy" flag to TRUE. You would need to do this 
# for pairwise comparisons where it is likely that you will get empty sites. 
# It takes a dataframe as input with species as the rows and samples as the columns 
# Returns a dataframe that is maximally positively associated 
sMax <- function(mtx, shuffled = T, fixEmpty = T) { 
  sp.count <- nrow(mtx) 
  for (sp in 1:nrow(mtx)) { 
    # sort each species so that all incidences are on one side of the matrix 
    mtx[sp,] <- sort(mtx[sp,], decreasing = T ) 
  } 
  # now sort the species from most incident to least incident 
  mtx <- mtx[order(rowSums(mtx), decreasing = T), ] 
   
  # This 'fixes' degenerate matrices or samples with no species present (colSum = 0) 
  while (0 %in% colSums(mtx) & fixEmpty == T) { 
    # we start from the top because this is the most incident species 
    spIdx <- 1 
     
    # a flag to keep track if a swap has occured 
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    swapped <- FALSE 
     
    # now step through the matrix from most incident to least incident until we make a swap or can't 
make a swap 
    while (spIdx < sp.count & !swapped) { 
      # Which columns have more than a single species 
      twoOrMore <- which(colSums(mtx) > 1)  
       
      # Which columns have no species 
      zero <- which(colSums(mtx) == 0) 
       
      # the logic here is if the right most sample with an incidence for the current species 
      # has more than 1 species incidence then we can move it to a sample that has no incidences. 
      # If it only has a single incidence then try with the next species in the list. 
      if (mtx[spIdx, tail(twoOrMore, 1)] == 1) {   
        mtx[spIdx, tail(twoOrMore, 1)] = 0 
        mtx[spIdx, head(zero, 1)] = 1 
        swapped <- TRUE 
      } else { 
        spIdx = spIdx + 1 
      } 
    } 
  } 
  return(mtx) 
} 
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Appendix C 

Summary of the metrics included in the analysis for Chapter 4 

Table C1 Summary of metrics of co-occurrence explored as part of this study. 

 Adapted from Chapter 3 

Index 

(identifier) 

Description (source) Type Pattern quantified 

Normalized 

Checkerboard 

score 

(cScoreN) 

Average number of checkerboards 

per species pair per sample pair 

(Ulrich and Gotelli 2012) 

!"!#$%& = !∑#$!%&!"'#$"%&!"'
()((%+)()%+)   

Pairwise Negative 

CHECKER 

(CHECKER) 

Count of perfectly negatively co-

occurring species pairs (Diamond 

1975) 

()*(+*, = ∑[("-. > 0 →

0) %45%	("-. = 0 → 1)]  

Pairwise Negative 

COMBO 

(COMBO) 

Total number of unique species 

combinations within sites (Pielou and 

Pielou 1968) 

There is no mathematical notation for 

COMBO 

Community Unique Positive 
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Index 

(identifier) 

Description (source) Type Pattern quantified 

Net 

Covariance 

(netCo) 

Sum of covariance values for all 

species pairs (Kikvidze et al. 2005) 

9%:(# = /#$∑()!%)0%)
&1%/∑2/'!

$ 1/+%
'!
$ 131

4   

Community Negative / Positive 

S (sScore) Mean number of shared incidences 

by a species pair (Stone and Roberts 

1992) 

5"!#$% = 4∑&!"
)()%+)  

Pairwise Positive 

Togetherness 

score (tScore) 

Count of non-checkerboard patterns 

(shared occurrence and shared 

absence) (Stone and Roberts 1992) 

:"!#$% = 4∑&!"#)%$!%$"5&!"'
)()%+)   

Pairwise Positive 

Variance 

ratio (vRatio) 

Variance ratio (Schluter 1984) 

;,<:=# =
#
$∑()!%)0%)

&

∑2/'!
$ 1/+%

'!
$ 13

  

Community Negative / Positive 

Scaled Co-

Evenness 

(sCoE) 

Co-Evenness scaled between 0 and 1 

where 0 is maximum possible 

positive co-occurrence and 1 is 

maximum possible negative co-

Community Negative / Positive 
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Index 

(identifier) 

Description (source) Type Pattern quantified 

occurrence for the focal matrix and 

its given sample number and 

frequency of occurrence of each 

species (Chapter 3). 

5(#* = −2 678%678'!$
678'(%%678'!$

− 1  

@ = number of species (rows) 

@- = total number of incidences for the ith species 

9 = number of samples (columns) 

9- = total number of incidences in the ith sample 

9A9 = the mean number of incidences across all samples 

B- = the proportion of incidences of the ith species 

"-. = the number of samples that the ith and jth species are both incident in  

$- = the total number of incidences of the ith species (row total) 

C: = the total number of incidences of the jth species (row total) 

(#*(-) = CoE when the matrix is maximally positively associated (minimally even) 

(#*(;9 = CoE when the matrix is maximally negatively associated (maximally even) 
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Abstract 

Introduction 

Methods 

Study site 

The temporal zooplankton data are from a long-term lake monitoring program in the 

Muskoka region of Ontario, Canada (Ontario Ministry of Environment and Climate 

Change, Dorset Environmental Science Centre). These data consist of 31 years (1980 to 

2011) of zooplankton taxonomic, size, and abundance data from eight lakes within the 

region. Samples were collected at a minimum of once a month during the open water 

season {seeYan:2008jr for sampling details}. Some years had longer open water seasons 

than others; however, we limited our analyses to six months, May to October, as all but 

one year (1981) had complete sampling of all of the lakes for this range of months.  

The eight lakes included in the study were: Blue Chalk (BC), Chub (BC), Crosson 

(CN), Dickie (DE), Harp (HP), Heney (HY), Plastic (PC), and Red Chalk (RCM). The 

Muskoka region is located in south-central Ontario, Canada, is situated on Precambrian 

Shield, and experiences a north temperate or continental climate (Fig. 1) with seasonal 

cryospheric conditions. The study lakes fall within the boreal forest ecozone and are 

largely soft-water lakes of low-to-moderate productivity. In recent decades the lakes have 

experienced extensive physicochemical changes in response to widespread changes in 

acid deposition, climate change and shoreline development (Palmer et al. 2011). 

Environmental data 
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In addition to the zooplankton data, we obtained additional biotic and abiotic data to 

include in our analyses. Lake temperature profiles, Secchi depths, and chlorophyll data 

for each year were acquired for each of the study lakes from the Ontario Ministry of 

Environment and Climate Change, Dorset Environmental Science Centre. Historical 

climate data for the Muskoka region was downloaded from Environment Canada. We 

also downloaded Canadian Weather Energy and Engineering Datasets (CWEEDS) from 

Environment Canada’s website. These CWEEDS data contain historical data on solar 

irradiance and wind speeds for the Muskoka region (CITATION???).  

Community level analysis 

For the community level analysis, we used the monthly zooplankton survey data to 

generate species presence-absence matrices on an annual basis such that a column 

represented species incidences for each combination of lake and month within a given 

year. Because each of the eight lakes was sampled once a month during the open water 

season, the number of columns samples for each annual matrix was 48 with the exception 

of 1981 which had only five months of open water producing a matrix of 40 

columnssamples. The number of rows species (annual Gamma diversity) ranged from 24 

to 36 throughout the 31-year study period. We calculated the scaled co-evenness (sCoE) 

for each of the annual presence-absence matrices. Scaled co-evenness quantifies the 

strength of association between species in communities and is not sensitive to differences 

in Gamma diversity or the number of samples {LAVENDER} allowing us to test for 

changes in association strength over time regardless of differences in the dimensions of 

the presence-absence matrics. We used a simple linear regressions to determine if there 

was a significant change in sCoE values over the the 31-year period. 
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We also tested for relationships between sCoE and seven environmental variables: 

mean annual solar irradiance (MJ/m2), mean annual wind speed (0.1 m/s), mean annual 

ambient temperature (°C), mean annual precipitation (mm), mean annual lake 

temperature (°C), mean annual chlorophyll (μg/l), and mean annual Secchi depth (m). As 

with the sCoe metric we also tested each variable individually to determine if there had 

been a significant change in the variable over time. We then used simple linear 

regressions to test for realtionships between each of the variables and sCoE were sCoE 

was the dependant variable. When then performed multiple regression and model 

selection to determine which variable(s) best explained changes in sCoE. Model selection 

was carried out using the dredge function of the MuMIn package (v1.43.17, Bartoń 2020) 

in R (R Core Team 2017). The minimum adequate model (MAM) was determined by 

selecting the model with the lowest AICc value. Prior to model selection we used the 

ggpairs function (GGally v2.1.0; Barret et al. 2021) and the variance inflation factor (vif: 

car; Fox & Weisberg 2019) to quantify correlation between each of the variables. Highly 

correlated variables (α < 0.1 and |r| >0.3) and with vif values greater than two were 

removed prior to running the model. The variables mean annual lake temperature (°C) 

and mean annual Secchi depth (m) were removed prior to model selection as a result. 

Pairwise analysis 

Species presence-absence matrices for the pairwise analyses where the same as for the 

community level analyses. Taxon-level co-occurrence patterns were determined by 

calculating sCoE values for all pairwise species combinations for each year. We counted 

the number of significant pairwise changes in co-occurrence through time for each taxon 

as determined by simple linear regression. For each species pair with a significant change 
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in association we ran model selection using the same suite of predictor variables as for 

the community level model selection. Model selection was carried out using the dredge 

function (MuMIn v1.43.17; Bartoń 2020) and the top model was determined by selecting 

the model with the minimum Akaike information criterion (AICc) value from all 

candidate models. The predictor variables from each of the top pairwise models were 

tabulated in order to determine if there was a common set of variables that predicated 

species associations. Additionally, we counted the number of times and the direction of 

association change for each of the species involved in a significant change in association. 

We paired these counts with each species habitat preference (pelagic, benthic, littoral) 

and used a Chi-squared test to determine if changes in association were linked to a 

species preferred habitat type. Species habitat preferences were taken from both the 

literature (Keller and Conlon 1994, Tremel et al. 2000, Torke 2001, Barnett et al. 2007, 

Qvenild and Hesthagen 2020), and internet resources (see Supplementary material Table 

S1 for a list of sources). 

All code and data are available as supplementary material. Statistical analyses and 

modelling were carried in (R Core Team 2017). 

Results 

Community level analysis 

Species assemblages became more negatively associated over time (simple linear 

regression: R2 = 0.19, F(1, 30) = 6.99, p = 0.01). Similarly, mean annual wind speed 

(simple linear regression: R2 = 0.77, F(1, 30) = 101.7, p ≪ 0.001), mean annual irradiance 

(simple linear regression: R2 = 0.38, F(1, 30) = 18.45, p < 0.001), and mean annual 
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precipitation (simple linear regression: R2 = 0.30, F(1, 30) = 12.76, p = 0.001) also 

decreased significantly during the study period (Figure 1). Both gamma diversity (simple 

linear regression: R2 = 0.40, F(1, 30) = 19.79, p < 0.001), and mean annual lake temperature 

increased significantly (simple linear regression: R2 = 0.42, F(1, 30) = 21.71, p ≪ 0.001). 

There were no significant changes in mean annual chlorophyll (simple linear regression: 

R2 = 0.002, F(1, 30) = 0.07, p = 0.79), mean annual Secchi depth (simple linear regression: 

R2 = 0.04, F(1, 30) = 1.13, p = 0.30), or mean annual air temperature (simple linear 

regression: R2 = 0.03, F(1, 23) = 0.75, p = 0.39). When regressing sCoE on each of the 

environmental variables only mean annual chlorophyll (R2 = 0.17, F(1, 30) = 6.03, p = 

0.02), mean annual wind speed (R2 = 0.14, F(1, 30) = 5.043, p = 0.03), and mean annual 

irradiance (R2 = 0.16, F(1, 30) = 5.55, p = 0.03) result in a significant relationship (Figure 

2). 

Investigation of correlations between each of the predictor variables indicated that 

mean lake temperature was moderately to highly correlated with all other predictor 

variables (|r| > 0.34, p < 0.1; Figure 3). Mean annual Secchi depth was also strongly 

correlated with mean annual air temperature, mean annual lake temperature and mean 

annual precipitation (|r| > 0.40, p < 0.05; Figure 3). Evaluation of the variance inflation 

factor (vif) resulted in a value of 3.13 for mean annual lake temperature and 2.02 for 

mean annual Secchi depth. Based on the correlation coefficients and vif results, mean 

annual lake temperature and mean annual Secchi depth were excluded as predictor 

variables from the full model prior to model selection. The vif values for all other 

predictors were below two. The full model evaluated was:  

,  
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and the minimum adequate model as determined by models selection was (Table 1):  

  

The minimum adequate model explained 34% of the variance in sCoE over the 31-year 

period (Table 1). 

Pairwise analysis 

The zooplankton data contained a total of 59 species resulting a total of 1,711 possible 

pairwise combinations of species. Of these possible pairs, 112 experienced significant 

changes in association throughout the study period (Supplemental Table S2). Daphnia 

(hyalodaphnia) galeata mendotae (Daph_gale) became more negatively associated with 

more species (13) than any other species (Figure 5). The overall trend was for focal 

species to become more negatively associated with other species. Two species had no net 

change in association: Orthocyclops modestus (Orth_mode), and Leptodora kindtii 

(Lept_kind). Only eight species had net changes of association in a positive direction 

(Figure 5). Polyphemus pediculus (Poly_pedi) had the largest net increase in positive 

association (4; Figure 5). 

Based on the observed frequency of each species habitat preference, littoral species 

were disproportionately more likely to increase in negative association with other species 

(χ2 = 6.88, df = 2, p-value = 0.032; Figure 5). 

AICc based model selection for each species pair resulted in a range of predictor 

variables (Table S2); however, wind speed and irradiance occurred more frequently than 

chlorophyll, precipitation or Secchi depth (χ2 = 105.93, df = 4, p-value ≪ 0.001; Figure 

4) as significant factors contributing to changes in association. 
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Discussion 

Acknowledgements 

Tables 

Table 1. Model output for the minimum adequate model (MAM = sCoE ~ irradiance + 

chlorophyll + precipitation). Model selection was based on AICc values and was carried 

out suing the dredge function (MuMIn v1.43.17; Bartoń 2020).  

Predictor Estimate 

Std. 

Error 

t-

value 

p-

value 

Variance Inflation 

factor 

irradiance 2.15 0.99 2.17 0.04 1.07 

chlorophyll 0.04 0.01 2.88 0.01 1.00 

precipitation 0.02 0.01 1.85 0.07 1.07 

Residual standard error:  0.04 on 28 

degrees of freedom 

Multiple R-squared:  0.40, Adjusted R-

squared:  0.33 

F-statistic:  6.20 on 3 and 28 DF, p-

value: 0.002 

AICc: -113.51 
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Figures 
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Figure 1. Results of simple linear regressions of eight environmental variables over time 

(lower plots) along with a simple linear regression of the scaled co-evenness metric 

(sCoE) over time. It is evident that community level species associations (sCoE) have 

changed with species becoming more negatively associated over the span of 31 years. 

Similarly, Gamma diversity and lake temperatures have also increased significantly 

during the same time period and irradiance, wind speed and precipitation have all 

decreased significantly.  
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Figure 2. Simple linear regressions with each of the environmental variables as predictors 

and sCoE as the response variable indicate that chlorophyll, wind speed and irradiance all 

have significant positive relationships with sCoE. That is, that increases in wind speed, 

chlorophyll or irradiance result in an increase in positive associations between species. 

Gamma diversity, precipitation, lake temperature, Secchi depth and air temperature are 

not significantly associated with changes in species association (sCoE)  
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Figure 3. Before model selection all of the predicator variables were checked for strong 

correlations with the other variables. This was done using a pairs plot (the above figure) 

as well as using a variance inflation factor test (MuMIn package in R). Highly correlated 

variables were excluded from the full model (Lake temperature and Secchi depth were 

excluded) based on both the pairs plot and variance inflation factor values. 
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Figure 4. Proportion of minimum adequate models (MAM) from the pairwise model 

selections that each variable is considered a significant predictor of association (sCoE). 

Individual MAM results are in Table S2. Wind speed and irradiance occur more 

frequently more often than expected (χ2 = 105.93, df = 4, p-value ≪ 0.001). The 

horizontal dashed line indicates the expected proportion if there was no difference 

between predictor occurrence among the MAMs. 
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Figure 5. The frequency of occurrence of positive and negative changes in associations 

for each focal species over the 31-year study period. The dashed lines demarcate the 

change from species with a net increase in positive associations (above both dashed 

lines), no net change (between the dashed lines), and a net increase in negative 

associations (below the dashed lines). Each species is colour coded based on its preferred 

habitat type. Littoral species occur more frequently than expected in the lower portion 

(more negatively associated; χ2 = 6.88, df = 2, p-value = 0.032) 
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Figure Captions 
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Appendices 

Table S2. Minimum adequate models for each pairwise comparison. sCoE is the response variable in call cases. Values in columns are 

the parameter estimates for that variable and empty columns indicate that the variable was not part of the minimum adequate model. 

Pair Wind speed Secchi depth Irradiance Precipitation Chlorophyll Adjusted R-squared F-statistic Df1 Df2 p-value 

Acan_vern x Chyd_spha 0.096 (<0.001)     0.377 17.37 1 26 <0.001 

Acan_vern x Cycl_scut -0.064 (0.026)     0.14 5.576 1 27 0.026 

Acan_vern x Daph_comp -0.118 (<0.001)     0.372 17.607 1 27 <0.001 

Acan_vern x Daph_gale 0.068 (0.016)     0.168 6.655 1 27 0.016 

Acan_vern x Diac_bicu 0.058 (0.046) 0.704 (0.116)    0.13 3.085 2 26 0.063 

Acan_vern x Diap_birg 0.075 (0.012)     0.182 7.224 1 27 0.012 

Acan_vern x Holo_glac -0.063 (0.004)     0.239 9.807 1 27 0.004 

Acan_vern x Sene_cala 0.056 (0.03)     0.133 5.279 1 27 0.03 

Alona_sp. x Lept_kind   -38.211 (0.001)   0.312 12.781 1 25 0.001 

Alona_sp. x Sida_crys   -42.893 (0.009)   0.221 8.087 1 24 0.009 

Ceri_sp. x Daph_long   -31.263 (0.003) -0.25 (0.007)  0.778 16.808 2 7 0.002 

Chyd_spha x Cycl_scut -0.062 (0.008)     0.189 7.993 1 29 0.008 
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Pair Wind speed Secchi depth Irradiance Precipitation Chlorophyll Adjusted R-squared F-statistic Df1 Df2 p-value 

Chyd_spha x Daph_comp -0.123 (<0.001) -0.768 (0.034)   0.322 (0.055) 0.556 13.512 3 27 <0.001 

Chyd_spha x Daph_gale 0.089 (0.001)   0.361 (0.1)  0.464 13.994 2 28 <0.001 

Chyd_spha x Daph_long 0.058 (0.001)     0.301 13.893 1 29 0.001 

Chyd_spha x Diac_bicu 0.083 (0.001)  28.035 (0.058)   0.5 15.98 2 28 <0.001 

Chyd_spha x Epis_lacu 0.06 (0.019)     0.146 6.122 1 29 0.019 

Chyd_spha x Holo_glac -0.034 (0.008)     0.194 8.198 1 29 0.008 

Chyd_spha x Lept_sici 0.169 (<0.001)     0.741 84.111 1 28 <0.001 

Chyd_spha x Meso_edax -0.061 (0.001)   0.357 (0.013)  0.307 7.652 2 28 0.002 

Chyd_spha x Sene_cala 0.159 (<0.001)     0.725 80.244 1 29 <0.001 

Chyd_spha x Skis_oreg   22.848 (0.077) 0.253 (0.123)  0.164 3.941 2 28 0.031 

Cycl_scut x Daph_comp   -21.75 (0.003)   0.234 10.474 1 30 0.003 

Cycl_scut x Daph_gale 0.017 (0.068)     0.077 3.587 1 30 0.068 

Cycl_scut x Daph_long -0.04 (0.012)     0.165 7.129 1 30 0.012 

Cycl_scut x Daph_retro   17.98 (0.064)   0.08 3.695 1 30 0.064 

Cycl_scut x Lept_minu 0.073 (0.009)     0.184 7.782 1 29 0.009 

Cycl_scut x Trop_pras 0.048 (0.001)     0.268 12.33 1 30 0.001 



 

 194 

Pair Wind speed Secchi depth Irradiance Precipitation Chlorophyll Adjusted R-squared F-statistic Df1 Df2 p-value 

Daph_ambi x Daph_comp -0.088 (<0.001)     0.466 28.022 1 30 <0.001 

Daph_ambi x Daph_gale    0.309 (0.003)  0.233 10.396 1 30 0.003 

Daph_ambi x Daph_retro 0.027 (0.056)     0.087 3.966 1 30 0.056 

Daph_ambi x Diap_birg   15.698 (0.133)   0.043 2.382 1 30 0.133 

Daph_ambi x Sene_cala    0.202 (0.024) 0.239 (0.011) 0.255 6.301 2 29 0.005 

Daph_ambi x Sida_crys -0.045 (0.006)     0.208 8.871 1 29 0.006 

Daph_ambi x Skis_oreg  0.261 (0.084) -12.963 (0.041)   0.162 4.006 2 29 0.029 

Daph_comp x Daph_gale 0.056 (<0.001)     0.494 31.239 1 30 <0.001 

Daph_comp x Daph_long -0.077 (<0.001)  -25.898 (0.015)   0.632 27.623 2 29 <0.001 

Daph_comp x Diac_bicu 0.039 (0.001)     0.31 14.936 1 30 0.001 

Daph_comp x Lept_minu 0.083 (0.004)     0.228 9.872 1 29 0.004 

Daph_comp x Orth_mode -0.16 (<0.001) -0.735 (0.041)    0.624 25.014 2 27 <0.001 

Daph_comp x Poly_pedi -0.111 (<0.001)     0.384 20.286 1 30 <0.001 

Daph_comp x Skis_oreg   -36.8 (<0.001)   0.542 37.664 1 30 <0.001 

Daph_comp x Trop_pras 0.031 (0.044)  16.586 (0.095)   0.27 6.718 2 29 0.004 

Daph_dubi x Daph_gale   18.994 (0.087)   0.064 3.137 1 30 0.087 
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Pair Wind speed Secchi depth Irradiance Precipitation Chlorophyll Adjusted R-squared F-statistic Df1 Df2 p-value 

Daph_dubi x Meso_edax -0.016 (0.105)  -12.608 (0.052)   0.254 6.273 2 29 0.005 

Daph_dubi x Sida_crys   39.057 (0.009) 0.54 (0.003)  0.419 11.837 2 28 <0.001 

Daph_gale x Daph_long   -28.741 (0.004)   0.224 9.929 1 30 0.004 

Daph_gale x Diac_bicu 0.012 (0.048)    -0.101 (0.054) 0.144 3.611 2 29 0.04 

Daph_gale x Diap_birg 0.043 (0.001)     0.297 14.101 1 30 0.001 

Daph_gale x Epis_lacu   13.62 (0.077)   0.071 3.365 1 30 0.077 

Daph_gale x Lept_kind 0.074 (0.005)     0.215 9.219 1 29 0.005 

Daph_gale x Meso_edax 0.068 (<0.001)     0.428 24.241 1 30 <0.001 

Daph_gale x Sida_crys 0.054 (0.016) -0.477 (0.113) 41.333 (0.005)   0.528 12.169 3 27 <0.001 

Daph_gale x Skis_oreg 0.033 (0.009)  24.697 (0.003)   0.502 16.603 2 29 <0.001 

Daph_long x Daph_retro   37.825 (<0.001) -0.16 (0.08)  0.456 14.018 2 29 <0.001 

Daph_long x Diac_bicu -0.028 (0.085)  -25.263 (0.022)   0.315 8.123 2 29 0.002 

Daph_long x Epis_lacu 0.064 (<0.001)     0.372 19.338 1 30 <0.001 

Daph_long x Holo_glac   -18.06 (0.014)   0.158 6.819 1 30 0.014 

Daph_long x Lept_kind   33.454 (0.041)  0.399 (0.055) 0.179 4.261 2 28 0.024 

Daph_long x Meso_edax -0.024 (0.014)     0.159 6.871 1 30 0.014 
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Pair Wind speed Secchi depth Irradiance Precipitation Chlorophyll Adjusted R-squared F-statistic Df1 Df2 p-value 

Daph_long x Sene_cala 0.039 (0.009)     0.178 7.69 1 30 0.009 

Daph_long x Sida_crys   77.735 (<0.001)   0.452 25.761 1 29 <0.001 

Daph_long x Skis_oreg    -0.335 (0.008)  0.187 8.149 1 30 0.008 

Daph_retro x Diac_bicu   31.789 (0.004)   0.226 10.037 1 30 0.004 

Daph_retro x Epis_lacu 0.039 (0.004)     0.219 9.68 1 30 0.004 

Daph_retro x Eubo_tubi   -13.873 (0.034)   0.112 4.916 1 30 0.034 

Daph_retro x Lept_sici 0.067 (0.006)     0.207 8.816 1 29 0.006 

Daph_retro x Orth_mode 0.052 (0.063) 1.477 (0.002)  0.527 (0.041)  0.343 6.049 3 26 0.003 

Daph_retro x Sene_cala 0.06 (0.001)  23.14 (0.031)   0.517 17.622 2 29 <0.001 

Daph_retro x Skis_oreg 0.03 (0.013)    0.32 (0.002) 0.389 10.879 2 29 <0.001 

Daph_retro x Trop_pras    -0.166 (0.03)  0.12 5.215 1 30 0.03 

Daph_sp. x Diap_birg     1.843 (0.025) 0.321 6.683 1 11 0.025 

Diac_bicu x Diap_birg 0.046 (<0.001)  11.311 (0.095)   0.548 19.802 2 29 <0.001 

Diac_bicu x Eubo_tubi 0.055 (<0.001)     0.482 29.89 1 30 <0.001 

Diac_bicu x Lept_kind 0.106 (0.001)  -33.74 (0.049) -0.375 (0.08)  0.273 4.756 3 27 0.009 

Diac_bicu x Meso_edax 0.073 (<0.001)     0.456 27.02 1 30 <0.001 
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Pair Wind speed Secchi depth Irradiance Precipitation Chlorophyll Adjusted R-squared F-statistic Df1 Df2 p-value 

Diac_bicu x Sene_cala   -7.806 (0.039)   0.106 4.682 1 30 0.039 

Diac_bicu x Sida_crys 0.048 (0.034)  43.82 (0.005)   0.442 12.897 2 28 <0.001 

Diac_bicu x Trop_pras 0.044 (0.014)     0.157 6.764 1 30 0.014 

Diap_birg x Epis_lacu 0.051 (0.001)  16.755 (0.083)   0.449 13.624 2 29 <0.001 

Diap_birg x Lept_sici 0.133 (<0.001)  26.364 (0.045) 0.298 (0.064)  0.775 35.457 3 27 <0.001 

Diap_birg x Meso_edax   -31.466 (0.003)   0.24 10.807 1 30 0.003 

Diap_birg x Sene_cala 0.132 (<0.001)  39.784 (0.005)   0.734 43.781 2 29 <0.001 

Diap_birg x Skis_oreg   19.238 (0.008)   0.186 8.075 1 30 0.008 

Epis_lacu x Eubo_tubi  0.636 (0.021)  0.309 (0.026) 0.185 (0.109) 0.218 3.873 3 28 0.02 

Epis_lacu x Lept_sici -0.081 (0.004)     0.231 10.034 1 29 0.004 

Epis_lacu x Meso_edax 0.067 (<0.001)     0.407 22.26 1 30 <0.001 

Epis_lacu x Sene_cala -0.052 (0.013)     0.162 6.997 1 30 0.013 

Epis_lacu x Skis_oreg 0.042 (0.003)     0.23 10.241 1 30 0.003 

Eubo_tubi x Lept_sici 0.139 (<0.001) 1.248 (0.001)  0.543 (0.008)  0.735 28.703 3 27 <0.001 

Eubo_tubi x Meso_edax  -0.824 (0.011) -21.493 (0.051) -0.394 (0.021)  0.301 5.447 3 28 0.004 

Eubo_tubi x Sene_cala 0.124 (<0.001) 1.136 (0.004)  0.581 (0.009)  0.677 22.666 3 28 <0.001 
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Pair Wind speed Secchi depth Irradiance Precipitation Chlorophyll Adjusted R-squared F-statistic Df1 Df2 p-value 

Holo_glac x Lept_minu 0.085 (0.004)     0.231 10.022 1 29 0.004 

Holo_glac x Meso_edax 0.047 (0.013)     0.161 6.961 1 30 0.013 

Lept_kind x Meso_edax -0.072 (<0.001)   0.208 (0.117)  0.37 9.812 2 28 0.001 

Lept_kind x Orth_mode -0.068 (0.003)     0.264 11.038 1 27 0.003 

Lept_kind x Poly_pedi  -0.806 (0.007)  -0.373 (0.013)  0.207 4.91 2 28 0.015 

Lept_kind x Sene_cala 0.02 (0.047)    -0.164 (0.047) 0.157 3.788 2 28 0.035 

Lept_sici x Meso_edax    0.466 (0.024)  0.134 5.654 1 29 0.024 

Lept_sici x Orth_mode 0.054 (0.036)    0.474 (0.018) 0.265 6.054 2 26 0.007 

Lept_sici x Skis_oreg 0.055 (0.021)     0.142 5.966 1 29 0.021 

Meso_edax x Sene_cala 0.067 (0.017)   0.437 (0.049)  0.377 10.374 2 29 <0.001 

Meso_edax x Sida_crys -0.065 (0.001)     0.296 13.586 1 29 0.001 

Meso_edax x Skis_oreg -0.031 (0.006) -0.376 (0.032)    0.228 5.574 2 29 0.009 

Meso_edax x Trop_pras 0.056 (0.001)     0.289 13.617 1 30 0.001 

Orth_mode x Sene_cala 0.048 (0.046)    0.386 (0.046) 0.22 5.09 2 27 0.013 

Orth_mode x Sida_crys -0.048 (0.043)  -27.552 (0.066)   0.312 7.582 2 27 0.002 

Poly_pedi x Sida_crys -0.041 (0.005)     0.213 9.109 1 29 0.005 
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Pair Wind speed Secchi depth Irradiance Precipitation Chlorophyll Adjusted R-squared F-statistic Df1 Df2 p-value 

Poly_pedi x Skis_oreg -0.042 (0.032)     0.115 5.046 1 30 0.032 

Sene_cala x Skis_oreg 0.037 (0.039)     0.106 4.67 1 30 0.039 

Sida_crys x Skis_oreg 0.065 (0.021)  31.926 (0.084)   0.327 8.301 2 28 0.001 

Sida_crys x Trop_pras -0.054 (0.003)         0.242 10.568 1 29 0.003 

Occurrence counts 83 14 41 23 12      

Percentage of models 74.1% 12.5% 36.6% 20.5% 10.7%      

 


