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Abstract

One in four Canadians will die from cancer. The majority of cancer patients die not

from their primary tumor but from the progression of metastatic disease. Among

patients with metastatic disease, the patterns of disease spread are increasingly rec-

ognized as an important stratification variable for treatment selection. While his-

torically, disease patterns have been described in autopsy series, identifying these

patterns in all patients undergoing treatment may improve our understanding of the

natural history of different primary cancers and the organotropism of metastatic dis-

ease, thereby facilitating better clinical reasoning and decision-making. Radiographic

imaging plays a central role in identifying metastatic disease. This thesis tests the

working hypothesis that a ten-year database of computed tomography (CT) radi-

ologic reports contain sufficient information for machine learning (ML) to identify

metastatic phenotypes based on disease progression patterns. Natural language pro-

cessing (NLP) will allow the use of structured radiology reports as weak labels for

semi-supervised classification of over 700,000 CT reports. This research is made pos-

sible by recent advances in the field and capitalizes on our unique access to large

amounts of structured reporting data.

The thesis has two contributions: the first uses NLP models for single-report

metastases detection, while the second uses deep learning models to detect metastatic
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disease across multiple consecutive reports. The single-report work aims to mea-

sure the frequency of metastatic disease in different organs reported on CT scans

of the chest, abdomen, and pelvis over a ten-year period at a cancer center, using

time frequency-inverse document frequency (TF-IDF) and ensemble machine-learning

models to make predictions. It was demonstrated that NLP can achieve high accuracy

(90%-99%) in extracting metastatic disease labels in different organs within structured

radiology reports for cancer patients. The second contribution is to further improve

the detection of metastatic disease over time from these same structured radiology

reports by exposing prediction models to historical information. We use NLP to ex-

tract and encode important features from the structured text reports, which are then

used to develop, train, and validate models. Three models – a simple convolutional

neural network, a convolutional neural network augmented with an attention layer,

and a recurrent neural network – were developed to classify the type of metastatic

disease and validated against the ground truth labels. The models use features from

consecutive structured text radiology reports of a patient to predict the presence of

metastatic disease in the reports. This research demonstrated that neural network

NLP prediction models can generate better weak labels for semi-supervised classifica-

tion of CT reports when exposed to consecutive reports through a patient’s treatment

history.

Our results suggest that NLP models can extract cancer progression patterns from

multiple consecutive radiology reports and predict the presence of metastatic disease

in multiple organs with high performance. This is the first time that NLP has been

applied to study metastatic progression. We demonstrate a promising automated

approach to label large numbers of radiology reports without involving human experts
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in a time- and cost-effective manner and enables tracking of cancer progression over

time.
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Chapter 1

Introduction

1.1 Motivation

The majority of patients with cancer die not from their primary tumor but from

the progression of metastatic disease [55]. Among patients with metastatic disease,

the patterns of disease spread are increasingly recognized as an important strati-

fication variable. While historically, disease patterns have been described in au-

topsy series, identifying these patterns in all patients undergoing treatment may im-

prove our understanding of the natural history of different primary cancers and the

organotropism of metastatic disease, thereby facilitating better clinical reasoning and

decision-making.

1.2 Problem Statement

Medical imaging plays a central role in identifying the sites involved with metastatic

disease. While pathologic sampling helps confirm the presence of malignancy at initial

diagnosis as well as at disease recurrence or progression, the sampling of every site or

organ involved is not clinically feasible. Therefore, metastatic phenotypes identified
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by radiologic imaging are an essential tool in cancer management. CT remains the

workhorse of cancer imaging, and it is performed routinely at approximately 2- to

3-month intervals throughout a patient’s treatment. The large number of CT studies

performed for patients with cancer can effectively capture both the spatial and tem-

poral distribution of metastatic disease, with greater granularity than is offered by

biopsy or autopsy.

Manual data extraction of metastatic phenotypes from CT reports requires radi-

ology domain expertise and is too time-consuming to be performed on all data. Data

extraction from radiology reports by natural language processing (NLP) is now in-

creasingly performed [107, 114, 135]. However, to date, the application of NLP to radi-

ology reports for the classification of metastatic disease has been limited [53, 71, 116].

The development of accurate models for predicting the presence of metastasis through

NLP would allow large-scale labeling of CT reports, potentially offering new insights

into patterns of metastatic disease spread in patients with cancer.

1.3 Radiology Reporting in Cancer Care

When a radiologist is deciding whether to report a metastasis on a CT scan that

they are reading, a wealth of data is considered: the patient’s primary cancer type

(e.g. is it a colon cancer, or a breast cancer primary?), the patient’s previous scans if

available, and other pertinent medical history, including laboratory data (increased

serum markers for certain cancers may be informative), or pathology data (for exam-

ple, a biopsy of a previously suspicious finding). A biopsy usually determines whether

a mass is metastatic, though certain cases can remain ambiguous after pathologist

review. In summary, the radiologist has to integrate what they see on imaging with
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all other medical information available in the record. It is important to recognize that

radiologists also rely on learned heuristics when making these decisions. These heuris-

tics are developed throughout a radiologist’s career and can be heavily influenced by

several factors: the radiologists they have trained under and their own experience

with similar cases at the hospitals and/or institutions at which they practice. Each

radiologist will thus have unique experiences and strategies that guide their decision

making. For this reason, if multiple radiologists look at the same CT scan, there may

be variation in their interpretation of the same images (Dr. R. K. G. Do, personal

communication, 2021).

Metastatic progression is a result of treatment failure (non-response to chemother-

apy). In cancer clinical trials, tumor response to treatment is determined by a ra-

diologist using Response Evaluation Criteria in Solid Tumors (RECIST). RECIST

are used by oncologists to determine whether or not patients should stay on a given

treatment. RECIST are calculated based the longest diameter of the tumor manually

measured in CT using a virtual ruler [39] (Figure 1.1 on the next page). This manual

approach is an expensive and laborious process that does not scale to general practice.

When a treatment method progresses from a clinical trial to general practice, it is un-

known how those patients who did not qualify for selection into the clinical trial will

respond. Knowledge of tumor progression outside of clinical trials therefore remains

an open question. The objective of this project is to generate a library of metastatic

phenotypes. It is our expectation that response rates for different treatments can be

determined from our proposed pipeline to build an understanding across the entire

population of cancer patients.
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Figure 1.1: A CT image on which RECIST is being performed.

1.4 Objective and Methodology

We propose to translate structured radiologic reporting data into a library of meta-

static phenotypes to provide weak labels for CT images. This is inspired by work

demonstrating that weak labels can be used to detect and spatially locate disease

in chest x-rays to drive CNN-based predictions. These are called “weak labels” be-

cause the structure of interest is not explicitly annotated. For example, we know

from the label that there is a tumor in the liver, but we do not know the location of

the tumor. Structured radiology reports contain fields (e.g., hepatobiliary, pancreas,

pelvic organs) that house information (unremarkable vs. metastases measuring a par-

ticular diameter). Memorial Sloan Kettering Cancer Center (MSKCC) implemented

structured radiology reporting in all abdominal CT over a decade ago using Synoptic

Reporting (Softworks Group, Edmonton, Alberta). Text mining using ML methods

defined previously in the ML literature will automatically extract labels of the rele-

vant pathology. These labels can then be used to generate an ontology of text labels
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corresponding to the fields in the structured radiology report that can be queried for

specific cancer questions. Figure 1.2 presents a sample report and extracted labels.

Figure 1.2: Sample structured report and corresponding labels used in the proposed
weakly-supervised analysis.

The single-report metastases prediction model consists of TF-IDF ensemble pre-

diction model trained to detect metastases for different organs. This model processes

the raw text data using the term frequency-inverse document frequency method, and

the processed data are then fed into the ensemble voting model. The ensemble con-

sists of a logistic regression (LR) model, a support vector machine (SVM), a random

forest (RF) model, and an extreme gradient boosting (XGBoost) model. Each model

makes a prediction based on the input data and final classification is determined using

a soft voting strategy, leveraging the models’ confidence values.



1.5. HYPOTHESIS 6

The multi-report metastases prediction models are deep learning models, specif-

ically convolutional neural networks (CNNs). The raw text is processed using word

embedding functions, a process which preserves word context and transforms each

word into a numeric vector capturing semantic information [49]. Two CNN models

are proposed for this task: a simple CNN and a CNN augmented with a self-attention

layer. The predictions from these models will be used to create a map of metastatic

progression across different organs and be used to identify patterns expressed by

various primary cancers.

1.5 Hypothesis

We will test the hypothesis that a ten-year database of CT imaging and radiologic re-

porting contains enough information for ML to detect patterns of metastatic spread.

We focus on the task of predicting the presence of tumors in various organs based on

text from single radiology reports, and then expand the models to use information

from multiple consecutive reports to track the progression of a single patient through-

out treatment. From this we will build a map of cancer types and patterns of spread

over time.

1.6 Contributions

This thesis has two contributions: the first uses NLP models for single-report metas-

tases detection (Chapter 3), while the second uses deep learning models to detect

metastatic disease across multiple consecutive reports (Chapter 4). The single-report

work aims to measure the frequency of metastatic disease in different organs reported
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on CT scans of the chest, abdomen, and pelvis over a ten-year period at a can-

cer center, using time frequency-inverse document frequency (TF-IDF) and ensemble

machine-learning models to make predictions. It was demonstrated for the first time

that NLP can achieve high accuracy (90%-99%) in extracting metastatic disease labels

in different organs within structured radiology reports for cancer patients.

The second contribution is to improve the detection of metastatic disease over

time from these same structured radiology reports by exposing prediction models to

historical information. This research demonstrated that neural network NLP predic-

tion models can generate better weak labels for semi-supervised classification of CT

reports when exposed to consecutive reports through a patient’s treatment history.

Several models were developed to classify the type of metastatic disease and vali-

dated against ground truth labels, using features from consecutive structured text

radiology reports of a patient to predict the presence of disease in the reports. This

was compared against the single-report model based on accuracy, precision, recall,

and F1-score. The best model was then used to label all 714,454 reports to gener-

ate metastatic maps of disease progression. The results show that multi-report NLP

prediction models generate more reliable weak labels of radiology reports than do

single-report models.

In summary, this thesis contributes accurate models for predicting the presence

of metastasis in CT reports, for the first time, enabling large-scale labeling of CT

reports.
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1.7 Organization of Thesis

We present a literature review in Chapter 2. Chapter 2.1 provides background on

NLP including common NLP approaches and applications, performance evaluation,

and NLP for clinical narratives. Chapter 2.2 discusses the analysis of time-series

data. Chapter 3 presents the single-report metastases detection work, and Chapter 4

presents the multi-report metastases detection in consecutive reports work.
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Chapter 2

Background

This thesis explores the application of natural language processing (NLP) to process

structured radiology reports for extracting information to detect metastatic disease.

In this chapter, we provide the review of relevant literature in language, NLP, appli-

cations of NLP, and performance evaluation. A detailed review of NLP for clinical

reports as well as time-series analysis is described.

2.1 Natural Language Processing

Language is one of the most important and powerful tools of the human species. It

gives us the incredible ability to convey unique ideas, and has allowed for our species

to be where we are today. Within the last half-century, we have been using comput-

ers to help us handle the increasing amounts of data being collected on every topic

imaginable. However, it is widely known that computers are much more effective at

analyzing numerical data compared with language data. Language is complex, with

many rules that even native speakers are unsure why or how they came about, or

even when and why rules and exceptions are applicable. Humans have the ability to

infer conclusions (often correctly, though misunderstandings are rampant) from very
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short linguistic discourse. The interpretation of language happens on many levels:

when in a face-to-face discourse with another human, we use tone of voice, body

language, and facial expressions, combined with the actual words being spoken to

understand a person’s meaning. Then there are forms of language communication at

various levels of abstraction. Take speaking over the phone: we no longer have the

ability to incorporate body language and facial expression into our interpretations

of the words being said, but we maintain the ability to hear tone of voice, allow-

ing us to understand the correct meaning behind words. Now, in the twenty-first

century, human communicate over text messaging, which removes helpful factors of

body language, facial expression, and tone of voice. And yet, we are often able to

infer these things, simply by reading black text on a white background. Add on top

of this strict character-count rules on platforms such as Twitter, humans are still

able to convey huge concepts through very short formats. This is incredible, but not

infallible. Misinterpretation is rampant, be it in face-to-face conversation down to

the shortest text, even with human’s ability to use and interpret language. Now, if

we look at computers, that process all information in 0’s and 1’s, how could all these

tools of communication be transferred? This area of study has received considerable

attention and is applicable in many domains. With the wide variety of questions and

research, this thesis will primarily focus on the applications of language processing in

the context of the medical domain.

Natural language processing (NLP) is the intersection of linguistics, computer

science, and artificial intelligence concerned with the interactions between computers

and human language. In other words, it is the study of how to give computers

the ability to understand text and spoken language in a the way that humans do.
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Achieving this and coupling with the speed at which computers process data, we can

analyze large amounts of text to answer scientific questions in a variety of research

domains.

NLP has undergone several developments and phases. An early stage in the field is

known as symbolic NLP, where language is processed by sets of hand-coded rules and

dictionary look-ups. These methods were the backbone of early machine translation

systems, as well as chat bots such as ELIZA [143]. In such systems, everything is

visible, understandable and explainable, leading to what is called a ‘transparent box’

as opposed to the ‘black box’ created by more recent machine learning methods.

For this reason, symbolic NLP methods are still commonly used in cases where the

amount of training data is insufficient for training a machine learning (ML) model,

for text preprocessing in ML pipelines, and in postprocessing and transformations in

ML pipelines.

Symbolic NLP evolved into statistical NLP, accomplished using machine learning

techniques [126]. This became possible due to the growth of the World Wide Web and

the explosion in availability of raw language data, allowing for sufficient amounts of

data to train ML models. Statistical models make soft, probabilistic decisions based

on attached learned weights to input features. An advantage that statistical NLP

has over symbolic NLP is that they are more robust when given unfamiliar inputs,

especially input containing errors (spelling, grammar, etc.). Another advantage of

such models is that many have the ability to express the relative certainty of several

possible answers, producing more reliable results and aiding in their adoption in

practical applications.
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A drawback of statistical NLP models is that they require elaborate feature en-

gineering. Due to this, there has been increased research into using neural networks

to solve NLP questions. Popular techniques include the use of word-embeddings to

capture semantic properties of words, and an increase in end-to-end learning of a

higher-level task instead of relying on a pipeline of separate intermediate tasks.

2.1.1 Common NLP Applications

Natural language processing has numerous applications, from speech analysis, to book

generation. For the purposes of this review, the focus will be on the tasks relevant to

the medical domain. These include: named entity recognition, information extraction,

document classification, and information retrieval [123].

• Named entity recognition (NER) identifies and classifies words and phrases into

predefined categories such as diseases, symptoms, and drugs. It is used mostly

as a vehicle for feature extraction.

• Information extraction (IE) selects specific facts about explicitly stated types of

entities and relationships of interest. This is used for turning free-text medical

records into a structured form by filling a template with the relevant information

extracted. It adds significant value in terms of automated analysis once the

structure has been extracted, though it is very vulnerable to errors.

• Document classification comes from the belief that more value can be gained by

inferring additional information that is not explicitly articulated in the original

text. It uses features extracted from text to map documents into one or more

categories from a predefined scheme.
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• Information retrieval (IR) gathers and filters documents based on a query.

2.1.2 Evaluation of NLP Model Performance

In our work, NLP is applied to a classification problem, and as such, various measures

based on a confusion matrix are used to evaluate model performance. A confusion

matrix contains information about known labels and those predicted by the model. In

a binary classification problem, there are four possible outcomes of a single prediction:

true positive, true negative, false positive, or false negative. A true positive (TP)

occurs when the model correctly predicts an instance as having a positive label,

and a true negative (TN) results from a correct negative prediction. There are two

possible errors in this type of model: when a case is incorrectly predicted as positive,

it is referred to as a false positive (FP), and when an incorrect negative prediction is

made it is called a false negative (FN).

The performance measures typically used to evaluate NLP models are accuracy,

precision, recall, and Fβ measure. Accuracy reports on how often the model makes a

correct prediction, calculated as:

Accuracy =
(TP + TN)

(TP + TN + FP + FN)
(2.1)

Precision (P) reports on the percentage of correctly-made positive predictions, cal-

culated as:

P =
TP

(TP + FP )
(2.2)
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Recall (R) indicates the model’s ability to find positive instances, reporting the per-

centage of positive cases that were predicted as positive. It is calculated using:

R =
TP

(TP + FN)
(2.3)

Maximizing precision and recall is based on optimizing different aspects of classifica-

tion performance: reducing the number of false positives will increase the precision,

while reducing the number of false negatives will increase recall. These two measures

are naturally opposed, and reducing one error will increase the other. Given this,

systems are often compared on how well they balance precision and recall using Fβ

measure.

Fβ =
(1 + β2)PR

(β2P +R)
(2.4)

β is used to weigh precision against recall based on their relative importance for the

specific classification problem being evaluated. Studies usually report F1 measure (F

measure), which gives no preference to either precision or recall. F1 is the harmonic

mean of precision and recall, providing a better measure of incorrectly classified cases

than accuracy. In cases of identifying potential metastases, the cost of missing pos-

itive cases (false negatives) is much greater than the cost of false positives. F1 also

mitigates the effect of imbalanced class distribution, which can be masked behind

accuracy scores.

These four metrics (accuracy, precision, recall, F measure) describe how the model

is evaluated in the computer science domain, however, due to the focus of medical NLP

tasks, we must also report performance in medical domain-appropriate terminology.

The following maps the described performance metrics to medical (i.e., diagnostic
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testing) terminology, while defining additional metrics. Precision is known as positive

predictive value (PPV), while recall corresponds to sensitivity. A metric known as

specificity reports on the model’s ability to avoid false positives, giving the percentage

of correctly predicted negative cases. Specificity complements recall (sensitivity) and

is calculated as follows:

Specificity =
TN

(TN + FP )
(2.5)

Another metric used is negative predictive value (NPV), which reports the percentage

of correct negative predictions, complementing precision (PPV):

NPV =
TN

(TN + FN)
(2.6)

A summary of these performance metrics can be found in Table 2.1.

2.1.3 NLP for Clinical Narratives

Clinical narratives are the main form for communication within healthcare, providing

personalized accounts of patient history and assessments, and offering rich information

for clinical decision making [112]. Strategies for extracting information from historical

clinical notes is a very pressing issue as these notes contain a wealth of information not

expressed in any structured or imaging format. These notes have information about

the behaviour of disease that may not be found in laboratory and measurement data,

and have the potential to answer many clinical questions.

Structured data typically captures patients’ demographic information, lab values,

medications, diagnoses, and dates of encounters. However, this information alone is

insufficient in inferring phenotypes, and not all patient information is well documented
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Metric Reports Significance Formula

Accuracy Percentage of
correct
predictions

How often the
model predicts
correctly

(TP + TN)

(total predictions)

Precision, P,
Positive
Predictive Value
(PPV)

Percentage of
correctly-
predicted positive
instances

How often the
model is correct
in predicting a
positive case

TP

(TP + FP )

Recall, R,
Sensitivity

Percentage of
positive cases
predicted as
positive

Indicates the
model’s ability to
find positive
instances

TP

(TP + FN)

Fβ measure, F1
measure, F
measure

Model’s ability to
balance precision
and recall

β is used to weigh
precision against
recall based on
relative
importance

(1 + β2)PR

(β2P +R)

Specificity Percentage of
negative cases
correctly
predicted as
negative

Indicates model’s
ability to avoid
false positives.
Complements
recall/sensitivity

TN

(TN + FP )

Negative
predictive value
(NPV)

Percentage of
correctly-
predicted negative
instances

Complements
precision/positive
predictive value

TN

(TN + FN)

Table 2.1: Performance Metrics for NLP Applications
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in structured data, such as clinicians’ observations and insights. Coded patient data

do not always reflect a patient’s underlying physiology. A wealth of relevant in-

formation exists in various types of medical records. Approximately 96% of cancer

diagnoses originate in the surgical pathology laboratory and the subsequent narra-

tive reports [123]. Clinical narrative reports consist of notes, observations, referring

letters, specialist reports, discharge summaries, and doctor-patient communications.

These may summarize patient medical history, family history, diagnoses, medication,

immunizations, allergies, radiology images, and laboratory test results. These sum-

maries provide insights and inferences that are greater than the simple sum of the

words, and extracting information from clinical narratives for accurate phenotyping

requires the capture of both semantic and syntactic structures in the narrative. NLP

has demonstrated the feasibility to unlock the evidence buried in clinical narratives,

facilitating rapid development of NLP tools by leveraging large amounts of text data

[124]. Most studies focus on text classification where the results are used to support

phenotyping, prognosis, care improvement, resource management, and surveillance.

2.1.4 Challenges in Clinical Narrative Analysis

Clinical narratives present many challenges for NLP approaches [122]. Applications

such as quality assurance, clinical decision support, and research require error-free

access to clinical information. Error-free in this context describes the system as being

able to interpret the meaning of the text without misunderstanding what the clinician

was trying to describe. This is intensely challenging because the same information and

concepts are often expressed in a multitude of ways, and attempting to enumerate all

stylistic linguistic variations is impossible. One attempted strategy to mitigate this is
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limiting data entry to a controlled vocabulary where the medical concepts are unique,

well-defined, and unambiguous. Unfortunately, these “ideal” terms rarely correspond

to the complex information portrayed in patient records. When data extraction is

performed, much of the nuance in language is lost, which is information that can

be the key to decisions made by human clinicians. A model’s performance directly

depends on the properties of the dataset it is built on. These properties include the

size of the dataset, the data annotation, sources of data (institution(s) of origin), data

availability, and the types of narratives.

Synoptic reports emerged with the goal of semi-structured data capture as a means

of improving the quality of clinical narrative data and collection methods [111]. This

limits data entered to a controlled vocabulary, ensuring that all concepts are unique,

well-defined, and unambiguous. These are systems where the physician directly enters

coded data, and though these can be considered advantageous that there are limits on

entry, these also hinder the recording of clinical information. Therefore, they are not

as widely adopted as narrative language reporting. Some types of clinical information

is relatively simple to codify, but much of the salient information is complex and

nuanced.

Historically, rule-based approaches were used to extract information of specific

types from clinical narratives [123], but their development is very expensive. This

approach requires direct interaction with clinical experts to convert their knowledge

into a set of explicit pattern-matching rules. Because of this, the community has

turned to machine learning approaches to attempt to mitigate the involvement of

domain experts in the model development process, reducing the knowledge elicitation

bottleneck [122]. Instead of explicit knowledge in the form of rules, ML is based on
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implicit knowledge in the form of annotations and their distribution within a dataset.

Manually annotating such data is much easier than eliciting the knowledge rules,

however, the amount of data required to train a ML model may take just as much

time to manually annotate as the knowledge elicitation process. The time involved

in the acquisition of both types of data is virtually constant.

Due to the vast linguistic differences found in clinical notes, pattern-matching NLP

algorithms are incapable of accurately interpreting loosely-structured narrative text.

If any part of the text is skipped (by the machine or by the clinician who dictated the

report) or if only part of the text matches a pattern, serious misinterpretations oc-

cur. These models recognize neither semantic nor syntactic relations between words.

This fails the requirement of error-free access to data contained within clinical notes.

Machine learning models have been employed to mitigate this.

Perhaps the most pressing obstacle facing the use of machine learning for clinical

NLP is the data annotation bottleneck, from which many other obstacles stem. ML

models require training data be annotated to generalize them into predictive mathe-

matical models [122]. Compiling such annotated datasets is labor-intensive and error

prone. Additionally, since annotations are task-specific, training data are rarely recy-

cled, therefore the labor and time limitations imposed are highly correlated with the

volume of manually annotated training data. The performance of ML models and

the significance of test results depend on the size of the dataset used for training and

testing.

Consequently, most clinical NLP studies use relatively small datasets, training

models using only hundreds or thousands of documents. Even when there is a large

amount of data available, the training subsets are small. The majority of datasets
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used to train ML models include only hundreds or thousands of documents, with a

few studies using tens of thousands of documents, and even fewer studies using more.

To address this, a technique called active learning [80] involves human experts in

the ML process in an attempt to improve performance with relatively small annotation

effort [27, 73, 139]. An active learning algorithm iteratively samples a subset of data

for manual annotation depending on the current predictive performance. Supervised

ML approaches are convenient when labels are readily accessible, such as in the case

of electronic health records (EHRs). EHRs combine different types of data elements

from unstructured data (free text and images) to structured data (numbers, dates,

codes) from controlled medical terminologies [76]. Some types of learning such as word

sense disambiguation (WSD) do well with semi-automated labeling based on greedy

matching [41, 144]. A concept called distant supervision utilizes an existing knowledge

base to automatically annotate raw text, allowing as many as 9.5 million clinical

notes to be annotated with adverse drug effects [137]. Where manual annotation was

necessary, crowdsourcing has been explored [151, 32], however, privacy constraints

undermine the feasibility of this approach in the context of clinical narratives.

Most studies continue to rely on manual annotation of information that is not well

documented in structured data. Bates et al. [11] manually annotated 8,288 radiology

reports as fall or not fall at the document level. Maguen et al. [93] annotated 3,467

randomly selected psychotherapy notes with respect to the use of evidence-based psy-

chotherapy. Patterson et al. [105] manually annotated 2,000 colonoscopy procedure

notes with one of four unique indications. Walsh et al. [136] annotated 3,900 snip-

pets of text referring to axial spondyloarthritis in a corpus sampled from 500 million

clinical notes and 120 million radiology notes. Divita et al. [37] sampled 948 records
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from 164 pre-selected document types and annotated them manually to identify 5,819

positively asserted symptoms within the documents. Kim et al. [75] annotated a cor-

pus of 1,465 echocardiography reports, radiology reports, and other note types from

multiple medical centres sampled at random for mentions and assessments of left ven-

tricular ejection fraction. Fodeh et al. [42] sampled 1,058 clinical notes of 101 types

and manually annotated fine-grained information about pain assessments. Meystre et

al. [97] sampled a cohort of 1,083 patients and annotated their clinical notes of more

than 10 pre-selected types of information regarding congestive heart failure treatment

performance measures. This study not only looked at the document-level annotations,

but also at the patient-level for binary classification. These studies demonstrate the

effort involved in manual annotation of datasets of sufficient size for the development

of ML models in clinical NLP. Manual annotations, even when accomplished, remain

underexploited due to the results of the efforts rarely being shared outside the original

research teams [122].

The annotation bottleneck perpetuates another problem faced when using ML

approaches for clinical NLP: the limited availability of clinical narratives due to the

sensitive nature of health data and privacy concerns [15]. While cancer research

stands to benefit greatly from automated processing of electronic medical records

(EMRs), there are ethical and legal issues associated with their use. Medical reports

contain private and confidential information, and standards indicate that no patient

data should be individually identifiable. This causes a bottleneck on the progress of

healthcare applications of NLP, as in most cases only researchers with local affiliation

are allowed access to the data, even when all reasonable measures to deidentify the

data are taken. This may result in a lack of representativeness of the training data,
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creating a host of issues and lack of robustness in the performance of the models.

Training data are typically sourced from a small number of institutions, resulting

in a lack of hard evidence about the transferability of machine learning models. The

structure and style of clinical narratives can vary greatly between institutions [120],

so when data originates from a small number of contributing institutions, the data

may not be representative of the true universal population, leading to overfitting in

ML model training. Studies have shown that, due to the variations in style within

clinical notes, a significant drop in performance is often observed when training a

model on data from one institution and testing it at another [41, 86, 99, 144, 147].

Most studies are limited to the authors’ host institutions and these datasets are

rarely available for access to the community. One exception is the Medical Informa-

tion Mart for Intensive Care (MIMIC) dataset [67]. This is a freely-accessible critical

care database that stores a wide range of clinical narratives, including radiology re-

ports [125], clinical notes [142], and discharge summaries [16, 47]. Though the data

contained within MIMIC comes from a single institution, the sheer volume of data

is thought to mitigate the shortcomings. The nature of the public availability of the

dataset allows for rigorous and detailed direct comparison of competing approaches,

a rare opportunity in clinical NLP. The contents of this database are deidentified,

comprehensive clinical information relating to patients admitted to critical care units

at the Beth Israel Deaconess Medical Centre in Boston. The data spans more than a

decade and allows for the integration of coded data with free text notes and reports,

providing the possibility of circumventing the manual annotation of data.
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2.1.5 Clinical NLP Applications

The types of narratives analyzed by studies also has great impact on the performance

and value of the results. The vast majority of studies focused on extracting infor-

mation from a single type of clinical narrative. This may be driven by the specific

clinical application the study addresses, for example, Mai and Krauthammer [94]

focused exclusively on free-text test orders to predict whether a patient would test

positive for a particular virus in an attempt to reduce viral testing volumes. In an-

other study, Elmessiry et al. [40] focused solely on patient complaints to support

service improvements, and several studies investigated applications related to patient

safety by analyzing relevant documents [13, 43, 138]. For such applications of clinical

NLP, it makes sense to use single report types, as all relevant information is typically

found within. However, when investigating clinical applications relating to diagnosis

and prognosis, salient information is contained within a variety of report and note

types.

Clinicians and healthcare policymakers need to make predictions about diagnosis

and disease prognosis to support their decision making, two applications which rely on

various types of reports. Several articles focus on EMRs or electronic health records

(EHRs) [98, 113, 151], which may describe demographic information, medical history,

medication/known allergies, lab test results, radiology images, etc. Two types of re-

ports are of particular use for cancer-related information: pathology and radiology

(imaging) reports. A pathology report describes the results of examining cells and

tissue under a microscope following a biopsy or surgery [66]. These reports contain in-

formation about the patient, a description of how the cells look under the microscope,

and a diagnosis, making them a valuable tool for clinicians in making decisions on
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appropriate treatment. Radiology reports convey specialist interpretation of images

and relate it to the patient’s signs and symptoms in order to support a diagnosis.

Many studies explore using radiology reports [11, 32, 54, 58, 117, 125, 135, 127],

typically focusing on a single imaging modality: CT [9, 57, 95, 146, 149] or MRI

[20, 60, 131]. This segregation between imaging modalities may be warranted due to

the intrinsic differences in the types of images produced, which may be reflected in

the types of information discussed in the reports. ML models trained on reports of

one type of image may not be transferable to the other modality. That being said, the

combined findings of separate image modalities [25, 59, 96] and other examinations

can increase diagnostic accuracy. Pathology and radiology are at the core of cancer

diagnosis. The integration of both pathology and radiology reports will support ac-

curate diagnosis and appropriate patient management and treatment decisions [121].

Bahl et al. [8] combined mammography reports, image-guided core needle biopsy

results, and surgical pathology reports to avoid unnecessary surgical excisions. There

are also a host of studies that focused on using pathology reports alone for specific

tasks [4, 26, 46, 92, 99, 104], while studies that used combinations of different report

types were used to enable studies that did not have a specific clinical question to be

answered [73, 78, 128, 137].

Hospital discharge summaries and medical death certificates may also contain

valuable cancer-related information, and have also been the focus of several clinical

NLP studies. These reports are used as the primary communication means between

hospitals and primary care, ensuring continuity of care. Discharge summaries are

combine different types of clinical narratives and tend to provide the most informative

and complete accounts of patient phenotypes. Though their content and structure
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may vary greatly between institutions and clinicians [103], they typically include the

same information. Discharge summaries have been used to automate cohort selection

[47] and are also well suited for training and testing of NER approaches [82, 132, 145],

extraction of relationships between them [61, 91], or predicting diagnoses [16].

Other types of clinical narratives that have been considered include physician

notes, progress notes [33, 48, 129], EHR notes [98, 113, 151], surgical notes [12, 109],

and emergency department notes [63, 147]. Psychiatric notes have also been used

in clinical NLP, though mostly for community challenges to extract protected health

information and symptom severity [31, 35, 52, 70, 79, 90, 108, 115, 130].

2.1.6 Clinical NLP Approaches

As described in Chapter 2.1.1, NLP tasks include identifying entities from predefined

categories (NER), selecting specific facts about pre-specified entities and relation-

ships of interest (IE), mapping documents to appropriate categories based on content

(document classification), and gathering and filtering relevant documents (IR). NER

classifies words and phrases, such as diseases, symptoms, and drugs, making it an

ideal tool for feature extraction. IE only applies to explicitly stated information, and

is typically used to convert free-text clinical records into a structured format. This

is achieved by filling a template with the relevant extracted information. Document

classification, on the other hand, is used to infer additional information that is not

explicitly stated in the original text. This technique uses features extracted from

the text to map it into predefined categories. The following section summarizes the

different ML models that have been used for these various clinical NLP tasks.
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Symbolic Models for Clinical NLP

Different types of cancer define specific domains, determining the types of available

data. In each domain, data interpretation performed by either a human or a computer

requires relevant knowledge in that domain. Many early NLP approaches were done

using keyword-search and rule-based models. Keyword-search is a low-complexity

model that seeks specific terminology identified by domain experts. These models

employ regular expressions [4], generating and using very simple features and are

therefore susceptible to failure when faced with grammatical ambiguity, synonyms,

term abbreviations, misspelling, and negation [134].

Many models make use of databases that standardize health terminologies, such as

the Unified Medical Language System (UMLS) [19, 3], the Breast Imaging Reporting

and Data System (BI-RADS) [14], Systematized Nomenclature of Medicine-Clinical

Terms (SNOMED CT) [2], and RxNorm [1]. These systems provide structured repre-

sentations of relevant knowledge, incorporating lexical information such as synonyms

and relationships with related concepts. This knowledge can then be used to develop

specialized NLP software to systematically link several terms to a single concept [85].

Each of these databases was created for and is used within specific domains. UMLS is

a resource linking standardized biomedical terms together into a concept, each with a

unique concept identifier. This means that terms expressed differently in clinical notes

can link to a single common concept, reducing ambiguity considerably. SNOMED-

CT and RxNORM are both part of UMLS, the former organizes health terminologies

into categories, such as body structure or clinical finding, while the latter links drug

names to other drug names in major pharmacy and drug interaction databases [85].

Another early type of NLP model are rule-based systems, which remain one of



2.1. NATURAL LANGUAGE PROCESSING 27

the most frequently used methods in clinical narrative analysis [25, 13, 4, 102, 11].

Criteria for these systems typically need to be pre-defined by domain experts and

need many complex attribute-specific rules. In 1995, [44] described a natural language

text extraction system called MedLEE (Medical Language Extraction and Encoding

System) for use in the medical domain. This system is able to extract, structure, and

encode clinical information from textual patient reports. MedLEE has been integrated

into local institutional clinical information systems to help improve patient care and

was one of the first systems to be used in a practical/clinical setting. It proved

integral in extracting information from natural language reports and mapping it into

a structured patient database. While MedLEE was originally developed for chest

x-ray reports, the vocabulary has been expanded to various other domains.

MedLEE performs a semantic analysis of the complete sentence along with some

syntactic analysis. The system begins by attempting to analyze entire sentences, and

if it cannot be parsed successfully, it segments the sentence. This is attempted multi-

ple times using a word-barrier technique. MedLEE is comprised of several functional

components. As is standard in NLP systems, the first component is the pre-processor,

which delineates the different sections of the report, performs lexical lookup, and pre-

pares free-text for further processing. Next, the parser processes the sentence forms

produced by the preprocessor. It recognizes and generates intermediate structures

and generates intermediate target forms. The output from the parser is passed to

the phrase regularization and clean up, which is then regularized by composing terms

which occur in discontiguous segments. Encoding translates the regularized forms

into unique concepts compatible with the target medical dictionary. These concepts

are the final format before being mapped to appropriate structures for the target
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problem. MedLEE has maintained the standard for NLP applications in the medical

domain. It has been adapted to many subdomains within medicine, updated for use

with various domain-specific dictionaries and concept databases, and is often used as

a baseline against which recent models are compared with.

Wagholikar et al. [134] developed a rule-based clinical decision support system

(CDSS) for colonoscopy surveillance based on medical guidelines. The CDSS auto-

matically analyzes free-text from multiple sources of clinical information from a pa-

tient’s EHR. The guidelines developed for colonoscopy surveillance are complex and

care providers often fail to make optimal recommendations. The presented CDSS

consists of three modules, the first of which is the data module, which interfaces with

the EHR system to seek patient data. The appropriate data is then fed into the

free-text processor, which converts the free text reports into a form that can be pro-

cessed by the guideline engine. The guideline engine consists of the rules laid out by

the medical organizations. It is implemented as a set of if-then rules. The free-text

processor is further broken into dictionaries and four types of rules: pre-processing

rules, lexer rules, parser rules, and post-processing rules. The pre-processor removes

punctuation and extra spaces from the data, and also converts the input to lowercase.

The lexer rules identify the word patterns of interest. It performs dictionary lookups

to map these patterns to concepts and then feeds them into the parser rules. Here, the

patters are mapped to higher-order concepts, from which the post-processor performs

conflict resolution on these concepts. Finally, the post-processor maps the concepts to

pre-defined parameter values required by the guideline rulebase. This model achieved

high performance, the recommendations made by the model were compared against

the recommendations of a gastroenterologist on a test set of 53 patients. The model



2.1. NATURAL LANGUAGE PROCESSING 29

supplied the optimal recommendation on 48 of the cases, and the expert revised their

recommendations in three of the cases based on the model’s output. Error analysis

was performed on the remaining five cases, and the CDSS was modified such that

it then made correct recommendations. Rule-based models have also been used for

cancer staging [4, 102], BI-RADS classification [25], and for analyzing text in adverse

event reporting [13]. While [134] showed that the system has high potential for clinical

deployment, there are major limitations to the scalability of such a solution. The pro-

cess for creating appropriate rules included interviewing pathologists and physicians

for the implicit knowledge used, as well as full corpus analysis. These rules may be

too rigid to account for the diversity of language expression, often resulting in models

exhibiting high precision but low recall. Developing rules for these models is labori-

ous, time-consuming, and requires expert knowledge. Despite this, rule-based models

remain one of the most popular methods due to their straight-forward construction,

easy implementation, high accuracy, and easy interpretability. Rule-based models are

extremely popular because the results provided are in an easy-to-understand format

of if-then rules. This is a clear map of how a system reached the decision proposed,

and can allow a physician to understand and make educated decisions about the

validity of the model.

Machine Learning for Clinical NLP

Due to the fragility of keyword and rule-based models, statistical machine learn-

ing models rose in popularity thanks to their ability to improve on accuracy and

robustness while decreasing expert involvement. ML models also provide the prob-

abilities and confidence values in their classifications. In these models, each subject
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is represented as a vector consisting of features. ML models are divided into three

categories: supervised learning, unsupervised learning, and semi-supervised learning.

In supervised learning models, each sample in the training dataset is labeled with the

ground-truth value, in contrast with unsupervised models, where the ground-truth is

not necessarily known. The algorithms are evaluated by predicting the labels of an

unknown test or validation dataset after learning.

Decision trees (DTs) are a non-parametric supervised ML method used for

classification and regression problems [106]. The goal is to create a model that predicts

the value of a target variable by learning simple decision rules inferred from the data

features. Similar advantages to traditional rule-based systems, while mitigating the

limiting factors they experienced. DTs are simple to understand and interpret, with

many possible visualization options for the exact process of making decisions. They

require little data preparation, which is where rule-based systems fail. [104] employed

DTs to predict patients’ reportable cancer status using text from pathology reports

combined with ICD-9 diagnosis codes. DTs are also able to handle multi-output

problems, and they perform well even if its assumptions are somewhat violated by true

model from which the data was generated. Balancing out these important advantages,

DTs have several disadvantages which can be mitigated with appropriate handling.

DT learners can create over-complex trees, falling into the problem of overfitting.

DTs are not able to extrapolate beyond the developed rules as their predictions are

neither smooth nor continuous. It is also impossible to guarantee the creation of a

globally optimal decision tree, and there are certain concepts that are hard for DTs to

learn. One of the most salient issues faced when using DTs in medical applications,

is that DT learners create biased trees if some classes dominate the dataset. This is
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an issue because when it comes to many medical issues, there are way more negative

cases logged compared with positive. There are also many types of cancer that are

extremely rare. To mitigate this issue, [25] used partial decision trees (PART) to

assign BI-RADS laterality categories (multi-class) to breast radiology reports. PART

models present easily-interpretable outcomes by creating partial decision trees to

generate a list of decisions and employs a separate-and-conquer approach at each

iteration. This method allows the model to find the “best” leaf for each rule.

Random forest models consist of a grouping of decision trees constructed in

different ways. In the forest, each tree in the ensemble is built from a sample drawn

with replacement from the training set [106]. In addition, when splitting each node

during the construction of a tree, the best split is either found from all input features

or a random subset of features. Individual DTs typically exhibit high variance and

tend to overfit. Injected randomness in forests yield DTs with somewhat decoupled

prediction errors. By taking the average of those predictions, some errors can cancel

out. Random forests achieve a reduced variance by combining diverse trees, sometimes

at the cost of a slight increase in bias. In practice the variance reduction is often

significant hence yielding an overall better model.

Random forests can be used to identify important features within a dataset. In

creating DTs, the relative rank of a feature used as a decision node in a tree can be

used to assess the relative importance of that feature with respect to the predictability

of the target variable. Features used at the top of the tree contribute to the final

prediction decision of a larger fraction of the input samples. The expected fraction

of the samples they contribute to can thus be used as an estimate of the relative

importance of the features. By averaging the estimates of predictive ability over
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several randomized trees, one can reduce the variance of such an estimate and use it

for feature selection. Random forests are a popular model used in clinical NLP and

have been used for various tasks, including predicting health care utilization [113],

predicting symptom severity in psychiatric intake reports [115], classifying notes with

pain assessments [42], and triaging patient complaints [40]. Random forest models

have also been used on the narrative text found in radiology [20, 54] and pathology

reports [8, 46].

Logistic regression (LR) models adjust their parameters to maximize the con-

ditional likelihood of the data. These models are popular as they do not require a

lot of effort in building or tuning, and the feature statistics derived from them can

be easily interpreted for meaningful insights. LR models have been used for patient

phenotype prediction from EMRs [85, 84], automated indexing of mammography re-

ports using the linear least squares fit algorithm [22], identifying long bone fractures

in radiology reports with regularized LR [54], and information extraction from cancer

pathology reports [46]. It has been demonstrated that a penalized LR model trained

with NLP text features selected through an unbiased, automated procedure achieved

similar or slightly higher accuracy than models trained with expert-curated features

[148]. This concept selection procedure used the UMLS Metathesaurus to select only

the concepts relevant to the target phenotypes.

Both Näıve Bayes models and Bayesian networks are probabilistic classifiers

and work well with high-dimensional feature spaces. The Näıve Bayes framework is

sometimes chosen over Bayesian networks as it doesn’t require the inference of a de-

pendency network and is more convenient in application when the feature dimension

is large. This means that Näıve Bayes models assume that features are independent,
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while Bayesian networks allow for dependency among features. Näıve Bayes models

are less prone to overfitting compared with Bayesian networks. While LR and Näıve

Bayes results are often comparable, Näıve Bayes is capable of learning even in the

presence of some missing values and relies less on missing data imputation. Näıve

Bayes was used in [25] in a multi-class prediction problem identifying BI-RADS lat-

erality from breast radiology reports because it makes the assumption of conditional

independence of the predictors on the target variable. Bayesian networks consist of

a directed acyclic graph whose edges represent relationships among the variables,

and a conditional probability distribution of values of its parents. These models are

commonly used in the presence of uncertainty. Compared with LR and Näıve Bayes,

Bayesian networks offer a better capacity to integrate heterogeneous knowledge in a

single representation.

Another ML technique commonly employed for NLP tasks are support vector

machines (SVMs). SVMs address several issues encountered when analyzing clin-

ical narratives: high-dimensional feature spaces, few irrelevant features, and sparse

instance variables. In this model, a classifier is created by maximizing the margin

between positive and negative examples. One advantage of SVMs is that different

kernel functions can be applied to extend the use of the model by transforming the

underlying feature space. [16] used SVMs to automatically assign ICD-9 codes to

discharge summaries. To process the text they employed a shallow representation

where the document was processed using simple bag-of-words and TF-IDF scores,

and a second, deep representation where each document is described as a TF-IDF-

weighted sum of semantic vectors learned using the CBoW model. The CBoW model
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trains a single-layer neural network to predict words based on their contexts (adja-

cent words within a window of a given size). The paper then uses two classification

models: a flat SVM model which uses all available training samples and a hierarchical

SVM model which exploits the ICD-9 hierarchy. Similarly, [37] also used SVMs for

information extraction from EHRs, specifically symptom extraction based on UMLS

and SNOMED-CT concepts. SVMs have also been used for classifying and feature

identification in radiology reports [11, 54], for NER in clinical text [26], and auto-

matic recognition of symptom severity from psychiatric evaluation records [52]. It is

common to see SVMs being used as baseline models in studies to compare the novel

ML methods [25, 40, 46].

Deep Learning for Clinical NLP

A drawback to most of the traditional ML models discussed in the previous section

is that they require human experts to encode domain knowledge through feature

engineering. As discussed, this can be expensive, laborious, and time-consuming,

while not always yielding the best results. Deep leaning (DL) architectures are able

to learn salient feature representations from the given datasets, making them ideal for

NLP tasks where manual encoding of features is impractical [46]. It has been shown

that DL architectures that generate their own features can achieve state-of-the-art

results on NLP tasks [77].

Convolutional neural networks (CNNs) are traditionally used for computer

vision but have shown strength when applied to NLP tasks [74]. In computer vision,

CNNs use a sliding window of learned filters to identify the important features in an

image. This sliding window technique in adapted for NLP to process segments of
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text to identify the word combinations that are more pertinent to a particular clin-

ical task [47, 46]. In a CNN, a sentence of text is first represented as a sequence of

word embeddings in which each word is projected into a distributed representation.

Words that occur in similar concepts are trained to have similar embeddings, meaning

misspellings, synonyms, and abbreviations of an original word learn similar embed-

dings, leading to similar results. Therefore, a database of synonyms and common

misspellings is therefore not required. Word embeddings can be pre-trained and im-

ported. Embedded text is the input to the convolutional layer. Convolutions detect a

signal from a combination of adjacent inputs, and each convolution operation applies

a filter of trained parameters to an input-window of specific width. A filter is applied

to every possible word window in the input to produce a feature map. The feature

map is then reduced to a single (most predictive) value using a pooling operation.

Multiple convolutions per length and of different lengths can be combined to evaluate

phrases from 1-5 words long, for example. A final probability whether the text refers

to a patient with a certain condition is computed.

CNNs have been used for several clinical NLP tasks. They were used for de-

identification of clinical notes [90], information extraction from cancer pathology re-

ports [46], and for classifying medical relations in clinical notes [91, 61]. CNNs have

also been used in patient phenotyping from clinical narratives and compared against

concept extraction based methods [47]. The paper assessed the interpretability of the

two approaches, doing so by presenting and evaluating the methods’ extraction of the

most salient phrases for a prediction. Interpretability refers to how easily one can

understand how a model arrived at a prediction [87]. This is crucial for healthcare

applications since results can directly impact decision for patient care and treatment.
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Interpretable models are required so that clinicians can trust and understand their

results. CNNs are designed to identify phrases in text that lead to a positive or

negative classification, similar to the phrase dictionary approach, and outperform ap-

proaches to classification problems in other domains. In the CNN, a modified version

of saliency [81] was used to identify the most relevant phrases. Saliency for a neural

network is defined as the norm of the gradient of the loss function for a particular pre-

diction with respect to an input. For a CNN, an input is only a single word or a single

dimension of its embedding. [47] extend the saliency definition to instead compute

the gradient with respect to the learned feature maps - called phrase-saliency. This

metric approximates how much a phrase contributed to a prediction instead of a single

word. Multiple feature maps of different widths are employed to compute the phrase-

saliency across all of them, and use those with maximum value. Saliency is measured

on per-document basis, and so to arrive at the globally most relevant phrases, all

documents are iterated over and phrases that had the highest phrase-saliency were

measured while removing duplicate phrases. For almost all phenotypes, the CNN out-

performs all other approaches [47]. There is no significant difference in performance

for longer phrases in n-gram models, however there was significant improvement for

phrases longer than one word for the CNN. The CNN architecture complements the

embedding-based approach and contributes to the result of the model. Experiments

that use both raw text and CUIs as input to a CNN showed no improvement over

only using the text as input. This shows that the info encoded in the CUIs is al-

ready available in the text and is detected by the CNN. Authors also showed that

the five-most relevant features from the CNN are more relevant to a phenotype than

the five-most relevant features from a cTAKES-based model. CNN-based phrases are
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seen as specific and directly relating to a patient’s condition, while CUIs are seen as

more generic.

Another neural network model that has been shown to be especially effective

in NLP tasks is the recurrent neural network (RNN) due to their specialized

architecture for processing time-series or sequential data [88]. RNNs are designed

to take in a series of inputs over time, therefore their output depends on the input

at the current timestep, as well as the inputs in previous (and sometimes future)

timesteps. In NLP tasks, RNNs process one word at a time and then learn linguistic

patterns based on different sequences of words [46]. RNNs have been used for tasks

such as clinical NER for drug name recognition and clinical concept extraction [132],

IE from cancer pathology reports [46], and de-identification of clinical notes [90].

In basic RNNs, input data are written into the RNN at every timestep, even if

they are irrelevant to the task at hand. This results in basic RNNs’ inability to

retain information and find relationships over a large number of timesteps. This

is problematic in NLP when semantic meaning is distributed over long or multiple

documents. Long short-term memory (LSTM) cells [62] and gated recurrent

units (GRUs) [30] are RNN architectures that address this problem. They control

the flow of information into and out of the RNN using gating functions, selectively

processing and outputting information based on relevance [46]. Bidirectional LSTMs

were shown to be successful in [132].

2.2 Time Series Data

A data type that is becoming increasingly important in many domains of research is

known as time series data. A time series consists of a collection of observations
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made chronologically through repeated measurements. Time series data is pervasive,

almost every observation made can be attributed to the time of observation, and

comprises information that can be retrieved through pattern discovery. Partitioning

time series into subgroups can help users quickly understand the structure, anomalies,

and other regularities in the datasets of interest. Weather records, economic indica-

tors, and patient health evolution metrics are all examples of time series data. In

medicine, time-series data is most abundantly found relating to patients in intensive

care units (ICUs) of hospitals. Patients in the ICU are constantly being monitored

by instruments at their bedside, constantly measuring various vital signs about the

patient’s health.

A time series can be defined as a sequence TS of time-ordered data TS = {TSt, t =

1, ..., N}, where t represents time, N is the number of observations made during that

time period, and TSt is the value measured at time instant t [6]. The result of medical

exams (EEG, ECG, EMG, etc.) constitute time-series data, while other important

data types, such as medical images (radiodiagnosis) can also be mapped into a time

series for later processing and analysis [69].

2.2.1 Sequential (Time Series) Clinical Narrative Data

As discussed, questions pertaining to patients in the ICU have been a driving force

in the application of time series models to the medical domain. This is because ICU

patients are constantly being monitored by devices measuring the patient’s state.

However, doctors’ and nurses’ observations are intermittently recorded in the form of

clinical narratives. These narratives are designed to provide trained professionals a

quick glance into the most important aspects of the patient’s status, and how these
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have changed since previous observations. Several studies have been performed to try

to combine heterogeneous time series data to improve predictive models by leveraging

the expert knowledge summarized in clinical notes. This combination of data is of

utmost importance in providing high quality medical care through the use of machine

learning predictive models. Humans are naturally able to consolidate the structures

of irregularly-sampled clinical narratives with the regularly-sampled instrument data,

while this is not naturally performed by computer systems [51, 72]. Many modeling

methods fail when applied to irregularly sampled data unless strong assumptions

are made about the functional form present in the underlying data source [51]. In

many cases, data imputation is used to compensate for missing data, though it can

introduce additional sources of error and bias.

Time series summarization is an important step and traditionally deals with the

time-varying nature of data. Dynamic time warping measures the similarity between

two temporal sequences that may vary in time or speed [83]. Another method is

called time series symbolization, which involves discretizing time series into sequences

of symbols and attaching meaning to the groupings. This method relies on some

known regularity underlying a signal, and is often unsuitable for irregularly sampled

time series. A popular method of transforming clinical narratives into a structure

compatible with numerical time series data has been topic modelling [141, 50, 51,

23]. Topic models are latent variable models and are used to overcome the inherent

obstacles found in clinical text by inferring intermediary representations that can be

used as structured features for a prediction task [50]. These topics can be extracted

using text processing and assigning UMLS concepts to the text [141], as well as

other methods such as using SNOMED or cTAKES and Metamap [23]. These topics
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are then assembled into a time series based on the timestamps associated with the

notes they are extracted from, allowing for the dimensionality of the feature space to

be greatly reduced from the unstructured text. For example, [23] achieve dynamic

modelling of patient health with respect to ICU mortality in this way. Each document

is represented as a mixture of topics with a certain probability, with each topic being

represented by a mixture of words. The authors hypothesize that these topics can

capture the global context of the document. These representations are then combined

with other time series data and fed into Bayesian Time Series models to estimate the

probability of mortality of a patient.

Multivariate time series modelling of ICU patient illness severity has also been

achieved using multi-task Gaussian process (MTGP) models using noisy, incomplete,

sparse, heterogeneous and unevenly-samples clinical data [51]. This model uses the

correlation between and within multiple time series from physiological symbols and

clinical notes to estimate parameters instead of considering each time series separately.

It does this by inferring a common latent representation of the source data, rather than

finding patterns that are common within different time series. The topic inference

resulted in a 50-dimensional vector of topic proportions for each note in every patient’s

record. Once notes were transformed into multi-dimensional numeric vectors, the per-

note change in topic membership was observed over a patient’s stay. This is critical for

comparing two patients’ records given that patients have different lengths of stay and

note taking intervals depend on various factors. The authors concluded that the key

to analyzing noisy, sparse, and irregularly sampled data is representing the time-series

data in a manner that allows for effective discrimination between multiple patterns.

Concise representations of clinical notes are easier for clinicians to use because they
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aggregate multi-author notes over time into topic time series that are more easily

labeled and tracked over a patient’s record. Though topic modelling has shown the

increased predictive power afforded by including information abstracted from clinical

narratives, the loss of nuanced information in this method is significant. Neural

networks and deep learning models have the potential to mitigate the requirement

for text pre-processing and feature extraction from clinical text prior to being fed

into a prediction model. [72] proposes a multi-modal deep neural network comprised

of recurrent units for processing of numerical time series, and a convolutional neural

network (CNN) for the processing of clinical notes. The results demonstrate that

the neural networks are able to leverage the expert knowledge contained within the

clinical narratives with minimal information loss. However, the authors state that

text-only prediction models perform poorly overall and are not useful unless being

used in the context of providing additional predictive power on top of time series

data. While ICU patient viability was not the focus of the research presented in this

thesis, several papers have shown that text-only models do have significant predictive

power in various clinical application domains.

Research into using machine learning and deep learning approaches on sequential

EHRs has been conducted, though most studies do not use raw natural language as

input [45, 118, 7]. CNNs have been used to predict the onset of congestive heart

failure [28], and RNNs have been used to diagnose various diseases based on clinical

measurements extracted from EHRs [89]. Instead of using raw natural language

from clinical narratives as input to the prediction models, they use pre-extracted

features from EHRs such as diagnosis codes, medication codes, and procedure codes.

These features are then assembled into sequential structured data, and as a result,
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the relevant information in the natural language is lost and not captured by these

approaches [45].

In the domain of cancer, two forms of clinical narratives contain vital informa-

tion pertaining to diagnosis and monitoring the progression of disease throughout

the treatment process: radiology (imaging) reports and pathology reports. Pathol-

ogy reports contain a diagnosis determined by examining cells and tissues under a

microscope [65]. While the problem of tracking the progression of cancer using deep

learning and NLP on radiology reports is largely unexplored, the research presented

in [45] applies machine learning NLP models to consecutive pathology reports. The

authors outline the necessity of capturing case-level context from consecutive reports,

demonstrating a boost in classification accuracy across multiple tasks. The paper

explores several methods for incorporating case-level context in the extraction of in-

formation from clinical narratives, including concatenation, RNNs, and self-attention

models, and using CNNs and hierarchical self-attention networks (HiSAN) for the

classification. The paper demonstrates the success of incorporating case-level con-

text to improve classification accuracy of cancer pathology reports, and the success

of models such as CNNs and self-attention models for classifying consecutive reports.

Beyond this study, the problem space of using consecutive natural language clinical

narratives to predict the progression of metastatic disease is limited, and it is believed

that no studies have used radiology reports for this question to date.
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Chapter 3

Metastases Detection from Single Reports

The contents of this chapter have been published as part of an original research article

entitled “Patterns of Metastatic Disease in Patients with Cancer Derived from Natural

Language Processing of Structured CT Radiology Reports over a 10-year Period” in

Radiology in 2021 [38].

3.1 Introduction

Most patients with cancer die not from their primary tumor but from the progression

of metastatic disease [55]. The patterns of disease spread are increasingly recognized

as an important identifying factor in disease management. Historically, disease pat-

terns are described in autopsy series, though identifying these patterns in patients

who are still living and undergoing treatment may improve our understanding of

the natural history of different primary cancers and of metastatic disease, thereby

facilitating better clinical reasoning and decision making.

Identifying the sites of metastatic disease within a patient is largely accomplished

using medical imaging. While pathologic sampling helps confirm the presence of ma-

lignancy, sampling of every site or organ involved is not clinically feasible. Therefore,
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metastatic phenotype identification with cross-sectional imaging will remain an essen-

tial tool in cancer management. During systematic treatment, computed tomography

(CT) imaging is performed routinely at approximately 2- to 3-month intervals. This

results in a large number of CT studies performed for patients with cancer and can

effectively capture both the spatial and temporal distribution of metastatic disease.

Manual data extraction of metastatic phenotypes from CT reports requires radi-

ology domain expertise and is too time-consuming to be performed on a large scale.

Data extraction from radiology reports by means of NLP is now increasingly per-

formed [107, 135, 114]. However, the application of NLP to radiology reports for the

classification of metastatic disease has been limited [53, 71, 116]. Developing accu-

rate models for predicting the presence of metastasis through NLP would allow for

large-scale labeling of CT reports, potentially offering new insights into patterns of

the spread of metastatic disease.

The primary aim of this study was to demonstrate the feasibility of using NLP

to gather accurate data from radiology semi-structured CT reports for assessing spa-

tial and temporal patterns of metastatic spread from a large cohort of patients. To

achieve this, we developed a TF-IDF ensemble prediction model and evaluated its per-

formance using manual annotations of radiology reports as the reference standard.

Our results show that NLP can successfully extract data from semi-structured radiol-

ogy reports to identify varying patterns of metastatic disease spread across different

primary cancers. From this success, the model was used to generate weak labels for

the entire dataset of >700,000 radiology reports.
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3.2 Methods

3.2.1 Dataset Description

Consecutive radiology reports for CT examinations of the chest, abdomen, and pelvis

performed between July 1, 2009, and March 26, 2019, were identified by procedure

codes from the institutional database at Memorial Sloan Kettering Cancer Center

(MSKCC). Only reports following the departmental structured template introduced in

July 2009 were included. The “Findings” portion of these structured reports had the

following text sections representing the different organs: Lungs, Pleura, Thoracic (Th)

nodes, Liver, Spleen, Adrenals, Renal, Abdominopelvic (AP) nodes, Pelvic organs,

Bowel/Peritoneum, and Bones/Soft tissues, for a total of 11 headers and 13 organ

sections. The text of all 13 organ sections was extracted from each report. Text

from the “Impression” section was also extracted. The reports in this dataset are

semi-structured such that, in the findings section, the radiologists report observations

using free text under individual headings for each organ (e.g., lung, liver). Additional

important findings are summarized using free text in the impression section at the

end of the report, which can pertain to observations about any of the organs.

Report Annotation

Manual curation of the radiology reports was performed by three curators. A random

sample of reports was selected from patients with colorectal, pancreas, stomach, or

esophageal cancer and assigned to the three curators with the goal of obtaining at least

2000 annotated reports. Each curator labeled each report they read for the presence

or absence of metastatic disease, after reading the combined text of the organ and

impression sections. An organ was given a positive label if the curator interpreted
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the report as suspicious for or consistent with metastatic disease. The curators were

blinded to all other clinical data, including imaging, and there was no overlap between

curated reports. During manual curation, short text strings such as “unremarkable,”

“unchanged,” or “no suspicious lung nodule” were recognized as frequently occurring

texts that would be best addressed by creating rule-based labeling. Therefore, rule-

based labeling for each of the 13 organs was generated and applied to all reports prior

to the creation of the final database of all CT reports.

Once the model was fine-tuned to achieve the best performance on the training

and testing data subsets, it was used to label the remaining unannotated reports for

the presence or absence of metastatic disease. To determine the size of a validation

set of reports, the team at MSKCC performed a power calculation that assumed an

estimated model accuracy of 90% and a goal of achieving a two-sided 95% CI with a

width equal to 6%. This calculation yielded a sample size of 417 reports. To account

for proper randomization, based on demographic variables such as age, race, sex, and

proportion of metastatic labels, this sample size was adjusted to 448. This validation

set, which excluded reports used in the training and test sets, was manually annotated

by a radiology attending and used to determine accuracy, precision, and recall scores

of the three NLP models. The radiologist was blinded to all other clinical data during

the annotation.

The manually-curated data were separated into training and testing sets with an

80%:20% split. NLP model performance was measured by accuracy, precision, and

recall scores, using the results of the manual data curation as the reference standard.
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3.2.2 Model Development

To predict the presence of metastases in each of 13 organs, we created a term

frequency-inverse document frequency (TF-IDF) [68] ensemble voting model for each

organ (13 models total). TF-IDF is a statistical measure that evaluates how relevant

a word is to a document in a collection of documents. For the purposes of our study,

a document is a single radiology report. The term frequency (TF) is the number of

times a word appears in a document divided by the total number of words in that

document. The inverse document frequency (IDF) is calculated as the logarithm of

the number of total documents in the corpus (i.e., the number of reports) divided by

the number of documents in which the term appears. The TF-IDF score is the prod-

uct of TF and IDF. More formally, the TF-IDF score for the word t in the document

d from the document set D is calculated as follows:

tfidf(t, d,D) = tf(t, d) ∗ idf(t,D) (3.1)

where

tf(t, d) = log(1 + freq(t, d)) (3.2)

idf(t,D) = log

(
N

count(d ∈ D : t ∈ d)

)
(3.3)

The model was developed in Python 3.6.8, (open-source), with the following open-

source libraries Keras (v2.4.3) [29], nltk (v3.5) [17], pandas (v1.1.4) [110], NumPy

(v1.19.4) [56], scikit-learn (v0.24) [106], and Seaborn (v0.11.1) [140]. To ensure the

lexicon would not grow too large and to minimize any duplicate words, all text data

was normalized. This eliminates small lexical or stylistic differences in words (capital

letters, apostrophes, etc.), as these can negatively impact term frequency. Target
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values (i.e. labels, y-values) were label-encoded from “Yes” and “No” values to binary

values for model digestion. These sets were processed using the TfidfVectorizer class

found in the feature extraction.text submodule within the Python library scikit-learn

[106]. This takes the natural language documents as input and transforms them into

a TF-IDF-weighted document-term matrix, with all non-zero TF-IDF scores for that

document. That is to say, the document is transformed into a sparse matrix where

the words are replaced with their TF-IDF scores with respect to the document.

Figure 3.1: Structure of the TF-IDF ensemble model.

The TF-IDF processed data is then passed through an ensemble voting model

(Figure 3.1) built off inputs from a logistic regression (LR) model, a support vector

machine (SVM), a random forest (RF) model, and an extreme gradient boosting

(XGB) model. An ensemble model was chosen because the technique allows using a
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“voting” strategy to select the best result or prediction from a number of underlying

statistical models [36]. Vote tallying can be done by using a hard vote counter, where

the classification is made by a strict count of totals, or by a soft vote counter, where

the classification is done by taking into account how certain each classifier performs

by averaging the probabilities of each outcome [36]. This ensemble model used a soft

vote counter to leverage the confidence of each model in the final prediction. A simple

weighting algorithm was used to determine the relative importance given to each of

the input models. The algorithm compared the accuracy, precision, and recall results

on the training set of each individual model with that of all other models, and also

with the average accuracy, precision and recall of all the models in order to assign

a weight value to each model such that the best-performing classification model was

assigned the largest weight value. This calculation was made once for each organ to

better optimize model performance by location; for example, the weights assigned to

the different models for predicting liver metastasis would be different than the weights

assigned to the models for predicting lung metastasis.

Figure 3.2: Selection of reports for annotation, training, testing, validation, and nat-
ural language processing model building.
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Organ Training Testing Validation

Lung 98.8% 93.2% 94.6%

Pleura 100% 98.6% 97.8%

Th Nodes 99.5% 93.7% 93.3%

Liver 99.9% 93.9% 95.1%

Spleen 100% 99.3% 99.3%

Adrenals 99.9% 99.1% 98.7%

Renal 100% 99.1% 99.8%

AP Nodes 99.9% 91.0% 90.2%

Pelvic Organs 99.9% 97.1% 96.7%

Peritoneum 99.9% 95.7% 96.0%

Bowel 100% 99.1% 98.2%

Bones 99.9% 98.0% 94.4%

Soft Tissues 100% 98.2% 98.0%

Table 3.1: Accuracy of TF-IDF Ensemble Model

3.3 Results

The initial dataset consisted of 419,770 CT reports, though 32,411 ( 8%) reports were

excluded for deviating from the standardized reporting template (Figure 3.2). The

final dataset included 387,259 reports from 91,665 patients, where the mean number

of reports per patient was 4.23, the median was 2, and the interquartile range was 4.

Accuracy of the model for the manually curated set of 2219 reports - which made

up the training, testing, and validation sets - are given in Table 3.1. In training, pre-

diction accuracy were above 98% across all organs while the accuracy during testing

ranged from 91.0% to 99.3%. Since performance was so high, the model was applied
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Organ Accuracy Precision Recall

Lung 94.6% 79.7% 88.7%

Pleura 97.77% 73.9% 81.0%

Th Nodes 93.3% 68.0% 91.4%

Liver 95.1% 81.2% 86.2%

Spleen 99.3% 33.3% 50.0%

Adrenals 98.7% 66.67% 100%

Renal 99.8% n/a 0%

AP Nodes 90.2% 65.98% 85.3%

Pelvic Organs 96.7% 30.0% 85.7%

Peritoneum 96.0% 65.2% 93.8%

Bowel 98.2% n/a 0%

Bones 94.4% 84.2% 62.8%

Soft Tissues 98.0% n/a 0%

Table 3.2: Performance of TF-IDF Ensemble Model on Validation Datasets. Some
precision and recall percentages were not applicable (n/a), due to the lack
of positive predictions or annotated cases, in sites with very low frequency
of metastatic disease

to the remaining (384,411) reports in the database. From these predictions, a valida-

tion set was curated (described above) to assess the performance of the model. Table

3.2 shows accuracy ranged from 90.2% to 99.8% on this subset of data. Precision and

recall scores (also shown in Table 3.2) were more variable and were lowest or unmea-

surable for organs rarely involved with metastatic disease (i.e., soft tissues, spleen,

renal, and bowel).

From this large database of CT reports with weak labels regarding the presence or

absence of metastatic disease, we were able to develop patterns of metastatic disease
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spread in patients with a single primary cancer label (Figure 3.3) for cancers with

over 1000 patients available for analysis. We explored temporal patterns of metastatic

spread for a subset of the primary cancers, highlighting the most common first and

second metastatic sites. Figure 3.4 presents Sankey diagrams of four of these primary

cancers (prostate, colorectal, breast, and lung). These diagrams show the differences

in spread of the cancers. Figure 3.5 provides an example of an entry in the database,

illustrating that the database can be used as a resource to identify CT reports and

corresponding images of interest, e.g., from patients with rare sites of metastatic

involvement.
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Figure 3.3: Distribution of metastatic disease among patients stratified by cancer
type. Graphs show (a) common sites of metastatic disease and (b) less
frequent sites of disease. The percentage of metastatic disease sites can
add up to above 100% since patients may have more than one site of
involvement at any one time. Abbreviations: AP = abdominopelvic, Th
= thoracic.
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Figure 3.4: Sankey diagrams of patients with (A) prostate, (B) colorectal, (C)
breast, and (D) lung primary cancers and their most common first and
second sites of metastasis to various organs. The width of each branch
is proportional to the number of patients within each pattern. AP =
abdominopelvic, met = metastasis, Th = thoracic.
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Figure 3.5: CT report for a 74-year-old man with a history of colorectal cancer and
prior hepatic resection for liver metastases. The best performing natural
language processing model assigned positive labels for metastatic disease
in the lungs, liver, and spleen and negative labels to the remaining organs.
Selected images from the CT scan show the presence of metastatic disease
in these three same organs.

3.4 Discussion

Our results demonstrate the utility of natural language processing (NLP) in generat-

ing a large database of labels for metastatic disease from CT radiology reports of the

chest, abdomen, and pelvis. Our model achieved accuracy levels between 90% and

99% for all organ sites, starting with a training set of 2219 reports. Based on the

best-performing model, a database of metastatic disease patterns was generated for

over 90,000 patients. To date, the largest study using NLP in radiologic reports for

identifying metastatic disease was performed in a cohort of patients with lung cancer,
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in a total of 14,230 reports [71]. This study used only the impression section of the

report to document the presence of metastatic disease in common sites for lung can-

cers, including the adrenal glands, bone, brain or spine, liver, and lymph nodes. In

contrast, our study included all patients who had CT reports of the chest, abdomen,

and pelvis over 10 years at a cancer center, or nearly 400,000 reports, using text from

both each organ section and the report impression.

While the accuracies of the NLP prediction model for each organ were high, from

90% to 99%, precision and recall scores were low for organs that were rarely affected

by metastatic disease. The model performed better for organs with more frequent

metastatic involvement, e.g., lungs and liver. This may be explained by a higher

frequency of positive cases in the training set for these organs, from which the NLP

models were developed, or simply by the lack of positive cases in the validation sets.

With larger annotation sets, better sampling of organs with less frequent metastatic

disease, continual advances in NLP, and new developments in language models and

machine learning techniques, we expect continued improvements in the accuracy of

labeling metastatic disease in a greater range of radiology reports in the near future,

including MRI and PET-CT.

Limitations are to be expected in a retrospective NLP study that incorporates

reports recorded over a 10-year period from multiple radiologists with different re-

porting styles. The decision to include reports starting from July 2009 was based on

the time at which our department began to use structured reporting, allowing a clean

separation of report sections by organs. Nevertheless, our NLP accuracy is in line with

that found in prior radiologic studies [24]. Our original annotation set was based on a

subset of cancers (colorectal, pancreas, stomach and esophageal), while the final NLP



3.4. DISCUSSION 57

prediction model was applied to the entire database. Despite this limitation, the ac-

curacy achieved in our validation set remained above 89% for the validation set which

sampled across a greater range of cancers. Larger annotation sets for training will

be needed to improve the prediction models over time. The slightly lower accuracies

associated with the prediction of thoracic and abdominopelvic nodal metastases may

be due to the known challenges in identifying and reporting malignant adenopathy

on CT imaging [101]. Our prediction model also did not distinguish between regional

and distant nodal metastases which would have required a new annotation scheme for

every cancer, in order to account for primary cancer type and location (e.g., a right

versus left lung cancer). Finally, the use of a radiology report as the ground truth

for metastatic disease in a cancer patient population may be subject to interpretive

error, but it is an approach used by others [71] when pathologic confirmation of each

site of disease is not possible.

In conclusion, we demonstrate the potential of using CT reports to generate a

large database of metastatic disease labels using natural language processing. Fur-

ther studies are needed, preferably with reporting data from multiple institutions,

to refine our prediction models and confirm our initial results. Nevertheless, given

recent interest in patterns of metastatic disease spread and organotropism, natural

language processing appears to offer a unique and valuable opportunity to create a

large metastasis database from structured radiology reports. Such a database may

one day aid investigators interested in pursuing correlative studies with genomics

data, associating specific mutational profiles with metastatic phenotypes. Finally, a

large database of metastatic labels may one day serve as a training tool for machine

learning efforts to detect and measure disease on CT images directly.



58

Chapter 4

Metastases Detection from Consecutive Reports

The contents for this chapter are accepted as an original research article entitled “De-

veloping a Cancer Digital Twin: Supervised Metastases Detection from Consecutive

Structured Radiology Reports” in Frontiers in Artificial Intelligence for the special

research topic “Artificial Intelligence: A Step Forward in Biomarker Discovery and

Integration Towards Improved Cancer Diagnosis and Treatment” [10].

4.1 Introduction

Healthcare is increasingly tailoring treatments to the needs of individual patients, an

approach known as personalized medicine. To achieve this, the engineering concept

of Digital Twins is proposed to develop virtual patients that can be computationally

treated to find optimal treatment strategies [18]. These models are in silico high-

resolution representations of an individual based on available molecular, physiological,

and other data, which has the potential for vast improvements in patient care [18, 34].

Personalized medicine stems from the assumption that refined mathematical models

of patients will result in more precise and effective medical interventions [21]. This

approach uses fine-grained information on individuals to identify deviations from the
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individual’s normal to develop or select treatment focusing on a patient’s individual

clinical characterization such as diversity of symptoms, severity, and genetic traits,

as well as environmental and lifestyle factors over time [21, 100]. Previously believed

to be impossible, digital models of patients are becoming a reality with the wide-

spread availability of molecular as well as other clinical data and substantial increase

in computational power.

Much of the information contained in a medical record is in the form of free-text or

semi-structured text data from clinical notes. Radiology reports in particular capture

information critical to the treatment and management of cancer patients. Therefore,

the development of a Cancer Digital Twin from routinely acquired radiology reports

offers a unique opportunity to study cancer response and progression throughout a

patient’s journey. Manual extraction of data from CT reports requires substantial

domain expertise and is prohibitively time-consuming to perform across all cancer

patients. As a result, little is known about metastatic progression outside of cancer

clinical trials, where response rates are most typically calculated. Data extraction

from radiology reports by natural language processing (NLP) is now increasingly per-

formed [107], including in large populations of patients with cancer, so the potential

application to Digital Twins is attractive. To date, the application of NLP to ra-

diology reports for the classification of metastatic disease has been limited to bone

and brain metastases [53, 116] or generalized cancer outcomes [71]. We previously

presented an ensemble voting model to detect metastases from individual radiology

reports for different organs using NLP [38]. This model considered only single reports

for a given patient using standard term frequency-inverse document frequency (TF-

IDF) techniques. The application of NLP to large-scale labeling of CT reports would
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facilitate the development of a Digital Twin and offer new insights into patterns of

metastatic progression across cancer sites. Identification of such patterns will allow

for the development of the high-resolution representation required for virtual patients

to be effective when modelling a cancer patient’s disease progression over time. This

coupled with the generation of a large database of patterns of spread, early detection,

and prediction of how an individual patient will progress will be possible.

Time is a critical aspect of medical data. When an event occurs, or the or-

der of events that occurred, is as important as the events themselves. Studies have

been conducted to incorporate the information contained in free-text clinical notes

with temporal data points for ICU-related tasks [23, 64, 72]. Clinical notes have

high-dimensionality and are sparsely recorded, creating a computational challenge

compared with traditional structured time-series data [64] such as ICU data. There

has been little investigation into using radiology reports throughout a patient’s can-

cer treatment to improve the detection of metastatic spread in radiology reporting.

Our research aims to fill this gap and develop a map of disease spread in individual

patients over time.

In this chapter, we extend our model presented in [38] (Chapter 3) to incorporate

consecutive, multi-report prediction using several convolutional and recurrent neural

network approaches to improve detection accuracy. We present three NLP models

that generate weak labels for semi-supervised classification of CT reports when ex-

posed to multiple consecutive reports throughout a patient’s treatment history.
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4.2 Methods

4.2.1 Dataset Description

The data for this study consists of consecutive radiology reports for CT examinations

of the chest, abdomen, and pelvis, performed between July 1, 2009, and March 26,

2021, at Memorial Sloan Kettering Cancer Center (MSKCC). Only reports following

the departmental standardized structured template introduced in July 2009 were

included; any reports which deviated from the template were omitted from analysis.

The complete dataset includes 714,454 reports. Each report consists of “findings” for

13 individual organs (lungs, pleura, thoracic nodes, liver, spleen, adrenal glands, renal,

abdominopelvic nodes, pelvic organs, bowel, peritoneum, bones, and soft tissues) and

an overall “impression” field. The reports in this dataset are semi-structured as shown

in Figure 4.1. In the findings section, the radiologists report observations using free

text under individual headings for each organ (e.g., lung, liver). Important findings

are summarized using free text in the impression section at the end of the report. Of

note, non-observations are often as important as observations. This is to say that if

there are “no changes” reported for a certain organ, it could mean that in a previous

report metastases were identified, and they remain as they were. It could also mean

that there are no lesions of interest. Standardized reporting improves clarity and

consistency of clinical reports and is increasingly preferred compared to free-text

reports [111].
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Figure 4.1: Example report of a chest CT following the template implemented in July
2009. The “Findings” section contains observations specific to each organ
sites, while the “Impression” section can contain observations pertaining
to any organ.

Three of the thirteen available organs were selected for the study: lungs, liver,

and adrenal glands. The lungs and liver were selected as the most common sites

of metastases while adrenal glands are one of the least common sites. Subsets of

the complete dataset were annotated for ground truth by a radiologist. Each report

in the ground truth set was labeled for the presence or absence of metastases. For

each patient in the ground truth set, five radiologists were instructed to read all

reports available before deciding the presence or absence of metastases at each time

point. If after reviewing all the available reports, the radiologists were unsure about

the presence or absence of metastases in a particular patient, they were instructed
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Organ Training Testing Validation

Lung 5113 1160 1160
Liver 1943 417 417
Adrenal 2874 617 616

Table 4.1: Dataset Split Sizes

to skip those reports. This resulted in the following number of annotated reports:

7732 in the lung metastases dataset from 867 individual patients; 2777 in the liver

metastases dataset from 315 patients; and 4107 in the adrenal metastases dataset

from 404 patients. Annotated reports were used to train a single-report ensemble

prediction model for each organ. Once the model accuracy plateaued, the dataset

was deemed to be of adequate size for that organ, resulting in differing quantities

of annotated reports for each organ. Each of the three datasets (lung metastases,

liver metastases, adrenal metastases) were randomly split into training (70%), testing

(15%), and validation (15%) sets (see Table 4.1). All models were trained, tested,

and validated using the same data splits to ensure accurate performance comparison

at each stage.

Data Preprocessing

The raw text data consisted of organ observations from the report, each associated

with a patient. To transform the data into a format for multi-report analysis, indi-

vidual reports were grouped by patient and ordered chronologically from oldest to

newest. For each report rt of a patient, all previous reports (t = 0, 1, . . . , n, where

n is the target report) were concatenated into a single document. For example, if the

target report is the first report associated with the patient, the resulting document

would consist only of this report. If the target report is the third report associated
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with the patient, the resulting document consists of the patient’s first, second, and

third reports concatenated together in chronological order. The radiology reports

often included dates and lesion measurements. These text patterns were identified

using regular expressions and replaced with the text “date” and “measurement”, re-

spectively. This is done to shrink the size of the vocabulary as well as to capture

the higher-level concept of a date or measurement being present in the text. Since

the measurements themselves were not included in any analysis, it was beneficial to

remove them from the vocabulary space. Target values (i.e., labels) were encoded

from “Yes” and “No” values to binary values 1 and 0, respectively.

4.2.2 Model Development

Three models were developed to predict the presence of metastases over time in

each of the three target organs namely, a Simple CNN, a CNN augmented with an

attention layer (referred to as the Augmented CNN), and a bidirectional Long Short-

Term Memory (Bi-LSTM) model. CNNs extract spatial features which allows for

the maintenance of context when analyzing text in NLP applications. Adding the

attention layer to the CNN allows for increased explainability and allows the model

to learn and give higher importance to features later in the sequence. The Bi-LSTM

was selected because it learns context of information and the sequence of patters

by traversing the text in two directions to create superior text embedding. For the

purposes of this study, we combine multiple consecutive reports of a patient consisting

of observations made by a radiologist into a single document which is used as the

input to the model. To evaluate the benefit of looking at multiple consecutive reports

compared to only one report, the single-report model described previously by our
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group [38] was used as a baseline. The models are compared based on the following

metrics: accuracy, precision, recall, and F1 measure. F1 measure is considered the

most important metric because F1 is the harmonic mean of precision and recall and

provides a better measure of incorrectly classified cases than accuracy. In the cases

of identifying potential metastases, the cost of missing positive cases (false negatives)

is much greater than the cost of false positives, which is reflected in the F1 score.

F1 also mitigates the effect of imbalanced class distribution, which can be masked

behind accuracy scores.

Baseline Model

We previously presented an ensemble voting model to detect metastases from individ-

ual radiology reports for different organs using NLP [38] (Figure 3.1). This model is

used as the baseline for performance evaluation of the multi-report prediction models

presented in the current paper. Briefly, this baseline model processes the raw text

data using a term frequency-inverse document frequency (TF-IDF) method. The

processed data are passed through an ensemble voting model built with a logistic re-

gression (LR) model, a support vector machine (SVM), a random forest (RF) model,

and an extreme gradient boosting (XGBoost) model. Ensemble models use a “vot-

ing” strategy to select the best prediction based on predictions made by multiple

underlying statistical models. Voting can be done using either a hard vote counter or

a soft vote counter. In hard voting, the final classification is made based on a strict

count of the predictions made by the underlying models, while soft voting gives higher

importance to certain models. In soft voting, the models in the ensemble are ranked

using a simple weighting algorithm to determine the relative importance given to each
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model’s predictions. The algorithm compares the accuracy, precision, and recall met-

rics of all models on the training set to assign the weights. These values are used such

that the best-performing classification model’s prediction is given the highest impor-

tance when tallying the votes. In addition to this ranked weighting, the confidence

values for each model’s prediction are leveraged in making the final prediction. Our

model uses soft voting. Importance calculations were done for each organ to better

optimize model performance by location. This means that the weights assigned to

the individual models for predicting liver metastases may be different from those for

predicting lung metastases.

Simple Convolutional Neural Network

Text data from the radiology reports must be converted into a numeric vector rep-

resentation to be used as inputs to machine learning models. Recent studies [133,

150, 152] have shown different text encoding approaches having different complexities

and ability to represent contextual information. One of the popular approaches is

called word embedding, which includes word context and transforms each word to a

numeric vector capturing semantic information [49]. The transformation allows dif-

ferent words having similar meanings to have vector representations that are close

together in the embedding space. For the convolutional neural network (CNN) mod-

els, the text data is transformed using the Tokenizer from TensorFlow [5]. Tokenizer

creates a vocabulary of all the unique terms in the training corpus and allows for

vectorization of the text corpus by turning each document into a sequence of integers

(using the texts to sequences method), where each integer is the index of a token in

the dictionary. Tokenizer is configured to keep the top 4999 most common words
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from the training dataset in the vocabulary (using the fit on texts method), and uses

the class defaults otherwise. All punctuation is removed from the text when it is

processed through Tokenizer, all text is converted to lowercase, and words are sepa-

rated at spaces. When any text is processed by the Tokenizer, only the known words

are processed while the unknown words are ignored (assigned the integer value of 0).

These sequences of integers representing the text are then padded with trailing zeroes

to make all sequences of the same length. These document vectors are then fed as

input to the convolutional layers of the model.

The idea behind convolutions in computer vision is to learn filters that transform

adjacent pixels into single values. A CNN for NLP learns which combinations of

adjacent words are associated with a given concept, meaning they can augment the

existing techniques by leveraging the representation of language to learn which phrases

in clinical text are relevant for a given medical condition. In a CNN, a text is first

represented as a sequence of word embeddings in which each word is projected into a

distributed representation. Words that occur in similar concepts are trained to have

similar embeddings, meaning misspellings, synonyms, and abbreviations of an original

word learn similar embeddings, leading to similar results. Therefore, a database of

synonyms and common misspellings is therefore not required.

Convolutions detect a signal from a combination of adjacent inputs, and each

convolution operation applies a filter of trained parameters to an input-window of

specific width. A filter is applied to every possible word window in the input to

produce a feature map. The feature map is then reduced using a pooling operation.

It is possible to combine multiple convolutions per length and of different lengths

to evaluate phrases from 1-5 words long, for example. A final fully connected feed
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forward layer helps compute the probability of whether the text refers to a patient

with a certain disease condition.

The CNN model (Figure 4.2) is built using Keras [29], and consists of an em-

bedding layer, a 1D convolutional layer with ReLU activation, followed by a global

max pooling layer, and finally two fully connected dense layers containing 10 nodes

and 1 node, respectively. The final single output node generates a binary decision of

whether the input corresponds to the presence of a certain disease condition or not.

The penultimate layer uses ReLU activation, and the ultimate layer uses sigmoid

activation to make the final prediction. The model is optimized using the ADAM

optimizer and the binary cross-entropy loss function.

Figure 4.2: Simple CNN Architecture for multi-report predictions.

Augmented Convolutional Neural Network

The Augmented CNN (Figure 4.3) consists of the same architecture as the Simple

CNN model as describe above with one added layer: the Keras Sequential Self Atten-

tion layer (SeqSelfAttention). This layer implements an attention mechanism when

processing sequential data to learn important text embedding and attend to that in-

formation (increase weight values) when extracting data features. It is added after
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the convolutional layer in the model, and its output is fed as the input to the global

max pooling layer. The attention layer is configured to use multiplicative attention,

an attention width of 1, and uses sigmoid attention activation. The remaining layers

of the model are the same as in the Simple CNN.

Figure 4.3: Augmented CNN Architecture with Attention Layer for multi-report pre-
dictions.

Bi-directional Long Short-Term Memory Model

Long Short-Term Memory (LSTM) [62] networks are a powerful type of recurrent

neural network (RNN). One of the main limitations of the basic RNNs is that they

lose critical information when dealing with long sequences. LSTMs are explicitly

designed to avoid such problems and retain information from long sequences of data

to learn dependencies in data that are far apart. Thus, the model can remember

and also forget certain information it has previously seen. These models consist of

a cell state ct−1 (i.e., the memory of the network) and a hidden state ht−1 (used to

make predictions) with three gates that allow the gradient to flow unchanged. The

three gates are a forget gate, an input gate, and an output gate. The forget gate

determines what information are going to be thrown away from the cell state. This



4.2. METHODS 70

gate is essentially a sigmoid function, taking hidden state ht−1 and data xt as input,

and outputs a number between 0 and 1 for each element in the cell state. A 0 means

to completely throw away the information while a 1 means keep all the detail of that

element. The input gate determines what new information is going to be retained

in the cell state (update the cell state from ct−1 to c̃t). This layer has two parts: a

sigmoid layer and a tanh layer. The sigmoid layer takes hidden state ht−1 and data xt

as input and determines which values to update by assigning a number between 0 and

1 to each element computed in the tanh layer. The tanh layer transforms the data

xt and hidden state ht−1 to a number between -1 and 1. Next, the product of both

layers yields the update to the cell state. The cell state is updated by multiplying the

output from the forget gate elementwise, ensuring only critical information can flow

down the sequence. Next, the results from the input gate are added elementwise to

the cell state. This completes the cell state update, yielding ct. We use the freshly

updated cell state ct to update the hidden state. In the output gate, it first passes the

hidden state ht−1 and data xt through a sigmoid layer. Then, ct is passed through a

tanh layer and these results are multiplied together, yielding the new hidden state ht.

Bidirectional RNN models are two combined RNN models, one model process-

ing data sequentially from beginning to end, while the other received input data in

the opposite direction, from end to start. These models perform data analysis si-

multaneously and their results (predictions) are combined and passed to the dense

layers.

For the Bi-LSTM (Figure 4.4), a self-created dictionary is used for the word em-

bedding part. Each unique word in the reports is extracted and sorted in the order

of alphabet. Each word is then assigned an index, reserving the first two indices
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for padding (0) and unknown (1) values, respectively. This model encodes the input

documents as vectors consisting of values corresponding to the word’s index in the

vocabulary dictionary. This means that each input vector for this model depends on

the length of the original report, which is variable. The documents are not padded

initially but will be padded to the same length for each batch while they are passing

through the data generator function. This data is then passed through into the two

LSTM layers, processing the data in opposite directions.

Figure 4.4: Bidirectional Long Short-Term Memory model diagram.

The Bi-LSTM was also developed using Keras. The first layer is an Embedding

layer with input dimension equal to the size of the vocabulary and an output size of

64. This is followed by the Bidirectional LSTM layer provided in the Keras library,

which uses the tanh activation function and sigmoid recurrent activation. The output

dimension of this layer is 64. The final two layers of the model are similar to those

found in both the Simple and Augmented CNN models; the penultimate layer is a

fully connected dense layer with 64 nodes and ReLU activation, while the ultimate



4.3. RESULTS 72

layer is a dense layer with one output node with no activation.

4.3 Results

Metastatic disease was present in 16.6% (1287/7733) of the reports in the lung dataset,

30.5% (848/2777) of the reports in the liver dataset, and in 7.1% (291/4107) of the

adrenal gland dataset. These distributions were consistent in the training, testing,

and validation sets. Prediction accuracies exceeded 96% across all organs and all

models during validation, with the lowest accuracy being the Simple CNN predicting

the presence of lung metastases. The F1 scores are especially promising, showing

balanced precision and recall scores in all models. The F1 scores demonstrate that the

Augmented CNN is the most balanced model, though all models’ F1 scores for the lung

dataset were below 90%. The F1 scores for lung metastases detection are consistently

the lowest, though always scoring above 87%. The performance metrics of the models

are presented in Tables 4.2 (Baseline model), 4.3 (Simple CNN), 4.4 (Augmented

CNN), and 4.5 (Bi-LSTM). We compare these results with the performance of the

baseline model, which predicts the presence of metastases from single reports, in

contrast to the three deep learning models, which include information from previous

reports concatenated in chronological order.

The training and testing results for the baseline TF-IDF Ensemble Voting model

are as follows: in training, the model scored 99.69%, 0.9977, 0.9833, and 0.9904

(accuracy, precision, recall, F1 score) on the lung dataset, 99.95%, 1.00, 0.9983, and

0.9991 (accuracy, precision, recall, F1 score) on the liver dataset, and 99.23%, 1.00,

0.8932, and 0.9436 (accuracy, precision, recall, F1 score) on the adrenal gland dataset.

In testing, the model scored 92.33%, 0.8553, 0.6733, and 0.7535 (accuracy, precision,
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recall, F1 score) on the lung dataset, 90.12%, 0.9060, 0.7794, and 0.8379 (accuracy,

precision, recall, F1 score) on the liver dataset, and 96.60%, 0.9444, 0.4595, and 0.6182

(accuracy, precision, recall, F1 score) on the adrenal gland dataset. During validation,

the model scored 93.80%, 0.9080, 0.6860, and 0.7815 (accuracy, precision, recall, F1

score) on the lung dataset, 92.50%, 0.8990, 0.8310, and 0.8637 (accuracy, precision,

recall, F1 score) on the liver dataset, and 96.10%, 1.00, 0.5000, and 0.6667 (accuracy,

precision, recall, F1 score) on the adrenal gland dataset. The results from the baseline

model are also presented in Table 4.2.

The complete results for the Simple CNN on each dataset are as follows: in train-

ing, the model scored 99.93%, 0.9956, 1.00, and 0.9978 (accuracy, precision, recall, F1

score) on the lung dataset, 99.85%, 0.9950, 1.00, and 0.9975 (accuracy, precision, re-

call, F1 score) on the liver dataset, and 100%, 1.00, 1.00, and 1.00 (accuracy, precision,

recall, F1 score) on the adrenal gland dataset. In testing, the model scored 97.41%,

0.9526, 0.8960, and 0.9234 (accuracy, precision, recall, F1 score) on the lung dataset,

98.56%, 0.9851, 0.9706, and 0.9778 (accuracy, precision, recall, F1 score) on the liver

dataset, and 99.03%, 0.9429, 0.8919, and 0.9167 (accuracy, precision, recall, F1 score)

on the adrenal gland dataset. During validation, the model scored 96.64%, 0.9526,

0.8564, and 0.8920 (accuracy, precision, recall, F1 score) on the lung dataset, 98.56%,

0.9746, 0.9746, and 0.9746 (accuracy, precision, recall, F1 score) on the liver dataset,

and 99.51%, 0.9592, 0.9792, and 0.9691 (accuracy, precision, recall, F1 score) on the

adrenal gland dataset. The results from the Simple CNN model are also presented in

Table 4.3.

The complete results for the Augmented CNN on each dataset are as follows:

in training, the model scored 99.98%, 0.9989, 1.00, and 0.9994 (accuracy, precision,
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Organ Accuracy Precision Recall F1 Score

TRAINING

Lung 99.69%
(±0.15%)

0.9977
(±0.00)

0.9833
(±0.00)

0.9904
(±0.00)

Liver 99.95%
(±0.10%)

1.0000
(±0.00)

0.9983
(±0.00)

0.9991
(±0.00)

Adrenal 99.23%
(±0.32%)

1.0000
(±0.00)

0.8932
(±0.01)

0.9436
(±0.01)

TESTING

Lung 92.33%
(±1.53%)

0.8553
(±0.02)

0.6733
(±0.03)

0.7535
(±0.02)

Liver 90.12%
(±2.86%)

0.9060
(±0.03)

0.7794
(±0.04)

(±0.04)

Adrenal 96.60%
(±1.43%)

0.9444
(±0.02)

0.4595
(±0.04)

0.6182
(±0.04)

VALIDATION

Lung 93.80%
(±1.39%)

0.9080
(±0.02)

0.6860
(±0.03)

0.7815
(±0.02)

Liver 92.50%
(±2.53%)

0.8990
(±0.03)

0.8310
(±0.03)

0.8637
(±0.03)

Adrenal 96.10%
(±1.53%)

1.0000
(±0.00)

0.5000
(±0.04)

0.6667
(±0.04)

Table 4.2: Performance Metrics of the Baseline Model. Values in parentheses are
within the 95% confidence interval rounded to two decimal places.
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Organ Accuracy Precision Recall F1 Score

TRAINING

Lung 99.93%
(±5.21%)

0.9956
(±0.00)

1.0000
(±0.00)

0.9978
(±0.00)

Liver 99.85%
(±7.59%)

0.9950
(±0.00)

1.0000
(±0.00)

0.9975
(±0.00)

Adrenal 100.00%
(±0.00%)

1.0000
(±0.00)

1.0000
(±0.00)

1.0000
(±0.00)

TESTING

Lung 97.41%
(±0.91%)

0.9526
(±0.01)

0.8960
(±0.02)

0.9234
(±0.02)

Liver 98.56%
(±1.14%)

0.9851
(±0.01)

0.9706
(±0.02)

0.9778
(±0.01)

Adrenal 99.03%
(±0.77%)

0.9429
(±0.02)

0.8919
(±0.02)

0.9167
(±0.02)

VALIDATION

Lung 96.64%
(±1.04%)

0.9526
(±0.01)

0.8564
(±0.02)

0.8920
(±0.02)

Liver 98.56%
(±1.14%)

0.9746
(±0.02)

0.9746
(±0.02)

0.9746
(±0.02)

Adrenal 99.51%
(±0.55%)

0.9592
(±0.02)

0.9792
(±0.01)

0.9691
(±0.02)

Table 4.3: Performance Metrics of the Simple CNN Model. Values in parentheses are
within the 95% confidence interval rounded to two decimal places.
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recall, F1 score) on the lung dataset, 99.90%, 0.9966, 1.00, and 0.9983 (accuracy,

precision, recall, F1 score) on the liver dataset, and 99.97%, 0.9952, 1.00, and 0.9976

(accuracy, precision, recall, F1 score) on the adrenal gland dataset. In testing, the

model scored 97.41%, 0.9388, 0.9109, and 0.9246 (accuracy, precision, recall, F1 score)

on the lung dataset, 98.56%, 0.9710, 0.9853, and 0.9781 (accuracy, precision, recall,

F1 score) on the liver dataset, and 98.87%, 0.9167, 0.8919, and 0.9041 (accuracy,

precision, recall, F1 score) on the adrenal gland dataset. During validation, the model

scored 96.81%, 0.9467, 0.8511, and 0.8964 (accuracy, precision, recall, F1 score) on the

lung dataset, 99.04%, 0.9831, 0.9831, and 0.9831 (accuracy, precision, recall, F1 score)

on the liver dataset, and 99.68%, 0.9792, 0.9792, and 0.9792 (accuracy, precision,

recall, F1 score) on the adrenal gland dataset. The results from the Augmented CNN

model are also presented in Table 4.4.

The complete results for the Bi-LSTM on each dataset are as follows: in training,

the model scored 97.97%, 0.9052, 0.9366, and 0.9206 (accuracy, precision, recall, F1

score) on the lung dataset, 99.23%, 0.9798, 0.9873, and 0.9835 (accuracy, precision,

recall, F1 score) on the liver dataset, and 99.72%, 0.9660, 0.9803, and 0.9731 (accuracy,

precision, recall, F1 score) on the adrenal gland dataset. In testing, the model scored

96.66%, 0.8465, 0.8976, and 0.8713 (accuracy, precision, recall, F1 score) on the lung

dataset, 98.56%, 0.9853, 0.9781, and 0.9817 (accuracy, precision, recall, F1 score) on

the liver dataset, and 98.70%, 0.8919, 0.8919, and 0.8919 (accuracy, precision, recall,

F1 score) on the adrenal gland dataset. During validation, the model scored 97.16%,

0.8404, 0.9054, and 0.8717 (accuracy, precision, recall, F1 score) on the lung dataset,

98.32%, 0.9661, 0.9702, and 0.9682 (accuracy, precision, recall, F1 score) on the liver

dataset, and 99.03%, 0.9375, 0.9375, and 0.9375 (accuracy, precision, recall, F1 score)
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Organ Accuracy Precision Recall F1 Score

TRAINING

Lung 99.98%
(±0.04%)

0.9989
(±0.00)

1.0000
(±0.00)

0.9994
(±0.00)

Liver 99.90%
(±0.14%)

0.9966
(±0.00)

1.0000
(±0.00)

0.9983
(±0.00)

Adrenal 99.97%
(±0.06%)

0.9952
(±0.00)

1.0000
(±0.00)

0.9976
(±0.00)

TESTING

Lung 97.41%
(±0.91%)

0.9388
(±0.01)

0.9109
(±0.02)

0.9246
(±0.02)

Liver 98.56%
(±1.14%)

0.9710
(±0.02)

0.9853
(±0.01)

0.9781
(±0.01)

Adrenal 98.87%
(±0.83%)

0.9167
(±0.02)

0.8919
(±0.02)

0.9041
(±0.02)

VALIDATION

Lung 96.81%
(±1.01%)

0.9467
(±0.01)

0.8511
(±0.02)

0.8964
(±0.02)

Liver 99.04%
(±0.94%)

0.9831
(±0.01)

0.9831
(±0.01)

0.9831
(±0.01)

Adrenal 99.68%
(±0.45%)

0.9792
(±0.01)

0.9792
(±0.01)

0.9792
(±0.01)

Table 4.4: Performance Metrics of the Augmented CNN Model. Values in parentheses
are within the 95% confidence interval rounded to two decimal places.
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Organ Accuracy Precision Recall F1 Score

TRAINING

Lung 97.97%
(±0.38%)

0.9052
(±0.01)

0.9366
(±0.01)

0.9206
(±0.01)

Liver 99.23%
(±0.39%)

0.9798
(±0.01)

0.9873
(±0.01)

0.9835
(±0.01)

Adrenal 99.72%
(±0.19%)

0.9660
(±0.01)

0.9803
(±0.01)

0.9731
(±0.01)

TESTING

Lung 96.66%
(±1.03%)

0.8465
(±0.02)

0.8976
(±0.02)

0.8713
(±0.02)

Liver 98.56%
(±1.14%)

0.9853
(±0.01)

0.9781
(±0.01)

0.9871
(±0.01)

Adrenal 98.70%
(±0.89%)

0.8919
(±0.02)

0.8919
(±0.02)

0.8919
(±0.02)

VALIDATION

Lung 97.16%
(±0.96%)

0.8404
(±0.02)

0.9054
(±0.02)

0.8717
(±0.02)

Liver 98.32%
(±1.23%)

0.9661
(±0.02)

0.9702
(±0.02)

0.9682
(±0.02)

Adrenal 99.03%
(±0.77%)

0.9375
(±0.02)

0.9375
(±0.02)

0.9375
(±0.02)

Table 4.5: Performance Metrics of the Bi-LSTM Model. Values in parentheses are
within the 95% confidence interval rounded to two decimal places.

on the adrenal gland dataset. The results from the Bi-LSTM model are also presented

in Table 4.5.
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Organ Accuracy Precision Recall F1 Score

BASELINE MODEL

Lung 93.80%
(±1.39%)

0.9080
(±0.02)

0.6860
(±0.03)

0.7815
(±0.02)

Liver 92.50%
(±2.53%)

0.8990
(±0.03)

0.8310
(±0.03)

0.8637
(±0.03)

Adrenal 96.10%
(±1.53%)

1.0000
(±0.00)

0.5000
(±0.04)

0.6667
(±0.04)

SIMPLE CNN

Lung 96.64%
(±1.04%)

0.9526
(±0.01)

0.8564
(±0.02)

0.8920
(±0.02)

Liver 98.56%
(±1.14%)

0.9746
(±0.02)

0.9746
(±0.02)

0.9746
(±0.02)

Adrenal 99.51%
(±0.55%)

0.9592
(±0.02)

0.9792
(±0.01)

0.9691
(±0.02)

AUGMENTED CNN

Lung 96.81%
(±1.01%)

0.9467
(±0.01)

0.8511
(±0.02)

0.8964
(±0.02)

Liver 99.04%
(±0.94%)

0.9831
(±0.01)

0.9831
(±0.01)

0.9831
(±0.01)

Adrenal 99.68%
(±0.45%)

0.9792
(±0.01)

0.9792
(±0.01)

0.9792
(±0.01)

BI-LSTM

Lung 97.16%
(±0.96%)

0.8404
(±0.02)

0.9054
(±0.02)

0.8717
(±0.02)

Liver 98.32%
(±1.23%)

0.9661
(±0.02)

0.9702
(±0.02)

0.9682
(±0.02)

Adrenal 99.03%
(±0.77%)

0.9375
(±0.02)

0.9375
(±0.02)

0.9375
(±0.02)

Table 4.6: Comparison of validation set performance results of the four prediction
models. The highest values of each metric for each organ are in bold.
Values in parentheses are within the 95% confidence interval rounded to
two decimal places.
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4.4 Discussion

We developed three novel models for detecting metastatic disease in three separate

organs using NLP over multiple consecutive radiology reports. Both the CNN models

and the Bi-LSTM model demonstrated high performance in accomplishing this task.

Our results demonstrate the added predictive power of exposing an NLP model to

historical patient information. Indeed, F1 score increased from 0.7815, 0.8637, and

0.6667 to 0.8964, 0.9831, and 0.9792 in the lung, liver, and adrenal gland datasets,

respectively, when multiple reports were considered. Accuracy, precision, and re-

call all improved with the multi-report model. The best-performing model – the

Augmented CNN – achieved the highest F1 scores at all three organ sites during val-

idation. Through the model development process, the model performance remained

consistent through training, testing, and validation. During training, the models were

exposed to records with varying number of concatenated reports, meaning the models

have been trained to detect metastases with varying amounts of available information

so the models can be used at any point within a patient’s course of treatment.

Performance on the lung dataset was lowest for all three models, with F1 scores

of 0.8920, 0.8964, and 0.8717 achieved by the Simple CNN, the Augmented CNN,

and the Bi-LSTM, respectively. This is likely because the lung can be subject to

a large variety of ailments, such as infections, some of which overlap in appearance

with metastatic disease because they appear to radiologists as pulmonary nodules. In

analyzing the model’s decision-making by extracting the most predictive terms from

the vocabulary, it was identified that the presence of measurements in a report were

highly indicative of the presence of a metastatic disease. This is not surprising since

radiologists commonly rely on measurements to document response to treatment in
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their report. Use of this feature is excellent in detecting metastases in the liver and

adrenal glands, however there are more types of lesions that are measured for the lung,

including benign lung nodules. Predicting based on the presence of measurements in

the case of lung metastases therefore, results in higher frequency of false positives.

The F1 scores for liver and adrenal metastases predictions on the validation sets

exceeded 0.9691, and the Bi-LSTM was only slightly lower at 0.9375 when predicting

the presence of adrenal metastases.

There are many papers that describe the usage of NLP for text mining clinical

notes, linking events described in notes to time series data (typically for prediction of

mortality or length of stay) [23, 72, 64]. To our knowledge, ours is the first demon-

stration of multi-report detection in consecutive radiology reports. Specifically, we

consider the order that metastases appear for each patient by concatenating reports

but do not consider the length of time between metastatic events. Given the overall

high performance of our models, factoring in the actual time may not be warranted

for simple detection of labels. As we advance our methods to metastatic phenotype

identification, the goal of our cancer digital twin, time will likely be an important

factor. We were the first to demonstrate the benefit of semi-structured narrative re-

ports in the largest study using NLP for identifying metastatic disease [38], combined

with the new models proposed in the current study, we are unlocking the potential

of using cancer digital twins for anticipating cancer response and progression.

Our study is not without limitations. It is important to note that the human

annotators had access to slightly different information compared to what the models

had access to at the time of prediction. The human annotators had access to both

historical and future reports, while the models only had the text from previous reports
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concatenated to the target report to make their predictions. This resulted in false

negative errors (example provided in Figure 4.5), though the model was able to correct

the prediction for later reports. The implications of this depend on the use-case of

the model. In the case where “future” reports (with respect to the target report)

are available, such as in a retrospective study of disease pattern, exposing the model

to these future reports would be desired. However, if the use-case is predicting the

presence of metastases in a patient currently undergoing treatment and all reports

to-date are presented to the model, it is not missing any data.
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Figure 4.5: Lung metastases developing on serial CT scans (arrows). Axial images of
the lung from three consecutive CT scans, showing the development of a
lung nodule, in the posterior right lower lobe (A, B, and C). A separate
nodule in the anterior right lower lobe also grew between the 2nd (D) and
3rd CT scan (E). A third nodule appeared in the left lower lobe on the 3rd
scan only (F). The 1st CT was negative for metastasis (A), with the text
in the “Lungs” section of the findings reading “No suspicious findings”.
The model predicted correctly that there were no metastases described
with 100% confidence. The 2nd CT (B, D) was labeled as positive for
metastases by the radiologist who had access to all 3 scans, but negative
by the CNN (with a confidence of 99.60%) which only had reports for
the first two. The 3rd CT (C, E, F) was labeled as positive by both
radiologists and the CNN (with 100% confidence).

In conclusion, the multi-report NLP prediction models presented in this paper

generate more reliable weak labels of radiology reports compared with a single-report

prediction model. The success of digital cancer twins relies heavily on the access of

high-resolution representations of individual cancer patients over time. The ability to
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automatically generate accurate labels of metastatic disease from radiology reports

will improve the viability of these digital twins, while enabling recognition of disease

progression patterns through the availability of such a large database of generated

weak labels. This will allow for earlier detection of potential progression of disease in

individual patients allowing for more successful intervention during disease manage-

ment.
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Chapter 5

Conclusions

5.1 Summary

In the research presented in this thesis, we demonstrate NLP models for generating

weak labels in very large datasets of clinical narrative reports. First, an ensemble vot-

ing model was trained to predict and label single reports for the presence of metastatic

disease in 13 organs with high accuracy (90.2% to 99.8%). While accuracy was high,

precision, recall, and F1 were typically low. This model successfully employs a soft

voting strategy for the final decision of the model based on the weighted performance

of the individual models within the ensemble. Second, deep learning models were

used to incorporate information from historical reports through a patient’s treat-

ment, resulting in more accurate identification of metastases over time. The results

demonstrate the added predictive power of exposing an NLP model to historical pa-

tient information. Indeed, F1 score increased from 0.7815, 0.8637, and 0.6667 on

single-report predictions to 0.8964, 0.9831, and 0.9792 in the lung, liver, and adrenal

gland datasets, respectively, when multiple reports were considered. Accuracy, pre-

cision, and recall also improved with the multi-report model. The best-performing
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model – the Augmented CNN – achieved the highest F1 scores at all three organ sites

during validation.

Our contributions to the field are therefore as follows:

1. We were the first to demonstrate that natural language processing may be

applied to cancer patients’ CT reports to generate a large database of metastatic

phenotypes (Chapter 3).

2. Multi-report NLP prediction models generate more reliable weak labels of ra-

diology reports compared with a single-report prediction model (Chapter 4).

Multi-report models have not been reported previously for radiology data.

5.2 Future Work

Successfully applying NLP to label and extract information from structured radiol-

ogy reports allows for a host of future applications. In creating a large database of

metastatic spread patterns, the identification of cancers of unknown primary will be

discernible. Cancers of unknown primary occurs in 2-5% of all cancers [119]. These

are cases in which a patient is first observed to have multiple sites of disease, and the

cancer primary is unable to be determined through traditional investigation. Since

targeted therapies are dependent on knowledge of the primary, these patients have

few treatment options. Using patterns of disease spread in such patients compared to

the entire population of cancer patients, we are presented a new method for narrowing

down the potential cancer phenotypes and prescribing more appropriate treatments.

This research can also be extended to link tumor response rates and progression

patterns with treatment. Treatment data for patients is known and is often contained
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in associated EHRs. Work performed on linking these types of data with the multi-

report prediction models presented in Chapter 4 could have an impact on patient

outcomes. Identifying which treatments result in a disruption or halting of metastatic

spread based on the generated library of metastatic phenotypes will allow for earlier

and more effective intervention. This can even be further expanded by research

regarding automatic segmentation of tumors from the actual medical images described

in the narrative reports. This would provide more granular analysis in the change in

tumor volumes through treatment.

Specific to future work in the domain of NLP, a popular area of research pertains

to the explainability of machine learning prediction models. Explainability refers

to models being able to provide explanations as to how a prediction was made, for

example, which combination of words in an NLP model indicated the presence of

metastatic disease. Machine and deep learning models are largely considered to be

“black boxes”, where they receive input, they perform an obscure transformation and

analysis, and they output a prediction. In certain fields this type of model is accepted

and explainability is unnecessary. However, in the medical domain, models should be

“gray” or “white box” to be accepted into clinical practice. These are models which

provide clear human-readable insights into how a prediction is reached. The models

presented in Chapter 4 are currently considered black box models, however studies

have shown that CNNs can be adapted to provide explainability.
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5.3 Conclusion

The spread of metastatic disease in patients with cancer is often the cause of poor out-

comes, and the patterns of spread largely remain unknown within the general popula-

tion of patients. Historically, autopsy reports have revealed the extent of metastatic

disease, but it is believed that identifying these patterns in patients who are still living

and undergoing treatment may improve our understanding of the natural history of

different primary cancers and the organotropism of metastatic disease, thereby facili-

tating better clinical reasoning and decision-making. Medical imaging plays a central

role in identifying the sites involved with metastatic, therefore metastatic phenotypes

identified by radiologic imaging are an essential tool in cancer management. The large

number of CT studies performed at 2- or 3-month intervals for patients with cancer

can effectively capture both the spatial and temporal distribution of metastatic dis-

ease, with greater granularity than is offered by biopsy or autopsy. The development

of accurate models for predicting the presence of metastasis through NLP allows for

large-scale labeling of CT reports, and make extracting new insights into patterns of

metastatic disease spread over time feasible on a large scale. This will allow for earlier

detection of potential progression of disease in individual patients, allowing for more

successful intervention during disease management.
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[97] Stéphane M Meystre, Youngjun Kim, Glenn T Gobbel, Michael E Matheny,

Andrew Redd, Bruce E Bray, and Jennifer H Garvin. Congestive heart failure

information extraction framework for automated treatment performance mea-

sures assessment. Journal of the American Medical Informatics Association,

24(e1):e40–e46, 07 2016.

[98] Tsendsuren Munkhdalai, Feifan Liu, and Hong Yu. Clinical relation extraction

toward drug safety surveillance using electronic health record narratives: Clas-

sical learning versus deep learning. JMIR Public Health Surveill 2018;4(2):e29

https://publichealth.jmir.org/2018/2/e29, 4:e9361, 4 2018.

[99] Giulio Napolitano, Adele Marshall, Peter Hamilton, and Anna T. Gavin. Ma-

chine learning classification of surgical pathology reports and chunk recognition



BIBLIOGRAPHY 106

for information extraction noise reduction. Artificial Intelligence in Medicine,

70:77–83, 2016.

[100] National Institutes of Health. Help Me Understand Precision Medicine, 2020.

[101] Elias Nerad, Max J. Lahaye, Monique Maas, Patty Nelemans, Frans C. H.

Bakers, Geerard L. Beets, and Regina G. H. Beets-Tan. Diagnostic accuracy

of ct for local staging of colon cancer: A systematic review and meta-analysis.

American Journal of Roentgenology, 207(5):984–995, 2016. PMID: 27490941.

[102] Anthony Nguyen, Michael Lawley, David Hansen, Rayleen Bowman, Belinda

Clarke, Edwina Duhig, and Shoni Colquist. Symbolic rule-based classification

of lung cancer stages from free-text pathology reports. Journal of the American

Medical Informatics Association : JAMIA, 17:440–5, 07 2010.

[103] Kevin J O’leary, David M Liebovitz, Joseph Feinglass, David T Liss, Daniel B

Evans, Nita Kulkarni, Matthew P Landler, and David W Baker. Creating a

better discharge summary: Improvement in quality and timeliness using an

electronic discharge summary background: Deficits in information transfer be-

tween inpatient and outpatient physicians are common and potentially. Journal

of Hospital Medicine, 4:219–225, 2009.

[104] John D Osborne, Matthew Wyatt, Andrew O Westfall, James Willig, Steven

Bethard, and Geoff Gordon. Efficient identification of nationally mandated

reportable cancer cases using natural language processing and machine learn-

ing. Journal of the American Medical Informatics Association : JAMIA,

23(6):1077—1084, November 2016.



BIBLIOGRAPHY 107

[105] Olga V Patterson, Sameer D Forbush, Tyler Band Saini, Stephanie E Moser,

and Scott L DuVall. Classifying the indication for colonoscopy procedures: A

comparison of nlp approaches in a diverse national healthcare system. Stud

Health Technol Inform, 216:614–618, 2015.

[106] F. Pedregosa, G. Varoquaux, A. Gramfort, V. Michel, B. Thirion, O. Grisel,

M. Blondel, P. Prettenhofer, R. Weiss, V. Dubourg, J. Vanderplas, A. Passos,

D. Cournapeau, M. Brucher, M. Perrot, and E. Duchesnay. Scikit-learn: Ma-

chine learning in Python. Journal of Machine Learning Research, 12:2825–2830,

2011.

[107] Ewoud Pons, Loes M. M. Braun, M. G. Myriam Hunink, and Jan A Kors.

Natural Language Processing in Radiology: A Systematic Review. Radiology,

279(2):329–343, 2016.

[108] Jose D. Posada, Amie J. Barda, Lingyun Shi, Diyang Xue, Victor Ruiz, Pei Han

Kuan, Neal D. Ryan, and Fuchiang (Rich) Tsui. Predictive modeling for clas-

sification of positive valence system symptom severity from initial psychiatric

evaluation records. Journal of Biomedical Informatics, 75:S94–S104, 11 2017.

[109] Majid Rastegar-Mojarad, Sunghwan Sohn, Liwei Wang, Feichen Shen, Troy C.

Bleeker, William A. Cliby, and Hongfang Liu. Need of informatics in designing

interoperable clinical registries. International Journal of Medical Informatics,

108:78–84, 10 2017.

[110] Jeff Reback, Wes McKinney, jbrockmendel, Joris Van den Bossche, Tom

Augspurger, Phillip Cloud, gfyoung, Sinhrks, Simon Hawkins, Matthew

Roeschke, Adam Klein, Terji Petersen, Jeff Tratner, Chang She, William Ayd,



BIBLIOGRAPHY 108

Shahar Naveh, Marc Garcia, Jeremy Schendel, Andy Hayden, Daniel Saxton,

Vytautas Jancauskas, Ali McMaster, Pietro Battiston, Skipper Seabold, chris

b1, h vetinari, Kaiqi Dong, Stephan Hoyer, Wouter Overmeire, and Marco

Gorelli. pandas-dev/pandas: Pandas 1.1.4, October 2020.

[111] Andrew A Renshaw, Mercy Mena-allauca, Edwin W Gould, and S Joseph Sir-

intrapun. Synoptic Reporting : Evidence-Based Review and Future Directions.

JCO Clin Cancer Inform, 2:1–9, 2018.

[112] S Trent Rosenbloom, Joshua C Denny, Hua Xu, Nancy Lorenzi, William W

Stead, and Kevin B Johnson. Data from clinical notes: a perspective on the

tension between structure and flexible documentation. Journal of the American

Medical Informatics Association : JAMIA, 18(2):181—186, 2011.

[113] Nathaniel Roysden and Adam Wright. Predicting health care utilization after

behavioral health referral using natural language processing and machine learn-

ing. AMIA ... Annual Symposium proceedings. AMIA Symposium, 2015:2063–

2072, 11 2015.

[114] Guergana K. Savova, Ioana Danciu, Folami Alamudun, Timothy Miller, Chen

Lin, Danielle S. Bitterman, Georgia Tourassi, and Jeremy L. Warner. Use of

natural language processing to extract clinical cancer phenotypes from elec-

tronic medical records. Cancer research, 79:5463, 11 2019.

[115] Elyne Scheurwegs, Madhumita Sushil, Stéphan Tulkens, Walter Daelemans, and

Kim Luyckx. Counting trees in random forests: Predicting symptom severity

in psychiatric intake reports. Journal of Biomedical Informatics, 75:S112–S119,

11 2017.



BIBLIOGRAPHY 109

[116] Joeky T Senders, Aditya V Karhade, David J Cote, Alireza Mehrtash, Nayan

Lamba, Aislyn Dirisio, Ivo S Muskens, William B Gormley, Timothy R Smith,

Marike L D Broekman, and Omar Arnaout. Natural Language Processing for

Automated Quantification of Brain Metastases Reported in Free-Text Radiol-

ogy Reports. JCO Clin Cancer Inform, 3(3):1–9, 2019.

[117] M Sevenster, J Buurman, P Liu, JF Peters, and PJ Chang. Natural language

processing techniques for extracting and categorizing finding measurements in

narrative radiology reports. Applied clinical informatics, 6(3):600—110, 2015.

[118] Benjamin Shickel, Patrick James Tighe, Azra Bihorac, and Parisa Rashidi.

Deep ehr: A survey of recent advances in deep learning techniques for elec-

tronic health record (ehr) analysis. IEEE Journal of Biomedical and Health

Informatics, 22(5):1589–1604, 2018.

[119] Canadian Cancer Society. What is cancer of unknown pri-

mary? https://cancer.ca/en/cancer-information/cancer-types/

cancer-of-unknown-primary/what-is-cancer-of-unknown-primary.

[120] Sunghwan Sohn, Yanshan Wang, Chung-Il Wi, Elizabeth A Krusemark, Euijung

Ryu, Mir H Ali, Young J Juhn, and Hongfang Liu. Clinical documentation

variations and NLP system portability: a case study in asthma birth cohorts

across institutions. Journal of the American Medical Informatics Association,

25(3):353–359, 11 2017.

[121] James Sorace, Denise R. Aberle, Dena Elimam, Silvana Lawvere, Ossama Taw-

fik, and W. Dean Wallace. Integrating pathology and radiology disciplines: an

emerging opportunity? BMC Medicine, 10(1), 2012.



BIBLIOGRAPHY 110

[122] Irena Spasic and Goran Nenadic. Clinical text data in machine learning: Sys-

tematic review. JMIR Med Inform, 8(3):e17984, March 2020.
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