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Abstract

In recent years, the use of integrated photonic systems for information processing

has gathered significant interest as an alternative to conventional electronic com-

puter architectures. The emerging field of neuromorphic photonics proposes to im-

plement high-performance neural networks and related machine learning algorithms

using electro-optic circuits, as these applications require high bandwidth, low latency,

and low energy consumption. In this thesis, we present a novel photonic architecture

for training neural networks on-chip using the direct feedback alignment algorithm.

The architecture can operate at speeds of trillions of multiply-accumulate (MAC)

operations per second while consuming less than one picojoule per MAC operation.

We also introduce and simulate a photonic architecture for solving ordinary and par-

tial differential equations using recurrent neural networks. Finally, we introduce a

new computational method for self-consistent electrodynamics simulations of Lorentz

oscillators and moving point charges, which can be integrated with neuromorphic

photonics to harness potential improvements in speed and power when solving the

simulation’s governing differential equations. The high energy efficiency and oper-

ation speed of neuromorphic photonics could enable the development of innovative

neural network applications that would be impossible to operate on current generation

hardware.
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ŷ is the output vector. The error vector at the output layer e, defined

as the gradient of the loss function L (ŷ,y) where y is the target, is
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Chapter 1

Introduction

Inspired by the human brain and propelled by recent advances in deep learning,

the fields of artificial intelligence (AI) and neuromorphic computing (neuro-biological

computer architectures) have seen a renaissance over the past decade [1]. Today, AI

techniques have been applied to solve a diverse range of problems in several indus-

tries including medicine, robotics, and finance [2, 3, 4]. The software implementations

of AI algorithms are executed on traditional computers based on the von Neumann

architecture [5], which is well-suited to execute sequential, digital, procedure-based

programs [6]. However, this architecture faces inherent data-transfer speed limitations

due to the separation of memory and processor unit, known as the von Neumann bot-

tleneck, and is inefficient for processing computational models that are distributed

and massively parallel, such as neural networks. Neuromorphic computing seeks to

eliminate these constraints by exploiting the underlying elementary physics of hard-

ware systems to create an isomorphism with AI algorithms [7]. As Moore’s law,

which states that the number of transistors on a microprocessor chip will approxi-

mately double every two years, approaches its end (as the shrinking of transistors
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reaches its quantum limits [8]) and with the exponentially increasing needs from ad-

vanced AI algorithms [9], neuromorphic computing has attracted renewed interest as

an alternative to the standard electronic digital computer architectures.

1.1 Neuromorphic Photonics

It has long been recognized that optics is a promising medium for executing matrix

multiplications [10], and the growing energy costs associated with AI applications

have led to the proposal for using photonics in special-purpose hardware for acceler-

ating AI algorithms [11, 12]. The most ubiquitous computation performed in neural

network training and inference is the multiply-accumulate operation, which can be

executed with photonics in a single time step and is only bottlenecked by the mod-

ulation and detection bandwidths [13]. Photonics offers the opportunity to enable

applications that are unreachable with current digital computing technologies: those

that require low latency, high bandwdith, and low power consumption [6]. One of

these applications is the ultrafast training of neural networks, which has beneficial ap-

plication in numerous fields including photonics where there is an increasing demand

for adaptive control and self-tuning of high-speed lasers [14].

The emerging field of neuromorphic photonics proposes to implement neuromor-

phic devices using optoelectronics that are well-suited for executing AI algorithms [15].

The main benefits of using photonics compared to their electronic counterparts are

i) improved energy efficiency associated with matrix multiplications, ii) higher speeds

(photonic systems can operate at upwards of 20 GHz), and iii) increased information

density [13]. Silicon photonics has shown to be a promising platform for neuromor-

phic applications due to its compatibility with the mature silicon integrated circuit
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industry and the availability of high-quality silicon-on-insulator wafers [16]. The high

index contrast between Si (n = 3.45) and SiO2 (n = 1.45) allows the manufacturing

of photonic devices to the hundreds of nanometer level.

The field of neuromorphic photonics has the potential to enable novel applica-

tions that cannot be achieved using conventional digital hardware; specifically, those

that require low latency, high bandwidth, and low energy consumption [6]. Examples

of applications that could potentially benefit from neuromorphic photonic proces-

sors include solving nonlinear optimization problems in robotics and autonomous

vehicles [17], qubit read-out classification [18], and solving partial differential equa-

tions [19]. As well, applications that require analog input and output values (e.g.,

signal processing for fiber optic and wireless communications [20]) are especially well

suited for neuromorphic photonics, as they avoid the computationally expensive con-

versions between the analog and digital domains.

Within the field of neuromorphic photonics, several photonic hardware implemen-

tations of neural network models have been proposed by various research groups.

These proposed architectures all consist of nonlinear elements (neurons) that are

interconnected via configurable weights (synapses). These interconnections can be

represented as a matrix-vector operation where the input to each neuron is the

inner-product between the output from the connected neurons and the corresponding

weights. Several methods have been proposed to implement the weighted intercon-

nections in photonics, including using a bank of microring resonators [21], semicon-

ductor optical amplifiers [22], and phase-change materials [12]. The signals can be

added through wavelength-division multiplexing by the accumulation of electronic

currents [23], carriers in semiconductors [24], or changes in the crystal structure of a
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material [25]. Finally, the neuron nonlinearity has been demonstrated by converting

the optical signal into an electrical signal and then back into the optical domain, where

the nonlinearity during the electrical-to-optical conversion using modulators [26] or

lasers [27] is exploited. As well, various types of neural network models have been

investigated that differ in terms of neuron signal representation (e.g., amplitude en-

coded, spiking neurons), weight configuration (the technique for setting the physical

weights), and network topology (e.g., feedforward, recurrent) [6].

The weight values between neurons are determined using a deep learning algo-

rithm to minimize the error between the expected result and the actual output of the

network. However, these deep learning algorithms have high computation and mem-

ory costs that pose significant challenges to the current hardware platforms executing

them [28]. The substantial energy consumption required to train large neural net-

works using standard von Neumann architectures also presents a significant financial

and environmental cost [29]. Currently, photonic hardware implementations of neural

networks still rely on standard von Neumann architectures to calculate the optimal

weights; motivated by this constraint, we designed a novel photonic architecture for

training neural networks directly on-chip, which is shown in Chapter 3.

1.2 Layout of the Thesis

This thesis is organized as follows: in Chapter 2, we discuss the relevant theory

related to neuromorphic photonic architectures and AI algorithms. In Chapter 3, we

present and experimentally demonstrate a novel neuromorphic photonic architecture

for training neural networks that executes the direct feedback alignment algorithm

in situ on silicon photonic hardware. We also discuss the energy consumption and
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theoretical maximum operating speed of the architecture. In Chapter 4, we describe

an approach for solving ordinary and partial differential equations using neuromorphic

photonics by employing the Neural Engineering Framework, which is a technique for

representing values using a population of neurons. We show simulation results of

neural networks solving the damped harmonic oscillator equation, the heat equation,

and the wave equation. In Chapter 5, we introduce the Python software package

PyCharge, which is an electrodynamics simulator that self-consistently models the

electromagnetic fields and potentials generated by Lorentz oscillators and moving

point charges. This simulator could be integrated with neuromorphic photonics to

compute the governing differential equations, which could lead to improvements in

speed and energy consumption. Finally, in Chapter 6, we present our conclusions and

recommendations for future work.



6

Chapter 2

Neuromorphic Photonics Theory

In this chapter, we discuss the relevant electro-optic devices used in our neuromorphic

photonic architectures shown in Chapters 3 and 4. We also introduce the mathemati-

cal models of feedforward and recurrent neural networks, and discuss their associated

training algorithms to determine the optimal network parameters.

2.1 Photonic Integrated Circuits

The recent success of silicon photonics can be attributed to the repurposing of tech-

niques developed in the silicon microelectronics industry over the past 50 years to

build photonic devices and circuits [30]. The ability to reuse CMOS fabrication in-

frastructure has allowed the manufacturing of complex photonic integrated circuits

(PICs), as shown in Fig. 2.1, by both academia and industry. Silicon photonics allows

circuit designers to miniaturize bulky optical devices and improve the performance

of circuits with higher speeds and parallelism, which has led to several novel appli-

cations including quantum computers and biosensors [31]. PICs provide an excellent

platform to host photonic artificial neural networks, a developing technology which

has the potential to perform multiply-accumulate operations at higher clock speeds
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Figure 2.1: A PIC designed by Shastri Lab (Queen’s University) and Lightwave Com-
munication Research Lab (Princeton University) that uses wire bonding
for the electrical interconnections between the PIC and its packaging. The
PIC was photographed by Lightwave Communications Research Lab.

and with lower power consumption compared to digital electronics [32, 33]. Silicon

photonics allows the integration of different active photonic components on a single

chip, including modulators, detectors, amplifiers, CMOS control circuits, and optical

multiplexers [30].

2.1.1 Waveguides

Waveguides are used to direct light as it propagates through a PIC, similar to wires

for electronics. Waveguides consist of a core layer of high refractive index material

confined between two cladding layers of low refractive index material, which ensures

that most of the light is confined within the core layer as a result of total internal

reflection. Propagation loss within the waveguide is primarily caused by scattering

due to the roughness of the waveguide’s sidewalls. The propagation loss in a waveguide

is typically within the range of a few decibels per centimeter [31].
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The electromagnetic waves that propagate through the waveguide are described

by a set of allowed modes. Since we are using microring resonators (discussed in

the next section) for modulating the optical signals in our neuromorphic photonic

architectures, single-mode waveguides are ideal because all the guided light remains

in a single coherent phase state. The geometry of the waveguide determines the

minimum cutoff frequencies for each optical mode, and this phenomenon allows single-

mode waveguides to be designed below the cutoff of the second mode [15].

Optical signals are coupled into a waveguide using either edge couplers (which are

located at the edges of the PIC) or surface couplers (which can be located anywhere on

the PIC). The optical signals in a waveguide can be split into two separate waveguides

using splitters, where the physical properties of the splitters determine the ratio of

light that propagates into each of the two waveguides. Similarly, Y-branch combiners

allow the optical signals from two separate waveguides to be coupled into a single

waveguide [34].

2.1.2 Silicon Microring Resonators

A microring resonator (MRR) consists of a closed-loop waveguide that uses codirec-

tional evanescent coupling between the ring and the adjacent input and output bus

waveguides [35]. Resonance occurs when a multiple of the input light’s wavelength is

equivalent to the optical path length (OPL) of the resonator, which is given by

OPL = 2πdneff , (2.1)

where d is the radius of the ring resonator and neff is the effective index of refraction

of the waveguide material. Thus, optical ring resonators allow multiple resonances,
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Figure 2.2: Add-drop microring resonator where light enters from the Input port.
The cross-coupling coefficients k1 and k2, as well as the self-coupling co-
efficients r1 and r2, are shown.

and the spacing between these resonances is known as the free spectral range.

The round trip phase shift φ of the light is defined as

φ = βL, (2.2)

where β is the propagation constant and L is the round trip length. The propagation

constant in an ideal waveguide is defined as

β = k =
ω

c
neff , (2.3)

where k is the angular wavenumber, ω is the angular frequency, and c is the speed of

light. The round trip length is

L = 2πd. (2.4)

Equation 2.2 can be rewritten using ω = 2π/λ, where λ is the frequency of light, and
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Figure 2.3: Theoretical transmission plot of an add-drop MRR with r1 = 0.9,
r2 = 0.9, and a = 1.

Eqs. (2.3) and (2.4):

φ =
4π2dneff

λ
. (2.5)

The MRR configuration using two separate waveguide buses is known as an add-

drop MRR and is shown in Fig. 2.2. The optical behaviour of this device depends on

the self-coupling coefficients r1 and r2, the cross-coupling coefficients k1 and k2, and

the round trip amplitude transmission factor a which includes propagation loss from

the ring and the couplers [35]. The through and drop transmissions, Tp and Td, can

be calculated assuming continuous wave operation and matching fields:

Tp =
Ithrough

Iinput

=
r2

2a
2 − 2r1r2a cosφ+ r2

1

1− 2r1r2a cosφ+ (r1r2a)2 , (2.6)

Td =
Idrop

Iinput

=
(1− r2

1) (1− r2
2) a

1− 2r1r2a cosφ+ (r1r2a)2 , (2.7)

where Ithrough, Iinput and Idrop are the intensities of the light at the through, input,
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Figure 2.4: The through port transmission of an on-chip MRR as a function of wave-
length. The through port was connected to a photodetector on-chip that
was connected off-chip using radio frequency probes.

Figure 2.5: Schematic of a balanced photodetector where two photodetectors, one
with a positive bias V + and the other with a negative bias V −, are con-
nected in series. The output current Iout is proportional to Pdrop−Pthrough,
where Pdrop and Pthrough are the input optical power values at the drop
and through ports, respectively.

and drop ports, respectively. A theoretical plot of the transmissions as functions of

the phase shift is shown in Fig. 2.3 and collected experimental transmission data is

plotted in Fig. 2.4.
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2.1.3 Photodetectors

Photodetectors absorb incoming photons, resulting in the electronic transition to a

higher energy level and the generation of mobile charge carriers which produce an

electric current. Noise occurs from several sources: the photon character of the light,

the conversion of photons to photocarriers, the generation of secondary carriers by

internal amplification, and receiver circuit noise [36]. Photodetectors can be imple-

mented on PICs and are useful for converting optical signals to the electrical domain.

In our photonic architectures, we often use “balanced photodetectors” which consists

of two photodetectors connected in series (shown in Fig. 2.5); this configuration al-

lows for the representation of both positive and negative weighting values (further

discussed in Chapter 3).

The electric current I generated from the absorbed photons is proportional to the

input optical power P :

I = RP, (2.8)

where R = ηqλ
hc

is the responsivity, given η is the quantum efficiency of the photodetec-

tor, q is the electron charge, and h is Planck’s constant. The quantum efficiency η is

dependent on the incident light’s wavelength and the geometry of the photodetector.

2.1.4 Dot Product with Photonics

The dot product operation, which consists of a series of multiply-accumulate (MAC)

operations, can be executed in photonics using an array of add-drop MRRs and a bal-

anced photodetector. The input bus to the array of MRRs carries multi-channel ana-

log optical signals that were multiplexed onto the same waveguide using wavelength-

division multiplexing (WDM) techniques. Each MRR in the array is tuned with a
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Figure 2.6: Photonic circuit for computing the dot product x ·w =
∑N

i=1 xiwi.

specified weight value to control the amount of light transmission that passes through

the add and drop ports, which effectively weights the corresponding input optical sig-

nals. The output of the balanced photodetectors is the sum of the weighted optical

signals, as shown in Fig. 2.6. This photonic architecture for executing MAC opera-

tions is further discussed in Sec. 3.2.

2.2 Tuning Microring Resonators

The MRR resonance peaks can be tuned by harnessing the plasma dispersion and

thermo-optic effects in silicon. These phenomena change the effective refractive index

of silicon in the MRR which modulates the transmission of light.

2.2.1 Plasma Dispersion Effect

Nonlinear effects in silicon arise from the interactions of the optical field with electrons

and phonons: the electric field from the optical signal resonates with the electrons in

the outer shell of the silicon atom causing polarization [37]. Assuming an instanta-

neous dielectric response in the isotropic material, the relation between an induced
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polarization P (t) and the electric field E(t) is expressed as

P (t) = ε0
(
χ(1)E (t) + χ(2)E2 (t) + χ(3)E3 (t) + . . .

)
, (2.9)

where ε0 is the vacuum permittivity and χ(i) are the ith-order optical susceptibilities.

The refractive index can be empirically modeled as a function of the wavelength λ

and the carrier densities of electrons Ne and holes Nh [37]:

n (λ,Ne, Nh) = n0 (λ) + ∆nf (Ne, Nh)− i
λ

4π
∆αf (Ne, Nh) , (2.10)

where n0 (λ) is the wavelength dependence of the refractive index, ∆nF is the free-

carrier index (FCI) change, and ∆αf is the free-carrier absorption (FCA) change.

The Sellmeier equation can be used to define n0 (λ) for silicon:

n2
0 (λ) = ε+

A

λ2
+

Bλ2

λ2 − λ2
g

, (2.11)

where ε = 11.686, A = 0.9398 µm2, B = 8.1046× 10−3, and λg = 1.1071 µm [38].

Empirical expressions of the change in index of refraction and absorption were

experimentally determined for silicon at λ = 1.55 µm and are in agreement with the

classical Drude-Lorenz model [39]:

∆n = −8.8× 10−22Ne − 8.5× 10−18 (Nh)
0.8 , (2.12)

∆α = 8.5× 10−18Ne + 6.0× 10−18Nh [cm−1]. (2.13)

Plots of the theoretical refractive index and absorption are shown in Fig. 2.7. Ne
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Figure 2.7: Theoretical change in refractive index (left) and absorption (right) for
different carrier densities of electrons (Ne) and holes (Nh).

and Nh are dependent on the applied current, the geometry of the MRR, the temper-

ature, and the impurity densities. The relationship between the index of refraction

and the applied current is experimentally determined for applications outlined in this

thesis.

2.2.2 Thermo-Optic Effect

The thermo-optic effect is used for coarse tuning to bring the MRR on resonance.

The thermo-optic coefficient of silicon is dn
dT

= 1.86×10−4 K−1 at λ = 1.55 µm [40]. A

π-phase shift has been demonstrated in a 500 µm radius MRR with 10 mW of applied

heat, corresponding to ∆T =7 ◦C and ∆n = 1.3 × 10−3 [41]. However, it is difficult
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to contain the thermal energy locally, and the response time is much slower than the

plasma dispersion effect [42].

2.3 Artificial Neural Network Models

Artificial neural networks (ANNs) are one of the primary models used in the fields

of AI and machine learning. ANNs consist of an interconnected group of nodes that

can be trained to perform tasks through the analysis of examples rather than by

following explicit rules. ANNs accept an input signal which propagates through the

network to produce an output signal. ANNs can be trained using datasets to return

desired output signals. Due to their ability to model complex pattern and prediction

problems, ANNs have extensive applications in numerous fields including character

recognition, medical diagnostic imaging, and self-driving cars [43, 44].

Nodes within the ANN are connected to each other through weighted connections

that allow signals to propagate. The connection between two nodes has an associated

and unique weight value which can either amplify or suppress the propagation of a

signal. These weights are crucial for the performance of the ANN as they affect the

propagation of the input signals throughout the network [45]. The weighting of the

input signals can be expressed as a matrix multiplication due to the arrangement of

the nodes. The goal of learning algorithms is to find a function that best maps a set

of inputs to their correct output [46].

2.3.1 Feedforward Neural Networks

A feedforward neural network consists of multiple layers of nodes, where the signals

can only propagate from a preceding layer to a succeeding layer (there are no loops or
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Figure 2.8: Schematic of a feedforward neural network with dimensions 2× 3× 1.

cycles). The first and last layers are known as the “input” and “output” layers, and all

the other intermediate layers are called “hidden” layers (a diagram representation of

a feedforward network is shown in Fig. 2.8). All the nodes in the feedforward network

behave identically: each node calculates the sum of the products of the weights and

inputs, and a bias term is added to this sum. A nonlinear activation function is

then applied to this weighted sum, which is the output of the node. The forward

propagation of the input signal through the network using trained weights is known

as inferencing, and is mathematically modeled for each layer k as

a(k) = W(k)h(k−1) + b(k), (2.14)

h(k) = g
(
a(k)
)
, (2.15)

where a(k) is the sum of the weighted input signals in the layer k, W(k) is the weight

matrix between layers k and k − 1, h(k) is the output of the nodes in the layer k,

b(k) is the bias matrix between layers k and k − 1, and g is the nonlinear activation

function of the nodes. In general, the output of the input layer, h(0), is the initial
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1 2 3

Figure 2.9: Schematic of a recurrent neural network model composed of three nodes.
In addition to the lateral connections, Nodes 1 and 2 have recurrent con-
nections with weighting values w1,1 and w2,2, respectively.

signal passed into the network.

2.3.2 Recurrent Neural Networks

Recurrent neural networks are composed of connected nodes that form a directed

graph. Unlike feedforward networks, recurrent neural networks allow connections

between all nodes, as well as recurrent connections where the output of the node is

passed back to itself as an input [45]. These recurrent connections enable temporal

dynamic behaviour, as prior inputs affect the current state of the node. Recurrent

neural networks are used to process sequential data or time series for applications such

as natural language processing [47] and handwriting recognition [48]. An example of

a simple recurrent neural network with three nodes is show in Fig. 2.9. There exist

several different recurrent neural network architectures; however in this thesis, we

focus on the continuous-time recurrent neural network (CTRNN) model, which is

further discussed in Chapter 4.



2.3. ARTIFICIAL NEURAL NETWORK MODELS 19

2.3.3 Direct Feedback Alignment Learning Algorithm

In supervised learning, neural networks are trained to accomplish specific tasks by

comparing the actual output with the expected output and adjusting the network

parameters θ (weights and biases) to reduce the overall error [49]. The error to be

minimized can be expressed as a cost function J (x, ŷ,θ), where x is the training

input and ŷ is the corresponding output from the neural network. The choice of cost

function depends on the specific application of the neural network.

In Chapter 3, we introduce a neuromorphic photonic architecture that executes the

direct feedback alignment (DFA) algorithm for training feedforward neural networks.

The DFA algorithm is a supervised learning algorithm that propagates the error

through fixed random feedback connections directly from the output layer to the

hidden layers [50]. The DFA algorithm first determines the gradient of the cost

function in the output layer l, which is the error propagated to the hidden layers:

e = ∇a(l)J (x, ŷ,θ) = ∇h(l)J (x, ŷ,θ)� g′
(
a(l)
)
, (2.16)

where � is the Hadamard product (element-wise multiplication operator) and g′ is

the derivative of the activation function with respect to a(k) in the kth layer. The

DFA algorithm calculates the gradients δ(k) for each hidden layer k using

δ(k) = B(k)e� g′
(
a(k)
)
, (2.17)

where B(k) is a fixed random weight matrix with appropriate dimensions.

Using the gradients calculated in Eqs. (2.16) and (2.17) and defining δ(l) ≡ e, the

update functions of the network parameters θ for each layer k, ignoring the learning
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rate, are

∇b(k)J (x, ŷ,θ) = δ(k), (2.18)

∇W(k)J (x, ŷ,θ) = h(k−1)δ(k). (2.19)

The deep learning algorithm “stochastic gradient descent” can be implemented to

improve training performance. A minibatch of examples B = {x1, . . . ,xm} of size m

from the training set are used to compute the update functions found in Eqs. (2.18)

and (2.19) [51]. The update value for each parameter is then averaged from the

minibatch calculations and the network parameters are updated by following the

estimated gradient downhill:

θ ← θ − α

m

m∑
i=1

∇θJ (xi, ŷi,θ) , (2.20)

where α is the learning rate. The training procedure for updating the network pa-

rameters is repeated until the required network accuracy is satisfied.
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Chapter 3

Monolithic Silicon Photonic Architecture for

Training Deep Neural Networks with Direct

Feedback Alignment

This submitted article presents our proposed monolithic silicon photonic architecture

for training deep neural networks using the direct feedback alignment algorithm.

Abstract

There has been growing interest in using photonic processors for performing

neural network inference operations; however, these networks are currently

trained using standard digital electronics. Here, we propose on-chip training of

neural networks enabled by a CMOS-compatible silicon photonic architecture to

harness the potential for massively parallel, efficient, and fast data operations.

Our scheme employs the direct feedback alignment training algorithm, which

trains neural networks using error feedback rather than error backpropagation,

and can operate at speeds of trillions of multiply-accumulate (MAC) operations

per second while consuming less than one picojoule per MAC operation. The

photonic architecture exploits parallelized matrix-vector multiplications using
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arrays of microring resonators for processing multi-channel analog signals along

single waveguide buses to calculate the gradient vector of each neural network

layer in situ. We also experimentally demonstrate training a deep neural net-

work with the MNIST dataset using on-chip MAC operation results. Our novel

approach for efficient, ultra-fast neural network training showcases photonics

as a promising platform for executing AI applications.

3.1 Introduction

Propelled by recent advances in deep learning [52], the fields of artificial intelligence

(AI) and neuromorphic computing (neuro-biological computer architectures) have

seen a renaissance over the past decade [1]. Today, the software implementations

of AI algorithms are executed on traditional computers based on the von Neumann

architecture [5]. However, this architecture faces inherent data-transfer speed limita-

tions due to the separation of memory and processor unit, known as the von Neumann

bottleneck. Neuromorphic computing seeks to eliminate this constraint by exploiting

the underlying elementary physics of hardware systems to create an isomorphism with

AI algorithms [7]. With Moore’s law, which claims that the number of transistors on

a microchip doubles every two years, approaching saturation and the exponentially

increasing needs from advanced machine learning algorithms [9, 53], neuromorphic

computing has attracted renewed interest as an alternative to the standard electronic

digital computer architectures [6].

Silicon photonics has shown to be a promising platform for developing neuro-

morphic systems due to its compatibility with the mature silicon integrated circuit

industry and the availability of high-quality silicon-on-insulator (SOI) wafers [15, 34].
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Monolithic silicon photonics enables the integration of active photonic and electronic

components onto a single photonic integrated circuit (PIC), including modulators,

detectors, amplifiers, complementary metal-oxide-semiconductor (CMOS) control cir-

cuits, and optical multiplexers [30]. Compared to their electronic counterparts for

neuromorphic applications, photonic systems offer low latency, high bandwidth den-

sity and baud rates, low-cost communication, and inherent parallelism using optical

multiplexing [17, 54].

One area of machine learning that would benefit from the low power consump-

tion and high information processing bandwidth enabled by photonics is the train-

ing of large neural networks. Several photonic architectures have been proposed for

executing in-memory computation of neural network inference [21, 33, 55, 56, 57].

However, for the neural network to perform a useful task, the optimal network pa-

rameters (weights and biases) must first be determined using deep learning training

algorithms. These algorithms have high computation and memory costs that pose

challenges to the current hardware platforms executing them [28], and the substan-

tial energy consumption required to train large neural networks using standard von

Neumann architectures presents a significant financial and environmental cost [29].

The recently proposed direct feedback alignment (DFA) supervised learning algorithm

has gathered interest as a bio-plausible alternative to the popular backpropagation

training algorithm [46]. The DFA algorithm, shown in Fig. 3.1 and further described

in the methods section, is a supervised learning algorithm that propagates the er-

ror through fixed random feedback connections directly from the output layer to the

hidden layers during the backward pass [50]. Unlike backpropagation, the DFA al-

gorithm does not require the network layers to be updated sequentially during the
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backward pass, enabling the algorithm to be a suitable candidate for efficient par-

allelization using photonics. The training algorithm has been used to train neural

networks using the MNIST, CIFAR-10, and CIFAR-100 datasets, and yields compa-

rable performance to backpropagation [50]. As well, the DFA algorithm has been

shown to obtain performances comparable to fine-tuned backpropagation in applica-

tions requiring state-of-the-art deep learning networks, including click-through rate

prediction with recommender systems and neural view synthesis with neural radiance

fields [58]. A recent theory suggests that training shallow networks with the DFA

algorithm occurs in two steps: the first step is an alignment phase where the weights

are modified to align the approximate gradient with the true gradient of the loss func-

tion, which is followed by a memorization phase where the model focuses on fitting

the data [59].

Here, we propose a silicon photonic architecture that uses an electro-optic circuit

for calculating the gradient vector of each neural network layer in situ, which is the

most computationally expensive operation performed during the backward pass. The

proposed architecture exploits the speed and energy advantages of photonics to de-

termine the gradient vector of each neural network layer in a single operational cycle.

The scope of this paper is limited to the implementation of the DFA algorithm’s

backward pass; however, inference can also be performed using a similar photonic

architecture [21]. Training a hardware-based neural network in situ could also in-

herently account for the manufacturing imperfections and variations of the physical

neurons. During the backward pass, the error from the network’s inference step is

encoded on multi-channel optical inputs. The electro-optic circuit then calculates the
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Figure 3.1: Schematic illustration of the DFA algorithm. (a) The input vector x
propagates through the neural network with l layers during the forward
pass (inference), where h(k) is the output from the hidden layer k and ŷ is
the output vector. The error vector at the output layer e, defined as the
gradient of the loss function L (ŷ,y) where y is the target, is calculated
and sent directly to each hidden layer. During the backward pass, this
error is propagated through fixed random feedback connections for each
hidden layer to calculate the gradient vector δ(k) which is used for the
weight updates. (b) Block diagram of the operations performed during
the forward pass at the layer k. (c) Block diagram of the gradient vector
calculations performed during the backward pass at the layer k.

gradient vector for each hidden layer, which is used to update the network parame-

ters stored in memory using an external digital control system. We also demonstrate

training a feed-forward neural network on the MNIST dataset using experimental

on-chip results to validate our proposed architecture.
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3.2 Multiply-accumulate operations in photonics

The proposed architecture uses microring resonators (MRRs), which are closed-loop

waveguides that use codirectional evanescent coupling between the ring and adja-

cent bus waveguides, as tunable filters to weight photonic signals through amplitude

modulation [35]. Modulating the transmission of optical signals for specified wave-

lengths using silicon-based MRRs is achieved by changing their refractive index which

tunes the resonance peaks [60]. The refractive index can be changed by either vary-

ing the concentration of carriers through external biasing (e.g., carrier depletion in a

PN-junction, carrier injection in a PIN junction) or by exploiting the thermo-optic ef-

fect [61]. In this paper, we experimentally demonstrate thermally tuned MRRs using

in-ring N-doped photoconductive heaters; however, we also discuss the implementa-

tion of efficient, high-speed MRRs tuned using carrier depletion. In our proposed

architecture, the MRRs that perform multiply-accumulate (MAC) operations are ar-

ranged in add-drop geometries coupled to two waveguide buses, known as the through

and drop ports, as shown in Fig. 3.2a. Tuning the MRR’s resonance to control the

amount of light transmission through the two ports effectively weights the input op-

tical signal.

The inner product operation, which consists of a series of MAC operations x ·w =

Σxiwi, is executed in photonics using an array of MRRs and a balanced photodetector

[62]. Using wavelength-division multiplexing (WDM) techniques to process multi-

channel analog signals along the same waveguide bus, where each optical signal with

wavelength λi is amplitude encoded with a value xi, each MRR in the array is tuned

with a specified weighting value wi ∈ [−1, 1] for the corresponding optical input

wavelength λi. The through and drop port transmission spectrums, Tp and Td, of
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Figure 3.2: MAC operations performed using integrated photonic devices. (a) MRR
in add-drop configuration with 8 µm radius coupled to through and drop
ports. (b) Theoretical transmission profile of an add-drop MRR with a
self-coupling coefficient of 0.95 and negligible attenuation. The weighting
value w is given by Td − Tp. (c) Experimental multiplication operations
performed using a single MRR across all possible combinations of the in-
put (5 bits) and weight (6 bits) values. The error in the multiplication
results has a standard deviation of 0.019 and mean of -0.001. (d) 1 × 4
MRR array where the coupled through and drop ports are connected to a
balanced photodetector. The inner product operation is executed in the
analog domain by injecting multi-channel analog signals with wavelength
λi and amplitude xi. Each MRR in the array is tuned to weight a corre-
sponding wavelength by wi, which yields the inner product x · w in the
electrical domain.

each MRR as a function of round-trip phase shift are Lorentzian-shaped and centered

at the resonance phase with the incoming light. When the coupling losses between

the MRR and bus waveguides are negligible, the relationship between the through

and drop port transmissions for each MRR is Tp = 1 − Td. These two ports are

connected into a balanced photodetector which implements an electro-optic transfer

function proportional to |E0|2(Td−Tp), where E0 is the amplitude of the input optical

signal. Thus, the assigned weighting value wi of each MRR is given by Td−Tp. Using
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this scheme, external biasing of the MRR tunes the resonance peak to correspond

with the desired weighting for a selected optical wavelength, as shown in Fig. 3.2b.

Finally, the inner product between two vectors of size N can be executed using an

array of N MRRs that are coupled to the same through and drop ports, as shown in

Fig. 3.2d.

Experimental multiplication operation results using a single MRR are shown in

Fig. 3.2c. The experimental data were collected by varying the encoded input signal

and MRR weighting value while measuring the optical power in the drop and through

ports (Pd and Pt) using a power meter. The optical power in the drop and through

ports across all possible combinations of the input (5 bits) and weight (6 bits) val-

ues were measured three separate times during the data collection, and the average

measurement was recorded. The multiplication results from the two operands were

determined by calculating Pd − Pt off-chip, and the results were scaled to match the

expected output range of values between -1 and 1.

The continuous and multi-channel control of MRR arrays based on feedback con-

trol is an ongoing area of research, and a record-high accuracy of 8.5 bits for a single

MRR using thermal tuning has recently been observed with negligible inter-channel

crosstalk [63]. Due to precision limitations in PIC manufacturing leading to device-

to-device variations, the relationship between the applied MRR bias and the change

in weighting value for a specified optical wavelength must be determined experimen-

tally [64]. The current tuning approach relies on feedforward control to calibrate

the MRRs, as well as feedback control for sensing the state of the system and cor-

recting for any changes due to dynamic variability, such as ambient environmental

fluctuations [65].
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3.3 Photonic deep learning architecture

This section introduces the proposed photonic architecture for executing the DFA

training algorithm. The architecture exploits MAC operations performed in photon-

ics, as discussed in the previous section, to execute matrix-vector multiplications in

the analog domain during the backward pass, which are the most computationally

expensive operation performed during training. For each training example during the

backward pass, the architecture calculates the gradient vector δ(k) of the hidden layer

k in a single operational cycle. The gradient vector (see Fig. 3.3a) is given by

δ(k) = B(k)e� g′
(
a(k)
)
, (3.1)

where B(k) is a fixed random weight matrix with appropriate dimensions for the hid-

den layer k, e is the error from the gradient of the loss function, � is the Hadamard

product (element-wise multiplication operator), and g′ is the derivative of the acti-

vation function with respect to a(k), which is the sum of the weighted input signals

in the hidden layer k. The network’s weights and biases are then updated using the

calculated gradient vector δ(k) for each hidden layer k. The cost of updating the

network’s parameters can be amortized using mini-batches during training.

A schematic of the proposed silicon photonic DFA architecture, which can be

implemented on a PIC, is shown in Fig. 3.3b. The DFA architecture requires a

digital control system to tune the active electro-optic components on-chip, which

include the MRRs that modulate the incoming laser light with the error vector e

and the transimpedance amplifiers (TIAs) with tunable gain to convert photocurrent

to voltage and scale it to implement the Hadamard product. To execute the DFA
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Figure 3.3: Schematic of our proposed photonic DFA architecture. (a) Equation
defining the gradient vector δ(k) for the hidden layer k. (b) Silicon pho-
tonic architecture for calculating the gradient vector δ(k) for the hidden
layer k. The output layer gradient vector e is amplitude encoded onto
N different wavelengths using an array of MRRs, and the matrix-vector
product of the M ×N matrix B(k) and vector e is performed in the pho-
tonic weight bank. The Hadamard product between the vectors B(k)e
and g′(a(k)) is executed using TIAs in the electrical domain, yielding the
desired vector δ(k) which is converted to the digital domain using ADCs.
At each time step, the control signals that encode the MRRs and TIAs
are fetched from memory.

algorithm, a training example is first propagated through a neural network of variable

size. This inference operation can be performed using an analog photonic circuit [21]

or a separate digital processor. The error vector e from the derivative of the loss

function is then calculated using a dedicated CMOS processor that can be integrated

on the chip. Finally, the electro-optic circuit calculates the DFA gradient vector δ(k)
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for each hidden layer k, which is used to update the network parameters.

To calculate the gradient vector δ(k) using the electro-optic circuit, WDM is used

to combine N laser signals with different wavelengths onto a single waveguide. The

element values in the error vector e are amplitude encoded onto the N optical signals

using an array of N all-pass MRRs, where each MRR is tuned for a corresponding

optical wavelength. The intensities of the input optical signals are identical to allow an

encoding scheme that linearly maps the amplitude modulation value to the through

port transmission. The modulated optical signals representing the error vector e

are then coupled into arrays of parallel MRRs, herein referred to as the photonic

weight bank, which perform the required matrix-vector product with the matrix B(k)

[55]. The photonic weight bank consists of M rows of MRR arrays with N MRRs

per row, where the incoming signals are coupled evenly into each row using 1×M

symmetrical optical splitters [66]. As discussed in the previous section for performing

MAC operations in photonics, each MRR in the photonic weight bank is arranged

in an add-drop configuration coupled to two separate waveguide buses connected

to balanced photodetectors. To perform the matrix-vector product, each column of

MRRs in the photonic weight bank is tuned for the corresponding optical wavelength

λn, and thus the element B
(k)
m,n is mapped to the MRR in the mth row and nth column.

Using the add-drop configuration, the incoming optical signals, which correspond to

the error vector e, are weighted by modifying the optical transmissions, Tp and Td,

for the through and drop ports of the MRRs. Summing the two transmission ports in

the electrical domain allows the MRRs to be encoded with a weighting w ∈ [−1, 1],

assuming there is negligible loss in the system [67]. If the size of the photonic weight

bank is larger than the dimensions of the matrix B, the redundant MRRs can be
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tuned with a weighting of zero. A negative value in the error vector can be encoded

in the architecture by inverting the sign of the inscribed weighting values of the

corresponding column of MRRs in the photonic weight bank.

Finally, the Hadamard product between the two vectors B(k)e and g′(a(k)) is per-

formed using a set of TIAs, where each balanced photodetector output is connected

to a TIA. The vector g′(a(k)) is calculated by the dedicated monolithic CMOS proces-

sor (the vector a(k) is known from the inference step) and encoded onto the voltage

signals, supplied by the digital control system, that set the gain of the TIAs. The

elements in the vector g′(a(k)) are binary (0 or 1) when the ReLU activation function

is used for the activation function g(·). Since the vector a(k) was previously calculated

during the forward inference process, setting the gain does not impede the system’s

maximum operating speed. The analog electrical signals are then converted to digital

values with analog-to-digital converters (ADCs) and are used by the digital control

system to update the neural network’s weights.

The size of the photonic weight bank is physically bounded by the dimensions of

the PIC and the maximum number of supported WDM channels in a single waveguide.

The WDM channel limit is dependent on the finesse of the MRRs and the channel

spacing, and an optimized design of the MRRs with a finesse of 368 could support up

to 108 distinct channels [62]. However, the dimensions of the photonic weight bank

do not restrict the size of the neural network being trained; if the size of the matrix

B(k) is larger than the dimensions of the photonic weight bank, the product can be

determined over multiple operational cycles by calculating a subset of the output

vector at each cycle.
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3.4 DFA training experiment

In a proof-of-concept experiment to validate our proposed architecture, we collected

on-chip inner product operation data to train a feed-forward neural network in a

Python simulation on the MNIST dataset. We used a 1 × 4 MRR array where the

coupled through and drop ports are connected to an on-chip balanced photodetec-

tor (shown in Fig. 3.2d). The circuit was fabricated on an SOI wafer with a silicon

thickness of 220 nm and a buried oxide thickness of 2 µm. The MRRs in the array

have radii of 8.000 µm, 8.012 µm, 8.024 µm, and 8.036 µm, with a quality factor of

∼6000 and bandwidth of 200 pm each. The slight differences in the ring radii were

implemented to avoid resonance collision, and the spacing between the neighboring

MRRs is 92 µm. The MRRs are thermally tuned using in-ring N-doped photoconduc-

tive heaters [68, 65] and their add-drop configuration enables positive and negative

weighting value encoding, as described in Sec. 3.2. The balanced photodetector con-

sists of two germanium doped PIN photodiodes [69]. We used four external cavity

laser sources with different wavelengths (1546.558 nm, 1548.675 nm, 1549.595 nm,

and 1551.480 nm) modulated directly by the laser source using embedded electronic

modulation, and the different optical power levels were mapped to the expected range

between 0 and 1. The input optical channels were multiplexed into a single fiber using

a 1× 4 PLC fiber splitter in reverse and injected into the input waveguide bus of the

MRR array using TE focusing grating couplers.

We performed on-chip inner product operations by randomly varying the input

vectors from the four laser sources (by modulating the signal amplitude) and the

weight values of the MRRs (by tuning the resonance peaks using an applied current)

simultaneously over 10,000 time steps. The output photocurrent from the balanced
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Figure 3.4: (a) Experimental accuracy of 10,000 inner product operations performed
using a 1× 4 MRR array where the coupled through and drop ports are
connected to a balanced photodetector. The error (measured-expected)
has a standard deviation of 0.202 and a mean of 0.003. (b) Classification
accuracy of a feed-forward neural network (784× 800× 800× 10) trained
on the MNIST dataset where the gradient was calculated using both a
standard CPU (98.0% accuracy) and using the experimental on-chip in-
ner product results (96.6% accuracy). (c) Learning curves of the neural
networks trained using a standard CPU and experimental on-chip results.
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photodetector was measured at each time step after all four channels were modu-

lated with their corresponding inputs and weights. The MRRs were calibrated to

determine the mapping between the applied heating current and the corresponding

optical weighting value. This experiment is representative of a typical dense matrix

multiplication operation because all elements in the weight and input vectors were

changed simultaneously. It accurately accounts for the device-to-device variability of

the system, the optical and electronic noise, the crosstalk between neighboring MRRs,

and the propagation loss throughout the system. The measured output photocurrent,

scaled between -1 and 1, as a function of the expected multiplication output over the

10,000 time steps is shown in Fig. 3.4a. The error in the experimental inner product

operations has a standard deviation of 0.202 and a mean of 0.003, and further details

concerning our experimental procedures are given in the methods section.

We then simulated the training of a neural network in Python using the on-chip

inner product operation results from our 1 × 4 MRR array. The simulation added

Gaussian noise, which was accurately scaled to represent the error in our experimen-

tal inner-product measurements, to the output of the matrix-vector multiplication

operations for calculating the gradient δ. The inference and weight update steps

were performed using full precision data operations as these can be executed us-

ing digital circuitry in our proposed architecture. Using a neural network of size

784 × 800 × 800 × 10, the simulation added Gaussian noise to the output of the

matrix-vector multiplication between the fixed random matrix B (800x10) and error

vector e (10×1). Therefore, each matrix-vector multiplication performed 800 inner-

product operations between the error vector e and each row in the B matrix. We

trained this neural network on the MNIST dataset using ReLU activations in the two
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hidden layers and a softmax activation at the output. We used the cross-entropy loss

function and the stochastic gradient descent optimization algorithm with a constant

learning rate of 0.01, a momentum value of 0.9, and a mini-batch size of 64. The

simulation achieved an accuracy of 96.6% on the test dataset using the experimental

on-chip data, which showed only a 1.4% drop (caused by error in the experimental

multiplication operation data) from the benchmark results using a standard CPU.

The confusion matrices generated by the trained networks are shown in Fig. 3.4b,

and the learning curves are shown in Fig. 3.4c. Convergence during training always

occurred using the chosen network size; however, smaller models did not always con-

verge. The accuracies of the networks could be further improved by implementing

convolutional layers, which have recently been demonstrated in photonics [67, 25].

The implementation of the Python simulation is further described in the methods

section.

3.5 Energy and speed analysis

This section evaluates our proposed architecture’s expected energy consumption and

speed using high-performance electronic and optical components. Matrix-vector mul-

tiplications are the fundamental operation performed during neural network training.

Although they are computationally expensive to perform in digital electronics, they

can be executed in a single operational cycle in photonics. The power efficiency and

speed of the photonic architecture are dependent on the size of the photonic weight

bank and the maximum operational rate fs, which is limited by the electronic device

on-chip with the lowest throughput [67]. Defining an operation as either a multiplica-

tion or addition of two inputs, the maximum number of operations per second (OPS)
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computed by the photonic architecture scales linearly with the size of the weight bank

(M ×N) and is given by

OPS = 2fsMN. (3.2)

The lower bound on the required optical power per laser supplied to the photonic

weight bank to overcome both the capacitance of the photodetectors with Nb bits of

fixed precision and the shot noise is given by [13]

Plaser ≥M
~ω
η

max

(
22Nb+1,

CVd
e

)
, (3.3)

where ~ω is the photon energy, η is the combined quantum efficiency of the laser,

photodetector, and optical system loss through the waveguide, C and Vd are the

capacitance and driving voltages of the photodetectors, and e is the elementary charge.

During training, the tunable MRRs in the architecture are inscribed with a dif-

ferent value at each operational cycle. The values in the error vector e, which can be

stored in static random-access memory (SRAM), are fetched and converted into ana-

log voltage signals for tuning the designated MRRs using digital-to-analog converters

(DACs). Unlike the dynamic e vectors that change at each operational cycle, the

inscribed weighting values of the MRRs in the photonic weight bank cycle through

a set of known, unchanging values from the matrices B(k) for each hidden layer k.

The control system for these MRRs can be made highly efficient by storing the set of

weight values in an analog memory architecture, such as using resistive random-access

memory (RRAM) or optical memories based on phase change materials [70, 71], where

the energy consumption required to access and switch between weights is negligible

compared to the energy cost of modulating the input optical signals with the error
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Figure 3.5: The expected optimal energy per operation Eop as a function of the num-
ber of MAC cells in the photonic weight bank, where M,N ≥ 5. The total
energy consumption is dependent on both the number of MAC cells and
the dimensions of the photonic weight bank, and only the lowest value of
Eop as a function of the total number of MAC cells (i.e., the ideal pho-
tonic weight bank dimensions) is shown. The calculated values assume
an operating speed of 12 GHz and 6 bits of precision.

vector. Thus, the estimated wall-plug power required by the DFA architecture with

a photonic weight bank of size M ×N is given by

Ptotal = NPlaser +NPDAC +N(M + 1)PMRR +M(PTIA + PADC). (3.4)

The first term is the minimum necessary optical power, as shown in Eq. (3.3). The

second term accounts for the power required to convert the e vector values into analog

control signals using DACs (PDAC), and we assume that the energy required to fetch

the data from the SRAM is negligible compared to the other components in the

architecture [72]. The third term is the heating power required to tune the MRRs in

the architecture (PMRR), and the final term corresponds to the power from the TIAs

(PTIA) and ADCs (PADC).

Using Eqs. (3.2) and (3.4), the expected optimal energy consumption per operation
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Eop, defined by Ptotal/OPS, as a function of the number of MAC cells in the photonic

weight bank is shown in Fig. 3.5. To achieve an operational rate in the GHz range

with low power consumption, our calculations assume the use of efficient, high-speed

MRRs with small footprints that are tuned using carrier depletion in an embedded

reverse-biased PN-junction [73, 74]. The power and performance speed of the photonic

architecture were calculated assuming the use of the ReLU activation function and

the following energy consumptions for the active electronic components: 190 mW per

DAC (8 bit, 12 GS/s) [75], 13 mW per ADC (6 bit, 12.5 GS/s) [76], 2.4 pJ/bit per

TIA (20 GS/s) [77], and a heating power of 5 mW per MRR [78]. The throughput

of the DAC limited the maximum operational rate fs to 12 GHz. We assumed an

efficiency η of 0.2 for the laser source, photodetector, and optical system loss through

the waveguide. The calculations assume the use of an optical signal with a wavelength

of 1550 nm and a high-performance photodetector with a capacitance of 2.4 fF and a

driving voltage of 1 V [25]. Using a photonic weight bank of size 50×20, we can achieve

speeds of 24 teraoperations per second (TOPS) and an energy consumption Eop of

0.46 pJ per operation (<1 pJ per MAC). The estimated compute density, defined

by the OPS divided by the chip area, is 6.94 TOPS/mm2. We assume a photonic

MAC cell of size 47.4 µm× 73.0 µm, which accounts for the overhead waveguide and

electronic routing, bonding pads for MRR control, and sufficient spacing between

MRRs to eliminate crosstalk (see Fig. 3.2a).

3.6 Conclusion

The high-throughput and low-latency offered by PICs could enable the implemen-

tation of ultra-fast and highly efficient analog neural networks. Although analog
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photonic circuits will inherently contain noise and cannot match the precision offered

by digital electronics, photonics is a promising platform for implementing machine

learning algorithms as neural networks exhibit remarkable robustness to distortions

against additive and multiplicative noise during both inference and training [79]. In-

deed, as demonstrated by our simulation results, the DFA training algorithm performs

well even with added noise during the calculation of the gradient vector. The DFA

algorithm is particularly well suited for implementations with analog hardware as the

gradient vector is calculated by propagating the error through fixed random feedback

connections directly from the output layer to each hidden layer, which is advantageous

as noise does not accumulate between layers [50]. This is unlike the backpropagation

algorithm, where the error is back-propagated layer by layer from the output layer to

the hidden layers.

In our proof-of-concept experiment, we collected experimental inner product op-

eration data from a 1 × 4 MRR array, which we then used to simulate the training

of a neural network on the MNIST dataset. Although the throughput of our current

experimental setup was limited by the size of the MRR array and the thermal tuning

method for the MRRs, our proposed photonic architecture for in situ neural network

training is scalable and can improve as integrated photonic technology evolves. The

field of silicon photonics has rapidly accelerated over the last several years; however,

many considerable challenges must be addressed before the widespread adoption of

optical technologies for AI applications. Crucial for the calibration and control of

the photonic components in our proposed architecture is the co-integration of active

on-chip silicon electronics with silicon photonics [61]. Monolithic fabrication pro-

cesses, which integrate electronics and photonics on the same substrate, are being
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investigated as the demand for silicon photonics technologies grows. Recently, Glob-

alFoundries announced a dedicated homogeneous process that leverages state-of-the-

art CMOS manufacturing with the integration of key photonic devices, including SOI

waveguides and germanium epitaxy photodetectors [80]. An alternative near-term

implementation of the photonic architecture could use flip-chip bonding by fabricat-

ing two dies, one optimized for silicon photonics and the other for CMOS electronics,

and soldering them together. This flip-chip bonding approach does not require the

development of new manufacturing processes and can use existing designs for the

electronic components (microprocessors, SRAM, signal converters, etc.).

Another challenge facing silicon photonic computational architectures is their cur-

rent reliance on off-chip light sources connected through fiber packaging. Several re-

cent approaches have been proposed to integrate light sources directly onto silicon

waveguide layers, including strain engineering of germanium and all-silicon emissive

defects and rare-earth-element doping [81, 82]. An alternative approach, which is well

suited for our highly-parallelized photonic architecture, is the use of an on-chip fre-

quency comb source that generates evenly spaced emission wavelengths [83]. The use

of an on-chip frequency comb source has recently been experimentally demonstrated

for performing photonic in-memory computing [25]. However, the optical source must

produce enough optical power for the entire system, which includes the requirement

to overcome the capacitance and shot noise of the photodetectors and must also be

efficient. Alternatively, WDM-banks of edge-emitting lasers can be integrated into

silicon photonic chips by means of photonic wire bonding. This frees up precious

chip-edge space enabling higher electronic I/O throughput.

In summary, we have introduced a silicon photonic architecture that executes
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the fundamental operations of the DFA algorithm in the analog domain, including

matrix-vector multiplication and the Hadamard product, to calculate the gradient

vector of each neural network layer in situ. The proposed architecture is cascad-

able for training neural networks of various sizes. We verified our architecture by

simulating the training of a neural network using on-chip inner product operation

data from a 1 × 4 MRR array demonstration, showing an accuracy of 96.6% on the

MNIST dataset, which was a 1.4% drop from the benchmark results using a standard

CPU. Using a photonic weight bank of size 50× 20 with high-performance photonic

and electronic components, the system is expected to perform up to 24 TOPS while

consuming less than 1 pJ per MAC operation, and can be scaled up in terms of wave-

length parallelization, number of vector multipliers, or signal baudrate. The expected

improvements in training time and energy efficiency offered by this photonic archi-

tecture could enable the development of innovative neural network applications that

would be impossible to operate on current generation hardware. Future work includes

demonstrating a complete integrated system with a dedicated CMOS processor ca-

pable of operating at high speeds for neural network training without requiring any

data processing off-chip.

3.7 Methods

3.7.1 Experimental photonic hardware operation

To demonstrate on-chip matrix-vector multiplication operations, we used a 1×4 MRR

array connected to a balanced photodetector. The balanced photodetector consists of

two germanium doped PIN photodiodes and the configuration is detailed in Ref. [69].

The losses in the system include the round-trip loss that occurs when the light is
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Figure 3.6: Transmission in the through and drop ports of the 1× 4 MRR array as a
function of optical input frequency.

coupled on and off the PIC through a pair of grating couplers, which is measured to

be 15 dB. The insertion loss of each MRR is estimated to be 3 dB and an additional

7.3 dB of insertion loss is introduced by the combiner. To accommodate for this loss,

we use an erbium-doped fiber amplifier (EDFA) with a gain of 20 dB to increase the

amplitude of the input optical power. The transmission spectrum of the 1× 4 MRR

array is shown in Fig. 3.6. Using an input optical power of 7 dBm, approximately

0.8 mA of heating current is required to increase the optical power in the through

port by 15 dB and decrease the optical power in the drop port by 10 dB, as shown

in Fig. 3.7.

We initially calibrated the 1 × 4 MRR array to determine the mapping between

the applied heating current and the effective weighting value w of each MRR, defined

by Td − Tp as discussed in the manuscript. For each MRR, we performed a sweep

of the applied heating current with a step size of 0.025 mA under a constant laser
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Figure 3.7: Transmission in the through and drop ports of the 1×4 MRR array while
sweeping the current applied to a single MRR. An input optical power of
7 dBm was used.

power. At each point during the sweep of the applied heating current, we measured

the output photocurrent from the balanced photodetector, which was proportional

to |E0|2(Td − Tp) where E0 is the amplitude of the input optical signal. After col-

lecting the mapping between the applied heating current and MRR weight value, we

determined the reflection point of the MRR, which is the value of the applied heat-

ing current where equal optical power propagates into the through and drop ports.

Finally, we defined the experimental range of applied heating current to be centered

around the reflection point to allow the encoding of both positive and negative num-

bers. Each MRR in the array required an applied voltage of 2 V and consumed 1.5

mW of power during steady-state operation. The additional average tuning power

for each MRR was 0.2 mW. The power required by the photodetectors in the MRR

array was negligible as they were unbiased during the experiments. Therefore, for a



3.7. METHODS 45

1 × 4 MRR array, the total power consumption by the MRRs was ∼6.8 mW. The

total power from all four laser sources was 40 mW, as each laser was modulated using

an optical power centered around 10 dBm.

The optical channels were modulated directly by Pure Photonic PPCL500 laser

sources using embedded electronic modulation. The optical power levels between 7

dBm and 11 dBm were mapped to the expected range between 0 and 1 for the input

values. Using the known encoding mappings for the four laser sources and four MRRs,

we then randomly varied both the input values of the lasers and the weight values of

the MRRs over 10,000 time steps. At each time step, we measured the photocurrent

from the balanced photodetector, which was the output of the on-chip inner product

operation. We determined the expected output of each operation using the known

encoding mappings of the laser sources and MRRs. Thermal tuning of our MRRs can

operate at kHz speeds [35]; however, the off-chip source meters and tunable lasers we

used (four Keithley 2606B source meters, three custom source meters, and four Pure

Photonic PPCL500 tunable laser) were not optimized for high frequency operation

which bottlenecked the maximum operating speed. During our data collection, the

process of updating all four weight and input values and then measuring the on-chip

photocurrent took approximately one second. We observed minimal thermal crosstalk

between adjacent MRRs as the MRRs were separated by 92 µm and the experimental

platform was thermally controlled to maintain a constant temperature of 23.45◦C.

3.7.2 Direct feedback alignment algorithm

In feedforward neural networks, the nodes are clustered in different layers where the

signals can only pass from a preceding layer to a succeeding layer. The behaviour of
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Table 3.1: Machine learning notation used in this manuscript.

Symbol Description

W(k) Weight matrix between layers k and k − 1
b(k) Bias vector between layers k and k − 1
a(k) Sum of the weighted input signals in the layer k
g (·) Activation function of the neurons
h(k) Activation of the nodes in the layer k
x Training input
y Target output
ŷ Output of neural network from training input x
L (ŷ,y) Loss function
θ Network parameters including weights and biases
e Error from gradient of the loss function

all nodes in a neural network is identical: the input signals from the preceding layer

are weighted and summed, and a non-linear activation function is applied to the sum

which is outputted to all the nodes in the succeeding layer. The forward propagation

of the input signal using trained weights is known as inferencing. The inference of a

neural network with l layers can be described for each layer k (defining h(0) ≡ x) as

a(k) = W(k)h(k−1) + b(k), (3.5)

h(k) = g
(
a(k)
)
, (3.6)

where the variables used are defined in Table 3.1.

Feedforward neural networks approximate a function f by defining a mapping

ŷ = f(x;θ), and the goal of training is to find the values of the network parameters

θ = {W,b} that reduce the overall error between the actual and target outputs [51].

The error to be minimized can be expressed as a loss function L (ŷ,y), where y is

the target output and the choice of loss function depends on the specific application
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of the neural network.

The DFA algorithm first determines the gradient of the loss function in the output

layer l, which is the error propagated to the hidden layers:

e = ∇a(l)L (ŷ,y) = ∇h(l)L (ŷ,y)� g′
(
a(l)
)
, (3.7)

where � is the Hadamard product (element-wise multiplication operator) and g′(·)

is the derivative of the activation function with respect to a(l) [50]. Using the cross

entropy loss function and the softmax activation at the output, the gradient of the

loss function is ŷ − y. The DFA algorithm calculates the gradients for each hidden

layer k as

δ(k) = B(k)e� g′
(
a(k)
)
, (3.8)

where B(k) is a fixed random weight matrix with appropriate dimensions.

Using the gradients calculated in Eqs. 3.7 and 3.8 and defining δ(l) ≡ e, the update

functions of the network parameters θ for each layer k are

∇b(k)L (ŷ,y) = δ(k), (3.9)

∇W(k)L (ŷ,y) = h(k−1)δ(k). (3.10)

The stochastic gradient descent optimization algorithm can be implemented to

improve training performance. A minibatch of examples B = {x1, . . . ,xm} of size m

from the training set are used to compute the update functions found in Eqs. 3.9

and 3.10. The update value for each parameter is then averaged from the minibatch

calculations and the network parameters are updated by following the estimated
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gradient downhill:

θ ← θ − α

m

m∑
i=1

∇θL (ŷi,yi) , (3.11)

where α is the learning rate.

3.7.3 Python Simulation of the photonic DFA architecture

We simulated the training of a neural network with our 1× 4 MRR array in Python

using the PyTorch framework. The Python simulation adds correctly-scaled Gaussian

noise N (µ, σ2), with mean µ and variance σ2, to the matrix-vector multiplication

operations when calculating the gradient to emulate the experimental results:

δ(k) = B(k)e� g′
(
a(k)
)

+N
(
µ, σ2

)
. (3.12)

Since our 1 × 4 MRR array performs 4 MAC operations at each time step, we can

simulate the inner product operation between two vectors of size N by splitting the

vectors into N/4 sub-vectors of size 4 (if N is not divisible by 4, then there will be

an additional sub-vector with size N mod 4). We then perform the inner product

between all sub-vectors, which takes N/4 time steps, and finally sum the N/4 outputs

to produce the full inner product result.

To accurately inject Gaussian noise into the output of an inner product operation

composed of vectors larger than 4, we scale the standard deviation and mean of the

applied Gaussian noise according to the properties of normally distributed random

variables: assuming each MAC operation has a normally distributed error with mean

µ and standard deviation σ, the inner product operation between two vectors of length

N will have a normally distributed error with mean Nµ and standard deviation
√
Nσ.
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We trained a neural network of size 784× 800× 800× 10 (two hidden layers), and

thus the error vector e had a length of 10 (since the MNIST dataset has ten classes).

The gradient δ is calculated by performing matrix-vector multiplications between the

B matrix (800×10) and error vector e (10×1). Therefore, the calculation of each

gradient vector requires 800 inner product operations between the error vector e and

each row in the B matrix.

To simulate inner product operations between vectors of size N=10, we injected

Gaussian noise modeled using the mean and standard deviation from the experimental

1× 4 MRR array results scaled between -4 and 4 (the expected output range of the

multiplications), which are σ4 = 0.202 × 4 = 0.808 and µ4 = 0.003 × 4 = 0.012.

Therefore, for N = 10, the Gaussian noise added to each element in the matrix-vector

output of size 800× 1 has a standard deviation of σ10 =
√

10/4× 0.808 = 1.277 and

a mean of µ10 = 0.012× 10/4 = 0.030.

We trained the neural networks on the MNIST dataset, which is a collection of

70,000 grey-scale images of handwritten digits from zero to nine, each of size 28× 28.

During training, we split the MNIST dataset into a training set (60,000 examples),

a validation set (5,000 examples), and a test set (5,000 examples). Each network

was trained over 50 epochs, and the network performance was evaluated using the

validation set after each epoch. The network parameters with the highest accuracy on

the validation set were then evaluated on the test set to report the model’s unbiased

performance.
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Chapter 4

Solving Differential Equations using Neuromorphic

Photonics

One of the challenges facing the field of neuromorphic photonics is the execution

of computational algorithms (e.g., direct feedback alignment) using analog photonic

integrated circuits, as these algorithms were initially designed to be run using con-

ventional von Neumann digital architectures. Currently, most applications that are

executed using neuromorphic photonics require external digital memory units and

arithmetic logic units to store and fetch data, which incur a high energy consumption

during the conversion between the analog and digital domains. Therefore, minimiz-

ing the amount of computations performed off-chip is an important consideration

when designing neuromorphic photonic architectures. One approach for reducing

the amount of off-chip computations is to use the Neural Engineering Framework

(NEF), which is a methodology for constructing neural network architectures where

all computations are performed by the neural networks directly in the analog domain

without requiring any digital circuitry. The NEF can be used to create both lateral

connections between neurons and recurrent connections back to themselves, and the
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latter can be used to create dynamical systems. Here, we present novel simulations of

neuromorphic photonic recurrent neural networks, which are modeled using the NEF,

that solve various ordinary and partial differential equations. We believe this is the

first work that demonstrates using the NEF to solve partial differential equations.

4.1 Neural Engineering Framework

The NEF, developed by the Computational Neuroscience Research Group at the

University of Waterloo, is a technique for modeling large-scale, biologically plausible

neural network architectures. Although it was initially designed to understand how

biologically-accurate spiking neural networks compute, it has been adopted as a “neu-

ral compiler” for programming neuromorphic hardware for real-time control [84] and

to implement dynamical systems [85]. One of the goals of the NEF is to build whole

systems out of neurons that are able to compute standard control flow statements

(e.g., for loops) and conditional statements (e.g., if/else expressions). As well, the

NEF can be used to build and train recurrent neural networks, which are universal

approximators to dynamical systems [86]. The NEF is based on three mathematical

principles:

1. Populations of neurons are used to encode time-varying values;

2. Connection weights are used to decode non-linear functions of these values;

3. The time-varying values represented by the neural populations can be consid-

ered as state variables in a dynamical system, and recurrent connections can be

computed using the previous principle.

In the NEF, the input value vector x is represented by a population of neurons



4.1. NEURAL ENGINEERING FRAMEWORK 53

which can be used to approximate a function f(x). Each neuron i in the population

has a corresponding encoding vector ei, which is the “preferred” direction vector for

that neuron (i.e., the neuron will fire more strongly when presented an input vector

that is aligned with the encoding vector) [87]. Given the input vector x, the neuron

output yi for the neuron i is

yi = σ(αiei · x + bi), (4.1)

where σ is the neuron’s non-linearity, αi is the gain parameter, and bi is the applied

bias.

To determine the value of the function being approximated by the neural popu-

lation, a set of decoding weights mapping the neuron outputs yi to the vector f(x) is

required. The set of decoding weights di for the neuron i is defined by

f(x) =
∑
i

yidi. (4.2)

The accuracy of the approximated function is affected by the properties of the neu-

rons and the encoding method used. In general, the NEF uses random values for the

encoding vectors ei and the decoding weights di are determined using least-squares

minimization techniques to find the set of weights that minimizes the difference be-

tween the expected and actual output. This is a standard algebra problem that can

be solved using the following equations:

D = Γ−1Λ, Γi,j =
∑
x

yiyj, Λj =
∑
x

yjf(x), (4.3)
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Neuron
PopulationInput Output

Figure 4.1: A non-recurrent neuron population that encodes an input vector x and
can approximate an arbitrary function f(x). The input signals are
weighted by the encoding matrix E = [e1, e2, . . . ]

t and the output of the
neurons is defined by Eq. (4.1). The decoding matrix D = [d1,d2, . . . ]

t,
defined by Eq. (4.2), is then used to compute an arbitrary function f(x).

where D = [d1, . . . ,dM ]t ∈ RM×N given {di ∈ RN , i = 1, . . . ,M}, and the sums are

over a random sampling of the possible x values [87]. A schematic of a non-recurrent

neural population using the NEF is shown in Fig. 4.1.

Computations can be performed using the NEF by connecting different neural

populations together. This is achieved by connecting the output of one population’s

set of decoder connection weights to the other population’s set of encoder connection

weights. Alternatively, an identical implementation is achieved using a matrix of

connection weights defined by the multiplication of the second population’s encoder

weight matrix and the first population’s decoder weight matrix.

The NEF can also be used to compute first-order dynamic functions of the form

dx/dt = g(x) + h(ζ), where x is the represented value, ζ is an external input vector,

and g and h are arbitrary functions. A neural population can compute this dynamic

function by creating a set of feedback connection weights that compute τg(x) + x,
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Figure 4.2: A neuron population with a recurrent connection that simulates the dy-
namic function dx/dt = g(x). The output signals y are weighted by the
feedback decoding matrix D to compute the vector τg(x) + x, which is
then re-encoded (through multiplication with the encoding matrix E) and
passed back to the population of neurons. There are no external inputs
shown in the figure.

where τ is the time constant of the recurrent connection, and creating input connec-

tion weights that compute τh(ζ). A proof demonstrating that dynamic functions can

be simulated using the NEF is shown in Ref. [85]. A schematic of a neural population

with a recurrent connection is shown in Fig. 4.2. The dynamic functions created

using the NEF can be harnessed to solve ordinary differential equations (ODEs) and

partial differential equations (PDEs), which is further discussed in the next section.

4.2 Implementing the NEF with Neuromorphic Photonics

Silicon photonics is a promising platform for fabricating neural network architectures

that implement the NEF, as all the required components (encoding and decoding

weight banks, non-linear neurons, etc.) have been previously experimentally demon-

strated in photonics [88, 89, 55]. Since photonic circuits often contain noise that can

interfere with analog computation operations, representing values using a population
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of neurons could improve the resolution of the output values as the signal-to-noise

ratio and resolution of the encoded signals generally improve with the increasing pop-

ulation size. The NEF is compatible with any set of neuron transfer functions, which

is important for analog neural networks due to the manufacturing variations that

affect all the parameters in the system.

Solving ODEs and PDEs in neuromorphic photonics can be accomplished using a

continuous-time recurrent neural network (CTRNN) model and the NEF to determine

the correct weight values. A silicon photonic circuit with a mathematical isomorphism

to a CTRNN has been previously demonstrated [21]. The CTRNN model is described

by the following equations:

ds(t)

dt
= Wy(t)− s(t)

τ
+ Winγ(t), (4.4)

y(t) = σ[s(t)], (4.5)

where s(t) is the state variables with a time constant τ , W is the recurrent weight

matrix, y(t) is the neuron outputs (defined in Eq. (4.5)), γ(t) is an external input

signal with an associated weight matrix Win, and σ is the saturating transfer func-

tion of the neurons. These variables can be represented in a neuromorphic photonic

circuit (shown in Fig. 4.3) as follows: the signals γ(t) and y(t) are represented by the

power envelop of different optical carrier wavelengths, the elements of the weight ma-

trices W and Win are implemented using a photonic weight bank (the matrix-vector

operation performed using a photonic weight bank was discussed in Chapter 3), the

neuron transfer function σ is implemented using the electro-optic transfer functions
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Figure 4.3: Photonic architecture modelling a CTRNN. The optical signals
(λ1, λ2, . . . , λN) from the laser sources are modulated by the neuron out-
puts (y1, y2, . . . , yN). These signals are then wavelength-multiplexed into
a single waveguide and coupled into a N × N photonic weight bank to
perform the matrix-vector operation of W and y, and the balanced pho-
todetectors are connected to electronic low-pass filtered TIAs. The output
voltage signals produced by the TIAs (s1, s2, . . . , sN) are applied to MRRs
which modulate the optical signals from the laser sources by the electro-
optic transfer function σ of the MRRs. There are no external inputs
shown in the figure.

of the MRRs, and the neuron state s(t) is given by the electrical voltages applied

to the MRRs with a time constant τ determined by the electronic low-pass filtered

transimpedance amplifiers (TIAs) [21].

Equation (4.4) can be rewritten using s(t) = Ex(t), where E is the random matrix

which encodes x(t) using the NEF:

τE
dx(t)

dt
= Wy(t)− Ex(t) + Winγ(t). (4.6)
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We can now use Eq. (4.6) to solve arbitrary first-order differential equations of the

form dx/dt = g(x) + h(ζ) using the NEF to solve the weight matrices; the physical

signals y and γ are used to represent the values x and ζ, respectively. The weight

matrix of the recurrent connection is defined as W = ED, where D is determined such

that Dy = τg(x) + x (solved using Eq. (4.3)). We can represent the external input

value ζ using the signal γ by defining the associated weight matrix as Win = EDin,

where Dinγ = τh(ζ).

4.3 Simulation Results

In this section, we present simulations of neural network architectures that are mod-

eled using the NEF to solve ODEs and PDEs. To simulate a neural architecture that

could be implemented using neuromorphic photonics, we use the Lorentzian electro-

optic transfer function of an MRR (given in Eqs. (2.6) and (2.7)) as the neuron

transfer function σ. We show simulations of three different differential equations: a

damped harmonic oscillator, the heat equation, and the wave equation. Further work

could investigate the use of neuromorphic photonics for simulating other PDEs such

as Maxwell’s equations and the Schrödinger equation.

We developed a Python package that can solve arbitrary PDEs, which are specified

by the user, along a discretized grid in one or two dimensions. We build and simulate

the neural architecture using the Nengo Python package, which is a general-purpose

neural development environment that natively supports the NEF and can be used to

determine the optimal neural network parameters for neuromorphic hardware [90].
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4.3.1 Damped Harmonic Oscillator

First, we simulate the dynamics of a damped harmonic oscillator with a displace-

ment r, which is governed by the following ODE:

d2r

dt2
+ 2ξω0

dr

dt
+ ω2

0r = 0, (4.7)

where ω0 is the natural angular frequency of the oscillator and ξ is the damping ratio.

We can rewrite Eq. (4.7) as two first-order ODEs by defining x1 ≡ r and x2 ≡ dr/dt:

dx1

dt
= x2,

dx2

dt
= −2ξω0x2 − ω2

0x1.

(4.8)

We can now simulate Eq. (4.8) using a single population of neurons which represents

the state vector x = [x1, x2]. The neuron population has a recurrent connection that

computes τ f(x) + x, where f(x) = [x2,−2ξω0x2 − ω2
0x1], and the Nengo package is

used to determine the optimal set of weights in the recurrent connection. The two

elements in the state vector x are initially zero, so an input signal must be provided

at the beginning of the simulation to trigger the damped oscillations of the system.

The damped harmonic oscillator system was simulated using a population of 2,000

neurons, and the position and velocity of a damped harmonic oscillator as a function

of time are shown in Fig. 4.4. The absolute error of the oscillator’s position and

velocity at each time step compared to the known solution is plotted in Fig. 4.5. The

scaled error as a function of the population size, calculated by integrating the error

over time for each population size and scaling the results relative to the largest value,

is shown in Fig. 4.6. The scaled error results shows that using the current simulation
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Figure 4.4: Simulation of a damped harmonic oscillator using 2,000 neurons with
τ = 1, ω0 = 1, and ξ = 0.01.

parameters, increasing the neuron population size above approximately 800 neurons

will not significantly improve the accuracy of the solution.

The damped harmonic oscillator equation can be used to model a variety of physi-

cal phenomena, including dipoles in classical and quantum electrodynamics. In Chap-

ter 5 we discuss a novel simulator for calculating the fields and potentials generated

by dipoles modeled as Lorentz oscillators. The simulator solves the damped harmonic

oscillator equation at each time step, which is executed using a standard digital pro-

cessor; however, solving this ODE using neuromorphic photonics instead could yield

a significant improvement in processing speed that could lead to next-generation elec-

trodynamics simulations.

4.3.2 Heat Equation

Next, we simulate the heat equation, which is a well-known PDE that has applica-

tions in many research fields including thermodynamics, financial mathematics, and
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Figure 4.5: The absolute error of the damped harmonic oscillator simulated using
the NEF. The simulated results were compared to the known analytical
solution.
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Figure 4.6: Scaled error of damped harmonic oscillator as a function of the neuron
population size.

quantum mechanics. In one spatial dimension, the heat equation is given by

∂u(z, t)

∂t
= α∇2u(z, t), (4.9)

where u(z, t) is a solution of the heat equation, t is the time variable, z is the spatial

variable, and α is the thermal diffusivity of the medium.
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To solve the heat equation using a population of neurons, we need to discretize

Eq. (4.9) and transform the PDE into a set of first order ODEs. We can discretize u

with N grid points such that

ui(t) = u(zi, t)∀ i ∈ N | 1 ≤ i ≤ N. (4.10)

Using the following discrete derivative approximation:

∂2u

∂z2

∣∣∣∣
z=zi

≈ ui+1 − 2ui + ui−1

(∆z)2
, (4.11)

we can rewrite Eq. (4.9) as

dui
dt

=
α

(∆z)2
(ui+1 + ui−1)− 2α

(∆z)2
ui ∀ i ∈ N | 1 < i < N. (4.12)

We can now solve the heat equation with the NEF using the first-order ODE given

in Eq. (4.12). The first term in Eq. (4.12), which is the sum of the two adjacent grid

points’ values (ui+1 + ui−1) multiplied by the factor α/(∆z)2, can be simulated using

the NEF as lateral connections between the populations: when solving the 1D heat

equation, each grid point has two lateral connections that compute the functions

ταui+1/(∆z)2 and ταui−1/(∆z)2. Each grid point also has a recurrent connection

that computes the function ui − 2ταui/(∆z)2.

Using our neural network simulation, the heat equation in 1D was solved using

a grid with 10 spatial points. In the simulation we ran, each spatial grid value was

represented by a population of 500 neurons. We set the thermal diffusivity α equal

to 4.2 mm/s and ran the simulation over 15 seconds using τ = 1 s. We also set
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Figure 4.7: Solution computed by the neural population of the heat equation for each
of the 10 grid points as functions of time.
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Figure 4.8: Standard finite difference method solution of the heat equation for each
of the 10 grid points as functions of time.
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Figure 4.9: Snapshots of the neural network solution to the 2D heat equation.
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the boundary conditions equal to -50 K and 50 K, and all the other spatial points

started with an initial value of 0 K. The solutions at each grid point calculated by

the neuron populations are shown in Fig. 4.7, and the results of the same simulation

solved using the standard finite difference method is shown in Fig. 4.8. As shown in

the two plots, the solution calculated by the neuron population accurately calculates

the equilibrium position of the grid points to less than 2% relative error.

We also solved the heat equation in two spatial dimensions using the NEF. The

governing equation is similar to Eq. (4.12), except each population now has four

lateral connections instead of two, since each grid point now has four neighbouring

points. We simulated a system that had an initial boundary condition of 50 K along

all four corners of the grid. The solution computed by the neural populations showed

the expected behaviour and reached equilibrium. Snapshots of the simulation at equal

time steps are shown in Fig. 4.9.

4.3.3 Wave Equation

Finally, we simulate the wave equation, which in one spatial dimension is given by

∂2u(z, t)

∂t2
= c2∇2u(z, t), (4.13)

where c is the propagation speed of the wave. Our approach to solve the wave

equation using neuron populations is similar to the previous method for solving the

heat equation, except we need to reduce the second order equation into two first order

equations. Once again, we discretize u with N grid points (defined in Eq. (4.10)) and
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Figure 4.10: Snapshots of the neural network solution to the 1D wave equation.

use the discretized derivative approximation given in Eq. (4.11):

d2ui
dt2

=
c2

(∆z)2
(ui+1 + ui−1)− 2c2

(∆z)2
ui ∀ i ∈ N | 1 < i < N. (4.14)

We can rewrite Eq. (4.14) as two first-order ODEs for each grid point i by defining

xi, 1 ≡ ui and xi, 2 ≡ dui/dt:

dxi, 1
dt

= xi, 2,

dxi, 2
dt

=
c2

(∆z)2
(xi+1, 1 + xi−1, 1)− 2c2

(∆z)2
xi, 1.

(4.15)

We can now solve Eq. (4.15) using a single population of neurons for each grid

point i to represent the state vector xi = [xi, 1, xi, 2]. Similar to simulating the damped

harmonic oscillator, each grid point i has a recurrent connection that computes τ f(xi),

where f(xi) = [xi, 2,−2c2xi, 1/(∆z)2]. As well, each grid point has two lateral connec-

tions that compute τh(ξ), where h(ξ) = [0, (xi+1, 1 + xi−1, 1) c2/(∆z)2].

We simulated the motion of a wave in a 1D system with 30 grid points (∆z = 1 m)

using the NEF. Each grid point was represented by a population of 1,000 neurons

and we injected a Gaussian-shaped input at z = 0 m. As shown in Fig. 4.10, the

expected behaviour of the wave is captured by the NEF method; however, there is
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considerable noise in the simulation caused by the error in the represented values,

which are approximated by the population of neurons. The error could be reduced by

increasing the size of the neural population and fine-tuning the simulation parameters

(τ and ∆z).

4.4 Discussion

As we have shown, neuromorphic photonic circuits have the potential to solve differen-

tial equations by exploiting the underlying physics of the photonic hardware. Previous

work found a 294× speedup using photonics over a verified CPU when emulating a

population with 24 neurons [21]. However, because of noise and manufacturing vari-

ances in the photonic circuit, the accuracy and precision of the solution calculated by

a photonic circuit will be significantly lower than calculations performed using digital

logic. Therefore, the target applications for this architecture are those that require

low-precision solutions with ultra-fast (real-time) computations. Future work should

include investigating the energy consumption and scalability of the architecture as

functions of the neural population size.
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Chapter 5

PyCharge: An open-source Python package for

self-consistent electrodynamics simulations of

Lorentz oscillators and moving point charges

This work is published as M.J. Filipovich and S. Hughes, “PyCharge: An open-source

Python package for self-consistent electrodynamics simulations of Lorentz oscillators

and moving point charges,” Comput. Phys. Commun. 274 108291 (2022). This

article presents a novel electrodynamics simulator to self-consistently model Lorentz

oscillators and moving point charges. As discussed in Chapter 4, the ODEs govern-

ing the dynamics of the oscillators (given in Eq. (5.11)) could be computed using a

dedicated neuromorphic photonic architecture.

Abstract

PyCharge is a computational electrodynamics Python simulator that can calcu-

late the electromagnetic fields and potentials generated by moving point charges

and can self-consistently simulate dipoles modeled as Lorentz oscillators. To

calculate the total fields and potentials along a discretized spatial grid at a

specified time, PyCharge computes the retarded time of the point charges at

https://doi.org/10.1016/j.cpc.2022.108291
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each grid point, which are subsequently used to compute the analytical solu-

tions to Maxwell’s equations for each point charge. The Lorentz oscillators are

driven by the electric field in the system and PyCharge self-consistently deter-

mines the reaction of the radiation on the dipole moment at each time step.

PyCharge treats the two opposite charges in the dipole as separate point charge

sources and calculates their individual contributions to the total electromag-

netic fields and potentials. The expected coupling that arises between dipoles

is captured in the PyCharge simulation, and the modified radiative properties

of the dipoles (radiative decay rate and frequency shift) can be extracted using

the dipole’s energy at each time step throughout the simulation. The modified

radiative properties of two dipoles separated in the near-field, which requires

a full dipole response to yield the correct physics, are calculated by PyCharge

in excellent agreement with the analytical Green’s function results (< 0.2%

relative error, over a wide range of spatial separations). Moving dipoles can

also be modeled by specifying the dipole’s origin position as a function of time.

PyCharge includes a parallelized version of the dipole simulation method to en-

able the parallel execution of computationally demanding simulations on high

performance computing environments to significantly improve run time.

5.1 Introduction

The majority of electrodynamics problems can be divided into two distinct classes:1

one in which the goal is to solve for the electromagnetic (EM) fields generated by spec-

ified sources of charge and current (e.g., antennas, radiation from multipole sources),

and the other in which the motion of the charges and currents are to be determined

1There are other classes of electrodynamics problems without sources, used to obtain the under-
lying modes, which we are not concerned with here.
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based on the known fields in the system (e.g., motion of charges in electric and

magnetic fields, energy-loss phenomena) [91]. However, there exists another class of

electrodynamics problems where the solution requires that the fields and sources are

treated self-consistently. That is, a correct treatment of the problem must include the

reaction of the radiation on the motion of the sources. The self-consistent treatment

of sources and fields is an old and difficult problem that stems from one of the most

fundamental aspects of physics: the nature of an elementary particle. This problem

of self-consistency is not only limited to classical electrodynamics, as these difficulties

also arise in quantum–mechanical discussions and modelings of these systems [92].

Motivated by the need for an electrodynamics simulator that self-consistently

treats the reaction of the radiation on the real-time motion of the point charge sources,

we developed the open-source Python package PyCharge. PyCharge can calculate the

EM fields and potentials generated by sources in a system at specified grid points in

space and time, which can then be visualized using a plotting library such as Mat-

plotlib [93]. To calculate these fields and potentials, PyCharge exploits the principle

of superposition in classical electrodynamics by determining the individual contribu-

tions from each source and then calculating the sum. The equations describing the

scalar and vector potentials generated by a single moving point charge in a vacuum

are given by the Liénard–Wiechert potentials, and the complete and relativistically

correct equations for the time-varying electric and magnetic fields can be derived from

these potentials [94].

PyCharge currently supports two types of sources: point charges that have prede-

fined trajectories (specified as parametric equations of motion in the x, y, and z di-

rections as functions of time) and Lorentz oscillators (i.e., oscillating electric dipoles).
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The Lorentz oscillators (LOs) consist of two equal and opposite point charges that

oscillate around the origin position (center of mass) along the axis of polarization,

with a dipole moment that is dynamically calculated at each time step by solving the

governing harmonic oscillator differential equation. The LOs are driven by the electric

field component along the direction of polarization generated by the other sources in

the system (which includes its own scattered field). As well, the LOs are naturally

damped since they radiate energy as they oscillate, which dissipates kinetic energy

(classically caused by radiation reaction) and decreases the dipole moment [95]. This

damping allows PyCharge to calculate the self-consistent radiative decay rates from

LOs in arbitrary motion and also in the presence of interactions with other LOs,

including collective effects such as superradiance and subradiance.

The scattering of EM waves by LOs can be solved using a closed scalar and

dyadic Green’s function approach, where the LOs are treated as point-like objects

such that their structure cannot be resolved on the scale of the wavelength of light [96].

However, this method requires a full dipole response and cannot account for certain

LO configurations (e.g., moving LOs). PyCharge simulations provide an alternative

numerical method to this standard approach that yield highly accurate results and

can model systems that cannot be solved analytically. Our approach also has notable

advantages over other self-consistent EM solvers such as the finite-difference time-

domain (FDTD) method [97], which require a very careful treatment of the LO’s

divergent nature when treated as a point dipole, which leads to (unphysical) frequency

shifts that are dependent on the grid-size.

PyCharge was designed to be accessible for a wide range of use cases: it can be

used as a pedagogical tool for undergraduate and graduate-level EM theory courses
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to provide an intuitive understanding of the EM waves generated by moving point

charges, and can also be used by researchers in the field of nano-optics to investigate

the complex interactions of light in nanoscale environments, including interactions

with moving point charges and chains of resonant LOs. We have also implemented a

parallelized version of the PyCharge simulation method, using the standard Message

Passing Interface (MPI) for Python package (mpi4py) [98], which can be executed

on high performance computing environments to significantly improve the run time

of computationally demanding simulations (e.g., involving multiple dipoles). The

PyCharge package can be installed directly from PyPI on systems running Python

3.7 or newer. Further documentation, including Python script examples and the API

reference, is available at pycharge.readthedocs.io.

The rest of our paper is organized as follows: in Sec. 5.2, we discuss the relevant

theoretical background and the applied numerical methods for calculating the EM

fields and potentials generated by moving point charges; as well, we introduce the LO

model for simulating dipoles and review the known effects of coupling between LOs

using a photonic Green’s function theory. In Sec. 5.3, we present the general frame-

work of the PyCharge package including the relevant classes and methods, as well as

the MPI implementation. In Sec. 5.4, we demonstrate several electrodynamics sim-

ulations that can be performed with PyCharge and provide minimal Python listings

that demonstrate PyCharge’s user interface. We also verify the accuracy of simulat-

ing two coupled dipoles by comparing the calculated radiative properties and dipole

energies with the known analytical solutions. Finally, we present our conclusions in

Sec. 5.5.

In addition, we provide two appendices: Sec. 5.7 presents the Green’s function

https://pycharge.readthedocs.io
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for a free-space medium and the master equation for coupled point dipoles in a Born-

Markov approximation. From these, we obtain the key QED expressions for the

radiative decay rates and coupling parameters of point dipoles. We then provide an

explicit solution to the master equation for initially excited dipoles treated as two level

systems (TLSs), and these solutions are directly used in the text to show equivalence

with the decay dynamics of coupled LOs simulated with PyCharge. Sec. 5.8 presents

the derivation of the free-space spontaneous emission (SE) rate from the standard

Fermi’s golden rule approach.

5.2 Background and Methods

5.2.1 Moving Point Charges

The charge and current densities of a point charge q at the position rp(t) with velocity

cβ(t) are, respectively,

ρ (r, t) = qδ [r− rp] (5.1)

and

J (r, t) = qcβδ [r− rp] , (5.2)

where c is the vacuum speed of light.

The scalar and vector potentials of a moving point charge in the Lorenz gauge,

known as the Liénard–Wiechert potentials [99], are derived from Maxwell’s equations

as

Φ(r, t) =
q

4πε0

[
1

κR

]
ret

(5.3)
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and

A(r, t) =
µ0q

4π

[
β

κR

]
ret

, (5.4)

where ε0 and µ0 are the vacuum permittivity and permeability, respectively, R =

|r− rp(t
′)|, and κ = 1−n(t′) ·β(t′) such that n = (r− rp(t

′))/R is a unit vector from

the position of the charge to the field point, and the quantity in brackets is to be

evaluated at the retarded time t′, given by

t′ = t− R(t′)

c
. (5.5)

The physical (gauge-invariant) relativistically-correct, time-varying electric and

magnetic fields generated by a moving point charge are, respectively,

E (r, t) =
q

4πε0

[
(n− β) (1− β2)

κ3R2
+

n

cκ3R
×
[
(n− β)× β̇

] ]
ret

(5.6)

and

B (r, t) =
1

c
[n× E]ret , (5.7)

where β̇ is the derivative of β with respect to t′ [91].

The first term in Eq. (5.6) is known as the electric Coulomb field and is indepen-

dent of acceleration, while the second term is known as the electric radiation field

and is linearly dependent on β̇:

ECoul (r, t) =
q

4πε0

[
(n− β) (1− β2)

κ3R2

]
ret

(5.8)
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and

Erad (r, t) =
q

4πε0c

[ n

κ3R
×
[
(n− β)× β̇

]]
ret
. (5.9)

The magnetic Coulomb and radiation field terms can be determined by substituting

Eqs. (5.8) and (5.9) into Eq. (5.7). Notably, the Coulomb field falls off as 1/R2,

similar to the static field, while the radiation field decreases as 1/R [94].2

5.2.2 Computing the Fields and Potentials

PyCharge can directly calculate the EM fields and potentials generated by a moving

point charge along a discretized spatial grid at a specified time. At each point on the

spatial grid, the retarded time of the moving point charge, which is determined by the

point charge’s trajectory, is calculated using Newton’s method (from the SciPy pack-

age [100]) to find the approximate solution of Eq. (5.5). Then, the retarded position,

velocity, and acceleration of the point charge at each grid point are determined. Fi-

nally, the scalar and vector potentials are calculated from Eqs. (5.3) and (5.4), and the

total, Coulomb, and radiation fields are computed using Eqs. (5.6), (5.8), and (5.9)

for the respective electric fields; the corresponding magnetic fields are calculated from

Eq. (5.7).

In systems with multiple point charges, PyCharge exploits the superposition prin-

ciple for electrodynamics simulations: the fields and potentials generated by each

source are calculated using the previously described approach, and the total fields

and potentials are given by the sum of the individual point charge contributions.

A continuous charge density ρ can be approximated in PyCharge using many point

2The conventional notation of the EM fields and potentials presented in this paper are from
Ref. [91] (Jackson); however, the PyCharge package implements these equations using the notation
from Ref. [94] (Griffiths).
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charges within the volume, where the charge value of each point charge depends on

ρ. Similarly, a continuous current density, described by J = ρv, can be approximated

using evenly spaced point charges traveling along a path, where the charge value of

each point charge depends on J. The accuracy of the calculated fields and potentials

generated by these approximated continuous densities is dependent on both the num-

ber of point charges used in the simulation and the distance at the field point from

the sources [101].

As previously discussed, PyCharge can simulate point charges that have specified

trajectories defined by a parametric equation r(t) = (x (t) , y (t) , z (t)), as well as

dipoles (which consist of two point charges) that are modeled as LOs with a dipole

moment that is dynamically determined at each time step. In previous work [101],

we simulated several interesting systems of point charges with predefined trajectories

using a similar computational approach, including magnetic dipoles, oscillating and

linearly accelerating point charges, synchrotron radiation, and Bremsstrahlung. The

simulation of LOs in PyCharge is discussed in the next section.

5.2.3 Lorentz Oscillator Model

The optical interactions between light and matter at the nanometer scale are im-

portant phenomena for a variety of research fields, and a rigorous understanding of

these interactions requires the use of quantum electrodynamics (QED) theory. How-

ever, nanometer-scale structures are often too complex to be solved rigorously using

only QED; in these cases, a classical approach that invokes the results of QED in

a phenomenological way can be applied [95]. PyCharge uses the LO model, which
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is an approximation from quantum theory that can be derived (e.g., from the time-

dependent Schrödinger equation or a quantum master equation, see Sec. 5.7) to

simulate the interaction of a bound charge (e.g., an electron) with light [102].

In the classical model, an oscillating dipole produces EM radiation as it oscillates,

which dissipates energy and modifies the self-consistent dipole moment. This recoil

force Fr acting on the accelerating point charges in the dipole is called the radiation

reaction or radiation damping force, and is given by the Abraham-Lorentz formula

for non-relativistic velocities:

Fr =
q2

6πεoc3

...
r , (5.10)

where
...
r is the derivative of the point charge’s acceleration (also called jerk) [94].

In an inhomogeneous environment, an oscillating dipole will experience the exter-

nal electric field Ed as a driving force, which is the component of the total electric

field in the polarization direction at the dipole’s origin (center of mass) position R

generated by the other sources in the system and its own scattered field. Assuming

that the damping introduced by the radiation reaction force is negligible (such that

...
r ≈ ω2

0 ṙ), the equation of motion for the LO is

d̈(t) + γ0ḋ(t) + ω2
0d(t) =

q2

m
Ed(R, t), (5.11)

where d = qrdip is the dipole moment such that rdip is the displacement between

charges in the dipole, ḋ and d̈ are the first and second derivatives of d with respect

to time, m is the effective mass of the charge (further discussed below), ω0 is the

natural angular frequency of the LO, and γ0 is the free-space energy decay rate given
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by

γ0 =
q2ω2

0

6πε0c3m
. (5.12)

Note that the LOs modeled by the equation of motion in Eq. (5.11) are limited to

non-relativistic velocities, as the model does not account for relativistic mass [95].

The effective mass m (also called the reduced mass) of the dipole is given by

m =
m1m2

m1 +m2

, (5.13)

where m1 and m2 are the masses of the two point charges in the dipole [102]. These

charges oscillate around the center of mass position R, defined by

R =
m1r1 +m2r2

m1 +m2

, (5.14)

where r1 and r2 are the positions of the two point charges. The point charge positions

can therefore be defined in terms of the displacement between the two charges rdip:

r1 = R +
m2

m1 +m2

rdip (5.15)

and

r2 = R− m1

m1 +m2

rdip. (5.16)

In the limit of weak excitation (linear response), we can connect the quantum

mechanical equations of motion for a TLS to the classical equations of motion by

replacing q2/m with q2f/m, where f is the oscillator strength, defined by

f =
2mω0d

2
0

~q2
, (5.17)
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where d0 = |d(t = 0)|. We thus recover the usual expression for the SE rate from an

excited TLS,

γ0 =
ω3

0d
2
0

3πε0~c3
. (5.18)

An alternative argument to relate the dipole moment with the radiative decay

rate is to connect the total mean energy of the LO to the ground state energy of a

quantized harmonic oscillator, so that

mω2
0d

2
0

q2
=

~ω0

2
, (5.19)

yielding q2/m = 2ω0d
2
0/~, as expected from Eq. (5.17). As well, the decay rate γ0 can

be derived using a Fermi’s golden rule approach (see Sec. 5.8) from the interaction

Hamiltonian Hint = −qr · Ê, which leads to the following rate equations for the

populations of an isolated TLS in a vacuum:3

ṅe(t) = −γ0ne(t) (5.20)

and

ṅg(t) = γ0ne(t), (5.21)

where ng and ne are the populations of the ground and excited states (ng + ne = 1),

respectively, and we neglect all other processes. In this picture, γ0 is also identical

to the well known Einstein A coefficient [102]. Therefore, the energy decay rate is

equivalent to the population decay rate.

The total energy E of a dipole, which is the sum of its kinetic and potential

3Note that we are ignoring thermal excitation processes, which is an excellent approximation for
optical frequencies, since ~ω0 � kBT , where kB is the Boltzmann constant.
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energies, is calculated by PyCharge using

E(t) =
mω2

0

2q2
d2(t) +

m

2q2
ḋ2(t), (5.22)

where ḋ is the magnitude of the derivative of the dipole moment. Since the total

energy of a dipole E is proportional to ne, the population of the excited state using

the normalized total energy can be determined by PyCharge from

ne(t) =
E(t)

max(E)
. (5.23)

5.2.4 Coupled Lorentz Oscillators

It is well known that an atom’s surrounding environment modifies its radiative prop-

erties. In the classical model, the modification of the SE rate is generated by the

scattering of the atomic field (as the LO is driven by the electric field at its origin

position), while in QED theory the SE rate is stimulated by vacuum field fluctuations

or radiation reaction, which partly depends on the ordering of the quantum field op-

erators [92]. Regardless, in the weak coupling regime (where the atom-field coupling

constant is much less than the photon decay rate inside the cavity), the interactions

can be treated perturbatively such that QED and classical theory yield the same re-

sults for the modification of the SE rate [95]. An exception is when the surrounding

medium contains gain [103].

The modification of radiative properties for two coupled LOs in close vicinity can

be calculated by invoking QED theory and using the dyadic Green’s function for a

dipole (given in Sec. 5.7). For two coupled TLSs (which recover the same model as

two quantized harmonic oscillators in the weak excitation approximation), a and b,
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in close vicinity with equal resonance frequencies (ω0 = ωa = ωb), the self (γaa,bb) and

cross (γab,ba) decay rates are obtained from [104, 105, 106]

γαβ =
2d†α · ImG(rα, rβ, ω0) · dβ

ε0~
. (5.24)

Assuming the two TLSs are identical (da = db and ωa = ωb), we define the

on-resonance Markovian decay rates as γ0 ≡ γaa = γbb and γ12 ≡ γab = γba. The

hybrid system (in the presence of coupling) can then form superradiant or subradiant

states [107], defined from |ψ+〉 = 1/
√

2 (|ea, gb〉+ |ga, eb〉) and |ψ−〉 = 1/
√

2 (|ea, gb〉−

|ga, eb〉), respectively, which decay with the modified rates

γ± = γ0 ± γ12. (5.25)

The free-space Green’s function is given in Sec. 5.7, from which we deduce

ImGii(r, r, ω) = ω3/6πc3; this readily recovers Eq. (5.18). In addition, the so-called

virtual photon transfer rate (or dipole-dipole induced frequency shift) between two

TLSs with equal resonance frequencies is

δαβ|α 6=β = −d†α · ReG(rα.rβ, ω0) · dβ
ε0~

. (5.26)

This “exchange” term fully recovers Förster coupling and can yield superradiant

and subradiant states (Dicke states) for two coupled TLSs at small separation dis-

tances [107].

The excited state populations, ρaa and ρbb, of two coupled TLSs (a and b) are
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defined by the density matrix equations (two-level Bloch equations):

ρ̇aa = −γaaρaa − γabρab − iδabρab, (5.27)

ρ̇bb = −γbbρbb − γbaρba + iδbaρba, (5.28)

which are derived in Sec. 5.7. The coherence between the TLSs, accounted for by the

terms ρab and ρba (whose equations can be derived similarly), can significant affect

the radiative decay rates, allowing various collective solutions such as superradiant

and subradiant decays. For example, given the initial conditions ρaa(0) = 1 and

ρbb(0) = ρab(0) = ρba(0) = 0, and assuming the dipoles are identical, the excited state

populations have a non-trivial time dependence with oscillatory dynamics, as shown

in Eqs. (5.44) and (5.45).

The classical analogs of the superradiant and subradiant states of two coupled

TLSs (where the dipoles are quantized) occur when they are polarized along the same

axis and begin either in phase (direction of the two dipole moments are equal) or out

of phase (direction of the two dipole moments are reversed), respectively. PyCharge

can calculate the frequency shift δ12 and SE rate γ± of two coupled LOs in either

collective state by curve fitting the discretized kinetic energy (KE) values, which are

calculated by PyCharge at each time step, to the expected harmonic equation (which

also connects to the master equation solutions shown in Sec. 5.7)

KE = Ae−(γ±t) sin ((ω0 ± δ12)t+ φ)2 , (5.29)

where A and φ are constants necessary to accurately fit the function and are dependent

on the initial conditions of the simulation. The curve fit should be performed using
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the kinetic energy values after a number of time steps have elapsed in the simulation

to allow the scattered fields to propagate back to the LO’s origin position. When

the two coupled LOs are in the superradiant or subradiant states, the population of

their excited state and their total energy E (related by Eq. (5.23)) are exponentially

decaying functions with a decay rate of γ+ or γ−, respectively.

It is also useful to note that the total EM power radiated by an accelerating point

charge in a vacuum (at non-relativistic speeds) can be calculated using the Larmor

formula [108]:

P (t) =
q2a2(t)

6πε0c3
. (5.30)

The power radiated by a dipole can also be calculated using the above equation

by replacing q2a2 with |d̈|2. Assuming that the dipoles begin oscillating at t = 0,

the radiated energy at time t′ can be calculated by integrating the radiated power

from t = 0 to t = t′ (which can be approximated with PyCharge using a discrete

integration). As well, if there are two or more dipoles in a system that interact, then

each dipole will ‘absorb’ a certain amount of energy Wabs radiated from the other

dipoles. The total (constant) energy of a system that contains N dipoles is the sum

of the energy gains and losses of all the dipoles, given by

Wtotal =
N∑

i=1

(
Ei(t′)−Wabs, i(t

′) +

∫ t′

0

Pi(t) dt

)
, (5.31)

where Ei is the total energy (sum of the kinetic and potential energies) of the ith

dipole in the system, defined by Eq. (5.22).



5.3. PYCHARGE PACKAGE OVERVIEW 83

Simulation

Magnetic field at t
along grid points

Scalar potential at t
along grid points

Dipole moment (and
other auxiliary data)

of the dipoles at each
time step

calculate_B

calculate_V

calculate_A

run

run_mpi

Simulation
Parameters

Number of  
Time Steps

Time Step (dt)

Sources

Charge

Dipole

calculate_E3D Grid
Parameters

Meshgrid of  
x, y, z Positions

Time (t)

Electric field at t 
along grid points

Vector potential field
at t along grid points

Figure 5.1: The Simulation object is instantiated with a list of the sources in the
system (i.e., Dipole and subclasses of Charge). The Simulation object
can calculate the EM fields and potentials at points along a spatial grid
at a specified time t. The Simulation object can also run (parallel)
simulations to calculate the trajectory of the Dipole objects over a range
of time steps.

5.3 PyCharge Package Overview

PyCharge uses an object-oriented framework for representing the sources in the sys-

tem and for executing simulations. All of the sources present in the system must

be instantiated as objects, which include point charges with predefined trajectories

and LOs (i.e., oscillating dipoles) which have dipole moments that are determined

dynamically at each time step. An overview of the classes and methods implemented

in the PyCharge package is shown in Fig. 5.1.
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5.3.1 Electromagnetic Sources

Point charge objects with predefined trajectories are instantiated from subclasses of

the Charge abstract parent class, which contains the charge q as an attribute and

abstract methods for the position in the x, y, and z directions as functions of time.

The Charge class also has methods for the velocity and acceleration as functions of

time which return the respective derivatives using finite difference approximations;

however, the user can specify the exact velocity and acceleration equations in the

subclasses if desired. The Charge class also contains the method solve_time which

returns Eq. (5.5) in a modified form and is used by PyCharge to calculate the retarded

time at specified spatial points using Newton’s method, as discussed in Sec. 5.2.2.

Several point charge classes are included with PyCharge (e.g., StationaryCharge,

OscillatingCharge), where features of these charge trajectories (e.g., angular fre-

quency, radius) can be modified when instantiated. Users can also create their own

custom subclasses of Charge to specify unique point charge trajectories.

The LO sources are instantiated from the Dipole class, which represents a pair

of oscillating point charges with a dipole moment that is dynamically determined at

each time step from Eq. (5.11); the positions of the point charges are then calculated

using the dipole moment (Eqs. (5.15) and (5.16)). In PyCharge, the positive and

negative charge pair are represented as _DipoleCharge objects (which is a subclass

of the Charge class); however, they are not directly accessed by the user. The Dipole

objects are instantiated with the natural angular frequency ω0, the origin position,

the initial displacement rdip between the two point charges in the dipole, the charge

magnitude q (default is e = 1.602×10−19 C) of the charges, and the mass of each charge

(m1 and m2); the default mass for both charges is me (with me = 9.109× 10−31 kg)
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such that the dipole has an effective mass of me/2 (see Eq. (5.13)).

The origin position (center of mass) of the dipole can either be stationary or

specified as a function of time. The Dipole object also contains the dipole moment

and its derivatives as attributes (stored as NumPy arrays), which are calculated and

saved at each time step during the simulation. The dipole moment and origin posi-

tion determine the motion of its two _DipoleCharge objects, which are also updated

at each time step. Unlike the point charge objects that have predefined trajecto-

ries (implemented as continuous functions), the position and related derivatives of

the _DipoleCharge objects are stored as discrete values at each time step; linear

interpolation is used to calculate the values between the discrete time steps.

5.3.2 Simulations

The core features of the PyCharge package, including calculating the EM fields and

potentials and running simulations with Dipole objects, are executed using the

Simulation class. The Simulation object is instantiated with the source objects

that are present in the system. The Simulation object can calculate the electric and

magnetic fields, as well as the scalar and vector potentials generated by the sources

at specified spatial points at time t using the methods calculate_E, calculate_B,

calculate_V, and calculate_A. Additionally, the specific EM field type (Coulomb,

radiation, or total field) to be calculated by the calculate_E and calculate_B meth-

ods can be specified. These calculations are performed using the numerical approach

described in Sec. 5.2.2. However, the trajectories of all the sources must be defined

at time t; therefore, the dipole moments of any Dipole objects in the system must

be known at t.
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Algorithm 1 Simulation.run

1: Initialize sources in simulation
2: for t in range(0, tmax, dt): do
3: for dipole in sources: do
4: Calculate Ed and solve Eq. (5.11) using RK4 at t+ dt
5: Update trajectory arrays of dipole at t+ dt
6: end for
7: end for
8: Save Simulation and Dipole objects with trajectories

Dipole objects can be simulated in a system over a specified period of time using

the run method from the Simulation object. The run method calculates the dipole

moment and corresponding derivatives at each time step by solving the equation of

motion given in Eq. (5.11) using the Runge-Kutta (RK4) method. The dipoles only

begin oscillating after the first time step, and have stationary dipole moments for

t ≤ 0 s. To calculate the driving field Ed of each Dipole object at a given time,

the electric field generated by all of the other sources in the system is calculated at

the dipole’s origin position using the calculate_E method. Since the electric field

generated by the Dipole object must be excluded in the total field calculation to

determine its own driving field Ed, the Dipole object is passed as a parameter to the

calculate_E method, which ensures that it does not contribute to the total field.

Once the simulation is complete and the dipole trajectories are calculated at each

time step, the Simulation object and its instantiated source objects can optionally

be saved using Python object serialization into an external file. The objects in the

file can then be loaded by the Simulation object for future analysis. An overview of

the run method is given in Algorithm 1.

When the run method is called, the number of time steps and size of the time

steps (dt) must be specified. The size of dt must be appropriate for the simulation
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Figure 5.2: The average run time of the run method over 100 time steps with respect
to the number of Dipole objects in the simulation. Simulations were
performed using an Intel Xeon Processor E7-4800 v3 CPU.

being performed: the minimum requirement is that dt must be small enough such

that the generated radiation does not reach the other dipoles in a single time step,

and in general a smaller dt value reduces the amount of error in the simulation. Other

optional arguments include the name of the external file where the Simulation object

is saved after the simulation is complete (alternatively where the Simulation object

is loaded from if the simulation has already been performed), a boolean indicating

whether the driving field Ed at each time step is saved (which increases memory

usage), and the maximum possible velocity achieved by the dipole’s charges as the

LO model does not account for relativistic effects (PyCharge raises an error if the

velocity becomes larger; default is c/100). The run time over 100 time steps as a

function of the number of simulated Dipole objects is shown in Fig. 5.2.
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Algorithm 2 Simulation.run mpi

1: Initialize sources in simulation
2: process dipoles = []
3: for i in range(MPI.rank, len(dipoles), MPI.size) do
4: process dipoles.append(dipoles[i])
5: end for
6: for t in range(0, tmax, dt): do
7: for dipole in process dipoles: do
8: Calculate Ed and solve Eq. (5.11) using RK4 at t+ dt
9: Update trajectory arrays of dipole at t+ dt

10: end for
11: Broadcast process dipoles trajectories at t+ dt
12: Receive and update trajectories from other dipoles
13: end for
14: Save Simulation and Dipole objects with trajectories

5.3.3 MPI Implementation

Simulating the LOs using the previously described approach is embarrassingly par-

allelizable, as the task of solving the equation of motion (Eq. (5.11)) for the dipoles

at each time step can be distributed across multiple processes. Ideally, each process

will be tasked to calculate the trajectory of a single Dipole object at each time step.

However, if there are more Dipole objects in the simulation than available processes,

the set of Dipole objects can be evenly distributed among the processes; in this case,

the trajectories of the Dipole objects are calculated sequentially. Once the processes

have finished calculating the trajectories of their assigned Dipole object(s), the tra-

jectories are broadcasted to all of the other processes. The trajectories of the other

dipoles, received from the other processes, are then updated for the given time step.

A description of this MPI implementation is provided in Algorithm 2.

The original implementation of the simulation using the run method is executed

in O(N2) time for N Dipole objects, since the driving electric field Ed of each dipole
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Figure 5.3: The average speedup of the run mpi method simulating 128 Dipole ob-
jects as a function of MPI processes. Simulations were performed using
an Intel Xeon Processor E7-4800 v3 CPU.

requires the calculation of the field contributions from the other N − 1 dipoles. By

taking advantage of the parallel computations, the ideal time complexity of our MPI

implementation (using N processes for N Dipole object) is O(N). However, since

each process must store the trajectory arrays of the N dipoles, the MPI implemen-

tation has a space complexity of O(N2), while the space complexity of the original

implementation is O(N). The average speedup offered by the MPI method using up

to 128 processes is shown in Fig. 5.3.

Future improvements to the MPI implementation could potentially reduce the

space complexity to O(N) by pooling the dipole trajectory arrays into a single lo-

cation. However, this could significantly increase the time required to fetch these

trajectory values from memory. As well, the number of broadcast operations could

be reduced since it is not necessary to send the trajectory information to the other

processes at each time step; instead, the trajectory values could be broadcast in

batches only when they are required by the other processes, which would improve

run time.
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5.4 Example Simulations

In this section, we demonstrate three different electrodynamics simulations performed

using PyCharge: calculating the EM fields and potentials generated by moving point

charges with predefined trajectories, simulating two coupled dipoles and determining

their modified radiative properties, and instantiating moving dipoles for use in sim-

ulations. We also provide minimal Python listings that showcase the succinctness of

the PyCharge interface. The Python scripts used to create the following figures can

be found in the PyCharge package repository, and further examples and tutorials are

available in the documentation.

5.4.1 Point Charges with Predefined Trajectories

The EM fields and potentials generated by time-dependent point charge geometries

can be complex and counterintuitive compared to their static counterparts. The

calculation of the analytical solution, if one exists, often requires sophisticated vector

calculus techniques that can obscure an individual’s understanding and appreciation

of the final result. However, using only a few lines of code, the PyCharge package

allows users to calculate and visualize the full solutions to Maxwell’s equations for

complicated point charge geometries.

In the first example, we calculate the total electric field and scalar potential gen-

erated by two stationary, opposite point charges (i.e., a stationary electric dipole). The

corresponding program code is shown in Listing 1. The sources (two StationaryCharge

objects) are separated by 20 nm along the x axis and have equal and opposite charges

of magnitude e. The program code calculates the electric field components and scalar

potential (at t = 0 s) at each point on a 1001× 1001 spatial grid, which is generated
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1 import pycharge as pc

2 from numpy import linspace, meshgrid

3 from scipy.constants import e

4 sources = (pc.StationaryCharge((10e-9, 0, 0), e),

5 pc.StationaryCharge((-10e-9, 0, 0), -e))

6 simulation = pc.Simulation(sources)

7 coord = linspace(-50e-9, 50e-9, 1001)

8 x, y, z = meshgrid(coord, coord, 0, indexing='ij')

9 Ex, Ey, Ez = simulation.calculate_E(0, x, y, z)

10 V = simulation.calculate_V(0, x, y, z)

Listing 1: Calculates the electric field components and scalar potential generated by
two stationary point charges along a 2D spatial grid.

using the NumPy meshgrid method. The grid is centered at the origin and extends

50 nm along the x and y axes. A plot of the calculated electric field components

(shown as arrows) and scalar potential is shown in Fig. 5.4.

The fields and potentials generated by different charge configurations can be

simulated using the same code by instantiating other types of sources. For exam-

ple, we can simulate a harmonically oscillating electric dipole by instantiating two

OscillatingCharge objects with opposite charge values (q) in the simulation. Users

can also instantiate point charges with custom trajectories by creating a subclass of

the Charge class and defining its motion along the x, y, and z directions as functions

of time.

Once the electric and magnetic fields in the system have been determined by

PyCharge, we can calculate the Poynting vector S (the directional energy flux of the

EM fields), defined by

S =
1

µ0

E×B. (5.32)

The magnitude of the Poynting vector from the EM fields generated by an oscillating
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Figure 5.4: The scalar potential and electric field components (shown as arrows) gen-
erated by two stationary, opposite point charges (shown as red dots).
The sources (with charge magnitude e) are separated by 20 nm along the
x axis. The scalar potential is plotted on a symmetrical logarithmic scale
that is linear between −10−2 V and 102 V.

electric dipole with an initial dipole moment d0 of 2e × 10−9 C·m and an angular

frequency ω0 of 5× 1016 rad/s is shown in Fig. 5.5.

5.4.2 Two Coupled Dipoles

In this section, we simulate two coupled dipoles (modeled as LOs) in a system and

calculate their modified radiative properties. An example program code for simulating

two s dipoles (transverse), which are polarized along the y axis and separated by 80

nm along the x axis, is shown in Listing 2. The two dipoles have a natural angular

frequency ω0 of 200π × 1012 rad/s and are simulated over 40,000 time steps (with

a time step dt of 10−18 s). The two charges in the dipole both have a mass of me

(the effective mass of the dipole is me/2) and a charge magnitude of e. Once the

simulation is complete, the Simuation and related source objects are saved into the
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Figure 5.5: The magnitude of the Poynting vector of the EM field generated by two
harmonically oscillating, opposite point charges (shown as red dots). The
sources (with charge magnitude e) oscillate around the origin with an
amplitude of 2 nm and an angular frequency ω0 of 5× 1016 rad/s.

file s_dipoles.dat, which can be accessed for analyses. The dipoles begin oscillating

in phase with an initial charge displacement rdip of 1 nm, resulting in superradiance

and a modified SE rate γ+. The rate γ+ and frequency shift δ12 are then calculated in

PyCharge by curve fitting the kinetic energy of the dipole (using the kinetic energy

values after the 10,000 time step), as discussed in Sec. 5.2.4. As well, the theoretical

values for γ12 (related to γ+ by Eq. (5.25)) and δ12 are calculated by PyCharge using

Eqs. (5.24) and (5.26).

The radiative properties of two coupled dipoles as a function of separation can

be calculated by repeatedly running the previous simulation while sweeping across

a range of dipole separation values. Using this technique, the modified rate γ+ and

frequency shift δ12 for in phase (superradiant) s and p dipoles, scaled by the free-space

emission rate γ0, are plotted in Fig 5.6. The theoretical results from QED theory are

also shown in the figure, and the relative errors values (< 0.2%) are provided.
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1 import pycharge as pc

2 from numpy import pi

3 timesteps = 40000

4 dt = 1e-18

5 omega_0 = 100e12*2*pi

6 origins = ((0, 0, 0), (80e-9, 0, 0))

7 init_r = (0, 1e-9, 0)

8 sources = (pc.Dipole(omega_0, origins[0], init_r),

9 pc.Dipole(omega_0, origins[1], init_r))

10 simulation = pc.Simulation(sources)

11 simulation.run(timesteps, dt, 's_dipoles.dat')

12 d_12, g_plus = pc.calculate_dipole_properties(

13 sources[0], first_index=10000)

14 d_12_th, g_12_th = pc.s_dipole_theory(

15 r=1e-9, d_12=80e-9, omega_0=omega_0)

Listing 2: Runs the simulation of two coupled (in phase) s dipoles and calculates their
radiative properties, as well as the theoretical radiative results from QED
theory. From the code: δ12 = 156.919, δ12,th = 156.926, γ+ = 1.997, and
γ12,th = 0.994 (scaled in units of γ0).

We can also plot the normalized populations of the excited state of two coupled

dipoles, ρaa(t) and ρbb(t), using the normalized total energy of the dipoles at each time

step (Eqs. (5.22) and (5.23)). This yields particularly interesting results for coupled

dipoles with small separations when one dipole is initially excited (ρaa(0) = 1) and

other is not (ρbb(0) = 0). In this scenario, the populations are a linear combination of

the superradiant and subraddiant states, which leads to the observed energy transfer

between dipoles known as Förster coupling,4 as further discussed in Sec. 5.7. This

phenomenon can be simulated in PyCharge by initializing the excited dipole with

a much larger dipole moment (and total energy) than the other. The simulation

results and analytical solution, given in Eqs. (5.44) and (5.45), are shown in Fig. 5.7.

4The solution calculated by PyCharge is more general as we also include dynamical coupling
terms beyond the usual 1/|r|3 static coupling regime, but the Förster coupling is fully recovered.
Indeed for chains of coupled dipoles, the retardation effects become essential to include [109].
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Figure 5.6: The simulated and theoretical frequency shift δ12 (top) and SE rate γ+

(bottom) of superradiant s and p dipoles as functions of separation. The
frequency shift and SE rate are scaled by the free-space decay rate γ0,
and the separation is scaled by the dipole’s wavelength λ0. The value of
γ0 for the dipoles is 19.791 MHz (q = e, m = me/2, and ω0 = 200π× 1012

rad/s). The frequency shift is plotted on a symmetrical logarithmic scale
that is linear between −10−1 γ0 and 101 γ0. The theoretical values for
γ+ and δ12 are calculated by PyCharge using Eqs. (5.24) and (5.26). The
average relative errors of the δ12 and γ+ values for the p dipoles are 0.15%
and 0.04%, and for the s dipoles are 0.19% and 0.13%.

Additionally, the dipole moment of dipole a in the frequency domain is shown in

Fig. 5.8, which clearly shows the frequency peaks of the subradiant and supperradiant

states.5 The dipole moment of an isolated LO in the frequency domain is also shown

for comparison.

5An identical frequency plot could also be created using the dipole moment of dipole b.
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natural angular frequency ω0 of 400π × 1012 rad/s. The free-space decay
rate γ0 of the dipoles is 7.916 GHz (q = 20e and m = me/2). The total
energy is calculated using Eq. (5.22), and the analytical solutions for the
excited state populations are given in Eqs. (5.44) and (5.45).
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Figure 5.8: The dipole moment in the frequency domain for one isolated LO (free-
space decay) and two coupled LOs in free-space, where the latter response
clearly shows the subradiant (lower energy resonance) and supperradiant
states (higher energy resonance). The two LOs are separated by 80 nm
and both have angular frequencies of 400π×1012 rad/s, and the theoretical
(scaled) frequency shift δ12 is 18.86 γ0.



5.5. CONCLUSIONS 97

1 from numpy import pi, cos

2 import pycharge as pc

3 def fun_origin(t):

4 x = 1e-10*cos(1e12*2*pi*t)

5 return ((x, 0, 0))

6 omega_0 = 100e12*2*pi

7 init_d = (0, 1e-9, 0)

8 source = pc.Dipole(omega_0, fun_origin, init_d)

Listing 3: Instantiates a Dipole object with a time-dependent origin position that
oscillates along the x axis with an amplitude of 0.1 nm and an angular
frequency of 2π × 1012 rad/s.

5.4.3 Moving Dipoles

In addition to stationary dipoles, PyCharge can self-consistently simulate moving

dipoles (e.g., oscillating) with a time-dependent origin (center of mass) position.

Other direct EM simulation approaches, such as the FDTD method, cannot accu-

rately model moving dipoles, which can have practical importance for nano-scale in-

teractions as real atoms are rarely stationary. Thus, PyCharge can be used to explore

new physics phenomena that arise from this additional dipole motion (e.g., phonons

in dipole chains). Simulations with moving dipoles are performed in PyCharge by

creating a function that accepts the time t as a parameter and returns the position

of the dipole’s origin position at t as a three element array (x, y, z). This function

is then passed as a parameter when instantiating the Dipole object. An example of

instantiating a Dipole object with a time-dependent origin is given in Listing 3.

5.5 Conclusions

PyCharge was developed as an open-source simulation package to allow both novice

and experienced users model a wide range of classical electrodynamics systems using
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point charges. PyCharge can calculate the time-dependent, relativistically correct EM

fields and potentials generated by moving point charges with predefined trajectories.

The user can create custom point charge objects in PyCharge by defining the x, y, and

z charge positions as functions of time. PyCharge can also self-consistently simulate

the motion of LOs (dipoles), which are driven by the electric field generated by the

other sources in the system. With only a few lines of code to set up the simulation,

PyCharge can return the calculated modified radiative properties of the LOs (SE rate

and frequency shift) in the system.

Simulating multiple LOs in PyCharge is numerically exact and does not rely on

a Markov approximation, which has clear advantages for scaling to multiple dipoles

where analytically solving chains of atoms via coupling rates and master equations

becomes tedious and eventually intractable. As well, the origin position of the LOs

can be stationary or time-dependent, and the latter is often very difficult to calculate

analytically. We hope that PyCharge will prove useful as a novel simulator in the

rapidly advancing field of computational electrodynamics, and expect that future

versions of PyCharge will be improved by implementing new ideas from the open-

source research community.
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5.7 Appendix A: Green’s Functions, Quantum Master Equations, and

Analytical Expressions for the Radiative Decay Rates and Coupling

Parameters

5.7.1 Green’s Function for Free-Space

To describe the general theory of light emission, we first define the dyadic Green’s

function G(r, r′;ω), which describes the field response at r to an oscillating polariza-

tion dipole at r′ as a function of frequency. The Green’s function is the solution to

the wave equation [96, 110, 111]

[
∇×∇×−ω

2

c2
ε(r)

]
G (r, r′, ω) =

ω2

c2
Iδ (r− r′) , (5.33)

where I is the unit dyadic , and ε = n2 is the dielectric constant that we will assume

is lossless (real), and we also assume a non-magnetic material. For a homogeneous

dielectric with a refractive index n (where n = 1 in a free-space medium), the ho-

mogeneous Green’s function can be written analytically given the wavevector in the

background medium k = ωn/c:

Ghom(R;ω) =

(
I +
∇∇
k2

)
k2

0e
ikR

4πR

=
µ0k

2
0 exp (ikR)

4πR

[(
1 +

ikR− 1

k2R2

)
I

+

(
3− 3ikR− k2R2

k2R2

)
R⊗R

R2

]
+
δ(R)

3n2
I,

(5.34)

where R = |R| = |r− r′| and k0 = ω/c.

Although it is possible to analytically define the exact time-dependent solution

from a Fourier transform of an exact Dyson solution in the presence of a finite number
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of quantum emitters (treated as quantized harmonic oscillators), and thus obtain an

exact solution to the emitted spectrum [112, 113], below we present a simpler and more

common solution (by invoking a Markov approximation) that immediately connects

to the main physics regimes studied in this paper.

5.7.2 Quantum Master Equation for Coupled Two Level Systems and the

Coupling Rates

In QED, treating the atoms as TLSs, one can use a Born-Markov approximation to

derive the master equation for the reduced density ρ, where the decay rates γij appear

directly as Lindblad superoperators, and δ12 is a simple frequency shift ωi → ωi + δij.

For two coupled TLSs, a and b, the resulting master equation (in the interaction

picture) is [104, 106, 114]

dρ

dt
=

∑
α, β=a, b

γαβ(ωα)

2

[
2σ−α ρσ

+
β − σ+

α σ
−
β ρ− ρσ+

α σ
−
β

]
− i
[(
δab(ωb)σ

+
a σ
−
b + δba(ωa)σ

+
b σ
−
a

)
, ρ
]
, (5.35)

where σ±α and σ±β are the Pauli operators for the TLSs (i.e., σ+
α = |eα〉 〈gα| and

σ−α = |gα〉 〈eα|). The master equation accounts for the interactions between the

quantum emitters and the surrounding environment, and we have also used a rotating

wave approximation.

For two coupled TLSs, a and b, with equal resonance frequencies (ω0 = ωa = ωb),

the effective decay rates and frequency shifts for use in the quantum master equations,
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as also defined in the main text, are given by [104, 106]

γαβ =
2d†α · ImG(rα, rβ, ω0) · dβ

ε0~
(5.36)

and

δαβ|α 6=β = − 1

ε0~
d†α · ReG(rα.rβ, ω0) · dβ. (5.37)

Assuming the two TLSs are identical (da = db and ωa = ωb), we now define the

on-resonance Markovian decay rates as γ0 ≡ γaa = γbb and γ12 ≡ γab = γba, and also

define the frequency shift δ12 ≡ δab = δba, which are the three key rates (γ0, γ12, δ12)

that we use in the main text, along with γ± = γ0 ± γ12. Although the expressions

in terms of the photonic Green’s function are general for any medium, to recover the

free-space dipole problem in the main text, we simply replace G by Ghom and obtain

these rates analytically (within a Markov approximation, i.e., evaluated at a single

frequency). We can rewrite the quantum master equation for two coupled TLSs with

equal resonance frequencies as

dρ

dt
=
∑

α, β=a, b

γαβ
2

[
2σ+

α ρσ
−
β − σ+

α σ
−
β ρ− ρσ+

α σ
−
β

]
− iδ12

[(
σ+
a σ
−
b + σ+

b σ
−
a

)
, ρ
]
. (5.38)

From the master equation, we can easily derive the equation of motion for any

observable of interest, i.e., from 〈Ȯ〉 = 〈ρ̇O〉 = Tr(ρ̇O). For example, the population
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equation of motion for the two coupled dipoles are

ρ̇aa = −γaaρaa − γabρab − iδabρab, (5.39)

ρ̇bb = −γbbρbb − γbaρba + iδbaρba, (5.40)

where the density matrix elements are ραβ = 〈α|ρ|β〉. In the next section, we will

solve the density matrix equations in a different basis (using the dressed states),

which both simplifies their solution and clearly shows the collective modified decay

rates for the superradiant and subradiant states – which decay with the rates γ+ and

γ−, respectively.

5.7.3 Time-Dependent Solution to the Master Equation for Initially Ex-

cited Atoms

With no initial driving field included, the reduced master equation (Eq. (5.38)) can be

solved analytically. To make this clear, we can restrict the size of the basis to include

the following four states: |I〉 = |ga, gb〉, |II〉 = |ea, eb〉, and |±〉 = 1/
√

2 (|ea, gb〉 ±

|ga, eb〉), where g and e label the ground and excited states of the TLSs. If the initial

excitation only involves the density matrix elements ρ++, ρ−−, ρ+−, and ρ−+ (so only

the atoms are excited, i.e., the fields are in a vacuum state, |φ〉fields = |{0〉}), with

ραβ = |α〉 〈β|, then we have the following density matrix equations for two identical
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TLSs:

ρ̇++ = −(γ0 + γ12)ρ++,

ρ̇−− = −(γ0 − γ12)ρ−−,

ρ̇+− = −(γ0 + i2δ12)ρ+−,

ρ̇−+ = −(γ0 − i2δ12)ρ−+,

(5.41)

which have the explicit solutions

ρ++(t) = ρ++(0)e−(γ0+γ12)t,

ρ−−(t) = ρ−−(0)e−(γ0−γ12)t,

ρ+−(t) = ρ+−(0)e−(γ0+2iδ12)t,

ρ−+(t) = ρ−+(0)e−(γ0−2iδ12)t,

(5.42)

which is a particular case of weak excitation, so the two quantum state (|II〉) is

decoupled. Consequently, this coupled TLS solution recovers the solution of coupled

quantized harmonic oscillators, and this is also why the radiative decay of classical

LOs are then identical in this limit.

These decay solutions are precisely the cases of superradiant decay, subradiant de-

cay, and a linear combination of superradiant and subradiant decay. The latter case

will cause population beatings that oscillate with a beating time of Tbeat = π/δ12. Al-

though we have derived these equations in a Markov approximation, we note that this

is not necessary in general, and the full time-dependent quantum dynamics can also

be worked out analytically in a weak excitation approximation [113]. The PyCharge

simulations are also numerically exact and do not rely on a Markov approximation,

and have clear advantages for scaling to multiple dipoles, where analytically solv-

ing chains of atoms via coupling rates and master equations becomes tedious and
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eventually intractable.

The expectation values for observables in the original bases are derived in the

usual way, e.g., for the excited population in the TLS a, we have

ρaa = 〈σ+
a σ
−
a 〉 =

∑
i,j

〈j|σ+
a σ
−
a |i〉 ρji, (5.43)

where i, j sums over states |I〉 , |II〉 , and |±〉, and similarly for ρbb. For an initial

condition of ρaa(0) = 1 and ρbb(0) = ρba(0) = ρab(0) = 0, this is equivalent to having

ρ++(0) = ρ+−(0) + ρ−+(0) = ρ−−(0) = 1/4. The explicit time-dependent solutions

for the population decays, from Eq. (5.42), is

ρaa(t) =
1

4

(
e−(γ0−γ12)t + e−(γ0+γ12)t + 2 cos(2δ12t)e

−γ0t) (5.44)

and

ρbb(t) =
1

4

(
e−(γ0−γ12)t + e−(γ0+γ12)t − 2 cos(2δ12t)e

−γ0t) . (5.45)

Finally, in the limit of very small dipole separations, where γ12 ≈ γ0, we have the

approximate solutions

ρaa(t) ≈
1

4

(
1 + e−2γ0t + 2 cos(2δ12t)e

−γ0t) (5.46)

and

ρb(t) ≈
1

4

(
1 + e−2γ0t − 2 cos(2δ12t)e

−γ0t) . (5.47)
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5.8 Appendix B: Fermi’s Golden Rule for the Free-Space Spontaneous

Emission Rate

Here, we briefly show the standard Fermi’s golden rule approach for calculating the

free-space SE rate. Fermi’s golden rule is written as

Γi→f (ωf ) =
2π

~
|〈i|Hint|f〉|2D(ωf ), (5.48)

whereD is the density of states (assumed to be approximately constant over the region

of emission), and i and f are the initial and final states, respectively. Consistent with

the Markov approximation in the density matrix approach, this is also a long time

Markovian “rate”.

The dipole interaction Hamiltonian Hint has the usual form

Hint = −
∑
k,η

√
~ωk

2ε0

(
σ+ + σ−

)
dge ·

(
fk,ηâk,η + f∗k,ηâ

†
k,η

)
, (5.49)

where â†k,η and âk,η are the creation and annihilation operators for the fields at wave

vector k with polarization η. The classical normal modes can be written as

fk,η =
1√
V
ε̂k,ηe

ik·r, (5.50)

where V is an arbitrary volume.

Beginning in the excited state, |i〉 = |e, {0}〉 and evolving to the final state |f〉 =

|g,1k,η〉, the relevant matrix element for photon emission is

〈e, {0}|Hint|g,1k,η〉 =

√
~ωk

2ε0V
(ε̂k,η · dge) eik·r. (5.51)
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Computing the free-space density of states in the usual way, namely with periodic

boundary conditions, we have

D(ω0) =
ω2

0V

π2~c3
. (5.52)

Finally, using ωk ≈ ω0 and |ε̂k,η ·dge|2 = |dge|2/3 (isotropic averaging), the SE rate is

given by

Γ0 =
ω3

0|dge|2
3πε0~c3

, (5.53)

which is identical to the γ0 expressions in the main text (Eq. (5.18)), and also with

Eq. (5.24) when using the free-space Green’s function. Note in the quantum case, the

dipole matrix element is formally defined from dge = 〈g|d̂|e〉.
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Chapter 6

Conclusions and Future Work

6.1 Summary and Conclusions

In this thesis, we have discussed the emerging field of neuromorphic photonics and

its potential benefits as an alternative to the standard von Neumann architecture for

AI hardware acceleration. We introduced two novel neuromorphic photonic archi-

tectures: one for training deep neural networks using the direct feedback alignment

algorithm, and the other for solving ordinary and partial differential equations. Ex-

ecuting the direct feedback alignment algorithm in neuromorphic photonics offers

significant improvements in energy efficiency and training time, which could enable

the development of innovative neural network applications that would be impossible

to operate on current generation hardware. Finally, we presented a new compu-

tational method for self-consistent electrodynamics simulations of Lorentz oscillators

and moving point charges, which has the potential to be partially executed using neu-

romorphic photonics for solving the governing differential equations of the oscillator

models.
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6.2 Recommendations for Future Work

In future work, the proposed neuromorphic photonic architectures could be fabri-

cated and experimentally validated on a silicon photonics platform. Demonstrating

the training of a neural network completely on-chip, which requires integrated elec-

tronics for control and memory, would be a significant achievement for the field of

neuromorphic photonics. To further validate the photonic architecture, other datasets

besides the MNIST database should be used to train the neural networks. As well,

the energy consumption and maximum operating speeds of the photonic circuits used

to solve the differential equations should be further investigated and compared to

their electronic counterparts. Finally, a proof-of-concept experiment that uses a pho-

tonic circuit to execute electrodynamics simulations from the PyCharge framework

could showcase the potential of harnessing silicon photonics for a diverse range of

computational applications beyond neural network inference.
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