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Abstract 

Reactive maintenance in industry is associated with high downtime costs and the risk of catastrophic 

failure; predictive maintenance has the potential to mitigate these costs and risks. Currently, to analyze 

tool wear in CNC machines, rolling element bearing health, and other vibration-sensitive environments, 

accelerometers are used to gather vibration data. It is common in industry to use feature extraction (i.e., 

Fourier Transform) to identify fault frequencies in the vibration signals. Machine learning can also be 

used to identify patterns in the faulty equipment’s vibrations. Machine learning can provide accurate 

predictions on bearing and tool health from raw vibration data given enough data, training time, and 

computational power. However, connection to powerful computational resources (the cloud) is not 

always possible in remote locations or for security reasons. In many applications, it would be useful to 

leverage the power of machine learning in a local device. This practice is called edge computing, and its 

feasibility is investigated in this research.  

A small device is used to demonstrate a low-cost, easy to install solution. Data preprocessing, model 

training, and data analysis are all possible on a small local device. However, it is possible to save time 

and computational power by training the model elsewhere and simply using it for inference (to make 

predictions) on the small device. 

The prediction accuracy and time to compute of eight machine learning models was compared between 

a high-end CPU and a small device CPU over four data sets (two bearing health and two tool wear). From 

all the models, a convolutional neural network was shown to be optimal using compute time and 

accuracy as metrics. The small device CPU was able to make predictions in only 15 times the amount of 

time as the high-end CPU. In this way, the tests verified the feasibility of using an edge computing device 

with machine learning for machine condition monitoring. 
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Chapter 1: Introduction and Motivation 

Introduction  

To perform machine learning analysis to predict machine health from vibrations on a small, local device 

is a challenging but worthwhile endeavour. Proving the feasibility of this operation will encourage 

members in industry and research to investigate the benefits that come with live machine health 

feedback done locally. This work has been conducted so that in the future others will continue with 

similar research and edge computing machine learning devices will be implemented in industry for 

machine condition monitoring. 

This section will illustrate the intent and objective behind the experiments conducted for the research. A 

brief overview of Machine Condition Monitoring and its history, Machine Learning, and Edge Computing 

is given for context. 

1.1 Reactive, Preventive, and Predictive Maintenance 

Machinery will always be susceptible to wear and therefore require maintenance. This could vary from 

replacement of a small part to the entire device. Maintenance is practiced in different ways but can be 

represented by three main categories: reactive, preventive, and predictive [Poor et al]. Each approach 

has advantages and disadvantages, but in many cases predictive maintenance saves on time and cost. 

1.1.1 Reactive Maintenance 

Reactive maintenancetra is the practice of performing corrective actions only upon failure of a machine 

or its parts. While this method allows for maximal per-component runtime and use throughout the 

lifecycle of any given part, it lacks in sensibility in terms of overall uptime and cost. The nature of this 
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type of maintenance results in large downtimes between failure and requires successful replacement of 

broken components. Allowing machinery parts to break before repair or replacement also runs a high 

risk of catastrophic failure, which can lead to even higher maintenance and labor costs, downtime, and 

personal or environmental harm. Regardless, this method is still commonly used in industry [Bloch and 

Geitner]. 

1.1.2 Preventive Maintenance 

Preventive maintenance seeks to address some of the disadvantages of reactive maintenance by 

replacing parts well before they fail. The schedule of maintenance can be determined by several metrics 

including, but not limited to, a time period (daily, weekly…) or the run cycle of a machine (number of 

production cycles). The only important factor is that there is a significant gap between when the 

maintenance is performed and when the failure is expected. Naturally, this type of maintenance 

includes more planned downtime and costs than reactive maintenance but can mitigate the risk of 

catastrophic failure and save on regular outage costs [Ogajii]. 

1.1.3 Predictive Maintenance 

Ultimately, both reactive and preventive maintenance are inefficient techniques in many applications. 

Ideally, a failure or machinery fault should be detected, diagnosed, and addressed at the end of the 

remaining useful life (RUL) of a machine or its parts, but not sooner. This would save on cost of labor and 

parts, downtime, and mitigate the risk of catastrophic failure. To achieve predictive maintenance, active 

monitoring of a machine and its parts is required. This practice of active monitoring is known as machine 

condition monitoring (MCM), also commonly called machine health monitoring. 
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1.2 Machine Condition Monitoring 

Machine condition monitoring is achieved through different methods depending on the type of 

machinery involved. In the case of rolling element bearings or CNC milling tools, vibration data can be 

collected and used to diagnose the health or wear of these respective components. Currently in 

industry, data are collected on or near the machinery, then processed through several devices before 

being analyzed at a central hub. This can be a long and tedious process, which inhibits the practice of 

predictive maintenance. 

1.2.1 Vibrations 

Vibrations are often measured via accelerometers attached onto or near the machinery. An example of 

the accelerometer layout for bearing health monitoring can be seen in Figure 1.1. While some faults can 

be identified through inspection of a raw vibration signal in the time domain, more subtle faults are 

imperceptible to the human eye [Swalhi]. 

 

Figure 1.1 – Accelerometers affixed to a rotating shaft and bearing. The sensors measure vibrations that occur during use. 

Vertical 
Accelerometer 

Axial 
Accelerometer Bearing 

Shaft 
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1.2.2 Feature Extraction 

Historically, to identify bearing faults via vibration signals, statistical features are extracted from the 

collected signal. These indicators can include the kurtosis, mean, variance and more (Figure 1.2).  

  

It can be a laborious process to obtain meaningful and interpretable results from manually extracted 

features. To know which extracted features are needed for the given problem and how to interpret 

results from those features require expertise, and trial and error. It is possible to use feature extraction 

to increase data dimensionality for use in machine learning, however the same problem applies in 

finding the most useful extracted features (statistical indicators). Typically, the vibration signal will be 

moved from the time domain to the frequency domain via a process called the Fast Fourier Transform 

(FFT) [Patil and Gaikwad]. This allows for quick identification of frequencies that can signify the presence 

of a fault. 

1.3 Machine Learning 

Rather than identify faults manually, machine learning – also known as artificial intelligence – can be 

leveraged to perform feature extraction or machinery health prediction automatically. Machine learning 

algorithms can take raw vibration data and identify patterns that signify the condition of a machine part 

(Figure 1.3). To create a robust model capable of this, expansive and well labeled data sets are required. 

Time (s) 

Accele

ration 

m/s2 

Raw Data Kurtosis 

Figure 1.2 - A representation of what raw vibration data and the moving kurtosis of that data looks like 

0 2 4 6 8
  

Time (s) 

Kurtosis 

(no units) 
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Additionally, machine learning can be computationally expensive, and is often performed via dedicated 

computers or servers. 

 

 

Figure 1.3 - Application of machine learning in MCM. The relationship between a vibration signal and tool health (top) can be 
found by feeding an ML algorithm some labeled vibration data (bottom) 

1.4 Edge Computing 

In the context of this thesis, edge computing can be defined as computing that is performed on-site and 

close in proximity to where the data is being gathered (within a few metres). Traditionally, computing is 

deferred off-site to high compute power resources like the cloud. 

In some cases, access to computing resources can be limited. For example, a remote location may not 

have access to cloud resources or a computing hub. In cases involving sensitive information it may be 

preferable to defer the use of an internet connection out of security concerns. Edge computing 

addresses these scenarios by providing data collection, preprocessing, and analysis on a small, local 

device. Additionally, the use of edge computing could streamline the predictive maintenance process by 

Vibration Signal 

Relationship 

Tool Health 

Vibration Signal ML algorithm Tool Wear Prediction 

Accele

ration 

m/s2 
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providing live feedback on the remaining useful life of a machine part on-site. Having one small local 

device can save on implementation costs, as there is less dedicated wiring, and other connections 

between devices. This means the monitoring system is more reliable and robust; each machine having 

its own maintenance device with no external connections also allows for quick and efficient replacement 

of the device. 

1.5 Objectives and Contributions 

The objective of this thesis is to demonstrate the feasibility of leveraging machine learning on an edge 

computing device to perform machine condition monitoring (Figure 1.4). Achieving this objective would 

provide an accurate, real-time, local assessment of machine health. This would allow facilities without 

access to high-end computational resources to collect and analyze vibration data locally via machine 

learning and therefore perform predictive maintenance automatically. Ultimately, this will save on 

machine downtime, reduce the risk of failure, and cost of labor and parts. Additionally, the application 

of a device capable of local analytics on a machine-by-machine basis may be appealing across many 

industrial sectors. Rather than have many different machines send vibration signals to a hub, each could 

have a decentralized edge computing device capable of autonomously providing analytics and sending 

maintenance requests. 

This research is novel in that it is the first known use of machine learning in an edge computing device to 

predict bearing health and CNC tool wear. Additionally, the research differs from others in comparing 

the accuracy and time to compute of an edge computing device versus a high-end CPU. 
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In summary, this thesis will: 

1. Diagnose bearing faults and tool wear using machine learning to analyze vibration signals on a high-

end CPU. 

2. Diagnose bearing faults and tool wear using machine learning to analyze vibration signals on a small 

device CPU (edge computing device). 

3. Compare the accuracy and time to compute of each experiment between the two CPUs to validate 

the feasibility of using ML in MCM on an edge computing device.  

1.6 Synopsis 

Data gathering, pre-processing, machine learning model training, and model prediction are all possible 

on a small local device. The challenge resides in performing these processes in a timely manner, 

comparable to that of a high-end CPU or cloud resources. Particularly, training a machine learning model 

can be computationally intensive. Fortunately, it is possible to train a machine learning model with 

vibration data before its use for prediction on an edge computing device. Once the model is trained, it 

Machinery 

Small CPU device 
Prediction 

Vibration 
signal 

ML 
analysis 

Preprocessing 

Figure 1.4 – Vibration signals collected from a machine are sent to a small CPU which will analyze the data and make a 
prediction on the machine health (in this thesis: bearing faults and tool wear) 
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can be loaded onto a small local device and used for inference to make machinery health predictions in 

a fraction of the time it takes to train the model. Using this method, it is possible to leverage complex 

and robust deep learning models to predict bearing health or tool wear given some vibration data in a 

matter of seconds. 

1.7 Tools 

This thesis research was conducted using online resources for vibration data. Additionally, some bearing 

data collected in a test environment from a peer’s research was used. 

1.7.1 Machine Learning Libraries 

Both simple machine learning libraries (scikit) and deep learning architectures (via TensorFlow) were 

used in the prediction of bearing health and CNC mill tool wear. 

1.7.2 Devices 

The high-end CPU used in the experiment was a Ryzen 3700X in a personal computer. The small, local 

edge computing device was a Rasperry Pi 3 which includes a single core ARM Cortex A-53 CPU. 

1.8 Organization of Thesis 

This work is separated into five chapters. Chapter 2 introduces key background concepts in greater 

detail and discusses relevant research and work in the field in the form of a literature review. Chapter 3 

describes the methods of the research. Chapter 4 presents the results of each experiment and discusses 

the significance of the findings. In Chapter 5, the implications of the results are discussed in terms of the 

research and industry applications. Possibilities for future work are expanded upon. 
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Chapter 2: Background and Literature Review 

Introduction 

Machine condition monitoring encompasses a broad range of research and industry applications. This 

thesis focuses on the use of vibration signals to diagnose machinery health. Within this area, there is still 

a large amount of research that has been conducted and is ongoing [Riaz et al]. The research reported 

here continues a recent trend of using machine learning to conduct analyses on vibration data [Kateris 

et al.]. It has been shown that machine learning methods that require statistical indicators and feature 

extraction can be used [Salunkhe and Desavale]. This thesis will cover those methods as well as using 

raw data with deep learning. Furthermore, the primary distinction of this research is the focus on 

conducting the entire process on an edge computing device. 

2.1 Machine Condition Monitoring 

Machine condition monitoring (also known as machine health monitoring or MCM) is an extremely 

broad topic, with applications ranging from mills to wind turbines. Beyond that, there are many types of 

monitoring for each application, including lubricant analysis and acoustic emissions. Historically, these 

practices were used for productive maintenance, with reliability engineers actively monitoring sensors 

on machinery. Presently, MCM lends itself towards predictive maintenance. Since the introduction of 

Industry 4.0 and the advent of the Internet of Things (IoT), there has been a trend towards using data 

science in MCM. Widely in literature and industry, data are collected on-site, and then analyses are 

performed using cloud resources, before being reviewed by data scientists or reliability engineers 

[Uhlmann et al]. This research concerns the data collected on-site being vibration signals from machine 

parts. 
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2.2 Vibrations 

Vibrations can be collected via accelerometers attached to a machine, measuring the minute movement 

of machinery. Machinery can cause vibrations that are indicative of a fault or malfunction present in the 

machinery or process. Unbalance and other mechanical faults, like misalignment or looseness, are 

characterized by low frequency vibrations (typically 10-1000Hz). Bearings produce high frequency 

vibrations due to their mechanical structure and subsequent natural frequencies [Mechefske 2005]. The 

frequency range for different bearings can vary widely which contributes further to the requirement of 

machinery knowledge before using vibrations in MCM. 

An example of a healthy and faulty bearing vibration signal can be seen in Figure 2.1. The use of 

vibration signals in MCM is seen throughout many papers in the literature [Mohanty][Peng and Chu].  

 

 

Figure 2.1 – Acceleration (m/s2) vs time (s) of healthy (0 – 10 sec) and faulty (10-20 sec) bearing vibration signal 

 

Time (s) 

Acceleration 

(m/s2) 
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Historically, this signal has had mathematics applied to obtain statistical indicators which would be 

leveraged by reliability engineers who have an intimate knowledge of the machinery to determine 

whether to investigate further. 

2.2.1 Noise 

It is important to note that there are many factors that can contribute to noise in a collected vibration 

signal. Improper installation of the accelerometer can cause it to move on the machine, which would 

produce an erroneous secondary signal. Interference with the accelerometer or within the electric 

components can also cause noise in the output. The machinery could be on a mechanically noisy shop 

floor, where vibration signals from the ground are picked up by an accelerometer. 

It is especially crucial to remember this when conducting experiments with curated data sets. The data 

are often collected in controlled environments, and the test results may not reflect an industrial setting 

accurately. 

2.3 Feature Extraction 

Feature extraction has been used historically to infer meaning from raw vibration signals, which are 

otherwise considerably less useful in terms of diagnosing machine health. Mathematical processes are 

conducted on raw vibration data to obtain statistical indicators such as kurtosis or mean. Alternatively, 

the vibration signal can be transformed from the time domain to the frequency domain via the Fourier 

Transform, to obtain a spectrum of frequencies. 
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2.3.1 Fourier Transform 

Ultimately, the Fourier Transform informs the data analyst which frequencies are present in the signal 

and how much that frequency persists. So, for a signal made up of 10, 20, 30, 40 and 50 Hz frequency 

waves, the Fourier transform will reveal those frequencies and their relative occurrence (Figure 2.2). 

  

Figure 2.2 - Fourier Transform example where a raw signal is shown on top – converted 
mathematically from the time domain into the frequency domain (bottom) via the Fourier 
Transform. 

Acceleration 

(m/s2) 

Acceleration 

(m/s2) 
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This can be useful when observing vibration signals collected from machinery as they will often exhibit 

frequencies in the Fourier Transform indicative of faults.  

2.3.2 Statistical Indicators 

Statistical indicators, such as kurtosis, mean, variance and others can be calculated from the raw 

vibration signal. Common statistical indicators and their formulae can be found in Table 2.1. 

Table 2.1 - Common statistical indicators and their formulae, where N is the number of data points in the sample signal 

Statistical Indicator (feature) Formula 

Mean 
𝑀𝑒𝑎𝑛 =

1

𝑁
∑ 𝑥𝑖

𝑁

𝑖=1
 

Standard Deviation (SD) 
𝑆𝐷 =  

1

𝑁
∑ (𝑥𝑖 − 𝑀𝑒𝑎𝑛)2

𝑁

𝑖=1
 

Kurtosis (K) 
𝐾 =   

1

𝑁
∑

𝑥𝑖 − 𝑀𝑒𝑎𝑛

𝑆𝐷

4𝑁

𝑖=1
 

Peak 𝑃𝑒𝑎𝑘 = max(|𝑥𝑖|) 

Root Mean Square (RMS) 

𝑅𝑀𝑆 = √
1

𝑁
∑ 𝑥𝑖

2
𝑁

𝑖=1
 

Crest Factor (CF) 
𝐶𝐹 =  

𝑃𝑒𝑎𝑘

𝑅𝑀𝑆
 

 

Historically, these extracted features can be used by a maintenance engineer to determine whether the 

machine should be examined further for faults or failure modes [Caesarendra]. The difference between 



14 
 

   

a healthy or faulty machine part can be seen visually when these features are plotted. Across much of 

MCM literature, the raw vibration signal is rarely used, in favor of statistical indicators. 

2.4 Cloud Computing 

To compute feature extraction can be computationally expensive. Often, maintenance practitioners and 

researchers will defer this process and any machine learning to the cloud. The idea is that it is possible 

to leverage the cloud to compute features from many more readings across an entire fleet of sensors 

and then report back to a central hub [Verstraeten et al]. However, cloud resources are not always 

available, or preferred. 

2.5 Edge Computing 

In the context of this thesis, edge computing can be defined as computing that is performed on-site and 

close in proximity to where the data is being gathered (within a few metres). To achieve this, a small 

device is utilized to suit a wide variety of applications, eliminating the need for additional space, power, 

or connection to a data centre. 

Rather than outsource data preprocessing and analysis, it can be performed on-site. The combination of 

using the cloud and machine learning together is popular in literature, but the applications of machine 

learning with edge computing are limited. It is worth investigating the possibility of performing the 

methods described for MCM in research typically done with the cloud, on an edge computing device. 

Not only would it satisfy some niche conditions, but it could also be used in a wider range of applications 

as an easy and accurate way to monitor machinery health locally. 

Ideally, an edge computing device would be capable of receiving raw vibration signals, processing them, 

and performing analysis to determine machinery health. At this time, this process has not been 

investigated in a scientifically rigorous manner for bearing health and tool wear. 
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2.6 Machine Learning 

Machine learning (ML) is becoming increasingly popular in MCM [Mohanraj et al.]. Machine learning 

simply describes a statistical model architecture capable of learning patterns from a data set and making 

predictions. Since the inception of ML, many “simple” models – described by rudimentary mathematical 

processes and no hidden computational layers – have become easy to use and publicly accessible. Deep 

learning architectures which employ complex learning methods can be constructed with the help of 

frameworks developed by the ML community [Tensorflow]. 

It is possible to perform machine health predictions with machine learning on raw vibration data, or 

statistical indicators, depending on the model. Typically, simple machine learning models will be fed a 

mixture of vibration data and statistical indicators, while supervised deep learning models will just take 

raw vibration signal data as their input. This is because the feature extraction is implemented by the 

deep learning model during training [Dara and Tumma]. 

2.6.1 Simple Machine Learning Models 

For the context of this thesis, “simple” machine learning models are those which are not included in 

section 2.6.2 “Deep Learning Models”. They are publicly available from online libraries and feature 

adaptations from statistical models. The objective of these simple machine learning models is to make 

some inference or prediction about a data set given a training set with accurate labels.  

Many of these models will have some general mathematics to determine their structure, and then use a 

loss function to optimize the values assigned to their parameters [Wang et al.]. While there are many 

simple ML models, this section will cover those used in this thesis, but not how they were used. The 

methodology will be covered in Chapter 3: Methods. 
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Regression and Regularization 

Linear models are perhaps the most widely known, and simple machine learning algorithms. Their basis 

is directly from statistics, as they estimate a linear relationship between the data and their labels. That is 

to say, a predetermined shape from an estimated model. Regression is the process of determining the 

parameters that complete this model given by the common equation 

 

 

where y is the output, x is the input, and the estimated parameters are m and b, the slope and the y-axis 

intercept respectively. 

This model can be extended to classification problems, where the prediction y falls into distinct groups 

called classes. This for example could be stages of flank wear on a milling tool, incrementing from 0 to 

0.5mm of wear by 0.1mm each class. 

Regularization is a means of reducing model overfitting (where it models too closely to training data) 

and is achieved by adding coefficients (that can be adjusted) to the features so that no one feature is too 

influential. In this thesis, a level of regularization was introduced by using sci-kit’s Ridge Regressor and 

Classifier for the tool wear and bearing health predictions, respectively.  

Regression has been used in MCM. Schlechtingen and Santos used it as a basis to compare other models 

when analyzing wind turbine faults [Schlechtingen and Santos]. 

 𝑦 = 𝑚𝑥 + 𝑏 
(2.1) 
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Naïve Bayes 

The naïve Bayes classifier is based on Bayes’ theorem defined by the equation 

or represented in English using Bayesian probability terminology 

where the posterior is the probability of the data belonging to class 𝐶𝑘 given 𝑥 (value) of features, the 

prior is the probability of observing the class 𝐶𝑘, the likelihood is the probability of 𝑥 being observed, 

and the evidence is the probability of observing 𝑥. Since the evidence remains constant and does not 

depend on C it can be ignored, leaving  

Commonly, the prior is estimated from the training data to simply be the probability of encountering a 

class 𝐶𝑘. For example, if there are two classes C1 and C2, where C1 has 4 features and C2 has 6 features 

then there would be a prior of 0.4 for C1 and 0.6 for C2. 

The likelihood, then, is also estimated in a similar manner. The probability of seeing the features in C1 is 

the number of times each respective feature occurs over the total number of features in C1. So, in this 

example if each feature has one occurrence in C1 then the likelihood of each would be 0.25.  

However, take for example if the feature set was unbalanced and the likelihood in C1 of feature x1 was 

0.25 and the feature of x2 was 0.1 the equation becomes 

 
𝑝(𝐶𝑘|𝑥) =

𝑝(𝐶𝑘)𝑝(𝑥|𝐶𝑘)

𝑝(𝑥)
 

(2.2) 

 𝑝𝑜𝑠𝑡𝑒𝑟𝑖𝑜𝑟 = 𝑝𝑟𝑖𝑜𝑟 ∗
𝑙𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑

𝑒𝑣𝑖𝑑𝑒𝑛𝑐𝑒
 (2.3) 

 𝑝𝑜𝑠𝑡𝑒𝑟𝑖𝑜𝑟 = 𝑝𝑟𝑖𝑜𝑟 ∗ 𝑙𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑 
(2.4) 
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The naivety of the Bayes classifier comes in that each feature in the data is independent of the others. 

This is quite a significant assumption, but in practice, the naïve Bayes classifier performs relatively well 

compared to other models. In ML, the naïve Bayes is described to have a high bias and low variance, 

meaning despite ignoring relationships between features, it is relatively accurate [Andrew Ng, Michael 

Jordan]. However, there is still desire for better predictions than the Naïve Bayes models can provide. 

K Nearest Neighbours 

K nearest neighbours (KNN) is another simple ML model. However, it is different from the other models 

in that it does not determine parameter values during training. The “K” in KNN determines the number 

of neighbours considered during classification. The model observes the data to see which K neighbours 

are nearest to the test point. The test point is then classified to the group which has the most 

neighbours nearest to it. Figure 2.3 shows an example where K is 8, so the 8 nearest neighbours to the 

test point (green) are considered. In this example, the majority of the neighbours are blue, so the test 

point would be classified as blue. It is clear to see how the value of K affects the result. 

 𝑝𝑜𝑠𝑡𝑒𝑟𝑖𝑜𝑟 = 0.4 ∗ 0.25 ∗ 0.1 
(2.5) 
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Figure 2.3 - KNN example, where the green test point is classified as blue with K = 8 

KNN addresses the issue of other ML models making no assumptions about the data or features. 

However, it can be computationally expensive to store all the data in memory during classification. 

Additionally, in data sets that are more than 2-dimentional, KNN models have difficulty making accurate 

predictions, especially in higher dimensional data sets where the data are likely to be spread apart. 

Support Vector Machine 

Support vector machines (SVM) act somewhat differently from the other models in that they attempt to 

find the optimal location of a line(s) or plane(s) in the data space that separates two (or more) classes. 

An SVM will achieve this by creating the maximum margin between two points in separate classes called 

the “support vectors”. Figure 2.4 shows the plane (also called a hyperplane) drawn between the two 

groups with the maximum margin found between the points. 
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Figure 2.4 – A Support Vector Machine drawing the optimal hyperplane between two classes, determined by the margin 

Higher dimensionality can be supported by SVMs through use of multiple or winding planes. Due to only 

needing to memorize the position of the support vectors (on the margin), the model can be 

computationally efficient once trained. However, the shortfall of SVMs is that they tend to overfit to the 

training data and will often misclassify more complex data sets. 

Random Forest Classifier 

The Random Forest Classifier is a continuation of earlier decision learning tree models. Decision trees 

construct decision rules from features in the input data to determine the output prediction. As data sets 

become more complex, the trees are required to grow deeper roots. Figure 2.5 and Table 2.2 show a 

simple and fictitious example of a small decision tree with roots only two decisions deep. 
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Table 2.2 - Data Chart for decision tree example  

Kurtosis 
(input) 

Mean 
(input) 

Health 
(output) 

1 35 Faulty 

1 2 Healthy 

5 45 Faulty 

1 8 Healthy 

1 10 Healthy 

5 12 Faulty 

 

A Random Forest is a collection of decision trees made from only parts of the data set, to avoid 

overfitting to the training data. The average parameters of the best trees in the forest are used to make 

the final prediction. This method is known as ensemble learning. Popular ensemble learning models 

include XGBoost and AdaBoost, both of which use gradient boosting to aid in optimization of the loss 

function. 

2.6.2 Deep Learning Models 

The exact definition of Deep Learning varies between literature, but it is widely accepted as being an 

artificial neural network that has three or more layers, or in other words, a network where the number 

Kurtosis < 2 

Mean < 30 

Healthy Faulty 

Faulty 

True 

True False 

False 

Figure 2.5 – Simple example of one decision tree that makes 
up an entire forest 
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of hidden layers is greater than 1 [LeCun et al.]. The purpose of deep learning at its inception was 

scalability. The data space was growing around 2013 and the need for more complex models that could 

perform when given more data were required. Typically, Deep Learning Models (DLM) are structured 

with some loose relation to the functions and anatomy of the brain. That is why in DLM discussions, the 

nodes in a model layer are referred to as “neurons”. These neurons take a group of weighted inputs, and 

returns an output after computing some function, called the activation.  

Feed Forward Neural Network 

Feed Forward Neural Networks (FFNNs) are the classic form of neural networks and sometimes referred 

to as a simple neural network. Data is simply “fed forward” from one layer of the network to the next 

(Figure 2.6). The model takes inputs into the “input layer” and passes them into the “hidden layers” – 

named this way because they are hidden from external viewers. The hidden layers are comprised of 

several neurons (also called perceptrons) each with a linear combination (i.e., weighted sum) and a 

nonlinear activation function (i.e., step function) (Figure 2.7). In a fully connected neural network, each 

neuron has inputs from all the entities in the previous layer. In Figure 2.6, the example shows each 

neuron in the first hidden layer receiving two inputs, one from each node in the input layer. Then, each 

neuron in the second hidden layer receives 5 inputs, one from each neuron in the first hidden layer. So, 

excluding the introduction of a bias, the number of weights in a network is given by the multiplication of 

each layer by the previous. In the example given in Figure 2.6, this would be 2 ∗ 5 + 5 ∗ 5 + 5 ∗ 3 = 50 

layers. 
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Figure 2.6 - A two-hidden-layer feed forward neural network where inputs are given on the left and outputs are given on the 
right 

  

Figure 2.7 - A single perceptron, with inputs coming in on the right (each with weights associated), into a linear combination and 
an activation (step) function 

Recurrent Neural Network 

Recurrent (or feedback) Neural Networks (RNNs) are similar to simple neural networks, except that they 

have additional functionality in data being “fed back” (Figure 2.8). This means there are signals travelling 

in both directions using loops (Figure 2.9). RNNs can be especially helpful when analyzing temporal data, 
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as they can remember the data from previous inputs over iterations of time [Medsker and Jain]. This 

utility can prove useful when analyzing machine vibrations, as symptoms of failure and wear may exhibit 

trends over time.  

 

Figure 2.8 - RNN, like a simple neural network but with data fed back "through time" to future iterations 

 

Figure 2.9 - An RNN perceptron, with input X at output h at time t passing through activation function tanh. The output is fed 
back into the next iteration 

Convolutional Neural Network 

Convolutional Neural Networks (CNNs) work by performing convolutions over the training data. The 

advantage of taking convolutions is to decrease the size of a neural network [Albawi et al.]. These 
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convolutional layers can identify patterns in the data. Typically, CNNs are used with images, where an N-

by-N pixel filter (e.g., 3X3) is passed over the image to compute a feature map. From that feature map, a 

prediction can be made about the nature of the image, usually object classification (Figure 2.10). 

 

“Dog, Running, Field” 

“Dog, Snow” 

Figure 2.10 - An image classifying CNN example 

Inputs 
Convolutional 

Layers 

Prediction 
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However, it is also possible to use CNNs for one-dimensional arrays of data. Figure 2.11 gives an 

example of a CNN taking in raw vibration data and making a prediction regarding the health of the 

machine. 

 

 

 

 

To illustrate how the convolutional layers in a 1D CNN work, Figure 2.12 shows a filter being passed 

through the data to compute values for the feature map. Here the filter (kernel), which remains the 

same throughout the computation, passes through the data computing a feature map from the sum of 

the multiplication of the filter and the input. 

Inputs 
Convolutional Layers 

Prediction 

Figure 2.11 - A CNN taking in raw vibration data where the letters represent the weights given to each input going into 
the convolutional (hidden) layers 
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 This type of neural network can be made extremely deep with many layers to take advantage of a large 

amount of data during training to make a robust and accurate model. This thesis leverages this model 

architecture to identify tool wear through machine vibrations. Of course, as the model size increases, so 

does the complexity of the computation and therefore time to compute. This would be problematic in 

the context of performing calculations on an edge-computing device. However, it is possible to train the 

CNN before using it to make predictions on a small device. This ultimately aids the objective of 

diagnosing machine health via vibration analysis with machine learning on a small CPU. The details of 

the experiment conducted to achieve this objective are covered in Chapter 3: Methods. 

  

Figure 2.12 - One dimensional Convolutional neural network feature map computation example where the raw vibration signal 
is multiplied by the filter and then summed to attain the feature map values. The feature map is a representation of the input 
that helps the model make predictions on the test data set. 

Multiplication 

Addition 

Acceleration 

(m/s2) 
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Chapter 3: Methods 

Introduction 

This chapter will outline the methods used for the experiment. A total of 64 tests were performed to 

obtain the results outlined in Chapter 4. A combination of tests with other models, data, and devices 

were omitted from this thesis. Also discussed in this chapter are tests run (besides the 64 for results) to 

choose the most efficient model parameters, among other tasks. 

Data sets were chosen with careful consideration given to quality and usability, each containing 

vibration signals either from milling machines or bearing test setups. Preprocessing and feature 

extraction were performed, as detailed in Sections 3.1.4 and 3.1.5. The data were fed into a variety of 

machine learning models, of which the selection and parameter optimization procedures are discussed. 

Once the models were trained, they were used to make predictions on bearing health and tool wear on 

two CPUs a (high-end PC and an edge computing device). The outcome of these predictions (over 64 

tests) make up the results. 

3.1 Data Sets 

3.1.1 Data Considerations 

For data to be useable in the context of machine learning, it is preferable that the set is relatively large 

(100000+ data points). This allows the use of simple and deep learning models which are typically more 

effective on larger data sets.  

Some data sets include data from other sensors, including acoustic emissions. However, this thesis is 

focused on vibration data, so other data is omitted even though it may positively impact the results. 
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Besides having enough data, its important that the data has a detailed experimental setup 

documentation for context. The data sets were chosen from scientific papers from an academic context 

for their cleanliness (complete, organized data sets). 

Often, data sets are missing crucial information or may have corrupted data. It is important to note that 

in addition to this issue, vibration data collected in industry can be noisy or inaccurate. The implications 

of this are discussed further in Chapter 5. 

Each data set was run through the Pandas Profiler – a report generation software that outlines the 

characteristics of the data set. It makes note of any duplicates present, or missing data, and can provide 

an easily interpretable visual presentation of the data. 

3.1.2 Bearing Health Data Sets 

Two data sets were used that contained vibration signals gathered from rolling element bearings. Each 

data set was comprised of test sets with healthy and faulty bearings. The training data for the models 

consisted of equal parts: vibration signals from a healthy bearing, and vibration signals from a bearing 

with an inner race fault (Figure 3.1). The fault is well-developed in both data sets which should lend to 

easier detection in ML predictions. This fault was chosen as it was common between the data sets. 

 

Figure 3.1 - Ball bearing with an inner race fault (crack) shown in red (exaggerated) 
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UOttawa Mendeley 

The Mendeley bearing vibration data features 60 data sets (five health conditions, four speed variations, 

three trials each). Each data set is part of a large experiment that was conducted based on two 

experimental settings: bearing health and varying speed condition. Five health conditions were tested 

including: 

1. A healthy bearing 

2. A bearing with an inner race defect (faulty) 

3. A bearing with an outer race defect (faulty) 

4. A bearing with a ball defect (faulty) 

5. A bearing with inner and outer race, and ball defects (faulty) 

Additionally, each health condition was tested at these four speed variations: 

1. Increasing speed 

2. Decreasing speed 

3. Increasing then decreasing speed 

4. Decreasing then increasing speed 

In total are 20 different cases for the experiment. Each case was trialed three times for a total of 60 data 

sets. Each set was sampled at 200,000Hz for 10 seconds. The operating rotational speed used in this 

experiment varied in a range of 14Hz to 30Hz depending on the data set. In this thesis, the first two 

health conditions were used (1+2), meaning a total of 24 data sets were used. 
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The Mendeley data, seen in Figure 3.2, consists of vibration signals in m/s2 over a time period of 10 

seconds. In Figure 3.2, a small portion of the total data was shown to allow for visual clarity. Figure 3.3 

shows the healthy bearing data beside the faulty bearing data. 

 

Figure 3.2 – Segment of vibration signal showing healthy bearing data from Mendeley data set over 10 seconds 

 

Figure 3.3 - Health condition “healthy” on the left half and “inner race fault” on the right half of the graph for the Mendeley 
bearing data set side by side over 10 seconds 

The experiments were performed on a SpectraQuest machinery fault simulator (MFS-PK5M). The 

experimental set-up is shown in Figure 3.4. The shaft is driven by a motor and the rotational speed is 

Acceleration 

(m/s2) 

Acceleration 

(m/s2) 

Time (s) 

Time (s) 
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controlled by an AC drive. Two ER16K ball bearings are installed to support the shaft, the left one is a 

healthy bearing and the right one is the experimental bearing, which is replaced by bearings of different 

health conditions. An accelerometer (ICP accelerometer, Model 623C01) is placed on the housing of the 

experimental bearing to collect the vibration data. In addition, an incremental encoder (EPC model 775) 

is installed to measure the shaft rotational speed. [Huang and Baddour] 

Figure 3.4 - Experimental setup for Mendeley Bearing data with labels for each component [courtesy of Mendeley] 

Laurentian Huneault 

The Dr. Mechefske lab research group conducted a similar set of experiments taken from another 

SpectraQuest fault simulator. Similar to the Mendeley data, many variations of fault types were 

collected. The full list can be found in Appendix A. In this thesis, two data sets were used and combined, 
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as was done with the Mendeley data. One healthy bearing vibration data set and one inner race fault 

bearing data set were used. The data includes vibrations from four accelerometers, located at: 

1. Motor End 

2. Pulley End Vertical 

3. Pulley End Horizontal 

4. Gearbox 

The first 0.1s of the Motor End data can be seen in Figure 3.5. Figure 3.5 shows one twelve-thousandths 

of the total Motor End faulty bearing data used. Each data set was collected over 1200seconds. The 

sampling rate was 10KHz so there exist twelve million times four data points for each data set. In total, 

96 million data points were gathered and later trimmed, as outlined in Section 3.1.4 Data Preprocessing.  

3.1.3 Tool Wear Data Sets 

Like the bearing data, two sets were collected for use in tool wear analysis. The first, from UC Berkeley 

provided by NASA, features two vibration signals corresponding to flank wear on a milling tool. The 

second, from the PHM Society, attributes flute wear to each cut with an associated vibration signal.  

Figure 3.5 - 0.1 second segment of Marc-Andre Hunealt's inner race bearing fault vibration data set 

Acceleration 

(m/s2) 



34 
 

   

UC Berkeley (courtesy of NASA) 

The NASA milling data set contains experiments on a milling machine under varying operating 

conditions. Although acoustic emissions and motor currents were also sampled, only vibrations were 

considered in this thesis. The vibrations collected during this experiment were obtained from 

accelerometers on the table and the spindle. A representation of the data can be found in Figure 3.6. 

 

Figure 3.6 - NASA milling vibration data set for tool wear. Spindle and table vibrations are shown vs time 

Each cut has an associated flank wear measurement taken after the test. This flank wear (VB), outlined 

in Figure 3.7, will make up the y-component of the data for the machine learning model. That is to say, 

the output or label given to the algorithm alongside the vibration data. Each cut of vibration data 

(9000*2 data points) has a flank wear associated with it. For the first cut, a flank wear of 0 is attributed, 

and for the last a flank wear of 0.5mm, with incremental wear assigned to the data throughout. 

Acceleration 

(m/s2) 
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Figure 3.7 - Flank wear (VB) on cutting tool [courtesy of Goebel and Agogino from UC Berkeley] 

The experimental setup was performed on the Matsuura machining center MC-510V. Vibration sensors 

(model 7201-50, ENDEVCO accelerometers) are mounted to the table and the spindle of the machining 

center. The chosen cutting speed was 826 rev/min at depths of 0.75mm and 1.5mm. The sensor 

mounted on the table is affixed to a clamping device alongside the other sensors, shown in Figure 3.8.  

 

Figure 3.8 - Clamping device on table with sensors affixed [from readme document detailing NASA dataset] 

The second vibration signal is from a sensor (same as before) attached to the spindle in a pre-existing 

threaded hole close to the tool. Both signals follow a path through amplifiers and filters detailed in the 

report [Goebel and Agogino]. Before reaching the computer, the signal runs through an RMS meter 
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custom built by UC Berkeley. The RMS device smoothes the signal to make it easier to utilize for analysis 

(Equation 3.1). The sampling rate of the sensor is 250Hz. 

Equation 3.1 - Equation defining RMS device function where T is the time constant, f(t) is the signal function 

 

 

(3.1) 

Additional information about the experiment can be found along with the data at: 

https://ti.arc.nasa.gov/tech/dash/groups/pcoe/prognostic-data-repository/ 

PHM Society 

“A high-speed CNC machine (Röders Tech RFM760) with spindle speed up to 42,000 rpm was selected 

for the experiment… three Kistler piezo accelerometers were mounted on the workpiece to measure the 

machine tool vibrations of cutting process in X, Y, Z direction respectively” [Li et al]. This setup can be 

seen in Figure 3.9. 

 

Figure 3.9 - Experimental setup for data provided by PHM Society, with "accelerometers" measuring vibrations [Li et al] 



37 
 

   

The tests were carried out with cutting speeds of 4.7m/min and spindle speeds of 23,600 RPM. Depth of 

cut for each pass was 108mm with a total of 252 passes. Flank wear was measured after cutting using a 

LEICA MZ12 microscopy system with a precision of 0.01mm. 

Flute wear is measured after each cut as seen in Figure 3.10.  

 

Figure 3.10 - Flute wear from PHM Society milling data associated with each cut 

A segment of the vibration data can be found in Figure 3.11. Each data point in the vibration signal is 

attributed with a corresponding tool wear also associated with the cut.  

Wear 

(mm*10-3) 
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Figure 3.11 - Segment of vibration signal in the x-direction collected in the PHM Society milling data set 

Running the Pandas Profiler revealed that the data also had a strange occurrence where the tool wear 

would be unchanged throughout several cuts (Figure 3.12) which could impact the model accuracy. So, a 

small segment of the data was taken for use with the ML algorithms that had normalized patterns 

(Figure 3.13 and 3.14) as discussed in 3.1.4 Data Preprocessing. 

Figure 3.12 – Histogram showing the tool wear data for test set four where the high volume 
of data points is where the tool wear remained stagnant throughout several cuts 
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Figure 3.13 - Histograms showing regular vibration and wear distribution in the segment of the PHM Society data set – obtained 
with Pandas Profiler 

 

Figure 3.14- Irregular interaction pattern caused by frozen tool wear data (left) vs regular vibration and wear interaction (right) 
– obtained with Pandas Profiler 
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3.1.4 Data Preprocessing 

The bearing data sets were both split into training, test, and validation sets from 8/10ths, 1/10ths, and 

1/10ths of the data respectfully. Then, the data was trimmed to 24,000 points total, to expediate model 

training and validation. This is a crucial step when considering the limited computing power of an edge-

computing device. Only one vibration signal was used in the Mendeley data set, and all four signals 

collected in the Laurentian data were used. 

The NASA milling data set features 9000 data points per cut for 13 cuts for a total of 117,000 data points 

for each of two sensors, totalling 234,000 entries. This number was similarly trimmed to 24,000 with the 

same train test split as the bearing data. The cuts considered in the PHM Society data were trimmed to 

280, each with 2400 data points, for a total of 672,000. A smaller segment of 24,000 points was taken 

that better represented the relationship between vibrations and tool wear throughout the experiment. 

3.1.5 Feature Extraction 

This thesis aims to present a semi-agnostic, hands-off ML model approach to MCM; it is not the 

objective to compare the performance of the input as a raw vibration signal versus extracted features. 

Fourier Transform 

It is typical in the MCM industry to perform a Fourier Transform on vibration data to convert it from the 

time domain to the frequency domain, where it is more readily analyzed by professionals. Importantly, 

bearings exhibit fault frequencies that can be more easily identified in the frequency domain. As the 

Fourier Transform method is primarily most effective for manual analysis, it was omitted from this 

research. 
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Statistical Indicators 

A variety of statistical indicators can be extracted from the raw vibration signal for use as input features 

in an ML model. The Mendeley data was used to illustrate several statistical indicators being calculated 

such as kurtosis and root mean square seen as in Figures 3.15 and 3.16.  

Early in experimentation, these manually extracted features were used with some ML models to 

increase data dimensionality, but the models scored low prediction accuracy. Likely this is because it is 

difficult to find the perfect combination of statistical indicators for each problem. Allowing for deep 

learning models to extract features themselves can address this issue. 

 

Figure 3.15 - Statistical Indicator Kurtosis (no units) for each time period of the faulty Mendeley bearing data 

 

Figure 3.16 - Statistical Indicator RMS for each time period of the faulty Mendeley bearing data 
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3.2 Machine Learning 

Machine learning can be a powerful tool, when used correctly. It is important not only to choose the 

right model for the problem, but to tune that model accordingly. Each type of model has different 

hyperparameters that affect the way it learns and conducts predictions. Adjustment of these 

parameters is crucial in obtaining best results. 

3.2.1 Simple Machine Learning 

The “simple” machine learning models (as outlined in Chapter 2.6.1) were tested under the expectation 

that they would perform quicker yet less accurate results than the complex Deep Learning Models. 

Hyperparameter adjustment for simple machine learning models happens in line with training, where 

the user can assign whatever parameters they choose, unique to each model. 

ML Models 

The simple ML models chosen for the experiment are covered in detail in Chapter 2. They were chosen 

for this experiment as they cover a wide range of applications and hold historical context in the ML 

industry. It is important to include historically successful models in an experiment as a basis for 

comparison. 

Scoring 

The models were scored on a combination of accuracy, precision, recall, and time to compute. The area 

under the precision recall curve was used as a scoring metric. Precision (True positives divided by the 

sum of true and false positives) and recall (true positives divided by the sum of true positives and false 

negatives) can be used in conjunction to summarize model skill. 

The scores were recorded manually for each model and its iterations. The strongest iteration of each 

model was determined via grid search (covered below), and an optimization between precision-recall 
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and time to compute. This optimization is defined by the Aloise score – which normalizes the accuracy 

score and time to compute of each model to a value between 0 and 1. The model with the lowest time 

to compute in a test group scores a 1, likewise the model with the highest accuracy. So, the highest 

possible score for a model is 2 if the model is the fastest and most accurate at prediction. [Appendix B] 

Grid Search 

To conduct hyperparameter tuning, the Grid Search method was employed. Grid Search allows for the 

user to set several hyperparameters that will be tested with and against each other in cross-validation 

training. An example of Grid Search being used with the random forest classifier can be seen in Figure 

3.17.  

 

Figure 3.17 - Grid Search example where many possible hyperparameters are given and tested with each other in training the 
model. 

The output of a grid search can be seen in Figure 3.18. This table shows a few of the possible outputs 

from the grid search, not including precision and recall. These results can be used with an optimizer to 

find the model parameters that have the highest percent-wise accuracy, precision, recall, and time to 

compute. 
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Figure 3.18- An output table from the grid search which shows the parameter combinations alongside their test score and time 
to compute. 

 

Figure 3.19- A graph representation of the optimization between time to compute and accuracy via the Aloise score for the KNN 
grid search on the Laurentian data set 

3.2.2 Deep Learning Models 

Deep learning models are typically exceptional when provided with a large amount of data. This is 

especially applicable in this thesis where millions of data points are provided in the chosen data sets. 
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Model Selection 

Three neural networks were trialed in this thesis (outlined in Chapter 2). These models were selected 

due to their historical relevance, ease of understanding, and capability. The feed-forward neural 

network is perhaps the simplest of deep learning models, while the RNN and CNN are next-generational. 

Both the RNN and CNN have some intuitive application in time-series vibration data. The expectation is 

that sufficiently deep neural networks will derive features from the raw data autonomously, and 

therefore achieve accurate predictions on bearing health and tool wear. 

Model Layers and Parameters 

Each model went through several iterations testing on the Mendeley data to determine the best model 

architecture in terms of layers and parameters. The starting point was loosely inspired by coursework 

and by [Krizhevsky et al]. Ultimately, a standard of four hidden layers with additional model-specific 

layers (pooling in the RNN) was chosen to strike a balance between model accuracy and compute time. 

As a deep learning model gets deeper (more layers) it becomes diminishingly more accurate but takes 

much longer to compute. For a fully connected network, the hidden layers increase compute time 

multiplicatively, as discussed in Chapter 2.6.1.  

It should be noted that every data set may be more accurately predicted with a slightly different model 

architecture, but this thesis aimed to create a “one-size fits all” model to achieve the objectives outlined 

in Chapter 1. It is possible that when applying the methods outlined in this thesis in industry, that 

further adjustments can be made to improve accuracy or time to compute. A more detailed breakdown 

of these adjustments is discussed in Chapter 5. 
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Scoring 

Like the simple machine learning models, the deep learning models were scored on accuracy, precision, 

recall, and time to compute. This aided in the layer and parameter selection process, as well as 

formulating the results. 

3.3 Implementation 

Each ML model was scored for accuracy, precision, recall, and time to compute for each set of vibration 

data (two for bearing health, two for tool wear) on each device (PC and Pi) for a total of 64 tests.  

3.3.1 Model Training 

Each model was first trained on the PC using the Ryzen 3700X CPU. For the simple machine learning 

models, this included the grid search. Once the models were trained against a large amount of data from 

each set, the models were “pickled” (packaged up) so they could be efficiently loaded onto a device in 

the future without retraining. This method exponentially increased the viability of using ML on an edge 

computing device for MCM as the training time for the models are upwards of 10 minutes whereas the 

predictions (inference) can be made in under a second. 

3.3.2 Inference on a PC 

Once each model was trained, they were run for inference on the PC and the results were collated. A 

total of 32 tests were recorded each with the model parameters, accuracy, precision, recall, and time to 

compute measured. 

3.3.3 Inference on a Raspberry Pi 3 

The Secure Shell Protocol (SSH) was used to connect directly to the Raspberry Pi where pickled models 

were loaded along with validation data. Loading the models and data took under a second for each test. 
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Once the requisite parts were loaded onto the Pi, it could be used for inference like on the PC to predict 

bearing health and tool wear. The Pi’s ARM Cortex A-53 performed calculations significantly slower than 

the PC, as expected. The results are detailed in Chapter 4. 
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Chapter 4 Results 

Introduction 

The results shown in this chapter are veritable and a result of a process of scientifically rigorous 

applications of machine learning. Data was handled properly to avoid leakage between training and test 

sets. This ensures a properly functioning, robust machine learning model after training. 

The processes for the tuning of the simple and deep learning ML models are described in this chapter.  

Also presented are the results for bearing health and tool wear prediction on the high-end CPU and 

edge computing device. Results tables derived from 64 separate tests with different machine learning 

models, data sets, and devices are presented. These results aim to fulfill the three goals defined earlier.  

In summary, using pre-trained models for inference on the Raspberry Pi allowed for accurate predictions 

and low compute times. This accomplishes the task set at the inception of the thesis, while still leaving 

plenty of room for improvement and future work. 

4.1 Model Optimization 

Simple ML models 

As discussed in Chapter 3 Methods, a grid search was used to optimize the hyperparameters of each 

simple machine learning model. The results of the grid search were exported to an excel sheet. The first 

eight rows of the KNN with the PHM Society data can be seen in Table 4.1 as an example. This example 

included 91 tests, the number of which varies between models depending on how many parameters 

were chosen as inputs for the grid search. Once this table was complete, the optimal parameters could 

be extracted. In this example, the mean absolute error and mean score time (time to compute) were 
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used with each other to find the model iteration with the lowest (percent wise) absolute error and time 

to compute 

Table 4.1 - First eight rows from the parameter grid search using the PHM Society milling data with the K-NN Algorithm 

Test # Rank mean_test_score mean_score_time parameters 

16 1 17.0554 0.0358 
{'leaf_size': 1, 'n_neighbors': 

17, 'weights': 'uniform'} 

52 2 17.0730 0.0182 
{'leaf_size': 10, 

'n_neighbors': 17, 'weights': 
'uniform'} 

70 2 17.0730 0.0182 
{'leaf_size': 15, 

'n_neighbors': 17, 'weights': 
'uniform'} 

34 4 17.0749 0.0208 
{'leaf_size': 5, 'n_neighbors': 

17, 'weights': 'uniform'} 

88 5 17.0909 0.0172 
{'leaf_size': 30, 

'n_neighbors': 17, 'weights': 
'uniform'} 

17 6 17.116 0.0366 
{'leaf_size': 1, 'n_neighbors': 

17, 'weights': 'distance'} 

14 7 17.122 0.0336 
{'leaf_size': 1, 'n_neighbors': 

15, 'weights': 'uniform'} 

32 8 17.123 0.0206 
{'leaf_size': 5, 'n_neighbors': 

15, 'weights': 'uniform'} 

 

Deep Learning Models 

The deep learning models showed a general trend of diminishing returns on precision, recall, and 

accuracy as more layers were added (Table 4.2). As the number of layers increases, so does the model 

complexity and therefore the time to compute. A visualization of this for the CNN using the Laurentian 

Huneault bearing data can be seen in Figure 4.1. The models begin to take much longer to compute and 

have lower increases in accuracy beyond four layers. This was chosen as a standard for all deep learning 

models, although there are differences in the trend between them. 
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Table 4.2 - CNN with bearing fault data. As the layers increase, so does the accuracy and the time to compute. Eventually, 
adding layers increases the accuracy only slightly but greatly increases the time to compute, which is undesirable. 

Layers PR-AUC Time To Compute (s) 

1 0.806 0.00132 

2 0.840 0.0105 

3 0.858 0.0555 

4 0.869 0.203 

5 0.871 0.514 

6 0.873 1.812 

 

Figure 4.1 - PR-AUC vs Time to compute for the CNN using bearing fault data. Moving from left to right, each point represents 
another layer being added, and the line drawn between shows the trend of diminishing returns. 

4.2 Bearing Fault Predictions 

Thirty-two tests were run to gather the results for bearing fault predictions. Each machine learning 

model was tested on the PC and the Pi, for both bearing health data sets.  

Table 4.3 shows varying results for the Laurentian data set throughout different models, with the 

highest score being achieved using the CNN with an accuracy of 77.5% and a precision-recall area under 

the curve score of 88.9%. The training time of this model was 112 seconds on the PC and 5534 seconds 

on the Pi. Model inference took 0.2 seconds on the PC and 3.77 seconds on the Pi.  
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Table 4.3 – Machine learning models and their accuracy, precision/recall, time to compute (on PC and Pi), and training time 
collated into a single table of results from testing. This table contains results from the Laurentian bearing health data set. 

Model 
Time to 

compute PC (s) 
Time to 

compute Pi (s) 
Accuracy PR-AUC 

Training Time 
(s) 

Aloise 
Score 

RFC 0.172 2.699 0.742 0.841 2369.234 0.863 

Ridge 
Classifier 

0.0156 0.398 0.746 0.850 502.4 1.365 

Naive 
Bayes 

0.001 0.122 0.740 0.825 0.109 1.030 

KNN 0.156 2.536 0.740 0.823 22.375 0.616 

SVM 0.391 6.408 0.755 0.839 62.875 0.242 

FFNN 0.203 3.172 0.760 0.855 120.906 1.000 

RNN 0.234 3.705 0.768 0.866 78.813 1.082 

CNN 0.203 3.773 0.775 0.889 112.188 1.419 

 

Table 4.4 shows a similar chart of test results when the ML algorithms were fed the Mendeley bearing 

health data. Similar results to the Laurentian data were found, with some minor variances. 
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Table 4.4 - Machine learning models and their accuracy, precision/recall, time to compute (on PC and Pi), and training time 
collated into a single table of results from testing. This table contains results from the Mendeley bearing health data set. 

Model 
Time to 

compute PC (s) 
Time to 

compute Pi (s) 
Accuracy PR-AUC 

Training 
Time (s) 

Aloise 
Score 

RFC 0.0156 0.258 0.747 0.809 652.187 1.141 

Ridge 
Classifier 

0.0150 0.229 0.752 0.810 352.15 1.160 

Naive 
Bayes 

0.0001 0.0280 0.744 0.807 0.0938 1.155 

KNN 0.125 2.014 0.745 0.796 6.391 0.635 

SVM 0.328 5.476 0.764 0.818 51.75 0.310 

FFNN 0.219 3.454 0.753 0.831 87.828 0.864 

RNN 0.406 5.306 0.758 0.845 49.656 0.721 

CNN 0.172 2.698 0.783 0.867 93.219 1.510 

 

The models behaved as expected, with the deep learning models achieving higher scores in slightly 

longer times. The accuracy, precision and recall scores were almost identical on the PC and the Pi 

(omitted for clarity). The time to compute was in the range of 15-20 times slower on the Pi than on the 

PC. This is within reason, as the CPU on the PC scores close to 50 times more powerful in benchmark 

tests [CPU benchmark]. 

4.3 Tool Wear Predictions 

An additional thirty-two tests were performed using the tool wear health data sets for each machine 

learning model on the PC and the PI. Similar results can be seen when compared to the bearing health 

predictions. Since the tool wear is a continuous output rather than a 0 or 1 (like the bearing health 

problem), this is a regression problem instead of a classification. This means that instead of scoring 

accuracy, precision, and recall, mean absolute error was calculated.  
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The mean absolute error was compared to the range of possible wear to get an estimate of the 

prediction accuracy. For the NASA milling data, the range was 0.5mm of wear, so a mean absolute error 

of 0.067mm would result in an accuracy of 86.57%. For the PHM Society data with a range of 0.12mm of 

wear, a mean absolute error of 0.0168mm results in an accuracy score of 86%.  This is not a perfect 

metric for accuracy, but since the dataset is well balanced, it is a good estimate. 

The best scoring model for the tool wear data was the recurrent neural network, rather than the 

convolutional neural network. This may be intuitive since tool wear progresses with time, and RNNs 

were designed to be effective when analyzing temporal data. However, as with most deep learning and 

hidden layers, definite conclusions cannot be drawn. The RNN scored a mean absolute error of 0.057mm 

(88.5% accuracy) for the NASA milling data with a time to compute on the PC of 0.078 seconds and on 

the Pi of 1.447 seconds. When using the PHM Society data set, the RNN scored an absolute error of 

0.0143mm (88.1% accuracy) with a time to compute of 0.42 seconds on the PC and 7.08 seconds on the 

Pi. The full results can be seen in Tables 4.5 and 4.6. 

Table 4.5 – Deep learning models and their mean absolute error, %accuracy, time to compute (on PC and Pi), and training time 
collated into a single table of results from testing. This table contains results from the NASA milling tool wear data set. 

 

Model 
Time to 

compute PC (s) 
Time to 

compute Pi (s) 
Mean Absolute 

Error (mm) 
Accuracy 

(%) 
Training 
Time (s) 

Aloise 
Score 

RFC 0.0132 0.263 0.0671 83.57 593.687 1.305 

Ridge 
Regression 

0.0038 0.111 0.0871 82.578 57.906 1.242 

Bayesian 
Ridge 

0.001 0.146 0.0966 80.674 4.109 0.985 

KNN 0.00480 0.143 0.0673 83.539 4.296 1.351 

SVM 0.0221 0.342 0.0883 82.333 17.234 1.115 

FFNN 0.0625 0.988 0.06 86 68.203 1.313 

RNN 0.140 2.516 0.0573 88.529 40.25 1.000 

CNN 0.0781 1.446 0.0617 87.66 42.687 1.334 
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Table 4.6 - Deep learning models and their mean absolute error, %accuracy, time to compute (on PC and Pi), and training time 
collated into a single table of results from testing. This table contains results from the PHM Society milling tool wear data set. 

Model 
Time to 

compute 
PC (s) 

Time to 
compute Pi (s) 

Mean Absolute 
Error (mm) 

Accuracy 
(%) 

Training 
Time (s) 

Aloise 
Score 

RFC 0.0625 1.0816 0.0168 85.99 2907.703 1.110 

Ridge 
Regression 

0.001 0.0948 0.0170 85.817 5.0313 1.137 

Bayesian 
Ridge 

0.0008 0.145 0.0174 85.459 42.391 0.995 

KNN 0.0938 1.444 0.0172 85.659 15.0938 0.949 

SVM 0.633 10.674 0.0162 86.481 756.109 0.391 

FFNN 0.321 4.313 0.0155 87.0748 608.297 1.219 

RNN 0.422 7.0845 0.0143 88.0730 408.151 1.339 

CNN 0.277 3.816 0.0149 87.606 423.155 1.470 

 

Notice that the time to compute for the CNN for both the bearing and tool wear predictions are lower 

than the RNN. If the same optimization used for the simple ML models between accuracy and time to 

compute was also used with the deep learning models, the CNN would be preferable for both the 

bearing health and tool wear predictions (rather than the RNN). It is interesting that the CNN takes 

longer to train than the RNN, but the inference time (for predictions) is opposite. 

Additionally, it is proven experimentally that pre-training a model and using it for inference is highly 

beneficial in saving compute time. The training is shown to be up to 2000 times longer than the 

inference time to compute. This can be the difference between being able to perform real time analysis 

for predictive maintenance and not. 

4.4 Limitations 

While the data sets used in this thesis were well curated, large and clean, they lack the practical effects 

of data collected from an industry setting. The data used worked well for the experiment conducted, but 
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the results should be considered with caution, as regular machine data would exhibit noise from various 

sources. 

It is important to note that the models may perform significantly worse predicting on data sets that they 

were not trained on (unlike in this thesis), but more robust models could be made by combining data 

sets for training. 

Several machine learning methods were attempted without success; greater detail regarding potential 

future work for improvements to the experiment are discussed. Even with experience, there is a wealth 

of research to be done in this area, and there was only a limited time to conduct tests. 

4.5 Significance 

The results shown in this Chapter satisfy the objectives set out in Chapter 1. To reiterate, the tests have: 

1. Diagnosed bearing faults and tool wear using machine learning to analyze vibration signals on a high-

end CPU; 

2. Diagnosed bearing faults and tool wear using machine learning to analyze vibration signals on a small 

device CPU (edge computing device); and 

3. Compared the accuracy and time to compute of each experiment between the two CPUs to validate 

the feasibility of using ML in MCM on an edge computing device.  

Also proven through this experiment is the hypothesis:  

to the extent that machine learning can be used on a high-end CPU for machine condition monitoring 

through vibration signal analysis, it can similarly be used on an edge computing device. 

This is shown through the relatively small time to compute for inference on the Raspberry Pi, which 

could feasibly be used to monitor bearing health or tool wear in real time for predictive maintenance.  



56 
 

   

Chapter 5: Conclusions and Future Work 

Introduction 

The implication for industry of the results gathered in this thesis is that it is plausible to conduct 

predictive maintenance locally by using machine learning on an edge computing device.  

This is the first known experiment comparing the use of machine learning on a high-end CPU vs an edge 

computing device for the purpose of predicting bearing health and tool wear.  

This finding will positively impact the MCM industry and encourage further research into small devices 

and their applications. Using edge computing to conduct MCM can eliminate the need for high-end 

computing resources and has the potential of being a more robust and reliable solution than current 

practices. 

5.1 Review 

This thesis proposes that there are significant benefits in using a small edge computing device to predict 

machine health. To demonstrate its feasibility, some objectives were defined that guided the research. 

Included were the tasks of diagnosing bearing faults and tool wear using machine learning to analyze 

vibration signals on a high-end CPU and a small device CPU. Once this was done, the machine learning 

accuracies and time to compute were compared between the devices to show the differences and 

effectiveness of a small CPU in performing machine learning predictions. The results showed that an 

edge computing device was equal in accuracy to a high-end CPU, and only took an average of 15 times 

as long to compute predictions. 
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Due diligence was necessary in creating valid results. The methods were well documented and detailed 

background on the subject matter and experiment were given. Optimization methods were used to 

improve model accuracy. Time to compute could be further improved with tools that are discussed in 

Section 5.2 but not utilized in this work due to the scope of the thesis. Limitations in the data (all 

collected in controlled test environments) mean that industry applicability is still desired but the 

effectiveness of the models in such settings may differ greatly. 

5.2 Future Work 

There are many areas open for improvement within the experiment, and directions to take similar 

research in the future. 

5.2.1 Data Manipulation 

In this thesis, only rudimentary preprocessing was employed. It is theoretically possible that taking other 

sequences of the data or splitting the training and testing sets differently could improve the model 

training. For example, it is possible that a memory-capable neural network like the LSTM [Staudemeyer 

and Morris] would perform better given a full data set in temporal order, rather than randomized like in 

this thesis. This would require one full data set for training and another for testing. 

To mimic an industrial application, some noise could be added to the signals to create more realistic 

results. 

Feature extraction was trialed in this thesis but did not aid in improving any of the supervised ML model 

accuracies. It is possible however, that the right combination of feature extracted signal transforms or 

statistical indicators could create an ML model that is faster (in time to compute) or more accurate than 

presented in this thesis. This would require consideration from an experienced maintenance or vibration 

engineer, in cooperation with a machine learning expert. 
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5.2.2 Model Improvements 

Optimization 

The ML models used in this thesis were optimized through trial and error, and with some publicly 

available prebuilt tools [scikit]. There is great potential that a specialized model can better predict 

machine health through vibration data. Alternatively, different hyperparameter combinations could 

improve the models. 

Binarization 

Binarized Neural Networks (BNNs) work through a binarization of weights [Simmons and Lee], seen in 

Equation 5.1. Binarization can achieve high levels of savings in terms of memory and computation 

(Figure 5.1). Work on binarized networks is ongoing and is a trending field as computational devices 

begin to plateau [Lin et al]. 

Equation 5.1 - Equation for BNNs showing the binarization of weights 

 𝑊𝑏 = sign (𝑊𝑟) (5.1) 

 



59 
 

   

 

Figure 5.1 - Binarized Neural Network compared to standard CNNs, showing how much memory and computational savings are 
possible. This study was performed on the analysis of the ImageNet classification. [Lin et al.]  

TensorFlow-Lite 

TensorFlow was utilized to create the deep learning models used in this thesis. However, TensorFlow 

also offers a tool suite called TensorFlow-Lite. The intended application for these tools is specifically in 

edge computing and other small devices. They specify the constraints that are listed throughout this 

thesis as potential benefits of using an edge computing device. Namely, “latency (there's no round-trip 

to a server), privacy (no personal data leaves the device), connectivity (internet connectivity is not 

required), size (reduced model and binary size) and power consumption (efficient inference and a lack of 

network connections)” [TensorFlow]. 

TensorFlow-Lite uses special formats (FlatBuffers) and other tools to generate efficient, high 

performance ML models. 

Although this thesis did not take advantage of TensorFlow-Lite, it should be a strong consideration for 

future work on edge-computing devices using machine learning. 
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5.2.3 Industry Applications 

The experiment conducted in this thesis was purely academic, and featured data sets from academic 

tests. However, implementing a small device to monitor machine health locally is possible and 

encouraged. Applying the models and devices in an industrial setting with industrial data is crucial to 

determining its viability for use in the real world. Vibration signals collected in an industry setting could 

be subject to noise from the environment including cables, nearby machines, and other environmental 

factors. This difference in signal could impact the efficacy of the ML models in a meaningful way, and 

adjustments could be made to accommodate. 

With accelerometers and a signal pipeline to an edge computing device, predictions could be made on 

machine health. Once predictions are made, a physical indicator could be programmed to indicate 

required maintenance, or a signal could be sent to an operator. An effort to implement such a setup in 

industry could illuminate the usefulness of using ML with vibration signals on an edge computing device. 

5.3 Conclusion 

Having a small, local device on or nearby a machine that could detect faults or predict tool wear can be 

beneficial. It could aid in the practice of predictive maintenance, saving on costs and mitigating risk of 

failure. Eliminating the need for connections between devices or to the internet deliver a potentially 

more reliable method of machine condition monitoring. 

This thesis experimentally supports that an edge computing device (Raspberry Pi 3) with a small CPU can 

perform accurate and fast predictions of bearing health and tool wear given vibration signals when 

compared to a high-end CPU.  

The details of the experiment are covered, and the results are discussed. A convolutional neural network 

scored the highest between the metrics of accuracy and time to compute. There is room for future work 
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directly related to the experiment conducted in this thesis, and for implementation in an industrial 

setting. Ultimately, this thesis hopes to encourage the research and use of small devices for machine 

condition monitoring. 
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Appendix A: Laurentian Data Set 
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Appendix B: Aloise Score 

The time to compute and accuracy are scored from 0 to 1 based on the relative results of the other 

models. These scores are summed to make the Aloise score, to estimate the best model. An example 

using the results for the Laurentian data is provided below. 

Model Time to 
Compute Pi (s) 

TTC Score PR-AUC Accuracy Score Aloise Score 

RFC 2.699 0.590041 0.841 0.272727 0.863 

Ridge 
Regression 

0.398 0.956093 0.85 
0.409091 1.365 

Bayesian 
Ridge 

0.122 1 0.825 
0.030303 1.030 

KNN 2.536 0.615972 0.823 0 0.616 

SVM 6.408 0 0.839 0.242424 0.242 

FFNN 3.172 0.514795 0.855 0.484848 1.000 

RNN 3.705 0.430003 0.866 0.651515 1.082 

CNN 3.773 0.419185 0.889 1 1.419 

 

 


