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Abstract
The sounds generated by a writing instrument (‘pen-chant’) provide a rich and underutilized source of information for pattern recognition. We examine the feasibility of
recognition of handwritten cursive text, exclusively through an analysis of acoustic emissions. We design and implement a family of recognizers using a template
matching approach, with templates and similarity measures derived variously from:
smoothed amplitude signal with fixed resolution, discrete sequence of magnitudes
obtained from peaks in the smoothed amplitude signal, and ordered tree obtained
from a scale space signal representation. Test results are presented for recognition
of isolated lowercase cursive characters and for whole words. We also present qualitative results for recognizing gestures such as circling, scratch-out, check-marks, and
hatching. Our first set of results, using samples provided by the author, yield recognition rates of over 70% (alphabet) and 90% (26 words), with a confidence of ±8%,
based solely on acoustic emissions. Our second set of results uses data gathered from
nine writers. These results demonstrate that acoustic emissions are a rich source of
information, usable – on their own or in conjunction with image-based features – to
solve pattern recognition problems. In future work, this approach can be applied
to writer identification, handwriting and gesture-based computer input technology,
emotion recognition, and temporal analysis of sketches.
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Chapter 1
Introduction
In this thesis, we investigate the acoustic emissions produced by a human writer, analyzing the sounds that are generated by the friction between the writing instrument
and the writing surface. The sounds produced during any activity carry information about what is occurring. In many pattern recognition situations, sound can be
recorded conveniently, and can supplement or replace visual sources of information.
Sounds produced during writing are generally sibilant, giving the informal impression that the acoustic signals are very noisy. However, the experiments we report
here demonstrate that these signals have the potential to be quite useful for pattern
recognition.
We explore the use of pen acoustic emissions to recognize handwritten characters,
words and simple shapes (‘gestures’). Other applications, such as writer identification,
are also possible. Our tests involve nine writers, writing for approximately 30 minutes
each. Recognition results are fairly good under a variety of conditions, using an
inexpensive microphone and direct-to-PC recording. The tests are preliminary, but
they provide convincing evidence that pen acoustics offer a promising and so far
1
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underutilized source of information for pattern recognition.
Recognition rates of handwriting recognition systems need to be very high [9]. We
are able to achieve recognition rates in the range 70% to 90% for samples collected
from a single writer. Although the recognition rates we achieve are not high enough
to serve as stand-alone solutions for handwriting recognitionnot competitive, acoustic
recognizers could be useful in multi-classifier systems for boosting recognition rates.
Multiple-classifier systems, which work by voting amongst diverse recognition algorithms, are most effective when the errors that the constituent classifiers make are
uncorrelated [18]. Since most handwriting recognizers classify inputs using imagebased features, there is reason to hope that acoustic-based classifiers will make errors
which are correlated less strongly with the errors made by image-based reconizers. In
this case, our acoustic-based recognizers should serve as advantageous supplements
in multi-classifier systems along with more conventional image-based recognizers.

1.1

Introducing Pen-chant

In the remainder of the thesis, we use the term ‘pen-chant’ to refer to the acoustic emissions generated during writing and drawing.1 Figure 1.1 shows a typical
pen-chant signal after some smoothing (explained in Chapter 3). Also shown is the
handwriting trace which gave rise to the acoustic emissions. Both are color coded to
indicate the correspondence between the written path of the pen and the time axis of
the pen-chant signal, and the green lines give some specific points of correspondence
between these two types of information.
1

Actually pen-chant will also refer more specifically to the smoothed amplitude signal (§3.4).
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Figure 1.1: The word ‘mango’ written with a ballpoint pen, and the corresponding
pen-chant audio (smoothed amplitude signal) captured by a microphone
attached to the pen.
Offline handwriting recognition concerns the analysis of static traces like the cursive ‘mango’ shown at the top of Figure 1.1. Online recognition leverages additional
information about the timeline of the trace, and possibly other information such as
pressure or writing angle, collected with the aid of a stylus or other speciallized hardware. Pen-chant acoustic information is seen here to correlate with the curvature of
the penstrokes, with high curvature corresponding to valleys in the acoustic amplitude. The amplitude peaks when the friction is at a local maximum, that is, when
the product of speed and pressure is greatest.

1.2

Featuration Strategies

Recognition algorithms hinge on some notion of features of the audio input. We
explored three kinds of recognition algorithms on the pen-chant, each with its own
style of pre-processing, transformations, etc. The simplest is function difference, with
the feature being the smoothed audio amplitude signal itself. The two signals are
subtracted, and the absolute value of the difference integrated. This integral defines
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a metric on the function space, which can be interpreted as a measure of similarity
between pairs of features.
The next approach is based on ‘peaks’ in the signal. We define a ‘peak’ as a
(time,magnitude) pair describing a maximum in the smoothed pen-chant signal. The
feature is then the sequence of peaks of the input, and two inputs are compared by
applying similarity measures between these sequences. Two such similarity measures,
both efficient to compute, are presented.
Our final approach transforms the signal into a multi-resolution scale-space representation, and features are defined and extracted there. Scale is defined in terms of
radius of a smoothing kernel, as described in §4.2. Two types of scale-space features
are considered – ordered trees, and sequences of ridges – both of which admit efficient
similarity measures.

1.3

Contributions

1. Identification of the potential for handwriting recognition based on pen acoustic
emissions. This is a new topic, one that is received with interest by the research
community, for instance at ICDAR 2009, the Tenth International Conference on
Document Analysis and Recognition, Barcelona, July 2009.
2. Design and implementation of apparatus to collect acoustic emissions during
writing (§3.3).
3. Design and execution of a user study to collect acoustic emissions from nine
writers. This involved obtaining GREB approval (Appendix B). Acoustic data
was gathered as participants wrote isolated letters, words, and gestures.

CHAPTER 1. INTRODUCTION

5

4. Creation of a database of pen acoustic emissions (with associated handwriting
images). A collection of eight replicates of each dataset was produced for a
single writer (the author), and a collection of four replicates of each dataset by
each of nine writers was obtained from the results of the user study. Using a
combination of manual and automatic processing (§3.5), the data was segmented
into individual segments (sounds produced by writing an individual letter, word,
or gesture), and the data was labeled with ground truth. This body of data,
consisting of acoustic and corresponding handwriting image data for 26 letters,
26 words, and 7 gestures is available for future researchers to use.
5. Investigation of the effectiveness of various forms of preprocessing for acoustic
emissions. The preprocessing that is considered includes smoothing, normalization and filtering (§3.4). The effectiveness of preprocessing is assessed by
observing the effect on the success rate of a subsequently-applied classification
algorithm.
6. Design and implementation of three recognition algorithms for pen-chant: the
function difference algorithm (§4.1), the peaks method, with two variants (§4.1.1),
and the scale-space method, with two variants (§4.2). Design involved significant theoretical breadth, touching of a number of areas of ongoing research in the
fields of pattern recognition and of algorithmic similarity measures (§2.3, §2.4,
and Chapter 4). Implementation included software for interactive visualization
and control of the algorithms, as well as scripts for preparing figures such as 5.4
and 5.11.
7. Quantitative demonstration of the effectiveness of pen-chant for handwriting
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recognition. The three algorithms described in contribution 6. were applied to
the datasets described in contribution 4.; §5.1.1 presents quantitative results,
demonstrating recognition rates of 90% for words and 70% for isolated characters, with a confidence of ±8%. Recognition of gestures is likely to be more
accurate than this, as we discuss qualitatively in §5.2. Also presented (§5.3)
and Appendix A is an in-depth examination of recognition performance as a
function of various settings of the algorithm parameters, using the data from
the user study.

1.4

Organization of Thesis

This thesis is structured as follows. Chapter 2 surveys related work. Chapter 3 concerns experimental design, data acquisition and segmentation. Chapter 4 provides
details about the algorithms used. The source code is available.2 Finally, Chapter 5
discusses findings concerning the behaviour of our three algorithms under various
preprocessing and algorithmic parameter settings. Chapter 6 sums up our contributions, with a hint at possible work for the future. Our GREB ethics application is
reproduced in Appendix B.

2

http://www.cs.queensu.ca/ seniuk/penchant

~

Chapter 2
Background
Handwriting recognition and speech recognition both have a rich research history [7,
26]. To the best of our knowledge, no previous studies have been conducted on the use
of pen sounds for handwriting recognition. The use of pen sounds for author detection
and verification is discussed in a patent [8], and mentioned in a publication [31].

2.1

Tactile and Scratch Acoustic User Interfaces

Sound-based gesture recognition is discussed in a recent paper by Harrison et al. [16].
This work was carried out concurrently with our own, indicating that various researchers are appreciating the potential benefits of sound-based online recognizers.
The classifier used by Harrison et al. is a decision tree, using features based on peak
count and relative amplitude in the gated audio power signal. They use a stethoscope
to improve the signal-to-noise ratio for a contact microphone; this is a technique which
we could profitably adopt. They report recognition rates of about 90% for a set of
six gestures, consisting of single or double taps, and up to four swipes (lines). It
7
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is interesting that their recognizer achieves the highest recognition accuracy on the
simpler gestures, while our recognizer achieves higher accuracy on more complicated
gestures. (As we report in Chapter 5, our classification accuracy is higher for words
than for isolated characters.) This may be due to differences in the task: it may be
that the complicated gestures in the Harrison et al. test set are newly learned by the
writer, showing greater variability than is observed between instances of the same
written word.
A novel input device, the Stane, is described in recent work by Murray-Smith et
al. [22]. This is an avocado-sized, textured, hand-held controller, which both senses
scratching by the fingernails and affords haptic feedback through vibrations. The
Stane is demonstrated by the inventors as a controller for an MP3 player. Part of
the power of the Stane is that it detects location of the scratching using multiple
microphones. Accurate positional information relaxes the need for recognition of a
large number of texture varieties, since the same scratched texture can mean different things on different parts of the surface of the device. In this connection it is
interesting that the TAI CHI project [25] has developed a method by which a single microphone can relay positional information, provided the impulse response of
the scratched surface is a known and sufficiently varying function of position. For
handwriting applications, we believe microphones would be unfeasible for detecting
pen position with sufficient accuracy to support recognition based on position, except
under the most exacting conditions.
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Mediating Speech and Handwriting Recognition

It is possible to consider pen-chant as a ‘non-vocal dialect’ of the language being
written. In this sense, it has parallels with speech recognition, in addition to being a
representation of handwritten text. Very little prior work has been done in acoustic
gesture recognition (and none on acoustic handwriting recognition). Here we briefly
discuss the vast fields of image-based handwriting recognition and acoustic-based
speech recognition.
Early in this research we experimented with applying existing open source speech
recognition tools – the Sphinx system [39] – directly to the problem of pen-chant recognition, leveraging this mature and powerful project from Carnegie Mellon. However,
the Sphinx system, like most speech recognition systems [7], uses mel-frequency cepstral methods [6, 27] which depend on timbre variation to distinguish between atomic
vocalizations for segmentation and feature extraction. This approach is not suitable
for pen-chant because the frequency spectrum of pen noise is uniformly distributed
and has little variation from one penstroke to another. Hence the mel-frequency cepstral features, which derive from the frequency spectrum of the acoustic signal, are
expected to make weak discriminators for a pen-chant recognizer.
Hidden Markov model (HMM) methods have been used by speech recognition researchers for decades [28]. These methods use regularities in the language to increase
the probability of correctly recognizing words or larger syntactic constructs. More
recently, HMM methods have been adopted by the handwriting recognition community. Starner et al. [35], for instance, apply HMM methods to on-line handwriting
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recognition. HMM methods can be expected to improve performance of any language
recognition system. We have not included HMM techniques in our present work because, while they improve performance, they complicate the system without providing
direct insights into the particulars of the features and recognition algorithms. Since
the use of pen acoustics for handwriting recognition is new, we wish to focus on these
aspects and leave supplemental optimizations, such as HMMs, to future work.

2.3

Scale-Space

Scale-space (or scale space) was first introduced as such by Andrew Witkin [40],
although a better introduction to his ideas is [41]. This method of multi-resolution
representation of signals quickly gained popularity, and has been the subject of several
books and review articles. Most of the popularity stems from applications in the image
processing and computer vision communities (see for instance [20]), but in its original
form scale-space was applied to 1-D signals, and that is the context in which we
employ scale-space in our work. The essence of the approach is to build an (n + 1)-D
scale-space representation of a given n-D array of scalar data elements, by applying
a Gaussian convolution kernel at every point. The Gaussian has a parameter, σ,
that specifies the standard deviation – essentially, the ‘spread’ of the curve. The σ
parameter is the (n + 1)th dimension of scale-space, with small values of σ capturing
small-scale features and large values of σ capturing large-scale features. Figure 2.1
shows the pen-chant for ‘mango’ smoothed at a variety of σ values. By representing
all spatial feature scales together in an unified representation, higher-order, scaleindependent features – sometimes called ‘deep structure’ – can be more easily defined
and extracted.
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Figure 2.1: Pen-chant for the word ‘mango’, smoothed at various scales. The units
of σ are samples, where the sample rate is 16 kHz.

2.4

Edit Distance

The ability to gauge distance between objects in an abstract space is the crux of
similarity quantification. A common approach in pattern recognition is to arrange
matters so that features form a vector in the usual n-dimensional space, where the
usual Euclidean metric can serve to measure similarity. However, it is sometimes
preferable to use features which, while natural to the objects they characterize, can not
be conveniently metrized in Euclidean space, or require a very high or non-constant
dimension. We discuss here two related precedents for working with non-Euclidean
feature spaces, both of which find application in our research.

2.4.1

Levenshtein Distance on Sequences

Edit distance, which has become famous due to applications in genetics, was first
proposed [19] in 1966 by the Russian mathematician Vladimir Levenshtein. Originally
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proposed in the context of information theory of binary sequences, the metric has been
generalized in many ways, and can itself be seen as a generalization of the Hamming
distance. The basic idea is that the distance between two sequences of symbols from
a finite alphabet can be defined as the smallest number of edit operations needed
to transform the first (source) sequence into the second (target). The permitted
edit operations are normally deletion, insertion, and substitution, but alternatives to
these, and modifications of their relative costs, are popular avenues of generalization.
The minimum complexity of an algorithm to compute edit distance is still an active
topic, with a paper this year [1] achieving significant improvement. However, the
usual dynamic programming solution, carried out in a naı̈ve way, gives an algorithm
quadratic (in both time and space) in the length of the longest sequence.

2.4.2

Edit Distance for Ordered, Attributed Trees and Forests

A particular generalization of edit distance is to tree similarity [5], which is important
in applications treating hierarchical information, including both structural and semantic document analysis, as well as RNA secondary structure. Tree edit operations
can include node deletion (connecting children to parent’s parent), node insertion
(converse of deletion), and node substitution (modifying the attributes). A forest is
simply a collection of trees without common root, and requires consideration because
the process of editing the source tree usually fragments it into a forest.
If the trees are ordered , in the sense that for any two nodes one is to the left
of the other (which follows if any set of sibling nodes are linearly ordered), then
efficient dynamic programming solutions to the least-cost sequence of edit operations
are known. Indeed, just recently, the lower bound for decomposition algorithms for
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ordered tree edit distance was found by Demaine et al. [11], making it worst-case
O(n3 )-time in the size of the largest tree. They also present an algorithm achieving
this lower bound.

Chapter 3
Data Collection
In this chapter, we describe the content of the datasets (§3.1), the apparatus used to
collect them (§3.3), and preprocessing techniques used to transform the raw data (§3.4§3.6) into a form suitable for input to the recognition algorithms presented in Chap-

ter 4.

3.1

Data Sets

Early in the course of this work, data was collected from a single writer (the author),
and later the same kind of data was collected from nine writers in the course of a small
user study. Refer to Appendix B for the GREB ethics application, which includes a
detailed description of the experimental protocol, and images of the ‘test instruments’
that the participants filled out with handwriten characters, words and gestures.

14
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Figure 3.1: The visual trace of the writing from which the audio samples in the
FOOD-6 data set were recorded.

3.1.1

Data sets of letters and words

We create two data sets of 26 classes each, to train and test our classification algorithms. The data set of letters, which we denote ABC, consists of isolated characters
of the cursive lowercase alphabet. The data set of words, which we denote FOOD,
consists of words drawn from a vocabulary of 26 food items. Using the apparatus
discussed in §3.3, initial audio recordings were made as the same writer (the author)
wrote each data set eight times. We refer to these recordings as ABC-1 to ABC-8,
and FOOD-1 to FOOD-8, and to specific character or word segments as, for example,
d-7 or banana-4. The visual trace of the FOOD-6 recording is shown in Figure 3.1. In
both the ABC and FOOD data sets, the text is written without dotting the i’s and
j’s, and without crossing t’s and x’s.
The same datasets were collected from the nine experimental participants, but
they each wrote only four copies of each item. The participants are given anonymous
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labels s1–s9, and their datasets are denoted sx -ABC and sx -FOOD, where x is in the
range 1–9.

3.1.2

Data sets of gestures

The set of gestures we study consist of scratch-out, circle (single and double), check
and ex, dots, and hatch. These gestures are chosen for their familiar use in handwritten documents, and are illustrated in Figure 5.2 along with their audio signals. We
discuss these signals qualitatively in §5.2.

3.2

Overview of Collected Data

Some characteristics of the collected data are illustrated in Figures 3.2, 3.3 and 3.4.
Audio samples of the data can be heard at my website.1 Figure 3.2 shows penchant, after segmentation (§3.5) but prior to other preprocessing (§3.4). Specifically,
what is shown is the audio, visualized by Audacity [2], along with the corresponding
handwriting image, for the first few words of the FOOD-3 dataset, as written by each
of the nine experimental participants. The handwriting image encodes positional
and directional information that is not preserved in the pen-chant. Sizes of the
handwriting shown in the figure are an accurate rendering of the relative sizes actually
used by the participants, and which correlate with the loudness of the audio.
We also asked seven of the nine writers to avoid crossing t’s and x’s or dotting
i’s and j’s, both because the data is easier to process without these extra percussive
embellishments, and because possible variations in timing and order of execution of
1

http://www.cs.queensu.ca/ seniuk/penchant

~
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Figure 3.2: The first few words of FOOD-3, unfiltered, manually segmented. The
waveforms and handwriting images are in correct relative scale. Note
there are misspelled words which were not noticed during the experimental session, such as s2-carrot and s7-lettuce. We shall have more to say
about the data in the sequel.
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these embellishments will complicate recognition. The last two participants were
given free rein to write in their natural way, which is not strictly cursive, and includes
the dots and crossings.
Figure 3.3 shows what the entire FOOD-3 recording looks like for each of the nine
writers, both unedited (a), and edited down to only the parts of the signal when
the pen was actively writing (b). This gives an informal view of the difference in

Figure 3.3: (a) First 1:18 of unedited recordings of the FOOD-3 dataset for the nine
participants. The vertical range represents the maximum possible amplitude: some recordings are louder than others; physically larger handwriting tends to be louder. (b) The entire FOOD-3 dataset, with some range
scaling to bring out features in the weaker signals. Here, only intervals
of time when the pen is in contact with the paper are shown; the rest
was removed. This shows the relative speed of the nine writers, as well
as differences in texture. The signal-to-noise ratios are reported.
overall character of the pen-chant for these writers, as well as showing their relative
writing speeds and an estimate of the signal-to-noise ratio (SNR). We estimate an
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Figure 3.4: Exploring a typical segment from a recording session. Part (a) shows 40
seconds straddling the 6 minute mark in participant s6’s session, and (b)
shows a portion of this at 4x zoom. Greater magnification reveals voice
(c-e,f-g) and pen-chant (h-j) segments. This figure also illustrates the
effect of high-pass filtering (d,g,i). Comparing speech with pen-chant,
we see that they have roughly the same activity (peaks per second), but
speech has the advantage of its vowels, fricatives and sibilants, and these
different characters can be discerned in (f ).
SNR for a given recording by comparing a few seconds of signal where we were certain
the participant was not writing or speaking to a few seconds of signal during actual
writing. Let Aw be the average amplitude of the samples during the writing intervals,
and An be the average amplitude of samples when the pen is up. We estimate the
SNR as (Aw − An )/An . Sample values are reported in the right column of Figure 3.3.
At the top level, we have recordings containing, in addition to pen-chant, some
speech, ambient noise, and various pops and crackles incidental to the handling of
the microphone. Figure 3.4 shows that it is not quite trivial to locate the pen-chant
within the recordings. The aggressive set of peaks seen about one third of the way
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through (b) are the visible effect of the participant scratching the paper with the penmicrophone, something they were asked to do to assist me in locating the beginning
of a dataset. The vocal sample which is the focus of (c)-(e) is me reminding them to
make these scratches. Because I am relatively far from the microphone, my speech is
buried in noise and (although audible and comprehensible) benefits considerably from
high-pass filtering, which is a signal processing technique to eliminate low frequency
noise. The (e) panel differs from (d) only in the scaling of the range to more efficiently
visualize the filtered signal. A cleaner example of speech is shown in (f ) (and its
filtered version, (g)). Here, the participant has said the words ‘just alternating’.
Contrasting this with the actual pen-chant in (h)-(j), which begins with an instance
of the word ‘apple’ (the beginning of a FOOD dataset), we see a tighter spacing of
intensity peaks in time, and also less variation in the timbre during the peaks.
If a feature is defined in terms of peaks in the smoothed audio signal, then there are
more features per character in handwriting than in speech. However, speech conveys
more linguistic information in a shorter time. This is in part due to richer variety of
phones (atomic utterances): speech has a number of vowels, fricatives and sibilants,
and these different characters can be discerned in (f ). Although the recognizers we
built are able to recognize the pen-chant letters of the alphabet to an extent which is
perhaps surprising, it remains a fact that writing sounds lack the dimension of tonal
variation, so that several strokes are necessary per character, whereas in speech a
single peak in the power signal will typically contain several phones, representing at
least as many characters.
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Figure 3.5: The pen-chant recording apparatus used in all data collection. Normally
the ASUS PC is well out of the way.

3.3

Apparatus

Our apparatus consists of readily available materials. The writing surface is a single
sheet of standard 60 lb. HP laserprinter paper attached to a Masonite clipboard. The
writing instrument is a ballpoint pen, a Bic Round Stic Grip (fine). The microphone
is a Labtec PC Mic 333 with the plastic housing removed, taped to the midpoint of
the pen shaft, with the business end of the microphone facing the writing tip. All the
results reported in this thesis are obtained on data collected using this setup, which is
shown in Figure 3.5. We have obtained similar performance using other microphone
placements and other writing instruments, such as pencils and felt tip pens. The audio
signals described in the preceding sections were captured in a quiet environment on
an Asus Eee PC 701 (Intel HD audio) running Audacity [2] under Ubuntu Linux,
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at a modest sample rate of 16 kHz, with 8 bits per sample, and saved to a file in
WAV format. The Labtec is a low-end microphone, retailing for one dollar, with the
manufacturer claiming a 10 Hz—10 kHz frequency response. Better results (higher
signal-to-noise ratios) would probably be obtained from a higher quality microphone.

3.4

Preprocessing

A signal is preprocessed by smoothing (aka scaling), amplitude normalization, segmentation, and timescale normalization. Optionally, a nonlinear distortion step is
used to create test data.

3.4.1

Smoothing

In the smoothing step, Gaussian smoothing is applied to the modulus (absolute value)
of the audio signal. The resulting signal – the smoothed amplitude signal – is nonnegative and represents the power of the original audio signal local to the Gaussian
hump. The smoothing occurs over some specified time interval, here usually 10 ms or
so. More precisely, the width of the Gaussian is chosen so that six standard deviations
(three on each side of the mean value) of the curve falls within 10 ms of the sample.
This is the only smoothing used by the algorithms in §4.1 and §4.1.1. Recalling §2.3,
a series of smoothings at various scales are used in the scale space algorithm; more
details about scale-space appear in §4.2.
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Amplitude normalization

Amplitude normalization rescales the smoothed amplitude signal to achieve unit amplitude at its maximum. In our experiments, we found that amplitude normalization
is beneficial at the global level, if two recordings have different loudnesses. We apply
amplitude normalization before segmentation, because individual amplitude normalization of the segments impedes recognition: Some utterances are inherently quieter
or louder varieties, hence segment loudness can assist in discrimination.

3.4.3

Segmentation

The segmentation step semi-automatically segments the signal into constituent letters
or words. We designed our segmentation algorithm to detect the relatively long
silences that occur when the pen is lifted. However, the complexity of the data
causes errors for our autosegmenter, so manual intervention is necessary to create an
accurate ground truth. Development of a more sophisticated segmentation algorithm
is planned as future work. Segmentation is further discussed in §3.5.

3.4.4

Timescale normalization

With timescale normalization, each segment is linearly stretched or shrunk to span
one time unit. If timespan normalization is not performed, there is an arbitrary choice
in how to align two segments for comparison. As with amplitude normalization, we
tested the recognizer both with and without timescale normalization, in the latter
case aligning the segments at their left boundaries. Performance was best when all
segments were normalized to span the same time interval.
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Figure 3.6: Pen-chant for two instances of mango. The bottom one is corrupted by
synthetic nonlinear distortion.

3.4.5

Optional nonlinear distortion

Optional nonlinear distortion is applied so as to distort both the time and the amplitude properties of the signal. The distorted signals are used as test data for evaluating
the robustness of the classification algorithms (see Tables 5.1 and 5.2). The time axis
is distorted by inserting and deleting samples, according to a probability density that
varies smoothly with time. The amplitudes are distorted by summing the signal with
a smooth, signed perturbation function. An example is shown in Figure 3.6 for two
renditions of the word ‘mango’.
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Segmentation

As described in §3.3 and Appendix B, an experimental session is captured as a single
audio recording from the pen-microphone. In order to test our recognizers, each session recording needs to be segmented into component words, characters and gestures,
with the corresponding ground-truth labels attached. Manual segmentation is a time
consuming and uncongenial task. It takes perhaps five times as long to manually
segment a session recording as it does to record (write) it. This is partly due to interspersed questions and conversation, as well as to difficulties with the audio editing
software, but even if these difficulties were not present the manual segmentation task
would take about 3-4 times as long as data collection.
Our inputs contain cursive writing where in most cases the pen in not lifted
from the paper until the utterance (character, word, or gesture) is completed. We
think of the utterance as composed of strokes, but the strokes are not delimited by
pen lifting actions. Examination of the signals reveals that normally an utterance
begins with an ‘impulse’ (narrow, tall spike caused by placing the pen tip down on
the writing surface) followed by a brief but noticeable silence, and then the strokes
begin. This observation served as the basis for our automated segmentation algorithm
(Figure 3.7), which looks for the pattern: long silence → impulse → short silence →
strokes. ‘Silence’ is baseline noise, arising when the pen is either not on the paper or
is not moving; in practise some parts of the strokes are also so quiet as to be buried
under the noise floor.
Real data collected from participants in our study does not always exhibit consistently resolvable impulses, and also the short silences vary greatly in length and
character. Some examples of these are shown in Figure 3.8. Furthermore, the signal-
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Figure 3.7: Screenshot of the autosegmenter’s functioning. A threshold (mauve) is
optimized until the number of segments meets expectations (in this case,
26 for the alphabet). Note that the initial pen-down impulses are successfully excluded. In most of our collected data, the autosegmenter made
some errors and required manual intervention.

Figure 3.8: Details of manual segmentation. For each pair, the left waveform is 2.0 s
spanning an interword gap (FOOD-3 datasets, gap highlighted), and the
right is a 0.1 s neighbourhood of the left endpoint of the gap. These
gaps are nulled out, after which the automatic segmenter can compile cue
tables defining the segments.
to-noise ratios of most of the sessions is rather low. For these reasons, manual intervention is needed in most cases.
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Since it is difficult to identify where the autosegmenter fails, we adopt the strategy of manually selecting the gaps in the session recordings (using the Audacity [2]
software, see Figure 3.9), and explicitly zeroing them out. The result of this manual

Figure 3.9: All the experimental data had to be segmented manually, by nulling-out
the interstitial noise between pen-up and pen-down. The judgements can
be difficult as seen here. The impulse of pen-down is a great help, and the
actual scratching of the pen usually begins roughly 10 ms after it. The
endings of words can be tricky because pen-up doesn’t produce an impulse. It does however produce a characteristic low-frequency oscillation
(see Figure 3.8).
‘pre-segmentation’ is a signal which is zeroed out except during each utterance (single
segment), as seen in Figure 3.2 near the beginning of this chapter. The fact that there
is a significant noise floor is a big help for the rest of the (auto) segmentation, because
the manual silences are well distinguished from lulls in writing. Our autosegmenter
then finishes the job, determining the cue points delimiting the individual segments,
and associating with them the ground-truth labels.
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Filtering

We experimented with applying a bandpass filter to the audio data, to see if the
signal-to-noise ratio could be improved. The filter used (see Figure 3.10) is a sincwindowed (Kaiser) bandpass filter, with a lower 6dB corner at 1 kHz and high 6dB
corner at 2 kHz, as implemented by the SoX [33] audio processing tools. Testing

Figure 3.10: Transfer function of the bandpass filter.
revealed (§5.3.2) that filtering results in markedly improved recognition only when
the estimated signal-to-noise ratio was exceedingly poor (less that 1.0). Furthermore,
and contrary to expectations, filtering is not beneficial for either manual or automatic
segmentation. In the manual case, filtering eliminates the characteristic oscillation
(Figure 3.8) which betokens pen-up; and in the automated case it introduces some
intervals of silence within words, causing oversegmentation.

Chapter 4
Algorithms and Implementation
We investigate three approaches for judging the similarity of two smoothed audio
amplitude signals: integrating the absolute difference between two signals (§4.1),
comparing peaks in the two signals (§4.1.1), and comparing the structures obtained
from scale space representations [41] of the signals (§4.2).
All three classification algorithms are based on some form of template matching,
with templates constructed from the training data. All training data are a priori
labelled with the correct word or letter: this is supervised learning. Template matching is a classification method in which test inputs are compared, using a similarity
measure, with each template in the training set. The test input is then classified
according to the ground-truth label of the closest-matching template.

4.1

Subtracting the power signals

The first, and simplest, classification algorithm measures the similarity of two signals
by integrating the absolute value of the difference of the signals. The training data
29
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(after preprocessing, as described in §3.4) is used directly as a set of templates.
Similarity of a test signal ftest to a template ftrain is then defined as the integral
of the absolute value of the difference between the two timespan-normalized signals.
Z
0

1

|ftrain (t) − ftest (t)|p dt

(4.1)

An integral of zero arises when the two signals are identical, and larger values indicate
lesser similarity. The similarity measure of (4.1) is a metric for each value of exponent
p in (0, ∞). We examine two cases, p = 1 and p = 2, in §5.3.7.

4.1.1

Comparing Peaks Using a Variant of the Levenshtein
Edit Distance

As can be seen in Figure 3.6, pen-chant signals have distinctive ‘humps’ or ‘peaks’.
The second algorithm we devised compares sequences of peaks as obtained from
the smoothed pen-chant signals: peaks are located at the maxima. Some standard
notation is useful for explaining how peaks are compared. Let {pi }M
i=1 be the sequence
of peaks for a signal P . Each peak is encoded as a pair pi = (ti , hi ), where ti is the
offset in time to the crest of the corresponding hump in the smooth signal, and hi
is the height at the crest. We also refer to the components as t(pi ) and h(pi ) when
more than one set of peaks is being discussed. (The use of peak integrals instead of
heights is expected to improve the results, and is planned for future work.)
N
Let {pi }M
i=1 and {qj }j=1 be the sets of peaks for signals P and Q. The edit distance

d(P, Q) is the least cost among all sequences of edit operations transforming P into
Q, with the cost of a sequence being the sum of the costs of its operations. We allow
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the edit operations usual [19] in edit distance methods: substitution, insertion, and
deletion. The cost of deletion, as well as of insertion, is the height h(pi ) of the peak
in question. The cost of a substitution of an existing peak pi for a new peak qj can
be defined in several ways as a function of timeshift ∆t (pi , qj ) = |t(pi ) − t(qj )| and of
difference in height ∆h (pi , qj ) = |h(pi ) − h(qj )|. In §5.3.6 we investigate substitution
cost as a weighted sum α∆t + (1 − α)∆h and weighted product ∆pt ∆1−p
h . Given fixed
cost functions, the global cost minimization over all edit sequences has an efficient
dynamic programming solution, as was reviewed in Chapter 2.
Additional information about peaks, including an alternative similarity measure,
are available in Appendix A.

4.2

Scale space representation

The algorithms described so far operate on input that is smoothed at a fixed resolution (§3.4). It is difficult to choose an effective global resolution, since various features
of the input stand out best at different scales of smoothing. This provides the motivation for us to define an algorithm that avoids the dependence on a fixed resolution.
Instead, we use structure and quantities derived from a scale space representation [41]
of the signal. A scale space representation is a complete representation [42] of the
original signal which exposes scale-independent features.
The finest resolution of our scale space is formed by the preprocessed audio signal;
as described in §3.4, this uses Gaussian smoothing in which six standard deviations
(µ, the mean value, ±3σ) of the Gaussian lie within 10ms of the sample. All maxima
and minima are identified at this finest resolution. This is the only parameter in
the method, and we experienced diminishing returns when further decreasing the
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Figure 4.1: This figure depicts the scale space representations for the two audio traces
of the handwritten word ‘mango’ shown in Figure 3.6. A nested structure
emerges as pairs of maxima (dark) and minima (light) of the smoothed
amplitude signal are tracked through increasing scale. The horizontal axis
represents time, and the vertical axis shows scale increasing downward.
minimum scale, since doing so adds tiny features to the scale space representation
at an exponential rate, and these features have constant computational cost, but
logarithmic contribution to the derived similarity measures. The smoothed power
signal is generated as described in §3.4, and all maxima and minima are identified.
Then the scale σ is increased stepwise until the smoothed signal is a unimodal swell,
having only a single maximum and no minima. Figure 2.1 depicts this process,
although not taken to completion. Smoothed amplitude signals at 100 scales are
generated, so that the positions of the maxima and minima trace out coherent archlike structures as seen in Figure 4.1.
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We define a similarity measure based on edit distance between the sequences of
ridges traced by the maxima (the dark halves of the arches in Figure 4.1). We also
explored tree edit distance [11] based on trees derived from the nested structure
of the arches, but we found that this hierarchical structure can vary significantly
between samples of the same word, as can be seen in Figure 4.1. Better results
were obtained by ignoring the nested structure, basing the similarity measure on
just the time positions and scale extents of the maxima ridges, analogously to the
similarity measure for sequences of peaks in §4.1.1. More specifically, the timeshift of
the maximum ‘ridge’ is measured at the base of the arch (minimum scale), and the
effective height of the ridge is taken as the distance from the base of the arch to its
apex.

4.2.1

Order of the discrete derivative

As described in [41] by Witkin, innovator of scale space, tracking the first-order extrema of a signal while the window size is swept yields a structure of tendrils or
dendrites, which form a nested set of arches. Note that first-order extrema are the inflection points (points of zero curvature, also zero-crossings of the second derivative).
We investigated both zeroth-order extrema, which are the usual maxima and minima,
as well as the first-order extrema. Although the first-order extrema have more persistence as the scale increases, the zeroth-order extrema suffer less noise amplification,
and have been used by other researchers [34]. Our results focus on the zeroth-order
case, but the interaction of the arches traced out in scale space by the zeroth- and
first-order extrema is interesting. Referring to the right panel of Figure 4.2, each
0-arch is bisected (at the apex) by exactly one 1-arch. Each 1-arch bisects either zero
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Figure 4.2: (a) Showing the maxima as blue and the minima as yellow helps see
how maxima and minima pair off to form a hierarchy. This figure also
illustrates the sparseness due to a linear scale axis, as it was generated
prior to the change to a logarithmic scale axis. (b) Witkin’s original
work used 1st-order extrema; our work uses the 0th-order extrema, since
there is less discrete noise. This figure shows how 0th- and 1st-order
extrema interact together: Blue-yellow arches are formed by the 0th-order
extrema, and red-green by 1st-order extrema.
or one 0-arch – it may bisect no 0-arch if the signal never shows more than a shoulder
in the pertinent part of the domain.
Each 0,1-arch pair partitions the scale space into four disjoint regions, and examples can easily be produced which show other arch (pairs) inhabiting these spaces.
If the original data is sufficiently noise-free, and represents a smooth function, scale
space aspects of even higher orders of discrete derivatives and their interactions could
be explored. These observations could form the basis for future work.

4.2.2

Necessity of the Gaussian smoothing kernel

As proved by Babaud et al. [3], the nested arches structure of the scale space representation (also called a ‘fingerprint’ for this characteristic) depends critically on the
use of a Gaussian smoothing kernel. That is, the moving window function must have
the shape of a normal distribution for ‘complementary singluarity annihilation’ to
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Figure 4.3: (a) The chaos resulting from failure to use a Gaussian kernel in generating the scale-space representation. (b) Breakdown of structure at very
small scales: There are too many extrema, relative to the signal’s sample
granularity, to be able to track them dependably.
occur only as we move from lower to higher scale. Put informally, the arches must
all be ‘concave up’ (towards smaller scale). If this condition is not satisfied, the nesting structure persists, but it can no longer be temporally ordered. Only for ordered
trees do there exist efficient dynamic programming solutions to the tree edit distance
problem (§2.3).
Our pen-chant signals are only discrete approximations to smooth functions.
Hence, the scale space structures are only approximations to the ideal described
above, and ordered tree structure is no longer assured. However, in our experience,
closed loops are only rarely seen, and approximations are adequate to trace out the
nested structure in the relevant scale range. Figure 4.3 shows structural breakdown
when a square window function is used instead a Gaussian, and also illustrates breakdown due to quantization noise at very small scales.
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Implementation

All of the code related to this project compiles together and runs as a single program.
The programming language is C, with interactive graphics and UI based on the Xlib
API. It runs under Linux. In all, there are about 15,000 lines of code. I am a
believer in interactive visualization as being indispensible for research of all kinds, so
a large proportion (perhaps a quarter) of the code is dedicated to that process. The
source is available at my website.1 Development and debugging relied on Linux, Vim
(text editor), Gdb (debugger), Gprof (execution profiler) and – especially – Valgrind
(memory fault detector). Documentation is in the form of comments in the source
files.

1

http://www.cs.queensu.ca/ seniuk/penchant
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Chapter 5
Results
We begin this chapter with detailed discussion of recognizer performance on the eight
copies of the FOOD and ABC datasets as provided by the author (§5.1). Gestures are
discussed in §5.2. In §5.3, results from the user study are explored under a variety
of algorithmic settings. Finally, we examine cross-recognition between writing from
pairs of user study participants in §5.4.

5.1

Introducing a Typical Result

In this section we analyse recognizer performance under the three types of algorithms:
function difference (§4.1), edit-distance peak comparison (§4.1.1), and scale-space
ridges and trees (§4.2). The words of the FOOD set, as well as the letters of the
alphabet set ABC, were written eight times in the author’s natural cursive hand.
This data is preferred to the data collected in the user study, because eight samples
are enough to state results with statistical significance. Only lowercase letters were
used, and no i,j-dot or t,x-cross diacritic embellishments were added. The style was
37
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swift and vigorous, without much care to well-formedness visually.
Recognition rates of over 90% for the words, and over 70% for the letters, were
easy to obtain with all three algorihms (raw difference, peak sequences, and scalespace ridge sequences). The scale-space trees did not perform well in any studies to
date, although the implementation appears to be correct.
Tables 5.1 and 5.2 give a summary of the performance (recognition rates) of our
recognizers. For more detailed analyses of selected cases, we use similarity matrices
and confusion matrices, which together with the signal visualizations comprise the
user-interface of the system.

5.1.1

Overall performance

The summary statistics in Tables 5.1 and 5.2 show that recognition rates are higher
for the FOOD data set than for the ABC data set. This is not surprising, since the
individual characters in the ABC data set are brief, minimal gestures. In contrast,
the FOOD data set consists of whole words, which offer longer audio recordings with
greater classification information. The best recognition rate for the FOOD data set
was roughly 95%, achieved by both the function difference algorithm (§4.1) and the
peak comparison algorithm (§4.1.1). For the ABC dataset the best recognition rate
was about 70%, using the function difference method.
The results in Table 5.1 summarize algorithm performance, under the fixed conditions as outlined in §3.4, and both in the absence and presence of the synthetic
noise in the test inputs. We use test sets of size 104 (four copies of FOOD or of
ABC); according to Figure 9.10 in [12], this results in a performance estimate that is
expected to be accurate to ±8%.
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Use of rejection was tested, both by voting and by maxmimal permitted dissimilarity. This resulted in a greater proportional reduction in error rate than in recognition
rate. Possibly with larger datasets this approach will prove worthwhile.
Our current results (Tables 5.1 and 5.2) suggest that the peak comparison algorithm outperforms the naı̈ve function difference algorithm when the test set is
subjected to our nonlinear distortions, and that both outperform the scale space
methods in every case. This could be tested more rigorously in future work with
larger datasets.

5.1.2

Similarity and confusion matrices

Similarity and confusion matrices permit a more detailed analysis of classifier performance. Figure 5.1 shows an example. This data is for the function difference based
classifier, using FOOD-2,4,6,8 for training, and FOOD-1,3,5,7 for testing. Analogous
similarity and confusion matrices are available for all of the results reported in the
tables. In the confusion matrix in Figure 5.1, the error nearest the diagonal (for example) shows that ‘peach’ was mistaken for ‘pickle’ once, of the four ‘peach’ samples
tested. Analysis of confusion matrices for the ABC data sets shows that ‘e’, ‘i’, ‘l’, ‘t’
and ‘x’ are frequently confused.
Table 5.1: Performance with the FOOD-n Data Set
Algorithm
(§4.1) Signal Subtraction
(§4.1.1) Peak Comparison
Ridges
(§4.2) Scale Space
Trees

% Correct (±8%)
Clean Distorted
93
27
95
46
89
61
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Figure 5.1: The similarity matrix on the left summarizes waveform comparisons, with
test waveforms (FOOD-1,3,5,7) forming the horizontal axis and training data (FOOD-2,4,6,8) forming the vertical axis. Dark values indicate
highly-similar waveforms; dark diagonal streaks arise when the recognition rate is high. The confusion matrix on the right shows correct classifications along its principal diagonal and errors in the off diagonal areas.

5.2

Some common gestures

Although this thesis focuses mainly on handwriting recognition, gesture-based user
interfaces are an active research area. As scratch-based gestures are being vigorously
investigated by other researchers, we confine ourselves to a few remarks about incorporating pen gestures into a pen-chant handwriting recognizer. We here consider a
Table 5.2: Performance with the ABC-n Data Set
Algorithm
(§4.1) Signal Subtraction
(§4.1.1) Peak Comparison
Ridges
(§4.2) Scale Space
Trees

% Correct (±8%)
Clean Distorted
70
10
55
20
30
35
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small qualitative study, informally analysing the visual traces of pen-chant for the
set of gestures shown in Figure 5.2. Our observation of scratch-out gestures in our
recorded samples gave strong experiential evidence of their ease of recognition: the
scratching has a regular picket of peaks, and moreover the amplitude is typically double that of the highest peaks in normal writing. The actual amplitude of a scratch is
proportional to its length, as can also be seen in Figure 5.2. The impulse-like character of dots, and generally of moments of first contact between pen and paper, are
also evident: sharply defined, tall lines in the signal.

5.3

The User Study

The data collected in the field was, generally, of poorer quality that that of the study
reported in §5.1. Only half as many samples per writer were obtained (four copies
of each dataset), most wrote more quietly than I, and the local environments had
varying amounts of ambient noise. Therefore it becomes difficult to say anything
with statistical significance. Still, certain trends seem apparent, as the following bar
graphs show. If not very significant from a rigorous quantitative perspective, they
give bases for discussion of the system parameters. The subsections which follow
explore algorithm parameters and variants, and preprocessing choices, for this group
of nine writers. Additional results are given in Appendix A (§A.2.2).
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Figure 5.2: Simple gestures, with audio.
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Guide to interpreting the bar graphs

All the bar graphs in the following subsections (and in Appendix A) have recognition
rate as vertical axis, ranging in [0, 1]. All the graphs have clusters of 18 bars as a
common unit of presentation. This consists of 9 pairs, one per writer, with the left
bar of a pair being the unfiltered pen-chant, and the right bar being the bandpassfiltered version. The participants are color-coded, from red (s1) through to dark
yellow (s9); this color-coding is maintained throughout this section. We found that
this design allowed the trends to be seen while still allowing distictions to be drawn
between the writers. The “Mean” values along the tops of the graphs give the mean
recognition rate averaged over the corresponding 18-bar cluster. The relative efficacy
of bandpass filtering (ratio of filtered to unfiltered recognition rate, averaged across
the nine writers in a cluster) is also summarized in the “Filter” values.
Table 5.3.1 summarizes which parameters are fixed, which vary between plots in
a group, and which vary within a plot, for each of these figures.

5.3.2

Effect of bandpass filtering

Applying the best-performing algorithm from §5.1, the edit-distance peaks-based algorithm (§4.1.1), we present the effect of the bandpass filter (§3.6) on recognition
rate. Figure 5.3 gives a clear view of the 18-bar cluster which pervades all the bar
graphs in this section. The training sets used are FOOD-2,4 and ABC-2,4, the test set
is FOOD-3 and ABC-3, and the sets FOOD-1 and ABC-1 are discarded, as explained
in §5.3.5.
The results indicate that, on average, filtering does not significantly improve recognizer performance (mean filter gains of 1.05 for FOOD and 1.04 for ABC), although
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5.3
5.4
5.5
5.6
5.7
5.8
5.9
5.10
A.2
A.3
A.4
A.5

Folder
FILT
PRAD
PRAD
CSPEC
PARTN-1
PLUS ALPHA
MULT POW
FDIST P2
SYMOLD
SENTINELS
OLDREJECT
NEWREJECT

Fixed
P !G 1500
f
a
!G 1500
!G 1500
P !G 1500
P !G 1500
F
1500
1500
1500
1500
1500
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Inter-Plot Vars.
FP
FP
FP
FP
!WW

!GG
!GG

!GG
!GG
!GG
!GG

fa
fa
fa
fa
fa

!ZZ

fa
fa
fa
fa

Intra Plot Vars.
ppt !FF
ksize
ppt !FF
ksize
ppt !FF
c
ppt !FF
partn
ppt !FF
alpha
ppt !FF
pow
ppt !FF
!GG
fa
ppt !FF
! ˆ+
ppt !FF
FP
!SS ppt !FF
!EE
ppt !FF
!EE
!SS ppt !FF

!=not
G=Gaussian (!G=Square)
ksize=“smoothing kernel size”
F=filtered
1500=stand. ksize
FP=FDIST,PEAKS
Z=symmetrize
c=clipping thresh.
partn=partition (train/test)
! ˆ+=none,min,max,mean
alpha=additive weight
pow=multiplicative weight S=sentinel peaks fa=FOOD,ABC ppt=participant
E=use peak elimination W=Euclidean (for FDIST)
Table 5.3: Quick reference for the bar graphs. Parameters which vary do so in nesting order as listed, so for instance in Fig. 5.4 a 5-dimensional space is visualised, with
FP varying slowest between plots, !GG varying fastest between plots (adjacent
plots), ksize varying slowest within each plot, and !FF varying fastest. The
common ending “ppt !FF” appears as a cluster of 18 bars, and is the unifying
presentation moiety.
filtering does appear to help significantly for two of the writers, s2 and s8. Referring to
Figure 3.3 (right column), the signal-to-noise ratios for writers s2 and s8 were among
the worst, which may account for the beneficial effect of filtering in these cases. The
mean recognition rate, across all writers, for the FOOD datasets was 58%, while for
the ABC datasets it was 41%. To put these rates in perspective, pure chance would
give a recognition rate of 1/26 ≈ 4%.
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Edit-Distance Peaks Method
Filter:
Mean:

1.05
0.58

1.04
0.41

FOOD

ABC

Figure 5.3: Effect of bandpass filtering on recognition rate. (Refer to §5.3.1 for information about the presentation of our bar graphs.)

5.3.3

Size of the smoothing kernel

The radius of the kernel window (defined as six standard deviations, 6σ, in the
Gaussian case) has a significant effect on recognition, although recognition does perform quite well across a broad range of scales.

Judging by the results in Fig-

ure 5.4, the best scale for whole word recognition has a standard deviation of about
σ =

1
6

· 1800 = 300 samples, while by Figure 5.5 for isolated alphabetic graphemes

the best scale is somewhat smaller at approximately σ =

1
6

· 1200 = 200 samples.

These comments apply only to the non-scale-space methods, where a fixed scale is
employed.

5.3.4

Effect of clipped (aka limited) audio.

Clipping occurs during audio recording when the input signal level is too high, so that
the encoded range of the samples is exceeded. Such loud samples are then limited
to take the largest positive or smallest negative values which can be represented.
Figure 5.6 shows that recognizer performance on both FOOD and ABC datasets,
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and for both function difference and peaks-based algorithms, falls off as the clipping
threshold is increased. The peaks-based algorithm is especially sensitive to clipping.
Since peak position is not greatly effected by clipping, this indicates that the peak
heights are an important feature to preserve, despite there being some variation in
heights between replicates of the same sample by the same writer. It is interesting to
note the unusually large filter gains, meaning that bandpass-filtered inputs are more
resilient to clipping than unfiltered inputs.

5.3.5

Alternate train/test partitions

Figure 5.7 examines several alternative partitions of the collected data into training and testing sets. As could be expected, the first dataset written by a participant is likely to be most erratic. This set was discarded as a ‘warm-up’, and the
FOOD-3/ABC-3 used as standard test set against FOOD-2,4/ABC-2,4 as training sets.

5.3.6

Substitution cost weighting for the edit-distance peaks
method

As mentioned in §4.1.1, the edit-distance peaks-based algorithm assigns costs to the
edit operations. In the case of substitution operation, the cost depends on both the
timeshift ∆t and the change in height ∆h of the peak in the course of being substituted.
Figure 5.8 considers the effect of the weighting factor α on recognizer performance, in
the case that the substitution cost is defined as an additive function α∆h + (1 − α)∆t .
Figure 5.9 considers the effect of the weighting exponent p on recognizer performance,
in the case that the substitution cost is defined as a multiplicative function ∆ph · ∆1−p
.
t
We find that a multiplicative cost function outperforms an additive cost function,

CHAPTER 5. RESULTS

47

and that the best value for the weighting exponent p is approximately unity, but
it is interesting that this optimal weight p varies between writers. Although writer
identification was not a goal of this work, the dependence of optimal p on identity of
the writer could serve as the basis for future work in that area.

5.3.7

Morse versus Euclidean metric for function difference

In §4.1 it was mentioned that the integral which serves as similarity measure
Z
0

1

|ftrain (t) − ftest (t)|p dt

(5.1)

is a metric on the space of functions for every value of p in the range (0, ∞). We
compare the two best known: The Morse (aka Manhattan, aka taxicab) metric when
p = 1, and the Euclidean (aka usual) metric when p = 2. The graphs of Figure 5.10
show no significant improvement when moving from p = 1 to p = 2, and the computation is considerably more expensive when p = 2 due to the squaring operation
inside the integral. On the other hand, the function space with the Euclidean metric
is an inner product space only when p = 2. This could be important if future work
used a linearly-independent basis set of functions, such as wavelets [10].

5.4

Cross-Recognition

A glance at the variety of writing styles captured by our study gives us small hope of
strong cross-recognition. Specifically, taking one writer’s samples as templates and
testing using another writer’s samples, recognition rates are not expected to be as
good as from within a single writer, even considering that we now have pooled twice
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as many samples. This expectation is borne out by a study of recognizer performance
between all pairs of different writers. Results are summarized in Figure 5.11 and
Figure 5.12, with high cross-recognition represented by lighter shades of grey. Here
we again have 4 × 26 = 104 test inputs, so confidence is ±8%. Many of the crossrecognition tests give recognition rates not better than chance (that is, less than
(4+8=12)%). A few pairs of writers have pen-chant which is similar enough to achieve
cross-recognition rates of 35% (one in three inputs is correctly classified).

CHAPTER 5. RESULTS

49

(a) FDIST, Square
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(b) FDIST, Gaus
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(c) PEAKS, Square
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(d) PEAKS, Gaus
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Figure 5.4: Finding the optimal fixed scale: FOOD datasets. (Refer to §5.3.1 for
information about the presentation of our bar graphs.)
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(a) FDIST, Square
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(b) FDIST, Gaus
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(c) PEAKS, Square
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(d) PEAKS, Gaus
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Figure 5.5: Finding the optimal fixed scale: ABC datasets. (Refer to §5.3.1 for information about the presentation of our bar graphs.)
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(b) FDIST, ABC
Filter: 1.73
Mean: 0.24
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(d) PEAKS, ABC
Filter: 2.10
Mean: 0.09
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Figure 5.6: Performance degrades for clipped signals, so it is important that audio is
not being clipped (amplitude-limited) during recording. (Refer to §5.3.1
for information about the presentation of our bar graphs.) It is interesting
the note here the profound difference between the filtered and unfiltered
signals: the filtered signals are much more robust to clipping.

(a) FDIST, FOOD
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Figure 5.7: The notations WXY/Z means WXY are used for training, and Z for testing.
(Refer to §5.3.1 for information about the presentation of our bar graphs.)
Within each plot, note that the left four clusters have three training sets
and a single testing set, but vise versa the right four.
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Figure 5.8: Explores the relative weighting α of peak height difference ∆h and peak
timeshift ∆t , for an additive cost function defined by α∆h + (1 − α)∆t .
(Refer to §5.3.1 for information about the presentation of our bar graphs.)
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Figure 5.9: Explores the relative weighting p of peak height difference ∆h and peak
timeshift ∆t , for a multiplicative cost function defined by ∆ph ·∆t1−p . (Refer
to §5.3.1 for information about the presentation of our bar graphs.)
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Figure 5.10: One may obtain a distinct metric on the space of functions, integrating
the absolute difference taken to some power p, for all p ∈ (0, ∞). p = 1
in the Morse metric, and p = 2 in the Euclidean metric. (Refer to §5.3.1
for information about the presentation of our bar graphs.)
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Figure 5.11: Cross-writer recognition - FOOD datasets. At the top are the FDIST
method, at bottom the PEAKS method. On the left are the unfiltered
signals, on the right the filtered.
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Figure 5.12: Cross-writer recognition - ABC datasets. At the top are the FDIST
method, at bottom the PEAKS method. On the left are the unfiltered
signals, on the right the filtered.

Chapter 6
Summary and Perspective
6.1

Summary

Handwriting is traditionally analyzed based on image data. We propose that audio
information provides a useful alternative source of information. We demonstrate that
an inexpensive microphone can be used to record the sound created by friction between the writing stylus and the writing surface, and that this data can be effectively
utilized for classification. We describe classification algorithms based on template
matching, with templates obtained from peaks in the acoustic power signals, and
present recognition results on an alphabetic and a word database. These promising,
early results point to rich future possibilities in applying sound analysis to applications such as writer identification, handwriting and gesture based computer input
technology, emotion recognition, and temporal analysis of sketches.
The contributions reported in this thesis are reviewed in the following list.
1. Identification of the potential for handwriting recognition based on pen acoustic
emissions.
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2. Design and implementation of apparatus to collect acoustic emissions during
writing (§3.3).
3. Design and execution of a user study to collect acoustic emissions from nine
writers.
4. Creation of a database of pen acoustic emissions (with associated handwriting
images). A collection of eight replicates of each dataset was produced for a
single writer (the author), and a collection of four replicates of each dataset by
each of nine writers was obtained from the results of the user study. Using a
combination of manual and automatic processing (§3.5), the data was segmented
into individual segments (sounds produced by writing an individual letter, word,
or gesture), and the data was labeled with ground truth. This body of data,
consisting of acoustic and corresponding handwriting image data for 26 letters,
26 words, and 7 gestures is available for future researchers to use.
5. Investigation of the effectiveness of various forms of preprocessing for acoustic
emissions. The preprocessing that is considered includes smoothing, normalization and filtering (§3.4). The effectiveness of preprocessing is assessed by
observing the effect on the success rate of a subsequently-applied classification
algorithm.
6. Design and implementation of three recognition algorithms for pen-chant: the
function difference algorithm (§4.1), the peaks method, with two variants (§4.1.1),
and the scale-space method, with two variants (§4.2). Design involved significant theoretical breadth, touching of a number of areas of ongoing research in the
fields of pattern recognition and of algorithmic similarity measures (§2.3, §2.4,
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and Chapter 4). Implementation included software for interactive visualization
and control of the algorithms, as well as scripts for preparing figures such as 5.4
and 5.11.
7. Quantitative demonstration of the effectiveness of pen-chant for handwriting
recognition. The three algorithms described in contribution 6. were applied to
the datasets described in contribution 4.; §5.1.1 presents quantitative results,
demonstrating recognition rates of 90% for words and 70% for isolated characters, with a confidence of ±8%. Recognition of gestures is likely to be more
accurate than this, as we discuss qualitatively in §5.2. Also presented (§5.3)
and Appendix A is an in-depth examination of recognition performance as a
function of various settings of the algorithm parameters, using the data from
the user study.

6.2

Future Work

We have several hypotheses which would be interesting to test. We believe that
acoustic emission based recognizers, at least the ones devised here, will perform better
when writers are asked to write faster than normal, than they will perform when
writers are asked to write more legibly than normal. That is, we conjecture that
visual regularity does not correlate with acoustical regularity. Such a finding would
support the independence and complementarity of the acoustic and image modes
for building multiple-classifier recognition systems, or for selecting classifiers most
appropriate to the task at hand. In particular, signature verification falls into the
category of ‘faster than normal’.
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We are interested in correlating pen-chant signals with their handwriting and
drawing images, as suggested in Figure 1.1. In particular, it should be possible to
use the pen-chant to deduce the temporal development of a handwritten document
or sketch. This could give insights into the creative process resulting in the document
artifact.
Visual feedback is known to be conducive to clearing the STM (short-term memory) buffer for anticipated letter formation, a process which is important for fluent
writing [38]. It would be interesting to repeat the experiments reported in [38] with
acoustic, instead of visual, feedback inhibition. If similar results were obtained, this
would demonstrate that audibility of pen-chant assists in achieving a fluent writing
experience. In this connection, attention to pen-chant may prove useful in the study
and treatment of dysgraphia, the deficiency in the ability to write.
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Appendix A
Peak Comparison Method:
Additional Information
A.1

Locating Peaks

We explored three methods for defining and locating peaks in the pen-chant signals, namely simple thresholding §A.1.1, best-fit linear combination of basis functions §A.1.2, and raw maxima with optional peak rejection heuristics §A.1.3. Although we eventually found raw maxima without peak rejections to perform best
(with the edit distance algorithm, §4.1.1), in this appendix we provide details of all
three methods for completeness.

A.1.1

Simple thresholding

The first approach we tried was binary thresholding of the sample values, with peak
locations defined as the midpoints of contiguous regions exceeding the threshold. This
simple approach did not perform adequately, missing some shorter (yet prominent)
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Figure A.1: Showing the synthesized approximation to the signal based on a linear
combination of 12 Gaussians, with parameters optimized using Monte
Carlo. As a method of locating peaks in the original signal, this best
fit linear combination of basis functions method was computationally
expensive and produced poor results.
peaks, and merging some peak groups which appeared to be clearly resolved and
distinct.

A.1.2

Best-fit linear combination of basis functions

The second approach we tried was fitting a linear combination of basis functions to
the signal, using either trapezoidal and Gaussian basis functions. We did not pursue
this approach, because it is a computationally costly way to locate peaks, and it
frequently gives poor results. These include poor estimates of peak heights (the fit
produced by the basis functions is typically worst at the maxima), poor estimates of
the time-position of the peaks, and generation of spurious peaks. All of these defects
are evident in Figure A.1. These errors are due to the fact that the best fit is in terms
of volumetric similarity, and parameters which give best overall fit in this sense do
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not necessarily give good agreement at the maxima.

A.1.3

Peak rejection heuristics

The third and definitive method, as described in §4.1.1, identifies peaks with raw
maxima in the smoothed pen-chant signals. Because this technique produces a peak
for every maximum in the signal, no matter how minor the oscillation, we also applied
peak rejection heuristics (see next section) to eliminate what seemed to be the less
important peaks. Declaring a peak at each and every maximum in the pen-chant
signal gives many unwanted ‘peaks’–ripples and clusters–which persist at all scales
despite smoothing. Such spurious peaks can be suppressed using a parametrized set
of heuristics.
r

Tiny peaks: peaks which fail to achieve a threshold amplitude.

r

Ripples: sets of peaks which are very close together.

r

Shoulders: peaks which poke up from the side of a larger peak.

This list provides three parameters, which are tuned by Monte Carlo optimization.
More specific information is given in §A.2.4 below.
For the similarity measure we describe in §A.2.1, culling of peaks using rejection
heuristics is found to be beneficial, as demonstrated in Figure A.2. For the peakbased similarity measure based on Levenshtein edit distance (§4.1.1), we found that
peak rejection was unnecessary, as illustracted in §A.2.4. This algorithm performed
optimally at the extreme of never rejecting any peak, allowing these extra parameters
to be eliminated from the methodology. Selective peak rejection can speed up execution since the application of the heuristics is O(N ) in number N of samples in the
signal, whereas edit distance is O(n1 n2 ) in the number n1 and n2 of accepted peaks
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in the two signals to be compared. However, run times are quick enough without the
rejection of any peaks, and recognizer performance is at its best with no rejections,
as reported in §A.2.4.

A.2

A Earlier Peak Comparison Algorithm

Prior to using the modified Levenshtein (edit) distance method (§4.1.1), we used a
rather different algorithm to compare two peaks sequences. Performance was generally inferior to the edit distance method, but the details of the method are of possible
interest.

A.2.1

Non-symmetric peaks similarity measure

N
Suppose {pi }M
i=1 and {qj }j=1 are the sets of peaks for signals P and Q, possibly after

applying peak rejection heuristics. We define a similarity measure between two sets
P
N
of peaks as µ(P, Q) = M
i=1 minj=1 |t(pi ) − t(qj )|, recalling that t(pi ) denotes the time
offset to the crest of peak pi . We find that dividing by M worsens the performance
of the classifiers based on this similarity measure. Evidently µ is inherently asymmetric; we explored several options based on this asymmetry, and found recognizer
performance to be best when taking the maximum of µ(P, Q) and µ(Q, P ) as our final
similarity measure between peaks sequences. These findings are discussed in §A.2.2.

A.2.2

General performance results

Refer to Table 5.3.1 and §5.3.1 for a guide to the presentation of the bar graphs in
the following subsections.
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The non-symmetric peaks-based method (§A.2.1), while not as successful as the
edit-distance peaks-based method, was implemented and tested. Figure A.2 illustrates how performance of this method depends on the way the dissymmetry of µ
is handled. In particular, the measure µ(P, Q) and µ(Q, P ) can remain independent
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Figure A.2: Illustrating the performance of a recognizer built upon the nonsymmetryic peak similarity measure, under a variety of conditions. (Refer
to §5.3.1 for information about the presentation of our bar graphs. Refer
to the text of §A.2.2 for an explanation of None, MIN, etc.) The performance is generally inferior to the edit-distance peak similarity measure
(§4.1.1,5) which we later implemented. In particular, the FOOD datasets
are less effectively recognized than the ABC dataset, in contrast to all
the other recognizers we examined.
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(None), or symmetrized measures can be defined (MIN for min{µ(P, Q), µ(Q, P )},
MAX for max{µ(P, Q), µ(Q, P )}, and MEAN for 21 (µ(P, Q) + µ(Q, P ))). Our findings
are that symmetrization by MAX or MEAN outperforms non-symmetrized None or
min- symmetrized MIN. The performance is generally inferior to the edit-distance
peak similarity measure (§4.1.1,5) which we later implemented.

A.2.3

Effect of adding ‘sentinel’ peaks

Figure A.3 illustrates the effect of adding ‘sentinel’ peaks at the endpoints, since in
some cases the nearest natural peaks are a bit far from the actual endpoints of the
time interval of writing. This is a sort of assertion, in the peak-based methods, of the
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Figure A.3: Effect of adding ‘sentinel’ peaks at the endpoints of the segment of penchant. (Refer to §5.3.1 for information about the presentation of our bar
graphs.) Differences are below the level of statistical significance, but the
trend appears to be that sentinels benefit the old (non-symmetric) peaks
method, but harm the new (edit-distance) peaks method.
actual timespan of the utterance. Sentinels seem to be beneficial in the non-symmetric
(‘Old’ in the figure) peaks method (§A.2.1), but to be harmful in the edit-distance
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(‘New’ in the figure) peaks method (§4.1.1). The reason is probably that the nonsymmetric peaks method uses peak rejection heuristics (§A.1.3), so that the chances
are greater that no remaining peak is near one of the endpoints of the segment time
interval.

A.2.4

Effect of peak rejection heuristics

As first discussed in §A.1.3, there are three parameters we use to determine which
maxima qualify as peaks. Based on Monte-Carlo experiments, we found settings for
these parameters which gave best recognizer performance on the FOOD dataset:
r

0.07 : smallest accepted peak height from zero (normalized amplitude units).

r

0.13 : smallest accepted inter-peak separation (seconds).

r

0.09 : smallest accepted distance between maximum and shallowest adjacent
minimum (normalized amplitude units).

Figure A.4 demonstrates the performance gains enjoyed by the non-symmetric peaks
comparison method when peak culling based on these rejection criteria are employed.
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Figure A.4: Peak rejection heuristics were found to be highly beneficial with the original, non-symmetric peak comparison algorithm. (Refer to §5.3.1 for
information about the presentation of our bar graphs.)
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On the other hand, the graphs of Figure A.5 show the effect of peak rejection
heuristics (§A.1.3) on the performance of the edit-distance peaks method (§4.1.1).
The results suggest that peak rejection is not beneficial for this recognition algorithm,
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Figure A.5: Attempts to use peak rejection heuristics was not found to be beneficial
in the context of the recognizer based on edit-distance peak comparison.
(Refer to §5.3.1 for information about the presentation of our bar graphs.
See the body of §A.2.4 for the specific rejection parameters.) This figure
illustrates typical increase in error rate seen when rejection culling was
attempted.
whether or not sentinel peaks (§A.2.3) are used. This is in contrast to the nonsymmetric peaks method (§A.2.1) which does benefit from the application of peak
rejection heuristics. It is fortunate that the edit-distance peaks algorithm, which is
the best-performing algorithm among all those that we implemented, performs best
without peak rejection, since freedom from need for peak rejection heuristics is a
tremendous simplification.

Appendix B
GREB Ethics Application
The following figures show the pages of our General Research Ethics Board (GREB)
application, which is a requirement for conducting any experiments involving human
participants at Queen’s University. It is provided in part to show the ‘instruments’
(blanks) used to collect handwriting samples, but the other pages of the application
are also provided with a hope that they might be useful in assisting another student
in preparing their GREB application. Note that GREB forms are frequently revised,
and the applicant should take care to obtain the latest forms from the office. These
pages have been slightly reduced to comply with the formatting requirement for a
thesis.
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GENERAL RESEARCH ETHICS BOARD (GREB)

GREB APPLICATION FORM for ETHICS APPROVAL
Be sure to consult the “Instructions to Applicants” when completing this form. Submit 1 original
+ 2 copies including all supporting documentation to your unit REB. If your department does not
have a unit REB, then submit directly the General Research Ethics Board (GREB) through the Office
of Research Services, 301 Fleming-Jemmett. See http://www.queensu.ca/vpr/greb/UnitREB.htm for
a list of the Unit REBs.
The personal information collected on this form is collected under the authority of the Queen’s Royal Charter of 1841, as
amended. The information collected will form part of the records held at the Office of Research Services. It will be used to
assist in the administration of your research program. A copy of this form may be provided to other offices at Queen’s. It may
also be reviewed by external parties in order to meet legislative, audit and/or regulatory requirements. If you have any
questions or concerns about the information collected please contact the Office of Research Services, 301 Fleming HallJemmett Wing at 613-533-6081.

Note: This document is in Protect mode so that you can tab from field to field. Protect mode can be
turned on and off from the Tools Menu.
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Seniuk
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Andrew G.
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School of Computing
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557 Goodwin Hall
Queen's University
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Title/Position:
Faculty Member
Master’s Student PhD
Postdoc
Undergraduate
If you are a student, include your supervisor’s
name and email address here and obtain
signature (see last page)
Supervisor:
Prof. Dorothea Blostein
Email:
blostein@cs.queensu.ca
1.1 Co-applicant(s)
Name:
Position

Email Address
seniuk@cs.queensu.ca
Telephone
(613) 533-6000 ext. 75103
Unfunded Project
Funding Pending
Funding Received
Sponsor/Agency:

NSERC

Start Date:
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Dept.
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GENERAL RESEARCH ETHICS BOARD (GREB)
4.5 Source of Participants - Check all that apply
Queen’s undergrad or graduate classes
Queen’s departmental subject pools
Other Queen’s sources - Specify:
School Boards
Correctional Services
Agencies
Mailing Lists
Businesses, Industries, Professions
Health Care settings, Long Term Care Facilities
Other - Specify:
Friends and acquaintances.
4.6 Describe how and by whom potential participants will be recruited.
Asked verbally.
Please attach any recruitment notices, advertisements, or information sheets.
4.7 If remuneration or compensation will be offered, please provide the details.
$10 cash per one hour session.
4.8 Will people be informed of their right to withdraw from the study? Please describe procedures should
someone wish to withdraw.
Yes. They need only say “I've had it” or “I wish to withdraw” or similar.
4.9 If your study requires a formal debriefing, please provide details about the procedures you will use.
N/A

5.0 ASSESSMENT OF RISKS
Will this study involve any of the following:
5.1 Questions about sensitive or personal issues?
5.2 Psychological or emotional risk?
5.3 Physical, economic or social risk?
5.4 Dangerous location such as war-torn countries (see section 3.3)
5.5 Risks to participants due to power imbalance?
5.6 Language and cultural sensitivities?
5.7 Other risk, please describe:

NO

YES

5.8 DECEPTION
Yes
No
If deception is involved, will it be minor, major or by omission?
minor
major
by omission
Describe deception:
GREB Application
2007
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6.0 BENEFITS
Please describe the benefits of the research to the participants, the research community and to society, at
large.
No benefits to participants beyond remuneration and general societal benefits. Benefits to the
research community are advances in handwriting recognition methodology. Benefits to society are through
the potential applications listed in the last sentence of the Abstract (section 3.1 of this application).

7.0 PRIVACY: Confidentiality and Anonymity
7.1 Will the participants identify themselves in a way that will allow you or anyone
else to match their identity to the information you gain from them?
If yes, explain. Since we are collecting handwriting samples, it is conceivable
that the participants could be identified from their handwriting characteristics. The
collected data is in no way personal or sensitive so this is not seen as a problem.

NO

YES

7.2 Will the confidentiality of the participant’s identity be protected?
If no, explain.
7.3 Will information about the participants be obtained from sources other than the
participants themselves?

7.4 Will the information on individual participants be disclosed to others?
6.5 Could publication of the research allow participants to be identified?

7.6 If it becomes possible that the participant’s identity can be deduced by anyone

other than the researcher, will the participant be told?
Will he or she be able to withdraw?
7.7 Will anyone other than the applicants listed here have access to the data?
If using a translator will he or she sign a confidentiality agreement?
7.8 Please provide specific details about the security procedures for the data as well as plans for the ultimate
disposal of records/data.
The handwritten and pen-acoustic data will be retained in my personal research archives for a period
of at least two years, and will be disposed of (by shredding and by file deletion, respectively) before the
expiration of three years. The data is anonymized, and would not be considered sensitive even if it were
not anonymous.
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8.0 INFORMED CONSENT - indicate all applicable
8.1 Letter of Information
Participants will be given a Letter of Information (LOI).
If no, please explain.
This is the normal procedure.
Instructions at http://www.queensu.ca/vpr/greb/instruct.htm

NO

YES

8.2 Consent Form
a) Participants will be asked to sign a written consent form (may be combined
with LOI) If no, please explain.
This is the normal procedure except with some survey questionnaires.
Instructions at http://www.queensu.ca/vpr/greb/instruct.htm
b) Participants will be given a Letter of Information and will give Verbal Consent
as a Category I exemption, see
http://www.queensu.ca/vpr/greb/instruct.htm#exceptions
c) Participants will be given a Letter of Information and will give Verbal Consent
as a Category II exemption, see
http://www.queensu.ca/vpr/greb/instruct.htm#exceptions .
d) Participants are not in a position to give Consent to participate, so written
permission will be acquired from person with legal authority.
e) Participants are children or other population unable to legally provide consent.
Voluntary assent will be obtained.
9.0 SIGNATURES
Applicant(s): I/we, the undersigned, certify that (a) the information contained in this application is accurate;
(b) that conduct of the proposed research will not commence until ethical certification has been granted; (c)
that the Board will be advised of any revisions to the protocol arising before or after ethical certification is
granted. Conduct of research using human subjects that has not received ethics certification is a breach of
University policy on integrity in scholarly activity.
Applicant’s Signature:
Date:
Supervisor’s Signature: I have reviewed this application and agree
with the information it contains.

Date:

SUBMISSION CHECKLIST - required
Copy of the verbal or written Letter of Information that will be provided to
participants before they are asked for consent to participate
Copy of the informed consent(s) that will be distributed to each participant
Copies of questionnaire, sample questions, thematic overview, interview guide
Recruitment: your recruitment notice, advertisement, and/or information sheet
as well as that used by a sponsor or supportive organization, as may be
applicable. Refer to Recruitment Guidelines document on our webpage
Completed and signed application for review - original with 2 copies
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Letter of Consent
1. Project Title: Collecting Handwriting Sounds to Build a Recognizer
2. Name of Participant:
3. I have read the Letter of Information and have had all questions regarding it answered
to my satisfaction.
4. I am aware of the aims of this research project titled ‘Collecting Handwriting Sounds
to Build a Recognizer’ and the nature and extent of my involvement in the same and
have consented to the use of a microphone-pen to record my writing samples.
5. I am aware that I can contact the researcher Andrew Seniuk (seniuk@cs.queensu.ca)
or his supervisor Prof. Dorothea Blostein (blostein@cs.queensu.ca), or the Chair of
the General Research Ethics Board at Queen’s University, Kingston, Canada,
Dr. Joan Stevenson, tel. 613-533-6081, email: Chair.GREB@queensu.ca, regarding
any complaints or queries with respect to the research.
6. I am aware that my participation is completely voluntary and that I am free to
withdraw from the research at any point of time. Should I choose to withdraw, I
understand that all data collected from me will be promptly disposed of.
7. I am assured that the researcher shall protect the confidentiality of my identity by not
using my name or any other identifying information in the research. Only the
anonymous, completed test instruments and corresponding pen noise audio recordings
will be retained, and all these will be disposed of within three years' time.

Name:
Date:
Signature:
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Letter of Information
1. This research is being conducted by Andrew Seniuk, Master's student at the School of
Computing, Queen’s university, Kingston, Ontario, Canada.
2. The topic that is being researched is titled “Collecting Handwriting Sounds to Build a
Recognizer”. Basically, the main purpose of the study is to obtain natural handwriting
data to test hypotheses regarding the suitability of writing sounds for recognizing the
written text. As a part of the research the participant will be asked to write certain
characters and English words in a lowercase cursive hand. We will also collect some
data for common gestures such as scratch-out and circling. The writing instrument will
be a ballpoint pen with a very light-weight microphone attached. No hand strain is
expected to result from use of this apparatus.
3. Participants will produce writing samples in one session which is expected to last for 40
minutes (approximately), although one hour will be allocated. There will be no followup studies.
4. There are no known physical, psychological, economic or social risks involved with
the participation in the research.
5. Participation in the research project is completely voluntary and participants are free to
withdraw at any point of time during the research for any reason they may deem fit.
6. The confidentiality of the participants shall be protected by means of concealing the
names and identities of the participants. At no point will collected data bear your name.
7. This research shall be part of the MSc dissertation that will be submitted to Queen’s
University. The academic community and any other person interested in it shall have
access to it through Queen’s University. It may also be published in the form of a
scholarly article at a later stage and can be thus available to the general public or as a
secondary source for other researchers.
8. A remuneration of $10.00 cash shall be provided for participating in this research.
9. Any complaints or queries regarding the nature or manner of research can be forwarded
to the following persons/bodies:
 Andrew Seniuk
seniuk@cs.queensu.ca (613) 533-6000 ext. 75103
School of Computing,
Queen’s University,
Kingston, Ontario, Canada K7L 3N6
 Prof. Dorothea Blostein
blostein@cs.queensu.ca (613) 533-6537
School of Computing,
Queen’s University,
Kingston, Ontario, Canada K7L 3N6
 General Research Ethics Board
Chair: Dr. Joan Stevenson
email: Chair.GREB@queensu.ca
tel. (613) 533-6081
Queen’s University,
Kingston, Ontario, Canada K7L 3N6
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3. Project Details
3.1 Abstract
The sounds generated by a writing instrument provide a rich and under-utilized source of
information for pattern recognition. We are researching the feasibility of recognition of
handwritten cursive text, exclusively through an analysis of acoustic emissions. Our recognizer
uses a template matching approach, with templates and similarity measures derived variously
from: raw power signal with fixed resolution, discrete time series obtained from peaks in the
power signal, and ordered tree obtained from a scale space signal representation. In a recent
publication we obtained recognition rates of over 70% (alphabet) and 90% (26 words), based
solely on acoustic emissions, with samples provided by a single writer (myself). These
preliminary results demonstrate that acoustic emissions are a rich source of information, usable –
on their own or in conjunction with image-based features – to solve pattern recognition problems.
We wish now to collect samples of pen sounds from other writers, in order to study the
robustness of the recognizer to the writer-dependent aspects of pen acoustic emissions, and to
assess the distinguishability of some simple gestures such as scratch-out, circling, and check and
ex marks. In future work, this approach can be used in applications such as writer identification,
handwriting and gesture-based computer input technology, emotion recognition, and temporal
analysis of sketches.
3.2 Method
Participants will be recruited informally from among colleagues and acquaintances, who profess a
knowledge of cursive English handwriting. Before meeting any actual participant, a “dry run”
will be administered by me, with my supervisor acting the part of participant. Each session will
take place between myself and one participant, and is expected to last between 20 minutes and
45 minutes, but allowance will be made for one hour at the utmost. We will meet either in my
office or in theirs, as best suits the participant. I will introduce myself to the participant and
present them with the Letter of Information, the Test Instruments, and the Cursive Lowercase
Alphabet Sampler (see attached pages). When they have read the Letter of Information, I will
present them with the Consent Form, and they will either sign it or decline to proceed. They
may also decline to proceed at any time after signing the Consent Form, in which case the session
will politely be declared ended, the former participant will be informed that any partial data
collected (both written and recorded) will not be used and will be promptly destroyed, and they
will receive the $10 remuneration,
Having now covered the possible cases of the session ending prematurely, I shall describe how an
uninterrupted session is expected to proceed. The participant will be assured that this is not a
performance test, and that if at any point they feel fatigued they may take a rest, for as long as
they feel is necessary, although if the rest is longer than fifteen minutes I will suggest that we try
again on another occasion. The Cursive Lowercase Alphabet Sampler is placed on the desk
within reach, and the participant is reminded that they may consult this Sampler if they are
uncertain how to form some cursive lowercase letter. Of the two types of handwriting Test
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Instruments, there will be five copies of each. Of the five copies, the first will be a practise and
the data will be discarded. During the practise, I may advise the participant to, if they feel able,
write larger, or a bit more quickly, and it may also be necessary to remind them not to dot their
i’s and j’s or to cross their t’s and x’s, although these instructions are present at the top of each
copy of the Instruments. The third type of Test Instrument, for gestures, only requires
completion of a single sheet.
Beginning with the Alphabet Instrument, the first copy will be affixed to a standard masonite
clipboard, the pen-microphone will be activated to begin recording pen sounds. The participant
will be told that the first sheet is a practise, and will be followed by four sheets for real data
collection. The participant will fill in the 26 boxes (and additional boxes when they feel they
have malformed a character). Then the completed Instrument will be exchanged for a fresh copy,
a fresh recording file will be started, and the participant will be asked to repeat the procedure.
The expected completion time is about 8 minutes.
Once all five copies of the Alphabet Instrument have been completed, the participant will be
reminded that they can take a rest, and I will suggest that they do rest their hand for at least
two minutes. We will then proceed with the Foods Instrument analogously to the way we
proceeded with the Alphabet Instrument. The expected completion time is about 12 minutes.
When all five copies of the Foods Instrument have also been completed, the third (which is the
last) sheet, the Gestures Instrument, is completed. The procedure is a little different, in that the
participant will not know precisely what shapes to form. Referring to the Gestures Instrument
attached, the labels are ”Scratch Out”, ”Double Circle”, ”Hatch” etc. which leaves some room
for interpretation. (We are interested in whether the gesture categories can still be classified
correctly given the expected range of expressions.) The Gestures part of the session only requires
filling in a single sheet, and should take only about 5 minutes. After it is completed, I will
declare the session ended, I will thank the participant, and I will pay the $10 remuneration in
cash, in the form of either one Canadian ten dollar bill, or two Canadian five dollar bills.
The handwritten and acoustic data is labelled anonymously (numerically) to be able to correlate
the inked Instruments with the pen-microphone acoustic recordings. The acoustic data is then
processed at length, as described in our publication, in order to build and evaluate a variety of
recognizers. A copy of this publication is attached in case more technical information about the
signal processing and recognizer construction is wanted by the Committee. Both the handwritten
and the acoustic data will be preserved for at least two years, and will be disposed of (by
shredding and by file erasure, respectively) before three years have expired.
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