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Abstract

Pathogen evolution poses a significant challenge to public health, as efforts to control the

spread of infectious diseases struggle to keep up with a shifting target. To better understand

this adaptive process, we turn to mathematical modelling. Specifically, we use stochastic

branching processes to describe a pathogen’s spread among members of a host population

or its growth within a single host. In each case, there is potential for new pathogen strains

with different characteristics to arise through mutation.

We first develop a specific model to study the emergence of a newly introduced infectious

disease, where the pathogen must adapt to its new host or face extinction in this population.

In an extension of previous models, we separate the processes of host-to-host contacts and

disease transmission, in order to consider each of their contributions in isolation. We also

allow for an arbitrary distribution of host contacts and arbitrary mutational pathways/rates

among strains. This set-up enables us to assess the impact of these various factors on the

chance that the process develops into a large-scale epidemic. We obtain some intriguing

results when interpreted in a biological context.

Secondly, motivated by a desire to investigate the time course of pathogen evolutionary

processes more closely, we derive some novel theoretical results for multi-type branching

processes. Specifically, we obtain equations for: (1) the distribution of waiting time for a

particular type to arise; and (2) the distribution of population numbers over time, condi-

tioned on a particular type not having yet appeared. A few numerical examples scratch the

surface of potential applications for these results, which we hope to develop further.
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Chapter 1

Introduction

1.1 Biological motivation

Many of today’s major public health concerns centre around infectious diseases, and we do

not always understand how best to manage the risks that these pose. For instance, pathogen

crossover from zoonotic sources frequently introduces novel infectious diseases into human

populations; recent examples include SARS and various influenza strains. Though often

at first poorly adapted to replicate within and transmit between humans, these introduced

pathogens may acquire mutations that enhance their success, and thus pose the risk of a

large-scale epidemic, particularly as we may not know how to treat this novel disease.

On the other hand, the emergence of drug resistance threatens to derail our abilities to

treat many well-established diseases, such as malaria and bacterial infections. While drug

treatment can keep a sensitive strain in check, mitigating individual patient symptoms and

reducing transmission, it can also create a selective pressure favouring the spread of any

resistant mutant that may arise. It remains unclear how best to implement drug treatment

at the individual and population scales in order to best balance these factors.

These issues are linked by a common theme of pathogen evolution. In human efforts to

control infectious disease, we are faced with an ever-changing target. Continually improving

our understanding of this adaptive process helps us manage this threat to our health.

Here, mathematical modelling can play an important role by predicting the outcome of

hypothetical processes and suggesting how various factors influence this outcome.
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1.2 Branching process models

Our work focuses on stochastic mathematical models of pathogen evolution, taking into

account rare events (e.g. mutations) and small numbers (e.g. initial population sizes) that

render the outcome probabilistic in nature. Specifically, we will use branching processes

as models describing the changing numbers of some population (perhaps infected hosts or

individual pathogen copies). A branching process is a special type of Markov chain, with

the state variable representing the current population size. As current members of the

population give rise to new ones, the process jumps between states. Conceptually, it can be

helpful to imagine the process as a tree graph growing over time, as new nodes (individuals),

each connected to an old node (its “parent”), appear, just as in a family tree. In a classical

branching process, which we consider throughout, every individual produces offspring in a

way that is independent of the offspring production of other individuals, and independent

of the number of individuals in the population.

A branching process may be formulated in either discrete or continuous time, and we

consider both in the following chapters. A continuous time formulation is perhaps the

more intuitive model for a process occurring in “real” time. A discrete time model may

also represent a process in real time, if the duration of each generation is identical, for

instance in the case of a seasonally reproducing organism. More generally, we can model

any continuous time process in discrete steps by grouping individuals into generations based

on the number of ancestors linking them to the progenitor (e.g. the number of infectious

contacts we must trace back to reach the index case in an epidemic). Although we will

still refer to a generation as one discrete time step, the real time between the birth of one

individual and the birth of each of its offspring may vary, not only from one generation to

the next, but also for different progeny within the same generation, perhaps even with the

same parent. (See also [29], p. 7, for discussion of the meaning of discrete “time”.)

To model pathogen evolution, we use branching processes that include multiple types of

individuals, representing, for instance, various strains of a pathogen with different degrees

of transmissibility or drug resistance. Each type follows specific rules governing how it gives

rise to new individuals (possibly of any type). That is, in a multi-type branching process,

2



individuals of a given type behave identically as well as independently. This means that

subprocesses beginning from any two distinct individuals of the same type give independent

realizations of the same stochastic process.

The independence property implies that a (classical) branching process is best used

to model situations where there is limited interaction among individuals. In particular,

competition for resources (such as susceptible hosts at the between-host scale; or host cells,

nutrients, or physical space at the within-host scale) should be negligible. This is often

true when population size is small relative to resource abundance. Furthermore, when a

population is small in absolute numbers, demographic stochasticity (i.e. random fluctuations

in population size due to variable outcomes of individual members; [29], p. 5) is important.

For instance, a branching process might model the following scenarios:

• the early stages of a disease outbreak initiated by one or a few infectives

• the early stages of a within-host infection initiated by a small inoculum of individual

pathogens

• later stages of within- or between-host pathogen spread, after the implementation of

an effective treatment has reduced the pathogen or infected host population size

Haccou et al. [29] also provide a good discussion of the use of stochastic, particularly branch-

ing process, models.

Mathematically, a branching process must always either go extinct (i.e. the population

size reaches zero) or grow unbounded (see standard references, e.g. [31]). Obviously, factors

not considered in the branching process model would ultimately constrain the growth of

any real population; and arguably, every real-world process eventually goes extinct. Escape

of extinction in the branching process indicates that the population first grows appreciably,

before eventually (perhaps on a very long time scale) going extinct. Conversely, extinction

of the branching process indicates that the population we are modelling never “gets off

the ground” before dying out. See [4], particularly Chapter 3, for an exposition of Markov

chain models with finite state space: here, eventual extinction is guaranteed; however, as

time progresses, the probability distribution of population sizes quickly becomes bimodal,

3



split between zero and some relatively large size. A branching process model captures this

notion of whether a process ever reaches such a large size.

1.3 Probability generating functions

An important tool for analyzing branching processes is the probability generating function

(PGF), which provides a useful representation of the probability distribution of a non-

negative, integer-valued random variable, say X. Its PGF G(s), as a function of the dummy

variable s, is defined as:

G(s) = E[sX ]

More generally, the joint probability distribution of a vector-valued random variable, X =

(X1, . . . , Xm), can be represented by the PGF:

G(s1, . . . , sm) = E[sX1
1 · · · s

Xm
m ]

G(s) ≡ G(s1, . . . , sm) takes the form of a power series, where the coefficient of sx1
1 · · · sxm

m

gives the probability that X takes on the value x = (x1, . . . , xm). PGFs have many useful

properties, summarized in Appendix A of [36] and elsewhere. In particular,

• G(s) is continuous and all its derivatives exist.

• The probability distribution of X can be recovered uniquely from its PGF through

the formula,

Pr(X = x) =
1

x1! · · ·xm!
∂x1+···+xm G(s)
∂sx1

1 · · · s
xm
m

∣∣∣∣
s=0

• The mixed factorial moments of X’s distribution can be obtained as

E

 m∏
i=1

xi−1∏
j=0

(Xi − j)

 = lim
s↑1

∂x1+···+xm G(s)
∂sx1

1 · · · ∂s
xm
m

In particular,

E[Xi] =
∂G(s)
∂si

∣∣∣∣
s=1

The PGF provides an efficient way of tracking the joint probability distribution of the

number of individuals of each type over time in a multi-type branching process.

4



Further properties and techniques for branching processes and PGFs will be introduced

as required throughout the following chapters. In general, good references for this material

include [4, 10, 28, 29, 31, 36, 46].

1.4 Outline of thesis

The two main chapters of this thesis each investigates a different aspect of pathogen evolu-

tion and reflects a different side of applied mathematics. On the one hand, applied mathe-

maticians develop models to represent particular real-world processes, and apply standard

mathematical techniques to obtain results providing some insight into real-world questions.

We take this approach in Chapter 2, where we model the between-host spread of an emerging

infectious disease, and assess the influence of various risk factors for an epidemic by compar-

ing the extinction probability of the process as parameters vary. On the other hand, applied

mathematicians may be motivated by real-world questions, but lack the tools to analyze

these questions in a model; the development of novel mathematical theory or techniques is

then required. We make such efforts in Chapter 3, where we derive exact distributions of

waiting time for a particular event and of population numbers conditioned on a particular

event occurring. These derivations are valid for a generic multi-type branching process, but

our eventual goal is to apply the results to the appearance of particular pathogen strains

in an evolutionary model.
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Chapter 2

Risk factors for the evolutionary

emergence of pathogens
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Abstract

The work presented in this chapter and the relevant appendices has been published previously

(with minor editorial changes) in [2].

Recent outbreaks of novel infectious diseases (e.g. SARS, influenza H1N1) have highlighted

the threat of cross-species pathogen transmission. When first introduced to a population, a

pathogen is often poorly adapted to its new host and must evolve in order to escape extinc-

tion. Theoretical arguments and empirical studies have suggested various factors to explain

why some pathogens emerge and others do not, including host contact structure, pathogen

adaptive pathways, and mutation rates. Using a multi-type branching process, we model

the spread of an introduced pathogen evolving through several strains. Extending previous

models, we use a network-based approach to separate host contact patterns from pathogen

transmissibility. We also allow for arbitrary adaptive pathways. These generalizations lead

to novel predictions regarding the impact of hypothesized risk factors. Pathogen fitness de-

pends on the host population in which it circulates, and the “riskiest” contact distribution

and adaptive pathway depend on initial transmissibility. Emergence probability is sensitive

to mutation probabilities and number of adaptive steps required, with the possibility of

large adaptive steps (e.g. simultaneous point mutations or recombination) having a dra-

matic effect. In most situations, increasing overall mutation probability increases the risk

of emergence; however, notable exceptions arise when deleterious mutations are available.



2.1 Introduction

The recent outbreaks of SARS coronavirus and avian and swine influenza strains have

highlighted the importance of pathogen cross-species transmission, and subsequent evolu-

tionary adaption, in the emergence of new diseases [23, 56]. Such “species jumps” have

been proposed as a major source of novel pathogen introductions [56, 37, 21] and indeed

many emerging human diseases are zoonotic [53, 18]. Typically, these pathogens are ini-

tially poorly adapted to humans because of physiological differences between species [37].

Thus, significant spread of these pathogens within the human population often requires

evolutionary adaptation [23].

A number of risk factors have been proposed to explain why some pathogens emerge

and others do not. These include the breadth of the pathogen’s host range [18, 53, 55],

susceptibility of the host [56, 55], contact patterns in the host population [56, 23, 37, 55],

the mechanism(s) of pathogen adaptation (e.g. whether recombination is possible) [56],

pathogen taxonomic classification [18, 53], pathogen generation time [18, 53] or growth

rate [23], and pathogen mutability [56, 23, 18, 53]. Indeed, empirical studies have revealed

that some of these factors are often associated with emerging diseases [18, 53, 55]. In

particular, viruses and protozoa display a relatively high propensity for being involved in

newly emerging human diseases [18, 53], and the degree of transmissibility between members

of the new host species also appears to be a risk factor where data are available [53].

The association between transmissibility and likelihood of emergence is, perhaps, not

surprising. Any factor that increases the expected number of transmitted infections, such

as higher initial transmissibility between members of the new host species, means that

the pathogen can circulate for longer after the cross-species jump, and thus have greater

potential for ultimate evolutionary adaptation [8]. For the same reason, patterns of contact

among hosts should also play an important role in disease emergence, because some contact

structures ought to lead to greater scope for transmission than others. To date, however,

the most “risky” patterns of host contact are not known.1

1It was recently pointed out to us, by A. Jolly, that there is in fact a recognition in the social network
literature that scope of transmission depends on network properties. For instance, Bearman et al. [13]
suggest that the use of a core or inverse core network model could underestimate spread of disease in their
studied population, whose interactions, as determined by survey data, more closely resemble a spanning
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The association between pathogen taxonomic classification and likelihood of emergence

is less easy to explain. It has been suggested that the high incidence of emergence among

viruses may be attributed, at least partially, to their high mutation rates (particularly in

RNA viruses). A high mutation rate might lead to a greater likelihood of the appropriate

adaptive mutations occurring, implying greater evolutionary potential [18, 56]. On the other

hand, most mutations are deleterious, and a high mutation rate could thereby increase the

chance of pathogen extinction [23]. Indeed, this propensity for extinction might be exploited

clinically by drug-induced “lethal mutagenesis” [19, 5]. Thus, it remains unclear if higher

mutation rates do indeed lead to a higher likelihood of evolutionary emergence, or if other

processes are required to explain the empirical patterns.

In this paper, we investigate the above factors through mathematical modelling. We

ask two main questions: (1) what types of host contact structure lead to the greatest risk of

evolutionary emergence? and (2) how do patterns of mutation affect the risk of evolutionary

emergence? We address these questions using a branching process model that tracks the

number of infected hosts as a newly introduced pathogen spreads and evolves. There have

been two main approaches to using such models in the epidemiological literature, a network-

based approach and a phenomenological approach. The former explicitly considers the

patterns of contact among individuals in the population and the probability of transmission

through any given contact (e.g. [16]), but has not, to date, allowed for evolution. The latter

assumes that the population is well mixed and in some cases allows for evolution, but has

not explicitly modelled the contact patterns among individuals (e.g. [39, 8, 57, 21, 47]).

In order to address the above questions, we place these two approaches within a common

framework, generalizing to allow for arbitrary contact patterns and arbitrary pathways of

evolutionary adaptation.

2.2 A Unified Modelling Framework

In order to develop a unified modelling framework that encompasses both the network-

based and phenomenological approaches, it is useful first to focus on single strain models

tree. De et al. [22] highlight the importance of “bridges” linking otherwise separated subpopulations, as well
as “cores” where infection can be maintained, in an observed STD outbreak.
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that ignore evolution.

2.2.1 Single Strain Models

We model in discrete time, using a Galton-Watson process. To define the branching process,

we require a distribution for the number of “offspring” produced by each individual. In

the present context, infected hosts are the individuals of interest, and an “offspring” is

viewed as a contact to whom the infection is transmitted. The network-based approach and

the phenomenological approach arrive at this offspring distribution in different ways. The

network-based approach builds up the offspring distribution from underlying assumptions

about the processes of host-host contact and pathogen transmission. The phenomenological

approach, on the other hand, simply specifies this offspring distribution directly, without

explicit consideration of the underlying contact and transmission processes through which

it might arise.

The network-based approach represents the host population by a graph: each vertex

or node corresponds to an individual, and an edge between two nodes signifies that the

two individuals are acquaintances, i.e. can contact and potentially transmit disease to one

another. We assume that this network is static, and restrict attention to random graphs in

the limit of infinite population size. In this situation, the network becomes a tree graph,

with the number of “branches” from each node drawn independently from the arbitrary

degree, or contact, distribution ([54] and references therein). This restriction is applied for

mathematical tractability, but neglects certain realistic network properties such as loops and

clustering; we return to this issue in Section 2.4.3. We refer to the individual(s) initially

infected by a source outside the population as “generation 0” infectives. All individuals

infected by a generation n infective (n = 0, 1, . . .) are considered generation n+1 infectives,

and “later-generation” infectives (i.e. generation ≥ 1) receive their infections from other

individuals within the population.

Following the derivation presented by Brauer (2008), we suppose that each node has

degree distribution {pd}, described by the probability generating function (PGF):

g(z) =
∞∑
d=0

pdz
d .
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Furthermore, if we randomly choose an edge and follow it to a node, the excess degree of

that node (number of other edges emanating out) has distribution {p̃d} given by the PGF:

G(z) =
∞∑
d=0

p̃dz
d =

∞∑
d=1

dpd
〈d〉

zd−1 =
g′(z)
g′(1)

where 〈d〉 = g′(1) denotes the expected value of degree d.

An infective is assumed to transmit infection to each still-susceptible contact indepen-

dently with probability T , called the transmissibility, taken to be a constant. That is, if

d is the number of still-susceptible contacts, then the number of infections transmitted is

distributed as Binomial(d, T ). For the initial infective, who has been been infected by a

source outside the population, all contacts (given by the degree) remain susceptible. Thus,

the PGF γ(s) for the number of infections transmitted by a randomly chosen initial infective

is [16]:

γ(s) = g(1− T + Ts).

A later-generation infective has received the infection from one of its contacts, i.e. it has been

arrived at by following a randomly chosen edge from another node. Hence, the number of

still-susceptible contacts is determined from the excess degree distribution. (We implicitly

assume that an individual can only be infected once, as in an SI- or SIR-type disease.)

Thus, the PGF Γ(s) for the number of infections transmitted by a later-generation infective

is:

Γ(s) = G(1− T + Ts) .

The basic reproductive number, R0, can then be defined as the mean number of infections

transmitted by one typical (later-generation) infective:

R0 = Γ′(1) = G′(1)T .

In this way, we can see how the disease’s reproductive number in the network-based approach

is composed of the underlying processes of host-host contact (represented by G′(1)) and

pathogen transmission (represented by T ). R0 is an appropriate measure of the fitness of a

single strain of pathogen.

The phenomenological approach (e.g. [39, 8, 57, 21, 47]) does not build up the process

of disease spread from a description of host contacts and pathogen transmission. Rather,
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it directly specifies a distribution of number of new infections, X, produced by an infected

individual. The approach typically uses a Poisson distribution of infections, implicitly

assuming homogeneous mixing in the population, but sometimes incorporates individual

heterogeneity by allowing the mean of the distribution itself to be a random variable. For

example, Lloyd-Smith et al. (2005) generally draw the mean, ν, from a Gamma distribution

with mean R0 and dispersion parameter β; then X has a Negative Binomial distribution

with mean R0 and dispersion β. As special cases, β = 1 corresponds to ν ∼ Exp(R0) and

X ∼ Geometric(R0), while β →∞ corresponds to ν = R0 (no individual variation) and X ∼

Poisson(R0). In any case, the key difference from the network-based approach is that Γ(s)

is effectively specified directly. As before, one then defines the basic reproductive number

as R0 = Γ′(1). Notice, however, that unlike the network-based approach, no distinction

is made here between generation 0 infectives (i.e. those who receive the infection from an

outside source) and later-generation infectives. (In special cases of the network model, all

generations are in fact equivalent; see Appendix A.1.2.) If we consider only later-generation

infectives, the phenomenological approach can be obtained via the network-based approach,

provided that the contact distribution in the latter is chosen to obtain the same end result

for the offspring distribution (see Appendix A.1.3).

For example, if the contact distribution is such that the number of still-susceptible

contacts has a Negative Binomial distribution with mean λ and dispersion β (Appendix

A.1.1), i.e. G(z) = (1+ λ
β (1−z))−β [39], then the offspring distribution will also be Negative

Binomial with mean λT and dispersion β: Γ(s) = G(1 − T + Ts) = (1 + λT
β (1 − s))−β.

Since R0 = λT , this gives exact correspondence with the phenomenological approach of

[39] described above. Other examples of contact distributions and the resulting offspring

distributions are described in Appendix A.2.1 and illustrated in Figure 2.1.

Regardless of which approach is used to obtain the offspring distribution, the extinction

probability, q, of the process – that is, the probability that the disease outbreak eventually

ends, infecting only a finite number of people – is the smallest non-negative solution of

the equation Γ(s) = s. The epidemic is guaranteed to go extinct if R0 ≤ 1, but persists

with non-zero probability if R0 > 1 [4]. Recall, however, that the network-based approach

also distinguishes the generation 0 infective from all others, and if this initial infective is
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Figure 2.1: Examples of contact distributions (left column), described by the PGF g(z),
along with the corresponding offspring distributions, described by the PGF
Γ(s), for transmissibility T = 0.1 (middle column) and T = 0.5 (right column).
Contact distributions, all with mean 5, are: top row – Mixed Deterministic with
10% superspreaders; middle row – Poisson; bottom row – Negative Binomial
with dispersion β = 1 (i.e. Geometric). Note: in the published version of this
work, there was an error in the top right panel, which has been corrected here.
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chosen uniformly at random, then the overall extinction probability in that approach is

g (1− T + Tq) ≡ γ(q) [16].

2.2.2 Multiple Strain Model

A phenomenological approach has also been used to explore how pathogen evolution affects

disease emergence by accounting for multiple pathogen strains [8, 57, 21, 47, 7]. These

models typically assume a Poisson distribution of infectious contacts, which, interestingly,

has been found usually to be a poor fit to epidemiological data [39]. Mathematically similar

models have also been used to model evolution and “escape” in a population of replicating

individuals [33, 34, 52]. In the most general of these, Serra and Haccou (2007) outline

the model for an arbitrary offspring distribution as well as arbitrary mutation scheme and

fitness landscape. However, to date such generalizations and their implications have not

been explored in the context of evolutionary epidemiology, nor have underlying mechanisms

contributing to the offspring distribution been considered separately. One can readily extend

the network-based framework outlined in Section 2.2.1 to investigate these questions.

We account for pathogen evolution using a multi-type branching process. An individual’s

type i (i = 1, . . . ,m) denotes which one of the m possible pathogen strains is infecting that

host. We allow for arbitrary contact distribution and assume that the contact network is

determined by the host, independently of the pathogen strain. Thus, as before, degree is

described by the PGF g(z) and excess degree by G(z) for every individual, regardless of

type. We retain the assumption that transmissions occur independently to each contact, and

further assume that transmissibility T is strain-specific, denoted Ti for strain i. Thus, the

probability of making an infectious contact depends only on the current infective’s strain

type. However, a different strain may be transmitted as a result of pathogen mutation.

Specifically, given that a type i infective makes an infectious contact, strain j is transmitted

with probability µij (
∑

j µij = 1, ∀i). We call the m ×m matrix U = [µij ] the “mutation

matrix”, representing the mutational pathway(s) allowed in the evolution of the pathogen

and their probabilities.

We use the word “mutation” loosely to mean any processes resulting in a change in the

strain identified as a host’s type. These processes actually occur within individual hosts,
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but we account for this in a phenomenological way. The most accurate interpretation of our

approach would be that a host currently infected with strain i transmits only strain i, but

that each infective produced in the next generation has probability µij of converting to strain

j over the course of infection, before any further transmission occurs. In this approach, µij

is an “effective conversion rate” from strain i to strain j within one host, summarizing the

results of within-host dynamics (see Section 2.4.3). This is a common type of simplification

involving a separation of the time scales on which within- and between-host processes occur.

Antia et al. (2003) mention the possibility of strain conversion due to mutation within a

host, and André and Day (2005) explicitly model this in a phenomenological way; however,

neither discuss the above considerations in any detail.

Returning to our multi-type process, the number of transmissions of each type made by

a type i infective with d susceptible contacts now has distribution Multinomial(d; 1 − Ti,

TiUi·), where Ui· is the ith row of U and the probability vector is given in the order: no

transmission, transmit strain 1, . . . , transmit strain m. The corresponding PGF for the

number of transmitted infections of each type, (X1, . . . , Xm), given d susceptible contacts,

is:

E[sX1
1 · · · s

Xm
m |d] =

1− Ti + Ti

m∑
j=1

µijsj

d

.

Thus, extending the notation of Section 2.2.1, the PGF for number of infections transmitted

by an initial infective of type i is

γi(s1, . . . , sm) = g

1− Ti + Ti

m∑
j=1

µijsj

 ,

and for a later generation infective, the PGF is

Γi(s1, . . . , sm) = G

1− Ti + Ti

m∑
j=1

µijsj

 .

Derivations of these PGFs appear in Appendix A.3.

The probability of extinction starting from one later-generation infective of type i, de-

noted qi, is obtained as the smallest non-negative root of the equation qi = Γi(q1, . . . , qm),

solved simultaneously for all i (see Appendix A.4). More compactly, we can write this as

a vector fixed point equation: ~Γ(~q) = ~q, where ~Γ = (Γ1, . . . ,Γm) and ~q = (q1, . . . , qm).
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Starting from a generation 0 infective of type i, chosen uniformly at random, the overall

probability of extinction is then given by g(1−Ti +Ti
∑m

j=1 µijqj) ≡ γi(~q) (Appendix A.3).

If we account for strain conversion as per the above interpretation, the only adjustment we

must make in our calculations, assuming that strain i is introduced to a randomly chosen

individual, is to allow the initial infective to be type j with probability µij . We generally

assume that strain 1 is, by definition, initially introduced to the host population.

In what follows, it is sometimes useful to refer to the “basic reproductive number of

strain i”, denoted R0,i and defined as the expected total number of infectious contacts

made by a typical (later-generation) type i infective. Since this number is distributed as

Binomial(d, Ti), we have:

R0,i = E[d]Ti = G′(1)Ti ,

If strain i were the only strain present, with no possibility of mutation, R0,i would be the

value of its basic reproductive number in the single strain model.

We define emergence as the situation in which the pathogen escapes extinction, which

necessarily requires evolution to a strain having R0,i > 1. Probability of emergence is thus

the complement of probability of extinction. We present numerical results for the probability

of emergence beginning from one later-generation infective of type 1, 1−q1, but these results

may be extended to account for generation 0 and/or type conversion as described above.

Note that the branching process may be either indecomposable or decomposable, depending

on the mutational scheme. Thus, if the epidemic persists, the complement of strains that

will be present must be treated on a case-by-case basis (Appendix A.4).

Our derivation so far is quite general, imposing no a priori restrictions on the choices

of contact distribution, transmissibilities, and mutation probabilities. However, in the nu-

merical results to follow, we limit ourselves to specific examples.

Contact Distributions – We consider the following contact distributions, each with mean

λ (see also Appendix A.2.1):

• Deterministic: Every individual has exactly λ contacts.

• Mixed Deterministic: There are n types of individuals, where the kth type occurs in

proportion pk and has exactly λk contacts.
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• Poisson

• Mixed Poisson: There are n types of individuals, where the kth type occurs in pro-

portion pk and has a Poisson(λk) distribution of contacts.

• Negative Binomial, with dispersion β

Mutational Schemes – We consider two broad types of mutational schemes: “linear”

and “hub-and-spoke” (see also Appendix A.2.2). In all cases, we assume that strain m is

well adapted to the host; that is, Tm is chosen such that R0,m > 1. On the other hand, any

other strain i is poorly adapted to the host (R0,i < 1) unless otherwise specified.

Linear mutational schemes represent single directions through strain space, where strains

2, . . . ,m − 1 are intermediates between strains 1 and m. We consider the following possi-

bilities:

• One-step irreversible: The pathogen must acquire m − 1 point mutations, one at a

time and in a fixed order. Thus, mutation occurs only from strain i to i + 1. This

scheme is presented by Antia et al. (2003).

• Multi-step irreversible: Again the pathogen must acquire m− 1 point mutations in a

fixed order, but now possibly simultaneously, implying that mutations can occur from

strain i to any strain j > i, though with diminishing probabilities. Essentially, higher-

order terms are being included where they were neglected in the previous scheme. This

scheme is presented by Gokhale et al. (2009), along with biological examples.

• Interchangeable and irreversible: This scheme, also presented by Gokhale et al. (2009),

is similar to the preceding one, but allows the point mutations to be acquired in

arbitrary order, introducing a combinatorial aspect to the probabilities. Thus, there

are multiple evolutionary pathways between the first and last strains, with strain i in

our model representing any “real” strain having i− 1 of the required mutations. Our

model thus implicitly assumes that any collection of i− 1 mutations yields the same

transmissibility, Ti.
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• Point mutation and recombination: One-step point mutation occurs as in scheme 1,

but we simplistically model an additional mechanism of more extensive genetic change

(perhaps recombination or reassortment [37]) by allowing any strain i to adapt directly

to strain m with a probability not tied to that of point mutation. We neglect the

chance of simultaneous mutational events, and all are irreversible.

• One-step reversible: In a modification of scheme 1, mutation can occur from strain i

to either i+ 1 or i− 1, representing both forward and reverse point mutation (again

neglecting the chance of simultaneous mutations).

One-step irreversible mutations, coupled with a Poisson(λ) distribution of contacts, corre-

sponds to the model of Antia et al. (2003), where R0,i = λTi.

Hub-and-spoke mutational schemes represent multiple distinct pathways through strain

space. After strain 1 is introduced, mutation may proceed from this “hub” along a number

of different “spokes” (directions in strain space). Though still numbered sequentially for

convenience, strains 2, . . . ,m − 1 no longer represent intermediates on the path to strain

m. For simplicity, in our results we consider only paths of length one (i.e. strains 2, . . . ,m

represent m − 1 distinct pathways), with equal probability of proceeding along any path.

However, this set-up could obviously be extended to incorporate pathways of various lengths

and mutation probabilities. We consider two possible scenarios:

• One-step irreversible

• One-step reversible

Finally, we must specify the transmissibility of each strain, ~T , particularly how these

values relate to one another. For a given contact distribution, defining ~T effectively deter-

mines the pathogen’s fitness landscape. For linear mutation schemes, we will typically use

the “jackpot model” [8], in which strains 1 through m − 1 have identical transmissibility,

and hence the same value of R0,i < 1. Other biologically interesting possibilities include

a fitness valley, where intermediate strains have lower fitness than strain 1, or an additive

model, where fitness increases linearly with strain number [8]. For hub-and-spoke schemes,
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we take T2, . . . , Tm−1 less than T1, representing deleterious mutations, while only Tm is

greater than T1, representing a beneficial mutation.

2.3 Results

2.3.1 Criticality of the process

The basic reproductive number, R0, is widely used as a predictor of when a disease has

epidemic potential, as well as a descriptor of disease spread [16, 6, 4]. In branching process

models, the disease has a positive probability of emergence if, and only if, R0 > 1. Other

aspects of the offspring distribution affect the probability of emergence as well, and thus

it is common to compare the probability of emergence across different distributions at the

same value of R0 [16, 39].

As clearly illustrated in the network-based approach, however, R0 is a composite quan-

tity that is influenced by the combined processes of host-to-host contacts and disease trans-

mission [42, 16]. Once we decompose the process of disease spread into these mechanistic

components, other comparisons suggest themselves. In particular, given that R0 itself is a

critical threshold quantity for disease spread, it is natural to ask how this quantity changes

across different contact distributions that have the same mean number of contacts and the

same disease transmissibility. We might also ask how probability of emergence changes as

a function of T rather than R0. Meyers et al. (2005) likewise argue for a focus on transmis-

sibility, rather than R0, from the perspective of making reliable public health predictions

across different host sub-populations.

Insight into the comparison between contact distributions can be gained by rewriting

the equation R0 = G′(1)T . Using the relationship G(z) = g′(z)
g′(1) gives R0 = g′′(1)

g′(1) T . Then

substituting g′′(1) = σ2−g′(1)+(g′(1))2, where σ2 is the variance of the contact distribution,

yields:

R0 =
(
g′(1) (1 + c2)− 1

)
T ,

where c = σ
g′(1) is the coefficient of variation of the contact distribution. For a given

transmissibility and mean number of contacts, the contact distribution that maximizes
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variance thus maximizes R0. The above equation is essentially the same as the expression

for R0 given by Meyers et al. (2005), although there it is not rewritten in terms of c; and is

similar to the expression for R0 used in deterministic network models [40].

Analogously for a multi-type process, the expectation or mean matrix M = [aij ], where

aij = ∂Γi(~s)
∂sj

∣∣
~s=~1

is the expected number of type j progeny of one type i individual, is crucial

in determining criticality of the process [4, 29, 31]. If the dominant eigenvalue of M is

less than or equal to one, extinction is certain; otherwise, there is a positive probability of

non-extinction and the process is classified as “supercritical” [29, 31]. This threshold result

holds whether the process is indecomposable or decomposable (see Appendix A.4). The

dominant eigenvalue of M is also known as the population-wide basic reproductive number.

In our multiple strain model, with contact distribution given by PGF g(z) and mutation

probabilities given by matrix U = [µij ], we have aij = G′(1)Tiµij = (g′(1)(1 + c2)− 1)Tiµij .

We can thus express the mean matrix as:

M = (g′(1)(1 + c2)− 1) diag(~T )U ,

emphasizing the dependence of M – and hence its dominant eigenvalue – on the mean and

variance of the contact distribution, the transmissibility of each strain, and the mutation

scheme.

2.3.2 Impact of contact distribution and transmissibility on emergence

Figure 2.2 illustrates, for a single strain, the impact of contact distribution on the basic

reproductive number, R0, and on the probability of emergence starting from one later-

generation infective, 1 − q. The top panel shows how R0 increases with transmissibility

T : in all cases, this increase is linear, but at a different rate for each contact distribution

depending on the variance in contacts. The centre panel plots probability of emergence

vs. T for each contact distribution. This probability becomes non-zero at the point where

R0 passes the critical value of one, which occurs at a different value of T for each distribution

(as illustrated in the top panel). Thus, at low values of T , the disease can persist in some host

contact structures but not others, despite the fact that they all have the same mean number

of contacts. As T increases, however, the probability of emergence increases at different rates

13



for different contact structures, such that the ordering is not preserved. This observation

is highlighted in the inset, showing emergence probability over an extended range of T . In

contrast, the ordering is consistent in the bottom panel, which plots probability of emergence

vs. R0, comparable to Brauer’s presentation [16]. The same value of R0 has been achieved

for each contact distribution by varying T to compensate. We can think of the middle plot

as showing the net result of opposing influences illustrated in the top and bottom panels.

Similar considerations and results on the impact of contact distribution and transmissibility

apply to the multiple strain case.

2.3.3 Impact of mutation scheme on criticality

When there are multiple strains of pathogen, the pathways of mutation among them may

also affect the threshold parameter. In the case of irreversible mutation, we can number

strains such that M is a triangular matrix, with its eigenvalues given simply by the en-

tries on the main diagonal. Assuming the final strain is the best adapted, the dominant

eigenvalue is then R0,m = G′(1)Tm. Hence, criticality is independent of the precise details

of a unidirectional mutation scheme. By contrast, a scheme that allows both forward and

reverse mutation can affect criticality. Figure 2.3 illustrates how the population R0 (dom-

inant eigenvalue of M) changes with the probability of reverse mutation (ν) in the linear

one-step reversible scheme; similar considerations apply to the hub-and-spoke one-step re-

versible scheme as well. A high rate of reverse mutation from a well-adapted to a poorly

adapted strain can tip the branching process from supercritical to subcritical. Population

R0 increases almost linearly with Tm, but is relatively insensitive to number of strains (m),

earlier strain transmissibilitiy (T1), and forward mutation probability (µ). This is because

population R0 is very close to amm = G′(1)Tm(1− ν), but slightly influenced by contribu-

tions from small populations of other (poorly adapted) strains that persist asymptotically

if the process escapes extinction.

2.3.4 Impact of mutation scheme on probability of emergence

We can compare not only the qualitative result of criticality, but also the quantitative

probability of emergence across various supercritical branching processes. To obtain this
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Figure 2.2: The relationships among transmissibility, basic reproductive number, and prob-
ability of emergence, for a single strain of pathogen and various host contact
distributions: Poisson (solid black), mixed Poisson (dashed black), negative bi-
nomial with dispersion 1 (dot-dash black), deterministic (solid grey), and mixed
deterministic (dashed grey). Mean number of contacts is fixed at 30. For mixed
distributions, there are two types of hosts, with 90% of the population having
on average 15 contacts and 10% having on average 165 contacts.
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probability, 1−q1, we compute the extinction probability ~q numerically, through fixed point

iterations of the offspring distribution PGF, ~Γ(~s) (see Section 2.2.2). We initiate iteration

from a point ~s with si < 1, ∀i, to ensure convergence to the appropriate fixed point (see

Appendix A.4 for details), and continue until the difference between successive iterations,

in max norm, is less than a specified tolerance, taken to be 10−12 or 10−16 in the figures we

present.

Figure 2.4 illustrates the probability of emergence across various linear mutation schemes

with the same contact distribution. Here, Tm is far from the critical threshold, and reverse

mutation, even at a high rate equal to that of forward mutation, makes a negligible impact

on the probability of emergence. This agrees with Sagitov and Serra’s result that reverse

mutation is negligible in a similar model with arbitrary offspring distribution [50], and with

the neglect of pathways to the escape mutant exceeding the minimum length in the work of

Iwasa et al. [33, 34]. On the other hand, results are highly sensitive to the path of forward

mutation that is assumed to be possible. Allowing jumps directly to strain m tends to make

a particularly large difference, with this effect most pronounced when early strains have

very low transmissibility. Simultaneous point mutations, though extremely rare, also make

a significant contribution to the probability of emergence. In general, similar trends were

observed for larger Tm, with the probability of emergence scaled up but the relationships

among mutation schemes the same. Probability of emergence reaches a plateau, presumably

at the probability of the well-adapted strain m ever appearing, as Tm becomes very large

(results not shown).

We can also consider the impact of mutation scheme when intermediate strain fitness

(as determined by transmissibility for fixed contact structure) varies. Although we have

typically used the jackpot model, one might also consider other choices of transmissibilities.

As one would expect, the higher the intermediate strain fitness, the higher the probability

of emergence observed by Antia et al. (2003). Now that we have generalized the mutation

scheme, we can investigate whether this effect is more pronounced for some schemes than

others. For instance, a decrease in intermediate strain transmissibility (creating a fitness

valley) hurts the pathogen’s chance of emergence more if only one-step forward mutation is

possible, as opposed to a jump directly to the final strain through recombination (results
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Figure 2.4: Probability of emergence (1− q1) for various linear mutation schemes: one-step
irreversible (solid black), multi-step irreversible (dashed black), interchange-
able and irreversible (dot-dash black), point mutation and recombination (solid
grey), and one-step reversible (dashed grey). Contact distribution is Poisson
with mean 30. We use m = 4 strains and the jackpot model of evolution, with
transmissibility of the final strain set to 0.05. Forward mutation probability is
µ = 0.01 and, where applicable, reverse mutation probability is ν = 0.01 and
jump-to-m probability is ρ = 0.0001.
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not shown). This is in agreement with an observation by Iwasa et al. (2004).

2.3.5 Impact of mutation probabilities and number of strains

For any given mutation scheme, we can gain greater insight into the effect of mutation

probabilities and number of strains by estimating the probability of emergence analytically.

As other authors [8, 33, 34, 52, 50] have considered analytical approximations for this model

(or special cases of it) in detail, we keep our remarks brief.

Using an intuitive argument, Antia et al. derived the following approximation for the

probability of evolution to strain m (starting from strain 1) in the case of a Poisson-

distributed number of infectious transmissions and one-step irreversible mutation [8]:

Pr(evo) ≈
m−1∏
i=1

µR0,i

1−R0,i
= µm−1

m−1∏
i=1

R0,i

1−R0,i

This approximation, which holds for µ� 1 and R0,i not too close to 1, makes it clear that

probability of emergence, which is proportional to the probability of evolution in this esti-

mation, is expected to scale ∼ µm−1 [8]. The derivation in fact proceeds without reference

to any features of the offspring distribution besides its mean, and Figure 2.5 confirms that

the prediction holds for all our sample contact distributions. Differences among contact

distributions are primarily due to our comparison at fixed Ti rather than fixed R0,i.

More generally, Serra and Haccou (2007) give a formal derivation for probability of

“escape” (or emergence), showing that (in our notation):

1− qi ≈
R0,i

1−R0,i

m∑
j=1,j 6=i

µij(1− qj)

under quite general conditions, including the scenarios considered by Antia et al. (2003)

and Iwasa et al. (2003, 2004). Specifically, this approximation is valid under the following

assumptions:

• Total offspring distribution for each type is arbitrary, provided its variance is finite.

The mean of the distribution for type i is R0,i. Mutations occur independently among

the offspring.

• There is a single “escape” type (which we denote m) having R0,m > 1; all other types

i 6= m have R0,i < 1.
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Figure 2.5: Probability of emergence (1 − q1) as a function of forward mutation probabil-
ity (µ) and of number of strains (m) in the one-step irreversible scheme, for
various contact distributions: Poisson (solid black/black circles), mixed Poisson
(dashed black/black squares), negative binomial with dispersion 1 (dot-dash
black/black diamonds), deterministic (solid grey/grey circles), and mixed de-
terministic (dashed grey/grey squares). Contact distribution parameters are set
as in Figure 2.2. We use the jackpot model of evolution: Ti = 0.005, ∀i 6= m,
and Tm = 0.05. On the left, number of strains is fixed at m = 3; on the right,
forward mutation probability is fixed at µ = 0.01.
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• There are no mutations away from the escape type; thus, qm can be computed inde-

pendently and substituted into the above approximation for qi, i 6= m. However, all

other mutations among types are allowed.

• All mutation probabilities µij , i 6= j, are of O(u).

Under these conditions, the above approximation has error of O(u2). However, the neglected

error term increases as R0,i → 1, implying that the approximation will break down if strain

fitness approaches the critical threshold. Iwasa et al. (2004) present approximations valid for

various choices of R0,i, including the near-critical case, though only for a specific offspring

distribution.

As an example, consider our “mutation and recombination” scheme. Either by applying

an Antia-like argument to this specific scenario or by substituting mutation probabilities

into Serra and Haccou’s result, we can show that the probability of emergence starting

from a type 1 individual (1 − q1) scales as O(µm−1) + O(ρ), where µ is the probability of

one-step forward “point mutation” and ρ is the probability of jump-to-m “recombination”.

Figure 2.6 supports this prediction for an example with m = 3 strains, illustrating the

relative contributions of the different adaptive pathways. When ρ� µ2, the probability of

emergence is almost constant in µ and scales approximately linearly in ρ. When ρ � µ2,

the probability of emergence is almost constant in ρ and scales proportionally to µ2.

Despite the availability of these useful analytical results, there is still a place for nu-

merical solutions when looking for subtle differences among cases (e.g. different contact

distributions) or where the assumptions underlying these approximations are broken or

pushed to their limits (e.g. relatively large mutation probabilities), as we will encounter in

the next subsection.

2.3.6 Impact of increasing overall mutation rate

The same biological mechanisms (e.g. nucleotide substitution rate, error-correcting mecha-

nisms) contribute to all mutation rates, not only those for beneficial mutations. Given this

constraint, it is not immediately clear whether pathogens with the highest mutation rates

will have the largest or smallest probability of emergence. We explore this question for two
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Figure 2.6: With point mutation (probability µ) and recombination (probability ρ), prob-
ability of emergence (1 − q1) scales as O(µm−1) + O(ρ). Each curve corre-
sponds to a different value of ρ, spaced logarithmically from 10−6 (bottom)
to 10−2 (top). Contact distribution is Poisson with mean 30; m = 3; and
~T = (0.005, 0.005, 0.05).
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Figure 2.7: Probability of emergence (1 − q1) vs. forward mutation probability (µ) in a
one-step reversible scheme, where reverse mutation probability ν is equal to µ.
Contact distribution is Poisson with mean 30 and m = 2. T1 is set to (bottom
to top curves) 0.005, 0.01, 0.02, or 0.03; while T2 is is fixed at 0.035, slightly
above the critical threshold (i.e. R0,2 slightly greater than 1).

mutational schemes in which deleterious steps are possible: one-step reversible mutation,

and hub-and-spoke irreversible mutation.

For simplicity, with one-step reversible mutation, we use only two strains (implying

that linear and hub-and-spoke schemes are equivalent), the poorly adapted strain 1 and

the well-adapted strain 2. Mutation from 1 to 2 occurs with probability µ, and from

2 to 1 with probability ν, which we scale proportionally to µ. Results demonstrate a

nonmonotonic relationship between mutation rate and probability of emergence (Figure

2.7). The probability of emergence increases with mutation rate over a wide range, before

abruptly crashing to zero. This occurs because the branching process becomes subcritical

once reverse mutation rate is too high, even when forward mutation rate is similarly high

(see Section 2.3.3). Note, however, that the crash does not occur if T2 is well above the

critical threshold.
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With an irreversible hub-and-spoke mutation scheme, we assume that the initial strain

is equally likely to mutate to any other, but only one mutational pathway is beneficial. As

an extreme case, we set transmissibility of all deleterious strains to be zero. Figure 2.8 plots

probability of emergence vs. T1 for various mutation probabilities. When T1 is well below

the critical threshold (at which R0,1 reaches 1), emergence probability increases linearly

with mutation probability, as we would predict from analytical approximations (see Section

2.3.5). Although this figure plots results for m = 10 strains, a virtually identical increase of

emergence probability vs. µ at fixed small T1 was observed for m = 2, 3, 5 as well (results not

shown). This indicates that regardless of how high the risk of deleterious steps, a pathogen

that is guaranteed to go extinct unless it acquires a beneficial mutation (evolves to strain

m) is always better off having a large mutation rate. Near the critical threshold, emergence

probability shows a sharp jump; once strain 1 is sufficiently fit to escape extinction without

further evolution, mutation probability makes only a small difference in results. Shortly after

this point, a very high mutation probability becomes detrimental to the pathogen, even while

strain 1 is not as well-adapted as strain m. The risk of mutating to a poorly adapted strain

now outweighs the potential benefit of mutating to a better adapted strain. Adding reverse

mutation at a probability equal to that of forward mutation makes negligible difference

to quantitative results (results not shown), as also observed with linear mutation schemes

where R0,m is not too close to one. We might suspect that increasing reverse mutation

probability independently of forward mutation probability could provide a benefit to the

pathogen if the transmissibility of deleterious strains is non-zero, such that mutation could

“rescue” the pathogen by a return to strain 1 (the hub). However, this does not appear to

be the case within tested parameter ranges (results not shown): increasing reverse mutation

probability decreases probability of emergence, though only marginally when where R0,m is

well above one.

2.4 Discussion

We have linked phenomenological and contact network-based approaches to modelling dis-

ease spread as a branching process, clarifying how they may be viewed within a common
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Figure 2.8: Probability of emergence (1 − q1) in the irreversible hub-and-spoke mutation
scheme. Contact distribution is Poisson with mean 30. There are 10 strains,
with mutation occurring with equal probability µ from strain 1 to each other
strain. Tm = 0.05 while Ti = 0 for i = 2, . . . ,m−1. On the left, we plot vs. µ, for
various values of T1 ranging from 0.01 (bottom) to 0.05 (top), in increments of
0.01. On the right, we plot vs. T1 for various values of µ: 10−5 (light grey), 10−3

(dark grey), and 10−1 (black). The vertical dashed line indicates the critical
threshold at which R0,1 reaches one.
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framework. By explicitly considering the number of contacts along with a model of how

transmission occurs to these contacts, a network-based model offers more detailed insights

into factors contributing to pathogen fitness and probability of emergence. Such a model

lends itself to comparison of the relative impact of various public health interventions, which

may act by reducing either number of contacts or probability of transmission per contact

[16, 42].

Expressing the basic reproductive number as R0 = (g′(1)(1 + c2)− 1)T – where g′(1) is

the mean of the contact distribution, c is its coefficient of variation, and T is transmissibility

– highlights the contributions of both ecological factors (contact structure) and epidemio-

logical factors (transmissibility) to pathogen fitness. That is, a pathogen’s fitness depends

on the particular host population in which it circulates, an observation that has been made

more generally for pathogen fitness measures [9]. Similarly, in the multi-type process, we

can express the mean matrix as M = (g′(1)(1 + c2)− 1) diag(~T )U , where ~T is the vector of

strain transmissibilities and U is the mutation matrix. These expressions make it clear that

for fixed transmissibilities, mean number of contacts, and mutation scheme, maximizing

pathogen fitness is equivalent to maximizing the variance of the host population’s contact

distribution; this agrees with the general observation that increasing heterogeneity among

hosts increases R0 [9]. Furthermore, in the multi-type process, we see that criticality is

independent of mutation probabilities if mutation is unidirectional; however, if mutation is

bi-directional then this can push the process into a subcritical range (Figure 2.3).

We have argued that the comparison of emergence probability across contact distribu-

tions should be made at given pathogen transmissibility, rather than at given pathogen

fitness (R0). This comparison more easily lends itself to questions about the sort of host

population contact structure that is associated with greatest risk of disease emergence. In

contrast, holding R0 fixed in comparisons requires that we simultaneously alter pathogen

transmissibility when altering the contact distribution, thereby confounding these two fac-

tors.
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2.4.1 What are the most risky contact structures?

The contact distribution associated with highest risk of emergence is not always the same,

but rather depends on the transmissibility, i.e. the particular pathogen involved. Espe-

cially large differences among contact distributions occur near the critical threshold for the

branching process. Recall Figure 2.2 (middle panel): at a transmissibility of 0.03, proba-

bility of emergence ranges from 0 to approximately 0.7, depending on contact distribution,

even when all distributions have the same mean. This suggests that certain pathogens,

having a transmissibility near the critical threshold, will be able to cause an epidemic in

some host populations, but not others.

Although previous authors have often found that increased population heterogeneity

increases the probability of extinction (e.g. [39, 17]), in phenomenological models this

heterogeneity is necessarily introduced directly to the offspring distribution.2 In contrast,

the heterogeneity we introduce through contacts in our more mechanistic model has the

counteracting effect of raising R0, as the chance of getting the disease is correlated with the

number of opportunities to pass it on. (Recall the distinction between degree and excess

degree distribution.) Through comparison of contact distributions at given transmissibility,

we found that heterogeneity can in fact increase the risk of emergence over a significant

range.

2.4.2 What are the most risky mutational processes?

Probability of emergence is highly sensitive to the mutational pathway(s) by which the

pathogen may possibly evolve (Figure 2.4). Provided we are not too close to the critical

threshold, reverse mutation has very limited impact on this probability and may reasonably

be neglected. On the other hand, the possibility of taking large adaptive steps through

either simultaneous point mutations or another mechanism of genetic change can have a

dramatic impact. Given the finding on simultaneous mutations, it may be worth including
2To clarify: These authors draw comparisons between offspring distributions with the same mean, and

find that the more variable distribution for a given mean is associated with higher extinction probability.
On the other hand, we draw comparisons between contact distributions with the same mean.

27



higher order terms in other mutation schemes as well. As in the case of contact distri-

bution, however, the “most risky” mutational pathway depends on the pathogen’s initial

transmissibility. Given a mutational scheme, probability of emergence is also sensitive to

mutation probabilities and number of intermediate strains, in an analytically predictable

manner (Figures 2.5, 2.6).

We also considered more realistic situations where deleterious as well as beneficial evo-

lutionary steps are available to the pathogen, either by reverse mutation or by including

multiple pathways in strain space. Here, we constrained all types of mutations to occur

with proportional probabilities, based on some overall mutation rate of the pathogen. We

found that, when the pathogen was initially poorly adapted, increasing overall mutation

rate was usually beneficial to an emerging pathogen (i.e. riskier to the host). On the other

hand, as the pathogen’s initial fitness increases beyond the critical threshold where sur-

vival without adaptation is possible, the risk of deleterious mutations comes to outweigh

the benefit of potential mutation to a more fit strain, and a high mutation rate becomes a

liability (Figure 2.8). Thus, our results largely provide support for the hypothesis that the

statistically higher propensity of RNA viruses to emerge is due to their high mutation rate

[18, 56]. However, an exception occurs with pathogens for which the fully adapted strain

has a basic reproductive number only slightly above one. In this situation, when allowing

for reverse mutation, we observed another phenomenon in which emergence probability has

a non-monotonic relationship with overall mutation rate (Figure 2.7). If this rate passes a

critical point, excessive back mutation to poorly adapted strains implies that the pathogen

can no longer sustain itself. This result parallels the phenomenon of “error catastrophe”

observed in viral quasispecies models, which offer a theoretical explanation for experimen-

tal success in inducing lethal mutagenesis in viruses [24, 19, 5]. Although the required

“mutation” rate may at first appear unrealistically high, it is important to remember that

it does not represent the probability of point mutation during a single replication event,

but actually incorporates all factors involved in strain conversion, including genetic changes

arising during multiple rounds of replication and within-host strain competition. Taken

together, our results suggest that any attempt to alter a pathogen’s mutation rate for host

benefit should be undertaken with careful consideration of the pathogen’s initial fitness and
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the availability of mutations, both beneficial and deleterious. An attempt to induce lethal

mutagenesis seems liable to backfire if the pathogen has significant adaptive potential, as

in the case of many emerging pathogens.

2.4.3 Future Directions

We have modelled the spread of an emerging pathogen following its introduction to a new

host species. This model does not incorporate the dynamics of the introduction itself (or

possibly multiple introductions), such as interspecific interactions [37, 56, 38, 55, 21]. In-

deed, although a better understanding of the dynamics of cross-species transmission is likely

to be important in dealing with emerging diseases, few models to date have considered mul-

tiple species and phases in cross-over [38]. (However, see [21, 47] for models incorporating

ongoing interactions with animal reservoirs.) Putting our model in a broader context could

elucidate the impact of additional risk factors such as the pathogen’s host range [18, 53].

Within the context of transmission in a single host population, there are several common

but potentially significant limitations of our modelling approach. Given the importance of

contact structure that we and others have predicted, consideration of more realistic net-

works may be an important next step. Using a branching process neglects higher order

network features such as loops that persist even in large populations, thus implicitly as-

suming that the availability of susceptibles is not limited by local saturation. Clustering

of contacts is expected to limit disease spread due to reduction in the availability of sus-

ceptibles [35], and including features such as triangles in networks may have a dramatic

impact in decreasing the probability of a large-scale epidemic [54]. Thus, we expect the

branching process approach to provide an upper bound on the risk of emergence. On the

other hand, a recent analysis addressing some apparent inconsistencies in the literature

suggests that the impact of clustering on the probability of an epidemic is in fact negligible

unless degree is typically small or host-based heterogeneities are large [45], providing some

support for conclusions drawn from a branching process approach. While some authors

(e.g. [11, 54, 45]) have made progress in modelling stochastic single-strain disease spread

with more complicated contact structures, to our knowledge such approaches have not yet

been extended to multiple strains.
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A second major assumption in our model is that hosts are homogeneous in terms of

their epidemiological characteristics. That is, the same transmissibility applies to every

host infected with a given strain of pathogen. However, host-based factors are predicted

to play a role in emergence risk [56, 55], suggesting value in a more realistic model. This

would incorporate variability in host characteristics contributing to transmissibility, such as

infectivity and susceptibility [57, 44]. Analysis in the single strain case predicts that such

heterogeneities reduce the probability of an epidemic [44, 45].

Furthermore, both the level of transmissibility (T ) and the strain conversion process

have been treated only phenomenologically in our present between-host model. We (and

other authors) have implicitly assumed that any conversion of strains within an individual

is instantaneous, with no possibility for co-infection. We have also ignored variation in

the precise number of pathogen copies in the body. Realistically, once a mutation arises

in a host there will be some dynamical process leading to fixation or loss over time, with

co-existence of strains at least temporarily. Both André and Day (2005) and Handel et

al. (2006) also raise this issue, the latter suggesting that the difficulty of obtaining direct

estimates of parameters in the between-host model (e.g. R0 and conversion rates) supports

a move to modelling at the within-host level.

An important avenue for future work will thus be to develop an explicit model of within-

host processes, and then to link the within- and between-host scales. In recent years, a

number of authors have developed such “nested models” (reviewed in [43]); however, these

are typically deterministic, whereas we suggest that stochasticity may be important at both

levels. A pathogen may then increase its fitness via multiple routes [9], with potential for

conflicting selection at different scales [26, 20]. We anticipate that antagonistic selection at

the within- vs. between-host scales would tend to reduce the probability of population-level

emergence, as the more transmissible strain (better able to avoid extinction between hosts)

is thwarted by dominance of other strain(s) within the host. By extending our model to the

within-host scale, we can address these sorts of trade-offs in greater detail, offering further

perspectives on risk factors contributing to evolutionary emergence.
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Chapter 3

Conditional Distributions and

Waiting Times in Multi-type

Branching Processes
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3.1 Introduction

The previous chapter looked solely at the eventual extinction probability of an infectious

disease within a host population. However, the time course of disease spread (or other

processes, such as pathogen replication within a host) is also important. Consider the

following scenarios:

1. Epidemiology/public health: A novel infectious disease has been introduced into

a human population from a zoonotic source. Physiological differences between hosts

imply that the pathogen initially has low human-to-human transmissibility. What

is the likelihood that the pathogen will acquire some or all of the mutational steps

necessary to improve its transmissibility among its new hosts? What time course is

this adaptation likely to follow – in other words, how much time does the population

have to prepare for a potentially large-scale outbreak? For instance, must a pathogen

we consider less likely to emerge (perhaps because of a low mutation rate) acquire

mutations more quickly if it is to escape at all?

2. Within-host infection/clinical treatment: A patient is diagnosed with a vi-

ral infection and receives drug treatment. However, the drug-sensitive strain is not

eliminated instantaneously. How quickly would a fully resistant strain appear, if at

all, from a drug-sensitive viral population? Or, if a fully or partially drug-resistant

strain already exists, what is the time course of its growth from small pre-treatment

population levels?1 The time scale of within-host resistance emergence, relative to

the time scale of interactions with other hosts, has implications for the transmission

of the resistant strain.

Most generally, we would like to know how the entire distribution of multiple types of

pathogen evolves over time. This distribution is skewed by events such as mutations giving

rise to new pathogen strains. When modelling the progress of an epidemic or individual host

infection, we would like to incorporate such information into predictions of the outcome –
1These questions are in part inspired by the work of Bonhoeffer and colleagues, primarily on HIV [14,

15, 48], but we put a greater emphasis on the full distribution of timing of these events, obtained from an
analytical approach.
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for instance, what would be the difference in the total number of infections if a particular

strain arises versus if it does not? From another perspective, if we are collecting data as a

real-world process progresses, we may be unable to observe the exact number of each type

of individual, but easily able to detect certain events, such as non-extinction of an epidemic

or appearance of the first drug-resistant case. We would like to incorporate such knowledge

into an estimate of actual population numbers or parameters.

This chapter begins to address questions regarding the time course of a process and the

effect of conditioning on certain events. Our biologically motivated questions can be placed

in the context of a generic multi-type branching process. Specifically, we derive probability

generating functions (PGFs) for the numbers of each type, conditioned on a particular type

not appearing. (The generalization to conditioning on other events is considered briefly in

Appendix B.1.) We also consider the probability that a certain type has not yet appeared

in a process, leading to an exact distribution of waiting time for this type to appear. The

results are initially obtained in discrete time, then extended to continuous time. Following

these derivations, we give numerical examples illustrating applications in two biological

models.

3.2 Preliminaries

3.2.1 Definition and Notation

We consider m-type Markovian branching processes, in both discrete and continuous time,

where each individual acts independently to give rise to new individuals, according to type-

specific rules, and all offspring are produced at the end of the lifetime. The Markovian

property means that, given the state of the process at some previous time, its present state

is independent of all states or conditions at even earlier times. This “memoryless” property

restricts us to exponentially distributed lifetimes in the continuous case.

The random vector X denotes the number of each type of individual in the process,

while G denotes the probability generating function (PGF) for X. X is a function of

time, and thus G is a function of both a dummy variable s and time. More explicitly,

Gk(s, (n1, n2)) (respectively Gk(s, (t1, t2)) in continuous time) denotes the PGF for X(n2)
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if the process starts with one type k individual at time n1. All functions and variables, such

as s = (s1, . . . , sm), are understood to be m-dimensional vectors where appropriate. Since

the process is time homogeneous,

G̃k(s, (n1, n2)) = G̃k(s, (n1 + r, n2 + r))

for any r ∈ Z. Thus, we will always rewrite PGFs to begin at time zero, and abbreviate

Gk(s, (0, n)) ≡ Gk(s, n).

A discrete-time branching process is defined by F (s), the PGF for the distribution of

individuals each type places in the next time step (with the kth component again corre-

sponding to a type k parent). In general, we can write:

Fk(s) = (1− ηk)sk + ηkfk(s)

= sk + ηk(fk(s)− sk) (3.1)

where ηk is the probability that a type k’s lifetime ends in a given time step. If this is the

case, it produces a new generation of offspring according to the PGF fk(s). Otherwise, the

individual’s lifetime does not end and it simply places itself (PGF sk) in the next time step.

We take ηk and fk(s) to be constant in time, giving a time-homogeneous branching process.

We also assume they do not depend on the age of the parent, to satisfy the Markov property.

Biologically, this formulation allows us to think of a population with variable lifetimes and

overlapping generations. Mathematically, since the process is memoryless (age does not

matter), it is equivalent to think of a parent whose lifetime does not end as producing

one offspring of the same type in a given time step. Thus, we can always consider such a

process as a Galton-Watson branching process with non-overlapping generations (i.e. every

individual produces offspring at the end of the time step/generation). However, expressing

F (s) in terms of η and f helps to elucidate the parallels as we extend to a process occurring

in continuous time: consider a model where one time step is equivalent to a small interval

of length δt in continuous time, and a type k individual’s lifetime length is exponentially

distributed with rate parameter ξk. At the end of its lifetime, it gives birth to offspring

according to the PGF fk(s). That is, lifetimes are ending (and births occurring) at the

points of a Poisson process. From the probabilities of a given number of events occurring

within a time step of length δt [28], we can express the distribution of individuals produced
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in one time step by a type k as:

Fk(s) = exp(−ξkδt)sk + (1− exp(−ξkδt) + o(δt))fk(s) + o(δt)

= (1− ξkδt)sk + ξkδtfk(s) + o(δt)

which fits the formulation of Equation 3.1 within o(δt) error. This will later allow us to

derive continuous time equations as limits of discrete time equations.

We require some additional notational conventions when conditioning is introduced.

A subscript * on a variable or a function will indicate that the mth component is to be

fixed at zero (as a scalar or a function, respectively). For instance, s∗ := (s1, . . . , sm−1, 0)

and F∗(s∗) := (F1(s∗), . . . , Fm−1(s∗), 0). A tilde on the PGF G will indicate that X is

conditioned on some event, which in the main text is taken to be the non-appearance of

type m; we consider the generalization of this condition in Appendix B.1. More explicitly,

G̃k(s, n) (G̃k(s, t) in continuous time) is the PGF for X(n) if the process starts (at time

zero) with a type k progenitor, and is conditioned on no type m appearing by time n.

(Time homogeneity still applies, so again we express all PGFs for a process starting from

time zero.) Note that G̃k(s, n) ≡ G̃k(s∗, n), since conditioning on type m not being present

implies that the PGF is independent of sm. Also note that G̃k(s, n) is only defined provided

that type m is not guaranteed to be present at some time by n; in particular, the starting

type k must not be m, and type k must have a non-zero probability of producing no type

m offspring. We assume this is true in the following derivations. Finally, Pk(n) (Pk(t) in

continuous time) denotes the probability that type m does not appear in the lineage of a

type k within time n.

3.2.2 Useful PGF results

Compound Distributions

For many of the derivations that follow, it is useful to know the PGF for the number

of individuals at the present time given the numbers at an earlier time. This essentially

amounts to finding the PGF for a compound random variable, i.e. the sum of a random

number of random variables. The basic result for scalar random variables is as follows [28].

Suppose Y (with PGF fY (s)) and X (with PGF fX(s)) are random variables, and {Y (j)}
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are identically distributed copies of Y , independent of one another and of X. Then the

PGF for Z =
∑X

j=1 Y
(j) is:

E[sZ ] = E
[
E
[
s
∑X

j=1 Y
(j)

|X
]]

= E

E

 X∏
j=1

sY
(j)∣∣X


and by independence of the Y (j)’s, we can rewrite the expected value of their product as a

product of expected values:

E

 X∏
j=1

E
[
sY

(j) |X
]

Further, since the Y (j)’s are independent of X,

E
[
sY

(j) |X
]

= E
[
sY

(j)
]

= fY (s)

Thus,

E[sZ ] = E

 X∏
j=1

fY (s)


= E

[
(fY (s))X

]
= fX(fY (s))

A general multi-type version of this result can also be derived (e.g. Appendix A of [36]).

We will present the derivation specifically referring to the PGF for X(n) given X(n − 1)

(see also [46]), and additionally impose some condition C holding at time n (denoted Cn).

Denote by Ỹ
(ij)
l the number of type l individuals placed in the next time step by the jth

type i individual present at time n− 1, conditioned on C holding in the overall process at

time n. Since all individuals of a given type behave the same way, the Ỹ (ij)’s are identically

distributed copies of a random vector Ỹ (i). Note that the total number of type l individuals

at time n is the sum of the type l offspring produced by each individual existing at time

n− 1. Thus,

E

[∏
i

s
Xi(n)
i |X(n− 1), Cn

]
= E

[
s
∑m

i=1

∑Xi(n−1)
j=1 Ỹ

(ij)
1

1 · · · s
∑m

i=1

∑Xi(n−1)
j=1 Ỹ

(ij)
m

m

]

= E

 m∏
i=1

Xi(n−1)∏
j=1

s
Ỹ

(ij)
1

1 · · · sỸ
(ij)
m
m
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At this point, we can make no further progress unless all the Ỹ (ij)’s are independent. This

is true if there is no condition applied (C = Ω) or if the condition holds in the main process

iff it holds, independently, in every subprocess (e.g. if C is the absence of some type(s)). On

the other hand, it is not true if C holding in the main process depends on some combined

condition on the subprocesses, say their sum (e.g. if C is the presence of some type(s) at

a particular level). This distinction is important when considering a general condition; see

Appendix B.1. The Ỹ (ij)’s must also be independent of X(n − 1); that is, the number of

offspring produced by each individual cannot depend on the current population size. This

is always true in the branching processes we consider.

If we do have independence, we can proceed as in the single-type case to rewrite the

expectation of the product as a product of expectations:

E

[∏
i

s
Xi(n)
i |X(n− 1), Cn

]
=

m∏
i=1

E
[
s
Ỹ

(i)
1

1 · · · sỸ
(i)
m
m

]Xi(n−1)

=
m∏
i=1

F̃i(s)Xi(n−1) (3.2)

where F̃i(s) is the PGF for the number of individuals placed in the next time step by one

type i, conditioned on C holding among these offspring.

More generally, we can consider the PGF for X(n + ν) given X(n), for any ν ≥ 0.

Suppose X(n) has PGF G̃
(C′)
k (s, (0, n)), which assumes a type k progenitor and takes into

account any conditioning C ′ applied to the process on the time interval (0, n). Let Ỹ (ij)
l (ν)

denote the number of type l individuals ν time steps later in the lineage of the jth type i

individual existing at time n. These random variables may be conditioned on something,

say C, but as long as they are still independent of one another and of X(n) given C, we

can proceed just as above to write,

E

[
m∏
i=1

s
Xi(n+ν)
i |X(n)

]
=

m∏
i=1

G̃
(C)
i (s, (n, n+ ν))Xi(n)

where G̃(C)
i (s, (n, n + ν)) is the PGF for the number of individuals at time n + ν starting

from a type i progenitor at time n and reflecting any condition C imposed on the process

during this time interval. In turn, knowing the distribution of X(n) allows us to write the
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PGF for X(n+ ν) as:

E

[
m∏
i=1

s
Xi(n+ν)
i

]
= E

[
E

[
m∏
i=1

s
Xi(n+ν)
i

∣∣X(n)

]]

= E

[
m∏
i=1

G̃
(C)
i (s, (n, n+ ν))Xi(n)

]
= G̃

(C′)
k

(
G̃(C)(s, (n, n+ ν)), (0, n)

)
(3.3)

which mirrors the simple result for scalar random variables. We indicate both the starting

and ending time of the process in the PGFs, to include the possibility that conditioning

differs on the time intervals (0, n) and (n, n + ν). (We assume, however, that C does not

introduce any new condition at time n that is not already guaranteed by condition C ′.)

This equation is valid in a wide range of cases; the only requirement is that the numbers

of individuals in the lineages started at time n, given condition C, are independent of one

another, which is true if C is the absence of given type(s) or no condition at all.

Probability of a condition holding in multiple processes

We will often need to express the probability that a condition C holds in multiple pro-

cesses. If there are Xi processes started by a type i individual, then, provided that C holds

independently in each of these processes, we can simply write:

Pr(C holds in all processes over ν time steps | X progenitors) =
m∏
i=1

(
P

(C)
i (ν)

)Xi

where P (C)
i (ν) is the probability that C holds over ν time steps in a process with a type i

progenitor. If X has a probability distribution given by the PGF G̃(s), then we can simplify

the above equation as

Pr(C holds in all processes over ν time steps) = G̃(P (C)(ν)) (3.4)

One-step conditional offspring distribution

We will repeatedly make use of the next-time-step “offspring” distribution conditioned on

no type m appearing among the offspring. We denote this PGF by F̃ (s) and wish to express

it in terms of the corresponding unconditioned PGF F (s). Let Y (a random vector) denote
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the number of offspring of each type. Then for a type k parent,

F̃k(s) :=
∑
y

Pr(Y = y|Ym = 0)
m∏
i=1

syi
i

=
∑
y

Pr(Y = y ∩ Ym = 0)
Pr(Ym = 0)

m∏
i=1

syi
i

We can rewrite the numerator as∑
y:ym=0

Pr(Y = y)
m∏
i=1

syi
i = Fk(s1, . . . , sm−1, 0)

while the denominator, the probability that a type k has no type m offspring (assumed to

be non-zero), is Fk(1, . . . , 1, 0). Thus,

F̃k(s) =
Fk(s∗)
Fk(1∗)

(3.5)

3.2.3 Unconditioned distributions

In some applications that follow, we need to know the PGF for the number of individuals

after some time, X(n) or X(t), without any conditioning. The unconditioned results also

serve as templates for the more complicated derivations that follow; therefore, we include

these derivations although they are also presented in many standard sources (e.g. [10, 12,

31, 46]).

In discrete time, we obtain recursive formulas for the PGFG(s, n). Equation 3.3 provides

an indication of how we can do this: we “split” the time course of the process into two parts

to rewrite,

Gk(s, n) = Gk(G(s, ν), n− ν)

Practically speaking, we want a one-step recursion, so we have two possibilities, taking

ν = 1 or ν = n − 1. The “forward” equation comes from a derivation considering what
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happens in the final time step (from n− 1 to n); that is, we rewrite Gk(s, n) as follows:

Gk(s, n) := E

[∏
i

s
Xi(n)
i

]

= E

[
E

[∏
i

s
Xi(n)
i

∣∣X(n− 1)

]]

= E

[∏
i

Fi(s)Xi(n−1)

]

= Gk(F (s), n− 1)

(We could have obtained this result directly from Equation 3.3 but include a few details for

clarity.) In vector form, we have

G(s, n) = G(F (s), n− 1) (3.6)

We can also express this relationship through a difference equation. Rewriting F using

Equation 3.1 and expanding Gk(F (s), n− 1) in a Taylor series about s gives:

∆Gk(s, n) := Gk(s, n)−Gk(s, n− 1)

= Gk(F (s), n− 1)−Gk(s, n− 1)

= Gk(s+ η · (f(s)− s), n− 1)−Gk(s, n− 1)

=

(
Gk(s, n− 1) +

m∑
i=1

ηi(fi(s)− si)
∂Gk(s, n− 1)

∂si
+ HOT

)
−Gk(s, n− 1)

=
m∑
i=1

ηi(fi(s)− si)
∂Gk(s, n− 1)

∂si
+ HOT (3.7)

where “HOT” denotes higher order terms of the form ηi(fi(s)−si) ·ηj(fj(s)−sj); the above

representation is thus only useful if we have a meaningful way to write these higher order

terms.

The other recursion for G(s, n), the “backward” equation, comes from a derivation that
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considers the first time step (from 0 to 1):

Gk(s, n) := E

[∏
i

s
Xi(n)
i

]

= E

[
E

[∏
i

s
Xi(n)
i

∣∣X(1)

]]

= E

[∏
i

Gi(s, n− 1)Xi(1)

]

= Fk(G(s, n− 1))

or, in vector form,

G(s, n) = F (G(s, n− 1)) (3.8)

Expressed as a difference equation, the relationship is:

∆Gk(s, n) := Gk(s, n)−Gk(s, n− 1)

= Fk(G(s, n− 1))−Gk(s, n− 1)

= (Gk(s, n− 1) + ηk(fk(G(s, n− 1))−Gk(s, n− 1)))−Gk(s, n− 1)

= ηk (fk(G(s, n− 1))−Gk(s, n− 1)) (3.9)

Note that the forward equation (3.6) is “decoupled” in the sense that we can apply

the recursion to the kth component of G individually, while the backward equation (3.8)

requires us to solve for the entire vector G simultaneously [12, 31]. We can solve either

recursion from the initial condition G(s, 0) = s to write explicitly,

G(s, n) = F (n)(s) (3.10)

where the superscript n denotes n-fold iteration of the function.

There are at least two ways to obtain analogous continuous-time equations. One is to

work in continuous time all along, considering the branching process as a special case of

a continuous time Markov chain, and applying theory in this area; see, for instance, [31].

The other is to consider time in small steps of size δt, apply the discrete formulas, and take

δt → 0; this approach is mentioned by [12]. We present the latter approach and will also

use it later in deriving conditioned PGFs. Recall that in continuous time, our rewriting of

F is accurate to o(δt) when we take η = ξ δt.

Working from the forward difference equation 3.7, the higher order terms are now of
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o(δt). Rearranging the equation, we have

∆Gk(s, n)
δt

=
m∑
i=1

ξi(fi(s)− si)
∂Gk(s, n− 1)

∂si
+
o(δt)
δt

We suppose that n time steps corresponds to a “real” time of t ≡ nδt, which we hold fixed

as n→∞ and δt→ 0 simultaneously. In the limit, the above difference equation becomes,

∂Gk(s, t)
∂t

=
m∑
i=1

ξi(fi(s)− si)
∂Gk(s, t)
∂si

(3.11)

Working from the backwards difference equation 3.9, we have for size δt time steps:

∆Gk(s, n)
δt

= ξk(fk(G(s, n− 1))−Gk(s, n− 1))

Taking the limit as before (noting that continuity of fk implies we can pass the limit to its

argument) gives

∂Gk(s, t)
∂t

= ξk(fk(G(s, t))−Gk(s, t)) (3.12)

For both the forwards and backwards equations, we have initial conditions G(s, 0) = s.

These equations appear quite different: combining all k, the forwards approach gives a

decoupled system of partial differential equations, while the backwards approach gives a

coupled system of ordinary differential equations. While the forwards equation gives the

solution forG(s, t) for all s at once, the backwards equation must be evaluated at a particular

point s. Despite these differences in form, their solution G(s, t) agrees. Harris [31] gives

details of how this conclusion follows in the single-type case from results on continuous-

time Markov chains, primarily by Feller [25]; and refers to other authors for details in the

multi-type case.

3.3 Conditioned processes: Discrete time equations

Recall that G̃(s, n) denotes the PGF for X(n), conditioned on no type m appearing up

to time n. As in the unconditioned case, we can derive recursive equations for G̃ through

either a forwards or backwards approach. In parallel, we derive recursive equations for the

probability P (n) that type m has not appeared by time n.
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3.3.1 Forward derivations

Forward derivations consider what happens in the last time step of the process. We first

derive a decoupled recursion expressing G̃(s, n) in terms of G̃(s, n − 1), then write the

probability that type m does not appear by a given time in terms of this conditional PGF.

Recursion and solution for G̃(s, n)

By definition,

G̃k(s, n) := E

[∏
i

s
Xi(n)
i

∣∣Xm(g) = 0, g ≤ n

]

=
∑
x

Pr(X(n) = x|Xm(g) = 0, g ≤ n)
∏
i

sxi
i

We first shift the conditioning at time n to go along with the numbers at time n, and then

condition on the state at time n − 1, summing over all possible such states. The Markov

property implies that, given X(n− 1), we can drop all earlier conditions. Thus,

G̃k(s, n)

=
∑
x

Pr(X(n) = x ∩Xm(n) = 0|Xm(g) = 0, g ≤ n− 1)
Pr(Xm(n) = 0|Xm(g) = 0, g ≤ n)

∏
i

sxi
i

=

∑
x:xm=0 Pr(X(n) = x|Xm(g) = 0, g ≤ n− 1)

∏
i s
xi
i

Pr(Xm(n) = 0|Xm(g) = 0, g ≤ n− 1)

=

∑
y Pr(X(n− 1) = y|Xm(g) = 0, g ≤ n− 1)

∑
x:xm=0 Pr(X(n) = x|X(n− 1) = y)

∏
i s
xi
i∑

y Pr(X(n− 1) = y|Xm(g) = 0, g ≤ n− 1) Pr(Xm(n) = 0|X(n− 1) = y)

The sum over x is the PGF for the numbers at time n, given those at time n − 1, eval-

uated at s∗. Applying Equation 3.2 (with no condition imposed on the offspring), this

PGF is
∏
i Fi(s∗)

yi . Similarly in the denominator, Pr(Xm(n) = 0|X(n − 1) = y) =∑
x:xm=0 Pr(X(n) = x|X(n− 1) = y) is the same PGF but evaluated at 1∗. That is,

G̃k(s, n) =

∑
y Pr(X(n− 1) = y|Xm(g) = 0, g ≤ n− 1)

∏
i Fi(s∗)

yi∑
y Pr(X(n− 1) = y|Xm(g) = 0, g ≤ n− 1)

∏
i Fi(1∗)yi

The probabilities in the sums over y are simply the coefficients in G̃(s, n− 1). Thus,

G̃k(s, n) =
G̃k(F∗(s∗), n− 1)
G̃k(F∗(1∗), n− 1)

(3.13)

with the initial condition G̃k(s, 0) = sk.
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We can iterate this recursion to obtain an explicit solution for G̃k(s, n):

G̃k(s, n) =
Fk(F

(n−1)
∗ (s∗))

Fk(F
(n−1)
∗ (1∗))

(3.14)

where F (n)
∗ denotes the n-fold iteration of F∗.

We can also express the relationship between G̃(s, n) and G̃(s, n−1) through a difference

equation: ∆G̃k(s, n) := G̃k(s, n)− G̃k(s, n− 1). Rewriting F as in Equation 3.1 yields:

∆G̃k(s, n) =
G̃k(s∗ + η · (f∗(s∗)− s∗), n− 1)− G̃k(1∗ + η · (f∗(1∗)− 1∗), n− 1) G̃k(s∗, n− 1)

G̃k(1∗ + η · (f∗(1∗)− 1∗), n− 1)
(3.15)

where “·” denotes componentwise multiplication.

Probability of non-appearance

We now consider the probability Pk(n) that type m has not yet appeared by time n in the

lineage of a type k progenitor, with Pm(n) ≡ 0. Obtaining these probabilities via a for-

ward derivation makes use of the conditional PGF G̃k(s, n) derived in the previous section.

Rewriting Pk(n) by conditioning on what has happened up to the previous generation:

Pk(n) = Pr(no m by n− 1)× Pr(no m by n | no m by n− 1)

= Pk(n− 1)× Pr(no individual at n− 1 produces m in next step | no m by n− 1)

Given that no type m has arisen by time step n− 1, the distribution of individuals in time

step n−1 is given by G̃k(s, n−1), and each type i individual independently fails to produce

type m in the next step with probability Pi(1). Thus, applying Equation 3.4,

Pk(n) = Pk(n− 1)× G̃k(P (1), n− 1) (3.16)

valid for k 6= m (while Pm(n) ≡ 0). We can use the solution for G̃k(s, n − 1) (Equation

3.14) along with the initial condition P (1) = F∗(1∗) to iterate this recursion and obtain

P (n) explicitly:

P (n) = F
(n)
∗ (1∗) (3.17)

By expanding F , we may also rewrite the recursion in a more convenient form for later use,

as:

Pk(n) = Pk(n− 1)× G̃k(1∗ + η · (f∗(1∗)− 1∗), n− 1) (3.18)
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3.3.2 Backward derivations

Backward derivations proceed by considering what happens in the first time step of the

process. In a reversal of the forward derivation order, we can now obtain the probability that

type m does not appear without first needing the conditional PGF G̃. We use this result to

derive an expression for the offspring distribution conditioned on no type m appearing for an

arbitrary number of time steps to come. Finally, these results are required in the derivation

of a coupled backward recursion for G̃(s, n). When solved explicitly, the expressions for

P (n) and G̃(s, n) agree with those obtained via the forwards approach.

Probability of non-appearance

We express Pk(n) by conditioning on the first time step:

Pk(n) = Pr(no m at time 1)× Pr(no m by n | no m at 1)

The second factor is the probability that every individual existing at time 1 independently

fails to produce type m within n− 1 more time steps. Since the conditional distribution at

time 1 is G̃k(s, 1) ≡ F̃k(s), Equation 3.4 implies that the probability type m does not arise

in any lineage by time n is F̃k(P (n− 1)). That is,

Pk(n) = Pk(1)× F̃k(P (n− 1))

Using F̃k(s) = Fk(s∗)
Pk(1) (Equation 3.5), the expression then simplifies to

Pk(n) = Fk(P (n− 1))

= Pk(n− 1) + ηk (fk(P (n− 1))− Pk(n− 1)) (3.19)

This equation is valid for k 6= m, while Pm(n) ≡ 0. The recursion can be iterated, from

initial conditions P (0) = 1∗, to obtain the same solution as found via the forward approach

(Equation 3.17). We can also write the difference equation,

∆Pk(n) := Pk(n)− Pk(n− 1)

= ηk(fk(P (n− 1))− Pk(n− 1)) (3.20)
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Probability that type m never appears

As an aside, we can use the backward recursion for P (n) to find the probability that type

m never appears in the process. The following argument is modified from [46] (p. 15),

where a similar proof is used for extinction probability. Assume we start with a type k

progenitor, and denote by Ω the set of all possible realizations ω of the branching process.

Xm(ω, n) is the number of type m individuals in realization ω at time step n. We also define

An = ∩ng=1{ω ∈ Ω : Xm(ω, g) = 0}, the subset of Ω consisting of those realizations in which

type m is not present at any of the times 1 through n. It is then obvious that An+1 ⊆ An

and so, if W is a randomly chosen realization,

Pk(n+ 1) = Pr(W ∈ An+1) ≤ Pr(W ∈ An) = Pk(n)

That is, the probability that type m has not yet appeared in the process is a non-increasing

sequence. Furthermore, since Pr(W ∈ An) ≥ 0 for any n (i.e. this probability is bounded

below by zero), a limit must exist as n→∞. Denote this limit by vk, the probability that

type m never appears in a process started by one type k individual:

vk := lim
n→∞

Pk(n)

By taking the limit as n → ∞ in Equation 3.19, and using the fact the the PGF F is

continuous to pass the limit to its argument, we obtain the functional equation:

vk = Fk(v)

for all k 6= m, while vm = 0. More compactly, v is a fixed point of the vector equation:

v = F∗(v) (3.21)

Note that F∗ need not have a unique fixed point, nor is v necessarily a stable fixed point.

However, from a practical perspective, we can ensure we obtain the correct fixed point by

iterating F∗ from a starting point of P (0) = 1∗: then, by definition, we can obtain v with

arbitrary accuracy.

Note that the forward recursion for P (n) (Equation 3.18) is not helpful in finding v.

Taking the limit as n→∞ on both sides yields,

vk = vk lim
n→∞

G̃k(P (1), n)
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which simply tells us that either vk = 0 (type m must appear eventually) or G̃k(P (1), n),

the probability that individuals at time n do not give rise to type m in the next step,

approaches 1; intuitively, these results are obvious.

n-step conditional offspring distribution

In Section 3.2.2, we derived the next-time-step offspring distribution conditioned on no

type m appearing among these offspring. More generally, we can condition on no type m

appearing in the progenitor’s lineage for n steps to come. Let F̃k(s, n) ≡ F̃k(s∗, n) denote

the corresponding conditional offspring PGF for a type k progenitor (k 6= m). That is,

F̃k(s, n) :=
∑
y

Pr (X(1) = y|Xm(g) = 0, 1 ≤ g ≤ n)
∏
i

syi
i

We shift the conditioning to write:

F̃k(s, n)

=
∑
y

Pr (X(1) = y ∩Xm(g) = 0, 1 ≤ g ≤ n)
Pr (Xm(g) = 0, 1 ≤ g ≤ n)

∏
i

syi
i

=

∑
y Pr(X(1) = y ∩Xm(1) = 0) Pr (Xm(g) = 0, 2 ≤ g ≤ n|X(1) = y ∩Xm(1) = 0)

∏
i s
yi
i

Pr(Xm(g) = 0, 1 ≤ g ≤ n)

Applying Equation 3.4 to rewrite the probability that type m does not appear in any lineage

initiated at time 1, we have:

F̃k(s, n) =

∑
y:ym=0 Pr(X(1) = y)

∏m−1
i=1 (Pi(n− 1)× si)yi

Pk(n)

=
Fk(s∗ · P (n− 1))

Pk(n)
(3.22)

where “·” denotes component-wise multiplication.

Recursion and solution for G̃(s, n)

We now derive a recursion for G̃k(s, n) by considering what happens in the first time step.

The PGF for the number of individuals at time 1, conditioned on no type m appearing up

to time n, is F̃k(s, n). The individuals existing at time 1 give rise to individuals at time

n according to the PGF G̃(s, n − 1), also conditioned on no type m appearing within this
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time. Applying Equation 3.3,

G̃k(s, n) = F̃k(G̃(s, n− 1), n)

Substituting Equation 3.22 for the n-step conditional offspring distribution yields:

G̃k(s, n) =
Fk(G̃∗(s, n− 1) · P (n− 1))

Pk(n)
(3.23)

Note the coupling in the above equation that requires us to solve for the entire vector G̃∗

simultaneously. Substituting the solution for P (n) from Equation 3.17 and iterating the

recursion (again with initial conditions G̃∗(s, 0) = s∗) shows that the explicit solution for

G̃k(s, n) agrees with that obtained by the forwards approach (Equation 3.14).

We might more conveniently write a recursion on the product G̃k(s, n) · Pk(n). We can

also express this relationship as a difference equation:

∆(G̃k(s, n) · Pk(n)) := G̃k(s, n) · Pk(n)− G̃k(s, n− 1) · Pk(n− 1)

and use Equation 3.23 to rewrite the first term, yielding:

∆(G̃k(s, n) · Pk(n)) = Fk(G̃∗(s, n− 1) · P (n− 1))− G̃k(s, n− 1) · Pk(n− 1)

Now, rewriting Fk(s) = sk + ηk(fk(s)− sk),

∆(G̃k(s, n) · Pk(n)) (3.24)

= ηk

(
fk(G̃∗(s, n− 1) · P (n− 1))− G̃k(s, n− 1) · Pk(n− 1)

)
(3.25)

3.4 Conditioned processes: Continuous time equations

We now consider results for a Markovian branching process in continuous time. Analogously

to the discrete case, we would like to find G̃(s, t), the PGF for X(t) conditioned on no type

m appearing up to t, now a continuous time argument. X(t) (and its PGF) is the result of

a limit of discrete-time processes, where we take one discrete time step to be of length δt in

continuous time, and take δt→ 0 while number of steps n→∞ simultaneously, such that

the time point n δt is fixed at t. In a slight abuse of notation, we will write G̃(s, n), with the

time arguments in number of steps, to be equivalent to G̃(s, t), with the time arguments

in continuous time. We will “translate” between these representations when the meaning

is clear from context. Similarly to the continuous-time approach for the unconditioned
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PGF (see Section 3.2.3), we derive both a forwards equation (a PDE) and a backwards

equation (an ODE) for G̃k(s, t). We are also interested in the probability that type m has

not appeared by time t, denoted P (t). We can derive two ODEs for Pk(t), one from the

forwards approach and one from the backwards approach.

Recall from Section 3.2.1 that for the continuous-time process, the number of individuals

a type k produces time δt later has PGF

Fk(s) = sk + ξkδt(fk(s)− sk) + o(δt) (3.26)

Thus, we can use the discrete relationships derived previously with η = δt ξ and o(δt) error.

3.4.1 Forward derivations

PDE for G̃(s, t)

We work from the discrete difference Equation 3.15; substituting η = δt ξ with o(δt) error

yields:

∆G̃k(s, n) =
G̃k(s∗ + δt ξ · (f∗(s∗)− s∗) + o(δt), n− 1)
G̃k(1∗ + δt ξ · (f∗(1∗)− 1∗) + o(δt), n− 1)

− G̃k(s∗, n− 1)

We use a Taylor series expansion to rewrite G̃k(y∗, t), for y∗ near s∗:

G̃k(y∗, t) = G̃k(s∗, t) +
m−1∑
i=1

(yi − si)
∂G̃k(s∗, t)

∂si
+ HOT

where “HOT” denotes higher order terms of the form (yi−si)(yj−sj) for i, j 6= m. Applying

this expansion to the numerator and the denominator of the first term in the difference, we

have

∆G̃k(s, n) =
G̃k(s∗, n− 1) + δt

∑m−1
i=1 ξi(fi(s∗)− si)∂G̃k(s∗,n−1)

∂si
+ o(δt)

1 + δt
∑m−1

i=1 ξi(fi(1∗)− 1)∂G̃k(s∗,n−1)
∂si

∣∣
s∗=1∗

+ o(δt)
− G̃k(s∗, n− 1)
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Now rewriting the fraction using its power series to o(δt) gives:

∆G̃k(s, n)

=

(
G̃k(s∗, n− 1) + δt

m−1∑
i=1

ξi(fi(s∗)− si)
∂G̃k(s∗, n− 1)

∂si
+ o(δt)

)

×

(
1− δt

m−1∑
i=1

ξi(fi(1∗)− 1)
∂G̃k(s∗, n− 1)

∂si

∣∣∣∣
s∗=1∗

+ o(δt)

)
− G̃k(s∗, n− 1)

= δt
m−1∑
i=1

ξi(fi(s∗)− si)
∂G̃k(s∗, n− 1)

∂si

+G̃k(s∗, n− 1) δt
m−1∑
i=1

ξi(1− fi(1∗))
∂G̃k(s∗, n− 1)

∂si

∣∣∣∣
s∗=1∗

+ o(δt)

Dividing through by δt and taking the limit as δt → 0 (and n → ∞, such that n δt ≡ t)

yields the PDE:

∂G̃k(s, t)
∂t

=
m−1∑
i=1

ξi(fi(s∗)− si)
∂G̃k(s, t)
∂si

+ G̃k(s, t)
m−1∑
i=1

ξi(1− fi(1∗))
∂G̃k(s, t)
∂si

∣∣∣∣
s=1

(3.27)

with initial condition G̃k(s, 0) = sk. Note that if a particular type i is guaranteed not to

produce type m offspring, then fi(s∗) = fi(s) and 1−fi(1∗) = 0. Therefore, the second term

disappears for any such type. (If every type i 6= m is guaranteed not to produce type m

offspring, obviously the equation reduces to the standard unconditioned forward equation

(3.11) for an (m − 1)-type process.) For a type that may produce type m offspring, it

must produce type m at some point if its population is to grow in the long term. Thus,

conditioned on type m not appearing, its expected population size ∂G̃k(s,t)
∂si

∣∣
s=1

must be

approaching zero rather than growing without bound as t → ∞, so there is no problem

with the second term growing unbounded.

Probability of non-appearance

We use the recursion from Equation 3.18, translated to continuous time as:

Pk(t) = Pk(t− δt)× G̃k (1∗ + δt ξ · (f∗(1∗)− 1∗) + o(δt), t− δt)

Expanding G̃k in a Taylor series about 1∗ (noting that G̃k(1∗, t) = 1), we have

Pk(t) = Pk(t− δt)×

(
1− δt

m−1∑
i=1

ξi(1− fi(1∗))
∂G̃k(s∗, t− δt)

∂si

∣∣∣∣
s∗=1∗

+ o(δt)

)
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Rearranging terms and taking δt→ 0 yields:

dPk(t)
dt

= −Pk(t)
m−1∑
i=1

ξi(1− fi(1∗))
∂G̃k(s∗, t)

∂si

∣∣∣∣
s∗=1∗

(3.28)

with initial conditions P (0) = 1∗. We note that ∂G̃k(s∗,t)
∂si

∣∣
s∗=1∗

is the expected number of

type i’s in the process at time t (conditioned on no type m’s having yet appeared), ξi is

the rate at which a type i’s lifetime ends, and 1 − fi(1∗) is the probability that a type i

produces a type m when its lifetime ends. Thus, the summation gives the expected total

rate of production of type m at time t given that type m has not appeared previously (which

occurs with probability Pk(t)); Pk(t) is correspondingly reduced at this rate.

3.4.2 Backward derivations

Probability of non-appearance

To obtain P (t) by a backwards approach, we use the difference equation 3.20, replacing

η = δt ξ and including o(δt) error:

∆Pk(n) = δt ξk (fk(P (n− 1))− Pk(n− 1)) + o(δt)

valid for k 6= m. Taking δt→ 0 and n→∞ yields the ODE,

dPk(t)
dt

= ξk (fk(P (t))− Pk(t)) (3.29)

with initial conditions P (0) = 1∗. (As in the discrete case, Pm(t) ≡ 0.)

Probability that type m never appears

Analogously to discrete time, define vk, the probability that type m never appears in the

lineage of a type k progenitor, as

vk := lim
t→∞

Pk(t)

That is, vk is a fixed point of the ODE dPk(t)
dt . In the backward equation 3.29, setting the

right-hand side equal to zero to solve for this fixed point yields:

vk = fk(v) (3.30)

(valid for k 6= m), which is the same equation we would obtain by considering the pro-

cess in discrete generations: when looking at an eventual probability (just like extinction
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probability), it does not matter how we measure time.

As in the discrete case, using the forward equation for Pk(t) isn’t helpful in finding vk:

it simply tells us that either Pk(t)→ 0 or ∂G̃k(s,t)
∂si

→ 0 as t→∞.

ODE for G̃(s, t)

We first derive a backwards equation for G̃ ·P , working from Equation 3.25 and substituting

η = δt ξ with o(δt) error:

∆(G̃k(s, n) · Pk(n)) = δt ξk

(
fk(G̃∗(s, n− 1) · P (n− 1))− G̃k(s, n− 1) · Pk(n− 1)

)
+ o(δt)

Dividing through by δt and taking δt→ 0 yields the ordinary differential equation,

∂(G̃k(s, t) · P (t))
∂t

= ξk

(
fk(G̃∗(s, t) · P (t))− G̃k(s, t) · P (t)

)
(3.31)

with initial conditions G̃k(s, 0) · P (0) = sk. This ODE must be coupled to Equation 3.29,

the backwards ODE for P (t); we solve for both P (t) and G̃(s, t) · P (t), and then divide

through to find G̃(s, t) alone.

Alternatively, we can use the product rule to rewrite ∂(G̃k(s,t)·P (t))
∂t ; substitute dP (t)

dt from

Equation 3.29; and rearrange to obtain an ODE for G̃(s, t) itself:

∂G̃k(s, t)
∂t

=
ξk

Pk(t)

(
fk(G̃∗(s, t) · P (t))− G̃k(s, t) · fk(P (t))

)
(3.32)

which still must be coupled to Equation 3.29 for P (t).

3.5 Waiting time to first appearance

A key point of interest, and motivation for this work, is to find the distribution of waiting

time for the first appearance of a particular type. By now, we have all the ingredients

for this distribution, and in this section simply make these results explicit. We present

equations in discrete time, but analogous results hold in continuous time.

Let the random variable N represent the time until first appearance of type m in a

process. We can express the cumulative distribution function of N exactly in terms of the

probability that type m has not yet appeared by a given time. If we start from one type k

progenitor,

Pr(N ≤ n) = 1− Pk(n)
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where Pk(n), from either a forwards or backwards derivation, is given by Equation 3.17. N

takes on the value ∞ if type m never appears, which occurs with probability vk (Equation

3.21).

We can also find the distribution of waiting time conditioned on type m eventually

appearing, i.e. N being finite:

Pr(N ≤ n|N <∞) =
Pr(N ≤ n)
Pr(N <∞)

=
1− Pk(n)

1− vk
(3.33)

(again from a type k progenitor).

If we start from multiple individuals, the overall waiting time for type m to appear is

obviously the minimum of the waiting time in each individual subprocess. If the initial

distribution of individuals has PGF G̃(s), then Equation 3.4 implies:

Pr(N ≤ n) = 1− Pr(N > n) = 1− G̃(P (n)) (3.34)

In particular, we might consider a process that began with one type k and has not yet

produced any type m by time n, and compute the probability that type m still has not

arisen after a further ν time steps. In this case, the distribution of X(n) is given by

G̃k(s, n), and:

Pr(N > n+ ν|N > n) = G̃k(P (ν), n)

Alternatively, we could simply write,

Pr(N > n+ ν|N > n) =
Pr(N > n+ ν)

Pr(N > n)
=
Pk(n+ ν)
Pk(n)

3.6 Hazard function

The hazard function has been considered previously by Serra & Haccou (2007) for a two-type

process, starting from a type 1 progenitor, “to characterize the immediate risk of escape,

i.e., the probability of producing a successful mutant in the next generation given that it

has not been produced yet” [52] (p. 172). The authors propose an additional condition on

non-extinction of the type 1 population, since its extinction guarantees that a mutant will

not be produced. Letting N∗ denote the first generation at which a successful mutant, i.e. a
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a type 2 individual whose lineage escapes extinction, appears, the hazard function is thus

defined for a two-type, irreversible mutation, discrete time process as:

H(n) = Pr(N∗ = n|N∗ > n− 1, X1(n− 1) > 0) (3.35)

(Equation 17 in [52]), which is rewritten as:

H(n) =
Pr(N∗ = n)

Pr(N∗ > n− 1)− Pr(N∗ > n− 1, X1(n− 1) = 0)

The authors use a different derivation from ours (see Section 3.8.1) to obtain the distribution

of N∗, and find the second term in the denominator using a recursion.

This definition is readily generalized to a process with m types and any mutation scheme,

where we are interested in the time N at which type m first appears. We must now define

the hazard function Hk(n) specific to each possible starting type k 6= m. There are several

ways we could reasonably choose the conditioning at time n− 1, depending on our interest

and the mutation scheme. We could simply neglect any non-extinction condition and define

Hk(n) := Pr(N = n|N > n−1). We could condition on non-extinction of the entire process

at time n − 1, implying that some type other than m must be present. Or, as in [52], we

could condition on the presence specifically of types that can give rise to type m. Below

we will consider the second of these possibilities, but depending on the mutation scheme,

we may want to modify the approach to the third possibility. It is useful to condition on

non-extinction, since this is a condition we could realistically observe in many applications,

and would want to take into account when judging the risk of future type m appearance.

Analogously to Equation 3.35, we thus define the hazard function for a process starting

from one individual of type k 6= m as:

Hk(n) := Pr(N = n|N > n− 1, X(n− 1) 6= 0) (3.36)

Following the approach in [52], we rewrite this as:

Hk(n) =
Pk(n− 1)− Pk(n)

Pk(n− 1)−Qk(n− 1)
(3.37)

where Pk(n) := Pr(N > n), and Qk(n) := Pr(N > n ∩ X(n) = 0), both given a type

k progenitor. We have already shown how to find P (n) in Sections 3.3.1 and 3.3.2. We

derive a recursion for Qk(n), k 6= m, by considering the individuals produced in the first

generation (a backwards approach), and noting that the entire process fails to produce any
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type m and goes extinct by time n if and only if every lineage initiated at time 1 does so.

Thus, applying Equation 3.4 gives:

Qk(n) =
∑

x:xm=0

Pr(X(1) = x)× Pr(Xm(g) = 0, g ≤ n ∩X(n) = 0|X(1) = x)

=
∑

x:xm=0

Pr(X(1) = x)×
m−1∏
i=1

Qi(n− 1)xi

= Fk(Q(n− 1))

where Qm(n) ≡ 0. More compactly, in vector form,

Q(n) = F∗(Q(n− 1)) (3.38)

with initial conditions Q(0) = 0. We can solve this recursion to express Q(n) explicitly:

Q(n) = F
(n)
∗ (0) (3.39)

An alternative expression of the hazard function uses our derivation of conditional dis-

tributions. We can rewrite Equation 3.36 as:

Hk(n) = 1− Pr(N > n|N > n− 1;X(n− 1) 6= 0)

= 1− Pr(Xm(n) = 0|Xm(g) = 0, g ≤ n− 1;X(n− 1) 6= 0)

and use the distribution at time n − 1, conditioned on Xm(g) = 0, ∀g ≤ n − 1, and

X(n − 1) 6= 0, to express the required probability. Denoting the conditional PGF for this

distribution by G̃
(C′)
k (s, n − 1), the probability that none of the individuals at time n − 1

gives rise to type m offspring is G̃(C′)
k (F∗(1∗), n− 1). Thus,

Hk(n) = 1− G̃(C′)
k (F∗(1∗), n− 1) (3.40)

To find G̃
(C′)
k (s, n − 1) we need to condition both on the absence of type m and on non-

extinction; see Appendix B.1.3. Using Equation B.1 yields,

Hk(n) =
1− G̃k(F∗(1∗), n− 1)

1− G̃k(0, n− 1)
(3.41)

where G̃k(s, n− 1) is the PGF conditioned only on absence of type m up to time n− 1.

More generally, we can consider the ν-step hazard function, which considers the risk of

type m appearing within ν steps:

Hk(n+ ν, n) := Pr(m appears by n+ ν | m doesn’t appear by n; process isn’t extinct by n)

= Pr(Xm(g) > 0, for some g, n < g ≤ n+ ν |Xm(g) = 0,∀g ≤ n;X(n) 6= 0)
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(With this notation, Hk(n) ≡ Hk(n, n − 1).) Expressions for Hk(n + ν, n) follow similarly

to the one-step case. Approaching the derivation as in [52] gives:

Hk(n+ ν, n) =
Pk(n)− Pk(n+ ν)
Pk(n)−Qk(n)

(3.42)

while using conditional PGFs gives:

Hk(n+ ν, n) = 1− G̃(C′)
k (P (ν), n)

=
1− G̃k(P (ν), n)

1− G̃k(0, n)
(3.43)

In particular, we can take ν → ∞ to find the probability that type m never appears if by

time n it has not yet appeared, but the process is not yet extinct. This gives Hk(∞, n) =
Pk(n)−vk

Pk(n)−Qk(n) or 1−G̃k(v,n)

1−G̃k(0,n)
. In either of the expressions forHk(n+ν, n), there are three different

values to compute, so it is not clear which representation is more efficient to evaluate. In

discrete time, though, we can solve explicitly from either expression to give:

Hk(n) =
Fk(F

(n−1)
∗ (1∗))− Fk(F

(n+ν−1)
∗ (1∗))

Fk(F
(n−1)
∗ (1∗))− Fk(F

(n−1)
∗ (0))

Equations 3.42 and 3.43 for Hk(n+ν, n) carry over exactly to the continuous time τ -shifted

hazard function, Hk(t+ τ, t), although in general we can no longer solve explicitly.

In continuous time, we can also consider the hazard rate, which gives the instantaneous

rate of an event occurring at time t given that it has not occurred before t (Section 17.3 in

[41]). With additional conditioning on non-extinction, we have

hk(t) = lim
δt→0

Hk(t+ δt)
δt

(3.44)

where Hk(t+ δt), with the argument in real time, is equivalent to Hk(n+ 1) in time steps.

That is, the hazard rate function is the limiting rate at which type m’s appear, given that

they have not appeared previously but the process has not gone extinct previously. We can

substitute Hk(n+ 1) from either of the discrete expressions. Using Equation 3.37 yields:

hk(t) = lim
δt→0

Pk(t)− Pk(t+ δt)
δt(Pk(t)−Qk(t))

= − 1
Pk(t)−Qk(t)

dPk(t)
dt

(3.45)

We then substitute dPk(t)
dt from Equation 3.29, and must solve for Pk(t) and Qk(t). We

already showed in Section 3.4.2 how to determine Pk(t). Since Pk(n) and Qk(n) satisfy the

same backwards recursion (Equations 3.19 and 3.38), Qk(t) will be a solution to the same

ODE, Equation 3.29, but with different initial conditions: P (0) = 1∗ while Q(0) = 0.
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Alternatively, substituting Equation 3.41 into Equation 3.44 and expanding in a Taylor

series yields:

hk(t) =

∑m−1
i=1 ξi(1− fi(1∗))∂G̃k(s∗,t)

∂si

∣∣
s=1

1− G̃k(0, t)
(3.46)

The numerator, which is the same factor appearing in the forwards equation 3.28 for Pk(t),

is the expected total rate of type m production by all individuals present at t, given that

no type m has been present up to t. The denominator rescales to account for the additional

condition of non-extinction at time t.

3.7 Biological examples and numerical results

In this section, we briefly present two biological models, one in discrete time and one in

continuous time. These serve to provide specific examples of the sorts of questions we could

investigate with the techniques we have developed, and to illustrate the required numerical

methods.

3.7.1 A note on numerical methods

The numerical results to be presented in this section were generated using Matlab R© soft-

ware. In the discrete case, either the forwards or backwards recursions or the expressions for

their solutions are easily iterated numerically from a given starting point. In the continuous

case, the backwards ordinary differential equations are also readily solved using the built-in

solver ode45, with tolerance reduced when necessary to obtain reasonably smooth solu-

tions. However, the forwards partial differential equations pose a greater challenge. While

a simple first-order scheme proved sufficient for numerically solving the standard forwards

equation for the unconditioned PGF G(s, t), a similar approach for the conditioned G̃(s, t)

gave rise to numerical instabilities. On tests, oscillations in the numerical solution began

at the s = 1 boundary and propagated over time. We suspect that the unusual form of the

PDE (Equation 3.27), in particular the involvement of the derivative evaluated at s = 1 on

the right-hand side, has something to do with these problems. Finding or developing an

effective numerical solver for this PDE would be useful for validating the agreement of the
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forwards and backwards approaches in continuous time.

This challenge carries over to the forwards equations for probability of non-appearance,

P (t) (Equation 3.28), and hazard rate, h(t) (Equation 3.46): both involve the conditional

means ∂G̃k(s,t)
∂si

∣∣
s=1

, and the hazard rate also involves the conditional probability of extinc-

tion, G̃(0, t); but we are unable to obtain G̃(s, t) from a forwards approach. Solving for

these expressions with the backwards equations and substituting the results into the for-

wards equations does give agreement between the forwards and backwards solutions for

both P (t) and h(t) on several tests (not shown); however, ideally we would like to solve the

forwards equations independently to confirm this agreement. (A similar approach, solving

for the conditional means from the backwards equations and substituting these into the

forwards equation, does not work for G̃(s, t): the forwards solution then either temporarily

overshoots the backwards solution, or develops numerical instabilities, depending on the

parameter values used in tests.) Due to the difficulties with the forwards equations, the

continuous-time examples that follow in Section 3.7.3 have been obtained by solving the

backwards equations.

Our derivations throughout this manuscript have dealt with the PGF G̃ for the number

of individuals X. However, in practice, the probability distribution of X (i.e. the coefficients

in the power series representation of G̃) may be more readily interpreted or useful for

applications. We therefore also consider the problem of numerical inversion of a PGF. This

step appears not to be widely used in connection with branching process problems, and we

describe our approach in detail in Appendix B.2.

3.7.2 Between-host evolutionary epidemiology model (discrete time)

In the previous chapter, we presented a Galton-Watson branching process model for the

spread of an evolving pathogen in a host population, where individuals of interest are

infected hosts. Briefly, the offspring distribution for a later-generation host infected with

pathogen strain i (previously denoted Γi(s)) is

Fi(s) =
g′(1− Ti + Ti

∑m
j=1 εijsj)

g′(1)

58



Here g(z) is the host contact distribution (common to all types), Ti is the transmissibility

of strain i, and εij is the probability of i-to-j conversion (or “mutation”), which occurs

independently at each transmission.

Probability distribution evolving over time

We consider a two-type model where we condition on type 2 not having yet appeared,

and where each infected host gives rise to a Poisson distribution of infectious contacts

(offspring). Figure 3.1 shows how the conditional probability distribution of X1(n), obtained

by numerical inversion of the PGF G̃(s, n), changes over time in this model. Figure 3.2

compares the distribution of X1 at a particular time point, if we impose no conditioning,

condition on the absence of type 2 at all times so far, or condition on the presence of

type 2 at some time (see Appendix B.1.4 for this latter case). Observe the skewing of the

distribution depending on our knowledge of what events have occurred up to the present

time.

Impact of fitness valleys

A key interest motivating this work is to find the distribution of waiting time for the well-

adapted strain m to appear. We might expect that in a case where emergence is less likely,

appearance of type m must occur more quickly if it is ever to appear. As an example, we

compare fitness valleys on the path to strain m that vary in severity, either in the number of

intermediate types or in the fitness of the intermediate types. The qualitative result turns

out to depend on how the fitness valley is made more severe. The deeper the fitness valley

(i.e. the lower the intermediate strain fitness, for a fixed number of intermediate strains),

the less likely the appearance of type m, but the faster it tends to appear if it ever appears

(Figure 3.3). The longer the fitness valley (i.e. the more intermediate strains, for a fixed

intermediate strain fitness), again the less likely the appearance of type m, but now the

slower it tends to appear if it does eventually appear (Figure 3.4). Here, it simply takes

longer to step through all the intermediates, although it is conceivable that this trend could

be reversed for different parameter ranges.
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Figure 3.1: The distribution of X1(n), the number of type 1 infectives at generation n,
for n = 0 to 5. We condition on type 2 not having appeared by generation
n. The type 1 total offspring distribution is Poisson with mean 0.9 and the
conversion probability from type 1 to 2 is 0.1 (independent for each offspring).
The distributions are obtained by numerical inversion of the PGF G̃1(s, n) using
the FFT method.
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Figure 3.2: The distribution of X1(3), the number of type 1 infectives at generation 3, for
various types of conditioning: no conditioning (black); conditioning on type 2
not having appeared by generation 3 (grey); or type 2 having appeared at some
point by generation 3 (white). Both types have a Poisson offspring distribution
(with mean 0.9 for type 1 and 1.1 for type 2), and mutations occur independently
with probability 0.1 in each direction. The distribution is obtained by numerical
inversion of the PGF G̃1(s, n) at n = 3, using Abate & Whitt’s Equation 5.38
method.
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Figure 3.3: The impact of depth of the fitness valley on the distribution of waiting time for
type m to appear, either without (left) or with (right) conditioning on eventual
appearance. Contact distribution is Poisson with mean 30. There are three
strains, with the transmissibilities of the first and last fixed (T1 = 0.02 and
T3 = 0.05). The intermediate strain has transmissibility T2 of 0.005 (black solid
line), 0.015 (black dashed), 0.02 (grey solid), or 0.03 (grey dashed). (The latter
two cases are not fitness valleys in the biological sense, but are included for
comparison.) Mutations are one-step forwards only with probability ε = 0.1 at
each step.
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Figure 3.4: The impact of length of the fitness valley on the distribution of waiting time for
type m to appear, either without (left) or with (right) conditioning on eventual
appearance. Contact distribution is Poisson with mean 30. The transmissibil-
ities of the strains are fixed: T1 = 0.02, Ti = 0.015 for i = 2, . . . ,m − 1, and
Tm = 0.05. The number of intermediate strains varies: either 0 (black solid
line), 1 (black dashed), 2 (grey solid), or 3 (grey dashed). (The first case, with
no fitness valley, is a base case for comparison.) Mutations are one-step forwards
only with probability ε = 0.1 at each step.
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Impact of overall mutation rate

Figure 2.7 in the previous chapter illustrates an interesting effect observed in the two-type

model where mutations occur in both directions at the same rate (ε). When T2 is just

above the critical threshold, we observe a non-monotonic relationship between ultimate

extinction probability and mutation rate. For a particular value of T1, we pick out four

values of mutation rate along this curve and compare various probabilities over time n:

probability of extinction, probability that type 2 is not present at the current time, and

probability that type 2 has never yet been present (Figure 3.5). Note that the probability

of type 2 never having arisen always decreases as mutation rate increases, as we would

expect. However, the probability that type 2 is currently present is a balance between

its probability of appearance, which changes monotonically with mutation rate, and its

probability of loss, which does not change monotonically. The probability of having no

type 2 at a given time initially drops as type 2 is produced, but eventually approaches the

probability of ultimate extinction. We also plot the one-step hazard function, H(n), for the

same parameters and mutation rates. As in [52], we observe a levelling off of the hazard

function as time progresses. The higher the mutation rate, the higher the hazard of type 2

appearing, provided the population is not yet extinct.

3.7.3 Within-host multi-type burst-death model (continuous time)

The burst-death model was originally developed by Hubbarde et al. [32] to describe a single-

type population of organisms whose life history includes variable generation times and a

constant (possibly large) number of offspring produced at a “burst” or proliferation event.

(The standard birth-death, or binary fission, process is identified as a special case with two

offspring per burst.) This is a Markovian continuous-time process tracking the number of

individual organisms in the population. Hubbarde et al. used this model to compute the

fixation probability for a beneficial mutation, particularly in the context of experimental

evolution. Closer to our present interests, we can also think of this model as describing

pathogen replication within a host. We extend the model to a more general form, which we

call the multi-type burst-death (MTBD) model, including:
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Figure 3.5: Various probabilities vs. time (n) in the two-type reversible mutation model:
probability that the process is extinct (top left), probability that no type 2
is currently present (top right), and probability that no type 2 has yet arisen
(bottom left); as well as the hazard function (bottom right). The contact dis-
tribution is Poisson with mean 30, and transmissibilities are T1 = 0.02 and
T2 = 0.035. We compare mutation rates ε of 0.001 (solid black), 0.025 (dashed
black), 0.05 (solid grey), and 0.08 (dashed grey). Only the last is guaranteed to
go extinct eventually.
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• an arbitrary distribution of burst size

• multiple types, with type-specific life history parameters, and arbitrary mutational

pathways and rates among types

For each type i, denote the constant rate at which bursts occur by λi and the constant

rate at which deaths occur by µi. Thus, a type i has an exponentially distributed lifetime

with total rate ξi = λi +µi. With probability µi

λi+µi
, the individual dies before generating a

burst, and thus produces zero offspring. With probability λi
λi+µi

, a burst occurs before death,

and the parent produces a burst size Bi of offspring. In general, Bi is a random variable,

say with PGF gi(s). Finally, we must specify how mutation occurs among types. We

suppose that mutation from type i to j occurs with probability εij . In a within-host model,

there are various biological mechanisms by which mutation could occur, leading to different

outcomes among the offspring when there is a mutation event. For instance, multiple rounds

of error-prone RNA copying in the replication cycle of an influenza virion implies that

each progeny virion essentially acquires mutations independently [C. Beauchemin, personal

communication]. In this case, the offspring distribution has PGF:

fi(s) =
µi

λi + µi
+

λi
λi + µi

gi

 m∑
j=1

εijsj

 (3.47)

On the other hand, the only error-prone step in the HIV replication cycle is the reverse

transcription of its RNA into DNA when it first infects a cell. Progeny virions are then

produced by high-fidelity transcription from the DNA. Thus, all progeny are likely to have

the same mutation(s) [J. Heffernan and C. Beauchemin, personal communications]. In this

case, the offspring distribution has PGF:

fi(s) =
µi

λi + µi
+

λi
λi + µi

m∑
j=1

εijgi(sj) (3.48)

We can define the Malthusian fitness of a type i,

γi = λi(B̄i − 1)− µi

where B̄i = g′i(1) is the expected burst size when a burst occurs. The Malthusian fitness is

the expected exponential growth rate of the population in a type i process without mutation

(cf. [32]).
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Impact of life history

Previous work [32, 3] has shown that consistent differences in eventual extinction probability

arise in populations with different life history parameters in the single-type burst-death

model. In particular, for the same positive Malthusian fitness and burst size, a population

with higher burst and death rates is more likely eventually to go extinct that one with

lower burst and death rates. (In fact, in the absence of periodic bottlenecks also considered

in the previous papers, we can show analytically that the probability of extinction by any

given time is higher in the faster-turnover population, whether the Malthusian fitness is

positive or negative.) This motivates our interest in exploring life history differences in a

multi-type model, and attempting to better understand the probability of extinction based

on the probability of evolution of new types.

Here, we begin investigating the effect of life history on the time course of extinction

and evolution in a two-type model. We take burst size to be constant and identical for all

types, and all-or-none mutations to occur from type 1 to 2 only. Type 2 is fixed and has

very high fitness due to a relatively high burst rate and low death rate. We compare results

for a fast-turnover type 1 (increased death rate relative to type 2) and a slow-turnover

type 1 (reduced burst rate) with the same Malthusian fitness. We make this comparison

at two fitness values, one greater than zero (i.e. the type 1 population is expected to grow

exponentially in the absence of mutation) and one less than zero (i.e. the type 1 population

is expected to decline exponentially and is guaranteed to go extinct in the absence of

mutation). Figure 3.6 compares the distribution of the number of type 1 individuals at a

particular time point, conditioned on no type 2 having yet appeared, for the low fitness

fast- vs. slow-turnover strains. At this time point, the fast-turnover strain is more likely

already to have gone extinct, but also more likely to have a population of more than one

individual.

We can gain insights into the time course of the process by plotting key probabilities

changing over time (Figure 3.7), for all four cases of type 1 mentioned above. In general,

the slower turnover strains are, not surprisingly, associated with a longer time course to

extinction (top left panel of figure). However, the strain that ultimately approaches a higher
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Figure 3.6: An example of the distribution of the number of type 1 individuals, conditioned
on no type 2 having yet appeared, in the two-type MTBD model. We compare
a fast-turnover strain (λ1 = 1, µ1 = 10.5; black) and a slow-turnover strain
(λ1 = 0.03, µ1 = 0.8; white), both with burst size B = 11 and the same
Malthusian fitness (γ1 = −0.5). Mutations (all-or-none) from type 1 to 2 occur
with probability ε = 0.1. The distributions are obtained by the FFT method of
numerical inversion from the PGF G̃1(s, t) evaluated at t = 0.1.
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extinction probability depends on the Malthusian fitness of type 1. If fitness is positive,

the faster turnover strain is more likely eventually to go extinct, as in the single type case.

However, if fitness is negative, the pattern is reversed. (It can be shown analytically that

for the same burst size and associated type 2, eventual extinction probability is the same

for any combination of λ1 and µ1 giving a Malthusian fitness of zero.) It appears that

when type 1 is not fit enough to survive without mutation, a faster turnover strain gains

an advantage through increased production of type 2 that outweighs its greater propensity

to die out. Indeed, if we “control” for this advantage by conditioning on type 2 not yet

having arisen in the process (bottom left panel), the slower turnover strain retains its lower

extinction probability over time, regardless of the fitness value. The right panels show

the distribution of time until type 2 appears, either unconditioned (top) or conditioned on

eventual appearance (bottom). The probability that type 2 has not yet appeared initially

drops off more quickly for faster turnover strains, but also levels out sooner due to the faster

time course to extinction.

Figure 3.8 shows the hazard rate for the same cases. As in the discrete hazard function,

we observe a levelling off as time progresses. As we would expect, higher fitness and faster

turnover are associated with higher hazard rate. Recall that we condition on non-extinction

in the definition of the hazard rate; otherwise, we would not necessarily expect the faster

turnover strains to have higher hazard rate.

3.8 Discussion

3.8.1 Relation to previous work

There appears to be little previous work considering the absence of a particular type in multi-

type branching processes. A notable exception is the substantial work done by M. C. Serra

and colleagues in a series of papers [51, 52, 50], using a different approach than ours to

consider the waiting time for a particular type to appear and related questions. Below, we

summarize each paper in turn (modifying the authors’ notation for clarity in the context

of our own work) and generalize their exact equations, before comparing our approach to

theirs.
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Figure 3.7: A comparison of key probabilities over time for different life histories in the
two-type MTBD model. Burst size is B = 11 in all cases. Type 2 has fixed
life history parameters: λ2 = 1 and µ2 = 0.8 (thus γ2 = 9.2). We consider
two values of type 1 fitness, low (γ1 = −0.5; dashed line) and high (γ1 = 0.5;
solid line); and two versions of type 1 with different life history parameters:
fast-turnover (black lines; λ1 = 1, µ1 = 10.5 for low fitness or µ1 = 9.5 for high
fitness) and slow-turnover (grey lines; µ1 = 0.8, λ1 = 0.03 for low fitness or
λ1 = 0.13 for high fitness). Mutations (all-or-none) from type 1 to 2 occur with
probability ε = 0.1 in all cases.
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Figure 3.8: The hazard rate for the same cases as in the previous figure (dashed line, low
fitness; solid line, high fitness; black, fast turnover; grey, slow turnover).
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Serra (2006): “On the waiting time to escape”

Serra (2006) considers a two-type Galton-Watson branching process (GWBP) with inde-

pendent mutations from the subcritical type 1 to the supercritical type 2. The general

approach is to derive a PGF g(s, n) for the number of “mutants”, i.e. type 2 individuals

with type 1 parents, produced up to any given time in a process initiated by a type 1. This

PGF satisfies the recursive formula:

g(s, n) = FT1((1− ε)g(s, n− 1) + εs) (3.49)

where FT1 is the PGF for the total number of offspring produced by a type 1. Taking

n→∞ yields the functional equation

g(s) = FT1((1− ε)g(s) + εs) (3.50)

for the PGF g(s) for the number of mutants ever produced (Serra’s Theorem 3.1).

These results lead readily to expressions for the exact distribution of the “time to es-

cape”, i.e. the first generation in which a successful mutant (one whose lineage escapes

extinction) is produced. Denoting this time by N∗, and the ultimate extinction probability

of a lineage initiated by a type i by qi, Serra’s Theorem 3.2 states:

1. Pr(N∗ > n) = g(q2, n), ∀n ≥ 0

2. Pr(N∗ =∞) = q1 = g(q2)

3. E[N∗|N∗ <∞] =
∑∞

n=0
g(q2,n)−q1

1−q1

We note two minor extensions to these results:

• Consider a generic joint PGF F1(s1, s2) for the number of each type of offspring had by

a type 1, not assuming independent mutations. Then a derivation virtually identical

to Serra’s leads to the following modification of Equation 3.49:

g(s, n) = F1(g(s, n− 1), s) (3.51)

and Equation 3.50 becomes:

g(s) = F1(g(s), s) (3.52)
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The expressions for the distribution of N∗ remain the same, if we use the above version

of g(s, n).

• The derivation of the distribution of N∗, the waiting time for a successful mutant, is

easily adapted for the distribution of N , the waiting time for any mutant. Since g(s, n)

is the PGF for the number of mutants produced by generation n, the probability that

there are no mutants by generation n is g(0, n). An analogue of Serra’s Theorem 3.2

then reads,

1. Pr(N > n) = g(0, n)

2. Pr(N =∞) = g(0)

3. E[N |N <∞] =
∑∞

n=0
g(0,n)−g(0)

1−g(0)

Serra & Haccou (2007): “Dynamics of escape mutants”

Serra & Haccou (2007) do not present any new exact formulas, except for computing the

mean and variance in the number of mutants produced, and introducing the hazard function

for Serra’s (2006) two-type process (see Section 3.6). The majority of their paper focuses on

approximations valid for small mutation rate, particularly a first-order approximation for

Pr(N∗ ≤ n) in the two-type process. They find that “conditioned on escape, the number

of generations up to the production of the first successful mutant has approximately a

geometric distribution” (p. 172). This interesting result foreshadows the more rigorous

proofs in Sagitov & Serra (2009).

Sagitov & Serra (2009): “Multitype Bienaymé-Galton-Watson processes escap-

ing extinction”

Sagitov & Serra (2009) again work with a GWBP, and focus on rigorous derivations of the

asymptotic structure of the process as mutation rate approaches zero. They first consider

a two-type process, and then extend their results to an arbitrary number of types, albeit

with a particular form of mutations. The basic approach is to decompose each non-mutant

type i into subtypes iu (having no mutant descendants) and im (having at least one mutant

descendant); im is later refined into ie (lineage escapes extinction) and id (lineage dies out).
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The probability that a type i has subtype iu satisfies an exact equation identical to our

equation for vi, the probability that type m never appears in a type i’s lineage. (They

do not, however, provide exact equations for the entire distribution of N or N∗.) The

authors then derive and interpret the limiting process as mutation rate approaches zero,

while conditioning on either the mutant type eventually appearing, or the mutant type

appearing and also escaping extinction. They demonstrate that the waiting time for each

type in the process to be replaced by a new type (some step “forwards” in type space)

is asymptotically distributed geometrically. The total time to escape is then “a sum of a

random number of independent geometric random variables” (p. 242).

Generalization of the Serra et al. approach

To summarize, Serra et al. have derived exact results in a GWBP for the full distribution

of waiting time for a successful mutant in the two-type irreversible mutation model (Serra

2006) and for the probability that a mutant ever arises in a lineage in more general scenarios

(Sagitov & Serra 2009). The remaining results are mainly approximations or asymptotic

analysis.

Using the authors’ approach of tracking the number of mutants, their results on the

distribution of waiting time can readily be extended to more general scenarios (arbitrary

number of types, mutation scheme, etc.) as well as continuous time models. We have already

shown that the assumption of independent mutations is easily dropped when deriving exact

formulas. When allowing reverse mutation, we must make a more stringent definition of a

“mutant” as a type m with no type m ancestors in any previous generation. In the two-type

case, then, the formulas follow exactly as in the derivations by Serra (2006), but with a

different interpretation of “mutant” and a different value of the extinction probabiliy used

in determining the success of a mutant. Note that reverse mutations do not come into play

until some type m has been produced, so the distribution of waiting time for the first type

m, not necessarily successful, should be identical to the distribution in the corresponding

process without reverse mutations.

To extend this approach to a GWBP with an arbitrary number of types and arbitrary

mutation scheme, we define a “mutant” as above, but now have to consider the number of
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mutants produced by each other type. Let gk(s, n) be the PGF for the number of mutants

produced by generation n in a lineage starting with a type k. We can take gm(s, n) ≡ s

since only the progenitor counts as a mutant. For k 6= m, gk(s, 0) = 1, and we can write a

recursion based on a backwards derivation, similarly to Serra (2006). This gives the formula

gk(s, n) = Fk(g(s, n− 1)) (3.53)

where Fk is the offspring distribution PGF of a type k. We can then express the distribution

of waiting time for the first mutant (N) or successful mutant (N∗), cf. Serra’s Theorem 3.2,

via the probabilities:

Pr(N > n) = gk(0, n) (3.54)

and

Pr(N∗ > n) = gk(qm, n) (3.55)

where qm is the probability that a type m’s lineage eventually goes extinct.

We can also extend this approach to a continuous-time Markovian branching process,

writing gk(s, t) as the PGF for the number of mutants produced by time t in a lineage

starting with a type k. We can derive the result from the discrete Equation 3.53 by the

usual approach, yielding the ODE (valid for k 6= m),

∂gk(s, t)
∂t

= ξk (fk(g(s, t))− gk(s, t)) (3.56)

with initial conditions gk(s, 0) = 1. The distribution of waiting times follows from g(s, t) as

in the discrete case.

Comparison of approaches

Clearly, there is common ground between our own motivation and that of Serra et al.

In terms of specific results, the only overlap is in the exact distribution of waiting time

for a mutant (type m). By using Equation 3.53 to write out gk(0, n) in Equation 3.54,

we see that Pr(N > n), when derived via Serra’s approach (extended to m types and

arbitrary mutation scheme), satisfies the same backward recursion that we derived earlier

for Pk(n) ≡ Pr(N > n) (Equation 3.19). Similarly, Equation 3.56 evaluated at s = 0

agrees with our backward continuous time equation for Pk(t) (Equation 3.29). Furthermore,
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Sagitov & Serra (2009) obtain the same equation as we do for the probability that type

m never appears (Equation 3.21); this also corresponds to Pr(N = ∞) in our extension of

Serra’s (2006) theorem. Otherwise, our work and that of Serra et al. diverge.

Serra’s approach has the useful effect of counting the precise number of mutants in the

process, and has no immediate analogue in our approach, which only considers whether or

not any number of mutants has yet appeared. Serra’s approach thus readily lends itself to

expressing the distribution of N∗, the waiting time for a successful mutant. This result is

not immediately available in our approach, but can still be obtained, albeit less elegantly:

we expand type space to 2m types, counting “successful” and “unsuccessful” individuals of

each original type separately, and derive the offspring distribution for each new type from

the old offspring distributions and probabilities of extinction.

A major contribution made by Serra et al., and not considered by us, is the derivation

of analytical approximations. These results can provide important insights into general

behaviour, such as the limiting distribution of wait time considered by Serra & Haccou

(2007) and Sagitov & Serra (2009). However, the derivations as presented are only valid

with certain restrictions, for instance in the relative mutation rates between types and the

type-specific mean numbers of offspring, and modifying the set-up would seem to require

substantial further work. Furthermore, such approximations are limited to small mutation

rate, and may show significant deviation from exact results for larger mutation rates. (This

is illustrated by Serra & Haccou in a few numerical tests of the two-type process, but error

is not quantified by Sagitov & Serra for the m-type process.) Therefore, exact formulas are

still useful, even if they can only be solved numerically.

We have explicitly laid out certain generalizations, such as an arbitrary number of types

and mutation scheme, to the exact results of Serra et al. We have also extended their

approach to Markovian continuous time processes. These generalizations were given for the

hazard function (see Section 3.6) as well as the PGF for number of mutants considered

above. Furthermore, our work makes a number of contributions without any analogue in

the approach of Serra et al., which we highlight in the following section.
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3.8.2 Summary and novel contributions

The key focus of this chapter has been to present the mathematical theory behind two

closely related concepts: the distribution of numbers of each type conditioned on non-

appearance of a particular type, and the distribution of waiting time for a particular type

to appear. Although the latter question has been considered previously (by Serra et al.),

we take a different approach that provides an alternative conceptual framework, as well as

confirmation of the earlier results where comparable. Furthermore, to our knowledge, the

derivation of the conditional PGFs for the population size is novel.

We have given both forward and backward derivations of these results, and observed

complementary patterns in the coupling/decoupling of equations and in the order of deriva-

tions (PGF then wait time or vice versa). Besides its mathematical interest, this dual ap-

proach may have practical implications, as each set of resulting formulas might yield more

efficient computations in different circumstances. (However, in continuous time, developing

numerical solution methods for the forwards equations remains an open problem.)

Towards the end of this chapter, we gave examples of biological questions that can

be addressed by our methods in two specific models. We provided numerical results in

these cases, illustrating some practical methods. In particular, inversion of numerical PGF

solutions to recover probability distributions may be very useful in applications that consider

the time course of a branching process and not only its long-term behaviour. Although

methods for numerical inversion of PGFs have been developed previously (see [1]), we have

not seen their application in biological models, and suspect that many theoretical biologists

are not familiar with the literature on these algorithms.

3.8.3 Future work

A key direction for future work will be to apply these results to important biological ques-

tions. The results presented here are abstract in that they are applicable to any phenomenon

that can be modelled using a multi-type branching process, but our primary interest has

been in biological applications. Two topics that seem particularly promising, based on prior

results, are the impact of mutation rate in the evolutionary epidemiology model (Section
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3.7.2) and the impact of life history in the multi-type burst-death model (Section 3.7.3).

However, the insights of biologists and/or public health officials would be extremely valu-

able in first ensuring that our models capture important aspects of the relevant biology, and

that we are asking questions of interest to the scientific community.

On a related note, the derivations presented in this chapter seem ripe for further theo-

retical development in connection with statistical methods, elucidating how to link models

with data. For instance, maximum likelihood estimates of model parameters, the time

since a process began, or the time since a given event (e.g. appearance of a mutant) may

be skewed by conditioning the distribution of individuals on particular events, as we have

considered in this chapter. It would also be interesting to know what inferences regarding

the occurrence or timing of events can be made from data. Are there “red flags” in obser-

vations of population numbers that suggest particular events (for instance, the emergence

of a highly transmissible strain) have occurred? Again, insights from scientists who make

such observations would be helpful here in informing our perspective on what kind of data

is collected, or possibly can be collected.

Returning to mathematical modelling, we also recall the aim mentioned in Chapter 2 to

link the within- and between-host scales in our models of pathogen spread and evolution.

The time courses of the processes occurring at each level are likely to be important in

making this link effectively, and thus the tools developed in this chapter will be useful. For

instance, we can find the probability that a resistant strain has arisen within a host by

the time a transmission occurs, or more generally, the entire distribution of strain numbers

available to form an inoculum. This distribution is affected by parameters of the within-

host process, and in turn, the composition of a transmitted inoculum affects the course of

a new within-host infection.
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Chapter 4

Conclusion

The motivation for this work has been to better understand and predict pathogen evolution.

In Chapter 2, we developed a stochastic model of disease spread from host to host, with

multiple strains of infection potentially arising in the population as the pathogen adapts to

its host. We used well-known branching process techniques to analyze this model and predict

the influence of a number of biologically significant factors on the eventual outcome of the

process (extinction or emergence). Our focus was on the biological insights to be gained from

this model. In Chapter 3, while still motivated by biological questions, our focus was on the

development of mathematical theory for a generic multi-type branching process. Specifically,

our results included equations for the probability of a particular type arising by a given time,

and for the distribution of type numbers conditioned on a particular type not arising by a

given time. These two chapters thus provide an illustration of two complementary sides of

applied mathematics: the development of useful mathematical theory, and its application

to models of real-world phenomena.

However, another important dimension to applied mathematics is largely missing from

the work presented here, and represents a key direction for future work. Ideally, mathe-

matical modelling is a two-way exchange in which theory motivates data collection, and

the observations and questions of scientists motivate the development or use of theory. At

this point, we have significant mathematical machinery, but limited insights into the best

way to use it, or what further theory may be useful. Returning to the biological litera-

ture, or ideally communicating directly with biologists/clinicians/public health officials, is
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an important next step in the overall development of this research. We anticipate that this

approach would, firstly, improve our representation of reality through models. For instance,

a multi-type branching process requires a pre-defined set of types (say pathogen strains)

with known characteristics. Biological data on the availability of mutations and the fitness

landscape could help us to define these types realistically. Secondly, communication with

scientists would inform the ways in which we use our models, by suggesting questions of

real-world interest and practical considerations for integrating theory with data. We hope

that such a collaborative effort will advance our efforts to understand infectious disease and

mitigate its threats to human health.
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Appendix A

Appendices to Chapter 2

A.1 Correspondence of approaches (single strain models)

The parallels and subtle differences between the phenomenological and network-based ap-

proaches suggest several questions regarding when models are equivalent and whether one

may be recovered as a special case of another. We explore these questions in the following

subsections.

A.1.1 Can g(z) be recovered from G(z)?

Not all models deal with generation 0 infectives, or we may only have information for “typi-

cal” (later-generation) infectives. To connect such cases to a contact network framework, we

may ask: Given the excess degree distribution, G(z), can we work backwards to determine

the degree distribution, g(z)?

We have the relationship:

G(z) =
g′(z)
g′(1)

.

Integrating both sides yields:∫ z

0
G(s)ds =

1
g′(1)

∫ z

0
g′(s)ds =

1
g′(1)

(g(z)− p0)

⇒ g(z) = p0 + g′(1)
∫ z

0
G(s)ds .

Thus, given only G(z), g(z) is under-determined: once a disease is being passed among those
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who are connected to the contact network, we have no way of knowing how many additional

individuals are in the population but have no contacts at all. To determine g(z), we must

impose an additional assumption. Note that the properties of a PGF imply g(1) = 1; thus,

we have the relationship:

g(1) = p0 + g′(1)
∫ 1

0
G(s)ds = 1

⇒ g′(1) =
1− p0∫ 1

0 G(s)ds
.

Thus, we can find g(z) if we specify either p0, the probability of having zero contacts, or

g′(1), the mean number of contacts. We can calculate the other quantity from the above

relationship, subject to the restriction that p0 ∈ [0, 1] and hence g′(1) ∈ [0, 1/
∫ 1

0 G(s)ds].

A.1.2 Under what conditions is g(z) = G(z)?

Phenomenological models do not typically distinguish between generation 0 and later-

generation infectives. In what case(s) will this perspective be exactly equivalent to a

network-based model? That is, suppose every infective, whether in the initial or later

generations, has exactly the same distribution of still-susceptible contacts: g(z) = G(z).

What restrictions does this impose on the possible distribution of contacts?

Since G(z) = g′(z)
g′(1) , the condition that g(z) = G(z) leads to the ordinary differential

equation:

g′(z) = g′(1)g(z) ,

which, using the constraint that g(1) = 1, has the unique solution:

g(z) = exp(g′(1)(z − 1)) .

Since a PGF uniquely identifies a distribution, we can deduce that the contact distribution

is Poisson, with only the mean g′(1) left to our discretion. Thus, the distinction between

generations of infectives is in fact irrelevant in many phenomenological models, which specify

a Poisson distribution. Note that if we only require that the number of still-susceptible

contacts should have the same type of distribution in each generation, but not necessarily

with the same parameter(s), then other types of distributions are possible: for instance,

a negative binomial degree distribution with mean λ and dispersion β leads to a negative
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binomial excess degree distribution with mean λ(β + 1)/β and dispersion β + 1.

A.1.3 Can G(z) be recovered from Γ(s)?

Recall that authors taking phenomenological approaches (e.g [8, 39]) specify only the distri-

bution of infectious contacts. Once we separate contact structure from transmissibility in

a network-based approach (as in [16]), is there more than one distribution of contacts that

will achieve the same distribution of infectious contacts? For consistency among models, in

the remainder of this section we will treat all infectives alike, and work only with G(z) and

Γ(s). The same results apply if we replace G(z) with g(z) and Γ(s) with γ(s).

Given a distribution Γ(s) for number of infectious contacts, we can always obtain a

distribution G(z) for number of still-susceptible contacts that satisfies Γ(s) = G(1−T+Ts),

trivially, by taking T = 1 and G(z) ≡ Γ(z). More generally, for arbitrary T , we require that

G(1−T+Ts) = Γ(s), if G(·) exists for this choice of Γ(·). Rearranging z = 1−T+Ts yields

s = z−(1−T )
T . Thus, G(z) = Γ

(
z−(1−T )

T

)
if G(z) exists; that is, if this expression yields a

valid PGF. Taking z ∈ [0, 1] as we would usually evaluate a PGF leads to s = z−(1−T )
T ∈

[−(1 − T )/T, 1], and Γ(s) may not be a valid PGF on this range. Taking Γ(s) to be, say,

Binomial or Negative Binomial leads to a valid PGF for G(z), for any T ∈ [0, 1]. But taking

Γ(s) = sN (exactly N infections transmitted by every infective) only gives a valid PGF if

T = 1, not surprisingly. These examples illustrate that some, but not all, distributions of

infectious transmissions can be traced back to contact distributions for arbitrary T . This

limitation is to be expected, given that we have constrained the number of transmissions

from an individual to be distributed binomially with total number of “trials” equal to the

number of contacts. Precise conditions on Γ(s) yielding a valid contact distribution G(z)

in this or other models of transmission is an interesting mathematical question, but lies

beyond the scope of the present work.
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A.2 Detailed descriptions of contact distributions and muta-

tional schemes

A.2.1 Contact distributions

The following contact distributions are used in our numerical results. In all cases, λ denotes

the mean of the distribution. Tables A.1 and A.2 summarize these distributions with the

corresponding PGFs and expressions for R0.

Deterministic: Every individual has a fixed number of contacts. This leads to a

binomial offspring distribution.

Poisson: This distribution is appropriate “[i]f contacts between members of the pop-

ulation are random, corresponding to the assumption of mass action in the transmission

of disease” ([16], p. 142). The degree and excess degree distributions are the same. Us-

ing a Poisson-distributed number of contacts also leads to a Poisson-distributed number

of infectious contacts (offspring distribution), as used in several phenomenological models

(e.g. [8, 57, 47]). In fact, since a Poisson distribution is fully determined by its mean, dis-

ease outbreak properties in this situation are fully determined by R0 (or R0,i for multiple

strains), regardless of whether R0 is influenced through contacts or transmissibility. How-

ever, for other distributions, the parameters involved in the model do not appear only in the

combination R0; that is, for a fixed choice of R0, the probability of emergence still varies

depending on the chosen parameters. Here, the separation of ecological and epidemiological

influences is significant.

Negative Binomial: This type of distribution arises in [39] by taking a Poisson distri-

bution with mean drawn from a Gamma distribution. We might interpret this distribution

as arising from an infective making contacts at a constant rate (i.e. at points of a Poisson

process) over a Gamma-distributed duration of infection. Variance decreases as dispersion

(β) increases; in the limit as β →∞, we get a Poisson distribution.

Mixed distributions: This choice of distribution is motivated by the existence in the

host population of “superspreaders”, who contribute an unusually large number of transmis-

sion events [16, 39, 42, 57, 21]. We introduce this heterogeneity through number of contacts,
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an ecological effect, similarly to examples in [16]. Another possibility is that superspread-

ing is due to higher-than-normal transmissiblity among certain members of the population

[57], an epidemiological effect which might be incorporated through an extension to our

model (see Section 2.4.3). While phenomenological models directly specifying the distribu-

tion of infectious contacts would not distinguish the two cases, which both simply raise R0

(e.g. [39]), these situations may lead to very different results [42]. Some authors distinguish

the two cases by labelling hosts with a large number of contacts “superspreaders”, and those

with high transmissibility “supershedders” [42].

In general, a mixed distribution specifies n types of individuals, in proportions p1, . . . , pn.

Each type has a characteristic distribution of contacts, which we take to be either deter-

ministic (the kth type has exactly λk contacts) or Poisson (the kth type has a Poisson(λk)

distribution of contacts), where
∑n

k=1 pkλk = λ. These cases lead to a mixed binomial

or a mixed Poisson offspring distribution, respectively. For our numerical examples, we

have taken n = 2, representing a less-frequent class of superspreaders among more-frequent

“normal” spreaders.

A.2.2 Mutational schemes

Schemes are numbered and interpreted as in Section 2.2.2. Each is characterized by the

mutation matrix U = [µij ], where µij is the probability that an infection transmitted

by a type i is of type j. We denote the probability of one-step forward point mutation

by µ, of one-step reverse point mutation by ν, and of jump-to-strain-m genetic change

(e.g. recombination) by ρ.

One-step irreversible:

U =



1− µ µ 0 · · · 0 0 0

0 1− µ µ · · · 0 0 0
...

...
...

. . .
...

...
...

0 0 0 · · · 0 1− µ µ

0 0 0 · · · 0 0 1


.
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Contact Dist., g(z) Excess Degree Dist., G(z) Offspring Dist., Γ(s)
Deterministic(λ) Deterministic(λ− 1) Binomial(λ− 1, T )

zλ zλ−1 (1− T + Ts)λ−1

Poisson(λ) Poisson(λ) Poisson(λT )
exp(λ(z − 1)) exp(λ(z − 1)) exp(λT (s− 1))

Neg. Bin.(λ, β) Neg. Bin.(λβ+1
β , β + 1) Neg. Bin.(λT β+1

β , β + 1)(
1 + λ

β (1− z)
)−β (

1 + λ
β (1− z)

)−(β+1)
(1 + λT

β (1− s))−(β+1)

Mixed Det.(~p, ~λ) Mixed Det.( ~p·
~λ
λ , ~λ− 1) Mixed Binomial( ~p·

~λ
λ , ~λ− 1, T )∑n

k=1 pkz
λk 1

λ

∑n
k=1 pkλkz

λk−1 1
λ

∑n
k=1 pkλk(1− T + Ts)λk−1

Mixed Poisson(~p, ~λ) Mixed Poisson( ~p·
~λ
λ , ~λ) Mixed Poisson( ~p·

~λ
λ , ~λT )∑n

k=1 pk exp(λk(z − 1)) 1
λ

∑n
k=1 pkλk exp(λk(z − 1)) 1

λ

∑n
k=1 pkλk exp(λkT (s− 1))

Table A.1: Names and associated PGFs of distributions (contact/degree distribution, excess
degree distribution, and offspring distribution for a single strain model) used
in numerical results. Listed parameters are the mean for Deterministic and
Poisson; number of trials and probability of success for Binomial; mean and
dispersion for Negative Binomial; proportion of each type and mean for each
type for Mixed Deterministic and Mixed Poisson; and proportion of each type,
number of trials for each type, and probability of success for Mixed Binomial.
The PGF for a Poisson distribution is given by [16] and the PGF for a Negative
Binomial distribution is given by [39].

Contact (Degree) Distribution Variance R0

Deterministic(λ) 0 (λ− 1)T
Poisson(λ) λ λT

Negative Binomial(λ, β) λ(1 + λ
β ) λT (β + 1)/β

Mixed Deterministic(~p, ~λ)
∑n

k=1 pk(λk − λ)2 1
λ

∑n
k=1 pkλk(λk − 1)T

Mixed Poisson(~p, ~λ) λ+
∑n

k=1 pk(λk − λ)2 1
λ

∑n
k=1 pkλ

2
kT

Table A.2: Contact distributions used in numerical results, along with their variance and
the expression for the basic reproductive number R0 for the single-strain model
in each case.
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Multi-step irreversible: Following [27],

µij =


µj−i(1− µ)m−j for i < j ≤ m ,

1−
∑m

k=i+1 µ
k−i(1− µ)m−k for j = i ,

0 otherwise .

Interchangeable and irreversible: Following [27],

µij =


(
m−i
j−i
)
µj−i(1− µ)m−j for i ≤ j ≤ m ,

0 otherwise .

Point mutation and recombination:

U =



1− µ− ρ µ 0 · · · 0 0 ρ

0 1− µ− ρ µ · · · 0 0 ρ

...
...

...
. . .

...
...

...

0 0 0 · · · 0 1− µ− ρ µ+ ρ

0 0 0 · · · 0 0 1


.

One-step reversible:

U =



1− µ µ 0 · · · 0 0 0

ν 1− µ− ν µ · · · 0 0 0
...

...
...

...
...

...

0 0 0 · · · ν 1− µ− ν µ

0 0 0 · · · 0 ν 1− ν


.

Hub-and-spoke, irreversible:

U =



1− (m− 1)µ µ µ · · · µ µ µ

0 1 0 · · · 0 0 0
...

...
...

...
...

...

0 0 0 · · · 0 1 0

0 0 0 · · · 0 0 1


.
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Hub-and-spoke, reversible:

U =



1− (m− 1)µ µ µ · · · µ µ µ

ν 1− ν 0 · · · 0 0 0
...

...
...

...
...

...

ν 0 0 · · · 0 1− ν 0

ν 0 0 · · · 0 0 1− ν


.

A.3 Derivation of PGFs for the multi-type model

Here we present a derivation of the probability generating functions used in our network-

based multi-type model. First consider the PGF for number of infections of each type, ~X =

(X1, . . . , Xm), transmitted by a type i infective, given d susceptible contacts. The number of

each type of transmission (including “failed” transmissions) has a Multinomial distribution

with d independent “trials”; possible outcomes are transmission of type j (probability Tiµij),

for some j = 1, . . . ,m, or no transmission (probability 1− Ti). Thus,

E
[
sX1

1 · · · s
Xm
m |d

]
=

∞∑
x1=0

· · ·
∞∑

xm=0

Pr
(
~X = (x1, . . . , xm)|d susceptible contacts

)
sx1

1 · · · s
xm
m

=
d∑

x1=0

· · ·
d∑

xm=0

(
d

x1, . . . , xm

)
(Tiµi1)x1 · · · (Tiµim)xm(1− Ti)d−x1−···−xmsx1

1 · · · s
xm
m

= (Tiµi1s1 + · · ·+ Tiµimsm + 1− Ti)d

where at the final step we have used the Multinomial Theorem to rewrite the summation.

We can then derive the offspring distribution by considering the distribution of d. The
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appropriate PGF depends on the generation:

E
[
sX1

1 sX2
2 · · · s

Xm
m

]
= E

[
E
[
sX1

1 sX2
2 · · · s

Xm
m |d

]]
=
∞∑
d=0

Pr(d susceptible contacts) E
[
sX1

1 sX2
2 · · · s

Xm
m |d

]
=
∞∑
d=0

Pr (d susceptible contacts) (1− Ti + Ti

m∑
j=1

µijsj)d

=


g(1− Ti + Ti

∑m
j=1 µijsj) for an initial infective

G(1− Ti + Ti
∑m

j=1 µijsj) for a later-generation infective

Finally, consider the overall probability of extinction starting from an initial infective of

type i, given the probability of extinction starting from a later-generation infective of each

type (~q). Let Y be the number of contacts of the initial case, and ~X = (X1, . . . , Xm) be

the number of infectives of each type in generation 1. Then, using the independence of the

branching processes started in generation 1, we have:

Pr(ext)

=
∞∑
d=0

Pr(Y = d) Pr(ext|Y = d)

=
∞∑
d=0

pd

∞∑
x1=0

· · ·
∞∑

xm=0

Pr( ~X = (x1, . . . , xm)|Y = d) Pr(ext| ~X = (x1, . . . , xm))

=
∞∑
d=0

pd

d∑
xl=0

· · ·
d∑

xm=0

(
d

xl, . . . , xm

)
(Tiµi1)x1 · · · (Tiµim)xm(1− Ti)d−x1−···−xmqx1

1 · · · q
xm
m

=
∞∑
d=0

pd

1− Ti + Ti

m∑
j=1

µijqj

d

= g

1− Ti + Ti

m∑
j=1

µijqj


A.4 Technical results for multi-type branching processes

In this section, we present more detailed technical results relevant to the methods applied to

our multi-type branching process. As in the main text, we denote by ~Γ = (Γ1,Γ2, . . . ,Γm)

the vector of type-specific offspring distribution PGFs. First, we make the reasonable

assumption that our process is never singular. Singular processes are those in which every
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individual has exactly one offspring [31], and are often excluded from analyses.

Results for multi-type branching processes are usually stated for indecomposable pro-

cesses, in which “each type of individual eventually may have progeny of any other type”

([29], p. 26), also known as irreducible processes [46]. Such a process can be identified from

the expectation matrix, M : the process is indecomposable if, for every pair of types (i, j),

there exists a positive integer n such that Mn(i, j) > 0; or equivalently, there is a non-zero

probability of producing at least one type j in generation n, given that the process starts

with one type i [29, 46]. If n is independent of the types (i, j), the process is called positively

regular [46]. Only periodic processes are indecomposable but fail to be positively regular

[46]; however, a periodic process can be represented by a non-periodic process through a

transformation of time scale [29]. Thus, from here on we take indecomposable to mean posi-

tively regular. In our model, whenever mutation is reversible and all types are transmissible,

we have an indecomposable process.

On the other hand, we may be dealing with a decomposable process, in which there are

“distinct groups of types that do not produce types in other groups” ([29], p. 27). In our

model, whenever mutation is irreversible, the mutation matrix U is upper triangular; hence,

the expectation matrix M and any positive power Mn are also upper triangular and we

have a decomposable process. We also encounter decomposable processes whenever there

are non-transmitting types, leading to an all-zero row in M .

We say that extinction of the process occurs when the population of every type reaches

zero at some generation. Analogously to the single-type case, there is a threshold theorem for

multi-type processes stating when non-extinction is possible; now, the threshold parameter

is the dominant eigenvalue ρ of the expectation matrix M . In the indecomposable case,

extinction occurs with probability one from any starting type if and only if ρ ≤ 1 [46, 31,

10, 29, 4]. In the decomposable case, we must consider classes of types which communicate,

i.e. any type within a class can give rise to any other type in the class after some number of

generations [31, 46]. Then, provided there is no type that produces in the next generation

exactly one offspring in its class with probability one, the threshold theorem continues

to hold in the decomposable case [31, 46]. We will assume that this condition, which is

essentially an extension of the definition of nonsingularity [46], always holds in processes
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we consider.

Applying this theorem to our model, clearly the possibility of non-extinction requires

that some type is supercritical in isolation, i.e. R0,i > 1 for some i. When mutation is

irreversible, the eigenvalues of M are simply given by the entries on the main diagonal, and

assuming that the final strain m is best adapted, the dominant eigenvalue is R0,m. Thus,

the process is guaranteed to go extinct from every initial type if and only if R0,m ≤ 1.

Otherwise, there is a positive probability that the process does not go extinct, at least

from some initial type. In fact, any initial type will suffice, provided the probability of

forward mutation is positive and every strain is transmissible. For reversible mutation,

again assuming strain m is best adapted, having R0,m > 1 is a necessary, but not sufficient,

condition to obtain a positive probability of non-extinction (cf. Figure 2.3). Finally, if any

type is non-transmissible (as we sometimes consider with hub-and-spoke schemes), clearly a

process initiated by such a type is guaranteed to go extinct. Starting from any other type,

we can simply ignore any production of non-transmissible types to define a process fitting

into one of the aforementioned cases.

Let qi denote the extinction probability of a multi-type branching process initiated

by one type i individual. It is a well-known result for an indecomposable process that

~q = (q1, . . . , qm) is a fixed point of the vector equation ~Γ(~q) = ~q, i.e. Γi(~q) = qi, ∀i [4, 36, 29,

31, 10]. However, the argument for reaching this conclusion in fact applies to any branching

process [46]; some further deductions depend on irreducibility. First note that ~1 (the vector

of length m containing all ones) is always a fixed point of ~Γ; there may be other solutions

too.

For an indecomposable process, ~q is the smallest non-negative fixed point of ~Γ: if ρ ≤ 1,

then ~q = ~1, as guaranteed by the threshold theorem; while if ρ > 1 (the supercritical case),

0 ≤ qi < 1, ∀i [4, 36, 29, 10, 31, 46]. Furthermore, the only solutions to the fixed point

equation with 0 ≤ si ≤ 1, ∀i, are ~1 and ~q, and fixed point iteration beginning with any

~s (0 ≤ si < 1, ∀i) converges to ~q [31, 46, 10]. This suggests a simple way to compute

extinction probabilities to arbitrary accuracy, and is indeed the method we use for our

numerical results (see Section 2.3.3).

For a decomposable process, the threshold theorem again implies that ~q = ~1 if ρ ≤ 1.
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However, for a supercritical process (ρ > 1), the uniqueness of fixed point solutions ~s 6= ~1

does not necessarily hold, nor must every qi be less than one even when ~q 6= ~1. For any

situation we consider, we can argue (see below) that our computational method finds the

“right” solution ~q representing the probability that the entire process (i.e. every type) goes

extinct. See also [47] for interpretations of multiple solutions.

We first assume that all types are transmissible, so M has no all-zero row. Suppose

mutation is irreversible and hence M is upper triangular. This implies that Γi(~s) is in

fact independent of sj for all j < i. Thus, we can solve for any fixed point ~s by working

backwards through types m,m− 1, . . . , 1, substituting solutions for those si already found

and leaving an equation in one variable only. Assuming type m is supercritical (R0,m > 1),

according to results for single-type branching processes, Γm(sm) = sm has two solutions:

sm = 1 and sm = qm < 1 (the extinction probability of the process initiated by a type m).

We can then solve for sm−1 in each case. Γm−1(sm−1, 1) is the PGF for the number of type

m− 1’s produced by a type m− 1, defining a single type branching process. In most cases

we consider, R0,m−1 < 1 and hence this will be a subcritical branching process, yielding a

unique fixed point on [0, 1], sm−1 = 1. Occasionally (e.g. Figure 2.8), we will consider a

case where R0,m−1 > 1 and the process may be supercritical; in this case we obtain two

fixed points, sm−1 = 1 and sm−1 = q̃m−1 < 1. On the other hand, Γm−1(sm−1, qm) is

an increasing, concave up function satisfying Γm−1(0, qm) > 0 and, assuming µm−1,m > 0

(i.e. Γm−1(~s) is not independent of sm), Γm−1(1, qm) < 1; therefore, there is a unique

solution qm−1 < 1 satisfying Γm−1(qm−1, qm) = qm−1. The argument proceeds identically

as we continue to work backwards through types. To summarize, in most cases we will have

R0,m > 1 and R0,i < 1 ∀i 6= m; this yields two solutions to the vector fixed point equation:

~s = ~1 and ~s = ~q, the extinction probability, where qi < 1, ∀i. Furthermore, fixed point

iteration beginning with any ~s with all components < 1 will converge to the latter solution,

since iteration of Γm(sm) converges to qm. In the occasional case that we have more than one

supercritical type, there will be more than two solutions, corresponding to different subsets

of types persisting in the case of non-extinction [47]. However, only one solution ~q will have

all components < 1, and this can readily be identified as the vector of probabilities that

the entire process (every type) goes extinct, based on arguments presented above. Again,
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this is the solution that will be reached by fixed point iteration beginning with ~s such that

si < 1, ∀i, which is the method we apply in computations. In more complicated mutational

schemes (not considered here), for instance if certain pathways are reversible and others

are not, classes in a decomposable process may consist of more than one type; here we can

write M in block triangular form and apply results from [46] to make similar arguments.

If any type i is not transmissible, its corresponding PGF is clearly Γi(~s) = 1, with

unique fixed point si = 1. Substituting this solution into all other equations yields PGFs

that effectively neglect any production of type i, and we can then proceed as described

above.

Finally, recall that the probability of extinction starting from a generation 0 infec-

tive of type i, chosen uniformly at random with respect to degree, is given by g(1 − Ti +

Ti
∑m

j=1 µijqj) ≡ γi(~q). This probability is less than one if and only if qj < 1 for some

j for which µij > 0, simply meaning that extinction is guaranteed in this process iff it is

guaranteed in the processes initiated by later-generation infectives of types accessible by

mutation.

If the branching process escapes extinction, we may be interested in the complement of

types present in the long term. In indecomposable processes, all types will persist, and their

populations grow asymptotically at geometric rate ρ [29]. However, this is not necessarily

the case in decomposable processes. A simple inductive argument can be used to show

that only supercritical types can persist if mutation is irreversible; so, in most cases we

consider, “emergence” means that only type m is present in the long term. More detailed

limit theorems can be found in [46].
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Appendix B

Appendices to Chapter 3

B.1 Generalizing the condition

In the main text, all results were derived for a particular condition, the absence of type m.

To what extent can this condition be generalized? We initially suppose the condition could

be any restriction on the prevalence of type(s).

We will use the following notation: C(n1, n2) denotes the event that condition C holds

in the process on all time steps from n1 to n2 (inclusive). We will also write Cn to indicate

the condition holding at time n. C(ij) denotes the condition holding on some subprocess

labelled (ij). NC denotes the subset of the state space Nm
0 (where N0 = {0, 1, 2, . . .}) on

which condition C holds. Supposing the process starts with one type k such that C0 is

guaranteed and that C is not guaranteed to be violated at any time on (1, n), the PGF for

X(n) conditioned on C(1, n) is denoted G̃
(C)
k (s, n).
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B.1.1 Forward derivation of the conditional PGF

We derive a forward recursion for the conditional PGF G̃
(C)
k (s, n) much as in Section 3.3.1.

G̃
(C)
k (s, n) = E

[∏
i

s
Xi(n)
i

∣∣C(1, n)

]

=
∑
x

Pr(X(n) = x|C(1, n))
∏
i

sxi
i

=
∑
x

Pr(X(n) = x ∩ Cn|C(1, n− 1))
Pr(Cn|C(1, n− 1))

∏
i

sxi
i

=

∑
x∈NC

Pr(X(n) = x|C(1, n− 1))
∏
i s
xi
i∑

x∈NC
Pr(X(n) = x|C(1, n− 1))

=

∑
y∈NC

Pr(X(n− 1) = y|C(1, n− 1))
∑

x∈NC
Pr(X(n) = x|X(n− 1) = y)

∏
i s
xi
i∑

y∈NC
Pr(X(n− 1) = y|C(1, n− 1))

∑
x∈NC

Pr(X(n) = x|X(n− 1) = y)

The summation over x is the PGF for X(n) given X(n−1), with no conditioning at time n,

evaluated at some point(s) according to NC . The summation over y puts both the numerator

and denominator in terms of the PGF G̃
(C)
k (s, n−1), achieving a recursive formula. At this

point, the way in which we simplify the above expression depends on the condition C.

However, C can theoretically be any condition on the prevalence of type(s), since we have

separated out the conditioning on the final time step. In the absence of conditioning, all

individuals at time n − 1 place offspring at time n independently; we simply count only

those outcomes that fall within NC . The preliminary result in Equation 3.3 is useful here.

For example:

• C is the absence of all types except type 1 (NC = N0×{0}m−1). Then the summation

over x ∈ NC is the PGF for X(n) given X(n− 1), evaluated at (s, 0, . . . , 0). Thus,

G̃
(C)
k (s, n) =

∑
y∈NC

Pr(X(n− 1) = y|C(1, n− 1))
∏m
i=1 (Fi(s, 0, . . . , 0))yi∑

y∈NC
Pr(X(n− 1) = y|C(1, n− 1))

∏m
i=1 (Fi(1, 0, . . . , 0))yi

=
G̃k(F∗(s∗), n− 1)
G̃k(F∗(1∗), n− 1)

with s∗ now denoting (s, 0, . . . , 0) and F∗ denoting (F1, 0, . . . , 0).

• C is non-extinction (NC = Nm
0 − {0}m). Then the summation over x ∈ NC is best
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rewritten as the sum over all x minus the point at x = 0, yielding:

G̃
(C)
k (s, n) =

∑
y∈NC

Pr(X(n− 1) = y|C(1, n− 1)) (
∏m
i=1 (Fi(s))

yi −
∏m
i=1 (Fi(0))yi)∑

y∈NC
Pr(X(n− 1) = y|C(1, n− 1))(1−

∏m
i=1 (Fi(0))yi)

=
G̃

(C)
k (F (s), n− 1)− G̃(C)

k (F (0), n− 1)

1− G̃(C)
k (F (0), n− 1)

• C is the condition that no more than a fixed number a of typem individuals are present

(NC = Nm−1
0 × {0, 1, . . . , a}). This condition does not give such a tidy simplification

of the recursive formula, but the formula could, in principle, still be used.

We can extend the forwards derivation of Pk(n) := Pr(C(1, n)) from Section 3.3.1 to

arbitrary C, provided we can write an expression for Pr(Cn+1|C(1, n)). (Note that a condi-

tion on the overall process at time n+ 1 does not necessarily translate into an independent

condition on each subprocess from time n to n+ 1.) In general,

Pk(n+ 1) = Pk(n)× Pr(Cn+1|C(1, n))

For example:

• For C = {non-ext.}, rewrite Pr(Cn+1|C(1, n) as 1 − Pr(X(n + 1) = 0|X(n) 6= 0) =

1− G̃(C)
k (F (0), n).

• For C = {non-ext. ∩ no type m}, rewrite Pr(Cn+1|C(1, n)) as:

Pr(Xm(n+1) = 0|C(1, n))−Pr(X(n+1) = 0|C(1, n)) = G̃
(C)
k (F∗(1∗), n)−G̃(C)

k (F∗(0), n)

i.e. the probability that none of the individuals present at time n give rise to type m,

minus the probability that they all have zero offspring. We also could have taken a

shortcut using the PGF G̃k(s, n) conditioned only on the absence of type m, to write,

P
(C)
k (n) = Pk(n)× (1− G̃k(0, n))

i.e. the probability that type m has not arisen, but the process is not extinct yet, is

equal to the probability that type m has not arisen reduced by those cases in which

the process has gone extinct.
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B.1.2 Backward derivation of the conditional PGF

A backwards derivation does not work out the same way for a completely arbitrary condition

C. When attempting to derive the PGF at time n given the numbers at time 1, recall from

Section 3.2.2 that we obtain the expression:

E

[∏
i

s
Xi(n)
i |X(1);C(1, n)

]
= E

[
s
∑m

i=1

∑Xi(1)
j=1 Ỹ

(ij)
1

1 · · · s
∑m

i=1

∑Xi(1)
j=1 Ỹ

(ij)
m

m

]
where Ỹ (ij)

l denotes the number of type l individuals at time n in the lineage of the jth

type i individual present at time 1. However, depending on C, the Ỹ (ij)’s may or may not

be independent. For instance, given that the overall process is not extinct at time n, the

event that individual A has no descendants is not independent of the event that individual

B has no descendants. Similarly, the derivation of the probability that C holds up to time

n (cf. Section 3.3.2) does not hold for arbitrary C. However, if C is such that the Ỹ (ij)’s

are independent, then the backwards derivations proceed much as in the main text. This

would be the case for the absence of any subset of types, since these types are absent in the

main process if and only if every subprocess fails, independently, to produce these types.

B.1.3 The case of non-extinction

Conditioning on non-extinction is a special case that works out more easily than a general

condition C(1, n). This is because the presence of some individual(s) at a particular time

implies that individual(s) have been present at all previous times, so C(1, n) = ∩ng=1Cg =

Cn. This allows us to express the distribution conditioned on non-extinction quite easily in

terms of the distribution without this condition.

If we want to condition on C ′, both the absence of type m and non-extinction, then we

can shift the condition on non-extinction to rewrite the conditional probabilities:

G̃
(C′)
k (s, n) =

∑
x

Pr(X(n) = x|X(n) 6= 0;Xm(g) = 0, g ≤ n)
∏
i

sxi
i

=
∑
x

Pr(X(n) = x ∩X(n) 6= 0|Xm(g) = 0, g ≤ n)
Pr(X(n) 6= 0|Xm(g) = 0, g ≤ n)

∏
i

sxi
i

=
∑

x Pr(X(n) = x|Xm(g) = 0, g ≤ n)
∏
i s
xi
i − Pr(X(n) = 0|Xm(g) = 0, g ≤ n)

1− Pr(X(n) = 0|Xm(g) = 0, g ≤ n)

=
G̃k(s, n)− G̃k(0, n)

1− G̃k(0, n)
(B.1)
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where G̃k(s, n) is the PGF conditioned only on the absence of type m, which was derived

in the main text. If we want to condition on non-extinction alone (C), we simply drop the

conditioning on the absence of type m in the above derivation; then,

G̃
(C)
k (s, n) =

Gk(s, n)−Gk(0, n)
1−Gk(0, n)

(B.2)

where Gk(s, n) is the unconditioned PGF for X(n).

B.1.4 Conditioning on the presence of a type

We have seen how it is quite complicated (forwards) or impossible (backwards) to directly

derive a PGF conditioned on the presence of a particular type at all times up to the

present. However, we can relatively easily obtain the PGFs G(s, n) for X(n) without any

conditioning, and G̃(s, n) for X(n) conditioned on the absence of type m thus far. From

these PGFs, we can indirectly obtain the PGF for X(n) conditioned on the presence of type

m at some time by n, say Ĝ(s, n). We do so by partitioning the set of all realizations into

those in which type m appears by n and those in which it does not, and decomposing the

expected value in the unconditioned case in terms of the contribution from each case:

G(s, n) := E[sX(n)]

= Pr(Xm(g) = 0,∀g ≤ n)× E[sX(n)|Xm(g) = 0,∀g ≤ n]

+ Pr(Xm(g) > 0, some g ≤ n)× E[sX(n)|Xm(g) > 0, some g ≤ n]

= P (n)× G̃(s, n) + (1− P (n))× Ĝ(s, n)

Rearranging,

Ĝ(s, n) =
G(s, n)− P (n)× G̃(s, n)

1− P (n)
(B.3)

provided P (n) 6= 1. (If P (n) = 1, type m is guaranteed not to appear by time n, and the

PGF conditioned on its presence is not defined.) This formula is useful for comparing the

distribution of population numbers if a particular type either has or has not arisen by a

given time.
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B.2 Probability distributions via numerical inversion

When we are interested in the time course of a process, we may want to know the probability

of having a given number of individuals at some finite time. Given an explicit probability

generating function, we can hypothetically obtain these probabilities by differentiation: if

G(s, t) is a single-type PGF for X(t), then

Pr(X(t) = x) =
1
x!
∂xG(s, t)
∂sx

∣∣∣∣
s=0

However, taking these derivatives can quickly become messy. Furthermore, for many appli-

cations we do not have an analytical solution for the PGF, but only an equation that can

be solved numerically for the PGF. That is, we can find a numerical value of G(s, t) at any

given point (s, t). How, then, can we extract the coefficients of the PGF, i.e. the probability

distribution of X(t)?

This problem, generally known as numerical inversion of transforms, has been considered

previously in the literature, as described by Abate & Whitt [1], who present several methods

as well as error analysis. We describe the basic principle below, for simplicity dropping

the time argument, but keep in mind that the random variable of interest can be time-

dependent. We restrict ourselves to a single-type PGF, which is applicable not only in a

single-type process, but also to find the marginal distribution for the number of individuals

of any given type in a multi-type process.

Comparing the definition of a PGF,

G(s) := E
[
sX
]

with the definition of a characteristic function (CF) [28]

φ(θ) := E
[
eiθX

]
we see that φ(θ) = G(eiθ). That is, the CF of a non-negative random variable is simply its

PGF evaluated at s = eiθ. Furthermore, we can express the CF as:

φ(θ) =
∞∑
n=0

cneinθ

which is the form of a Fourier series [49], where the coefficient cn is equal to Pr(X = n).

To extract the desired probability distribution, then, we can take the Fourier transform of
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φ(θ). Extensive work on Fourier transforms has already yielded effective numerical methods

for doing so, even when the function φ is only known numerically. We make use of the Fast

Fourier Transform (FFT), as described in [49], and implemented with the built-in Matlab

command fft (see online Matlab documentation at http://www.mathworks.com/access/

helpdesk/help/techdoc/).

Our basic procedure to apply the FFT method of numerical inversion is as follows:

1. Define the number of points to be used for the FFT, N = 2r for some integer r (we

use r = 12 in our numerical results). A larger number of points improves accuracy

but also increases the computations required [49].

2. Define θ as a vector of N points spaced 2π/N apart.

3. Define the CF φ(θ) at each θ point.

4. Take the Fourier transform of φ using the command, ‘Pr = fft(phi)/N’, which returns

the vector ‘Pr’ containing the desired coefficients, c0 through cN−1. (Note that nu-

merical error may result in small residual imaginary parts in the coefficients, on the

order of 10−17 or smaller in our tests; we ignored these imaginary parts for plotting.)

To start, we test this method on a few simple probability distributions that we know

exactly. Thus, we can write the CF explicitly for use in step 3 above. Trials with Uniform,

Binomial, and Poisson distributions show excellent agreement with the exact values of

the desired probabilities (Figure B.1). A slightly more complicated, but still analytically

solvable, case is the single-type binary fission process (see Section 3.7.3; exact PGF for X(t)

given in [32]). Figure B.2 shows a trial at a particular time t, with a comparison to the

first two coefficients, c0 = Pr(X(t) = 0) and c1 = Pr(X(t) = 1), computed from their exact

expressions as derivatives of the PGF. Again, the FFT method matches the exact values

very closely. Given an exact CF, the computations took only a couple of seconds on these

trials.

In the interests of using a less “black-box” approach, we repeated these tests using

our own code implementing a particular method presented by Abate & Whitt [1]. Let

pn = Pr(X = n) and G(s) be the PGF for X. Then p0 = G(0), and for n ≥ 1, Abate &
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Whitt’s Equation 5.38 (dropping the error term) gives:

pn =
1

2nrn

2n∑
k=1

(−1)k Re(G(reπki/n))

where r is used to control error; taking r = 10−γ/2n gives accuracy of 10−γ [1]. On the same

tests as above (Figures B.1 and B.2), the results were visually indistinguishable from those

using the FFT method, even with as few as 26 - 28 points.

Finally, we consider numerical inversion when the PGF/CF is not known analytically,

and can only be solved numerically. This makes step 3 of the FFT procedure (or finding

the PGF G(s) for use in Abate & Whitt’s Equation 5.38) more involved. In a discrete-

time branching process, the PGF is found by numerically iterating a recursion, while in a

continuous-time branching process, the PGF is found from the numerical solution of an ODE

(if we use the backward equation). In either case, the initial conditions are G(s, 0) = s; thus,

we obtain the CF by solving from initial conditions of eiθ in the FFT method. (Matlab has

no problem handling complex-valued arguments.) We repeat this procedure at each value

of θ defined in step 2, for a total of N solutions, to define φ(θ). Similarly, we solve from

initial conditions of reπki/n for each value of k in Abate & Whitt’s Equation 5.38. This

procedure is significantly more computationally intensive than the cases where we know the

PGF/CF analytically, taking a couple of minutes to solve as opposed to a couple of seconds.

Examples are given in Section 3.7.

Details of error analysis and computational efficiency for numerical inversions of trans-

forms are discussed in [1], and should be taken into account for future use of this method.

We would also like to extend this method to joint distributions, i.e. multi-dimensional PGFs,

to consider the number of each type of individual in a multi-type process. This problem

is mentioned briefly in [1], and the built-in Matlab command fftn (n-dimensional Fourier

transform) should also be useful here.
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Figure B.1: The results of the FFT method (black) in recovering a probability distribu-
tion from an explicit characteristic function, along with the exact probability
distribution (white), for the following distributions: Uniform on {0, 1, . . . , 9};
Binomial with 10 trials and 0.4 probability of success; and Poisson with mean
10.
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Figure B.2: The results of the FFT method in recovering the probability distribution of
X(t), the number of individuals in a single-type binary fission process at time
t. Parameters are λ = 1 and µ = 1.05. Left: t = 1; right: t = 5. The white
bars show the exact values of the first two coefficients evaluated from their
analytical expressions.
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