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Abstract

 In this thesis, we build upon the work of Plate by advancing the theory and utility 

of Holographic Reduced Representations (HRRs). HRRs are a type of linear, associative 

memory developed by Plate and are an implementation of Hinton’s reduced 

representations. HRRs and HRR-like representations have been used to model human 

memory, to model understanding analogies, and to model the semantics of natural 

language. However, in previous research, HRRs are restricted to storing and retrieving 

vectors of random numbers, limiting both the ability of HRRs to model human 

performance in detail, and the potential applications of HRRs. We delve into the theory of 

HRRs and develop techniques to store and retrieve images, or other kinds of structured 

data, in an HRR. We also investigate square matrix representations as an alternative to 

HRRs, and use iterative training algorithms to improve HRR performance. This work 

provides a foundation for cognitive modellers and computer scientists to explore new 

applications of HRRs.

i



Acknowledgements

 I would like to thank Dr. Dorothea Blostein, for letting me to explore the places 

my curiosity took me, for all of her guidance, and for supporting me past the point when 

this really should have been finished. I would like to thank Dr. Doug Mewhort, for 

inspiring this research, for agreeing to co-supervise, and for his insight. And I would like 

to thank my family for giving their advice and support throughout.

ii



Contents

Abstract

Acknowledgments

Contents

List of Figures

List of Symbols

Chapter 1 Introduction

 1.1 Organization of Thesis

Chapter 2 Background and Related Work

 2.1 Connectionism and Associative Memory  

 2.2 The Productivity Critique and Tensor Memory

 2.3  The Part-whole Problem and Reduced Representations

 2.4 Holography

 2.5 Holographic Reduced Representations

 2.6 Cosine Similarity and Euclidean Length

 2.7 Applications of HRRs

  2.7.1 The BEAGLE Model of Natural Language Semantics

  2.7.2 Analogies and Case-Based Reasoning

 2.8 Other Reduced Representations

  2.8.1 Recursive Auto-Associative Memories

 2.9 Associative Memories with Dynamically Localizable Attention

Chapter 3 Encoding and Decoding with Latin Squares

 3.0 Chapter Contributions

 3.1 Encoding and Decoding with Latin Squares

 3.2 Circular Convolution and Circular Correlation

 3.3 Random Latin Squares

 3.4 Shuffling

 3.5 Square Matrix Multiplication

 

 

 

i

ii

iii 

v

vi

1

3

4

4

8

9

11

12

18

19

20

23

24

25

27

29

29

31

34

36

38

40

iii



Chapter 4 Techniques for Using HRRs

 4.0 Chapter Contributions

 4.1 Shuffling to Store and Retrieve Structured Data

 4.2 Applications of HRRs with Structured Data

 4.3 Challenges of using Structured Data

 4.4 Dynamically Localizable Attention or Scalable Importance

 4.5 Training HRRs

 4.6 Function Discovery

Chapter 5 Summary and Conclusions

 5.1 Contributions

 5.2 Future Work

References

49

50

50

54

56

58

64

68

73

74

76

79

iv



List of Figures

1 A comparison of storing and retrieving an image with or without shuffling 3

2.5.1 Truncated aperiodic convolution as a compression of the outer-product 15

2.5.2 Circular convolution as a compression of the outer-product (also 3.1) 15

2.5.3 Circular correlation as a compression of the outer-product 15

2.5.4 How circular correlation decodes circular convolution (Plate, 1995) 17

2.8.1 RAAM network for creating binary trees (Pollack, 1990) 25

3.1 Circular convolution as a compression of the outer-product (also 2.5.2) 32

3.2.1 Latin square that describes circular convolution 34

3.2.2 Latin square that describes circular correlation 35

3.5.1 Comparison of retrieval clarity in square matrix representations and HRRs 43

3.5.2 Latin square that describes encoding with square matrices 43

3.5.3 Decoding Latin square D1 for square matrices 44

3.5.4 Decoding Latin square D2 for square matrices 44

4.1.1 Storing and retrieving an image using an HRR, without shuffling 52

4.1.2 Storing and retrieving an image using an HRR, with shuffling 53

4.3 Illustration of the difficulty in distinguishing ‘cat’ from ‘cot’ in an HRR 58

4.4 Using attentional masks to distinguish between similar images 61

4.5 Comparison of retrieval clarity in trained versus untrained HRR traces 66

4.6 Using an HRR trace to rotate an image 180˚ 70

v



List of Symbols

! Learning rate: a small constant between 0 and 1 used in iterative training

! Encoding: an operation on a pair of items that produces a trace

! Decoding: an operation on a probe item and a trace that produces an echo

" Trace composition: an operation on a pair of traces that produces a trace

n Dimensionality of a vector or matrix

||a|| Magnitude of a i.e. Euclidean length of vector a

aT Transpose of vector a

ai The ith element of vector a

a* Complex conjugate of the vector a

â Shuffle of a: the vector produced by randomly permuting the elements of a

• Dot product

! Element-wise product i.e. entry-wise multiplication

* Circular convolution

# Circular correlation

E Latin square used for encoding an association between a pair of items

D1 Latin square used for decoding the second item given the first

D2 Latin square used for decoding the first item given the second

! Identity vector for circular convolution: ! = [1, 0, 0, 0 ... ]

" Assignment

¬ Not

vi



Chapter 1

Introduction

 The goal of this research is to advance the theory and utility of Holographic 

Reduced Representations (HRRs). HRRs are a kind of linear, associative memory that 

have been used mainly as the basis for cognitive models of human learning and memory.

 HRRs have been of interest to cognitive psychologists both because of their 

ability to represent complex relationships in data, such as those found in natural language 

(Jones & Mewhort, 2007), and because of their fallibility due to the lossy nature of the 

storage. Normally fallibility is a less than desirable trait for any system, however 

cognitive psychologists have used the kinds of retrieval errors HRRs make to model 

human memory (e.g., Metcalfe-Eich, 1982). Futhermore, as a lossy, compressed 

representation of a set of associations, an HRR trace is a generalization. HHRs are 

interesting by virtue of their power not just to act as a memory, but as a mechanism for 

discovering the underlying function that succinctly describes the stored data.

 Holography has been suggested as a theory of how the brain stores information 

(see Willshaw, 1981, for a short review), and associative memories based on the 

mathematics of holography have been used to explain various human learning and 

memory phenomena (e.g., Metcalfe-Eich, 1982; Murdock, 1983). From the perspective 

of a cognitive psychologist or neuroscientist, a holographic associative memory is 
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interesting insofar as it can be used to glean deeper insights into the nature of the human 

mind and brain. Gleaning insights into a holographic associative memory itself is the 

work of a computer scientist, and a few computer scientists have done so. Willshaw 

(1981) provides an early analysis of holographic associative memories, but concludes 

that they are unremarkable and overly-complex in comparison to other kinds of 

associative memory. More recently, holographic associative memories have been 

analyzed by Plate (1994), who explores their use as a remarkable kind of associative 

memory referred to by Hinton (1988) as a reduced representation. Plate’s work on 

Holographic Reduced Representations (HRRs) present a refinement of the mathematical 

techniques used in previous holographic associative memories (e.g., Metcalfe-Eich, 

1982; Murdock, 1983; Willshaw, 1981), and form the basis of the BEAGLE model of 

natural language semantics (Jones & Mewhort, 2007).

 Our own work has been inspired by Dr. Mewhort’s work with HRRs as the basis 

for cognitive models of memory. We have endeavoured to study HRRs themselves, to 

build upon the work of Plate, and to discover new ways in which HRRs could be used. 

We observe that encoding and decoding with HRRs and other, similar representations, 

can be understood in terms of Latin squares, and we use this observation as a framework 

for gaining a deeper understanding of HRRs, and alternatives to HRRs, such as square 

matrix memories. A main focus of our research has been using HRRs with images, as 

prior work with holographic associative memories has been restricted to storing and 

retrieving randomly-generated vectors (see Figure 1). We also explore using iterative 

training algorithms with HRRs and the power of HRRs to discover and model functions.
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Figure 1. If an image such as this photo of a gravestone (left) in stored in an HRR as is, 

trying to retrieve the image from the HRR will yield an unrecognizable smudge (centre). 

However, we find that if the elements of the image are randomly permuted before 

storage, and then the reverse permutation is performed after retrieval, we successfully 

retrieve a grainy facsimile of the original image (right). See Section 4.1 for details.

1.1 Organization of Thesis

 Chapter 2 provides background on associative memories, reduced representations, 

holography, holographic associative memories, Holographic Reduced Representations 

(HHRs), and existing applications of HRRs. 

 In Chapter 3, we present our contributions to the theory of HRRs: a novel 

framework for understanding and analyzing HRR-like reduced representations in terms 

of Latin squares, and an exploration and analysis of square matrix memories. 

 In Chapter 4, we present techniques for using HRRs to store and retrieve images, 

explore using a learning rule to train an HRR, and discuss the power of HRRs to discover 

and model functions. 

 We summarize and discuss our findings in Chapter 5 and suggest further avenues 

of research including potential novel applications of HRRs made possible by the 

techniques investigated here.
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Chapter 2

Background and Related Work

 This chapter provides an introduction to associative memories and reduced 

representations. The chapter begins with the basic terminology and concepts, such as 

what an associative memory is and how an associative memory works. From there, we 

delve into the problems that have informed the development of new kinds of associative 

memory. The productivity critique of associative memories leads to the development of 

tensor representations. The part-whole problem leads to the development of reduced 

representations. Reduced representations include Holographic Reduced Representations 

(HRRs) and Recursive Auto-Associative Memories (RAAMs). Applications of HRRs are 

discussed, the BEAGLE model of natural language semantics in particular. Finally, 

another kind of holographic associative memory is discussed, which, while not a reduced 

representation, may provide interesting tools for augmenting HRRs and other reduced 

representations.

2.1 Connectionism and Associative Memory

 The human brain is made of billions of neurons that interact with each other 

through trillions of synaptic connections. Connectionism is the intuitive philosophy of 
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modelling the human mind and human behaviour through the use of large numbers of 

simple, connected processing units, or nodes, often using an artificial neural network.

 One simple kind of artificial neural network is an associative memory. A memory is 

a structure for the storage and retrieval of items (Willshaw, 1981). An associative 

memory is a content-addressable memory that stores pairs of items. Given one item of 

the pair, an associative memory can quickly retrieve the other item of the pair. By 

quickly, we mean that the speed of retrieval is constant with respect to the number of 

items stored in the memory system. A pair of items stored in this way are said to be 

associated. When retrieving, the item we use to retrieve is referred to as the probe, and 

what the probe retrieves from memory is referred to as the echo.

 An auto-associative memory stores pairs of identical items, whereas a hetero-

associative memory stores pairs of non-identical items. Hetero-associative memories can 

be used to retrieve more information about a given item, whereas an auto-associative 

memory can be used to identify noisy inputs or distinguish between familiar and 

unfamiliar items.

 Associative memories can be further divided into adaptive or non-adaptive 

depending on how associated pairs of items are put in memory (Plate, 1995). 

 Adaptive associative memories learn associations through a training process that 

iteratively applies a learning rule, such as the delta rule or Hebb’s rule. In its simplest 

form, the delta rule is that the change in the strength of a connection !w between a pair 

of nodes is equal to the product of the input x, the error, and a learning rate ":

 !w = " x (d - y)
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The error is the difference between the desired output d and the actual output y. The 

learning rate " is a small constant between 0 and 1 that defines the step size of the 

learning algorithm. Similarly, Hebb’s rule is:

 !w = " x d

Both rules can be iteratively applied to train a network to learn to associate pairs of 

items.

 Suppose we wish to store a single pair of items in an associative memory by 

iteratively applying a learning rule. Each item is a vector of numbers. We can designate 

one item as the input, the other item as the output. The connection weights of the 

associative memory are a matrix of numbers describing the relationship between each 

value of the input and each value of the output. If we apply Hebb’s rule with a learning 

rate of one, after one iteration the matrix of weights will be equal to the outer-product of 

the input item vector and output item vector. After a number of iterations of applying 

Hebb’s rule, the result will be the outer-product of the input and output multiplied by the 

number of iterations. If we wish to store more than one pair of items in memory, after 

one iteration, the weights will be equal to the sum of the outer-products of each pair of 

items. After several iterations, it will be exactly the same, just multiplied by the number 

of iterations. Instead of applying Hebb’s rule iteratively, we can calculate the desired 

matrix of connection weights in one step, just as described. Thus, we can implement this 

memory more simply as a non-adaptive memory.

 Non-adaptive associative memories do not need to be trained, as new associations 

are simply added to memory. Non-adaptive associative memories can be largely 
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understood in terms of three operations: encoding, decoding, and trace composition 

(Plate, 1995).

 Let I1 and I2 and I3 be items, and T1 and T2 and T3 be memory traces. The encoding 

operation takes a pair of items and produces a memory trace, e.g.,

I1 ! I2 = T1

The decoding operation takes an item ( I1 ), referred to as the probe, and a memory trace 

( T1 ), and produces a new item ( I3 ), referred to as the echo, which is a reproduction of 

the probe’s associated pair ( I2 ), e.g.,

I1 !  T1 = I3  !  I2

The trace composition operation combines two memory traces into a single memory 

trace, allowing multiple associations to be stored in a single trace, e.g.,

T1 " T2 = T3

Non-adaptive associative memories differ in the implementation of these three 

operations. In a matrix memory, memory traces are matrices, and items are vectors. 

Typically, the encoding operation is the outer-product of two item vectors, the decoding 

operation is the inner-product, and trace composition is matrix addition (Plate, 1995).

 For example, the Hopfield network is a simple, non-adaptive, auto-associative, 

matrix memory that stores item vectors of +1s and -1s. In a Hopfield network, items 

represent patterns of positive and negative activation on the network nodes, and traces 

are the weights of the connections between the nodes. Binary variants of matrix addition 

and outer-product are used for trace composition and encoding. Items are decoded by 

iterative application of matrix multiplication until the item vector ceases to change. A 
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Hopfield network can be understood as implementing Hebb’s learning rule in a non-

adaptive memory.

2.2 The Productivity Critique and Tensor Memory

 Connectionism has been criticized on a number of different grounds. One criticism 

is that artificial neural networks, such as the Hopfield network just described, are not 

productive (Fodor & Pylyshyn, 1988). Productivity is a term from grammar theory, 

meaning the ability of a grammar to produce new utterances. A grammar is said to be 

infinitely productive if it can produce an infinite number of utterances over a finite 

alphabet. Viewed as a grammar, a typical associative memory is not infinitely productive: 

given a finite set of items A ... Z, an associative memory can only produce the 

associations AA AB AC ... ZX ZY ZZ, that is, all possible pairs of items, which is a finite 

number of associations.

 Contrasted with the infinite productivity of the human imagination, the ability of a 

Hopfield network to associate pairs of items seems paltry indeed. However, associative 

memories can be designed with the capacity to represent more complex structures than 

pairs.

 Smolensky (1990) uses the concept of a tensor to make infinitely productive 

associative memories. Tensor algebra is an extension of matrix algebra. A tensor is a 

generalization of the concepts of matrices and vectors. A rank zero tensor is a scalar, a 

rank one tensor is a vector, a rank two tensor is a matrix, a rank three tensor can be 

viewed as a vector of matrices, and so on. The tensor product is a generalization of outer-

Chapter 2: Background and Related Work

8



product that allows for the creation of higher-order products than matrices. The tensor 

product of three vectors is a rank three tensor, the tensor product of four vectors is a rank 

four tensor, and so on. 

 Using the tensor product, Smolensky can produce associations between not just 

pairs of items, but any number of items. Given only one item, A, a tensor memory can 

produce an infinite number of associations: A, AA, AAA, AAAA, ... etc., Thus, a tensor 

memory defines an infinitely productive grammar.

 While quite powerful, a tensor memory has a few limitations worth noting. A rank 

2 tensor memory trace that encodes the association between a pair of vectors cannot be 

composed with (i.e., added to) a rank 3 tensor that encodes an association between a 

triplet of vectors. Thus triplets of items, quadruplets of items, and so on, must be stored 

separately from pairs of items.

 A more serious practical limitation is the computability of the tensors as their rank 

grows. Consider creating a content-addressable memory for small images of the size 

commonly used as avatars in online communities. A greyscale 100 x 100 pixel image can 

be used as an item vector of dimensionality 10000, or 104. An association between two 

such images is a 10000 x 10000 matrix, with 108 numbers. An association between three 

such images is a 10000 x 10000 x 10000 rank-3 tensor, with 1012 numbers. Unless the 

item vectors are small, the tensors quickly become unwieldy to compute.
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2.3 The Part-whole Problem and Reduced Representations

  In 1988, Hinton (1988) noted a few reasons to be skeptical of connectionism. There 

was, at the time, a lack of connectionist models capable of representing knowledge with 

complex or recursive structure. Knowledge with complex structure is found everywhere: 

in logic, math, language, and real world environments. A connectionist model capable of 

handling complex knowledge as people do would be an impressive model of the human 

mind, and a powerful basis for an artificial intelligence system. While Smolensky’s 

tensor memory allows for more complex relationships between items than simple pairs, 

the tensor representation does not address all of Hinton’s concerns, in particular, the part-

whole problem.

 Imagine a room in which there is a picture on the wall, and that picture is of the 

room (Hinton, 1988). How can one design a system that can recognize that the room one 

is in and the room depicted in the picture on the wall are the same?

 Suppose we represent the room, R, as the association of all the things in the room. 

Suppose the picture on the wall is P and the other stuff in the room is S. Then,

 R = S ! P

where ! is the encoding operator. If we are using a tensor representation, then ! is the 

tensor product, and S is a tensor of rank equal to the number of things in the room other 

than the picture. R is a tensor of rank equal to the rank of S plus the rank of P. However, 

because the picture on the wall is the room, P = R. Thus,

 R = S ! R
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and R must be a tensor of infinite rank, which is not an easily computable representation.

 Hinton (1988) proposes a solution: use reduced representations to represent parts. 

The reduced descriptions can then be expanded into full descriptions should those parts 

become the focus of attention. The description of the room contains a reduced description 

of the picture on the wall. When the description of the picture is expanded, that 

description is identical (or nearly so) to the description of the room, allowing the system 

to recognize an identity between the room and the picture.

 Plate (1995) provides an implementation of Hinton's (1988) reduced 

representations using a form of associative memory that he terms Holographic Reduced 

Representations (HRRs). Other implementations of reduced representations include 

Kanerva's (1996) binary spatter codes and Pollack's (1990) Recursive Auto-Associative 

Memories (RAAMs).

 In what follows, we provide a basic background on holography before describing 

Plate's HRRs. After which, we review the applications of HRRs and briefly describe 

other reduced representations.

2.4 Holography

 The theory of holography was developed by Dennis Gabor in the late 1940s, but 

holographic techniques were limited until the invention of the laser in 1960 (Holophile, 

2009). In the off-axis technique, a laser beam is split in two. One beam, the reference 

beam, is focused on a piece of film. The second beam, the object beam, is reflected off an 
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object of interest and onto the film. The interference pattern of the two beams is recorded 

on the film to produce a hologram. When illuminated at the same angle as the reference 

beam, the film reveals a 3D image of the object.

 Psychologists working in the 1960s suggested holography as a theory of the 

operation of the brain (see Willshaw, 1981, for a brief review). Karl Pribram (1969), for 

instance, suggests that the firing patterns of different neurons may interfere with each 

other in a manner analogous to the way beams of light interfere, producing hologram-like 

patterns of interference in the brain, which could form the basis of human memory. 

Holograms have a number of interesting properties. Information about the object is 

distributed throughout the hologram, such that damage to any one part of the hologram 

will cause degradation of the image as a whole, though no particular part of the image 

will be lost. Recording the interference pattern of the two beams encodes a 3D image, 

and illuminating the hologram with the reference beam decodes the 3D image. If one 

recorded multiple holograms on the same piece of film, each time using a reference beam 

from a different angle, that would be trace composition, and one would have an 

associative memory (Willshaw, 1981).

2.5 Holographic Reduced Representations

 Gabor (1969) notes that a system that uses aperiodic convolutions and cross-

correlations can mimic a hologram and be used as an associative memory. Convolution is 

used to encode associations, correlation is used to decode associations, and addition is 

used to compose holograms, that is, traces, together.
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 If it were not for their capacity to provide an implementation of Hinton’s (1988) 

reduced representations, holographic associative memories, as described, would have no 

particular advantage over the tensor representation. Memories that use matrices or higher 

rank tensors to encode associations are simpler to implement and have a greater storage 

capacity than memories that use vectors as traces (Plate, 1995; Willshaw, 1981). 

Holographic memories require vectors with dimensionalities in the hundreds or 

thousands in order to function (Plate, 1997), whereas matrix or tensor memories can 

operate on dimensionalities in the single digits. Matrix or tensor memories impose few 

constraints on the item vectors. Conversely, Plate (1995) recommends that for a 

holographic memory, item vectors of dimensionality n be composed of real values 

independently distributed with a variance of 1/n and a mean of zero in order to ensure 

that items can be decoded with maximal clarity. Instead of using real world data, 

typically, item vectors are randomly generated with the desired properties (e.g., Jones & 

Mewhort, 2007; Metcalfe-Eich, 1982; Murdock, 1983; Plate, 1994, 1995, 1997, 2000; 

Rutledge-Taylor, Vellino, & West, 2008). Constrained to storing and retrieving vectors of 

random numbers, holographic memories are limited in their practicality.

 Furthermore, using aperiodic convolution and cross-correlation to encode and 

decode is awkward because of the mismatch between the dimensionalities of the input 

and output of those functions. Convolution and correlation can both be understood as a 

compression of the outer-product, or more generally, the tensor product. Given two item 

vectors of dimensionality n, the outer-product of those vectors is an n x n matrix, and the 

aperiodic convolution of those two items is a vector of sums of the diagonals of that 

Chapter 2: Background and Related Work

13



matrix, a trace of dimensionality 2n - 1. Because the trace is a vector of greater 

dimensionality than the item, and because correlation takes a pair of vectors of equal 

dimensionality as input, either the item must be padded with zeros (Murdock, 1983) or 

the trace must be trimmed (Metcalfe-Eich, 1982; see Figure 2.5.1).

 The decoding operation, cross-correlation, can similarly be understood as a vector 

of sums of the diagonals of the outer-product of an item and a trace, where either the item 

has been padded or the trace has been trimmed. If the trace has been trimmed to a 

dimensionality of n, correlation produces a facsimile of an item vector with 

dimensionality of 2n - 1, which in turn, must also be trimmed down to n. Otherwise, if 

the item is padded to a dimensionality of 2n - 1, the cross-correlation will produce a 

vector of dimensionality 2(2n - 1) - 1 = 4n - 3.

 Plate's Holographic Reduced Representations (HRRs) offer a much less awkward 

alternative for encoding and decoding. Plate uses circular convolution to encode and 

circular correlation to decode (see Figures 2.5.2 and 2.5.3). Unlike aperiodic convolution, 

circular convolution produces a vector of the same dimensionality as the item vectors. 

Thus, a memory trace can be treated like an item without having to pad or trim. Having 

traces and items of the same dimensionality allows one to encode associations between 

items and traces, or between traces and other traces. As a result, one can use an HRR to 

build up arbitrarily complex associations between items. Albeit, the traces become 

increasingly noisy as the associations become increasingly complex.
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1 2

1 2 3

2 3

a1b1 a1b2 a1b3

a2b1 a2b2 a2b3

a3b1 a3b2 a3b3

a bT =

a1b2 + a2b1

a1b3 + a2b2 + a3b1

a2b3 + a3b2

a ! b =

Figure 2.5.1 Truncated aperiodic convolution depicted as a compression of the outer-

product for n = 3. Truncated aperiodic convolution is used to encode associations in the 

CHARM model of human memory (Metcalfe-Eich, 1982). The elements of the 

association (right) between a pair of items (a = [a1, a2, a3] and b = [b1, b2, b3]) are the 

sum of the central three diagonals of the outer-product (left). The pattern (centre) that 

describes how the elements of the outer-product are added together to calculate the 

truncated convolution can be understood as an incomplete Latin square, that is, a Latin 

square with missing elements. Encoding and decoding with incomplete Latin squares is 

discussed in Section 3.5.

1 2 3

2 3 1

3 1 2

a1b1 a1b2 a1b3

a2b1 a2b2 a2b3

a3b1 a3b2 a3b3

a bT =

a1b1 + a2b3 + a3b2

a1b2 + a2b1 + a3b3

a1b3 + a2b2 + a3b1

a * b =

Figure 2.5.2 Circular convolution depicted as a compression of the outer-product for n = 

3. The outer-product (left) of a pair of vectors a (a = [a1, a2, a3]) and b (b = [b1, b2, b3]) 

can be used to calculate the circular convolution of those vectors (right) by adding 

together elements of the outer-product in a pattern (centre) to produce the first, second, 

and third elements of the convolution (right). The pattern (centre) is an example of a 

Latin square (see Chapter 3). This figure appears again later in the thesis as Figure 3.1.

1 3 2

2 1 3

3 2 1

a1t1 a2t1 a3t1

a1t2 a2t2 a3t2

a1t3 a2t3 a3t3

t aT =

a1t1 + a2t2 + a3t3

a3t1 + a1t2 + a2t3

a2t1 + a3t2 + a1t3

a # t =

Figure 2.5.3 Circular correlation depicted as a compression of the outer-product for n = 

3. Elements of the outer-product (left) of a pair of vectors, an item, a, and a trace, t, can 

be summed together according to a pattern (centre) to calculate the circular correlation of 

those vectors (right). Note that the pattern (centre) is a Latin square (see Section 3.1).
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 A vector retrieved from a trace by decoding may be a highly noisy approximation 

of an item vector. In order to identify which item vector a noisy output approximates, a 

separate memory that is not an HRR is typically employed to retrieve the most similar 

item vector (Plate, 1995). This memory is referred to as item memory or clean-up 

memory. The clean-up memory may be an auto-associative matrix memory, or simply a 

table of all the item vectors.

 The nature of the encoding, decoding, and trace composition operations used by 

HRRs imposes restrictions on the kinds of item vectors that can be used. The use of 

addition as a trace composition operation requires traces to be linearly independent, or 

nearly so, or else the traces will interfere with each other (Smolensky, 1990). 

 Further restrictions are imposed by the nature of the decoding operation. Circular 

correlation is not the inverse of circular convolution. Given an item and its convolution 

with another item, the inverse of circular convolution reproduces the other item exactly, 

but only if there is no noise in the trace. By adding traces together, one adds noise to the 

convolution of interest. Given a noisy trace, the inverse of convolution produces garbage. 

Correlation is robust to noise, but only decodes convolution probabilistically, such that 

even without any noise in the trace, correlation will produce a noisy facsimile of the 

original item, and then only if certain conditions are met.

 According to Plate (1995) a sufficient condition for correlation to decode 

convolution is that the elements of the vectors be independently and identically 

distributed, with a mean of zero and a variance of 1/n, where n is the dimensionality of 

the vectors. Correlation decodes convolution probabilistically, in that the process 
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produces a large number of irrelevant terms, or noise, that cancels out only if the terms 

are equally likely to be positive and negative, thus summing roughly to zero (see Figure 

2.5.4). The closer these irrelevant terms come to cancelling out, the less noise there will 

be in the facsimile produced.

a1b1 + a2b3 + a3b2

a1b2 + a2b1 + a3b3

a1b3 + a2b2 + a3b1

b1 (a1
2 + a2

2 + a3
2) + b2a1a3 + b3a1a2 + b2a1a2 

+ b3a2a3 + b2a2a3 + b3a1a3

b2 (a1
2 + a2

2 + a3
2) + b1a1a2 + b3a1a3 + b1a1a3 

+ b3a2a3 + b1a2a3 + b3a1a2

b3 (a1
2 + a2

2 + a3
2) + b1a1a2 + b2a2a3 + b1a2a3 

+ b2a1a3 + b1a1a3 + b2a1a2

b1 (1 + # ) + w1

b2 (1 + # ) + w2

b3 (1 + # ) + w3

a * b =

a # (a * b) =

= = (1 + # ) b + w

Figure 2.5.4 Figure adapted from Plate (1995). Illustrates the circular convolution (*) of 

two three-dimensional vectors a (a = [a1, a2, a3]) and b (b = [b1, b2, b3]), and illustrates 

how circular correlation (#) decodes convolution. When the conditions named by Plate 

are met, # and w will be zero mean noise, such that a # (a * b) ! b.

 Circular convolution can be computed as a compression of the outer-product of a 

pair of vectors in O(n2) time for vectors of dimensionality n (see Figures 2.5.2 and 2.5.3). 

Using Fast Fourier Transforms (FFT), the computational time can be improved to       

O(n log(n)). FFTs convert the vectors to be convolved to the frequency domain. In the 
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frequency domain, circular convolution is equivalent to element-wise multiplication. The 

element-wise product of the two vectors can then be converted back from the frequency 

domain using the inverse FFT (IFFT). Element-wise multiplication can be computed in 

O(n) time, but the FFT and IFFT are computed in O(n log(n)) time, thus overall, circular 

convolution can be computed in O(n log(n)) time. As a result, associations between large 

vectors can be computed much more quickly using HRRs than using a tensor or matrix 

representation.

2.6 Cosine Similarity and Euclidean Length

 Given the noisy nature of the echoes produced by HRRs, having a tool for judging 

the similarity of an echo to an item is crucial. Cosine similarity is a measure of the 

similarity of a pair of vectors. If the vectors are understood as lines drawn from the origin 

to a point in n dimensional space, the cosine similarity is the cosine of the angle between 

the vectors. A cosine of 1 indicates the vectors are identical, whereas a cosine of -1 

indicates that they are opposites, and a cosine of 0 indicates that the vectors are 

orthogonal, or not at all similar. The cosine similarity can be calculated as the normalized 

dot product of the two vectors, that is, the dot product of the two vectors divided by the 

product of their Euclidean lengths. If a and b are vectors of n numbers, and ||a|| and ||b|| 

are the lengths of those vectors, then the cosine similarity is:

 cosine similarity(a, b) = (a • b) / (||a|| ||b||)

If the vectors have a Euclidean length of one, then the cosine similarity will be the dot 

product.
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 The Euclidean length, or magnitude, of the vector is the distance between the point 

in n-space described by the vector and the origin. The Euclidean length of a vector can be 

calculated as the square root of the dot product of the vector with itself:

 ||a|| = (a • a)0.5

Thus, cosine similarity can be calculated as:

 cosine similarity(a, b) = (a • b) / ( (a • a)0.5 (b • b)0.5 )

We use cosine similarity to measure the retrieval clarity, that is, the similarity of the echo 

to the probe’s associated pair. For example, given the vectors a and b, their association 

a!b, and the echo decoded from that association by probing with a, a!(a!b), the 

retrieval clarity of b for the trace a!b is the cosine similarity between b and the echo:

 retrieval clarity(b, a ! b ) = cosine similarity(a ! ( a ! b ), b)

We can use retrieval clarity as a metric for evaluating the performance of an associative 

memory under varying conditions.

2.7 Applications of HRRs

 Holographic reduced representations, or variants thereof, have been of interest to 

cognitive psychologists both because of their ability to store complex associations, and 

because of their fallibility due to the lossy nature of the storage. Like HRRs, human 

memory is both fallible and capable of storing complex relations between ideas. HRR-

variant memory models such as CHARM (Metcalfe-Eich, 1982) and TODAM (Murdock, 

1983) can explain and predict a variety of human memory phenomena. HRRs have also 

been used to model how people understand analogies (Eliasmith & Thagard, 2001; Plate, 
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2000) and language (Jones & Mewhort, 2007). In addition to cognitive models, HRRs 

have also been used as the basis for recommender systems, though due to time and space 

requirements this is somewhat impractical (Rutledge-Taylor, Vellino, & West, 2008).

2.7.1 The BEAGLE Model of Natural Language Semantics

 The Bound Encoding of the Aggregate Language Environment (BEAGLE) model 

uses HRRs for natural language analysis (Jones & Mewhort, 2007). BEAGLE develops a 

dictionary where each word is represented by a randomly generated item vector and a 

pair of trace vectors. One can think of the item vector as a representation of how the 

word is seen on the page. One of the pair of trace vectors stores word context 

information. The other trace vector stores word order information. 

 BEAGLE is trained on a large corpus. Every time a word is encountered in a 

sentence, context and order information derived from the sentence is added, respectively, 

to the context vector and order vector for that word. The context vector for a given word 

is the composition (or sum) of the item vectors of each other word in a sentence, for 

every sentence that word occurs in. The order vector of a given word is the sum of 

associations between a placeholder and nearby words in a sentence, for every sentence 

that word occurs in. The placeholder is a special item that is used as a cue for retrieval. 

Associations are encoded using a non-commutative form of circular convolution 

described by Plate (Plate 1995; see also Jones & Mewhort, 2007), which allows 

distinctions to be made between “cows eat” and “eat cows”.
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 Composed together, the context and order vectors form a vector that represents the 

word's meaning relative to other words in the language. BEAGLE can account for 

psycholinguistic phenomena such as semantic priming (Jones, Kintsch, & Mewhort, 

2006) and is able to play ‘fill in the blanks’: Given a sentence with a missing word, 

BEAGLE can suggest the most probable word that would fill that blank, given its 

experience from the corpus (Jones & Mewhort, 2007). The ‘fill in the blank’ trick is 

accomplished by using the placeholder vector as the blank.

 One of the main goals of this thesis is to provide techniques for working with 

structured, that is, non-random, data in an HRR. The context and order vectors of 

BEAGLE are vectors of structured data in a sense. The context and order vectors are 

structured with respect to the items, which are random vectors. The context and order 

vectors carry meaningful information, but that information is a set of relations between 

vectors of random data. As the context and order vectors are constructed by summing and 

convolving vectors of random numbers, they retain most of the statistical properties of 

the randomly-generated item vectors. As a result, the context and order vectors are 

vectors of seemingly random, independently distributed numbers, with a mean of about 

zero, and can be encoded and decoded using an HRR without any difficulty.

 A variant of BEAGLE that operates on movie ratings rather than words is an 

effective movie recommender system (Rutledge-Taylor et al., 2008). Generalized to 

operate on sets of objects, BEAGLE can be used as a model of human memory 

(Rutledge-Taylor & West, 2007).
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 Sahlgren, Holst, and Kanerva (2008) have proposed a simplified, fast to compute, 

variant of BEAGLE that does not associate words with each other, but rather associates a 

word with its position in the sentence relative to another word. Accomplishing this does 

not require a technique for associating items with each other, but only an item with a 

position. Associating an item with a position can be computed simply and quickly using 

random permutation. Random permutation, or shuffling, can be understood as a sort of 

unary encoding operator, and the corresponding inverse permutation, or unshuffling, can 

be understood as a unary decoding operator. 

 Consider the sentence: “All cows eat grass.” To encode order information about the 

word cows in that sentence, the BEAGLE algorithm generates associations between a 

placeholder item and the item vectors of the other words in the sentence (all, eat, and 

grass) and adds those associations to the order information vector for the word cows. 

Using the technique of Sahlgren et al. (2008), the order information is encoded by 

unshuffling the item vector for all once, to indicate that all is one to the left of cows, 

shuffling eat once, to indicate eat is one to the right of cows, and shuffling grass twice, to 

indicate that grass is two words to the right of cows, then summing the result into the 

order vector for cows. While the representation of order information used by Sahlgren et 

al. (2008) preserves less information about the sentence, shuffling is much faster to 

compute, and they report similar overall performance to BEAGLE.
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2.7.2 Analogies and Case-Based Reasoning

 When using HRRs to associate two vectors, a and b, the trace vector that encodes 

the association, a!b, has an expected cosine similarity of zero with a and b. However, 

given a vector a' that is similar to a, and b', similar to b, the association of a' and b', 

a'!b', will be similar to the vector a!b (Plate, 1995). Using the non-commutative form 

of circular convolution, a!b is distinct from b!a and b'!a', but similar to a'!b'. In this 

manner, HRR traces that describe situations that are similar in both content and structure 

will be similar, whereas traces that differ on content or structure will not be similar.

 Because HRR similarity can reflect both content and structure, Plate (2000) has 

used HRRs to model human performance on analogy retrieval and processing, and 

Eliasmith and Thagard (2001) have further developed an HRR model of analogical 

reasoning. 

 Plate (1997) has also suggested that HRRs could potentially be used in case-based 

reasoning systems. HRRs could store complex case descriptions constructed by adding 

and convolving elementary descriptors (items). Given a new case, an HRR could be used 

either to retrieve the most similar case in content and structure (auto-associative HRR) or 

an appropriate response based on the new case's similarity to known cases (hetero-

associative HRR). The echo from an auto-associative HRR that stores cases would be a 

noisy composition of the most similar cases. The echo from a hetero-associative HRR 

would be a noisy composition of the most appropriate responses. The practicality of an 

HRR approach would depend on the application.
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2.8 Other Reduced Representations

 HRRs are not the only reduced representations. Other reduced representations have 

been developed, and like HRRs, can be understood in terms of the same three memory 

operations: encoding, decoding, and trace composition (Plate, 1997).

 In general, encoding can be understood in terms of the tensor product of a set of 

vectors (Plate, 1997). In reduced representation schemes, the encoding process produces 

a vector, such that each cell of the vector is a sum of selected cells from the tensor 

product. Plate has found that randomly chosen sums of the tensor product cells can be an 

effective encoding operation (Plate, 1994, 1997).

 The decoding operation is an inverse or approximate inverse of the encoding 

operation. The composition operation is typically addition.

 Some notable reduced representations include frequency-domain HRRs (Plate, 

1994, 1997), binary spatter codes (Kanerva, 1996), and Recursive Auto-Associative 

Memories, or RAAMs (Pollack, 1990).

 Frequency domain HRRs are a variant of HRRs proposed by Plate (1994, 1997). As 

described in Section 2.5, circular convolution can be computed quickly in O(n) time as 

the element-wise product of a pair of vectors in the frequency domain. Converting to and 

from the frequency domain takes O(n log(n)) time. By using item vectors with complex 

values selected uniformly from the unit circle, one can operate entirely in the frequency 

domain. By working in the frequency domain, encoding and decoding can thus be rapidly 

computed in O(n) time, and decoding is less noisy. However trace composition is more 

difficult to compute using frequency domain HRRs (Plate, 1994).
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 Binary spatter codes use item vectors of equiprobable 0s and 1s (Kanerva, 1996). 

The encoding operation is element-wise XOR. Plate (1997) notes that binary spatter 

codes are equivalent to a frequency domain HRR restricted to vectors of +1s and -1s.

2.8.1 Recursive Auto-Associative Memories

 Pollack's Recursive Auto-Associative Memories (RAAMs) (Pollack, 1990) differ 

considerably from HRRs in that they are adaptive. RAAMs utilize a back propagation 

network with three layers of nodes. The input and output layers have the same number of 

nodes, whereas the hidden layer has fewer. The network is trained to be auto-associative. 

Given the item vectors in the training set, the network learns to approximately reproduce 

those item vectors. Because there are fewer hidden nodes than input or output nodes, the 

network must learn a reduced representation of the items.

Reduced Representation

Left Input Right Input

Left Output Right Output

hidden layer of n nodes

output layer of 2n nodes

input layer of n nodes

n nodes n nodes

n nodes n nodes

Figure 2.8.1 RAAM network for creating binary trees. Adapted from Pollack (1990).
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 For example, a RAAM that learns to associate pairs of vectors of dimensionality n 

would have 2n input nodes, n hidden nodes, and 2n output nodes (see Figure 2.8.1). To 

associate a pair of vectors, the vectors are concatenated and presented to the network as a 

pattern of activation on the 2n input nodes, in turn producing a pattern of activations on 

the n hidden nodes. The activation pattern on the hidden nodes constitutes a reduced 

representation of the association between the two input vectors. Because this reduced 

representation is of dimensionality n, it can be used as input to the network in order to 

produce more complex associations.

 A trained network can, from the pattern of activation on the hidden nodes, produce 

a pattern of activations on the output nodes that approximates the input. Thus, running 

the network from the input nodes to the hidden nodes constitutes an encoding process, 

and running the network from the hidden nodes to the output nodes constitutes a 

decoding process (Plate, 1997).

 Technically, the operation from the input to the hidden layer does not associate the 

input vectors to each other, but to the weight matrix of the network, and this association 

is a compression of the tensor product of the item vector and the weight matrix (Plate, 

1997). In a binary RAAM (see Figure 2.8.1), one can view the operation performed from 

the input to the hidden layers as the association of one vector with the left half of the 

network composed with the second vector associated with the right half of the network:

 f (I1, I2 ) =  ( I1 ! Left) " (I2  ! Right)
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 As a result, an item vector cannot be associated with other item vectors, but only 

with a series of lefts and rights, which is sufficient to construct a binary tree. RAAMs can 

only construct m-ary trees (Pollack, 1990) and graphs (Sperduti, 1994).

 In comparison to HRRs, RAAMs have two key advantages. The training process 

allows RAAMs to learn to take advantage of redundancies in the training data and create 

efficient reduced representations with less information loss (Plate, 1997). Because of 

their efficiency, RAAMs can operate on vectors with much smaller dimensionalities than 

HRRs. Because RAAMs can adapt, no requirements are made of the item vectors.

 However, RAAMs can only represent knowledge structured as m-ary trees or 

graphs, for a specified value of m. Items cannot be directly associated with each other. 

Systems such as BEAGLE, which can represent the meanings of words by associations 

of varying strengths with a multitude of other words, are not feasible with a RAAM. 

Furthermore, training a RAAM is slow, and RAAM networks do not always generalize 

well to items not found in the training set (Plate, 1997).

2.9 Associative Memory with Dynamically Localizable Attention

 HRRs are not the only associative memory termed ‘holographic’. Kahn (1998) has 

developed a kind of holographic associative memory that allows one to assign varying 

levels of importance, or ‘attention’ to the data. The ‘holographic’ in holographic reduced 

representation signifies the use of circular convolution to encode, and circular correlation 

to decode, in imitation of how information is encoded in a hologram. The ‘holographic’ 
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in Kahn’s multidimensional holographic associative memory signifies the use of complex 

numbers, inspired by memory systems that operate in the frequency domain.

 While both are termed ‘holographic associative memories’, Kahn’s associative 

memories and HRRs are very different. Kahn’s memories use the outer-product to encode 

associations between pairs of item vectors, and the inner-product to decode associations. 

Traces are thus matrices and not reduced representations. Items are vectors of complex 

numbers. Using complex numbers allows two kinds of information to be stored in an 

item vector: the data itself, and the importance of that data. The use of complex numbers 

thus enables what Kahn (1998) terms ‘dynamically localizable attention’. Kahn (1995) 

also presents a technique for training associative memories. Kahn’s work will be 

discussed in greater detail in Chapter 3.
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Chapter 3

Encoding and Decoding with Latin Squares

 In this chapter we present a novel framework for understanding encoding and 

decoding in HRR-like reduced representations. We observe that encoding and decoding 

in HRR-like representations can be understood in terms of a compression of the outer-

product defined by a Latin square. Within this framework we analyze circular 

convolution and circular correlation, encoding using random Latin squares, and random 

permutation (i.e., shuffling), as well as exploring encoding and decoding using square 

matrix multiplication.

 Whereas the other encoding and decoding operations have been explored before, 

using square matrix multiplication to encode and decode has not been previously 

investigated. We find that square matrix multiplication can be understood in terms of 

encoding and decoding using incomplete Latin squares, and we analyze how using 

incomplete Latin squares affects encoding and decoding.

3.0 Chapter Contributions

 In Section 3.1, we present a novel framework for understanding and analyzing 

encoding and decoding HRR-like reduced representations in terms of Latin squares. We 

reframe in terms of Latin squares Plate’s (1994) observations regarding the relationship 
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between the outer-product of a pair of vectors and an efficient reduced representation of 

those two vectors. We also define decoding in terms of Latin squares and define the 

relationship between the encoding Latin square and the decoding Latin squares.

 Throughout Chapter 3 we identify the fact that the properties of an encoding 

operation are determined by the properties of the encoding Latin square. We observe that 

if the encoding Latin square is symmetrical, then the encoding operation is commutative 

(Section 3.1). We also observe that if the encoding Latin square is highly structured, then 

the encoding operation cannot store and retrieve structured data (Section 3.2), whereas if 

the encoding Latin square is highly unstructured, the encoding operation can store and 

retrieve structured data (Sections 3.3). We observe that an incomplete Latin square 

defines a noisier encoding operation than a complete Latin square, and explain why this 

is the case (Section 3.5). 

 In Section 3.4, we note that shuffling (i.e., random permutation) and unshuffling 

(i.e., the reverse permutation) can be understood as unary encoding and decoding 

operations defined by a random encoding Latin square and a corresponding decoding 

Latin square. 

 In Section 3.5, we observe that square matrix multiplication can be understood as 

an encoding operation described by an incomplete, asymmetric Latin square, and thus 

defines an encoding operation that is non-commutative and somewhat less effective than 

circular convolution. We present and analyze the results of a comparison of the 

performance of square matrix multiplication versus circular convolution.
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3.1 Encoding and Decoding with Latin Squares

 Plate (1994) notes that circular convolution and circular correlation are not the only 

pair of encoding and decoding operations that define an HRR-like reduced 

representation. Circular convolution can be understood as a compression of the outer-

product of the two vectors being convolved. Each element of the convolution is a sum of 

elements of the outer-product. Likewise, circular correlation can be understood as a 

compression of the outer-product of the two vectors being correlated. Plate (1994) 

observes that any encoding or decoding operation that is a compression of the outer-

product matrix will encode or decode items with minimal noise if:

 Given the items x and y, and their outer-product x yT, the trace z is defined as such:

(1) Each element zi of the trace is a sum of elements of x yT such that each element 

xj yk of  x yT occurs in the sum of one and only one zi.

(2) Each zi is a sum chosen such that each element xj and yk of the items occur in the 

sum for zi exactly once.

We recognize that in effect Plate has said that any compression of the outer-product 

defined by a Latin square is an effective encoding or decoding operation for a reduced 

representation.

 A Latin square is an n x n matrix filled with the numbers 1 ... n, where each number 

occurs exactly once in a row or column. We observe that a Latin square can be used to 

define an index of the outer-product, and thereby define an encoding operation on vectors 

of dimensionality n (see Figure 3.1). As a result, for a vector of size n, there are as many 

possible encoding operations as there are n x n Latin squares. The number of Latin 
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squares is huge. For example, for vectors of n = 9, there are over 5 x 1027 possible 9 x 9 

Latin squares (Sloane, 2010). For vectors of n = 11, there are over 7 x 1047 possible 11 x 

11 Latin squares. The number of Latin squares grows extremely rapidly as n increases. 

As a result, for vectors with dimensionalities in the hundreds or thousands, there is a 

practically infinite number of Latin squares, and thus a practically infinite number of 

possible encoding operations.

1 2 3

2 3 1

3 1 2

a1b1 a1b2 a1b3

a2b1 a2b2 a2b3

a3b1 a3b2 a3b3

a bT =

a1b1 + a2b3 + a3b2

a1b2 + a2b1 + a3b3

a1b3 + a2b2 + a3b1

a * b =

Figure 3.1 Left: the outer-product a bT of the items a (a = [a1, a2, a3]) and b (b = [b1, b2, 

b3]). Right: the circular convolution a*b of a and b. Centre: A Latin square which 

conveys how to calculate the circular convolution of a pair of three-dimensional vectors 

using their outer-product. The first, second, and third elements of the convolution are 

respectively the sum of the elements of the outer-product marked by a 1, 2 or 3 in the 

Latin square. A different Latin square would define a different encoding operation. This 

figure appears earlier in the thesis as Figure 2.5.2.

 Let us define compressed outer-product as a function that produces a vector a!b of 

dimensionality n given any pair of vectors a and b of dimensionality n, and any n x n 

Latin square E:

 a!b = compressed outer-product( a, b, E )

where the vector a!b is defined such that for all indices k = 1 ... n:

 (a!b)k = " ai bj, for all i and j where k = Eij
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We can use this function to define both encoding and decoding operations for reduced 

representations.

 We find that each encoding operation defined by a Latin square has two 

corresponding decoding operations, each defined by a Latin square. Decoding can be 

understood as compressing the outer-product of the probe and trace. One of the two 

decoding operations retrieves the first item of an associated pair, whereas the other 

retrieves the second item of the pair. Given a Latin square E, and vectors a and b, and 

their association a!b, which is a compression of the outer-product defined by E, there 

are two decoding Latin squares, D1 and D2, such that:

 a!b = compressed outer-product( a, b, E )

 b ! compressed outer-product( a, a!b, D1 )

 a ! compressed outer-product( b, a!b, D2 )

D1 and D2 are easy to obtain given E. For all indices i and j from 1 ... n:

 D1 ik = j, where k = Eij

 D2 ik = j, where k = Eji

We observe that if E is symmetrical, that is, if Eij = Eji, then D1 = D2, and the encoding 

operation defined by E will be commutative.

 We can thus understand an HRR-like representation in terms of the Latin squares 

E, D1, and D2, which respectively describe encoding a pair of items (E), probing with the 

first item to decode for the second item (D1), and probing with the second item to decode 

for the first item (D2). The properties of these Latin squares provide a novel framework 

for analyzing the properties of the reduced representation they define.
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3.2 Circular Convolution and Circular Correlation

 The matrix that defines circular convolution on the outer-product is symmetrical 

along the main diagonal (see Figure 3.2.1), and as a result, circular convolution is 

commutative. Commutativity is a useful trait, but not always desirable, because for some 

applications a!b and b!a need to be distinguishable, such as in language processing 

(Jones & Mewhort, 2007).

 In addition to commutativity, circular convolution has other interesting properties. 

Circular convolution and circular correlation are both highly ordered compressions of the 

outer-product matrix (see Figures 3.2.1 and 3.2.2) (Plate, 1995). When using circular 

convolution to convolve highly ordered data, the order in the data becomes confounded 

with the ordered structure of the compression (see Section 4.1). As a result, previous 

research has only used HRRs to store and retrieve vectors of random data.

1 2 3 4

2 3 4 1

3 4 1 2

4 1 2 3

Figure 3.2.1 Latin square that describes circular convolution as sums of elements of an 

outer-product of vectors of dimensionality n = 4. This Latin square is symmetrical along 

the axis defined by the main diagonal (from top-left to bottom-right) and thus describes a 

commutative encoding operation.
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1 2 3 4

4 1 2 3

3 4 1 2

2 3 4 1

Figure 3.2.2 Latin square that describes circular correlation as sums of elements of an 

outer-product of vectors of dimensionality n = 4. This Latin square is asymmetric, and 

thus describes a non-commutative operation.

 

 The reason circular convolution is so attractive is that it can be computed quickly, 

at O(n log n), using fast Fourier transforms (FFT) to convert the vectors to the frequency 

domain, and the inverse FFT (IFFT) to convert back (Plate 1995). In the frequency 

domain, a circular convolution can be computed as the element-wise product:

 a * b = IFFT(FFT(a) # FFT(b))

where # is the element-wise product and * is circular convolution. The element-wise 

product can be computed in O(n) time, whereas computing the FFT and IFFT takes     

O(n log n) time, so overall, the circular convolution can be computed in O(n log n) time. 

By contrast, calculating circular convolution by computing the full outer-product, then 

summing elements of the outer-product together, is much a slower algorithm, taking 

O(n2) time to compute.

 Circular correlation can likewise be computed quickly in O(n log n) time by 

reversing all the elements of the probe, a, save for first (e.g., for n = 4, a = [a1, a2, a3, a4] 

becomes a" = [a1, a4, a3, a2] ), then calculating the circular convolution of the trace, t, 

and the modified probe, a" (Plate 1995):

 a # t = a" * t = IFFT(FFT(a") # FFT(t))
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This seemingly strange equivalence between circular correlation and circular convolution 

can easily be understood with reference to the Latin squares which describe these 

operations. As can be seen in Figures 3.2.1 and 3.2.2, if we reverse all the rows but the 

first, we can transform one Latin square into the other. By permuting the elements of the 

probe we are effectively permuting the rows of the Latin square that describes circular 

convolution to match the Latin square that describes circular correlation, such that 

computing the convolution of the modified probe is equivalent to correlating with the 

original probe. In general, we can compute any encoding or decoding operation described  

by a complete Latin square in O(n log n) time by permuting the elements of the operands, 

as is discussed in the next section.

3.3 Random Latin Squares

 A compression of the outer-product defined by a randomly generated, highly 

unstructured Latin square will not be commutative (Plate, 1994), which is useful in any 

application where the order of the items is important, such as in language processing 

(Jones & Mewhort, 2007). We have found that an unstructured compression will also be 

able to store and retrieve structured data, such as images, which is definitely an 

advantage over HRRs and other structured representations (see Section 4.1).  

 However, computing the outer-product is slow, O(n2). In order for using an 

unstructured Latin square compression to be practical, we need a way to compute it 

quickly. As it turns out, any complete Latin square compression can be computed in    

O(n log n) time. As discussed in the previous section, circular convolution can be 

Chapter 3: Encoding and Decoding with Latin Squares

36



computed in O(n log n) time. Because any Latin square can be transformed into any other 

Latin square by permuting the rows and columns, any operation defined by a complete 

Latin square can be computed rapidly using circular convolution. 

 Suppose we have a Latin square we wish to use for encoding, and a pair of items 

vectors we wish to associate. We can compute the outer-product of those vectors, then 

rearrange the rows and columns of the Latin square until it matches the Latin square that 

describes circular convolution. Each time we swap a row or column of the Latin square, 

we also perform the same swap on the outer-product matrix. Compressing the permuted 

outer-product matrix in accordance with the Latin square that describes circular 

convolution will give the same result as compressing the original outer-product matrix 

according to the original Latin square. The permuted outer-product matrix is the outer-

product of permuted variants of the original pair of items. Thus we can compute this 

quickly, without having to calculate the outer-product, by first permuting the two items, 

then computing the convolution of those items using FFTs. We permute the first item by 

rearranging the elements in accordance with the row rearrangements necessary to 

transform the Latin square into the square for circular convolution. We permute the 

second item in accordance with the necessary column rearrangements.

 If we are interested in using a random Latin square, we can simply randomly 

permute the items, then convolve. If we permute the first and second operand differently, 

the random Latin square is asymmetric, and thus encoding will be non-commutative. If 

we permute the first and second operand identically, the random Latin square is 

symmetric, and encoding will be commutative. To decode, we can use circular 
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correlation, but apply the reverse of the permutation to the echo. Using random 

permutations, which take O(n) time to compute, we can encode and decode in overall 

O(n log (n)) time and can successfully store and retrieve structured data (see Section 4.1).

3.4 Shuffling

 Within the framework of encoding and decoding using Latin squares, we observe 

that one can view random permutation, i.e., shuffling, as a unary encoding operation. For 

example, Sahlgren et al. (2008) use shuffling to encode information about a word’s 

position in a sentence (see Section 2.7.1). Shuffling is an encoding operation described 

by a random Latin square, with the further constraint that the item is associated with a 

vector of zeros and a single 1. Given an item vector a, a vector ! = [1, 0, 0, 0, ... ], a 

random Latin square E, and the corresponding decoding square D2, one can produce a 

vector â that is a scrambled version of a.

 â = compressed outer-product( a, !, E )

 a = compressed outer-product( !, â, D2 )
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For example, for vectors of dimensionality n = 4 and a random Latin square E:

 a = [a1, a2, a3, a4]

 ! = [1, 0, 0, 0]

 E = 

3 2 4 1

1 4 2 3

2 1 3 4

4 3 1 2

 a !T =

a1 0 0 0

a2 0 0 0

a3 0 0 0

a4 0 0 0

 

 Thus, compressed outer-product( a, !, E ) = [a2, a3, a1, a4] = â

 Admittedly, this is sort of a Rube-Goldberg approach to shuffling: you only need 

one column of the Latin square, and one column of the outer-product, and that one 

column of the outer-product will be identical to the item. Importantly, while a random 

compression of the outer-product is O(n2), permutation can be computed in O(n), and 

thus permuting and convolving is still overall O(n log (n)).  Shuffling can thus be used as 

a technique for storing structured data in an HRR, as is discussed in Section 4.1.
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3.5 Square Matrix Multiplication

 Plate (1994) suggests square matrix multiplication as an alternative encoding 

operation to convolution, and hypothesizes that such a memory would have similar 

properties to HRRs. In experimenting with using square matrix multiplication to encode 

and decode, using vectors of n random values sampled from a normal distribution with a 

mean of one and a variance of 1/n, we have found that overall, retrieval clarity is 

comparable to using circular convolution and correlation (see Figure 3.5.1), though there 

are a few noteworthy differences in performance, which we analyze within the 

framework of encoding and decoding with Latin squares.

 Circular convolution is by no means the only (binary) encoding operation that can 

be computed faster than O(n2). For square matrices with n cells, square matrix 

multiplication can be computed with time complexity O(n3/2), or faster using the Strassen 

algorithm (Weisstein, 2010).

 Square matrix multiplication is, like circular convolution, highly ordered, though 

unlike circular convolution, not commutative. As it is not commutative, there are two 

distinct decoding operations: multiplying the transpose of the probe by the trace, and 

multiplying the trace by the transpose of the probe.

 Overall, we have found that square matrix representations are almost equally as 

effective as HRRs. There are at least three criteria for assessing the effectiveness of a set 

of encoding and decoding operations: representational power, speed, and retrieval clarity. 

In terms of representational power, HRRs and square matrix representations are equal, as 

both are reduced representations that can create chains of associations of arbitrary length. 
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In terms of speed, HRRs have the advantage, as circular convolution and correlation can 

be computed in O(n log(n)) time for a vector of n values, whereas square matrix 

multiplication takes longer, at O(n3/2) time to compute for a matrix of n values. The third 

criteria is retrieval clarity, which we measure as the cosine similarity between the echo 

and the item we are attempting to retrieve. In terms of retrieval clarity, HRRs and square 

matrix representations perform almost identically, though once again, HRRs have a slight 

advantage.

 Let us use * to represent circular convolution,  and # to represent circular 

correlation. Let a, b, c, and d be random vectors of dimensionality n2 and A, B, C, and D 

be random n x n matrices. As retrieval clarity varies little with respect to n (see Figure 

3.5.1) we can give approximate values for the retrieval clarity using either of these 

encoding-decoding schemes:

 Retrieval clarity for storing and retrieving from a trace with one association:

 b # (a * b) = x, cosine similarity(x, a) ! 0.70

 A B BT = X, cosine similarity(X, A) ! 0.70

 AT A B = Y, cosine similarity(Y, B) ! 0.70

Circular convolution has, on average, marginally higher cosines than square matrix 

multiplication, though this advantage shrinks for larger dimensionalities (see Figure 

3.5.1). For a few randomly generated vectors, square matrix multiplication has the 

advantage. For a set of n2 random values in vector or square matrix form, drawn from a 

normal distribution with a mean of one and a variance of 1/n2, where n $ 50:

 P( cosine similarity(A, A B BT) > cosine similarity(a, b # a * b) ) ! 4% 
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Retrieval clarity degrades at roughly the same rate for both representations as the load on 

a trace increases. The load is the number of associations stored in a single trace.

 Retrieval clarity for storing and retrieving from a trace with two associations:

 b # ((a * b) + (c * d)) = x, cosine similarity(x, a) ! 0.58

 ((A B) + (C D)) BT = X, cosine similarity(X, A) ! 0.58

 Retrieval clarity for storing and retrieving from a trace with three associations:

 b # ((a * b) + (c * d) + (e * f)) = x, cosine similarity(x, a) ! 0.50

 ((A B) + (C D) + (E F)) BT = X, cosine similarity(X, A) ! 0.50

Curiously, we have found that associations made by square matrix multiplication are not 

robust against random noise, whereas associations made by circular convolution are:

 b # ((a * b) + c) = x, cosine similarity(x, a) ! 0.58

 ((A B) + C) BT = X, cosine similarity(X, A) ! 0.07

Whereas adding c to the HRR trace simply increases the load slightly, adding C to the 

trace matrix prevents correct retrieval. Square matrix multiplication's susceptibility to 

random noise may have to do with the somewhat local nature of square matrix 

multiplication associations versus the non-local nature of circular convolution 

associations.
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Square matrix representation versus HRRs
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b # (a * b + c * d)

b # (a * b + c * d + e * f)

b # (a * b + c)

(A B) B'

(A B + C D) B'

(A B + C D + E F) B'

(A B + C) B'

Figure 3.5.1 A comparison of the retrieval clarity of HRRs with square matrix 

representations for n = 5, 10, 50, and 100, and one, two, or three associations stored in a 

trace, or random noise. A, B, C, and D are n x n square matrices of random values, and a, 

b, c, and d are n2 HRR vectors of random values. Results are averaged across 1000 

random vectors or matrices for each n. In the legend, the symbol * represents circular 

convolution, and # is circular correlation. Retrieval clarity is the cosine similarity of a or 

A to the echo that results from the expression in the legend. Performance of the two 

representations is comparable and more or less constant with respect to n. Note, however, 

that the lowest curve (A B + C) BT is far below the analogous b # (a * b + c), 

demonstrating that square matrix representations are highly susceptible to random noise.

1 3

2 4

1 3

2 4

Figure 3.5.2 Incomplete Latin square that describes the outer-product compression that 

corresponds to encoding an association between a pair of 2x2 matrices using square 

matrix multiplication. By concatenating the columns of the 2x2 matrices, we can 

understand encoding as a compression of the 4x4 outer-product of a pair of vectors. Note 

that the matrix is not symmetric, and as a result, describes an operation which is not 

commutative, resulting in distinct D1 (Figure 3.5.3) and D2 (Figure 3.5.4).
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1 3

1 3

2 4

2 4

Figure 3.5.3 Incomplete Latin square that describes D1 for square matrix multiplication, 

decoding for the second item in an association by probing with the first, 

e.g., AT (A B) ! B

1 2

3 4

1 2

3 4

Figure 3.5.4 Incomplete Latin square that describes D2 for square matrix multiplication, 

decoding for the first item in an association by probing with the second, 

e.g., (A B) BT ! A

 Square matrix multiplication is not a full Latin square compression of the outer-

product matrix. Rather, we observe that square matrix multiplication is described by an 

incomplete Latin square, with some cells in the outer-product simply being discarded 

(see Figures 3.5.2, 3.5.3, and 3.5.4). By contrast, every cell of the convolution is a sum 

that contains in it the value of every cell from the items, making the result truly 

holographic or non-local, as all the data is stored in every cell of the convolution. 

Because the square matrix product is defined by an incomplete Latin square, each cell 

contains only a subset of the data, hence it is a somewhat localized representation. We 

conjecture that it is the semi-local nature of the square matrix representation which 
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makes it vulnerable to random noise (as observed in Figure 3.5.1). Furthermore, the 

incomplete nature of the encoding and decoding Latin squares degrades retrieval clarity.

 The way association works is that given the association between two items (a 

trace), and one of those items (the probe), one can perform a matrix operation that 

reproduces a facsimile of the other item, called an echo. Plate (1995) notes that the echo 

that results from decoding using circular correlation can be decomposed as follows:

 b # (a * b) = (b • b) a + w

where # is circular correlation, * is circular convolution, • is dot product, and a, b, w are 

vectors. Vectors a and b are items, and a * b the convolution of those items. Vector w is 

noise. The dot product (b • b) is a positive scalar and thus does not affect the cosine of  

(b • b) a + w and a. The restrictions imposed by Plate (1995) on what kind of vectors can 

be used as items is, in part, to make sure that the noise w is near zero. For example, for 

vectors of dimensionality four:

 

a

b

c

d

e

f

g

h

* =

a e + b h + c g + d f

a f + b e + c h + d g

a g + b f + c e + d h

a h + b g + c f + d e

 

e

f

g

h

a e + b h + c g + d f

a f + b e + c h + d g

a g + b f + c e + d h

a h + b g + c f + d e

# =
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beh+2ceg+def+bef+cfh+dfg+bfg+dgh+bgh+cfh+deh

aef+ceh+2deg+afg+cef+dfh+agh+cfg+aeh+cgh+dfh

2aeg+bef+deh+afh+bfg+def+bgh+dfg+afh+beh+dgh

aeh+2beg+cef+aef+bfh+cfg+afg+cgh+agh+bfh+ceh

a

b

c

d

+(e2 + f 2 + g2 + h2)

The echo can be decomposed into the signal [a, b, c, d], which is the vector we are 

attempting to retrieve, weighted by the dot-product of the probe, [e, f, g, h] • [e, f, g, h] = 

e2 + f 2 + g2 + h2, summed with a vector of noise. If, as Plate (1995) recommends, the 

Euclidean length of the item vectors is one, then the dot-product of the probe will be one. 

If, as Plate (1995) recommends, the values which make up the item vectors are equally 

likely to be positive or negative and randomly distributed, then each element of the 

vector of noise will sum roughly to zero, resulting in a clear echo.

 Imitating Plate’s (1995) trick of decomposing the echo into a signal component and 

a noise component, we find that for square matrix multiplication, the echo can be 

decomposed as:

 A B BT = A' + W

where A, B, A', and W are matrices, A and B are items, and W is noise. A' is a matrix 

where each column is equal to the corresponding column of A weighted by a positive 

scalar. This scalar will be the dot-product of the corresponding column of BT with itself.
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 For example, for 2 x 2 matrices:

 

a b

c d

e f

g h
=

a e + b g a f + b h

c e + d g c f + d h

 

a e + b g a f + b h

c e + d g c f + d h

e g

f h
=

  

(e2 + f 2) a (g2 + h2) b

(e2 + f2) c (g2 + h2) d
+

e b g + f b h g a e + h a f

e d g + f d h g c e + h c f

As can be seen from the example above, if we refer to the items as A and B, then the 

echo decomposes into a signal matrix A', which is similar to A, and a noise matrix W. 

Each column of the signal matrix A' is weighted by a different scalar value. By 

concatenating the columns of a pair of matrices to form a pair of vectors, we can measure 

the cosine similarity of the matrices. The cosine similarity of each individual column of 

the signal matrix A' to the corresponding column in the original item A is one. Yet 

because each column is weighted differently, the overall similarity of the signal matrix A' 

to the original item A is less than one. The differences in how each column is weighted 

produces an additional source of noise, which may explain why using square matrix 

multiplication is slightly noisier than an HRR (see Figure 3.5.1). 
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 In general, using encoding and decoding operations described by an incomplete 

Latin square results in an echo where different parts of the signal component of the echo 

are weighted by different scalars. The reason for this is simple. Any full Latin square 

compression can be decomposed as:

 b ! (a ! b) = (b • b) a + w

where ! is decoding, ! is encoding, • is the dot product, a and b are items, and w is 

noise. In order to factor (b • b) out of the signal portion of the echo, each element i of the 

echo must be a sum which contains the terms bj
2 ai for j = 1 ... n. Just as the echo can be 

understood as a compression of the tensor product of the items a and b, and the probe b, 

the trace a!b can be understood as a compression of the outer-product of a and b. Thus, 

in order for each element i of the echo to contain the terms bj
2 ai for all j, the terms bj ai 

for all i and j must be present in the trace a!b. Thus, an incomplete Latin square 

compression of the outer-product, i.e., a compression of the outer-product a bT that 

leaves out elements bj ai for some i and j, cannot produce an echo which allows (b • b) to 

be factored out of the signal portion of the echo.

 Retrieval clarity may thus be a reason to preferentially use encoding operations that 

are described by a full (rather than partial) Latin square compression of the outer-

product. Though in the case of square matrix multiplication, the resulting decrease in 

retrieval clarity is slight (see Figure 3.5.1). A more compelling reason to choose circular 

convolution and correlation over square matrix multiplication is the difference in time 

complexity, i.e., O(n3/2) v.s. O(n log(n)) for a vector or matrix of n values.
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Chapter 4

Techniques for Using HRRs

 HRR-like representations can only successfully store and retrieve vectors with 

certain statistical properties. In previous research, vectors are randomly generated with 

the necessary properties. We demonstrate that non-random vectors can be transformed so 

that they have the necessary properties. The transformations are achieved by normalizing 

and shuffling the elements of the vectors.

 The ability to store and retrieve non-random vectors widens the potential 

applications of HRR-like representations. However, using non-random vectors also raises 

new challenges. We adapt a technique presented by Kahn (1995, 1998) to meet one of 

these challenges. Using complex numbers, we can assign degrees of importance, or 

attention, to different parts of an item, which is a useful technique when using non-

random items, such as images, where different parts of an item can have different 

meanings.

 We also explore using the delta rule to improve HRR performance, the power of 

HRRs to discover functions, and the limits of the power of HRRs.
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4.0 Chapter Contributions

 In Chapter 4, we demonstrate that if a vector of structured data, such as an image, 

is normalized and shuffled, it can be stored using a structured encoding operation, such 

as circular convolution or square matrix multiplication, and a likeness can be retrieved by 

decoding and unshuffling the echo (Section 4.1). We discusses the utility (Section 4.2) 

and challenges (Section 4.3) of storing and retrieving vectors of structured data in an 

HRR. To meet one of these challenges, we adapt a technique from Kahn (1995, 1998) to 

use with HRRs, illustrating that by using vectors of complex numbers one can distinguish 

similar images by focusing attention on the areas where the images differ (Section 4.4).

 In Section 4.5, we demonstrate that HRR performance can be improved by 

training the HRR using the delta rule, though as Hendra, Gopalan, and Nair (1999) 

observed for another kind of associative memory, the advantage declines as the number 

of associations composed in a trace increases.

 In Section 4.6, we demonstrate that an HRR can discover a linear function, and 

that depending on how the propositions are codified, an HRR can model the XOR 

function.

4.1 Shuffling to Store and Retrieve Structured Data

 By normalizing vectors to have a Euclidean length of one (or a variance of 1/n for a 

vector of dimensionality n) and a mean of zero, and then shuffling the elements, we have 

found that it is possible to store and retrieve vectors of structured data in an HRR or 

square matrix memory.
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 In experimenting with the use of vectors of structured data, we began by taking two 

grey scale images and normalizing them to have a Euclidean length of one and a mean of 

zero, and then concatenating the columns of the image's matrix to form a vector. We 

found that when we convolved the two images together, and then correlated with one of 

the images, the vector produced by the correlation was an unrecognizable smudge (see 

Figure 4.1.1). The image is smudged on retrieval because the structure of the image is 

confounded with the structure of the outer-product compression defined by circular 

convolution (see Section 3.2).

 However, by randomly shuffling the elements of an image like cards in a card deck, 

one can produce a vector what looks like noise to the eye, and works as well as a random 

vector when using a structured compression of the outer-product to encode or decode, as 

when using a square matrix representation or an HRR (see Figure 4.1.2).

 Shuffling is a reversible process. By keeping track of how we shuffled the 

elements, we can unshuffle them afterward. Thus the facsimile produced by correlation 

can be unshuffled to produce an image recognizable to the human eye (see Figure 4.1.2). 

If two images are shuffled in the exact same way, the shuffled versions of the images will 

be as similar to each other as the unshuffled versions of the images. Conversely, if two 

images are shuffled differently, the shuffled versions of the images will have only 

incidental similarity.
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* =

# =

Figure 4.1.1 An image is associated with itself using circular convolution (represented 

with the symbol *) to produce a trace. The image is used again to decode from the trace 

using circular correlation (#) to produce an echo. The echo should ideally resemble the 

original image, but in this case the echo is a smudge, unrecognizable to the eye. The 

cosine between the echo and the original image is 0.50. Performance can be improved 

drastically by shuffling (see Figure 4.1.2).
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shuffle Image

Image Image Trace

Trace EchoImage

Echo
unshuffle

Figure 4.1.2 The elements of the image are shuffled. The shuffled image is then 

associated with itself using circular convolution (*) to produce a trace. The shuffled 

image is used again to decode from the trace using circular correlation (#) to produce an 

echo. The shuffling process is reversed to reveal a remarkably clear reproduction of the 

original image. The cosine between the echo and the original image is 0.82.
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4.2 Applications of HRRs with Structured Data

 The ability to store and retrieve structured vectors with HRRs provides a novel tool 

for more detailed modelling of stimuli in existing models of learning and memory that 

use HRRs. The ability to use structured vectors may be used to enhance or widen the 

versatility of existing models that use HRRs, as well as widening the potential 

applications of HRRs.

 HRRs have mainly seen application as the basis for cognitive models of human 

memory (Metcalfe-Eich, 1982; Murdock, 1983; Rutledge-Taylor & West, 2007). Using 

vectors of random numbers as items has been standard practice in modelling memory 

experiments. Memory experiment paradigms tend to be described and modelled in terms 

of the abstract structure of the experiment, rather than the actual stimuli involved. In 

experiments where the similarities and relationships between the stimuli are important, 

these can, to a degree, be built in by hand using random vectors. Random vectors can be 

combined to produce new vectors. These new vectors will have similarities due to being 

composed from some of the same constituents. In this way, inter-item similarities can be 

created with random vectors, such that the words word and world can be noted to be 

similar as they are both composed (in part) of the random tokens assigned to the letters 

w, o, r, and d.

 However, the confusion that can arise in distinguishing between l and I and 1 (el, 

eye, and one respectively) is the sort of thing that is not easily captured using tokens. The 

difference between using a shuffled image and a vector constructed from random vectors 
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is one of detail. The image captures all details of the stimulus, whereas the constructed 

vector captures only the details the experimenter decided to include. 

 Aspects of a stimulus not modelled by the experimenter’s choice of a randomly 

generated representation can be relevant to the truth of the model. For instance, Johns 

and Jones (2010) have found that a number of established models of word-memory tasks 

accurately model human performance when the words are modelled as random vectors, 

but fail when the words are modelled using semantic representations. Using random 

representations as stimuli is a simplification that may remove from the model details of 

the experiment relevant to our understanding. The ability to store and retrieve vectors of 

structured data could allow HRR-based models of human memory to be used for more 

detailed modelling of experiments, thus enhancing the validity of HRR-based models.

 Limiting HRRs to storing and retrieving random vectors also limits the practicality 

and potential applications of HRRs. Consider a robot that uses a collection of HRR traces 

to store data. If the robot uses random vectors as items, then each possible state of the 

robot’s perceptual system must be somehow assigned a vector of random numbers as a 

token. These vectors of random numbers can then be used to encode new associations or 

decode existing associations. Any echo produced by decoding would be a itself a random 

vector, and thus have to be compared against all of the items to determine the most 

similar item or items in order to gain any meaning. That item or those items would then 

have to somehow be mapped back to a state of the perceptual system. If the perceptual 

system has many states, and each is assigned a unique random vector, then the robot is 

Chapter 4: Techniques for Using HRRs

55



not feasible without a function for mapping from a perceptual state to a random vector, 

and if the vectors are truly random, such a function will not exist.

 Thankfully, shuffled vectors are random enough. Shuffling provides a technique 

that allows real data to be stored in an HRR and the echo to have inherent meaning. The 

hypothetical robot would need only to shuffle a perceptual vector to encode or decode 

with it, and unshuffle an echo in order for the meaning of the echo to be interpreted.

 The use of random vectors as tokens eliminates outright the possibility of directly 

interpreting a retrieved vector, as the vector has no meaning beyond its similarity to the 

set of generated tokens. However, if meaningful, structured vectors can be used, a 

retrieved item could be directly interpreted as, for example, a noisy image, or a staticky 

sound, or perhaps even an action on the part of a game AI. Only storing and retrieving 

randomly generated tokens limits the possible applications of holographic memories.

4.3 Challenges of using Structured Data

 The use of structured vectors, like images, as items in HRR-based models of 

human learning and memory opens up a Pandora's box of difficult problems, or 

interesting challenges, depending on the disposition of the modeller.

 One of these problems is the question of what is the appropriate item vector 

representation of a particular stimulus in a memory experiment. Words are particularly 

difficult. Does the subject remember a list of words as a sequence of printed words, 

spoken words, semantic evocations, or all of the above? The problem with words is that a 

word is so much more than the mere perception of the word.
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 Another issue is alignment. A photograph shifted one pixel over to the right will 

seem to the eye largely unchanged, but to an element-wise comparison, extremely 

different. Words share this problem. In a left-to-right letter by letter comparison, reinvent 

is completely different from inventor.

 A third issue is that non-random items may be very similar to each other. 

Distinguishing similar stimuli becomes a problem when the similar stimuli have very 

different meanings. Written language is particularly a problem, as all words or sentences 

in a language tend to look rather similar (see Figure 4.3). Images of the words cat and cot 

(cosine = .84 in Courier) are more similar to each other than word vectors composed of 

random letter tokens (cosine = .66).

 People who have learned to read English have learned to pay attention to certain 

details and to perceive a greater difference between words such as cat and cot than 

actually exists. When confronted with an unfamiliar language, whether it be written or 

spoken, people have difficulty distinguishing one utterance from another. For me, Arabic 

is an example: mystifying arrangements of tiny dots play a crucial role in distinguishing 

one fluid squiggle from another. While I am not blind to the details of the differences, 

these differences are in no way meaningful to me, and so to me, all written utterances in 

Arabic look more or less the same. We learn what details are important through 

experience. This is something a theory or model of human memory must explain - and 

something that is needed in order to work easily with structured vectors.
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Figure 4.3 The words “cat” and “cot” (printed in Courier) are too similar (cosine = 0.84). 

When attempting to retrieve either cat or cot from a trace that contains cat and cot auto-

associated, the echo retrieved (right) will be composed almost equally of both cat and 

cot.

4.4 Dynamically Localizable Attention, or Scalable Importance

 For items that are random vectors, the similarity between any pair of items will be 

roughly zero, such that when decoding with an item, there will be little interference from 

associations with other items. However, when using non-random vectors as items, the 

similarity between the items is dictated by the content of the items, which can result in a 

great deal of interference when decoding if the items are very similar (see Figure 4.3).

 Kahn's (1995, 1998) work provides a tool for distinguishing similar items. Kahn 

terms his technique “multidimensional holographic associative memory with 

dynamically localizable attention” (Kahn, 1998). Kahn's associative memory is 

holographic in an entirely different sense than Plate's HRRs. Plate uses the word 

holographic to indicate that circular convolution and circular correlation are used to 

encode and decode. By contrast, Kahn uses the more conventional outer-product to 

encode associations as matrices, and the inner-product to decode the associations. Rather, 

Kahn uses the word 'holographic' to indicate that the item vectors and trace matrices are 

complex-valued. The use of complex numbers allow for what Kahn refers to as a 

'dynamically localizable attention'.
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 Complex numbers are commonly represented in the form x + iy, where x is the real 

coefficient and y is the imaginary coefficient. But complex numbers can also be 

represented in polar form, rei!, where r is the magnitude and ! is the angle. Kahn stores 

data in the angles. The magnitude represents the degree to which the corresponding 

datum is attended, or the importance of the information stored in the angle. By the terms 

importance or attention we mean only a number which controls the degree to which the 

corresponding datum will have an impact on the result. One can manipulate the 

magnitudes of each complex number in an item vector as a way of controlling the 

similarity of that item to other items.

 We adapt Kahn's technique of dynamically localizable attention for use with an 

HRR in order to provide a tool for modellers working with HRRs that use images, or 

other kinds of structure data, as items. In what follows we illustrate that Kahn’s technique 

can be used with an HRR to solve the cat-cot problem described in the previous section 

(see Figures 4.3 and 4.4), then proceed to go into the details of how this technique is 

applied to an HRR.

 An HRR which stores and retrieves vectors of complex numbers of the form 

described by Kahn can be used to manipulate the similarity of a probe to items associated 

in a trace. Given a trace that contains images of the word cat and the letter o, each 

associated with itself, i.e., (cat * cat + o * o), the probe a is equally similar to cat and o, 

and as a result the echo will be equal parts a mix of both cat and o (see Figure 4.4). If we 

want the echo to resemble cat rather than o we can apply a mask to the probe a that 

focuses attention on the letter in the centre of the image by setting the magnitudes 
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elsewhere in the probe to zero. Mathematically, a mask is simply a vector of numbers 

from 0 to 1, and applying the mask to the probe is element-wise multiplication, e.g., 

(mask # a) # (cat * cat + o * o). While applying a tightly focused mask on the probe a 

increases the noisiness of the echo, it also decreases the similarity of a to o considerably, 

such that the resultant echo much more strongly resembles cat (see Figure 4.3).
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Mask Probe Echo cosine similarities

None 

(using real vectors)

.71 cat

.42 o

None 

(using real vectors)

.55 cat

.55 o

.58 cat

.48 o

.59 cat

.46 o

.55 cat

.37 o

.46 cat

.24 o

Figure 4.4 Given the trace (cat * cat) + (o * o), using real vectors, probing with a 

produces an echo equally similar to both cat and o. We find that using complex vectors 

one can apply masks to the probe in order to produce an echo considerably more similar 

to cat than o.
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 Adapting Kahn’s technique for use with HRRs is simple. As with real item vectors, 

in complex item vectors it is important for the probability of the real and imaginary 

values to be equally likely to be positive or negative to ensure that the noise terms cancel 

out. To achieve this, angles should be chosen such that the probability of an angle falling 

into each of the four quadrants is roughly the same.

 When using this technique one extra step needs to be added to the usual procedure 

of encoding and decoding: taking the complex conjugate. For a complex number             

x = x1 + i x2, its complex conjugate is x* = x1 - i x2. One approach is to encode 

associations as usual, but when decoding, use the complex conjugate of the probe. For 

example, for the items a and b, which are both vectors of complex numbers:

 b* # (a * b) ! a

Alternatively, one can take the complex conjugate of either the first or the second item 

when encoding, and then decode with the probe as usual:

 b # (a* * b) ! a

 b # (a * b*) ! a

Failure to take the complex conjugate, or conversely, taking the complex conjugate 

twice, may result in a negative image.

 To understand why taking the complex conjugate is necessary, consider what 

occurs when correlating a vector b with itself, b # b. Circular convolution has an identity 

vector, ! = [1, 0, 0, 0, ... ]. That is to say, the first entry of the identity vector is a one, and 

all other entries are zero. For any vector a, a * ! = a. Circular correlation is the 

approximate inverse of circular convolution because for any real vector b, b # b ! ! such 
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that b # b * a ! ! * a = a. That is, correlation decodes convolution because any real 

vector correlated with itself is approximately the identity vector for convolution. 

However, any imaginary vector correlated with itself is approximately the negative 

identity vector: ib # ib ! -!, but, -ib # ib ! !. As a complex vector has both a real and 

imaginary part, a complex vector correlated with itself may approximate the identity 

vector, or its negation, depending. By correlating a complex vector with its complex 

conjugate, we can ensure that the result will approximate the identity vector, !.

 We feel that is worth noting, due to the difficulties it caused, that in adapting 

Kahn’s technique to use with HRRs we encountered a discrepancy between the results 

produced by circular convolution calculated as element-wise multiplication in the Fourier 

domain, and circular convolution calculated as a compression of the outer-product. While 

these two techniques are mathematically equivalent, a discrepancy between their results 

will arise in MATLAB when using complex numbers. In some programming languages 

such as MATLAB, the transpose function is in fact, the conjugate transpose, i.e., the 

complex conjugate of the transpose. If MATLAB’s default transpose function, i.e., the 

conjugate transpose, is used to calculate the outer-product, then the complex conjugate of 

either the first or second item will be taken automatically when encoding. Thus, 

depending on the implementation of the programming language's transpose function, one 

may not need to explicitly take the complex conjugate when encoding and decoding 

using circular convolution calculated as the compressed outer-product.
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4.5 Training HRRs

 Retrieval from an HRR is noisy. Even with only a single association stored in a 

trace, the similarity between the echo and the original item is typically about 0.7 (see 

Figure 3.5.1). However, retrieval clarity can be increased for lightly-loaded HRR traces 

by iterative application of the delta rule.

 Kahn (1995) adapts the delta rule (see Section 2.1) to the task of training Kahn’s 

associative memories. Normally, in an associative memory, one simply encodes the 

desired association between an input and output and adds the resulting trace to memory. 

This has the advantage of being quick to compute, in contrast to networks that must be 

trained. Applying the delta rule, however, has the advantage of decreased error, 

especially when the number of associations stored in memory is relatively low (Hendra et 

al., 1999). Using the delta rule one iteratively adds to memory an association between the 

input and the error. The error is calculated as the difference between the desired output 

and the echo produced by decoding from memory with the input.

 We demonstrate that this technique can be applied to HRRs. If m is the memory 

vector, a is the input item vector, b is the output item vector, and " is the learning rate, 

which is a constant between 0 and 1, * is circular convolution, and # is circular 

correlation, then the learning rule is:

 m % m + " (a * (b - a # m))

We initialize memory to the sum of the input-output associations, and then apply the 

delta rule to train memory to optimize retrieval of each output item given the 

corresponding input item. 
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 The effects of applying the delta rule are not symmetrical: improving the ability of 

a trace to retrieve a facsimile of b given the input a has a negative effect on the ability of 

the trace to do the reverse, retrieve a facsimile of a given b (see Figure 4.4). However, 

we can train symmetrically by alternating which of a pair a and b we treat as input, and 

which we treat as output. Given an input item a, the mean similarity of the echo to b for a 

symmetrically trained HRR is lower than for an asymmetrically trained HRR, however, 

retrieval clarity is still higher than for an untrained HRR (see Figure 4.5), and a 

symmetrically trained HRR is effectively storing double the associations of an 

asymmetrically trained HRR.

 Hendra et al. (1999) found that for Kahn's associative memories, the advantage of 

training decreases as the load on memory, or number of associations stored, increases. 

Through experimentation we find that the same result holds for HRRs, with the 

advantage for training becoming negligible at about seven associations composed in the 

trace (see Figure 4.5).

Chapter 4: Techniques for Using HRRs

65



Retrieval clarity in trained versus untrained HRR traces
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Figure 4.5 The untrained HRR trace is the sum of one to seven convolutions of pairs of 

random vectors. The symmetrically and asymmetrically trained HRRs are each the result 

of applying the delta rule to the untrained HRR for all associations for 1000 iterations, at 

a learning rate of 0.1. The symmetrically trained HRR is trained for each associated pair 

of items a and b to retrieve b given a, and a given b. The asymmetrically trained HRR is 

trained only to retrieve b given a, and thus performs poorly at retrieving a given b. 

Results are shown for vectors of dimensionality 100 and are averaged across 100 runs.

 An HRR trace produced through training using the delta rule can, like any other 

HRR trace, be treated both as an item and as a trace, and thus can itself be associated 

with other items or traces. Likewise, the items used in training an HRR trace can 

themselves be traces, produced with or without training. In short, training an HRR 

sacrifices time and simplicity for greater retrieval clarity, but does not change the HRR’s 

power as a reduced representation.
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 Our demonstration here is intended as little more than a proof-of-concept that 

training algorithms can be used with an HRR. Though we do not explore it here, other 

training algorithms, such as back-propagation, could also be used with an HRR. 

 The back-propagation algorithm is an implementation of the delta rule for two-

layer neural networks. Adapting the back-propagation algorithm to use with an HRR 

would only be slightly more complicated than the simple form of the delta rule 

demonstrated here. We would use two HRR traces for the two layers of the network. We 

could initialize the traces to random values, which is how the layers in the neural network 

version of the algorithm are initialized. We could also attempt to speed up training by 

initializing the first trace to the sum of convolutions of the input vectors with random 

vectors, and the second trace to the sum of convolutions of those random vectors with the 

output vectors, thereby creating an indirect mapping between input and output mediated 

by randomly chosen intermediaries, though this could prove counter-productive. We 

would also need to apply a non-linear activation function f with inverse f -1 such that 

whenever we encode, we apply the inverse function to the second parameter, and 

whenever we decode, we apply the function to the echo:

 a * f -1(b) = m

 f (a # m) = e ! b

Activation functions add crucial nonlinearity to a system, allowing for the gains in 

function discovery power that characterize multi-layer networks. Adding activation 

functions can also help decrease the noisiness of retrieval (Willshaw, 1981).
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4.6 Function discovery

 Insofar as a memory is a structure for the storage and retrieval of items, an HRR is 

far from an optimal memory system. Given one item of an associated pair, an HRR does 

not retrieve the other item, but an echo that resembles the other item of the pair to a 

greater or lesser extent depending on what else is stored in memory. If our goal was the 

exact retrieval of a stored item, a table of items would suffice. Given the probe, we could 

compare each item in the table to the probe. Once we found the item with the highest 

cosine similarity, we could then retrieve that item, and we would have an auto-

associative memory with exact item retrieval. Alternatively, the table could contain a 

pointer to the most similar stored item’s associated pair, which we could then retrieve, 

giving us a hetero-associative memory with exact item retrieval. Admittedly, checking 

each item in a table can be slow if there is a large number of items stored in the table, 

whereas the time to decode from a trace using convolution is constant with respect to the 

number of associations stored in the trace. However, storing even a small number of 

associations in an HRR trace markedly degrades retrieval clarity (see Figure 4.5). As a 

technique for storing and retrieving items, an HRR is a strange choice.

 HRRs are interesting not by virtue of a power to accurately retrieve an item, but by 

virtue of their power to inaccurately retrieve an item. As a lossy, compressed 

representation of a set of associations, an HRR trace is a generalization. By storing all the 

associations between a word and other words from a large sample of the language, an 

HRR trace can be used to represent the meaning of that word (Jones & Mewhort, 2007). 

By storing all of an individual’s movie ratings, an HRR trace can be used to represent 
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that individual’s movie preferences, and be used to predict how they will rate movies 

they have not yet seen (Rutledge-Taylor et al., 2008). The inaccuracy of retrieval from an 

HRR can be used to model the behaviour of human memory (Metcalfe-Eich, 1982; 

Murdock, 1983). HHRs are interesting by virtue of their power not just to act as a 

memory, but as a mechanism for discovering the underlying function that succinctly 

describes the stored data.

 Admittedly, a table of items can do all these things too: A memory system that 

stores all of the items perfectly can be made to produce generalization effects. For 

example, the MINERVA model of human memory (Hintzman, 1986) is a table of items 

that, upon retrieval, produces an echo by adding the item vectors together, weighted by a 

measure of their similarity to the probe. However, when the number of items and 

associations becomes very large, such as in BEAGLE (Jones & Mewhort, 2007; see 

Section 2.7.1), a table of all the data becomes an unwieldy representation, and slow to 

compute. An HRR is a very compact representation, and though information is lost as a 

result, an HRR is able to characterize and generalize patterns in the stored data.

 An HRR can be used to discover a linear function. If an input and output have been 

convolved and added to an HRR trace, the HRR produces an approximation to that 

output given that input. Given a set of inputs and outputs produced by an unknown linear 

function, the HRR trace composed of the sum of the inputs and outputs convolved will 

approximate that unknown function.

 For example, given random vectors as input, and the same vectors but with their 

elements reversed as output, an HRR trace composed of those random vectors convolved 
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with their reverse approximates the reversing function. We demonstrate this using the 

grey-scale image shown in Figure 4.6. The image in matrix form can be transformed into 

a vector by concatenating the columns. Probing the trace that approximates the reversing 

function with this image will produce an echo that approximates a 180˚ rotation of the 

image. Given a set of random vectors {b1, b2, b3, ...} and the corresponding set of 

reversed vectors {p1, p2, p3 ...} we can create a trace such that:

 image # (b1*p1 + b2*p2 + b3*p3 ... ) ! 180˚ rotation of the image

The larger the number of associations summed together in the trace, the better the 

approximation of the echo to the 180˚ rotation of the image. Figure 4.6 shows, from left 

to right, the original image, the echo decoded from the trace (b1*p1), and the echo 

decoded from the trace (b1*p1 + b2*p2 + ... + b10*p10).

Figure 4.6 From left to right: the original image, the echo the image decodes from the 

trace of a single random vector associated with its reverse, and the echo decoded by the 

image from a trace composed of ten such associations.

 However, an HRR cannot provide a good approximation to all functions. In power, 

an HRR is similar to an artificial neural network with one layer of connections. An HRR 

can only provide a good approximation to functions with a linear relationship between 

input and output. Minsky and Papert famously demonstrated that a simple one-layer 
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network could not learn the exclusive disjunction (XOR) logical function. As we 

demonstrate here, an HRR either succeeds or fails to model the XOR function depending 

on how the problem is formulated. Given the item vectors a, ¬a, b, ¬b, t and f, 

representing “a is true”, “a is not true”, “b is true”, “b is not true”, “a xor b is true” and 

“a xor b is false” respectively, we can convolve the desired inputs and outputs and sum 

them together to form the trace:

 (a + b)*f + (a + ¬b)*t + (¬a + b)*t + (¬a + ¬b)*f

 = (a*f + b*f + a*t + ¬b*t + ¬a*t + b*t + ¬a*f + ¬b*f)

 

And given the probe, (a + b), the echo will be:

 (a+b) # (a*f + b*f + a*t + ¬b*t + ¬a*t + b*t + ¬a*f + ¬b*f)

 =  a#a*f + a#b*f + a#a*t + a#¬b*t + a#¬a*t + a#b*t + a#¬a*f + a#¬b*f 

 + b#a*f + b#b*f + b#a*t + b#¬b*t + b#¬a*t + b#b*t + b#¬a*f + b#¬b*f

 = a#a*f + a#a*t + b#b*f + b#b*t + noise

 = f + t + f + t + noise

 = 2f + 2t + noise

The echo will be roughly equally similar to both t, “a xor b is true”, and f, “a xor b is 

false”, for any of the possible probes (a + b), (¬a + ¬b), (a + ¬b) and (¬a+ b). Because 

each possible probe for the XOR function is half-way similar to two other possible 

probes with opposite truth values, the correct answer is perfectly balanced by two half-

strength wrong answers.
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 In spite of this demonstration, an HRR can model XOR by making use of the 

power of reduced representations. The trick is to convolve (that is, associate) rather than 

add together the pairs of item vectors that describe the two parameters of XOR. If we 

represent “a and b are true” as a * b, and “a is false and b is false” as ¬a * ¬b, and so on, 

we can convolve the desired inputs and outputs and sum them together to form the trace:

 (a * b)*f + (a * ¬b)*t + (¬a * b)*t + (¬a * ¬b)*f 

 = a*b*f + a*¬b*t + ¬a*b*t + ¬a*¬b*f

And given the probe, (a*b) “a and b are both true”, the echo will be:

 (a*b) # (a*b*f + a*¬b*t + ¬a*b*t + ¬a*¬b*f)

 = (a*b)#(a*b*f) + (a*b)#(a*¬b*t) + (a*b)#(¬a*b*t) + (a*b)#(¬a*¬b*f)

 = (a*b)#(a*b*f) + noise

 = f + noise

The echo is unambiguously similar to f, or “a xor b is false”, and not at all similar to the 

opposite, t, or “a xor b is true”. Utilizing the power of reduced representations to form 

chains of associations, in this case, triplets of associated items, allows an HRR to go 

beyond the normal limits of what is possible for a single-layer network.

 A non-linear, two-layer neural network can model XOR given the former 

formulation, where the parameter pairs are summed together rather than convolved. One 

would presume that likewise a non-linear multi-trace HRR could model XOR regardless 

of how it is formulated, but we leave that as a matter for future investigation.
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Chapter 5

Summary and Conclusions

 Somehow our brains store all of our knowledge in a way that allows us to quickly 

recall one thing given another (such as a the pronunciation of a word given its 

appearance on a page) to store and recall information with complex structure (such as 

this sentence) to generalize and summarize and forget the details (what was the first word 

on the previous page?). Human memory is stored in a manner that is lossy, noisy, 

content-addressable, and encourages remembering generalities rather than specifics, 

functions rather than instances. Holographic reduced representations are a knowledge 

representation scheme that share traits in common with human memory, and hence have 

been used as models of human memory.

 Intrigued by HRRs as an approach to knowledge representation, our goal has 

been to advance both the theory of HRRs and HRR techniques. We have analyzed 

encoding and decoding in HRRs in terms of Latin squares, and we have explored training 

HRRs, using HRRs to discover functions, and using HRRs to store and retrieve images. 

This last, in particular, has the potential to enhance HRR-based cognitive models, and 

opens HRRs to new potential applications, such as modelling human perception, and 

perhaps as a scheme for knowledge representation in AI.
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5.1 Contributions

 In Chapter 3, we present a framework for understanding and analyzing encoding 

and decoding HRR-like reduced representations in terms of Latin squares. We reframe in 

terms of Latin squares Plate’s (1994) observation regarding the relationship between the 

outer-product of a pair of vectors and an efficient reduced representation of those two 

vectors (Section 3.1). We also define decoding in terms of Latin squares and define the 

relationship between the encoding Latin square and the decoding Latin squares.

 We identify the fact that properties of an encoding operation are determined by 

the properties of the encoding Latin square. We observe that if the encoding Latin square 

is symmetrical, then the encoding operation is commutative (Section 3.1). We also 

observe that if the encoding Latin square is highly structured, then the encoding 

operation cannot store and retrieve structured data (Section 3.2), whereas if the encoding 

Latin square is highly unstructured, the encoding operation can store and retrieve 

structured data (Sections 3.3). We observe that an incomplete Latin square defines a 

noisier encoding operation than a complete Latin square, and explain why this is the case 

(Section 3.5). 

 In Section 3.4, we note that shuffling (i.e., random permutation) and unshuffling 

(i.e., the reverse permutation) can be understood as unary encoding and decoding 

operations defined by a random encoding Latin square and a corresponding decoding 

Latin square. 

 In Section 3.5, we observe that square matrix multiplication can be understood as 

an encoding operation described by an incomplete, asymmetric Latin square, and thus 
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defines an encoding operation that is non-commutative and somewhat less effective than 

circular convolution. We present and analyze the results of a comparison of the 

performance of square matrix multiplication versus circular convolution.

 In Chapter 4, we demonstrate that if a vector of structured data, such as an image, 

is normalized and shuffled, it can be stored using a structured encoding operation, such 

as circular convolution or square matrix multiplication, and a likeness can be retrieved by 

decoding and unshuffling the echo (Section 4.1). We discusses the utility (Section 4.2) 

and challenges (Section 4.3) of storing and retrieving vectors of structured data in an 

HRR. To meet one of these challenges, we adapt a technique from Kahn (1995, 1998) to 

use with HRRs, illustrating that by using vectors of complex numbers one can distinguish 

similar images by focusing attention on the areas where the images differ (Section 4.4).

 In Section 4.5, we demonstrate that HRR performance can be improved by 

training the HRR using the delta rule, though as Hendra et al. (1999) observed for 

another kind of associative memory, the advantage declines as the number of associations 

composed in a trace increases.

 In Section 4.6, we demonstrate that an HRR can discover a linear function, and 

that depending on how the propositions are codified, an HRR can model the XOR 

function.
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5.2 Future Work

 We pose here a couple of further suggestions for research with HRRs: adapting 

the back-propagation algorithm, non-linear HRRs, and the question of whether there is a 

faster encoding algorithm than circular convolution. However, the greatest potential for 

future work lies in exploring new applications of HRRs, as well as advancing existing 

applications.

 While we discuss the possibility, we do not adapt the back-propagation algorithm 

to use with an HRR. An HRR variant of back-propagation would involve training a pair 

of HRR traces to, in concert, produce a desired output item given an input item. 

Compared to back-propagation with an artificial neural network, HRR back-propagation 

would be much noisier. Using an HRR to do back-propagation would only be practical if 

one wanted to be able to treat the trained pair of traces as items themselves, to be 

associated or composed with other items or traces.

 Implementing back-propagation in an HRR would involve adding nonlinearity to 

HRRs in the form of non-linear activation functions, which may be a worthwhile 

experiment in itself. As discussed in Willshaw (1981), if the item vectors of an 

associative memory are restricted to +1 and -1 (i.e., black and white images) an 

activation function can be used to push values in the echo to either +1 or -1, resulting in a 

system with clearer retrieval than a memory without a non-linear activation function.

 When computing a large number of associations, the speed of the encoding 

operation becomes an issue. One question for future research is whether there is a Latin-

square compression of the outer-product that is faster to compute than circular 
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convolution. In this thesis, we have investigated square matrix multiplication as an 

alternative to circular convolution. Square matrix multiplication is a partial Latin square 

compression, and thus slightly noisier than circular convolution. Square matrix 

multiplication is also slightly slower than circular convolution, at O(n3/2) v.s. O(n log(n)) 

for a vector or matrix of n values. Is there a Latin square compression than can be 

computed faster than O(n log(n))? Shuffling can be computed in O(n) and can be 

understood as a Latin square compression and a unary encoding operation (see Section 

3.4). While shuffling and unshuffling have been used as an alternative to circular 

convolution and correlation (Sahlgren et al., 2008), as a unary encoding operation, 

shuffling cannot associate items with each other, and thus lacks the representational 

power of circular convolution. The real question is whether there is a binary encoding 

operation that is faster to compute than circular convolution, or if O(n log n) is provably 

the best.

 Most of the work to be done with HRRs is to expand upon their applications. 

While in all prior work with HRRs, vectors of random numbers have been used as items, 

in this thesis we have demonstrated that structured vectors, such as images, can be 

shuffled to resemble vectors of random numbers, and thus used as items (see Section 

4.1). We have also presented an adaptation of a technique by Kahn (1995, 1998) that 

provides a tool for assigning degrees of attention, which allows one to manipulate the 

similarity of structured items to one another (see Section 4.4). While working with 

structured items is not as convenient as working with random vectors, the ability to work 
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with images and the like make HRRs a more practical knowledge representation scheme 

for AI.

 For cognitive modelling, the ability to use structured items allows for more 

detailed modelling of experimental stimuli, and forces modellers to address questions of 

how we perceive and attend. As Johns and Jones (2010) conclude, the task for the future 

is to integrate cognitive models with structured representations of stimuli to achieve a 

greater understanding of how they work together to produce human behaviour. And as 

Willshaw (1981) notes, modelling neurological patterns as strings of random digits, 

which have no inherent logic or meaning, hampers us from designing systems that can 

acquire properties beyond those of a simple memorizing device.
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