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Abstract
The dependability of an Intrusion Detection System (IDS) relies on two factors: ability to detect intrusions and survivability in hostile environments. Machine learningbased anomaly detection approaches are gaining increasing attention in the network
intrusion detection community because of their intrinsic ability to discover novel attacks. This ability has become critical since the number of new attacks has kept
growing in recent years. However, most of today’s anomaly-based IDSs generate high
false positive rates and miss many attacks because of a deficiency in their ability to
discriminate attacks from legitimate behaviors. These unreliable results damage the
dependability of IDSs. In addition, even if the detection method is sound and effective, the IDS might still be unable to deliver detection service when under attack.
With the increasing importance of the IDS, some attackers attempt to disable the
IDS before they launch a thorough attack.
In this thesis, we propose a Dependable Network Intrusion Detection System
(DNIDS) based on the Combined Strangeness and Isolation measure K-Nearest Neighbor (CSI-KNN) algorithm. The DNIDS can effectively detect network intrusions
while providing continued service even under attacks. The intrusion detection algorithm analyzes different characteristics of network data by employing two measures:

i

strangeness and isolation. Based on these measures, a correlation unit raises intrusion alerts with associated confidence estimates. In the DNIDS, multiple CSI-KNN
classifiers work in parallel to deal with different types of network traffic. An intrusiontolerant mechanism monitors the classifiers and the hosts on which the classifiers reside and enables the IDS to survive component failure due to intrusions. As soon as
a failed IDS component is discovered, a copy of the component is installed to replace
it and the detection service continues.
We evaluate our detection approach over the KDD’99 benchmark dataset. The
experimental results show that the performance of our approach is better than the best
result of the KDD’99 contest winner. In addition, the intrusion alerts generated by
our algorithm provide graded confidence that offers some insight into the reliability
of the intrusion detection. To verify the survivability of the DNIDS, we test the
prototype in simulated attack scenarios. In addition, we evaluate the performance
of the intrusion-tolerant mechanism and analyze the system reliability. The results
demonstrate that the mechanism can effectively tolerate intrusions and achieve high
dependability.
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Chapter 1
Introduction
1.1

Motivation

In the past two decades, networks have experienced tremendous growth that has sped
up a shift in computing environments from centralized computer systems to network
information systems. A large volume of valuable information such as personal profiles
and credit card information is distributed and transferred through networks. Hence,
network security has become more important than ever. However, given open and
complex interconnected network systems, it is difficult to establish a secure networking environment. Intruders endanger system security by crashing services, changing
critical data, and stealing important information.
Intrusion detection systems (IDSs) are designed to discover malicious activities
that attempt to compromise the confidentiality, integrity and assurance of computer
systems [48]. Unlike a firewall that filters “bad” traffic, an IDS analyzes packets to
detect malicious attack attempts. Based on the report of the CSI/FBI computer
crime and security survey in 2006 [20], the IDS has become the fifth most widely used
1
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security technology. Undoubtedly, intrusion detection systems have become critical
components in network security.
In accordance with the increasing reliance on IDSs, users justifiably demand trustworthiness of the application. Basically, a dependable IDS should continuously provide correct service [2]. Therefore, two factors need to be considered to ensure IDS
dependability. First, the IDS should deliver reliable detection results. The detection
method should be effective in discovering intrusions since poor detection performance
ruins the trustworthiness of the IDS. Second, the IDS should be able to survive in
hostile environments or even under attack [67].
However, it is challenging for IDSs to maintain high detection accuracy. An IDS
that uses attack signatures to detect intrusions cannot discover novel attacks. As the
number of new intrusions increases, these IDSs are becoming incapable of protecting
computers and applications. Therefore, a detection approach that is able to discover
new attacks is necessary for building reliable IDSs.
Machine learning-based detection methods provide insights for identifying novel
attacks. Machine learning is the ability of a machine that automatically improves
its performance through learning from experience [46]. This learning ability enables
machine learning techniques to make predictions for unknown and previously unseen
examples. In the intrusion detection field, machine learning techniques demonstrate
their strength by detecting unseen attacks. Generally, supervised machine learning
methods are first trained to generate rules and patterns that capture characteristics
of the training set. Then the rules and patterns are applied to identifying intrusions in test data. Many IDSs [41][59][64][12] employ machine learning techniques
to study normal computer activities and identify anomalous behaviors that deviate
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from the normal as intrusions. Although these anomaly-based IDSs are able to detect
novel attacks, most of them suffer from a high error rate due to a deficiency in their
discrimination ability. Since these detection approaches can only distinguish anomalous attacks, they miss many attacks that are not significantly different from normal
behaviors.
In addition, the security of the IDS itself is challenged by malicious users. IDSs
may have security weaknesses resulting from flawed design assumptions and be vulnerable to intrusions. Attackers can crash an IDS through exploiting these vulnerabilities. With its increasing importance in network security, an IDS may become a
primary target of attacks [44], as experienced attackers tend to first disable the IDS
in order to conceal their subsequent behaviors. Therefore, it is necessary to ensure
continuity of IDS service. However, as a newly emerging field, IDS dependability is
not addressed adequately. Some papers [58][69][60] discuss the issue of establishing
mechanisms to respond to attacks. However, the mechanisms proposed by those papers are isolated from the IDS infrastructure. The effectiveness and performance of
the mechanisms are not rigorously evaluated across IDSs.

1.2

Overview

In this thesis, we present a Dependable Network Intrusion Detection System (DNIDS)
that is able to detect intrusions with high dependability. To address the aforementioned issues, the DNIDS employs a machine learning-based anomaly detection
method and an intrusion-tolerant mechanism. The detection method utilizes two
detection measures and attains high accuracy in intrusion detection. The intrusion
tolerant mechanism enables the DNIDS to deliver detection services even in the face
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of the failure of the IDS components due to attacks. The DNIDS seamlessly integrates
the intrusion-tolerant mechanism with the IDS framework and achieves high system
dependability.
Accuracy is an important index used to evaluate an intrusion detection approach.
For machine learning-based detection methods, building the profiles (models) that
reflect the essential properties of monitored objects is a key factor in success. The
DNIDS employs a detection method that profiles network traffic by using two measures: strangeness and isolation. The two measures represent the characteristics of
the training data in different ways and together provide a better description of the
traffic data than either alone.
Our method, called the Combined Strangeness and Isolation K-Nearest Neighbor
(CSI-KNN) algorithm, is adapted from the Transductive Confidence Machines KNearest Neighbor (TCM-KNN) algorithm [54]. The TCM-KNN algorithm classifies
an unknown example by analyzing the probability of the example belonging to each
of the predefined classes. The metric called strangeness is adopted for intrusion
detection and used to measure whether the unknown behavior is more similar to
known normal behaviors or abnormal behaviors. The TCM-KNN algorithm is also
applied to identify outliers [4] by measuring the unlikelihood of the tested point
belonging to the known classes. An outlier is an observation lying outside the overall
pattern of a distribution [47]. Since some intrusions share the attribute of being
outliers, the outlier detection method that is modified from TCM-KNN is also applied
to intrusion detection. The distance of a query point from the normal data, which is
called the isolation measure in this thesis, is employed in the CSI-KNN algorithm to
detect anomalous intrusions.
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Because the CSI-KNN algorithm uses the two measures, it can cover more attack
scenarios than traditional anomaly detection that is designed to detect only anomalies.
Using the strangeness measure, our algorithm can discover the attacks even if they
do not significantly deviate from normal data. Moreover, our method offers a graded
confidence that provides reliability estimates for intrusion alerts. As a result, the CSIKNN algorithm using the strangeness and isolation measures can provide accurate
detection results with reliability estimations.
The intrusion-tolerant mechanism is built over the CSI-KNN-based network intrusion detection system (NIDS) and seamlessly integrated with the NIDS framework. The NIDS employs multiple CSI-KNN service-based classifiers. Each classifier
processes a specific network service such as http. Because the classifiers work independently, they can be distributed across different machines in the same network
segment. Each machine has one or more classifiers. Based on this infrastructure, an
intrusion-tolerant mechanism is developed to maintain NIDS reliability even in the
component failure because of attacks. The classifiers that perform intrusion detection
tasks are guaranteed to provide continuous detection service through redundancy.
The intrusion-tolerant mechanism employs mobile agents to check the status of
the monitored components and execute recovery tasks. Mobile agents are software
programs that move to different hosts and perform tasks. A manager process works
with the mobile agents to achieve intrusion tolerance. The process generates two
different mobile agents and dispatches them to execute tasks. One mobile agent checks
the status of the classifiers and hosts using encoded rules. When it detects a failed
component, the agent raises a security alert and reports to the manager process. The
manager process uses its resource knowledge of the DNIDS and sends another agent
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to execute a recovery task. A new classifier is built on a “good” machine to replace the
failed one. Since the intrusion-tolerant mechanism uses dynamic redundancy which
requires that only one copy of each component works at a time, it consumes less
storage and processing resources than static redundancy. Moreover, the mechanism
restores the failed classifier on peer hosts where classifiers are working for detecting
other services. Thus, the intrusion-tolerant mechanism requires no additional backup
machines for recovery.
We evaluate our detection approach using the KDD’99 benchmark dataset [10],
and compare our detection results to the best results of the KDD’99 contest [13].
We also compare our results with some more recent results [24] and demonstrate
the advantages of using the two measures through experiments. The results show
that the two measures combined can detect more attacks than either individually.
In addition, the accuracy of the graded confidence shows that this metric provides a
reliable index for the likelihood of correctly predicting an intrusion. The intrusiontolerant mechanism is verified through simulated attacks and some performance of
the intrusion-tolerant mechanism is presented. Finally, we evaluate the reliability of
the DNIDS using a formal analysis model.

1.3

Contributions

The main contribution of this thesis is a novel Dependable Network Intrusion Detection System (DNIDS) that employs a combined measure for intrusion detection and
an intrusion-tolerant mechanism. The two parts are seamlessly integrated to realize a
high system dependability. The major contributions of this work are listed as follows:
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1. The thesis proposes a novel intrusion detection method using the CSI-KNN algorithm. The CSI-KNN algorithm uses the strangeness measure of the TCM-KNN
algorithm and enhances it for intrusion detection, pairing it with an isolation
metric to further improve detection performance. In addition, the algorithm
provides a graded confidence score for each intrusion alert.
2. The thesis also proposes an intrusion-tolerant mechanism to enable the CSIKNN-based NIDS to tolerate component failure due to attacks. This mechanism
can automatically restore failed components and enables the NIDS to provide
uninterrupted intrusion detection services.
3. The CSI-KNN detection approach and the intrusion-tolerant mechanism are
implemented and some of their performances are evaluated.

1.4

Organization of the Thesis

Thus far, we have provided the motivation, overview, and contribution of this work.
The rest of the thesis is organized as follows.
Chapter 2 provides background information and highlights the research relevant
to this thesis. Intrusion detection and two major detection approaches are explained.
We also describe the KNN algorithm and KNN-based IDSs, and more specifically the
TCM-KNN algorithm and work related to it. The concept of intrusion tolerance and
some intrusion-tolerant IDS research are also discussed in this chapter.
Chapter 3 presents the CSI-KNN-based NIDS framework, explains the CSI-KNN
algorithm, and describes the experiments and results.
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Chapter 4 provides an overview of the intrusion-tolerant framework and the architecture of the DNIDS. Intrusion tolerance tasks are presented using examples from
experiments and some of the performance of the intrusion-tolerant mechanism is evaluated.
Finally, in Chapter 5, we summarize this work, discuss its limitations, and present
future work that springs from this thesis.

Chapter 2
Background and Related Work
This chapter presents background information and related work for this thesis. It begins with an introduction to intrusion detection systems (IDSs) followed by a description of two major intrusion detection approaches. Then, it describes the K-Nearest
Neighbor (KNN) algorithm and presents a comparative study of KNN-based IDSs.
The chapter also provides a description of the TCM-KNN algorithm along with a
number of applications. Finally, the chapter outlines intrusion-tolerant systems and
reviews a number of intrusion-tolerant IDSs.

2.1

Intrusion Detection System

Intrusion Detection Systems (IDSs) are proposed to improve computer security because it is not feasible to build completely secure systems [63]. In particular, IDSs
are used to identify, assess, and report unauthorized or unapproved network activities
so that appropriate actions may be taken to prevent any future damage [14]. Based
on the information sources that they use, IDSs can be categorized into two classes:
9
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network-based and host-based. Network intrusion detection systems (NIDSs) analyze
network packets captured from a network segment, while host-based intrusion detection systems (HIDSs) such as IDES [43] examine audit trails or system calls generated
by individual hosts.
NIDSs use software programs called sensors to collect network packets. Because
raw packets cannot be used directly for detection, many sensors have preprocessing
units that transform the packets into a useful format. For example, MADAM ID
[35] employs a preprocessor to transform binary tcpdump data into connections that
contain context information of network sessions. As the volume of network traffic
increases, many NIDSs employ multiple sensors and distributed computing to improve
their processing capability. NIDSs can also detect IP-based attacks such as denialof-service attacks which involve multiple computers. A host-based IDS has difficulty
detecting these attacks since it monitors only information gathered from the computer
system. NIDS is gaining popularity since more and more systems are built over
networks.
IDSs can also be categorized according to the detection approaches they use.
Basically, there are two detection methods: misuse detection and anomaly detection.
The major difference between the two methods is that misuse detection identifies
intrusions based on features of known attacks while anomaly detection analyzes the
properties of normal behavior. IDSs that employ both detection methods are called
hybrid detection-based IDSs. Examples of hybrid detection-based IDSs are Hybrid
NIDS using Random Forests [70] and NIDES [1]. The following subsections explain
the two detection approaches.
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Misuse Detection

Misuse detection identifies intrusions by matching monitored events to patterns or
signatures of attacks. The attack signatures are the characteristics associated with
successful known attacks. The major advantage of misuse detection is that the method
possesses high accuracy in detecting known attacks. However, its detection ability is
limited by the signature database. Unless new attacks are transformed into signatures
and added to the database, a misuse-based IDS cannot detect any attack of this type.
Different techniques such as expert systems, signature analysis, and state transition
analysis are utilized in misuse detection.
An expert system-based IDS generates a set of rules that describes known attacks.
Then, the audit data that the IDS monitors is translated into facts accompanied by
their semantic signification. An inference engine applies the rule set to look for any
matches with the facts [11]. Because the method makes use of semantic information in drawing its conclusion, it increases the abstraction level of the audit events.
EMERALD [52] and DIDS [62] are examples of expert system-based IDSs.
Signature analysis follows the same approach as the expert system method, but
it exploits the patterns of attacks in a different way [11]. The audit trail is translated
into the signatures that represent attacks in a straightforward way. For example, a
signature is represented by sequences of audit events (login failure > 5 and interval
< 20 seconds) extracted from intrusions. Using such well-defined signatures, this
technique can achieve good performance with high efficiency and thus is employed
in commercial systems such as RealSecure [28]. However, this approach has the
drawback that it requires a lot of manual analysis to build attack signatures.
State transition analysis [26] uses a graphical notation to present the process
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of intrusions as a series of state changes from an initial secure state to a target
compromised state. The audit trail of the monitored computers is transformed into
states and compared to the state transition diagrams. The state-transition analysis
technique is applied to different types of IDSs and has many implementations. In the
State Transition Analysis Tool (STAT) family, USTAT [25] analyzes UNIX host audit
trails, NetSTAT [66] targets network intrusions, and NSTAT [32] monitors a network
of hosts.

2.1.2

Anomaly Detection

Anomaly detection assumes that intrusions are anomalies that necessarily differ from
normal behavior. Basically, anomaly detection establishes a profile for normal operation and marks the activities that deviate significantly from the profile as attacks.
The main advantage of anomaly detection is that it can detect unknown attacks.
However, this advantage is paid for in terms of a high false positive rate because, in
practice, anomalies are not necessarily intrusive. Moreover, anomaly detection cannot
detect the attacks that do not obviously deviate from normal activities.
As the number of new attacks increases rapidly, it is hard for a misuse detection
approach to maintain a high detection rate. In addition, modeling attacks is a highly
qualified and time-consuming job that leads to a heavy workload of maintaining the
signature database [3]. On the other hand, anomaly detection methods that discover
the intrusions through heuristic learning are relatively easy to maintain. A variety
of techniques are used in anomaly detection. Based on their common features, these
techniques can mainly be categorized into four different paradigms: statistical-based,
specification-based, immunity-based, and machine learning (or data mining)-based.
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Statistical-based methods build operational profiles that describe normal behavior
of the monitored objects in a specific time slot [21]. The normal profiles include the
probability distributions of specific measures such as the number of processes and
the memory usage. Then, a statistical distribution profile of the audit data from an
operating run of the monitored system is compared to the normal profile. If the two
distributions are significantly different, an alert is raised. IDES [43] NIDES [1], and
EMERALD [52] discuss this method and its implementation.
Ko et al. describe a specification-based approach in [33]. Instead of modeling
the normal activities of an object, this approach defines a specification of what a
secure operation of the program would look like. An operation that does not obey
the specification is marked as an intrusion. The problem with this technique is that
the approach is difficult to implement since it is very tedious to generate all acceptable behaviors for each program. Moreover, many programs have incomplete or no
specifications.
The research group led by Stephanie Forrest at the University of New Mexico
initiated the Computer Immune System Project that uses ideas borrowed from immunology to detect anomalous behavior [17]. The immunity-based method randomly
generates a number of binary strings and uses them to match representations of network traffic. If there is no match in two days, they survive in the system; otherwise,
they are destroyed by negative selection. The surviving strings are used for detecting
foreign behaviors. So far artificial immunology-based IDSs can only deal with relatively simple problems, because the binary strings contain little context information.
Examples of artificial immune systems are [23] and [9].
Intrusion detection can be regarded as a binary classification problem since it aims
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at distinguishing between normal and intrusion behaviors. A variety of classification
techniques rooted in machine learning or data mining technology can be employed to
detect intrusions. In these approaches, prepared data labeled as either “normal” or
“abnormal” is used for training a learning algorithm which builds a detection model
(profile) to predict malicious attempts. Machine learning techniques are well suited
to intrusion detection for the following reasons. First, machine learning techniques
distill the knowledge directly from historical data. Thus, they require no manual
work to extract prior knowledge. Second, they have the ability to draw patterns over
incomplete data. Third, machine learning techniques can represent the knowledge
in a highly abstract way, an ability that makes them suitable for handling a large
amount of data. For these reasons, variants of machine learning techniques such as
Support Vector Machines (SVM) [49], decision trees [59], genetic algorithms [8], and
neural networks [72] are employed in intrusion detection.
In this thesis, we present an anomaly-based NIDS. The NIDS uses CSI-KNN, a
machine learning algorithm, in distinguishing between normal and intrusive network
connections. Our technique employs the K-Nearest Neighbor (KNN) algorithm to
compute the similarity of a query connection to normal data and declares connections
that significantly deviate from the normal set as an intrusion. In the next section, we
describe the KNN algorithm.

2.2

K-Nearest Neighbor (KNN) Algorithm

The K-Nearest Neighbor algorithm (KNN) is a method for classifying objects based
upon the closest training samples in the feature space [7]. Assume n labeled samples
are mapped in a feature space – an abstract space where each sample is represented
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as a point. Each dimension of the feature space represents one attribute (feature) of
the sample. The space is partitioned into regions by the classes (labels) of the points.
An unknown point is classified to the class whose labels are most frequent among the
K nearest samples. An example of KNN classification is shown in Figure 2.1. The
unknown point (circle) belongs either to the first class (square) or to the second class
(triangle). If K = 3, it is classified as the second class because there are two triangles
and only one square among the three nearest examples inside the inner circle. If K
= 5, it is classified to the first class (three squares vs. two triangles inside the outer
circle).

Figure 2.1: Example of KNN classification
As different features use different metrics, the features need to be scaled to be
consistent with their relevance. Thus, normalization is employed to scale the features
so that they are comparable in the feature space. After normalization, a distance
measure is employed to compute the distances of the K nearest neighbors to the
unknown point. Among all distance metrics, Euclidean distance [27] is the most
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commonly used measurement. Based on the distances, the KNN algorithm computes
the number of examples of each class in the K nearest neighbors. The query point is
classified as belonging to the class with the most labels.
In KNN algorithms, the choice of K is critical. As Figure 2.1 shows, different
values of K classify the query point as different classes. Hence, it is an important
parameter that influences the classification performance. A large value of K makes
boundaries between classes blur, while a small one may lead to a large variance in
predictions [7]. Therefore, an appropriate K should be selected carefully to reduce
misclassification and bias. A good choice of K can be approximated by parameter
optimization using, for example, cross-validation [7], in which subsets of training data
are used to estimate the error rate of the classifier with different parameters.
The results of KNN classification are consistent for all distributions of data. Therefore, KNN is widely used in solving pattern recognition problems such as text categorization, image identification, information retrieval, and gene annotation [7]. Although KNN is easy to implement, it is sometimes computationally expensive. The
cost of KNN increases as the size of the training set grows. Many optimizations
such as Kd-trees [5] and fixed-width clustering [55] have been proposed to reduce the
number of instances that are involved in distance computation.

2.3

KNN-based IDSs

In this section, we present two IDSs that use different variations of the KNN algorithm. We first describe the detection methods of these systems. Then we summarize
the strengths and weaknesses of their approaches. We also provide a comparison
between their work and ours.
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Unsupervised KNN-based NIDS

The KNN algorithm can be used in unsupervised learning as a clustering technique.
Eskin et al. [15] introduced the clustering KNN algorithm in intrusion detection,
where it treats intrusive behaviors as outliers to the overall data. Assuming that
the attacks are a small number of points that lie in a sparse region of the feature
space, the clustering KNN algorithm labels intrusions based on the sum of KNN
distances of all test points. The points with the largest values of this quantity are
taken as intrusions. The major problem of this algorithm is that computing the KNN
distances for a large number of test data points is so costly that it is not affordable in
practice. Therefore, Eskin and his colleagues improved computational efficiency of the
algorithm by introducing the fixed-width partition algorithm [55]. This optimization
approach divides the feature space into many partitions (clusters) and computes the
distances from the query point to the center of each cluster. Starting from the closest
clusters, the optimized KNN algorithm computes the distances between the query
point and the points in the cluster. The algorithm keeps computing the distances of
points in the next closest cluster until the closest K points are found. Therefore, the
algorithm avoids exhaustively computing the pairwise distances between all points
and significantly reduces computational complexity of the KNN algorithm.
The main advantage of the unsupervised KNN approach is that it does not need
attack-free data. However, the unsupervised KNN algorithm cannot detect attacks
that are not significantly different from other behaviors. For example, a rootkit
attack [61] is difficult to detect with this algorithm because the attack is initiated by
an authorized user who uses the network in a seemingly normal way. In addition, the
prediction result is sensitive to the ratio of intrusions in the data set. The algorithm
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assumes that the percentage of intrusions is small (e.g., 1.5%). Hence, when the
number of attacks is high, the algorithm misses many actual attacks.
Compared to the clustering KNN algorithm, the CSI-KNN algorithm does not
hold the assumption that attacks are only a small percentage of the data. Our
assumption is based on TCM-KNN that holds a broader assumption [4] that points
of the same class are independent and produced by the same stochastic mechanism.
For this reason, the query point should show more similarity to its kind than others.
Based on this assumption, we classify the network activity in question by analyzing
its geometric similarity to normal and to intrusive data. The points that are very
unlikely to be normal in a hypothesis test are classified as intrusions. Therefore, the
performance of our approach is not affected by the ratio of attacks.

2.3.2

KNN Classifier-based IDS

Liao et al. [40] proposed a classification approach using a KNN classifier for intrusion
detection. Unlike [15], the method employs attack-free training data. The algorithm
first gathers all types of known legitimate processes (system calls) from the training
data. In detection, each questioned process that is not one of the known types is
classified as an intrusion. Otherwise, the algorithm calculates the cosine similarities
[19] between the query point and the training instances, and gets the average of the
K biggest scores. The process is assigned as abnormal when its average similarity is
no greater than a threshold. To detect attacks more efficiently, the anomaly classifier
is combined with misuse verification. Known intrusive processes are mapped in the
feature space, forming an intrusive set. The tested process is first compared to all
intrusive vectors to filter out known attacks. Then, the uncertain processes go through
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anomaly classification for further analysis. The combined detection structure is shown
in Figure 2.2.
The KNN classifier-based IDS demonstrates good performance in testing system
calls of the 1998 DARPA BSM audit data [34]. However, two problems lie in this
KNN method. First, the detection approach can be easily subverted if the attack set
or the normal set contains noisy data. In addition, an improper threshold can badly
impair detection performance. In [40], the threshold is acquired through exhaustive
testing; however, the reasons for choosing the threshold value are not revealed.

Figure 2.2: Structure of anomaly detection combined with signature verification [40]
Similar to the aforementioned KNN classifier, CSI-KNN employs a combined classification model that is shown in Figure 2.3. However, rather than matching attack
signatures, our strangeness model utilizes the strangeness measure to analyze the
audit data and computes the similarities of the query point between the intrusive
set and the normal set. Our isolation model uses another similarity measurement to
analyze the audit data and can detect attacks that the strangeness model is not able
to discover. In addition, the two models follow a parallel structure in our approach
with a correlation unit associating the results of the two models; the two detection
units in [40] follow a serial structure. Moreover, our work chooses thresholds based on
the significance level in hypothesis testing and verifies the choices through a rigorous
validation process.
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Figure 2.3: Structure of CSI-KNN classifier

2.4

TCM-KNN Algorithm

Before we present a formal description of TCM-KNN, we introduce the concept of
transduction and Transductive Confidence Machines (TCM). The essence of transduction [65] is that classification decisions can be made directly from training data.
It is well known that induction infers general rules from all training examples and
uses them for classification. In contrast, a transductive learning algorithm labels the
query points by analyzing the likelihood they belong to predefined classes and draws
conclusions based on only a part of the training data. In this sense, transductive
learning is suitable to network intrusion detection. Because it is difficult to draw general rules for the varied network activities, inductive learning algorithms may suffer
generalization deficiency. However, transductive learning can discover intrusions by
analyzing specific examples.
TCM is a prediction method that gives a “p-value” for the unknown point u of
any predefined class c [50]. In significance testing, the p-value measures how well the
data (examples of a class) supports a null hypothesis that the query point belongs
a certain class. The smaller the p-value, the greater is the evidence against the null
hypothesis. There are different ways of presenting the p-values. In this thesis, we
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adopt the p-value formula used in TCM-KNN.
The TCM-KNN algorithm [54] computes the similarity of an individual example
to other examples in the class using the KNN distances, estimates the fitness of the
example to the class in the strangeness metric, and evaluates how likely it is that the
example in question belongs to this class with p-values. In Figure 2.4, we illustrate
the strangeness measure using a very simple example. As the graph shows, there are
two classes in the feature space. One class (square) is labeled as y and the other
class (triangle) is labeled as -y. Thus, when the number of nearest neighbors K =
1, the distance of the example i to its class is Diy and the distance to the competing
class is Di−y . The value Diy /Di−y measures the fitness of the example to its class
(square) with respect to the other class (triangle). In TCM-KNN, this measure is
called strangeness, denoted by α.

Figure 2.4: Example of strangeness measure when K = 1
We extend the above 1 NN scenario to a K NN case. Here, the strangeness metric
can be defined in Equation 2.1, where αiy represents the strangeness of example i to
y
class y. Dij
stands for the distance between i and the j -th closest member of class
−y
y; and Dij
represents the distance from i to the j -th closest element that is not in

y. When there are multiple classes in the feature space, strangeness measures the
fitness of the query point to class y with respect to all others classes. Intuitively, the
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strangeness measure can be used in intrusion detection to measure the strangeness of
an activity (i ) belonging to the normal class (y) with respect to the abnormal class
(-y) or vice versa. The distances of the activity (i) from its K most similar activities
(j ) in each class are calculated and used to compute the strangeness of this activity.
PK

αiy =

y
j=1 Dij
PK
−y
j=1 Dij

(2.1)

The TCM-KNN algorithm calculates the strangeness of n training points in class
y and sorts their strangeness values in descending order {α1 , α2 , ..., αn }. Based on
Equation 2.1, the algorithm can also compute the strangeness of the query point u
if it is classified as y. Then, the p-value of the query point can be calculated using
Equation 2.2, where αu is the strangeness value of the unknown example.

p(αu ) =

#{i = (1...n) : αi ≥ αu }
n+1

(2.2)

As all training points are independent random samples, the strength of the evidence against u belonging to the class y is quantified by p(αu ), where i is the number
of class members with strangeness larger than αu . The p-value shows how likely the
query point is to be classified as y by referring to the distribution of all points in the
same class. The smaller the p-value the more unlikely the query point belongs to class
y. The TCM-KNN algorithm computes the strangeness of the query point with respect to all classes and gets a sequence of p-values. Since the smaller the p-value, the
more evidence against the null hypothesis that the query point belongs to the class,
the algorithm predicts that the point belongs to the class with the largest p-value.
The confidence of this prediction, which is how unlikely the prediction is wrong, is
equal to the complement of the second largest p-value. The TCM-KNN algorithm is
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shown in Listing 2.1 [54].
Listing 2.1 TCM-KNN Algorithm
Input: Training set with n examples that belong to c classes and an unknown example u
Output: Classification of u with confidence
01. FOR the training example i = 1 to n DO
02. Calculate and store the distances Diy and Di−y
03. Calculate and store the strangeness αiy using Equation 2.1
04. END FOR
05. Calculate and store the distances dist(i, u) from u to all training examples
06. FOR the class j = 1 to c DO
07. FOR each training example i classified as j DO
j
08.
IF (Dik
> dist(i, u)) THEN
09.
Recalculate αij
10.
END IF
11. END FOR
12. FOR each training example i classified as -j DO
−j
13.
IF (Dik
> dist(i, u)) THEN
14.
Recalculate αij
15.
END IF
16. END FOR
17. Calculate the strangeness αuj with u classified as j
18. Calculate the p-value of u classified as j using Equation 2.2
19. END FOR
20. Sort all p-values in descending order
21. RETURN the label of u with the largest p-value
22. RETURN the confidence with one minus the second largest p-value

Given n training examples that belong to c different classes, the TCM-KNN algorithm classifies an unknown example u using the following process. It computes
the KNN distances of each training example to its class and to all other classes and
calculates the strangeness of each training point using Equation 2.1 (Lines 01-04).
The distances and strangeness are stored for classification. Then, in classification,
the algorithm computes and stores the KNN distances of the query point u to all
training examples (Line 05). For each class j, the algorithm does an update calculation and calculates the p-value for the unknown point u (Lines 06-19). For each
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training example in this class, if any of the K closest distances of the example is larger
than its distance to the query point, u is taken as one of its K nearest neighbors and
the strangeness of the example is recalculated (Lines 07-11). This update procedure
decides the placement of the query point in the class, which may help to calculate
a precise p-value of the query point. For each training example not belonging to j,
the strangeness of the example is recalculated if any of the K closest distances of
the example is larger than its distance to the query point (Lines 12-16). Taking the
query point as an instance of j, the algorithm determines the strangeness of the query
point (Line 17). The p-value of the unknown point belonging to j is computed using
Equation 2.2 (Line 18). After going through all classes, the algorithm generates a
sequence of p-values for the c classes. Then, these p-values are sorted in descending
order (Line 20). The CSI-KNN algorithm predicts that the query point belongs to the
class in which the query point has the largest p-value (Line 21). Also, the algorithm
provides the confidence of this prediction as one minus the second largest p-value
(Line 22).
In TCM-KNN, the strangeness of each training example is recalculated when the
unknown point is closer to the example than any of its K nearest neighbors. This
process is used to decide the placement of the query point in the classes and is
potentially costly. Instead of just keeping the strangeness of each training example,
it requires maintaining distance information for the K nearest neighbors of each
training example. However, in intrusion detection, since a test point is either normal
or abnormal, we do not have to study the placement of the point in classes to classify
the point as one of the predefined classes. We are only interested in whether it behaves
strangely relative to normal behaviors or not. The placement of the test point in the
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classes is not important when considering the overall strangeness distribution of the
normal data. For this reason, we drop this process to improve the speed of intrusion
detection. In doing so, we might risk sacrificing precision in the calculation of the
p-value of the query point. However, this sacrifice only happens if the query point is
closer than the K nearest neighbors.

2.5

Applications of TCM-KNN

TCM-KNN is applied to a variety of fields for solving classification problems. Proedrou et al. [54] apply TCM-KNN to four different pattern recognition data sets:
handwritten digits from 0 to 9, satellite images, appropriate actions for operating a
space shuttle, and outdoor images. The experimental results show that TCM-KNN
outperforms other classification algorithms such as C4.5, Bayes classifier and neural
networks. In addition, Li and Wechsler [38] propose an Open World TCM-KNN algorithm for face recognition, while Ho and Wechsler [22] successfully apply TCM-KNN
for an active learning strategy.
Barbara et al. [4] use TCM-KNN for outlier detection. They adapt the ideas of
TCM-KNN for the purpose of determining whether a point is an outlier with respect
to all clusters. Since outliers are points lying outside all known classes, they do not
belong to any of the classes. Therefore, they modify the TCM-KNN strangeness
measure to employ only the measure of KNN distance. The definition of modified
strangeness is shown in Equation 2.3.

βiy =

K
X
j=1

y
Dij

(2.3)
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The modified strangeness βiy is the sum of the distances of K nearest neighbors.
This metric indicates how isolated the point i is with respect to the class y. Based
on the new measure, they propose a Strangeness-based OUtlier Detection algorithm
(StrOUD) that is shown in Listing 2.2 [4].
Listing 2.2 StrOUD Algorithm
Input: Training set with n examples that belong to c classes and the unknown example u
Output: The outlier with confidence
01. FOR training example i = 1 to n DO
02. Calculate the modified strangeness βiy using Equation 2.3
03. END FOR
04. FOR class j = 1 to c DO
05. Calculate the modified strangeness of u
06. Compute the p-value of u using Equation 2.2
07. END FOR
08. Sort all p-values in descending order
09. IF (pmax ≤ τ ) THEN
10. Classify u as an outlier
11. Set confidence of u as 1 – τ
12. ELSE
13. Classify u as a non-outlier
14. END IF
15. RETURN the outlier with the confidence

Given n training examples belonging to c classes, the task of StrOUD is to decide
if the unknown example u is an outlier that does not belong to any class. The
algorithm first calculates the modified strangeness of each training example (Lines
01-03). Then, for each class, it calculates the the modified strangeness of the query
point u and computes its p-value in this class (Lines 04-07). The algorithm sorts
the p-values in descending order (Line 08). If the maximum p-value is no more than
the predefined significance level τ , then u is classified as an outlier. The confidence
of this prediction is 1 – τ (Lines 09-11). Otherwise, the point is classified as a nonoutlier (Lines 12-14). The significance level is the criterion used for rejecting the null
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hypothesis. When the p-value is less than the significance level, which is often set to
0.05, the null hypothesis (the test point belongs to the class) is rejected. Finally, the
outlier is output with the confidence (Line 14).
Li et al. [39] propose a network anomaly detection method using the TCMKNN algorithm. Basically, they use the StrOUD algorithm in detecting intrusion
anomalies in network traffic. As anomaly detection shares similar assumptions as
outlier detection, StrOUD is intuitively suitable to intrusion detection. In [39], the
algorithm accomplishes the detection task by identifying behaviors that significantly
deviate from the normal class.
Unlike [39], our detection method employs two metrics. Our strangeness model is
modified from TCM-KNN. It performs anomaly detection by analyzing strangeness
distribution of normal data but also possesses misuse features by employing attack
data. Our other model, the isolation model, is adopted from StrOUD. It is a pure
anomaly detection method using only normal data. A correlation component aggregates the results from the two models and provides a final decision. Our algorithm
also grades the confidence of the judgement based on the agreement of the two results and their individual confidence metrics, and offers insights into the nature of
the network behaviors being tested.

2.6

Intrusion Tolerant Systems

Attackers can compromise applications by exploiting vulnerabilities, resulting in the
application being unable to deliver proper service. From this point of view, successful
attacks (intrusions) are a kind of fault that is launched on purpose by malicious users
to subvert legitimate services. Therefore, the goal of intrusion tolerance is to enable
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the application to survive the effects of intrusions [51]. An Intrusion Tolerant System
(ITS) is an application that is able to achieve this goal through an intrusion-tolerant
practice or mechanism.
Rather than attacking an entire system, malicious users often focus on critical
components that will degrade the performance of the system as a whole if they are
compromised. To identify compromised components, intrusion tolerant applications
such as ITDB [42] and SITAR [68] propose using extra intrusion detection components to discover intrusions. In these work, an intrusion detector monitors the object
components and reports their status to the system security officer. Based on the
severity of error or failure caused by intrusions, the officer may launch a recovery operation to restore the compromised components. As a consequence, the application
avoids system failure and provides continuous service.
As IDSs become increasingly important in protecting computers and networks,
sophisticated attackers are more likely to try to disable the IDSs or to subvert them
to provide erroneous information [56]. Therefore, it is critical that IDSs possess the
ability to resist attacks. Like other applications, IDSs can withstand attacks with
an intrusion tolerance mechanism. However, an intrusion-tolerant IDS is somewhat
special because the application itself performs intrusion detection. The detection
results of the IDS can be used to detect the intrusions happening to itself. Therefore,
the IDS performance affects its own ability to survive attacks. For example, if an
IDS does not provide accurate results, a security administrator may not know that
intruders are attacking the IDS and will not take proper actions to assist it to tolerate
intrusions. As a result, the IDS is crashed sooner or later. Therefore, an IDS should
possess reliable detection as well as a proper intrusion-tolerant mechanism in order
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to survive attacks. The intrusion tolerance of an IDS is also special since it protects
the IDS service instead of the object that the IDS monitors. For example, when
an intruder crashes an intrusion-tolerant IDS, its intrusion-tolerant mechanism will
undertake a recovery and restore IDS service. However, if the attacker crashes the
monitored networks, the intrusion-tolerant IDS can detect the intrusions but is unable
to restore network service.
In the following subsections, we present three avenues of research toward intrusiontolerant IDSs. They provide designs for improving different aspects of the intrusion
tolerance of IDSs. However, they are not fully implemented and rigorously tested for
an intrusion detection system. We describe their designs and provide a comparison
to our work.

2.6.1

MAFTIA – Design of an Intrusion-tolerant IDS

MAFTIA [6] is a research project to investigate a comprehensive approach for tolerating both accidental faults and malicious attacks in large-scale distributed systems.
It proposes a multi-layer intrusion analysis topology based on a generic intrusion
detection model. The target of the framework is to address the core problems [6]
of intrusion tolerance by reducing false positives and negatives. The architecture of
the topology is shown in Figure 2.5. Multiple sensors work in parallel and focus on
different vulnerabilities. Analyzers on level one detect different kinds of malicious
activities. Each analyzer on level two runs specific filtering rules [53] that automatically discard certain alarms generated by the underlying analyzers. The two-layer
analysis is supposed to detect a variety of malicious attempts with a small number
of false alarms. On level three, analyzers either combine or compare the results from
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previous analyzers. Through aggregation, the analyzer correlates events containing
information on different aspects and thus increases the detection coverage. The IDS
can also detect subversion against itself by comparing the outputs of the various analyzers. The results are finally aggregated and submitted to the console. The cascading
topology renders intrusion-tolerant features through the multilayer intrusion analysis.
Despite the claimed benefits, the topology is complicated and difficult to implement.
Moreover, the framework cannot effectively resist attacks aiming at the analyzers.

Figure 2.5: Cascaded Intrusion Detection Topology of MAFTIA [6]
Like [6], DNIDS also takes the advantage of the diversity of audit data. As
shown in Figure 2.6, our framework employs multiple network sensors which process
specific services (e.g., http). Network packets of the same service are processed and
then fed to a specific service-based classifier that employs the CSI-KNN intrusion
detection method. The detection method employs two detection models (strangeness
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and isolation) working in parallel to analyze different aspects of network behavior.
The results of the two models are aggregated by a correlation unit which makes the
ultimate decision. Finally, intrusion alerts are reported to the IDS console. Our
intrusion detection topology that has only two layers possesses a relatively simple
architecture, and each classifier has a similar internal architecture. Therefore, it is
easy to implement.

Figure 2.6: Intrusion Detection Topology of DNIDS
Another idea to improve the intrusion tolerance of an IDS is to employ additional
monitors that can detect intrusions happening to the IDS. The objective of the monitors is to report any error occurring on IDS components. Based on their results, a
recovery process is launched to restore the corrupt components and the corresponding
reconfiguration is executed to mask the intrusions.
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An Attack-tolerant Enhancement of IDSs

Shen et al. [58] propose a “Prairie Dog” system that supervises the IDS as well as
itself. Basically, Prairie Dog is an IDS that monitors the behaviors of the target IDS.
It consists of three types of monitoring components: the Integrity Checker (IC), the
Intrusion Detection Monitors (IDMs), and the Neighborhood Watchers (NWs). The
IC detects unauthorized modification and replacement of monitored files; the IDM
monitors the service provided by the target IDS; and the NWs are responsible for
supervising the IDMs. Prairie Dog employs redundancy on IDMs and NWs and can
restore them in case of failure. It is claimed that Prairie Dog makes the supervised
IDS attack-tolerant by protecting both the monitored IDS and itself. However, the
tolerance mechanism is not complete as it takes no action to restore the monitored
IDS even if the IDS is detected being subverted.

2.6.3

SFTA – A Fault Tolerance Mechanism for Agent-based
NIDSs

Siqueira and Abdelouahab [60] propose a mechanism called System Fault Tolerant
Agent (SFTA) that can protect agent-based NIDSs. The SFTA operates on the administration layer and maintains the integrity of the target IDS. The SFTA society
consists of three agents: the System Sentinel Agent (SSA), the System Fault Evaluation Agent (SFEA), and the System Replication Agent (SRA). The SSA refers to
a Profile Database (PRDB) and discovers abnormal behaviors of intrusion detection
agents. Once a compromised agent has been discovered, the information about the
agent is submitted to the SFEA, where a decision is made whether to create a new
agent. The SRA executes the replication and adds or removes agents. The authors
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claim that the SFTA can detect agent failure and ensure the continuity of the service
even in the presence of accidental or malicious faults.
Similar to [60], our intrusion-tolerant mechanism also uses multiple agents to detect and restore failed components. However, instead of using a profile database,
we employ rules encoded in monitoring agents to identify the failure of IDS components. A process is responsible for maintaining the availability information of the
IDS components and responds automatically according to security alerts raised by
the monitoring agents.

2.7

Summary

In this chapter, we first introduced two types of IDSs (HIDS and NIDS) based on
the data sources they analyze. Then, we provided a description of the two major
detection methods (misuse detection and anomaly detection). Different techniques of
the detection methods and their implemented examples were outlined. Based on the
literature review, we situated our work as an anomaly-based NIDS in the IDS family.
We also elaborated the K-Nearest Neighbor algorithm and the TCM-KNN algorithm,
fundamental knowledge that our algorithm relies on. We introduced TCM-KNN to
intrusion detection and enhanced it for detection purposes. Our algorithm drops the
strangeness recalculation and improves the detection speed. Several KNN-based IDSs
were presented and compared with our work. We also reviewed the applications of
TCM-KNN and presented a description of the StrOUD algorithm that is also adapted
to our research. Finally, we described intrusion tolerant systems and provided some
example intrusion-tolerant IDSs.
Existing research on intrusion-tolerant IDSs either focus on improving intrusion
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detection accuracy like [6] or on introducing an intrusion-tolerant mechanism like
[58] and [60]. In contrast, our work addresses both aspects of the IDS dependability
issues. In the next chapter, we present an NIDS framework based on our detection
method. To verify the performance of our detection method, we employ the KDD’99
benchmark dataset and present experimental results. In Chapter 4, we present the
DNIDS and illustrate the intrusion-tolerant mechanism. We also evaluate the performance of the mechanism and assess the system reliability using a formal analysis
model.

Chapter 3
CSI-KNN-based Network Intrusion
Detection System
To address the core problem of a network intrusion detection system (NIDS), the
accuracy of the detection results, we propose a CSI-KNN-based NIDS that possesses
highly accurate intrusion detection capability. We first describe the NIDS architecture, followed by a detailed description of the NIDS components. Then, we illustrate
the CSI-KNN algorithm in Section 3.2. Section 3.3 describes the experimental steps
and presents the test results over the KDD’99 dataset. Finally, we summarize the
chapter in Section 3.4.
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Overview of the NIDS Framework

The proposed network intrusion detection system (NIDS) employs the Combined
Strangeness and Isolation K-Nearest Neighbor (CSI-KNN) algorithm which is a supervised learning method. The CSI-KNN algorithm first builds profiles for known
network behaviors and then discovers intrusive behaviors that significantly deviate
from the profiles. Since generating profiles is computational intensive, we separate
this process from intrusion detection. The proposed framework is shown in Figure
3.1. There are two phases in the framework: an off-line phase and an on-line phase.
The profiles are built in the off-line phase and used to detect intrusions in the on-line
phase. Besides our work, other machine learning (data mining)-based NIDSs such as
[71] and [16] employ a similar architecture.

Figure 3.1: Framework of the CSI-KNN-based NIDS
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Off-line Training

The major task of the off-line training is to build profiles that provide information
for detecting intrusive behaviors. In the off-line stage, labeled training data that
consists of network connections is first fed into the preprocessor and formatted. The
connections contain context information of network sessions and are popular analysis
units in intrusion detection. After being preprocessed, the connections are converted
to vectors that are numeric records. The vectors are supplied to the Profile Builder
where they are analyzed and extracted to construct profiles. The Profile Builder
down-samples the training data, handles imbalanced intrusions, and builds profiles
by using the CSI-KNN algorithm. Then the profiles are used to build CSI-KNN
classifiers for detecting intrusive network activities.

3.1.2

On-line Detection

In the on-line phase, the sensor captures network packets and transforms them into
numeric connections (vectors). Basically, a connection that consists of a sequence of
packets in a communication under some service protocol [37] contains information
about a network behavior. Then the vectors are stored in a database where they can
be retrieved by the CSI-KNN classifiers. Each classifier uses the CSI-KNN algorithm
and the profile produced during training to analyze specific connections. Since the
classifiers have similar functions (i.e., detecting intrusions), we define the collection of
classifiers on a host as an IDS component called the Detector. Through the classifiers,
intrusive connections are discovered and reported to the IDS console.
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CSI-KNN-based NIDS Components

From the application view, we define two functional components that operate during
the detection phase: the Sensor and the Detector. Since the classifiers work independently in different aspects (i.e., application service), they can be deployed on different
hosts. The distribution schema of the CSI-KNN classifiers is shown in Figure 3.2. Accordingly, each host has a Sensor to supply vectors for the classifiers. The following
paragraphs provide a detailed description of how the Sensor and the Detector work
in the distributed detection framework.

Figure 3.2: On-line Detection Framework of the CSI-KNN-based NIDS

Sensor
Each host has a Sensor that transforms the captured packets into vectors and groups
the vectors by application services. A network sniffer which is integrated in the Sensor
gathers all network packets in a network segment. As data streams travel back and
forth over the network, the sniffer captures each packet and eventually decodes and
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analyzes its content according to the specifications. For example, tcpdump, a network
debugging tool, can serve as a sniffier and monitor the packets transmitted over
a network. Although each Sensor has access to all the traffic of the network, the
Sensor is configured to process specific packets. As Figure 3.2 shows, each Sensor is
configured to process specific services such as http. The service information can be
captured from network packets based on the destination port. Through distribution,
the Sensors share the processing workload and work together to provide vectors of
the n different services.

Detector
Each Detector consists of one or several CSI-KNN classifiers (see Figure 3.2). The
classifiers use the CSI-KNN algorithm and the profiles built in the training phase to
detect network intrusions. As the vectors are divided by service, the NIDS employs
multiple profiles that model different services. The vectors of a specific service are
supplied to the corresponding service-based classifier. Thus, as a whole, the Detector
is regarded as a component that provides intrusion detection for specific service types.
This distributed framework based on CSI-KNN classifiers is scalable. Since the
classifiers work independently, they can be distributed on different hosts so that the
detection workload is balanced among hosts. In addition, by adding or removing
hosts, the NIDS can adjust its processing capacity.
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CSI-KNN Intrusion Detection Algorithm

We described the TCM-KNN algorithm that is the theoretical basis of the CSI-KNN
algorithm in Chapter 2 (Section 2.4). The strangeness measure of the TCM-KNN algorithm estimates the fitness of a point to one class with respect to all other classes.
The modified strangeness measure from [4] that we call isolation reflects absolute
deviation from the class of interest. We introduce both measures (strangeness and
isolation) to intrusion detection and use them together as follows. Assuming a network connection is either normal or abnormal (intrusive), we adapt strangeness to
measure the fitness of an unknown connection to the normal training data with respect to the abnormal training data. Differing from the TCM-KNN algorithm that
classifies a query point as one of the predefined classes, CSI-KNN classifies an activity
as intrusive if it behaves like an outlier with respect to the strangeness distribution
of the normal training data. Thus, any behavior that is significantly different from
the normal data in strangeness measure is regarded as an intrusion. We also use
isolation that is adopted from [4] to measure the deviation of a connection from
the normal training data. The CSI-KNN algorithm identifies network activities that
deviate significantly from the normal data in the isolation measure as intrusions.
The two measures are partially complementary to each other. For instance, some
attacks – such as a password-guessing attack that tries to gain access by trying different passwords – have only minor differences (number of failed logins) from normal
behaviors. Given all information for analysis, the difference may be too tiny for the
isolation measure to detect the password-guessing as an attack. However, using the
strangeness measure, the deviation estimation takes attack samples into consideration, which may enlarge this small difference and make the attack detectable.
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Figure 3.3 illustrates four different relations that an attack can have with other
attacks and normal behaviors in the feature space. The triangles represent normal
behaviors mapped in feature space, while the circles represent attacks. The solid
circles show the four relation scenarios of an attack. We observe that using isolation
measure the algorithm can only detect attacks in Scenario 1 and 3, because they deviate significantly from the normal set. The strangeness measure can identify attacks
in Scenario 2 and 3, since they are much closer to the attack samples than to the
normal samples. Unfortunately, Scenario 4 is difficult to detect for either measure
since it neither deviates significantly from the normal data nor stays close to any
reference attack samples.

Figure 3.3: Attack relation scenarios
Because the two measures can detect intrusive activities from different aspects, we
employ both of them in the Combined Strangeness and Isolation K-Nearest Neighbor
(CSI-KNN) algorithm. The architecture of a CSI-KNN classifier that employs both
detection models is shown in Figure 3.4.
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Figure 3.4: Structure of CSI-KNN classifier
Network connections are fed to the strangeness and isolation models simultaneously. The two models use different measures to analyze a connection and each gets
a classification result that is either normal or abnormal. An intrusive connection
may be detected by both measures. In this case, both results agree with each other.
However, the connection may be detected by only one model as we explained in our
discussion of Figure 3.3. In this case, the correlation unit still raises an intrusion
alert but indicates that the intrusive connection has been detected by only one of
the models. Because the combined model can detect intrusive activities that behave
either in a strange or isolated manner, it can detect more attacks than either model
individually. Moreover, the correlation unit provides intrusion information that illustrates certain attributes of the connection being tested. For example, if only the
strangeness model reports an intrusion, it is very likely that the reported intrusive
behavior is an existing attack type or a variation of the type. With this information,
a security administrator can have a better understanding of the suspicious behavior
and combat it appropriately.
Corresponding to the two stages of the framework, the CSI-KNN algorithm has
two phases: a training phase and a testing phase. The training phase algorithm
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is responsible for building the profiles that model the training data. The testing
phase algorithm employs the information in the profile to classify connections that
are unknown to the algorithm.

3.2.1

Training Phase CSI-KNN Algorithm

The training phase CSI-KNN algorithm takes a normal training set and an abnormal
training set as inputs and provides the profile that is used by the testing phase
CSI-KNN algorithm. The pseudo-code for the training phase CSI-KNN algorithm
is presented in Listing 3.1. Table 3.1 lists the notation that we use to describe the
training phase of the algorithm.
Table 3.1: Notation
Symbol
α
β
K
τ
Tn
Ta
ατ
βτ

used in the training phase CSI-KNN algorithm
Description
Strangeness
Isolation
Number of nearest neighbors
Significance level
Normal training data
Abnormal training data
Strangeness threshold
Isolation threshold

Lines 01-04 calculate the strangeness and isolation for each example in the normal
training data using Equation 2.1 on page 22 and Equation 2.3 on page 25. Lines 0506 sort the strangeness sequence and the isolation sequence of all normal samples in
descending order. Line 07 gets the thresholds for both measures based on Equation 2.2
on page 22. The thresholds are the values in the strangeness and isolation sequences
at the percentile indicated by significance level. For example, if there are 100 samples
in Tn , and the significance level is set as 0.05, the strangeness threshold is the fifth
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strangeness value in the descending strangeness sequence. Line 08 collects the training
data, parameters, and thresholds and encapsulates them in the returned profile.
Listing 3.1 Training phase CSI-KNN algorithm
Input: Training data: Tn and Ta
Output: Profile
01. FOR each vector i ∈ Tn DO
02. Calculate α using Equation 2.1
03. Calculate β using Equation 2.3
04. END FOR
05. Sort all α in descending order
06. Sort all β in descending order
07. Get the thresholds: ατ and βτ from α and β sequences based on τ
08. RETURN Profile(Tn , Ta , τ, K, ατ , βτ )

3.2.2

Testing Phase CSI-KNN Algorithm

The testing phase CSI-KNN algorithm takes the test data set and the profile generated
in the training phase as inputs and outputs intrusions with confidence scores. Listing
3.2 shows the CSI-KNN algorithm used in the testing phase. The notation used to
describe the testing phase CSI-KNN intrusion detection algorithm is presented in
Table 3.2. Besides the notations used in the training phase, the testing phase has six
additional symbols unique to the testing phase. The first two symbols (T and u) in
the table represent the testing data and a test example. StrLabu and IsoLabu are
intermediate results generated by the strangeness and isolation models for example
u. Cu is used to represent the confidence of classifying u.
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T
u
α
β
K
τ
Tn
Ta
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βτ
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IsoLabu
Cu
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used in the testing phase CSI-KNN algorithm
Description
Testing data
An example in T
Strangeness
Isolation
Number of nearest neighbors
Significance level
Normal training data
Abnormal training data
Strangeness threshold
Isolation threshold
Result of strangeness model for u
Result of isolation model for u
Confidence of classification of u

According to the CSI-KNN classifier structure, the pseudo-code of the algorithm
is divided into three parts. They correspond to the three components shown as the
three different rectangles in Figure 3.4. For each unknown example u in the test set,
the CSI-KNN algorithm performs intrusion detection as follows. It first calculates
the strangeness and the isolation of the example (Lines 02-03). In this process, the
training examples provided by the profile are used for the strangeness and isolation
calculation. Then, the strangeness and the isolation of u are fed to the corresponding
models (Lines 04-13).
In the strangeness model (Lines 04-08), the strangeness of the tested example
is compared to the strangeness threshold. If it is greater than the threshold the
example is classified as abnormal. Otherwise, it is classified as normal. The conclusion
drawn by the strangeness model is stored in variable StrLab. Similarly, the isolation
model (Lines 09-13) compares the isolation with the isolation threshold and saves the
classification result in IsoLab.
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Listing 3.2 Testing phase CSI-KNN algorithm
Input: Testing set T and the Profile from Listing 3.1
Output: Intrusion alerts with confidence
01. FOR each vector u ∈ T DO
02. Calculate the strangeness αu using Equation 2.1
03. Calculate the isolation βu using Equation 2.3
===== Strangeness Model =====
04. IF (αu > ατ ) THEN
05.
Classify u abnormal, StrLabu = 1
06. ELSE
07.
Classify u normal, StrLabu = 0
08. END IF
===== Isolation Model =====
09. IF (βu > βτ ) THEN
10.
Classify u abnormal, IsoLabu = 1
11. ELSE
12.
Classify u normal, IsoLabu = 0
13. END IF
===== Correlation Unit =====
14. IF (StrLabu = 1 or IsoLabu = 1) THEN
15.
IF (StrLabu = IsoLabu ) THEN
16.
Set confidence: Cu = 1 – τ 2
17.
ELSE
18.
Set confidence: Cu = 1 – τ
19.
END IF
20.
Classify u as abnormal with confidence Cu
21. ELSE
22.
Classify u as normal
23. END IF
24. END FOR

The correlation unit is described in Lines 14-23. This unit is responsible for
correlating the results of the previous two models. If any model detects the example
as abnormal, the correlation unit takes it as an intrusion. The correlation unit assigns
a graded confidence to the classification based on the number of models that detect
the intrusion. As Lines 15-16 show, if both models detect the example as an intrusion,
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the confidence is set to 1 – τ 2 that indicates the higher confidence of the prediction
from the point view of the correlation unit. Otherwise, the confidence is set as 1 – τ ,
the confidence calculated by the detection model (Lines 17-19). Then, u is classified
as an intrusion with confidence Cu (Line 20). When no model detects the example
intrusive, it is classified as normal (Lines 21-23).
Technically, the CSI-KNN algorithm is able to detect more attacks than either single model because it integrates the detection ability of both models. The strangeness
model employs an attack set that provides knowledge of known intrusions. When
the intrusive activity shows much similarity to the examples in the attack set, the
activity can be discovered by the strangeness measure. Thus, the strangeness model
can discover intrusions even if they are not significantly different from normal behaviors. This ability is important, since, in many cases, very dangerous attacks such
as a rootkit attack do not significantly deviate from normal network behavior. The
isolation model detects anomalies that present as outliers in the feature space. The
algorithm also grades the confidence based on the number of models that agree. With
the confidence, the CSI-KNN algorithm provides some knowledge of the characteristics of the tested behaviors and insight about the reliability of the classifications.
However, as a tradeoff for the improved detection ability, there is the possibility that
the combined model generates more false alarms than either single model. Since missing intrusions is more dangerous than generating false alarms from a security point
of view, this tradeoff is acceptable for an intrusion detection system.
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Computational Complexity of CSI-KNN

Given that the numbers of normal training samples and abnormal training samples
are Nn and Na , we can calculate the computational complexity of the CSI-KNN
algorithm. For the training phase, the computation to get the strangeness of all
normal samples is O(Nn *(Nn + Na )). As the calculation of isolation uses the distances
computed in the strangeness measure, the total computational complexity of the
training phase is O(Nn *(Nn + Na )). This computation is performed only once in
off-line. In the testing phase, the algorithm requires O(Nn + Na ) time to classify
each example.
From this computational complexity analysis, we observe that when the training
set is large, the CSI-KNN algorithm becomes costly. Therefore, to reduce the time
for classification, we need to restrict the number of instances in the training set.
Moreover, optimization methods such as K-d trees can be employed to deal with
the KNN efficiency problems. For example, dividing the training data into smaller
clusters and starting to calculate the distance from the closest cluster can avoid an
exhaustive pairwise computation for all instances.
In this work, the training data is split into small sets by service type. We also
further down-sample the training sets and restrict the number of instances in both
normal and abnormal training sets. Although the down-sampling may cause some
information loss, the process is a reasonable approach to handle a large amount of
training data. The experiments show that the algorithm maintains a high detection
rate and a low false positive rate using the down-sampled training sets.
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Optimal Parameters of CSI-KNN

Since the CSI-KNN classifier detects an intrusion if either of its two models detects
a suspicious connection, the performance of the combined model depends on the
performance of each model. When both models work optimally, the combined model
should also achieve its best performance. The performance of each model is affected
by the value of K and the significance level τ . Generally, a value of K that is too large
blurs the boundaries between the classes, while a too small K makes the classification
sensitive to noise. τ decides the value of the threshold which serves as a cutoff point
in the classification. The higher confidence that corresponds to the complement of
the significance level filters more potential false alarms but might also reduce the
detection rate. Thus, in order to approximate the best performance, it is critical to
choose proper values of K and τ .
We use a holdout validation data set extracted from the training data to find
optimal values of the parameters. The error rate in classification of examples in
the validation set is used to evaluate the strength of the model. Optimal values
correspond to the minimum error rate. In optimization, different combinations of K
and τ are applied to the two models separately. The models run over the validation
data set and perform intrusion detection. The combination that generates the lowest
error rate corresponds to the optimal parameters of each model. Those parameters
are used to build the profile for the testing phase.
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Experimental Evaluation: Datasets, Techniques,
and Results

In this section, we present the experiments and results for our proposed intrusion
detection technique over the KDD’99 dataset [10]. We first describe the dataset used
for our evaluation, then present the steps of splitting up the network services and
building the training sets. Following data normalization, the parameter optimization
process is explicated. Finally, we present the experimental results and discuss the
performance of the detection method.

3.3.1

The KDD’99 Dataset

The KDD’99 dataset is a subset of the DARPA 1998 dataset [34], which is the most
popular data set used to evaluate IDSs. The DARPA 1998 data was collected in an
environment simulating a typical U.S Air Force LAN that contains 100’s of users on
1,000’s of hosts. It consists of seven weeks of training data and two weeks of testing
data. Stolfo and Lee [35] processed the tcpdump data of the 1998 DARPA dataset
and made it available for the KDD’99 Classifier-Learning Contest [13]. Through
the processing, the binary tcpdump data is transformed to connections that contain
some context information for each network session. Despite some drawbacks [45],
the KDD’99 dataset is still the most widely used benchmark data set for evaluating
machine learning-based IDSs. It can be used for testing machine learning algorithms
without further time-consuming preprocessing. Moreover, the data set contains 39
different types of attacks which makes it a comprehensive source for IDS evaluation.
The KDD’99 data contains two sets: the training set and the testing set. Each
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set consists of a number of records called connections. A connection is a sequence of
packets in a time frame when data flows to and from a source IP address to a target
IP address under some well defined protocol. In the TCP protocol, a connection has
multiple packets. For the UDP protocol, each connectionless packet is treated as a
connection. Each connection is labeled as either normal or a specific attack type.
There are 4,898,431 connections in the training set and 311,029 in the testing set.
To make the data more realistic, the data in the testing set is not taken from the
same probability distribution as the training data. More importantly, the testing
data contains 19 attack types not found in the training data. In our experiments, the
training data is divided into two parts: 70% is used for building the profile; the rest
is validation data and used to tune the parameters. The full test set is used to test
the CSI-KNN algorithm.

Features
In the KDD’99 data, each connection has 42 features (including its class label) that
contain information about the session. The features can be divided into four categories: basic, content, traffic, and class. The basic features contain the essential
characteristics about a connection record. The content features are constructed from
the payload of traffic packets and contain host-related information such as the number of login failures. The traffic features contain statistical information such as the
number of connections to the same host within a two-second time window. The class
feature indicates if the connection is normal or intrusive; it is used for training and
evaluation. A description of each of the 42 features is listed in Table 3.3 [12].
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Table 3.3: Features of the KDD’99 dataset [12]
Category

Basic
Features

Content
Features

Traffic
Features

#
1
2
3
4
5
6
7

Feature Name
duration
protocol type
service
flag
src bytes
dst bytes
land

8
9
10
11
12
13
14
15
16
17
18
19
20
21

wrong fragment
urgent
hot
num failed logins
logged in
num compromised
root shell
su attempted
num root
num file crations
num shells
num access files
num outbound cmds
is host login

22
23
24
25

is guest login
count
srv count
serror rate

26

srv serror rate

27

rerror rate

28

srv rerror rate

29
30
31
32
33

same srv rate
diff srv rate
srv diff host rate
dst host count
dst host srv count

34

dst host same srv rate

35

dst host diff srv rate

Description
# of seconds of the connection
Type of the protocol
Network service on the destination
Normal or error status of the connection
# of data bytes from source to destination
# of data bytes from destination to source
1: connection is from or to the same host or port;
0: otherwise
# of “wrong” fragments
# of urgent packets
# of “hot” indicators
# of failed login attempts
1: successfully logged in; 0: otherwise
# of “compromised” conditions
1: root shell is obtained; 0: otherwise
1: “su root” command attempted; 0: otherwise
# of “root” accesses
# of file creation operations
# of shell prompts
# of operations on access control files
# of outbound commands in an ftp session
1: the login belongs to the “hot” list; 0: otherwise
1: the login is a“guest” login; 0: otherwise
# of connections to the same host
# of connections to the same service
% of connections with SYN errors to the same
host
% of connections with SYN errors to the same
service
% of connections with REJ errors to the same
host
% of connections with REJ errors to the same
service
% of connections to the same service
% of connections to different services
% of connections to different hosts
# of connections to the same host
# of connections to the same service and to the
same destination host
% of connections to the same service and to the
same destination host
% of connections to different services and to the
same destination host
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Table 3.3 Features of the KDD’99 dataset (continued)
Category

Class

#
36

Feature Name
dst host same src port rate

37

dst host srv diff host rate

38

dst host serror rate

39

dst host srv serror rate

40

dst host rerror rate

41

dst host srv rerror rate

42

label

Description
% of connections from the same source port and
to the same destination host
% of connections to different hosts and to the
same destination host
% of connections with SYN errors to the same
host
% of connections with SYN errors to the same
service and to the same destination host
% of connections with REJ errors to the same
host
% of connections with REJ errors to the same
service and to the same destination host
“normal” or a specific attack type

Example connection records
Table 3.4 shows an example of two connection records. One of those is an intrusion
and the other is a normal connection. The intrusive connection is a smurf attack that
uses a forged source IP address to send a large amount of ICMP echo (ping) traffic
to different hosts. The destination hosts respond to the ping request with an echo
reply and flood the victim computer whose IP address is forged by the attacker. We
observe that some features (e.g., #5 src bytes and #23 count) in the intrusion record
indicate that the feature values of the smurf attack are different from those of the
normal connection. For example, the fifth feature shows that the attack connection
spoofing the IP of some host sends out much more data than a normal connection.
A machine learning algorithm can build a profile to describe the characteristics of
abnormal or normal connections and use the profile to detect intrusions.
Our algorithm maps normal and abnormal training examples into a feature space.
Each example is treated as a point in the feature space, and each feature corresponds
to a dimension. For normal data, we describe its distribution using the strangeness
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Table 3.4: Example of the KDD’99 data
#
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42

Name
duration
protocol type
service
flag
src bytes
dst bytes
land
wrong fragment
urgent
hot
num failed logins
logged in
num compromised
root shell
su attempted
num root
num file crations
num shells
num access files
num outbound cmds
is host login
is guest login
count
srv count
serror rate
srv serror rate
rerror rate
srv rerror rate
same srv rate
diff srv rate
srv diff host rate
dst host count
dst host srv count
dst host same srv rate
dst host diff srv rate
dst host same src port rate
dst host srv diff host rate
dst host serror rate
dst host srv serror rate
dst host rerror rate
dst host srv rerror rate
label

Intrusion Sample
0
icmp
ecr i
SF
1032
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
511
511
0
0
0
0
1
0
0
255
131
0.51
0.01
0.51
0
0
0
0
0
smurf

Normal Sample
0
icmp
ecr i
SF
30
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
1
0
0
0
0
1
0
0
72
73
1
0
1
0.03
0
0
0
0
normal
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and isolation measures. Thus, any testing point that does not follow the distribution
is considered as an intrusion.

3.3.2

Splitting and Merging Processes

Since we employ service-based classifiers, the original data sets including training,
validation, and testing data first need to be separated in a process called “splitting”.
In splitting, the connections are grouped by the “service” feature (#3 in Table 3.3).
Table 3.5 shows the distribution of services in the training data. There are 67 different
services that have different numbers of examples. The “ecr i” type has about two
million connections, while some minor services such as “harvest” have less than ten
records. For those minor types, it is not practical to build a classifier for each of them.
Therefore, we introduce a “merging” process that combines those minor services into
a pseudo-service called “minors”.
Table 3.5: Distribution of services in the training data
# Service
Number
1 ecr i
1,968,157
2 private
770,700
3 http
436,225
4 smtp
67,489
5 other
50,858
6 domain u
40,342
7 ftp data
28,526
8 eco i
11,412
9 finger
4,842
10 urp i
3,754
... ...
...
67 harvest
1
TOTAL
3,428,902
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Figure 3.5 shows the distribution of the nine services after merging. We keep the
eight largest services that contain more than 10,000 records and merge the rest of the
services (from #9 to #67 in Table 3.5) into a “minors” type. Therefore, we get nine
subsets and build nine profiles. Based on the defined services, we split and merge the
validation and testing data.

Figure 3.5: Distribution of training services after merging

3.3.3

Construction of Training Sets

A general issue of the KNN-based algorithm is its computational complexity. We
explain the computational complexity of the CSI-KNN algorithm in Subsection 3.2.3
on page 48 and show that, without optimization, the computational complexity of the
CSI-KNN algorithm depends on the number of training instances. Unfortunately, the
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training sets we are using have a large number of examples. Although the 3.5 million
records are divided into nine services, each subset has more than 10,000 records.
Moreover, the “ecr i” type has about two million connections. Therefore, these sets
need to be downsized before tuning and testing are applied.
The normal training set is downsized by random selection. As Table 3.6 shows, the
normal data of the minors type is reduced to 2,000 records. However, the abnormal set
needs to be treated with care since the abnormal training set has imbalanced numbers
of different attack types. To improve the discrimination ability of the strangeness
model, samples of each attack type should be kept in the profile. Therefore, we
down-sample the imbalanced intrusions in a scaled manner. The scale is increased for
majority intrusions and decreased for minority intrusions. In this way, we reduce the
abnormal set as well as solve the imbalanced intrusion problem. Table 3.6 shows the
results after down-sampling the minors type, reducing the original minors training
set that contains 55,193 records to 3,800 samples.
According to the computational complexity mentioned on page 48, we calculate
the computation required before and after down-sampling over the minors set. It
shows the computation is reduced 150 times after being downsized. We apply downsampling for other services and restrict the size of either the normal or abnormal set
to no more than 2,000. Thus, the efficiency of our algorithm is greatly improved.
Although each service set has a large number of records, the records may be
imbalanced between normal and abnormal sets. When either set is very small, for
example ten records, it is improper to build a profile for the service. For different
situations, we have different solutions to deal with the small training set problem.
When the normal set is very small, the service is combined into the minors type. Since
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Table 3.6: Down-sampling results of minors type
Class
Original Down-sampled
normal
17,544
2,000
neptune
36,660
1,096
portsweep
362
250
warezclient
212
140
satan
140
110
ipsweep
138
100
guess passwd
38
25
nmap
35
23
buffer overflow
15
11
land
15
11
imap
9
9
rootkit
5
5
multihop
4
4
loadmodule
4
4
ftp write
3
3
perl
3
3
spy
2
2
warezmaster
2
2
pod
2
2
TOTAL
55,193
3,800
the CSI-KNN algorithm studies the distribution of normal data, a lack of normal data
means the algorithm has insufficient information to analyze. As a result, the service
is canceled and its instances are used to help build the minors profile. In the other
case, when the abnormal set is very small, we “borrow” the attack samples from the
minors service. As the attack samples of the minors type are collected from different
minority services, they are less likely to be impacted by the nature of any one service
and provide relatively objective intrusion knowledge.
Figure 3.6 shows how the abnormal set for domain u is constructed. The normal
set is downsized by random selection. The abnormal set is constructed with the
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Figure 3.6: Construction of training sets for domain u service
original abnormal attacks plus the attack samples borrowed from the minors type.
Therefore, the small training set problem is solved.

3.3.4

Normalization

As the connection features employ different units, the scores of features are not comparable. However, the CSI-KNN algorithm demands comparable features in feature
space so that the variation of each feature is precisely evaluated. Therefore, a normalization process is necessary in our algorithm to standardize the connection features
but keep their distribution. In the experiments, we employ Z-score normalization
to scale the features. After normalization, the scores express not the original units
of measurement but the standardized deviations from their means. The formula for
Z-score normalization is shown in Equation 3.1. For the i -th feature, xi is the raw
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score to be standardized; µi is the mean of the population; and σi is the standard
deviation of the population. Test connections are normalized using µ and σ of the
training data.

zi =

3.3.5

xi − µ i
σi

(3.1)

Parameter Optimization

We optimize K and τ of each model to improve detection performance. The strength
of a classifier is demonstrated by its ability to correctly classify the intrusive and
normal connections. Therefore, the error rate – the ratio of false classifications to
the total number of classifications is used to evaluate the performance of the model.
The pseudo-code of the parameter optimization program is shown in Listing 3.3. The
optimal K is approximated using five geometrically increasing values of K : 3, 9, 27,
100, and 300. The values of τ (0.01, 0.05, and 0.1) are chosen from commonly used
significance levels in hypothesis testing. All combinations of the parameters are run
over the validation set which is extracted from 30% of the training data. The model
that generates the lowest error rate corresponds to the most optimal model.
Listing 3.3 Pseudo-code of parameter optimization
FOR each K in (3, 9, 27, 100, 300)
FOR each τ in (0.01, 0.05, 0.1)
Set the number of nearest neighbors and the threshold for the model
Run each model over the validation set
Calculate the error rate
END FOR
END FOR
Choose K and τ with the lowest error rate
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The error rate distribution of the strangeness model and the isolation model for
the “minors” type is shown in Table 3.7. Among the 15 runs, the lowest error rates
are achieved by (3, 0.01) in the strangeness model and by (3, 0.05) in the isolation
model. Therefore, the two pairs are chosen as the optimal parameters (K, τ ) for their
respective models. We use τ to get the strangeness and isolation thresholds that are
used to distinguish between normal and abnormal. The parameters and thresholds
are included in the profile and used for testing.
Table 3.7: Error rate distribution of minors service
K
τ
Strangeness model Isolation model
error rate
error rate
3 0.01
0.0121
0.2144
3 0.05
0.0344
0.0553
3
0.1
0.0662
0.0830
9
0.01
0.0146
0.2406
9
0.05
0.0324
0.0607
9
0.1
0.0701
0.0834
27 0.01
0.0176
0.2496
27 0.05
0.0348
0.0625
27
0.1
0.0705
0.0883
100 0.01
0.0250
0.2499
100 0.05
0.0408
0.0662
100 0.1
0.0717
0.0867
300 0.01
0.0314
0.2492
300 0.05
0.0504
0.1306
300 0.1
0.0744
0.0871

3.3.6

Results Analysis

After parameter optimization, everything is prepared for building a profile. The
training phase CSI-KNN algorithm prepares the training sets (Tn and Ta ), optimal
values of τ and K for the strangeness and isolation models, and the corresponding
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thresholds, and then builds the profile. The profile is then applied for building the
CSI-KNN classifiers. In our experiments, we build nine classifiers for the nine different
services. To evaluate the effectiveness of the CSI-KNN algorithm over the KDD’99
test data, we describe the results using Detection Rate (DR), False Positive Rate
(FPR), and Accuracy (ACC). Each metric is defined below.
• Detection Rate (DR): Detection rate is the ratio of correctly classified intrusive
examples to the total number of intrusive examples. The detection rate of
our detection approach over the KDD’99 testing data is computed by using
Equation 3.2.

n
X

DR =

no. of detected attacks

service=1
n
X

(3.2)
no. of total attacks

service=1

• False Positive Rate (FPR): False positive rate is the ratio of incorrectly classified
normal examples (false alarms) to the total number of normal examples. We
calculate the false positive rate of the detection approach using Equation 3.3.

n
X

FPR =

service=1
n
X

no. of f alse alarms
(3.3)

no. of total normal records

service=1

• Accuracy (ACC): Accuracy is the ratio of correctly classified examples to the total number of classified examples. The accuracy of our experiments is computed
as shown in Equation 3.4.
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no. of correct classif ication

service=1
n
X

(3.4)
no. of total classif ication

service=1

Basically, the detection rate and the false positive rate are a tradeoff in machine
learning algorithms. When the detection rate is increased, the algorithm generally
generates more false alarms. Hence, we introduce the third metric, accuracy, to
evaluate the overall prediction accuracy of the algorithm. The higher the accuracy
the more correct predictions the classifier makes.

Comparison with the KDD’99 Contest results
We compare the results of our detection approach to the best results of the KDD’99
contest. In the competition, 24 participants employed different techniques to distinguish between legitimate and illegitimate connections [13]. The winner of the
competition was Dr Bernhard Pfahringer of the Austrian Institute for Artificial Intelligence. He employed an enhanced decision tree over the same test data that we
use in the experiments. The winning results and ours are reported in Table 3.8. The
three metrics introduced above are shown to compare the results. It shows that our
detection method can detect a higher percentage of attacks than the KDD’99 winner’s. Although the false positive rate is somewhat increased, the detection rate rises
more than the false positive rate. The results also show that our approach achieves
higher accuracy than the best results of the KDD’99 competition. In addition, even
compared to the most recent research [24], our approach achieves superior results
than theirs (DR=93.5%, FPR=3.8%, ACC=94.7%) in all three metrics.
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Table 3.8: Performance comparison between the KDD’99 winner and CSI-KNN
Experiments
Detection Rate False Positive Rate Accuracy
KDD’99 Winner
91.8%
0.6%
93.3%
CSI-KNN
94.6%
3.0%
95.1%
Comparison of the CSI, Strangeness, and Isolation models
Table 3.9 compares the results of the strangeness model, the isolation model, and the
CSI model using the same three metrics. It shows that the CSI model that uses both
strangeness and isolation measures achieves a higher detection rate than either single
model. Although the false positive rate is increased, the increased false positive rate is
acceptable compared to the increase of the detection rate. Since missing an intrusion
is much more costly than generating a false alarm, the proportion of the detection
rate to the false positive rate is still beneficial for intrusion detection. Moreover, the
classification accuracy of the combined model is higher than either single model.
Table 3.9: Performance comparison over different models
Model
Detection Rate False Positive Rate Accuracy
Strangeness
91.4%
2.6%
92.5%
Isolation
94.3%
2.7%
94.9%
CSI-KNN
94.6%
3.0%
95.1%

Graded confidence of the classification
Both the strangeness and isolation models can provide a confidence score that estimates the reliability of the prediction. The value of the confidence indicates the
unlikelihood of a predicted intrusion to be normal. It provides a credibility estimate
for an individual prediction. A higher confidence indicates that the prediction is more
likely to be correct. The combined model, based on the agreement of the two models,
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can provide a graded confidence that assists in analyzing tasks after intrusion detection. For example, it reduces the work of filtering false alarms. Since intrusion alerts
with the higher confidence (e.g., 0.9999) is very unlikely to be a false alarm, security
administrators can treat the alerts as actual attacks and skip the false alarm filtering.
In doing so, there is very little risk of making a mistake.
To verify the effectiveness of confidence grading, we compare the accuracy of alerts
raised by both models and the accuracy of those alerts raised by only one model. The
results show that an intrusion prediction made by both models has a higher accuracy
than either model alone, at 99.4% and 95.2% respectively. Therefore, the CSI model
provides a relatively reliable confidence grading for the classification.

3.3.7

Implementation of CSI-KNN-based NIDS

The CSI-KNN-based NIDS is implemented using Perl [18] and MATLAB [30]. Perl is
a general-purpose programming language originally developed for text manipulation,
and possesses strength in parsing and handling text files. Thus, we employ Perl
in preprocessing the data sets. A set of Perl scripts is used to split and merge
connections by service and convert them to vectors. The classifier is built using
MATLAB, a numerical computing environment and programming language. It has
a good reputation for easy matrix manipulation and implementation of algorithms.
To simulate the different classifiers running on different machines, a calling program
written in Java runs the classifiers. A configuration file that indicates the classifiers
on each host is used to assist the calling program. The calling program reads the
configuration file and runs the specified classifiers. By changing the configuration
file, the NIDS is able to relocate classifiers to different machines and thus balance the
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workload.
Since we use the KDD’99 dataset that consists of preprocessed connections, we
do not implement the sensor components. There is extensive research that discusses
implementing a network sensor with a connection construction feature. Lee, Stolfo,
and Chan propose a real-time data mining-based IDS in [36]. They use the same
method as they used to process the KDD’99 data to build a connection construction
unit for their combined misuse and anomaly detector. Esposito et al. [16] develop a
Snort plug-in that is also able to construct connections. The plug-in unit is tested in
a real and heavily loaded network. The experimental results show that the overhead
of the plug-in is affordable in handling real-time traffic.

3.4

Summary

In this chapter, we present the framework for the CSI-KNN-based NIDS. The IDS
framework has two phases: the off-line phase and the on-line phase. In the off-line
phase, profiles are generated using the training-phase CSI-KNN algorithm. In the
on-line phase, the NIDS employs the CSI-KNN classifiers for intrusion detection.
Since the NIDS uses multiple independent classifiers, the detection workload can be
balanced over different hosts. In addition, the number of hosts can be changed based
on the workload, which makes the framework scalable.
The CSI-KNN algorithm employs the strangeness and isolation measures to discover intrusions. These two measures, which analyze different attributes of connections, can discover more attacks than either alone. A correlation unit aggregates the
results and generates graded confidence scores for suspicious connections.
To handle the imbalance in service types, we introduce a pseudo service for those
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service types with a small number of examples. Down-sampling is used to reduce the
size of the training sets and improve the efficiency of the classifiers. We also discuss the
data sparsity issue for both normal and abnormal training sets and provide solutions
for different situations.
To choose optimal parameters, a validation process is introduced to tune the model
parameters. The experimental results show that the performance of our detection
method is better than the best result of the KDD’99 Classifier-Learning Contest and
some recent results. Moreover, the detection rate of the combined model is higher
than either measure alone. Although the false positive rate is increased slightly, the
increase is no more than the increase in the detection rate. From a security point
of view, the results are beneficial for an intrusion detection system. In addition,
the accuracy of the CSI model is higher than either model individually. We also
demonstrate that the combined model provides a reliable graded confidence that
offers useful insight for intrusion analysis.

Chapter 4
Intrusion-Tolerant NIDS
The previous chapter presented a network intrusion detection system (NIDS) using
the Combined Strangeness and Isolation K-Nearest Neighbor (CSI-KNN) algorithm.
The NIDS is able to accurately detect network intrusions and generate a confidence
score for each intrusion alert. However, even if the NIDS provides reliable results,
the NIDS might be unable to deliver service when under attack. In this chapter, we
describe how the CSI-KNN-based NIDS can be made intrusion-tolerant by introducing
an intrusion-tolerant mechanism. The mechanism improves the dependability of the
NIDS since it prevents discontinuity in the detection service.
Section 4.1 provides an overview of the intrusion-tolerant framework, and a detailed architecture of the dependable NIDS is presented in Section 4.2. Section 4.3
illustrates the intrusion-tolerant mechanism over the CSI-KNN-based NIDS. Finally,
in Section 4.4 we evaluate the performance of the proposed intrusion-tolerant mechanism.
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Overview of the Intrusion-tolerant Framework

Since no computer system in the world is completely secure, intruders can stop applications by exploiting vulnerabilities. From this point of view, successful attacks
(intrusions) are a kind of fault that is launched on purpose to subvert legitimate
services. The goal of intrusion tolerance is to enable applications to survive the
consequences of intrusions [51]. An Intrusion Tolerant System (ITS) is an application that is able to continuously provide essential services even when the system is
partially compromised because of intrusions. Hence, an intrusion-tolerant IDS can
continuously deliver intrusion detection services even in the face of component failure
due to attacks. However, it is important to note that an intrusion-tolerant IDS differs
from other intrusion tolerant systems since the intrusion-tolerant mechanism of the
IDS protects the detection service of the IDS instead of monitored objects (networks
and computers).
The DNIDS is the CSI-KNN-based NIDS integrated with an intrusion-tolerant
mechanism. The aim of the mechanism is to make the NIDS dependable by enabling
the NIDS to continuously perform detection tasks even when an NIDS component fails
due to intrusions. As shown in Figure 4.1, the NIDS detection framework employs
multiple network sensors. Each sensor is installed on a computer and handles specific
network services such as http and smtp. Network packets of the same service are
fed into a specific service-based classifier that employs the CSI-KNN algorithm. The
classifier analyzes network activities, raises alerts for suspicious network behaviors,
and reports them to the IDS console. A detector consists of one or several classifiers
that are associated with a specific sensor. In the NIDS, the detector is regarded as a
component that provides intrusion detection for specific service types.
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Figure 4.1: The detection framework for the intrusion-tolerant mechanism
We propose an intrusion-tolerant mechanism that can tolerate the failure of detection components (classifier and detector) due to intrusions. The intrusion tolerance
of the NIDS is realized by a process that has knowledge of the NIDS and masks
component failures by coordinating with mobile agents. The mobile agents monitor
the status of the NIDS components and execute recovery tasks. When a classifier
or detector fails, the intrusion-tolerant mechanism restores the failed component on
another peer host which is also used for intrusion detection. Therefore, the NIDS is
ensured to provide a continuous intrusion detection service.
Mobile agents are programs that can migrate from host to host. We employ
mobile agents in the intrusion-tolerant IDS since they have several advantages over
static processes. The mobility of mobile agents makes it difficult for attackers to
locate them as targets for attacks. In addition, mobile agents operate on the remote
points of interest (i.e., hosts) and can respond to changes immediately. They can
execute actions such as shutting down or isolating a compromised component to
protect the overall system. Moreover, mobile agents are independent of the computer
hardware and software on which they execute through the use of virtual machines and
interpreters. Therefore, they can work seamlessly in heterogeneous environments.
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The intrusion-tolerant mechanism takes advantage of the diversity of audit data
and the independence of classifiers. The recovery process employs dynamic redundancy which does not require duplicate components working at the same time. The
mechanism restores the failed components on peer hosts and needs no additional
backup machines. This intrusion-tolerant mechanism is independent of the intrusion
detection method and can be applied to other IDSs with similar frameworks.

4.2

Architecture of the DNIDS

As shown in Figure 4.2, the DNIDS consists of the following components: Sensors,
Detectors, Alert Agents (AA), Maintenance Agents (MA), the Manager and the Console. Sensors capture the network packets from a network segment and transform
them into connection-based vectors. The Detector is a collection of CSI-KNN classifiers that analyze the vectors supplied by the sensors. Sensors and Detectors are
intrusion detection components. Since we use the KDD’99 dataset and simulate test
cases, the Sensor component has not been implemented. The Manager, Alert Agents,
and Maintenance Agents are designed for intrusion tolerance and installed on a secure
administrative server called Station. The Manager has knowledge of the resources of
the NIDS, generates mobile agents (AA and MA) and dispatches them to execute
tasks. Figure 4.2 shows an AA being dispatched by the Manager to Host A. The
dashed arrows show the movement routes of agents, while the solid arrows indicate
the data flow. On the host, the AA checks the behaviors of the IDS components
and reports back to the Manager. Then, the AA moves to Host B and executes the
same checks. The AA returns to the Station after it has visited all hosts. The MA is
responsible for restoring failed IDS components. The Manager process provides the
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MA with the necessary information and dispatches it to an operational host. After
the MA finishes the recovery task, it also returns to the Station and terminates. The
Console provides an interface to the security administrator to view information about
the DNIDS.

Figure 4.2: The DNIDS architecture
Figure 4.3 illustrates the data flow between the components. The AA receives
an Available Detection List (ADL) from the Manager and sends the Manager alerts.
The ADL is a list of the addresses of all operational detectors (hosts) in the system.
Following the addresses in the ADL, the AA visits each detector and performs its
tasks. The Manager receives two types of alerts: intrusion alerts and security alerts.
Intrusion alerts are generated by the classifiers when detecting network intrusions.
The security alerts are generated by the AA when it discovers a failed IDS component.
The MA receives the profile of the failed classifier from the Manager and restores the
classifier on an operational detector. As soon as the recovery is complete, the MA
sends a recovery-complete message to the Manager. The Console receives alerts and
messages from the Manager and outputs them. In the following subsections, we
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describe these components in detail.

Figure 4.3: Data flow between intrusion-tolerant components

4.2.1

Manager and Console

The Manager serves as a coordinator in the intrusion-tolerant mechanism. It analyzes
the alerts and messages it receives and takes corresponding action. The Manager has
two tables, services and detectors, which provide availability and resource knowledge
about the NIDS. The services table contains information on the classifiers. Each
classifier has a unique entry in the table. As Table 4.1 shows, each entry has four
columns which include the following information: the network service that the classifier processes, the status of the classifier, the detector that the classifier works on,
and the maintenance status, which indicates if the classifier is undergoing recovery.
Table 4.1: Table structure of services
Column name Description
service
Service name
detector
The address used to access the detector
s availability
Status of the classifier
maintenance
Maintenance status
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Each detector has a unique entry in the detectors table. In the DNIDS, each host
has one detector and a proxy server to receive mobile agents. Thus, the detector
status is basically associated with the status of the host and the proxy server. Each
entry in the detectors table contains the following information: the address of the
proxy server through which mobile agents can access the detector (host) and the
status of the detector. The structure of the detectors table is shown in Table 4.2.
Through the two tables, the Manager knows the status of all classifiers and detectors.
Table 4.2: Table structure of detectors
Column name Description
detector
The address used to access the detector
d availability Status of the detector
The Manager receives alerts and messages through a proxy server and decides
what actions should be taken. When receiving a message, the Manager first outputs
the message to the Console, then acts according to the content of the message. For intrusion alerts, it simply saves the alerts. For security alerts, the Manager updates the
services and detectors tables and dispatches MA(s) for recovery. Since the intruders
can attack either the classifier or the detector, the AA monitors both components and
generates two different security alerts: service alert and detector alert. A service alert
is raised when the failure happens on an individual classifier, whereupon the Manager
dispatches an MA to restore the classifier. A detector alert is raised when a failure
happens on the host level and makes all classifiers of the detector unavailable. For example, when an intruder launches a Denial-of-Service (DoS) attack that exhausts the
resources of a victim computer, the classifiers on the computer cannot work properly.
As soon as a detector alert is raised, the Manager sends MAs to restore the detector.
Since a detector may contain many classifiers, the corresponding number of MAs is
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generated to restore each classifier. If the Manager receives a recovery-complete message from the MA, it updates the information about the restored classifier on the two
tables. The Manager generates a new AA when it receives a get-home message from
the returned AA, so there is always an Alert Agent monitoring the system.

4.2.2

Alert Agent (AA)

The AA is responsible for checking the status of classifiers and detectors and collecting
intrusion alerts. When taking the route specified in the ADL, the AA executes the
following tasks. The AA checks the status of the host when it moves to the host. If
the machine is not available, it raises a detector alert and skips the failed detector.
Otherwise, it starts checking the status of each classifier on the host and generates a
service alert if it detects a classifier failure. The AA also disables the classifier so that
no more incorrect information is generated. The intrusion alerts are collected and
sent to the Manager only when the detector and classifier are both verified. After all
detectors in the ADL are visited, the AA returns to the Station and sends a get-home
message to the Manager.

4.2.3

Maintenance Agent (MA)

The MA is designed to restore a failed classifier. The Manager dispatches an MA
to an operational detector on which the new classifier is to be built and activated.
After the recovery is complete, the MA sends a message to the Manager. The message
contains the information that the classifier has been restored so that the Manager can
perform a corresponding update on the two tables and maintain resource information
about the NIDS. Once the MA has restored the classifier and informed the Manager
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of this fact, it returns to the Station and terminates.

4.2.4

Summary of the DNIDS Operation

To illustrate how the intrusion-tolerant mechanism works with the NIDS, we describe
a typical running cycle of the DNIDS. The steps involved in the DNIDS running are
described below.
Sensors capture network packets and convert them to connection-based vectors. A
calling program triggers the classifiers periodically to analyze the vectors. The period
is short enough, perhaps a few seconds, to provide real-time intrusion detection. If
any suspicious network activity is detected, an intrusion alert is generated and stored
in the alert file associated with the classifier. The Manager periodically launches an
AA to check the status of both detectors and classifiers. If no classifier or detector
failure is found, the AA sends intrusion alerts to the Manager and moves to the next
host. Otherwise, the AA raises a security alert and sends it to the Manager. The
Manager receives various alerts and responds accordingly. For intrusion alerts, the
Manager forwards the alerts to the IDS console where a security administrator who is
responsible for network security analyzes the alerts and takes corresponding actions.
For security alerts, the Manager generates MAs to execute recovery operations. The
MA takes the information about the failed classifier from the Manager and restores
the classifier in a different operational host, sending the Manager a message as soon
as the recovery is finished. The Manager responds to recovery-complete messages by
updating the NIDS resource information and executing a reconfiguration.
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Implementing Intrusion Tolerance

With the intrusion-tolerant mechanism in place, our network intrusion detection system (NIDS) can tolerate classifier and detector failures caused by intrusions. Although
the detection components can fail due to other faults such as operational mistakes,
intrusions are the major cause of the failures of NIDSs. Given that, the proposed
intrusion-tolerant mechanism accomplishes its intrusion tolerance tasks by detecting
and masking the failure of the detection components.
In our intrusion-tolerant mechanism, the effect of intrusions is known as soon as
the component failure is detected. Inspired by the phases of fault tolerance (error
detection, damage assessment and confinement, error recovery, and fault treatment
and continued service [31]), the intrusion tolerance of the DNIDS is divided into three
phases: identification of the failed component, recovery of the failed component, and
isolation of the failed component. Based on the three phases, we outline how the
mechanism enables the NIDS to tolerate intrusions on detectors (Section 4.3.2) and
classifiers (Section 4.3.3) that have been implemented in our DNIDS. Prior to the
description of the intrusion-tolerant phases, we describe how the status of detection
components are monitored and collected to initiate the intrusion-tolerant mechanism.

4.3.1

Component Monitoring and Status Collection

To identify failures of NIDS components, we have to constantly monitor the detectors
and classifiers. In the DNIDS, an Alert Agent (AA) performs the monitoring tasks
in the DNIDS, checking the status of the classifiers and detectors and collecting
intrusion alerts. As Figure 4.4 shows, C1, C2, and C3 are classifiers deployed on
different detectors (Detector1 and Detector2). The NIDS components are monitored
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constantly. If any failure is detected, the information of the failed component is
sent to the Manager. Otherwise, the intrusion alerts are aggregated and sent to the
Console.

Figure 4.4: Status monitoring of the NIDS components

In the implemented prototype, we select three different services (http, smtp,
ftp data) and build the corresponding classifiers. The http classifier is installed on
computer “host1” and the other two are installed on computer “host2”. Table 4.3
shows the services table of the three services on the Manager. The service column
records the name of the service-based classifier, and the detector column contains the
address of a proxy server through which an AA can access the detector. The address
has two parts: the name of the host on which the classifiers are installed, and the port
that the proxy server listens to. The s availability column indicates the status of the
classifier, which is set to one when this classifier is working, and zero otherwise. The
value of the maintenance column is set to “true” when the classifier is undergoing
recovery, otherwise, it is set to “false”.
The detectors table is shown in Table 4.4. The detector column has the address
of each detector in the NIDS, and the d availability column records the number of
active classifiers on the detector. In Table 4.4, d availability value of the second entry
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Table 4.3: Example of the services table
service
detector
s availability maintenance
http
\\host1:5555
1
false
smtp
\\host2:6666
1
false
ftp data \\host2:6666
1
false
is “2” because there are two active classifiers (smtp and ftp data) on that detector.
Table 4.4: Example of the detectors table
detector
d availability
\\host1:5555
1
\\host2:6666
2
The Manager generates an Available Detector List (ADL) from the detectors table. Since both detectors have active classifiers, the two detectors are added to the
ADL. Then, an AA is dispatched to the first detector, “\\host1:5555”, and reads the
configuration file, which defines the active classifiers on the local host. The configuration file is also used by the NIDS calling program to trigger active classifiers to
analyze the connection vectors. The configuration files of the two hosts are shown in
Table 4.5(a) and 4.5(b). The service column corresponds to the service-based classifier and the s availability column shows the availability status of the service. Like
the corresponding columns in the services table, the s availability is set to one when
the classifier is active, and otherwise to zero. The two configuration files are complementary to each other so that for any given service, only one classifier works at the
same time in the NIDS.
Based on the configuration file, the AA checks the status of active classifiers.
After status checking, the AA either raises a security alert for the failed classifier or
collects intrusion alerts from the active classifier. The AA executes the same tasks
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Table 4.5: Example configuration files
(a) The configuration file on
“host1”

service
http
smtp
ftp data

s availability
1
0
0

(b) The configuration file on
“host2”

service
http
smtp
ftp data

s availability
0
1
1

on all operational detectors. Through component monitoring and status collection,
the Manager is aware of the status of all detection components in the DNIDS.

4.3.2

Tolerating Intrusions on Detectors

Since the status of a detector component is associated with both the proxy server and
the host on which it resides, when an intrusion successfully crashes a host or a proxy
server in the DNIDS, a detector failure happens. To enable the NIDS to continue
performing detection tasks, the intrusion-tolerant mechanism is triggered to mask
the component failure. To verify the system’s ability to tolerate a failed detector,
we simulate a Denial-of-Service (DoS) attack against the detector. We overload the
proxy server on the victim host by using a process that keeps sending requests to the
listening port of the proxy server. Finally, it makes the proxy server fail to respond
to legitimate requests.

Phase 1: Identification of the failed detector
The AA is encoded with checking rules to identify the failure of the detector. In the
prototype, the checking rule is described as below: expecting that any detector should
properly answer a connection request from the AA, the AA sends a connection request
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to the detector before moving to it. If the request is not responded appropriately (e.g.,
time-out) by the proxy server, the detector is determined to have failed, and a detector
alert is generated.

Phase 2: Recovery of the failed detector
The recovery process is initiated as soon as a detector alert is raised. In the DNIDS,
the intrusion-tolerant mechanism employs forward recovery. Unlike backward recovery that rolls back to the error-free checkpoint, forward recovery needs no previous
state. It attempts to “go forward” and try to make the state error-free by taking
the necessary actions. In the DNIDS, forward recovery is realized by building a new
classifier on a “good” detector. We assume that the new classifier on a good host
should start in an error-free state. Although forward recovery is simple and effective,
it has a drawback. Since the restored component goes forward, it loses the information during the outage. As Figure 4.5 shows, the intrusion-tolerant mechanism
conducts a forward recovery for the classifiers on the failed detector. When Detector2
is detected to have failed, all classifiers (C2 and C3) on the detector are discarded,
and corresponding classifiers are built on Detector1. The Manager supplies the information (profiles) for the new classifiers and dispatches Maintenance Agents (MAs) to
execute the recovery tasks. Since a classifier is a process that applies the CSI-KNN
algorithm on an associated profile, the profile is necessary to build the new classifier.
The MA reads the profile from the Manager and brings it to Detector1. From the
view point of the DNIDS, the services of the classifiers migrate from one detector to
another. From the view point of DNIDS users, the intrusion tolerance is transparent.
As the process is executed automatically by the intrusion-tolerant mechanism, the
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IDS users are not affected by the component failure.

Figure 4.5: Forward recovery of the failed detector
The Manager first parses the detector alert and gets the name of the failed detector. Based on the detector name, the Manager locates the affected classifiers from the
services table. Then, the Manager sets these classifiers as “unavailable” and switches
the maintenance status to “under recovery”. Table 4.6 shows the updated services
table triggered by a detector alert. In this case, the failure of detector “\\host2:6666”
has been detected. Therefore, the two services (smtp and ftp data) in the detector
are updated accordingly, with s availability values set to zero and maintenance values
set to “true”. The detectors table shown in Table 4.7 is updated based on the change
of the services table. Since there is no active classifier on that host, the value of
d availability is updated to zero.
After the table updates, the Manager generates an MA for each failed classifier.
Each MA carries the profile of the failed classifier and moves to the first available
detector, which is “\\host1:5555” in this case. On the host, the MA installs the
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Table 4.6: The services table following a “\\host2:6666” detector alert
service
detector
s availability maintenance
http
\\host1:5555
1
false
smtp
\\host2:6666
0
true
ftp data \\host2:6666
0
true
Table 4.7: The detectors table following a “\\host2:6666” detector alert
detector
d availability
\\host1:5555
1
\\host2:6666
0
profile and builds the classifier. The corresponding entries in the configuration file are
updated to activate the classifier. After the service is activated, a recovery-complete
message is generated by the MA and sent to the Manager. The Manager updates the
two tables again when receiving the message. The services and detectors tables after
the receipt of the recovery-complete messages are shown in Table 4.8 and Table 4.9.
Table 4.8: The services table after the receipt of recovery-complete messages from
“smtp” and “ftp data” MAs
service
detector
s availability maintenance
http
\\host1:5555
1
false
smtp
\\host1:5555
1
false
ftp data \\host1:5555
1
false
In the services table, the restored classifiers “smtp” and “ftp data” are updated
with the new detector names; their availability status is set to active; the values of the
maintenance status are set back to “false”, indicating that the classifier is active. The
availability of the detector is also updated. As shown in Table 4.9, the availability
value is set to “3” based on the number of active classifiers. After the update, the
three classifiers are back to work and the detector failure has been masked.
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Table 4.9: The detectors table after the receipt of recovery-complete messages from
“smtp” and “ftp data” MAs
detector
d availability
\\host1:5555
3
\\host2:6666
0
Phase 3: Isolation of the failed detector
The recovery process restores the failed component, which may be enough if the failure
is caused by some transient fault. However, intrusions are permanent faults that try
to stop the IDS from being useful. The crashed component remains in the DNIDS and
may continue to cause problems until the root cause of the failure is removed. Thus,
some action needs to be taken to “bypass” the failed component without jeopardizing
the system. In the DNIDS, the intrusion-tolerant mechanism takes two automatic
steps to bypass the failed component. First, the AA skips the detector as soon as it
detects the failure in phase one. Second, the DNIDS excludes the detector through
updating the services and detectors tables in the recovery phase. Since the availability
status of the detector is set to zero, the failed detector is not included when generating
the ADL, thus isolating the detector from the DNIDS. After handling the failure of
the detector, corrective maintenance that requires manual intervention can be taken
to remove the root causes of the component failure. For example, a network defense
system might catch on and start dropping attack packets.

4.3.3

Tolerating Intrusions on Classifiers

A classifier in DNIDS is a process that employs the CSI-KNN algorithm and a servicespecific profile to detect network intrusions. The attacker can subvert classifiers to
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prevent the DNIDS from providing detection services. In the experiments, we simulate
an intrusion scenario in which an attacker removes essential files of the classifier by
misusing his/her privilege. As a result, intrusion detection for the associated service
is not delivered.

Phase 1: Identification of the failed classifier
The AA is encoded with rules to detect failures on classifiers. In the DNIDS, the
failure status of a classifier can be detected by checking the associated alert file. If
the classifier works properly, the alert file is generated every time the classifier is
triggered by the calling program. Therefore, if the alert file is not generated after a
calling period, which is the time interval between the calling program triggering the
classifiers twice, the classifier is determined to have failed. This checking mechanism
is suitable only on the condition that a calling period of the classifier has passed since
the last check. Therefore, the dispatching cycle of the AA should be no less than one
calling period. If the AA cannot locate the alert file of the classifier, a service alert
is raised.

Phase 2: Recovery of the failed classifier
The intrusion-tolerant mechanism uses forward recovery to restore the failed classifier.
In the DNIDS, failed classifiers are discarded, and the forward recovery builds a new
classifier on another operational detector. The schema of the classifier recovery in
the DNIDS is shown in Figure 4.6. In the diagram, once classifier C2 in Detector2 is
discovered to have failed, the classifier is discarded. A new C2 is restored on Detector1.
To the DNIDS, the service of C2 has migrated from Detector2 to Detector1. Since
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C3 is not detected to have failed, the service of C3 is not changed.

Figure 4.6: Forward recovery of the failed classifier
In the DNIDS, recovery of the classifier is triggered by a service alert. Based on
the information in the alert, the Manager updates the service entry in the services
table. Table 4.10 shows the updated services table after a service alert is raised for the
“smtp” classifier. The s availability value is set to zero and the maintenance status is
set to true, which means the “smtp” classifier is listed as failed and under maintenance.
The information about the detector “\\host2:6666” on which the “smtp” classifier
resides is also updated accordingly as shown in Table 4.11. The d availability value
of “\\host2:6666” is set to one since only one classifier “ftp data” is active on the
detector.
Table 4.10: The services table following an “smtp” service alert
service
detector
s availability maintenance
http
\\host1:5555
1
false
smtp
\\host2:6666
0
true
ftp data \\host2:6666
1
false
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Table 4.11: The detectors table following an “smtp” service alert
detector
d availability
\\host1:5555
1
\\host2:6666
1
After the updates, the Manager generates an MA to restore the failed “smtp”
classifier. The first available detector other than the detector where the failed classifier
was located is selected. Thus, the MA builds the new smtp classifier on detector
“\\host1:5555”. After the classifier is established and activated, a recovery-complete
message is sent to the Manager and the two tables are updated again. As Table 4.12
and Table 4.13 show, the “smtp” entry in the services table and the corresponding
entry in the detectors table are updated with the information of the newly installed
and functioning “smtp” classifier.
Table 4.12: The services table after the receipt of the recovery-complete message from
the “smtp” MA
service
detector
s availability maintenance
http
\\host1:5555
1
false
smtp
\\host1:5555
1
false
ftp data \\host2:6666
1
false

Table 4.13: The detectors table after the receipt of the recovery-complete message
from the “smtp” MA
detector
d availability
\\host1:5555
2
\\host2:6666
1
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Phase 3: Isolation of the failed classifier
The intrusion-tolerant mechanism takes two steps to isolate the failed classifier. First,
as soon as the AA detects the failure of a classifier, it immediately disables the classifier by setting the “s availablity” value of the classifier to zero in the configuration
file. Figure 4.14(b) shows the configuration file after the “smtp” classifier’s failure
is detected. Once the classifier is disabled, the AA no longer monitors the classifier
nor collects intrusions from the classifier. Second, after the recovery, the mechanism
changes the detector name of “smtp” in the services table. As Table 4.12 shows,
the entry in services table is updated with the detector on which the new classifier
resides. Therefore, the DNIDS excludes the failed classifier from the system.
As soon as the new “smtp” classifier is installed, the configuration file on “host1”
is updated. As shown in Table 4.14(a), the “smtp” classifier is set to active. The two
configuration files (Table 4.14(a) and 4.14(b)) are complementary to each other again.
Hence, after recovery, only one classifier of the service is running in the DNIDS.
Table 4.14: Configuration files after “smtp” recovery
(a) The configuration file on
“host1”

service
http
smtp
ftp data

s availability
1
1
0

(b) The configuration file on
“host2”

service
http
smtp
ftp data

s availability
0
0
1
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Performance Evaluation

We implemented the intrusion-tolerant mechanism with V oyagerEdgeT M 6.0.1 [29].
V oyagerEdgeT M provides a variety of Java libraries for distributed application development. It also provides a Java platform that enables mobile agents to run in
heterogeneous environments. Using the libraries, we developed Java programs to
realize the intrusion-tolerant mechanism.
We developed a DNIDServer program to initiate an object request proxy server
on the Station to receive messages and alerts. A Manager program is developed
to implement the function of the Manager component. The DNIDServer generates
an instance of the Manager and binds it to the listening port of the proxy server
to processes receiving messages and alerts. The Alert Agent and the Maintenance
Agent are implemented by two java classes. The Manager program calls the classes
and initiates agent instances for monitoring or recovery.
Using the implemented prototype, we evaluated the performance of the intrusiontolerant mechanism. We first calculated the Maintenance Agent (MA) recovery time.
Then, the Alert Agent (AA) round trip time was computed to estimate the delay of
detecting failed components. Finally, based on a Reliability Block Diagram (RBD)
[57], we analyzed the system reliability.
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MA Recovery Performance

The intrusion-tolerant mechanism employs forward recovery to restore failed classifiers. Although the forward recovery is simple and effective, it has the drawback of
information loss during the recovery. Therefore, we performed experiments to evaluate
the recovery performance of the MA. The recovery starts when the Manager receives
a security alert and ends when the recovery-complete message is received. Other than
the influence of the network and the host where the MA restores the failed classifier,
we assume that the recovery performance is mainly affected by the size of the profile.
The profile that models the network behaviors provides service-specific information
for the classifier to identify network intrusions. The size of the profile varies with
the objects it models. The MA transports the profile to the operational host and
uses the profile to construct a new instantiation of the failed classifier. We chose four
different sizes of profiles (20K, 50K, 100K, and 200K) and ran the recovery of each
profile ten times. For each profile size, we computed the best, the average, and the
worst results. Figure 4.7 shows how the recovery time varies with profile size. The
recovery time varies slightly from run to run because it is affected by many factors
such as the network condition and the response time of the target host. In general,
we notice that the recovery time increases with the size of the profile. However, even
in the worst case, it takes no more than 0.3 second to restore a classifier with a 200K
profile. In practice, the largest profile we get from the KDD’99 dataset is no larger
than 90K. The experimental results show that even if the MA restores a large profile
the time taken by the forward recovery is short enough that information loss during
the outage could be very small. Of course, besides the profile size, other factors such
as network traffic and the response time of the target host will also affect the recovery
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time.

Figure 4.7: Increase of recovery time with the size of profiles

4.4.2

AA Round Trip Time

We are interested in the time consumed by an AA visiting all detectors since it affects
the time to detect a failed component. In the intrusion-tolerant mechanism, the AA
serves as a watchdog timer, utilizing the encoded rules to check the status of detectors
and classifiers. We assume that the checking rules are effective, so that the detection
latency for any failed classifier is no more than one AA dispatching period – that is,
the interval between the dispatching of two AAs. In the DNIDS, the AA dispatching
period is one calling period (CP) of the classifier plus the AA round trip time. Since
the calling period is set based on the NIDS, we need only to estimate the AA round
trip time to determine the maximum detection latency.
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Apart from the influence of network conditions and response time of target hosts,
the round trip time of an AA can be computed using Equation 4.1. Here, T is the
total time an AA spends for a patrol. It starts when the Manager dispatches the AA
and ends when it receives a get-home message from the AA. ti is the time that the
AA spends on each host, t0 is the time that the AA spends between two hosts, and
N is the number of hosts. We first analyze how t0 varies with the number of hosts.
In our experiments, an AA is dispatched to a number of hosts where classifiers are
set as inactive. Thus, we can calculate t0 since the AA does not need to process any
classifiers on its patrol. As Figure 4.8 shows, the curve of the AA patrol time roughly
follows a linear increase with the number of hosts. Based on the experimental results,
the t0 is calculated about 36 milliseconds.

T =

N
X

(ti + t0 )

(4.1)

i=1

When an AA gets to a host, it checks the status of each classifier and processes
intrusion alerts. We exclude the influence of the time to perform a status check since
it is very short. Thus, the time that the AA consumes on each host is mainly affected
by the processing time of intrusion alerts. We observe that ti , the time consumed by
an AA on a host, varies with the number of alerts. Therefore, we perform experiments
in which the AA processes different numbers of intrusion alerts. Each intrusion alert
is set to 100 bytes. Theoretically, ti should increase linearly with the number of alerts,
since the AA processes the alerts with the same size independently.
Figure 4.9 shows the variation of the time taken by an AA with the number of
alerts. As we expected, ti increases almost linearly with the number of alerts in our
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Figure 4.8: Increase of t0 with the number of hosts
experiments. The experimental results show that, in the case of 100 alerts, the time
that an AA spends for a host (including both ti and t0 ) is around 86 milliseconds on
average.
With the results from the above experiments, we can calculate the AA round
trip time T for different numbers of hosts and alerts based on Equation 4.1. In our
experiments, the total time of an AA round trip over six hosts with 100 intrusion alerts
on each host is 0.55 second. This result is close to the time calculated by Equation
4.1, which is about 0.52 second. Since the calling period (CP) is set for real-time
detection, it should be a small value, perhaps a few seconds. Then, the dispatching
period of the AA, which is the CP plus the AA round trip time, is still a small value
based on the experimental results. Thus, when the DNIDS has several hosts and a few
hundreds of intrusion alerts, the detection latency of the DNIDS is short. However,
we should notice that network environments and host performance may affect the
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Figure 4.9: Increase of ti with the number of intrusion alerts
detection latency. For example, when network congestion, the time required to move
between two hosts will be longer than we observed in the experiments.

4.4.3

System Reliability Analysis

The purpose of the intrusion-tolerant mechanism is to enable the DNIDS to provide
continuous detection service even when the NIDS is partially compromised by attacks.
An important index for evaluating an intrusion-tolerant mechanism is the reliability,
which indicates the probability of a system surviving until the time t [31]. To quantify
the reliability of the DNIDS, we employ a formal analysis model, the Reliability
Block Diagram (RBD) [57]. The RBD is a static form of reliability analysis using
inter-connected blocks to show and analyze the effect of failure of any component
in the system. It aids in evaluating the overall reliability of the system. In the
NIDS, there are two different detection components, detectors and classifiers. When
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mapping the detectors or the classifiers as functional blocks in the diagram, the
relationship between two detectors or classifiers can be exhibited using Figure 4.10.
Since components of either type are peers to each other, the system follows the RBD
parallel system paradigm.

Figure 4.10: Parallel structure in reliability block diagram [57]
In a parallel organization, a system outage is only caused when all the components (classifiers or detectors) have failed. Based on RBD, the system reliability of
a parallel system is computed using Equation 4.2. Here, Rs represents the system
reliability, Ri is the reliability of component i, and N is the number of components.
The system reliability represents the probability that a system will perform its tasks
[31]. Accordingly, the probability of system failure is the complement of the system
reliability. Based on the reliability calculation, a parallel structure achieves higher
system reliability than other structures [57].

Rs = 1 −

N
Y

(1 − Ri )

(4.2)

i=1

Since the classifiers are subcomponents of the detector, the number of classifiers
is at least as large as the number of detectors. Thus, when a classifier has the
same reliability as a detector, the number of detectors determines the reliability of
the DNIDS. As a detector corresponds to a host, the number of hosts affects the
reliability of the DNIDS. As Figure 4.11 shows, the probability of system failure
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decreases exponentially with an increase in the number of hosts. When the system
has four hosts and the Ri of each is 0.9, the probability of system failure is reduced
to 0.0001.

Figure 4.11: The failure logic model of DNIDS

4.5

Summary

This chapter illustrates the intrusion-tolerant mechanism that enables our CSI-KNNbased NIDS to tolerate intrusions and to provide continuous detection service. The
intrusion-tolerant framework consists of three components: the Manager, Alert Agents
(AA), and Maintenance Agents (MA). They are seamlessly integrated with the NIDS
and cooperate to achieve intrusion tolerance.
Intrusion tolerance in the DNIDS is realized through timely status checks and
followed recovery of failed components. The AA is encoded with rules to monitor
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the detection components of the NIDS, and is dispatched periodically to check the
status of the components and raise alerts for any failed component. It also collects
intrusion alerts during the patrol. The Manager takes action in response to the
received messages or alerts. It maintains the availability status of the components by
updating the services and detectors tables. The MA restores the failed classifiers on
an operational host.
We illustrate the intrusion tolerance of detectors and classifiers. The intrusiontolerant mechanism executes automatically and is transparent to users. Because it
uses dynamic redundancy, the mechanism requires no duplicate components working
at the same time in the DNIDS. In addition, the mechanism employs peer operational
hosts as backups to each other and no extra backup machines are required for recovery.
We evaluate the performance of the intrusion-tolerant mechanism in three aspects:
recovery performance, detection latency, and system reliability. The experiments
show that the forward recovery executed by the MA is efficient enough that it is
unlikely to cause a large amount of information loss during a component outage.
The detection latency of a failed classifier is no more than an AA dispatching period
which includes the AA round trip time as a variable component. The AA round trip
time increases as the numbers of hosts and intrusion alerts on each host increase.
However, experimental results show that the AA round trip consumes very little time
even for the hosts with a significant number of alerts and causes short detection
latency. We use RBD to analyze the system reliability since high reliability is the
goal of intrusion tolerance. The analysis shows that the possibility of DNIDS system
failure drops exponentially as the number of hosts increases. The DNIDS can achieve
high reliability with only a few machines.

Chapter 5
Conclusions and Future Work
5.1

Conclusions

Intrusion detection systems (IDSs) play an important role in computer security. IDS
users relying on the IDS to protect their computers and networks demand that an
IDS provides reliable and continuous detection service. However, many of the today’s
anomaly detection methods generate high false positives and negatives. In addition,
the issues with respect to appropriate methods of ensuring continued IDS service in
hostile environments have not yet been sufficiently addressed. To address these problems, in this thesis, we present a Dependable Network Intrusion Detection System
(DNIDS) that integrates a novel detection method with an intrusion-tolerant mechanism. The two parts are seamlessly combined into the DNIDS to make the intrusion
detection system more dependable.
To address the detection issue, we propose a Combined Strangeness and Isolation
measure K-Nearest Neighbor (CSI-KNN) algorithm. The algorithm employs a combined model that uses two different measures to improve its detection ability. The
98
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strangeness measure is good at detecting attacks that show more similarity to known
attacks than to normal behaviors. The isolation measure is designed to detect those
unknown attacks that behave significantly differently from normal activities. By combining the two measures, our CSI-KNN algorithm possesses the ability to detect more
attacks than either alone. Moreover, the algorithm can provide a graded confidence
that indicates the reliability of the classification. We also propose an NIDS framework
that employs multiple independent service-based CSI-KNN classifiers. The framework
possesses flexibility since the classifiers can be distributed across different hosts.
We implemented the CIS-KNN algorithm and tested the detection approach over
the KDD’99 benchmark dataset. The experimental results show that the performance
of our approach is better than the best result from KDD’99 contest. We have also
compared our results with one of the most recent approaches that uses the KDD’99
dataset. Moreover, our combined model demonstrates more intrusion detection ability
than either single model. The graded confidence provided by the combined model is
reliable and of great interest to the intrusion analysis which security administrators
will follow.
An intrusion-tolerant mechanism is proposed to guarantee continuous service of
the CSI-KNN-based NIDS even in the face of component failure caused by attacks.
The mechanism is implemented through constant monitoring and forward recovery.
By using dynamic redundancy, our intrusion-tolerant mechanism requires no duplicate
components to work at the same time. Moreover, the mechanism restores failed
classifiers on peer hosts that are also used for intrusion detection in the DNIDS.
Therefore, it needs no additional backup machines.
The intrusion-tolerant mechanism is implemented on the CSI-KNN-based NIDS.
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The performance of the mechanism is evaluated and the reliability of the DNIDS
is analyzed. The results show that the intrusion-tolerant mechanism can efficiently
restore failed components and maintain a high reliability for the NIDS.

5.2

Limitations and Future work

There are some challenges faced by the DNIDS. Like other supervised learning algorithms, the knowledge gathered by our approach is limited by the training data.
However, users’ behaviors change from time to time. The static training data might
become outdated and deficient for prediction as time goes by. Thus, we suggest a
periodic update to the training sets and profiles. This process could be done off-line
without affecting the on-line detection system.
In addition, the computational complexity of the CSI-KNN is still an obstacle
for online application. Although the computational complexity can be reduced by a
down-sampling process that reduces the number of training instances, the effectiveness
of down-sampling may vary for different training sets. To solve this problem, KNN
optimization techniques such as Kd-tree and fixed-width clustering can be used along
with the down-sampling. By partitioning the feature space, the optimization method
reduces the number of instances involved in the KNN distance calculation.
A limitation of the intrusion-tolerant mechanism is that the mechanism is unable
to detect unauthorized modification of the DNIDS configuration files. An attacker
may change the configuration file and fool the Alert Agents (AAs) into refraining
from checking the monitored classifiers. In this case, the mechanism fails its tasks.
This problem can be solved by introducing a function that compares the configuration
information on the local host with the information in the services table.
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To improve the usability of the DNIDS, the future work we are working toward
are as follows: more checking rules are going to be developed and implemented for the
AA to improve its ability to detect compromised components; host-based IDSs will be
introduced to the DNIDS and used to monitor the hosts and the NIDS components;
an intelligent system will be employed to analyze the intrusion alerts generated by
the CSI-KNN-based NIDS and aid the intrusion-tolerant mechanism in treating the
compromised components; and finally, a response mechanism is to be introduced in
order to stop intrusions before a failure occurs.
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