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Abstract
The most common and natural human behaviours are often the most computationally
difficult to understand. This is especially true of spoken language comprehension considering the
acoustic ambiguities inherent in a speech stream, and that these ambiguities are exacerbated by
the noisy and distracting listening conditions of everyday life. Nonetheless, the human brain is
capable of rapidly and reliably processing speech in these situations with deceptive ease – a feat
that remains unrivaled by state-of-the-art speech recognition technologies. It has long been
known that supportive context facilitates robust speech perception, but it remains unclear how the
brain integrates contextual information with an acoustically degraded speech signal.
The four studies in this dissertation utilize behavioural and functional magnetic resonance
imaging (fMRI) methods to examine how the normally functioning human brain uses context to
support the perception of degraded speech.

First, I have observed that text presented

simultaneously with distorted sentences results in an illusory experience of perceptually clearer
speech, and that this illusion depends on the amount of distortion in the bottom-up signal, and on
the relative timing between the visual and auditory stimuli. Second, fMRI data indicate that
activity in the earliest region of primary auditory cortex is sensitive to the perceived clarity of
speech, and that this modulation of activity likely comes from left frontal cortical regions that
probably support higher-order linguistic processes. Third, conscious awareness of the visual
stimulus appears to be necessary to increase the intelligibility of degraded speech, and thus
attention might also be required for multisensory integration. Finally, I have demonstrated that
attention greatly enhances the processing of degraded speech, and this enhancement is (again)
supported by the recruitment of higher-order cortical areas.
The results of these studies provide converging evidence that brain uses prior knowledge
to actively predict the form of a degraded auditory signal, and that these predictions are projected
through feedback connections from higher- to lower-order order areas.
iii

These findings are

consistent with a predictive coding model of perception, which provides an elegant mechanism in
which accurate interpretations of the environment are constructed from ambiguous inputs in way
that is flexible and task dependent.

iv

Co-Authorship
In all cases, I (Conor J. Wild) fully participated in the study design, data acquisition, data
analysis, and manuscript preparation.

Chapter 2 has not, and will not, be published in a peer-review journal. Ingrid S. Johnsrude
contributed to the study design and Afiqah Yusuf collected data.

Chapter 3 has been published in its entirety. It can be cited as:

Wild CJ, Davis HM, Johnsrude IS (2012). Human auditory cortex is sensitive to the
perceived clarity of speech. NeuroImage 60:1490-1502.

Matt Davis contributed to study design, data analysis, and manuscript preparation.

Ingrid

Johnsrude also contributed to study design, data analysis, and manuscript preparation.

Chapter 4 will be submitted for publication. Matt Davis contributed to study design and data
analysis, and Ingrid Johnsrude contributed to study design and manuscript preparation.

Chapter 5 has been accepted for publication in the Journal of Neuroscience. It can be cited as:

Wild CJ, Yusuf A, Wilson D, Peelle J, Davis MH, Johnsrude IS (2012) Effortful
listening: the processing of degraded speech depends critically on attention. The Journal
of Neuroscience.

Afiqah Yusuf contributed to study design, data collection, and data analysis. Daryl Wilson
contributed to study design.
preparation.

Jonathan Peelle contributed to study design and manuscript

Matt Davis contributed to study design and manuscript preparation.

Johnsrude contributed to study design and manuscript preparation.

v

Ingrid

Acknowledgements
I feel extraordinarily fortunate to have so many individuals to thank, because without
their support and contributions this dissertation would not exist.
First and foremost, I would like to thank Ingrid Johnsrude – my supervisor and mentor. I
often wonder why she accepted me as a graduate student six years ago, considering that I knew
absolutely nothing about psychology, neuroscience, or MRI. Nonetheless, I am grateful that she
took a chance and gave me the opportunity to learn from her. I can honestly say that without her
guidance, support, patience, and encouragement, I would never have finished (or even started!)
these 200+ pages. Thank you for everything, Ingrid. I can’t wait to see what projects we’ll be
working on in years to come.
I would also like to thank all the CoNCH lab members – past and present – for making
the lab a fun and open place to work. That includes: Afiqah, Amir, Fabienne, Graham, Heather,
Kris, Julia, Rachel, Stephen, Zane, and all the undergrads and volunteers who passed through.
I’m sure we’ll meet at conferences in the future, but we shouldn’t wait until then to catch up!
Good luck in all your current and future projects. Special thanks to Helene and Cheryl for
helping me find everything (e.g., ethics forms, subjects, equipment, receipts, my mind, etc.),
keeping me organized, and for running countless subjects though my tedious experiments. Also,
the fourth chapter of this dissertation would not exist without Kirsty’s dedication. You spent well
over sixty hours of your life transcribing and scoring data (possibly the most boring and mindnumbing job ever) – thank you! To everyone in the CoNCH lab, I am sorry if you are still using
code that I wrote over the years; I should have done a better job on the documentation.
Of course, I would like to thank my co-authors: Matt Davis, Jonathan Peelle, Daryl
Wilson, Afiqah Yusuf, and Amir Tahmasebi. Without your help, these experiments would have
failed, the data would remain uncollected and unanalyzed, and the manuscripts would be poorly

vi

written. I am grateful to have had the chance to learn from all of you, and I hope to continue
doing so in the future.
I would also like to acknowledge my thesis advisory and comprehensive examination
committees (Drs. Doug Munoz, Steve Scott, Kevin Munhall, and Gunnar Blohm). Thank you all
for your feedback and guidance during the course of this project.
Thank you to all my friends and family who helped distract me from work (Dave, Steve,
Jay, and Jon), and keep me focused on work (Dad). You have all (including those unnamed)
contributed to this project by making me laugh and bringing me joy.
Last, and certainly not least, I would like to thank Tara – my loving partner, wife, and
best friend. I am truly lucky that you want to spend so much time with me, despite my common
occurrences of: “math brain”, “hangriness”, sleep deprivation, and general bouts of crankiness
due to uncooperative data and/or writer’s block. You have been there to drag me through the low
spots, and have helped me recognize and celebrate the high points. You have been my biggest
supporter and my biggest critic (in a very necessary way). Thank you for inspiring me, making
me a better person, and helping me finish this thesis.

This manuscript is dedicated to the memory of my mother, Wendy Thompson, who
indirectly inspired this path. Mom, I told you that I would be a doctor, and although this is
probably not what you thought I meant, I’m sure you would be proud.

vii

Table of Contents
Abstract ........................................................................................................................................... iii
Co-Authorship ................................................................................................................................. v
Acknowledgements ......................................................................................................................... vi
Table of Contents .......................................................................................................................... viii
List of Figures ................................................................................................................................. xi
List of Tables ................................................................................................................................ xiii
List of Common Abbreviations .................................................................................................... xiv
Chapter 1 – General Introduction .................................................................................................... 1
1.1 Ambiguity in Speech Signals ................................................................................................. 1
1.2 Context Facilitates the Perception of Speech ......................................................................... 3
1.3 Models of Speech Perception................................................................................................. 6
1.3.1 Autonomous Models of Speech Perception .................................................................... 8
1.3.2 Interactive Models of Speech Perception...................................................................... 10
1.4 Behavioural Evidence for Interactivity in Speech Perception ............................................. 11
1.5 Neuroimaging as a Tool to Investigate Brain Function ....................................................... 14
1.6 Neuroscientific Evidence of Interactive Processes in Speech Perception............................ 16
1.7 Visual Object Perception and Predictive Coding ................................................................. 21
1.8 Overview of this Dissertation .............................................................................................. 25
1.9 Organizational Guide ........................................................................................................... 27
Chapter 2 – Predictive Text Influences the Perceptual Clarity of Speech ..................................... 29
2.1 Introduction .......................................................................................................................... 30
2.2 Pilot Study: Assessing the Intelligibility of Noise-Vocoded Speech ................................... 35
2.2.1 Pilot Study: Methods and Materials .............................................................................. 35
2.2.2 Pilot Study: Results ....................................................................................................... 38
2.2.3 Pilot Study: Discussion ................................................................................................. 39
2.3 Quantifying the Perceptual Enhancement of NVS .............................................................. 41
2.3.1 Methods and Materials .................................................................................................. 41
2.3.2 Results ........................................................................................................................... 46
2.3.3 Discussion ..................................................................................................................... 49
Chapter 3 – Human Auditory Cortex is Sensitive to the Perceived Clarity of Speech .................. 56
3.1 Abstract ................................................................................................................................ 57
3.2 Introduction .......................................................................................................................... 58
viii

3.3 Materials and Methods ......................................................................................................... 60
3.3.1 Participants.................................................................................................................... 60
3.3.2 Design ........................................................................................................................... 60
3.3.3 Stimulus Preparation ..................................................................................................... 62
3.3.4 Pilot Study..................................................................................................................... 63
3.3.5 MRI Protocol and Data Acquisition.............................................................................. 65
3.3.6 fMRI Data Pre-Processing and Analysis ...................................................................... 66
3.3.7 Region of Interest (ROI) Analysis ................................................................................ 67
3.3.8 Functional Connectivity Analysis ................................................................................. 69
3.4 Results .................................................................................................................................. 70
3.4.1 Behavioural Results, Target Detection Task................................................................. 70
3.4.2 Imaging Results, Whole-Brain Analysis ....................................................................... 70
3.4.3 Region of Interest (ROI) Results: ................................................................................. 76
3.4.4 Functional Connectivity Results ................................................................................... 78
3.5 Discussion ............................................................................................................................ 83
Chapter 4 – Awareness of Visual Primes is Required to Integrate Visual Representations of
Speech with Spoken Speech ......................................................................................................... 89
4.1 Abstract ................................................................................................................................ 90
4.2 Introduction .......................................................................................................................... 91
4.3 Methods and Materials ......................................................................................................... 95
4.3.1 Participants.................................................................................................................... 95
4.3.2 Experiment 1: Indirect Test........................................................................................... 95
4.3.3 Experiment 2: Direct Test ............................................................................................. 96
4.3.4 Materials: Auditory Stimuli .......................................................................................... 97
4.3.5 Materials: Visual Stimuli .............................................................................................. 99
4.3.6 Experimental Procedure .............................................................................................. 100
4.3.7 Experimental Procedure: Indirect Test ...................................................................... 100
4.3.8 Experimental Procedure: Direct Test .......................................................................... 102
4.4 Results ................................................................................................................................ 104
4.4.1 Indirect Test ................................................................................................................ 104
4.4.2 Direct Test ................................................................................................................... 108
4.4.3 Is There Evidence That Primes Subliminally Facilitate the Perception of NVS? ....... 109
4.5 Discussion .......................................................................................................................... 116
Chapter 5 - Effortful Listening: Attention is Critical for Processing Degraded Speech .............. 122
ix

5.1 Abstract .............................................................................................................................. 123
5.2 Introduction ........................................................................................................................ 124
5.3 Material and Methods ........................................................................................................ 125
5.3.1 Participants.................................................................................................................. 125
5.3.2 Experimental Design ................................................................................................... 126
5.3.3 Materials - Speech Stimuli .......................................................................................... 127
5.3.4 Materials - Auditory Distracters ................................................................................. 130
5.3.5 Materials - Visual Distracters ..................................................................................... 130
5.3.6 Procedure .................................................................................................................... 131
5.3.7 Behavioural Post-Test ................................................................................................. 132
5.3.8 fMRI Protocol and Data Acquisition .......................................................................... 133
5.3.9 fMRI Data Pre-processing .......................................................................................... 133
5.3.10 fMRI Analysis ........................................................................................................... 134
5.4 Results ................................................................................................................................ 135
5.4.1 Behavioural Results .................................................................................................... 136
5.4.2 fMRI Results ............................................................................................................... 139
5.5 Discussion .......................................................................................................................... 153
Chapter 6 ...................................................................................................................................... 158
6.1 Overall Conclusions ........................................................................................................... 159
6.2 Generalization to Other Stimuli and Listening Situations ................................................. 161
6.3 Interactions between Context and Attention ...................................................................... 165
6.4 Further Avenues for Investigation Using Other Methodologies ........................................ 165
6.5 Concluding Remarks .......................................................................................................... 169
References .................................................................................................................................... 170
Appendix A: Ethics ...................................................................................................................... 190
Appendix B: List of Stimuli ......................................................................................................... 193

x

List of Figures
Figure 1-1: A simplified speech recognition system ....................................................................... 7
Figure 1-2: An implementation of a “bottom-up” model................................................................. 9
Figure 1-3: An interactive model proposes bi-directional connections ......................................... 10
Figure 1-4: An example of the “Eureka” experience ..................................................................... 14
Figure 1-5: Lateral view of the macaque cerebral cortex .............................................................. 18
Figure 1-6: fMRI responses in V1 are consistent with predictive coding...................................... 24
Figure 2-1: How create noise-vocoded speech (NVS)................................................................... 36
Figure 2-2: Pilot study results. ....................................................................................................... 38
Figure 2-3: The 2x2 factorial design. ............................................................................................. 42
Figure 2-4: Average subjective noise ratings obtained for three kinds NVS ................................. 46
Figure 2-5: Results of the analysis of benefit scores ..................................................................... 48
Figure 3-1: The experimental procedure for the fMRI study......................................................... 62
Figure 3-2: Subjective noise ratings obtained from the pilot study ............................................... 64
Figure 3-3: Voxels that exhibited a main effect of speech type ..................................................... 71
Figure 3-4: Voxels that exhibited a significant main effect of prime type .................................... 72
Figure 3-5: Voxels that exhibited a speech- by prime-type interaction ......................................... 75
Figure 3-6: Results of the ROI analysis ......................................................................................... 77
Figure 3-7: Results of the functional connectivity analysis ........................................................... 80
Figure 4-1: Timings of audiovisual stimulus presentation............................................................. 97
Figure 4-2: Results of the Indirect Test training session ............................................................. 105
Figure 4-3: Results from the Indirect Test ................................................................................... 107
Figure 4-4: Scatter plot of results from the Direct Test ............................................................... 109
Figure 4-5: The intelligibility benefit afforded by matching primes ........................................... 111
Figure 4-6: The intelligibility benefit afforded by matching primes that lead or lag................... 112
Figure 4-7: The benefit afforded by primes that precede spoken words...................................... 113
Figure 4-8: The interaction between the Prime Type and Prime Timing .................................... 114
Figure 5-1: A schematic representation of a single trial .............................................................. 127
Figure 5-2: Intelligibility of speech as a function of stimulus clarity .......................................... 129
Figure 5-3: Results of the post-scan old/new discrimination task ............................................... 138
Figure 5-4: The F-contrast for the Main Effect of Speech Type ................................................. 140
Figure 5-5: The F-contrast for the Main Effect of Attention ....................................................... 143
Figure 5-6: Speech Type by Attention interaction F-contrast ..................................................... 147
xi

Figure 5-7: Other areas that demonstrate a significant interaction .............................................. 151
Figure 5-8: Results of the surface-based analysis ........................................................................ 152

xii

List of Tables
Table 2-1: The Likert Scale used to judge the amount of noise..................................................... 42
Table 3-1: Results of the group-level ANOVA of whole-brain data ............................................. 73
Table 3-3: Voxels that exhibit significant functional connectivity with PAC ............................... 81
Table 3-4: Voxels that exhibit significant functional connectivity with the STS .......................... 82
Table 4-1: Results of linear regression analyses .......................................................................... 115
Table 5-1: Results of the group-level ANOVA (main effect of speech type).............................. 141
Table 5-2: Results of the group-level ANOVA (main effect of attention task) ........................... 144
Table 5-3: Results of the group-level ANOVA (significant speech type x attention interaction)148
Table 5-4: Results of statistical pair-wise comparisons of parameter estimates .......................... 149

xiii

List of Common Abbreviations

ANOVA
BOLD
C
DCM
EEG
EPI
FDR
FWE
fMRI
HG
LIFG
LOC
M
MEG
nM
NV-lo
NV-hi
NVS
PAC
PET
rNV
ROI
SMA
STG
STS
TMS
TA
TR
V1

analysis of variance
blood oxygen level dependent
clear speech
dynamic causal modeling
electroencephalography
echo-planar imaging
false discovery rate
family-wise error
functional magnetic resonance imaging
Heschl's gyrus
left inferior frontal gyrus
lateral occipital complex
matching primes
magnetoencephalography
non-matching primes
low intelligibility noise-vocoded speech
high intelligibility noise-vocoded speech
noise vocoded speech
primary auditory cortex
positron emission tomography
spectrally rotated noise-vocoded speech
region of interest
supplementary motor area
superior temporal gyrus
superior temporal sulcus
transcranial magnetic stimulation
acquisition time
time to repeat
primary visual cortex

xiv

Chapter 1
General Introduction
Our most natural and common activities often turn out to be the most computationally
difficult behaviours to understand. Comprehending spoken language falls into this category,
considering the noisy, uncertain and variable listening conditions of everyday life. We often must
communicate in environments rife with background noise, but can usually do so quite easily and
successfully. Similarly, modern communication devices – such as cell phones – distort and
degrade the human voice, but this rarely impedes our ability to maintain a conversation. We even
adapt rapidly to new voices, unfamiliar accents, and environments with novel acoustic properties.
The apparent ease with which we comprehend speech in everyday situations belies the immense
complexities involved in the process, and indeed, this ability still remains unmatched by state-ofart automatic speech recognition systems (e.g., Gales and Young, 2007; Collins, 2011). In this
dissertation, I explore how the human brain accomplishes this feat by using context and higher
forms of knowledge to facilitate the interpretation of the (sometimes) ambiguous auditory signal
that is speech.

1.1 Ambiguity in Speech Signals
The problem begins with the fact that a speech signal, even when presented in a perfectly
clear context, is itself ambiguous. For example, the relationship between acoustics and phonemes
(i.e., the smallest unit of sound that can differentiate one utterance from another) is rarely a oneto-one mapping. If we analyze an acoustic waveform for the characteristics or features of
individual phonemes, we would find that very different sound sequences represent the same
underlying phonemes, and that very similar sounds could represent different phonemes. In
normal speech, this occurs because the articulation of a phoneme, and hence its acoustic features,
1

is heavily influenced by the phonemes that come before and after it; this artifact of speech
production is known as co-articulation.
Ambiguity is present at “higher levels” of speech as well.

For example, a lexical

ambiguity arises when words with the same sounds (i.e., sequence of phonemes) have very
different meanings (e.g., the homonyms or, oar, and ore). Even a complete sentence such as, “I
ate the sandwich on the couch” can be interpreted in multiple ways: was the sandwich, or the act
of eating it, on the couch? The additional variability imposed on a speech signal during everyday
communication that obscures segments of speech and distorts the human voice only serve to
exacerbate these problems. During the course of normal conversation we are largely unaware of
ambiguity and how we resolve it; we are usually only cognizant of the intended message, rather
than the countless possible alternatives (Rodd et al., 2005). Ambiguity also arises when segments
of a speech signal are masked, obscured, or missing. However, Miller and Licklider (1950)
observed that when 50% of the words in an utterance are completely removed or masked,
listeners can still correctly report upwards of 80% of the words from the original sentence. How
is it that we can understand speech so readily despite these ambiguities?
Some researchers propose that speech perception is so robust because the signal itself
contains many different sources of information (Assmann and Summerfield, 2004). These sources
are often redundant, because they can be removed or masked without affecting the intelligibility
(i.e., the ability to correctly identify words in an utterance) of speech. For example, speech
remains highly intelligible when spectral information is reduced or eliminated as long as temporal
information remains intact (Remez et al., 1981; Baer and Moore, 1993; Shannon et al., 1995), and
conversely, speech remains intelligible when temporal information is removed as long as spectral
information is preserved (Drullman et al., 1994).

The brain can even combine incomplete

information from different sources, such as channels of narrow band-pass filtered speech that on
their own are completely unintelligible, to create something that is heard and understood as
2

speech (e.g., Warren et al., 1995). Thus, if one aspect of a speech signal is compromised or
missing, there may be other acoustic features of the signal that can be used to decipher the
message.

1.2 Context Facilitates the Perception of Speech
Redundant information is also available in the form of context: information that limits the
possible interpretations of missing, obscured, or ambiguous parts of a signal (Miller et al., 1951).
Miller et al. (1951) first demonstrated this by showing that listeners’ ability to identify a word
presented in noise was inversely proportional to the number of words they could choose from. In
the same report, Miller et al. (1951) also showed that context is afforded by a sentence in its
entirety, as words extracted from naturally spoken sentences were identified less accurately on
their own than when heard in the context of the complete sentence. It is not just the continuous
stream of naturally produced speech that creates context (e.g., the temporal overlap of phonemic
articulations could allow a listener to infer obscured segments), but also the multiple higher-order
aspects of speech, such as the linguistic and phonetic rules of a language. Miller and Isard
(1963a) observed that, for speech presented in noise, listeners were better able to report the words
of sentences with intact semantic and grammatical information (semantically coherent sentences,
e.g., “The academic lecture attracted a limited audience”), than of sentences with only intact
grammatical information (semantically anomalous sentences, e.g., “The odorless lecture became
a filthy audience”); however, both these kinds of sentences were more easily understood than
ungrammatical strings of words (e.g., “On trains hive elephants the simplify”).

Thus, the

syntactic and semantic constraints (context) afforded by naturalistic sentences facilitate the
perception of speech in noise. This effect is demonstrated by the Speech Perception in Noise
(SPIN) test (Kalikow et al., 1977), which focuses on a specific kind of context – the predictability
of the final word in a sentence. For example, “The rose bush has prickly <thorns>” is a high
predictability (i.e., high context) sentence because the last word <thorns> is easily predicted from
3

the rest of the sentence; whereas, “We should have considered the <juice>” is low predictability
(i.e., low context) because the last word could plausibly be any number of possible nouns. When
scored on their ability to report the last word of these kinds of sentences presented in noise,
listeners perform significantly better on high-predictability sentences over a range of signal-tonoise ratios (SNRs) (Kalikow et al., 1977).
It seems unlikely that the use of context is a purely strategic effect, such that the listener
might ‘fill in’ missing words in a post-hoc decision process. For example, it has been shown that
if a single phoneme of a sentence is obscured or replaced with a cough, listeners will report that
the speech sounded uninterrupted and intact, and importantly, if told that there was an
interrupting cough, listeners cannot accurately identify when it had occurred, suggesting that the
restored phoneme was heard as if it were actually present (Warren, 1970).

This powerful

auditory illusion is known as the phonemic restoration effect. Further investigations have shown
that the strength of the restoration depends on bottom up cues (e.g., the plausibility of the
masking noise: Warren, 1970; Bashford et al., 1996), and different levels of top-down, or
contextual, information. Lexical biases arise such that restored sounds will tend to form real
words, rather than non-words (Samuel, 1981, 1996), or higher-frequency words instead of lowerfrequency ones (Samuel, 1981), and sentence-level context favours the restoration of sounds to
form words that fit the sentence (Warren and Sherman, 1974; Bashford et al., 1996). Thus, it
seems that listeners use context not only to recover the meaning of obscured or missing speech,
but also to reconstruct the sensation of an uninterrupted signal (Warren, 1970).
Of course, context is not limited to just the immediate linguistic content of the signal, as
speech perception can also be dramatically affected by knowledge and experience. The lexical
influence on phonemic restoration (discussed above) can be thought of as an effect of prior
experience on speech perception: listeners will tend to hear ambiguous speech in a way such they
hear words that they have heard before.

Similarly, the Ganong effect (Ganong, 1980)
4

demonstrates that an ambiguous phoneme presented in a lexical context (e.g., “?ash”) will tend
to be heard such that a real word is perceived instead of a non-word (“dash” instead of “tash”),
or a more common word will be perceived instead of a less frequent one (e.g., “cash” instead of
“gash”). A speaker’s idiolect (i.e., the speech characteristics unique to that individual) also
influences how speech is heard. Ladefoged and Broadbent (1957) found that listeners identified
the same ambiguous “b<vowel>t” word differently – as “bit”, “but”, “bet”, or bat” –
depending on the vocal tract characteristics of an introductory sentence. Familiarity with a
specific voice (learned in a lab environment, or in real life) can even increase a listener’s ability
to understand that talker in speech-in-noise tasks (Nygaard and Pisoni, 1998; Johnsrude et al.,
2010). In very similar ways, observing a talker’s face as they speak can have dramatic influences
on how speech is heard. The McGurk phenomenon (Mcgurk and Macdonald, 1976) illustrates
this quite dramatically: if a listener hears the sound “ba” while seeing lip movements
corresponding to “ga”, they will report hearing something of a compromise between the two –
“da”.

In normal conversation, however, we are rarely provided with such incongruent

information, and so visual cues can instead make speech judgments more accurate. It is wellknown that seeing a talker’s face as they speak can dramatically increase the intelligibility of
speech presented in masking noise (Sumby and Pollack, 1954; Macleod and Summerfield, 1987;
Reisberg et al., 1987; MacLeod and Summerfield, 1990), as can accompanying text (Zekveld et
al., 2008). It is remarkable that what we perceive to be a purely auditory perception (i.e., speech)
is actually an amalgamation of many sources of information that creates the most likely
interpretation of an ambiguous auditory signal.
Psychologists have long understood that there is a distinction between what we sense
from the environment (sensations) and what we experience (perceptions). Perceptions are to be
the products of two distinct sources of information: noisy sensory input (i.e., the “bottom-up”
signal), and internally represented contexts or constraints on the interpretation of that signal (i.e.,
5

“top-down” information).

Hermann von Helmholtz (1860) coined the term ‘unconscious

inference’ (in German): the idea that the brain incorporates knowledge and experience of the real
world with incomplete sensory information to create coherent perceptions. In other words, our
percepts are a best guess of how to interpret the world, given our sensory data and experience.
This essentially poses perception as a problem of statistical inference, in that the brain must
correctly determine or infer the cause(s) of some sensory input. This way of framing perception
very likely applies to how we perceive speech. However, there is still considerable debate about
exactly how the brain uses contextual information – such as the lexical status of a word, for
example – to facilitate the perception of speech (e.g., McClelland et al., 2006).

1.3 Models of Speech Perception
The challenge of recognizing and perceiving speech is to create a mapping from sounds to
meaning. Sounds produced by a talker must be converted in to a string of words that are
recognizable and comprehensible to the listener. Most researchers would agree that: there are
multiple processing stages between the acoustic analysis of a speech signal and the abstract
linguistic meanings contained within it; and that these stages are organized hierarchically, with
greater abstraction from acoustic to linguistic properties at higher levels (e.g., Stevens, 1960;
McClelland and Elman, 1986; Klatt, 1989; Gaskell and Marslen-Wilson, 1997). A useful model
of speech perception makes predictions about what information (and transformations) the brain
uses to process speech, and how these sources interact. It should be noted that models can vary in
terms of how many stages they include and what information is processed at each stage (Klatt,
1989). Again, most researchers would likely agree that there are several different levels of
representation (e.g., acoustic features, phonemes, morphemes, syllables and/or words) between
the speech signal and its meaning (Davis and Johnsrude, 2003), although the exact number of
levels, and the units represented at each level, remain unknown.
Consider, for example, the simplified speech recognition system depicted in
6

Figure 1-1. Here, the cochlea transforms a two dimensional acoustic waveform into a
spectrally decomposed version of that signal (e.g., a cochleogram) which is analyzed for specific
acoustic features. These features are passed to a detector that identifies the phonemes that were
most likely produced given the detected acoustic features. The phonemes are then bundled up
and passed on to the lexicon, which looks up words that correspond to specific strings of
phonemes.

Sound
Feature

Phoneme

Detectors

Detectors

Cochlea

Lexicon

Representation of

Articulatory

Representation of

Spectrogram or

Representation or

Phonetic strings

Periodicities

Equivalent

Meaning

Figure 1-1: A simplified speech recognition system, adapted from Stevens (1960), where meaning
is extracted from sound through a series of hierarchical processing stages, and greater abstraction
from the sound takes place at each stage.
However, as previously discussed, perception is the product of two sources of
information: the bottom-up signal, and contextual constraints on the interpretation of that signal.
Our simple model is essentially a “bottom-up” system that depends solely on the analysis of an
acoustic signal and does not incorporate any contextual influences; useful models must account
for the effects of context that are observed in naturalistic speech processing. In the past decades,
many researchers have developed sophisticated models that account for lexical interactions on
phonemic processing (e.g., the Ganong effect, described in 1.2) (Marslen-Wilson and Tyler,
1980; Massaro and Oden, 1980; McClelland and Elman, 1986; Norris, 1994; Norris and
McQueen, 2008). Although these approaches focus on a limited form of context (i.e., lexical
context), they could be extended to explain how any form of context influences the perception of
speech.
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In general, these models can be classified into two categories based on their patterns of
connectivity: autonomous systems that process an input from the bottom-up through forward
connections only (e.g., our simplistic system described earlier); and interactive ones,
characterized by feedback connections that allow top-down constraints to influence lower-level
processes.

The debate between these approaches has a long history in psychology and

neuroscience, and the issues are general enough that they are relevant to other cognitive domains,
such as reading (Stanovich, 1980), vision (Mumford, 1992; Kersten, 2003; Lee and Mumford,
2003), motor selection (Cooper et al., 2005), and motor control (Todorov and Jordan, 2002; Scott,
2004). Understanding how the human brain solves these problems may provide insight into how
speech is processed, and vice versa.
1.3.1 Autonomous Models of Speech Perception
The classical view of information processing in the brain is that it flows in only one direction:
forwards (or up, depending on your point of view). In our above example, information flows
only forwards through the system, from sound to meaning. The autonomous approach is often
referred to as “bottom-up”, because it is primarily the properties of the data that determine the
higher-level linguistic representations; the constraints derived from ‘higher level’ information –
such as the linguistic constraints of an utterance – do not influence the decisions or processing of
lower levels (Marslen-Wilson and Welsh, 1978). Each stage proceeds independent of the results
of later ones. In this way, the autonomous approach is reminiscent of the ideas of Marr (1982)
and Fodor (1983), who proposed that cognitive processes are carried out by separate and
impenetrable modules.

Contextual influences, such as those mentioned previously, are

considered to arise from the integration or convergence of higher-level information with the
bottom-up signal in later processing stages (e.g., Figure 1-2). For example, ShortlistB represents
the bottom-up signal as a distribution of ‘likelihoods’ – probabilities representing how likely the
data are to be observed for words – and lexical influences arise from the multiplication of the
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likelihood with a prior probability, such as word frequency. The output of ShortlistB is the word
with the highest posterior probability (i.e., the multiplication of the likelihood and the prior).
Because the bottom-up representation (the likelihood distribution) is independent of the prior
word frequency, ShortlistB is an autonomous model of speech processing.
It stands to reason that if the auditory signal is intact and sufficiently unambiguous (i.e.,
limited to one or very few possible interpretations), then a purely bottom-up data-driven analysis
could be very successful. As we have seen, however, a raw speech signal is hardly unambiguous
or consistent. Successful autonomous models – such as the Fuzzy Logical Model of Perception
(Massaro and Oden, 1980; Massaro, 1987, 1988, 1989), MERGE (Norris, 1999), Shortlist
(Norris, 1994), and ShortlistB (Norris and McQueen, 2008) – model this variability by tracking
the evidence for individual speech units (e.g., words and phonemes) as activation values (such
that higher “activation” implies higher confidence in a hypothesis or decision; e.g., MERGE,
Shortlist), probabilities (FLMP), or Bayesian posterior probabilities (ShortlistB).

Figure 1-2: An implementation of a “bottom-up” model that accounts for contextual information
and/or prior knowledge, adapted from Klatt (1989). In this example, the matcher (i.e., the
decision stage) compromises and selects the word that best fits the data (arriving from the left)
and any constraints (arriving from the top).
Proponents of the autonomous approach to speech perception adhere to the notion of
parsimony: when considering competing hypotheses or models that perform similarly, the one
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with fewest assumptions is likely correct. In the current debate, they propose that feedback
within the system does not necessarily improve performance (e.g., accuracy and speed), and can,
in fact, be a hindrance (Norris et al., 2000). Therefore, feedback is an unnecessary feature of the
model because autonomous models can account for most of the observed data – and no model
explains all the data (Norris et al., 2000).
1.3.2 Interactive Models of Speech Perception
The interactive approach to speech perception is characterized by the presence of feedback
connections in the processing hierarchy that allow a bidirectional flow of information. In contrast
to the autonomous approach, the computations and decisions of any stage can be influenced by
processing that occurs at stages “above” it. Such a model, albeit a very simplistic one, is
illustrated in Figure 1-3.

Figure 1-3: An interactive model proposes bi-directional connections between hierarchical
processing stages (adapted from McClelland et al., 2006). Red arrows indicate excitatory
connections between levels, and blue lines indicate inhibitory connections within levels. This
architecture allows context or knowledge to enhance the activation of words at the lexical level,
which reinforces the activation of certain units in the pre-lexical level (e.g., phonemes), and
reinforces the activation of acoustic features in the feature level.
As in the autonomous case, there are many sophisticated interactive models – for
example, TRACE (McClelland and Elman, 1986), COHORT (Marslen-Wilson, 1987), and the
distributed recurrent model of Gaskell and Marslen-Wilson (1997) – that are still relevant and
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able to explain many observed experimental effects. However, the interactive approach offers a
strong testable prediction that is strictly incompatible with the autonomous approach: top-down
information – such as lexical information – can penetrate the mechanisms of perception,
influencing very early (perhaps the earliest) stages of speech processing. There are data that
suggest this may be the case.

1.4 Behavioural Evidence for Interactivity in Speech Perception
A convincing demonstration of interactive speech processing shows that inter-level
interactions (lexical -> phonemic) can trigger intra-level (phonemic -> phonemic) processes
(Elman and McClelland, 1988). The intra-level process in this case is perceptual compensation
for co-articulation: an ambiguous phoneme halfway between a “t” and a “k” will tend to be
heard as the former if it is preceded by a “sh”, or heard as the latter if it is preceded by a “s”,
(Mann and Repp, 1981). The inter-level process is the influence of lexical constraints on the
perception of ambiguous phonemes (e.g., “Ganong-type” stimuli such as “<g/k>ift”, which is
heard as “gift”). Elman and McClelland (1988) combined these phenomena to elicit a shift in the
perception of an ambiguous “t/k” by preceding it with another ambiguous phoneme that was
lexically constrained. For example, if subjects heard “fooli<s/sh> <t/k>” the ambiguous “t/k”
sound would be heard as “t” because the ambiguous “s/sh” would be heard as “sh”. On the
other hand, the ambiguous “t/k” in “Christma<s/sh> <t/k>” would be heard as “k” because the
preceding ambiguous sound would be heard as “s”. Elman and McClelland propose that this
result is incompatible with the autonomous view, in that the shift of an ambiguous “t/k” would
not be trigged by an ambiguous “s/sh”; it is the retuning of the ambiguous “s/sh” from lexical
influences (that is only possible through interactive mechanisms) that allows the second
contextual shift. Pitt and McQueen (1998) and Norris (2000) counter that the compensation for
coarticulation (the “t/k” shift) observed by Elman and McClelland may have been driven by a
simple probability bias. All their “s” words actually ended in “es” (e.g. “impress”, “progress”),
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and the “sh” words ended in “ish” (e.g., “foolish”, “abolish”); this simple transition bias could
be learned at a prelexical level, and account for the “t/k” shift. Pitt and McQueen (1998)
provided some evidence that this might be the case, as they demonstrated that compensation for
coarticulation could be triggered by non-words with systematic transitional probability biases.
The results of Elman and McClelland have been replicated by other researchers (Magnuson et al.,
2003; Samuel and Pitt, 2003) using materials that control for transitional probabilities.
More persuasive evidence comes – somewhat ironically – from advocates of the
autonomous perspective who showed that these kinds of effects can be long-lasting, resulting in a
‘retuning’ of pre-lexical processes (i.e., perceptual learning). Norris et al. (2003) presented
listeners with repeated exposures to an ambiguous “f/s” sound, in contexts that that either
favoured the “f” interpretation (e.g., “bee<f/s>”), or the “s” interpretation (e.g., “ki<f/s>”).
Afterwards, listeners favoured the interpretation of an ambiguous “f/s” presented in isolation that
was consistent with their previous lexically biased exposures.

Furthermore, subsequent

identification of words with an ambiguous “f/s” was similarly biased (e.g., listeners would hear
“<f/s>in” as either “fin” or “sin”). This retuning is remarkably long-lasting (up to 12 hours;
Eisner and McQueen, 2006), unless participants are exposed to ambiguous stimuli that bias
interpretation in the other direction (Kraljic and Samuel, 2005). Norris et al. (2003) reconcile
these findings with the autonomous account by proposing that lexical information is propagated
backwards to earlier levels for the purposes of perceptual learning, but not perception. This,
however, implies that perceptual learning and perception operate through two different
mechanisms, which therefore renders the autonomous approach unparsimonious.
Davis et al. (2005) investigated the influence of varying low- (i.e., acoustic / phonetic)
and high-level (i.e., lexical) information on listeners’ ability to learn to understand severely
distorted speech. In this study, the researchers trained listeners with noise vocoded speech (NVS)
- a form of synthesized speech that eliminates much of the fine temporal and spectral detail while
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preserving low frequency temporal (i.e., envelope) information (Shannon et al., 1995). Although
naïve listeners could rapidly learn to understand noise-vocoded sentences – report scores (the
percentage of words reported correctly) improved from 20% to 70% after exposure to 20 - 30
sentences – learning was greatly facilitated if they were able to compare what they heard with an
undistorted version of the utterance. This enhanced learning also occurred if listeners could read
the target sentence. From this, the authors suggest that higher-level (linguistic) information is
crucial for the perceptual learning of degraded speech. A follow-up study by Hervais-Adelman et
al. (2008) demonstrated similar learning effects for single noise-vocoded words. In both reports,
learning generalized to utterances that the listeners had not yet heard, which the authors interpret
as evidence that perceptual learning occurs at a sublexical (perhaps phonological) level. The
combination of these results – that perceptual learning at a sublexical level is dependent on
higher-level lexical information – demonstrates that a top-down mechanism is likely involved in
the perceptual learning of NVS. Importantly, both these reports demonstrated that enhanced
perceptual learning occurred only when listeners had knowledge of the target utterance (by
reading or hearing it’s before its presentation.

Furthermore, these conditions of enhanced

learning were accompanied by “pop-out”: an immediate and dramatic increase in the perceptual
clarity of an otherwise unintelligible noise-vocoded utterance.
This phenomenon is highly reminiscent of some instances of visual perceptual
organization, whereby images of seemingly random blobs become coherent images upon
presentation of a clue.

Richard Gregory illustrates one such famous example involving a

Dalmatian in his book, “The Intelligent Eye” (Gregory, 1970; for this example, see
http://www.michaelbach.de/ot/cog_dalmatian/index.html). Ahissar and Hochstein (2004) refer to
a similar visual reorganization as a “Eureka” experience (Figure 1-4). Unlike auditory “pop-out”
– which has not been extensively studied – this visual phenomenon has been quantified with the
Gollin (1960) Incomplete Figures Test (Warrington and Weiskrantz, 1968), in which objects are
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more easily recognized from an impoverished version of the same drawing if you have seen the
complete drawing before. These effects are immediate, strong, and long-lasting – it is hard to not
see the real image, recognize the object in a line drawing, or understand a noise-vocoded
utterance, once the content is known.

Figure 1-4: An example of the “Eureka” experience, adapted from Ahissar and Hochstein (2004).
A) To naïve viewers, this image likely appears a seemingly random assortment of gray and white
patches. B) A “clue” that makes the image of the bearded man in (A) “pop out”.

These are powerful examples of how top-down control plays a significant role in what we
consciously perceive, and may be considered extreme examples of how we resolve ambiguity in
everyday situations. That the immediate perceptual enhancement is accompanied by long-lasting
changes (e.g., Ahissar and Hochstein, 1997; Davis et al., 2005) suggests that a single top-down
context-driven mechanism influences both perceptual learning and conscious perception (Ahissar
and Hochstein, 2004; Davis and Johnsrude, 2007).

1.5 Neuroimaging as a Tool to Investigate Brain Function
In the past two decades, rapid advances in neuroimaging technologies and data analysis
techniques have afforded researchers invaluable new ways to study the neurobiological correlates
of human cognition. Prior to the advent of these methods, most of what was known about brain
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function was gleaned from the neuropsychological study of patients with brain injuries (Damasio
and Geschwind, 1984; Shallice, 1988), stimulation mapping studies in patients undergoing
surgery (Penfield and Roberts, 1959; Ojemann and Mateer, 1979), or from detailed anatomical
studies of non-human primates and other mammals (Petrides and Pandya, 1984, 1988). These
traditional methods continue to provide important neuroscientific findings, but modern
neuroimaging tools provide researchers a unique window to non-invasively view the functioning
of a normal and healthy human brain. Furthermore, while traditional methods can usually only
investigate a single brain region at a time (e.g., what deficits are associated with a particular
lesion), neuroimaging permits researchers to view how the whole brain responds during the
performance of any given cognitive task (Horwitz et al., 1999).

These kinds of data are

invaluable, as it is becoming increasingly evident that many cognitive processes, such as speech
perception, depend on distributed networks of brain areas that work together.
In general, there are two fundamental kinds of functional neuroimaging tools: those that
measure the electric and magnetic fields generated by the flow of current (i.e., ions) during neural
activity – electro- and magneto-encephalography (E/MEG); and the so-called metabolic imaging
methods – positron emission tomography (PET) and functional magnetic resonance imaging
(fMRI). The two classes of imaging have their unique strengths and weaknesses that make them
rather complementary. PET and fMRI provide spatial resolution on the order of millimeters, but
poor temporal resolution between areas (~2 seconds for fMRI, and tens of seconds for PET).
E/MEG on the other hand, trade off precise localization (they can only identify a limited number
of neural sources) for much better temporal resolution (Horwitz et al., 2000). Although these
methods have all been successfully used by researchers to investigate how the brain processes
speech, fMRI will be the neuroimaging focus of this dissertation.
The data collected with fMRI come from the Blood Oxygenation Level Dependent
(BOLD) signal – a complex function of blood volume, flow, and oxygenation. Thus, fMRI does
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not measure neural activity directly, but changes in the blood supply to a volume of neurons
elicited by variations in its mean activity (Attwell and Iadecola, 2002; Heeger and Ress, 2002).
The changes in blood-flow are sluggish and integrate several seconds of neural activity, which
ultimately limits the useable temporal resolution of these data. As mentioned earlier, the upside
of fMRI is the ability to sample from multiple locations in the brain (nearly) simultaneously,
yielding a time series of three-dimensional images that capture the fluctuations in BOLD signal at
upwards of 100,000 locations across the brain.
With this ability to precisely localize brain activity comes the unfortunate tendency for
some researchers to emphasize a localist or modular view of brain processing, and overlook the
idea that many cognitive functions likely arise from the complex interactions among multiple
cortical regions (for review, see (Miller, 2010; Poldrack, 2010; Shimamura, 2010). It is likely
because of this kind of interpretational pitfall (and others), and the fact that fMRI can only
indirectly measure neural activity, that the method has garnered many critics who question the
usefulness of these data (e.g., Orden and Paap, 1997; Coltheart, 2004; Dobbs, 2005; Miller,
2010). On the other hand, many researchers (including this author) would maintain that fMRI
data can be essential to understanding the brain, by providing another dependent variable that,
along with traditional behavioural data, can allow researchers to test competing theories of
cognitive function (Henson, 2005, 2006). In this way, fMRI provides another way to investigate
whether the brain processes speech in an interactive or strictly autonomous manner.

1.6 Neuroscientific Evidence of Interactive Processes in Speech Perception
In order to better understand how the brain processes speech, it may be informative to
examine how it is organized to processes auditory signals. In primates, the first cortical stage of
auditory processing is primary auditory cortex (PAC), which is located (bilaterally) on the
supratemporal plane on the surface of the temporal lobe, in the depth of the fissure that separates
the temporal lobe from the parietal and frontal lobes (i.e., the Sylvian fissure in humans, or the
16

lateral sulcus in non-human primates) (Figure 1-5A). In humans, PAC is approximately colocalized to the first transverse gyrus of Heschl (HG; Penhune et al., 1996), whereas in some nonhuman primates there is no such gross anatomical feature that marks PAC (Hackett et al., 2001).
Cytoarchitectonic analyses of auditory cortex in non-human primates have shown that it
is composed of multiple cortical fields that are arranged hierarchically: the core (primary), and
surrounding belt (secondary) and parabelt regions (Figure 1-5B) (Kaas et al., 1999; Kaas and
Hackett, 2000). Beyond these primary regions lie higher-order auditory and multisensory areas
along the superior temporal gyrus (STG) and in the superior temporal sulcus (STS) (Figure 1-5).
A similar organization has also been observed in human auditory cortex (Galaburda and Sanides,
1980; Hackett et al., 2001; Morosan et al., 2001).
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Figure 1-5: Lateral view of the macaque cerebral cortex, adapted from Patterson and Johnsrude
(2008). Auditory cortex consists of at least four levels of processing: primary core regions
(darkest shading), belt regions that surround the core (light shading), parabelt regions (hatching),
and temporal and frontal regions (smaller crosshatching). Abbreviations: as, arcuate sulcus; cm,
caudomedial belt; cl caudolateral belt; cpb, caudal parabelt; cs, central sulcus; ips, intraparietal
sulcus; ls, lateral sulcus; ps, principal sulcus; rpb, rostral parabelt; stg, superior temporal gyrus;
sts, superior temporal sulcus.
Cortical areas that process speech and auditory signals extend far beyond these primary
regions. Metabolic imaging of the rhesus monkey has shown that auditory processing involves
many regions of cortex, including: large regions of the superior temporal gyrus bilaterally; and
extensive portions of parietal, frontal, and limbic lobes (Poremba et al., 2003). A similarly
expansive set of left hemisphere cortical regions has long been known to be involved in speech
perception and production, as shown by human in-vivo stimulation mapping studies of Penfield
and Roberts (1959), and Ojemann (Ojemann and Mateer, 1979; Ojemann et al., 1989; Ojemann,
1991). More recent advances utilizing neuroimaging techniques (e.g., functional connectivity and
fiber tractography analyses), in combination with human lesion data, indicate that the cortical
network for processing language is more extensive than previously thought, involving most of
these areas in both hemispheres (similar to the rhesus auditory network described above) and
complex interconnections between them (Dronkers et al., 2004; Turken and Dronkers, 2011). In
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combination with what is known about primary auditory regions, this extensive network of
cortical regions forms a hierarchy of processing stages that may approximately map on to the
levels of representation between sound and meaning (as described in Section 1.3).
Functional MRI studies of human listeners support the idea that the cortical auditory
network is arranged in a functional hierarchy. Early reports showed that, for listeners hearing
non-linguistic stimuli, more complex sounds (e.g., frequency-modulated tones and bandpass
filtered noise) activated auditory regions beyond the core (i.e., belt and parabelt), whereas simpler
sounds (e.g., pure tones) activated primarily the core (Wessinger et al., 2001; Hall et al., 2002).
Using naturalistic sentence-length stimuli processed to create different levels of intelligibility,
Davis and Johnsrude (2003) demonstrated that regions of cortex immediately around (and
including) PAC were sensitive to the intelligibility of speech and its acoustic characteristics (i.e.,
the type of distortion). More distant intelligibility-sensitive regions – such as those anterior to
periauditory areas bilaterally, a region posterior and inferior to left periauditory cortex, and LIFG
– were not sensitive to the acoustic form of the stimuli, suggesting that more abstract,
nonacoustic, processing of speech is performed by these regions. This arrangement is generally
consistent with the anatomical organization of PAC described above.
What is particularly striking about the organization of this cortical hierarchy is that
regions are reciprocally connected, and feedback projections tend to be the rule rather than the
exception (Davis and Johnsrude, 2007). From tracer studies in rhesus and macaque monkeys,
researchers have learned that prefrontal regions, such as LIFG and premotor cortex, connect
reciprocally with auditory belt and parabelt cortex (Hackett et al., 1999; Romanski et al., 1999a).
These frontal regions also project directly to intermediate stages of auditory processing in the
STS (Seltzer and Pandya, 1989, 1991; Petrides and Pandya, 2002a, 2002b), and indirectly to the
STS through parietal cortex (Petrides and Pandya, 1984, 2009; Rozzi et al., 2006).

The

connectivity of PAC in marmosets has also been traced, and demonstrates direct feedback
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connections from parabelt to primary auditory cortex (de la Mothe et al., 2006), which is
interesting considering that PAC projects only indirectly to parabelt through belt cortex (Hackett
et al., 1998). Furthermore, data from a variety of species (including mammals) show projections
from higher-order cortical areas to primary auditory cortex, thalamus, brainstem auditory nuclei,
and even the cochlea (Huffman and Henson Jr., 1990; Xiao and Suga, 2002; Winer, 2005). The
functional implication is that higher order cortical areas may be able to influence early auditory
processing, perhaps providing the perceptual retuning necessary to achieve rapid and robust
speech perception.
Currently, however, there is limited evidence from functional neuroimaging in humans
that supports a functional role for these feedback projections, or of top-down processes in speech
perception.

Functional imaging studies related to the perceptual learning of difficult-to-

understand speech have linked these learning processes to changes in BOLD activity in premotor
cortex (Adank and Devlin, 2010) and LIFG (Eisner et al., 2010), which are both well-positioned
to influence earlier auditory processes through feedback connections. Two other fMRI studies
have demonstrated that, for presentation of degraded yet intelligible sentences, increased BOLD
responses in frontal regions (e.g., LIFG) are accompanied by similarly increased responses in
peri-auditory regions of the temporal lobe; these responses may be a signature of effortful
processing that compensates for distortion (Davis and Johnsrude, 2003; Giraud et al., 2004). In
another recent fMRI study, Davis et al. (2007) demonstrated that in deeply sedated listeners,
dramatically reduced frontal responses to speech were accompanied by reductions in speechevoked responses in temporal lobe regions. These results are all consistent with the proposal that
higher-order frontal areas of cortex can modulate lower-level auditory processes through longrange feedback connections (Davis and Johnsrude, 2007). However, the same group recently
used time-resolved sparse fMRI (Schwarzbauer et al., 2006) to investigate the timing of BOLD
responses evoked by semantically coherent and anomalous sentences (see 1.2 for examples)
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presented in noise (Davis et al., 2011).

Although they observed evidence of hierarchical

processing for sentences, and of semantic influences on temporal lobe (i.e., perceptual) responses,
the timing data indicated that changes in auditory processing preceded frontal responses – a
finding incompatible with the proposal that top-down processes use semantic context to support
the perception of degraded speech. Nonetheless, the authors acknowledge that these conclusions
are somewhat tentative due to the limitations of fMRI in detecting subtle differences in neural
timing due to variable hemodynamic responses among and within regions. They also do not rule
out that top-down influences may be involved in other aspects of speech processing, such as
lexical prediction resulting from knowledge or expectations about the form of incoming words.
Perhaps more convincing evidence of neural mechanisms supporting top-down influences in
perception comes from a similar problem in another domain: visual perceptual organization.

1.7 Visual Object Perception and Predictive Coding
In vision, as in audition, the brain creates a singular coherent perception of the world from an
impoverished and ambiguous signal. This is a computationally difficult problem because natural
images (i.e., the two-dimensional (2D) projections of the three-dimensional (3D) environment)
are both complex and inherently ambiguous: similar 3D shapes can result in different 2D images
(e.g., a bicycle viewed from two different angles) and different 3D shapes can result in very
similar 2D images (e.g., a sphere and a cylinder can both produce a circular silhouette). Similar
to speech perception, early computational approaches to this problem were entirely ‘bottom-up’
and centred on detecting ‘invariants’ – that is, permanent detectable properties of an object or the
environment that represent permanent information

(Gibson, 1966).

Thus, visual inference

became a hunt for primitives that could map retinal intensities to shape representations, and
images to 3D models (e.g., Marr, 1982). More recent computational theories of visual object
perception have adopted probabilistic frameworks, wherein prior knowledge about the visual
environment (i.e., top-down information) is combined with image features (i.e., bottom-up signal)
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to determine the most likely interpretation of the retinal image (Kersten, 2003; Kersten et al.,
2004; Yuille and Kersten, 2006).
In particular, a computational framework known as ‘predictive coding’ provides a
powerful way to model how the human brain may combine predictions (i.e. prior knowledge)
with sensory input.

The relationship between ‘top-down’ and ‘bottom-up’ processes in visual

perception and the organization of the human brain was first formalized by Mumford (1992), who
observed that cortical regions are arranged hierarchically with reciprocal connections between
adjacent levels (as in the auditory system, see 1.6). He proposed that for any pair of levels, the
higher one (which processes more abstract information) makes predictions about the input that
are projected via feedback connections to the lower level. The lower level compares what it
knows about the input with the prediction from above, and returns a prediction error signal (i.e.
features of the input not accounted for by the prediction) (Mumford, 1992; Rao and Ballard,
1999). Prediction error plays a critical role in inference because it helps to update the predictions
of higher levels, such that better predictions can be formed to continually minimize the prediction
error. Conscious perception is ultimately determined by the prediction(s) that minimize(s) error
at all levels of the hierarchy (Rao and Ballard, 1999; Friston, 2003, 2005; Yuille and Kersten,
2006). Predictions are also context-sensitive and can be modulated via connections from the
same or higher levels, so that they improve as more information about the input, or the context
surrounding it, is accumulated (Friston, 2003; Friston and Kiebel, 2009). Finally, this kind of a
system allows for naturalistic learning; in a hierarchical Bayesian system, priors emerge from
interactions with the world as prediction errors at levels are minimized (Friston, 2003; Hohwy et
al., 2008).
Data suggest that human visual cortex may process object information in a way that is
consistent with predictive coding.

Importantly, visual cortex is known to be arranged

hierarchically, and contains extensive ascending and descending pathways (for review, see:
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Friston, 2005). In a series of fMRI experiments, Murray et al. (2002) demonstrated that when
ambiguous visual information is perceived as a coherent object, activity in primary visual cortex
(V1) was decreased relative to baseline, and activity in the lateral occipital complex (LOC; an
area shown to be sensitive to visual objects) increased relative baseline (Figure 1-6B,C).
Furthermore, the activity in V1 decreased over the same approximate period of time that activity
in LOC increased (Figure 1-6D). These results have been replicated (Fang et al., 2008) and
extended to show interactions between V1 and other higher-order visual areas (Summerfield and
Koechlin, 2008). The authors of these studies interpret their results in terms of high-level
predictions “explaining away” incoming visual data as described by predictive coding; a visual
percept arises from the convergence of top-down and bottom-up signals.
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Figure 1-6: fMRI responses in V1 are consistent with predictive coding (adapted from Murray et
al. ,2002) A) Example stimuli from the study. B) Areas where activity increases (red) and
decreases (blue) for 3D objects, compared to random assortments of lines. Data is shown for a
single subject on a flattened surface map of occipital cortex. C) Average Percent MR signal
change across six subjects plotted for LOC and V1. D) The average timecourse of BOLD signal
in LOC (solid line) and V1 (dotted line) demonstrates a dissociation between activity in these
regions. Activity in V1 decreases as activity in LOC increases, and vice versa.
The relationship between hierarchical models of statistical inference (e.g., Predictive
Coding) and interactive models of speech perception (e.g., TRACE; McClelland and Elman,
1986) is still not well formalized, but there likely exists a fairly direct mapping between the two
(McClelland et al., 2006). Consider for example, the similarities between Predictive Coding and
the interactive model of speech perception depicted in Figure 1-3: both are hierarchically
organized with reciprocal connections between levels, and inhibitory connections within a level.
As such, the methods, experimental designs, and theoretical frameworks used by vision scientists
to better understand object perception (e.g., Murray et al., 2002, 2004; Kersten, 2003; Kersten et
al., 2004) may provide valuable insight into how the brain perceives speech.
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1.8 Overview of this Dissertation
The goal of this thesis is to better characterize how context, in the form of prior knowledge
and attention, enhances our understanding of naturalistic speech presented in challenging
listening situations.

Specifically, the experiments that comprise the bulk of this work are

designed to evaluate whether the human brain integrates top-down contextual information and
bottom-up speech signals in an interactive, or feed-forward, manner. I adopt the phenomenon
known as auditory “pop-out” (described in Section 1.4) as a model of the kinds of interactions
that occur in every day communication, because it provides a powerful example of how prior
knowledge can constrain our immediate conscious perception.
In the next chapter, I attempt to quantify this phenomenon using standard psychophysical
scaling methods, such as magnitude estimation (Gescheider, 1997). Developing a measure of
perceptual enhancement will permit me to characterize how qualities of the bottom-up signal and
higher-level knowledge interact. For example, top-down information likely cannot enhance the
perception of speech that is perfectly clear and unambiguous, nor will it render something that is
completely uninterruptible into comprehensible speech, but at what level of acoustic degradation
does top-down information have the greatest impact on perception? Furthermore, if “pop-out” is
the result of a predictive (i.e., interactive) process, then the relative timing between the arrival
bottom-up and top-down information will affect perception; is it possible to characterize the
temporal profile of this phenomenon? Finally, the ability to quantify “pop-out” will allow stimuli
to be optimized for later experiments that will investigate the neural correlates of perceptual
enhancement; ideally, the stimuli for such an fMRI study should elicit the strongest possible
effect.
The third chapter in this line of research will be an fMRI experiment that exploits “popout” to test the two competing models of speech perception (i.e., autonomous and interactive
approaches). “Pop-out” is powerful example of how context influences the perception of speech,
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and these two models make different predictions about how the brain accomplishes this.
Specifically, the interactive approach predicts that prior knowledge can penetrate the mechanisms
of perception, influencing very early (perhaps the earliest) stages of speech processing. If this
perceptual enhancement is achieved through an interactive process, we would expect to observe
modulations of activity in early auditory regions of cortex related to the clarity of degraded
speech that cannot be attributed stimulus differences. Functional MRI provides the perfect tool
for addressing this question, because: 1) it allows the non-invasive investigation of brain function
in normal functioning and alert human brains; and 2) the high spatial resolution permits the
interrogation of activity within primary auditory cortex, and the subfields of which it is
composed.
The fourth chapter revisits the use of behavioural methods to quantify the perceptual
enhancement of speech. Instead of relying on indirect psychophysical measures of perception, I
will instead adopt a more standard method measure of speech intelligibility: the percentage of
words that listeners can accurately report from sentences that are difficult to understand (e.g.,
Cherry, 1953; Miller and Isard, 1963b; Davis and Johnsrude, 2003; Davis et al., 2005). However,
instead of providing listeners with explicit prior knowledge about speech content, they will be
primed subliminally. The subliminal approach provides three primary advantages over other
methods, as it: 1) allows the use of an intelligibility measure (i.e., the percentage words reported
correctly) that is comparable to other studies of speech perception; 2) can determine if “pop-out”
is automatic, or requires conscious control; and 3) overcomes possible response bias that can arise
from the listeners’ use of strategy or cognitive control, which will increase the confidence in
interpretations regarding the interactive nature of the effect.
The final experimental chapter investigates the problem of speech perception with a more
systems-level approach. In particular, I ask how another form of top-down control or context –
specifically, attention – influences the processing of speech. This study combines behavioural
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measures of speech intelligibility with whole-brain fMRI in an attempt to parcellate the cortical
speech-processing network into regions that: require attention to process speech, and hence likely
represent top-down control processes; and those that process speech regardless of the listener’s
attentional state, and hence likely represent bottom-up automatic processes. Furthermore, speech
stimuli will be presented over a range of intelligibility levels, in order to determine whether topdown control (i.e., attention) is required to processes all speech signal, or just those that are hard
to understand. Again, fMRI provides a useful tool for asking these questions, because: 1) it
allows the non-invasive observation of brain function in normal human brains; 2) it allows the
researcher to observe how stimuli are processed even when they are not focus of attention (which
can be difficult to determine with behavioural methods); and 3) it allows the simultaneous
observation of activity in multiple brain regions, which is necessary to understanding how cortical
networks function.
The experiments that make up this dissertation provide a multi-disciplinary approach to
the investigation of speech perception. The converging-operations approach that I take, including
behavioural and fMRI experiments, will produce mutually reinforcing datasets that will afford
reliability greater than that of a single experimental modality (Garner et al., 1956). Not only will
each experiment stand on its own and provide informative results, but each can be used to
constrain and inform the analyses of the others.

1.9 Organizational Guide
This thesis is divided into six chapters. The first serves as a general introduction, proving a
review of research to date and sets up the four experiments that comprise the bulk of this
dissertation. Chapter 2 contains preliminary experiments in this line of research, and is presented
as a standalone thesis chapter with its own literature review and discussion; it has not been
prepared as a manuscript for publication. Data from Chapter 3 were presented in poster sessions
in 2010 at the Annual Meeting of the Organization for Human Brain Mapping (HBM) in
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Barcelona, Spain, and in 2009 at the Cognitive Neuroscience Society (CNS) Annual Meeting in
San Francisco, USA. This chapter was published in 2012 in NeuroImage (Wild et al., 2012).
Chapter 4 has been prepared for publication, and will be submitted in the near future. Results
from Chapter 5 have been presented in a talk in 2010 at the Society for Neuroscience (SFN)
Annual Meeting in San Diego, USA, and in posters sessions at HBM (2011, Quebece City,
Canada) and the Association for Research In Otolaryngology (ARO) Midwinter Meeting (2011,
Baltimore, USA). This chapter has been accepted for publication in the Journal of Neuroscience.
The final chapter discusses the implications of these studies, and directions for future research.
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Chapter 2

Predictive Text Influences the Perceptual Clarity of Degraded Speech
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2.1 Introduction
The phenomenon referred to as auditory “pop-out” – described in Chapter 1.4, Davis et al.
(2005), and Davis and Johnsrude (2007) – provides a potent demonstration of how prior
knowledge can strongly influence the perception of degraded speech. Unlike similar visual
phenomena (e.g., Gollin incomplete figures; 1960) that can objectively quantified (e.g.,
Warrington and Weiskrantz, 1968), “pop-out” has not yet been well studied or characterized with
respect to the factors that influence this perceptual enhancement. By developing a measure of
“pop-out”, I will examine how qualities of the bottom-up signal and top-down factors interact to
affect the perception of severely degraded speech.
Some relevant methods and findings come from psychophysical studies that examine
interactions between memory and perception; these studies have shown that familiarity with a
stimulus influences later subjective perceptual judgments about that stimulus. In these cases,
familiarity (memory) can be considered a form of context, in that it provides a person with prior
knowledge. For example, Witherspoon and Allan (1985) had participants judge the duration of
words that were briefly flashed on a computer screen. Viewers consistently judged the durations
of familiar words to be longer than novel ones, despite the fact that the actual durations were
equivalent.
Similar effects of familiarity have been observed for perceptual judgments made about
speech presented in background noise. Jacoby et al. (1988) presented sentences to participants
against a background masking noise at three signal-to-noise ratios (SNRs; not specified), and
asked participants to judge the loudness of the noise on a 5-point scale.

Participants had

previously heard half of these sentences in a training session. The subjective noise rating data
showed that listeners judged the noise that accompanied familiar sentences as significantly softer
than the noise that masked novel sentences. This effect was consistent across all three SNRs.
Some participants performed a dual-task in that they also reported the words of the sentences;
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sentences were scored as “identified correctly” if all the words in the sentence were repeated
correctly in the correct order. Listeners correctly identified 74% and 89% of the sentences in the
lowest and highest SNR conditions, respectively, but only 25% and 68% of the novel sentences
(for lowest and highest SNRs). In these subjects, noise ratings decreased by the same amount for
familiar sentences regardless of whether the sentence was identified correctly or not. This
suggests that listeners were unaware of the familiarity of the sentences, or at least did not
discount the influence on familiarity, when making noise judgments. Jacoby et al. concluded that
the decreased noise ratings reflected the participants’ actual subjective perceptual experiences,
and that memory served to create the illusion of a physical change in the stimulus.

In a

subsequent experiment, listeners judged the intensity of noise that masked three spoken nouns
(presented at the same three SNRs), but familiarity was induced by presenting clear versions of
the three words immediately before or after the target stimuli. Decreased noise ratings were only
observed for cue words that preceded and matched the targets. Jacoby et al. suggested that in this
case, the cue words facilitated interpretation of the masked words, which was mistakenly
interpreted as a decrease in the physical noise.
In a similar report, Goldinger et al. (1999) replicated and extended the results of Jacoby
et al. In this first part of this study, the target auditory stimuli consisted of individual words
masked with noise at three SNRs (note, even at the lowest SNR, word identification was over
90% correct). Listeners were first familiarized with 60 clear words in a study session. The test
session consisted of the 60 old words and 60 novel words (120 words, presented at one of three
SNRs), half spoken by the original voice, and half in a new voice. Some participants performed a
single task in which they rated the noise that accompanied the target words, and other participants
performed a dual task where they also identified the word as old or new. Similar to Jacoby et al.,
Goldinger et al. observed that old (familiar) words resulted in quieter noise ratings than novel
words, and in the case of the dual-task, regardless of whether the word was identified correctly or
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not. Again, this result rules out a possible response bias where listeners might have given lower
noise estimates to stimuli that they consciously recognized. However, the illusory decrease in
noise was limited to only those words that were spoken in the same voice. Goldinger et al.’s
second experiment was modeled after Jacoby et al.’s (1988) second experiment, in that target
words (here, a pair of words) presented in noise were cued immediately prior to their
presentation, or immediately after, with clearly spoken words. In this experiment, non-matching
cues words were provided in a different voice. Goldinger et al. found that noise that masked
target stimuli was judged as significantly softer when then the cues words preceded the target
words, and only were spoken in the same voice.
That word familiarity did not generalize to new voices in the experiments of Goldinger et
al. (1999) suggests that listeners may have used detailed acoustic representations to identify
subsequent stimulus representations, rather than phonetic or lexical information as a predicted by
an interactive account. This seems at odds with the findings of Davis et al. (2005), in that their
participants reported the “pop-out” effect when familiarity with spoken materials was provided in
the form of written text. This discrepancy could arise from differences in stimuli (sentences vs.
words), or in the degradation of the target speech stimuli; the intelligibility of Davis et al.’s noisevocoded sentences improved from 40% to 80% words reported correctly, whereas Goldinger et
al.’s most difficult SNR still resulted in over 90% words identified correctly.
Nonetheless, the results of Jacoby et al. (1988) and Goldinger et al. (1999) demonstrate
that context-specific memory traces can facilitate perception, creating a false sense of enhanced
clarity.

This finding is strongly consistent with a top-down influence on basic perceptual

processes, such those involved in estimating the intensity of background noise. In the present
study, I will adapt the methods of Jacoby et al. (1988) and Goldinger et al. (1999) to measure the
perceptual enhancement of degraded speech that occurs during “pop-out”. Doing so will allow
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one to examine how various factors contribute to the perception of severely degraded speech, and
whether “pop-out” conforms to the predictions of the interactive account.
Rather than presenting speech in background noise, the stimuli in this study will consist
of noise-vocoded speech (NVS; in accordance with the stimuli of Davis et al. 2005) presented
over a range of intelligibility levels more difficult to understand than those of Jacoby et al. and
Goldinger et al. Thus, a preliminary experiment will establish the intelligibility of three levels of
NVS using an objective measure commonly used in studies of speech intelligibility: the
percentage of words in a sentence reported correctly. In this preliminary experiment, I will also
assess how quickly participants learn to understand NVS at the three levels of intelligibility,
allowing a comparison of our data to those of Davis et al. (2005).
In the main experiment, (new) listeners will make subjective judgments regarding the
amount of noise present in noise-vocoded sentences.

However, rather than familiarizing

participants with spoken materials in a training session or by presenting clear stimuli (as in
Jacoby et al. (1988) and Goldinger et al. (1999)), context will be provided in the form of written
text that accompanies the spoken materials.

From text, listeners can derive an abstract

phonological representation of the sentence (Orden, 1987; Frost, 1998; Rastle and Brysbaert,
2006). This information is unlikely to have direct associations with auditory expectations since
the phonological representations accessed from print are more abstract and cannot directly predict
the auditory form of vocoded words.

Decreased noise ratings for NVS presented with

informative text would provide strong evidence for an interactive account of “pop-out”, because
the most likely source of any observed influence of matching written text on the subjective
experience of perceptual clarity must be higher-level, amodal, (perhaps) phonological
representations acting through top-down mechanisms. Finally, the timing between context (i.e.,
written text) and the auditory signal will be tightly controlled so that the temporal profile of “popout” can be more clearly assessed. Evidence for interactive processes in “pop-out” would come
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from finding that context only exerts its influence before or during the processing of word; if
context is provided too late, it will not be able to retune lower level processes. On the other hand,
autonomy theorists would posit that context could still influence perception if it arrives (soon)
after sensory input.
These data will allows us to characterize how “pop-out” is jointly determined by
characteristics of the bottom-up signal and top-down contextual cues, and evaluate whether this
integration is consistent with autonomous or interactive models of speech perception. The results
of this study will also allow us to select, or design, stimuli that are optimized for future
experiments.
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2.2 Pilot Study: Assessing the Intelligibility of Noise-Vocoded Speech
2.2.1 Pilot Study: Methods and Materials
2.2.1.1 Participants
Twelve undergraduate participants were recruited from a list of volunteers (in the Queen’s
University community) that elected to be contacted for future studies. They received $10.00 in
compensation for their time. All participants were aged between 18 and 35 years, and were
native speakers of North American English with no history of hearing or language impairment.
This experiment was cleared by the Queen’s University Health Science and Affiliated Teaching
Hospitals Research Ethics Board.

2.2.1.1 Experimental Design
To establish three levels of intelligible speech, we collected word-report scores (i.e., the
percentage of words reported correctly) for sentences processed as 3-, 6-, and 12-band NVS; thus,
the experimental design consisted of a single factor (number of bands) with three levels. The
dependent variable in this experiment, corresponding to the intelligibility of the vocoded speech
types, was measured as the percentage of words reported correctly on each trial.

2.2.1.2 Stimuli
Auditory stimulus materials consisted of 150 mundane English sentences (e.g., “His
handwriting was very difficult to read."). These sentences were contributed by collaborators, and
have been used in previous studies of speech perception (Davis et al., 2005; Rodd et al., 2005).
The sentences were recorded by a female native speaker of North American English in a
soundproof chamber using an AKG C1000S microphone into an RME Fireface 400 audio
interface (sampled at 16-bits, 44.1khz). Each of the 150 sentences was processed to create the
three types of NVS stimuli (3-, 6-, and 12-band NVS).
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Noise-vocoding was accomplished as described by Shannon et al. (1995) using a custom
Matlab vocoder. This process is illustrated in Figure 2-1. Items were first filtered into three, six,
or twelve contiguous frequency bands (band edges were selected to be equally spaced along the
basilar membrane; Greenwood, 1990) using finite impulse-response (FIR) Hann band-pass filters
with a window length of 801 samples. Simulations demonstrated that an FIR filter with this
length resulted in a roll-off of approximately 40 dB per octave. The amplitude envelope from
each frequency band was extracted by full-wave rectifying the band-limited signal, then low-pass
filtering it at 30Hz using a fourth-order Butterworth filter. The envelopes were then applied to
band-pass filtered noise of the same frequency ranges, which were recombined to produce the
vocoded

utterance.

Figure 2-1: How create noise-vocoded speech (NVS)The processing steps transform clear speech
(left) into NVS (right), adapted from Davis et al. (2005). This process is described in the main
body text.
Six sets of twenty-five sentences were constructed from the corpus of 150 items. The sets
were statistically matched for number of words (M=9.0, STD=2.2); number of syllables (M=20.1,
STD=7.3); length in milliseconds (M=2499, STD=602.8); and the logarithm of the sum word
frequency (Thorndike and Lorge written frequency, M=5.5, STD=0.2). Pairs of sentence sets
were assigned to one of the three experimental conditions, such that sets and conditions were
counterbalanced across subjects to eliminate material-specific effects (Pollatsek and Well, 1995).

36

Sentences were presented in a pseudo-random order than ensured equal transitional probabilities
between sentences of each type of noise vocoding.
2.2.1.3 Experimental Procedure
Participants were tested in an isolated soundproof booth. All stimuli were played from a
Windows XP computer running E-Prime (version 1.2; www.pstnet.com). Sounds were output
through an RME Fireface 400 soundcard with Sennheiser HD 265 headphones.

On each trial,

participants heard a warning tone (500 ms) followed by a single sentence. They were instructed
to listen carefully the vocoded sentence, and then write down as many words of the sentence as
they could understand into an answer booklet. Participants were not provided with any practice
trials or examples of NVS beforehand. The entire testing session lasted approximately 30 min.
Participants’ written reports of the vocoded sentences were scored for the percentage of
words in each sentence reported correctly. Words were scored as correct only if there was a
perfect match between the written form and the acoustic word produced in the sentence
(morphological variants were scored as incorrect, but homonyms, even if semantically unrelated,
were scored as correct). Words were not scored as correct if they were reported in the wrong
order, but words reported in the correct order were scored as correct even if intervening words
were absent or incorrectly reported.
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2.2.2 Pilot Study: Results
Word report scores for each type of NVS were broken into five blocks of ten sentences each
in order to assess the time course of learning during the experiment. These data are plotted in
Figure 2-2. Average scores within each block, for each type of NVS, were entered into a
repeated-measures analysis of variance (ANOVA), with within-group factors of block (five
levels) and number of bands (three levels). Statistical analysis was performed using SPSS
(version 16.0). Post-hoc comparisons were performed using SPSS estimated marginal means,
and were corrected for multiple comparisons with the Sidak correction (Sidak, 1967).

% Words Reported Correctly

100
90
80
70
60
3-band

50

12-band

40

6-band

0
30
1-10

11-20

21-30
31-40
Sentence Number

41-50

Figure 2-2: Pilot study results. Average percentage of words reported correctly in bins of ten
sentences for 3-, 6-, and 12-band noise-vocoded speech. Error bars indicate the standard error of
the mean suitable for repeated-measures data (Loftus and Masson, 1994).

There was a significant main effect of the number of vocoder bands (F(2, 22) = 233.59, p <
0.001), and post-hoc pair-wise comparisons showed that report scores for 3-band NVS (M =
57.0%) were significantly lower than for six-band NVS (M = 92.23%; p < 0.001), which were
significantly lower than the 12-band report scores (M = 98.41%; p < 0.001). There was also a
38

significant main effect of block (F(4, 44) = 1667, p < 0.001), where the average report score from
the first ten sentences (1-10 M = 75.31%) differed significantly from all other time bins (11-20 M
= 82.23%; 21-30 M = 83.36%; 31-40 M = 85.61%; 41-50 M = 86.21%; all p’s < 0.001), but
scores did not differ among any other time bins (all p’s > 0.05). There was also a significant
bands x block interaction, (F(8, 88) = 6.32, p < 0.001). The pattern of improvement observed in
the main effect of block appeared to be driven mostly by 3-band report scores: the average 3-band
scores for the first 10 sentences differed from every other time bin (p’s < 0.001), but scores did
not differ among the last four bins (p’s > 0.05). Average report scores did not differ over time for
either 6- or 12-band NVS.

2.2.3 Pilot Study: Discussion
Our three kinds of NVS differed significantly in their intelligibility, and 3-band NVS
provided a significant challenge to listeners. We also observed that performance improved within
the first 30 sentences (ten of each vocoder type), after which no significant learning was
observed.
However, it is difficult to determine the rate at which participants improved for each
vocoder configuration, as sentences from all three conditions were intermixed with each other in
a pseudorandom order. It is possible that hearing 6- and 12-band NVS facilitated learning of the
harder 3-band sentences. For example, all three configurations shared common band edges, and
hence common acoustic cues, which could facilitate generalized learning among all the vocoded
speech types.
It is interesting that maximal performance for 6-band NVS in our experiment was
approximately 92%, whereas Davis et al. (2005) found performance of approximately 60% for
the same number of vocoder bands. We can attribute this difference in performance to the
different vocoders used in the two experiments. Here, we used a custom Matlab vocoder with
band-pass filters that possessed extremely sharp cutoffs (~40 db / octave) to minimize
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interference between adjacent frequency bands, whereas the vocoder used by Davis et al. was
implemented with PRAAT (http://www.fon.hum.uva.nl/praat/), and used band-pass filters with a
roll-off of 22 dB per octave.
With three intelligibility levels of NVS firmly established, it is possible to study how
different factors, including the intelligibility of the bottom-up speech signal, contribute to “popout”. This will be accomplished by asking participants to subjectively evaluate the “noisiness” of
each NVS utterance, rather than report the words of the sentences, as in the current experiment.
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2.3 Quantifying the Perceptual Enhancement of NVS
2.3.1 Methods and Materials
2.3.1.1 Participants
Twenty-four participants were recruited in the same way as in Experiment 1. None of them
had participated in the previous experiment or any other experiment involving noise-vocoded
speech. All were native speakers of North American English with no history of hearing or
language impairment.

2.3.1.2 Experimental Design
This experiment was designed to test how informative text influences the perceptual clarity of
degraded speech. Noise-vocoded sentences at three levels of intelligibility (3-, 6-, and 12-band
NVS) are presented to listeners along with text that either precisely match the content of the
sentences (matching primes) or are composed of length-match strings of random consonants
(non-matching primes). Context, in the form of written primes, is presented one word at a time,
time-locked to the auditory stimulus, such that each prime remains onscreen for the full duration
of the equivalent auditory word.
The stimulus onset asynchrony (SOA) between primes and audio is manipulated so that, for
half the subjects, primes precede their auditory equivalents by 200 ms, whereas for the other
subjects, prime onsets lag behind the onset of the respective auditory word by 500 ms (Figure
2-3). Thus, the experiment corresponds to a mixed factorial design with two within-subjects
factors – speech type (3 levels: 3-, 6-, and 12-band NVS), and prime type (2 levels: matching and
non-matching) – and one between-subjects factor of timing (2 levels: SOA +200ms and -500ms).
The dependent measure in this factorial design is a subjective measure of the “noisiness” of the
auditory stimuli.
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Figure 2-3: The 2x2 factorial design. Stimulus onset asynchrony (SOA) is crossed with prime
type. Text that appears in a box indicates a visual prime, and text presented in quotes and italics
indicates the equivalent auditory word. Visual primes were presented for a duration that was
equivalent to the length of the auditory word. This illustration depicts the audiovisual alignment
for only a single word, but the stimuli in the experiment consisted of full sentences. For a full
sentence, the above depictions would be repeated for every word in the sentence.
For each sentence, listeners rated the amount of noise they heard on a Likert scale
(Likert, 1932) from 1 - 7, which is shown in Table 2-1. Although only 3 levels of intelligible
speech were presented in this experiment, the 7-point scale was used in an attempt to produce a
greater range of judgments. A larger scale was not used because simulations have demonstrated
that more than 7 points in a scale leads to less reliability (Masters, 1974; Preston and Colman,
2000; Lozano et al., 2008).

Table 2-1: The Likert Scale used to judge the amount of noise heard when listening to NVS that
was
presented
with
concurrent
matching
or
non-matching
text.
1
2
3
4
5
6
7
Barely
Very
Severely
Moderate
A Lot of
Mostly
Half Noise
Noticeable
Little
Filled with
Noise
Noise
Noise
Noise
Noise
Noise

2.3.1.3 Stimuli
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Auditory stimulus materials were the same as those presented in Experiment 1, organized into the
same six statistically matched sets. Each set of sentences was assigned to one of six withinsubject conditions (3 speech types × 2 prime types) to eliminate item-specific effects (Pollatsek
and Well, 1995). Again, sentences were presented in a pseudo-random order that ensured
approximately equal transitional probabilities among all conditions.
To align text-based primes with their auditory equivalents, the Hidden Markov Model Toolkit
(HTK3; http://htk.eng.cam.ac.uk/) was used to determine the onsets and offsets of words in clear
audio recordings. Hidden Markov Models (HMMs) can be used to model any time-series, but are
widely used for building speech recognition tools.

In a speech recognition problem, the

continuous acoustic speech signal is assumed to contain some message encoded as a sequence of
symbols, such as phonemes (Young et al., 2006). A HMM speech recognizer extracts these
wanted symbols (i.e., the message) by creating a mapping between a sequence of speech
parameter vectors – summary measurements of short (~10 ms) sequences of the speech signal –
and the underlying phoneme symbols.
However, creation of this mapping is complicated by two problems well known to
psycholinguists and auditory researchers. First, the relationship between acoustics and phonemes
is never one-to-one due to co-articulation, talker-to-talker variability, time variance (within-talker
variability), and environmental effects, noise, etc. (Plack, 2005). Thus, very different sound
sequences might actually represent the same underlying symbols, or very similar sounds might
represent different symbols. The second problem is that the boundaries between words in a
spoken utterance cannot be reliably identified from the signal waveform. Word boundaries rarely
occur during periods of silence, which most often occur within words (Plack, 2005).
HMM speech recognizers overcome these problems by creating an acoustic HMM of every
word in a vocabulary (i.e., a list of words to be recognized). Given a set of training examples for
each word, the parameters of the HMMs can be determined using a robust re-estimation
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procedure, and with a sufficient number of examples the trained HMMs can accurately account
for the many sources of variability in a speech signal (Young et al., 2006). To recognize an
untrained word, the likelihood of each model generating that word from the sequence of input
speech vectors is calculated and the most likely model identifies the word (Young et al., 2006).
Continuous speech recognition with HTK is accomplished using a bootstrap operation called
embedded training that trains multiple word models in parallel (Young et al., 2006). This
procedure requires complete transcriptions of the auditory data. During the training procedure
transcriptions are aligned with the auditory recordings, and the alignment data is saved
In the present study, the HTK Toolkit was used to train HMMs of all words in the corpus of
150 sentences. This provided at least one training example, and often multiple examples, of
every word in the vocabulary.

Training the HMMs with the entire sentence set implicitly

generated time alignment data between the provided sentence transcriptions and the auditory
recordings. These data were used by the experimental program (created with E-Prime 1.2;
www.pstnet.com) to generate dynamic stimulus sequences on-line, such that the visual text could
be presented word by word with a precise temporal offset relative to the homologous spoken
sentence.

2.3.1.4 Experimental Procedure
Participants were tested in an isolated soundproof booth. Stimuli were presented from a
Windows XP computer running E-Prime (version 1.2; www.pstnet.com). Sounds were output
through an RME Fireface 400 soundcard connected to Sennheiser HD 265 headphones.
On every experimental trial, the program loaded the correct audio recording for a single
sentence, the transcript of that sentence, and the time-alignment data. Every trial was 7 seconds
in length, and the auditory stimulus was positioned such that the midpoint of the recording
occurred at 3.5 seconds. Generated white noise filled the silent periods occurring before and after
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the auditory stimulus, such that the entire 7 seconds was filled with sound. This was done to
make the SOA between the auditory stimulus and visual primes less apparent.
The information regarding the timing of auditory words within the trial was used to display
the appropriate visual prime on the screen at the correct time, according to the SOA. Each prime
was presented on the screen for the full duration of the equivalent auditory word. In the +200ms
SOA condition, primes appeared 200ms before the onset of the auditory word, whereas in the
-500ms SOA case, primes appeared 500ms after the onset of the auditory word.

Prime

presentation was synchronized to the monitor screen refresh (75 Hz), so that every word appeared
within ±6.66 ms of the calculated time point. Primes were displayed in all capital letters, in the
Courier New font, in white text on a black background, centered horizontally and vertically on
the screen, in a font size of 60pt -- which corresponds to an actual (vertical) font size of
approximately 1.8 cm on the 15” monitor with a resolution of 1024 × 768. Participants sat where
they felt most comfortable, and were able to shift during the experiment, which makes it
impractical to express the size of the visual stimuli in terms of visual angle (which depends on the
distance between the eye and the monitor). Following stimulus presentation, participants were
presented with a screen displaying the Likert scale (with labels), and were instructed to make
their numeric selection with the keyboard.
Statistical analyses were performed in SPSS (version 16.0). The subjective noise ratings
were analyzed with a mixed-effects ANOVA to evaluate the between-subject effect of SOA (2
levels: +200 ms and -500 ms), and the within-subject effects of speech type (3 levels: 3-, 6-, and
12-band NVS) and prime type (2 levels: matching and non-matching).

This analysis is

appropriate for the subjective noise rating data in this study, because data points are averaged
over many trials in participant; the mean over trials is normally distributed regardless of whether
the raw data are. The Greenhouse-Geiser correction was used to account for non-sphericities in
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the data. Post-hoc comparisons were performed using SPSS estimated marginal means, again
Sidak corrected for multiple comparisons (Sidak, 1967).
2.3.2 Results
Mean noise judgments, as a function of vocoder bands, are shown in Figure 2-4.

7
+200 Matching

Mean Noise Ratings

6

+200 Non-Matching
-500 Matching

5

-500 Non-Matching

4
3
2
1
3-Band

6-Band
12-Band
Noise-Vocoded Speech Type

Figure 2-4: Average subjective noise ratings obtained for three kinds NVS (3-, 6-, and 12-band),
presented with either matching or non-matching primes. Ratings were collected from two groups:
for one group (n = 12) the primes preceded the audio by 200 ms; for the other, primes lagged
behind the audio by 500 ms (n = 12). Error bars indicate standard error of the mean.

The analysis of noise-ratings revealed a significant main effect of speech type (F(2, 44) =
270.13, p < 0.001), where 3-band NVS was rated as significantly noisier than 6-band NVS (t(22)
= 16.99, p < 0.001), which was rated significantly noisier than 12-band NVS (t(22) = 11.53, p <
0.001). This pattern of subjective noise ratings agreed with the pattern of average intelligibility
scores determined from Experiment 1: lowest average intelligibility corresponded to highest
subjective noise ratings (i.e., 3-band NVS), and highest intelligibility corresponded to lowest
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subjective noise ratings (i.e., 12-band NVS). There was also a significant main effect of prime
type (F(1, 22) = 26.21, p < 0.001), where matching primes resulted in significantly less noisy
judgments than non-matching primes (t(22) = -10.03, p < 0.001).

Thus, it appears that useful

concurrent visual input affects the perceptual clarity of degraded speech.

There was no

significant main effect of SOA.
To ease the interpretation and discussion of interactions, we calculated benefit scores,
which measure the decrease in noise ratings afforded by matching primes.

Benefit was

operationalized as the difference score between matching and non-matching noise ratings (NMM) for each kind of NVS. For example, a positive benefit score indicates that NVS presented
with matching primes was perceived as less noisy than NVS presented with non-matching primes,
and a benefit of zero indicates they were judged as equally noisy. Therefore, benefit can be
interpreted as a quantitative measure of “pop-out”. The benefit scores were entered into a twoway ANOVA, with a within-group factor of speech type and a between-subjects factor of SOA.
These data are illustrated in Figure 2-5.
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Figure 2-5: Results of the analysis of benefit scores (the difference between noise ratings for nonmatching (NM) and matching (M) primes for each type of NVS). Bar height indicates the mean
benefit score, and errors bars represent standard error of the mean. Asterisks above a bar indicate
a significant difference from zero (p < 0.05, Bonferroni corrected for six comparisons), and
asterisks above a brace indicate a significant comparison between means (p <0.05, also corrected
for multiple comparisons).
In the analysis of benefit scores, there was a significant main effect of speech type (equivalent
to a speech- by prime-type interaction in the noise rating analysis) (F(2,44) = 49.42, p < 0.001).
This showed that the benefit of matching primes (the magnitude of “pop-out”) for 3-band NVS
was significantly greater than for 6-band NVS (t(22) = 7.04, p < 0.001), which was significantly
greater than for 12-band NVS (t(22) = 3.80, p < 0.005). Nonetheless, matching primes elicited
“pop-out” (i.e., benefit scores were significantly greater than zero) for all three kinds of NVS (3band: t(22) = -10.11, p < 0.001; 6-band: t(22) = -7.37, p < 0.001; 12-band: t(22) = -4.36, p <
0.05).
There was a significant main effect of SOA on benefit scores (F(1,22) = 26.21, p < 0.001).
Although matching primes provided significant decrease in noise ratings both when they
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preceded the auditory words (t(22) = 10.74, p < 0.001) and when they lagged behind (t(22) =
3.49, p < 0.005), the benefit was significantly greater when they appeared before the auditory
words (t(22) = 5.11, p < 0.001).
There was a significant speech type by SOA interaction (analogous to a three-way interaction
of noise ratings) (F(2,44) = 3.94, p < 0.05). One-sample t-tests performed on the six benefit
scores (Bonferroni corrected for six comparisons) showed that significant effect of SOA was
driven primarily by benefit in the 3-band NVS condition (t(11) = 5.29, p < 0.0083). On the other
hand, matching primes that preceded the audio provided significant benefit for 3-band NVS (t(11)
= 8.68, p < 0.0083) and 6-band NVS (t(11) = 7.43, p < 0.0083). Benefit in this case for 12-band
NVS was only marginally significant (t(11) = 3.0, p = 0.012). The interaction appears to arise
from the fact that, when primes preceded audio, the amount of benefit provided by matching
primes significantly increased as the speech became more degraded (3- vs 6-band: t(11) = 6.10, p
< 0.001; 6- vs. 12-band: t(11) = 3.90, p < 0.001); whereas when primes lagged behind audio, the
benefit only differed between 3- and 6-band NVS (t(11) = 3.85, p < 0.005). Benefit scores in this
case did not reliably differ between 6- and 12-band NVS.
2.3.3 Discussion
The results from this study demonstrate that subjective noise ratings provide a useful tool for
quantifying the perceptual enhancement of severely degraded speech that occurs when context is
provided in the form of written text (i.e., “pop-out”). As expected, the mean noise ratings
followed the intelligibility of speech materials. For example, 3-band items had the highest
average noise rating, and in the pilot study were shown to be the most difficult to understand.
What is most interesting is that the data clearly show an effect of informative (i.e.,
matching) primes on subjective noise ratings, such that vocoded sentences presented with these
primes were perceived as significantly less noisy than those presented with uninformative letter
strings. The interactions patterns in the data suggest that the decrease in noise ratings is not
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simply due to presence of real words on the screen (as opposed to non-word letter strings), but
depends also on the relative timing between the auditory stimuli and the integrity of the bottomup signal. Thus, “pop-out” can be quantitatively measured.

Although there was no baseline

measure of noise ratings for vocoded sentences presented without any visual input, these results
demonstrate that access to the higher-level linguistic (i.e., phonological and/or lexical) content in
matching primes influences the listeners’ subjective experience of clarity. It is unlikely that, in
this experiment, some other source of information elicited “pop-out”: the non-matching primes
were matched for low-level visual characteristics; and listeners did not have access to a detailed
acoustic (i.e., clear) representation of the sentences. These findings are consistent with Davis et
al. (2005), who observed enhanced perceptual learning (and reports of “pop-out”) for vocoded
speech where feedback was provided in the form of written text.
Given that our task was similar to that of Goldinger et al. (1999), a possible explanation
for their observation of voice-dependence on familiarity-induced decreases in subjective noise
may be the high SNRs of their stimuli, such that higher forms of information were not necessary
to interpret the auditory signal. Furthermore, that higher-forms of information can constrain
interpretation of an auditory input does not preclude the possibility that surface acoustic details
(such as vocal characteristics, if they are available) can be used in the same way.
In this experiment, are listeners accessing phonological or lexical information (or both) to
enhance the clarity of vocoded speech? Although we cannot answer this question directly, clues
can be found in the work of other researchers. As discussed in Chapter 1.4, it has been shown
that learning to understand noise-vocoded words (Hervais-Adelman et al., 2008) and sentences
(Davis et al., 2005) generalizes to untrained utterances. Thus, listeners do not merely memorize
distorted words, or guess at sentence content; learning generalizes to novel lexical items and must
therefore occur at a sub-lexical (e.g., phonological level). In a study more similar to our own,
Frost et al. (1988) implemented a signal-detection task in which listeners had to indicate the
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presence (or absence) or a spoken word embedded in correlated masking noise. When primed
with a matching (visual) word, listeners were biased to respond that they had heard the word even
when the auditory stimulus consisted of only signal-correlated noise (SCN; 1-band NVS). This
bias effect disappeared for incongruent (i.e., mismatching) primes, neutral primes (like our ‘nonmatching’ primes), or when the masking stimulus consisted of white noise. The authors interpret
this bias effect as evidence of a perceptual illusion: matching text caused listeners to believe they
heard SCN as speech. Furthermore, that the illusion is dependent on a match between the prime
word and the amplitude envelope of the auditory word (i.e., because the illusion occurred for
SCN, but not white noise) suggests a crucial role for phonetic representations (Frost et al., 1988).
Given the similarities between these studies and our own, and that NVS preserves envelope
information in a manner similar to SCN, it seems plausible that phonetic information is critical
for enhancing the clarity of noise-vocoded speech.
I also observed that the magnitude of “pop-out” depended on the amount of distortion in
the acoustic signal. This is consistent with results observed in the SPIN test, where the maximum
benefit of high context on intelligibility is obtained at intermediate SNRs; as SNR decreases, so
does the benefit of high context (e.g., Kalikow et al., 1977; Pichora-Fuller et al., 1995). Thus,
listeners benefit more from top-down contextual information as the bottom-up signal becomes
more degraded; although, this might be a result of a ceiling effect where there is less room to
improve as performance gets better.

Although we cannot rule out such a ceiling effect in the

present study, it seems an unlikely explanation for the observed interaction.

The highly

intelligible 12-band NVS was still rated (on average) as very noisy (approximately 2.76 on our
scale of 1-7), leaving ample room for the noise-ratings to decrease. Unlike the previously
mentioned studies, however, our data do not show that benefit decreases as speech becomes more
degraded (i.e., for very low SNRs). Presumably, we did not have enough types of NVS at lower
intelligibility levels to show this effect. It would be interesting to observe how participants would
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rate SCN, if I had incorporated it in my experimental design. Considering that Frost et al. (1988)
observed an illusory bias for listeners to interpret SCN as speech, we might expect to see a
decrease in subjective noise ratings for SCN presented with matching text in our paradigm.
Finally, I observed that the timing between the arrival of the acoustic signal and visual
text was critical for eliciting “pop-out”. In particular, primes that appeared before the equivalent
auditory words elicited significantly more “pop-out” than those that lagged behind the audio.
Although we predicted that lagging primes would not affect noise ratings (in accordance with the
predictive nature of an interactive process), we still observed a small, but significant, effect such
that matching primes that lagged behind 3-band NVS still decreased subjective noise ratings.
This effect could be an artifact of our manipulating the stimulus onset asynchrony. For words
with a spoken duration longer than 500ms, there is still overlap between the auditory word and
the prime in the -500 match condition that could facilitate the interpretation of the degraded word.
A future study will control for this overlap by implementing a lag that is measured between the
offset of the degraded word and the onset of its prime.
It is interesting in Frost et al.’s (1988) experiments, that matching written text biased
listeners to indicate that they had heard speech, but it did not make them more sensitive to speech
presented in noise. However, conversationalists aren’t typically interested in whether or not there
is speech present, but rather in what is being said. In this case, context that perceptually biases
the interpretation of an ambiguous (yet plausible) sound into an appropriate speech sound would
be very useful. In this study, does the illusory decrease in noise afforded by matching text (as in
this study) result in increased intelligibility?
It could be argued that the benefit afforded by matching primes in this experiment is
purely the result of a cognitive or postdictive process wherein participants were biased to make
quieter noise-judgments whenever they saw real words.

Such a process might be entirely

conscious (e.g., a strategy), or could reflect a perceptual hindsight effect. Research into this
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phenomenon shows that, once informed about an outcome, people will tend to overestimate what
they would have known without that knowledge (e.g., “I knew it all along!”) (Fischhoff, 1975).
In this experiment, listeners may have been unable to discount the obviously informative nature
of matching primes when making judgments about the noisiness of NVS. Although we cannot
entirely rule out a possible contribution of hindsight, there are some aspects of our data to suggest
this is not the case. Namely, the prime factor (matching vs. non-matching) interacted with the
intelligibility of the materials, and importantly, the SOA. If participants were biased to report less
noise when they saw matching primes, then equally strong benefit should have been observed
when primes lagged behind the audio. One obvious way to tackle this issue would be the use of
non-matching primes consisting of real words, rather than random strings of consonants.
However, non-matching real words might not be so mis-matching for speech signals that are
highly ambiguous, such as our NVS. Instead, a future study will present text cues in such a way
that participants are unaware of them, and, by collecting an objective measure of speech
intelligibility, determine whether these cues perceptually enhance the intelligibility of severely
distorted sentences (see Chapter 4).
In this experiment prior knowledge was 100% accurate, but real-life situations rarely
afford us with this level of prediction. For example, the lip movements that accompany speech
provide information that can help disambiguate some speech sounds (e.g., ‘/b’ vs. ‘/g’), but not all
of them (e.g., ‘/g’ vs. ‘/k’). It would be interesting to examine how varying the integrity of the
primes, in terms of their content or visual reliability, would influence the perception of NVS.
One might expect to observe that subjective noise ratings reflect the weighted average of the
sensory signals in proportion to their reliability, in accordance with Bayesian models of optimal
cue integration (Battaglia et al., 2003; e.g., Knill, 2003; Knill and Saunders, 2003; Hillis et al.,
2004). It might also be possible to determine the relative contributions of the multiple sources of
linguistic information (i.e., lexical, syntactic, semantic) to the perception of degraded speech. For
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example, does “pop-out” occur for semantically anomalous sentences (e.g., “The effect supposed
to the consumer”), ‘jabberwocky’ (e.g., “The tekeen gerund to the sumeeun”), or strings of nonwords (e.g., “Cho tekeen gerund pid ga sumeeun”)? Whereas Davis et al. (2005) did not observe
enhanced perceptual learning of NVS for the latter two types of sentences, Hervais-Adelman et
al. (2008) did observe enhanced learning for isolated non-words; the former result might due to
the difficulty of remembering long strings of unnatural speech.

Our stimulus presentation

paradigm, therefore, is particularly well suited to address this question because it minimizes the
load on listeners’ short term memory by presenting primes one word at a time. Quantification of
how these sources of information contribute to the perception of speech could then allow one to
determine how different populations make use of this context in challenging listening situations.
For example, it has been proposed that older and presbycusic listeners may derive more benefit
from meaningful contextual support during speech-in-noise tasks (Pichora-Fuller et al., 1995).
In conclusion, this study has demonstrated that it is possible to quantify and measure how
context enhances the perceptual clarity of severely degraded speech (i.e., “pop-out”).

In

particular, the magnitude of “pop-out” is jointly determined by characteristics of the bottom-up
signal (i.e., the number of bands), and the top-down contextual information (i.e., the content, and
the timing of the signal). Furthermore, these data provide evidence that the illusory increase in
clarity is achieved through an interactive process: First, prior knowledge was provided in the
form of written text, which can only predict the auditory signal through higher-level, amodal,
phonological representations. Second, the influence of this top-down information was greater for
more degraded forms of speech, and interactive models propose that the influence of top-down
information is enhanced in situations of high sensory noise. Finally, “pop-out” appears to depend
on the relative timing between bottom-up and top-down signals; as predicted by an interactive
account of speech processing, context must arrive before, or during, the processing of a word to
affect the perception of that word.
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In the next chapter, I use functional neuroimaging of the human brain to examine another
prediction inherent in the interactive approach to speech processing: that top-down information
can penetrate and influence processing at the earliest stages of auditory processing. The stimuli
from this study are known to provide a strong “pop-out” effect, and will be invaluable in this next
stage of investigation.
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Chapter 3
Human Auditory Cortex is Sensitive to the Perceived Clarity of Speech
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3.1 Abstract
Feedback connections among auditory cortical regions may play an important functional role
in processing naturalistic speech, which is typically considered a problem solved through serial
feed-forward processing stages. Here, we used fMRI to investigate whether activity within
primary auditory cortex (PAC) is sensitive to the perceived clarity of degraded sentences. A
region-of-interest analysis using probabilistic cytoarchitectonic maps of PAC revealed a
modulation of activity, in the most primary-like subregion (area Te1.0), related to the
intelligibility of naturalistic speech stimuli that cannot be driven by stimulus differences.
Importantly, this effect was unique to those conditions accompanied by a perceptual increase in
clarity. Connectivity analyses suggested sources of input to PAC are higher-order temporal,
frontal and motor regions. These findings are incompatible with feed-forward models of speech
perception, and suggest that this problem belongs amongst modern perceptual frameworks in
which the brain actively predicts sensory input, rather than just passively receiving it.

Keywords: fMRI; primary auditory cortex; speech perception; predictive coding; top-down
influences; superior temporal sulcus; premotor cortex; inferior frontal gyrus; feedback
connections.
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3.2 Introduction
The most natural and common activities often turn out to be the most computationally
difficult behaviors to understand. Human perception is a prime example of this complexity, as
seemingly stable and coherent perceptions of the world are constructed from impoverished and
inherently ambiguous sensory information.

Predictive coding and Bayesian models of

perception, in which prior knowledge is combined with sensory representations through feedback
projections, provide an elegant mechanism by which accurate interpretations of the environment
can be constructed from variable and ambiguous input in way that is flexible and task dependent
(Murray et al., 2002, 2004; Friston, 2005; Summerfield and Koechlin, 2008; Alink et al., 2010;
Friston et al., 2010). However, these probabilistic frameworks for perception have not yet gained
traction in the auditory domain. They may provide valuable insight into the perception of spoken
language, which has typically been considered a unique or “special” problem solved through
serial feed-forward processing (Norris, 1994; Norris et al., 2000; Norris and McQueen, 2008).
Research has demonstrated that knowledge and the predictability of a speech signal play a large
role in determining how much we glean from it – especially in compromised listening situations.
For example, linguistic, syntactic, and semantic content (Miller et al., 1951; Miller and Isard,
1963a; Kalikow et al., 1977), familiarity with a speaker (Nygaard and Pisoni, 1998), and visual
cues (Sumby and Pollack, 1954; Zekveld et al., 2008) can all greatly enhance the intelligibility of
speech presented in masking noise. If prior knowledge and the predictability of speech influence
our perception of a stimulus, then, in accordance with predictive coding models of perception, we
might expect to see an influence of this information at the earliest cortical auditory stage: in
primary auditory cortex (PAC).
The anatomical organization of the cortical auditory system supports this functional view
of interactive processing, wherein higher-order cortical areas may influence early auditory
processes. Tracer studies have demonstrated that feedback projections are present at all levels of
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the auditory system (Kaas and Hackett, 2000; Winer, 2005; de la Mothe et al., 2006), and
although forward connections typically project only to adjacent regions, feedback connections
can project across multiple levels and target primary auditory cortex (de la Mothe et al., 2006).
Currently, however, there is little evidence from human neuroimaging demonstrating a functional
role of these feedback connections in the perception of naturalistic speech.
We designed the present fMRI study to investigate whether activity elicited within PAC
by spoken English sentences is modulated by their perceptual clarity. We avoid confounding the
intelligibility of speech with acoustic stimulus features by exploiting a phenomenon known as
“pop-out”: a dramatic increase in the perceptual clarity of a highly degraded utterance when the
listener possesses prior knowledge of the signal content (Davis et al., 2005). Intelligibility is often
operationalized as the percentage of words in a sentence a listener can understand or report
correctly; although this differs from perceptual clarity, these measures likely describe the same
underlying dimension of speech. We hypothesize that “pop-out” is achieved through online
perceptual feedback which influences, or re-tunes, low-level auditory processing. On this basis,
we would expect modulation of PAC activity as a function of prior knowledge. We further expect
that “pop-out” is unique to degraded, yet potentially intelligible, speech signals, and therefore, a
modulation of PAC activity will be uniquely observed for degraded speech.

Additional

information cannot increase the clarity of speech that is already perfectly clear, nor can it turn an
entirely unintelligible stimulus into recognizable speech.
Here, we provide participants with prior knowledge of a speech utterance in the form of
written text from which they derive an abstract phonological representation of the sentence
(Orden, 1987; Frost, 1998; Rastle and Brysbaert, 2006).

A more naturalistic source of

constraining information might be audiovisual speech, which is more intelligible in noise than
speech alone (Sumby and Pollack, 1954; Macleod and Summerfield, 1987; Benoit et al., 1994).
Existing work has shown interactions of visual and auditory information in primary sensory
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cortices for integrating moving faces and concurrent speech (van Wassenhove et al., 2005, 2007).
It may be, however, that the human brain has evolved specialized mechanisms or pathways for
speech perception that reflect lateral interactions between audio and visual speech input rather
than top-down projections. Conversely, written text is unlikely to have direct associations with
auditory expectations since the phonological representations accessed from print are more
abstract and cannot directly predict the auditory form of vocoded words. We therefore propose
that the most likely source of any observed influence of matching written text on auditory cortex
activity must be higher-level, amodal, phonological representations acting through top-down
mechanisms.

3.3 Materials and Methods
3.3.1 Participants
Data were collected from 19 normal healthy volunteers (8 male, ages 18-26). All participants
were right-handed, native English speakers, and reported no neurological disease, hearing loss, or
attentional deficits. All subjects gave written informed consent for the experimental protocol,
which was cleared by Queen's Health Sciences Research Ethics Board.

3.3.2 Design
To create acoustically identical speech conditions that differed in intelligibility, we used
noise-vocoded speech (NVS) – a form of distorted speech that preserves temporal cues while
eliminating much of the fine spectral detail (Shannon et al., 1995). NVS is largely unintelligible
to naïve listeners, but becomes highly intelligible (i.e. “pops out”) if listeners are provided with a
written representation of the speech (Davis et al., 2005). Here we presented NVS concurrently
with text strings that either matched the content of the sentence (“matching”) or were random
strings of consonants (“non-matching”). Therefore, the NVS presented with informative text was
perceived as intelligible speech, whereas the other was not.
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On each trial, participants heard a single auditory stimulus and viewed concomitant
visual text strings (i.e. primes) which were time locked to the auditory signal (Figure 3-1). The
experiment conformed to a 3x2 factorial design, which paired three types of speech stimuli with
matching or non-matching visual text primes (i.e. text strings). Matching primes (M) precisely
matched the content of the sentences, whereas non-matching primes (nM) consisted of length
matched strings of randomly selected consonants. Speech stimuli could be presented as: clear
speech (C), which is always intelligible; three-band NVS, for which naïve listeners can report
approximately 40% words correctly, according to pilot data; and rotated NVS (rNVS), which is
always unintelligible. Randomly generated consonant strings were also presented in a baseline
silent condition (S).

61

Figure 3-1: The experimental procedure for the fMRI study illustrated for a single trial. The
midpoint of the auditory stimulus was presented four seconds prior to scanning, and text primes
(matching, in this case) preceded the equivalent auditory word by 200ms. The entire prime
sequence was bookended by a fixation cross.
3.3.3 Stimulus Preparation
Auditory stimulus materials consisted of 150 mundane English sentences (e.g. “His
handwriting was very difficult to read"). The sentences were recorded by a female native speaker
of North American English in a soundproof chamber using an AKG C1000S microphone into an
RME Fireface 400 audio interface (sampled @ 16-bits, 44.1khz). Each of the 150 sentences was
processed to create the two types of processed speech stimuli: clear speech, three-band NVS, and
three-band rNVS. After processing, all stimuli were normalized to have the same total RMS
power.
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NVS stimuli were created as described by Shannon et al. (1995) using a custom Matlab vocoder.
Items were first filtered into three contiguous frequency bands (50Hz → 558Hz → 2264Hz →
8000Hz; band edges were selected to be equally spaced along the basilar membrane (Greenwood,
1990)) using FIR Hann band-pass filters with a window length of 801 samples. The amplitude
envelope from each frequency band was extracted by full-wave rectifying the band-limited signal,
then low-pass filtering it at 30Hz using a fourth-order Butterworth filter. The envelopes were then
applied to band-pass filtered noise of the same frequency ranges, which were recombined to
produce the NV utterance. To create rNVS stimuli, the envelope from the lowest frequency band
was applied to the highest frequency noise band, and vice versa. Clear speech remained
unprocessed, and contained all frequencies up to 22.05kHz.
Six sets of twenty-five sentences were constructed from the corpus of 150 items. The sets
were statistically matched for number of words (M=9.0, STD=2.2); number of syllables (M=20.1,
STD=7.3); length in milliseconds (M=2499, STD=602.8); and the logarithm of the sum word
frequency (Thorndike and Lorge written frequency, M=5.5, STD=0.2). Each set of sentences was
assigned to one of six experimental conditions, such that sets and conditions were
counterbalanced across subjects to eliminate material-specific effects.

3.3.4 Pilot Study
A pilot behavioural study was conducted to confirm a strong “pop-out” effect unique to the
NVS stimuli. Using an identical experimental design and stimuli as above, and a unique
assignment of materials to conditions for each subject (to avoid material-specific effects), five
naïve, young adult participants from the Queen’s community were asked to rate the amount of
noise they heard in each sentence. Ratings were on a scale from 1 to 7 where 1 indicated no noise
at all, and 7 indicated that the entire auditory stimulus consisted of noise (note that the NVS and
rNVS are constructed entirely of noise, so these ratings reflect perceptual clarity). A two-factor
ANOVA on the noise ratings, with prime condition (M vs. nM) and stimulus type (C, NVS and
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rNVS) as factors, revealed a significant interaction (F(2,8) = 35.37, p < 0.001; Figure 3-2): NVM
items were judged as significantly less noisy than NVnM items (t(5) = -7.13, p < 0.01), whereas
rNVM items were judged as slightly less noisy than rNVnM (t(5) = -3.15, p < 0.05), but prime
type had no effect on the noise ratings of clear stimuli (t(5) = 0.0, p = 1.0). To determine whether
the increase in clarity afforded by M primes (i.e. “pop-out”) for NV items was greater than that
for the other types of speech, we performed a one-factor three-level ANOVA on noise-rating
difference scores (nM-M). This analysis yielded a significant main effect of speech type (F(2,8) =
35.40, p < 0.001), where “pop-out” for NV items was greater than for rNV items (t(5) = 5.23, p <
0.01), and for clear speech items (t(5) = 6.95, p < 0.01).

Figure 3-2: Subjective noise ratings obtained from the pilot study. Noise ratings were made on a
scale from 1 to 7, where 1 indicated no noise (i.e. the auditory stimulus was perfectly clear), and 7
indicated that the auditory stimulus consisted of total noise. Bar height indicates the mean noise
rating across participants for each condition: clear (C), noise-vocoded (NV), and rotated NV
(rNV), paired with matching (M) or non-matching (nM) primes. Error bars indicate standard
error of the mean (SEM) suitable for repeated-measures data. Asterisks represent significant
differences from post-hoc t-tests, Sidak corrected for multiple comparisons (** p < 0.01; * p <
0.05).

64

3.3.5 MRI Protocol and Data Acquisition
MR imaging was performed on the 3.0 Tesla Siemens Trio MRI scanner in the Queens Centre
for Neuroscience Studies MR Facility (Kingston, Ontario, Canada). We used a sparse-imaging
technique, (Hall et al., 1999) in which stimuli were presented during the silent period between
successive scans. T2* - weighted functional images were acquired using GE-EPI sequences, with:
field of view of 211mm x 211mm; in-plane resolution of 3.3mm x 3:3mm; slice thickness of
3.3mm with a 25% gap; acquisition time (TA) of 2000ms per volume; and a time-to-repeat (TR)
of 9000ms. Acquisition was transverse oblique, angled away from the eyes, and in most cases
covered the whole brain (in a very few cases, slice positioning excluded the very top of the
superior parietal lobule).
A total of 179 volumes were acquired from each subject over four scanning runs.
Conditions were pseudo-randomized such that all runs contained equal numbers of each condition
type, and there were approximately equal number of transitions between all condition types.
Twenty-five images were collected for each experimental condition, plus a single dummy image
at the beginning of each run (which were discarded from analysis). In each trial, the stimulus
sequence was positioned such that the midpoint of the auditory stimulus occurred four seconds
prior to scan onset, ensuring that any hemodynamic response evoked by the audio-visual stimulus
peaked within the scan.

Visual primes appeared a single word at a time preceding the

homologous auditory segment by 200ms (Figure 3-1). In addition to the functional data, a wholebrain 3D T1-weighted anatomical image (voxel size of 1.0mm3) was acquired for each participant
at the start of the session.
Participants were instructed to, “Listen carefully, and attempt to understand the sounds
you hear”. Additionally, they performed a simple target monitoring task to keep them alert and
focused on the visual primes. In one of every twelve trials, pseudorandomly selected (balanced
across condition type, including silence), a visual target (“X X X”) would appear for 200ms after
65

the complete prime sequence; the presence of a target was indicated with the press of a button
under the right index finger. Prior to the experimental session, participants were trained on the
listening and detection tasks inside the scanner (4 trials each, using different stimuli than the
experiment) to familiarize them with them with the tasks and the experimental procedure.
During the scanning session, participants viewed visual stimuli projected on to a screen at one
end of the magnet bore. An angled mirror attached to the head coil allowed participants to view
the screen from the supine position. An NEC LT265 DLP projector was used to project visual
stimuli to the screen, and auditory stimuli were presented via a Nordic Neurolabs MR-compatible
pneumatic audio system.

3.3.6 fMRI Data Pre-Processing and Analysis
All fMRI data were processed and analyzed using Statistical Parametric Mapping (SPM5;
Wellcome Department of Cognitive Neuroscience, London, UK). Data preprocessing steps for
each subject included: 1) rigid realignment of each EPI volume to the first of the session; 2)
coregistration of the structural image to the mean EPI; 3) normalization of the structural image to
a standard template (ICBM452) using the SPM5 unified segmentation routine; 4) warping of all
EPI volumes using deformation parameters generated from normalization step, including
resampling to a voxel size of 3.0mm3; and 5) spatial smoothing using a Gaussian kernel with a
full-width at half maximum (FWHM) of 8mm.
Analysis at the first level was conducted using a single General Linear Model (GLM) for
each participant in which each scan was coded as belonging to one of seven experimental
conditions. The four runs were modelled as one session within the design matrix, and four
regressors were used to code each of the runs. Twenty-four parameters were included to account
for movement-related effects (i.e. six realignment parameters and their Volterra expansion
(Friston et al., 1996). The detection task was modelled as a single regressor indicating the
presence of a visual target (and subsequent button press). Due to the long TR of this sparse66

imaging paradigm, no correction for serial auto-correlation was necessary. Furthermore, no highpass filter was applied to the data because the previously described pseudo-randomization of
conditions was sufficient to ensure that any low-frequency noise would not confound activation
results.
Contrast images for each of the six experimental conditions were generated by comparing
each of the condition parameter estimates (i.e. betas) to the silent baseline condition. The images
from each subject were entered into a second-level group 3 x 2 (Speech x Prime Type) repeatedmeasures ANOVA, treating subjects as a random effect. F-contrasts were used to assess the
overall main effects of speech type, prime type, and their interaction. For the whole-brain
analysis, we report only peak voxels that were statistically significant at the whole brain level
using a family-wise correction for Type I error (FWE, p < 0.05). The overall main effects were
parsed into simple effects by inclusively masking specific t-contrast images (i.e. simple effects)
with corresponding F-contrasts (i.e. the main effect). The t-contrasts were combined to determine
logical intersections of the simple effects; in this way, significant voxels revealed by F-contrasts
were labelled as being driven by one or more simple effects. Peaks were localized using the
LONI probabilistic brain atlas (LPBA40; (Shattuck et al., 2008) and confirmed by visual
inspection of the average structural image.

3.3.7 Region of Interest (ROI) Analysis
Given the hypothesis motivating this study, we performed a region-of-interest analysis
examining activity directly within auditory cortical core areas, particularly the most primary-like
area. Morosan et al. (2001) used observer-independent cytoarchitectonic mapping to identify
three adjacent zones arranged medial to lateral (Te1.1, Te1.0, Te1.2) approximately along the axis
of the first transverse temporal gyrus (Heschl’s gyrus – HG; the morphological marker of primary
auditory cortex on the superior temporal plane) in 10 post-mortem human specimens. These
researchers quantitatively analyzed serial coronal sections from the ten brains stained for cell
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bodies; area borders were digitized and mapped on to high resolution structural MR images of the
same post-mortem brains to create three-dimensional labelled volumes of the cytoarchitectonic
regions (Morosan et al., 2001). The three areas (Te1.1, Te1.0, Te1.2) were reliably
distinguishable by their cytoarchitectonic features. Based on a comparison of qualitative and
quantitative descriptions of temporal cortex in primates, Hackett et al. (2001) concluded that the
most primary-like, koniocortical, core region is probably Te1.0 corresponding to area AI in
rhesus macaque monkeys. Similarly, area Te1.1 likely corresponds to the macaque caudomedial
belt (area CM; (Hackett et al., 2001). We focused our analysis on area Te1.0 since it is the most
primary-like of the three Te1 regions, although we also performed a similar analysis of Te1.1 and
Te1.2.
To define our ROIs, we constructed probabilistic maps of the three Te1 regions. Templatefree probabilistic maps of these regions were constructed using a group-wise registration
technique to transform the ten post-mortem structural images, along with their cytoarchitectonic
information, to a common space (Tahmasebi et al., 2009). The probabilistic maps were
transformed into the same space as our normalized subject data by performing a pair-wise
registration (i.e. SPM2 normalization) between the average post-mortem group structural image
and the ICBM152 template. A threshold was applied to the probability maps so that they only
included voxels which were labelled as belonging to the structure of interest in at least 3/10 of the
post-mortem brains. The warped probability maps overlapped with the anterior-most gyrus of
Heschl in all our subjects, as evaluated by visual inspection. Figure 3-6A shows the thresholded
Te 1.0 probability map overlaid on the average group structural image.
A region-of-interest toolkit (MarsBaR v0.42; (Brett et al., 2002) was used to perform the
analysis on unsmoothed data sets. First, signal was extracted from left and right PAC, corrected
for effects of no interest (e.g. movement parameters, etc.) and summarized for each left and right
volume using a weighted-mean calculation wherein the signal from each voxel was weighted by
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the probability of it belonging to the structure of interest. Contrasts were computed yielding
average signal intensity in the ROI for each condition compared to the silent baseline. The
contrast values from all subjects were analyzed as 2 (hemisphere) x 3 (Speech Type) x 2 (Prime
Type) within-subjects ANOVA in SPSS software (www.spss.com).

3.3.8 Functional Connectivity Analysis
A correlation analysis was used to search for brain regions that exhibited significant
functional connectivity with primary auditory cortex. The probability map of area Te1.0 in the
left hemisphere was used as a seed region. From each subject, we first extracted the time series of
residuals for each voxel within the seed region. Voxels within the seed region were corrected for
global signal using linear regression (Macey et al., 2004; Fox et al., 2009) before being
summarized with a weighted-mean calculation to create a single time series representing the seed
region. The corrected seed time series was correlated with the residual time series of every voxel
in the brain to create a whole-brain correlation map. Correlation coefficients were converted to zscores with the Fischer Transform, serving to make the null hypothesis sampling distribution
approach that of the normal distribution, which allows for statistical conclusions to be made
based on correlation magnitudes (Rissman et al., 2004). The z-transformed correlation maps were
subjected to a group-level random-effects analysis, as in the conventional group analysis. Again,
we report only peak voxels which were statistically significant at the whole brain level using a
family-wise correction for Type I error (FWE, p < 0.05)
In order to remove areas in the region of the seed voxel that exhibit connectivity due to
spatial smoothing (autocorrelation), these analyses were masked with a spherical mask with a
radius equal to 1.27 times the FWHM of the intrinsic smoothness of the analysed data (This
radius is equal to 3 times the standard deviation (sigma) of the smoothing kernel, since the
FWHM of a Gaussian is equal to 2.3548 * sigma).
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3.4 Results
3.4.1 Behavioural Results, Target Detection Task
Almost all participants performed perfectly on the target detection task, indicating that they
were attentive and aware during the entire scanning session (only one subject made a single
error).
3.4.2 Imaging Results, Whole-Brain Analysis
Cortical activation in response to all six conditions with sound compared to silence yielded
bilateral activation in large clusters encompassing most of the superior temporal plane and
superior temporal gyrus (STG). The clusters included Heschl's gyrus as well as the superior
temporal sulcus (STS). This contrast was used for quality control purposes to ensure valid models
and data. All subjects displayed robust bilateral activation for the comparison of sound to silence
and were included in further analyses.
The contrast assessing the main effect of speech type revealed large bilateral activations
restricted mainly to the temporal lobes ranging along the full length of the STG and STS, and
including the superior temporal plane (Figure 3-3A). The simple effects driving speech-related
activity within these areas were examined using t-contrasts (Figure 3-3B, and Table 3-1). Most
regions of the STG and STS exhibited a pattern of activity such that clear speech elicited greater
activation than NV speech, which in turn elicited greater activity than rNV speech (i.e. C > NV >
rNV; Figure 3-3B, yellow voxels). HG and much of the superior temporal plane exhibited
strongest activation for clear speech, with no significant difference between NV and rNV speech
(i.e. C > NV ≈ rNV; Figure 3-3B, red voxels). Interestingly, we observed a small area just
posterior to bilateral HG which demonstrates an elevated response to NV speech compared to C
and rNV speech (i.e. NV > C ≈ rNV; Figure 3-3B, blue and cyan regions).
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Figure 3-3: Voxels that exhibited a main effect of speech type (A). The activation map is
thresholded at p < 0.001 uncorrected and overlaid on the group average structural image. The
colour scale indicates the p-value corrected family-wise for type I error (FWE), such that any
colour brighter than dark blue is statistically significant (p < 0.05) at the whole-brain level. (B)
The simple effects of speech type revealed by t-contrasts. Only voxels demonstrating a significant
main effect of speech type (p< 0.05 FWE) at the whole-brain level were included in this analysis.
Simple effects were evaluated voxel-wise at p < 0.001, uncorrected, and logically combined to
label each voxel as demonstrating one or more simple effects. For example, yellow voxels
exhibit the pattern C > NV > rNV, whereas red voxels exhibit the pattern C > NV ≈ rNV. C =
clear speech; NV = noise-vocoded speech; rNV = rotated NV.Activations due to the different
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effects of the two types of primes overlapped considerably with those due to speech type in the
left temporal lobe (Figure 3-4, Table 3-1). We also observed strong activations due to prime type
in left inferior temporal areas, such as the fusiform gyrus, as well as left frontal areas, including
the left inferior frontal gyrus (LIFG), orbitofrontal gyrus, and precentral gyrus (Table 3-1). The
activations were strongly left-lateralized, with little significant activation of the right STS.
Analysis of the simple effects showed that most regions demonstrated a significantly elevated
response to matching compared to non-matching primes (i.e. M > nM; Figure 3-4, red voxels).

Figure 3-4: Voxels that exhibited a significant main effect of prime type, and the simple effects
driving the main effect, overlaid on the group average T1-weighted structural image. Two
contrast images – M > nM and nM > M – were generated and masked to include only voxels that
demonstrated an overall main effect of prime type (p < 0.001, uncorrected). P-values indicated
by the colour scales are corrected family-wise for multiple comparisons (FWE), such that dark
red and blue voxels indicate voxels that are not significant at the whole-brain level when
corrected for multiple comparisons. M = matching primes; nM = non-matching primes.
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Table 3-1: Results of the group-level ANOVA of whole-brain data; peaks revealed by overall Fcontrasts are significant at p < 0.05 FWE. Asterisks indicate marginal significance. Bold entries
indicate the most significant peak in a cluster. L = left, R = right, P = posterior, A = anterior, I =
inferior, S = superior, G = gyrus, STG = Superior temporal gyrus, STS = Superior temporal
sulcus,
SMA
=
Supplementary
motor
area.
Coordinates (mm)
Contrast

Voxels in

X

Y

Z

F

Cluster

Location

Simple Effect(s)

Main Effect:

-60

-12

-3

164.36

1007

Speech Type

-63

-30

6

81.20

L STG

C > NV > rNV

L P STG

C > NV > rNV

-51

12

-18

-33

-30

15

74.30

L A STG

C > NV > rNV

40.82

L Heschl's G

-45

-21

C > NV ≈ rNV

9

38.21

L Heschl's G

C > NV ≈ rNV

-57
60

-39

15

*11.92

L P STG

NV > C ≈ rNV

-6

-6

157.30

R STG

51

C > NV > rNV

-27

0

93.15

R P STG

C > NV > rNV

54

12

-15

69.35

R A STG

C > NV > rNV

63

-30

15

21.09

9

R P STG

NV > C ≈ rNV

39

-33

30

20.57

7

R Supramarginal G

rNV > NV ≈ C

Main Effect:

-51

-42

3

153.10

1066

L P STS

M > nM

Prime Type

-51

12

-21

102.15

L A STG

M > nM

-54

-12

-12

84.25

L STS

M > nM

896

-39

30

-9

65.86

L Orbitofrontal G

M > nM

-57

-60

12

63.75

L P STS

M > nM

-54

-3

48

90.62

150

L Precentral G

M > nM

-39

-45

-18

65.63

97

L Fusiform G

M > nM

27

-63

-48

59.72

32

R Cerebellum

M > nM

-3

3

60

56.51

46

L SMA

M > nM

-54

21

18

50.04

130

L I Frontal G

M > nM

36

-90

12

40.54

51

R MID Occipital G

nM > M

-39

48

12

37.10

29

L MID Frontal G

nM > M

51

-12

-12

32.59

11

R STS

M > nM

Interaction:

-51

-42

3

40.28

163

L P STS

Speech X Prime Type

-51

-45

15

24.50

-54

21

18

28.26

116

L I Frontal G

-39

30

-6

22.13

14

L Orbitofrontal G

-51

12

-18

21.05

4

L A STG

-6

12

57

20.09

17

L SMA

L P STG

-45

3

51

18.37

4

L Precentral S

-51

-6

-15

16.90

1

L STS
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Most interesting were areas which demonstrated an interaction between speech and prime
type; that is, areas in which sensitivity to speech type was modulated by prime type. Several
clusters of voxels in the left hemisphere demonstrated a significant speech- by prime-type
interaction (Figure 3-5A; Table 3-1): two regions of the STS (one posterior, one more anterior);
STG posterior and lateral to HG, and near the anterior end of the temporal lobe; LIFG, including
orbitofrontal gyrus; premotor cortex (dorsal pre-frontal cortex); and the supplementary motor area
(SMA). In general, the pattern of activity was such that the difference between matching and nonprimes primes (M > nM) increased as speech became more degraded (Figure 3-5B). The
parameter estimates of selected peaks are presented in Figure 3-5C to illustrate the interaction
pattern.
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Figure 3-5: Voxels that exhibited a speech- by prime-type interaction (A). The activation map is
thresholded at p < 0.001 uncorrected and overlaid on the group average structural image. The
colour scale indicates the p-value corrected family-wise for type I error (FWE), such that any
colour brighter than dark blue is statistically significant (p < 0.05) at the whole-brain level. (B)
The simple interactions as revealed by t-contrasts. Only voxels demonstrating a significant
overall interaction (p< 0.05 FWE) at the whole-brain level were included in this analysis. Simple
interactions were evaluated voxel-wise at p < 0.001, uncorrected, and logically combined to label
each voxel as demonstrating one or more simple effects. rNV(M-nM) = Simple main effect of
prime type for rNV speech; NV(M-nM) = Simple main effect of prime type for NV speech; C(M-nM) =
Simple main effect of prime type for clear speech; C) Parameters of selected peaks which
displayed a significant speech X prime type interaction: 1) LIFG, 2) left posterior STS, 3) SMA,
4) left precentral sulcus. Bar height is the mean contrast value for each condition (i.e. the
parameter estimate for each condition minus the parameter estimate for silence, averaged across
participants). Error bars indicate SEM adjusted for repeated-measures data (Loftus and Masson,
1994).
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No interaction was observed in the region of primary auditory cortex. This may be due to
the smoothness of the data: after applied smoothing of 8mm, effective smoothing was
approximately 12mm. Heschl’s gyrus – the morphological landmark of our region of interest –
measures about 7mm across on the group average structural image, and the effective smoothness
could easily have washed out any interaction in a region of that size. To examine PAC more
directly, we performed a region of interest analysis on unsmoothed data.

3.4.3 Region of Interest (ROI) Results:
A probabilistic map of cytoarchitectonic area Te1.0 was and used to extract signal in the left
and right hemispheres from unsmoothed datasets. A three-factor (hemisphere, speech and prime
type) repeated-measures ANOVA revealed a significant main effect of speech type (F(2,36) =
34.57, p < 0.001); post-hoc analysis showed that this effect was mainly attributed to enhanced
BOLD signal for clear speech compared to NV speech (C > NV: t(19) = 5.91, p < 0.001), and for
NV speech compared to rNV speech (NV > rNV: t(19) = 3.57, p < 0.01). A significant effect of
hemisphere was observed (F(1,18) = 10.86, p < 0.01) with signal in the right hemisphere greater
than in the left (t(19) = 3.29, p < 0.01). There was also a significant main effect of prime type
(F(1,18) = 6.58, p < 0.05), such that M primes elicited greater activity than nM primes (t(18) = 2.58,
p < 0.05). Importantly, there was a significant interaction between speech and prime types (F(2,36)
= 3.74, p < 0.05), such that signal elicited by NV speech paired with M primes was enhanced
relative to NV speech with nM primes (NVM > NVnM: t(19) = 3.37, p < 0.005), and this difference
was not present for the other speech types (CM > CnM: t(19) = 0.95, p = 0.36; rNVM > rNVnM:
t(19) = -0.27, p = 0.78). Thus, the main effect of prime type was driven only by difference in
activity between NVM and NVnM conditions. The three-way interaction was not significant
suggesting that the pattern of the Speech X Prime interaction was similar in both hemispheres.
Figure 3-6B shows the estimated signal values within area Te1.0 for the six experimental
conditions collapsed across hemisphere.
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Figure 3-6: Results of the ROI analysis A) The TE1.0 probability map, used for the ROI analysis,
rendered on the average group T1-weighted structural image. The probability map was
constructed from labelled cytoarchitectonic data in ten post-mortem brains, which were combined
and transformed to our group space. The probability map was thresholded to include only voxels
labelled as TE1.0 in three of ten brains (i.e. 30%). B) Mean contrast values (arbitrary units) in
area Te1.0 for three types of speech: clear (C), noise-vocoded (NV), and rotated NV (rNV),
paired with matching (M) or non-matching (nM) primes. Error bars indicate standard error of the
mean (SEM) suitable for repeated-measures data. Asterisks represent significant differences (**
p < 0.001; * p < 0.01).
Areas Te1.1 and Te1.2 were analyzed in a similar manner, although neither exhibited a
significant Speech X Prime interaction or significant post-hoc simple effects of prime type (i.e.
NVM > NVnM). However, to truly determine whether the Speech X Prime interaction was unique
to area Te1.0, the data from all three regions were analyzed together as a 3 (region) x 2
(hemisphere) x 3 (speech type) x 2 (prime type) repeated-measures ANOVA. The Region X
Speech X Prime interaction was not significant, indicating that we cannot conclude the Speech X
Prime interaction pattern differs across the three cytoarchitectonic regions. From this we can
conclude that activity in primary auditory cortex, especially area Te1.0, is enhanced by the
presence of useful visual information when speech is degraded, but not when speech is perfectly
clear or impossible to understand. This effect may be present to some degree in other primary
regions, but was not detected with our region of interest analysis.
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This particular Speech X Prime interaction pattern appeared different from interactions
observed in the whole-brain fMRI analysis, in that area Te1.0 was only sensitive to the difference
between M and nM primes for NV speech (see Figures 3-5C1-4 vs. Figure 3-6B). To confirm that
profiles of activity were truly differed across regions, we compared the pattern of activity in
Te1.0 to the patterns observed in four whole-brain interaction peaks (Figure 3-5C). All four pairwise comparisons yielded significant Region X Speech X Prime interactions when corrected for
multiple comparisons: Te1.0 vs. LIFG, F(2,36) = 23.07, p < 0.001; Te1.0 vs. STS, F(2,36) = 34.89, p
< 0.001; Te1.0 vs. SMA, F(2,36) = 19.99, p < 0.001, Te1.0 vs. precentral sulcus, F(2,36) = 21.83, p <
0.001. Thus, we can conclude that the interaction pattern of activity in primary auditory cortex
reliably differs from those observed in the whole-brain interaction. To examine whether the
interaction pattern that we observe in primary auditory cortex was also observed in another
primary sensory region, visual cortex, we performed a ROI analysis for primary visual cortex (V1
/ Brodmann Area 17) using the same techniques. A probabilistic map of V1 was obtained from
the SPM Anatomy Toolbox (Eickhoff et al., 2005), which is derived from the same
cytoarchitectonically labelled post-mortem brains as described earlier. The data from V1 yielded
no significant main effects or interactions. The pair-wise comparison activation patterns in Te1.0
and V1 demonstrated a significant Region X Speech X Prime interaction (F(2,36) = 4.59, p < 0.05),
showing that the interaction pattern in Te1.0 was truly different than the pattern observed in V1.
3.4.4 Functional Connectivity Results
A correlational analysis was used to search for regions which exhibited significant functional
coupling with left PAC. Since a likely cause of correlated neural activity, and hence correlated
BOLD signal, is underlying anatomical connections, this analysis was used to help identify brain
regions connected with PAC which might be the source(s) of top-down modulation observed in
the ROI analysis. To define PAC, we used the left Te1.0 probabilistic map as seed region. Right
PAC was not used as a seed because we would expect similar results given that left and right
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PAC exhibit strong interhemispheric connections (Pandya et al., 1969; Kaas and Hackett, 2000),
and that regions demonstrating anatomical connectivity also show strong functional connectivity
(Koch et al., 2002).
The connectivity results are depicted in Figure 3-7A, and summarized in Table 3-2. As
expected, we observed strongest coupling between left PAC and homologous regions of the right
hemisphere. In both hemispheres, the coupling was restricted mainly to the superior temporal
plane extending anteriorly to include the insulae, inferior frontal gyri, and inferior portions of the
precentral gyri. We also observed significant coupling bilaterally with the medial geniculate
nuclei. In the left hemisphere, there was significant coupling with a cluster of voxels towards the
dorsal end of the precentral sulcus (Figure 3-7A, sagittal slice at x = -60mm).
A second seed region was also selected for a functional connectivity analysis. For each
subject, we selected a seed voxel in the STS, within 30mm of the STS peak from the whole-brain
analysis, which demonstrated a significant speech- by prime-type interaction.
depicted in Figure 3-7B and summarized in Table 3-3.

Results are

Regions that exhibited significant

coupling with the STS seed overlapped considerably with those regions that also demonstrated a
strong Speech X Prime interaction in the whole-brain analysis, specifically: areas of the left
superior temporal plane, left STG, left STS, LIFG, and left precentral sulcus. Interestingly,
homologous regions of these in the right hemisphere also exhibited significant functional
coupling with the left STS seed. Finally, the left and right fusiform gyri demonstrated significant
coupling with the STS.
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Figure 3-7: Results of the functional connectivity analysis using A) Primary auditory cortex (as
defined with Te 1.0 probabilistic map) and B) left posterior STS [-51 -42 3], as a seed region.
The correlation maps are thresholded at p < 0.05 (FWE). White voxels indicate the seed
region(s). Blue voxels indicate masked voxels (see Materials and Methods); these voxels were
masked from the analysis to eliminate extreme peaks due to spatial autocorrelation resulting from
smoothing.
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Table 3-2: Voxels that exhibit significant functional connectivity with PAC, as defined with the
Te1.0 probabilistic map. Areas within the mask are not reported, due to autocorrelation with the
seed. Bold entries indicate the most significant peak in a cluster. All peaks are significant at p <
0.05 FWE. R = Right, L = Left, P = Posterior, A = Anterior, I = Inferior, S = Superior, M =
Medial, MID = Middle, G = Gyrus, STG = Superior temporal gyrus, STS = Superior temporal
sulcus.
Coordinates (mm)

Voxels in

Seed

X

Y

Z

t

Cluster

Primary Auditory Cortex

57

-9

0

23.04

1489

(Te1.0 Probabilistic Map)

48

-12

21

20.37

R Postcentral G

51

-24

12

17.31

R Planum Temporale

66

-30

18

14.86

R P STG

48

9

6

14.52

R I Frontal G

54

9

-3

13.97

R I Frontal G

63

-3

15

9.09

R I Precentral G

51

-24

-9

8.54

R P STS

48

24

15

8.19

R I Frontal G

-57

-36

12

18.21

-36

-30

18

14.33

R M Heschl's G

-45

-3

0

13.50

L Insula

-60

-6

-3

12.01

L A STG

-60

0

15

11.82

L I Precentral G

-42

-9

15

10.31

L Insula

-60

-24

0

9.46

L STS

-36

9

3

9.35

L Insula

833

R STG

L Planum Temporale

6

-18

3

12.48

-6

-18

3

8.88

24

3

-6

11.05

54

R Putamen

-45

-78

-3

10.04

26

L MID Occipital G

3

12

24

9.85

164

R Cingulate G

0

12

48

9.61

-24

6

-3

9.48

33

L Putamen

-60

-3

42

8.48

6

L Precentral S

-24

-69

-9

8.30

6

L I Occipital G

33

-45

-18

8.29

6

R Fusiform G

81

22

Location

R M Geniculate
L M Geniculate

R S Frontal G

Table 3-3: Voxels that exhibit significant functional connectivity with the STS peak [-51 -42 3];
this seed was selected as the strongest peak of the Speech X Prime type interaction from the
whole-brain analysis. Bold entries indicate the most significant peak in a cluster. All peaks are
significant at p < 0.05 FWE. R = Right, L = Left, P = Posterior, A = Anterior, I = Inferior, S =
Superior, M = Medial, G = Gyrus, STG = Superior temporal gyrus, STS = Superior temporal
sulcus.
Coordinates (mm)

Voxels in

Seed

X

Y

Z

t

Cluster

Superior Temporal Sulcus

60

-24

-6

17.02

711

[-51 -42 3]

51

-24

12

11.74

R Planum Temporale

57

0

-9

11.47

R A STG

45

-36

-3

10.40

R STS

63

-33

9

9.90

R P STG

48

-18

-15

8.41

R STS

-3

18

48

13.90

-3

12

63

10.44

-57

-24

6

13.24

-54

21

21

10.76

L I Frontal G

-57

3

-15

10.65

L A STS

-42

27

12

10.38

L I Frontal G

-51

21

-3

9.64

L I Frontal G

-39

-36

18

8.78

L Planum Temporale

-57

-45

21

8.34

L P STG

-42

-45

-18

13.02

29

L Fusiform G

12

6

3

11.03

46

R Caudate

15

-72

-24

9.75

24

R Cerebellum

42

-48

-18

8.83

10

R Fusiform G

45

24

18

8.56

21

R I Frontal G

57

21

24

7.42

-30

3

-6

8.29

15

L Putamen

-39

3

33

8.09

13

L Precentral S

82

115

Location

R STS

L S Frontal G
L S Frontal G

577

L Planum Temporale

R I Frontal G

3.5 Discussion
The current study examined the effects of perceptual clarity on BOLD activity within human
primary auditory cortex. Estimated signal within the most primary-like region of auditory cortex,
area Te1.0, was enhanced for degraded speech (i.e. NVS) presented with matching visual text,
compared to NVS with non-matching text. Critically, the result manifested as an interaction, such
that the difference between matching and non-matching text was not present for clear speech or
unintelligible rotated noise-vocoded material. Therefore, this enhancement cannot be attributed to
a main effect of prime type. For example, any processes recruited or initiated by the difference
between real words and consonant strings (e.g. sub-vocalization, auditory imagery, directed
attention, or a crude auditory search) should also be recruited for rotated NVS – which is
acoustically very similar to NVS; yet, matching primes had no effect on activity in PAC elicited
by rNVS. Furthermore, this difference in activity cannot be attributed to stimulus-item effects
since, by design, stimulus materials were counterbalanced across participants.
This interaction pattern with enhanced BOLD signal for degraded speech paired with
matching over mismatching text may reflect top-down modulation of PAC activity and be related
to the increased perceptual clarity of the NVS. Clear speech produced the strongest responses in
this region, and the enhancing effect of matching text on NVS responses may reflect the increased
clarity of the degraded speech (i.e. the “pop-out”). We do not conclude that this effect is unique to
area Te1.0 – despite demonstrating a difference in activity patterns between Te1.0 and higherorder temporal and frontal regions and a lack of an interaction in other subfields of PAC –
because we did not test other auditory regions, such as belt auditory cortex or subcortical
structures. Given the dense interconnectivity between primary auditory cortex and other auditory
regions, it would not be surprising if the effect was found elsewhere as well. However, this result
does demonstrate an influence of non-auditory information on auditory processing as early as
PAC related to the intelligibility of full sentence stimuli. We observed no effects related to our
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experimental manipulations in primary visual cortex, which suggests that the modulatory
influence may be relatively selective.
Although we observed a significant main effect of hemisphere in the ROI analysis of Te1.0,
we are hesitant to ascribe any functional significance to this difference in activity. It is well
known that there are structural asymmetries of size and morphology of Heschl’s Gyrus (Penhune
et al., 1996) and the planum temporale (Geschwind and Levitsky, 1968).

Such physical

asymmetries, or differences in the vasculature resulting from these structural differences (Ratcliff
et al., 1980), could potentially underlie interhemisphereic differences in BOLD signal magnitude.
Convincing evidence for any functional hemispheric asymmetry in PAC would have arisen as a
significant interaction involving hemisphere, yet we observed no such effects in our data.
Attention can modulate activity in sensory cortices, such that responses in the sensory cortex
corresponding to the modality of an attended stimulus are enhanced (e.g. vision -- (Heinze et al.,
1994); and audition – (Petkov et al., 2004), and those of the ignored modality are suppressed
(Johnson and Zatorre, 2005, 2006).

Furthermore, attention appears to have perceptual

consequences, as it has been shown to increase the perceived contrast of Gabor patches (Carrasco
et al., 2000; Cameron et al., 2002; Treue, 2004; Pestilli and Carrasco, 2005; Carrasco, 2009). In
our study, the combination of a partially intelligible utterance with obviously matching text may
have drawn subjects’ attention to the auditory stimulus, resulting in enhanced processing and
increased clarity of the degraded speech: attentional modulation may be the mechanism by which
pop-out occurs.

Alternatively, our results may reflect an automatic process that enhances

auditory processing in the presence of congruous information; further experimentation
incorporating attentional manipulations may help resolve this question.
The modulatory phenomenon we observed in PAC was an increase in BOLD activity for
degraded stimuli that were rendered more intelligible by matching primes. This is opposite to
what would be expected of a predictive coding model, since, within that framework, feedback
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processes ought to reduce activity in lower level stages when predicted (i.e. top-down) and
sensory (i.e. bottom-up) signals converge (Mumford, 1992; Rao and Ballard, 1999; Murray et al.,
2002, 2004; Friston, 2005; Friston and Kiebel, 2009). The observed increase in activity is
consistent with human fMRI studies that demonstrate multisensory interactions in auditory
regions: both somatosensory and visual stimuli appear to enhance BOLD responses elicited by
acoustic stimuli (Sams et al., 1991; Calvert, 1997; Bernstein et al., 2002; van Atteveldt et al.,
2004, 2007; Pekkola et al., 2005; Lehmann et al., 2006; Martuzzi et al., 2007). These results,
however, likely correspond to activations within belt and/or parabelt fields of auditory cortex –not
necessarily the core of PAC.
Data from nonhuman mammals (macaque monkeys and ferrets), on the other hand, provide
more detailed mappings of multisensory interactions within auditory cortex. Electrophysiological
and high-resolution fMRI studies have demonstrated non-auditory responses in secondary (i.e.)
belt areas of auditory cortex, involving: somatosensation (Schroeder et al., 2001; Fu et al., 2003;
Brosch et al., 2005; Kayser et al., 2005; Lakatos et al., 2007), vision (Schroeder and Foxe, 2002;
Brosch et al., 2005; Ghazanfar et al., 2005; Bizley et al., 2007; Kayser et al., 2007) and eye
position (Werner-Reiss et al., 2003; Fu et al., 2004). Notably, many of these studies also provide
evidence of multisensory effects within the primary-most core of PAC (Werner-Reiss et al., 2003;
Fu et al., 2004; Brosch et al., 2005; Ghazanfar et al., 2005; Bizley et al., 2007; Kayser et al.,
2007). The current study is the first to extend such findings to humans using rich and naturalistic
full-sentence stimuli, demonstrating that similar top-down interactions may occur in the context
of natural communication.
A logical question that follows from these results is: where does the modulatory input to PAC
come from? Anatomical models of non-human primates suggest that these multisensory effects
could arise from a number of possible sources. In addition to cortical feedback from frontal
regions (Romanski et al., 1999a, 1999b; Hackett et al., 1999), auditory cortex also receives
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efferent connections from multisensory nuclei of the thalamus (Hackett, 2007; Smiley and
Falchier, 2009), and is reciprocally connected via direct connections to early visual areas
(Falchier et al., 2002; Rockland and Ojima, 2003; Smiley and Falchier, 2009). Indeed, our
functional connectivity analysis demonstrated significant coupling between primary auditory
cortex and all of these regions. Of course, functional connectivity cannot determine causal
influence, and these patterns of functional coupling can indicate feed-forward, feedback, or
indirect connections.
Despite the necessarily equivocal evidence provided by fMRI connectivity measures, we
believe that cognitive and neural considerations suggest that input to PAC arises from top-down,
rather than from bottom-up or lateral connections. In the conventional whole-brain analysis, the
main effect of prime type revealed that only higher-order areas (i.e. inferior and middle temporal,
and frontal regions) were sensitive to the differences between prime types – a result consistent
with neuroimaging evidence suggesting that the cortical processes that support reading are
arranged hierarchically (Pugh et al., 1996; Cohen et al., 2002; Vinckier et al., 2007). Therefore,
considering the nature of the visual stimuli in this study, which were matched for low-level (i.e.
temporal, spatial, and orthographic) features, it seems unlikely that the modulation of primary
auditory activity arises from direct thalamic or occipital connections. Instead, it is more likely
that temporal and frontal regions are sources of input to primary auditory cortex. The main effect
of speech type revealed a small bilateral area just posterior to HG, likely on the planum temporale
(PT), that demonstrated an elevated response to degraded speech. Furthermore, the functional
connectivity analysis demonstrated significant coupling between left PAC and this region
bilaterally. In the left hemisphere, this area corresponds quite closely to regions surrounding
PAC as observed by Davis and Johnsrude (2003) that exhibited an increase in activity for
degraded speech relative to clear speech and signal-correlated noise. They proposed that this
pattern reflects mechanisms – recruited or initiated by frontal regions – that act to enhance
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comprehension of potentially intelligible input. This hypothesis fits with our data, and suggests
this area as possible source of modulatory input to PAC.
Frontal regions were also implicated as sources of top-down input to PAC. The pattern of
activity within LIFG and left dorsal premotor cortex may reflect increased perceptual effort for
degraded speech (Hervais-Adelman et al., In Press; Davis and Johnsrude, 2003; Giraud et al.,
2004) when matching primes are provided compared to when visual information is
uninformative. The contributions of these two areas are not necessarily the same or even specific
to spoken language comprehension. Evidence from neuroimaging studies suggests that LIFG
contributes to the processes involved in accessing and combining word meanings (ThompsonSchill et al., 1997; Wagner et al., 2001; Rodd et al., 2005), and that premotor cortex plays an
active role in speech perception by generating internal representations of segmental categories to
compare against auditory input (Wilson et al., 2004; Wilson and Iacoboni, 2006; Iacoboni, 2008;
Osnes et al., 2011).

Indeed, segmental representations may be critical to the perceptual

enhancement of NVS: recent studies have demonstrated a sublexical (i.e., segmental) locus for
the perceptual learning of NVS (Hervais-Adelman et al., 2008). The information afforded by
both

these

processes

(accessing/combining

word

meanings,

and

generating

internal

representations) could be relayed from LIFG and premotor cortex to temporal auditory regions
via feedback connections (Hackett et al., 1999; Romanski et al., 1999a, 1999b). Our functional
connectivity analysis supports this hypothesis, as we observed significant coupling of activity
among posterior STS, STG, LIFG and dorsal premotor cortex.
Our results may underestimate the size of the effect in PAC. Davis et al. (2005) found that
word-report scores from previously naive listeners of six-band NVS improved from 40% to 70%
correct after only thirty sentences. Our volunteers probably experienced some form of learning
for NVS over the course of the experiment, reducing the intelligibility difference between the
NVM and NVnM conditions and thus any activity difference between these two conditions.
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Proponents of autonomous models of speech adhere to the notion of a parsimonious system in
which feedback is an additional, and unnecessary, component (Norris, McQueen & Cutler, 2000).
This view, however, seems at odds with the anatomy of the cortical auditory system in which
feedback connections, and cross-modal projections, are such a prominent feature. The findings of
this study are strictly incompatible with a feed-forward account of speech perception, and instead
provide empirical support for an interactive account of speech processing by demonstrating a
modulation of activity within PAC, related to the perceptual clarity of naturalistic speech stimuli
(and hence intelligibility), which cannot be driven by stimulus differences alone. The source of
modulatory input to PAC appears to be higher-order temporal areas, and/or frontal regions
including LIFG and motor areas. Further work, including studies using EEG and MEG measures
with high-temporal precision (e.g. (Gow Jr. and Segawa, 2009) are required to more clearly
understand how, and when, these interactive processes contribute to speech perception.
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Chapter 4
Awareness of visual primes is required to integrate visual
representations of speech with spoken speech.
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4.1 Abstract
When severely degraded speech is accompanied by the presentation of text that matches the
content of the utterance, it is perceived as significantly less noisy (i.e., more clear) than when it is
heard in isolation. This illusory increase in perceptual clarity is referred to as ‘pop out’. The
illusion might arise because viewing text automatically activates amodal phonological
representations of speech, which enhances sensitivity to the acoustic representations of speech in
the auditory input. In the present study, we test this hypothesis using a masked priming paradigm
to investigate whether visual primes (presented for 40 ms) enhance the intelligibility of severely
degraded speech. We observed that primes that matched the content of the degraded sentences
enhanced intelligibility, compared to non-matching primes, but only when they preceded the
spoken words. However, a test that measured the participants’ ability to discriminate and report
the visual primes indicated that the primes were not subliminal. Further analyses provided no
evidence for a subliminal crossmodal priming effect. Although there is considerable evidence
that visual text presented subliminally is processed enough to activate phonological
representations of speech, the convincing lack of a subliminal effect in this experiment suggests
that there are redundant modality-specific representations of words and/or phonemes. Therefore,
it appears that awareness is required to connect these linguistic representations. The conclusions
reached here suggest an important role for attention in multisensory integration and degraded
speech processing.
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4.2 Introduction
Behavioural studies of reading have shown that printed words rapidly and automatically
activate phonological representations of speech (for reviews, see: Frost, 2003; Rastle and
Brysbaert, 2006). This effect is typically demonstrated by showing that rapid presentation of a
visual prime facilitates the subsequent recognition (in terms of accuracy and/or speed) of a
phonologically similar word; importantly, this priming effect occurs even when subjects are
unaware of the presence of the prime (e.g., Forster and Davis, 1984; Perfetti et al., 1988; Ferrand
and Grainger, 1992). Speeded reaction times to target words are thought to reflect enhanced
activation (by the prime) of representations (e.g., phonological) shared by the target and the
prime.

If written text automatically activates phonological representations, and if these

representations are used by other cognitive processes (e.g., processing speech), then performance
in other tasks that rely on these representations should also be enhanced by visual priming.
It has been hypothesized that “higher-order” linguistic representations of speech are critical
for processing speech when it is hard to understand (Davis and Johnsrude, 2007). For example,
noise-vocoded speech (NVS; speech from which spectral detail is removed while temporal
envelope information is preserved; Shannon et al., 1995) is largely unintelligible to naïve
listeners, but, with training, participants can become quite proficient at understanding it (Davis et
al., 2005). This perceptual learning can be significantly enhanced by providing feedback – in the
form of written text, or the acoustically clear utterance – before the presentation of distorted
speech items (Davis et al., 2005; Hervais-Adelman et al., 2008). What is striking is that this
enhanced learning is accompanied by a dramatic and immediate increase in the perceptual clarity
of the distorted utterance: an effect we call ‘pop-out’ (Davis et al., 2005). The subjective
experience is that ‘pop-out’ occurs rapidly and automatically, and it seems unlikely that this
process is consciously controlled or the result of strategy.
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For example, familiarity with sentences or words (i.e., prior exposure to these materials)
induces listeners to gauge the level of background noise masking these items on subsequent
presentations as significantly quieter than noise that masks novel items, even when listeners are
unaware that they have heard the materials in previous sessions (Jacoby et al., 1988; Goldinger et
al., 1999). In another set of experiments, Frost et al. (1988) found that listeners reported hearing
a word embedded in noise more clearly if they read the printed word at the same time. Subjects
were biased to respond that had heard the word even when the auditory stimulus consisted of only
signal-correlated noise, but the effect disappeared for mismatching auditory/visual word pairs.
Frost et al. (1988) suggest that listeners automatically detect the correspondence between the
phonological form of the written word and the speech amplitude envelope, eliciting the
perceptual illusion of speech when there is none present.
Similarly, we recently reported (Wild et al., 2012)

that written text accompanying the

presentation of noise-vocoded sentences evokes pop-out: subjects rated sentences presented with
matching text as significantly less noisy than those presented with random strings of consonants.
Functional magnetic resonance imaging (fMRI) data from this experiment showed that activity in
primary auditory cortex reflected the perceived clarity of the sentences, and not just physical
acoustic characteristics of the stimuli, which suggests that early perceptual auditory processing
can be modulated by higher-order amodal linguistic information. The results of this study, and
those of Jacoby et al. (1988), Goldinger et al. (1999), and Frost et al. (1988), demonstrate that
context can strongly modulate the perceptual clarity of degraded speech, but it remains unclear if
these effects reflect a perceptual bias (e.g., quieter noise does not necessarily imply the signal is
easier to detect) or increased sensitivity to the speech signal. In the latter case, we would expect
the intelligibility of the spoken materials, typically measured as the percentage of words in a
sentence reported correctly, to be significantly increased.

It is not possible to answer this

question with the paradigms from the previously reported studies, because listeners possess
92

explicit prior knowledge of the spoken content, which would unduly bias word-report measures
(e.g., listeners may report words that they saw, rather than just those they heard).
Here, we implement a masked-presentation paradigm (Forster and Davis, 1984) to investigate
whether text strings presented too quickly to be consciously registered (i.e., subliminal primes)
affect the intelligibility of severely degraded sentences. It has been repeatedly demonstrated that
(subliminal) visual presentation of written text automatically activates phonological
representations of speech (for reviews, see: Frost, 2003; Rastle and Brysbaert, 2006), which may
play a critical role for parsing degraded speech – especially NVS (Davis and Johnsrude, 2007;
Hervais-Adelman et al., 2008; Wild et al., 2012).

Therefore, we predict that activation of

phonological representations by rapidly presented visual text will facilitate the comprehension of
severely degraded speech: listeners should be able to report more words correctly from noisevocoded sentences that are presented with matching subliminal primes, compared to sentences
presented with subliminal primes consisting of random consonant strings (i.e., non-matching
primes). Furthermore, an effect of subliminal primes on speech intelligibility would suggest that
context can influence auditory perceptions without awareness, and hence without attention or
cognitive control.

We also manipulate the stimulus onset asynchrony (SOA) between the

auditory and visual stimuli, such that primes (displayed one word at a time) are displayed either
before, or after, the equivalent spoken word (i.e., primes can lead, or lag behind, spoken words).
If context acts in a predictive manner – that is, to retune the interpretations of incoming
ambiguous auditory signals – then we expect that subliminal priming will only increase the
intelligibility of noise-vocoded sentences when it occurs prior to the auditory stimulation. This
factorial design, with subliminal prime type (matching vs. non-matching) and prime timing
(leading vs. lagging) as main effects, also allows us to determine how these factors interact: when
does visually presented linguistic context exert the strongest effect on speech intelligibility?
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The study of non-conscious perception has a long and contentious history (e.g., Holender,
1986; for review see Kouider and Dehaene, 2007), but with refined methods and paradigms it has
been established that stimuli presented below the threshold (i.e. the ‘limen’) for conscious
perception can activate phonological (Rastle and Brysbaert, 2006), lexical (Forster and Davis,
1984, 1991), and perhaps semantic (Greenwald et al., 1995; Draine and Greenwald, 1998)
processes. In this study, we adopt the terminology of Reingold and Merickle (1988) and the
methodology of Greenwald et al. (1995) to dissociate the Indirect Effect of subliminal primes
from the Direct Effect: first, we measure how subliminally presented primes affect the
intelligibility of noise-vocoded sentences (i.e., the Indirect Test); and second, we measure the
participants’ ability to detect the primes (i.e., the Direct Test). According to Greenwald et al.
(1995), if the regression of the benefit obtained from primes on to the subjects’ sensitivity to the
primes yields a significant non-zero intercept, then this provides evidence of a true subliminal
priming effect, even if subjects show better-than-chance performance in detecting the primes.
Furthermore, the slope of this regression describes the relationship between subjects’ ability to
detect the primes, and the benefit obtained from them. If we observe that participants who are
able to reliably detect the primes gain more benefit from them (i.e. scores from the Indirect and
Direct tests are correlated), then this might suggest that conscious perception of context further
facilitates the interpretation of degraded speech, or alternatively, that subjects report the words
that they see.
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4.3 Methods and Materials
4.3.1 Participants
We tested 59 undergraduate students (48 female) between 18 and 25 years of age (mean =
19.1 years old) from Queen’s University. Participants were recruited through the Queen’s
Psychology 100 Subject Pool, and received 1.5 credits for 90 minutes of their time. Subjects gave
written informed consent for the experimental protocol, which was cleared by Queen's Health
Sciences Research Ethics Board.
Participants were all native English speakers, and reported no neurological disease, hearing
loss, or attentional deficits. All participants had normal or corrected-to-normal vision. A brief
audiogram was administered to all participants to confirm normal hearing levels. Left and right
ears were tested separately with tones at 5 frequencies (1 kHz, 500 Hz, 250 Hz, 2 kHz, and 4
kHz), and all volunteers had detection thresholds less than 15 dB SPL at these frequencies.
This study consists of two experiments performed by the same subjects. First, participants
performed the Indirect Test – which measured the effect of fast visual primes on the intelligibility
of degraded sentences. Following the Indirect Test, subjects performed the Direct Test, which
measured their ability to detect and discriminate visual primes. All subjects completed the Direct
Test after the Indirect Test. In the following section, we briefly describe the design each of these
experiments. Specific details regarding the auditory and visual stimuli are presented in following
sections.
4.3.2 Experiment 1: Indirect Test
To investigate the effects of subliminal text on the perception of severely degraded sentences
(i.e., the Indirect Effect), we presented 4-band noise-vocoded speech (NVS) with concurrent text
strings (i.e., primes) that either precisely matched the content of the spoken utterance (i.e.,
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matching primes), or were composed of length-matched strings of randomly selected consonants
(i.e., non-matching primes). The primes were presented one word at a time for a duration of 40
ms (three refreshes of a 75 Hz monitor), time-locked to the auditory stimulus so that each prime
appeared 90 ms before the start of the equivalent auditory word (i.e., ‘leading’ primes), or 50 ms
after the spoken word finished (i.e., ‘lagging’ primes), and were backwards and forwards masked
with strings of non-alphabetical characters.

The visual mask was composed of 14 non-

alphabetical characters, and changed at a rate of 4 Hz (i.e., they were displayed for 250 ms),
independent of the primes. Thus, the experimental design conformed to a 2 × 2 factorial design,
incorporating within-subject factors of Prime Type (matching vs. non-matching) and Prime
Timing (leading vs. lagging). The dependent variable in this experiment, corresponding to the
intelligibility of the vocoded sentences, was the percentage of words that listeners reported
correctly on each trial.

4.3.3 Experiment 2: Direct Test
To determine subjects’ awareness of the visual primes (i.e., the Direct Effect), we presented
half of the stimulus sequences from the Indirect Test, but changed the task instructions.
Participants were told about the primes embedded in the mask, and were instructed to indicate (on
every trial) whether the primes spelled real words, or consisted of random strings of consonants.
This experiment yielded a measure for each participant that indicated their sensitivity to the
difference between matching and non-matching primes.
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Figure 4-1: Timings of audiovisual stimulus presentation for an example sentence with timings
illustrated approximately to scale. Time proceeds from left to right. A) Visual primes ‘lead’ the
onset of the equivalent word by 90 ms. They are displayed for 40 ms, after which they are
replaced by the mask. B) Visual primes ‘lag’ the offset of auditory words by 50 ms, are displayed
for 40 ms, and are replaced by the mask that preceded them. Also indicated is the duration
between changes in the mask (250 ms). Dotted lines show where the zoomed-in timeline of B)
aligns with the full stimulus sequence. C) The parcellation of the auditory signal indicating
boundaries between words (solid black lines), and phonemes (dotted lines). Masks in the actual
experiment were composed of 14 randomly selected characters (8 are depicted here because of
size constraints).Materials: Auditory Stimuli
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Sentence stimuli consisted of 216 meaningful English sentences (e.g., “His handwriting was
very difficult to read") recorded by a female native speaker of North American English in a
soundproof chamber using an AKG C1000S microphone with an RME Fireface 400 audio
interface (sampling at 16-bits, 44.1khz). We manipulated speech clarity, and hence intelligibility,
using a noise-vocoding technique (Shannon et al., 1995) that preserves the temporal information
in the speech envelope, but reduces the amount of spectral clarity. Noise-vocoded (NV) stimuli
were created by filtering each audio recording into four contiguous frequency bands (selected to
be approximately equally spaced along the basilar membrane; Greenwood, 1990). Filtering was
performed using FIR Hann band-pass filters with a window length of 801 samples. The amplitude
envelope from each frequency band was extracted by full-wave rectifying the band-limited signal,
and applying a low-pass filter (30 Hz cut off, using a fourth-order Butterworth filter). Each
envelope was then applied to band-pass filtered noise of the same frequency range, and all bands
were recombined to produce the final NV utterance. After processing, all 216 vocoded stimuli
were normalized to have the same total root-mean square (RMS) power.
Twelve sets of eighteen sentences were constructed from the corpus of 216 items. These sets
were originally created for another study (Wild et al., submitted), and were statistically matched
for: number of words (mean = 9.0, standard deviation = 2.2); number of syllables (mean = 20.1,
standard deviation = 7.3); length in milliseconds (mean = 2499, standard deviation = 602.8); and
the logarithm of the sum word frequency (Thorndike and Lorge written frequency, mean = 5.5,
standard deviation = 0.2). Four statistically matched sets were created for this study by combining
three randomly selected sets from the original twelve. No significant differences were observed
among our four new sets in any of the statistics described above. Each set of sentences was
assigned to one of the four experimental conditions, such that sets and conditions were
counterbalanced across subjects to eliminate item-specific effects.
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Furthermore, the sequence of 216 trials that made up the experiment was divided into 6 bins
of 36 trials each. Nine sentences from each set (and therefore, condition) were assigned to each
time bin, and pseudo-randomized to ensure approximately equal transition probabilities between
conditions within each bin. The assignment of sentences to time bins was also counterbalanced
across subjects, such that every sentence appeared twice in each condition, in each time bin,
across the group (4 conditions × 6 time bins = 24 subjects).

4.3.5 Materials: Visual Stimuli
Visual stimuli consisted of randomly generated character masks that changed at an
approximate rate of 4 Hz. Masks were 14 characters long, and created by randomly sampling
with replacement from a set of (mostly) non-alphabetical characters (‘X!@&#?’; see Figure 1).
Primes were inserted into this rapidly changing visual display so that they were forwards and
backwards masked. They were displayed for 40 ms (i.e., three full refreshes of 75 Hz CRT
monitor), and were synchronized to the speech signal such that, on each trial, they could either
lead the auditory words by 90 ms, or lag behind them by 50 ms, creating a symmetric gap of 50
ms between primes and their respective auditory words. Note that most of these timings are
approximate, as visual events are quantized to the refresh rate of the monitor; thus, primes
appeared within +/- 6.7 ms of the calculated time point. Nonetheless, primes were always
displayed for three full refreshes. All characters (masks and primes) were displayed in capital
letters, in the Courier New font, in white text on a black background, centered horizontally and
vertically on the screen, in a font size of 60pt -- which corresponds to an actual (vertical) font size
of approximately 1.8 cm on the 15” monitor with a resolution of 1024 × 768. Note, participants
sat at a distance from the monitor they found most comfortable, and were able to move during the
experiment, which makes it impractical to express the size of the visual stimuli in terms of a
visual angle (because the angle depends on the distance from the eye to the screen).
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Sentence transcriptions were temporally aligned to their audio recordings using the Hidden
Markov Model Toolkit (HTK3; http://htk.eng.cam.ac.uk/). Hidden Markov Models (HMMs) can
be used to model any time-series, but are widely used for building speech recognition tools. In
the present study, the HTK Toolkit was used to train HMMs of all words in the corpus of 216
sentences. This provided at least one training example, and often multiple examples, of every
word in the vocabulary. Training the HMMs with the entire sentence set implicitly generated
time alignment data between the provided sentence transcriptions, their phonetic transcriptions,
and the auditory recordings. This data was used by the experimental program (created with EPrime 1.2; www.pstnet.com) to generate dynamic stimulus sequences on-line. An example of
time alignment data (including the phonetic transcription) is shown in Figure 1-C.
4.3.6 Experimental Procedure
Participants were tested in an isolated soundproof booth. Stimuli were presented from a
Windows XP computer running E-Prime (version 1.2; www.pstnet.com). Sounds were output
through an RME Fireface 400 soundcard connected to Sennheiser HD 265 headphones. Visual
stimuli (primes, masks, and instructions) were presented on a 15” CRT monitor.
4.3.7 Experimental Procedure: Indirect Test
During the Indirect Test, participants were instructed to listen to NVS sentences, and report as
many words of the sentence as they could understand. They were encouraged to be liberal when
making responses; for example, to guess at words they might not have heard definitively.
Participants gave their responses verbally, and were recorded so that their reports could be
transcribed and scored later. A webcam (Logitech) was mounted on top of the monitor, directed
towards the participants’ eyes, so that their gaze position could be approximately tracked over the
course of the experiment. Once audio and video recordings were transcribed and scored, they
were deleted to ensure subject confidentiality and anonymity.
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The Indirect Test was preceded by a short training phase which was intended to familiarize
participants with the experimental paradigm, and to bring them to asymptotic performance in
understanding 4-band NVS.

During this phase, participants listened to novel 4-band NV

sentences (i.e., different sentences than those in the actual experiment, spoken by a different
female talker).

After making their response, listeners heard the undistorted version of the

sentence followed by the same NV utterance. This distorted-clear-distorted (DCD) presentation
order has been shown to be highly effective for promoting perceptual learning of NVS (Davis et
al., 2005). Participants heard the twenty sentences (i.e., twenty DCD sequences), in a fully
randomized order. No masks or primes were presented during this training phase.
The actual Indirect Test consisted of two blocks of 108 trials (216 total). On each trial,
participants were cued to watch the center of the screen where primes and masks were displayed.
They were told that the primes were meant to distract them from the primary task of
understanding the NV sentences, and that the webcam would be tracking their gaze position.
Every trial was 7 seconds in length, and the auditory stimulus was positioned such that the
midpoint of the recording occurred at 3.5 seconds. The information regarding the timing of
auditory words within the trial (i.e., the time alignment data generated by HMM training) was
used to display the appropriate visual prime on the screen at the correct time, according to the
SOA. Participants made their verbal response (when cued) after the stimulus presentation, and
initiated the next trial by pressing the spacebar.
Audio and video recordings were transcribed and scored by an independent rater who was
blind to the condition labels. Verbal responses were scored to give the percentage of words
reported correctly on each trial. Words were scored as correct only if there was a perfect match
between the spoken word and the actual word in the sentence; plural forms and contractions were
scored as incorrect, but homonyms, even if semantically unrelated, were scored as correct.
Words were not scored as correct if they were reported in the wrong order, but words reported in
101

the correct order were scored as correct even if intervening words were absent or incorrectly
reported.

These percentage scores were transformed using a rationalized arcsine transform

(Studebaker, 1985) to satisfy assumptions necessary for statistical testing.
The video from each trial was scored on a four-point scale to indicate whether the participant
was looking at the screen during the stimulus presentation (the rater could hear the auditory
stimuli, in addition to participant responses). Trials were scored as a ‘1’ if the participant was
obviously watching the screen for the entire stimulus presentation, a ‘2’ if they were looking at
the screen for some (but not all) of the stimulus presentation, ‘3’ if they were not looking, or a ‘4’
if the rater could not tell (e.g., if the frames of eye-glasses obscured the subject’s eyes). Trials
scored as a ‘3’ or ‘4’ were discarded from analysis.
4.3.8 Experimental Procedure: Direct Test
For the Direct Test, volunteers were informed about the presence of the visual primes, and
were instructed to discriminate, on every trial, whether the primes spelled real words or
“gibberish” (i.e., random strings of consonants). They were told (and reminded with visual
instructions) to press ‘z’ if they saw real words, or ‘/’ if they saw “gibberish”. The stimuli were
the same as those from the Indirect Test for each subject, although they did not hear any auditory
stimuli during this experiment. The training phase consisted of 5 practice trials in which the prime
duration varied from 2 to 10 refreshes. This range of durations – which included very easy trials
– was meant to ensure that participants understood the difference between the types of primes,
and that the primes were not the masks.
The Direct Test consisted of two blocks of 54 trials: half of all trials from the Indirect Test
(randomly selected, but with equal numbers of each trial type), were presented without audio for
this test. Here, however, the duration of the primes was 40 ms (as in the Indirect Test), except for
15 randomly selected trials in which the prime duration was 80 ms. These easier trials served as
“catch” trials to ensure that participants were paying attention, and to provide continued
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motivation. Response data (i.e., “real words” vs. “gibberish” responses) were analyzed using
signal detection theory to determine subjects’ sensitivity to the linguistic content of matching
primes (Macmillan and Creelman, 2004): a hit was counted if the subject correctly reported
seeing real words; a correct rejection was counted if subjects correctly reported “gibberish”; a
false alarm was a report of real words for “gibberish” primes; and a miss was counted as a report
of “gibberish” for real-word primes.
If participants responded that they had seen “real words” they were instructed to type in all
the words they thought they saw. These typed responses were scored to give the percentage of
words in each sentence reported correctly, using the same criteria described for scoring verbal
responses from the Indirect Test. Thus, a word report score was calculated for every trial in
which participants indicated that they had seen real words; we included “false-alarm” trials
because these they provide information about how much participants guessed when making their
typed responses.
To determine if word report scores in the Direct Test were better than chance, we performed a
permutation test. For each participant, a null distribution of word report scores was generated by
creating 10,000 random permutations of pairings between typed responses and their
corresponding correct sentences. For each permutation, an average report score was calculated
that indicated how often, by chance, a word that the participant typed matched a word in the
sentence. Thus, participants that guess more often would likely get more words correct by
chance, leading to higher scores in their null distribution. If a subject’s actual score was higher
than the 95th percentile of their null distribution, then the null hypothesis (that subjects were
typing random words) was rejected, suggesting that they could actually read some of the primes.
All ANOVA analyses and post-hoc tests were performed with SPSS (version 16.0). Post-hoc
comparisons were performed using SPSS estimated marginal means, and were corrected for
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multiple comparisons with the Sidak correction (Sidak, 1967). Permutation testing for the Direct
Test was performed with custom software written in MATLAB (Mathworks, version 7.13).

4.4 Results
From the pool of 59 participants, the first 8 were excluded from data analysis because of a
technical error that resulted in visual primes being presented too quickly. Another subject (#17)
was excluded because no data was collected for their Direct Test. Two more participants (#13
and #21) were excluded from the final analyses because they failed to perform the experiment
appropriately: the video recordings showed that they were watching the monitor for less than 50%
of all trials during the Indirect Test. Exclusion of these 11 participants yielded 48 good data sets.

4.4.1 Indirect Test
4.4.1.1 Training
Word report scores (percentage correct) were averaged to create, for each subject, four bins of
five sentences each; these data are shown in Figure 4-2. For statistical analyses, each individual
report score was transformed using the rationalized arcsin transform. Transformed scores were
averaged to create bin scores that were entered into a one-way repeated-measures analysis of
variance (ANOVA) with bin number (four levels) as a within-subject factor. This analysis
revealed a significant main effect of bin (F(3, 141) = 9.46, p < 0.001), and post-hoc comparisons
showed that word report scores for sentences 1-5 differed significantly from sentence 6-10 (t(47)
= 3.58, p < 0.005), 11-15 (t(47) = 4.44, p < 0.001), and 16-20 (t(47) = 4.39, p < 0.001). Average
report scores did not differ among the last three time bins (all p’s > 0.5), suggesting that
perception had reached asymptotic levels in the group. Subjects reached their maximal
performance (25.6% words reported correctly) during sentences 16-20.
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Figure 4-2: Results of the Indirect Test training session. Data points represent average word
report scores (i.e., the percentage of words reported correctly for each sentences) for 4-band
noise-vocoded sentences. Error bars indicate the standard error of the mean (Loftus and Masson,
1994).
4.4.1.2 Indirect Test: Do 40 ms Visual Primes Increase the Intelligibility of NVS?
Video recordings of the Indirect Test confirmed that the 48 (included) participants were
looking at the monitor during the critical stimulus presentation period for almost all trials. On
average, one trial per subject (standard deviation 0.04) was scored as a ‘3’ (subject was not
looking) or a ‘4’ (the rater could not tell); these trials were discarded from subsequent analysis. A
repeated-measures ANOVA showed no significant differences in the number of trials discarded
from the four conditions (all p’s > 0.5).
Participant responses were scored as described earlier to give the percentage of words
reported correctly for each trial. Average (percentage) report scores are shown in Figure 5-3. For
statistical analysis, individual percentage scores were transformed before averaging; these scores
were entered into a 2 (Prime Type: matching vs. non-matching) by 2 (Prime Timing: leading vs.
lagging) repeated-measures ANOVA. This analysis revealed a significant main effect of Prime
Type (F(1,47) = 4.51, p < 0.05), such that word report scores were significantly higher for
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sentences that were accompanied by matching, compared to non-matching, primes (t(47) = 2.07,
p < 0.05). There was also a significant main effect of Prime Timing (F(1,47) = 7.23, p < 0.05),
where report scores were higher when primes preceded the spoken words, compared to when they
lagged behind (t(47) = 2.67, p < 0.05).
These factors did not interact significantly (F(1,47) = 2.11, p = 0.15), but the pattern of
results illustrated in Figure 4-3 is suggestive of the predicted interaction. Simple-effect tests
demonstrated that when primes were presented before spoken words, matching primes resulted in
significantly better report scores than non-matching primes (t(47) = 2.27, p < 0.05), but there was
no difference between prime types when they were presented after the auditory words (Figure 43). Therefore, is seems that the significant main effects of Prime Type and Prime Timing are
driven solely by matching primes that precede the spoken words.
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IT: Average Word Report Score (% Correct)
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Figure 4-3: Results from the Indirect Test. Data points represent average word-report scores (i.e.,
the percentage of words reported correctly for each sentences) for 4-band noise-vocoded
sentences presented with subliminal primes that either matched the content of the sentences, or
were composed of random strings of consonants (i.e., non-matching primes). Primes could lead
the equivalent auditory word by 90 ms (Leading), or lag behind the offset of the auditory word by
50 ms (Lagging). Error bars indicate the standard error of the mean (Loftus and Masson, 1994).
IT = Indirect Test.
We also performed an analysis of the word-report scores for each set of sentences, because
the sets, matched for various statistics (e.g., length, # words, etc.), might not necessarily be
matched for intelligibility. Individual transformed scores were entered into a one-factor (set
number: four levels) repeated-measures ANOVA, which showed no significant difference among
the sentence sets in terms of intelligibility.

Therefore, it is unlikely that the increased

intelligibility of sentences presented concurrently with matching and leading primes is an artefact
of item differences.
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4.4.2 Direct Test
4.4.2.1 Are 40 ms Visual Primes Subliminal?
In the Direct Test, participants indicated on every trial whether they thought the primes
consisted of real words, or “gibberish” strings of consonants. These responses were scored with
signal detection theory to give a measure of the subjects’ sensitivity to the difference between the
two types of primes. For trials where the duration of the primes was 80 ms (i.e., twice as long as
in the Indirect Test), average d’ was 1.86, which was significantly greater than chance (i.e., d’ >
0; p < 0.001, t(47) = 17.67). For trials where the primes were displayed for 40 ms, average d’
was 1.17, which was also significantly greater than chance (p < 0.001, t(47) = 15.76). As would
be expected of longer prime duration, performance was significantly better for 80 ms primes than
for 40 ms primes (p < 0.001, t(47) = 6.67).
Although participants were able to discriminate matching from non-matching primes in the
forced discrimination task, sensitivity to the difference between real words and “gibberish” does
not necessarily mean that subjects could read the primes (e.g., glimpsing a single vowel would be
enough to trigger the correct response). In order to measure how well participants could read the
primes, we also collected word report data whenever subjects responded that they had seen real
words. They reported on average 8.89% words correct (standard deviation 5.46% words) per
trial. Permutation tests indicated that chance level was on average 6.61% correct words per
sentence (standard deviation 3.61%), and 38 out of 48 subjects performed significantly better than
their individually determined levels of chance. Individuals’ word-report scores were highly
correlated with their ability to detect the difference between matching and non-matching primes
(r = 0.60, p < 0.001, t(46) = 5.14; Figure 4-4).
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DT: Average Word-Report Score (RAU)
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Figure 4-4: Scatter plot of results from the Direct Test. The horizontal axis represents
individuals’ sensitivity (d’) to the difference between real words and random strings of
consonants (i.e., the difference between Prime Types) for 40 ms primes. The vertical axis
represents their average word report score, in rationalized arcsin units (RAU), for trials in which
they indicated having seen real words. Red markers indicate subjects whose average word report
scores did not differ significantly from their chance performance (as determined by permutation
testing) whereas blue markers indicate individuals who performed significantly better than
chance. DT = Direct Test.
4.4.3 Is There Evidence That Primes Subliminally Facilitate the Perception of NVS?

Results from the Direct Test indicate that 40 ms primes were possibly not subliminal, at least
for most participants, because they were sensitive to the differences between matching and nonmatching primes and many subjects (approximately 80%) could report the displayed words at
greater than chance levels. However, the variability in Direct Test performance across our
participants makes it possible to extrapolate Indirect Test performance for a hypothetical
participant who cannot distinguish the visual prime types. In a linear regression model, where
performance from the Indirect Test is modelled against Direct Test performance, a significant
non-zero intercept would suggest that primes unconsciously contribute to the Indirect Test
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measure (Greenwald et al., 1995; Greenwald and Draine, 1998). The following analyses were
performed using the sensitivity (d’) and word-report (RAU) measures from the Direct Test as a
predictor of Indirect Test performance, but no differences were observed in the results (see Table
4-1). As such, we report only the results of linear regressions involving the sensitivity (d’)
measure.
As previously reported, results from the Indirect Direct Test showed a significant main effect
of prime type, where matching primes resulted in better word report scores than non-matching
primes. Difference scores representing the benefit of matching compared to non-matching primes
(collapsed across timing conditions) were calculated for each participant and regressed on to their
Direct Test performance scores. This analysis yielded a significant slope and a significant
negative intercept (Table 4-1). The relationship between the benefit afforded by matching primes
in the Indirect Test, and the individuals’ ability to detect the primes, is depicted in Figure 4-5.
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Figure 4-5: The intelligibility benefit afforded by matching primes (i.e., the main effect of Prime
Type, matching > non-matching) in the Indirect Test modelled against sensitivity to the
difference between matching and non-matching primes. The vertical axis (the Indirect Test
measure) is expressed in rationalized arcsin units (RAU), and the horizontal axis (Direct Test
measure) indicates sensitivity (d’). Red markers indicate subjects whose average word report
scores in the Direct Test were not significantly different than their chance performance, whereas
blue markers indicate individuals who performed significantly better than chance. DT = Direct
Test; IT = Indirect Test.
The significant negative intercept seen in Figure 4-5 could be driven primarily by one of
the simple main effects of prime type (i.e., primes that precede, or lag behind, their equivalent
spoken words). The regression involving the simple main effect of prime type for leading primes
(Figure 4-6A) yielded a marginally significant negative intercept (t(46) = -1.90, p = 0.065) and a
significant positive slope (t(46) = 3.15). A similar pattern was observed for the simple main
effect prime type for lagging primes (Figure 4-6B): a significant negative intercept (t(46) = -2.02,
p = 0.05) and a significant positive slope (t(46) = 2.40, p < 0.05). These results suggest that the
negative priming effect of matching (over non-matching) primes was not specific to the leading
or lagging SOA.
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Figure 4-6: The intelligibility benefit afforded by matching primes that lead or lag (A/B) plotted
as a function of Direct Test performance. The vertical axis (the Indirect Test measure) is
expressed in rationalized arcsin units (RAU), and the horizontal axis (Direct Test measure)
indicates sensitivity (d’). Red markers indicate subjects whose average word report scores in the
Direct Test were not significantly different than their chance performance, whereas blue markers
indicate individuals who performed significantly better than chance. DT = Direct Test; IT =
Indirect Test.
As previously reported, results from the Indirect Direct Test also showed a significant
main effect of prime timing, where primes that preceded their corresponding spoken words
resulted in more words reported correctly than primes that lagged behind. Difference scores
representing the benefit of leading compared lagging primes (collapsed across prime type) were
calculated for each participant and regressed on to their Direct Test scores. This regression
yielded a non-significant slope and intercept (Figure 4-7, Table 4-1).
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Figure 4-7: The benefit afforded by primes that precede spoken words (i.e., the main effect of
Prime Timing, leading > lagging) in the Indirect Test is modelled against sensitivity to the
difference between matching and non-matching primes. The vertical axis (Indirect Test measure)
is expressed in rationalized arcsin units (RAU), and the horizontal axis (Direct Test measure)
indicates sensitivity (d’). Red markers indicate subjects whose average word report score in the
Direct Test was not significantly different than their chance performance, as determined by
permutation testing, whereas blue markers indicate individuals who performed significantly better
than chance. DT = Direct Test; IT = Indirect Test.
Finally, we tested the hypothesis that the benefit afforded by matching primes interacted
with the timing of their presentation (i.e., that 40 ms primes subliminally facilitate the
comprehension of NVS only when they precede the spoken words), and that any benefit would be
observed for subliminal primes, by regressing the interaction measure (Matching/Leading >
Matching/Lagging) > (Non-Matching/Leading > Non-Matching/Lagging) on to Direct Test
sensitivity. This analysis yielded a non-significant slope and intercept (Figure 4-7; Table 4-1).
Furthermore, the lack a significant intercept here confirms our conclusion that the negative
priming effect of matching primes is not specific to one of the SOAs, nor can we conclude that
the negative priming effect was larger for either SOA.
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IT: Prime Type X Timing Interaction (RAU)

0.5
0.4
0.3
0.2

R² = 0.0138

0.1
0
-0.1

0.00

0.50

1.00

1.50

2.00

2.50

3.00

-0.2
-0.3
-0.4
-0.5

DT: Sensitivity (d')

Figure 4-8: The interaction between the Prime Type and Prime Timing on report scores in the
Indirect is modelled against Direct Test sensitivity. The vertical axis (Indirect Test measure) is
expressed in rationalized arcsin units (RAU), and the horizontal axis (Direct Test measure)
indicates sensitivity (d’). Red markers indicate subjects whose average word report score in the
Direct Test was not significantly different than their chance performance, as determined by
permutation testing, whereas blue markers indicate individuals who performed significantly better
than chance. DT = Direct Test; IT = Indirect Test.
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Table 4-1: Results of linear regression analyses examining the relationship between the effects of
rapidly presented (40 ms duration) visual primes on the intelligibility of noise-vocoded sentences
(the Indirect Test), and subjects’ ability to detect the visual primes (the Direct Test). Coefficients
are unstandardized. A statistically significant intercept provides evidence that there is an effect of
primes on intelligibility when sensitivity to the primes is zero (i.e., the primes are subliminal). A
statistically significant slope indicates a relationship between the effect of primes and the
subjects’ ability to see them. Italicized table entries with an asterisk indicate statistically
significant tests. RAU: Rationalized Arcsin Units; M = Matching primes; NM = Non-Matching
primes; Lead = primes precede the spoken words; Lag = primes appear after the spoken word.
Direct Test Measure
Indirect Measure

Sensitivity (d’)

Main Effect: Prime Type
(M > NM)
Main Effect: Prime Timing
(Lead > Lag)

Word Report (RAU)

Coeff.

t(46)

p

Coeff.

t(46)

p

Intercept

-0.18

-3.00

< 0.01*

-0.18

-2.76

< 0.01*

Slope

0.20

4.37

< 0.001*

0.42

3.94

< 0.001*

Intercept

0.02

0.32

0.32

0.05

1.07

0.29

Slope

0.03

0.81

0.43

-0.01

-0.10

0.92

Intercept

-0.10

-0.15

0.88

0.015

0.32

0.75

Slope

0.04

0.79

0.43

0.03

0.81

0.43

Interaction
(M/Lead > M/Lag) >
(NM/Lead > NM/Lag)
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4.5 Discussion
The results from this study ultimately suggest that subliminal visual primes do not facilitate
the comprehension of noise-vocoded sentences. In the Indirect Test we observed a small but
significant effect of prime type on word-report scores, but we cannot attribute this to a true
increase in speech intelligibility (i.e., increased word-report might occur because participants
report what they read, and not necessarily what they heard).
Results of the Direct Test suggest that the primes were not effectively masked. Many
participants were not only able to detect to the difference between matching and non-matching
primes, but were also able to report the written words at better-than-chance levels, and the benefit
provided by matching primes in the Indirect Test was significantly correlated with the ability to
discriminate (and report) the visual primes. Furthermore, even when individual variability was
exploited to extrapolate the (theoretical) effect of subliminal primes on the intelligibility of NVS
(Greenwald et al., 1995; Greenwald and Draine, 1998) in regression analyses, these suggested
that subliminal primes might have – if anything – a negative impact on the intelligibility of
severely degraded speech.
It is also worth remembering that a negative priming effect is only suggested by the
regression analysis of our data – we did not actually measure a negative priming effect of
subliminal visual primes on the intelligibility of NVS. It is possible that a more appropriate
model for these data would be a thresholded linear function (or a piecewise linear function) that
allows the indirect effect of visual primes to be zero (or negligible) until visual prime sensitivity
is greater than some threshold value (e.g., d’ = 0.9, according to Figure 4-5). Such a model
would be more consistent with the interpretation that it is a lack of awareness (or attentional
resources) that prevents crossmodal facilitation of NVS comprehension, because it would not
predict any interference from subliminal primes.
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If we assume that a linear regression model is appropriate for describing the relationship
between subjects’ ability to discriminate primes and the improvement in intelligibility afforded by
matching primes, then the significant negative intercept suggests that subliminal matching primes
interfere with the perception of NVS. Additional analyses failed to provide evidence that the
negative subliminal priming effect of matching primes was specific to either SOA. Therefore, it
would appear that it is not necessarily matching primes that impair the perception of degraded
speech, but rather the mere presence of pronounceable words, because matching primes that lag
behind the spoken words (which are mismatching primes for subsequent words) also resulted in a
significant negative regression intercept. Therefore, it could be that subliminal text is processed
to such an extent that it interferes with the processing of degraded speech.
It has been hypothesized that the brain possesses a limited pool of executive (e.g., attentional)
resources that are available to perform mental operations and complete tasks (e.g., Kahneman,
1973; Kerr, 1973). More challenging tasks require and consume more resources (Craik and Byrd,
1982), and a lack of available resources impairs task performance (Kerr, 1973). This has been
shown to be true of speech perception: processing degraded speech consumes a greater amount of
resources than processing clear speech,

thus interfering with other downstream

cognitive

processes (e.g., Rabbitt, 1991; Murphy et al., 2000; Stewart and Wingfield, 2009; Tun et al.,
2009); and distraction impairs the processing of degraded speech more than it does clear speech
(Wild et al., Accepted for Publication). Thus, any resources consumed by the processing of
subliminal text would be unavailable for processing NVS (which is a very demanding task),
resulting in impaired comprehension. Our assumption – that subliminal text is automatically
processed enough to consume some resources – seems reasonable given the evidence that
undetectable printed words rapidly and automatically activate phonological representations
(Frost, 1998, 2003; Rastle and Brysbaert, 2006), and that the cortical processing of subliminal
words can be quite extensive (Dehaene et al., 2001; Devlin et al., 2004; Nakamura et al., 2005,
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2006; Gaillard et al., 2009).

However, if subliminal visual primes automatically activate

phonological speech representations, and if these phonological forms are important for parsing
NVS, then why did we not observe any evidence for a crossmodal facilitatory effect of subliminal
primes on the comprehension of NVS?
Studies of crossmodal phonological priming effects are scarce, and have yielded conflicting
results.

Kouider and Dupoux (2001) showed that masked visual primes facilitated lexical

decision of auditory words/non-words when subjects were able to detect the visual primes
(presented for 67 ms), but this priming effect disappeared when the primes were undetectable
(i.e., for 33 and 50 ms primes). They did, however, observe significant intramodal subliminal
priming (i.e., visual primes facilitated visual lexical decision) for the faster presentation rates.
These authors suggest that visual stimuli must be consciously perceived for crossmodal
facilitative effects to arise, and thus lexical representations are likely modality-specific, rather
than modality-independent, and these redundant representations can only be connected through
conscious processes.

On the other hand, subliminal crossmodal priming effects have been

reported by Grainger et al. (2003), who showed in a series of experiments that masked visual
primes (presented for 67 ms) facilitated lexical decisions of subsequent auditory or visual target
words, and that prime detection performance was statistically no better than chance.

This

priming effect occurred for repetition priming of real words, and importantly, pseudohomophones
(i.e., non-words that can be pronounced like their target word). However, this argument for
subliminal crossmodal priming ultimately relies on a statistically reliable priming effect in the
absence of statistically significant direct effect (i.e., accepting the null hypothesis that group
performance was no different than chance). It is possible that subjects were above chance, but the
detection task was under-powered to detect a small effect (Rouder et al., 2007). It would be
informative to perform a regression analysis of the data obtained by Grainger et al. (2003),
because a more convincing argument for subliminal crossmodal priming would come from a
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significant regression intercept (i.e., rejecting the null hypothesis that the priming effect is zero
when prime sensitivity is zero). Also, the crossmodal priming effect observed by Grainger et al.
(2003) was obtained using a prime duration of 67 ms, but Kouider and Dupoux (2001) found that
their participants were reliably able to discriminate primes presented at this duration. Grainger et
al. (2003) propose that their backwards mask was more effective than that used by Kouider and
Dupoux (2001), thus permitting a longer prime duration without a concomitant increase in
perceptibility of the primes.

On this basis, Grainger et al. (2003) argue that it is the

characteristics of the primes (e.g., duration, size, and intensity) that determine the magnitude of
priming effects – and not subjects’ awareness of the primes.
Our data are more consistent with the findings of Kouider and Dupoux (2001). We observed
a significant priming effect using a duration (40 ms) which was considerably shorter than that
used by Grainger et al. (67 ms), and our participants were able to reliably discriminate primes at
this duration. Our data further showed that better direct test performance was associated with a
greater priming effect. According to these results it would appear that it is awareness, and not
prime duration, that determines the magnitude of the priming effect.

Finally, the negative

priming effect suggested by our regression analyses is consistent with the hypothesis of Kouider
and Dupoux (2001), in that subliminal visual primes would be processed enough to reduce
resources available for the demanding primary task (i.e., perceiving degraded speech), but this
processing would occur independently of, and without contacting, auditory speech processing.
One could also argue that the demanding primary task of comprehending NVS depleted the
finite pool of attentional resources leaving none available to process the visual stimulus, or
alternatively, to bind information across the modalities. This interpretation is consistent with
research about more naturalistic multisensory integration (i.e., audiovisual integration) that occurs
in everyday speech.

The McGurk effect is often used to demonstrate the automaticity of

audiovisual integration in speech perception: the brain combines mismatching auditory and visual
119

speech signals create to an illusory percept (e.g., hearing “bait”, and seeing “gate”, gives the
illusion of “date”; Mcgurk and Macdonald, 1976). The illusion persists even when participants
are aware of the mismatch, and under conditions when the mismatch is extremely obvious (for
review, see Navarra et al., 2010). Thus, the prevailing view was that this integration occurs
automatically and preattentively (e.g., Soto-Faraco et al., 2004; Gentilucci and Cattaneo, 2005).
More recently, however, it has been shown that audiovisual speech integration is diminished in
conditions of high attentional load (Alsius et al., 2005, 2007), and these authors suggest that their
findings support the claim that attention is necessary to combine information across modalities
(Treisman and Gelade, 1980). Similarly, it could be that (as Kouider and Dupoux propose)
awareness is also required to integrate crossmodal information; as far as we know, there are no
published studies that demonstrate a subliminal McGurk effect.
Finally, we must also consider that our participants were able to reliably detect, and often
report, 40 ms visual primes, whereas other masked priming studies find that primes presented for
longer durations are undetectable (e.g., 50 ms, Kouider and Dupoux, 2001; 67 ms, Grainger et al.
2003). This could be due to our novel masked priming paradigm: we presented entire sentences
to participants, rather than individual words, giving viewers more opportunities to glimpse a
prime on each trial. Or, our Direct Test d’ measure may over-estimate participants’ sensitivity to
primes during the Indirect Test. For example, glimpsing a single a vowel would trigger the
correct response (‘real word’ vs. ‘jibberish’), even though the whole prime might not be visible.
Furthermore the Direct Test measure might be positively biased because no sounds or distractions
were presented during the presentation of the visual stimuli, perhaps making the task easier. If
our Direct Test d’ measure was too liberal (i.e., participants were more sensitive to primes in the
Direct Test, than in the Indirect Test), then the suggested negative priming effect could be an
artifact, because over-estimating Direct Test sensitivity would shift the regression line to the
right. However, some other results suggest this is not the case. Regression analyses using the
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second Direct Test Measure – visual-word report, which may provide a more conservative
measure of prime detectability – also yielded a significant negative intercept. Also, analyses
using other measures from the Indirect Test (i.e., the intelligibility benefit obtained from the main
effect of Prime Timing, and the interaction of Prime Type and Timing) did not show a similar
negative intercept or a rightward shift. Finally, the x-intercept in Figure 4-5 suggests that if the
effect is an artifact, then d’ was over-estimated by at least 0.9; it should be possible to measure
how much Direct Test sensitivity is affected by the absence (or presence) or distracting auditory
stimuli.
In conclusion, our data ultimately suggest that awareness is required to integrate linguistic
information from written text with degraded auditory speech signals.

Although the subjective

experience of ‘pop-out’ is that it occurs very rapidly and automatically, the current study has
shown that there are conditions in which this multisensory integration breaks down (e.g., when
the visual text is presented too quickly). However, the data show that this result is unlikely to be
due to primes not being processed at all, since, all the Direct Test evidence points to enough
explicit knowledge of the primes to completely explain their effect on intelligibility in the Indirect
Test. Our results suggest that subliminal primes are likely to have no effect on the intelligibility
of degraded speech, or perhaps even impair the processing of degraded speech. Either of these
interpretations would support the idea that lexical representations are modality-specific (Kouider
and Dupoux, 2001). Future work might shed further light on how non-conscious processing of
written text influences speech intelligibility by utilizing advanced techniques to tailor prime
presentation rates to individually estimated limens (Rouder and Lu, 2005; Rouder et al., 2007), or
by inducing non-conscious processing through inattention.
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Chapter 5
Effortful Listening: Attention is Critical for Processing Degraded
Speech
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5.1 Abstract
The conditions of everyday life are such that people often hear speech that has been degraded
(e.g., by background noise or electronic transmission), or when they are distracted by other tasks.
However, it remains unclear what role attention plays in processing speech that is difficult to
understand. In the current study we used functional magnetic resonance imaging (fMRI) to
assess the degree to which spoken sentences were processed under distraction, and whether this
depended on the acoustic quality (intelligibility) of the speech. On every trial, adult human
participants attended to one of three simultaneously presented stimuli: a sentence (at one of four
acoustic clarity levels), an auditory distracter, or a visual distracter. A post-scan recognition test
showed that clear speech was processed even when not attended, but that attention greatly
enhanced the processing of degraded speech. Furthermore, speech-sensitive cortex could be
parcellated according to how speech-evoked responses were modulated by attention. Responses
in auditory cortex and areas along the superior temporal sulcus (STS) took the same form
regardless of attention, although responses to distorted speech in portions of both posterior and
anterior STS were enhanced under directed attention. In contrast, frontal regions, including left
inferior frontal gyrus, were only engaged when listeners were attending to speech and these
regions exhibited elevated responses to degraded, compared to clear, speech. We suggest this
response is a neural marker of effortful listening. Together, our results suggest that attention
enhances the processing of degraded speech by engaging higher-order mechanisms that modulate
perceptual auditory processing.

Keywords: fMRI, speech perception, attention, degraded speech, effortful listening, inferior
frontal gyrus, premotor cortex, superior temporal sulcus, noise-vocoded speech
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5.2 Introduction
Conversations in everyday life are often made more challenging by poor listening conditions
that degrade speech (e.g., electronic transmission, or background noise), or by tasks that distract
us from our conversational partner.

Research exploring how we perceive degraded speech

typically considers situations in which speech is the sole (or target) signal, and not how
distraction may influence speech processing (e.g., Miller et al., 1951; Kalikow et al., 1977;
Pichora-Fuller et al., 1995; Davis et al., 2005). Attention may play a critical role in processing
speech that is difficult to understand.
It has been hypothesized that perceiving degraded speech consumes more attentional
resources than does clear speech (Rabbitt, 1968, 1991). This “effortful listening” hypothesis is
usually tested indirectly, by showing that attending to degraded (compared to clear) speech
interferes with downstream cognitive processing, such as encoding words into memory (e.g.,
Rabbitt, 1991; Murphy et al., 2000; Stewart and Wingfield, 2009). Here, we examine how
distraction (compared to full attention) affects the processing of spoken sentences: if processing
degraded speech requires more attentional resources than clear speech, then distraction should
interfere more with the processing of degraded speech. Functional magnetic resonance imaging
(fMRI) allows us to test this hypothesis by directly comparing neural responses to degraded and
clear sentences, when these stimuli are attended or unattended.
Under directed attention, spoken sentence comprehension activates a distributed network of
brain areas involving left frontal and bilateral temporal cortex (Davis and Johnsrude, 2003; Davis
et al., 2007; Hickok and Poeppel, 2007; Obleser et al., 2007). This speech-sensitive cortex is
arranged in a functional hierarchy: cortically early regions (e.g., primary auditory cortex) are
sensitive to the acoustic form of speech, whereas activity in “higher order” temporal and frontal
regions correlates with speech intelligibility regardless of acoustic characteristics (Davis and
Johnsrude, 2003), suggesting that these areas contribute to the processing of more abstract
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linguistic information.

Frontal and peri-auditory regions, which respond more actively to

degraded, compared to clear speech, have been proposed to compensate for distortion (Davis and
Johnsrude, 2003, 2007; Shahin et al., 2009; Wild et al., 2012). We expect that attention will
selectively modulate speech-evoked responses in these higher order areas, because lower-level
peri-auditory responses to speech do not seem to depend on attentional state (Heinrich et al.,
2011).
In the present study, we use fMRI to compare how sentences of varying acoustic clarity – and
hence, intelligibility – are processed when attended, or ignored in favour of engaging distracter
tasks. We also use a recognition memory post-test to assess how well sentences from the
scanning session are processed as a function of stimulus clarity and attentional state. This
factorial design, with intelligibility and attentional task as main effects, allows us to identify
regions that are not only sensitive to differences in speech intelligibility or attentional focus, but,
critically, areas where the processing of speech depends on attention (i.e., the interaction).
Elevated responses to degraded speech that occur only when attention is directed towards speech
would suggest a neural signature of effortful listening.

5.3 Material and Methods
5.3.1 Participants
We tested 21 undergraduate students (13 females) between 19 and 27 years of age (mean = 21
years old, standard deviation = 3.0 years) from Queen’s University. All participants were
recruited through poster advertisement and the Queen’s Psychology 100 Subject Pool. A separate
group of 13 undergraduate students (11 females, 18-35 years of age) were tested to pilot the
materials and the procedure. They underwent the same experimental protocol as the other
participants, including the presentation of all three stimulus sources, in an isolated soundbooth.
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All subjects were right-handed native speakers of English, with normal self-reported hearing,
normal or corrected-to-normal vision, and no known attentional or language processing
impairments. Participants reported no history of seizures or psychiatric or neurological disorders,
and no current use of any psychoactive medications. Participants also complied with magnetic
resonance imaging safety standards: they reported no prior surgeries involving metallic implants,
devices, or objects. This study was cleared by the Health Sciences and Affiliated Teaching Hospitals
Research Ethics Board (Kingston, ON), and written informed consent was received from all

subjects.

5.3.2 Experimental Design
In order to avoid acoustic confounds associated with continuous echoplanar imaging, fMRI
scanning was conducted using a sparse imaging design (Edmister et al., 1999; Hall et al., 1999) in
which stimuli were presented in the 7-second silent gap between successive 2-second volume
acquisitions. On every trial, subjects were cued to attend to one of three simultaneously presented
stimuli (Figure 5-1) – a sentence (speech stimulus; SP), an auditory distracter (AD), or a visual
distracter (VD) – and performed a decision task associated with the attended stimulus. The
speech stimulus on every trial was presented at one of four levels of clarity (See below for details
of stimulus creation). Together these yielded a factorial design with 12 conditions (4 speech
intelligibility levels × 3 attention conditions). A silent baseline condition was also included:
participants simply viewed a fixation cross, and no other stimuli were presented.

126

Figure 5-1: A schematic representation of a single trial (TR = 9000ms). Image acquisition
(2000ms) was clustered at the end each trial, leaving 7000ms of silence during which stimuli
were presented. The midpoint of the stimulus (three-source composite) was positioned exactly
4000ms prior to the scan. Subjects’ attention was directed to one of the three sources (the gray
arrow pointed towards the speech signal in this instance) by a cue during the preceding scan.
5.3.3 Materials - Speech Stimuli
Sentence stimuli consisted of 216 meaningful English sentences (e.g., “His handwriting was
very difficult to read") recorded by a female native speaker of North American English in a
soundproof chamber using an AKG C1000S microphone with an RME Fireface 400 audio
interface (sampling at 16-bits, 44.1khz). We manipulated speech clarity, and hence intelligibility,
using a noise-vocoding technique (Shannon et al., 1995) that preserves the temporal information
in the speech envelope, but reduces the amount of spectral clarity. Noise-vocoded (NV) stimuli
were created by filtering each audio recording into contiguous (approximately) logarithmically
spaced frequency bands (selected to be approximately equally spaced along the basilar
membrane; Greenwood, 1990). Filtering was performed using FIR Hann band-pass filters with a
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window length of 801 samples. The amplitude envelope from each frequency band was extracted
by full-wave rectifying the band-limited signal, and applying a low-pass filter (30 Hz cut off,
using a fourth-order Butterworth filter). Each envelope was then applied to band-pass filtered
noise of the same frequency range, and all bands were recombined to produce the final NV
utterance.
With this process, we created four levels of speech varying in acoustic clarity (Figure 5-2):
clear speech, which is easily understood and highly intelligible; six-band NVS (NV-hi), which is
spectrally degraded but still quite intelligible; compressed six-band NVS (NV-lo) which is more
difficult to understand than regular 6-band NVS; and spectrally rotated NVS (rNV), which is
acoustically very similar to NVS, but impossible to understand. NV-lo stimuli differ from NV-hi
items in that their channel envelopes were amplitude-compressed (by taking the square-root) to
reduce dynamic range before applying them to the noise carriers. To create rNVS items, the
envelope from the lowest frequency band was applied to the highest frequency noise band (and
vice versa), the envelope from the 2nd lowest band was applied to the 2nd highest band (and vice
versa), and envelopes from the inner two bands were swapped. Spectrally rotated speech is
completely unintelligible, but retains the same overall temporal profile and spectral complexity as
the non-rotated version, and hence serves as a closely-matched control. After processing, all
stimuli (864 audio files) were normalized to have the same total root-mean square (RMS) power.
Twelve sets of eighteen sentences were constructed from the corpus of 216 items. The
sets were statistically matched for: number of words (mean = 9.0, standard deviation = 2.2);
number of syllables (mean = 20.1, standard deviation = 7.3); length in milliseconds (mean =
2499, standard deviation = 602.8); and the logarithm of the sum word frequency (Thorndike and
Lorge written frequency, mean = 5.5, standard deviation = 0.2). Each set of sentences was
assigned to one of the twelve experimental conditions, such that sets and conditions were
counterbalanced across subjects to eliminate item-specific effects.
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Figure 5-2: Intelligibility of speech as a function of stimulus clarity for pilot and experimental
subjects. The pilot group (white squares) performed a word report task, and intelligibility was
scored as the percentage of words reported correctly for each sentence. The group tested in the
scanner (black circles) made a binary response indicating whether or not they understood the gist
of the sentence. Error bars represent SEM, adjusted for repeated-measures data (Loftus and
Masson, 1994).
The pilot participants, when instructed to attend to the speech stimulus, repeated back as
much of the sentence as they could, which was scored to give a ‘percent words correct’ measure
of attended speech intelligibility. A repeated measures analysis of variance (ANOVA) on the
average proportion of words reported correctly showed a significant main effect of speech type
(F(3,36) = 451.21, p < 0.001; Figure 5-2), and post-hoc tests (Bonferroni corrected for multiple
comparisons) showed that that Clear speech was reported more accurately than NV-hi (t(12) =
5.38, p < 0.001), which was reported more accurately than NV-lo (t(12) = 5.55, p < 0.001), which
was reported more accurately than rNV speech (t(12) = 20.38, p < 0.001).

129

5.3.4 Materials - Auditory Distracters
Auditory distracters were sequences of 400 ms narrow-band ramped noise bursts separated by
a variable amount of silence (220 ms to 380 ms of silence). The number of sounds in each
sequence was selected so that the durations of the auditory distracter and the sentence stimulus
were approximately equal (Figure 5-1). Each noise burst was created by passing 400 ms of
broadband white noise through a filter with a fixed bandwidth of 1000Hz, and a centre frequency
that was randomly selected to be between 4500 and 5500 Hz. The noise bursts were amplitude
modulated to create linear onsets of 380ms and sharp linear offsets of 20 ms. Target sounds in
this stream possessed a sharp onset (20 ms) and a long offset (380 ms) (Figure 5-1). Half of all
experimental trials were selected to contain a single target sound, which never occurred first in
the sequence of noise bursts.
Auditory stimuli (distracter sequences and speech stimuli) were presented diotically over MR
compatible high-fidelity electrostatic earphones, placed in ear defenders that attenuated the
background sound of the scanner by approximately 30 dB (NordicNeurolab AudioSystem).
Data from the auditory distracter task were analyzed using signal detection theory by
comparing the z-score of the proportion of ‘hits’ to the z-score of the proportion of ‘false-alarms’,
yielding a d’ score for each participant. For the pilot group, the average d’ score was 2.30 (stdev
= 0.88), which was significantly greater than chance (d’ > 0; t(12) = 9.51, p < 0.001), indicating
that participants were able to perform the target detection task.

5.3.5 Materials - Visual Distracters
The visual distracters were series of cross-hatched white ellipses presented on a black
background (Figure 5-1), length-matched to the duration of the speech stimulus on every trial.
These visual stimuli have been shown to be effective distracters in other experiments
manipulating focus of attention (Carlyon et al., 2003).

Every 200 ms, a new ellipse, that

randomly varied in terms of horizontal and vertical scaling factors, and could be reflected in the
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vertical or horizontal axis, was presented (Figure 5-1).

Half of all trials (balanced across

experimental conditions) were selected to contain a visual target: an ellipse with dashed, instead
of solid, lines. If present in a trial, the visual target would appear within +/- 1 second of the
midpoint of the speech stimulus. Visual stimuli were displayed by a video projector on to a rearprojection screen viewed by participants through an angled mirror mounted on the head coil.
Again, data were analyzed with signal detection theory to give a d’ score for each participant.
For the pilot group, the average d’ score was 3.89 (stdev = 0.35), which was significantly greater
than chance levels (i.e., d’ > 0; t(12) = 39.91, p < 0.001), indicating that participants were able to
perform the target detection task.

5.3.6 Procedure
On each trial, participants were cued to attend to a single stimulus stream with a visual
prompt presented during the scan of the previous trial (Figure 5-1). The cue word “Speech”
instructed participants to attend to the speech stimulus (SP), “Chirps” cued the participants to the
auditory distracter, and “Footballs” cued the visual sequence. When cued to attend to the speech
stimulus, participants listened and indicated at the end of the trial whether or not they understood
the ‘gist’ of the sentence (with a two-alternative, ‘yes/no’ keypress), providing a measure of the
intelligibility of the attended speech. When cued to attend to the visual or auditory distracter,
participants monitored the stream for a single target stimulus and indicated at the end of the trial
whether or not the target was present (with a two-alternative, ‘yes/no’ keypress). Subjects were
instructed to press either button at the end of each silent trial. A response window of 1.5 seconds
(prompted by the word “Respond”) occurred prior to the onset of the image acquisition period
(Figure 5-1). Participants made their responses with a button wand held in their right hand, using
the index finger button for ‘yes’ and the middle finger button for ‘no’.
Participants experienced 18 trials of each of the twelve experimental conditions (4 speechtypes × 3 attention tasks), and 10 trials of the silent baseline (226 trials total). The 226 trials were
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divided into four blocks of 56 or 57 trials, each with approximately the same number of trials
from each condition. Two extra images were added to the start of each block to allow the
magnetization to reach a steady state; these dummy images were discarded from all preprocessing and analysis steps. We implemented an event-related design such that participants did
not know which task they would perform on any given trial until a cue appeared. However, we
reduced task switching to make the experiment easier on participants by constraining the number
of consecutive trials with the same task. The distribution was approximately Poisson shaped,
such that it was most likely for there to be at least two trials in a row with the same task, but
never more than six in a row. Despite the pseudo-randomized distribution of tasks, the speech
stimulus on every trial was fully randomized, and silent trials were fully interspersed throughout
the experiment.
All participants (including pilot subjects who generated the performance data reported in the
Materials section) underwent extensive training on all three tasks – on each task individually and
with task switching. Because the intelligibility of NV speech depends on experience, all
participants were also trained with six-band NVS before the study, in order to ensure that
intelligibility of the NV-hi and NV-lo stimuli were asymptotic before beginning the actual
experiment (Davis et al., 2005).

5.3.7 Behavioural Post-Test
Immediately after the scanning session, subjects performed a surprise recognition task. This
post-test measured participants’ memory for a subset (50%) of sentences they heard during the
experiment half of the sentences from each condition randomly selected for each participant). An
additional 55 new foil sentences (recorded by the same female speaker) were intermixed with the
108 target sentences. Subjects made an old/new discrimination for each stimulus, responding via
button press. Sensitivity (d’) for each condition was determined by comparing the z-score of the
proportion of hits in each condition (out of a maximum of 9) to the z-score of the proportion of
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false-alarms for all foils. These scores were analyzed using two-factor (speech-type × attention
task) repeated-measures ANOVA.
5.3.8 fMRI Protocol and Data Acquisition
Imaging was performed on the 3.0 Tesla Siemens Trio MRI system in the Queens Centre for
Neuroscience Studies MR Facility (Kingston, Ontario, Canada). T2*-weighted functional images
were acquired using GE-EPI sequences, with: field of view of 211 mm × 211 mm; in-plane
resolution of 3.3 mm × 3.3 mm; slice thickness of 3.3 mm with a 25% gap; acquisition time (TA)
of 2000 ms per volume; time-to-repeat (TR) of 9000ms; echo time (TE) of 30 ms; and a flip angle
of 78o. Acquisition was transverse oblique, angled away from the eyes, and in most cases
covered the whole brain (in a very few cases, slice positioning excluded the top of the superior
parietal lobule). Each stimulus sequence was positioned in the silent interval such that the middle
of the sequence occurred four seconds prior to onset of the next scan (Figure 5-1). In addition to
functional data, a whole-brain 3D T1-weighted anatomical image (voxel resolution of 1.0 mm3)
was acquired for each participant at the start of the session.

5.3.9 fMRI Data Pre-processing
fMRI data were processed and analyzed using Statistical Parametric Mapping (SPM8;
Wellcome Centre for Neuroimaging, London, UK). Data preprocessing steps for each subject
included: 1) rigid realignment of each EPI volume to the first of the session; 2) co-registration of
the structural image to the mean EPI; 3) normalization of the structural image to common subject
space (with a subsequent affine registration to MNI space) using the group-wise DARTEL
registration method included with SPM8 (Ashburner, 2007); 4) warping of all functional volumes
using deformation flow fields generated from normalization step, which simultaneously
resampled the images to isotropic 3 mm voxels and spatially smoothed them with a 3-dimensional
Gaussian kernel with a full-width at half-maximum (FWHM) of 8 mm. Application of this
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smoothing kernel resulted in an estimated smoothness of approximately 15 mm in the group
analyses.
5.3.10 fMRI Analysis
Analysis of each participant’s data was conducted using a General Linear Model (GLM) in
which each scan was coded as belonging to one of thirteen conditions. The four runs were
modelled as one session within the design matrix, and four regressors were used to remove the
mean signal from each of the runs. Six realignment parameters were included to account for
movement-related effects (i.e. three degrees of freedom for translational movement in the x, y,
and z directions, and three degrees of freedom for rotational motion: yaw pitch, and roll). Two
additional regressors coded the presence of a target in the visual and auditory distracter streams.
Button presses were not modeled because a button was pressed on every trial. Due to the long
TR of this sparse-imaging paradigm, no correction for serial auto-correlation was necessary. A
high-pass filter with a cut-off of 216 seconds was modeled to eliminate low-frequency signal
confounds such as scanner drift. These models were then fitted using a least-mean-squares
method to each individual’s data, and parameter estimates were obtained. Contrast images for
each of the twelve experimental conditions were generated by comparing each of the condition
parameter estimates (i.e. twelve betas) to the silent baseline condition. These images were
primarily used to obtain plots of estimated signal within voxels for each condition.
The group-level analysis was conducted using a 4 (Speech Type) × 3 (Attentional Task)
factorial partitioned-error repeated-measures analysis-of-variance (ANOVA), in which a separate
model was constructed for each main effect, and for the interaction of the two factors (Henson
and Penny, 2003). For whole-brain analyses of the main effects and their interaction, we used a
voxelwise threshold of p < .05, corrected for multiple comparisons over the whole brain using a
non-parametric permutation test as implemented in SnPM (www.sph.umich.edu/ni-stat/SnPM;
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(Nichols and Holmes, 2002). This test has been shown to have strong control over experimentwise Type I error (Holmes et al., 1996).
A significant main effect or interaction in an ANOVA can be driven by many possible simple
effects. In our study, for example, a main effect of speech type might mean that: activity
correlates with intelligibility (i.e., high activity for clear speech, intermediate activity for degrade
speech, and low activity for unintelligible speech); activity is increased for degraded compared to
clear speech; or that there is some other difference in activity between the four levels of the
speech type factor. Therefore, the thresholded F-statistic images showing overall main effects
(and interaction) were parsed into simple effects by inclusively masking with specific t-contrast
images (i.e. simple effects) that were thresholded at p < 0.001, uncorrected. The t-contrasts were
combined to determine logical intersections of the simple effects; in this way, significant voxels
revealed by F-contrasts were labelled as being driven by one or more simple effects. Peaks were
localized using the LONI probabilistic brain atlas (LPBA40; Shattuck et al., 2008) and confirmed
by visual inspection of the average structural image. Results of the fMRI analysis are shown on
the average normalized T1-weighted structural image.

5.4 Results
Due to technical difficulties with the stimulus-delivery and response-collection computer
program, behavioural and fMRI data were unavailable for two subjects. Analyses of fMRI data,
and behavioural data obtained during scanning, are based on the remaining 19 subjects. Post-test
data were unavailable for one subject, and so the results of this test are based on data from 20
subjects.
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5.4.1 Behavioural Results
5.4.1.1 Speech Task
When attending to speech stimuli, participants indicated on every trial whether or not they
understood the ‘gist’ of the sentence. A one-way repeated-measures ANOVA of the proportion
of sentences ‘understood’, treating speech type as a four-level within-subjects factor,
demonstrated a significant main effect of speech type (F(3, 54) = 275.34, p < 0.001; Figure 5-2).
Post-hoc pair-wise comparisons, corrected for multiple comparisons (Sidak, 1967), indicated that
these subjective reports of intelligibility did not reliably differ between clear speech and NV-hi
items. NV-hi sentences were reported as understood significantly more often than NV-lo (t(18) =
5.90, p < 0.001), which were reported as understood significantly more often than rNV sentences
(t(18) = 13.70, p < 0.001). These results closely matched the intelligibility data collected from the
pilot group; see Figure 5-2.

5.4.1.2 Distracter Tasks
Mean sensitivities (i.e., d’) for the auditory and visual distracter tasks were 2.15 (stdev =
1.30) and 3.17 (stdev = 0.55), respectively. Both scores were significantly greater than chance
levels (t(18) = 7.22, p < 0.001; t(18) = 25.02, p < 0.001), suggesting that participants in the scanner
were attending to the correct stimulus stream. A pair-wise comparison showed that the auditory
distraction task was significantly more challenging than the visual task (t(18) = 7.22, p < 0.005).
The d’ scores were also broken down by speech type to see whether the unattended speech
stimulus affected performance in the distracter tasks. ANOVAs showed no significant effect of
the unattended speech type on target detection performance for the auditory or visual distracter
tasks.
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5.4.1.3 Old / New Discrimination Post-Test
Results of the post-test are shown in Figure 5-3. There was a significant main effect of
Speech Type (F(3,57) = 29.12, p < 0.001), with a pattern similar to the pilot subjects, where
recognition scores for Clear and NV-hi sentences were not reliably different, but recognition for
NV-hi items was significantly better than for NV-lo (t(19) = 4.48, p < 0.001), which was
significantly greater than recognition of rNV sentences (t(19) = 3.50, p < 0.005). There was also a
significant main effect of Attention (F(2,

38)

= 11.25, p < 0.001), such that d´ values were

significantly higher for attended sentences compared to those presented when attention was
elsewhere (SP > AD: t(19) = 4.23, p < 0.001; SP > VD: t(19) = 3.74, p < 0.001). We note that
memory for sentences presented during the distraction tasks did not differ significantly.
Importantly, there was a significant Speech Type × Attention interaction (F(6,

114)

= 3.61, p <

0.005), where pair-wise (Sidak corrected) comparisons showed that recognition of degraded
sentences (i.e. NV-hi and NV-lo) was significantly enhanced by attention to the speech stimulus
(NV-hi SP > AD: t(19) = 3.27, p < 0.005; NV-hi SP > VD: t(19) = 3.93, p < 0.001; NV-lo SP > AD:
t(19) = 3.46, p < 0.005; NV-lo SP > VD: t(19) = 3.64, p < 0.005), whereas attention had no effect on
the recognition of clear speech or rotated NV speech items (Figure 5-3).
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Figure 5-3: Results of the post-scan old/new discrimination task. Bar height indicates average d’
across participants in and error bars represent SEM adjusted for repeated-measures data.
Asterisks above a brace indicate a significant difference between conditions, asterisks above a bar
indicate that the average d’ was significantly different than zero (i.e. chance); significance levels
are adjusted for multiple comparisons using a Bonferroni (N=12) correction.
The Speech Type × Attention interaction can also be explained by comparing how
recognition of (potentially intelligible) noise-vocoded speech items compares to clear speech
across attentional tasks. For attended speech, recognition of clear speech sentences did not differ
from NVhi or NVlo. However, when attention was directed toward the auditory distracter, clear
sentences were remembered significantly better than NVlo (t(19) = 4.76, p < 0.001), but not NVhi,
and when attention was directed towards the visual distracter, recognition of clear sentences was
better than both NVhi (t(19) = 3.63, p < 0.01) and NVlo (t(19) = 4.15, p < 0.005).
One-sample t-tests were conducted on d’ scores for each condition (12 per group), in order to
determine whether recognition of sentences presented in those conditions was greater than chance
(i.e. d’ > 0). Performance was significantly better than chance (d’ > 0; p < 0.05, Bonferroni
corrected for twelve comparisons) for all clear and high-intelligibility NV speech conditions, and
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for attended NV-lo items. Recognition of unattended NV-lo items did not differ from chance. The
unintelligible rNV stimuli were never recognized above chance levels.
5.4.2 fMRI Results
5.4.2.1 Main Effect of Speech Type
The contrast assessing the main effect of speech type revealed activation of left inferior
frontal gyrus (LIFG) and large bilateral activations of the temporal cortex, ranging along the full
length of the STG, STS and the superior temporal plane (Figure 5-4; Table 5-1). There are many
ways in which four speech-type conditions can differ from each other, but we were interested in
two specific patterns of difference which we tested with specific t-contrasts. First, we searched
for areas where blood oxygen level-dependent (BOLD) signal correlated with speech
intelligibility scores (i.e., an intelligibility-related response). Intelligibility scores collected from
the pilot subjects were used to construct this contrast because they provide a more objective and
continuous measure than the binary subjective response made by participants in the scanner
(Davis and Johnsrude, 2003). The pilot and in-MR measures were highly correlated with each
other (see Figure 5-2). Second, a noise-elevated response, which was assessed with the contrast
(NV-hi + NV-lo) / 2 > Clear, was used to identify regions that were more responsive to degraded
than clear speech, and therefore might be involved in compensating for acoustic degradation. The
unintelligible rNV stimuli were not included in this contrast (i.e., weighted with a zero), because
it is not clear whether listeners would try very hard to understand them, or just give up.
Responses within bilateral temporal and inferior frontal regions demonstrated a significant
correlation with intelligibility (Figure 5-4, dark blue voxels), largely consistent with a previous
correlational intelligibility analysis (Davis and Johnsrude, 2003). Noise-elevated responses were
found in left premotor (Figure 5-4, upper left panel) and bilateral insular cortex. These did not
overlap with any regions that demonstrated a correlation with intelligibility. Interestingly, a
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noise-elevated response was not observed in left inferior frontal cortex as might be expected from
previous findings (Davis et al. 2003, Giraud et al. 2004, Shahin et al. 2009). The lack of a noiseelevated response in LIFG collapsed across attention conditions is due to a strong interaction with
attention, as we will discuss below.

Figure 5-4: The F-contrast for the Main Effect of Speech Type (cyan) is logically combined with
two simple-effects contrasts: (magenta) voxels where BOLD signal correlates with sentence
intelligibility scores (obtained from pilot subjects); and (yellow) voxels that show a noiseelevated response. Thus, dark blue voxels demonstrate a significant overall Main Effect of
Speech Type and a correlation with intelligibility, whereas green voxels exhibit a significant main
effect that takes the form of a noise-elevated response. The Venn diagram depicts an overlap
between these two simple effects because they are not orthogonal contrasts; however, no voxels
demonstrate a significant response to both these contrasts. There are no pure yellow or magenta
voxels in these panels, because there were no voxels that demonstrated a significant simple effect
in the absence of a significant main effect. Conversely, cyan voxels show a significant main
effect, but of a form that is not captured by our t-contrasts. The dotted lines indicate the location
and angle of the top middle axial slice. L = left, R = right.
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Table 5-1: Results of the group-level ANOVA (main effect of speech type), p < 0.05 corrected
family-wise for multiple comparisons. Bold entries represent the most significant peak in the
cluster, whereas italics indicate significant sub-peaks within the cluster. L = Left, R = Right, P =
Posterior, A = Anterior, I = Inferior, S = Superior, G = Gyrus, STG = Superior Temporal Gyrus,
STS = Superior Temporal Sulcus, MTG = Middle Temporal Gyrus, SMA = Supplementary
Motor Area. Simple effects were determined with t-contrasts: Intell = Intelligibility-related
response, NoiseElev = Noise-elevated response, Other = demonstrates the main effect, but neither
of
the
tested
simple
effects.

Coordinates (mm)
F-Contrast

Voxels in

Simple

X

Y

Z

F

Cluster

Location

Effect(s)

Main Effect:

-63

-9

-9

125.57

1437

L A STG

Intell

Speech Type

-57

-15

3

100.19

L STG

Intell

-36

-30

9

71.31

L Heschl’s G

Intell

-54

-36

6

70.20

L P STG / STS

Intell

-48

-24

6

68.29

L Heschl’s G

Intell

-51

-51

21

26.13

L Angular G

Intell

-42

-66

24

18.11

L Angular G

Intell

60

-3

-6

74.74

R A STG

Intell

57

-18

3

74.08

R P STG

Intell

57

6

-15

69.16

R A STG

Intell

51

-6

-15

51.82

R A STS

Intell

45

-36

6

18.39

R P STS

Intell

-54

24

15

23.75

52

L I Frontal G

Intell

-30

-81

15

20.24

28

L M Occipital G

Other

48

-60

21

18.09

47

R Angular G

Other

0

21

39

18.01

22

A Cingulate

NoiseElev

-15

-69

36

17.92

21

L Precuneus

Other

-39

-3

3

16.80

3

L Insula

Other

36

18

-3

16.52

19

R A Insula

NoiseElev

-33

15

-6

16.09

31

L A Insula

NoiseElev

-48

-78

-3

15.95

18

L M Occipital G

Other

962

63

-48

0

13.89

3

R M Temporal G

Other

-30

-54

-6

13.72

1

L Fusiform G

Other

-51

3

48

13.72

1

L Premotor C

NoiseElev
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5.4.2.2 Main Effect of Attention Task
The contrast assessing the main effect of attention condition revealed widespread activity
(Figure 5-5, Table 5-2). We tested for two simple effects: regions where attention to an auditory
stimulus resulted in enhanced responses compared to attention to the visual stimulus (SP + AD) >
2VD; and areas that demonstrated the opposite pattern 2VD > (SP + AD). In accordance with
prior research, we observed that attention modulated activity in sensory cortices, such that
responses in the sensory cortex corresponding to the modality of the attended stimulus were
enhanced (Heinze et al., 1994; Petkov et al., 2004; Johnson and Zatorre, 2005, 2006; Heinrich et
al., 2011). This confirmed that our attentional manipulation was effective.
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Figure 5-5: The F-contrast for the Main Effect of Attention (cyan) is logically combined with two
simple-effects contrasts: SP + AD > 2xVD, which compares all attend speech and auditory
conditions to all attend visual conditions (magenta); and the reverse (yellow). These two
contrasts are orthogonal, and hence do not overlap in the Venn diagram. Cyan voxels indicate
those voxels that demonstrate a significant main effect of attention, but without this being
attributable to the tested simple-effects contrasts. There are no yellow or magenta voxels in these
panels because there were no voxels that demonstrated a significant simple effect in the absence
of a significant main effect. The dotted lines indicate the location and angle of the top middle
axial slice. SP = Speech Task; AD = Auditory Distracter; VD = Visual Distracter.
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Table 5-2: Results of the group-level ANOVA (main effect of attention task), p < 0.05, corrected
family-wise for multiple comparisons. Bold entries represent the most significant peak in the
cluster, whereas italics indicate significant sub-peaks within the cluster. L = Left, R = Right, P =
Posterior, A = Anterior, I = Inferior, S = Superior, G = Gyrus, STG = Superior Temporal Gyrus,
STS = Superior Temporal Sulcus, MTG = Middle Temporal Gyrus, SMA = Supplementary
Motor Area. Simple effects were determined with t-contrasts: SP = attend to speech, VD = attend
to visual distraction, AD = attend to auditory distraction.
Coordinates (mm)
Contrast
Main Effect:
Attention

Voxels in

X

Y

Z

F

33

-81

12

101.23

27

-54

51

48

-60

-9

30

-72

45
33

Cluster

Simple
Location

Effect

R M Occipital G

VD > (SP+AD)

86.30

R Intraparietal S

VD > (SP+AD)

84.95

R I Temporal G

VD > (SP+AD)

30

73.07

R Intraparietal S

VD > (SP+AD)

-54

3

59.37

R P M Temporal G

VD > (SP+AD)

-45

-15

46.87

R Fusiform G

VD > (SP+AD)

45

-33

48

33.81

R Intraparietal S

Other

48

-81

21

28.52

R M Occipital G

VD > (SP+AD)

R Supramarginal G

Other

L M Occipital G

VD > (SP+AD)

1888

57

-24

48

23.71

-27

-93

12

99.31

-42

-69

-3

95.69

L M Occipital G

VD > (SP+AD)

-33

-60

-6

68.95

L Fusiform G

VD > (SP+AD)

-54

9

3

65.27

L I Frontal G

VD > (SP+AD)

-30

-51

54

59.83

L S Parietal G

VD > (SP+AD)

-24

-72

30

57.69

L S Occipital G

VD > (SP+AD)

-60

-39

15

55.81

L STG / Planum Temporale

(AP+AD) > VD

-33

-84

-3

55.18

L M Occipital G

VD > (SP+AD)

-39

-39

39

52.26

L Intraparietal S

Other

-51

-36

0

47.38

L P STS

(SP+AD) > VD

-60

-6

-9

44.91

L A STG / STS

Other

-42

-75

39

40.44

L Angular G

VD > (SP+AD)

-45

18

21

39.10

L I Frontal G

(SP+AD) > VD

-45

-63

27

38.34

L Angular G

Other

3247

-36

42

3

37.90

L I Frontal G

(SP+AD) > VD

-51

-36

48

36.09

L Supramarginal G

(SP+AD) > VD

-36

24

3

33.68

L I Frontal G

(SP+AD) > VD

-42

-24

0

33.42

L Heschl’s G

(SP+AD) > VD

-66

-27

27

29.35

L Supramarginal G

(SP+AD) > VD

-60

-27

45

28.70

L Intraparietal S

Other

-3

15

54

83.98

L SMA

(SP+AD) > VD

-9

3

63

27.03

L SMA

(SP+AD) > VD

6

33

39

25.94

R SMA

(SP+AD) > VD

292
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Table 5-2 Continued: Results of the group-level ANOVA; peaks that demonstrate a significant
main effect of attention task (p < 0.05, corrected family-wise for multiple comparisons). Bold
entries represent the most significant peak in the cluster, whereas italics indicate significant subpeaks within the cluster. L = Left, R = Right, P = Posterior, A = Anterior, I = Inferior, S =
Superior, G = Gyrus, STG = Superior Temporal Gyrus, STS = Superior Temporal Sulcus, MTG =
Middle Temporal Gyrus, SMA = Supplementary Motor Area. Simple effects were determined
with t-contrasts: SP = attend to speech, VD = attend to visual distraction, AD = attend to auditory
distraction.

Coordinates (mm)
Contrast
Main Effect:
Attention

Voxels in

X

Y

Z

F

54

-15

-3

57.15

63

-30

3

54

-3

51

Cluster

Simple
Location

Effect

R STG / STS

(SP+AD) > VD

36.97

R P STG / STS

(SP+AD) > VD

-9

36.46

R A STG

(SP+AD) > VD

6

-18

36.04

R A STS / STG

(SP+AD) > VD

36

30

-12

26.10

R I Orbitofrontal G

(SP+AD) > VD

-42

33

21

52.63

40

L M Frontal G

(SP+AD) > VD

54

15

18

52.41

301

R I Frontal G

(SP+AD) > VD

45

33

27

37.47

R M Frontal G

(SP+AD) > VD

60

-21

33

39.59

25

R Supramarginal G

VD > (SP+AD)

-3

48

-18

38.44

308

L S Frontal G

VD > (SP+AD)

-6

57

6

34.98

L S Frontal G

VD > (SP+AD)

0

33

-18

31.87

R S Frontal G

VD > (SP+AD)

6

63

30

30.14

R S Frontal G

Other

18

57

30

22.58

R M Frontal G

Other

33

-54

-45

31.05

6

Cerebellum

(SP+AD) > VD

0

-87

21

31.05

133

L Cuneus

(SP+AD) > VD

6

-75

6

29.78

R Lingual G

(SP+AD) > VD

-15

60

30

29.65

14

L S Frontal G

Other

-30

3

51

29.49

41

L Premotor C

(SP+AD) > VD

-3

-39

39

28.52

96

L P Cingulate G

VD > (SP+AD)

-3

-54

18

26.82

L Precuneus

VD > (SP+AD)

39

0

57

28.25

57

R Premotor C

Other

-54

9

-30

25.49

15

L A M Temporal G

VD > (SP+AD)

30

15

-18

24.80

8

R Insula

Other

482
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Most interesting were areas that demonstrated an interaction between Speech Type and
Attention; that is, areas in which the relationship between acoustic quality of sentences and
BOLD signal depended on the listeners’ attentional state. Several clusters of voxels demonstrated
a significant interaction (Figure 5-6, bright blue voxels; Table 5-3). These included bilateral
posterior STS/STG; left anterior STS/STG, the LIFG (specifically partes triangularis and
opercularis); bilateral angular gyri; bilateral anterior insulae; left supplementary motor area
(SMA); and the caudate. Interestingly, areas of the STG corresponding to primary auditory
cortex, and much of the superior temporal plane, showed no evidence of an interaction, even at a
threshold of p < 0.05, uncorrected for multiple comparisons (Figure 5-6, red voxels).

5.4.2.3 Attention Influences Processing Frontal and Temporal Cortex Differently
It is possible that speech-evoked responses in these areas are modulated by attention to
different extents, or in different ways. Such a difference would manifest as a three-way (Region
× Speech Type × Attention) interaction. To quantitatively compare the interaction patterns in
temporal and frontal cortex, we conducted three-way repeated-measures ANOVAs on the
parameter estimates extracted from four areas: left anterior STS, left posterior STS, right
posterior STS, and LIFG. A single LIFG response was created by averaging the parameter
estimates from the two LIFG peaks listed in Table 5-3A (they were within 15 mm of each other,
which given the effective smoothness of the data, is an unresolvable difference). With all four
regions entered into the model, a significant three-way interaction (F(18,324) = 2.13, p < 0.01)
indicated that Speech Type by Attention interaction patterns truly differed among these regions.
Follow-up comparisons were performed using three-way ANOVAs (Region × Speech Type ×
Attention) on two regions at a time. Interactions from the three temporal peaks (left anterior, and
bilateral posterior STS) were not reliably different, but they all differed significantly from the
LIFG (left anterior STS vs. LIFG: F(6,108) = 2.52, p < 0.05, left posterior STS vs. LIFG: F(6,108) =
4.33, p < 0.001; right posterior STS vs. LIFG: F(6,108) = 2.83, p < 0.05). Given the lack of
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difference among them, the three temporal peaks were averaged to create a single STS response,
which differed significantly from the LIFG interaction pattern (F(6,108) = 4.15, p < 0.005). The
distinct interaction profiles in LIFG and in temporal cortex are illustrated in Figures 6b and 6c.

Figure 5-6: Speech Type by Attention interaction F-contrast (A) (dark blue colour) is thresholded
at p < 0.05 uncorrected (F-value of 2.18, indicated with *). The critical F-value determined by
non-parametric permutation testing, representing the cutoff for p < 0.05 corrected family-wise for
multiple comparisons (FWE), is indicated with **. Thus, lighter blue voxels demonstrated a
significant interaction at the whole-brain level. Red voxels indicate those that are sensitive to the
different types of speech (i.e. demonstrate a significant main effect of speech type -- all voxels in
Figure 5-4, yet show no evidence for an interaction with Attention (p > 0.05, uncorrected).
Contrast values (i.e. estimated signal relative to baseline; arbitrary units) are plotted for LIFG (B)
and anterior and posterior STS peaks (C). Only one STS response is plotted (i.e., the average of
the left anterior and bilateral posterior STS responses) because the interaction patterns were not
significantly different. Error bars represent the standard error the mean suitable for repeatedmeasures data (Loftus and Masson, 1994). Vertical lines with asterisks indicate significant pairwise comparisons (p < 0.05, Bonferroni corrected for 12 comparisons).
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Table 5-3: Results of the group-level ANOVA (significant speech type x attention interaction) (p
< 0.05, corrected family-wise for multiple comparisons).
Asterisks indicate marginal
significance. Bold entries represent the most significant peak in the cluster, whereas italics
indicate significant sub-peaks within the cluster. L = Left, R = Right, P = Posterior, A = Anterior,
I = Inferior, S = Superior, G = Gyrus, STG = Superior Temporal Gyrus, STS = Superior
Temporal Sulcus, MTG = Middle Temporal Gyrus.
Coordinates (mm)
Contrast

Voxels in

X

Y

Z

F

Cluster

Interaction:

-33

24

-3

17.25

197

Speech Type

-45

21

9

8.85

L I Frontal G

by

-54

30

6

8.79

L I Frontal G

Attention

Location
L A Insula

39

21

3

14.46

115

R A Insula

-51

-39

9

10.71

23

L P STG / STS

51

-51

36

10.40

56

R Angular G

-6

9

57

10.29

29

L SMA

12

9

0

10.26

40

R Caudate

42

-69

36

9.81

31

R Angular G

-54

0

-15

9.67

28

L A STG / STS

-60

-6

-9

8.93

L A STG / STS

-6

21

39

9.37

6

L S Frontal G

-63

-33

-12

8.90

5

L MTG

54

-30

6

8.34

2

R STG / STS

-57

-54

36

7.80

5

L Angular G

-51

0

48

5.83 *
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L Premotor Cortex

5.4.2.4 Characterizing the Influence of Attention in Frontal and Temporal Cortex
It can be seen that, for both LIFG and STS, the two-way (Speech Type × Attention)
interaction is due at least in part to elevated signal for degraded speech when it is attended,
compared to when it is not (Figure 5-6b,c). This was confirmed by pair-wise comparisons that
showed that NVhi sentences evoked significantly greater activity when they were attended, than
when they were ignored (Table 5-4, Figures 6b,c). Also, in both regions, rNVS elicited greater
activity when attention was directed towards it, or the auditory distracter, than when attention was
directed towards the visual stimulus (Table 5-4, Figures 5-6b,c).
Table 5-4: Results of statistical pair-wise comparisons of parameter estimates in two areas: the
STS (average response) and LIFG. These statistics correspond to the results displayed in Figure
5-6B&C. Asterisks indicate significant differences, Bonferonni corrected for 12 comparisons in
each region. SP = Attend to Speech; AD = Attend to Auditory Distracter; VD = Attend to Visual
Distracter.
Speech Type

Attention Comparison
SP vs. AD

Clear

NVhi

NVlo

rNV

STS

LIFG

t(18)

p

t(18)

p

1.07

0.30

2.32

0.032

SP vs. VD

1.11

0.28

3.04

0.01

AD vs. VD

-0.44

0.66

1.36

0.19

SP vs. AD

7.35

< 0.001 *

6.15

< 0.001 *

SP vs. VD

7.90

< 0.001 *

6.94

< 0.001 *

AD vs. VD

-2.60

0.02

2.51

0.02

SP vs. AD

8.49

< 0.001 *

6.71

< 0.001 *

SP vs. VD

8.70

< 0.001 *

6.94

< 0.001 *

AD vs. VD

-1.3

0.21

1.18

0.25

SP vs. AD

1.90

0.07

SP vs. VD

5.56

< 0.001 *

4.16

< 0.001 *

AD vs. VD

5.41

< 0.001 *

3.86

< 0.001 *

Despite this common enhancement of activity for degraded speech that was attended,
overall speech-evoked responses differed in the LIFG and STS (as evidenced by the significant
three-way interaction). To quantify these differences, we compared these responses between
areas with two-way ANOVAs (Region × Speech Type). Attended speech elicited a significantly
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different pattern of activity in LIFG than in the STS (F(3,54) = 6.12, p < 0.001). A post-hoc
contrast, that compared degraded speech (NVhi and NVlo) against clear speech, revealed a
significant ‘noise-elevated’ response in the LIFG (F(1,18) = 15.51, p < 0.001, shown in Figure 56b), but not in the STS (absent in Figure 5-6c). Responses to unattended speech also differed
significantly between these areas, as demonstrated by significant region by speech type (2 x 4)
interactions at both levels of distraction (Auditory Distracter: F(3,54) = 29.61, p < 0.001; Visual
Distracter: F(3,54) = 17.84, p < 0.001). Linear interaction contrasts showed that unattended
speech produced a steeper linear response (i.e. decreasing activity with decreasing intelligibility)
in the STS than in the LIFG (Auditory Distracter: F(1,18) = 74.95, p < 0.001; Visual Distracter:
F(1,18) = 39.84, p < 0.001). These results can be observed in Figures 6b and 6c: in the STS,
activity elicited by unattended speech decreases with intelligibility, whereas this pattern is less
apparent in the LIFG. Although STS regions are significantly active (relative to rest) regardless of
attention condition, reponses in the LIFG region are above baseline only when attention is on the
speech stimulus. Furthermore, the interaction pattern in LIFG explains why this area did not show
a noise-elevated response for the main effect of speech type (Figure 5-4): this response was
present only for speech that was attended.
It is interesting that the ‘noise-elevated’ response only for attended speech can be
qualitatively observed in other brain regions that demonstrated a significant interaction. Figure 57 depicts the interaction patterns from left supplementary motor area (SMA, Figure 5-7a), left
insula (Figure 5-7b), right caudate (Figure 5-7c), and right angular gyrus (Figure 5-7d). Again,
attended speech elicited a ‘noise-elevated’ response that is absent when attention was focused
elsewhere.
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Figure 5-7: Other areas that demonstrate a significant interaction. Average contrast values (i.e.
estimated signal relative to baseline; arbitrary units), are plotted for peaks demonstrating a
significant Speech Type by Attention interaction in the whole-brain analysis. Solid lines indicate
conditions in which attention was directed towards the speech signal, dashed lines indicate
conditions in which attention was directed towards the distracter stimuli (responses are collapsed
across auditory and visual distracter conditions). Error bars indicate standard error of the mean.
5.4.2.5 Attention-Dependent Speech Processing Occurs on the Upper Bank of the STS
Finally, we wished to improve our localization of the temporal lobe activations revealed in
the interaction analysis. It has been observed from anatomical studies of rhesus monkeys that the
STS is a large and heterogeneous area of cortex, containing several distinct areas that can be
parcellated according to their cyto- and myeloarchitectonic properties, as well as their afferent
and efferent connectivity (Seltzer and Pandya, 1978, 1989, 1991; Padberg et al., 2003). These
include unisensory regions – auditory area TAa, along the upper bank and lip of the STS, and
visual areas TEa and TEm, along the lower bank of the sulcus – and polymodal regions TPO and
PGa, which lie along the upper bank and in the depth of the sulcus (Seltzer and Pandya, 1978).
Area TPO itself is composed of three distinct subdivisions (TPOc, TPOi, and TPOr) which
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receive inputs of varying strength from frontal (ventral and prearcuate cortex) and parietal
regions (Padberg et al., 2003). Therefore, precise localization of the STS peaks, which could
provide important functional information (e.g., auditory vs. visual vs. multisensory processing), is
confounded by volumetric smoothing: BOLD signal on one side of the sulcus is smoothed across
to the physically close, yet cortically distant, bank of the opposite side. Smoothing in two
dimensions (along the cortical sheet) overcomes this issue. Accordingly, we performed a surfacebased analysis (with the Freesurfer image analysis suite: http://surfer.nmr.mgh.harvard.edu/) of
the Speech Type by Attention interaction model simply for visualization purposes, so that we
could more accurately locate the area exhibiting interaction within the STS region. Contrast
images were inflated, and smoothed along the cortical sheet, then submitted to a group-level
analysis. This visualization suggests that the rostral STS peak lies on the upper bank of the STS,
and so may correspond to the auditory area TAa, whereas the more caudal peak lies more in the
depth of the sulcus, but still on the upper bank, and may therefore correspond to multisensory
TPO cortex (Figure 5-8).

Figure 5-8: Results of the surface-based analysis of the Speech Type by Attention interaction.
Red vertices indicate regions demonstrating an interaction at p < 0.05 uncorrected for multiple
comparisons, whereas yellow vertices represent regions in which the F-statistic was greater than
the critical F obtained from permutation testing (i.e. p < 0.05 FWE).
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5.5 Discussion
This study demonstrates that the comprehension of speech that varies in intelligibility,
and the engagement of brain areas that support speech processing, depends on the degree to
which listeners attend to speech. Our behavioural and fMRI results suggest that, in our paradigm
at least, clear speech is generally processed and remembered regardless of whether listeners are
instructed to attend to it, but speech that is perceptually degraded yet highly intelligible is
processed quite differently when listeners are distracted.
The post-scan recognition data show that unattended clear speech was encoded into
memory, suggesting successful comprehension; listeners were able to remember clear sentences
with similar accuracy whether attended or unattended. There was no difference in recognition
accuracy for sentences presented in the distraction tasks, despite the difference in task difficulty,
which suggests that it is not solely attentional load that determines whether unattended speech is
processed. Nonetheless, we cannot discount the possibility that more challenging tasks could
disrupt the processing of unattended clear speech, and future work will address this by
manipulating load with a broader range of task difficulties. Our conclusion agrees with other
studies that demonstrate effects of unattended clear speech on behavioural measures (Salamé and
Baddeley, 1982; Hanley and Broadbent, 1987; Kouider and Dupoux, 2005; Rivenez et al., 2006)
and electrophysiological responses (Shtyrov et al., 2009; Shtyrov, 2010), but conflicts with
findings that listeners usually cannot remember unattended speech when listening to another
talker (e.g., Cherry, 1953; Wood and Cowan, 1995). Speech signals are acoustically very similar,
and attention is likely needed to segregate the target stream from interfering talkers, thereby
reducing the resources available for processing unattended speech. This may be similar to our
observation that attention is required to process degraded speech: significant speech-type by
attention interactions in our behavioural and fMRI data that indicate that processing of to-beignored (degraded) speech is significantly disrupted.
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The combination of neural and behavioural interactions provides the first demonstration
that the processing of degraded speech depends critically on attention. Degraded speech was
highly intelligible when it was attended, but cortical processing and subsequent memory for those
sentences was greatly diminished (to chance levels, for NVlo sentences) when attention was
focused elsewhere. The recognition data strongly suggest that distraction impaired perception of
degraded speech more than clear speech, consistent with our online BOLD measures of speech
processing during distraction. In both the STS and LIFG, the processing of degraded (but not
clear) speech was significantly enhanced by attention.
Previous fMRI studies of speech perception have either failed to observe similar
interactions or have not assessed the degree to which unattended speech is processed at a
behavioural level. For instance, Heinrich et al. (2011) showed that low-level auditory processes
contributing to the continuity illusion for vowels remain operational during distraction, and thus
low-level, speech specific responses in posterior STG remain intact.

Sabri et al. (2008)

demonstrated that speech-evoked fMRI responses are attenuated and that lexical effects are
absent, or reversed, during distraction. However, without behavioural evidence it is hard to
conclude (as Sabri et al. propose) that processing is significantly diminished when speech is
ignored. Furthermore, the noise associated with continuous fMRI scanning would have created a
challenging listening situation that (according to our findings) might be equally responsible for
the absence of neural responses to unattended speech.
Our fMRI results demonstrate that the distributed hierarchy of brain areas underlying
sentence comprehension (Davis and Johnsrude, 2003; Davis et al., 2007; Hickok and Poeppel,
2007; Obleser et al., 2007) can be parcellated by the degree to which patterns of speech-related
activity depend on attention. It is only brain regions more distant from auditory cortex, probably
supporting higher-level processes, which show attentional modulation. Response patterns in
primary auditory regions did not depend on attention (i.e., there was no interaction), despite a
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reliable main effect consistent with other studies of auditory attention (Alho et al., 2003; Hugdahl
et al., 2003; Petkov et al., 2004; Fritz et al., 2007). This suggest that early auditory cortical
processing of speech is largely automatic and independent of attention, but can be enhanced (or
supressed) by attention.
In contrast, areas of left frontal and bilateral temporal cortex exhibited robust changes in
patterns of speech-evoked activity due to changes in attentional state. In both regions, this
dependence manifested primarily as an increase in activity for degraded speech when it was
attended, compared to when in was ignored. However, the dissimilarity of patterns in these
regions (i.e., the significant three-way interaction) provides evidence that attention influences
speech processing differently in these areas. When speech was attended, LIFG activity for
degraded speech was greater than for clear speech (i.e., a noise-elevated response), whereas in the
STS, activity for degraded speech was enhanced to the level of clear speech. During distraction
conditions, LIFG activity did not depend on speech type, but activity in the STS was correlated
with intelligibility. Taken together, these results suggest that the LIFG only responds to degraded
speech when listeners are attending to it, whereas the STS responds to speech intelligibility,
regardless of attention or how that intelligibility is achieved. Increased activity for attended
degraded speech may reflect the improvement in intelligibility afforded by explicit, effortful
processing, or by additional cognitive processes (such as perceptual learning) that are engaged
under directed attention (Davis et al., 2005; Eisner et al., 2010). A recent behavioural study
demonstrates that perceptual learning of NVS is significantly impaired by distraction, under
conditions similar to those studied here (Huyck and Johnsrude, 2012).
These fMRI results are consistent with the proposal that speech comprehension in
challenging listening situations is facilitated by top-down influences on early auditory processing
(Davis and Johnsrude, 2007; Sohoglu et al., 2012; Wild et al., 2012). Due to their anatomical
connectivity, regions of prefrontal cortex — including LIFG and premotor cortex — are able to
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modulate activity within early auditory belt and parabelt cortex (Hackett et al., 1999; Romanski et
al., 1999a) and intermediate stages of processing on the dorsal bank of the STS either directly
(Seltzer and Pandya, 1989, 1991; Petrides and Pandya, 2002a, 2002b), or indirectly through
parietal cortex (Petrides and Pandya, 1984, 2009; Rozzi et al., 2006). LIFG has been shown to
contribute to the processes involved in accessing and combining word meanings (ThompsonSchill et al., 1997; Wagner et al., 2001; Rodd et al., 2005), and this information could be used to
recover words and meaning from an impoverished speech signal. Somatomotor representations
may also be helpful for parsing difficult-to-understand speech (Davis and Johnsrude, 2007),
including NVS (Wild et al., 2012; Hervais-Adelman et al., in press). We note that many of the
fMRI and transcranial magnetic stimulation studies that implicate left premotor regions in speech
processing have similarly employed degraded speech or other stimuli that are difficult for
listeners to understand (Fadiga et al., 2002; Watkins et al., 2003; Watkins and Paus, 2004; Wilson
et al., 2004; Wilson and Iacoboni, 2006; Osnes et al., 2011). We also observed significant
interactions in bilateral insular cortex and in the left caudate nucleus. These areas connect with
PAC, prefrontal cortex, (supplementary) motor regions, and temporoparietal regions (Alexander
et al., 1986; Middleton and Strick, 1994, 1996; Yeterian and Pandya, 1998; Clower et al., 2005),
and have been shown to be involved in phonological processing (Abdullaev and Melnichuk,
1997; Bamiou et al., 2003; Tettamanti et al., 2005; Booth et al., 2007; Christensen et al., 2008).
The interactions observed in these areas are consistent with the idea that motoric representations
are engaged during effortful speech perception.
In light of our results, we propose that the interaction pattern observed in higher-order
speech-sensitive cortex is a neural signature of effortful listening. Effort has recently become a
topic of great interest to applied hearing researchers, and is typically assessed through indirect
measures; for example, autonomic arousal (Zekveld et al., 2010; Koelewijn et al., 2011;
Mackersie and Cones, 2011), the degree to which participants are able to perform a secondary
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task (Howard et al., 2010), or as in our study, the ability of listeners to remember what they had
heard (Rabbitt, 1968, 1991; Stewart and Wingfield, 2009; Tun et al., 2009). We propose that
fMRI can be used to operationalize listening effort more directly by comparing the “effortful”
BOLD response in the network of frontal areas we have observed, between attended and
unattended speech conditions. To validate this proposal, future work will attempt to relate
individual differences in this BOLD response to listener attributes, such as the ability to divide
attention, experience with degraded speech, and other cognitive factors. Neural measures of
effortful listening might provide a novel means of assessing the efficacy and comfort of hearing
prostheses, and help researchers optimise the benefit obtained from these devices.
Taken together, our findings unequivocally demonstrate that the extent to which degraded
speech is processed depends on the listener’s attentional state. Whereas clear speech can be
processed even when ignored, comprehension of degraded speech appears to require focused
attention. Our fMRI results are consistent with the idea that enhanced processing of degraded
speech is accomplished by engaging higher-order language-related processes that modulate
earlier perceptual auditory processing.
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Chapter 6
Conclusions, Implications, and Future Directions
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6.1 Overall Conclusions
Using a combination of behavioural and fMRI techniques, I have explored how we
perceive speech when it is severely degraded, and how context (predictive text) and attention can
enhance speech comprehension under these conditions. The results of these studies provide
valuable novel insights into how the human brain constructs perceptions of interpretable speech
from auditory signals that are severely impoverished – as they often are in the real world. I have
argued that these findings provide compelling evidence that the brain accomplishes this feat using
interactive predictive processes whereby higher order representations of speech are used to
constrain the interpretation of an ambiguous auditory signal. Two of these studies (Chapters 2 &
4) used functional neuroimaging to study the cortical circuits involved in integrating text with
speech, and have shown (for the first time) that processing in cortically early low-level auditory
regions can be modulated by top-down projections from higher-order auditory regions.

These

studies are also the first to demonstrate such effects using rich and naturalistic speech stimuli (i.e.,
full sentences instead of single phonemes or individual words). Here, I briefly summarize the
conclusions of these studies:

(1) Speech that was severely degraded was perceived as perceptually clearer (i.e., less
noisy) when it was accompanied by matching text (Chapter 2). This illusory increase
in clarity was strongest when text matched the content of the sentence, and when it
preceded the spoken words, which suggests that this process operates predictively,
and not postdictively. Furthermore, this perceptual enhancement of speech clarity
was stronger when the bottom-up signal was more degraded, which suggests that the
influence of top-down predictions (i.e., prior knowledge) is weighted more heavily
when the bottom-up signal is less reliable. Both of these observations are consistent
with a predictive-coding model of speech perception.
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(2) Neural activity within the earliest region of primary auditory cortex, as estimated
from fMRI BOLD signal, was sensitive to the perceived clarity of degraded sentences
presented with predictive text (Chapter 3; Wild et al., 2012). This modulation likely
did not arise from bottom-up interactions between auditory and visual stimuli,
because visual text in non-predictive conditions was matched (with predictive text)
for low-level visual characteristics.

These data suggest that low-level auditory

processes can be penetrated and influenced by the processing of higher-order
linguistic information in left frontal regions. These results are consistent with an
interactive predictive-coding model of speech perception, and are strictly
incompatible with a feed-forward account.

(3) Although the subjective experience of the perceptual enhancement of degraded
speech, as described in Chapters 2 & 3, is that it occurs very rapidly and
automatically, I have shown that it requires conscious awareness of the visual
stimulus (Chapter 4).

There is considerable evidence that visual text presented

subliminally is processed enough to activate phonological representations of speech,
but the convincing lack of a subliminal crossmodal priming effect in this experiment
suggests that there are redundant modality-specific representations of words and/or
phonemes.

Therefore, it appears that awareness is required to connect these

linguistic representations. The conclusions reached here are not incompatible with an
interactive account of speech processing, and suggest an important role for attention
in multisensory integration and degraded speech processing.

(4) Comprehension of speech that varies in intelligibility, and the engagement of brain
areas that support speech processing, depended on the degree to which listeners
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attended to speech (Chapter 5; Wild et al., Accepted for Publication). Whereas clear
speech was processed even when ignored, the processing of degraded speech was
greatly enhanced by focused attention; alternatively, distraction significantly
impaired the processing of degraded speech. When listeners attended to degraded
speech (and tried to understand it), activity in left frontal areas was significantly
increased compared to when they were attending to clear speech, or when they were
distracted, which suggests that high-order linguistic representations of speech are
recruited to assist in interpreting the degraded speech signal. This “effortful” neural
response in frontal areas was accompanied by elevated signal in bilateral temporal
auditory regions of the STS, which also suggests that processing in left frontal
regions modulates earlier stages of speech processing. These results are consistent
with a top-down account of effortful speech processing.

There remain some considerations and implications of these results that are not addressed in the
previous chapters. First, how do the stimuli and paradigms used in these experiments relate, or
generalize, to other forms of stimuli and real-word situations? Second, although I have studied
how context and attention separately influence the processing of speech, it remains unclear
whether these factors interact.

Finally, there are technical and statistical limitations to the

inferences that can be made from the data presented in the previous chapters, but other
methodologies could be used to shed light on these issues. In the following sections I will discuss
these issues, and suggest how future work could resolve them.

6.2 Generalization to Other Stimuli and Listening Situations
The studies reported in this manuscript use a single acoustic manipulation to vary speech
intelligibility (i.e., noise vocoding) and, with the exception of the final experiment, rely on a
single form of prior knowledge (i.e., written text). We have assumed that the experience of ‘pop
161

out’ elicited by the combination of these two factors is a valid model of what occurs in every
conversation, but how reasonable is this assumption? Would these results generalize to other
forms of stimuli, and other kinds of context?
With respect to the auditory signal, it seems likely that the results reported in these studies
would be replicated using other forms of degraded, or vocoded, speech. For example, a similar
‘pop-out’ effect occurs for sine-wave speech (i.e., synthesized speech composed of three tones
that track the formants of the original signal; Remez et al., 1981, 2001); listeners are able to
understand, and report words from, sentences that have been processed as sine-wave speech, but
only when they are informed that the tones form a speech signal. It has also been shown that
perceptual learning of one form of vocoded speech (partially) generalizes to other kinds of
vocoded speech (Hervais-Adelman et al., 2011). Therefore, if ‘pop-out’ and perceptual learning
of degraded speech share a common mechanism (see Section 1.4), then it seems reasonable to
propose that the results reported in this manuscript should generalize to other forms of vocoded
speech as well. Perhaps most relevant, however, are the results of studies reported in Chapter 2
(Jacoby et al., 1988; Goldinger et al., 1999) which demonstrate a similar illusory decrease in
background noise for target words that are familiar (i.e., words masked with noise, not vocoded
speech). Nonetheless, it would be relatively straightforward to run experiments similar to those
in this thesis, but with other (and perhaps more natural) forms of degraded speech; for example,
speech embedded in multi-talker babble, or filtered to simulate presbycusis (i.e., aged-related
hearing loss). There may even be types of acoustic degradation which are not amenable to
enhancement by prior knowledge of the signal content because they drastically alter the acoustic
form of words; for example, extreme time compression makes it hard to extract temporal
envelopes (Ahissar et al., 2001). Only future experimentation will determine if this is the case.
It is perhaps less obvious how context provided in the form of written text (i.e., Chapters 2-4)
relates or generalizes to the context available in normal everyday communication. In contrast to
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the experimental paradigms used here, in which context predicted subsequent words with 100%
accuracy, the context that supports speech communication in everyday life rarely affords this
level of accuracy. I will briefly discuss two sources of more naturalistic context – audiovisual
speech and coherent semantic information, which are less reliable sources of prediction – and
how these might differ from the context provided to listeners in my experiments.
As described in Chapter 1.2, viewing a talker’s face as they speak increases the intelligibility
of speech in noisy situations (Sumby and Pollack, 1954), but there is not a one-to-one
correspondence between lip movements and acoustic sounds; for example, closed lips can
disambiguate some plosives (e.g., ‘/b’ and ‘/d’), but not all of them (e.g., ‘/b’ and ‘/p’).
Audiovisual speech integration also might not operate through a strictly top-down predictive
process.

It has been shown that simply viewing a speaker’s face (without hearing anything)

activates primary auditory cortex in normally hearing human listeners (Calvert, 1997; Pekkola et
al., 2005), and that there are multisensory interactions of visual and auditory information in
primary auditory cortex (van Wassenhove et al., 2005, 2007), but such effects could arise from
lateral connections directly from visual cortex (Falchier et al., 2002; Rockland and Ojima, 2003;
Smiley and Falchier, 2009), or from multisensory interactions in thalamic nuclei (Hackett, 2007;
Smiley and Falchier, 2009). However, that these multisensory interactions might not arise from
neuroanatomical ‘top-down’ connections does not preclude the possibility that auditory-visual
speech perception operates via predictive coding, because there are regularities between the
movements of creating a sound and the acoustic feature of that sound, and these overlearned
associations could be used to anticipate acoustic features of speech from the movements that
produce them (van Wassenhove et al., 2005).

This multisensory integration might operate

independently of the top-down processes described in this manuscript, because prior knowledge
of the McGurk effect (see Chapter 1.2) does not prevent audiovisual integration (Mcgurk and
Macdonald, 1976).
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Another natural source of context that enhances the intelligibility of degraded speech is the
higher-level linguistic (e.g., semantic) content in sentences; this effect is often assumed to reflect
a “top-down” mechanism, whereby cortical areas supporting semantic processes influence the
processing of perceptual auditory processes (see Chapter 1.2). A very recent fMRI study (Davis
et al., 2011), however, suggested that responses in frontal and temporal areas to sentences with
coherent semantic content, compared to semantically anomalous sentences, were more consistent
with a purely bottom-up account of speech processing. Regardless, the coherent sentences in this
study did not necessarily have context that predicted the specific form of subsequent words (i.e.,
these sentences provided contextual support without prediction); for example, sentence-level
context might occur after obscured words or segments, as in the sentence, “The <cough> barked
at the cat. Alternatively, contextual support with prediction (i.e., context that arises before
masked segments of speech) makes specific predictions about the acoustic/phonetic form of
upcoming words and speech sounds. For example, the indefinite article “a” or “an” provides
information about the first speech sound of the next word, because in English, the former
precedes nouns beginning with a vowel, whereas the latter precedes nouns beginning with a
consonant (DeLong et al., 2005). The paradigms used in Chapters 2-4 of this manuscript fall into
the latter category, because it is possible to predict, with extremely high accuracy, the acoustic
form of a word from its written form. Thus, as Davis et al. (2011) propose, it might be possible to
dissociate the effects of contextual support without prediction from contextual support with
prediction on degraded speech processing. More specifically, the brain might use context that
arises before obscured speech might be used differently than context that arises after. Future
studies might manipulate the amount of prediction (or the reliability) of contextual support, or
compare predictive compared to postdictive context, to more closely approximate the listening
conditions of everyday life.

164

6.3 Interactions between Context and Attention
Another important difference between the use of supportive context in the listening
paradigms used in Chapters 2-4, and in real-word speech communication, is the effect of task set
or attention / distraction. Chapter 5 (Wild et al., Accepted for Publication) of this thesis makes an
important contribution to understanding the role of attention in processing degraded speech (i.e.,
attention is important, and often required, to process degraded speech), but it remains unclear
whether attention is required to make use of supportive context, or how these factors might
interact.

For example, will text presented outside the focus of attention influence the

intelligibility of severely degraded speech? Chapter 5 suggests that this might not be the case,
because awareness of visual primes was required to obtain benefit from the primes. Nevertheless,
it would be straightforward to test this hypothesis with a behavioral experiment similar to those
presented in this manuscript. As a more naturalistic example, do the orofacial movements of a
talker improve speech intelligibility if you are not paying attention to them? As discussed in
Chapter 4, there are conditions where this might be true, such as conditions of low attentional
load, but this seemingly automatic audiovisual integration breaks down under high load (Alsius et
al., 2005), or weakens when attention is directed to another modality (e.g., somatosensory
stimulation; Alsius et al., 2007). Thus, it may be that the use of context to support degraded
speech processing requires spare attentional resources (and awareness). In Chapter 5 I observed
that attention enhanced the processing (and comprehension) of degraded speech, possibly because
attention was required to harness sentence-level context.

Further experimentation utilizing

paradigms similar to those reported in these studies will help shed light on many of these issues.

6.4 Further Avenues for Investigation Using Other Methodologies
The experiments reported here make use of behavioural and fMRI techniques to study speech
perception in an adverse listening situation, but there remain numerous opportunities for further
investigation with other neuroimaging techniques and modalities.
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As discussed in Section 1.5, the temporal resolution of fMRI is 2-3 seconds with typical
acquisition parameters, but the effective temporal resolution is actually much longer due to the
sluggish and variable response of the BOLD signal. This makes it difficult to distinguish bottomup from top-down processes, and hence causal influences, with current fMRI methodologies. For
example, in Chapter 2 I concluded that the modulation of activity in primary auditory cortex
likely arises from higher order areas, but did not (and could not, with that fMRI paradigm)
explicitly measure differences in timing between when these areas were activated.

Further

compelling evidence of top-down processes in speech perception would come from the
observation that modulations of activity in primary auditory cortex were preceded by activation
of higher-order auditory regions.
I expect that other neuroimaging modalities which provide better temporal resolution, such as
EEG and MEG, will allow valuable opportunities for observing top-down influences in speech
perception.

Indeed, a recent study (Sohoglu et al., 2012) used concurrent M/EEG to measure

neural activity during a listening paradigm very similar to that I used in Chapters 2 and 3. In
accordance with my findings, Sohoglu et al. observed that listeners rated noise-vocoded words as
significantly less noisy when they were preceded by matching visual primes, compared to nonmatching and mismatching primes. This enhancement in perceptual clarity was associated with
an increase in activity in LIFG, which was quickly followed by a subsequent decrease in activity
in superior temporal regions. The authors argue that these responses are uniquely consistent with
a top-down feedback process in which early auditory processing is compared against top-down
predictions (i.e., a predictive coding process, see Section 1.7). It would be interesting to extend
this study to use full sentences (as I have used) instead of single words, but this would introduce
an additional challenge for such electrophysiological methods, as it becomes more difficult align
measured neural responses to events in the speech stream (Davis and Johnsrude, 2007).
However, advanced techniques that do not rely on time-locked M/EEG responses could be used
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to resolve top-down and bottom up signals. One such technique, Dynamic Imaging of Coherent
Sources (DICS; Gross et al., 2001), has been used to show that the phase locking between the
auditory envelope of speech and neural responses in left temporal lobe auditory regions is
enhanced when speech is intelligible (Peelle et al., 2012).
Despite the temporal limitations of fMRI, it may also be possible to resolve top-down
influences in the cortical auditory system with Dynamic Casual Modeling (DCM; Friston et al.,
2003): a technique that was designed to estimate the functional coupling among brain regions,
and how patterns of coupling are modulated by experimental manipulations. The basic idea of
DCM is that it allows the experimenter to compare various models (i.e., specific hypotheses about
brain architecture), to see which best explains their fMRI data.

DCM treats a group of

interconnected brain regions (i.e., the specified model) as a dynamic input-output system, where
inputs to the model correspond to external stimulation (i.e. experimental manipulations), and the
outputs describe measured BOLD responses in these areas. There are parameters that describe
the connections between the regions, the modulatory influences on these connections, and the
hemodynamics of each region. Fitting the observed fMRI data to the model(s) (i.e., model
inversion) provides estimates of these parameters, which can be compared across subjects or
conditions, and statistics that describe the model evidence, which can be used by Bayesian model
selection to choose between competing hypotheses (Penny et al., 2004, 2010; Friston and Penny,
2011).
Indeed, DCM was designed to test exactly the sort of question that this thesis asks. For
example, it has been used to show: that attention modulates visually evoked cortical responses by
changing the strength of connections in the visual processing hierarchy (Friston et al., 2003); and
that feedback connections play a critical role in processing visual stimuli (for reviews, see: Penny
et al., 2004; Friston, 2011). Similarly, it should be possible to compare different functional
models of speech processing with DCM: is the functional coupling between primary auditory
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cortex and higher-order areas, such as those identified in previous chapters (e.g., LIFG, premotor
cortex), enhanced when speech is difficult to understand; and, is this enhanced functional
coupling more likely to occur through forward or backward connections?
One potential problem with DCM is that it is limited to models that are specified, a
priori, by the researcher. Thus, even the best model (as determined by DCM) may be incorrect if
not all the necessary regions are identified and included in the model. Furthermore, the number
of connections in a model increases exponentially with the number of included regions, making it
extremely inefficient to test or search model spaces with more than a few regions. Given that the
anatomy of the cortical auditory system has been well-described in terms of the regions and their
connectivity (see Section 1.6), it should be possible to develop, and test with DCM, anatomically
informed models of speech processing using fMRI.
Nonetheless, evidence of top-down interactive influences on speech processing does not
necessarily mean that such processes are required to process speech. There is considerable
neuroimaging evidence that motor regions are involved in processing speech (see Chapters 3 &
5), but neuropsychological evidence shows that damage to motor areas (e.g., stroke) does not
necessarily disrupt receptive language abilities (for review, see: Scott et al., 2009); for example, ,
damage to LIFG (i.e., Broca’s, or expressive aphasia) is characterized by the loss of the ability
produce speech, while the ability comprehend speech remains intact (Mohr et al., 1978).

It

could be that, as this thesis discusses (Chapter 5; Wild et al., Accepted for Publication), higherorder areas are recruited to assist in processing speech in challenging listening situations. In
order to demonstrate a causal and active role for higher-order cortical areas in processing
degraded speech, one could use Transcranial Magnetic Stimulation (TMS) to perform a ‘virtual
lesion’ experiment.
A recent TMS study has shown that repetitive TMS (rTMS) administered over premotor
cortex impaired listeners’ ability to perform a phonetic discrimination task, but did not impair
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performance in a non-speech task matched in difficulty (Meister et al., 2007); importantly, the
speech stimuli in this experiment were presented in noise. It would be interesting determine how
rTMS over premotor cortex affects the intelligibility of clear and degraded sentences. As I have
shown in Chapter 5, frontal regions are activated during the effortful perception of degraded
speech, and if these areas play a causal role in enhancing the intelligibility of speech, then
disrupting these areas should impair the processing of degraded, more than clear, speech. As far
as I know, there are no published studies that have tested this hypothesis, nor are there any studies
that examine how TMS affects the intelligibility of naturalistic speech.

6.5 Concluding Remarks
Despite the many decades of research studying speech perception, there remain many open
questions and issues to be resolved. While this dissertation has contributed novel findings to this
research field, it has also demonstrated how functional neuroimaging can offer valuable insights
into the mechanisms of speech perception that behavioural testing alone could not reveal.
Conversely, although rapid advances in neuroimaging technologies and methods promise
incredible ways to observe the functioning human brain, they will likely not reach their full
potential unless they are combined with careful experimental design based on theory (e.g.,
anatomical and/or cognitive models of speech processing).

Given the rapid rate of progress, it

will be undoubtedly be fascinating to see where the next decade of research in this field takes us.
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Sentence
his handwriting was very difficult to read
some milk was borrowed from his neighbour
the new owners of the house painted it pink
the restaurant was bought by the hotel
the bathroom was decorated by the family to help them to sell the house
he deserved the respect of his colleagues
they walked from the cottage down the path to the edge of the forest
the shop was closed when she arrived there
they told the truth about the fight to the teacher
thunder was heard when the children were all in their rooms
the television programme was a success
the top of the tower had a wonderful view of the city
the bishop was welcomed into the chapel
the chocolates and the flowers were bought from the nearest florist
the drink was too hot for the baby
it was the women that complained when the old bingo hall was closed
the gambler lost most of his money at the races
there were books in the cellar
the coin was thrown onto the floor
the carpet and the curtains were the same colour
the building had a nest in its roof
he left school before he had done his exams
his face showed that his team had lost the game
her new skirt was made of denim
the traffic on the highway was very heavy
there was beer and cider on the kitchen shelf
the competition ended as a draw
soccer is mostly played in the summer
her mother was making a cake
the gate to the church was quite rusty and difficult to open
the king was making many enemies
the care given by the nurses on the ward was very professional
the goal was scored by a defenseman
gin was not a drink that her old man liked
the scouts and the guides always went on long hikes in the summer
snow is unusual in the summer in most countries
awards are given to good writers at the end of their careers
the guard tried to prevent the escape
the panel were supposed to ignore the height and weight of the contestants
the wax from the candle fell on the book
the dessert was put into the oven at the start of the meal
He broke his leg when he fell off the horse
his wig fell on the floor
the student tried to move the desk
the noise was very loud and difficult to ignore
the boy was able to conceal his cigarette
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he reminded his parents about the game of football
the sketch showed that the road would pass the school
the whole sky was full of birds
there was lettuce and cucumber in the salad
the luggage should be kept in a large warehouse
the boy was able to climb the mountain
the athlete tried to win the marathon
his boss played golf nearly every weekend
the fight in the playground was over a packet of gum
actors normally perform at the theatre
her backpack was full of things that she would need for her camping trip
the singer was well known throughout Europe
there were tools made from gold found at the site
the recipe for the cake was easy to follow
she was sitting on the sofa in her bedroom
the garlic and the herbs were added to the fried onion
the statue had some paint on it
she hurt her ankle while she was cycling to the village
the wife of the priest helped out the elderly
the children were hoping to play some hockey and rugby at their school
the fireman climbed down into the bottom of the tunnel
the car drove over the cliff
spiders are often found in the tub
he always read a book before going to bed
the pattern on the rug was quite complex
he surprised his parents by his lack of concern
the burglar came up over the wall of the palace
the cattle were kept in the barn
the fog in the valley was quite thick
the computer was sent back after the first month
he added milk and sugar to his coffee
the cake and the biscuits had the same flavour
she laughed at the joke about the dog
the housewife was able to carry the bags of food
the church was destroyed by the blaze
the money for the science library was increased when the university was modernized
she cleaned the wardrobe after she emptied it
the goat was as greedy as the family had expected
his uncle had some sheep that lived out in his garden
her children saw a snake at the picnic
the gifts sold to the tourists in the shop were quite cheap
the student wrote many essays that year
he met his father while he was walking to the shops
his briefcase was brown and was made of leather
it was a sunny day and the children were going to the park
the camel was kept in a cage at the zoo
the police returned to the museum
the man read the newspaper at lunchtime
he was sitting at his desk in his office
the couple had been together for three years
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the child left all of his lunch at home
the soup was kept in a carton in the fridge
some ice was added to the whisky
she loved stories about fairies wizards and dragons
their holiday was quite short and would end soon
the lawyer has quite a large salary
a game of chess can last for four hours
trains are often delayed by bad weather
the woman was hoping to discover the name and address of the culprit
she grew tomatoes in her greenhouse
they drove from the seaside to the city at the end of the day
the juice was served in a large jug
he guessed the answer to the question in the exam
the queen went on a tour of the country that summer
the blunt knife was rather awkward to use
the soldier had a map that showed him all the details
daisies will begin to grow quite soon
there were many sparrows in the sky just above the trees
the neighbors made a lot of noise last night
the furniture in the dining room was removed when the room was decorated
a spoon was used to stir the cup of tea
his new clothes were from France
the kettle had some water in it
there were bracelets and necklaces in her jewellery box
there was a really beautiful sunset that evening
it is common for people to avoid the dentist
the view from the top of the ridge was amazing
he enjoyed the beauty of the hills
the bruise on his knee was quite painful
the elephant was huge just as the circus had wanted
the bride smiled at the photo of her wedding
the child was sad when her toys were damaged
she wrote her secrets in her diary
the town had pubs that were quite cheap and easy to find
the boat drifted across the pond
the mayor used cash to bribe the reporters before they exposed him to the public
her daughter was too young for the disco
the beef was rare just as the customer had requested
the lecturer insisted that the students should submit their essays on time
his girlfriend had chosen the picture on the wall
the shoes were not the colour that the young girl wanted
the crooked tree was in danger
it was the crew that remained when the final lifeboat left the ship
the truce was broken when more guns were delivered
the group of friends got a taxi home after they left the nightclub
an angry crowd was turned back at the government building
there were mice in the cave
they thought that the house was haunted
the audience was quiet when the song was started
the rice was cooked in a large saucepan
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it was too cold to go camping in winter
the artefacts found at the dig were made of bronze
the thief started to sprint very fast
he ironed his shirt before he wore it
the safety rules of the apartment were important to follow
it is best if the hamster stays in the shade during the summer
the win helped our team advance to the play-offs
they were concerned when the kid laughed at violent movies
they hoped that the pill did not have any side effects
he explained that the arch had been built by the Romans
the pantry contained ingredients he had never seen before
the pole did not support their weight as they climbed over the gate
the canyon was filled with haze on sunny days
the track turned north towards the forest
everyone was worried as the exam was much harder than expected
the shrubs are watered regularly by the gardener
the public stopped attending the games after a bad start to the season
roses will start to bloom very soon
a splash of gin tastes really good with ice and lemon
the vessel was still watertight even when badly battered
the drought was eased by the arrival of the monsoon
there has been a tree towering above this house for the last fifty years
it is because the ant lived under the rocks that it survived the explosion
taking a nap can help you stay up later
it was a cloudy week so the residents stayed in their dormitories
he searched the pack for the ace of hearts
the old house was for sale
the children thought the dolphin was beautiful
the tray should have been returned to the kitchen
we noticed that the pen shook when the man signed the form
she claimed that the bran tasted much nicer
the tie attracted attention because of its odd appearance
the plane flew over the buildings
the croquet game could begin after the lawn was mowed
she thought her jacket made her look very smart
the bait should be suitable for catching rats
the pain tempted him to abort the climb
the fumes from the factory are unbearable in the village
a severe storm left the walnut tree badly damaged
the author wrote the book that year
the garage was closed on weekends
it was unfortunate that the fog was so thick
they thought that the stable would cost more than the house to heat
it was obvious that the junction was dangerous to drive around
the den should be an ideal place to study
the dentist needed somewhere to relax at the end of the day
opening the can takes a long time with a rusty penknife
aeroplanes are currently the best way to travel
the rowing team veered into the bank at the start of the race
the platform started creaking alarmingly during the speech
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the dock should be fairly quiet on saturdays
the gems found in the store were not worth very much money
taking a hostage allowed the robbers to make their escape
it was agreed that the name of the ship would be Titanic
the pension payments were worth less and less every month
her cousin had informed the doctor of his symptoms
the soldier saluted the flag with his rifle by his side
the feast began to get livelier some time later
there were forks in the drawer
the students thought the museum was very boring
the kiln was hot enough to fire the pots
he replied that the songs were quite good
the horn was so loud that they all jumped at the noise
the flag was raised to the top of the flagpole
we had to be careful that the ferry was on time
the soldiers thought that helmets would save their lives
the patient bears many injuries this year
a new shopping mall was built last year
we were disappointed that the cookies had not been touched
we were lucky that the hammer was kept in the toolbox
artists typically showcase their paintings at the gallery
peanut products are banned from the school to avoid allergic reactions
her old clothes were donated to the shelter
the soup kitchen was closed yesterday
the lab brought in new headphones for the study
it is predicted to rain today
the boys need to stretch before swimming
the phone rang continuously after the Prime Minister gave his speech
the experiment requires twelve more participants
the girl had her poster printed out for a discount
graphs were made to demonstrate their results
his family enrolled him in photography lessons
there was a fitting for the groom
students were listening to music instead of paying attention in class
the milk went bad after one month
apple pies can be eaten with cheese
the company provided clowns and face painters for the birthday party
he managed to win a lot of scholarships for college
knitting is a fun hobby even in april
the student was not allowed to download movies illegally from the internet
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