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Abstract 

 

This dissertation presents a new measure of U.S. inflation persistence from the 

point of view of a professional forecaster. In chapter 2 I explore two different measures 

that give insight into the views of professional forecasters and link their views with U.S. 

inflation data. One of these measures, given by the persistence implied by forecast 

revisions, appears to have similarities with actual inflation persistence over the 1981–

2008 sample period. 

 Chapter 3 explores forecast revisions in a more general setting allowing 

forecasters to have their own views on inflation persistence as well as a unique 

information set. This chapter builds a measure of perceived inflation persistence via the 

implied autocorrelation function that follows from the estimates obtained using a 

forecaster-specific state-space model. When compared to the autocorrelation function for 

actual inflation, forecasters tend to react less to shocks that hit inflation than the actual 

inflation data would suggest. This could be due to increased credibility of the Federal 

Reserve, but it could also be a result of a bias in the underlying inflation forecasts. 

 Chapter 4 focuses on this issue and finds that the reluctance of forecasters to make 

revisions to their previously announced forecasts causes their estimates of perceived 

inflation persistence to be understated as their announced inflation forecasts differ from 

their true inflation expectations. This chapter also presents a method to undo this bias by 

retrieving their true inflation expectations series. 
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Chapter 1
Introduction

1.1 Background

Inflation persistence is a heavily debated property of inflation which may be defined

as the extent to which past shocks continue to have an effect on current inflation.

An important consequence of high inflation persistence is that it can undermine peo-

ple’s confidence in the central bank’s policies. Consequently, it may cause inflation

expectations to differ from the central bank’s objectives as inflation expectations be-

come sensitive to shocks that hit the economy. This may influence the level of actual

inflation, despite the central bank’s policies targeted at controlling it. For example,

consider a substantial increase in the price of gasoline. If the public views the cen-

tral bank’s mandate to maintain price stability as credible, then they would view the

resulting increase in inflation as temporary and their expectations of future inflation

will be unchanged and in line with the central bank’s objectives. Conversely, if the

central bank is not believed to be credible in maintaining price stability, persistently

high inflation may result as the public expects higher inflation in the future, and thus

make pricing decisions accordingly. In this case, the central bank may be required

to take a more aggressive response following an inflationary shock than would oth-

erwise be necessary, solely to achieve credibility with the public. Thus, persistence

in expected inflation may raise the output costs associated with stabilizing actual

inflation.

The goal of this dissertation is to shed light on these challenges by introducing

a new measure known as the perception of inflation persistence. It measures the per-

sistence of inflation from the point of view of a forecaster. Obtaining this measure is

not a straightforward task since people are not asked to quantify or report their views
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on inflation persistence. Moreover, there is heterogeneity across agents in the way

they form inflation expectations that would make it diffi cult to deduce their implied

persistence; economic agents, for example, may have heterogeneous information sets,

so the differences in their expectations reflect this different information.

Despite these challenges, if it is possible to obtain a measure of perceived infla-

tion persistence, it can help to better understand the expectation formation process

of agents in the economy. The focus here will be on U.S. professional forecasters,

but given a rich enough data set, this framework can easily be extended to other

agents in the economy. Professional forecasters are chosen as a starting point as they

are informed agents who often advise businesses and households in major decision-

making. The inflation forecasts submitted by these professional forecasters are also

very often used for research purposes when actual inflation data cannot be used or is

unavailable. It is therefore important to understand the underlying properties of the

forecasts provided. The remainder of this chapter discusses the literature related both

to the study of U.S. inflation persistence, as well as the use of forecast data. I con-

clude this chapter with a discussion of the forecast data that will be used throughout

the thesis.

Chapter 2 proposes and estimates two possible measures that could help one

better understand the implied persistence underlying the forecast survey data. These

two measures are labelled forecast updates and forecast revisions and they are ex-

plored under a simple view of the inflation process to understand their linkage with

the actual inflation data. While the focus of this thesis is not to explore the rational-

ity of these forecasts, it is useful to understand how the inflation persistence implied

by these measures compares with actual inflation persistence. I find that the persis-

tence implied by forecast revisions is not significantly different than actual inflation

persistence and therefore merits further exploration.

In Chapter 3, the perceived inflation persistence measure that follows from fore-
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cast revisions is examined under a stronger lens in a setting that more closely emulates

the world of inflation forecasting. Forecasters now not only have their own views on

the persistence of inflation, but they have their own, unique information set. Since

in practice the forecasting model used by forecasters is rarely known, other than the

necessary assumption of its evolution, no further assumptions are made regarding its

structure. Perceived state persistence is now measured as the autocorrelation in the

state variable which may be compared to other measures of persistence in the litera-

ture, and is used to derive a measure of perceived inflation persistence that facilitates

a direct comparison to actual inflation persistence.

The findings in Chapter 3 suggest that perceptions of state persistence have

declined since the 1990s and that forecasters’perceptions of inflation persistence are

lower than the persistence of actual inflation. This could mean that forecasters do not

generally expect shocks to inflation to be long-lived. However, this finding could also

mean that there could be some systematic difference that exists between the actual

and forecasted inflation data. If this is indeed the case, it is important to take this

into account for research and policy-related purposes.

The goal of Chapter 4 is to shed light on this issue. This chapter considers a

rational bias due to conservatism that may exist when making inflation forecasts.

Essentially, if forecasters have some reluctance to make revisions to their previously

announced forecasts, this would cause a divergence between forecasts they announce

and their true expectations of inflation, hence causing their perceptions of inflation

persistence to be understated. Starting with a loss function for each forecaster, a mea-

sure of true expected inflation can be obtained which can then be used to estimate

true perceptions of inflation persistence. Findings in this chapter reveal that fore-

casters’true perceptions of inflation persistence are closer to what is observed in the

actual inflation data, particularly for forecast horizons beyond the current quarter.

Chapter 5 summarizes and concludes the main findings and contributions of this
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dissertation as well as discusses an area for further research.

1.2 Research Context

1.2.1 U.S. Inflation Persistence

Much research has been dedicated to determining the degree of inflation persistence

along with its stability over time. Cogley and Sargent (2001) use a VAR with random

coeffi cients to measure parameter drift in U.S. inflation-unemployment-interest rate

dynamics. They find that since the early 1980s, the degree of persistence in CPI

inflation has been drifting downwards. This result coincides with findings of Taylor

(2000) who uses the GDP deflator, and Brainard and Perry (2000) who use the CPI.

Similar to Cogley and Sargent (2001), Pivetta and Reis (2007) use Bayesian

methods to estimate inflation dynamics using the GDP deflator, but allow for the

possibility that inflation may have a unit root. They compute alternative statistical

measures of inflation persistence and, as a result, find that inflation persistence in

the U.S. has been unchanged over the last three decades and that the data cannot

reject the possibility of a unit root. Sims (2001) and Stock (2001) also maintain that

inflation persistence has been unchanged over this time period using the CPI and

GDP deflator, respectively.

Levin and Piger (2004) apply both classical and Bayesian econometric methods to

characterize the dynamic behavior of inflation from 1984 to 2003. They consider four

different measures of inflation: GDP price inflation, CPI inflation, core CPI inflation

and PCE price inflation. Contrary to the findings by Pivetta and Reis (2007), they

find that once the model allows for structural breaks in the intercept (particularly in

1991 for the U.S.), all measures of inflation exhibit little persistence.

A possible source of disagreement stems from the fact that the literature focuses

on diverse features of inflation. In more recent work, Cogley, Primiceri and Sargent

(2010) study inflation-gap persistence in the U.S. using two measures of inflation:
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the log-differences of the GDP and PCE chain-weighted price indices, measuring

persistence in terms of short-to-medium term predictability. They argue that the

inflation gap, defined as the difference between inflation and the Federal Reserve’s

long-run inflation target, has become less persistent since the Volcker disinflation due

to both monetary policy and non-policy factors.

In the inflation forecasting literature, Stock and Watson (2007) examine the ex-

tent to which changes in the inflation process have made U.S. GDP inflation more

diffi cult to forecast. Using an unobserved component trend-cycle model with sto-

chastic volatility, their findings suggest that there have been major changes to the

univariate inflation process that have made inflation less persistent and volatile since

1984. Post—1984 inflation forecasting models have smaller root mean squared fore-

cast errors (RMSFEs) than prior to 1984, suggesting inflation has become easier to

forecast. At the same time, post 1984, it has become diffi cult to improve on forecasts

made beyond simple univariate models, making the job of an inflation forecaster more

diffi cult.

For the most part, there is agreement that inflation persistence was high from the

1960s until the disinflationary period in the early 1980s. The controversy occurs in the

subsequent period from the early 1980s onwards; some research suggests that inflation

persistence has declined while other findings contend that it has been unchanged.

As mentioned above, for example, Pivetta and Reis (2007) find that postwar US

inflation persistence is always close to 1, with no evidence of a decrease in recent

years. Conversely, Levin and Piger (2004) find that since 1984, estimates of US

inflation persistence are less than 0.7 and the null hypothesis of a unit root can be

rejected at the 95% confidence level.1

1Pivetta and Reis use multiple measures of inflation persistence to obtain this result including
the largest autoregressive root and the sum of the autoregressive coeffi cients, when inflation follows
an AR(3) process. Similarly, Levin and Piger measure the degree of inflation persistence in terms of
the sum of the autoregressive coeffi cients when inflation follows an AR(4) process.
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1.2.2 Forecast Survey Data

On the use of forecast survey data, many papers have found that surveys outper-

form simple time-series benchmarks for forecasting inflation: see Grant and Thomas

(1999), Thomas (1999), and Mehra (2002). Faust and Wright (2012) compare sev-

eral methods of forecasting inflation and find that private sector survey forecasts are

quite diffi cult to beat. In addition, Ang, Bekaert and Wei (2007), examine the fore-

casting power of four alternative methods of forecasting U.S. inflation out-of-sample:

ARIMA models, forecasts from a Phillips curve, term structure models and survey-

based measures. They find that the Livingston survey and the Survey of Professional

Forecasters (SPF) outperform the other forecasting methods. Capistran and Timmer-

mann (2009) use data from the SPF to explain the dispersion in inflation expectations

across forecasters. Their paper is relevant here as it highlights aspects of forecaster

heterogeneity, suggesting that the differences in beliefs are correlated with both the

level and volatility of inflation based on asymmetries in costs of over and under-

predicting inflation. On a similar note, Patton and Timmermann (2010) find that

differences in agents’forecasts of inflation are greater at longer forecast horizons and

that these differences persist over time.

Models in which agents are inattentive to new information have been proposed

to explain heterogeneity in forecasts. Mankiw, Reis and Wolfers (2003), for example,

document disagreement in inflation expectations among both consumers and pro-

fessional economists. They suggest that this disagreement may provide insight into

macroeconomic dynamics. Their paper accounts for this heterogeneity by using a

sticky-information model which suggests that agents update their expectations only

periodically, and therefore some agents may form expectations based on outdated

information. They find that the sticky-information model is able to explain some

(but not all) features of the data. Other forms of agent inattention include noisy

information models proposed by Woodford (2002), Sims (2003) and Mackowiak and
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Wiederholt (2009), in which agents continuously update their information, but do

not have perfect access to it. Andrade and Le Bihan (2010) estimate a model in

which forecasters have both sticky information and noisy information. Their work is

particularly relevant here as it is one of the few papers that highlights and exploits

the panel dimension of a survey of professional forecasters, in particular, the ECB

SPF. Based on the predictions of these models of informational rigidity, Coibion and

Gorodnichenko (2010) test the rational expectations hypothesis using an approach

that suggests a theoretical link between ex post mean forecast errors and ex ante

mean forecast revisions. They interpret their rejection of full information rational ex-

pectations as a deviation from full information rather than a deviation from rational

expectations, driven by informational rigidities.

1.3 Actual and Expectations Data

The expectations data used throughout this dissertation comes from the Survey of

Professional Forecasters (SPF), the oldest quarterly survey of macroeconomic fore-

casts in the U.S. The survey began in 1968 and was conducted by the American

Statistical Association and the National Bureau of Economic Research. The Federal

Reserve Bank of Philadelphia assumed responsibility for the survey in June 1990. A

survey participant’s affi liation is kept confidential, but the individual responses are

coded with an identification number for each forecaster which will be used to track

their forecasts. The inflation forecasts used are quarterly forecasts for the CPI in-

flation rate, seasonally adjusted, at annual rates, in percentage points. Quarterly

forecasts are annualized quarter-over-quarter percent changes. The particular quar-

terly forecasts series used are 1-quarter ahead through 5-quarter ahead forecasts of

CPI inflation ("CPI2" to "CPI6"). The data runs from 1981:Q3 to 2010:Q1.

Data for actual inflation comes from FRED R© (Federal Reserve Economic Data),

a database of over 14,000 U.S. economic time series maintained by the Federal Reserve
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Bank of St. Louis. The series used is "cpiaucsl", the monthly consumer price index for

all items (seasonally adjusted). Monthly data running from 1981 to 2010 is averaged to

quarterly data and is then converted to an annualized quarterly rate to be consistent

with the expected inflation series. The actual inflation data along with 1-quarter

ahead and 5-quarter ahead median expected inflation for the sample period may be

seen below:

Figure 1.1: Actual and Median Expected Inflation (1981Q3 —2010Q1)

1
0

5
0

5
10

1980q1 1990q1 2000q1 2010q1
time

actual inf 1q ahead exp inf 5q ahead exp inf

Note that the 1-quarter ahead and 5-quarter ahead forecasts are made for the

actual inflation dates they are depicted along with, hence the difference between the

median expected inflation series and actual inflation gives the respective quarter ahead

forecast error. 1-quarter ahead median expected inflation follows actual inflation fairly

closely while the 5-quarter ahead median expected inflation series is a much smoother

series.

The advantage of using CPI inflation is that the monthly U.S. CPI releases by

the Bureau of Labour Statistics are not subject to revisions. On the other hand, GDP

deflator data is usually subject to systematic revisions which could result in forecasts

that differ systematically from announced values solely due to data revisions. To

avoid this issue, all the results presented in this dissertation use CPI inflation.
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Depending on the specific goal of the chapter, there may be chapter-specific

variations to the data set. The goal of chapter 2 is to explore the ability of two

different measures to capture information found in the actual inflation data, so the

forecasts that most closely resemble the actual inflation data are used; that is, 1-

quarter ahead and 2-quarter ahead inflation forecasts. Secondly, the large drop in

inflation in 2008:Q4 (see figure 1.1) during the financial crisis period substantially

alters the estimation with actual inflation data in chapter 2 and to avoid drawing

conclusions based on results strongly driven by this period, data prior to 2008:Q4

will be used. Fuhrer (2009), for example, refers to the time period 1985—2008 as the

"Great Moderation" sample.

In chapter 3, however, the focus will be on using one of these proposed measures

to understand how forecasters respond to shocks, therefore data until 2010:Q1 will be

used. Chapter 3 will focus only on forecaster-specific estimation, so accounting for a

possible structural break in 1984 would be diffi cult since only a few observations are

available between 1981:Q3 and 1983:Q4. Thus, chapter 3 estimation will be based on

data starting in 1984. In particular, the chapter 3 sample contains observations from

forecasters who have submitted enough forecasts to generate at least 10 revisions.

This yields a panel of 80 forecasters, 29 of which are financial service providers, 31 of

which are nonfinancial service providers, 7 of which switched between the financial and

nonfinancial industry over the sample period, 6 of which whose industry is unknown,

and 7 forecasters whose industry is not reported.2

In chapter 4, the focus again is on forecaster-specific estimation, however it is

concerned with understanding a difference that may exist between forecasters’infla-

tion forecasts and their true beliefs. The full sample period from 1981:Q3 to 2010:Q1

is used here and contains observations from forecasters who have submitted enough

2The SPF began the industry classification in 1990:Q2, hence the forecasters whose industry is
not reported, generally speaking, were participants early in the sample before the classification was
started.
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forecasts to generate at least 8 revisions. This yields a panel of 103 forecasters. Esti-

mation will be performed using the full sample of forecasters, but will be focused on

the 10 forecasters in the sample that submit at least 50 lagged inflation announce-

ments.3

3While it is possible to focus on individual inflation announcements, numerous forecasters in the
sample do not regularly submit consecutive forecasts. The importance of submitting consecutive
inflation announcements may be seen in the conservative loss function in chapter 4 and in the
first-order conditions as the choice of the optimal inflation announcement depends on the inflation
announcement reported in the previous period. The more stringent requirement of submitting at
least 50 lagged inflation announcements allows one to focus on forecasters who regularly participate
in the SPF and avoid those with more intermittent participation.
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Chapter 2
Estimating U.S. Inflation Persistence
Implied by Forecast Data

2.1 Introduction

The goal of this chapter is to explore different measures relevant to understand-

ing forecasters’perceptions of inflation persistence. Using forecast survey data from

the SPF, I obtain forecasters’ implied estimates of U.S. inflation persistence. The

approach used here provides a new method of estimating the degree of inflation per-

sistence and helps to develop a better understanding of inflation expectations data.

Specifically, through the various updates and revisions that a panel of forecasters

make to their quarterly U.S. CPI inflation forecasts, I obtain their perceived inflation

persistence estimates. When compared to actual inflation persistence estimates, the

two are not found to be significantly different. Findings also suggest a lower degree

of inflation persistence than suggested by previous studies, and a higher degree of

consensus in perceived inflation persistence across forecasters since 1991.

2.2 Notation and Test Equations

2.2.1 Forecast Revisions and Forecast Updates

The notation used to represent a forecast is Ejtπ(t+h) which is the inflation forecast

made by forecaster j, conditional on his or her time t information set, h-steps ahead.

Forecasts are typically made at the beginning of time t+1, so the most recent period

of information the forecaster would have available would be time t. For example,

Ejtπ(t+1) and Ejtπ(t+2) would be the one-step ahead and two-step ahead inflation

forecasts that forecaster j makes based on time t information, respectively.
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An h-step ahead forecast revision is defined as

rπ(j, t, h) = Ejtπ(t+ h)− Ejt−1π(t+ h), h = 1, ..., H and J = 1, ..., J (1)

where the revision is made with time t information. Notice that Ejtπ(t + h) and

Ejt−1π(t+ h) are both forecasts of the same thing, π(t+ h). However, revisions may

be made to this forecast from one period to the next as forecaster j’s information set

changes.

Using this notation, an h-step ahead forecast update may be defined as:

uπ(j, t, h) = Ejtπ(t+ h)− Ejt−1π(t+ h− 1), h = 1, ..., H and J = 1, ..., J (2)

which tells us the h-step ahead update that forecaster j makes to his or her inflation

forecast at time t. In this case, Ejtπ(t+ h) and Ejt−1π(t+ h− 1) are not forecasts of

the same thing; a forecast update can be thought of as fixing the forecasting horizon,

h, and varying the time period t. It describes how a forecaster’s 1-step ahead forecast

changes from the time t− 1 to time t.

Figure 2.1 clarifies the difference between a forecast update and a forecast revi-

sion. Suppose we are at the beginning of quarter 3. Then the most recent information

on actual quarterly inflation that forecasters have is last period’s inflation rate, π(t).

Based on this information, forecasters will form 1-quarter ahead and 2-quarter ahead

inflation forecasts. This information can then be used to calculate forecast updates

(depicted by uπ) and forecast revisions (labelled rπ).
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Figure 2.1: Forecast Updates and Forecast Revisions

Q1 Q2 Q3 Q4

tt1 t+2t+1Beginning of time:

Most Recent
Quarter of Info:

πt2 πt1 πt πt+1

Ejt2πt+1 Ejt1πt+2 Ejtπt+3 Ejt+1πt+4
3step ahead
forecast:

rπ(j,t,2)

1step ahead
forecast:

Ejt2πt1 Ejt1πt Ejtπt+1 Ejt+1πt+2

uπ(j,t,1)

2step ahead
forecast:

Ejt2πt Ejt1πt+1 Ejt+1πt+3Ejtπt+2

uπ(j,t,2)
rπ(j,t,1)

2.2.2 Test Equations

The goal of the test equations is to estimate the inflation persistence that is implied

by forecast updates and forecast revisions while taking into account the accuracy of

the forecast. Much of the literature dedicated to estimating inflation persistence uses

some form of an AR(p) model (for example, Pivetta and Reis (2007) set p = 3, and

Levin and Piger (2004) set p = 4), so it is reasonable to first assume that forecast-

ers also believe that inflation follows some AR process when forming their inflation

forecasts. Starting with the simplest possible model (which will be generalized in the

next chapter), I will assume that all forecasters agree that inflation evolves according

to an AR(1) process:

π(t) = µ+ ρπ(t− 1) + ξ(t). (3)

It is worth noting a couple of points before proceeding. First, by assuming a

simple, univariate, time series representation of inflation, shocks to inflation cannot

be given an economic interpretation as these shocks are summary measures of all

shocks that may affect inflation in a particular period (for example, monetary policy
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shocks, external price shocks, etc.).4 Fuhrer (2009) distinguishes between "intrinsic"

persistence, which is a result of persistence in the price setting process, and "inher-

ited" persistence, which is a result of persistence generated by the driving process of

inflation (such as the output gap). In the context presented here, it is not possible to

differentiate between the two types of persistence as doing so would require further

structural assumptions. Second, (3) is not a claim that an AR(1) process is the best

model of inflation. It is chosen since it is the simplest way to study the issue of

inflation persistence.

In this setting, forecasters may disagree on the degree of inflation persistence,

measured by the coeffi cient on the first lag of inflation, ρ.5 Therefore, for forecaster

j, a 1-step and 2-step ahead forecast would be as follows:

Ejtπ(t+ 1) = µ+ ρ(j)π(t) (4)

Ejt−1π(t+ 1) = µ+ ρ(j)Ejt−1π(t). (5)

A forecast update would then be:

uπ(j, t, 1) = Ejtπ(t+ 1)− Ejt−1π(t)

= µ+ ρ(j)π(t)− [µ+ ρ(j)π(t− 1)]

= ρ(j)[π(t)− π(t− 1)], (6)

4In the case of a multivariate approach, by assuming a causal relationship between inflation and
its determinants, it is possible to identify and analyze the persistence of the different shocks that
affect inflation. For further details, please refer to Marques (2004).

5There are many different measures of inflation persistence that have been proposed such as the
sum of the AR coeffi cients or the largest AR root (when inflation follows and AR(p) process). For
a complete discussion, see Marques (2004).
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and a forecast revision would be given by:

rπ(j, t, 1) = Ejtπ(t+ 1)− Ejt−1π(t+ 1)

= µ+ ρ(j)π(t)− [µ+ ρ(j)Ejt−1π(t)]

= ρ(j)[π(t)− Ejt−1π(t)]

= ρ(j)ξ(j, t, 1), (7)

where ξ(j, t, 1) is forecaster j’s previous period’s inflation forecast error.

If we assume that forecasters have knowledge of µ and ρ(j), then notice from (6)

and (7), that the perceived inflation persistence parameter, ρ(j), can be estimated

using forecast data.6 This method of estimating inflation persistence not only gives

us insight into how persistent forecasters believe inflation really is amidst the debate

in the literature, but the individual inflation persistence estimates can be aggregated

to determine an implied measure of inflation persistence with more data available for

stability tests, an issue which also remains actively debated.

Equations (6) and (7) will be estimated using different methods. Standard pooled

forecast estimation would give global estimates of ρ, treating each forecaster’s obser-

vation in the panel as a separate observation, thus providing a much larger dataset

than would be available using actual inflation data. On the other hand, estimation at

the individual forecaster level would allow a means of comparing ρ(j) across forecast-

ers. These estimates can be aggregated to yield an accuracy-based pooled estimator

and may be compared with the inflation persistence estimates from actual inflation

data as well as with the standard pooled forecast estimates.

6Throughout the chapter, it is also assumed that forecasters do not update or revise µ or ρ(j),
although these parameters are allowed to change over time according to selected break points. This
assumption will be relaxed in the next chapter.
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2.2.3 Weighting Method

The forecaster-specific estimates of inflation persistence may be aggregated in a va-

riety of ways. The simplest weighting method we will consider is to weight each

forecaster in the sample equally which I label ρ̂
EW

once aggregated:

J−1
J∑
j=1

ρ̂(j) = ρ̂
EW
. (8)

This type of weight, however, does not account for differential forecaster accuracy.

This can be done by assigning weights to each forecaster-specific estimate that give

more importance to forecasters with more accurate forecasts. One frequently used

measure of accuracy is the root mean-squared forecast error (RMSFE). In the case

of our AR(1) model, and a 1-step ahead forecast horizon (h = 1), we can calculate

the RMSFE for each forecaster.

We start by defining the indicator function that allows us to measure partici-

pation. Due to the nature of forecast updates and forecast revisions, this not only

requires that forecasters participate in the survey in any particular period, but that

they participate in the survey for at least two consecutive periods (see figure 2.1).

Throughout the SPF, if a forecaster has submitted forecasts that are suffi cient to

calculate a forecast revision, then there are at least the same number of forecast up-

dates that can be calculated. The difference between the two is quite small but arises

because in a few cases there are forecasters who choose to submit a one-step ahead

inflation forecast but not a two-step ahead forecast. I(j, t, 1) is therefore defined as

follows:

I(j, t, 1) = 1 if rπ(j, t, 1) can be calculated

= 0 otherwise.

Then,
T∑
t=1

I(j, t, 1) gives the corresponding number of observations for each forecaster.
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Defining the indicator function this way ensures that we divide by the correct number

when calculating the RMSFE for each forecaster:

RMSFE(j) =


T∑
t=1

ε2(j, t, 1)

T∑
t=1

I(j, t, 1)


1
2

,

and this can be used to calculate the average RMSFE over all forecasters, RMSFE :

RMSFE =

J∑
j=1

RMSFE(j)

J
. (9)

For accuracy weighting, the weighting function should be such that the weight as-

signed to each forecaster would give forecasters with a relatively lower averageRMSFE

a relatively higher weight. One weighting function that would achieve this is:

w(j) =
1− RMSFE(j)∑J

j=1RMSFE(j)∑J
j=1

(
1− RMSFE(j)∑J

j=1RMSFE(j)

) ,
where w(j) is the accuracy weight assigned to forecaster j.

After some calculations and using the fact that
J∑
j=1

RMSFE(j) = J ·RMSFE,

this simplifies to:

w(j) =
1

J − 1

(
1− RMSFE(j)

J ·RMSFE

)
,

where
J∑
j=1

w(j) = 1, and when RMSFE(j) = RMSFE, w(j) = 1
J
. We can see that

w(j) is a decreasing function of RMSFE(j), rewarding the forecasters who make

more accurate forecasts with a higher weight.

If the estimate of inflation persistence for forecaster j given by estimating (6) or

(7) is denoted ρ̂(j) then the accuracy-weighted estimate of inflation persistence can
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be calculated as:
J∑
j=1

w(j)ρ̂(j) = ρ̂
AW
. (10)

The accuracy-weighted estimate presented here is simply a point estimate. Since it

is the product of two different types of estimates, obtaining standard errors on the

weighted estimate is not entirely straightforward. We will see later, however, that the

results will not be very different across weighting methods.

Participation in the SPF is entirely voluntary so forecasters may enter and leave

the panel at any time resulting in an unbalanced panel. Some forecasters participate in

the survey for many consecutive quarters, while others submit only a few forecasts on

an occasional basis. To incorporate the structure of the dataset, we also consider two

alternative weighting methods that reward forecasters who have higher participation

in the survey. The first of these weighting methods is a pure participation weight

that gives more weight to forecasters with higher participation in the survey

w′′(j) =

∑T
t=1 I(t, 1, j)∑J

j=1

∑T
t=1 I(t, 1, j)

, (11)

where recall
∑T

t=1 I(t, 1, j) measures participation for each forecaster. The corre-

sponding participation weighted estimate of inflation persistence can be calculated

as:
J∑
j=1

w′′(j)ρ̂(j) = ρ̂
PW
. (12)

The last weight we will consider accounts for both accuracy and participation by

taking the arithmetic average of accuracy weights and participation weights:

w′(j) =
1

2
(w(j) + w′′(j)) . (13)

So, if all forecasters are equally accurate and make the same number of forecasts, they

would receive the same weight. The accuracy and participation weighted estimate

of inflation persistence can then be calculated in a similar fashion as the accuracy
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weighted measure:
J∑
j=1

w′(j)ρ̂(j) = ρ̂
A−PW . (14)

2.3 Estimation Results

The estimation results presented incorporate possible changes in inflation persistence

over time pointed out by Pivetta and Reis (2007) (henceforth, PR) and by Levin and

Piger (2004) (henceforth, LP). PR examine U.S. inflation from 1947:Q2 to 2001:Q1

and, while they maintain that inflation persistence was roughly constant over this

time period, there was a possible change from 1981—1983 when Paul Volcker, then

chairman of the Federal Reserve, took aggressive policy measures in an effort to reduce

inflation. LP look at the behaviour of inflation over the period 1984—2003 and use

classical hypothesis tests and Bayesian model comparison to determine if there is

evidence of structural breaks. They find structural shifts in U.S. inflation in 1991:Q1.

2.3.1 Actual Inflation Persistence Estimates

Estimation results for inflation persistence using actual inflation are presented in

table 2.1a and table 2.1b. These tables provide a means of later comparing actual

and implied inflation persistence using an AR(1) model by highlighting differences

in the degree and stability of persistence in actual inflation and forecasted inflation.

Each table contains 3 columns, the first of which is "naive" estimation that does not

incorporate any possible structural breaks. The following two columns examine the

possibility of a structural break according to dates pointed out by PR (1984:Q1) and

LP (1991:Q1) using Chow tests.7

In the results from the Chow tests, there is no statistically significant change in

the ρ coeffi cients or the intercepts for the 1984:Q1 structural break in actual inflation,

7The sample split date of 1984 is also used by Atkeson and Ohanian (2001), coinciding with
estimates of the beginning of the Great Moderation.
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Table 2.1a: Estimation results for Actual Inflation

π(t) = µ+ ρπ(t− 1) + ξ(t)

No SB SB: 1984:Q1 (PR) SB: 1991:Q1 (LP)
ρPooled 0.32*

(0.11)
µPooled 2.15*

(0.41)
ρ1 0.45* 0.44*

(0.20) (0.14)
ρ2 0.17 -0.15

(0.13) (0.16)
µ1 2.52* 2.40*

(1.27) (0.68)
µ2 2.51* 3.10*

(0.47) (0.52)
R2 0.08 0.73 0.76
n 110 110 110

F(1, 108) 9.13*
F(4, 106) 70.56* 82.59*

Chow Tests:
[1] F(1, 106) 1.26 7.58*
[2] F(1, 106) 0.00 0.66
[3] F(2, 106) 2.23 9.07*

Notes: (1) Standard errors in parentheses. (2) Chow Tests indicate the following tests:
[1]ρ

1
= ρ

2
, [2]µ

1
= µ

2
, [3]ρ

1
= ρ

2
and µ

1
= µ

2
, where subscript "1" refers to the

pre-split portion of the sample and "2" refers to the post-split portion of the sample.
(3) * indicates significance at the 5% level. (4) Acronyms used are SB: Structural Break,
PR: Pivetta and Reis (2007), LP: Levin and Piger (2004)
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Table 2.1b: Estimation results for Actual Inflation: 2008:Q4 omitted

π(t) = µ+ ρπ(t− 1) + ξ(t)

No SB SB: 1984:Q1 (PR) SB: 1991:Q1 (LP)
ρPooled 0.43*

(0.08)
µPooled 1.89*

(0.33)
ρ1 0.45* 0.44*

(0.16) (0.11)
ρ2 0.36* 0.17

(0.11) (0.14)
µ1 2.52* 2.40*

(1.02) (0.56)
µ2 2.05* 2.33*

(0.38) (0.44)
R2 0.19 0.82 0.83
n 109 109 109

F(1, 107) 25.78*
F(4, 105) 118.10* 128.23*

Chow Tests:
[1] F(1, 105) 0.20 2.16
[2] F(1, 105) 0.19 0.01
[3] F(2, 105) 1.24 5.01*

Notes: (1) Standard errors in parentheses. (2) Chow Tests indicate the following tests:
[1]ρ

1
= ρ

2
, [2]µ

1
= µ

2
, [3]ρ

1
= ρ

2
and µ

1
= µ

2
, where subscript "1" refers to the

pre-split portion of the sample and "2" refers to the post-split portion of the sample.
(3) * indicates significance at the 5% level. (4) Acronyms used are SB: Structural Break,
PR: Pivetta and Reis (2007), LP: Levin and Piger (2004)
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although there are only 10 observations before this breakpoint. The Chow test of the

1991:Q1 structural break shows a statistically significant difference for actual inflation

when the slope coeffi cients and intercepts in both portions of the sample are restricted

to be equal in a joint test that ρ
1
= ρ

2
and µ

1
= µ

2
, where subscript "1" refers to the

pre-split portion of the sample and subscript "2" refers to the post-split portion of the

sample. The results for this test are reported in [3]. Also, notice that throughout the

estimation results, actual inflation is not very highly persistent in contrast with many

studies (for example, PR report that their data are unable to reject the possibility of

a unit root). This difference is likely due to various definitions of inflations that could

be used in estimation (such as the GDP deflator, or core CPI inflation), different

measures of persistence, as well as differences in the sample period being examined.

The estimates of ρ2 in actual inflation are 0.17 when the structural break is set at

1984:Q1, and -0.15 when the structural break is set at 1991:Q1. Both these estimates

are not statistically significantly different from zero. However, due to the large decline

in actual inflation in 2008:Q4, driven primarily by declining energy prices (particularly

for gasoline) in the CPI during this quarter, if this last observation is omitted from the

sample, notice from table 2.1b that the reduction in inflation persistence estimates in

the latter portion of the sample is not nearly as dramatic.

2.3.2 Pooled Forecast Data Estimates

Next, we move to using the entire sample of forecast data along with the test equa-

tions using updates (6) and revisions (7) from section 2.2.2. Before proceeding to

individual forecaster estimation, it is useful to use all the observations in our sample

to perform structural break tests and to obtain a pooled estimator; for the forecast

update specification, this is given by uπ(t, 1) and for the forecast revision specification,

it is given by rπ(t, 1). The results from estimation are presented in table 2.2a.

The inflation persistence estimates from the forecast revision specification in (7)
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Table 2.2a: Estimation Results for Expected Inflation

uπ(t, 1) = αU + ρU [π(t)− π(t− 1)] + υU(t) (FU)

rπ(t, 1) = αR + ρRξ(t, 1) + υR(t) (FR)

No SB SB: 1984:Q1 (PR) SB: 1991:Q1 (LP)
FU FR FU FR FU FR

ρPooled 0.07* 0.35*
(0.02) (0.02)

αPooled -0.14* -0.10*
(0.04) (0.03)

ρ1 0.35* 0.66* 0.22* 0.58*
(0.04) (0.04) (0.03) (0.03)

ρ2 0.001 0.25* 0.001 0.22*
(0.02) (0.02) (0.02) (0.02)

α1 -0.29* -0.38* -0.10 -0.29*
(0.14) (0.11) (0.08) 0.06

α2 -0.11* -0.06* -0.14* -0.03
0.04 (0.03) (0.04) 0.03

R2 0.01 0.11 0.03 0.14 0.02 0.14
n 2697 2695 2697 2695 2697 2695

F(1, 2695) 15.70*
F(1, 2693) 333.40*
F(4, 2693) 23.39* 15.64*
F(4, 2691) 112.96* 112.58*

Chow Tests:
[1] F(1, 2693) 56.43* 31.54*
[2] F(1, 2693) 1.52 0.19
[3] F(2, 2693) 31.12* 15.80*
[1] F(1, 2691) 79.58* 79.51*
[2] F(1, 2693) 8.28* 15.58*
[3] F(2, 2693) 49.5* 48.83*

Notes: (1) Standard errors in parentheses. (2) Chow Tests indicate the following tests:
[1]ρ

1
= ρ

2
, [2]µ

1
= µ

2
, [3]ρ

1
= ρ

2
and µ

1
= µ

2
, where subscript "1" refers to the

pre-split portion of the sample and "2" refers to the post-split portion of the sample.
(3) * indicates significance at the 5% level. (4) Acronyms used are SB: Structural Break,
PR: Pivetta and Reis (2007), LP: Levin and Piger (2004), FU: Forecast Updates, FR:
Forecast Revisions
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Table 2.2b: Estimation Results for Expected Inflation: 2008:Q4 omitted

uπ(t, 1) = αU + ρU [π(t)− π(t− 1)] + υU(t) (FU)

rπ(t, 1) = αR + ρRξ(t, 1) + υR(t) (FR)

No SB SB: 1984:Q1 (PR) SB: 1991:Q1 (LP)
FU FR FU FR FU FR

ρPooled 0.12* 0.40*
(0.02) (0.02)

αPooled -0.04 -0.03
(0.03) (0.02)

ρ1 0.35* 0.66* 0.22* 0.58*
(0.04) (0.03) (0.03) (0.03)

ρ2 0.05* 0.31* 0.06* 0.29*
(0.02) (0.02) (0.02) (0.02)

α1 -0.29* -0.38* -0.10 -0.29*
(0.12) (0.09) (0.07) (0.05)

α2 -0.01 0.01 -0.02 0.06*
(0.03) (0.02) (0.04) (0.03)

R2 0.02 0.17 0.04 0.21 0.03 0.21
n 2662 2660 2662 2660 2662 2660

F(1, 2660) 51.45*
F(1, 2658) 560.23*
F(4, 2658) 30.38* 19.35*
F(4, 2656) 172.21* 172.36*

Chow Tests:
[1] F(1, 2658) 55.13* 22.09*
[2] F(1, 2658) 5.06* 1.21
[3] F(2, 2658) 33.48* 11.86*
[1] F(1, 2656) 75.63* 67.75*
[2] F(1, 2656) 16.29* 35.35*
[3] F(2, 2656) 53.23* 53.49*

Notes: (1) Standard errors in parentheses. (2) Chow Tests indicate the following tests:
[1]ρ

1
= ρ

2
, [2]µ

1
= µ

2
, [3]ρ

1
= ρ

2
and µ

1
= µ

2
, where subscript "1" refers to the

pre-split portion of the sample and "2" refers to the post-split portion of the sample.
(3) * indicates significance at the 5% level. (4) Acronyms used are SB: Structural Break,
PR: Pivetta and Reis (2007), LP: Levin and Piger (2004), FU: Forecast Updates, FR:
Forecast Revisions
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are noticeably higher than the estimates in the forecast update specification (6) in

all cases, though there are statistically significant structural breaks in both specifica-

tions in 1984:Q1 and in 1991:Q1. However, as mentioned previously, these results may

partially be driven by the large decline in 2008:Q4 actual inflation, so it is useful to

perform estimation excluding this observation. This is done in table 2.2b and exclud-

ing this observation raises the degree of inflation persistence in all specifications. In

addition, the conclusion that both specifications exhibit structural breaks in 1984:Q1

and in 1991:Q1 remains unchanged.

The findings from tables 2.2a and 2.2b provide insight on two different topics.

First, under our assumption that inflation follows an AR(1) process, the degree of

inflation persistence implied by forecast revisions is higher than the estimates found

using actual inflation in most cases. A much lower degree of inflation persistence

is implied by forecast updates suggesting possible differences in the way forecasters

revise old forecasts as compared to when they form new ones.

The second insight from these results is that the structural change in persistence

implied by forecast data is consistent with the findings of PR and LP, but different

from the structural changes in inflation persistence using actual inflation. Estimation

results from tables 2.1a and 2.1b using actual inflation did not suggest a structural

break in 1984:Q1. This difference may be attributed to the fact that there are only

10 observations for actual inflation before this break point. The pooled forecast data

estimates may provide a much richer dataset for performing structural break tests

and are also useful before performing forecaster-specific estimation in the following

subsection. Due to limited data at the individual level, it is diffi cult to perform

meaningful structural break tests for the forecaster-specific estimates. Therefore, the

structural break points selected are based on the results from pooled estimation.

Before proceeding to forecaster-specific estimation, we compare the persistence

estimates in table 2.1b and table 2.2b. One feature of this comparison is the much

25



smaller standard errors of the various inflation persistence estimates in table 2.2b

using forecast data, as compared to the standard error estimates in table 2.1b using

actual inflation data. The larger standard errors in table 2.1b is one reason why

it is diffi cult to pinpoint the degree of inflation persistence. Hence, forecast data

could prove useful to improve precision on these estimates provided the forecasts

are rational. This issue can be seen more clearly in figure 2.2 which depicts the

inflation persistence estimates in table 2.1b with a vertical dash along the larger

line and estimates from table 2.2b with a dash above along the shorter line with the

corresponding 95% confidence intervals. The points labelled "ρFU" refer to the implied

estimates of inflation persistence from the forecast update specification (6). Similarly,

the points labelled "ρFR" refer to the implied estimates of inflation persistence from

the forecast revision specification (7). In this section, a numerical suffi x "1" refers to

the persistence estimates prior to the indicated structural break point and "2" refers

to the estimates after this break point.

Panel a) shows the results with the structural break in 1984:Q1 and panel b)

imposes the structural break in 1991:Q1. In almost all cases, the estimates of inflation

persistence obtained using forecast data fall within the 95% confidence interval of the

estimates obtained using actual inflation data. That is, at the 95% confidence level,

we cannot reject the null hypothesis that the implied inflation persistence estimates

from forecast data are equal to the inflation persistence estimates obtained using

actual inflation data. With the exception of ρFU2, forecasters have indeed formed

their inflation forecasts such that we cannot reject the rationality of their implied

persistence estimates over the sample period. Recall, the estimate ρFU2 refers to the

implied persistence when forecasters form a new inflation forecast over the period

1984:Q1 to 2008:Q3. It is not obvious why this estimate would be an exception, but

one possibility may be because of increased forecasting diffi culties. As pointed out by

Stock and Watson (2007), since 1984 the job of an inflation forecaster has become
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Figure 2.2: Comparison of Pooled Persistence Estimates

a) Structural Break in 1984:Q1

0.12 0.770.45

ρFU1

0.14 0.570.36

95% CI 95% CI

95% CI 95% CI

Actual Inflation
Persistence

Actual Inflation
Persistence

ρFR1

ρFU2 ρFR2

b) Structural Break in 1991:Q1

0.21 0.670.44

0.11 0.450.17

95% CI 95% CI

95% CI 95% CI

Actual Inflation
Persistence

Actual Inflation
Persistence

ρFR1ρFU1

ρFR2ρFU2

Notes: (1) The larger number lines in panels a) and b) depict

estimates of ρ1 and ρ2 from columns 2 and 3 in table 2.1b along

with the 95% confidence intervals. (2) The smaller number lines

provide a comparison with the expected inflation data using

estimates of ρ1 and ρ2 from columns 3—6 in table 2.2b with

confidence intervals.
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harder as it is more diffi cult to improve on simple univariate models of inflation.

Another item to note with the pooled estimation results that may be seen in table

2.2a, table 2.2b as well as figure 2.2 is the relatively better fit of the forecast revision

specification as compared to the forecast update specification. This may be seen by

the consistently higher R2 in the forecast revision specifications throughout table 2.2a

and table 2.2b as well as the persistence estimates following from the forecast revision

specification consistently falling in the 95% confidence interval for actual inflation as

seen in figure 2.2.

Both structural breaks show up as statistically significant in the pooled estima-

tion results when each break is tested individually. Actual inflation experienced more

fluctuations between 1984:Q1 and 1991:Q1 than after 1991:Q1, therefore the possibil-

ity of two structural breaks over the sample period can be checked. Estimation and

test results for the presence of structural breaks both in 1984:Q1 and in 1991:Q1 are

presented in table 2.3. In this table, ρ1 and α1 refer to the estimation results from

1981:Q3—1983:Q4. Similarly, ρ2, α2, and ρ3, α3 refer to estimation results between

1984:Q1—1990:Q4 and 1991:Q1—2008:Q3, respectively. The Chow tests at the bot-

tom of table 2.3 suggest that the parameters in the three subsamples are statistically

significantly different from one another. Hence, forecaster-specific estimation in the

following section will be performed with both structural breaks imposed.

2.3.3 Forecaster-Specific Estimates

The results from full sample estimation in the previous section (as well as PR and

LP) suggest that the forecast data exhibits two structural breaks during the sample

period: at 1984:Q1 and 1991:Q1. We proceed to forecaster-specific implied persistence

estimates by including both structural breaks in our forecast revision and forecast

update specifications (6) and (7). A boxplot summarizing the estimates can be found

in figure 2.3.
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Table 2.3: Estimation Results for Expected Inflation: 2008:Q4 omitted
with 2 Structural Breaks

uπ(t, 1) = αU + ρU [π(t)− π(t− 1)] + υU(t) (FU)

rπ(t, 1) = αR + ρRξ(t, 1) + υR(t) (FR)

SB: 1984:Q1 (PR) and 1991:Q1 (LP)

FU FR
ρ1 0.35* 0.66*

(0.04) 0.04
ρ2 -0.31* 0.40*

(0.05) 0.06
ρ3 0.37* 0.29*

(0.05) 0.02
α1 -0.29* -0.38*

(0.14) 0.11
α2 0.07 -0.23*

(0.09) 0.07
α3 -0.02 0.06

(0.04) 0.03
R2 0.05 0.17
n 2697 2695

F(6, 2691) 21.93*
F(6, 2689) 91.85*

Chow Tests:
[1] F(2, 2691) 52.83*
[2] F(2, 2691) 2.36
[3] F(4, 2691) 29.25*
[1] F(2, 2689) 31.22*
[2] F(2, 2689) 13.08*
[3] F(4, 2689) 24.67*

Notes: (1) Standard errors in parentheses. (2) Chow Tests indicate the following tests:
[1]ρ

1
= ρ

2
= ρ3, [2]α1 = α2= α3 , [3]ρ1 = ρ

2
= ρ3 and α1 = α2= α3 , where subscripts

"1", "2" and "3" refers to the different portions of the sample: 1981:Q3—1983:Q4, 1984:Q1—
1990:Q4 and 1991:Q1—2008:Q3, respectively. (3) * indicates significance at the 5% level.
(4) Acronyms used are SB: Structural Break, PR: Pivetta and Reis (2007), LP: Levin and
Piger (2004), FU: Forecast Updates, FR: Forecast Revisions.
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Figure 2.3: Estimates of Implied Inflation Persistence

1
0

1
2

ρ_FU1ρ_FR1 ρ_FR2 ρ_FU2 ρ_FR3 ρ_FU3

Note: The box portion of each box-whiskers plot depict the

25th percentile of estimates on the lower hinge and the 75th

percentile of estimates on the upper hinge. The line inside

the box is the median estimate. The bottom and top

whiskers portray the lower and upper adjacent values,

respectively. The dots represent outside values.

In this section, the numerical suffi x on "ρFU" and "ρFR" refers to the three different

time periods over which inflation persistence is estimated: "1" over the time period

1981:Q3 to 1983:Q4, "2" over 1984:Q1 to 1990:Q4, and "3" is the estimate for 1991:Q1

to 2008:Q3. The three subsets contain estimates from 23, 27 and 103 forecasters,

respectively, with the number of observations per forecaster ranging anywhere from

4 observations to as many as 61 observations within each subset.

The median forecaster-specific estimate from the forecast update specification

is clearly smaller than the corresponding median estimate from the forecast revision

specification in all three time periods, similar to findings from pooled estimation

in the previous subsection. Also notice that from the beginning to the end of the

sample there was a decrease in the degree of implied inflation persistence from both

specifications which is consistent with the estimates obtained using actual inflation
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data.

There are a couple of useful ways to see the forecaster-specific estimates before

incorporating the weighting method discussed in section 2.2.3. First, if the forecasters

participating in the SPF are rational, we should see that persistence in actual inflation

is similar to the persistence implied by updates and revisions. One way to check

whether this the case is via kernel density estimates of the persistence estimates

over the three subsamples, across forecasters, for both forecast updates and forecast

revisions. This is shown in figure 2.4.

Panel a (on the left) shows the persistence implied by forecast revisions, and panel

b (on the right) shows persistence implied by forecast updates. The solid vertical line

in each graph is the estimate of persistence in actual inflation from table 2.1b, and

the vertical dashed lines indicate the 95% confidence interval. Notice the majority

of persistence estimates implied by the forecast revision specification fall within the

95% confidence interval of the actual inflation persistence estimates throughout the

sample period. The forecast update estimates, however, do not do as well, particularly

between 1984:Q1 and 1990:Q4.

It is also useful to view a cross-plot which allows us to compare the implied infla-

tion persistence estimates from forecast updates and forecast revisions for individual

forecasters to see the relationship between both sets of implied estimates. Figure

2.5 shows bubble plots with the various estimates for forecasters who have submit-

ted enough surveys to generate panel estimates from both specification (6) and (7).

There is a total of 129 forecasters who fit this category, although some of the esti-

mates contain as few as 4 data points. The size of the bubble indicates the number

of observations submitted by the particular forecaster.
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Figure 2.4: Kernel Density Estimates of Persistence Across Forecasters

a) Persistence Implied by FR b) Persistence Implied by FU
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Notes: (1) The kernel densities show the distribution of implied persistence estimates across

forecasters over each portion of the sample using the Epanechnikov kernel. (2) The solid vertical

line indicates the estimate of actual inflation persistence along with the 95% confidence interval.

(3) Acronyms used are FU: Forecast Updates and FR: Forecast Revisions.
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Figure 2.5: Cross Plot of Implied Inflation Persistence Estimates
a) 1981:Q3 —1983:Q4

b) 1984:Q1 —1990:Q4

c) 1991:Q1 —2008:Q3
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Notice that throughout panels a through c, only a few forecasters have inflation

persistence estimates that suggest a unit root in the process of inflation. Contrary

to many other studies, many of the estimates implied by forecast updates and fore-

cast revisions are concentrated well below 1. A slope of 1 in these crossplots would

indicate that a forecaster’s updates and revisions imply the same degree of inflation

persistence, although this is not typically the case. This slope has changed over

time with the cluster of points centered at lower values of inflation persistence from

1991 onward. This result supports the idea that the inflation forecasting process has

experienced change over time.

Also supporting this idea is the larger degree of clustering from 1991 onward than

from 1984:Q1 to 1990:Q4. Although forecasters are not directly asked to provide their

estimates of inflation persistence on the survey, the persistence estimates implied by

forecasters’ respective updates and revisions suggest a larger degree of consensus

among forecasters.

Table 2.4 calculates the overall implied estimates of inflation persistence once the

forecaster-specific estimates are multiplied by their respective weights. While their is

little difference across the weighted measures within each implied estimate, there is a

difference between the estimates implied by forecast updates and forecast revisions.

We have already noted that the estimates from forecast updates are substantially

smaller than the estimates from forecast revisions, although both estimates do un-

dergo structural changes. The estimates implied by forecast revisions are in line with

the findings of LP who find that high inflation persistence is not a characteristic of

the U.S. economy over their sample period 1984 to 2003.
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Table 2.4: Weighted Estimates of Inflation Persistence

FR1 FR2 FR3 FU1 FU2 FU3
ρ̂
EW

0.579 0.468 0.287 0.374 0.050 0.076
ρ̂
AW

0.576 0.468 0.287 0.369 0.047 0.076
ρ̂
PW

0.587 0.449 0.281 0.375 0.007 0.072
ρ̂
A−PW 0.582 0.458 0.284 0.372 0.027 0.074

Notes:(1) The different weighted measures of ρ̂ are calculated as discussed in section
2.2.3: ρ̂

EW
is the equally-weighted estimate of inflation persistence, ρ̂

AW
refers to the

accuracy-weighted estimate, ρ̂
PW

is the participation-weighted measure and ρ̂
A−PW refers

to the accuracy and participation weighted estimate. (2) Acronyms are as follows:
FR1 (FU1): estimate based on forecast revisions (forecast updates) between
1981:Q3-1983:Q4, FR2 (FU2): estimate based on forecast revisions (forecast updates)
between 1984:Q1-1990:Q4, FR3 (FU3): estimate based on forecast revisions (forecast
updates) between 1991:Q1-2008:Q3.

These weighted measures also enable us to compare the forecaster-specific im-

plied persistence to persistence suggested by actual inflation data. An approximate

comparison, similar to that in the previous section using pooled forecast data, is

shown in figure 2.6 using the accuracy and participation weighted estimate, ρ̂
A−PW .

Using the structural break suggested by actual inflation data (1991:Q1), rationality

cannot be rejected in the implied estimates from forecast revisions and also for the

first and last portion of our implied estimates for forecast updates, although all the

implied estimates from forecast updates are much lower than what has been sug-

gested by past research. One possible reason for the difference in implied estimates

between updates and revisions could be that the way in which forecasters revise their

old forecasts differs from they way they form new forecasts. Another possibility is

that the AR(1) model imposed on forecasters’expectations is the incorrect time series

model for either the update or revision process. This possibility is explored in the

next section.
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Figure 2.6: Comparison of Weighted Forecaster-Specific Estimates

a) Pre 1991:Q1

0.21 0.670.44
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Persistence

I I I I

b) Post 1991:Q1
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95% CI 95% CIActual Inflation
Persistence

I I

Notes: (1) The weighted estimate used here is ρ̂
A−PW ; using

the other weighted estimates produces a very similar

comparison. (2) The subscripts indicate the following estimates:

FR1 (FU1): estimate based on forecast revisions (forecast
updates) between 1981:Q3-1983:Q4, FR2 (FU2): estimate
based on forecast revisions (forecast updates) between

1984:Q1-1990:Q4, FR3 (FU3): estimate based on forecast
revisions (forecast updates) between 1991:Q1-2008:Q3.

0.1 2.4 An Extension: AR(p) case

So far, we have seen that the precision of the estimates of inflation persistence implied

by forecast data is much greater than when actual inflation data is used. However,

the estimation results based on forecast updates appear to differ from the estimates

based on forecast revisions. Thus, it is possible that the functional form may be

different from what forecasters actually use. In this section, suppose instead of our

assumption that inflation follows an AR(1), we generalize to an AR(p):

π(t) = µ+
∑p

i=1 φi(j)π(t− i) + ξ(t). (15)
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In this case we can calculate the corresponding forecast updates and forecast revisions

using the new forecasts of inflation:

Ejtπ(t+ 1) = µ+ φ1(j)π(t) + φ2(j)π(t− 1) + · · ·+ φp(j)π(t− p+ 1) (16)

Ejt−1π(t) = µ+ φ1(j)π(t− 1) + φ2(j)π(t− 2) + · · ·+ φp(j)π(t− p) (17)

Ejt−1π(t+ 1) = µ+ φ1(j)Ejt−1π(t) + φ2(j)π(t− 1) + · · ·+ φp(j)π(t− p+ 1).(18)

A forecast update would be given by:

Ejtπ(t+ 1)− Ejt−1π(t)

= µ+ φ1(j)π(t) + φ2(j)π(t− 1) + · · ·+ φp(j)π(t− p+ 1)

−[µ+ φ1(j)π(t− 1) + φ2(j)π(t− 2) + · · ·+ φp(j)π(t− p)]

= φ1(j)[π(t)− π(t− 1)] + φ2(j)[π(t− 1)− π(t− 2)]

+ · · ·+ φp(j)[π(t− p+ 1)− π(t− p)]. (19)

We would expect φ2(j),...,φp(j) to not be very large or significant if past changes

in actual inflation (i.e. the changes that had already occurred before the forecast

update) do not have a substantial impact on the current forecast update. Conversely,

if there had been only small changes in past inflation rates, then we would not expect

the results to be significantly different from the AR(1) case.

A forecast revision in this case would be given by:

Ejtπ(t+ 1)− Ejt−1π(t+ 1)

= µ+ φ1(j)π(t) + φ2(j)π(t− 1) + · · ·+ φp(j)π(t− p+ 1)

−[µ+ φ1(j)Ejt−1π(t) + φ2(j)π(t− 1) + · · ·+ φp(j)π(t− p+ 1)]

= φ1(j)[π(t)− Ejt−1π(t)]

= φ1(j)ξ(j, t, 1), (20)

which is the same result that was obtained in the AR(1) case. This occurs because the
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only new information that would cause forecasters to revise their forecast of current

inflation is the realization of π(t), as all other lags of inflation had already been

realized before the revision.

The AR(p) case may be able to reconcile the differences in persistence estimates

between updates and revisions as the AR(1) case omits the additional terms in the

forecast update specification (19), leading to very small estimates of implied persis-

tence. The forecast revision specification, however, remains quite informative: we

cannot reject the rationality of its implied persistence estimates, and it predicts low

levels of inflation persistence irrespective of the lag length assumed for the process of

inflation.

2.5 Conclusions

With the debate surrounding the issue of inflation persistence, it is interesting to

consider the degree of inflation persistence a professional forecaster has in mind when

his/her inflation expectations are formed. This chapter has used a new approach

to help understand inflation persistence. The results suggest that in the most recent

part of our sample (1991:Q1—2008:Q4), many forecasters have a greater degree of con-

sensus on the degree of inflation persistence than in previous years, and this degree of

inflation persistence has become smaller over time. This chapter considers rational-

ity indirectly through the implied inflation persistence of forecasters both when their

forecasts are pooled and also at the individual level. Findings show that, through-

out the sample period, we cannot reject a match between the actual and implied

persistence estimates when forecasters revise a previous inflation forecast.
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Chapter 3
Perceived Inflation Persistence

3.1 Introduction

In the previous chapter, estimates of inflation persistence obtained through forecast

revisions seemed promising; not only were the estimates similar to what was observed

in the actual inflation data, but the estimation results can be extended to the case in

which inflation follows an AR(p) process. The AR(p) process is a commonly used and

convenient approximation to how actual inflation may evolve, although the underlying

process is likely more complicated. In reality, forecasters may not agree on the process

of inflation, nor do they disclose their forecasting models or information sets. The

goal of this chapter is to have a better understanding of forecasters’views on inflation

persistence, while accounting for these factors.

This chapter retains the idea of using forecast revisions to obtain an implied

measure of persistence but, the measure presented in this chapter does not assume

forecasters have identical information sets. In addition, the method used to identify

perceptions of inflation persistence in this paper does not presume a particular model,

but when placed in the context of a state-space model, provides a useful means of

comparison between the measure introduced in this chapter and other measures of

persistence. In a state-space model, inflation is comprised of a persistent, forecaster-

specific state variable which evolves according to an AR(1) process, plus a transitory

noise component. State persistence is measured as the autocorrelation in the state-

variable and is shown to be closely related to inflation predictability, which has been

equated with inflation persistence in recent literature. Furthermore, once an estimate

of state persistence is obtained, it may be used to indirectly compute forecasters’

information sets, allowing us to obtain a measure of perceived inflation persistence
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that may be directly compared to actual inflation persistence.

3.2 Forecast Revisions and Persistence

Recall from the previous chapter, an h-step ahead forecast revision was defined as:

rπ(j, t, h) = Ejtπ(t+ h)− Ejt−1π(t+ h), h = 1, ..., H and J = 1, ..., J (21)

where the revision is made at the beginning of time t+1. In this chapter, the central

idea is that if forecasters believe an inflationary shock would only have temporary ef-

fects, they would not make substantial revisions to multiple future inflation forecasts,

and their perception of persistence of the shock would be low. On the other hand,

if forecasters believe the central bank may not be able to maintain low and stable

inflation following a shock, they would make revisions to their inflation forecasts for

multiple future periods, and thus perceive the shock as being more persistent. There-

fore, the coeffi cient linking revisions made to inflation forecasts between multiple

horizons may be used to back out forecasters’views on inflationary shock persistence.

Specifically, we will see that using the chain rule of forecasting we can determine the

relationship between revisions at horizons h and h+ 1 as follows:

rπ(j, t, h+ 1) = a(j)rπ(j, t, h) h = 1, ..., H. (22)

Thus a(j) measures the state persistence for forecaster j, which we will see later is

very closely linked to forecaster j’s perceptions of inflation persistence.

3.2.1 A Weather Analogy

To intuitively understand why forecast revisions reflect persistence, consider a weather

forecasting analogy. Suppose it is Monday morning, and before leaving for work, you

check the weather forecast and notice that it predicts the weather will be warm and

sunny all week, so you set your own personal forecast in line with that of the weather
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forecaster. For most of the day, the weather is just as predicted, but on your way

back home from work, it starts raining. The rain is not too heavy, but you do wish

that you had carried an umbrella with you in the morning.

In the evening, you notice that, despite today’s rain, the weather forecast still

predicts it will be warm and sunny for the rest of the week. At this point, the way you

revise your own personal weather forecast reflects how long you believe the rainfall

"shock" will persist, and inevitably how credible you believe the weather forecaster is.

If you believe the rainfall today was simply a temporary shock, and that the weather

forecaster is usually accurate, then you would not make substantial revisions to your

own personal forecast and your perception of persistence of the shock would be low.

On the other hand, if you believe that the weather forecaster was wrong today and

therefore could be wrong in the future, you may make revisions to your personal

forecast by expecting a positive probability of precipitation for the rest of the week.

It turns out that the amount by which you revise your personal forecast for each

day of the rest of the week relative to your initial expectation of warm and sunny

weather this morning provides information on how persistent you perceive the rainfall

shock to be. In particular, suppose on Monday evening, after realizing your "forecast

error", you revise your personal forecast for Tuesday and Wednesday, denote these

revisions as r(Monday, 1) and r(Monday, 2), respectively, where the j subscript has

been suppressed for simplicity. Within the parentheses, Monday indicates the date

of the most recent information set used to make the revision; the second component

within the parentheses indicates the steps ahead for which the revision is made. In

this case, the revision made to Tuesday’s weather forecast would be a one-step ahead

revision, and the revision made to Wednesday’s weather forecast would be a two-step

ahead revision.

Now consider the following relationship:

r(Monday, 2) = αr(Monday, 1).
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If the rainfall shock is expected to be transitory, you may revise your forecast for

Tuesday, but not your forecast for Wednesday. In this case, α would be zero. If

the shock is expected to be persistent, then there would not only be a revision to

Tuesday’s forecast, but also to Wednesday’s forecast, so α would be positive. Thus,

the correlation of revisions made to forecasts, α, may be used to back-out your views

on persistence. The stronger the correlation, the more persistent you perceive the

rainfall shock to be.8

This weather analogy illustrates the relationship between credibility, revisions

and perceived persistence in which the measure of perceived persistence provides in-

formation on your views of the weather forecaster’s credibility. The example, however,

assumes that the weather forecaster does not change his or her weather forecast in

light of the rainfall shock. In the case of the central bank, this assumption is perhaps

more realistic as central banks generally have more control over the inflation rate than

a weather forecaster has over the weather. Many central banks, including the U.S.

Federal Reserve System, try to maintain a low, stable and predictable inflation rate,

thus insuring price stability for consumers. We use the intuition from this example

to motivate a measure of perceived inflation persistence which may be identified us-

ing forecast revisions to measure state persistence and then calculating the associated

implied autocorrelation function to measure the perceived inflation persistence. Here,

the central bank plays a similar role to that of the weather forecaster. Professional

forecasters will report their inflation forecasts each period, and in subsequent peri-

ods, may make revisions to these forecasts in light of various macroeconomic news

8Note that with this setup, if no revisions are made, it is not possible to identify a measure of
persistence. Intuitively, this may be interpreted as a shock which has zero persistence. Also notice
that measuring persistence in this way gives us insight into the perceived duration of the shock, not
its intensity. For example, if before the rainfall shock you did not expect rain during the week, but
following the rainfall on Monday, you now expect a 100% chance of rain on Tuesday, an 80% chance
of rain on Wednesday and a 0% chance of rain for the rest of the week, this shock would have the
same measure of α as in the case in which you expected a 5% chance of rain on Tuesday, a 4%
chance of rain on Wednesday, and 0% thereafter.
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and the realization of previous forecast errors. The key here is that we do not make

any assumptions on which macroeconomic news forecasters use, or how they use it.

Revisions are obtained solely using the inflation expectations reported by forecast-

ers, and this is the main component used to back-out forecasters’views on inflation

persistence.

3.2.2 State-Space Model

The state-space model presented in this section is one example of a model that can

help identify perceptions of inflation persistence; there may be other suitable models

that are useful in this regard. The advantage here is that the model also provides a

means to compare this measure with another measure of persistence used in the liter-

ature, namely, predictability, which will be discussed in more detail in the following

section.

To represent forecasts, I attribute to each forecaster j a state-space time series

model for inflation:

π(t) = x(j, t) + ε(j, t) (23)

x(j, t) = a(j)x(j, t− 1) + η(j, t), (24)

where ε(j, t) and η(j, t) are serially uncorrelated error terms with ε(j, t) ∼ (0, σ2ε(j))

and η(j, t) ∼ (0, σ2η(j)).9 One interpretation of ε(j, t) and η(j, t) is they are transitory

and persistent shocks to inflation, respectively. As pointed out by Gourinchas and

Tornell (2004), these shocks may capture agents’uncertainty regarding the conduct

of monetary policy since the central bank’s inflation target and information set are

imperfectly known to forecasters. A transitory shock, for example, can occur when

9The set-up here is a forecaster-specific, stationary version of the unobserved component model
in Stock and Watson (2007) without a drift. It is useful to note that the inclusion of a forecaster-
specific constant term in the state variable in (24) does not alter the calculation of state persistence
or the calculation of perceived predictability in the following section. In both cases the constants
cancel out during the calculation.
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there is a temporary shift in the balance of power on the FOMC.

The state variable x(j, t) may be interpreted as a scalar index of the variables

that forecaster j uses when calculating inflation expectations. The heterogeneity in

this model arises through x(j, t) which varies across forecasters and is unobserved (ex-

cept to forecaster j). We do not place any assumptions on the identity of x(j, t); we

only require that it evolves according to (24). First, x(j, t) may, for example, be π(t)

itself. In this case, the state-space model would become an AR(1) representation for

inflation, allowing forecasters to have their own views of inflation persistence, which

was explored in the previous chapter. However, our more general state-space repre-

sentation allows for heterogeneity in both information sets and in state persistence.

Second, x(j, t) may be core inflation, the persistent part of inflation. Core infla-

tion is often used to forecast the CPI inflation rate (i.e headline inflation). As core

inflation excludes the most volatile components of headline inflation, it is a smoother

series that can better capture the trend in headline inflation. Hence, one may think

of actual inflation as being core inflation plus noise as in (23).

Third, if a(j) = 1 for all j, and x(j, t) is not directly observable by forecasters,

then this state-space model would be the unobserved components model of Stock

and Watson (2007). They model inflation as the sum of a stochastic trend (which

follows a random walk) and a serially uncorrelated disturbance. Their paper shows

how to forecast inflation out-of-sample by filtering the unobservable stochastic trend.

However, if all forecasters had the Stock and Watson model, then all forecasters

would have the same inflation forecasts, but in general, inflation forecasts are not the

same across forecasters. The state-space model presented here allows for forecaster

heterogeneity in two ways: through a(j) and through x(j, t). In the case that a(j) = 1

for all forecasters, a different x(j, t) observed by the forecaster would also lead to a

different forecast.

Inflation is modeled in a similar fashion as Stock and Watson (2007), as having
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a persistent component and a transitory component, but forecasters’perceptions of

state persistence will be captured by a(j) in this model. The question then becomes,

how is it possible to obtain a(j) without making any additional assumptions on the

unobservable state variable x(j, t)? I start by writing out the one-step ahead forecast

revision made to inflation using our state-space model and the notation described in

the previous chapter:

rπ(j, t, 1) = Ejtπ(t+ 1)− Ejt−1π(t+ 1)

= Ejtx(j, t+ 1)− Ejt−1x(j, t+ 1)

= a(j)x(j, t)− a(j)Ejt−1x(j, t)

= a(j)(x(j, t)− Ejt−1x(j, t))

= a(j)η(j, t). (25)

It is not possible to estimate (25) since η(j, t) is unknown as x(j, t) itself is unobserv-

able. However, consider the two-step ahead forecast revision made to inflation:

rπ(j, t, 2) = Ejtπ(t+ 2)− Ejt−1π(t+ 2)

= Ejtx(j, t+ 2)− Ejt−1x(j, t+ 2)

= a(j)Ejtx(j, t+ 1)− a(j)Ejt−1x(j, t+ 1)

= a(j)(Ejtx(j, t+ 1)− Ejt−1x(j, t+ 1))

= a(j)rπ(j, t, 1), (26)

where (26) follows by using the result found in (25). Hence, using only inflation

forecasts we can identify a(j) without any additional assumptions on x(j, t). This

result holds for any h-step ahead forecast:

rπ(j, t, h+ 1) = a(j)rπ(j, t, h) h = 1, ..., H. (27)

Note, we can also consider the case where the unobserved state variable, x(j, t),
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follows a higher-order AR(p) process. Appendix A.1 derives the corresponding rela-

tionship between revisions in the case that x(j, t) follows an AR(2) or AR(3) process.

We are then able to test the coeffi cients on the additional lags of x(j, t), and find that

for over 75% of forecasters in the sample, the coeffi cients on these additional lags are

not significantly different from zero. Therefore, throughout the chapter I continue

with the case in which x(j, t) follows an AR(1) process.

Forecast revisions are an intuitive but indirect way to identify a(j). It is possible

to estimate a(j) using a more direct approach but the estimation in this case becomes

more diffi cult if a constant term is present in the transition equation of the state-space

model, while the forecast revision method remains unchanged. Appendix A.2 further

explores a direct method of estimating a(j) in this case.

The link between forecast revisions and forecasters’perceptions of shocks has

been used in recent work. Krane (2011), for example, uses professional forecasters’

GDP forecast revisions from the Blue Chip Economic consensus to identify forecasters’

views of shocks to GDP. Krane discusses the merits of using forecast revisions, and

in particular, the correlations in forecast revisions to understand forecasters’views

in response to shocks as compared to the conventional use of forecast errors. The

analysis presented here, however, differs from Krane’s (2011) in several ways. In

terms of the data, Krane focuses on consensus forecasts which does not allow for

the heterogeneity across forecasters to be captured. In this chapter, a key focus is

on understanding the heterogeneity in perceptions across forecasters as well as how

these perceptions have changed over time. In terms of the statistical model, Krane

proposes a specific parameterization of forecast revisions to identify perceptions of

permanent and transitory shocks using method-of-moments estimation. As shown

above, a parameterization will not be necessary in this chapter, as perceptions of

persistence become identified more naturally following the forecaster-specific state-

space representation for inflation. I then use SUR estimation to allow for potential
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effi ciency gains due to contemporaneous correlation across equations.10

3.2.3 State Persistence and Perceived Predictability

Cogley, Primiceri, and Sargent (2010) measure persistence in terms of predictabil-

ity using an R2 statistic for j-step ahead forecasts. Essentially, the idea is that

predictability and persistence are related concepts since past shocks may cause fore-

castable movements while future shocks contribute to forecast errors. Thus, the

influence of past shocks may be measured by the proportion of predictable variance.

Their paper focuses on inflation-gap persistence which is not consistent with the

state-space model presented here as the disturbance term, ε(j, t), does not exhibit

persistence. However, analyzing the R2 perceived predictability measure of our state-

space model is nonetheless an informative exercise which allows state persistence to be

linked to existing measures of persistence in the literature. This measure is calculated

as 1 minus the ratio of the conditional forecast error variance to the unconditional

forecast error variance. The one-step ahead and two-step ahead conditional variances

are given by:

Ejt(π(t+ 1)− Ejtπ(t+ 1))2 = Ejt(η(j, t+ 1) + ε(j, t+ 1))2

= σ2η(j) + σ2ε(j) (28)

Ejt(π(t+ 2)− Ejtπ(t+ 2))2 = Ejt(a(j)η(j, t+ 1) + η(j, t+ 2) + ε(j, t+ 2))2

= σ2η(j)(1 + a(j)2) + σ2ε(j) (29)

where cov(η(j, t), ε(j, k)) = 0 for all t and k. The unconditional variance from our

10The Breusch-Pagan test for independent equations suggest that this contemporaneous corre-
lation is present for some forecasters in the sample, hence SUR estimation would yield a gain in
effi ciency in these cases.
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state-space model is given by:

σ2η(j)
1− a(j)2 + σ2ε(j). (30)

Hence, the one-step and two-step ahead predictability measures are:

R2(j, 1) = 1−
σ2η(j) + σ2ε(j)
σ2
η(j)

1−a(j)2 + σ2ε(j)

= 1−
σ2η(j)[1− a(j)2] + σ2ε(j)[1− a(j)2]

σ2η(j) + σ2ε(j)[1− a(j)2]
(31)

R2(j, 2) = 1−
σ2η(j)[1 + a(j)2] + σ2ε(j)

σ2
η(j)

1−a(j)2 + σ2ε(j)

= 1−
σ2η(j)[1− a(j)4] + σ2ε(j)[1− a(j)2]

σ2η(j) + σ2ε(j)[1− a(j)2]
(32)

In general, the h-step ahead predictability measure for forecaster j is given by:

R2(j, h) = 1−
σ2η(j)[1− a(j)2h] + σ2ε(j)[1− a(j)2]

σ2η(j) + σ2ε(j)[1− a(j)2]
. (33)

Notice that R2(j, h) will converge to zero as the forecast horizon increases. For a non-

persistent state variable (i.e. an a(j) close to 0), predictability is also very low as the

state variable contains mostly noise and therefore forecasts for shorter horizons are

just as accurate as forecasts for longer horizons. Conversely, for a highly persistent

x(j, t) (i.e. an a(j) close to 1), predictability is also close to 1 (provided σ2ε(j) is not

high), and steadily declines as the forecast horizon increases.

Some algebra shows that

∂R2(j, h)

∂a(j)
=
2hσ4η(j)a(j)

2h−1 + 2hσ2η(j)σ
2
ε(j)[1− a(j)2]a(j)2h−1 + 2σ2η(j)σ2ε(j)a(j)2h+1

(σ2η(j) + σ2ε(j)[1− a(j)2])2
.

(34)

Since h, σ2η, and σ
2
ε are all positive, it follows that for a(j) ∈ (0, 1),

∂R2(j,h)
∂a(j)

> 0.11

11It is possible to weaken this condition to ∂R2(j,h)
∂a(j) >0 to incorporate more values of a(j), in

particular, a(j) ∈ [0,
√
1 +

σ2
η(j)

σ2
ε(j)

]. However, this interval would no longer guarantee that R2(j, h)→ 0
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This result reinforces the importance of studying a(j) as it affects predictability.

We can also show that for a(j) ∈ (0, 1), ∂R
2(j,h)

∂σ2
η(j)

> 0 and ∂R2(j,h)

∂σ2
ε(j)

< 0. The former

result is consistent with the findings in Stock and Watson (2007). They showed that if

a(j) = 1 and x(j, t) is viewed as an unobserved component, then the moving average

component of the IMA(1,1) model of inflation depends on the ratio of the permanent

innovation variance (σ2η(j)) to the transitory innovation variance (σ
2
ε(j)). Over time,

they found that the permanent innovation variance fell relative to the transitory

innovation variance, so inflation persistence declined. The R2 predictability measure

in our state-space model also includes this effect: if σ2η(j) falls, R
2(j, h) falls.

3.3 Estimation Results

3.3.1 SUR Estimation

For each forecaster j, a(j) may be interpreted as the slope of equation (27). I proceed

by estimating the following equations jointly using SUR estimation:

rπ(j, t, 2) = υ(j, 1) + a(j)rπ(j, t, 1) + ν(j, t, 2) (35)

rπ(j, t, 3) = υ(j, 2) + a(j)rπ(j, t, 2) + ν(j, t, 3) (36)

rπ(j, t, 4) = υ(j, 3) + a(j)rπ(j, t, 3) + ν(j, t, 4), (37)

where υ is the intercept and ν is the error term.12 The setup follows since the SPF

provides forecasts up to 5 quarters ahead, allowing us to estimate state persistence

using 3 equations.13 Estimating these equations jointly using a seemingly unrelated

as h → ∞. Furthermore, it will be seen in section 3.3.3 that if a(j) = 0, it would not be possible
to obtain estimates for the other components of R2(j, h). Therefore, I will restrict attention to
a(j) ∈ (0, 1).
12Forecasters’loss functions are not explicitly modeled in this paper as they are generally unknown

to the researcher. However, in order for the estimation of a(j) to be performed in this manner, we
require the underlying assumption of similar, symmetric loss functions for forecasters that have a
certainty equivalence feature.
13Allowing for a forecaster and horizon specific intercept allows us to incorporate the case in which

shocks are learned, but do not affect forecasts until some future date.
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regression (SUR) estimator enables me to impose cross-equation restrictions.

Ideally, estimation would be performed with a panel of fixed composition with

most forecasters participating and relatively fewmissing observations. But since many

observations are missing, it not possible to find overlapping time periods for a large

number of forecasters. In addition, calculating a forecast revision requires at least

two consecutive forecasts. I proceed to estimation keeping in mind this limitation of

the data set.

Figure 3.1 depicts the estimates of state persistence for each of the 80 forecasters

along with the 95% confidence interval given by the height of the bar associated

with the point estimate. Notice several things: first, very few forecasters have point

estimates near 1 which would suggest a unit root in state persistence. Second, of

the 80 forecasters, 13 of them have estimates of perceived persistence that are not

statistically different from zero at the 5% significance level; the majority of these

forecasters may be seen in figure 3.1 as having slightly negative estimates of a(j)

or estimates of a(j) very close to zero. Third, there is substantial variation in the

precision of the estimates across forecasters; some of this is due to the inclusion of

forecasters with smaller sample sizes.

Figure 3.1: Estimates of a(j) and 95% confidence interval
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The box-whiskers plot in figure 3.2, shows that â(j) is primarily clustered around

relatively low levels of state persistence with the third quartile of estimates of a(j)

below 0.5.

Figure 3.2: Estimates of a(j)
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Note: The box portion of the plot depicts the 25th

percentile of estimates on the lower hinge and the 75th

percentile of estimates on the upper hinge. The line

inside the box is the median estimate. The bottom and

top whiskers portray the lower and upper adjacent

values, respectively. The dots represent outside values.

One might wonder if forecasters with state persistence around the mode make

more accurate forecasts. A cross-plot of accuracy (measured by the RMSE) and â(j)

is shown in figure 3.3. Each point on the cross-plot represents a forecaster in the

sample, and there does not appear to be any clear indication that forecasters whose

state persistence is near the consensus make more accurate forecasts than those who

perceive x(j, t) to be more highly persistent.
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Figure 3.3: Accuracy and State Persistence
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3.3.2 Changes in State Persistence Over Time

3.3.2.1 Split Sample Estimation It is possible that state persistence may have

changed over time. Along with the debate surrounding the degree of actual inflation

persistence, its stability over time also remains a controversial property. Studies by

Levin and Piger (2004) and Stock and Watson (2007) have investigated structural

breaks in the inflation process.

Ideally, a long span of survey participation would allow us to also test for breaks

in state persistence with an unknown breakpoint and for individual forecasters, but,

given the gaps in the dataset, that is not a viable option in our case. One way

to account for possible changes in state persistence over time is to perform split

sample estimation, splitting the sample roughly in half. The midway point in our

sample would be 1996:Q4. However a group of new forecasters entered in 1995:Q2

and to avoid splitting their observations after only 6 quarters, I pick the split date of

1995:Q2.14 Splitting the sample in this way yields 40 forecasters in the first portion

of the sample (pre 1995:Q2), and 53 forecasters in the latter portion of the sample

(post 1995:Q2). The distribution of the estimation results are presented in figure 3.4,

14A split date of 1996:Q4 does not substantially alter the results presented in this section, but it
does reduce the sample size of the new forecasters entering the sample.
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where the dashed kernel density represents the estimates in the pre 1995:Q2 sample

and the solid kernel density represents the estimates in the post 1995:Q2 sample.

Figure 3.4: Split-Sample Estimates of State Persistence:

Split Date 1995:Q2

Pre 1995:Q2

Post 1995:Q2
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Note: The kernel densities show the distribution of state

persistence estimates across forecasters for over each

portion of the sample using the Epanechnikov kernel.

The estimation results are consistent with the finding in past literature which

suggest there has been a decline in inflation persistence over time. Prior to the mid

1990s, there appeared to be two types of forecasters; those with high state persistence

and those with lower state persistence. That is, forecasters likely responded to recent

macroeconomic news differently and had different views on the credibility of the

central bank. By the mid 1990s, the group of ‘sceptical’forecasters had decreased.

Of course, there is a different composition of forecasters in both portions of the

sample, but the later consensus is clearly one of low state persistence, suggesting

the Fed had done a good job of gaining the confidence of forecasters. Given papers

that have documented disagreement in inflation expectations across forecasters (such

as Capistran and Timmermann (2009) and Mankiw, Reis and Wolfers (2003)), this
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finding may be interpreted as less disagreement across forecasters since the mid 1990s.

Engelberg, Manski and Williams (2011) warn against drawing conclusions from

a forecaster panel with varying composition. Only 13 forecasters from the full sample

of 80 forecasters submit enough surveys to have estimates available in both portions

of the sample. The densities of estimates for this subsample of 13 forecasters are

shown in figure 3.5:

Figure 3.5: Split-Sample Estimates of State Persistence:

Forecasters in Both Samples
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Note: The kernel densities show the distribution of state

persistence estimates across forecasters for over each

portion of the sample using the Epanechnikov kernel.

The estimates for this group of forecasters are similar to those in figure 3.4. Only

one forecaster has state persistence above 0.45 in the post 1995:Q2 sample estimates,

versus 7 forecasters who had state persistence above 0.45 in the pre 1995:Q2 sample.

More concretely, a test of the null hypothesis that the estimate was the same before

and after 1995:Q2 was rejected for 6 of the 13 forecasters at the 10% significance level.

Overall then, the findings are not driven by a different composition of forecasters

in the earlier and later portions of the sample; state persistence does appear to have
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fallen. The findings here are consistent with many studies which have reported that

actual inflation persistence has decreased over time (for examples, see Cogley and

Sargent (2001), Taylor (2000), Brainard and Perry (2000), and Stock and Watson

(2007)), though a more in depth comparison between perceived inflation persistence

and actual inflation persistence will be seen later in this chapter.

3.3.2.2 Rolling Regression Estimation We have seen evidence that state

persistence has changed from the first portion of the sample to the second portion of

the sample. It is possible that it may further be time-varying even within the two

sample portions. To examine this further, I perform rolling regressions over a window

of 10 periods to estimate a(j). These rolling regressions are performed only for the

13 forecasters used in figure 3.5, who have samples over a long span of time. The

estimation results, along with the 95% confidence intervals, are presented below in

figure 3.6.

Figure 3.6: Rolling Regression Estimates of a(j)
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Notes: (1) Rolling regression estimates of a(j) are
given by the solild blue line for each forecaster. The

dashed green and red lines depict the 95% confidence

interval of the point estimates. (2) The gaps in the

point estimates and confidence intervals for some

forecasters indicate missing observations.
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In some cases, there are substantial fluctuations in these estimates which make it

diffi cult to generalize them into a small range. However, there does appear to be a

trend towards relatively lower and more stable rolling regression estimates on state

persistence, particularly in the past decade for most of these forecasters. Another

feature to note is the more narrow confidence intervals surrounding the estimates; for

some forecasters it can be seen starting in the mid-to-late 1990s, whereas for other

forecasters, it is more prevalent after 2005.

3.3.3 Measuring Perceived Predictability

Using the correlations in revisions made to inflation forecasts, we have shown that

we can obtain estimates of state persistence, â(j). If we are able to obtain sample

estimates of σ2ε(j) and σ
2
η(j), we can also identify our measure of perceived inflation

predictability presented in section 3.2.3. Notice that taking expectations from the

state-space model yields:

Ejtπ(t+ 1) = Ejtx(j, t+ 1) = a(j)x(j, t),

and using the sample estimates of â(j), we can back out an estimate of the state

variable:

x̂(j, t) =
Ejtπ(t+ 1)

â(j)
. (38)

Then from the measurement equation in the state-space model, we have

ε̂(j, t) = π(t)− x̂(j, t)

= π(t)− Ejtπ(t+ 1)

â(j)
, (39)

and therefore,

σ̂2ε(j) =
1

n− 1
n∑
t=1

ε̂(j, t)2, j = 1, ..., J. (40)
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Similarly, rearranging the transition equation in terms of sample estimates gives:

η̂(j, t) = x̂(j, t)− â(j)x̂(j, t− 1)

=
Ejtπ(t+ 1)

â(j)
− Ejt−1π(t). (41)

Thus, computing η̂(j, t) requires that forecasts were submitted in at least two consec-

utive periods. We may then calculate the corresponding variance estimate:

σ̂2η(j) =
1

n− 1
n∑
t=1

η̂(j, t)2, j = 1, ..., J. (42)

The variance of the persistent innovation relative to the variance of the transitory

innovation is shown in figure 3.7. For most forecasters, the relative variance is fairly

close to one. This ratio is interesting to consider as Stock and Watson (2007) report it

had declined between the first and second portion of their data; between 1970 —1983

and 1984 —2004, respectively. Specifically, the variance of the persistent innovation

had declined in their sample, while the variance of the transitory innovation had

remained stable throughout the entire sample period.

Figure 3.7: Sample Estimates of Relative Variance
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Using the 1995:Q2 split date presented earlier, the relative variance may be

calculated for forecasters in both portions of the sample, and it may be determined

whether changes have occurred between 1984:Q1 —1995:Q1 and 1995:Q2 —2010:Q1
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using forecast data. Of these 24 forecasters, the solid red line in figure 3.8 depicts

the relative variance between 1984:Q1 —1995:Q1 while the dotted blue line shows the

increase in the relative variance due to the second portion of the sample; 1995:Q2

—2010:Q1. There does not appear to be any conclusive change during the sample

period; 13 of the 24 forecasters have a higher relative variance in the second portion

of the sample, while 8 forecasters have a higher relative variance in the first portion

of the sample. The 3 remaining forecasters have a relative variance that has remained

roughly equal throughout the sample period.

Figure 3.8: Split-Sample Estimate of Relative Variance
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Using the sample estimates of the variances, along with the estimates of state persis-

tence, it is possible to obtain an estimate of perceived predictability:

R̂2(j, h) = 1−
σ̂2η(j)(1− â(j)2h) + σ̂2ε(j)(1− â(j)2)

σ̂2η(j) + σ̂2ε(j)(1− â(j)2)
. (43)

Figure 3.9 shows the relationship between â(j) and R̂2(j, h) for h = 1, 2 and h = 5:
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Figure 3.9: Estimates of State Persistence and Predictability
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The aligned symbols represent the one-step, two-step and five-step ahead estimates of

perceived predictability for each forecaster j, respectively. There are five forecasters

whose estimates of a(j) are slightly below zero, and therefore, the positive relationship

between perceived persistence and predictability derived in section 3.2.3 would not

apply to these forecasters. For the rest of the forecasters, perceived predictability is

an increasing function of perceived persistence, so focusing on a(j) conveys some of

the same information as focusing on R2(j, h).

Furthermore, we showed in section 3.2.3 that holding the shock variances con-

stant, a(j) is positively related to R2(j, h). Figure 3.9 shows a stronger result em-

pirically: even if shock variances are unrestricted across forecasters, state persistence

and predictability are still positively related.

3.3.4 A Comparison to Actual Inflation Data

The measure of state persistence presented thus far is measured indirectly using fore-

cast revisions. To form a concrete means of comparison with actual inflation data,

we can obtain a measure of perceived inflation persistence by calculating the implied

autocorrelation function (ACF) obtained using the state persistence estimates and

comparing it with the ACF of actual inflation. As noted by Fuhrer (2009), the ACF
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may be considered the best overall measure of persistence as it summarizes much of

the information in the time series. The ACF is defined as the vector of correlations of

current period inflation with each of its own lags from i = 0, 1, 2, .., I: [ρ1, ..., ρI ]. It

is possible to use the Yule-Walker equations to calculate the implied autocorrelations

for each forecaster j in the state-space model. By writing the the state-space model

as the follows:

π(t) = a(j)x(j, t− 1) + η(j, t) + ε(j, t), (44)

the autocovariances can be derived by multiplying π(t) by π(t− i) for i = 0, 1, 2, .., I

and then taking expectations. I will denote γz0 as the variance of variable z, and γ
z
i

as the i-period apart covariance of variable z. The Yule-Walker equations are then

given by:

Eπ(t)π(t) = a(j)Ex(j, t− 1)π(t) + Eη(j, t)π(t) + Eε(j, t)π(t)

γπ0 = a(j)γ
x(j)
0 + σ2η(j) + σ2ε(j)

Eπ(t)π(t− 1) = a(j)Ex(j, t− 1)π(t− 1) + Eη(j, t)π(t− 1) + Eε(j, t)π(t− 1)

γπ1 = a(j)γ
x(j)
1

Eπ(t)π(t− 2) = a(j)Ex(j, t− 1)π(t− 2) + Eη(j, t)π(t− 2) + Eε(j, t)π(t− 2)

γπ2 = a(j)γ
x(j)
2

...

γπi = a(j)γ
x(j)
i .
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Since x(j, t) is just an AR(1) process, we can show that

γ
x(j)
0 =

σ2η(j)
[1− a(j)2]

γ
x(j)
1 =

σ2η(j)a(j)

[1− a(j)2]
...

γ
x(j)
i =

σ2η(j)a(j)
i

[1− a(j)2] .

Using these results, the implied autocorrelations for π(t) can be calculated as follows:

ρ1(j) =
γπ1
γπ0
=

σ2η(j)a(j)
3

σ2η(j) + σ2ε(j)[1− a(j)2]
(45)

ρ2(j) =
γπ2
γπ0
=

σ2η(j)a(j)
4

σ2η(j) + σ2ε(j)[1− a(j)2]
(46)

...

ρi(j) =
γπi
γπ0
=

σ2η(j)a(j)
2+i

σ2η(j) + σ2ε(j)[1− a(j)2]
. (47)

In general, if ρi(j) denotes the implied autocorrelation for forecaster j at lag i, we

can show that:

ρi(j) = a(j)ρi−1(j) ∀ i > 2. (48)

At any lag, these autocorrelations depends on a(j) and both shock variances σ2η(j),

and σ2ε(j). Using the estimates of a(j), and the sample estimates of the shock variances

calculated in the previous section, we have all the components needed to calculate a

measure of perceived inflation persistence.

Figure 3.10 presents a comparison of estimates of perceived inflation persistence

along with the corresponding estimates of state persistence for the sample of forecast-

ers up to the case that i = 4:
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Figure 3.10: Perceived Inflation Persistence Estimates (ACF):

Full Sample
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Figure 3.11: Implied ACF for Inflation
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Note the lags here are overlapped by forecaster to allow for a comparison across fore-

casters. State persistence is typically larger than the perceived inflation persistence

primarily as a result of a large σ2ε(j) for the vast majority of forecasters. Figure 3.11

presents the ACFs in a slightly different way. Here, each connected line represents a

different forecaster in the sample, while the successive dots represents lag i. For the

majority of forecasters, the implied autocorrelations are start with ρ1(j) < 0.2. This

is smaller than the actual inflation ACF, seen in figure 3.12 which suggests a strong

presence of first-order autocorrelation.
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Figure 3.12: ACF for Actual Inflation
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Previously, we found that there has likely been a change in state persistence

over the sample period. It is therefore possible that the implied ACFs have also

experienced some change over time. First consider the ACF of actual inflation before

and after the 1995:Q2 split date used earlier in the paper. This can be seen in both

panels of figure 3.13. There appears to be a clear fall in the autocorrelations at all

lags. In fact, before 1995:Q2, the portmanteau Q test indicates we can reject the

null hypothesis that the actual inflation series is white noise at standard significance

levels, however, after 1995:Q2, this null cannot be rejected.

Perceived inflation persistence before and after 1995:Q2 is presented in both

panels of figure 3.14 and also suggest a decrease in the implied correlations as the

large majority of forecasters’ρ1(j) is below 0.2.15 The fall in the autocorrelation,

however, is not nearly as large as what is experienced by the actual inflation data.

A closer look indicates that the fall in actual inflation autocorrelations was pri-

marily due to the 2008 Financial Crisis in which CPI inflation drastically dropped,

reaching -9.2% in 2008:Q4 and -2.2% in 2009:Q1. Removing both these quarterly ob-

servations yields the figure 3.15 ACF for inflation in the post 1995:Q2 portion of the

data which indicates the presence of third-order autocorrelation in actual inflation.

15There are 40 forecasters in the pre 1995:Q2 portion of the sample, where the explosive ACF of
one forecaster has been removed to allow for easier comparison between both panels. There are 53
forecasters in the post 1995:Q2 portion of the sample.
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Figure 3.13: ACF of Actual Inflation

a) Pre 1995:Q2 b) Post 1995:Q2
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Figure 3.14: Perceived Inflation Persistence: Split Sample

a) Pre 1995:Q2 b) Post 1995:Q2
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Figure 3.15: ACF of Actual Inflation

Post 1995:Q2 (2008:Q4 and 2009:Q1 omitted)
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The interesting thing to note here is that perceived inflation persistence estimates in

the post 1995:Q2 portion of the sample (see figure 3.14b) also include the financial

crisis period though do not cause the autocorrelations to reach such negative levels

as in the actual inflation data (in fact, the lowest autocorrelation reported in the

sample is -0.0079). Figure 3.16 depicts only those forecasters who participated in

the SPF during 2008:Q4 and/or 2009:Q1. The left panel a) shows the perceived

inflation persistence estimates for these 19 forecasters for the post 1995:Q2 sample.

The right panel b) excludes the 2008:Q4 and 2009:Q1 observations from the post

1995:Q2 sample.

Figure 3.16: Perceived Inflation Persistence: Post 1995:Q2

a)2008:Q4 and 2009:Q1 included b) 2008:Q4 and 2009:Q1 omitted
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Notice 2 forecasters experience a drop in perceived inflation persistence as a result

of the exclusion (contrary to what is experienced in the actual inflation data). For

the majority of remaining forecasters, there does not appear to be much change in

perceived inflation persistence estimates. In other words, even after observing the

2008:Q4 shock, forecasters did not revise their forecasts enough at future horizons

to cause their ACF to drop as much as the autocorrelations in the actual inflation

data (see figure 3.13b). This finding further supports the notion of increased central

bank credibility as the shock was not expected to have a long duration, even amidst

a financial crisis.

69



Finally, to avoid any conclusions based on a changing composition of forecasters,

we can examine the autocorrelations of only forecasters who were present in both

portions of the sample. This is shown in panels a) and b) of figure 3.17 and includes

24 forecasters.16 Again, we can see that these autocorrelations have fallen over time,

and unlike the actual inflation data, this decline is not largely driven by the financial

crisis period. Of the 24 forecasters, 9 of them are affected by this time period, and as

most of these forecasters did not make large downward revisions to their forecasts at

multiple future horizons, perceived inflation persistence simply did not react as much

as actual inflation persistence.

Figure 3.17: Implied ACF of Inflation (Forecasters in Both Samples)

a) Pre 1995Q2 b) Post 1995Q2
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3.4 Conclusions

This chapter studies perceptions of inflation persistence across a panel of forecasters

while allowing for heterogeneity in their beliefs and information set. I show that state

persistence may be estimated using the correlations in revisions made to inflation fore-

casts. These estimates are used to obtain a measure of perceived inflation persistence

16There are more forecasters in figure 3.16 than in figure 3.5 as I do not place the restriction of
a minimum of 10 forecast revisions. Instead, figure 3.16 allows for forecasters with a minimum of 5
forecast revisions in both portions of the sample, and we can see that this does not alter any previous
conclusions.
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that is relatively lower than actual inflation persistence estimates found in past litera-

ture, particularly those that suggest that inflation is highly persistent. In the context

of other measures of persistence, once the components of perceived predictability are

identified, the empirical relationship between state persistence and predictability also

shows that predictability is an increasing function of state persistence.

Perceptions of inflation persistence appear to have declined over time with

greater consensus around low levels of persistence when split sample estimation is

performed. These findings are consistent with those of Stock and Watson (2007)

which suggest that unexpected changes to inflation are more likely to be viewed as

transitory than they had been before the early 1990s.

The findings in this chapter raise some important questions: why do forecasters

react less to shocks than the actual inflation data? From the perspective of a central

bank, perceptions of inflation persistence have implications for monetary policy. The

relatively lower persistence estimates obtained through inflation expectations data

suggest that the Federal Reserve has gained credibility in recent years, giving them

greater flexibility, and lowering the costs associated with stabilizing inflation. Per-

haps, however, there could be other factors driving inflation expectations, causing

its underlying properties to differ from that of actual inflation. In fact, Gourinchas

and Tornell (2004) find empirical evidence that systematic distortions exist in agents’

beliefs regarding the interest rate process. These distortions may be present in in-

flation expectations as well as in other macroeconomic forecasts. Furthermore, we

cannot rule out the possibility that forecasters may have incentives to distort their

announced or reported expectations, causing them to differ from true values. The

next chapter examines the testable implications of this perspective.
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Chapter 4
Conservatism in Inflation Forecasts

4.1 Introduction

The previous chapter revealed an important difference between inflation forecast data

and actual inflation data: that perceptions of inflation persistence are lower than

estimates of actual inflation persistence. The key question raised at the end of the

chapter was: why the difference? If there is evidence that suggests that inflation

forecasts may partially capture some other objective of professional forecasters, then

we could very well expect this difference to exist.

The goal of this chapter is to consider a particular departure from purely rational

forecasts that reflects forecasters’dual objective: to avoid having large forecast errors,

but also to avoid making large revisions to their previous forecasts. Like Bennett,

Geoum and Laster (1999), the framework presented in this chapter is one of rational

bias. Bennett, et al. present a model in which forecasters have common informa-

tion and identical expectations, though their inflation forecasts differ to the extent

that their wages depend on the publicity that their forecasts are able to generate.

However, in this chapter, forecasters have an incentive to compromise the accuracy

of their predictions to make conservative forecasts. In the context presented here,

the term conservative does not reflect one’s political views, principles or habits; it

can be viewed as a form of rational sluggishness in setting inflation forecasts, mea-

sured relative to the adjustment cost of making revisions to previously announced

inflation forecasts. Conservatism may follow if the end-users of the forecasts (such

as businesses or policy makers), distrust the forecasters who make frequent forecast

revisions. It may also arise if forecasters have an informational advantage that they

would not like to disclose via making a forecast revision. In either case, this latter
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objective introduces a potential source of sluggishness into the inflation forecasting

process which can create a divergence between announced inflation forecasts and true

inflation expectations.

Batchelor and Dua (1992) examine the extent of conservatism and consensus-

seeking in a panel of professional forecasters. Using a method-of-moments estimator

and monthly data from the Blue Chip Economic Indicators running from August

1976 to December 1986, they find that most forecasters are too conservative in that

they give too much weight to their own past forecasts. They find this to be true for

forecasts for real GNP growth, inflation in the GNP deflator, the unemployment rate

and short-term interest rates.

This chapter, however, is unlike the past literature in the sense that forecast-

ers have a very specific alternative to making accurate forecasts; that is, to retain

continuity in their forecasts which may be captured by their previous forecast an-

nouncements. In this setup, forecasters’true inflation expectations are rational, but

they may not necessarily announce this true expectation because they are reluctant

to make large revisions to previous forecasts.

I determine the degree of sluggishness in announcements using the Anderson-

Rubin (1949) approach which allows for reliable inference in the presence of weak

instruments. This approach suggests there may be a substantial degree of sluggishness

in inflation announcements as a result of forecasters’reluctance to make large revisions

to their forecasts, which becomes more prevalent at longer forecast horizons. This

degree of sluggishness is then used to compute an alternative series of "true" expected

inflation. The findings suggest that the conservatism model may be able to illuminate

differences between actual inflation and inflation forecast data.
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4.2 A Conservative Loss Function

A typical forecast announcement is denoted by πajt(t + h) which is forecaster j’s

inflation announcement, πa, for time t+ h, h periods ahead. For example, πajt(t+ 1)

and πajt−1(t + 1) would be forecaster j’s inflation announcements one-period ahead

(hence, based on time t information) and two-periods ahead (based on time t − 1

information), respectively. Until now, I have assumed that the following was true:

πajt(t+ h) = Ejtπ(t+ h), for h = 1, ..., H. (49)

That is, for any forecast horizon, forecasters announce their true expectations of

inflation. In this chapter, this assumption will be relaxed.

Notice that πajt(t+1) and π
a
jt−1(t+1) are both forecasts of the same thing: actual

inflation in period t + 1, π(t + 1). However, forecaster j may make revisions to the

two-period ahead forecast as his or her information set changes from one period to

the next. Hence, a one-period-ahead announced forecast revision may be written as:

πajt(t+ 1)− πajt−1(t+ 1).

This revision is made by forecaster j at time t. In general, an h-step ahead announced

forecast revision to π(t+ 1) may be written as:

πajt+1−h(t+ 1)− πajt−h(t+ 1).

A forecaster’s loss function follows from their dual objective: to avoid having

large forecast errors, and to avoid making large revisions to their previous period’s

forecast. The former captures forecasters’primary objective which is to make accurate

forecasts, and the latter represents a secondary objective which may follow if the end-

users of the forecasts prefer that forecasters do not make frequent revisions to their

previous forecasts.
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The loss function for forecaster j’s one-step ahead forecast is as follows:

Min

πajt(t+ 1)
Ejt{[π(t+ 1)− πajt(t+ 1)]2 + λj[π

a
jt(t+ 1)− πajt−1(t+ 1)]2}, (50)

where λj is a weight that captures the extent to which the secondary objective in-

fluences j’s forecast announcement. It is assumed to be time-invariant and can take

on any non-negative value.17 The first term penalizes inaccuracy while the second

term penalizes revisions. Quadratic loss functions are frequently used in monetary

policy problems. They have the advantage that they penalize large deviations from

the target more than small deviations. In addition, the first derivative of the loss

function is linear so that the forecasting rule may be represented by a linear function.

In this case, the first-order condition shows that forecaster j should set his or her

announcement so that:

πajt(t+ 1) =
1

1 + λj
Ejtπ(t+ 1) +

λj
1 + λj

πajt−1(t+ 1), (51)

where Ejtπ(t+1) is forecaster j’s true expectation of inflation in period t+1. Notice

our conservative loss function implies that forecasters may not necessarily announce

their true inflation expectations; instead their announcement is a combination of

their true inflation expectations and the previous period’s two-step ahead inflation

announcement.

To solve for πajt−1(t+1), we can setup forecaster j’s loss function for the two-step

ahead inflation announcement for time t+ 1:

Min

πajt−1(t+ 1)
Ejt−1{[π(t+ 1)− πajt−1(t+ 1)]2 + λj[π

a
jt−1(t+ 1)− πajt−2(t+ 1)]2

+λj[π
a
jt(t+ 1)− πajt−1(t+ 1)]2} (52)

s.t. Ejt−1π
a
jt(t+ 1) =

1

1 + λj
Ejt−1π(t+ 1) +

λj
1 + λj

πajt−1(t+ 1), (53)

where Ejt−1πajt(t+1) is forecaster j’s expected one-step ahead inflation announcement.

17Shortly, I will introduce a reparameterization such that any λj will return a value between [0, 1].

75



The two-step ahead loss function is more complicated than the one-step ahead

case. This occurs as forecasters now are not only concerned with revisions to their

past three-step ahead forecast, but also with future revisions that will be made to

the two-step ahead forecast. All revisions are made one period apart and therefore

assigned the same weight, λj. In general, the problem of determining the optimal

inflation announcement becomes more complicated at larger forecast horizons.

The first-order condition for the two-step ahead problem implies:

πajt−1(t+ 1) =
1 +

λj
(1+λj)2

1 + λj +
λj

(1+λj)2

Ejt−1π(t+ 1) +
λj

1 + λj +
λj

(1+λj)2

πajt−2(t+ 1). (54)

As in the solution to the one-step inflation announcement, notice the sum of the

weights on true inflation expectations and the previous period’s announcement add

to one. In general, the first-order conditions show that any h-step ahead forecast

announcement of π(t+1) ought to be a weighted average of true inflation expectations

and the previous h+ 1 step ahead forecast:

πajt+1−h(t+ 1) = ω(λj, h)Ejt+1−hπ(t+ 1) + (1− ω(λj, h))πajt−h(t+ 1), (55)

h = 1, ..., H and j = 1, ..., J

where ω(λj, h) ∈ [0, 1] is a function of λj and h. For example, ω(λj, 1) is given

by 1
1+λj

as in (51) and ω(λj, 2) is given by
1+

λj

(1+λj)
2

1+λj+
λj

(1+λj)
2

as in (54). The trade-off

between accuracy and continuity in forecasts may be pinned down by the value of λj.

A value of λj close to zero, and hence a value of ω(λj, h) close to one, would mean

that the announced forecast is close to the forecaster’s true inflation expectation.

On the other hand, a high value of λj would suggest a high degree of sluggishness

in inflation announcements as forecasters place a higher weight on the continuity of

their announcement over its accuracy. Figure 4.1 depicts the different values of λj

along with the corresponding weights on past inflation announcements (1− ω(λj, h))

for h = 1, 2, 3:
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Figure 4.1: Weights on Past Announcements
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Note that the very first forecast that is made would not have any conservatism (since

there is no previous announcement that forecasters would be revising), so conser-

vatism would not be possible until the second period and there would be no revision

ever made to the first one-step ahead forecast. Subsequent one-step ahead forecasts

would be subject to revisions and therefore would exhibit a larger bias than fore-

casts made at longer horizons (as figure 4.1 suggests). In other words, as the forecast

horizon, h, gets larger, past announcements would play less of a role.

4.3 Alternative Interpretations of Conservatism

Inflation announcements that differ from the full information, rational expectation

outcome could be a result of a deviation from full information or a deviation from

rational expectations. Coibion and Gorodnichenko (2010), henceforth CG, explore the

former set of arguments while this paper aims to explore the latter set of arguments.

CG find that sticky information and imperfect information models both yield a

similar result as the first-order conditions from the conservative loss function: the

current average forecast is a weighted average of the previous period’s forecast and

the true rational expectation of inflation for the current period. They argue that

reputational concerns are not the source of conservatism, instead it is a manifesta-

tion of informational rigidities faced by professional forecasters. To disentangle these

77



alternative interpretations, both the data and the analysis used in this paper differs

from CG in several ways. For example, CG suggest also that reputational concerns

are not at play as they do not find that SPF forecasts are worse than market driven

expectations. This result, however, is based on a consensus measure of SPF forecasts.

Zarnowitz and Braun (1993) as well as Bennett, et al. (1999) document that consen-

sus forecasts tend to be more accurate than virtually all individual forecasts. In fact,

Manski (2010) shows that this empirical regularity follows from Jensen’s inequality.

Hence, it is possible that reputational concerns are still present among individual

forecasters, which may not be detected when analysis is performed with a consensus

forecast. The focus here will be on analyzing a small group of forecasters to detect

whether conservatism is present at the individual level.

Similarly, CG suggest that academic forecasters are more likely to have reputa-

tional concerns than industry forecasters, whose main focus is on profit-generating

activities. They find more rigidity in forecasts from private industry forecasters than

academics and interpret this evidence as more suggestive of informational rigidities

than reputational concerns. Conversely, Bennett, et al. (1999) propose and estimate

a model in which part of forecasters’objective is to gain publicity for their firms and

find evidence of a substantial strategic component in professional forecasting. Hence,

it is not entirely clear whether academic forecasters would focus less on minimizing

forecast errors and have greater reputational concerns than private industry forecast-

ers, as both would likely defend their forecast. The end users of these forecasts,

whether for policy-making purposes or business or financial decisions, would likely

have a preference toward stability in forecasts, particularly for longer-term decision

making, therefore reputational concerns cannot be ruled out. To address this, I allow

for a mix of both financial and nonfinancial industry forecasters at the individual

level.

The work of CG is complementary here as the reality is likely that professional
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forecasters face both informational rigidities as well as strategic incentives. By fo-

cusing the analysis here on individual forecasters, the objective of this paper is to

highlight the possibility that reputational concerns are likely to be a bigger part of

the picture.

While CG explore alternative interpretations to their findings, Batchelor and

Dua (1992) investigate the extent of conservatism in inflation forecasts using an al-

ternative measure of conservatism. Their measure is based on the assumption that

each forecaster prepares his or her forecast as a weighted average of his or her previous

month’s forecast, the previous month’s consensus forecast, and a forecast based on

new economic news arriving in the current month. Unlike Batchelor and Dua (1992),

the setup in this chapter starts with a loss function for each forecaster which implies

an optimal forecast as determined by the first order conditions.

4.4 Estimation Strategy

4.4.1 The Issue of Weak Instruments

A natural question to consider is the value of λj in practice, along with its variation

across forecasters. Estimating (55) using OLS would not be feasible since Ejt+1−hπ(t+

1) is not observed. Instrumental variable (IV) estimation would be an alternative if

a valid instrument could be obtained. If forecasters have rational expectations, then

actual inflation data could be used. In this case, π(t+1) = Ejt+1−hπ(t+1)+ε(j, t+1, h)

and we could write (55) as:

πajt+1−h(t+ 1)

= ω(λj, h)[π(t+ 1)− ε(j, t+ 1, h)] + (1− ω(λj, h))πajt−h(t+ 1)

= ω(λj, h)π(t+ 1) + (1− ω(λj, h))πajt−h(t+ 1)− ω(λj, h)ε(j, t+ 1, h), (56)

where ε(j, t + 1, h) is forecaster j’s h-period ahead forecast error. Under rational
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expectations, directly estimating (56) would be problematic as the forecast error

ε(j, t+1, h), would be correlated with actual inflation. Ang, Bekaert and Wei (2007)

find that the SPF’s inflation expectations data is one of the leading forecasts of

inflation. By definition, however, we cannot use this as an instrument since the SPF

data will be used to capture inflation announcements.

Consider two possible instruments for π(t + 1): 3-month U.S. Treasury Bill in-

terest rates and the U.S. capacity utilization rate in manufacturing. The former

instrument is closely linked to future inflation rates, while the choice of the latter

instrument was motivated by Stock and Watson (1999), who find that when the rate

of capacity utilization in manufacturing is used as a measure of real aggregate activity

in a generalized Phillips curve, it is particularly effective in producing more accurate

inflation forecasts than the conventional unemployment rate Phillips curve.

I test the relevance of these instruments by examining several test statistics.

First, consider the first-stage regression results obtained by a regression of the endoge-

nous regressor, π(t+1), on the full set of instruments. The Shea (1997) R2statistic is

0.10 which suggests that these instruments lack suffi cient relevance to explain π(t+1).

Furthermore, Staiger and Stock (1997) formalized the definition of weak instruments

suggesting that if the F -statistic on the excluded instruments in the first-stage is less

than 10, it is a cause for concern. In our case this F -statistic is 5.83. The R2 and

F -statistics for the cases in which h = 2, 3 are even smaller. The consequence of the

lack of explanatory power of these instruments is a larger bias in the estimated IV

coeffi cients. This challenge of obtaining instruments for π(t+ 1) in a similar context

has been documented in past research (for examples, see Stock and Watson (1999)

and Hansen, Lunde and Nason (2004)).
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4.4.2 The Anderson-Rubin Approach

Obtaining a valid instrument is diffi cult in this setup. Therefore, I opt to take the

Anderson-Rubin (AR) approach which allows a test of different values of λj (and

hence ω(λj, h)). This procedure has frequently been used to perform testing in the

presence of weak instruments. Start by taking the value of future inflation, π(t+1), to

the left-hand side of (56) and then add a relevant auxiliary variable on the right-hand

side:

πajt+1−h(t+ 1)− ω(λj, h)π(t+ 1) = [1− ω(λj, h)− α]πajt−h(t+ 1)

+βu(t+ 1− h)− ω(λj, h)ε(j, t+ 1, h),(57)

where u(t+ 1− h) is a relevant auxiliary variable. Then, we can choose a particular

value of λj, labelled λ
0
j , from a grid of possible values for λj, which would then yield

a corresponding value ω(λ0j , h). While we cannot use this regression to estimate a

value, it can be used to test any value of this weight on expected future inflation.

To test whether λj = λ0j , the AR procedure involves an F -test of the null hypothesis

that α = β = 0, so the auxiliary variable is not statistically significant and the

weight on the past announcement is given by (1 − ω(λ0j , h)). The idea is that at the

true value of λj, there should be no further role for the auxiliary variable, u(t +

1− h). The AR procedure yields an F -statistic known as the Anderson-Rubin (AR)

statistic which follows a Fisher distribution under the null hypothesis. AR statistics

are pivotal in finite samples, provide exact tests and are also robust to weak and

omitted instruments. The interested reader may refer to Dufour (2003) for further

details on the AR statistic as an approach to the weak instruments problem.
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4.5 Estimation Results

In this section, we will perform the AR test on (57) for various values of λj (ω(λj, h))

and report the values of λj at which the null H ′0 : α = β = 0 is closest to holding.

Recall, this involves minimizing the resulting F -statistic for a grid of possible values

of λj. As an auxiliary variable, the corresponding median CPI inflation forecast from

the SPF, denoted u1(t+1− h), is used as a measure of the consensus forecast. Since

this was the consensus measure in the previous period for the same target date that

forecasters will make announcements for in the current period, this consensus measure

is known to forecasters at the time of their announcement. Other auxiliary variables

that will be used include a time trend, denoted u2(t+ 1− h), and also 3-month U.S.

Treasury Bill interest rates, denoted u3(t + 1 − h). This monthly series is averaged

into a quarterly series to be consistent with the SPF data.

When λ0j = 0 (ω(λ0j , h) = 1), this is a test of the no-sluggishness hypothesis

in which forecasters’ sole objective is to announce accurate forecasts. Forecaster-

specific estimates reveal that from our panel of 103 forecasters, 14 forecasters reject

the no-sluggishness hypothesis at the 5% significance level, and 26 forecasters reject

the hypothesis at the 10% significance level when h = 1. When h = 2, 16 and 29

forecasters reject the no-sluggishness hypothesis at the 5% and 10% level, respectively.

While these rejection rates for the no-sluggishness hypothesis do not seem high, it is

important to highlight a limitation of the forecaster-specific estimation here: since

most of the results follow from forecasters with small sample sizes, the power of our

tests is quite low which implies a high probability of making Type II error (mistakenly

failing to reject a false null hypothesis). Therefore, if we consider only the forecasters

with relatively larger sample sizes who have submitted at least 50 lagged inflation

announcements, of these 10 forecasters, 2 reject the no-sluggishness hypothesis at the

5% significance level both when h = 1, and 5 reject the no-sluggishness hypothesis

at the 5% significance level both when h = 2 and when h = 3. Hence, it is possible
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that sluggishness in inflation announcements may be more prevalent than what is

suggested by the forecaster-specific estimates.

We now perform a more detailed analysis of these 10 forecasters who have at

least 50 observations. These forecasters are labelled 1 through 10 in the order their

ID number is listed in the survey, hence forecasters with the lowest ID numbers make

up the initial portion of the 10 forecasters analyzed. Recall that we wish to test the

null hypothesis that α = β = 0. This is a test of whether the conservatism model is

a good guide or not.18 Here, the null hypothesis is tested for a fine range of values of

λj between 0 and 4.

The estimation results test the null hypothesis that λj = λ0j by estimating (57)

and constructing the AR F -statistic for H ′0 : α = β1 = β2 = β3 = 0, for each

forecaster j, where βi is the parameter on indicator ui, i = 1, 2, 3. The conservatism

model is not rejected and results suggest the prevalence of substantial sluggishness

in inflation announcements. This result holds both with and without the inclusion of

auxiliary variables. The statistics that will be presented below consider the case in

which all auxiliary variables (consensus inflation forecast, u1(t + 1 − h), time trend,

u2(t + 1 − h), interest rates, u3(t + 1 − h)) are included in the estimation. The top

panel in figure 4.2 represents the AR-statistics and their corresponding p-values are

on the bottom panel for Forecaster 1. The corresponding figures for the remaining 9

forecasters are presented in appendix B.1.

18The first-order conditions that follow from the conservative loss function for each inflation an-
nouncement are not altered by the sequence of forecasts reported by forecasters in the SPF. Specifi-
cally, in any given period, forecasters report a sequence of inflation forecasts: {πa(j, t+1, 1), πa(j, t+
2, 2), πa(j, t+3, 3), πa(j, t+4, 4), πa(j, t+5, 5)}, each of which forecast inflation for a different target
date. Conversely, conservatism is measured by the reluctance to revise and inflation forecast for a
particular target date, for example between πa(j, t+ 1, 1) and πa(j, t+ 1, 2) for π(t+ 1).
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Figure 4.2: The Anderson-Rubin Test
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The p-values reach their maximum when AR statistics reach their minimum. At

the minimum AR statistic for each forecast horizon, we cannot reject the null that

α = β1 = β2 = β3 = 0 at the corresponding significance level indicated by the p-

value. For all forecasters, with the exception of Forecaster 4, this joint test cannot be

rejected at the 5% significance level at all forecast horizons.

The best fitting value of λj varies across forecasters, but, there are certain pat-

terns in the results. First, with the exception of Forecaster 5, the minimum AR

statistics highlight a high degree of conservatism when h = 3 (greater than λj = 0.8),

relative to the no-sluggishness hypothesis. To a lesser degree, there appears to be more

conservatism when h = 2 than when h = 1. The best fitting degree of conservatism

is less clear when h = 1. These findings suggest that forecasters’ priorities differ

depending on the forecast horizon: in the shorter term, accuracy in their forecasts

takes precedence, and in the medium or longer term, their focus is on maintaining

continuity in their forecasts. These results may also imply that the forecaster’s loss

function takes a more complex form than the conservative loss function.

Pooled estimation further supports this notion. The two panels in figure 4.3 show

the AR statistics along with corresponding p-values below, both with and without

the inclusion of auxiliary variables, when the data for the 10 forecasters is pooled,

allowing each forecaster its own intercept. This yields a total of 625 observations

when h = 1, 2 and 623 observations when h = 3. Both panels suggest that the degree

of sluggishness that best fits the conservatism model is clearly distinct when h = 1

versus when h = 2, 3. Without the inclusion of auxiliary variables, the minimum AR

statistic occurs when λ̂ = 0.3 when h = 1, λ̂ = 1.50 when h = 2, and λ̂ = 2.25 when

h = 3. When auxiliary variables are included, the minimum AR statistics under the

null hypothesis α = β1 = β2 = β3 = 0 are given at λ̂ = 0.4 when h = 1, λ̂ = 1.25

when h = 2, and λ̂ = 1.75 when h = 3. The corresponding p-values indicate that with

the exception of the one case where h = 3 when instruments are included, these
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Figure 4.3: Pooled Estimation
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minimum AR statistics do not reject the null hypothesis at the 1% significance level.

In the context of the conservatism model, achieving forecast accuracy is important in

the short term (when h = 1) but conservatism in inflation announcements prevails at

longer forecast horizons (when h = 2, 3).

Table 4.1 summarizes all of the minimum-F λ values from figures 4.2 and 4.3 for

each forecaster at each forecast horizon. The minimum-F λ when data is pooled is

also presented along with a confidence interval for λ which gives the range of values

for which the AR-statistics in figures 4.2 and 4.3 fall below the α-percent critical

value of the F distribution (or equivalently, the p-values lie above α). While these

confidence intervals are informative, I avoid drawing conclusions from them as they

could be potentially misleading. Davidson and Mackinnon (2011) find there are no

circumstances under which they recommend using an AR confidence interval. They

find that it provides little useful information about the parameter of interest whenever

the test has more than one degree of freedom. The problem arises as the confidence

interval does not only depend on what the data tells us regarding λ, but it also

depends on what the data tells us about the restrictions. The result can manifest as

a misleadingly short or excessively long confidence interval. The parameter estimates,

however, remain unaffected by this issue. Hence, I focus the discussion of the results

on the parameter estimates.
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Table 4.1: Summary of Minimum-F values of λ :

h = 1 h = 2 h = 3
Forecaster 1 (NF) 0.60 0.80 2.00
Forecaster 2 (NF) 0.90 1.25 1.50
Forecaster 3 (F) 0 1.25 0.90
Forecaster 4 (F) 0 0.10 1.25
Forecaster 5 (F) 0 0.90 0
Forecaster 6 (F) 0 2.75 2.75
Forecaster 7 (F) 1.50 1.00 2.25
Forecaster 8 (NF) 0.80 1.50 1.50
Forecaster 9 (NF) 0.10 3.25 1.25
Forecaster 10 (U) 0.40 4.00 4.00
Pooled (without auxiliary variables) 0.30 1.50 2.25
95% Confidence Interval (0.1,0.6) (0.8,2.0) (1.3,3.3)

Pooled (with auxiliary variables) 0.40 1.25 1.75
95% Confidence Interval (0.2,0.6)† (1.0,1.5) -

Notes: (1)† is a 99% confidence interval (2) The 95% confidence interval when h = 3 in
the case of pooled estimation (with auxiliary variables) is empty. (3) Acronyms used are
F: financial industry forecaster, NF: nonfinancial industry forecaster, U: industry unknown.

It is also possible to perform a more stringent test of the conservatism model by

testing restrictions on only the exogenous variables as follows:

πat+1−h(t+ 1)− ω(λ, h)π(t+ 1)− (1− ω(λ, h))πat−h(t+ 1)

= δ0 +
10∑
j=2

δj + β1u1(t+ 1− h) + β2u2(t+ 1− h) + β3u3(t+ 1− h)

+ζ(t+ 1, h). (58)

In words, with this extension of the AR approach, a test of the null hypothesis that

λ takes on a particular value in the grid leads to an F -test of whether β1, β2 and β3

are jointly zero. The AR statistics and corresponding p-values are presented in figure

4.4:
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Figure 4.4: Pooled Estimation: Stringent Test
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In this case, conservatism appears to be more prevalent at all forecast horizons with

the minimum AR statistics occurring at λ̂ = 1.25 when h = 1, λ̂ = 3.25 when h = 2

and λ̂ > 5 when h = 3. We cannot reject the null hypothesis at the 1% significance

levels for all horizons. These values of λ̂ imply fairly large weights on the previous

period’s announcement with (1− ω(λ̂, 1)) = 0.56 (when h = 1), (1− ω(λ̂, 2)) = 0.73

(when h = 2), and (1−ω(λ̂, 3)) > 0.80 (when h = 3). Thus far, the results suggest the

prevalence of higher conservatism (λ > 1) at longer forecast horizons. When h = 1,

the level of conservatism seems to be less clear, though one can conclude that λ > 0

in this case.
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4.6 Measuring True Expectations and State Persistence

Notice that from the first-order conditions derived in section 4.2, once we have an

estimate for the degree of conservatism, λ̂j, we can solve for forecaster j’s "true"

or implicit inflation expectations since we have data on inflation announcements.

Figure 4.5 shows a comparison between inflation announcements reported in the SPF,

πajt(t + h) (captured by the blue solid line), and the corresponding true inflation

expectation series, Êjt(t + h) (captured by the red dashed line) for Forecaster 1,

and appendix B.2 shows similar graphs for each of the remaining 9 forecasters. For

reference, the height of the bar shows the level of actual realized inflation throughout

the sample period. Note that in most cases, true inflation expectations is a more

volatile series than inflation announcements, as the model would suggest. In some

cases, implicit inflation is very close to its corresponding announced value, and in

some cases it is not. In some situations, notice that the implicit inflation series is

closer to the actual inflation series than announced values, though in some cases it

is not. This implicit inflation expectations series does, however, come with some

uncertainty as it is the calculated series without a confidence interval. Nonetheless,

this series does provide an important insight into better understanding the formation

of inflation expectations: announced inflation forecasts may be slow to change relative

to a forecaster’s true inflation expectations.

In the previous chapter, I presented measures of state persistence and perceived

inflation persistence that were able to capture the perceived persistence of inflation

shocks by SPF forecasters. Recall that state persistence was measured using the

correlations in inflation forecast revisions over multiple forecast horizons. The findings

suggest that forecasters are more likely to view shocks to inflation as being transitory

as they do not make substantial revisions to previous forecasts in light of shocks.

But, it is possible that forecasters’strategic incentive to avoid making revisions to

previous forecasts may play a role here. The calculated true expected inflation series
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Figure 4.5: Announced (blue) & Implicit (red) Forecasts: Forecaster 1

1
0

5
0

5
10

In
fla

tio
n 

(%
)

1980q1 1990q1 2000q1 2010q1
time

h=1

1
0

5
0

5
10

In
fla

tio
n 

(%
)

1980q1 1990q1 2000q1 2010q1
time

h=2

1
0

5
0

5
10

In
fla

tio
n 

(%
)

1980q1 1990q1 2000q1 2010q1
time

h=3

91



may be used to obtain corresponding estimates of state persistence. To examine

this further, a summary of the point estimates of the forecaster specific degree of

conservatism for h = 1, 2, 3 is presented in figure 4.6 for the 10 forecasters. Notice that

for each forecaster, at least one forecast horizon has a positive degree of conservatism.

Figure 4.6: Estimates of λ
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Using the true expected inflation series, figure 4.7 presents the one-step ahead

estimates of state persistence along with the corresponding estimates obtained us-

ing inflation announcements.19 With the exception of forecaster 4 who has very low

degrees of conservatism for h < 3, the estimates of state persistence using the true

expected inflation series are at least as large as the estimates obtained using forecast

announcements. This result suggests that conservatism in inflation announcements

causes estimates of state persistence to be understated, ultimately leading to percep-

tions of inflation persistence that are lower than actual inflation persistence.

19These estimates are obtained through a regression of the two-step ahead forecast revision on the
one-step ahead forecast revision, including a constant term.
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Figure 4.7: True and Announced Estimates of State Persistence:

One-step ahead case
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4.7 Conclusion

Given the influence that inflation expectations have on the level of actual inflation,

it is vital to have a deeper understanding of the process of inflation forecasting. This

chapter considers the situation in which professional forecasters have rational expec-

tations that may not be reflected in their inflation forecast announcements. In the

conservatism model, this discrepancy between true inflation expectations and infla-

tion forecast announcements is fuelled by forecasters’desire to maintain continuity in

their forecasts, though it compromises their accuracy.

Using the Anderson-Rubin (1949) approach, the evidence supports the conser-

vatism model, suggesting some conservatism in inflation announcements for the cur-

rent forecast horizon and a larger degree of conservatism in inflation forecasts for

future forecast horizons. This finding is consistent with past literature that has found

departures from rationality and biases in inflation forecasts. In this framework, this

bias leads to understated perceptions of persistence in the underlying state variable.

When corrected, forecasters’perceptions are closer to what is observed in the actual

inflation data.
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Conservatism seems to vary across forecasters and also across forecast horizons.

Future work will aim to develop better inference and to reverse engineer an objective

function that is consistent across forecast horizons.
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Chapter 5
Conclusions
The formation of inflation expectations and inflation forecasts is a process that is

generally not straightforward to understand. This is because professional forecasts

are usually not directly derived from the outcome of a model, but through a com-

bination of both model-based forecasts and judgement. Keane and Runkle (1990)

investigated the rationality behind reported forecasts and found strong evidence that

professional forecasters are indeed rational. On the contrary, a large, subsequent

literature documents departures from rationality (Batchelor, 2007); (Bennett, et al.,

1999) along with substantial disagreement and biases across forecasters (Capistran

and Timmermann, 2009). Models of inattentive agents such as sticky information

models (Mankiw, Reis and Wolfers, 2003) and noisy information models (Woodford,

2002, Sims, 2003 and Mackowiak and Wiederholt, 2009) have been proposed. Studies

such as that of Andrade and Le Bihan (2010) have tested these models with ex-

pectations data to help reconcile the observed departure from full rationality and

heterogeneity across forecasters, and have managed to capture some features of the

data.

This dissertation introduces and estimates an indirect but intuitive measure of

forecasters’underlying perceptions of inflation persistence. The findings reveal an

aspect of the expectation formation process that has not yet been fully explored.

These perceptions appear to have changed over time in tandem with actual inflation

persistence; in most cases though, perceptions of inflation persistence appear to be

consistently lower than actual inflation persistence. From the point of view of a policy

maker, this could be a sign of increased credibility as forecasters react less to monetary

policy shocks than the actual inflation data would suggest. From the perspective of a

forecaster, they may be required to give a compelling and well-supported explanation

any time a previous forecast is revised, causing them to eliminate certain shocks from
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their forecasts. The result is a true, expected inflation series that is more volatile

than the corresponding announced inflation series. Previous work, such as that of

Coibion and Gorodnichenko (2010), suggests that this difference is driven by infor-

mation rigidities, and there has been substantial research that has documented biases

and/or a strategic component to forecasting (Capistran and Timmermann (2009) and

Bennett et al. (1999)).

Forecast data, however, still remains useful for understanding inflation (Ang et

al. (2007)) and the findings in this dissertation have implications for research that

uses forecast data. In the case that forecast data is used to instrument actual inflation

data, the results should be interpreted with caution. Chapter 4 presents a method

to undo the bias. That is, correcting the forecast data to account for conservatism

could be a helpful starting point.

However, while informative, the analysis thus far remains incomplete for the pur-

poses of making policy recommendations. There is no doubt that inflation forecasts

released by professional forecasters are considered by businesses and the general pub-

lic when making investment, expansion and purchasing decisions, but this does not

suggest that their perceptions of persistence coincide with those of the professional

forecasters. Therefore, before any policy recommendations can be made, the percep-

tions of the general public would need to be researched and understood. Subsequently,

a detailed analysis of the implications of these results for monetary policy would also

be a key avenue to explore.
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Appendix A: Chapter 3

A.1 Revision Regressions in the AR(2) and AR(3) Case

The state-space model presented in chapter 3 derives the revision regressions in the

case that x(j, t) follows an AR(1) process. Here, I will discuss how the revision

regressions change when we allow x(j, t) to follow an AR(2) or AR(3) process.

A.1.1 AR(2) Case

Suppose the state-space time series model for inflation were as follows:

π(t) = x(j, t) + ε(j, t) (59)

x(j, t) = a1(j)x(j, t− 1) + a2(j)x(j, t− 2) + η(j, t), (60)

where state persistence would be measured by a1(j) + a2(j). The one-step ahead

forecast revision may then be calculated as follows:

rπ(j, t, 1) = Ejtπ(t+ 1)− Ejt−1π(t+ 1)

= Ejt[x(j, t+ 1) + ε(j, t+ 1)]− Ejt−1[x(j, t+ 1) + ε(j, t+ 1)]

= Ejt[a1(j)x(j, t) + a2(j)x(j, t− 1) + η(j, t+ 1)]

−Ejt−1[a1(j)x(j, t) + a2(j)x(j, t− 1) + η(j, t+ 1)]

= a1(j)[x(j, t)− Ejt−1x(j, t)] + a2(j)[x(j, t− 1)− x(j, t− 1)]

= a1(j)η(j, t), (61)

which is the same result as in the AR(1) case. The two-step ahead revision, however,
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changes:

rπ(j, t, 2) = Ejtπ(t+ 2)− Ejt−1π(t+ 2)

= Ejt[x(j, t+ 2) + ε(j, t+ 2)]− Ejt−1[x(j, t+ 2) + ε(j, t+ 2)]

= Ejt[a1(j)x(j, t+ 1) + a2(j)x(j, t) + η(j, t+ 2)]

−Ejt−1[a1(j)x(j, t+ 1) + a2(j)x(j, t) + η(j, t+ 2)]

= a1(j)[Ejtx(j, t+ 1)− Ejt−1x(j, t+ 1)] + a2(j)[x(j, t)− Ejt−1x(j, t)]

= a1(j)rπ(j, t, 1) + a2(j)η(j, t), (62)

where we cannot estimate a2(j) directly since η(j, t) is unknown. The three-step and

four-step ahead forecast revisions are useful in this regard:

rπ(j, t, 3) = Ejtπ(t+ 3)− Ejt−1π(t+ 3)

= Ejt[x(j, t+ 3) + ε(j, t+ 3)]− Ejt−1[x(j, t+ 3) + ε(j, t+ 3)]

= Ejt[a1(j)x(j, t+ 2) + a2(j)x(j, t+ 1) + η(j, t+ 3)]

−Ejt−1[a1(j)x(j, t+ 2) + a2(j)x(j, t+ 1) + η(j, t+ 3)]

= a1(j)[Ejtx(j, t+ 2)− Ejt−1x(j, t+ 2)] + a2(j)[Ejtx(j, t+ 1)− Ejt−1x(j, t+ 1)]

= a1(j)rπ(j, t, 2) + a2(j)rπ(j, t, 1) (63)

rπ(j, t, 4) = Ejtπ(t+ 4)− Ejt−1π(t+ 4)

= Ejt[x(j, t+ 4) + ε(j, t+ 4)]− Ejt−1[x(j, t+ 4) + ε(j, t+ 4)]

= Ejt[a1(j)x(j, t+ 3) + a2(j)x(j, t+ 2) + η(j, t+ 4)]

−Ejt−1[a1(j)x(j, t+ 3) + a2(j)x(j, t+ 2) + η(j, t+ 4)]

= a1(j)[Ejtx(j, t+ 3)− Ejt−1x(j, t+ 3)] + a2(j)[Ejtx(j, t+ 2)− Ejt−1x(j, t+ 2)]

= a1(j)rπ(j, t, 3) + a2(j)rπ(j, t, 2) (64)

It would be possible to obtain â2(j) by estimating (63) or (64). Estimation results
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from (63) show that from our sample of 80 forecasters, 62 forecasters do not reject the

null hypothesis that a2(j) = 0 at the 5% significance level, versus only 18 forecasters

that do not reject the null hypothesis that a1(j) = 0 at the same significance level.

A.1.2 AR(3) Case

Suppose now that the state-space time series model for inflation were as follows:

π(t) = x(j, t) + ε(j, t) (65)

x(j, t) = a1(j)x(j, t− 1) + a2(j)x(j, t− 2) + a3(j)x(j, t− 3) + η(j, t), (66)

Using a similar procedure as in the AR(2) case, the three-step ahead and four-step

ahead revision regressions in this case become:

rπ(j, t, 3) = Ejtπ(t+ 3)− Ejt−1π(t+ 3)

= a1(j)rπ(j, t, 2) + a2(j)rπ(j, t, 1) + a3(j)η(j, t)

rπ(j, t, 4) = Ejtπ(t+ 4)− Ejt−1π(t+ 4)

= a1(j)rπ(j, t, 3) + a2(j)rπ(j, t, 2) + a3(j)rπ(j, t, 1), (67)

where (67) would allow us to obtain and test â2(j) and â3(j). I find that 70 forecasters

do not reject the null hypothesis that a3(j) = 0 and 65 forecasters do not reject the

null hypothesis that a2(j) = 0, both at the 5% significance level.
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A.2 A Direct Approach to Identify a(j)

Consider a version of the state-space model that includes a constant µ(j) for the state

equation:

π(t) = x(j, t) + ε(j, t)

x(j, t) = µ(j) + a(j)x(j, t− 1) + η(j, t).

One can see from the calculations of revisions in section 3.2.2, that the results would

not change in this case as the constants would cancel out during the calculations.

However, when a more direct approach is used to identify a(j), such as by re-

gressing the h-step ahead inflation forecasts on the model-implied predictions, the

estimation becomes more complicated. Start by calculating the model-implied pre-

dictions:

Ejtπ(t+ 1) = Ejtx(j, t+ 1) + Ejtε(j, t+ 1)

= Ejt[µ(j) + a(j)x(j, t) + η(j, t+ 1)]

= µ(j) + a(j)x(j, t)

Ejtπ(t+ 2) = Ejtx(j, t+ 2) + Ejtε(j, t+ 2)

= Ejt[µ(j) + a(j)Ejtx(j, t+ 1) + η(j, t+ 2)]

= µ(j) + a(j)Ejtx(j, t+ 1)

= µ(j) + a(j)Ejt[µ(j) + a(j)x(j, t) + η(j, t+ 1)]

= (1 + a(j))µ(j) + a(j)2x(j, t)
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Ejtπ(t+ 3) = Ejtx(j, t+ 3) + Ejtε(j, t+ 3)

= Ejt[µ(j) + a(j)Ejtx(j, t+ 2) + η(j, t+ 3)]

= µ(j) + a(j)Ejtx(j, t+ 2)

= µ(j) + a(j)Ejt[(1 + a(j))µ(j) + a(j)2x(j, t) + η(j, t+ 2)]

= (1 + a(j) + a(j)2)µ(j) + a(j)3x(j, t),

and similarly:

Ejtπ(t+ 4) = (1 + a(j) + a(j)2 + a(j)3)µ(j) + a(j)4x(j, t)

Ejtπ(t+ 5) = (1 + a(j) + a(j)2 + a(j)3 + a(j)4)µ(j) + a(j)5x(j, t)

where h = 5 to reflect the 5 horizons for which forecasts that are available from the

SPF. The SUR system now becomes a non-linear system:

Ejtπ(t+ 1) = µ(j) + a(j)x(j, t) + υ(j, t, 1) (68)

Ejtπ(t+ 2) = [1 + a(j)]µ(j) + a(j)2x(j, t) + υ(j, t, 2) (69)

Ejtπ(t+ 3) = [1 + a(j) + a(j)2]µ(j) + a(j)3x(j, t) + υ(j, t, 3) (70)

Ejtπ(t+ 4) = [1 + a(j) + a(j)2 + a(j)3]µ(j) + a(j)4x(j, t) + υ(j, t, 4) (71)

Ejtπ(t+ 5) = [1 + a(j) + a(j)2 + a(j)3 + a(j)4]µ(j) + a(j)5x(j, t) + υ(j, t, 5).(72)

We would like to pin down a value for x(j, t) so that it’s possible to estimate µ(j) and

a(j) in this system. This is not as straightforward as in the case when a constant is

not included. One method could be as follows: consider the difference between the

2-step ahead and 1-step ahead forecasts made in the same period, denoted d(j, t, 1)

and the difference between the 3-step ahead and 2-step ahead forecasts made in the
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same period, denoted d(j, t, 2) : 20

d(j, t, 1) = Ejtπ(t+ 2)− Ejtπ(t+ 1)

= [1 + a(j)]µ(j) + a(j)2x(j, t)− [µ(j) + a(j)x(j, t)]

= a(j)µ(j)− a(j)(1− a(j))x(j, t)

d(j, t, 2) = Ejtπ(t+ 3)− Ejtπ(t+ 2)

= [1 + a(j) + a(j)2]µ(j) + a(j)3x(j, t)− ([1 + a(j)]µ(j) + a(j)2x(j, t))

= a(j)2µ(j)− a(j)2(1− a(j))x(j, t)

= a(j)[a(j)µ(j)− a(j)(1− a(j))x(j, t)]

and now, notice the ratio gives the following result:

d(j, t, 2)

d(j, t, 1)
= a(j). (73)

Next, the remaining model-implied predictions may be used to isolate x(j, t) and solve

for µ(j) :

x(j, t) =
Ejtπ(t+ 4)− (1 + a(j) + a(j)2 + a(j)3)µ(j)

a(j)4

x(j, t) =
Ejtπ(t+ 5)− (1 + a(j) + a(j)2 + a(j)3 + a(j)4)µ(j)

a(j)5

Setting these two equations equal to one another and cross-multiplying gives:

a(j)5[Ejtπ(t+ 4)− (1 + a(j) + a(j)2 + a(j)3)µ(j)]

= a(j)4[Ejtπ(t+ 5)− (1 + a(j) + a(j)2 + a(j)3 + a(j)4)µ(j)],

and simplifying gives us:

µ(j) = Ejtπ(t+ 5)− a(j)Ejtπ(t+ 4). (74)

20Note that based on the original definitions proposed in Chapter 2, d(j, t, 1) and d(j, t, 2) are
neither forecast revisions or forecast updates.
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Rearranging the transition equation and substituting the expressions for µ(j) and

a(j), it is possible to obtain an expression for x(j, t) in terms of the observables:

x(j, t) =
Ejtπ(t+ 1)− µ(j)

a(j)

=
Ejtπ(t+ 1)− [Ejtπ(t+ 5)− d(j,t,2)

d(j,t,1)
Ejtπ(t+ 4)]

d(j,t,2)
d(j,t,1)

. (75)

In theory, it’s possible to pin down a value for x(j, t), however using the data to

perform this calculation appears to be less feasible. There are many instances where

x(j, t) is not defined: whenever forecasters’do not expect Ejtπ(t + 1) to differ from

Ejtπ(t+2) or Ejtπ(t+2) to differ from Ejtπ(t+3) (i.e. d(j, t, 1) and/or d(j, t, 2) are

zero) that would make this direct approach diffi cult to use in practice.

We can also consider the case in which there is a forecaster-specific bias in the

measurement equation of the state-space model:

π(t) = µ(j) + x(j, t) + ε(j, t) (76)

x(j, t) = a(j)x(j, t− 1) + η(j, t), (77)

Similar calculations show that using revisions, including this bias term would not

affect the estimation results and the relationship between state persistence and pre-

dictability could still be established the same way.
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Appendix B: Chapter 4

B.1 The Anderson-Rubin Test: Forecaster 2-10
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B.2 Announced & Implicit Forecasts: Forecaster 2-10
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