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Abstract

The objective of this research is to design an efficient and flexible implementation of paral-

lel matrix multiplication for FPGA devices by analyzing the computation and studying its

design space. In order to adapt to the FPGA platform, the design employs blocking and

parallelization. Blocked matrix multiplication enables processing arbitrarily large matrices

using limited memory capacity, and reduces the bandwidth requirements across the device

boundaries by reusing available elements. Exploiting the inherent parallelism in the matrix

multiplication computation improves the performance and utilizes the available reconfig-

urable FPGA resources.

The design is constructed by identifying the main design decisions and evaluating the

alternatives for each one. The considered design decisions include the scheduling of block

transfers, the scheduling of arithmetic operations in a block multiplication, the extent to

which the parallelism is exploited, determining the block sizes and shapes, and the use of

double buffers for storing matrix blocks. The choices offered by each decision are evaluated

analytically in terms of their performance and utilization of FPGA resources. Based on this

analysis, a detailed, flexible design that accommodates various alternative design choices

is described. The design is optimized for matrices of floating-point elements, and for the

FPGA target platform. Prior work is analyzed based on the considered design choices in

order to identify the similarities and the differences.

The proposed design is implemented using the VHDL hardware description language.

The implementation is used to verify the correctness of the design and to confirm the anal-

ysis of the design decisions. Correctness is verified both by simulation using the ModelSim
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logic simulator, and in hardware through compiling the implementation using the Altera

Quartus II CAD software and testing it on the Altera DE4 board, featuring a Stratix IV

EP4SGX530C2 FPGA device. The implementation supports a range of parameters to fa-

cilitate the experimental evaluation of design choices.

Experimental results show that the design scales linearly with respect to the consumed

resources. Although increasing the system size reduces the maximum operating frequency,

it also increases the parallelism, resulting in a higher performance. For instance, with 8

floating-point arithmetic units, the system runs at 320 MHz, which corresponds to a per-

formance of 4 GFLOPS, whereas with 64 arithmetic units, it runs at 160 MHz, which corre-

sponds to a performance of 16 GFLOPS. It is also shown that using a transfer schedule based

on inner products reduces the transfer time by up to 50% compared to other schedules. Al-

though using square blocks minimizes the number of required block multiplications, other

non-square blocks minimize the transfer time, resulting in better total times.
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Chapter 1

Introduction

Linear algebra operations, such as vector and matrix multiplication, are essential for a wide

spectrum of computer applications, ranging from entertainment to engineering. For in-

stance, systems of linear equations are used to model and solve network flow and electrical

circuit problems, model closed economic systems, and rank pages in search engine. Ap-

plications of various linear algebra techniques include image processing, graph theoretic

applications, error-detection and error-correction coding, and cryptography.

The Basic Linear Algebra Subroutine (BLAS) specification is an established application

programming interface (API) for performing linear algebra computations [27]. It defines

general forms of linear algebra operations, providing two main features: portability and per-

formance. High-performance implementations of BLAS are available for various platforms

and programming languages. Application code can call linear algebra routines using the

BLAS definitions, and rely on the BLAS implementation for the target platform for provid-

ing an efficient implementation of the routine. The BLAS specification identifies three levels

of linear algebra operations, named level 1, 2, and 3. BLAS levels are numbered according

to the computational complexity of their operations. Level 1 BLAS includes vector-vector

operations, such as dot products and adding a multiple of one vector to another. Level

2 BLAS includes matrix-vector operations, such as matrix-vector multiplication and outer

products. Level 3 BLAS includes matrix-matrix operations, such as matrix multiplication,

1



Chapter 1. Introduction

rank-k updates, and solving triangular systems of equations.

Matrix multiplication is one of the most ubiquitous linear algebra computations. This

work investigates the design and implementation of computing hardware for matrix multi-

plication for the reasons outlined below.

1. Matrix multiplication is a fundamental computation for many scientific computing

and engineering applications. A fast and efficient implementation of matrix applica-

tion is critical to the performance of such applications.

2. Matrix multiplication can be used to implement other computations, including the

remaining level 3 BLAS operations [57]. Moreover, a general parallel programming

model has been proposed, in which matrix multiplication is used to describe gen-

eral parallel computing tasks. In this model, computations are transformed into au-

tomatically parallelizable matrix operations, which helps to alleviate the difficulty of

describing parallel algorithms [88]. Thus, the availability of an efficient implementa-

tion of matrix multiplication on a given platform contributes to the efficiency of many

other computations on that platform. Efficiency can be evaluated in terms of various

metrics, such as performance, power consumption, and required resources.

3. Matrix multiplication has significant potential for performance improvement. It is

a computationally intensive operation, exhibiting higher computational complexity

than communication complexity. Because it involves a large number of independent

operations, its performance can be improved significantly through parallelization. Ma-

trix multiplication also involves inter-dependent operations that must be performed

sequentially in the appropriate order.

4. A high-performance implementation of matrix multiplication can be used to measure

the potential performance of the target platform. Optimized matrix multiplication

implementations have traditionally been used as benchmark programs.

In the following, a brief introduction to reconfigurable computing and field-programmable

gate array (FPGA) devices is presented, along with motivations for using this technology in

2



Chapter 1. Introduction

particular. Then, the research objectives, methodology, and contributions are summarized.

Lastly, an overview of the organization of this thesis is presented.

1.1 Reconfigurable Computing and FPGAs

Reconfigurable computing combines the flexibility and convenience of software, and the

performance of custom hardware. A reconfigurable device is made up of flexible resources

that can be configured to implement different logic functions. The device can be repro-

grammed by the user to change the implemented design. Reprogramming the device changes

its hardware behavior, and produces a custom logic design. Because reconfiguring the de-

vice changes the behavior of the hardware, it is faster than software; no instruction decoding

and execution is involved. On the other hand, reconfigurable logic is not as fast as highly-

optimized application-specific hardware. Nonetheless, it provides a convenient means for

implementing custom designs.

Field-programmable gate arrays (FPGAs) are one of the most widely used forms of re-

configurable computing. FPGAs have numerous applications, including digital signal pro-

cessing, hardware prototyping, computer vision, medical imaging, cryptography, and high-

performance computing. In this work, FPGA devices are used as a target implementation

platform for the reasons stated below.

1. Large FPGAs provide abundant reconfigurable resources, which makes them an at-

tractive platform for implementing parallel designs. These resources include look-up

tables (LUTs) for implementing logic functions, and registers to hold individual data

bits. Although the reconfigurability of FPGAs limits their operating frequencies, their

support for high degrees of parallelism enables scaling the performance more effec-

tively and conveniently. In addition to enabling high degrees of parallelism on a single

device, additional parallelism can be exploited by using multiple FPGA devices.

2. Because they typically run at much lower frequencies, FPGAs consume less power

compared to software-programmable devices, such as microprocessors, which rely on

3
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high frequencies to achieve high performance. Moreover, FPGAs can implement cus-

tomized datapaths, and eliminate the software execution overhead due to fetching,

decoding, and executing instructions, which further contributes to their lower power

consumption.

3. For increased efficiency, FPGA devices feature special-purpose embedded components

that provide commonly needed functions. Examples include on-chip memory for stor-

ing larger amounts of data compared to registers, and embedded multipliers. Using

reconfigurable resources to implement these functions may limit the performance, or

consume considerable resources. Implementing such functions using specialized com-

ponents allows FPGAs to achieve high performance efficiently.

4. FPGAs are increasingly used as computing accelerators in high-performance systems.

High-end systems include custom support for communication between the host pro-

cessors and the FPGA modules. FPGAs are also available as PCIe modules. PCIe (Pe-

ripheral Component Interconnect Express) is a high-speed input/output standard bus

that is available in commodity computers. An application developer can offload the

critical computations of the application to a custom hardware design implemented in

an FPGA. Less critical sections of the application can still benefit from the convenience

of software-based general-purpose computing.

1.2 Objectives

This work investigates the design and implementation of parallel matrix multiplication on

FPGA devices for matrices with floating-point elements. More specifically, this work aims

to achieve the following objectives:

1. Explore the design space of implementing parallel matrix multiplication in order to

characterize the optimal design criteria. This involves identifying the dimensions of

the design space, and enumerating and justifying the required design decisions that

make up the design.
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2. Describe a flexible, high-performance design for implementing floating-point matrix

multiplication on FPGAs. A flexible design can be configured to optimize for various

objectives, and to explore the behavior of different configurations. The design consid-

ers matrices of floating-point elements, and addresses the requirements of performing

floating-point arithmetic on FPGAs.

3. Produce a functional, configurable, high-performance matrix multiplication imple-

mentation on FPGAs for matrices of floating-point elements. A functional imple-

mentation allows for verifying the design as well as the characterization of the design

space.

4. Characterize the impact of the configurable design parameters analytically and exper-

imentally. Varying different design parameters affects the performance or the FPGA

resource utilization of the implementation differently.

1.3 Methodology

The general approach of this research revolves around exploring the design space in order

to deduce an efficient design for matrix multiplication hardware on FPGAs. The design is

implemented for the purposes of verifying its correctness, and evaluating its performance.

The design space is constructed by analyzing the various ways in which parallel matrix

multiplication can be performed, and identifying the specific decisions that differentiate

them. The design space reveals all the possible combinations of design decisions, regardless

of whether they have been reported or investigated before. New combinations of design

choices may or may not result in better outcomes. Analyzing them, however, shows whether

they will, and justifies any subsequent choices.

Most of the involved design decisions are independent. Thus, they are evaluated in-

dividually. Possible choices for a given decision are evaluated and compared in terms of

relevant metrics, such as memory requirements and overall performance. Performance is

evaluated in terms of cycle counts, which are independent of the specific target platform.
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Identifying the orthogonal design decisions effectively defines all the possible designs,

where each combination of choices corresponds to a unique design. Furthermore, different

options for a given decision are treated as design parameters, allowing all possible designs

to be captured in a single design specification.

A functional, parameterizable implementation is then produced, based on the design

specification. The analysis of design decisions suggests that some design options provide no

advantages over their alternatives. Such options are not supported in the implementation.

The design is implemented using VHDL, a standard hardware description language. The

implementation serves two main purposes. First, it verifies the correctness of the design.

Second, it allows for verifying the analysis experimentally.

The VHDL implementation is tested and verified both through simulation and on hard-

ware. ModelSim from Mentor Graphics is used for logic simulation. A simulation testbench

is used to verify the correctness of the implementation, by checking the produced results.

Hardware testing is conducted using the Altera DE4 development board. This board fea-

tures a Stratix IV EP4SGX530C2 FPGA device, and 1 GB of DDR2 SDRAM memory. The

VHDL implementation is compiled for the Stratix IV FPGA device using Altera Quartus II

CAD software.

1.4 Contributions

Although matrix multiplication has been the subject of numerous prior efforts, and contin-

ues to receive the attention of the research and engineering communities, this thesis focuses

on arriving at the design by exploring the design space and analytically supporting the de-

sign decisions posed by that exploration. In particular, the contributions of this thesis are

summarized below.

1. Identifying the main dimensions of the design space, and translating them into con-

crete design decisions. The main dimensions of the design space are related to or-

dering the involved operations, and blocking and parallelization strategies. Block-
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ing refers to partitioning the matrices into smaller submatrices that fit within on-chip

memory in FPGA devices. The corresponding design decisions include specifying

well-defined schedules of operations, determining block sizes, and determining which

operations are performed in parallel. These dimensions of the design space and their

corresponding design decisions are applicable regardless of the target implementation

platform.

2. Quantifying the impact of the main design decisions to guide system design. Decisions

are evaluated analytically in terms of implementation-neutral metrics such as time in

cycles. The analysis outcomes are also compared to experimental results. The analysis

assumes a hardware implementation, where time overheads are largely predictable. In

contrast, a software implementation may exhibit arbitrary overheads due to memory

hierarchies and instruction scheduling.

3. Provide a flexible design framework for implementing parallel matrix multiplication

on FPGAs, with consideration for floating-point arithmetic. A detailed description of

a concrete design that is based on this framework is included. The flexibility of the

design allows for generating multiple implementations using the same design specifi-

cation by means of design parameters that reflect the possible design decisions.

4. Detailed analysis of prior work in terms of the same design decisions that are used to

describe the design proposed in this thesis. Considering prior work with the analytical

framework described in this thesis enables a fair comparison and a more thorough

understanding of the available knowledge through a unified view.

1.5 Thesis Organization

Chapter 2 of this thesis reviews the technical background and the relevant prior work.

The background includes an overview of matrix multiplication implementation techniques,

FPGA technology and alternative technologies for high-performance computing applica-

tions, and floating-point arithmetic on computing systems. Related work is reviewed in
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sufficient detail to identify the similarities and the differences.

Chapter 3 presents the analysis framework of the design space. Dimensions of the design

space are identified, and the corresponding design decisions are discussed. The impact of

the main design decisions on system performance is analyzed. In addition, the related work

initially reviewed in Chapter 2 is analyzed in light of the presented framework.

Chapter 4 describes the system architecture and design, based on the analysis presented

in Chapter 3. A comprehensive design specification is presented for a system that can be

configured to reflect different design decisions. The described design is suitable for evalua-

tion through simulation, and for implementation in FPGA devices.

Chapter 5 describes the details of implementing the design, along with the required

development tools and workflow. A thoroughly tested implementation is used to evaluate

the design. The design is evaluated in terms of its FPGA resource consumption and its

achieved performance. Results supporting the analytical model presented in Chapter 3 are

also presented.

Finally, Chapter 6 concludes the thesis and outlines directions for future work.
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Background

This chapter describes the matrix multiplication computation and the relevant aspects of its

implementation on a computing system. Matrix multiplication implementations often use

blocked matrix multiplication to better utilize the resources of the underlying computing

system. Blocked matrix multiplication effectively partitions the computation into multiple

smaller computations.

Alternative matrix multiplication algorithms have been proposed for the purpose of re-

ducing the upper bound on the number of arithmetic operation involved in the computa-

tion. A summary of the significant milestones in this front, and their practical relevance, is

presented.

An introduction to the field-programmable gate array (FPGA) technology is presented,

as one of the widely used incarnations of reconfigurable computing. This includes an overview

of the architecture of FPGA devices, and the involved software that enables the utilization

of the technology.

Matrix multiplication has been implemented and optimized for various target technolo-

gies, including general-purpose microprocessors, graphics processing units, and reconfig-

urable logic. A review of the state of the art for these three technologies and their software

support is presented. The discussion of these technologies is concluded with a summary

outlining their strengths and weaknesses based on the findings of various researchers.
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Implementing matrix multiplication for matrices of floating-point numbers presents its

own challenges and characteristics. A brief summary of floating-point representation and

arithmetic is included, along with an overview of the implications of implementing floating-

point arithmetic in reconfigurable logic.

Lastly, previous efforts concerned specifically with implementing floating-point matrix

multiplication in reconfigurable logic are more thoroughly reviewed and contrasted.

2.1 Matrix Multiplication

The matrix multiplication C = AB is defined by the element expression:

cij =
L

∑
k=1

aik · bkj , i ∈ {1, . . . , M}, j ∈ {1, . . . , N} (2.1)

where cij is the element of matrix C at row i and column j. Similarly, aik and bkj are elements

of matrices A and B, respectively, where the first subscript indicates the row, and the second

subscript indicates the column. aik · bkj is the scalar product of the indicated elements of

matrices A and B. M is the number of rows in the A and C matrices. N is the number of

columns in the B and C matrices. L is the number of columns in matrix A, and the number

of rows in matrix B. Hence, the size of matrix A is M× L, whereas matrix B is of size L× N,

and matrix C is of size M×N. Treating the rows of matrix A as row vectors, and the columns

of matrix B as column vectors, the matrix multiplication definition in Equation (2.1) can be

interpreted in terms of the dot product vector operation. An element cij of matrix C is the

dot product of the row i vector of matrix A and the column j vector of matrix B.

Matrix multiplication has a computational complexity of O(N3), and a communication

complexity of O(N2). Thus, it is considered compute-bound: the overall performance is

dependent on the performance of the compute operations. The compute performance can be

improved by exploiting the inherent parallelism in the matrix multiplication computation

due to the independence of many of the involved arithmetic operations. Exploiting the

parallelism to various degrees is discussed in Section 3.4. There are other parallelization
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Figure 2.1: Matrix and block dimensions

approaches, such as systolic arrays [55, 80, 83], that are often used to implement integer

matrix multiplication. Such approaches are not considered in this effort because they are

not suitable for floating-point matrix multiplication on an FPGA. Floating-point arithmetic

on FPGAs involves deep pipelines and consumes considerable resources, as discussed in

Section 2.4.

2.1.1 Blocked Matrix Multiplication

A matrix can be partitioned into a number of smaller submatrices, or blocks. A blocked

matrix multiplication is performed by multiplying the matrices block by block [69]. The

product can be expressed in terms of block multiplications, where each block multiplication

is a normal matrix multiplication. For instance, performing the matrix multiplication as a

collection of dot products is equivalent to the blocked matrix multiplication in which each

row of matrix A is a block, and each column of matrix B is a block. In this case, matrix A is a

column matrix (M× 1) of blocks, where each block is a row submatrix (1× L), and matrix B

is a row matrix (1× N) of blocks, where each block is a column submatrix (L× 1). In order

for the blocking to be valid for performing matrix multiplication, the number of columns in

the blocks of matrix A must match the number of rows in the blocks of matrix B with which

they are multiplied.

For the purpose of implementing matrix multiplication in computing systems, a fixed
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block size for each matrix is often used. Blocks of matrix A are of size m× `, while blocks of

matrix B are of size `× n, and blocks of matrix C are of size m× n. Consequently, the size of

matrix A in terms of blocks is dM/me × dL/`e, while the size of matrix B is dL/`e × dN/ne

blocks, and the size of matrix C is dM/me × dN/ne blocks. Matrix and block dimensions

are illustrated in Figure 2.1.

Blocking facilitates high-performance implementations of matrix multiplication on com-

puting systems. It allows for restricting the computations to blocks that fit in fast, on-chip

memory, such as cache memory in microprocessors. Blocked matrix multiplication, how-

ever, increases the communication complexity, because some blocks are processed multiple

times. The communication complexity of blocked matrix multiplication is O(N3), which is

equal to its computational complexity. Hence, it is important to optimize both the compute

and communication aspects of the design and implementation.

2.1.2 Fast Matrix Multiplication

A straightforward implementation of matrix multiplication involves O(N3) arithmetic oper-

ations [57, 70]. In 1969, Strassen [76] discovered an O(N2.81) algorithm; such algorithms with

complexity exponents smaller than three are called fast matrix multiplication algorithms.

Strassen’s algorithm reduces the number of scalar multiplications required to compute the

product of two 2× 2 matrices from eight to seven, by expressing the entries of the product

matrix as linear combinations of products of linear combinations of the entries of the indi-

vidual operand matrices — a technique first used by Gauss in the context of multiplying

complex numbers. For larger matrices, the algorithm is applied recursively on four blocks

at a time, yielding a complexity of O(Nlog2 7) ≈ O(N2.81).

Strassen’s algorithm inspired subsequent efforts that further reduced the exponent. In

1990, Coppersmith and Winograd [13] published an algorithm whose exponent is 2.376.

Based on the approach developed by Coppersmith and Winograd, more recent efforts re-

sulted in smaller exponents. Stothers [75] achieved an exponent of 2.3737 in 2010, and

Williams [87] achieved an exponent of 2.3727 in 2012. These efforts are driven by the yet
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unproven belief that the exponent can be very close to 2, because there must be an output of

N2 elements [2, 70, 75].

Despite the reduced theoretical complexity, most fast matrix multiplication algorithms,

with the exception of Strassen’s algorithm, only provide an advantage for matrices so large

that they are impractical to process using modern hardware [70]. Strassen’s algorithm, on

the other hand, has been found to consume less area when floating-point multipliers are

larger than floating-point adders, because it requires fewer multiplications. It, however, was

found to require more memory, reduce the accuracy of the results, and reduce the system

throughput, compared to the conventional algorithm [2]. This thesis investigates the various

ways of implementing the conventional matrix multiplication algorithm.

2.2 Field-Programmable Gate Arrays

A field-programmable gate array (FPGA) is an integrated circuit that provides programmable

logic. It can be reprogrammed, or reconfigured, multiple times by the user to implement dif-

ferent, custom logic [4]. FPGAs are available commercially in a wide range of product con-

figurations. FPGA products vary in the amount and types of available on-chip resources.

Low-end FPGA devices provide a relatively limited amount of on-chip resources and in-

put/output pins, and operate at lower frequencies. In contrast, high-end FPGA devices

provide larger amounts and variety of on-chip resources, accommodate more input/output

bandwidth through various interfaces, and support higher operating frequencies. Altera

Corporation and Xilinx Inc. are the two major FPGA vendors at the time of this writing.

An FPGA consists of an array of logic blocks and interconnection resources that allow

the logic blocks to communicate. Logic blocks implement arithmetic and logical functions,

while the interconnect propagates data signals between logic blocks. FPGAs also often con-

tain specialized resources to increase the performance of common operations such as arith-

metic functions and data storage [44]. Some examples of these specialized resources are

hardwired multipliers and memory cells. Memory cells are used to implement on-chip FI-

FOs, RAM, and ROM components.
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Logic blocks implement combinational logic using look-up tables (LUTs). A look-up ta-

ble can compute a function by programming the look-up table with the truth table of the

function. A simple k-input look-up table can be implemented using a 2k-to-1 multiplexer

and a 2k-bit memory. Typically, FPGAs use 4- to 6-input look-up tables. More complex

functions, and functions with larger number of inputs, can be implemented by aggregating

several look-up tables. A logic block may contain many look-up tables. In addition to look-

up tables, logic blocks often contain additional dedicated resources, such as programmable

registers, dedicated full-adders, carry chains, and local interconnect [77]. Carry chains pro-

vide dedicated paths for routing carry bits to speed up addition operations, because they

are faster than the general interconnect. Local interconnect transfers data within the same

logic block.

The FPGA interconnect allows logic blocks to communicate in order to implement com-

plex logic. To implement a large computation, logic is mapped to several logic blocks, and

the interconnect is configured to route signals between the logic blocks appropriately. There

are three main types of interconnects. The first is neighbor interconnect, which connects

neighboring logic blocks directly. The second type is segmented interconnect. Segmented

interconnect involves connection blocks and switch boxes. Logic blocks access nearby in-

terconnect resources through connection blocks. Connection blocks employ programmable

switches to connect inputs and outputs of logic blocks to horizontal and vertical connec-

tion lines. Switch boxes control the connections between the horizontal and vertical lines by

means of programmable switches. The third type is hierarchical interconnect, which allows

connecting distant resources efficiently. Logic blocks are organized into hierarchical clus-

ters. Higher levels of the hierarchy are connected by relatively longer wires that reduce the

delay of connecting distant resources. Hierarchical interconnect is useful for distributing

global signals, such as clock and reset signals [77].

To use an FPGA device, a device configuration file is generated by specialized CAD soft-

ware and downloaded into the device. Each device vendor offers proprietary CAD software.

The CAD software is involved in most of the user interactions with the technology, and is
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therefore an important attribute in product adoption. The main function of the CAD soft-

ware is to accept a high-level description of a design, and produce a configuration bitstream

that configures the FPGA device to implement the described design. Upon downloading

the configuration file to the device, the device is reconfigured to implement the correspond-

ing design. The high-level description can be in the form of a logic circuit schematic, or a

hardware description language. Commonly used hardware description languages include

VHDL [51] and Verilog [50], which are standardized by the Design Automation Standards

Committee of the Institute of Electrical and Electronics Engineers (IEEE). Earlier stages of

the CAD software flow can be performed by third-party tools that also accept designs in

a standardized hardware description language. Later stages, however, must be performed

using vendor-specific software, because the technology implementation is proprietary. The

process of compiling a high-level description into a configuration bitstream is discussed

further in Section 5.1.3.

2.3 Alternative Technologies

Matrix multiplication implementations on general-purpose processors (GPPs) have been ex-

tensively optimized for efficient use of cache memory [10, 31, 35, 39, 40, 43, 45, 61]. Some op-

timization approaches, such as blocking and sophisticated scheduling, still apply to FPGA

implementations. However, GPPs and FPGAs are sufficiently distinct target platforms; the

well-established optimized cache-based implementations targeted for GPPs need significant

adaptations for FPGA platforms. One notable difference that is responsible for such incom-

patibilities is the memory management model. Management of cache and main memory

in GPPs is implicit, and is handled automatically by the hardware without developer inter-

vention, whereas an FPGA implementation has to explicitly manage any transfers between

on-chip and off-chip memory.

From the developer’s perspective, the Basic Linear Algebra Subroutine (BLAS) specifi-

cation defines a de facto standard application programming interface (API) for performing

linear algebra computations [27]. There are several supported and well-maintained BLAS
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implementations by various vendors for use on a wide range of GPP architectures. Highly

optimized implementations provided by GPP vendors include Intel Math Kernel Library

(MKL) [23], AMD Core Math Library (AMCL) [53], IBM Engineering and Scientific Sub-

routine Library (ESSL) for IBM POWER processors [78], and HP’s Mathematical Software

Library (MLIB) for HP-UX systems with HP PA-RISC 2.0 or Intel Itanium 2 processors [12].

There are also portable GPP implementations of BLAS, such as the Automatically Tuned

Linear Algebra Software (ATLAS) [84, 85], GotoBLAS by Kazushige Goto [38], and Open-

BLAS [89]. ATLAS focuses on applying empirical techniques in order to provide portable

performance. It optimizes itself at compile time, targeting the build system’s processor. Go-

toBLAS supports various processors from the x86, x86-64 (64-bit x86), IA64, Power, SPARC,

and Alpha families. GotoBLAS is no longer under active development. OpenBLAS is based

on the latest available version of GotoBLAS (1.13), and is under active development. Highly-

optimized Intel MKL implementation of double-precision floating-point matrix multiplica-

tion using a third-generation Intel i7-3770K processor has been reported to achieve a perfor-

mance of 27.35 GFLOPS [36].

Graphics processing units (GPUs) have received significant attention as a general-purpose

computing platform (GPGPU) in the last decade [32–34, 47, 62, 66, 67, 90]. Matrix multipli-

cation has also been implemented on GPUs to evaluate the platform for general-purpose

computing [29, 82]. More recently, libraries and frameworks with standardized interfaces

have been implemented to improve the accessibility of GPUs for general-purpose comput-

ing. NVIDIA provides a parallel computing platform and programming model for its GPUs,

called CUDA. CUDA includes cuBLAS [24], which is a GPU-accelerated version of the com-

plete standard BLAS library. An automatic tuning matrix multiplication system targeting

GPUs has been reported [56]. In contrast to ATLAS, it optimizes the computation by ex-

ploiting architectural features that are specific to GPUs. MAGMA is an open-source project

that implements dense linear algebra for heterogeneous and hybrid architectures, such as

multi-core GPP and GPU systems [3, 65]. OpenCL [42] is a cross-vendor standard interface

that provides a low-level API for heterogeneous computing. OpenCL is supported by var-
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ious GPPs and GPUs, including those from Intel, AMD, NVIDIA, and IBM. Quite recently,

Altera started supporting OpenCL on its FPGAs [7, 8, 18]. BLAS has been implemented us-

ing OpenCL for increased portability and support for heterogeneous platforms. The AMD

Accelerated Parallel Processing Math Libraries (APPML) implement BLAS in OpenCL and

targets AMD GPUs [52]. clMAGMA is an OpenCL port of MAGMA, intended for a single

GPU [6]. It supports AMD GPUs. ViennaCL is an open-source linear algebra library for

computations on GPUs and GPPs [72, 81]. It supports CUDA and OpenCL. A custom, opti-

mized assembly-language implementation of double-precision matrix multiplication for the

NVIDIA Fermi C2050 GPU has been reported to achieve a performance of 362 GFLOPS [79].

Numerous efforts have compared GPPs, GPUs, and FPGAs in terms of performance,

power efficiency, and accessibility, for various applications. The following is a summary of

the findings of a collection of these efforts:

• FPGAs provide better performance and resource efficiency than GPPs and GPUs. For

image processing applications, for example, FPGAs were found to be 10 times faster

than GPPs [1]. On the other hand, GPPs and GPUs are more accessible; developing for

GPPs and GPUs is easier and takes less time [8, 9, 30, 68].

• GPU performance is limited by data sharing. GPUs can match the performance of

FPGAs only when the parallel tasks are independent [1, 68]. FPGAs allow for cus-

tomizing the datapath to accommodate and optimize the computation. In contrast,

the datapath is fixed in GPPs and GPUs.

• GPPs and GPUs provide comparable performance, provided that applications are

properly optimized for each target [63]. Large differences in performance often in-

dicate that the implementations for the different targets are not equally optimized.

• FPGAs are more energy efficient than GPPs and GPUs [11, 58]. Implementing a design

on an FPGA produces a special-purpose processor. In contrast, GPPs and GPUs in-

clude various components and mechanisms that may not be optimal or even required

for a given computation, thus consuming excessive energy. For example, a published
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comparison reports FPGA power consumption of 25 W in contrast to GPP and GPU

power consumptions of 130 W and 215 W, respectively [8].

• GPUs and FPGAs are especially relevant in the presence of high parallelism [11]. GPUs

and FPGAs are inherently parallel, but run at lower frequencies than GPPs. GPPs, on

the other hand, support limited parallelism, although they run at higher frequencies.

Overall, GPUs and FPGAs can run highly parallel workloads more efficiently.

• Heterogeneous platforms provide energy-efficient high performance by exploiting the

strengths of all technologies. Clusters of GPPs and GPUs executing double-precision

floating-point matrix multiplication were found to achieve high performance and lower

power consumption, compared to each target alone [71].

• OpenCL can be used to target multiple technologies, and provides a more accessible

development workflow for FPGAs with a reasonable tradeoff in achievable perfor-

mance [8, 88]. Nonetheless, the current state of OpenCL support for FPGA devices

still requires target-specific optimizations in order to obtain high performance with

FPGAs [21].

These observations suggest that, for a special-purpose design, FPGAs provide high per-

formance and low energy consumption relative to the other technologies, provided that

there is enough parallelism. Being a highly parallelizable computation, matrix multiplica-

tion is suitable for an FPGA implementation. As such, this work investigates and char-

acterizes the design and implementation of parallel matrix multiplication on FPGAs. In

order to exhibit more control over the design details, a relatively low-level design specifi-

cation methodology is adopted, while maintaining portability. This is achieved by using

the VHDL hardware description language, which is supported by various CAD tools and

environments, and is compatible with many target devices.
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2.4 Floating-Point Arithmetic

The IEEE Standard for Floating-Point Arithmetic (IEEE 754) is a technical standard for floating-

point computation established in 1985 by the Institute of Electrical and Electronics Engineers

(IEEE) [48]. The current version of the standard was published in 2008 [49], and adopted

as an ISO international standard in 2011 [54]. The IEEE 754 standard defines encodings

of floating-point finite numbers and special values, such as infinities and “not a number”

(NaN) values, rounding rules, operations on floating-point numbers, and exception han-

dling. Almost all modern microprocessors use the IEEE 754 standard to implement their

floating-point units. Other formats may be more efficient under specific conditions. For

instance, fixed-point operators can be more efficient when all the operands are within a lim-

ited range, but the fixed-point representation is not suitable for more general requirements

due to its static scaling factor.

There are two main floating-point formats defined in the standard: single-precision and

double-precision. Single-precision numbers are 32 bits, whereas double-precision numbers

are 64 bits. An IEEE floating-point number consists of three fields: a sign bit, a biased

exponent, and a fraction. In a single-precision number, the biased exponent field occupies

8 bits, and the fraction field occupies the remaining 23 bits. In a double-precision number,

the biased exponent field occupies 11 bits, and the fraction field occupies the remaining 52

bits. The sign bit is the most significant bit, followed by the biased exponent field, then the

fraction field. Depending on the sign, the value of the number is given by:

± 1.fraction2 × 2(exponent − bias) (2.2)

The fraction subscript indicates that it is binary. By expressing numbers such that they have

a single non-zero binary digit to the left of the decimal point, all numbers will have a one

in that digit. Thus, the one is implicit, and is not included in the encoded representation.

A special representation is used to encode a value of zero. In single-precision numbers,

the bias is 127. In double-precision numbers, the bias is 1023. The biased exponent allows
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floating-point numbers to be compared as sign-magnitude numbers, which is convenient

and efficient. If the exponents were represented using two’s complement numbers, for in-

stance, comparing floating-point numbers would be less efficient.

Because floating-point numbers are represented using a finite number of bits, they have

a finite precision. Thus, they cannot precisely represent all real numbers. When the exact

result of an arithmetic operation requires more bits than the format provides, it is rounded

to a number that can be represented. The standard defines a specific default rounding mode

to ensure consistent behavior. Standard-conformant implementations of floating-point op-

erators, such as adders and multipliers, must always produce the same results for the same

inputs, provided the same rounding mode is used.

Implementing floating-point operators on FPGAs consumes considerably more recon-

figurable resources compared to integer operators. Moreover, in order to maintain high

operating frequencies, floating-point operators are often deeply pipelined. The large re-

source consumption limits the parallelism, because devices can accommodate fewer opera-

tors. Deep pipelines can potentially introduce data hazards when the output of the pipeline

is reused. These issues are further discussed in Chapter 3.

2.5 Related Work

This section summarizes published efforts that discuss the design and implementation of

general-purpose floating-point matrix multiplication on FPGAs. In this background discus-

sion, these efforts are described as closely as possible to their original presentation, while

preserving the notation introduced in this document for consistency. The notation used in

this section is introduced in Section 2.1.1. For further insight, the designs proposed in these

efforts are analyzed and compared in Section 3.8, after the analysis framework for this thesis

is established in Chapter 3. Implementation results for double-precision floating-point only

are reported in this section.

Dou et al. [28] describe a blocked matrix multiplication design for floating-point num-

bers on FPGAs. The design consists of a master processor, and p parallel slave processors,
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or processing elements (PEs). The p processing elements are organized into a linear array

topology. The master processor transfers the data of matrices A and B from external mem-

ory to the first PE. Data propagate through the linear array of processing elements, in order

to avoid central broadcasting of the data. The processing elements produce the C matrix

one block at a time. The master processor transfers the produced C blocks back to external

memory.

Each processing element consists of two data registers, two FIFOs, a multiply-add unit,

local memory, and control logic. Each data register holds m/p elements of matrix A in order

to reuse them against elements of matrix B. The two data registers alternate between feeding

the multiply-add unit and receiving new data, in order to keep the multiply-add unit busy.

The FIFOs are used to transfer matrix data to the next processing element, and to tolerate the

variable latency of external memory. One FIFO is used for matrix A data, while the other is

used for matrix B data. Each processing element includes two banks of local memory. Each

bank stores mn/p elements of matrix C. The two banks are used alternatively. While one

bank is being used for storing the results of the current computations, the contents of the

other bank are transferred to external memory by the master processor.

The master processor transfers m elements of a column of matrix A. The m elements

are distributed among the processing elements, with each receiving m/p elements. Then,

the master processor transfers n elements of a row of matrix B to all processing elements.

Elements of matrix B are used once. Hence, they are not stored after they are processed. Each

PE multiplies its A and B elements, and adds the products to the corresponding elements of

matrix C in its local memory. After repeating these steps L times, the processing elements

collectively produce an m× n block of matrix C. The master processor transfers the block to

external memory, and repeats this loop as needed.

Based on the results obtained by synthesizing a single processing element, the authors

estimate that the Xilinx XC2VP125 FPGA device can accommodate 39 processing elements

running at 200 MHz, for an overall performance of 15.6 GFLOPS. Such a system would

require 12.8 Mbits of on-chip memory, and an external memory bandwidth of 400 MB/s.
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Zhuo and Prasanna [91–95] present three designs and their implementations on various

target platforms. The first two designs [91, 94] aim to achieve the lower bound on the to-

tal time of the computation, given by: Ttotal ≥ max(Tcomp, Ttrans), where Tcomp is the total

compute time and Ttrans is the total transfer time. The lower bound on the transfer time

is Ω(N2), and is achieved when the amount of on-chip memory, S, is O(N2). The lower

bound on the compute time is also Ω(N2), and is achieved when the number of processing

elements operating in parallel, p, is O(N). To achieve the lower bound on the total time, the

lower bounds on both the transfer time and the compute time must be achieved.

The first design utilizes a linear array of
⌈

N2/s
⌉

processing elements, where s is the

size of local memory in each processing element. Here, s ∈ {1, . . . , N}, and the total size

of on-chip memory is N2. Only N processing elements perform computations at a given

time. Each processing element has two input ports for elements of matrices A and B, and

one output port for matrix C elements. Elements of matrices A and B propagate through

the linear array from the first processing element towards the last. Elements of matrix C

propagate in the opposite direction. The transfer rate is three elements per cycle. Each

processing element contains one multiply-add unit.

Matrix A is fed to the first processing element in column-major order, whereas matrix B

is fed in row-major order. Each N cycles are grouped into a phase. During the first phase,

the first row of matrix B is fed to the first processing element. In the second phase, the first

column of matrix A and the second row of matrix B are fed to the first processing element,

and so forth. As an element of matrix B, bkj, traverses the linear array, it is stored by the pro-

cessing elements computing the dependent elements of matrix C, cij, i ∈ {1, . . . , N}. Each

processing element stores the B element, bkj, in a local register until all relevant elements of

matrix A, aik, i ∈ {1, . . . , N}, pass through. When aik reaches a processing element that is

computing cij, j ∈ {1, . . . , N}, the processing element updates the value of cij by adding the

product aik · bkj to the current value of cij.

The authors report an overall performance of 8.3 GFLOPS for this design using a Xilinx

Virtex II Pro XC2VP125 FPGA device. This FPGA device is reported to run 24 processing
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elements at 172 MHz. At 200 MHz, this design requires an external memory bandwidth of

38.4 Gbit/s.

The second design proposed by Zhuo and Prasanna employs a linear array of
⌈

N2/r2s
⌉

processing elements, and has a transfer rate of 3r elements per cycle. Each processing ele-

ment contains r2 multiply-add units, and r2 storage blocks of s elements. Each processing

element has 2r input ports and r output ports, with r ports for each matrix. Data flow

through the array of processing elements in a fashion similar to the first design. Matrix C

is partitioned into r2 submatrices of size N/r × N/r. Matrix A is partitioned into r sub-

matrices of size N × N/r, and matrix B is partitioned into r submatrices of size N/r × N.

Submatrices enter the processing elements simultaneously through their dedicated ports.

As in the first design, the second design feeds matrix A to the first processing element

in column-major order, and matrix B in row-major order. Matrix B starts N/r cycles earlier

than matrix A. Each cycle, r elements of matrix A and r elements of matrix B are fed to

the first processing element. Each element of the A and B matrices can be shared among r

multiply-add units.

The second design is reported to achieve a performance of 6.0 GFLOPS on the Xilinx

Virtex II Pro XC2VP125 FPGA device. Due to increased routing complexity of this design,

only 6 processing elements can fit on the said device, running at 125 MHz. At 120 MHz, this

design requires an external memory bandwidth of 46.1 Gbit/s.

In their third design [92, 94], Zhuo and Prasanna acknowledge the impracticality of their

earlier designs, as they require large numbers of multiply-add units (at least N), and large

on-chip memory (S = N2). The third design is based on the first design. It uses a linear array

of p processing elements, each consisting of a multiply-add unit, local storage of size S/p,

and 2
√

S/p registers. The first processing element reads matrices A and B from external

memory, and the last processing element writes final elements of matrix C to external mem-

ory. The design implements blocked matrix multiplication, with a block size of
√

S×
√

S.

For each block multiplication, a block of matrix A is read in column-major order, and

a block of matrix B is read in row-major order. Each processing element computes
√

S/p
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columns of the C block. Before the computation starts, the first row of the B block (
√

S

elements) is read into the linear array of processing elements. Each processing element

stores the B elements that belong to the same columns as its assigned C block elements. The

B elements are stored in the processing element’s local registers. Every
√

S/p clock cycles,

one element of the A block and one element of the B block are read into the linear array.

As an element of A passes through a processing element, it is multiplied by the appropriate

B elements stored at that processing element. The resulting C elements are stored in the

local storage of each processing element. Each element of the C block is updated every S/p

cycles. To prevent data hazards, S/p must be larger than the depth of the floating-point

adder pipeline. This design requires a memory bandwidth of Θ(p/
√

S).

This design is reported to achieve a performance of 2.8 GFLOPS on a Xilinx Virtex II Pro

XC2VP40 FPGA device, while using 1 Mbit of on-chip memory and an external memory

bandwidth of 2.1 Gbit/s. Based on the stated maximum capacity of the target device in

terms of processing elements, these results correspond to fewer than 10 processing elements.

The third design is further extended to utilize multiple FPGAs [93, 95] by organizing the

FPGAs into a linear array. Larger blocks of size n1 × n1 are used to partition the data for

different FPGAs. Then, each FPGA partitions its block into smaller blocks of size n2 × n2

for its processing elements. Matrix A blocks are read in column-major order, and matrix B

blocks are read in row-major order. The first row of n2 × n2 blocks of matrix B is read first.

Assuming f FPGAs are used, each FPGA is assigned n1/(n2 f ) block columns of matrix C.

As the n1/n2 B blocks traverse the linear array of FPGAs, each FPGA stores its assigned

blocks in its on-chip memory. Then, blocks of matrix A pass through the FPGA array, and

each FPGA multiplies the A block by the appropriate B blocks. Each FPGA multiplies the

A and B blocks in a similar way to the single FPGA design. An additional adder is required

to accumulate the generated C blocks to their previous contents. Each FPGA may use ad-

ditional dedicated external SRAM memory for storing its local blocks. The full matrices are

stored in external DRAM.

Kumar et al. [60] describe two designs that are inspired by the efforts of Dou et al. [28],
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and Zhuo and Prasanna [94]. The goals of the first design are the full utilization of the pro-

cessing elements, and the overlap of transfers and computations. These goals are achieved at

the cost of high bandwidth requirements for the transfers, and sub-optimal use of available

resources. The second design builds on the strengths of the first design, and addresses its

limitations. Instead of using custom floating-point operators, the designs use off-the-shelf

floating-point operators from Xilinx for better portability.

Both designs are based on the approach described by Dou et al. An m× L block of matrix

A is multiplied by an L× n block of matrix B to produce an m× n block of matrix C. The C

block is obtained by computing the outer product of the column k of the A block and the row

k of the B block, and accumulating the results for k ∈ {1, . . . , L}. The outer product involves

multiplying each element in the A block column by each element in the B block row. (Outer

products are discussed in Section 3.2.) All multiplications can be performed independently.

The first design assumes that m ≥ n and p = n. The A block is streamed in column-

major order, and the B block is streamed in row-major order. A row of the B block is read

first. Once the row is fully read, it is copied to a secondary set of registers, and the next row

is read. The second set of registers are connected to one input of the multipliers. Elements

of the corresponding column of the A block are broadcast to the second input of all multipli-

ers. After the multiplier latency, accumulation of the products is triggered. After the adder

latency, the results are stored in on-chip memory. The first set of products are accumulated

to zeros. This design assumes a transfer rate of two matrix elements per clock cycle.

The second design allows m and n to be greater than p, but requires n to be a multiple

of p. Instead of the two sets of registers for elements of the B block in the first design, the

second design uses on-chip memory instances, with each instance storing n/p consecutive

elements of the B block. Each element of the A block is used for n/p cycles, in order to

multiply it by the n elements in the B block row. The first products are accumulated to

zeros. The outer product takes mn/p cycles to complete. Once complete, the next column

of the A block is read. The second design reduces the required transfer rate as a result of

using more on-chip memory and additional reuse. The second design, however, requires
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more cycles during the initial setup. The authors’ analysis of the second design suggests

that using square C blocks (m = n) maximizes the compute time, and hence provides the

most relaxed transfer rate requirements. The minimum required transfer rate for elements

of matrix A is p/n elements per cycle.

Both designs are reported to achieve a performance of 29.8 GFLOPS on a Xilinx Virtex 5

SX240T FPGA device with approximately 40 processing elements running at 373 MHz. The

first design requires an external memory bandwidth of 5.9 GB/s, whereas the second design

requires a bandwidth of 750 MB/s.

Sajish et al. [73] present a design based on custom floating-point operators and a custom

FPGA platform. The platform comprise two Xilinx FPGA devices and 256 MB of SDRAM,

mounted on a 64-bit, 66-MHz PCI PC card. Of the two FPGA devices, the larger device

is used a compute engine, while the smaller device is used as a control engine. The PCI

controller is implemented on the smaller device. A device driver for the Linux kernel and

a software library are used to interact with the design in software on the host system. The

authors describe the implementation of a specific matrix multiplication application in which

matrices are of size 1024× 1024.

This design uses multiply-accumulate operators, with two inputs and one output. The

two inputs, which are elements of matrices A and B, are inputs to the multiplier. The output

of the multiplier is an input to the adder. The output of the adder is fed back as its second

input. The multiplier and the adder pipelines have the same depth. As a result, there is no

need for storing intermediate partial sums.

The computation starts by reading columns of matrix B and storing them in on-chip

memory. Then, elements of matrix A are read in row-major order. For matrices of size

1024× 1024, 16 columns of matrix B are stored at a time, based on the capacity of on-chip

memory, and four multiply-accumulate units are used. Each A element is multiplied by all

the corresponding elements in the 16 B columns. For instance, the first element in a row of

A is multiplied by the first element in each column of B. After the 1024 elements of a row

in A have been read, 16 elements of C are produced by each multiply-accumulate unit, for
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a total of 64 elements produced by all four multiply-accumulate units. After all the A rows

have been read, the B columns are replaced by the next 16 columns from matrix B, and the

process is repeated until there is no more columns in matrix B.

The design runs at 100 MHz on the Xilinx XC2V3000 Virtex II FPGA device. A software

experiment using an 800-MHz Pentium III host, where the matrix multiplication computa-

tion is offloaded to the FPGA implementation, is reported to achieve a performance equiva-

lent to 0.75 GFLOPS.

Altera provides the ALTFP_MATRIX_MULT [14] floating-point matrix multiplication IP.

ALTFP_MATRIX_MULT is a proprietary component that is specific to Altera FPGA devices.

It uses certain device components explicitly, such as embedded memory blocks of specific

sizes. The component comprise on-chip storage for the A and B input matrices, a vector

dot product unit, and a parallel adder unit. The A matrix inputs are fed to the vector dot

product unit through local registers, which are connected to the A matrix storage. The B

matrix inputs are connected directly to the B matrix storage. Outputs of the vector dot

product unit are stored in cache memory for further processing by the parallel adder. Rows

of matrix A divided into sub-rows, and columns of matrix B are divided into sub-columns.

The size of each sub-row and sub-column is equal to the vector size of the dot product unit.

Loading a sub-row of matrix A takes several cycles, hence they are loaded into registers. A

sub-column of matrix B can be loaded in a single cycle, and are read in a row-major order.

The cache memory stores the result of one vector dot product at a time, but allows reading

multiple values in parallel. The vector dot products are read in parallel from cache memory

into the parallel adder in order to produce the final dot product. Final results are issued one

element at a time, row by row.

The A and B matrix blocks are streamed in serially, one element at a time, into on-chip

memory before the computation begins. The on-chip storage for the A and B matrices is

double-buffered. Handshaking signals are used to indicate the progress of the computation.

A ready signal is used to indicate that new inputs can be accepted by the component, pos-

sibly before the current inputs are fully processed. A outvalid signal is asserted to indicate
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the availability of a row of the output matrix. A done signal is asserted to indicate that the

last row has been issued. The component supports degrees of parallelism of 8, 16, 32, 64, 96,

and 128. No external interface is provided; inputs and outputs must be handled by addi-

tional on-chip logic and/or storage. On a Stratix IV device, Altera’s ALTFP_MATRIX_MULT

is reported to run at 284 MHz when configured for matrices of size 64× 64 and a vector size

of 32, which corresponds to a performance of approximately 18 GFLOPS.

2.6 Summary

In this chapter, the topics listed below are discussed.

• An introduction to the matrix multiplication computation, blocked matrix multiplica-

tion, and fast matrix multiplication. Notation for matrix and block dimensions is also

introduced.

• An introduction to the field-programmable gate array (FPGA) technology, and the

software tools that facilitate their use.

• An overview of state-of-the-art implementations of linear algebra computations on al-

ternative technologies, namely general-purpose processors (GPPs) and graphics pro-

cessing units (GPUs). A summary of the findings of the research community in regards

to comparing the FPGA, GPP, and GPU technology is also presented.

• An introduction to the IEEE 754 standard for floating-point computations, and the

challenges facing the implementation of floating-point operators in FPGAs.

• A review of prior work that discusses the design and implementation of floating-point

matrix multiplication on FPGA targets.
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Analysis of Design Space

Matrix multiplication involves a large number of arithmetic operations that can be per-

formed in numerous ways. The arithmetic operations can be performed in different orders,

or on multiple operator circuits. Some operations share the same inputs, while others up-

date the same outputs. Moreover, there are many ways to move the input and output data

of these operations. As a result, there can be numerous correct solutions to the problem

of designing a matrix multiplication system. These solutions, however, can exhibit differ-

ent characteristics for various aspects of the design, such as its performance, or hardware

resource utilization.

In order to guide the design process, two steps are conducted in this chapter. The first

step is to explore the design space in order to identify its dimensions. The dimensions of

the design space are aspects of the design that affect its characteristics and performance

independently of one another. The second step is to identify the design parameters that

represent these design dimensions, and quantify their impact on the system.

This chapter analyzes the design space, and identifies the design parameters that de-

scribe each of the design space dimension. Among the dimensions discussed in this chapter

are the scheduling of the involved operations, blocking, parallelization, double buffering,

and the choice of the arithmetic operators.
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3.1 Arithmetic Operators

Matrix multiplication involves a large number of multiplications and additions. Floating-

point multiplication and addition can be viewed as the computational primitives upon

which higher-level operations are defined. Implementing these two operations consumes

significant amounts of hardware resources. For instance, when compiled for an Altera

Stratix IV FPGA device, an 11-stage pipelined double-precision multiplier consumes ap-

proximately 750 FPGA logic elements, and 10 embedded multipliers. A 14-stage pipelined

double-precision adder consumes approximately 1900 logic elements. Moreover, these arith-

metic units constitute the performance bottleneck in larger designs that implement linear

algebra operations. Although other components of the system can run at frequencies of

600 MHz or higher, synthesizing a single floating-point multiplier or adder results in a max-

imum frequency closer to 400 MHz. As more floating-point operators are included in the

design, the maximum frequency is further reduced, which also limits the frequency perfor-

mance of the entire design. Therefore, choosing an implementation of the arithmetic units

is a critical design decision.

There are various approaches for implementing floating-point operators, which can be

summarized in the form of three decisions. The first is whether to use off-the-shelf compo-

nents, or to develop custom operators. The second is whether to use designs that comply

with the IEEE 754 floating-point standard, or to adopt an alternative floating representa-

tion. The third decision pertains specifically to floating-point adders, and involves a choice

between two-input adders and multi-input adders. The following sections discuss these

options and explain the selected choices.

3.1.1 Off-the-shelf vs. Custom Operators

Off-the-shelf arithmetic operators allow building on tested and optimized designs with es-

tablished behavior and interfaces, and focus on higher-level architectural and integration

optimizations. On the other hand, custom designs, which may be based on existing designs,

offer the opportunity for finer-grain optimizations, and tighter integration of the operators
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with the rest of the system. Both options are valid, as indicated by their adoption in various

previous efforts (see Section 2.5).

In this effort, off-the-shelf components are preferred for the three reasons outlined below.

• Availability and accessibility: several off-the-shelf floating-point arithmetic operators

are readily available for use, whether commercially [14] or through an open-source

license [26]. In contrast, custom operators are usually described in academic publica-

tions, but seldom available publicly for use.

• Competitiveness: the presence of multiple vendors inspires competition, which moti-

vates vendors to produce better components and to facilitate the use of their compo-

nents in custom designs.

• Modularity: an off-the-shelf component makes fewer assumptions about the enclosing

system and allows the use of different components to provide the same functionality

within that system. Designers are therefore free to select appropriate components from

any vendor.

3.1.2 Floating-point Number Representation

IEEE 754 operators are used in this effort because of their versatility and wide adoption, as

discussed in Section 2.4. IEEE 754 operators guarantee compatibility with modern general-

purpose microprocessors which use the IEEE 754 format and follow its exception and round-

ing rules. Using the same format as microprocessors simplifies the integration of FPGA-

based designs into microprocessor-based systems and allows data sharing without any con-

versions.

The produced design in this effort, described in Chapter 4, are compatible with any

IEEE 754 operators. It has been extensively tested with Altera’s components, and to a lesser

degree with components generated using FloPoCo [26]. Details about the implementation

and the testing procedures are provided in Chapter 5.
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3.1.3 Two-input vs. Multi-input Adders

Due to the large number of arithmetic operations involved in matrix multiplication, they can

be performed in a multitude of orderings. Some of these orderings require adding a large

number of floating-point numbers in a contiguous time span. Using standard two-input

adders to accumulate x > 2 numbers, a total of x− 1 additions are required. Alternatively,

adders with more than two inputs can be used to reduce the total number of additions

required to accumulate a given number of inputs. In general, using i-input adders to add x

numbers requires: ⌈
x− 1
i− 1

⌉
additions. For instance, adding 10 numbers requires 9 two-input additions, 5 three-input

additions, or 3 four-input additions. Adders with more than two inputs are referred to as

multi-input adders.

Multi-input adders reduce the number of required additions when accumulating many

numbers. On the other hand, they suffer two disadvantages. First, they are larger designs.

Hence, they require more logic per adder, and could have a negative impact on performance.

Arithmetic operators already constitute a performance bottleneck. Using slower operators

further limits the performance of the entire system. Secondly, multi-input adders are less

common. There are fewer available implementations. As a result, they do not enjoy the

level of optimization and maturity that standard two-input adders do. Therefore, standard

two-input adders are used in this work.

3.2 Scheduling

Matrix multiplication involves MLN floating-point multiplications and additions. These op-

erations are performed by employing a synchronous design on an FPGA. In a synchronous

design, time is discrete, and can be thought of as a sequence of individual time slots. The

term scheduling is used to refer to the task of assigning individual arithmetic operations to

arithmetic circuits at specific time slots. A schedule, hence, specifies when each arithmetic
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operation is performed.

Large, high-end FPGAs provide an abundance of configurable resources. They can ac-

commodate multiple instances of floating-point multiplication and addition circuits, making

them especially suitable for parallel implementations. Consequently, the arithmetic opera-

tions can be performed using a given number of multipliers and adders. Thus, a schedule

may assign as many arithmetic operations to the same time slot as there are circuits per-

forming those operations. When a schedule does assign multiple arithmetic operations to a

single time slot, it is a parallel schedule.

From linear algebra, the inner (dot) product, the middle product, and the outer prod-

uct are three vector operations, each of which can be used separately to implement matrix

multiplication. Figure 3.1 illustrates how matrix multiplication is decomposed into each of

these vector operations. The three implementations ultimately involve the same individual

arithmetic operations. The implementations differ only in the order in which the operations

are performed. As such, these three vector operations are referred to as schedules.

3.2.1 Reuse Patterns

Matrix multiplication exhibits significant data reuse. Specifically, each element of matrix A is

multiplied by N elements of matrix B (a row), and each element of matrix B is multiplied by

M elements of matrix A (a column). Also, each element of matrix C is updated L times. Data

reuse provides opportunities for increasing the system efficiency. Data reuse is exploited by

keeping elements stored in on-chip memory after their first use. Then, subsequent opera-

tions in which they are involved can be performed sooner, because these operations do not

need to wait for the element to be transferred from external memory.

The three schedules exhibit different reuse patterns as a result of their different orderings

of operations. Nonetheless, they share certain similarities. They all employ three different

units of reuse, but they differ in which matrix is assigned which reuse unit. The first reuse

unit is the element, where all operations involving a given matrix element are performed on

that element repeatedly before moving to the next element. The second reuse unit is the row,
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Figure 3.1: Constructing matrix multiplication using vector operations
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Table 3.1: Reuse units of the inner, middle, and outer product schedules

Reuse Unit

Schedule A B C

Inner product Row Matrix Element

Matrix Column Element

Middle product Element Matrix Row

Matrix Element Column

Outer product Element Row Matrix

Column Element Matrix

or column. To reuse a row or a column, it is traversed repeatedly, performing an operation on

each element of that row or column in each pass, until all operations involving any element

of that row or column are completed. The third unit of reuse is the entire matrix, where every

element of the matrix is used exactly once before any element is used again.

Because a schedule may reuse a row or a column, each schedule can be implemented in

two ways: one reuses rows, while the other reuses columns. Table 3.1 summarizes the two

possible assignments of reuse units to matrices for each of the three schedules.

The inner product schedule multiplies rows of matrix A by columns of matrix B. It can

do so in two ways. It can multiply a row of matrix A by all columns of matrix B before

moving to the next row of matrix A, as shown in Figure 3.1(a). Alternatively, it can multiply

a column of matrix B by all rows of matrix A before moving to the next column of matrix

B. In the first case, rows of matrix A are reused, while the entire B matrix is reused. In the

second case, columns of matrix B are reused, while the entire A matrix is reused. In both

cases, elements of matrix C are reused, because multiplying a row of matrix A by a column

of matrix B produces components that contribute to the value of a single element of matrix

C.

The middle product schedule can either multiply rows of matrix A by rows of matrix B,

or multiply columns of matrix B by columns of matrix A. In the first case, it reuses elements
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of matrix A, progressing in a row-major manner, and multiplying each element by a row of

matrix B. Eventually, each row of matrix A is multiplied by the entire B matrix. The rows

resulting from multiplying a row of matrix A by all rows of matrix B constitute the compo-

nents of a row of matrix C, as depicted in Figure 3.1(b). In this case, the entire B matrix is

reused, while rows of matrix C are reused. In the second case, the middle product schedule

reuses elements of matrix B, progressing in a column-major manner, and multiplying each

element by a column of matrix A. A column of matrix B is multiplied by all columns of

matrix A to produce components of a single column of matrix C, thus reusing elements of

matrix B, columns of matrix C, and the entire A matrix.

The outer product schedule multiplies columns of matrix A by rows of matrix B. Each

outer product of a column and a row produces a layer of the entire C matrix: a single com-

ponent of every element, as illustrated in Figure 3.1(c). The outer product schedule can be

implemented in two ways. It can reuse elements of matrix A in a column-major order, mul-

tiplying each element of a given column by the same row of matrix B to produce a complete

layer of matrix C. In this case, it reuses elements of matrix A, rows of matrix B, and the entire

C matrix. Alternatively, elements of matrix B are reused in a row-major order, where every

element of a given row is multiplied by the same column of matrix A to produce a complete

layer of matrix C. In this case, the schedule reuses elements of matrix B and columns of

matrix A. In both cases, the entire C matrix is reused.

3.2.2 Scheduling Constraints

Scheduling is subject to constraints, which are dictated by the computation. In matrix mul-

tiplication, all element multiplications are independent, but additions depend on multipli-

cations as well as other additions:

cij =
L

∑
k=1

aik · bkj + cij (3.1)

Computing an element, cij, of matrix C requires adding L products to the initial value of

cij. Using two-input adders, accumulating the sum of L + 1 numbers involves L inter-
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dependent additions. Scheduling must adhere to the constraints that these dependencies

dictate, by scheduling dependent operations after their dependencies have been performed.

Pipelined arithmetic operators introduce additional constraints to prevent data hazards

due to pipelining. Data hazards occur when pipelined operations with data dependen-

cies are performed within close temporal proximity. For instance, when using the same

pipelined adder to perform two dependent additions, there is a read-after-write dependency:

the second addition reads the output of the first addition. If the second addition is started

before the first addition has completed, a read-after-write data hazard occurs. In a read-

after-write data hazard, the value is read before it has been written, resulting in reading the

wrong value and violating the read-after-write dependency.

To prevent data hazards due to pipelining, any two inter-dependent operations must be

separated by more cycles than the depth of the pipeline implementing the first operation.

In matrix multiplication, there are two types of data dependencies: add-after-multiply, and

add-after-add. Because every product must be added to some other number, data hazards

due to add-after-multiply dependencies can be prevented by enforcing two measures: (1)

performing the addition immediately after the multiplication, creating one long multiply-

add pipeline; and (2) ensuring that the second operand to the addition is provided at the

appropriate cycle, which is when the product arrives at the adder. These measures ensure

that the two operations are separated by enough cycles for the first operation, the multipli-

cation, to complete, thus avoiding any data hazards. Performing the addition right after the

multiplication is compatible with all three schedules.

Unlike add-after-multiply dependencies, add-after-add dependencies span multiple ad-

dition operations, forming a chain of dependent operations. Addition operations contribut-

ing to the same element of matrix C may be dependent. Different elements of matrix C do

not have dependent additions. The number of cycles separating two dependent additions is

determined mainly by the schedule. More specifically, the schedule’s reuse unit for matrix

C determines the frequency at which elements of matrix C are updated. The outer product

schedule provides the longest separation between dependent additions. As illustrated by
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the layers in Figure 3.1(c), it produces one component of each element before producing the

next component of any of them. Every pair of consecutive additions pertaining to the same

element are separated by MN additions, or cycles, given that additions are pipelined. To

prevent data hazards, every such pair must be separated by at least as many cycles as the

depth of the adder pipeline, Dadd:

MN > Dadd (3.2)

According to Table 3.1, the middle product schedule reuses rows, or columns, of matrix

C. Thus, it updates an element of matrix C every N, or M, cycles. To prevent data hazards

when the middle product schedule is employed, there must be more elements in a row, or a

column, than there are stages in the adder pipeline:

N > Dadd or M > Dadd (3.3)

The inner product schedule reuses elements of matrix C by performing all the additions

that are required to produce an element successively. This implies a single-cycle separation

between every two consecutive additions, and violates the data hazard constraint, because

Dadd > 1. The output of the first addition will not be available when the second addition

starts. However, it is possible to circumvent the data hazards by interleaving independent

additions to utilize the cycles separating two consecutive dependent additions. This is pos-

sible by exploiting the associativity of addition and grouping the operands differently:

((c1 + c2) + c3) + c4 = (c1 + c2) + (c3 + c4) (3.4)

Both sides of Equation (3.4) require performing three additions. However, the additions

of the left-hand side form a chain of dependencies, whereas the parenthesized additions

on the right-hand side are independent. Although independent additions can fill in the

cycles separating two dependent additions, this requires Dadd independent chains to keep

the pipeline fully utilized. This requirement cannot be sustained for two reasons. First, the

inputs of the adder are produced one at a time by the multiplier, while the adder needs
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two inputs at a time. Second, all chains are eventually reduced to a single chain in order to

produce the scalar dot product, as illustrated by the addition adding the two parenthesized

sums on the right-hand side of Equation (3.4).

This discussion favors the outer product for scheduling the computation on pipelined

floating-point operators because it imposes the most relaxed constraints among the three

schedules.

3.3 Blocking

It is desirable to operate on data stored in on-chip memory, as opposed to external mem-

ory, due to the former’s fixed, low latency. The high latency of external memory causes the

computation to halt while waiting for new data to arrive. Variable latency complicates the

design because it requires the ability to identify when there is new data. On the other hand,

on-chip memory is limited, and relying solely on its capacity restricts the system’s ability

to accommodate larger problem sizes. In order to support arbitrarily-large sizes of matri-

ces, which can be much larger than on-chip memory, matrices are partitioned into smaller

submatrices, or blocks, which can fit in on-chip memory.

An alternative to blocking that also accommodates large problem sizes is streaming.

Streaming involves processing input data upon arrival without storing them, and issuing

output data once they are produced, thus rendering the availability or capacity of on-chip

memory irrelevant to the problem size. Streaming, however, does not normally exploit data

reuse. When on-chip storage is not involved, elements are transferred again regardless of

any previous use. Consequently, streaming increases the memory bandwidth requirements,

as more transfers are performed for the same computation. Moreover, streaming is subject

to the variable, high latency of external memory. Therefore, in this work, on-chip memory is

utilized, and matrices are partitioned into blocks that fit in on-chip memory. This approach

is known as blocked matrix multiplication.

Blocked matrix multiplication is a known algorithm that specifies how matrix multipli-

cation is performed by operating on blocks of matrices. In essence, matrix multiplication is
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performed recursively: first on blocks, and then on elements within blocks. The first appli-

cation, which operates on blocks, involves transferring a specific block of each of the three

matrices into on-chip memory from external memory, and transferring the newly-computed

block back from on-chip memory to external memory. This application is called the trans-

fer phase. The second application, which operates on elements within blocks, performs the

actual computation by multiplying a pair of blocks and accumulating their product on top

of the third block. Hence, it is called the compute phase. Therefore, matrix multiplication is

transformed into a series of transfer-compute phases.

3.3.1 Blocking and Scheduling

Each of the transfer and compute phases of blocked matrix multiplication is an independent

application of the matrix multiplication algorithm. This independence applies to the sched-

ules used in each phase. Each phase can employ any of the inner product, middle product,

and outer product schedules. The reuse units that are used by the schedules change in ac-

cordance with the granularity of the phase. In the transfer phase, the reuse units are a single

block, a row or column of blocks, and the entire matrix. In the compute phase, the reuse units

are a single element, a row or column of elements within a block, and an entire block.

Reuse is exploited differently in the transfer and compute phases. The transfer phase

can benefit only from the reuse of single blocks. A block that is being reused across multiple

compute phases need not be replaced between these compute phases, thus reducing the

number of transfers. Reusing a row or a column of blocks, and reusing a matrix in its entirety

are equally irrelevant to the number of required transfers throughout the computation. They

both require replacing the block for each compute phase.

Referring to Table 3.1, and observing that element in the table corresponds to the reuse of

a single block during the transfer phase, the inner product schedule reuses blocks of matrix

C. In contrast, the middle and outer product schedules can reuse blocks of either of matri-

ces A or B. In blocked matrix multiplication, matrices A and B are only read from external

memory, whereas matrix C is both read and written back to external memory after being
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updated. Therefore, each reuse of a block of matrices A or B saves a single block transfer

from external memory to on-chip memory. On the other hand, each reuse of a block of ma-

trix C eliminates two block transfers: transferring the updated block from on-chip memory

to external memory, and transferring the new block from external memory to on-chip mem-

ory. Hence, reusing blocks of matrix C is more effective in reducing the transfers across the

FPGA chip boundaries, which favors the inner product schedule for the transfer phase.

In the compute phase, a transfer is effectively a register load, and has no impact on the

system performance. The value of reuse in the compute phase is in determining when ele-

ments become obsolete, which, in turn, determines when replacing a block can commence.

A block whose reuse unit is the entire block cannot spare any of its elements until the last

pass. In contrast, a block whose elements or rows or columns of elements are being reused

can exhaust the reuse of its earlier elements, rows, or column before starting to use the later

ones. At that point, those earlier elements, rows, or columns can be replaced while the later

ones are still in use. Because replacing elements belongs to the transfer phase, this effec-

tively allows starting the next transfer phase before the current compute phase has finished,

or overlapping the transfer and compute phases. Hence, reuse during the compute phase can

facilitate the overlap of the transfer and compute phases.

Alternatively, the reuse unit in the compute phase can be exploited to reduce the amount

of block memory for the corresponding matrices. Without affecting the block sizes, the block

memory for each matrix can be set to match the size of the unit of reuse. A matrix whose

reuse unit is the entire block is not affected by this approach. A matrix whose reuse unit is a

single row or column can use block memory large enough to accommodate that single row

or column only. A matrix whose reuse unit is a single element can store a single element at

a time, effectively replacing its block memory with a single element register, and streaming

the elements as they are being processed. This approach, however, requires handling the

variable latency of external memory during the compute phase, hence incurring additional

complexity.

Different combinations of schedules that are used in the two phases interact differently.
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In particular, exploiting the reuse for the same matrix during both phases reduces the over-

all gain due to reuse. For example, using a transfer schedule that reuses blocks of matrix

A, and a compute schedule that reuses elements of a block of matrix A is undesirable. This

is because reusing elements of that block during a compute phase does not exhaust the ele-

ments’ reuse, as the entire block is being reused across multiple compute phases, and all of

its elements are still needed after that compute phase. In other words, the compute schedule

would allow us to start replacing the block sooner, but the transfer schedule will not replace

it. To maximize gain due to reuse, it is desirable to use a transfer schedule that reuses single

blocks of a given matrix, and a compute schedule that reuses entire blocks of that matrix.

Put another way, there should be a matrix on which the transfer schedule employs its small-

est reuse unit, a single block, while the compute schedule employs its largest reuse unit, the

entire block. Conversely, there should be another matrix whose transfer reuse unit is the

largest unit, the entire matrix, and whose compute reuse unit is the smallest unit, a single

element.

Referring to Table 3.1, a pair of schedules that have element and matrix in the same col-

umn is required. The schedule whose reuse unit in that column is element is used in the

transfer phase, while the schedule with the matrix reuse unit is used during the compute

phase. Some example schedule combinations that satisfy this requirement include using the

inner product as the transfer schedule and the outer product as the compute schedule, using

the two variations of the middle product interchangeably for the two phases, and using the

second variation of the outer product as the transfer schedule and the first variation of the

middle product as the compute schedule. An example combination that does not satisfy this

requirement is using the inner product as the transfer schedule and the middle product as

the compute schedule.

3.3.2 Blocking Constraints

Blocked matrix multiplication is also subject to data hazards when pipelined arithmetic op-

erators are used. The discussion and conclusions in Section 3.2.2 apply to blocked matrix
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multiplication as well, with minor modifications. To prevent read-after-write data hazards

due to add-after-multiply dependencies, the same recommendation applies. Performing ad-

ditions immediately after multiplications on which they depend by constructing multiply-

add pipelines ensures that dependent additions are performed without causing any data

hazards. To prevent read-after-write data hazards due to add-after-add dependencies, sim-

ilar per-schedule constraints must be satisfied. Because blocked matrix multiplication op-

erates on blocks rather than entire matrices, the data hazard prevention constraints are ex-

pressed in terms of block dimensions. These constraints ensure that read-after-write data

hazards are prevented while keeping the arithmetic pipelines fully utilized. In blocked ma-

trix multiplication, these constraints pertain to the compute schedule only, where arithmetic

pipelines are relevant. The constraint for the outer product schedule (Equation (3.2)) be-

comes:

mn > Dadd (3.5)

Similarly, the constraint for the middle product schedule (Equation (3.6)) becomes, depend-

ing on whether rows or columns of matrix C are reused:

n > Dadd or m > Dadd (3.6)

The inner product schedule does not lend itself to pipelining due to its successive additions.

The outer product schedule continues to exhibit the least restrictive constraints among

the three schedules.

3.4 Parallelization

Parallelization can be applied to a number of aspects of the system design, including the

computation and the memory. Parallelizing the computation involves using multiple com-

pute units, whereas parallelizing the memory is achieved by using multiple interfaces to

access multiple memory modules simultaneously. While both are relevant, the focus here is

on parallelizing the computation, for the following reasons:
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• Exploiting memory parallelism is relatively more straightforward. It effectively amounts

to increased memory bandwidth, which does not require any significant changes to the

system design beyond accommodating multiple external memory interfaces.

• Using multiple memory interfaces and, in turn, multiple external memory modules

for the purpose of exploiting memory parallelism requires distributing related data

over these modules. This involves relying on custom data storage layouts that must

be adhered to by the on-chip implementation and possibly the host system. Such

requirements may limit the applicability of the system.

Compute parallelism can be exploited at various levels. At the highest level, multiple

matrix multiplications can be performed in parallel. A more granular level is to perform

multiple block multiplications in parallel. Alternatively, a single block multiplication can

be parallelized. Parallelizing a single block multiplication is the focus of this work, for the

following reasons:

• The gain due to parallelism at a lower level is visible at all levels, but the inverse is not

true. Parallelizing each block multiplication speeds up each block multiplication and,

in turn, each matrix multiplication. On the other hand, performing multiple matrix, or

block, multiplications in parallel increases the system throughput, but does not pro-

vide any speedup for each individual computation. A matrix, or block, multiplication

will still take as long with or without this level of parallelism.

• Multiplying multiple matrices, or blocks, simultaneously on the same chip reduces the

amount of on-chip memory that is available to each computation. Less memory leads

to more transfers, hence reducing the overall system efficiency.

Hereafter, parallelization refers to parallelizing a single block multiplication, or the com-

pute phases of a blocked matrix multiplication.
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n

m
`

Figure 3.2: Block multiplication calculations

3.4.1 Dimensions of Parallelism

Each compute phase in a blocked matrix multiplication involves computing m`n floating-

point products. These products are then reduced to mn elements by accumulating disjoint

subsets of ` products that share the same i and j indices along the m and n block dimensions:

`

∑
k=1

aik · bkj , i ∈ {1, . . . , m}, j ∈ {1, . . . , n} (3.7)

This is illustrated in Figure 3.2, where every cell represents a product, and the highlighted

products are the components of one sum.

These products can theoretically be all computed in parallel. Therefore, the three block

dimensions are also considered three unique dimensions of parallelism, because parallelism

can be exploited along each one of them independently. Parallelizing over m involves oper-

ating on rows of matrices A and C independently in parallel. Parallelizing over n involves

operating on columns of matrices B and C in parallel. Parallelizing over ` involves the

parallel operation on pairs consisting of a column of matrix A and a row of matrix B, and

producing layers of matrix C in parallel.

When parallelizing over m or n, the parallel tasks are independent, and the addition

operations are performed by each parallel task sequentially. Parallelizing over `, however,

results in producing the addition operands in parallel. It requires additional processing to
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accumulate results produced by the parallel tasks after they complete. Therefore, paralleliz-

ing over ` is less desirable.

Because these dimensions of parallelism are independent, it is possible to exploit them

individually or in combination. For instance, parallelizing over both of m and n can be

achieved by computing all of the mn dot products independently in parallel, hence process-

ing all rows of matrix A in parallel, all columns of matrix B in parallel, and producing all

elements of matrix C in parallel.

3.4.2 Data Distribution

Exploiting the parallelism along different combinations of the three dimensions of paral-

lelism results in different data distribution patterns of matrix block elements over multiply-

add units. Distribution patterns dictate the required connectivity. In particular, a block that

is distributed over different multiply-add units can be divided into subblocks that are local

to their respective multiply-add units. Each subblock is connected to its multiply-add unit

only. In contrast, a matrix block that is shared between different multiply-add units must

be connected to all of them. Elements of such blocks are broadcast to all multiply-add units.

Localizing subblocks is desirable, because it simplifies placement and routing of on-chip

memory components as well as multiply-add units.

There are seven unique combinations of the three dimensions of parallelism. Exploiting

the parallelism along each dimension separately results in three combinations. Exploiting

the parallelism along each unique pair of dimensions results in another three combinations.

Lastly, exploiting the parallelism along all three dimensions simultaneously produces the

seventh combination.

Exploiting the parallelism along a dimension is achieved by distributing block elements

along that dimension over different multiply-add units. Because each block dimension is

pertinent to the blocks of two matrices, exploiting the parallelism along a single dimension

results in distributing two blocks. For instance, assuming p multiply-add units, paralleliz-

ing along the m block dimension results in distributing rows of the A and C blocks over

46



Chapter 3. Analysis of Design Space

the p multiply-add units, where each multiply-add unit is assigned m/p rows. Similarly,

parallelizing over the n block dimension is achieved by assigning n/p columns of the B and

C blocks to each multiply-add unit, and parallelizing over the ` block dimension is achieved

by assigning `/p columns of the A block and `/p rows of the B block to each multiply-

add unit. In all three single-dimension combinations, for the two distributed matrix blocks,

rows and/or columns with matching indices are assigned to the same multiply-add unit.

The third matrix block is shared between all multiply-add units. Therefore, exploiting the

parallelism along a single dimension permits the localization of two matrix blocks, but re-

quires broadcasting the third block.

Exploiting the parallelism along two dimensions is achieved by partitioning the ma-

trix blocks along two dimensions. Because blocks of each matrix have a unique pair of

dimensions, two blocks are partitioned along single dimensions, while the third block is

partitioned along both dimensions. Each partition of the block that is partitioned along two

dimensions is assigned to a unique multiply-add unit. For blocks that are partitioned along

a single dimension, each partition is shared between as many multiply-add units as the

number of partitions along the other dimension. Assuming p1 multiply-add units are used

along the first dimension, and p2 multiply-add units are used along the second dimension

of parallelism, then the degree of parallelism p = p1 p2. For instance, parallelizing along

the m and n block dimensions partitions the A block into p1 partitions of m/p1 rows each,

the B block into p2 partitions of n/p2 columns each, and the C block into p1 p2 partitions,

each of which is of size m/p1 × n/p2. Each partition of the C block is assigned to a unique

multiply-add unit. Each partition of the A block is shared among p2 multiply-add units,

and each partition of the B block is shared among p1 multiply-add units. Other pairs of the

dimensions of parallelism result in a similar pattern, but require one modification. Because

parallelizing over ` computes the operands of the addition in parallel, only multipliers are

involved in the parallel computations, and the additions must be performed separately. In

general, exploiting the parallelism along two dimensions permits the localization of one

matrix block. It, however, requires connecting each of the p1 partitions of the second matrix
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block to a unique set of p2 multiply-add units, and connecting each of the p2 partitions of

the third matrix block to a unique set of p1 multiply-add units.

Exploiting the parallelism along all three dimensions partitions the three block dimen-

sions. Because the operands of the additions are generated in parallel, additions are per-

formed separately, and the parallel computation is reduced to multiplication only. Assum-

ing p1, p2, and p3 multipliers are used along the three block dimensions, m, `, and n, re-

spectively, the degree of parallelism p = p1 p2 p3. Each matrix block is partitioned along

both dimensions, resulting in p1 p2 partitions of size m/p1 × `/p2 for the A block, p2 p3 par-

titions of size `/p2× n/p3 for the B block, and p1 p3 partitions of size m/p1× n/p3 for the C

block. Each partition of the A block is shared between p3 multipliers, and each partition of

the B block is shared between p1 multipliers. For the C block, each partition is obtained by

accumulating the outputs of p2 multipliers. None of the matrix blocks can be localized.

To compare exploiting the parallelism along one, two, and three dimensions of paral-

lelism, consider the number of connections as a metric for the complexity of the routing

requirements. Exploiting the parallelism along a single dimension requires connecting one

block to p multiply-add units, resulting in p connections. Exploiting the parallelism along

two dimensions requires connecting p1 partitions to p2 arithmetic units each, and connect-

ing p2 partitions to p1 arithmetic units each, resulting in a total of 2p1 p2 = 2p connections.

Exploiting the parallelism along all three dimensions requires connecting p1 p2 partitions to

p3 multipliers each, p2 p3 partitions to p1 multipliers each, and p1 p3 partitions to p2 mul-

tipliers each, resulting in a total of 3p1 p2 p3 = 3p connections. All connections are of the

same width. Although all three scenarios result in numbers of connections that are lin-

early proportional to the degree of parallelism, exploiting the parallelism along additional

dimensions increases the constant factor, and consequently imposes more complex routing

requirements on the target platform. Complex routing requirements can limit the frequency

performance of FPGA implementations. As such, it is desirable to reduce the routing re-

quirements of the design.
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3.4.3 Parallelization Constraints

Parallelization contends with two factors: resources and dependencies. Matrix multiplica-

tion involves inter-dependent as well as independent arithmetic operations (see Section 3.2).

For independent operations, dependencies are irrelevant, but resources must be considered.

For inter-dependent operations, however, both factors must be considered in order to iden-

tify valid parallelization opportunities.

Scalar multiplications of floating-point numbers constitute the independent arithmetic

operations. Theoretically, all m`n multiplications can be performed in parallel. The only

constraint is the availability of hardware resources. There are three types of hardware re-

sources that limit the maximum number of multiplications that can be performed in parallel:

reconfigurable logic elements, embedded multipliers, and on-chip memory.

Considering a high-end Altera Stratix IV FPGA device as a target, a double-precision

floating-point multiplier consumes approximately 750 logic elements and 10 18-bit embed-

ded multipliers. The FPGA device has approximately 425 000 logic elements and 1024 18-

bit embedded multipliers. Such a device has enough logic elements to accommodate up

to 550 floating-point multipliers. However, it only has enough embedded multipliers for

a maximum of 102 floating-point multipliers. The same high-end chip has approximately

21 Mbits of on-chip memory, which amounts to slightly more than 330 000 double-precision

floating-point numbers. Assuming equally-sized square blocks, this amount of memory

can accommodate blocks whose dimensions are m = ` = n = 330 elements. Processing

these blocks requires performing approximately 36 000 000 multiplications. So, logic ele-

ments constrain parallel multiplications to 550 multiplications, and embedded multipliers

constrain them to 102 multiplications, while on-chip memory can accommodate as many

as 36 000 000 multiplications. Consequently, only 102 multiplications can be performed in

parallel on the aforementioned chip, and the limiting resource is the embedded multipliers.

Because floating-point multipliers are the only components in the system that use embedded

multipliers, other components in the system do not affect this upper limit on the number of

parallel floating-point multiplications.
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Floating-point additions are inter-dependent. Thus, performing them in parallel is con-

strained both by their dependencies and by the availability of hardware resources. From the

perspective of hardware resource availability, a double-precision floating-point adder con-

sumes approximately 1900 logic elements, which allows for almost 220 adders on a device

such as the one considered for multipliers above. Nonetheless, pairing floating-point multi-

pliers and adders and using each pair as a single arithmetic pipeline, which is suggested to

help prevent data hazards as discussed in Section 3.2.2, results in using only as many adders

as there are multipliers, namely at most 102 for this particular device.

Multiplying a block of matrix A by a block of matrix B involves calculating mn indepen-

dent sums, each of which has ` components, as Figure 3.2 illustrates. This means that at least

mn floating-point additions can be performed in parallel. To parallelize each `-component

sum, which corresponds to parallelizing along the ` dimension, a tree structure of adders

can be used. However, there are two reasons to avoid exploiting this dimension of paral-

lelism. First, there are mn other parallelization opportunities, where mn can be as high as

330× 330 = 108 900 in the example device considered thus far, which is much more than the

parallelism that is achievable on that device. Second, the tree structure breaks the regularity

of the design, and the multiply-add pipeline pattern. Regular designs are more suitable for

the FPGA platform.

Parallelization further tightens the schedule-specific constraints for preventing read-

after-write data hazards due to add-after-add dependencies. The constraints in Equations (3.5)

and (3.6) ensure that two consecutive updates of the value of a given element of the C block

are separated by at least as many cycles as the depth of the pipelined floating-point adder.

Parallelization reduces the number of cycles separating two consecutive updates of each el-

ement of a C block by a factor equal to the degree of parallelism, p. Therefore, the constraint

for the outer product schedule becomes:

mn
p

> Dadd (3.8)
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while the constraint for the middle product schedule becomes:

n
p
> Dadd or

m
p
> Dadd (3.9)

3.5 Block Sizes

Blocked matrix multiplication raises the issue of choosing the appropriate block sizes. Block

sizes are defined by three parameters: m, `, and n. Larger blocks take longer to transfer, but

allow more computations to take place during each compute phase. Moreover, the shape

of the blocks, which can be square or rectangular, affects the number of computations in

a compute phase. In addition, the shape of the blocks interacts with the scheduling of the

computations (see Section 3.2), resulting in different behaviors with any change in block

shapes or scheduling.

The block sizes, however, have no impact on the total time spent in the compute phase

throughout the computation. Regardless of the transfer schedule, compute schedule, and

the block sizes, the total number of arithmetic operations in the matrix multiplication com-

putation is constant. The number of multiply-add operations in a complete matrix multipli-

cation computation is given by:

MLN (3.10)

To characterize the effect of block sizes on system performance, an optimization problem

is constructed. The optimization objective function is the effect that needs to be optimized,

and the inputs are block sizes and other applicable variables. Regardless of the objective,

the following constraints always hold:

m`+ `n + mn ≤ S (3.11)

m ≥ 1, ` ≥ 1, n ≥ 1 (3.12)

Equation (3.11) ensures that all blocks of the three matrices fit in on-chip memory, S. Equa-
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tion (3.12) states that a block dimension must be at least one.

Two objectives are considered: maximizing the number of arithmetic operations that can

be performed in each compute phase, and minimizing the total number of transfers in an

entire computation.

3.5.1 Maximizing the Number of Arithmetic Operations per Compute Phase

A complete matrix multiplication computation involves a fixed number of arithmetic oper-

ation. These arithmetic operations are performed across a series of compute phases, each

of which requires a corresponding transfer phase. Maximizing the number of arithmetic

operations that are performed in each compute phase minimizes the number of transfer-

compute cycles. Consequently, it increases the efficiency of the transfers by increasing the

computations-to-transfers ratio. Multiplying blocks of dimensions m, `, and n involves m`n

multiplications and additions. Arithmetic operations are used to refer to the combination of a

multiplication followed by an addition. Hence, the objective function is given by:

f (m, `, n) = m`n (3.13)

Maximizing f in Equation (3.13) subject to the constraints in Equations (3.11) and (3.12)

results in:

m = ` = n =

√
S
3

(3.14)

In other words, to maximize transfer efficiency, and maximize the number of arithmetic

operations that are performed in each compute phase, all blocks should be square and of

equal size.

3.5.2 Minimizing the Total Number of Element Transfers

By minimizing the total number of element transfers, the collective work that needs to be

done during all transfer phases combined is minimized. This, in turn, minimizes the time

spent transferring data.
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The total number of element transfers depends on the transfer schedule, and its reuse

patterns in particular. From Section 3.3.1, it was established that the only significant unit

of reuse during the transfer phase is the single block (Element in Table 3.1). Schedules and

variations of schedules that reuse single blocks of the same matrix will result in the same

total number of element transfers. Referring to Table 3.1, the six variations of schedules can

be categorized into three groups based on the total number of element transfers they exhibit.

The first group includes the schedules that reuse single blocks of matrix A. Similarly, the

second and third groups include the schedules that reuse single blocks of matrices B and C,

respectively.

Reusing Blocks of Matrix A

The schedules that reuse blocks of matrix A are the first variation of the outer product sched-

ule and the first variation of the middle product schedule from Table 3.1. The total number

of element transfers for these schedules is given by:

fA(m, `, n) = ML +
MLN

m
+

2MLN
`

(3.15)

The first term, ML, is the number of transfers for elements of matrix A. Due to reuse, each

block is transferred exactly once, and each element, in turn, is transferred exactly once.

Hence, the number of element transfers is equal to the number of elements. The second

term represents the number of transfers for elements of matrix B. A block of matrix B has

`n elements. There are N/n× L/` blocks in matrix B. Each block is transferred M/m times

to be multiplied by the M/m blocks in a column of matrix A. Therefore, the number of

transfers of elements of matrix B is:

`n× N
n
× L

`
× M

m
=

MLN
m

(3.16)

The third term in Equation (3.15) represents the number of transfers for elements of matrix

C. There are mn elements in a block of matrix C, and there are M/m × N/n such blocks.
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Figure 3.3: Numerical solution of minimizing fA for a range of S values. M = L = N =
10 000 elements. Solution: ` = 2m, n = 1

Each block is updated L/` times, each of which involves transferring the block twice: once

from external memory to on-chip memory, and once to transfer the updated block from

on-chip memory back to external memory:

mn× N
n
× M

m
× L

`
× 2 =

2MLN
m

(3.17)

To minimize the total number of element transfers, an optimization problem is con-

structed where fA from Equation (3.15) is the objective function to be minimized. The op-

timization is subject to the general constraints in Equations (3.11) and (3.12). Solving this

non-linear optimization numerically, while varying the amount of on-chip memory that is

available for storing matrix blocks (S) results in the solutions plotted in Figure 3.3. The so-

lutions reflect the following relationships between the block dimensions that minimize the

total number of transfers:

` = 2m, n = 1 (3.18)
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These block dimensions correspond to the shapes depicted in Figure 3.6(a). Substituting

these relationships into Equation (3.11) yields:

2m2 + 3m ≤ S (3.19)

Solving for m, the result is:

m ≤
√

8S + 9− 3
4

(3.20)

where increasing m results in smaller fA values, and thus reduces the total number of ele-

ment transfers. To obtain an integer solution, m is rounded down to the nearest integer to

avoid exceeding the available on-chip memory:

m ≤
⌊√

8S + 9− 3
4

⌋
(3.21)

Reusing Blocks of Matrix B

The transfer schedules that reuse blocks of matrix B are the second variation of the middle

product schedule and the second variation of the outer product schedule from Table 3.1. The

total number of element transfers for these schedules is given by:

fB(m, `, n) =
MLN

n
+ LN +

2MLN
`

(3.22)

The first term is the number of transfers for elements of matrix A. In these schedules, a block

of matrix A is transferred N/n times to be multiplied by the N/n blocks in a row of matrix

B. Given that there are m` elements in a block of matrix A, and that there are M/m× L/`

such block, the number of element transfers for matrix A is:

m`× M
m
× L

`
× N

n
=

MLN
n

(3.23)

The second term in Equation (3.22) is the number of transfers of elements of matrix B. Be-

cause a block of matrix B is exhaustively reused in these schedules, each block is transferred

55



Chapter 3. Analysis of Design Space

0

20

40

60

80

100

120

140

160

180

200

0 2k 4k 6k 8k 10k 12k 14k 16k 18k 20k

El
em

en
ts

S (Elements)

m
`
n

Figure 3.4: Numerical solution of minimizing fB for a range of S values. M = L = N =
10 000 elements. Solution: ` = 2n, m = 1

once, and each element is, in turn, transferred exactly once. Therefore, the number of ele-

ment transfers of matrix B is equal to the number of elements in that matrix, LN. The third

term in Equation (3.22) represents the number of transfers for elements in matrix C. For

matrix C, the number of element transfers is the same when blocks of either of matrices A

or B are reused. Hence, Equation (3.17) holds for this group of schedules, too.

Minimizing fB in Equation (3.22) subject to the constraints in Equations (3.11) and (3.12)

numerically while varying the amount of available on-chip memory results in the solutions

plotted in Figure 3.4. The solutions are consistent with the following relationships between

the block dimensions:

` = 2n, m = 1 (3.24)

These block dimensions are reflected in the shapes in Figure 3.6(b). Substituting these rela-

tionships into Equation (3.11) yields:

2n2 + 3n ≤ S (3.25)
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Solving for n, and rounding down to the nearest integer, the result is:

n ≤
⌊√

8S + 9− 3
4

⌋
(3.26)

Reusing Blocks of Matrix C

Referring to Table 3.1, both variations of the inner product schedule reuse blocks of matrix C

when used in the transfer phase. The total number of element transfers for these schedules

is given by:

fC(m, `, n) =
MLN

n
+

MLN
m

+ 2MN (3.27)

The first term is the number of transfers for elements of matrix A, and the second term is the

number of transfers for elements of matrix B. Regardless of the variation, when the inner

product schedule is used, a block of matrix A is transferred N/n times, which is the number

of columns of blocks in matrix B. Similarly, a block of matrix B is transferred M/m times,

which is the number of rows of blocks in matrix A. That is, each of the ML elements of

matrix A is transferred N/n times, yielding the first term of Equation (3.27), whereas each

of the LN elements of matrix B is transferred M/m times, yielding the second term. Because

blocks of matrix C are reused in the inner product schedule, each block, and in turn each

element, of matrix C is transferred exactly twice: once from external memory into on-chip

memory, and once from on-chip memory back to external memory after being updated, as

reflected by the third term of Equation (3.27).

Minimizing Equation (3.27) subject to the constraints in Equations (3.11) and (3.12) is a

non-linear optimization problem. Numerical solutions for various values of available on-

chip memory, S, are plotted in Figure 3.5. The solutions consistently exhibit the following

relationships between the block dimensions:

m = n, ` = 1 (3.28)

These block dimensions are reflected in the shapes in Figure 3.6(c). Substituting these rela-
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Figure 3.5: Numerical solution of minimizing fC for a range of S values. M = L = N =
10 000 elements. Solution: m = n, ` = 1

tionships into Equation (3.11) yields:

m2 + 2m ≤ S (3.29)

Solving for m, and rounding down to the nearest integer, the result is:

m ≤
⌊√

S + 1− 1
⌋

(3.30)

Although the numerical solutions of the optimization problems in this section are pre-

sented for square matrices of equal sizes (M = L = N), the observed relationships between

the block dimensions also apply for non-square matrices of different sizes (M 6= L 6= N).

3.5.3 Summary

Block sizes can be optimized to either maximize the number of arithmetic operations that are

performed in each compute phase, or minimize the total number of element transfers during
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Table 3.2: Total number of transfers and the corresponding optimal block dimensions

Reused

Blocks

Optimal Dimensions

No. of Element Transfers m ` n

A ML +
MLN

m
+

2MLN
`

x 2x 1

B
MLN

n
+ LN +

2MLN
`

1 2x x

C
MLN

n
+

MLN
m

+ 2MN x 1 x

the entire computation. To maximize the number of arithmetic operations, square blocks

must be used. To minimize the total number of element transfers, rectangular blocks must

be used, where the exact dimensions depend on which matrix is selected for block reuse.

The optimal block dimension ratios when reusing blocks of each matrix are illustrated in

Figure 3.6. Table 3.2 lists the formulae for the total number of transfers when reusing blocks

of each matrix, and the corresponding block dimensions that minimize the total number

of transfers. The block dimensions are expressed in terms of an arbitrary variable, x, to

reflect their relationships. The formulae in the table are Equations (3.15), (3.22) and (3.27),

respectively.

3.6 Comparison of Transfer Schedules

In order to compare the total number of transfers when reusing blocks of matrices A, B, or

C, matrix and block dimensions are fixed. Consider the case of square matrices and square

blocks of equal sizes:

M = L = N (3.31)

m = ` = n (3.32)
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Equations (3.15) and (3.22) are reduced to:

fA(n) = fB(n) =
3N3

n
+ N2 (3.33)

and Equation (3.27) is reduced to:

fC(n) = 2
N3

n
+ 2N2 (3.34)

As the matrix size increases, taking the limit of the ratio of fA(n) (or fB(n)) to fC(n) yields:

lim
N→∞

fA(n)
fC(n)

= lim
N→∞

3N3/n + N2

2N3/n + 2N2 =
3
2

(3.35)

That is, when using square blocks of equal sizes, reusing blocks of matrices A (or B) results

in up to 50% more element transfers compared to reusing blocks of matrix C. Given that

N ≥ n, it can be shown that the ratio has a lower bound of 1:

1 ≤ 3N3/n + N2

2N3/n + 2N2 ≤
3
2

(3.36)

More generally, for arbitrary matrix and block sizes, as the matrix size increases, the

total number of element transfers when reusing blocks of matrices A, B, and C, respectively

(Equations (3.15), (3.22) and (3.27)), becomes:

lim
M,L,N→∞

fA(m, `, n) = lim
M,L,N→∞

ML +
MLN

m
+

2MLN
`

=

(
1
m

+
2
`

)
MLN (3.37)

lim
M,L,N→∞

fB(m, `, n) = lim
M,L,N→∞

MLN
n

+ LN +
2MLN

`
=

(
1
n
+

2
`

)
MLN (3.38)

lim
M,L,N→∞

fC(m, `, n) = lim
M,L,N→∞

MLN
n

+
MLN

m
+ 2MN =

(
1
n
+

1
m

)
MLN (3.39)

Using the optimal block sizes for each case given by Equations (3.18), (3.24) and (3.28), or

Table 3.2, then substituting the upper bounds of the resulting block dimensions in terms of

61



Chapter 3. Analysis of Design Space

the size of on-chip memory, S, using Equations (3.20), (3.26) and (3.30) yields:

lim
M,L,N→∞

fA(m, `, n) =
2MLN

m
=

8MLN√
8S + 9− 3

(3.40)

lim
M,L,N→∞

fB(m, `, n) =
2MLN

n
=

8MLN√
8S + 9− 3

(3.41)

lim
M,L,N→∞

fC(m, `, n) =
2MLN

n
=

2MLN√
S + 1− 1

(3.42)

As the size of on-chip memory, S, increases, the ratio of the total number of transfers when

reusing blocks of matrices A or B to that when reusing blocks of matrix C is given by:

lim
S→∞

fA(m, `, n)
fC(m, `, n)

= lim
S→∞

8(
√

S + 1− 1)
2(
√

8S + 9− 3)
=
√

2 (3.43)

That is, when using optimal block sizes for a given schedule, reusing blocks of matrices A

or B results in up to 41% more element transfers compared to reusing blocks of matrix C.

Hence, reusing blocks of matrix C, which is achieved by using the inner product transfer

schedule, results in the least number of element transfers.

3.7 Double Buffering

Double buffering refers to allocating enough on-chip memory for two blocks of each matrix,

for the purpose of allowing the transfer phase and the compute phase to execute simul-

taneously, or to overlap. Overlapping the transfer and compute phases reduces the total

computation time. All prior efforts reviewed in Section 2.5 implement double buffering.

Moreover, they constrain the parameters of their designs to ensure that the transfer and com-

pute phases take equal amounts of time, as further discussed in Section 3.8. In this section,

the effect of double buffering on the transfer time and the total time is analyzed. Moreover,

double buffering is compared to using single buffers in order to quantify its impact.

When using a single block per matrix, overlapping the compute and transfer phases

effectively imposes stringent constraints and requires additional coordination to ensure that
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valid data are processed and transferred.

With double buffering, the first block of each matrix is transferred into the first block

buffer in on-chip memory, then the compute phase starts. While the compute phase is pro-

cessing the first buffer of each matrix, the transfer phase loads the second buffer of each

matrix. Once the compute phase is done processing the first buffers, it starts processing the

second buffers, and the transfer phase starts replacing the contents of the first buffers. The

compute phase switches between the first and second buffers of each matrix independently

of the other matrices, depending on the block reuse patterns of the transfer schedule in use.

For instance, when blocks of matrix A are reused, the compute phase uses the same A block

against dN/ne blocks of matrices B and C. That is, the A block buffer is switched after

dN/ne block multiplications, whereas the B and C block buffers are switched after each

block multiplication.

3.7.1 Compute Time vs. Transfer Time

In order to quantify the effectiveness of double buffering, and in turn the benefit of overlap-

ping the transfer and compute phases, the total time spent in each phase is analyzed. It is

shown in Section 3.6 that the inner product transfer schedule minimizes the total number of

element transfers. Equation (3.27) gives the total number of element transfers for this con-

figuration. Assuming that transfers are performed back-to-back without interruption, the

same expression reflects the total time spent in the transfer phase, in cycles, if one matrix

element is transferred per cycle. More generally, the total transfer time is equal to the to-

tal number of element transfers divided by the width of the transfer data bus measured in

matrix elements, w. For the inner product transfer schedule, the total transfer time is given

by:

T(inner)
trans =

MLN
nw

+
MLN
mw

+
2MN

w
(3.44)

This is an approximation that ignores external memory access latency. When transferring a

matrix block, only the initial transfer command is affected by the access latency. Subsequent

commands are issued back-to-back, and queued by the external memory controller. When
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the size of matrix blocks is much larger than the access latency of external memory, the

access latency is negligible. DDR2 memory, for instance, has a typical read latency of ten or

fewer cycles.

The number of multiply-add arithmetic operations can be used to reflect the time spent

in the compute phase. Because the multiply-add operators are pipelined, each multiply-add

unit produces a new output every cycle. For large matrix blocks, the pipeline latency, due

to filling the pipeline, is negligible. For example, a relatively deep multiply-add pipeline

has an initial latency of 25 cycles, whereas multiplying blocks of size 256× 256 using 64

multiply-add units takes at least 262 144 cycles. The total number of multiply-add opera-

tions throughout the computation is given by Equation (3.10). The same expression can be

used to approximate the total time spent in the compute phase, in cycles, with one modifi-

cation. To account for the reduction in compute time due to parallelism, the expression is

divided by the number of multiply-add units, p. Therefore, the total compute time is given

by:

Tcomp =
MLN

p
(3.45)

Figure 3.7 shows how the ratio of the total compute time to the total transfer time (Equa-

tions (3.34) and (3.45)) changes as the degree of parallelism, p, increases. The figure assumes

that square matrices of 10 000 elements along each dimension are transferred according to

the inner product transfer schedule into blocks of optimal dimensions for that schedule,

namely, n = m and ` = 1. The transfer data bus is assumed to be as wide as four matrix ele-

ments (w = 4). Various values for n (= m) are plotted to demonstrate the effect of the block

size. Larger values on the vertical axis indicate longer compute time compared to transfer

time, whereas smaller values indicate longer transfer time. The figure uses a logarithmic

scale for clarity of presentation.

As the parallelism increases, the compute time decreases while the transfer time remains

the same. Thus, increasing the parallelism decreases the ratio. Increasing the block size,

however, results in fewer transfers, but does not affect the compute time. Hence, increasing

the block size increases the ratio.
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Figure 3.7: The ratio between compute and transfer times vs. parallelism. Inner product
transfer schedule. M = L = N = 10 000, m = n, ` = 1, w = 4

More generally, for any matrix sizes, assuming the reuse of blocks of matrix C (inner

product transfer schedule), the ratio of the total compute time to the total transfer time is

given by:

Tcomp

T(inner)
trans

=
MLN/p

MLN/nw + MLN/mw + 2MN/w
=

wL/p
L/n + L/m + 2

(3.46)

where the numerator is the total compute time, and the denominator is the total transfer

time as in Equation (3.27). For large matrices, as L increases, the expression becomes:

lim
L→∞

Tcomp

T(inner)
trans

= lim
L→∞

wL/p
L/n + L/m + 2

=
wmn

p(m + n)
(3.47)

Assuming m = n to minimize the number of transfers, the ratio becomes:

lim
L→∞

Tcomp

T(inner)
trans

=
wn
2p

(3.48)
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which is consistent with the values in Figure 3.7. For instance, when n = 512 and p = 64,

the ratio is equal to 16, as indicated by the dotted line at y = 16 in the figure. In this case,

overlapping the compute and the transfer phases saves 1/16 of the no-overlap time.

Overlapping the compute and transfer phases is most effective when their ratio is close

to one:

wn ≈ 2p (3.49)

Much larger ratios (wn � 2p) indicate that the compute phase is dominant. Much smaller

ratios (wn� 2p) indicate that the transfer phase is dominant. As the ratio moves away from

one, overlapping the phases results in diminishing returns.

On an FPGA target device, the system is more likely to be limited by the number of

multiply-add units rather than the memory available for block storage. From Equation (3.48),

for a given number of multiply-add units, p, and a transfer rate of w elements per cycle, the

optimal block dimension, n, that results in a ratio of one is equal to 2p/w. For instance, if

p = 64 and w = 4, then m = n = 32 results in equal transfer and compute times.

Enforcing a ratio of one, however, may result in a suboptimal system configuration. If

a target device has more on-chip memory than is required to accommodate the block sizes

dictated by Equation (3.49), larger block sizes can be used. Larger blocks result in fewer

transfers and shorter transfer time, and reduce the system’s impact on external memory.

3.7.2 Single Buffers vs. Double Buffers

For the same block dimensions, double buffering requires twice as much on-chip memory

as single buffers. Equivalently, for a given amount of on-chip memory, double buffering

results in using blocks that are at most half as large as the blocks that single buffers use.

The first constraint on the block dimensions that ensures that blocks fit in on-chip memory

(Equation (3.11)) becomes:

2m`+ 2`n + 2mn ≤ S (3.50)
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Because smaller blocks result in more transfers, double buffering increases the total number

of element transfers for the same amount of on-chip memory.

To minimize the number of element transfers with double buffering, the same block

dimension relationships derived in Section 3.5 still hold. These relationships are summa-

rized in Table 3.2. The only difference lies in the values of the block dimensions in terms

of the total amount of on-chip memory, S, as a result of updating the memory constraint in

Equation (3.50). With double buffering, block dimensions that minimize the total number of

element transfers when reusing blocks of matrix A, B, or C, respectively, are given by:

m(db) ≤
⌊√

4S + 9− 3
4

⌋
(3.51)

n(db) ≤
⌊√

4S + 9− 3
4

⌋
(3.52)

m(db) ≤
⌊√

S/2 + 1− 1
⌋

(3.53)

These bounds are the double-buffering versions of the ones in Equations (3.21), (3.26) and (3.30).

The total time when using single buffers, T(sb)
total, and when using double buffers, T(db)

total , is

given by:

T(sb)
total = Tcomp + T(sb)

trans (3.54)

T(db)
total = max(Tcomp, T(db)

trans) (3.55)

The total compute time, Tcomp, is not affected by the use of double buffers. The total transfer

time, however, depends on the block dimensions, which are reduced when using double

buffers. For the inner product transfer schedule, the total transfer time with single buffers,

T(sb)
trans, is a function of the m block dimension as given in Equation (3.30). When double

buffers are used, however, the total transfer time, T(db)
trans, is a function of the m block dimen-

sion as given in Equation (3.53).
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on-chip memory, S. Inner product transfer schedule. M = L = N = 10 000, m = n, ` = 1,
w = 4, we = 64, p = 64

Figure 3.8 shows how the total time changes as the amount of available on-chip mem-

ory changes for both single and double buffers. The figure assumes that the inner product

transfer schedule is used, in order to minimize the total number of transfers. Also, it as-

sumes the optimal block sizes for that schedule, namely, m = n, and ` = 1, and it assumes

square matrices of 10 000 elements along each dimension. The total times are obtained using

Equations (3.54) and (3.55), and the transfer times are obtained using the block dimension m

as in Equations (3.30) and (3.53). The floor functions in these expressions are omitted in the

generation of this figure for simplicity. A degree of parallelism, p, of 64 multiply-add units,

and a transfer rate, w, of 4 elements per cycle are used. The amount of available on-chip

memory is shown both in terms of number of elements (bottom x axis), and in megabits

(top x axis).

Figure 3.8 shows that, for small on-chip memory, single buffers result in a shorter total

time. Small block sizes result in excessive transfers. For moderate on-chip memory, double

buffers result in a shorter total time. For the parameters used to generate this figure, on-
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chip memory of 16 kbits is the point of equilibrium, where single buffers and double buffers

result in the same total time. The total time for double buffers becomes flat when the transfer

time becomes shorter than the compute time. As the amount of on-chip memory increases,

the transfer time becomes small relative to the compute time, causing the total time of single

buffers to approach that of double buffers.

Figure 3.9 shows the ratio of the total time when using single buffers to the total time

when using double buffers. It is otherwise similar to Figure 3.8. The p = 64 curve in

Figure 3.9 shows the ratio of the two curves in Figure 3.8. The purpose of this figure is

to explore the impact of the degree of parallelism, p. As p increases, the compute time

decreases, and larger on-chip memory is required for the transfer time to become equal to

the compute time, and in turn for the ratio to peak.

Changing the transfer rate, w, has a similar effect: it results in a horizontal translation of

the curve. Larger w values translate the curve to the left, because they reduce the transfer

time, causing the ratio to peak at smaller sizes of on-chip memory. Figure 3.9 does not show
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the effect of changing w, for clarity of presentation.

Figure 3.9 reveals two interesting facts. First, for a given degree of parallelism, p, there

is an optimal amount of on-chip memory that maximizes the ratio. Maximizing the ratio

corresponds to the highest gain due to double buffering. Second, regardless of the degree

of parallelism, the ratio is limited by a fixed upper bound. In the following, these two

observations are generalized and formulated.

The maximum value of the ratio occurs when double buffering is most effective, which

is when the ratio between the transfer and compute times is equal to one. From Equa-

tion (3.49), this is achieved when wn = 2p, where n is the block dimension with double

buffering, n(db). For a given amount of on-chip memory, the n block dimension with double

buffers, n(db), is given by Equation (3.53), whereas the n block dimension with single buffers,

n(sb), is given by Equation (3.30). Therefore, double buffering is most effective when:

n(db) =
2p
w

(3.56)

Equating Equations (3.53) and (3.56) and solving for S yields the amount of on-chip memory

for which double buffering is most effective for a given degree of parallelism, p, and transfer

rate, w:

S = 2
(

2p
w

+ 1
)2

− 2 (3.57)

This expression gives the value of S at the corner point on the double buffering curve in

Figure 3.8, and at the peaks of all curves in Figure 3.9. For instance, for p = 64 and w = 4,

double buffering is most effective when S = 2(2(64)/4 + 1)2 − 2 ≈ 211, which is consistent

with both Figures 3.8 and 3.9. Depending on which parameter can be tuned in a specific

implementation, Equation (3.57) can be rearranged to give the degree of parallelism, p, or

the transfer rate, w, that achieve the most effective double buffering configuration.

Figure 3.9 also shows that the ratio of total time with single buffers to total time with

double buffers is bounded from above by a constant value, which is achieved when double

buffering is most effective. At that point, the compute time and the transfer time for double
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buffering are equal. Therefore, T(db)
total = Tcomp. From Equations (3.44), (3.45) and (3.54), when

using the inner product transfer schedule, as the matrix sizes increase, the ratio is given by:

lim
M,L,N→∞

T(sb)
total

T(db)
total

= lim
M,L,N→∞

MLN/p + 2MLN/wn(sb) + MN/w
MLN/p

= 1 +
2p

wn(sb)
(3.58)

Equation (3.30) is always true for n(sb), and Equation (3.57) is true at the considered point,

namely when the ratio is at its peak. Substituting these two equations successively in Equa-

tion (3.58) yields:

lim
M,L,N→∞

T(sb)
total

T(db)
total

= 1 +
2p

w(
√

S + 1− 1)
= 1 +

2p

w

(√
2
(

2p
w + 1

)2
− 1− 1

) (3.59)

As p increases, the ratio becomes:

lim
p→∞

1 +
2p

w

(√
2
(

2p
w + 1

)2
− 1− 1

) = 1 + lim
p→∞

2p

w
(

2
√

2p
w

) = 1 +
1√
2

(3.60)

Figure 3.9 shows the 1 + 1√
2

line as the upper bound of the ratio. That is, when S satisfies

Equation (3.57), double buffering reduces the total matrix multiplication time by 70%. As

the amount of on-chip memory, S, increases beyond that point, the ratio approaches one,

hence reducing the effectiveness of double buffering.

On the other hand, single buffers simplify the system design, and improve the design

scalability as more resources become available on the target platform. Single buffers allow

for maximizing resource utilization on the FPGA device without trading off the efficiency

or performance of the system. For instance, a high-end Stratix IV FPGA device cannot ac-

commodate 128 multiply-add units, yet it has 21 Mbits of on-chip memory. According to

Figure 3.9, a configuration optimized for double buffering results in using less than 1 Mbit

of on-chip memory. Figure 3.8 shows that using larger amounts of on-chip memory with

single buffers results in total times approaching the best total time of double buffers.
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Table 3.3: Summary of Related Work

Design Operators Transfer Schedule Compute Schedule Parallelism

Dou [28] Custom [28] Inner product Outer product p, along m

ZP [91] - 1 Custom [41] Not applicable Outer product N, along N

ZP [91] - 2 Custom [41] Not applicable Outer product N2/s, along M, N

ZP [92] - 3 Custom [41] Inner product Outer product p, along n

Kumar [60] Xilinx IP Inner product Outer product p, along n

Sajish [73] Custom [73] Any Middle product 4, along m

Altera [14] Altera IP Middle product Inner product p, along `

3.8 Analysis of Related Work

The most relevant publications to this effort are summarized in Section 2.5 based on their

own presentations. In this section, the designs proposed in these efforts are analyzed in

order to describe them uniformly using common criteria, and to contrast them to one an-

other and to the work in this thesis. Table 3.3 summarizes some of the extracted design

characteristics.

3.8.1 Organization

Dou et al. [28] and Zhuo and Prasanna [91, 92, 94] organize the processing elements into a

linear array. The linear array topology is used to pipeline the processing elements in order

to deliver matrix data to all processing elements without using broadcast connections. Long

connections limit the maximum frequency of the design. A linear array, however, incurs

additional storage requirements to implement the FIFOs that connect each pair of adjacent

processing elements. The depths of these FIFOs, and their contribution to the memory re-

quirements of the designs are not discussed. Moreover, a pipeline of processing elements

exhibits latency that is linearly proportional to the number of processing elements. Increas-

ing the parallelism increases the latency linearly.

Kumar et al. [60] and Sajish et al. [73] state that they broadcast common elements to all
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processing elements instead of using a linear array. They, however, do not explain how long

broadcast interconnect delays are mitigated in this case. In other parts of their designs where

long interconnects limit the system maximum frequency, Kumar et al. use FIFOs along these

interconnect paths.

Altera’s ALTFP_MATRIX_MULT component [14] is based on a vector architecture. The

primitive operation is a dot product of two vectors, and the size of the vector is equal to the

degree of parallelism. When ` is larger than the vector size, multiple iterations are used to

compute the full dot product. In such cases, the vector dot product unit produces multiple

partial sums for each full dot product result. Hence, another adder is used to accumulate the

partial sums that belong to the same full dot product. Although not stated, it is reasonable

to assume that the vector dot product unit uses a tree of adders, or a custom multi-input

adder to produce the partial sums.

Kumar et al. is the only effort in which off-the-shelf floating-point operators are used.

The other efforts use custom floating-point operators that are optimized for the target de-

velopment platforms, thus potentially limiting their portability.

3.8.2 Blocking and Scheduling

Dou et al. [28] and Kumar et al. [60] adopt the same blocking and scheduling schemes. They

use an outer product compute schedule. Dou et al. use the outer product schedule variant

in which elements of matrix B are reused, whereas Kumar et al. use the variant in which

elements of matrix A are reused. Blocks of matrix A are transferred in a block-row-major

order, and blocks of matrix B are transferred in a block-column-major order. A block of

matrix C is transferred only once. Thus, an inner product transfer schedule is used, although

a transfer schedule is not explicitly discussed. Both designs use a C block of size m× n. The

` block dimension, however, is not discussed, but is implied to be equal to one, because

matrix A is read one column at a time, and matrix B is read one row at a time.
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Dou et al. derive the optimal C block size for their design to be:

m =
S

2 +
√

2S
n =

√
S
2

(3.61)

where S is the size of on-chip memory that is used to store double buffers for blocks of

matrices A and C only (S = 2m + 2mn). Matrix B elements are processed one at a time, and

an element must be available to the appropriate processing elements at the proper cycles.

The derivation assumes square matrices, and assumes that the transfer time is always longer

than the compute time. Thus, the total time is determined by the transfer time. The C block

size is derived as to minimize the transfer time. The design uses additional on-chip memory

for the FIFOs along the linear array of processing elements.

Kumar et al. state that the optimal C block size for their second design is a square block

(m = n). This size is obtained by maximizing the block compute time, given by mn/p, in

order to relax the transfer rate constraints. On-chip memory size is considered for storing

double buffers for blocks of matrices B and C only.

All three designs of Zhuo and Prasanna [91, 92, 94] assume square matrices of equal size

(M = L = N). The three designs use the outer product compute schedule in which elements

of matrix A are reused. The first two designs are not blocked. The entire C matrix is stored

on-chip, as confirmed by the N2 on-chip storage requirements. The third design uses an

inner product transfer schedule, and square C blocks of size
√

S×
√

S, where m = n =
√

S.

That is, all on-chip memory is used for storing the C block. When
√

S = N, the third design

becomes equivalent to the first design.

Sajish et al. [73] use a partially blocked matrix multiplication, where the number of A

columns (and B rows) in a block is equal to that of the entire matrix (` = L). The number of

rows in the C block, m, is equal to the number of multiply-accumulate units. The number of

columns in the C block, n, depends on the available capacity of on-chip memory.

The design employs a middle product compute schedule. The middle product sched-

ule exhibits a shorter inter-update interval for elements of matrix C compared to the outer

product schedule. The outer product schedule updates an element of C once every mn cy-
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Table 3.4: Schedules and their corresponding loop nesting

Schedule Reuse Equivalent Formula

Inner product Rows of A
M

∑
i=1

N

∑
j=1

L

∑
k=1

aik · bkj

Columns of B
N

∑
j=1

M

∑
i=1

L

∑
k=1

aik · bkj

Middle product Rows of C
M

∑
i=1

L

∑
k=1

N

∑
j=1

aik · bkj

Columns of C
N

∑
j=1

L

∑
k=1

M

∑
i=1

aik · bkj

Outer product Rows of B
L

∑
k=1

M

∑
i=1

N

∑
j=1

aik · bkj

Columns of A
L

∑
k=1

N

∑
j=1

M

∑
i=1

aik · bkj

cles, whereas the middle product schedule updates it once every n or m cycles, depending

on the schedule’s reuse variant as listed in Table 3.1. The design exploits the shorter up-

date period by feeding the adder output back as its second input, thus implementing a true

multiply-accumulate unit. As a result, no storage is required for intermediate partial sums

of the C block. The restriction of this approach, however, is that the depth of the multiplier

pipeline, the depth of the adder pipeline, and the number of columns in the B block, n, must

all be equal. The depth of the multiplier and adder pipelines must match in order to keep

the pipelines busy. The depth of the adder pipeline and the number of B columns, n, must

match in order to add the new products to the corresponding partial sums.

Because ` = L in this design, its transfer schedule can be perceived as being any of the

three schedules. Matrix multiplication can be described in terms of three nested loops, each

iterating through one of the three matrix (or block) dimensions. Each order of nesting the

loops corresponds to a schedule variation, as demonstrated in Table 3.4. The upper bounds

of the loops in the formulae shown in the table are not necessarily the matrix dimensions;

they represent the maximum value for the counters along each matrix dimension. Setting
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` = L, as is the case for this design, effectively eliminates the L loop during the trans-

fer phase, because there is a single block along the L dimension. The design reuses the B

block against multiple A blocks. Hence, of the remaining two loops, the outer loop iterates

through N, while the inner loop iterates through M. Referring to Table 3.4, all schedules

in which the M loop precedes the N loop are applicable, regardless of the position of the L

loop. Therefore, the transfer behavior of this design can be described by the inner product

schedule when columns of matrix B are reused, and the middle and outer product schedules

when blocks of matrix B are reused.

Altera’s ALTFP_MATRIX_MULT component [14] implements the compute phase only;

it operates on on-chip memory only and does not provide any external interfaces. It includes

the required on-chip memory for storing the A and B matrices, and can be configured to use

a given set of dimensions. Using this component to compute the product of large matrices

requires additional logic that implements the transfer of matrix blocks to and from the com-

ponent. Such logic must also use the component’s handshaking signals to capture the result

of the computation; the component does not store the outputs.

Although the inputs are stored on-chip, the ALTFP_MATRIX_MULT component still

effectively employs blocking. Matrix A is partitioned into sub-rows, which are blocks of

size 1 × p, and matrix B is partitioned into sub-columns, which are blocks of size p × 1,

where p is also the vector size of the dot product unit. Hence, the component uses an inner

product compute schedule. Based on the description of the component’s operation, the first

sub-row of matrix A is multiplied by the first sub-column of each column of matrix B, then

the second sub-row in the same row of matrix A is multiplied by the second sub-column

of each column of matrix B, and so forth. This description is consistent with the middle

product transfer schedule in which blocks of matrix A are reused.

3.8.3 Parallelism

All designs discussed in Section 2.5 implement parallelism at the block multiplication level.

Non-blocked designs treat the entire matrix as a single block. Additional parallelism at the
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FPGA device level, by using multiple FPGAs, is discussed by some as a secondary level of

parallelism.

Dou et al. [28] parallelize the block multiplication along the m block dimension. Rows

of the A block are assigned to different processing elements. Consequently, rows of the C

block are produced by different processing elements. Each processing element is assigned

m/p rows of the A block, and produces the same number of rows in the C block.

The first design by Zhuo and Prasanna [91] parallelizes the matrix multiplication along

the N matrix dimension. It assigns one column of the B matrix to each processing element,

thus requiring at least N processing elements. The number of processing elements, however,

is determined by the amount of local memory in each processing element, not by the number

of columns in the B matrix. The total capacity of local memory in all processing elements

must add up to the size of matrix C. Hence, the number of processing element is given by

N2/s, where s is the amount of local memory in each processing element. When N is larger

than s, the number of processing elements is larger than N. Nonetheless, only N processing

elements are active at any given time (p = N).

The second design by Zhuo and Prasanna [91] parallelizes the matrix multiplication

along the M and N matrix dimensions. It uses N2/s multiply-add units, where s is the

amount of local memory in each processing element. A processing element comprises r2

multiply-add units that share its local memory, where r is the number of processing ele-

ments along each dimension of the C matrix.

The third design by Zhuo and Prasanna [92] is a blocked version of their first design,

where the C blocks are square (m = n). It parallelizes the block multiplication along the n

block dimension. Each processing element includes one multiply-add unit and local mem-

ory of size S/p. Unlike the first two designs, the number of processing elements, p, is a

design parameter, and is not dictated by the design.

The two designs by Kumar et al. [60] parallelize the block multiplication along the n

block dimension. The first design assigns one column of the B block to each processing ele-

ment. Hence, it requires n processing elements (p = n). As a result, each processing element
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produces a column of the C block. In the second design, the number of processing ele-

ments may be smaller than n (p ≤ n). Each processing element is assigned n/p consecutive

columns of the B and C blocks.

Sajish et al. [73] parallelize the block multiplication along the m block dimension. The

design, as presented, employs a one-to-one mapping between the number of rows in the C

block, m, and the number of multiply-accumulate units (p = m). That is, each row of the A

block is processed by its own multiply-accumulate unit to produce a row of the correspond-

ing C block.

Altera’s ALTFP_MATRIX_MULT component [14] parallelizes the multiplication of its

inputs along the ` block dimension, which is equal to p, or the vector size of the dot product

unit. When ` < L, the dot product unit produces multiple partial sums for each element of

matrix C. Hence, an additional adder is used to accumulate such partial sums.

3.8.4 External Memory

With the exception of Altera’s ALTFP_MATRIX_MULT component, all the discussed de-

signs consider external memory to be the source of input data and the destination for output

data. Nonetheless, with the exception of Sajish et al. [73], they do not describe the nature

of the external memory interface beyond the number of FPGA pins that are used for data

exchange. FIFOs are used to mitigate the variable latency of external memory. Kumar et al.

[60] state that PCIe can satisfy the bandwidth requirements of their designs, but offer no

details for integrating a PCIe interface. No details are offered for any of these designs on the

implementation of external memory in actual hardware, when applicable. For some designs,

no hardware testing is reported. The design by Sajish et al. implements a PCI interface, and

supports DMA access.

The design by Dou et al. [28] is the only one that explicitly accounts for transferring the

initial contents of the C matrix. Kumar et al. [60] explicitly state that they accumulate the

initial products to zeros, thus implementing C = A · B, as opposed to the general definition

of matrix multiplication, given by C = A · B + C. Zhuo and Prasanna [94] do not discuss
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the accumulation nor the transfer of the initial contents of the C matrix.

All the designs overlap the transfer and compute phases. Moreover, they constrain their

design parameters to ensure that the total times for both phases are equal. Dou et al. [28]

assume that the total computation time is determined by the transfer time, and that the com-

pute time is always shorter. They base all their analysis on this assumption, including the

derivation of the optimal block sizes, and the optimal size of on-chip memory and external

memory transfer rate that achieve the peak performance of the design. Kumar et al. [60] re-

quire the total transfer time to be less than or equal to the total compute time. They use this

constraint to derive the optimal block sizes, and in turn the utilized size of on-chip memory.

Zhuo and Prasanna [94], on the other hand, dictate the required external memory transfer

rate for their first two designs, instead of considering it a design parameter. In their third

design, the required bandwidth depends on the number of processing elements and the size

of on-chip memory.

3.9 Summary

In this chapter, the topics listed below are discussed.

• Matrix multiplication can be implemented using any of the inner product, middle

product, and outer product vector operations, which would result in performing the

same arithmetic operations in different orders. As such, the names of these vector

operations are used to refer to the different schedules of performing matrix multipli-

cation.

• Each schedule dictates different reuse patterns on each matrix, and imposes unique

constraints on the depth of arithmetic pipelines.

• Blocked matrix multiplication transforms the computation into a series of transfer-

compute phases. The transfer phase and the compute phase are two independent

applications of the matrix multiplication algorithm. As such, each can be assigned an

independent schedule.
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• The reuse units during the transfer phase are a single block, a row of column of blocks,

and the entire matrix. The reuse units during the compute phase are a single element,

a row or column of elements within a block, and an entire block.

• The inner product transfer schedule reduces the number of transfers between external

memory and on-chip memory by up to 50% compared to the outer product transfer

schedule.

• Exploiting the parallelism along a single block dimension reduces the routing com-

plexity of the design, and offers sufficient parallelization opportunities to maximize

the utilization of resources in current FPGA devices.

• Using square blocks minimizes the number of compute phases, but results in addi-

tional transfers compared to other block sizes.

• Double buffering can potentially reduce the total time by up to 70% compared to using

single buffers, but this difference diminishes as the size of on-chip memory increases.
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System Architecture and Design

The goal of this work is to produce a flexible, high-performance design that facilitates the

exploration of various approaches to implement matrix multiplication using reconfigurable

logic.

The proposed design is intended to be used in conjunction with a host computing sys-

tem as a special-purpose accelerator. The host system would offload matrix multiplication

computations to the accelerator. For the purpose of developing and testing the design, ex-

ternal on-board memory is used to model the host system. A production implementation

may employ a high-speed I/O interface, such as PCI-Express, to transfer data between the

host system and the accelerator’s on-board memory. In both cases, input data are assumed

to have been made available to the accelerator using its on-board memory, which is accessi-

ble through an SDRAM controller. Similarly, the output of the computation is delivered to

the said memory, and in turn to the host system, through the same controller.

The previous chapter addresses broad concerns and design strategies pertaining to im-

plementing matrix multiplication on reconfigurable hardware. This chapter describes the

details of the design. It begins with an overview, presenting the high-level architecture of

the system and its main components, and some of the general aspects that apply to the over-

all design. Then, it proceeds to describe the design of the individual components, and how

they interact to achieve the desired behavior. The scope of the design begins with the arith-
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Figure 4.1: System architecture

metic operator level. As explained in Section 3.1.1, off-the-shelf arithmetic operators are

used to build the system. The design comprises all the components between the arithmetic

operators and the external memory that holds the inputs and outputs of the computation.

Throughout the rest of this chapter, the functionality of some components is described

using algebraic expressions. Although these expressions reflect the relationship between

various signals, they do not capture the timing aspects. Almost all components are pipelined.

Inputs provided at a given cycle result in outputs a number of cycles later. To reflect that

aspect of a component’s functionality, signals are represented by functions over time. For

instance, the value of a signal x during a given cycle, t, is denoted by x(t). The value of the

same signal two cycles later is denoted by x(t + 2).
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4.1 Overview

The proposed system can be viewed as a three-tier hierarchy, as illustrated in Figure 4.1.

Each tier performs a well-defined function that is independent of the higher tiers of the

system. Each tier can operate in isolation to perform its function.

At the lowest level is the compute subsystem, whose purpose is to perform the multipli-

cation of matrix blocks. The compute subsystem reads its inputs from and writes its outputs

to on-chip memory. This behavior has two implications. First, inputs are restricted to sizes

that fit in on-chip memory. Second, memory is assumed to have fixed read latency. When an

address is issued, corresponding data are expected after a known, fixed number of cycles.

The memory is not a part of the compute subsystem, which makes it suitable for processing

streamed data as well. As explained in Section 3.4, the compute subsystem, where block

multiplication is performed, is also where the parallelism is implemented. Implementing

the parallelism at the lowest level ensures that it is always exploited. The compute sub-

system consists of an array of multiply-add pipelines and a compute controller. The compute

controller is responsible for generating on-chip memory addresses, write-enable signals, and

other necessary control signals. It also notifies higher-level components when the current

block multiplication has been completed. The compute controller specification and design

is discussed further in Section 4.6.

The second tier, denoted by “matrix multiply” on Figure 4.1, is the matrix multiplier. The

matrix multiplier uses the compute subsystem to perform complete matrix multiplications

by adding the blocking functionality to the compute subsystem. To implement blocking,

it interfaces with both on-chip memory where blocks of matrices are stored, and external

memory where complete matrices are stored. As a result, it can process arbitrarily large

matrices, as long as they fit in the external memory. Moreover, the matrix multiplier sup-

ports variable latency on its external memory interface, allowing it to interface with external

SDRAM memory through an SDRAM controller. Nonetheless, it can use on-chip memory

instead of external memory to store the complete matrices, which is useful for debugging

the system. The matrix multiplier consists of the compute subsystem, on-chip memory for
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storing blocks of matrices, and a transfer controller. The transfer controller is responsible for

orchestrating the block transfers between the external memory and the block memories, and

for initiating the processing in the compute subsystem and detecting the completion of each

block multiplication. The transfer controller and its design are discussed in more details in

Section 4.4.

At the highest level in Figure 4.1 is a complete system in the FPGA chip that includes

an SDRAM controller for interfacing with external memory. The SDRAM controller is a

standard component for which many off-the-shelf implementations exist. It is separated

into its own tier to emphasize the fact that it is loosely coupled to the design, and can be

replaced by any other controller that conforms to the same interface for the on-chip portion

of the design. For instance, it can be replaced by a PCI-Express controller to transfer data

from the host system directly to on-chip memory.

Before providing more details in the remaining sections, the remainder of this section

discusses some of the general aspects of the design that are not specific to any component

in particular.

4.1.1 Operation

Upon starting a matrix multiplication computation, the transfer controller transfers blocks

of the three matrices from external memory to on-chip block memory, one at a time. Then, it

triggers the compute controller to perform a single block multiplication, where the A block

is multiplied by the B block, and the result is added to the C block. Upon finishing the block

multiplication, the transfer controller replaces the matrix blocks, as dictated by the transfer

schedule in use, and triggers the next round of block multiplication, and so on.

During each round of block transfers, the transfer controller replaces at least two out

of the three blocks. Blocks of matrices A and B are simply overwritten by new block data.

However, when replacing a block of matrix C, the old contents of the block must be trans-

ferred back to external memory first, as they represent newly-computed results.
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4.1.2 Explicit Memory Management

Due to the scope of the design, it tends to focus on the memory management aspects of

the system. Memory management is performed explicitly by the system in the form of data

transfers from one type or location of memory to another. For instance, transferring a matrix

block from external memory to on-chip memory is performed through a series of individ-

ual read commands that are issued to a dedicated SDRAM memory controller, and a series

of control and address signals that are issued to on-chip memory. Use of SDRAM exploits

typical memory controller features such as burst access mode. Explicit memory manage-

ment entails keeping track of what data have been fully processed and can be replaced, and

what data are still being processed. It also requires generating the corresponding physical

addresses for each type of memory. In contrast, implicit memory management, such as that

provided by the memory subsystem in modern microprocessor architectures, takes care of

address translation and data transfers across the various levels of the memory hierarchy.

Despite the resulting hardware overhead, explicit memory management has its advan-

tages. It allows for fine-grained control over what data are kept in which block or type of

memory. In turn, that facilitates optimal data reuse and more efficient transfers without

incurring any unnecessary run-time overhead, be it transfers or address translations. Data

blocks are replaced only when their reuse has been exhausted, without the need to work

around any preset replacement algorithms or policies as is the case in implicit memory man-

agement systems. Furthermore, explicit memory management in a special-purpose system

reduces overall complexity. Instead of implementing elaborate, generic policies, application-

specific logic is used.

4.1.3 System Datapath

The system datapath is illustrated in Figure 4.2. The SDRAM controller connects the system

to the external SDRAM memory through a bidirectional data bus. The system can either

read or write to external memory at a given time.

The local interface of the SDRAM controller has two separate unidirectional data buses
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Figure 4.2: System datapath
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for reading and writing. The read data bus transfers data from the SDRAM controller to

on-chip block memories. It is connected to the write data buses of all block memories, to

populate them with matrix block data. However, data are transferred to only one block

memory at a time. This is governed by the per-block write-enable signals that are generated

by the transfer controller. The write data bus of the SDRAM controller is connected only to

the read data bus of the C block memory; only matrix C is written back to external memory.

The read data buses of the block memories are connected to the multiply-add units. Data

are continuously read out of the block memories into the multiply-add units. The outputs

of the multiply-add units produce elements of matrix C, and therefore are connected to the

write data bus of the C block memory.

The C block memory can be read and written by both the multiply-add units and the

SDRAM controller. To support writing to the C block memory by both components, the

read data buses of the multiply-add units and the SDRAM controller are multiplexed into

a single bus, which is then connected to the write data bus of the C block, as shown in

Figure 4.2. The multiplexer select lines are derived from the write-enable signals for the C

block memory, which are issued by both the transfer controller and the compute controller.

To support reading the C block memory by these two components, the read data bus of the

C block memory feeds both the multiply-add units and the write data bus of the SDRAM

controller.

The registers along the datapath serve two main purposes. First, they facilitate the scal-

ability of the parallelism by pipelining long interconnect paths that result from high degress

of parallelism. Second, they accommodate the differences in access latencies of external

memory and on-chip memory. They are further discussed in more detail in Section 4.3.

The width of the datapath varies across the system based on the following four factors:

• The width of the data bus of external memory, wx: this is the width of the bidirectional

data bus between the external memory and the SDRAM controller in Figure 4.2. This

width is dictated by the SDRAM module.

• The word width, ww: the word is the smallest addressable unit. Its width is dictated
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by the width of the data bus of the local interface of the SDRAM controller. This is

further explained in Section 4.2.

• The width of a single matrix element, we: this is also the floating-point precision. When

double-precision floating-point numbers are used, we = 64. When single-precision

floating-point numbers are used, we = 32. A word consists of one or more elements.

Therefore, ww is an integer multiple of we:

ww = iwe, i ∈ {1, 2, . . .} (4.1)

• The number of multiply-add units, p: this is also the degree of parallelism.

By definition, the bidirectional bus connecting the SDRAM controller to the external

SDRAM memory is wx bits wide. All other memory data buses are ww bits wide, as that

is the addressable unit within the system. Multiply-add units operate on matrix elements.

Hence, their ports are we bits wide.

In Figure 4.2, some data buses are shown to be p · ww bits wide. These buses represent a

group of p memory data buses, each of which is ww bits wide. These wider buses facilitate

parallelism, as is further explained in Section 4.3.

4.1.4 Compile-Time vs. Run-Time Parameters

Some parameters are implemented as compile-time parameters, as opposed to run-time pa-

rameters, for three main reasons. First, changing some of these parameters implies other

changes that require recompiling the design anyway. For instance, changing the floating-

point precision (we) or the depth of the arithmetic pipelines requires synthesizing alternative

floating-point arithmetic units.

Secondly, fixing some of these parameters at compile-time allows for significant perfor-

mance optimizations without sacrificing flexibility. Compile-time parameters are effectively

constants, once the design has been synthesized. Constants are hardwired, whereas signals

are manipulated with logic and incur delays. For instance, block dimensions are added to
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matrix addresses to jump from one block row or column to the next. In this case, instead

of a full-fledged adder, synthesis tools can optimize the addition of a compile-time constant

into hardwired logic that can only add this constant. In exchange, the constant adder would

be faster and consume fewer resources. Another example is the compute schedule, which

affects how addresses are computed. If the compute schedule is specified at run-time, there

would be logic for computing addresses according to all supported schedules, plus a mul-

tiplexer to choose one. Specifying the compute schedule at compile-time eliminates the al-

ternative address computation schemes from the synthesized logic altogether, and removes

the need for the multiplexer.

Lastly, these parameters are not expected to change frequently. Given that the main use

of the design is as a special purpose accelerator, it is likely to be used in a specific, fixed

configuration. In the infrequent event that they change, the device can be reconfigured with

the new parameters.

Nevertheless, compile-time parameters can be changed to run-time parameters as needed.

In the remaining sections of the chapter, compile-time parameters are listed under the sys-

tem components in which they are used.

4.2 External Memory Interface

The SDRAM controller is the system’s interface to the host system. To that end, “external

memory” and “the host system” are used interchangeably. The SDRAM controller can be

replaced by any other component that provides the same interface for interaction with the

host system. An SDRAM controller has two interfaces: the memory interface, and the lo-

cal interface. The memory interface connects the SDRAM controller to the memory chip,

whereas the local interface connects the SDRAM controller to the logic that is using the con-

troller. This section discusses the data rates at which the SDRAM controller transfers data

between the system and the external memory. In addition, it describes how the variable

latency of external memory is handled, and how the burst access mode is used.
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4.2.1 Data Rate and Bus Width

The data bus width of the memory interface of the SDRAM controller is irrelevant to the rest

of the system, which only sees the local interface data bus. Therefore, the external memory

interface henceforth refers to the local interface of the SDRAM controller or any alternative

controller providing access to the host system.

On the other hand, the data bus width of the local interface of the SDRAM controller de-

termines the addressable unit of the system, the word. The system must adapt to the width

of the word. For instance, if the word is as wide as two matrix elements, then accessing x

elements requires generating x/2 addresses, and processing each word involves processing

two elements.

When DDR (or DDR2 or DDR3) SDRAM memory is used, the memory uses a double

data rate, allowing it to transfer data on both the rising and falling edges of the clock signal.

Consequently, the SDRAM controller delivers twice as much data every cycle to its local

interface. That is, the data bus of the local interface is twice as wide as the data bus of the

memory interface.

Moreover, to allow slower configurable logic to use high-speed SDRAM memory, the

SDRAM controller may be configured to operate at half-rate or quarter-rate. When using

a half-rate SDRAM controller, the local interface of the SDRAM controller operates at half

the frequency of the memory interface. However, to transfer all the data, the width of the

data bus of the local interface is doubled, to accommodate all the transfers that can take

place during the two corresponding cycles of the memory interface. In that case, the local

data bus is doubled twice: once to account for the double data rate of the memory chip, and

once to accommodate data from two memory-interface cycles. Therefore, using a half-rate

SDRAM controller has a local data bus that is four times as wide as the memory data bus.

Similarly, a quarter-rate SDRAM controller has a local interface that is four times slower than

its memory interface, but has a data bus that is eight times wider. When the two interfaces

operate at the same frequency, the controller is said to operate at full-rate, and the local data

bus is twice as wide as the memory data bus.
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4.2.2 Variable Latency

Unlike on-chip memory, SDRAM memory may take different amounts of time to perform

two operations. Usually, each operation takes multiple clock cycles. To allow for better per-

formance, the SDRAM controller can buffer a number of commands as it receives them on

its local interface, and perform them as soon as the memory is ready to accept new com-

mands. The control signals discussed here reflect the SDRAM controller from Altera, but

would be similar for controllers from other vendors.

On the local interface of the SDRAM controller, a read command consists of an address

and an asserted read request signal. A write command consists of an address, an asserted

write request signal, and write data. Other signals may further qualify the commands,

such as the burst size, and whether it is the first request in a burst. When the command

buffer is full, the SDRAM controller deasserts a ready signal to indicate that it can no longer

accept any new commands. In that case, user logic must keep sending the command until

the controller’s ready signal is asserted again. A command is accepted by the controller if

the ready signal is asserted while the command’s read request or write request signals

are asserted.

From the user logic point of view, a write operation is complete once the write command

is accepted by the SDRAM controller. A read operation, however, is completed only after

the read data have been received. Due to the variable latency, the cycle in which read data

become available is unknown. Therefore, the SDRAM controller must inform the user logic

when read data become available, and for that, it uses its read data valid signal. The

read data valid signal is asserted by the SDRAM controller at the same time the read data

become available to the user logic.

4.2.3 Burst Access

Read and write requests can be issued in burst mode, by accompanying the request signal

with a burst size signal whose value is greater than 1, and by asserting a burst begin signal.

The burst begin signal needs to be asserted only during the first cycle of the first request in
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a burst, regardless of whether the SDRAM controller is ready during that cycle – it captures

the burst begin signal and applies it to the next accepted request. In contrast, the burst size

must be kept asserted throughout the burst operation.

For read requests, only the first address is sufficient to fully specify a burst request. Ad-

dresses of subsequent read operations in the burst are deduced by incrementing the initial

burst address. Therefore, a burst read request takes only one cycle, once the SDRAM con-

troller is ready. Read data are provided over as many cycles as the burst size. A burst write

request, on the other hand, must provide the write data for each address in the burst. Hence,

it still requires as many cycles as a non-burst write request. However, a burst write request

allows performing the individual write operations back-to-back without interruption.

4.3 On-Chip Block Memory

Blocks of matrices are transferred from external memory into on-chip block memory, then

these blocks are processed by the compute subsystem. Although transfers between block

memory and external memory affect one matrix block at a time, the compute subsystem

must access all three matrix blocks simultaneously. Hence, there are three main instances of

on-chip RAM, as shown in Figure 4.2. Each instance is dedicated to a matrix, and stores one

matrix block at a time.

Block memory must satisfy three sets of requirements. First, each instance must be ac-

cessible to the system components that read or write to it. Blocks of matrices A and B are

loaded from external memory and read by the compute subsystem. In contrast, a block of

matrix C is initially loaded from external memory, and delivered to the compute subsys-

tem. Then, it is updated by the compute subsystem before it is delivered back to external

memory. Thus, matrix C block memory must allow both external memory and the com-

pute subsystem to read and write block data. Moreover, during a block computation, the

compute subsystem needs to read as well as write to the C block simultaneously, as further

explained in Section 4.6.

Second, block memory must match the data bus widths of connected components. Both
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block memory and external memory, through the local interface of the SDRAM controller,

have a data bus width of ww. Multiply-add units of the compute subsystem, however, oper-

ate on single elements of width we. These widths must be reconciled.

Finally, block memory must support parallelism, where multiple elements of one matrix

block may be accessed at once. Furthermore, block memory must facilitate the scalability of

parallelism, by accommodating large degrees of parallelism without otherwise degrading

the system performance.

The rest of this section explores how these requirements are satisfied in the proposed

design.

4.3.1 Memory Ports

A memory port refers to a set of inputs and outputs that allows a component connected to

that port to perform read and/or write operations on the memory. A port may be a read-

only port, a write-only port, or a read-write port. A read-write port can be used either for

reading or for writing at a given moment in time.

With respect to memory ports, an on-chip RAM instance can be configured in one of

three ways, ordered in ascending complexity:

• A single-port RAM is an instance with one read-write port. A single address input is

used for both reading and writing. Write data are provided through a dedicated input

data bus, and read data are delivered through a dedicated output data bus.

• A simple dual-port RAM is an instance with a read-only port and a separate write-

only port. The two ports share no inputs or outputs, allowing reading and writing to

two different addresses simultaneously. At most one read access and one write access

can take place at a given moment. There are one read data bus and one write data bus,

where each belongs to the corresponding port.

• A true dual-port RAM is an instance with two separate read-write ports. This config-

uration allows for two simultaneous reads, two simultaneous writes, or a read and a
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write at the same time. Each port has its own address input, read data bus, and write

data bus. A port can be used either for reading or for writing at a time.

For the block memory of matrices A and B, a single-port configuration satisfies the re-

quirements as long as reading and writing are mutually exclusive. Requiring mutual exclu-

sion for reading and writing to blocks of matrices A and B implies no overlap between the

transfer and compute phases, as they are written during the transfer phase, and read during

the compute phase. If overlapping the transfer and compute phases is desired, a simple

dual-port configuration is required, to allow for simultaneous reading and writing. A true

dual-port configuration is not required because the transfer phase only writes blocks of A

and B, whereas the compute phase only reads them.

For block memory of matrix C, the transfer phase replaces the block data by reading

it first, then writing new data. It cannot perform the reading and writing simultaneously,

because the external memory interface cannot simultaneously read and write. Therefore, a

single-port configuration would satisfy the requirements of the transfer phase.

During the compute phase, however, multiply-add units read the initial values of C

elements and write the updated element values simultaneously. They read a given address,

then write back to it after the read data of that address has propagated through the multiply-

add pipeline and the relevant registers along the datapath. Thus, the multiply-add units

require simultaneous read and write access to the C block memory. Hence, a simple dual-

port configuration is required.

There are two options for connecting the two available ports of the C block memory to

the SDRAM controller and the multiply-add units. The first is to assign one port exclusively

to the SDRAM controller, and the other port for all multiply-add units’ accesses. This option

requires a true dual-port configuration to allow each component to perform both reads and

writes. This option is not feasible, however, because the multiply-add units also need to

perform simultaneous reads and writes, requiring two ports. The second option is to assign

a port for each type of access: one port for reading and the other port for writing. A simple

dual-port configuration is sufficient for this approach.
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To support overlapping the transfer and compute phases, a block of matrix C must sup-

port three simultaneous accesses: external memory reading or writing to it, and multiply-

add units reading and writing to it. Unfortunately, none of the on-chip RAM configurations

supports three simultaneous accesses. Hence, overlapping the transfer and compute phases

cannot be implemented with a single C block in on-chip memory. At least two C blocks

must be maintained in on-chip memory. The transfer and compute phases would then al-

ternate on the two blocks. First, the transfer phase populates the first C block. Then, the

compute subsystem starts the first block computation using the first C block. In the mean-

time, while the first block computation takes place, the second transfer phase populates the

second C block, and so on. This configuration requires additional multiplexing of the read

and write data buses of the two C blocks, to route the data to/from the appropriate com-

ponent. Figure 4.2 assumes no transfer-compute overlap for simplicity, and hence shows a

single C block.

4.3.2 Data Bus

In order to allow both the SDRAM controller and the multiply-add units to have read and

write access to the C block memory, both must be connected to both ports. As shown in

Figure 4.2, the read port of the C block memory feeds both the write data bus of the SDRAM

controller, and the multiply-add units. It is the responsibility of the transfer controller and

the compute controller, respectively, to accept the data or ignore them at these destinations.

The connection to the SDRAM controller goes through a FIFO to account for the fixed on-

chip memory read latency and to accommodate the SDRAM controller’s variable write la-

tency (see Section 4.2.2). The details of what the FIFO does and how it works are discussed

in Section 4.4.

The write data bus of the C block memory multiplexes the read data bus of the SDRAM

controller and the output of the multiply-add units. The multiplexer selects the multiply-

add data if the compute controller asserts its write-enable signal for the C block memory.

Otherwise, the read data bus of the SDRAM controller is selected. Writing to the C block
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memory is enabled only if either of the transfer controller or the compute controller asserts

its write-enable signal for the C block.

Different data buses across the system have different bus widths. As shown in Figure 4.2,

the unit of transfer for all memory components is the word, which is ww bits wide. Therefore,

the data buses of both of the SDRAM controller and the block memory are compatible.

Multiply-add units, however, operate on elements, which are we bits wide. Given that

ww is an integer multiple of we in Equation (4.1), and that the word is the smallest address-

able unit, multiply-add units must iterate over the elements within a single word before

moving on to the next word. This is achieved by using a we-bit multiplexer with ww/we

inputs, as shown in Figure 4.2 at the output of the A block memory.

For B and C block memory, there are p word-wide data buses to facilitate parallelism,

as is further explained in the following section. The single-word data bus of the SDRAM

controller drives all p write data buses of the B and C block memory. The transfer controller

generates the write-enable signals for block memory such that the provided word is written

to one location only. This approach simplifies the datapath by avoiding any manipulation

of the write data buses. They are simply ignored by virtue of deasserting the appropriate

write-enable signals.

Similarly to the read data bus of the A block memory, each word-wide read data bus of

the B and C matrices is processed one element at a time, using a similar multiplexer. The p

word-wide data buses of each matrix are narrowed down to p element-wide buses by means

of p multiplexers. Each element is delivered to one of the p multiply-add units.

The compute controller generates the select lines of all the multiplexers to keep track of

the progress of the multiply-add units through the current words. When a word is fully

processed, the compute controller advances the read address of the corresponding matrix

block memory to retrieve the next word.

Here, ww/we-input multiplexers are used to reconcile the different data bus widths of

on-chip memory and multiply-add units. Another option is to use several multiply-add

units to process the elements of each word simultaneously; specifically, ww/we multiply-add
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units. In this case, no multiplexing is needed. Instead, each we bits of the word are routed to

their own multiply-add unit. This and other alternative approaches may, however, impose

additional limitations, as is explored in the following section.

4.3.3 Parallelism Support

As the degree of parallelism increases, a simple block memory architecture, such as the one

depicted in Figure 4.2, starts to increasingly hinder the overall system performance, i.e., to

limit the achievable maximum clock frequency. The block memory of each matrix must

be connected to each multiply-add unit. This results in many interconnect paths from one

source to many destinations, which may be placed at varying distances from the source.

Some of these paths were experimentally found to be much longer than the rest of the inter-

connect paths in the system, thus creating frequency-limiting critical paths between clocked

design elements. In a large FPGA device with a logic design that is optimized for high

frequencies, interconnect delays of long paths can severely limit the system frequency per-

formance.

To counter these long interconnect paths, two approaches are used. In the first approach,

system operation is analyzed in order to identify block memory access patterns that can be

exploited to reduce the number of connected components to a given on-chip memory in-

stance. More specifically, in a block of a given matrix, if certain elements can be consistently

processed by the same multiply-add unit, then that block can be divided into a number of

subblocks, where each subblock is assigned its own multiply-add unit. A subblock can be

implemented as its own on-chip memory instance, and placed independently of the other

subblocks in the same matrix block. Subblocks can be placed closer to their own multiply-

add units, allowing for better localization of interconnected components, and fewer and

shorter interconnect paths. This approach requires the presence of such patterns in order to

be applicable.

The second approach to prevent long interconnect paths from degrading system perfor-

mance is to break a long path between clocked design elements into a sequence of short

97



Chapter 4. System Architecture and Design

ones. A long path limits the system frequency because a signal must propagate through

the path within a single clock cycle. If, however, the path is broken into a number of steps,

where a signal must propagate through one step only within a clock cycle, shorter clock pe-

riods would be feasible. A long path is broken into shorter steps by adding registers along

the path, effectively pipelining the path. The signal would then need to travel between two

consecutive registers along the path every cycle. The cost of using this approach is increased

latency, as is the case with any pipeline-based approach. Instead of a single cycle, the signal

would take as many cycles as there are registers along the path in order to propagate to its

destinations.

To investigate the applicability of the first approach, block memory access patterns must

be analyzed. Depending on the compute schedule and the exploited dimension(s) of paral-

lelism, elements of some matrices may need to be delivered to several multiply-add units at

the same time, while others can be assigned to single multiply-add units. For the purpose

of clear presentation of details, the rest of this section focuses on the configuration shown in

Figure 4.2. The figure shows the connection patterns for the following configuration:

• Compute schedule: outer product, where blocks of matrix A are reused.

• Parallelism: along the n dimension, where columns of matrices B and C can be inde-

pendently processed.

In this configuration, each column of the B and C blocks can be assigned to a single multiply-

add unit. Multiple columns may be assigned to the same multiply-add unit, but each col-

umn is always processed by the same multiply-add unit. On the other hand, an element

of matrix A is delivered to all multiply-add units to be multiplied by all the elements in a

row of matrix B. Hence, the first approach can be used on the block memory of the B and C

matrices. For the block memory of matrix A, only the second approach is applicable.

The A Block

The block memory of matrix A cannot be partitioned and localized relative to multiply-

add units, because each element of the A block must be delivered to all multiply-add units.
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Instead, each interconnect path from the A block memory to each multiply-add unit can be

pipelined using registers along the path. This effectively localizes the source of the A input

of each multiply-add unit, as each unit will have its own register providing it with the A

input.

Because the same element is delivered to all multiply-add units, all paths start at the

same register: the read data bus of the A block memory. Instead of immediately branching

into p second-stage registers, the number of registers at each stage can increase incremen-

tally, eventually creating a tree structure of registers. This tree of registers can be generally

specified using three parameters:

• Number of outputs: the number of leaf registers in the tree. Here, the number of

outputs is equal to the number of multiply-add units, p.

• Input width: the number of bits in each register. In this case, the register width is a

single element, we.

• Tree depth: the number of pipeline stages, or registers through which each output

travels. This parameter determines the number of branches at each stage. When the

depth is one, the tree is reduced to the trivial case of a single register feeding all p

multiply-add units.

The B and C Blocks

When parallelizing over n, up to n multiply-add units can be used. Consequently, it would

be ideal if the B and C blocks are partitioned into n subblocks each, where each subblock

is connected to a single multiply-add unit. However, because the word is the addressable

unit, each subblock row must have ww bits, or an integer multiple thereof. Equivalently,

each subblock has an integer multiple of ww/we elements in each row, or ww/we columns.

Therefore, there can be at most nwe/ww subblocks, each assigned to its own multiply-add

unit.

This design may appear to limit parallelism. It limits the number of multiply-add units
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by a factor of the number of elements per word. Instead of n multiply-add units, it allows at

most nwe/ww units. It is possible to relax this limit in a number of ways. For instance, it is

possible to break every word into elements and write every element to a different 1-element-

wide subblock. It is also possible to assign ww/we multiply-add units to each word-wide

subblock, effectively providing a multiply-add unit for each element.

However, as explained in Section 3.4.3, parallelism is constrained by the number of

multiply-add units, not by the block sizes. That is, on most FPGA devices, nwe/ww is a

much larger number than the number of multiply-add units that the device can accommo-

date. Hence, the limit introduced by this design is practically irrelevant. In contrast, using

several multiply-add units to process each word requires the number of multiply-add units

to be an integer multiple of the number of elements per word. Because multiply-add units

are more scarce as a resource, this constraint is more likely to be encountered. Another ad-

vantage of this design is that it maintains consistent addressable units for all types of mem-

ory, and simplifies address generation and mapping of addresses across different memory

types.

Elements in block memory are identified by their matrix and their address in the block

memory of that matrix. Each matrix has its own block memory instance(s), and its own

address space. When a block is broken into subblocks, each subblock has its own mem-

ory instance, with its own read and write ports, and its own address space. The collective

address space of all subblocks of one matrix is equal to the address space of the original

block. Thus, the address of an element of the B and C matrices is converted into a subblock

identifier and an address within the subblock. With respect to addressing, the division of

blocks into subblocks is transparent to other components in the system. It does not affect

how addresses are generated or what they refer to, and requires no modification to address-

generating logic.

To avoid expensive division computations on addresses, and to optimize address gen-

eration logic, the block address is broken into a subblock identifier and a subblock address

by assigning bits to each part. For instance, to implement four subblocks, two bits of the
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block address are used to identify a subblock, and the remaining bits are used as a subblock

address. Address generation and translation between external memory addresses and block

memory addresses are further explained in Section 4.4. This strategy, however, implies that

the number of subblocks, and in turn the number of multiply-add units, is a power of two.

Also, for the B and C blocks to be divided into p subblocks, the number of columns in these

blocks, n, must be an integer multiple of the number of elements per word, multiplied by p:

n = ip
ww

we
, i ∈ {1, 2, . . .} (4.2)

This allows subblock boundaries to be aligned with word boundaries, while keeping all

memory instances word-addressable.

Breaking the B and C blocks into subblocks resolves the issue of connecting the block

memory of the B and C matrices to multiply-add units. However, it introduces the new

issue of connecting all these subblocks to the single SDRAM controller so they can accept

new data from external memory. To prevent long interconnect paths and avoid another

potential set of critical paths, the interconnect between the read data bus of the SDRAM

controller and the write data buses of block memory can be pipelined. A 1-to-2p + 1 tree of

registers can be used to connect the read data bus of the SDRAM controller to the A block

memory, the p subblocks of matrix B, and the p subblocks of matrix C.

Lastly, the FIFO connecting the read data bus of the C subblocks and the write data bus

of the SDRAM controller effectively pipelines the connection between the two buses. The

FIFO accepts a single word out of the p words coming from all the C subblocks. The word

is selected by means of a ww-bit p-input multiplexer at the FIFO’s input.

4.4 Transfer Controller

The transfer controller manages the transfer of matrix blocks between external memory and

on-chip block memory. It also provides the user logic interface. More specifically, the trans-

fer controller performs the following tasks:
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• Interfacing with the SDRAM controller: the transfer controller controls the local inter-

face of the SDRAM controller (or any compatible alternative), with the exception of

the data buses. It determines what data are put on the write data bus, and determines

the timing of making that data available on the bus in response to the ready signal of

the SDRAM controller. Moreover, it determines the destination of the data on the read

data bus, and determines the timing of accepting that data at its destination, based on

the read data valid signal of the SDRAM controller.

• Managing memory latencies: on-chip memory has fixed read and write latencies,

while external memory has variable read and write latencies. External memory write

latency is variable in the sense that the SDRAM controller may not be ready to accept

new write commands at all times. Transferring data between the two types of memory

requires handling all possible scenarios of interaction.

• Address translation between external memory addresses and block memory addresses:

external memory has a single address space that includes all matrices, while on-chip

memory has a separate address space for each matrix. Moreover, external memory

stores complete matrices, whereas on-chip memory stores one block of each matrix at

a time. To transfer a block of a matrix, each external memory address is systematically

translated into a block memory address, to maintain the block structure. Elements of

a block have contiguous addresses on block memory, but only rows have contiguous

addresses on external memory, because a block is collection of row slices.

• Controlling the compute subsystem: the transfer controller is responsible for starting a

block computation when there are enough data in block memory for the computation

to start. It also recognizes when a block computation is completed in order to perform

any necessary transfers after the computation.

• Implementing a transfer schedule: the transfer schedule determines the order and

frequency in which blocks of each matrix are transferred into block memory, processed

by the compute subsystem, and transferred to external memory if needed. Blocks of
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Algorithm 1 Inner product transfer schedule reusing rows of A blocks

1: for i← 1 to M/m do
2: for j← 1 to N/n do
3: Transfer Cij to on-chip memory
4: for k← 1 to L/` do
5: Transfer Aik to on-chip memory
6: Transfer Bkj to on-chip memory
7: Compute
8: Transfer Cij to external memory

matrices A and B are transferred from external memory to block memory only. Blocks

of matrix C are transferred from external memory to block memory, then transferred

back to external memory after they are updated by the compute subsystem.

• Implementing the external interface of the system: the transfer controller effectively

orchestrates the operation of the entire system. The matrix multiplication computa-

tion is initiated and terminated by this controller. As such, the top-level external in-

terface of the system is implemented in the transfer controller. The external interface

allows user logic to request the computation, and notifies it when the computation is

completed.

Algorithm 1 shows how the transfer schedule is implemented by the transfer controller

assuming an inner product transfer schedule. Here, Aik, Bkj, and Cij are blocks of the corre-

sponding matrices, and i, k, and j are block indices. Other schedules can be implemented by

reordering the three loops according to the schedule, and by performing the transfers of the

reused blocks in the second loop. The orders of the loops corresponding to all schedules are

shown in Table 3.4.

4.4.1 Parameters

In order to perform its tasks, the transfer controller must be configured by specifying the

following compile-time parameters:

• Matrix dimensions, M, L, and N: used in external memory address generation and in
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detecting the boundaries of matrix rows and columns.

• Block dimensions, m, `, and n: used in address generation of both external memory

and block memory, and in detecting the boundaries of block rows and columns.

• The number of elements per word: used in address generation of both external mem-

ory and block memory. Because the transfer controller is only concerned with trans-

ferring the data, the element width is irrelevant. The number of elements per word

along with the block and matrix dimensions allows the transfer controller to deduce

the dimensions in terms of words, rather than elements.

• External memory address width: to generate proper external memory addresses as

required by the target platform and the SDRAM controller. The external memory ad-

dress width must provide sufficient address space for the specified matrix dimensions:

wEA ≥
⌈

log2

(
ML

ww/we
+

LN
ww/we

+
MN

ww/we

)⌉
(4.3)

Here, ML, LN, and MN are the numbers of elements in the matrices A, B, and C,

respectively. The number of required addresses for each matrix is the number of ele-

ments in the matrix divided by the number of elements in a single addressable unit,

the word. The external memory address space must accommodate the three matrices.

• On-chip block memory address width: to generate proper block memory addresses

that provide adequate address space for the block sizes. The block memory address

width depends on block dimensions and on the number of elements per word, ww/we:

wBA ≥
⌈

log2

(
max

(
m`

ww/we
,

`n
ww/we

,
mn

ww/we

))⌉
(4.4)

Here, m`, `n, and mn are the numbers of elements in a block of matrix A, B and C,

respectively. The number of required addresses to cover each block is the number of

elements in the block divided by the number of elements in a single addressable unit,

the word. Because each matrix block has its own memory, each has its own address
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space as well. Therefore, the largest address space determines the address width.

• The compute schedule: determines matrix layout in external memory. Identifying the

matrix layout in memory allows the transfer controller to correctly identify the matrix

dimensions.

• The transfer schedule: determines how external memory addresses are generated, and

determines which block of which matrix is transferred at a given time.

• Burst size, sB: used to generate external memory addresses correctly for burst mode,

and to generate the burst begin signal.

4.4.2 State Machine

The transfer controller loops through a number of activities during the course of a complete

matrix multiplication computation. Thus, it is implemented as a state machine, where each

state implements an activity.

At any given moment, the transfer controller can be performing one of four activities. It

can be transferring a block of matrix A, B, or C from external memory to block memory, or

transferring a block of matrix C from block memory to external memory. Instead of relying

on an additional register that specifies the matrix, the first three activities are implemented

using three distinct but similar states, namely READ A, READ B, and READ C. The fourth activ-

ity is represented by the WRITE C state.

There are two main differences between the three READ states. First, each state activates

its own pipeline for generating external memory addresses. Separate pipelines are used be-

cause each matrix has a different pattern of block transfers and block reuse, based on the

selected transfer schedule. Separate pipelines also improve performance. Using a common

pipeline requires multiplexing of matrix-specific inputs, and connecting the pipeline to var-

ious matrix-specific registers. Both outcomes create new critical paths, hence degrading the

system frequency performance. Address generation of external memory addresses is dis-

cussed further in Section 4.4.3.
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The second difference between the three READ states is that each state has its own rules

for determining the next state, based on the selected transfer schedule. Combining them

into one state requires more complex multiplexing in order to generate all possible values

for the next state.

Once the transfer controller transfers enough data into block memory for a block compu-

tation to start, it triggers the compute subsystem. It then enters a WAIT COMPUTE state, during

which it waits for the compute subsystem to indicate that the computation is complete.

During a READ state, the transfer controller performs two operations: reading data from

external memory, and writing that data to block memory. Due to the variable read latency

of external memory, the two operations are separated by an unknown number of cycles. In

fact, the write operation can be completely decoupled from the corresponding read oper-

ation, based on two observations. First, the read operation is responsible for issuing read

commands to external memory, but has nothing to do with the read data resulting from

these commands. The availability of the read data cannot be reliably predicted based on the

issuance of the read commands. Second, read data are accompanied by an asserted read

data valid signal, which can be used solely to trigger writing to block memory.

These observations are especially relevant when the last read command for a matrix

block has been issued. At that point, no more read operations are needed from the viewpoint

of issuing read commands to external memory, and so the controller can transition into the

next state. However, due to the read latency of external memory, the corresponding write

operations, which write the read data to block memory, must wait for the remaining read

data transfers, as indicated by the read data valid signal. Associating both operations

with the same state has two negative implications. First, the controller cannot rely only on

the state to determine whether a read command needs to be issued, because the controller

will remain in the READ state even after all read commands have been issued. Additional

logic is required to make that determination. Second, the activities of the next state cannot

commence until all read data have been received. This is an unnecessary restriction that

reduces the system throughput. The activities of the next state can be safely started before
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completion of the remaining transfers.

During the WRITE C state, the transfer controller performs two operations: reading data

from the C block memory, and writing that data to external memory. Unlike reading from

external memory, reading from block memory has a fixed latency. Hence, after an initial

delay, data flow continuously without interruption during this state. However, there is no

signal that indicates the availability of valid data. The controller must explicitly determine

when there is valid data based on the latency of block memory. Consequently, it is important

that writing to external memory starts precisely when valid data become available. Because

of the block memory latency, reading from block memory must start before writing to ex-

ternal memory. As such, it is desirable to decouple these two activities as well. Although

they are separated by a fixed, known delay, isolating them simplifies the logic required to

implement their operations.

It is therefore useful to split the state machine of the transfer controller into two state

machines. The first state machine controls external memory operations, and is referred to as

the matrix transfer controller. The second state machine controls block memory operations,

and is referred to as the block transfer controller. The transfer controller is merely a wrapper

around these two more specific controllers. To avoid duplicating the complex logic that

determines the next state, the block transfer controller receives a state hint signal from

the matrix transfer controller, which only specifies what the next state is. The timing of the

transition to that next state is determined entirely by the block transfer controller.

Matrix Transfer Controller State Machine

The matrix transfer controller drives the external memory interface. It issues read com-

mands to the SDRAM controller in order to read blocks of all matrices from external mem-

ory. It also issues write commands to write blocks of matrix C to external memory. It,

however, does not handle the read data valid signal.

In addition to the five states discussed so far, and the IDLE state, the state machine of the

matrix transfer controller has two more states:
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INIT: used only on power up and reset to wait for the SDRAM controller to calibrate exter-

nal SDRAM memory, and to prevent issuing any commands to the SDRAM controller

before it indicates that external memory has been successfully initialized. Once the

external memory is initialized, the controller goes into the IDLE state.

FILL PIPELINES: used at the beginning of a matrix multiplication computation to fill in

the address generation pipelines of all matrices. Address generation involves a num-

ber of calculations, and is pipelined for performance reasons. This state ensures that

all pipelines will produce a sequence of valid addresses immediately after they are

enabled.

The state transitions depend on the selected transfer schedule. Figure 4.3 shows the

state machine diagram of the matrix transfer controller for both the outer product transfer

schedule and the inner product transfer schedule. The figure shows the specific variation

of the outer product schedule in which blocks of matrix A are reused (see Sections 3.2.1

and 3.3.1). Hereafter, the outer product schedule refers to this variation. Other schedules

are also valid, but not discussed here.

When the outer product schedule is used, blocks of matrix A are reused. In the mean-

time, the controller loops through the READ B, READ C, WAIT COMPUTE, and WRITE C states

(the rightmost triangle in Figure 4.3(a)). Each iteration in this loop multiplies the same A

block and a different B block, updates the corresponding C block, and writes it back to ex-

ternal memory. Once the A block has been completely reused, a new A block is read from

external memory, and so on until all blocks of matrix A are processed.

When the inner product schedule is used, blocks of matrix C are reused. The controller

starts by reading a block of matrix C, then loops through the READ A, READ B, and WAIT

COMPUTE states (the rightmost triangle in Figure 4.3(b)). Each iteration in the loop reads a

block of matrix A and a block of matrix B, and accumulates their product to the current C

block. After the C block is fully reused, it is written back to external memory and a new C

block is read, if any are left.

The matrix transfer controller also implements the interface that the transfer controller
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INIT IDLE FP RD A RD B

RD CWCWR C

(a) Outer product transfer schedule

INIT IDLE FP RD C RD A

RD BWCWR C

(b) Inner product transfer schedule

Figure 4.3: State machine of the matrix transfer controller.
FP: FILL PIPELINES. RD A: READ A. RD B: READ B. RD C: READ C. WC: WAIT COMPUTE. WR C:
WRITE C
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exposes to user logic. The interface consists of the start and busy signals, and the external

memory addresses at which each matrix starts. The start signal is an input through which

the user logic initiates the overall matrix multiplication computation. When asserted while

the controller is in the IDLE state, the start addresses of all three matrices are captured into

registers, the busy output is asserted, and the computation commences. Upon completing

the computation, the busy output is deasserted. A steady busy output is used, instead of a

pulsed done output, for simpler interfacing with user logic.

Block Transfer Controller State Machine

The block transfer controller controls the on-chip block memory interface of the transfer con-

troller, and handles the variable latency of data transfers from external memory. It performs

the required read and write operations on block memory in order to complete transfers be-

tween external memory and block memory.

When the matrix transfer controller is reading from external memory, the block transfer

controller writes to block memory. When the matrix transfer controller is writing to external

memory, the block transfer controller reads from block memory.

The block transfer controller is a state machine. In addition to an IDLE state, it includes

the following states:

WRITE A, WRITE B, WRITE C: these states correspond to the READ A, READ B, and READ C

states of the matrix transfer controller, respectively. These states are used to write data

received from external memory to the block memory of the corresponding matrix.

READ C: this state corresponds to the WRITE C state of the matrix transfer controller. This

state is used to read C block memory in order for the matrix transfer controller to

write it to external memory.

WAIT COMPUTE: this state is used to wait for the compute subsystem to indicate that the

current block memory contents have been processed.

WAIT MEMORY: this state is used when switching from writing to external memory to reading
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from external memory. While writing to external memory, the block transfer controller

is reading from block memory.

The purpose of the WAIT MEMORY state is to wait for the matrix transfer controller to de-

cide on the next state. Depending on the transfer schedule and on the current progress

through the computation, the next state can be IDLE, WRITE A, WRITE B, or WRITE C (see Fig-

ure 4.4). To avoid replicating the complex logic that makes this decision in both controllers,

the matrix transfer controller indicates the next state to the block transfer controller. After

generating the last block memory read address, the block transfer controller waits for the

block memory read latency until the corresponding word is available from block memory,

then it waits for the external memory write latency until that word is written to external

memory. At that point, the matrix transfer controller determines the next state and informs

the block transfer controller. The block transfer controller spends the time after it has gen-

erated the last block memory read address until it receives that decision in the WAIT MEMORY

state.

Figure 4.4 shows the state machine diagram for the block transfer controller when the

outer product schedule and the inner product schedule are used. Similar to the matrix trans-

fer controller, each schedule results in inner and outer loops. The inner loop for each sched-

ule (the rightmost polygons in Figures 4.4(a) and 4.4(b)) describes what happens for each

reused block, while the outer loop replaces the block being reused.

The block transfer controller also controls the compute subsystem interface. Because it

knows when enough data have been written to block memory for the block computation to

start, it generates the start signal of the compute subsystem. Both controllers receive the

done signal of the compute subsystem in order to transition out of their WAIT COMPUTE states.

Interaction of the Two Controllers

Figure 4.5 shows the relationship between the state machines of the matrix transfer con-

troller (labelled Matrix State in the figure) and the block transfer controller (labelled Block

State in the figure).
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IDLE WR A WR B WR C

WCRD CWM

(a) Outer product transfer schedule

IDLE WR C WR A WR B

WCRD CWM

(b) Inner product transfer schedule

Figure 4.4: State machine of the block transfer controller.
WR A: WRITE A. WR B: WRITE B. WR C: WRITE C. RD C: READ C. WC: WAIT COMPUTE. WM:
WAIT MEMORY

Matrix State IDLE FP RD A RD B RD C WC WR C RD B RD C

Block State IDLE WR A WR B WR C WC RD C WM WR B

Figure 4.5: Timeline of states of the matrix transfer controller and the block transfer con-
troller at the beginning of a computation using the outer product transfer schedule
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The two controllers leave the IDLE state upon receiving the start signal from user logic.

The matrix transfer controller fills its address generation pipelines using the start addresses

provided by the user logic with the start signal, then starts reading a block of matrix A.

The block transfer controller enters its WRITE A state directly. While in any of its WRITE states,

the block transfer controller constantly asserts the write-enable signal of the corresponding

matrix block memory. However, it only advances the block memory address upon detecting

an active read data ready from the SDRAM controller.

After issuing the last read command for the C block, the matrix transfer controller en-

ters its WAIT COMPUTE state. Similarly, after writing the last word to the C block memory,

the block transfer controller enters its WAIT COMPUTE state. Both controllers exit their WAIT

COMPUTE states upon receiving the compute subsystem’s indication that the block compu-

tation is complete. However, the matrix transfer controller does not do so immediately. It

waits for the block memory read latency before transitioning into its WRITE C state.

The matrix transfer controller does not enter its WRITE C state until valid data are avail-

able on the corresponding data bus. On the other hand, the block transfer controller enters

its WRITE states without waiting for any data. This is because the block transfer controller

can identify when there are valid data through the read data valid signal that is provided

by the SDRAM controller. The matrix transfer controller, however, has no means to iden-

tify the presence of valid data on the bus. Thus, it must enter its WRITE C state precisely

when the first word is on the bus. Because data come from the fixed-latency on-chip block

memory, once data start flowing, it is guaranteed to continue until the end of the C block is

reached.

After leaving their WAIT COMPUTE states, the matrix transfer controller enters its WRITE C

state, while the block transfer controller enters its READ C state. After writing the last C word

to external memory, the matrix transfer controller enters the next state, which depends on

the progress of the computation. Because Figure 4.5 is showing the first iteration, the A

block is reused, and the controller enters its READ B state, followed by its READ C state, and

so on.
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The block transfer controller, however, does not keep track of the computation progress

beyond the scope of a single block. Because it exits its WAIT COMPUTE state before it has

enough information about what the next state is, it enters its transient WAIT MEMORY state,

waiting for more information from the matrix transfer controller. Once the matrix transfer

controller enters the next state, it informs the block transfer controller, which in turn enters

its corresponding state.

4.4.3 External Memory Interface

The external memory interface, represented by the local interface of the SDRAM controller,

is controlled by the matrix transfer controller. From the viewpoint of the transfer controller,

the interface consists of five outputs and two inputs. The outputs are the external mem-

ory address, the read request and write request signals, and the burst begin and burst

size signals. The inputs are the ready and read data valid signals.

The read request signal is asserted when the matrix transfer controller is in any of its

READ states, whereas the write request signal is asserted when it is in its WRITE C state.

Burst access works differently for reading and writing to external memory. A burst read

command is fully specified in a single cycle. It is issued by asserting the read request and

burst begin signals, and by setting the address signal to the address of the first word, and

the burst size signal to the number of words to be read. After some read latency, the read

data valid is asserted for a number of cycles that is equal to the specified burst size,

where each cycle is accompanied by a word on the data bus. The first data word is the word

stored at the provided address, and each subsequent word is the word stored at the next

address.

A burst write command, however, lasts for a number of cycles that is equal to the value

of the burst size signal. The burst size signal must be maintained throughout the com-

mand cycles. The address should be incremented in each cycle.

In both read and write burst commands, the burst start signal is asserted for only

one cycle, regardless of the value of the ready signal. All other request signals must be
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kept asserted until the ready signal is asserted. An asserted ready signal indicates that any

commands provided in that cycle have been accepted.

Matrix Layout in External Memory

In order to transfer a matrix block, the transfer controller must generate the external mem-

ory addresses of all elements in the block. A block has two dimensions, whereas memory

is one-dimensional. A consequence of this mismatch is that from the viewpoint of the ma-

trix multiplication algorithm, elements are addressed using two addresses, one along each

dimension. However, elements are addressed using a single address in memory. Hence,

the address generation logic must maintain the correspondence between the two address

spaces, and transform an address from one space to the other.

To store a two-dimensional matrix in one-dimensional memory, the matrix is serialized

by designating one of its two dimensions as the major dimension. By concatenating the

rows of a matrix one after the other in one-dimensional memory, the matrix is said to have

a row-major layout. Conversely, concatenating the columns of a matrix produces a column-

major layout of the matrix. In a row-major matrix, consecutive addresses refer to elements

along a row, one row after the other. In a column-major matrix, consecutive addresses refer

to elements along a column, one column after the other.

To capitalize on the burst access features of SDRAM memory, matrices are assumed to

have a layout that matches their access patterns. Access patterns of matrices are dictated by

the compute schedule. For instance, the inner product schedule multiplies rows of matrix

A by columns of matrix B. Hence, it would be optimal to store the A matrix in a row-major

layout, and the B matrix in a column-major layout. However, in this case, the access pattern

of matrix C is determined by the reuse pattern. If a row of matrix A is reused against all

columns of matrix B, matrix C is processed in a row-major order. If a column of matrix B

is reused against all rows of matrix A, matrix C is processed in a column-major order. Both

layouts would be equally optimal for matrix C.

As explained in Section 3.2.1, each schedule has two variations, depending on whether
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Table 4.1: Matrix access patterns for the inner, middle, and outer product compute schedules

Access Pattern

Compute Schedule Reuse A B C

Inner product Rows of A Row-major Column-major Row-major

Columns of B Row-major Column-major Column-major

Middle product Rows of C Row-major Row-major Row-major

Columns of C Column-major Column-major Column-major

Outer product Rows of B Column-major Row-major Row-major

Columns of A Column-major Row-major Column-major

it reuses rows or columns of one of the three matrices. In general, each variation results

in a unique assignment of access patterns to matrices. Table 4.1 lists the access patterns of

all three matrices for each variation of each compute schedule. For optimal external mem-

ory performance, it is desirable to store a matrix using the layout that matches its access

pattern. The transfer controller assumes that matrices are stored in external memory using

their optimal layouts.

Input matrices may need to be preprocessed before the matrix multiplication is initiated,

in order to match their layouts to the access patterns of the selected compute schedule. To

correct the layout of a matrix, a transpose operation is required. Computing the transpose of

a matrix is a well-supported operation by various highly-optimized software and hardware

solutions, and is outside the scope of this effort.

External Memory Address Generation

In a row-major matrix, only rows within a block are contiguous. Elements along a column

have non-consecutive addresses. Moreover, consecutive block rows are not contiguous, be-

cause the matrix row is larger than the block row, except for the trivial case of a single-

block matrix. Similarly, in a column-major matrix, only columns are contiguous, and block

columns are non-contiguous. Therefore, the transfer controller keeps track of the current
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row and column separately. It can then compute the address of an element using its row

and column, based on the block and matrix dimensions, which are compile-time parame-

ters.

The row and column of an element are treated differently depending on the matrix lay-

out. To obtain the next element in a row-major matrix, the column is incremented. To obtain

the next element in a column-major matrix, the row is incremented. For the purpose of de-

scribing the involved computations efficiently and consistently across all schedules, let u

be the element index along the major dimension of the matrix. In a row-major matrix, u is

the column, while in a column-major matrix, u is the row. Similarly, let v by the element

index along the other dimension of the matrix. In a row-major matrix, v is the row, while

in a column-major matrix, v is the column. Let U be the size of the major dimension of the

matrix. In a row-major matrix, U is equal to the number of columns in the matrix. In a

column-major matrix, U is equal to the number of rows in the matrix. Depending on the

layout of the current matrix, U is equal to one of the matrix dimensions, M, L, and N, as

shown in Table 4.2.

Incrementing u by one results in incrementing the element’s address by one. Increment-

ing v by one results in adding the size of the major dimension of the matrix, U, to the ele-

ment’s address. Therefore, the address of the next element can be derived from its indices,

u and v:

address(t + 1) = base + v(t + 1) ·U + u(t + 1) (4.5)

where base is the matrix base address, or the address of the first element in the matrix, as

provided to the controller along with the start signal. The base address depends on the

current state:

base =


baseA if state is READ A

baseB if state is READ B

baseC if state is READ C or WRITE C

(4.6)

The two element indices, u and v, are advanced in two distinct ways. While transferring
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a block, they are advanced to refer to the next element within the same block. When a block

has been completely transferred, they are advanced to refer to the next block. To optimize

for each of these operations, each index is decomposed into a block index along the entire

matrix dimension, and an element index along the corresponding block dimension. The

block index points to the first element in the block, and is denoted by the b subscript. The

element index is the offset of the current element relative to the block index, and is denoted

by the e subscript:

u(t + 1) = ub(t + 1) + ue(t + 1) (4.7)

v(t + 1) = vb(t + 1) + ve(t + 1) (4.8)

Advancing the address within a block is achieved by manipulating the element indices only,

ue and ve. Advancing the address to the next block is achieved by resetting the element

indices to zero, and advancing the block indices, ub and vb.

Element indices count up to block dimensions, while block indices count up to matrix

dimensions. Let Ue and Ve be the limits of the element indices:

0 ≤ ue ≤ Ue − 1 (4.9)

0 ≤ ve ≤ Ve − 1 (4.10)

Depending on the layout of the current matrix, Ue and Ve are equal to two of the three block

dimensions, m, `, and n, as shown in Table 4.2.

The first element index, ue, is incremented by one every cycle, to advance the address to

the next element in the block along the major dimension of the matrix. When it reaches its

maximum value, Ue − 1, it is reset to zero, and the second element index, ve, is incremented

by one. Incrementing ve advances the address to the next element in the block along the

secondary dimension of the matrix. When ve reaches its maximum value, Ve − 1, it is reset

to zero, and the block indices are advanced, which signifies that all addresses in the current
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Table 4.2: Block indices, element index limits, and block index limits

Matrix Layout ub vb Ue Ve U

A Row-major k i ` m L

Column-major i k m ` M

B Row-major j k n ` N

Column-major k j ` n L

C Row-major j i n m N

Column-major i j m n M

block have been generated. The second index, ve, is incremented only when the first index,

ue, is reset.

ue(t + 1) =


0 if ue(t) = Ue − 1

ue(t) + 1 otherwise
(4.11)

ve(t + 1) =


ve(t) if ue(t + 1) 6= 0

0 if ue(t + 1) = 0 and ve(t) = Ve − 1

ve(t) + 1 otherwise

(4.12)

Unlike element indices, block indices of different matrices are interrelated. Block indices

identify the block being transferred. By definition, matrix multiplication multiplies elements

of matrix A that are in column k by elements of matrix B that are in row k only (see Equa-

tion (3.1)). As the number of columns in a block of matrix A is equal to the number of rows

in a block of matrix B (`), the block index of matrix A that specifies the block column must

be equal to the block index of matrix B that specifies the block row. In effect, i, k, and j in

Equation (3.1) apply to block indices, which suggests that there are only three unique block
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Figure 4.6: Dimensions, indices, and base addresses for matrices A, B, and C. A is column-
major. B and C are row-major

indices across all matrices:

Cij =
L/`

∑
k=1

Aik · Bkj + Cij , i ∈ {1, . . . , M/m}, j ∈ {1, . . . , N/n} (4.13)

Here, Aik, Bkj, and Cij are blocks, and i, k, and j in this context are block indices just as

in Algorithm 1, where i identifies the current row of blocks in matrices A and C, j identifies

the current column of blocks in matrices B and C, and k identifies the current column of

blocks in matrix A and the current row of blocks in matrix B.

As Equation (4.13) shows, only two block indices are relevant to each matrix. Similar

to the element indices, one index is incremented first, while the other is incremented only

when the first index has reached its maximum value. Depending on the layout of the current

matrix, the two indices, ub and vb, refer to two of the three unique block indices, i, k, and j

that are now transformed through multiplication by their corresponding block dimensions

to identify the first element in a block, as shown in Table 4.2.

As an illustrative example, Figure 4.6 shows matrix and block dimensions, base ad-

dresses, and element and block indices of the black-shaded element for the A, B, and C

matrices. The figure assumes the outer product compute schedule, and hence assumes ma-

trix A is column-major while matrices B and C are row-major.
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Each of the three unique block indices, i, k and j, is incremented by the size of the corre-

sponding block dimension, to advance the index to the next block along its dimension. i is

incremented by m, k is incremented by `, and j is incremented by n.

i(t + 1) =


i(t) + m

i(t)
(4.14)

k(t + 1) =


k(t) + `

k(t)
(4.15)

j(t + 1) =


j(t) + n

j(t)
(4.16)

The three block indices, i, k, and j are advanced differently depending on the selected

transfer schedule. In effect, they represent the counters of the three nested loops of matrix

multiplication. As discussed in Section 3.3.1, each order of nesting the loops corresponds

to a schedule variation, as demonstrated in Table 3.4. The index of the innermost loop is

incremented when both element indices, ue and ve, are reset. The index of the middle loop

is incremented when the index of the innermost loop is reset. Similarly, the index of the

outermost loop is incremented when the index of the middle loop is reset. A block index is

reset after it has reached its maximum value. The maximum values of i, k and j are M−m,

L− `, and N − n, respectively.

For example, considering the inner product transfer schedule in which rows of matrix

A are reused (first row in Table 3.4), k is the counter of the innermost loop, followed by j,

then i. In this case, whenever ue and ve are reset, k is incremented by `. When k reaches

its maximum value, L− `, it is reset to zero, and j is incremented by n. When j reaches its

maximum value, N − n, it is reset to zero, and i is incremented by m. When i reaches its

maximum value, M−m, the matrix multiplication computation is completed.
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There are two approaches to keep track of block indices. In the first approach, the con-

troller maintains the three unique block indices, i, k, and j, and selects the relevant two

indices to each matrix based on the current state and the selected compute schedule. For ex-

ample, referring to Table 4.1, if the first variation of the outer product compute schedule is

used, then matrix A is column-major, while matrices B and C are row-major. From Table 4.2,

this means that the block indices, ub and vb, are i and k for matrix A, j and k for matrix B, and

j and i for matrix C, respectively. To implement this approach, two multiplexers are used to

produce ub and vb for the current matrix, where the select lines depend on the current state.

The second approach to handling block indices is to maintain an independent set of

block indices for each matrix. This approach can be extended to four sets of block indices,

by maintaining separate sets for reading and writing C blocks. The number of required

block indices per matrix depends on the unit of reuse for the matrix blocks, as dictated by

the transfer schedule. If single blocks of a matrix are reused, the innermost block index is

unneeded for this matrix, because its state is not visited in the innermost loop, as shown

in Figure 4.3. If a row or column of blocks is reused, or if the entire matrix is reused, all

three block indices are required to keep track of reuse count, and to correctly identify the

completion of the computation.

Although the second approach requires additional logic, it results in better performance,

because it is more localized, and requires no multiplexing. Moreover, it allows for advancing

the block indices of each matrix independently of the others’. In contrast, the first approach

maintains a single set of block indices that is common to all states. As such, the indices must

be advanced only after all states have completely used the current values, and before any

of them may need the next values. In particular, in order to keep all the address generation

pipelines full and ready to produce the next address when needed, the first approach incurs

considerable complexity to correctly implement the state transitions and perform the index

increments at the proper times.

Based on the previous discussion, the external memory address of the next element
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ue(t)

ub(t)

ve(t)

vb(t)

ue(t + 1)

ub(t + 1)

ve(t + 1)

vb(t + 1)

+
u

+
v

×

×

+ +

U

base

address

Figure 4.7: External memory address generation steps

Algorithm 2 External memory address generation for inner product transfer schedule and
outer product compute schedule

1: for i← 0 to M step m do
2: for j← 0 to N step n do
3: for ve ← 0 to m− 1 do . Transfer C block to on-chip memory
4: for ue ← 0 to n− 1 do . Ve = m, Ue = n
5: addressC = baseC + (ve + i) · N + ue + j
6: for k← 0 to L step ` do
7: for ve ← 0 to `− 1 do . Transfer A block to on-chip memory
8: for ue ← 0 to m− 1 do . Ve = `, Ue = m
9: addressA = baseA + (ve + k) ·M + ue + i

10: for ve ← 0 to `− 1 do . Transfer B block to on-chip memory
11: for ue ← 0 to n− 1 do . Ve = `, Ue = n
12: addressB = baseB + (ve + k) · N + ue + j
13: Compute
14: for ve ← 0 to m− 1 do . Transfer C block to external memory
15: for ue ← 0 to n− 1 do . Ve = m, Ue = n
16: addressC = baseC + (ve + i) · N + ue + j

(Equation (4.5)) can be expanded to:

address(t + 1) = base + (ve(t + 1) + vb(t + 1)) ·U + ue(t + 1) + ub(t + 1) (4.17)

Figure 4.7 illustrates this expression. First, the next values of the element and block indices

are generated. Then, the indices are combined to reconstruct the two absolute indices, u and

v, as defined in Equations (4.7) and (4.8). Afterwards, the index along the secondary matrix

dimension, v, is multiplied by the size of the major dimension, U, before it is added to the

other index, u. Finally, the base address of the current matrix is added to produce the next

element address.
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Algorithm 2 demonstrates how the transfer controller generates external memory ad-

dresses throughout a complete matrix multiplication computation when the inner product

transfer schedule and the outer product compute schedule are used. Changing the transfer

schedule changes the order of block-index loops in lines 1, 2 and 6, and it also changes the

order and frequency of transferring blocks of each matrix as dictated by the state machine

corresponding to the transfer schedule (see Figure 4.3). Changing the compute schedule

changes the layout in which matrices are stored in external memory, and therefore changes

the index and index-limit mappings as shown in Table 4.2.

Multiple Elements per Word

There are two system parameters that modify external memory address generation rules

that are outlined above: the number of elements per word, ww/we, and the burst size, sB.

The number of elements per word is determined by the ratio between the width of the

addressable unit, the word, and the width of a single matrix element (see Section 4.1.3).

If the word consists of multiple elements (ww > we), then each address corresponds to

multiple elements. Consequently, fewer addresses are needed to address all elements in a

matrix block. The word spans multiple elements along the major dimension of the matrix.

Therefore, the number of addresses along the major dimension is reduced by a factor equal

to the number of elements per word, ww/we. The block and matrix sizes along the major

dimension only are affected. Specifically, all values in the Ue and U columns in Table 4.2

must be divided by ww/we. Ue is the size of the block major dimension, and U is the size of

the matrix major dimension. Sizes along the secondary dimension are unaffected.

The only effect that this change has on the element index along the major dimension, ue,

is reducing its maximum value, Ue. The effect on the corresponding block index ub, however,

is more significant. Both the maximum value and the increment amount are reduced. For

instance, if ub is i, then it is incremented by m · we/ww up to the maximum value of (M−

m) · we/ww, instead of the original increment amount of m and the maximum value of M.

More importantly, because the same block index may be along the major dimension of one
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matrix, and along the secondary dimension of another matrix, some block indices may need

to be incremented in two different ways.

For instance, if the outer product compute schedule is selected, where rows of matrix B

are reused (the first outer product variation in Table 4.1), then matrix A is column-major,

while matrices B and C are row-major. From Table 4.2, this implies that j is the block index

along the major dimension, ub, for matrices B and C. This also implies, however, that i is

the block index along the major dimension, ub, of matrix A, and the block index along the

secondary dimension, vb, of matrix C. For matrix A, i must be incremented by m ·we/ww up

to the maximum value of (M−m) ·we/ww, whereas for matrix C, i must be incremented by

m up to the maximum value of M−m.

As such, the first approach to handling block indices, whereby a common copy of i, k,

and j is used by the address generation pipelines of all matrices, does not support multiple

elements per word. If the word consists of multiple matrix elements, separate sets of block

indices are required.

Burst Size

The burst size changes how external memory addresses are incremented during the READ

states of the matrix transfer controller only. It has no effect on address generation during

the WRITE C state of the controller. Requesting a read of burst size sB takes a single cycle,

and results in reading sB consecutive words. After reading address x, the next read address

should be x + sB. Because words are contiguous only along one dimension of the block,

bursts do not span across multiple block rows or columns. In a row-major matrix, at most

one block row can be read in one burst. In a column-major matrix, at most one block column

can be read in one burst. Hence, during the READ states of the matrix transfer controller,

external memory addresses are incremented by sB, by incrementing the element index along
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the major dimension, ue, by sB. Therefore, Equation (4.11) becomes:

ue(t + 1) =


0 if ue(t) = Ue − 1

ue(t) + sB otherwise
(4.18)

4.4.4 Block Memory Interface

The block memory interface of the transfer controller is controlled by the block transfer

controller. From the viewpoint of the controller, the interface consists of three outputs: the

block memory address, the write-enable signal, and a selector signal that identifies which

matrix block is being accessed. The write-enable signal is the most straightforward one of

the outputs; it is asserted during any of the WRITE states of the block transfer controller (see

Figure 4.4).

The purpose of the selector signal is to demultiplex the above write-enable signal into

three more specific write-enable signals, one for the block memory of each matrix. Demul-

tiplexing a single write-enable signal ensures that the block memory of only one matrix is

write-enabled at a time, which is the desired behavior for the transfer controller. The se-

lector signal is also used to multiplex the read addresses of the C block memory, which are

generated by the transfer controller and the compute subsystem. C block memory is read

and written by both the transfer controller and the compute subsystem. Write requests are

multiplexed by means of the write-enable signal of each request source, which are mutually

exclusive by design. Read requests, however, have no explicit request signals, as on-chip

memory is continuously read as long as the write-enable signal is deasserted. The selector

signal of the transfer controller can be used to resolve this ambiguity. Selecting to access the

block memory of matrix C without asserting the write-enable signal signifies an explicit read

request by the transfer controller. Therefore, the C block read address defaults to the address

generated by the compute subsystem, unless the selector signal of the transfer controller is

selecting the C block and the write-enable signal is deasserted.

Generation of block memory addresses is relatively straightforward. Block memory of
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a given matrix is contiguous. In a row-major matrix, the address of the first element in a

given row is obtained by incrementing the address of the last element in the previous row.

Similarly, in a column-major matrix, each column starts where the previous column ends.

Block memory of a given matrix always starts from address zero, and is incremented by one

until it reaches its maximum value. The maximum block memory addresses of matrices A,

B, and C are m`/w− 1, `n/w− 1, and mn/w− 1, respectively, where w is the transfer rate,

or the number of elements per word (w = ww/we).

During the READ C state, the block transfer controller generates block addresses for the

C block, while the matrix transfer controller writes the read data to external memory. The

external memory interface, however, may deassert the ready signal to indicate that no more

external memory commands can be accepted. When the ready signal is deasserted, the block

transfer controller must also stop generating new block memory addresses until the ready

signal is asserted again. Due to the read latency of on-chip memory, however, upon detect-

ing a deasserted ready signal, the most recently generated addresses will result in reading

data from the C block memory that cannot be written to external memory yet. The maximum

number of data words that will be retrieved but cannot be immediately written to external

memory depends on the latency of on-chip memory. Figure 4.8 depicts the ideal reaction to a

deasserted ready signal. The figure assumes a two-cycle read latency for the block memory,

which is typical for on-chip memory with registered outputs. Because a deasserted ready

signal is detected on the next clock edge, an additional address is generated before halting

the advancement of block memory addresses. As Figure 4.8 shows, each word must be kept

on the write data bus of external memory until its write command is accepted, as indicated

by the ready signal. Therefore, the word on the read data bus of on-chip memory and the

word on the write data bus of external memory are not always equal. The figure depicts

several timing relationships between the involved signals. The only required relationship,

however, is the one between the ready signal and matrix write data. In particular, matrix write

data must be advanced only when an asserted ready signal is detected.

In order to achieve the desired behavior, a custom FIFO is used to queue the words
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clock
block address 0 1 2 3 4 5

ready
block read data c0 c1 c2 c3 c4

matrix write data c0 c1 c2 c3

Figure 4.8: Desired behavior for writing a C block to external memory in reaction to the
ready signal

retrieved from block memory for consumption by the external memory interface. Given the

short read latency of on-chip memory, a small FIFO is used. Assuming a read latency of

two cycles, there can be at most three queued words of data. The third word is a result of

the late detection of a deasserted ready signal, which causes the generation of an additional

address. Hence, a FIFO of size three is used in this case. The FIFO is optimized to minimize

the pass-through latency. When the FIFO is empty, a word can pass through the FIFO in one

cycle. Because each word goes through the FIFO before being written to external memory,

the effective latency between issuing a block memory address and the data being available

on the write data bus of external memory becomes three cycles.

The FIFO is enabled during the READ C state only. Its read data bus is connected to the

write data bus of external memory, while its write data bus is connected to the read data

bus of block memory. The FIFO is read when the ready signal is asserted. Reading the FIFO

dequeues the read word. New words are written to the FIFO only if the ready signal was

asserted two cycles ago. In general, writing to the FIFO is enabled based on the value of

the ready signal x cycles ago, where x is the read latency of on-chip memory. The FIFO

ignores read requests when it is empty, but does not prevent writing when it is full. Setting

the size of the FIFO based on the read latency of on-chip memory ensures that the FIFO is

never written to when it is full. Internally, the FIFO maintains a write address and a read

addresses in order to keep track of the available addresses, and to detect when the FIFO is

empty. The write address indicates the address at which the next word is going to be stored.

The write address is not necessarily available, however, because it is guaranteed that no

write requests are issued when the FIFO is full. The read address indicates the address of
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clock
block address 0 1 2 3 4 5 6 7 8 9

ready
block read data c0 c1 c2 c3 c4 c5 c6 c7 c8

matrix write data c0 c1 c2 c3 c4 c5 c6

FIFO[0] c0 c3 c6

[1] c1 c4 c7

[2] c2 c5

write address 0 1 2 0 1 2 0 1 2

read address 0 1 2 0 1 2 0

Figure 4.9: Example of various patterns of the ready signal and the resulting actual behavior
for writing a C block to external memory when the FIFO is used

the word currently available on the read port.

Figure 4.9 shows an example pattern of the ready signal along with the block memory

addresses generated by the block transfer controller in reaction to the shown ready signal

pattern. The figure also shows the corresponding C block data on both the read data bus of

the C block memory and the write data bus of external memory. Lastly, the figure shows the

contents of the FIFO and the values of the internal write and read addresses of the FIFO as

words of the C block pass through it.

4.5 Multiply-Add Units

Multiply-add units perform all of the floating-point arithmetic computations. Each multiply-

add unit consists of a pipelined floating-point multiplier and a pipelined floating-point

adder. The multiplier and the adder are also labelled as the arithmetic operators. The

multiply-add units can be configured to use any IEEE 754-conformant floating-point arith-

metic components of any pipeline depths.

Off-the-shelf implementations often do not have registered input and/or output ports,

to provide the enclosing design with some flexibility with regards to the boundaries of the

first and last stages of the pipelines. As such, arithmetic operators are not assumed to have
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Figure 4.10: Multiply-add pipeline

registered inputs or registered outputs. Registers are added at the outputs of the multi-

plier and the adder. These registers ensure that each pipeline stage is performed in its own

cycle. Moreover, the registers allow for more flexible placement and routing of the opera-

tors during the compilation of the design. The placement of the floating-point multipliers

is constrained by their use of the embedded multipliers in the FPGA device. On the other

hand, the adders need to be placed closer to on-chip memory blocks to which their outputs

are connected. The registers effectively pipeline the interconnects between the components.

They allow placing connected components further apart without sacrificing frequency per-

formance.

Each multiply-add unit has three inputs and one output, as illustrated in Figure 4.10.

The first two inputs, a and b, are connected to the multiplier’s inputs, while the third input,

c, is connected to one of the adder’s inputs. The second input of the adder is connected to
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the register at the output of the multiplier, q. The single output of the multiply-add unit

is connected to the register at the adder’s output, r. The entire datapath in each multiply-

add unit is as wide as a single floating-point element. For instance, when double-precision

floating-point numbers are used, the width is 64 bits.

The output of the multiply-add unit is the product of the first two inputs, added to the

third input:

r = a× b + c (4.19)

However, a multiply-add unit is merely a pipeline. It is the responsibility of the user to

provide the inputs at the appropriate clock cycles to obtain the correct output. For instance,

to compute r in Equation (4.19), a and b must be provided during the same cycle, t, while

c should be provided Dmult + 1 cycles later, or during cycle t + Dmult + 1, to account for

the multiplier pipeline and the register at the output of the multiplier. As a result, r will

be available during cycle t + Dmult + Dadd + 2, which corresponds to the latencies of the

multiplier and adder pipelines, and the two registers at their outputs. Another version of

Equation (4.19) that reflects the timing relationships is:

r(t + Dmult + Dadd + 2) = a(t)× b(t) + c(t + Dmult) (4.20)

4.6 Compute Controller

The compute controller orchestrates block multiplication. It controls the flow of block el-

ements between on-chip block memory and multiply-add units. More specifically, it per-

forms the following tasks:

• Reading input data for the multiply-add units from on-chip block memory and writing

the output data of multiply-add units to on-chip block memory: this involves issuing

three block memory read addresses for each of the three matrix blocks simultaneously.

It also involves issuing write addresses and write-enable signals for the C block during

writes. Moreover, it involves accounting for the read and write latencies of on-chip
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Algorithm 3 Outer product compute schedule reusing rows of B and parallelizing over n

1: for k← 1 to ` do
2: for i← 1 to m do
3: for j← 1 to n/p do
4: for q← 0 to p− 1 do in parallel
5: ci, jp+q ← ai, k · bk, jp+q + ci, jp+q

memory and the depths of the arithmetic pipelines.

• Implementing a compute schedule: the compute schedule determines how block mem-

ory addresses are generated. Different schedules are implemented by changing how

and when addresses for different matrices are incremented.

• Implementing parallelism: to utilize many multiply-add units simultaneously, more

data must be read and written per cycle, which affects address generation and the

width of the data bus.

• Changing the data bus width for different components: the width of the block memory

data bus depends on the SDRAM memory and controller configuration. In contrast,

the width of the data bus for multiply-add units depends on the floating-point preci-

sion. Data must flow through the two sets of buses efficiently and correctly.

• Implementing the compute subsystem interface through which higher tiers of the sys-

tem interact with the compute subsystem: the compute subsystem interface allows its

user to start a block computation, and to be notified of the computation completion.

Algorithm 3 shows how the compute schedule and the parallelization are implemented

by the compute controller. Here, a, b, and c are elements within the corresponding matrix

blocks. The algorithm assumes an outer product compute schedule in which rows of matrix

B are reused, and it assumes parallelization along the n block dimension. Changing the

schedule can be achieved by reordering the first three loops in lines 1 to 3. The orders of

loops corresponding to all schedule variations are shown in Table 3.4.
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4.6.1 Parameters

In order to perform its tasks, the compute controller must be configured by specifying the

following compile-time parameters:

• Block dimensions, m, `, and n: used in address generation and detecting row and

column boundaries within matrix blocks.

• Matrix element width, we: used to break words into matrix elements that are suitable

for processing by multiply-add units.

• Block memory data bus width, or the word width, ww: used to accommodate data read

from block memory, and to determine how to break it into matrix elements if needed.

• Block memory address width, wBA: to generate proper addresses that provide ade-

quate address space for the block sizes.

• The depths of the floating-point multiplier and adder pipelines, Dmult and Dadd: the

multiplier pipeline depth determines when the third input of the multiply-add units, c

starts to be meaningfully processed. The adder pipeline depth determines when valid

outputs start appearing at the output of the multiply-add units. These are indications

of when reading and writing elements of matrix C should commence.

• The number of multiply-add units, p: determines how many words are read and writ-

ten per cycle. The controller always reads p words, regardless of whether there are

more than p elements in a word (ww/we > p). This is to avoid padding or further

constraints if the ratio between the number of elements per word and the number of

multiply-add units is not integer.

• The compute schedule: determines how block memory addresses are generated.

4.6.2 Interfaces

The compute controller provides two interfaces. The first is the interface that the compute

subsystem exposes to its user logic. The compute subsystem external interface consists of
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the start input signal, and the done output signal. A block multiplication computation

is initiated by asserting the start signal. Upon completing the computation, the compute

subsystem asserts its done output for one clock cycle, indicating that completion. The start

and done signals are handled by the compute controller.

The compute controller also provides the control signals of the block memory interface.

The block memory interface allows the compute subsystem to read the computation inputs

and write the outputs. The compute subsystem does not have any memory. It assumes the

presence of input data in on-chip RAM, or through a compatible interface. The data signals

of the interface are connected directly to the multiply-add units, and consists of three read

data buses, one for each matrix, and a write data bus for the C matrix. The control signals of

block memory interface comprise a read address for each matrix, a write address for matrix

C, and a write-enable signal for matrix C.

4.6.3 State Machine

The compute controller starts the block multiplication upon receiving the start signal. The

start signal is generated by the transfer controller to indicate that there are enough data in

block memory for the computation to start. A block computation involves multiplying the

A block by the B block and adding the product to the existing contents of the C block. Upon

completing a block computation, the compute controller notifies the transfer controller of

the completion by asserting the done signal.

The state machine of the compute controller revolves around the various states of the

arithmetic pipeline. Figure 4.11 shows the state machine diagram of the compute controller.

At the beginning of a block computation, the arithmetic pipeline is effectively empty, and the

controller is in its IDLE state. Upon receiving the start signal, the controller starts providing

only the a and b inputs of the multiply-add units. Providing the a and b inputs fills the

multiplier pipeline. Hence, this is called the FILL MULT state. The next state starts when

the first output of the multiplier pipeline is about to enter the adder pipeline. In this state,

the controller provides the c input in addition to the a and b inputs. This is called the FILL
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IDLE FM FA

SS

DMDA

start

done

Figure 4.11: Compute controller state machine. FM: Fill Multiplier. FA: Fill Adder. SS:
Steady State. DM: Drain Multiplier. DA: Drain Adder

ADD state. When the first output of the adder pipeline is produced, the controller enters its

STEADY state. In the STEADY state, the controller provides the a, b, and c inputs, and writes

the output of the adder pipeline back to block memory. Eventually, after the last a and b

pair of inputs enters the multiplier pipeline, the controller enters its DRAIN MULT state. In the

DRAIN MULT state, the controller provides the c input only, and writes the output of the adder

pipeline back to block memory. After the product of the last a and b pair enters the adder

pipeline, along with the last c input, the controller enters its DRAIN ADD state. In the DRAIN

ADD state, the controller provides no inputs, and only writes the output of the adder pipeline

back to block memory. After the last output is written to block memory, the computation is

completed, and the controller goes back to its IDLE state.

Each state determines the block memory read and write operations that take place in

that state. The compute controller orchestrates the block multiplication computation solely

by performing reads and writes to the block memory. It only reads from the A and B blocks,

whereas it reads and writes to the C block. The memory read and write operations must be

timed to correctly match the progress of the arithmetic operations on the multiply-add units,

without requiring additional queuing or buffering of the data. As explained in Section 4.5,

inputs to the multiply-add units should be provided in the appropriate cycles to obtain

the desired output. In addition to accounting for the depth of the arithmetic pipelines, the

controller must also consider the read latency of on-chip block memory, as well as any ad-
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cycle # 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17

clock
state IDLE FILL MULT FILL ADD STEADY

start
A read address 0 1 2 3

B read address 0 1 2 3 0 1 2 3 0 1 2 3 0 1 2 3

C read address 0 1 2 3 4 5 6 7 8 9 A B C

C write address 0 1 2 3 4

C write

A read data a0 a1 a2 a3

B read data b0 b1 b2 b3 b0 b1 b2 b3 b0 b1 b2 b3 b0

C read data c0 c1 c2 c3 c4 c5 c6 c7 c8 c9

Figure 4.12: Compute controller example timing diagram. Dmult = 2. Dadd = 3

ditional pipelining of the interconnect. Read and write operations are performed solely by

issuing addresses, and deasserting and asserting write-enable signals, respectively.

Figure 4.12 shows the states of the compute controller over a period of time, along with

the memory interface signals it generates. The figure also shows the read data signals to

demonstrate the effect of the read latency of the on-chip block memory. The figure assumes

a multiplier pipeline depth of two stages, an adder pipeline depth of three stages, and on-

chip memory read latency of two cycles. It also assumes the presence of a single register

between the on-chip memory and the multiply-add units, resulting in a total read latency of

three cycles. Finally, it assumes the presence of a single register between the multiplier and

adder pipelines, and two registers in series at the output of the adder.

As shown in Figure 4.12, the controller issues the first a and b read requests right after

receiving the start signal, in cycle 2. The start signal causes the controller to enter the FILL

MULT state and start generating A and B read addresses. The data corresponding to the first

pair of addresses is received at the multiply-add units after the three read latency cycles, in

cycle 5. The multiplier pipeline latency (two cycles) and the register between the multiplier

and the adder cause a total latency of three cycles, before the first product enters the adder

in cycle 8. In order to have the first c input enter the adder at the same cycle, it must be
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read three cycles earlier, i.e., in cycle 5, to account for the read latency. Hence, the controller

enters the FILL ADD state in cycle 5. In general, the controller stays in the FILL MULT state

for Dmult + 1 cycles, which correspond to the multiplier pipeline and the register between

the multiplier and the adder. The read latency delays the actions of both states, and has no

effect.

In the FILL ADD state, the controller generates A, B, and C read addresses. The first adder

inputs enter the adder three cycles after entering this state, in cycle 8. After the three cycles

of the adder pipeline, and the two cycles of the registers at the adder’s output, the first adder

output is written to block memory, in cycle 13. The controller enters the STEADY state in that

cycle, to start generating C write addresses and asserting the C write-enable signal. In gen-

eral, the controller stays in the FILL ADD state for Dadd + 5 cycles, which correspond to the

adder pipeline, the read latency, and the registers at the output of the adder. The controller

stays in the STEADY state until the last A and B read addresses have been generated.

4.7 Extension to Multiple FPGAs

The design can be extended to support multiple FPGAs by implementing an additional

layer of blocking. More generally, applying blocking recursively allows the system to use

additional layers in the memory hierarchy. The second application of blocking treats a single

block of the first application as a complete matrix, and partitions it into smaller subblocks.

The subblocks created by each application can be processed according to the inner product,

the middle product, or the outer product schedules. Therefore, each additional application

of blocking is associated with a transfer schedule that specifies the order of processing the

new subblocks.

A multi-FPGA system can be built by partitioning the complete matrices into blocks

that are transferred to separate portions of external memory for each FPGA according to a

given transfer schedule. Then, each FPGA processes its blocks by further partitioning them

into subblocks that fit in its on-chip memory, and transferring the subblocks according to

an independent transfer schedule. After an FPGA completely processes its blocks, they are

137



Chapter 4. System Architecture and Design

replaced as needed according to the first transfer schedule, and the FPGA processes the new

blocks as a new computation.

To implement the first transfer schedule, which transfers blocks to FPGA-specific exter-

nal memory, another instance of the transfer controller is required. The top-level transfer

controller partitions the matrices into blocks with dimensions m1, `1, and n1 that fit in per-

FPGA external memory.

Unlike blocking at the scope of a single FPGA, top-level blocking facilitates paralleliza-

tion across multiple FPGAs. Partitioning along each matrix dimension provides an opportu-

nity for parallelization along that dimension. For instance, using m1 < M allows paralleliz-

ing along M by having different FPGAs process blocks along the M dimension in parallel.

Partitioning a dimension, however, does not imply parallelizing along that dimension. In

particular, based on the dimensions of parallelism discussion in Section 3.4, it is desirable

to exploit the parallelism along a single dimension to reduce interconnection complexity.

Partitioning along additional dimensions is still useful for two reasons. First, it allows the

use of external memory sizes for each FPGA that are smaller than the complete matrices.

Second, the discussion of block sizes in Section 3.5 still applies, and optimizing the block

sizes may result in partitioning along all matrix dimensions.

As is the case for parallelization within an FPGA, parallelization along the L dimension

across multiple FPGAs should be avoided to prevent additional accumulation of partial

sums. Parallelization along the M or N dimensions results in each block of matrix C being

processed completely by the same FPGA. Moreover, the comparison of transfer schedules

in Section 3.6 also applies, suggesting the use of the inner product schedule.
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Implementation and Results

The design described in the previous chapter was implemented in order to verify its correct-

ness and assess its performance. The implementation was developed with special attention

to the following attributes:

• Correctness: testing every component of the system was an essential part of the devel-

opment process. A testbench was developed for every component, and was used to

verify the correctness of the component after every change. Correctness of the system

implementation was verified both using simulation and on hardware.

• Performance: the implementation was developed and progressively enhanced to im-

prove the operating frequency. For more complex components, multiple pipelining

strategies were developed and compared before selecting the best option.

• Configurability: in order to facilitate the exploration of various ways to implement ma-

trix multiplication, the implementation accepts a wide range of configuration param-

eters. Parameters that significantly affect performance are implemented as compile-

time parameters.

• Vendor neutrality: all of the custom components of the system were developed to

increase compatibility with various target platforms. Off-the-shelf components of the

system, such as SDRAM controllers and floating-point multipliers and adders, are
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instantiated within wrapper components that expose standard or generic interfaces,

and hide any vendor-specific interfaces.

Developing and testing the implementation requires using a number of tools. Some of

these tools can be configured in numerous ways, producing different results for the same

implementation. Comparing alternative implementation approaches, or different tool con-

figurations for the same implementation, involves a large number of metrics that must be

collected, compared, and attributed to the corresponding implementation and tool configu-

ration. To ensure reproducibility of results, and to manage the process of obtaining results

for a given implementation and tool configuration, a rigorous process was developed and

implemented for evaluating and recording the results of a given implementation and tool

configuration.

This chapter describes the development environment that was used to produce the sys-

tem implementation. It lists the tools that were used, and describes the process through

which the implementation was verified and assessed. Furthermore, this chapter describes

the implementation details based on the design specifications outlined in Chapter 4. Finally,

it presents results that were obtained using the described implementation.

5.1 Development Environment

The development environment consists of the software and hardware that is used to de-

velop and test the system implementation. Several software tools are used throughout the

development, to perform logic synthesis, placement and routing, simulation, and various

automation and workflow-related tasks. In the context of FPGAs, compilation is the process

of transforming a high-level description of system behavior into an FPGA configuration

bitstream. FPGA devices are configured by loading the bitstream obtained from the com-

pilation process into the device. Apart from computers to execute the software tools, the

hardware involved in the development process consists mainly of the target FPGA plat-

form.
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The system is implemented using VHDL: a standardized hardware description language.

VHDL sources are processed by the compilation toolchain to produce an FPGA configura-

tion bitstream, which can be used to configure the FPGA chip. The same VHDL sources are

also used by simulation tools to simulate the design. Using the same sources for synthesis

and simulation eliminates the need for developing separate simulation models, and in turn

eliminates any potential modelling errors or inconsistencies.

The VHDL language is an IEEE standard (IEEE 1067) that was first published in 1987,

and updated thereafter in 1993, 2000, 2002, and 2008. An issue that has emerged from these

updates is the varying degree of support for newly-introduced features in the language by

the various VHDL tools. In particular, many new features introduced in the later versions of

the standard are still not implemented in most of the available tools. An example of a new

feature is the availability of package generics, which allow VHDL packages to be parameter-

ized using generics. This feature would allow for defining parameterized signal types only

once in a VHDL package, and using that definition in multiple VHDL entities (components)

that rely on the package. To achieve the same result currently, only entity generics can be

used. The same parameterizable signal type must be defined in every entity that uses it,

and the parameters on which the type depends must be passed to every such entity as entity

generics. On the other hand, an advantage of the VHDL language is its strong typing, which

allows a VHDL compiler to detect a wide range of coding errors.

The remainder of this section describes the target FPGA platform and the various soft-

ware tools that were used throughout the development process.

5.1.1 Target Platform

The main FPGA platform on which the implementation was tested is the Altera DE4 devel-

opment board [25]. The DE4 board features an Altera Stratix IV FPGA chip. For external,

on-board memory, the DE4 board has two DDR2 SO-DIMM sockets that support a maxi-

mum capacity of 8 GB and a maximum memory clock rate of 400 MHz. The DE4 board also

has 50-MHz and 100-MHz oscillators that can be used as clock input sources for the FPGA
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device. Moreover, the DE4 board has a wide range of input/output interfaces and devices,

including Gigabit Ethernet, USB 2.0, Serial ATA, PCI Express 2.0, seven-segment displays,

switches, and LEDs.

The Stratix IV family of FPGA devices is one of Altera’s high-end FPGA products. Stratix IV

FPGAs are based on a 40-nm process technology, and provide high logic densities. They in-

clude embedded circuits that support various general-purpose functions such as multipliers

and on-chip memory, and high-performance interfaces such as PCI Express (PCIe) and Giga-

bit Ethernet (GbE) [77]. For on-chip memory, Stratix IV devices include three different sizes

of embedded SRAM: 640-bit memory logic array blocks (MLABs), 9-kbit M9K blocks, and

144-kbit M144K blocks. Each block can be independently configured as a single-port RAM,

dual-port RAM, ROM, FIFO, or a shift register. Blocks of the same type can be combined to

obtain larger memories. Embedded memory can operate at up to 600 MHz.

Stratix IV devices have embedded blocks that implement multiplication, multiply-add,

multiply-accumulate (MAC), and dynamic shift functions. Each block multiplier can be

configured for 9-, 12-, or 18-bit multiplication. When properly configured, these blocks sup-

port floating-point arithmetic formats. To multiply IEEE double-precision floating-point

numbers, a 54× 54-bit multiplier is required to compute the mantissa of the product. The

Stratix IV blocks can be configured to efficiently support such a multiplier using 18× 18

multipliers, shifters, and adders. A double-precision floating-point multiplier consumes ten

18× 18 embedded multipliers.

The Stratix IV EP4SGX530C2 chip featured in the DE4 board has 424 960 adaptive look-

up tables (ALUTs), which are equivalent to 531 200 logic elements (LEs) and 424 960 reg-

isters. The chip also has 1280 M9K memory blocks, and 64 M144K memory blocks, for a

total of 20 736 kbits of embedded, on-chip memory. In addition, it has 6640 kbits of MLAB

memory. It has 1024 18× 18 multipliers, and can accommodate up to 102 double-precision

floating-point multipliers.
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5.1.2 Tools

The two essential tools in the development process are the compilation software and the

simulation software. Compilation produces the FPGA configuration bitstream, and reports

various metrics about the performance and FPGA resources utilization of the system imple-

mentation. Simulation verifies the correctness of the implementation.

Quartus II

Compilation is performed using Altera’s Quartus II software, and involves the use of five

different specialized modules [16]:

Analysis and synthesis: this module checks the design files and the overall design for er-

rors, and builds a single design database that integrates all the design files in a design

hierarchy. It also performs logic synthesis to minimize the logic of the design, and

performs technology mapping to implement the design logic using device resources

such as logic elements.

The fitter: this module performs placement and routing of the FPGA device resources that

are required for the design on the target FPGA device. The fitter produces assignments

of the required resources for the design to the matching available resources on the

target device. The fitter also reports the resource utilization of the design on the target

device. Analysis and synthesis must be performed before running the fitter, in order

to determine the FPGA resources required by the design.

The assembler: this module converts the assignments produced by the fitter into a pro-

gramming image (bitstream file) for the target device. The fitter must be run before

using the assembler. The programming image can be loaded into the device using the

programmer software tool.

The TimeQuest timing analyzer: this module analyzes and validates the timing of all logic

in the design, and ensures that any specified timing constraints are met. It also reports
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the maximum operating frequency of the design under various conditions, and reports

any paths in the design that violate the specified timing constraints. To perform a full

timing analysis, the fitter must be run before running the TimeQuest timing analyzer.

The EDA netlist writer: this module generates output netlist files for use with other EDA

(electronic design automation) tools. Either analysis and synthesis or the fitter must

be run before running the EDA netlist writer, depending on the target format. For

instance, to use a third-party timing simulator, the fitter must be run before using the

EDA netlist writer to generate the required files for the timing simulator.

The Quartus II software also includes Altera’s MegaWizard. MegaWizard allows the pa-

rameterization and generation of various components, including floating-point multipliers

and adders, and various types of SDRAM controllers. Some of the generated components

are accessible in source code form, while others are generated as encrypted files that are

readable only to the Quartus II software.

ModelSim

Throughout the development process, the design correctness was verified through func-

tional simulation. The main difference between functional simulation and timing simula-

tion is that timing simulation reflects the signal delays due to propagation through logic

and interconnect. Functional simulation is faster, and verifies the correctness of the logic

without regard to sub-cycle delays. Functional simulation is cycle-accurate.

Altera provides ModelSim-Altera, which is a version of Mentor Graphics’ ModelSim

logic simulation software. ModelSim-Altera ships with precompiled libraries for Altera’s

implementation of common and proprietary logic components. ModelSim-Altera has been

used to perform the functional simulation of all developed components, and the complete

system. ModelSim-Altera has a built-in VHDL compiler, which allows it to compile and

simulate the design source files directly. To perform timing simulation, however, the sources

must be processed by the analysis and synthesis module, the fitter module, and the EDA

netlist writer module of the Quartus II software before using ModelSim.
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Although ModelSim can be used independently to setup and perform functional simu-

lations, the EDA netlist writer module of the Quartus II software can generate ModelSim

scripts that automate the ModelSim setup. Using the EDA netlist writer to setup ModelSim

simulations allows for setting a project once only for the Quartus II software, and using that

setup for both compiling and simulating the design. For the EDA netlist writer to be able to

generate a functional simulation ModelSim script, the analysis and synthesis module must

be run first.

FloPoCo

FloPoCo is an open-source software tool that generates arithmetic cores for FPGAs [26].

FloPoCo can be used to generate the floating-point multiplier and adder components of the

system. It accepts simple parameterized operator specifications and generates synthesizable

VHDL along with an optional testbench. It recognizes integer, floating-point, and logarith-

mic number system operator specifications. Further, it supports the generation of pipelined

or non-pipelined implementations that can be targeted to specific FPGA devices including

the Xilinx Virtex and Altera Stratix families. FloPoCo can optionally utilize embedded mul-

tipliers within FPGAs in order to enhance performance. Supported FloPoCo operators in-

clude 2-input floating-point units (adders, multipliers, and dividers), 3-input floating-point

adders, a fixed-point accumulator, and logarithmic number system (LNS) adders and mul-

tipliers.

FloPoCo is independent of the target hardware. Although it implements some target-

dependent optimizations, it is capable of targeting hardware manufactured by more than

one vendor — unlike the hardware-specific vendor tools such as Altera Quartus II. FloPoCo-

generated components are supported by the implementation described in this chapter, but

they have not been as thoroughly tested as Altera’s components.
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GHDL

GHDL is a complete open-source VHDL simulator, exploiting the well-established GCC

compiler technology for source-code analysis and binary code generation [37]. It implements

the VHDL language according to the IEEE standards. GHDL compiles VHDL files and cre-

ates an executable program that simulates a design. Simulation output may be generated in

two wave formats that are supported to show signal changes over the course of a simulation.

The first is VCD (Value Change Dump), an open format defined by Verilog and recognized

by most waveform viewers. The second is a custom format designed for VHDL signals and

recognized by GTKWave, a fully featured open-source wave viewer [5].

GHDL generates functional simulator binaries independently. Generating a timing sim-

ulator, however, requires SDF (Standard Delay Format) timing specification files generated

by the synthesis tool. At this time, GHDL has partial SDF support and further support is

planned for future releases.

Compiling Altera’s proprietary components requires the availability of Altera’s VHDL

libraries to the GHDL compiler. Because some components contain intellectual property

from Altera, they are not accessible in source code form. Due to the reliance of the imple-

mentation on Altera’s components, GHDL is not used as a part of the normal workflow. It,

however, can be used to compile and simulate the system components that do not contain

Altera components, such as the controllers and the FloPoCo operators.

5.1.3 Development Workflow

The development workflow describes the steps that are performed to complete the devel-

opment of a system component. These steps apply to every component of the system at any

level in the hierarchy. Low-level components implement specific functions, such as on-chip

memory or the compute controller. Higher-level components integrate low-level compo-

nents to construct a functional system.

As illustrated in Figure 5.1, developing a component starts with writing the VHDL

source. The source code for a component includes at least two files: the component im-
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Edit VHDL code

Set parameters

Analysis & synthesis

Fitter

Assembler

Programmer

Test on hardware

Timing analyzer

Record fmax

Record utilization

Functional simulation

Figure 5.1: Development workflow

plementation, and a testbench design. The testbench is used for simulation. It generates all

the inputs that the component accepts, and accepts all the outputs that the component gen-

erates. The testbench verifies the correctness of the component implementation by setting

the component inputs and verifying that its outputs behave as expected based on the pro-

vided inputs. For components that interact with other components, such as a controller that

interacts with memory, the testbench must simulate the behavior of the other component,

e.g., the memory, in order to properly verify the correctness of the component under test.

The testbench has no inputs or outputs. It is a self-contained design that instantiates the

component under testing. The testbench uses VHDL assertions to check for the expected

signal values of the component outputs. Each component in the system has a testbench,

which is updated every time the component implementation changes to keep it current.

For each component, there are four outcomes of interest, as shown in Figure 5.1. All out-

comes stem from the first two steps in the workflow: editing the VHDL sources, and setting

or changing the implementation parameters, or generics as they are called in VHDL termi-
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nology. Performing any of these two steps invalidates any previously obtained outcomes,

and requires traversing the workflow again for the new version in order to regenerate the

four outcomes. The four outcomes are:

Functional simulation: verifies the correctness of the component using the component’s

testbench. This is the first inspected outcome. If a component is not functioning cor-

rectly, there is no value to all the other outcomes.

Resource utilization: used to evaluate the implementation in terms of its FPGA resource

utilization and compare it to alternative implementations and alternative parameter

configurations. For instance, by comparing the resource utilization of the same imple-

mentation using multiple block sizes, the scalability of the implementation is evalu-

ated. A full listing of implementation parameters is presented in Section 5.2.1. Also,

the resource utilization indicates how much of the FPGA resources would still be avail-

able for other components or systems. It also helps with choosing a suitable FPGA

device as a target for the design. Resource utilization information is available after

running the fitter.

Maximum frequency, fmax: used to evaluate the frequency performance of the implemen-

tation. The TimeQuest timing analyzer module of the Quartus II software determines

the maximum frequency of the component implementation. The maximum frequency

is dictated by the critical path in the component. Therefore, a relatively low maxi-

mum frequency suggests that further pipelining may be needed in order to reduce the

amount of work performed in a cycle. The timing analyzer reports the critical paths,

which helps with finding the specific cause of the low frequency.

Testing on hardware: verifies that the implementation works on the actual target hardware.

Running the implementation successfully on hardware also tests the external parts of

the system that are provided by the target board off the FPGA device. In simulation,

external components of the system, such as external memory, are simulated in the

testbench. Moreover, testing on hardware ultimately ensures that the design is cor-
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rect despite the indeterministic behavior of some components, particularly external

memory.

Debugging

Most issues are discovered during functional simulation, with the help of elaborate test-

benches. The second opportunity for discovering issues in a potentially faulty component is

when testing a higher-level component within which the faulty component is instantiated to

provide required functionality. The higher-level testbench may often provide more testing

coverage through its scenarios than the lower-level testbench for the faulty component in

isolation.

In any case, issues that are discovered during functional simulation are relatively easy to

debug. Functional simulators allow for inspecting any signal in the design, regardless of its

depth in the component hierarchy. The main drawback of this approach is that functional

simulation can be very slow, depending on the complexity of the component under test. In

that case, restarting the simulation may be a significant undertaking.

Some issues, however, are only exposed by testing on hardware. This is particularly rel-

evant while testing the system’s interaction with external memory. Although the SDRAM

controller can be simulated, the randomness of the hardware cannot be replicated in simu-

lation. As such, many scenarios of interaction are never encountered in simulation, or must

be explicitly manufactured in a testbench.

When an issue is discovered while running the implementation on hardware, it is in-

vestigated to determine the source of the issue. Once identified, the scenario leading to the

issue can be replicated through simulation in the testbench of the component from which

the issue originates. To investigate the source of an issue directly on hardware, however,

special tools are used.

Altera provides the SignalTap II Logic Analyzer, which is also integrated into the Quar-

tus II software [20, chapter 13]. The SignalTap II Logic Analyzer aids in debugging an FPGA

design by probing the state of the internal signals in the design without the use of external
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equipment. The SignalTap II Logic Analyzer involves hardware and software components.

To use the SignalTap II Logic Analyzer, its hardware component is added to the design

through the Quartus II software. As such, the development workflow shown in Figure 5.1

is modified, whereby adding, removing, or reconfiguring the SignalTap II Logic Analyzer

hardware component requires rerunning the analysis and synthesis stage and all subsequent

stages leading to the “test on hardware” stage.

Once the SignalTap II hardware component is enabled, it must be configured through the

software. Configuration involves (1) defining the trigger conditions, which specify when to

capture the desired signals, (2) specifying the signals to be captured, and (3) specifying the

settings for the data capture buffer, such as its size and the type of memory it uses. The cap-

ture buffer size determines the length of time in clock cycles for which data are captured.

The software component of the SignalTap II Logic Analyzer communicates with the hard-

ware component through a JTAG connection. JTAG is a standard interface for hardware

testing that is often used for debugging and programming hardware components. Once the

hardware is running and data signals are captured, they are displayed through the software

component.

In order to use the SignalTap II Logic Analyzer effectively, a few iterations of reconfigu-

ration may be necessary to identify the trigger conditions that expose the issue.

Recording Results

For each correctly functioning component, various results are produced, reflecting its re-

source utilization and frequency performance. These results are dependent on numerous

factors. Any change in any of these factors produces a new set of results. These factors can

be categorized into three distinct classes:

Tool configurations: these include the target FPGA device, version of the compiler, settings

for the compiler, and version of component generation tools.

Implementation parameters: these include all the compile-time parameters of the imple-

mentation, such as block sizes and the number of multiply-add units. A full listing of

150



Chapter 5. Implementation and Results

implementation parameters is presented in Section 5.2.1.

Design revisions: the VHDL implementation of a component changes over time, either to

correct issues, or to implement additional features. Each change in the implementa-

tion produces a new set of results. Furthermore, any change in an instantiated com-

ponent at a lower level in the design hierarchy also produces a new set of results for

the higher-level components in which the lower-level component is contained. There-

fore, upon making any change to any component implementation, a new, recoverable,

identifiable revision of the component is created using a version control system.

In order to manage the results, and associate them with the factors that produced them,

an SQL database schema has been devised. The database records all the factors of the three

categories listed above along with their results. A consequence of this approach that is of

particular interest is reproducibility. By recording all the factors leading to a given set of

results, that set of results can be reproduced at any later time. Another benefit is the struc-

tured access and querying capabilities provided by a database system. The SQLite database

engine [46] is used to implement the results database. SQLite is an open-source software

library that implements a self-contained, serverless, zero-configuration, transactional SQL

database engine. VHDL source code revisions are managed using Mercurial [64], an open-

source, distributed source control management tool. A source control management tool

makes it easy to maintain multiple, alternative implementations for any component.

Automation

Verifying and evaluating a component after every change, and verifying and evaluating any

higher-level components that use it involves repetitive work. Specifically, all the workflow

stages shown in Figure 5.1 must be performed each time. In practice, there are additional

steps that are not shown in the figure, such as setting up a Quartus II project for each com-

ponent, and configuring the compiler. In order to ensure that the workflow is followed ac-

curately, and to facilitate the full evaluation of every change without concern for the setup

overhead, the entire workflow is automated using the GNU Make build system [74].
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The Make program gains its knowledge of how to produce a given outcome from a

Makefile. The Makefile lists the desired outcomes, called targets, and the steps required to

produce each outcome. Also, target dependencies, or prerequisites, can be encoded in the

Makefile, to ensure that individual steps are performed in the correct order. To implement

the development workflow, numerous targets are created in a comprehensive Makefile. The

Makefile includes targets for setting up Quartus II projects, copying the required VHDL

files, including subcomponents, for a given component, configuring the compiler, setting

the implementation parameters, running the various compiler modules, running functional

simulations, and committing the results to the database. The Makefile recognizes the im-

plementation parameters as options, and passes them to the compilation and simulation

tools.

Additional scripts were developed to aid the Makefile. A TCL script uses the TCL script-

ing interface of the Quartus II software to access the generated reports and retrieve the re-

sults. A python script is used to create and manage the SQLite database and perform intel-

ligent insertion, querying, and merging of database files. Queried data are presented in an

HTML/JavaScript table that supports interactive, multi-column sorting.

5.2 Implementation Details

To evaluate the design described in Chapter 4, it was implemented for the DE4 development

board target platform. Targeting a specific platform involves two types of customizations:

• Customizations for the target board: the target board and its components dictate the

configuration of off-chip resources, such as external memory. In particular, the width

of the data and address buses between the SDRAM controller and the SDRAM mem-

ory module is limited by the amount of installed memory on the target board. As

explained in Section 4.2.1, the width of the external memory data bus, along with the

configuration of the SDRAM controller, determine the width of the addressable unit of

the system, the word, which in turn affects the width of the datapath throughout the
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system, as discussed in Section 4.1.3.

• Customizations for the target FPGA device: because of differences in their software

toolchains, internal architectures, and routing capabilities, different FPGA devices re-

sult in different resource usages and performance metrics for the same design. More-

over, different devices have different embedded components, which may help im-

prove the resource usage and the performance of an implementation that exploits

these components. Also, a complex operation may be pipelined in different ways, pro-

ducing different results for a given FPGA device. An implementation is customized

for a specific FPGA device by considering these factors.

Compared to FPGA device customizations, board customizations are generally more

critical, but easier to implement. For instance, using the wrong widths for the external

memory data or address buses may result in a misbehaving implementation. Accommodat-

ing changes in these board-specific properties is achievable by developing parameterizable

implementations. For the data bus width, given the concrete relationships between the var-

ious widths of the system datapath, a single data width parameter is sufficient to adapt the

implementation to the external memory configuration of the target platform. The amount

of installed external memory determines the width of the external memory address bus,

and constrains the matrix dimensions. Hence, the implementation can adapt to changes in

the amount of available external memory by providing a parameter for specifying the de-

sired width for external memory addresses, and by verifying that there is enough external

memory to accommodate the specified matrix dimensions.

FPGA device customizations, on the other hand, can be considered optimizations: the

implementation will work correctly without them, but the results will be suboptimal. The

implementation of the system is optimized for the target FPGA device in two ways:

• Careful use of embedded components: there are two types of embedded components

on Stratix IV devices that are relevant to this system: embedded memory blocks, and

embedded multipliers. Embedded memory is used to implement block memory only.
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The implementation follows the VHDL idioms suggested by Altera for implementing

the memory so as to allow the software toolchain to recognize it and use embedded

memory blocks to implement it [15, chapter 13]. Considering that embedded multi-

pliers are essential for an efficient floating-point multiplier implementation, and that

they are relatively scarce, special care is taken to avoid consuming them for purposes

other than the floating-point multiplication.

• Pipelining of complex operations: complex operations, such as the generation of ex-

ternal memory addresses during the transfer of a matrix block, are implemented as a

sequence of simpler operations, as explained in Section 4.4.3. The entire operation can

be pipelined differently by grouping the simpler underlying operations differently. In

such cases, multiple implementations are produced and compared to determine the

optimal grouping.

The remainder of this section lists the compile-time parameters of the implementation,

and describes the major implementation details of system components that are optimized

or otherwise configured for the target platform.

5.2.1 Implementation Parameters

In this implementation, only the outer product compute schedule is implemented, in or-

der to reduce the total number of transfers throughout the computation, as explained in

Section 3.3.1. The implementation accepts the following compile-time parameters:

Transfer schedule: the implementation recognizes and fully implements the inner product

and outer product transfer schedules. The inner product schedule implementation

reuses rows of blocks of matrix A. The outer product schedule implementation reuses

rows of blocks of matrix B.

Element width, we: the width of a single matrix element, or the floating-point precision.

The implementation accepts any width, as long as it is supported by the multiply-add
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units. The standard values are 32 for single-precision floating-point numbers, and 64

for double-precision floating-point numbers.

Word width, ww: the width of the addressable unit in both external and on-chip memory.

The word width must be an integer multiple of the element width, we, and is deter-

mined by the data bus width of external memory and by the DDR2 controller config-

uration, as explained in Section 4.2.1.

Number of multiply-add units, p: determines the degree of parallelism. The number of

multiply-add units must be a power of two in order to support the efficient localization

of block memory relative to the multiply-add units, as explained in Section 4.3.3.

External memory address width: determines the width of external memory addresses that

are generated by the transfer controller. This width must be consistent with the width

of the addresses accepted by the DDR2 controller, and must satisfy the lower bound in

Equation (4.3). Also, the address width must be enough to address all of the installed

external memory to avoid ambiguity.

Block memory address width: determines the width of on-chip block memory addresses

that are generated by both the transfer controller and the compute controller. The

optimal value for this parameter is obtained by the equality in Equation (4.4). Larger

values result in generated addresses that are wider than the required address space,

although the additional bits are likely to be dropped by the synthesis tools because

they never change.

Burst size and burst size width: the DDR2 controller accepts the burst size as a run-time

input along with each burst request. For maximum efficiency, the implementation

always uses burst access. The burst size parameter determines the burst size of each

burst request. The only exception is when there are fewer contiguous addresses in

the next request than the burst size, in which case the implementation automatically

sets the burst size to the number of the remaining contiguous addresses. The burst
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size width parameter determines the width of the burst size signal as accepted by the

DDR2 controller. The maximum width is ten bits.

Block dimensions, m, `, and n: determine the sizes of the matrix blocks, where blocks of

matrix A are of size m× `, blocks of matrix B are of size `× n, and blocks of matrix

C are of size m× n. As a result of implementing the outer product compute schedule,

m and n must be integer multiples of the number of elements per word, ww/we, as

explained in Section 4.4.3. The block dimensions along with the element width deter-

mine the required size of on-chip memory.

Matrix dimensions, M, L, and N: determine the sizes of the matrices, where matrix A is of

size M × L, matrix B is of size L × N, and matrix C is of size M × N. Each matrix

dimension must be an integer multiple of the corresponding block dimension.

Multiplier vendor and adder vendor: specify the vendor of the floating-point multiplier

component and the vendor of the floating-point adder component. These parameters

are used by the VHDL code for the multiply-add units to instantiate the appropriate

multiplier and adder implementations.

Multiplier pipeline depth and adder pipeline depth: specify the depths of the floating-point

multiplier pipeline and the floating-point adder pipeline. These parameters are used

by the compute controller to determine the appropriate timing for its state transitions.

They are also used by the multiply-add units to instantiate the appropriate multiplier

and adder implementations, if applicable; some vendors provide arithmetic units that

support different pipeline depths.

The constraints on the parameters above are enforced by means of VHDL assertions through-

out the implementation.

5.2.2 DDR2 Controller

The DE4 board supports DDR2 SDRAM memory. As such, a DDR2 controller is used to

implement the SDRAM controller shown in Figure 4.1. The DDR2 controller provides the
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on-chip interface for accessing the external DDR2 memory. The implementation relies on the

target platform’s support for accessing external memory. The DE4 board supports a maxi-

mum capacity of 8 GB with a 64-bit data bus [25]. The board supports the DDR2 controller

solution provided by Altera for the Stratix IV family of FPGA devices.

Altera provides a proprietary component that implements the DDR2 controller. An im-

plementation of Altera’s DDR2 controller can be generated using the MegaWizard tool of the

Quartus II software. The controller uses hardened read and write data paths to ensure that

it meets the timing constraints of DDR2 memory and the overall system [17]. The controller

implementation comprises the following two components:

Physical layer interface (PHY), which handles the timing on the datapath. Altera provides

two PHY implementations: ALTMEMPHY, and the newer UniPHY, each supported

for specific FPGA devices and controller configurations. To use DDR2 memory on

Stratix IV, a UniPHY-based controller must be used.

Memory controller block, which implements all the memory commands and addresses.

The DDR2 controller is generated based on numerous configuration parameters that

characterize the controller, the board, the memory chip, and the desired memory timings.

The remainder of this section lists some of these parameters and the values used for each

parameter to generate a working DDR2 controller for the DE4 board. The parameters are

categorized according to their scope.

PHY Parameters

The parameters that are used to configure the physical layer of the DDR2 controller include:

Memory clock frequency, 400 MHz: the frequency of the clock that drives the memory de-

vice.

PLL reference clock frequency, 50 MHz: the frequency of the input clock that feeds the PLL

(phase-locked loop). A PLL is a component that is used to generate clock signals of

higher frequencies from lower frequency clock signals. The PLL generates the memory

157



Chapter 5. Implementation and Results

clock frequency from this reference clock. This clock is obtained from the 50-MHz on-

board oscillator.

Rate on local interface, Half: determines the width of the data bus on the local interface.

Possible values are Full, Half, and Quarter. With DDR2 memory, the data transfer

rate is double the interface clock frequency. Hence, Full results in twice the width

of the memory data width. Half results in four times the width of the memory data

width. Quarter results eight times the width of the memory data width. Because the

memory data bus has a width of 64 bits, a value of Half for this parameter results in a

local data width of 256 bits. This parameter also determines the local clock frequency,

which is the actual frequency the PLL generates to drive the local interface for the

memory controller. The parameter values listed above result in a local clock frequency

of 200 MHz.

Memory Parameters

Memory parameters configure the generated controller to correctly work with the DDR2

memory chip, based on the memory data sheet provided by the memory manufacturer.

These parameters include:

Memory format, Unbuffered DIMM: The format of the memory device. Possible values are

Discrete, for a standalone memory device, Unbuffered DIMM, and Registered DIMM.

The DE4 board provides DIMM slots for DDR2 memory.

Memory device speed grade, 400 MHz: the maximum frequency at which the memory de-

vice can run.

Total interface width, 64: the total number of DQ (data) pins for the external memory in-

terface. For DDR2 SDRAM, the maximum value for this parameter is 144 bits. The

maximum local interface width is 1024 bits. The width of the local interface, as dic-

tated by this parameter and the rate on local interface parameter, must not exceed 1024.
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For instance, a value of 144 for this parameter and a local interface rate value of Quarter

result in 1152 bits, which would be invalid.

Number of slots, 1: the number of DIMM slots.

Number of clocks, 2: the width of the clock bus on the memory device.

Row address width, 14: the width of the row address on the memory device.

Column address width, 10: the width of the column address on the memory device.

Bank-address width, 3: the width of the bank address bus on the memory device.

Memory Timing

Memory timing parameters must correspond to the timing of the memory chip, and can

be obtained from the memory data sheet provided by the memory manufacturer. These

parameters reflect the low-level timing of the various signals that make up the memory

commands. For DDR2 memory, there are 23 timing parameters.

Board Parameters

Board parameters are used to model the board-level effects in the timing analysis. They

include settings that reflect the intersymbol interference behavior of the board. Intersymbol

interference is the distortion of a signal in which one symbol interferes with subsequent

symbols. Board parameters also include parameters that describe board skews. PCB traces

can have skews between them that can reduce timing margins. Setting these parameters to

appropriate values compensates for these variations.

Controller Parameters

Controller parameters configure the memory controller block component of Altera’s DDR2

controller. Some of these parameters are:
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Maximum burst length, 1024: specifies the maximum burst length on the local interface.

This parameter corresponds to the burst size width parameter of the system implemen-

tation, which is described in Section 5.2.1.

Enable local byte-enable signal, off: when turned on, the controller adds the byte-enable

signal for the local interface to control the data mask pins of the memory interface.

Enable self-refresh controls, off: enables the self-refresh signals on the local interface of

the controller. These controls allow the logic at the local interface to control when the

memory is placed into self-refresh mode.

Local-to-memory address mapping, Chip-Row-Bank-Col: allows for controlling the map-

ping between the address bits on the local interface and the chip, row, bank, and col-

umn bits on the memory. Possible values are Chip-Row-Bank-Col, Chip-Bank-Row-

Col, and Row-Chip-Bank-Col. Chip-Row-Bank-Col improves efficiency with sequen-

tial access. Chip-Bank-Row-Col improves efficiency with random access. Row-Chip-

Bank-Col improves efficiency with multiple chips and sequential traffic.

5.2.3 Transfer Controller

The transfer controller is implemented according to the design specifications described in

Section 4.4. In this design, the generation of external memory addresses involves a sequence

of integer arithmetic operations, as illustrated in Figure 4.7. Due to its relative complex-

ity, performing the entire sequence of operations in a single clock cycle is likely to form a

system-wide critical path, thus limiting the system’s frequency performance. In fact, on a

Stratix III FPGA device, a non-pipelined implementation was found to run at a maximum

frequency well below 200 MHz [59]. In contrast, a single pipelined floating-point multiply-

add unit can operate at 470 MHz on the same device.

Generating external memory addresses can be pipelined in several ways, each corre-

sponding to a different grouping of the address generation steps. Figure 5.2 shows four

possible groupings, labeled Versions 1, 2, 3, and 4. Versions 1, 2, and 3 implement a three-
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Figure 5.2: External memory address generation pipeline

stage pipeline. Version 4 implements a four-stage pipeline.

In Version 1, the first stage computes the next values of all indices. The second stage

combines the block and element indices along each matrix dimension, and multiplies the

index along the secondary dimension, v, by the size of the major matrix dimension, U. The

third stage adds the product, v ·U, to the combined index along the major matrix dimen-

sion, u, to generate the offset of the next element from the beginning of the matrix. It also

adds that offset to the base address of the matrix, to generate the absolute address, labeled

“address” in Figure 5.2. Version 2 improves over Version 1 by splitting a three-term addition

in one cycle into two separate additions that are performed in successive cycles. Version 3

combines the block and element indices during the same stage in which they are generated.

Given these three versions, Version 3 was experimentally found to result in the highest

maximum operating frequency for the transfer controller. This finding can be explained

by observing that the steps towards the end of the pipeline operate on larger numbers,

with more bits. Arithmetic operators of wider inputs and outputs are slower. Therefore,

combining the earlier steps into the same stages while performing the later steps in their

own stages balances the work across the pipeline stages.

As the system is scaled up, larger block sizes and matrix sizes are used. In this case, the

indices may become wide enough that performing the first two steps in one cycle is likely

to become a performance bottleneck. Therefore, Version 4 of the pipeline splits the first two
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steps into their own cycles, which results in a four-stage pipeline. Version 4 was never found

to limit the system performance.

To speed up the generation of the next values for the element indices in step 1, the next

values are precomputed. In addition to the registers holding the current value of each index,

another register always holds the successive value, regardless of when it is needed. With-

out precomputation, the indices must be incremented, compared to their upper limits, then

assigned one of two values. These operations require an adder, followed by a comparator,

followed by a multiplexer, creating a potential critical path. The precomputed values reduce

the required logic during this stage to a comparator and a multiplexer, removing the adder

from the path. The adder is moved to a parallel path, and its output is registered as the

successive value. The successive value register is an input to the comparator.

5.2.4 Matrix Multiply Tester

The matrix multiplication computation is performed by the “matrix multiply” component

in Figure 4.1. In order to test this component in simulation, its testbench simulates a simple

SDRAM controller by partially implementing the local interface of the SDRAM controller

described in Section 4.2. In particular, the testbench does not implement burst access mode,

and it uses a long, fixed read latency. Each time a simulation is performed, random test data

are generated by the build system. Custom software written in the C programming lan-

guage generates random numbers for the A and B matrices, and utilizes the build machine’s

native floating-point support to compute the corresponding C matrix as their product. Spe-

cial care is taken to avoid using floating-point numbers that result in special values in the

IEEE standard, such as NaN (not a number).

This approach tests the implementation by exposing it to a wide range of floating-point

numbers. It does, however, requires considerable memory capacity on the build machine.

The simulator must allocate enough memory to store the data for all three matrices. The

largest square, power-of-two matrix size that can be simulated is 256× 256 (M = L = N =

256). Larger dimensions cause the 32-bit ModelSim software to terminate because the ad-
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dress space is not sufficient in size.

For the target hardware, there is not enough memory within the FPGA chip to store

such large matrices. To have the convenience of an integrated self-testing implementation,

loading data to external memory must be performed at run-time. Therefore, a custom matrix

data generator was developed in order to verify correct operation of the system in hardware.

It generates repeating bit patterns for floating-point numbers in each matrix that satisfy the

following requirements:

• The patterns must be short, to avoid consuming excessive on-chip memory. Constant

values embedded in the design are implemented as on-chip ROM blocks. The pattern

of each matrix is repeated until the entire matrix is generated.

• The patterns must be unique for each matrix, to minimize the chances of coincidental

correct results.

• The patterns must be simple, to make the system easy to debug on hardware if a prob-

lem is encountered.

• The patterns must not result in symmetric matrices, to ensure that the matrices are

stored and accessed according to the correct layout based on the selected compute

schedule.

• The patterns must not result in any consecutive, equal elements. Any two adjacent

elements along the major dimension of the matrix must be different.

For a system implementation that uses the outer product compute schedule, the pattern

that is used for matrix A is alternating rows of values 1 and 2, whereas the pattern that is

used for matrix B is alternating columns of values 2 and 1. Figure 5.3 shows an example of

the generated matrices when the outer product compute schedule is selected, and when all

the matrix dimensions are equal to four. The patterns for matrices A and B are fixed. They

are repeated as needed to fill the entire matrix based on the set matrix dimensions, M, L,

and N.
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2 2 2 2

1 1 1 1

2 2 2 2


(a) Matrix A


2 1 2 1

2 1 2 1

2 1 2 1

2 1 2 1


(b) Matrix B


8 4 8 4

16 8 16 8

8 4 8 4

16 8 16 8


(c) Matrix C

Figure 5.3: Example generated test matrices on hardware for the outer product compute
schedule. M = L = N = 4

The pattern for matrix C depends on L, which is the number of columns in matrix A and

rows in matrix B. L determines how many products are accumulated to obtain an element

of matrix C. All the accumulated products are equal for a given element of matrix C. As

a result of using the specified patterns for matrices A and B, there are only three distinct

product values 1, 2, and 4. Consequently, there are only three distinct values in matrix C, as

shown in Figure 5.3(c). The pattern is generated in the IEEE floating-point format in order

to minimize the generation overhead. For instance, when using double-precision floating-

point numbers, the three most significant hexadecimal digits of the three values are given

by:

c1 = 40216 + log2(L/8) (5.1)

c2 = 40216 + log2(L/4) (5.2)

c3 = 40216 + log2(L/2) (5.3)

Because these are integer values, the remaining 13 hexadecimal digits in their IEEE floating-

164



Chapter 5. Implementation and Results

point representations are zeros. When L = 4:

c1 = 40216 + log2(0.5) = 40116 (5.4)

c2 = 40216 + log2(1) = 40216 (5.5)

c3 = 40216 + log2(2) = 40316 (5.6)

Appending the 13 least significant hexadecimal zeros yields the decimal values: 4, 8, and 16,

which are the three values that constitute matrix C in Figure 5.3.

In addition to generating the test data, verifying the implementation in hardware re-

quires logic for writing the test data to external memory, starting the computation, and

checking the contents of matrix C on external memory after the computation is completed.

These functions are implemented in a “matrix multiply driver” component. Figure 5.4

shows the component’s state machine. Upon resetting the system, it calibrates the exter-

nal memory. Then, it enters the IDLE state, in which it waits for the start signal. Once

the start signal is received, the driver proceeds to generate and write matrix A to external

memory, followed by matrix B. It also initializes matrix C in the external memory to all

zeros. Then, the matrix multiplication is invoked. Upon detecting the completion of the ma-

trix multiplication computation, the contents of matrix C in external memory are checked

against the expected result.

The “matrix multiply driver” is instantiated in a top-level component, the matrix multiply

tester. The “matrix multiply tester” also instantiates the “matrix multiply” component and

the DDR2 controller. It is designed to allow self-contained testing of the system in hardware,

and thus it exports a few inputs and outputs so that they can be mapped to input/output de-

vices on the DE4 board. For example, the start signal of the “matrix multiply driver” can be

connected to a push button on the DE4 board. The busy signal of the “matrix multiply” com-

ponent can be connected to an LED. Also, two more LEDs can indicate either success or fail-

ure when the “matrix multiply driver” compares the computed matrix C elements against
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INIT IDLE GEN A GEN B

GEN CWMMCHK C

Figure 5.4: Matrix multiply driver state machine. GEN A: GENERATE A. GEN B: GENERATE B.
GEN C: GENERATE C. WMM: WAIT MATRIX MULTIPLY. CHK C: CHECK C

the patterns for the contents of a correct matrix C. The “matrix multiply tester” could also

be incorporated into other higher-level components with other input/output connections,

but the DDR2-related connections must still map directly to relevant pins.

5.3 Results

As demonstrated in the design space discussion in Chapter 3, parallel matrix multiplication

can be realized through different design variations, based on such attributes as the transfer

schedule, the compute schedule, the dimension(s) of parallelism, and the blocking strategy.

The design and implementation presented in Chapters 4 and 5 can be configured to produce

some of the possible variations. Section 5.2.1 outlined the implementation parameters that

provide the necessary flexibility. The parameters with the most significant impact on the be-

havior and performance of the implementation are the transfer schedule, the block dimen-

sions, and the number of multiply-add units (the degree of parallelism). These parameters

are also the ones that can be freely configured. The remaining parameters are either dictated

by the application or the target platform. The application determines the element width

(floating-point precision) and the matrix dimensions. The target platform determines the
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Table 5.1: Fixed parameters and their values

Parameter Value

Compute schedule Outer product

Element width, we 64 bits (double-precision)

Word width, ww 256 bits (4 elements per transfer)

External memory address width 25 bits

Burst size 1

Floating-point multiplier 11-stage Altera IP

Floating-point adder 14-stage Altera IP

word width, the address widths, the burst size, and the floating-point operator parameters.

Table 5.1 shows the parameters that are fixed throughout all experiments discussed in

this section, along with their values. The remaining parameters are used as variables to ex-

plore the system’s behavior in response to their changes. In addition to the transfer sched-

ule, the block dimensions, and the number of multiply-add units, the variable parameters

include matrix dimensions. Matrix dimensions are used as a variable to explore the impact

of the input size. As explained in Section 3.3.2, the outer product compute schedule imposes

the least restrictive constraints on the depth of the arithmetic pipeline. It is therefore the only

supported compute schedule in the implementation.

The external memory address width is set to match the required address width on the

target platform. With 1 GB of DDR2 RAM installed on the DE4 board, 25 bits are required for

external memory addresses. A burst size of one is used for compatibility with the simulation

testbench. Simulations are not affected by the burst size. Altera IP is used for implementing

the floating-point multipliers and adders. Altera’s floating-point multipliers can be config-

ured to use pipeline depths of 5, 6, 10, or 11 stages, whereas their floating-point adders can

use pipeline depths ranging from 7 to 14 stages. Deeper pipelines allow for higher operating

frequencies, but consume relatively more logic resources, and increase the initial latency of

the arithmetic pipelines. The depth of the multiplier pipeline, however, does not affect the

required number of embedded multipliers to implement the floating-point multiplier. The
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floating-point operators are configured to use deep pipelines to avoid limiting the operat-

ing frequency. Relative to the resource utilization of the entire system, the increase in logic

utilization due to using deeper pipelines is small. The increase in the initial latency of the

arithmetic pipelines has a limited impact in most cases, but is explored further later in this

section.

Only double-precision floating-point operators are evaluated, in order to explore the

limits of the platform. Single-precision operators consume approximately half the logic re-

sources required for double-precision operators, and less than half the embedded multipli-

ers. A double-precision multiplier uses 10 embedded multipliers, whereas a single-precision

multiplier uses only 4 embedded multipliers. Double-precision floating-point arithmetic is

significantly more demanding. For instance, GPU support for double-precision has only

recently been provided, and is limited to approximately 1/12 of the single-precision per-

formance on consumer GPUs. High-performance double-precision support is provided

in high-end GPGPU products only, and can achieve up to half the performance of single-

precision on such products [86]. Given the flexibility provided by FPGAs, the feasibility of

double-precision floating-point is determined only by the capacity of the target device. Us-

ing double-precision operators may reduce the operating frequency of the design due to the

additional design complexity. For instance, on the target Stratix IV device, Altera’s single-

precision floating-point operators result in multiply-add units that can run at up to 490 MHz,

whereas the double-precision operators result in multiply-add units that can run at up to

390 MHz — a 20% reduction. The impact of using single-precision versus double-precision

operators in a larger system varies with the system size. For instance, with 16 multiply-

add units, using double-precision operators reduces the maximum operating frequency of

the proposed matrix multiplication implementation by approximately 10%, compared to

single-precision. At 64 multiply-add units, using double-precision operators reduces the

maximum operating frequency of the complete system by 27%.

The transfer schedule, the block dimensions, and the number of multiply-add units are

used to characterize different implementation configurations. Considering all combinations
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of these three parameters creates a large space of possible configurations. In the interest

of keeping this discussion manageable, three generic configurations are considered. These

three configurations are identified by their transfer schedule, and the shape of their blocks.

They are:

Outer product, square blocks: uses the outer product transfer schedule, and square blocks

of equal size for all three matrices (m = ` = n).

Inner product, square blocks: uses the inner product transfer schedule, and square blocks

of equal size for all three matrices (m = ` = n).

Inner product, m = n, ` = 1: uses the inner product transfer schedule, and block sizes that

minimize the total number of element transfers for this transfer schedule, as explained

in Section 3.5.2 (m = n, ` = 1).

The number of multiply-add units is always set to n/4. Equivalently, it is equal to the num-

ber of words in a row of the C block, given that the word width is fixed at 256 bits, and

the element width is fixed at 64 bits. The rationale behind this approach is twofold. First,

limiting the degree of parallelism to the size of one dimension is a consequence of exploiting

a single dimension of parallelism. Exploiting additional dimensions of parallelism requires

more complex connectivity between block memory and multiply-add units, which degrades

the scalability of the design, and limits its frequency. Second, tying the number of multiply-

add units to the block dimensions reduces the number of variables, and in turn the number

of considered configurations. The division by four is an artifact of the current implementa-

tion, and can be avoided. It, however, reflects the fact that a limited number of multiply-add

units can be accommodated, relative to the amount of available on-chip memory.

The three configurations described above are chosen for two reasons. First, the first two

configurations allow for comparing the outer product and the inner product transfer sched-

ules with otherwise identical configurations. Second, the second and third configurations

allow for demonstrating the effect of using block dimensions that minimize the total number

of element transfers, compared to block dimensions that maximize the number of arithmetic
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Table 5.2: Quartus II settings that differ from the default values

Setting Value

Fitter effort Standard Fit

Physical synthesis effort level Extra

Perform physical synthesis for combinational logic On

Perform register retiming On

Perform register duplication On

Perform automatic asynchronous signal pipelining On

Placement effort multiplier 4.0

Router effort multiplier 4.0

Restructure multiplexers On

Router Timing Optimization Level Maximum

Logic cell insertion - Logic duplication On

operations per block multiplication (see Sections 3.5.1 and 3.5.2).

The three configurations are evaluated in terms of three main metrics: FPGA resource

utilization, the time required for the compute and transfer phases, and the overall perfor-

mance. Results are obtained by compiling the design using the the workflow described

in Section 5.1.3. Altera Quartus II version 12.1 [19] is used to compile the design for the

Stratix IV EP4SGX530C2 FPGA target device. Quartus II is configured as to optimize the

design for performance. Table 5.2 shows the used Quartus II settings that are changed from

their default values. “Standard Fit” is the highest fitter effort setting. It maximizes the op-

erating frequency for the design regardless of the timing requirements, but uses maximum

compilation time for the design compared to the alternative values for this setting. In order

to obtain the maximum operating frequency, these results are obtained by compiling the sys-

tem without the DDR2 controller. Referring to the system architecture shown in Figure 4.1,

the results are obtained by compiling the “matrix multiply” component. The DDR2 con-

troller limits the operating frequency of the “matrix multiply” component to 200 MHz. The

complete design, including the DDR2 controller, has been verified on hardware for square
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Figure 5.5: Utilization of logic resources vs. number of multiply-add units

block sizes up to 128× 128, and with 32 multiply-add units.

5.3.1 Resource Utilization

Figure 5.5 shows the utilization of reconfigurable logic resources as the number of multiply-

add units increases. The unit of measuring the utilization of logic resources is the number

of ALUT/register pairs. A pair is considered used whether only the ALUT is used, only the

register is used, or both are used. According to Altera, this metric of logic utilization is a

better representation of how full a device is, compared to the register utilization percentage

or the combinational logic utilization percentage [22]. Logic utilization does not include the

utilization of on-chip memory, nor embedded multipliers.

Figure 5.5 supports two observations. First, the three configurations use the same amount

of reconfigurable logic resources for a given number of multiply-add units. Changing from

one configuration to another does not affect the utilization of the device. Second, the re-

source utilization scales linearly as the number of multiply-add units increases. In these

experiments, the number of multiply-add units is tied to the block dimensions, which in
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Figure 5.6: Size of on-chip memory vs. largest block dimension

turn determine the size of used on-chip memory. Thus, as the number of multiply-add units

increases, the block dimensions and the size of used on-chip memory also increase, along

with any required support resources. This figure, however, does not reflect on-chip mem-

ory usage. The linear scalability indicates that the design scales well in terms of its resource

utilization, and that the required logic resources for a given degree of parallelism and the

corresponding block dimensions are predictable. Using 64 multiply-add units consumes

approximately 50% of the available logic resources on the target device. The utilization of

embedded multipliers scales similarly for all three configurations.

Figure 5.6 shows the size of used on-chip memory, in bits and as a percentage of avail-

able capacity, as the block sizes increase. For a value, n, along the horizontal axis, the block

dimensions for the first two configurations are all equal to n (m = ` = n) resulting in square,

equal blocks. For the third configuration, however, the ` block dimension is equal to one,

and the remaining two dimensions are equal to n (m = n, ` = 1). The first two configura-

tions, where square blocks are used, consume the same amount of on-chip memory for a

given value of n. For the considered block dimensions, the third configuration consistently
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uses approximately 30% of the on-chip memory that the first two configurations use. For

instance, when n = 256, the first two configurations use approximately 60% of the avail-

able on-chip memory in the target device, whereas the third configuration uses 20%. More

generally, the ratio converges to one third:

lim
n→∞

S(`=1)

S(square)
= lim

n→∞

2n + n2

3n2 =
1
3

(5.7)

The dashed lines show the expected analytical on-chip memory usage for the three configu-

rations, which correspond to S(square) and S(`=1) in Equation (5.7). The fact that the analytical

values match the experimental values indicate that no excess on-chip memory is consumed.

The trend of the curves indicate that n = 256 is the largest value that would fit in the target

device when using square blocks.

Figure 5.6 also shows that square blocks with n = 32 consume approximately the same

amount of on-chip memory as does the non-square blocks (` = 1) when n = 64. In other

words, for the same amount of on-chip memory, the largest block dimensions that the first

two configurations can use are m = ` = n = 32, whereas the third configuration can use the

dimensions m = n = 64 and ` = 1. This observation will be the basis for a comparison that

is described in Sections 5.3.2 and 5.3.3.

Figures 5.7 to 5.14 show logic placement and utilization, and routing resource utilization

for various configurations of the system on the Stratix IV EP4SGX530C2 FPGA device. The

figures are generated using the Quartus II Chip Planner, which is a design floorplan analysis

tool [16, chapter 15]. Three system sizes are considered, in order to demonstrate the effect of

the system size on placement and utilization. The small version uses 16 multiply-add units,

and is used with the third generic configuration: an inner product transfer schedule with

the block dimensions m = n = 64 and ` = 1. The medium version uses 32 multiply-add

units, and implements the first generic configuration: an outer product transfer schedule

with square blocks of size 128× 128. The large version uses 64 multiply-add units, and uses

the second generic configuration: an inner product transfer schedule with square blocks of

size 256× 256. For each size, two figures are presented. The first figure shows the logic block
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utilization and placement, whereas the second figure shows the routing resource utilization

resulting from compiling the design for the target device.

With the exception of the last two figures (Figures 5.13 and 5.14), these figures are ob-

tained by compiling the “matrix multiply” component of the system (see Figure 4.1), which

is also used to obtain all the other results in this chapter. The “matrix multiply” component,

however, does not include an SDRAM controller. Instead, the external memory interface

and user interface (the start and busy signals and the start address of each matrix in ex-

ternal memory, as described in Section 4.4.2) are exported through I/O pins. A complete

version of the system that includes an SDRAM controller exports fewer I/O pins, and there-

fore is expected to exhibit different placement patterns. To demonstrate the difference, the

utilization and placement of the “matrix multiply tester” are shown in Figures 5.13 and 5.14.

As described in Section 5.2.4, the “matrix multiply tester” is the full system that is used for

testing on hardware, and includes a DDR2 SDRAM controller as well as additional testing

logic.

Figure 5.7 shows the logic block utilization and placement of the “matrix multiply” com-

ponent using 16 multiply-add units and the block dimensions m = n = 64 and ` = 1. Each

small rectangle represents a logic block. The vertical lines from the top to the bottom of the

chip represent specialized resources, such as on-chip memory and embedded multipliers.

Darker areas indicate higher utilization of the resources they represent. The light color of

the upper half and the sides of the chip indicates that these areas are not utilized. The logic

utilization corresponds to 12% of the available logic resources on the device.

The small cluster of logic blocks near the top edge of the device is the “matrix transfer

controller,” which is described in Section 4.4.2. Its placement is a result of the large number

of I/O pins that are connected to it. It is connected to pins along the top and side edges of

the chip.

Figure 5.8 shows the utilization of routing resources for the small “matrix multiply”

component of the system. The utilization is indicated by a range of colors, ranging from dark

blue to red. Dark blue areas indicate unused routing resources, whereas red areas indicate
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Figure 5.7: Block utilization of the FPGA device for “matrix multiply”. Inner product trans-
fer schedule, m = n = 64, ` = 1, p = 16
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Figure 5.8: Routing utilization of the FPGA device for “matrix multiply”. Inner product
transfer schedule, m = n = 64, ` = 1, p = 16
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a utilization of 95%. Intermediate levels of utilization are represented in increasing order

by light blue, green, yellow, and red. The figure indicates that the highest concentration of

utilization is in the middle of the large cluster of used logic blocks, to connect the system

components to one another. The absence of the red color in the figure indicates that there

are no areas of high utilization of routing resources.

Figure 5.9 shows the logic block utilization and placement of the “matrix multiply” com-

ponent using 32 multiply-add units and square block dimensions of size 128× 128. This

configuration represents a medium system size. The shown logic utilization corresponds

to 25% of the available logic resources on the device. The figure shows that the system is

implemented using a large cluster of logic blocks in the middle of the chip. Similar to the

smaller configuration, the placement is affected by the large number of I/O pins, which re-

sults in the placement in the middle of the chip so I/O pins along all edges of the chip can

be utilized.

Figure 5.10 shows the utilization of routing resources for the medium version of the

system. Similar to the small version of the system, utilization of routing resources increases

in the middle of the logic block cluster. In particular, areas of higher concentration of logic

utilization exhibit higher utilization of routing resources as well.

Figure 5.11 shows the logic block utilization and placement of the large version of the

system, with 64 multiply-add units and square matrix blocks of size 256× 256. The used

resources are spread across the area of the entire device, with varying concentrations. The

shown logic utilization corresponds to 49% of the available logic resources on the device.

Figure 5.12 shows the utilization of routing resources for the large version of the system.

Unlike the smaller sizes of the system, areas of higher utilization of routing resources exhibit

lower concentrations of used logic resources, as is the case for the middle area of the top

half of the device. Logic resources are placed as to diffuse the concentration of used routing

resources. Reducing the logic utilization in areas of high utilization of routing resources

allows for an easier and less constrained routing.

Figures 5.13 and 5.14 show the logic block utilization and placement, and the utilization
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Figure 5.9: Block utilization of the FPGA device for “matrix multiply”. Outer product trans-
fer schedule, m = ` = n = 128, p = 32
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Figure 5.10: Routing utilization of the FPGA device for “matrix multiply”. Outer product
transfer schedule, m = ` = n = 128, p = 32
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Figure 5.11: Block utilization of the FPGA device for “matrix multiply”. Inner product trans-
fer schedule, m = ` = n = 256, p = 64
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Figure 5.12: Routing utilization of the FPGA device for “matrix multiply”. Inner product
transfer schedule, m = ` = n = 256, p = 64
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Figure 5.13: Block utilization of the FPGA device for “matrix multiply tester”. Inner product
transfer schedule, m = n = 64, ` = 1, p = 16
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of routing resources for a small “matrix multiply tester” with 16 multiply-add units and

blocks of the dimensions m = n = 64 and ` = 1. This is the same configuration used

to generate Figures 5.7 and 5.8. The difference is that Figures 5.7 and 5.8 are obtained by

analyzing the “matrix multiply” component, which does not include an SDRAM controller.

In contrast, Figures 5.13 and 5.14 are obtained by analyzing the “matrix multiply tester,”

which includes a DDR2 SDRAM controller and additional test logic.

Placement of logic resources for the “matrix multiply tester” forms a single cluster near

the bottom edge of the chip. The single cluster is due to the fewer I/O pins. The I/O pins

that are connected to the DDR2 memory module on the DE4 board are on the bottom edge

of the floorplan of the chip. The design is configured to explicitly use these pins in order

to use the on-board DDR2 memory. In contrast, no pin assignments are performed when

compiling the “matrix multiply” component, to give the tools the maximum flexibility for

placement.

5.3.2 Compute, Transfer, and Total Time

This section assesses the architecture more that it does the implementation. It presents the

potential performance, independent of the operating frequency. The actual overall perfor-

mance of the implementation depends on the operating frequency as well as the number

of cycles required to complete the computation, as is further discussed in the next section.

The number of cycles required to complete the computation is henceforth called the total

time. The actual overall performance can be improved by optimizing the implementation for

higher operating frequencies, or by reducing the total time. Optimizing the implementation

for higher frequencies is often a matter of additional pipelining of critical paths. Reducing

the total time, however, may require architectural or algorithmic changes. This section in-

vestigates the impact of the transfer schedule, the size of on-chip memory, and the degree

of parallelism on the total time. More specifically, the three configurations introduced in

Section 5.3 are compared in terms of their respective total times. Furthermore, the total time

is broken down into its two components: compute time and transfer time. Compute time
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Figure 5.14: Routing utilization of the FPGA device for “matrix multiply tester”. Inner
product transfer schedule, m = n = 64, ` = 1, p = 16
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is the total number of cycles spent in the compute phases, whereas transfer time is the total

number of cycles spent in the transfer phases throughout the computation.

The compute time and the transfer time are obtained by counting the cycles spent in the

compute and transfer phases, respectively. They are counted by the simulation testbench,

in order to keep the implementation intact. The simulated design is identical to the design

tested in hardware. The testbench identifies the current phase by observing the values of

the external signals, particularly the signals belonging to the external memory interface.

The total time is obtained by adding the measured compute and transfer times.

The total time, and its two components, are evaluated against two variables: matrix

size, and the size of on-chip memory. The matrix size represents the size of the input as

dictated by the application requiring the matrix multiplication computation. The size of on-

chip memory represents the amount of resources available for the system. It determines the

block dimensions for each configuration, which in turn determines the number of multiply-

add units, as explained in Section 5.3.

Matrix Size

Evaluating the total time against the matrix size demonstrates how the design in general,

and each configuration in particular, behave as the matrix size increases. Figures 5.15 to 5.17

show the compute time, the transfer time, and the corresponding total time for the three

configurations as the matrix size increases. In these figures, square matrices of equal size

are used, where the horizontal axis reflects the size of each of the three matrix dimensions.

The three configurations are parameterized as to consume comparable amounts of on-chip

memory, based on Figure 5.6. The number of multiply-add units is set to the maximum num-

ber supported by the resulting block dimensions. In particular, the first two configurations

use square blocks of size 32× 32, and 8 multiply-add units, whereas the third configuration

uses the block dimensions m = n = 64 and ` = 1, and 16 multiply-add units.

Figure 5.15 shows the compute time as the matrix size increases. The dashed lines

show the analytically derived expressions for the compute time, which are given by Equa-
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Figure 5.15: Compute time vs. matrix size. For square blocks, m = ` = n = 32, and p = 8.
For ` = 1, m = n = 64, and p = 16

tion (3.45). For this experiment, MLN = N3; p = 8 when square blocks are used, and p = 16

when ` = 1. The third configuration results in a shorter compute time, because it can ac-

commodate more parallelism, due to its larger n block dimension, which is afforded by the

small value of one for the ` dimension.

As the matrix size becomes much larger than the block size, the third configuration in-

curs increasing overhead, as reflected by the gap between the analytical and experimen-

tal curves in Figure 5.15. Because the blocks of matrices A and B are small (n elements

each), the third configuration switches between the compute and transfer phases more fre-

quently. More specifically, the number of block multiplications in the third configuration

is MLN/(m`n) = N3/n2. In contrast, the number of block multiplications in the first two

configurations is N3/n3. In the current implementation, each time the compute phase is

activated, the arithmetic pipeline latency, in effect, results in idle cycles, because no outputs

are produced while the pipeline is being filled. As the number of block multiplications in-

creases, this overhead becomes more significant. Nonetheless, the third configuration still
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Figure 5.16: Transfer time vs. matrix size. For square blocks, m = ` = n = 32, and p = 8.
For ` = 1, m = n = 64, and p = 16

results in significantly shorter compute time when the configurations under consideration

consume comparable amounts of on-chip memory.

Figure 5.16 shows the transfer time as the matrix size increases. The first observation is

that the transfer time is less than 25% of the compute time. Secondly, the figure confirms

the findings in Section 3.6. The inner product transfer schedule results in a shorter transfer

time compared to the outer product transfer schedule, with a difference approaching 50%

as the matrix size increases. Moreover, using the block dimensions m = n and ` = 1 for the

inner product transfer schedule further reduces the transfer time. The dashed lines show the

expected transfer times. Based on the total number of element transfers for square matrices

when using the outer and inner transfer schedules, given by Equations (3.33) and (3.34)
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respectively, the transfer times for square matrices using both schedules are given by:

T(outer)
trans =

3N3

wn
+

N2

w
(5.8)

T(inner)
trans =

2N3

wn
+

2N2

w
(5.9)

In this experiment, all configurations have w = ww/we = 4, but n = 32 for the first two

configurations, and n = 64 for the third configuration.

Similar to the compute time, as the matrix size becomes much larger than the block size,

the third configuration incurs additional transfer time overhead, as indicated by the gap

between the analytical and experimental curves in Figure 5.16. A similar explanation applies

to the transfer time. The third configuration enters the transfer phase more frequently, and

suffers the overhead of the initial read latency of external memory each time it enters the

transfer phase. For each block multiplication, the third configuration enters the transfer

phase once, as can be inferred from state machine of the matrix transfer controller when the

inner product transfer schedule is selected (Figure 4.3(b)).

Figure 5.17 shows the total time as the matrix size increases. The total time is obtained

by adding the compute time and the transfer time. Despite the relatively large difference

between the transfer times of the first two configurations, their total times are close. This

is because the transfer times are much shorter than the compute times, which are nearly

identical. Therefore, the transfer time has a limited impact on the total time. The compute

time is sensitive only to the degree of parallelism, whereas the transfer time is sensitive to

the transfer schedule and to the block dimensions. Overall, because the compute time is

dominant, the degree of parallelism is the main contributor to differences in the total time.

For each of the compute and transfer times, and in turn for the total time as well, larger

matrices emphasize the effect of the differences.
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Figure 5.17: Total time vs. matrix size. For square blocks, m = ` = n = 32, and p = 8. For
` = 1, m = n = 64, and p = 16

On-Chip Memory

Evaluating the total time against the size of on-chip memory demonstrates the scalability

of the design as more reconfigurable resources are utilized. The size of on-chip memory is

related to the block dimensions. For a given size of on-chip memory, each configuration

uses the largest block dimensions that fit in that amount of memory, while maintaining the

shapes of the blocks for that configuration. Moreover, the number of multiply-add units is

set to the highest value that is supported by each set of block dimensions. In general, block

dimensions for the first two configurations correspond to square, equal blocks (m = ` = n).

For the third configuration, the C block is square, and the A and B blocks are column and

row vectors respectively (m = n, ` = 1). The number of multiply-add units is always set

to n/4. In general, as the size of on-chip memory increases, the system implementation is

scaled up, in terms of on-chip memory, block dimensions, and multiply-add units. Thus,

the impact of increasing the size of the implementation is demonstrated.

The experiments in this section are conducted using square matrices of size 256× 256.
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Figure 5.18: Compute time vs. size of on-chip memory for square matrices of size 256× 256

This size is used because it is the largest square matrix size that the simulation tool, Mod-

elSim, can simulate. Larger matrix sizes cause the simulator to run out of memory because

ModelSim is available as 32-bit software only. Simulations are used to obtain the cycle

counts for the compute and transfer phases. The design was verified using larger matrix

sizes in hardware, as described in Section 5.2.4.

Figure 5.18 shows the compute time as the size of on-chip memory increases. The curves

for the first two configurations show the points corresponding to square blocks of size 32,

64, and 128. The corresponding degrees of parallelism are 8, 16, and 32, respectively. The

curve for the third configuration shows the points corresponding to values of n of 64, 128,

and 256, and values of p of 16, 32, and 64, respectively.

The analytical values for the compute time are obtained using Equation (3.45), where p =

n/4, and n is given by Equation (3.14) for the first two configurations, and by Equation (3.30)

for the third configuration. The floor function is ignored in order to obtain smooth curves.

For a given size of on-chip memory, the third configuration allows the use of larger

values of n, and consequently larger degrees of parallelism, resulting in noticeably shorter
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Figure 5.19: Transfer time vs. size of on-chip memory for square matrices of size 256× 256

compute times. As the size of on-chip memory, S, increases, the compute time for the third

configuration converges to approximately 58% of the compute time of the first two configu-

rations:

lim
S→∞

T(`=1)
comp

T(square)
comp

= lim
S→∞

√
S/3√

S + 1− 1
=

1√
3
≈ 0.58 (5.10)

Equation (5.10) holds as long as p is linearly proportional to n.

Figure 5.19 shows the transfer time as the size of on-chip memory increases. The an-

alytical values are obtained using Equations (5.8) and (5.9) for the outer product and the

inner product transfer schedules, respectively, where w = 4. In this experiment, N is set to

256, and n is determined using Equation (3.14) for the first two configurations, and Equa-

tion (3.30) for the third configuration.

For the same block dimensions, the inner product transfer schedule results in a shorter

transfer time than the outer product transfer schedule. Setting ` = 1 for the inner product

transfer schedule further reduces the transfer time. The differences in the transfer time be-

tween the three configurations become smaller as the block size approaches the matrix size.
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Figure 5.20: Total time vs. size of on-chip memory for square matrices of size 256× 256

The transfer times for the three configurations, however, do not converge. The ratio between

the transfer time of the third configuration to that of the second configuration is the same

ratio of their compute times: 58%. It can be derived in a manner similar to Equation (5.10).

From Equation (3.35), the ratio between the transfer time of the second configuration to that

of the first configuration approaches 66%. Consequently, the transfer time of the third con-

figuration converges to approximately 38% of the transfer time of the first configuration as

the size of on-chip memory increases. These convergence ratios are lower bounds on the ac-

tual ratios of the transfer times for the three configurations, and represent the differences at

the far right side of Figure 5.19. As the figure demonstrates, smaller on-chip memory sizes

amplify the differences in transfer times.

Figure 5.20 shows the total time as the size of on-chip memory increases. The analytical

values reflected by the dashed lines are obtained by adding the analytical values for the

compute times. The total time reflects the trends of the compute time more closely than

those of the transfer time, because of the former’s larger magnitude. The third configuration

requires a shorter total time mainly because of its shorter compute time, due to the higher
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Figure 5.21: Maximum operating frequency vs. number of multiply-add units

degrees of parallelism afforded by the larger possible values for n given the same size of

on-chip memory.

5.3.3 Performance

System performance depends on total time, in cycles, that is required to complete the com-

putation, as evaluated in Section 5.3.2, as well as the system operating frequency. The oper-

ating frequency determines how many cycles are completed in a unit of time. For floating-

point computations, a common measure of performance is the number of floating-point

operations that can be performed per second, designated as FLOPS. In this section, the max-

imum operating frequency of the implementation without the SDRAM controller is reported

as determined by Altera’s TimeQuest timing analyzer. Based on these frequencies and on

the total time, the overall performance is evaluated in terms of the achievable FLOPS.

Figure 5.21 shows the maximum operating frequency for each of the three configurations

at various system sizes. The system size is represented by the number of multiply-add

units, because they consume the most reconfigurable resources. For a given number of
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Figure 5.22: Performance vs. number of multiply-add units

multiply-add units, p, the n block dimension is equal to 4p. The first two configurations

use square, equal block dimensions (m = ` = n), whereas the third configuratrion uses the

block dimensions m = n and ` = 1. As a result, for the same number of multiply-add units,

the third configuration uses less on-chip memory.

The general trend reflected in Figure 5.21 is that all three configurations operate at com-

parable maximum frequencies when configured to use the same number of multiply-add

units. The figure also indicates that, as the size of the system increases, the achievable

maximum frequency slowly decreases. Increasing the system size eight times, from 8 to

64 multiply-add units, results in halving the maximum achievable frequency. Investigat-

ing the critical paths of larger system instances revealed that the frequency is limited by

long interconnects between blocks of on-chip memory and the multiply-add units. This

is an expected critical path, given that the current implementation does not pipeline these

connections. Interconnect pipelining becomes relevant only for large configurations of the

system; the maximum frequency of smaller configurations is limited by the floating-point

operators.
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Figure 5.23: Performance vs. size of on-chip memory

Figure 5.22 shows the FLOPS corresponding to the frequencies shown in Figure 5.21

for the three main configurations. Despite the moderate maximum frequency reduction,

increasing the system size increases its performance, due to the additional parallelism.

For the same number of multiply-add units, the three configurations generally result in

comparable performance. Depending on their maximum frequencies, the second configura-

tion achieves better or similar performance compared to the first configuration. For instance,

at 16 multiply-add units, the second configuration runs at a lower maximum frequency, but

achieves slightly higher performance, due to its shorter total time. For the same number

of multiply-add units, the third configuration achieves consistently lower performance, be-

cause it uses less on-chip memory, resulting in more transfers and in turn longer transfer

and total times.

Figure 5.23 shows the achievable FLOPS as the size of on-chip memory increases. The

third configuration achieves higher performance because it accommodates additional par-

allelism for the same amount of on-chip memory. Given the comparable maximum frequen-

cies, the difference between the first two configurations reflects the impact of the transfer
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schedule on the overall performance. In contrast, the difference between the third configu-

ration and the first two configurations reflects the impact of the degree of parallelism on the

overall performance. Clearly, the degree of parallelism is more critical to the overall perfor-

mance. Nonetheless, adopting blocking strategies that facilitate additional parallelism can

significantly improve the performance without introducing any complexity.
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Conclusion

Matrix multiplication is a critical computation in numerous engineering and scientific appli-

cations. High-performance implementations of matrix multiplication are essential for such

applications. Matrix multiplication has been implemented on various platforms in order to

attain higher performance. Due to their flexibility and large capacities, FPGAs provide a

suitable platform for accelerating matrix multiplication through exploiting its parallelism.

This thesis investigates the design and implementation of parallel matrix multiplication

on FPGAs for matrices of floating-point numbers. Although various prior efforts have sim-

ilar objectives, a different approach is adopted in this work. A design is constructed by

analyzing the design space and deducing the design decisions accordingly. In contrast, pre-

vious efforts propose their design and evaluate its performance, with limited justification

of the design decisions and consideration of alternative decisions. There are four main con-

tributions of this research. First, it identifies the main dimensions of the design space and

their corresponding design decisions, which enables the enumeration of possible alternative

designs. Second, it guides the making of these design decisions, by assessing the impact of

alternative choices. In addition to revealing the superior choices according to specific met-

rics, this approach also assesses the cost of opting for the other choices, allowing for inves-

tigating compromises that may be appropriate for a given application. Third, it describes

a flexible and detailed system design that can be used to model various parts of the design
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space by mapping design decisions to design parameters. Fourth, prior work is analyzed

and the corresponding design decisions are extracted in order to compare the designs and

identify the previously explored parts of the design space.

Whenever appropriate, a design decision is evaluated analytically and experimentally,

and the results are reconciled. Experimental results are obtained by compiling and simu-

lating a complete system implementation based on the proposed design. The design was

implemented using the VHDL hardware description language, and compiled using the Al-

tera Quartus II software for the Stratix IV EP4SGX530C2 FPGA device. The implementation

was extensively tested using the ModelSim logic simulation software. Moreover, it was ver-

ified on hardware using the Altera DE4 board. The implementation demonstrates that the

design scales linearly with the degree of parallelism. As its size increases, the amounts of

reconfigurable logic and embedded multipliers it consumes are proportional to the number

of multiply-add units. The amount of consumed on-chip memory is proportional to the

block sizes. The maximum operating frequency of the system decreases as the system size

increases, due to the increased complexity. Increasing the system size, however, increases

the degree of parallelism, resulting in higher overall performance in terms of the number

of floating-point operations performed per unit of time. For instance, using 8 multiply-add

units results in a maximum frequency of approximately 320 MHz and an overall perfor-

mance of approximately 4 GFLOPS, whereas using 64 multiply-add units results in a max-

imum frequency of approximately 160 MHz and an overall performance of approximately

16 GFLOPS.

Some of the main design decisions considered in this thesis are the compute schedule, the

transfer schedule, the exploited dimensions of parallelism, block sizes and shapes, and using

single or double buffers for storing matrix blocks in on-chip memory. The outer product

compute schedule is preferred, because it imposes the most relaxed constraints on the depth

of the arithmetic pipeline.

For the transfer phase, the inner product schedule is shown, both analytically and ex-

perimentally, to result in the smallest number of element transfers, and in turn the shortest
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overall transfer time. As matrix sizes increase, the outer product transfer schedule results

in additional element transfers that approach 50% of the transfers due to the inner product

schedule. The reason is that, when performing the matrix multiplication C = A · B + C, the

inner product schedule minimizes the number of element transfers of matrix C, whereas the

outer product and the middle product schedules minimize the number of element transfers

of the A and B matrices. Replacing an element of matrix C in on-chip memory requires two

transfers: one to write the newly computed value back to external memory, and one to read

the replacement value from external memory. In contrast, elements of matrices A and B are

not modified, and therefore do not require an external memory write access.

Parallelism in matrix multiplication can be exploited along three dimensions, corre-

sponding to the three matrix, or block, dimensions. In blocked matrix multiplication where

m and ` are the numbers of rows and columns in matrix A blocks respectively, and n is

the number of columns in matrix B blocks, m`n independent scalar multiplications are per-

formed in each block multiplication. Parallelizing along the m block dimension results in

computing rows of the C block in parallel. Similarly, parallelizing along the n dimension

results in computing columns of the C block in parallel. Parallelizing along the ` dimen-

sion, however, results in parallelizing each dot product, which requires a different and less

regular architecture than the other two cases in order to accumulate the computed scalar

products into a single value.

Parallelizing along multiple dimensions, such as m and n, poses two challenges. First,

given the complexity and resource consumption of floating-point operators, and the rela-

tively large capacity of on-chip memory, the maximum number of multiply-add units, p,

that can be implemented in a given device is smaller than the number of elements along

each single block dimension (p < m, n). That is, there cannot be as many multiply-add units

as there are parallel products even when one dimension is considered. Second, parallelizing

along two dimensions requires more complex connections than parallelizing along a single

dimension. When a single dimension is considered, blocks of two matrices are distributed

among the multiply-add units, whereas the block of the third matrix is shared. When two
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dimensions are considered, one matrix block is distributed between the multiply-add units,

whereas the blocks of the other two matrices are shared between all multiply-add units.

Analyzing the impact of the block sizes on the system performance reveals that square,

equal blocks for all three matrices result in the largest number of arithmetic operations per

block multiplication. Consequently, square blocks result in the smallest number of transfer-

compute cycles. Fewer transfer-compute cycles reduce the cumulative overhead incurred

in each cycle. Experimental results confirm that the overhead is proportional to the number

of transfer-compute cycles, and that square blocks reduce the cumulative overhead. On the

other hand, depending on the transfer schedule, setting one of the block dimensions to one

and maximizing the other two dimensions according to a schedule-specific ratio minimizes

the total number of element transfers throughout the computation. Experimental results

confirm that using these block sizes reduces the time spent in the transfer phases. Further-

more, they show that the reduction in transfer time is more significant than the incurred

overhead. The reduction is proportional to the transfer time, which is proportional to the

cube of matrix dimensions. In contrast, the overhead increases the time proportionally to

the block dimensions.

Double buffering can be employed to reduce the total time by overlapping the compute

and transfer phases. For double buffering to be most effective in achieving that goal, the

compute and transfer phases must occupy comparable amounts of time. For instance, when

using the inner product transfer schedule with block sizes that minimize the number of

transfers, configuring the system so that the compute time and the transfer time are equal

results in a total time reduction of 70%. This requirement, however, is overly restrictive in

most cases. Given the imbalance of available resources in current FPGA devices relative to

the resource consumption patterns of a matrix multiplication implementation, adhering to

this restriction results in leaving most of the on-chip memory unused. Using more on-chip

memory reduces the transfer time, and reduces the system’s impact on external memory.

As the size of on-chip memory increases, the compute time dominates the total time, as

confirmed by experimental results. Therefore, when maximizing the utilization of on-chip
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memory, both single and double buffers result in comparable, compute-dominated total

times. Moreover, implementing single buffers simplifies the design, and does not require

special handling of low-bandwidth external memory interfaces.

6.1 Future Work

The analysis, design, and implementation presented in this thesis form a foundation for

further research and experimental investigation. Future work entails pursuing three main

directions of further investigation. The first direction pertains to further analysis and exper-

imental evaluation of additional design decisions. For example, it is desirable to evaluate

employing streaming of elements of some matrices. In particular, matrices whose elements

are reused, as determined by the compute schedule, make a suitable candidate for stream-

ing, as an alternative to storing them in on-chip memory. Another example is using a middle

product compute schedule. Although the middle product imposes stricter constraints on the

depth of arithmetic pipeline, its update pattern of elements of matrix C suggests that it can

be used to eliminate the need for storing intermediate C elements. Instead, outputs of the

adder can be fed back to the multiplier, or transferred to external memory after all updates

have been performed. A third example is employing partial double buffering of matrix

blocks. Every transfer schedule reuses blocks of one matrix. Therefore, most of the transfer

time is spent transferring blocks of the other two matrices. Double buffering blocks of the

other two matrices only reduces the transfer time at the cost of additional on-chip memory

capacity requirements. The required capacity, however, would be smaller than the capacity

requirements of a fully double-buffered system.

The second direction of future investigation relates to the extensibility of the proposed

design to similar linear algebra computations, and its suitability for incorporation in im-

plementations of more complex computations that involve matrix multiplication. Such ap-

plications may require optimizing different aspects of the design compared to a standalone

matrix multiplication implementation. Examples include LU decomposition and solving

systems of linear equations.
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The third direction is to provide further support for the experimental evaluation of ex-

isting as well as additional design variations. This support includes continuing to optimize

the performance of the system implementation, and augmenting that implementation with

new features that enable the investigation of additional aspects. Examples of performance

optimizations include better pipelining of logic and interconnect that adapts to the capabil-

ities of the target device, and isolating the clock of the external memory interface from the

internal system clock. New features in the system implementation include support for dou-

ble buffering, and integration with commodity host computing systems through commonly

available interfaces such as PCIe.
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