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Abstract

The surface electrocardiogram (ECG) is a periodic signal portraying the electrical

activity of the heart from the torso. The past �fty years have witnessed a proliferation

of computer algorithms destined for ECG analysis. Signal averaging is a noise

reduction technique believed to enable the surface ECG to act as a non-invasive

surrogate for cardiac electrophysiology.

The P wave and the QRS complex of the ECG respectively depict atrial and

ventricular depolarization. QRS detection is a pre-requisite to P wave and QRS

averaging. A novel algorithm for robust QRS detection in mice achieves a four-

fold reduction in false detections compared to leading commercial software, while its

human version boasts an error rate of just 0.29% on a public database containing

ECGs with varying morphologies and degrees of noise.

A fully automated P wave and QRS averaging and onset/o�set detection

algorithm is also proposed. This approach is shown to predict atrial �brillation,

a common cardiac arrhythmia which could cause stroke or heart failure, from normal

asymptomatic ECGs, with 93% sensitivity and 100% speci�city. Automated signal

averaging also proves to be slightly more reproducible in consecutive recordings than

manual signal averaging performed by expert users.
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Several studies postulated that high-frequency energy content in the signal-

averaged QRS may be a marker of sudden cardiac death. Traditional frequency

spectrum analysis techniques have failed to consistently validate this hypothesis.

Layered Symbolic Decomposition (LSD), a novel algorithmic time-scale analysis

approach requiring no basis function assumptions, is presented. LSD proves more

reproducible than state-of-the-art algorithms, and capable of predicting sudden

cardiac death in the general population from the surface ECG with 97% sensitivity

and 96% speci�city.

A link between atrial refractory period and high-frequency energy content of the

signal-averaged P wave is also considered, but neither LSD nor other algorithms �nd

a meaningful correlation.

LSD is not ECG-speci�c and may be e�ective in countless other signals with no

known single basis function, such as other bio-potentials, geophysical signals, and

socio-economic trends.
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Chapter 1

Introduction

The invention of the electrocardiograph (ECG) in the beginning of the twentieth

century gave clinicians a powerful yet inexpensive and non-invasive tool to help

diagnose various forms of heart disease, particularly arrhythmias and myocardial

infarction [44]. The signal's apparent simplicity and inherent complexity has captured

the interest of computer scientists since the 1950s, very early in the days of digital

computers [141]. Today, computers play a role in almost every ECG analysis,

complementing or even replacing physician interpretation in some cases.

The integration of computer algorithms into clinical practice o�ers a number of

advantages beyond the obvious time and cost savings resulting from automation.

These include:

� improving reproducibility (a measure of similarity between repeated analyses of

the same recording or consecutive recordings from the same patient) compared

to subjective physician interpretation,

� enabling general practitioners to perform tests and recognize subtleties which
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would normally be the domain of specialists,

� making round-the-clock monitoring possible, which is essential for the diagnosis

of infrequent events, but would be impractical and prohibitively expensive

otherwise,

� providing rapid response, as in the case of immediate life-saving shocks from

implantable de�brillators,

� enhancing signal quality, whether through �ltering or other, less traditional

approaches such as signal averaging,

� measuring small changes which are not manually discernable, e.g. microvolt T

wave alternans,

� synthesizing trends and global quantities into easy-to-use measurements, such

as the various heart rate variability plots and metrics, and

� augmenting physician capabilities with powerful data transformations (such as

the frequency spectrum) which are not readily observable.

1.1 Motivation

The goals of my research are two-fold:

1. The design of robust and computationally-e�cient algorithms which automate

some of the tasks of cardiac electrophysiologists without attempting to precisely

emulate them; such algorithms must match or exceed the accuracy and

reproducibility of expert decisions, while catalyzing the trend towards remote
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and outpatient healthcare delivery through ubiquitous low-power sensors and

computers.

2. The development of sophisticated computational approaches which augment the

experts' capabilities by enabling them to look beyond the visible intervals and

amplitudes, to predict medium and long-term disease risk and assess cardiac

electrophysiological properties, all from the non-invasive surface ECG.

I believe that both of these goals are best accomplished with simple algorithms which

have a computational complexity of at most O (N logN), and are not dependent on

precisely-tuned thresholds and assumptions. Such algorithms should employ relative

measurements whenever possible, strive towards restricting other constants to well-

known physiological properties, and be robust to moderate-to-large changes in the

values of such constants.

1.2 Contributions

Except where explicitly noted, this thesis re�ects my own original work, enhanced by

the feedback and suggestions of my co-supervisors. The main contributions of this

thesis are:

1. A review and classi�cation of the various algorithmic approaches that have been

used to study electrocardiograms, as well as the advantages and limitations of

each.

2. Moving Average and Standard deviation Thresholding (MAST), the �rst

publically-described algorithm for QRS detection in mice. MAST achieves
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a more consistent performance and a four-fold reduction in the error rate

compared to a popular commercial algorithm. It also automatically detects

and annotates highly-noisy segments where reliable QRS detection cannot be

performed. I developed the algorithm on my own but my colleagues [144]

performed the data collection and validation, and contributed to some of the

content and �gures of Section 3.1.

3. Window Pairs, a QRS detection algorithm for multi-lead human ECGs. Window

Pairs delivers one of the lowest error rates ever reported on the MIT-BIH public

database [145], with no human intervention (unlike most other algorithms which

require the manual exclusion of noisy leads or certain beat morphologies), and

while being demonstrably robust to noise and signi�cant variations in the input

parameters.

4. Two fully automated algorithms respectively for P wave and QRS signal

averaging (the �rst such algorithms to my knowledge), which o�er improved

speed, availability, and consistency compared to manual expert analysis.

5. Precise and reproducible algorithms for P wave and QRS onset/o�set detection.

6. Con�rmation of previous results showing that the signal-averaged P wave

duration correlates with paroxysmal atrial �brillation, with the added advantage

that this duration is automatically derived, and boasts a classi�cation error rate

of less than 2%, surpassing even manual expert interpretation.

7. Layered Symbolic Decomposition (LSD), a non-ECG-speci�c novel algorithm

for the spectral analysis of signals without any basis function assumptions.

LSD achieves better reproducibility than both conventional and state-of-the-art
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spectral analysis approaches. It also has the potential to be used to concisely and

accurately describe signal morphologies and �nd di�erent patterns at multiple

scales.

8. The emergence of high-frequency energy content of the signal-averaged QRS

as a powerful non-invasive risk strati�er for sudden cardiac death (SCD).

LSD-derived measurements prove particularly e�ective, with 98% accuracy

in detecting SCD risk in the general population, and an 80% accuracy in

discriminating between patients having the highest risk pro�le.

9. Evidence that pacing's standardization e�ect may extend beyond the heart rate,

to the high-frequency energy content of the QRS.

10. A negative result demonstrating that atrial refractory period does not appear

to be re�ected in the high-frequency energy content of the signal-averaged P

wave in normal sinus rhythm.

I collected (with the help of electrophysiologists, nurses and technologists at the

Kingston General Hospital) two of the data sets mentioned in this thesis: the 10

recordings used to validate the Synapse ECG recorder (which was designed and

manufactured by Ocorant Inc., a start-up company of which I am the founder), and

the 36 recordings from the 18 patients who volunteered for and completed the atrial

refractory period study described in Section 5.2.4. The murine ECGs studied in

Section 3.1 come from previous work by my co-authors in the Queen's University

Department of Biomedical and Molecular Sciences [36], while the recordings used to

validate my QRS detection algorithm in Section 3.2 are from a public database created

at Boston's Beth Israel Hospital and the Massachusetts Institute of Technology. The



CHAPTER 1. INTRODUCTION 6

remaining data studied in Chapters 4 and 5 were collected by my co-supervisor Dr.

Damian Redfearn along with his former and current students and collaborators. All

of the studies were approved by the appropriate research ethics boards and consent

was obtained from all human participants.

1.3 Outline

The remainder of this document is organized as follows.

Chapter 2 provides helpful background information about the electrocardiogram,

the various classes of algorithms which have been used to analyze it in the past half-

century, two categories of low-power mobile devices which could bene�t most from

the algorithms discussed in this thesis, as well as atrial �brillation and sudden cardiac

death, two cardiac conditions which are at the forefront of electrophysiology research.

Chapter 3 covers two algorithms I developed for QRS detection, one of the

quintessential tasks of computerized ECG analysis. The �rst algorithm, Moving

Average and Standard deviation Thresholding (MAST), designed for murine ECGs,

is described then validated against a popular commercial counterpart. The second

algorithm, Window Pairs, adapts MAST to human ECGs, and expands its capabilities

to aggregating multiple leads, and detecting ventricular �utter and �brillation. It is

validated on the MIT-BIH Arrhythmia Database, which has become the standard for

QRS detection algorithm validation.

Chapter 4 presents my algorithms for P wave and QRS signal averaging, and on-

set/o�set detection. All four algorithms exhibit comparable or better reproducibility

than manual expert analysis. Automated P wave duration measurement proves cap-

able of predicting paroxysmal atrial �brillation during sinus rhythm with very high
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sensitivity and speci�city.

Chapter 5 describes and validates Layered Symbolic Decomposition (LSD), an

algorithm I developed for the spectral analysis of signals without any basis function

assumptions. LSD's reproducibly is compared to conventional and state-of-the-art

spectral analysis approaches. It is then used to predict sudden cardiac death in

the general population and in implantable cardioverter de�brillator (ICD) recipients,

using both native and paced recordings. None of the algorithms compared prove

capable of assessing changes in atrial refractory period from non-invasive normal

sinus rhythm surface ECGs.

Chapter 6 concludes the thesis with a discussion of the impact of this work and

ideas for future research.



Chapter 2

Background

In this chapter, I categorize various algorithmic methods of ECG analysis based

on commonalities in their approach, properties, bene�ts and drawbacks. I also

provide an overview of some relevant clinical applications, including certain devices

where electrocardiograms are routinely recorded and interpreted for diagnostic and

therapeutic purposes, as well as conditions where the ECG is not believed to have

achieved its full potential.

Let's begin with an introduction to the physiological basis of the ECG and some

practical considerations related to its recording and interpretation.

2.1 The electrocardiogram

The heart is comprised of muscle (myocardium) which rhythmically contracts in order

to drive the circulation of blood throughout the body. This is achieved through four

chambers: two thin-walled atria, which receive venous blood, and two larger, thick-

walled ventricles, which pump blood into the arterial system [24].

8
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Each mechanical heartbeat is triggered by an action potential which originates

from the sinoatrial (SA) node, a collection of cells within the wall of the right atrium

that acts as a natural pacemaker. This electrical impulse is then conducted rapidly

throughout the heart as seen in Figure 2.1 to produce a coordinated contraction [29].

Figure 2.1: The current generated by the SA node spreads to the atrioventricular
(AV) node - a �backup� natural pacemaker, then down the bundle branches to
the ventricular muscle and Purkinje network. Reproduced from [69] with the kind
permission of Springer Science+Business Media.

The action potential is a result of ion �uxes across cell membranes and between

adjacent cells that create an extra-cellular cardiac electrical �eld. These ion currents
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are synchronized by cardiac activation and recovery sequences to generate a time-

varying cardiac electrical �eld in and around the heart. This �eld passes through

the lungs, blood, skeletal muscle and other structures before reaching the body

surface. The potentials reaching the skin are then measured by electrodes placed in

standardized locations on the torso and limbs. The �ltered and ampli�ed di�erences

in potential between those electrodes are what constitute the electrocardiogram [18].

The various non-cardiac structures between the heart and the ECG recording can

signi�cantly complicate ECG interpretation. These include other parts of the body,

electrodes, environmental noise and electric circuits. Some of the challenges they

pose can be bypassed through intracardiac electrograms (EGM) collected directly

from the heart. However, electrograms only provide a limited, localized view of the

heart. They also present their own interpretation challenges, and require an invasive

procedure.

Basic ECG preprocessing includes ampli�cation and �ltering. Physiological

voltages produced by mammal hearts are in the order of several hundred microvolts

to several millivolts [29]. Consequently, they need to be ampli�ed in order to be more

compatible with modern digital processing equipment, and to reduce the impact of

outside interference. Bandpass �ltering is then usually applied to eliminate frequency

content known to be outside of the cardiac operating range. The American Heart

Association recommends a low-frequency cuto� of no more than 0.05 Hz and a high-

frequency cuto� of no less than 150 Hz (250 Hz for infants) [74]. However, aggressive

bandpass �ltering of 1 Hz to 40 Hz is not uncommon and proper care needs to be

taken when analyzing such signals. Some devices also apply 50 or 60 Hz notch �lters

in order to eliminate power line interference, albeit at the cost of �ltering some of the
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cardiac signal as well.

The ECG is a periodic signal where each period or heart beat is comprised

of various waves representing the composite e�ects of cardiac depolarization and

repolarization processes (Figure 2.2). The magnitude of each one of those waves

depends on the angle formed between the two sensing electrodes and the cardiac

electric �eld at that particular time.

Figure 2.2: Within each beat on the ECG, the P and QRS waves portray respectively
atrial and ventricular depolarization, while the T wave represents ventricular
repolarization. Atrial repolarization is rarely seen as it is normally masked by the
QRS. Public domain �gure courtesy of Anthony Atkielski.

This means that certain waves or cardiac events are studied in some electrode

positions better than others. As a result, a typical ECG recording contains

various di�erent pairs of electrode positions, also known as channels or leads. One

common con�guration simply known as the 12-lead ECG shows twelve di�erent leads

representing signals collected in various well-de�ned positions across the limbs and

the torso. Another con�guration is the vectorcardiogram or X, Y and Z orthogonal



CHAPTER 2. BACKGROUND 12

lead system which portrays the cardiac electric �eld across the chest in each of the

three dimensions [110].

2.2 ECG analysis algorithms

With the electrocardiogram's popularity and wide range of applications in the dia-

gnosis of virtually every type of heart disease, computer analysis has become essential

in most clinical scenarios. For example, it can help general practitioners recognize

subtleties that would normally be only noticed by specialists. Computer analysis also

makes round-the-clock monitoring possible, which would have been simply imprac-

tical and prohibitively expensive otherwise. Moreover, automated algorithms may

improve reproducibility compared to subjective physician interpretation.

This important role that computers play in ECG interpretation has resulted in

thousands of di�erent algorithms devised over the past �fty years. Most of these

follow one or a combination of the basic approaches described in this section. For

example, they can be generally divided into two steps: a preprocessing step and a

decision step. To understand this better, let's consider QRS detection, one of the

most essential and widely-studied ECG automated analysis tasks.

QRS detection

The preprocessing step for QRS detection usually consists of some form of �ltering

while the decision step is frequently performed by comparing the resulting signal

against a threshold.

Filtering can be linear, non-linear, or a combination of the two. A common linear

�ltering approach is a bandpass �lter between 10 Hz and 25 Hz which can help enhance
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the QRS and suppress the P and the T waves. Non-linear �ltering can be performed

using a variety of very di�erent approaches with the common goal of transforming

the ECG into a largely �at signal with a single positive peak per QRS. It is often

more powerful but also more complicated than linear �ltering. One of the simplest

non-linear �lters is the smoothed squarer which intensi�es large-amplitude events of

su�cient duration such as QRS complexes while curtailing events of short duration

or small amplitude such as high-resolution noise and P and T waves respectively [75].

The decision step usually simply involves considering points above a given

threshold to belong to a QRS and rejecting all other points. This threshold can be

�xed or adaptive. One example of an adaptive threshold is the time-varying threshold

shown in Figure 2.3, which is kept high for some �xed time duration after each QRS

in order to avoid potential high-amplitude T waves, before progressively decreasing

to a minimum designed to help it detect low-amplitude ectopic beats.

Figure 2.3: Time-varying QRS detection threshold optimized to handle special cases
such as high-amplitude T waves and ectopic beats. The time durations D0 and
D1 are determined empirically based on physiological action potential generation
and conduction properties of the heart. Reprinted from [133] with permission from
Elsevier.

As mentioned in previous sections and shown in Figure 2.4, electrocardiograms
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and in particular QRS morphology can vary greatly due to physiological reasons or

to noise. For example, the QRS morphology of a premature ventricular contraction

(PVC) - popularly perceived as chest palpitations or a "skipped beat" - is very

di�erent from that of a normal sinus rhythm [24]. In addition, large P or T waves,

myopotentials and transient artefacts such as electrode movements can all cause

di�culty with QRS detection. The preprocessing �ltering mentioned above can help

resolve some of these problems. However, by doing that, it becomes an essential

part of the detection decision itself and can no longer be assumed to be an optional

initial step. Moreover, the decision step of one algorithm can be the preprocessing

step of another. For instance, heart rate variability (HRV) calculations depend on a

correct QRS detection. Therefore, the boundary between preprocessing and decision

is blurred, and I will no longer distinguish between the two in the rest of this section.

2.2.1 Time domain

The bulk of ECG analysis is arguably done in the time domain, whether by clinicians

or automated systems. This is probably because the ECG is a time series and

traditionally displayed in the time domain, which makes the latter the most natural

avenue for ECG interpretation, particularly because it can be easily measured,

quanti�ed, explained and understood without the need for computers.

As shown in Table 2.1, time domain ECG analysis mainly consists of interval,

amplitude, and slope measurements related to �ducial points of interest such as the

onsets and o�sets of the P, QRS and T waves. Some of these measurements include:

Duration, which when increased in the P wave, has been shown to correlate with

atrial �brillation, a disorganized rhythm originating in the atrium [43, 50, 73, 97, 136,
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Figure 2.4: Examples of ECG variations due to artefacts, noise (a)-(c), and
arrhythmias (d)-(e). (a) Baseline wander, (b) electrode motion artefacts, (c)
electromyographic noise, (d) trigeminy, and (e) ventricular �brillation. Adapted from
[133] with permission from Elsevier.

137]. On the other hand, a wide QRS may be a sign of ventricular tachycardia, a fast

ventricular heart rate [69]. Conversely, a bradycardia is a slow heart rate. A long QT

interval is also a marker for ventricular tachyarrhythmias. The inverse of the average

RR interval over a period of time represents what is commonly known as the heart

rate. There are many other such interval and duration measurements within the ECG

that are indicative of cardiac health.



CHAPTER 2. BACKGROUND 16

Table 2.1: Clinical rules for intervals and amplitudes in the normal ECG. Reproduced
from [69] with the kind permission of Springer Science+Business Media.

Dispersion, a gauge of interval duration variability among di�erent ECG leads,

mainly used for the QT interval and the P wave. QT dispersion is an indicator of

repolarization heterogeneity [121].

Slope, another important time domain measurement which can be measured to

determine the �terminal force� of the P and QRS waves. The QRS itself is

most commonly detected through applying a threshold to a signal representing the
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instantaneous slope of the ECG [75]. The threshold can be �xed, e.g. one mean plus

two standard deviations of the signal, or variable, as shown in Figure 2.3.

Late potentials, which are very-low-amplitude signals extending well beyond

the end of the P or QRS waves, and indicating slow or delayed conduction

of the cardiac activation sequence. Because of their extremely low amplitudes,

late potentials can often be buried in noise, and thus require the use of high-

resolution electrocardiography and additional signal de-noising methods such as signal

averaging, which will be studied in Chapter 4 [103].

The main di�culties in determining these time domain measurements lie in the

clinical studies required to prove their validity, and in the automated detection of the

relevant �ducial points, which is generally not reliable except for the R wave or QRS

peak. Such detection can be achieved using a variety of methods including the time

domain. A downside to these measurements is that they often rely on rigid, constant

values which are empirically determined and rarely adapt to speci�c patients and

situations.

In the time domain, the P and T wave detection usually follows the QRS detection,

and is performed similarly, but using more appropriate �lters on all points before and

after each detected QRS. The multiscale morphological derivative (MMD) algorithm,

which follows those same principles, is currently one of the most powerful known P,

QRS and T detectors [139]. Essentially it looks for the points where the most extreme

local changes in slope occur and classi�es them as P, Q, S, and T depending on their

location relative to the R peak.
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2.2.2 Frequency domain

French mathematician and physicist Jean Baptiste Joseph Fourier demonstrated in

1807 that any continuous periodic signal could be represented as the sum of properly

chosen sinusoidal waves. This is the idea behind the frequency domain representation,

from which one can deduce the magnitude spectrum showing the frequencies and

amplitudes of those waves.

In 1979, Anan'ev and Shlotgauer proposed to study ECG data in the frequency

domain using the Fourier transform, in order to eliminate the need for precision

measurements, and achieve an up to twenty-fold reduction in the size of the feature

space [8].

One limitation of analyzing a non-stationary signal exclusively in the frequency

domain is the time averaging that occurs due to the in�nite extent of the Fourier

integral, which contains only globally averaged information, and therefore has the

potential to obscure transients and location speci�c features within the signal.

However, this can be partly overcome by the short time Fourier transform (STFT),

which introduces a sliding time window of �xed length to localize the analysis in time,

and as such can be considered to perform time-frequency analysis.

An even greater improvement is the continuous wavelet transform (CWT),

which allows for a variable sliding time window, enabling it to better represent

simultaneously the low-frequency long-duration and high-frequency short-duration

components of the ECG.

Like the Fourier transform, the CWT uses inner products (or convolutions) to

measure the similarity between a signal and a set of analyzing functions. The

analyzing functions in the Fourier transform are complex exponentials, while in the
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CWT, they are shifted, compressed and stretched versions of the �mother wavelet�.

The mother wavelet (and by extension all wavelets) is simply a function which

satis�es certain mathematical criteria, such as having �nite energy [2, 92]. This brings

about an additional advantage of the CWT compared to the STFT: wavelets are not

only limited to simple sinusoidal functions. There is a wide variety of wavelets to

choose from (depending on the properties of the signal to be analyzed), although by

far the most popular ones for ECG analysis are the Morlet wavelet and the Mexican

hat wavelet, conveniently named after its shape [3].

Nevertheless, the CWT's computational complexity of O (N2 logN) for N input

points and N scales - or O (N2) depending on the implementation [151], compared

to O (N logN) for the Fast Fourier Transform (FFT), makes it often impractical,

particularly in real-time analysis and mobile devices [85].

A more e�cient alternative is the discrete wavelet transform (DWT), which is

able to achieve a running time of O (N) by performing its calculations only on scales

and positions based on powers of two. While this often works remarkably well,

it introduces a number of disadvantages; most importantly, the DWT lacks shift

invariance, which means that a mere time shift in the input signal can signi�cantly

alter its output [71].

A broad range of ECG applications have bene�ted from the wavelet transforms'

resistance to noise, localization, and ability to detect both low-frequency long-

duration and high-frequency short-duration features [3]. These include �ducial point

detection [35, 68, 87], ECG compression [5], identi�cation of localized abnormalities

[31] and global patterns - such as heart rate variability (HRV) [45], the classi�cation

of cardiac arrhythmias [38], as well as QRS detection, which can be done as follows
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[35, 68]:

1. The ECG is �rst divided into multiple segments of equal duration (a few seconds

each) and the discrete wavelet transform of each signal segment is computed

at three di�erent resolutions. The length of the segment re�ects the tradeo�

between the accuracy and computational time consumption of the algorithm.

Subsequent segments are obtained by overlapping the windows by 75%.

2. The algorithm locates the local maxima of the absolute value of the discrete

wavelet transform exceeding the given threshold for each scale. A threshold

equal to 60% of the maximum value of the transform in each windowed segment

was determined empirically to give the best results.

3. If the detected peak after thresholding appears in at least two scales with a

misalignment of less than ±0.1 second, it is considered to be a QRS complex. A

peak occurring within the refractory period (0.2 second) is disregarded in order

to reduce false positives.

Despite their generally good performance, both wavelet transforms have a common

limitation (in addition to their individual disadvantages): they require the selection of

one basis function among the many possibilities, a choice which is only made once and

cannot adapt to every patient or situation even though there is tremendous variation

in the ECG between di�erent patients, heart conditions, times of day, activities,

devices, electrodes, etc. Moreover, biological signals often have multiple origins which

are not fully understood, making them nearly impossible to model with a single

basis function. Unfortunately, this can signi�cantly a�ect the transform's ability to

accurately and reproducibly measure their spectral content.
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Dr. Norden Huang at the National Aeronautics and Space Administration (NASA)

recently proposed the Hilbert-Huang transform (HHT) which relies on empirical mode

decomposition (EMD) in order to mitigate this issue [61]. Rather than depend on a

basis function to perform its analysis, EMD constructs an envelope based on a cubic

spline interpolation of the signal's local maxima and minima. This is then followed by

a sifting process until the mean of the maximum and minimum can be considered as

an intrinsic mode function (IMF). IMFs need to satisfy the following two conditions:

� the mean value of the upper and lower envelopes must be close to zero, and

� the number of their local extrema and zero-crossings must either be equal or

di�er at most by one.

The IMF is then subtracted from the signal, and the envelope �tting, sifting, and

subtraction steps are repeated a number of times until the residual is close to zero.

The instantaneous frequencies present in the signal can then be obtained from the

Hilbert transforms of the IMFs.

Unfortunately, HHT has a number of drawbacks [60, 118] which risk compromising

its reproducibility:

� the zero-mean requirement could introduce bias into the analysis (particularly

in the presence of asymmetrical functions),

� boundary condition errors signi�cantly a�ect the spline calculation,

� maxima and minima lack robustness as measures of statistical dispersion, being

highly susceptible to outliers,

� instantaneous frequencies are precise but sensitive to irrelevant �uctuations in

the signal,
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� stopping criteria must often be optimized for each application (requiring user

control and expertise), and

� mode-mixing can occur, whereby signal components may not be separated to

the same IMF stage every time.

2.2.3 Templates

Template methods are among the easiest to implement and fastest ECG processing

techniques. They simply consist of a point-for-point comparison of a segment of

the target ECG against a stored template. This comparison can be done using the

modulus di�erence technique or any other method which results in a quantitative

error measure that expresses the degree of di�erence or similarity between the two

segments.

However, it should be clear based on the previous sections that this comes with

a few challenges. For instance, ECG morphologies can vary greatly for a number of

reasons unrelated to pathology. Thus, in order for the identi�cation to succeed in

di�erent circumstances, a large number of templates must be recorded, stored and

compared. Moreover, while the e�ect of noise on these variations can be partially

mitigated through improved alignment techniques [82], the brute-force method of

aligning a template against the corresponding segment in an ECG is not very e�cient.

Nevertheless, the number of required comparisons can be signi�cantly reduced with

a relatively low loss of accuracy through the identi�cation of �ducial points and

restricting alignment attempts to their surroundings.

Despite these drawbacks, the simplicity and computational e�ciency of templates

makes them very suitable for a number of clinical scenarios. Implantable devices,
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for example, require a battery life of several years and often collect intracardiac

electrograms which are less prone to external noise and variability than surface ECGs.

Moreover, they are able to automatically update their stored templates regularly,

reducing the chance of misdetection. Another clinical scenario where template

methods are routinely used is signal averaging; their similarity to the averaging

process itself makes them ideal for the rejection of beats that are markedly di�erent

and which would result in a distorted averaged beat.

2.2.4 Syntactic methods

In syntactic pattern recognition, the recognition problem is reduced to a problem of

parsing patterns with a pattern grammar that describes the patterns of interest.

The �rst step in formulating a pattern grammar is the determination of a set of

primitive patterns in terms of which the patterns of interest can be described. The

second step is the formulation of the pattern grammar itself [131].

In the context of the ECG, the most common primitive patterns are line segments,

with peaks, waves and complexes also widely used. Each primitive pattern is usually

associated with multiple symbols describing the di�erent states it can be in. For

example, line segments can be represented by (\), (/) or (0) depending on whether

they have respectively a negative, positive or nil slope - to be considered �nil�, a

slope only has to be within a certain pre-de�ned error range from zero [58]. The

line segments are detected using piecewise line �tting, which can be accomplished

e�ciently using the �split-and-merge� algorithm [108].

The grammar then aggregates and parses those symbols according to well-de�ned

rules in order to interpret them. For instance, the symbols de�ned above can be
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interpreted as peaks when a line with a negative slope follows a line of positive slope

or vice versa. QRS detection can be as simple as �nding two successive segments

with large, opposite slopes and combined duration of around 120 milliseconds. These

symbols can be interpreted at di�erent levels, from detecting peaks, to di�erentiating

between them (P, QRS, T or insigni�cant peaks), to recognizing various forms of

arrhythmia.

Unfortunately, interest in the syntactic approach to ECG analysis has all but died,

probably because of the inferior results and lack of great successes in comparison

with other methods. Syntactic pattern recognition is generally not immune to even

moderate amounts of noise, and any errors at the primitive patterns level propagate

and increase at each level of interpretation. In addition, its moderately heavy

computational requirements do not usually compare favourably to other methods

of analysis [147].

This being said, the syntactic approach is the most similar to human reasoning.

Therefore, it is able to bene�t from clinical knowledge more readily, and programs

based on it are more clear, readable and modi�able [131]. For these reasons, I believe

that the syntactic approach has a lot to o�er if more e�cient algorithms are devised,

and if it is combined with other methods such as frequency domain analysis, fuzzy

logic and neural networks in order to deal with the uncertainty and variability in

ECG shapes [80].

2.2.5 Neural networks

Arti�cial neural networks have been widely applied in non-linear signal processing,

classi�cation and optimization, often outperforming classical linear approaches.
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The multi-layer perceptron (MLP) - an example of which is shown in Figure 2.5

- consists of several layers of interconnected arti�cial neurons. Each neuron's output

is a pre-de�ned function of its inputs and their corresponding learned weights. The

inputs of the �rst layer come from the ECG signal, while the output of the last layer

is the output of the network. In-between these two layers, the inputs and outputs of a

neuron are generally other neurons. The weights at each layer are learned by running

annotated training data through the network and adjusting the weights as needed to

ensure that the desired output is reached.

Figure 2.5: Example of a multi-layer perceptron. © 2002 IEEE. Reprinted, with
permission, from [75].

Besides multi-layer perceptrons, neural network processing of ECGs is done mostly

through radial basis function (RBF) networks and learning vector quantization (LVQ)

networks [75]. Other non-neural linear and non-linear learning approaches such as

support vector machines (SVM) and hidden Markov models (HMM) are also widely

used on ECGs.

The applications of arti�cial neural networks to ECG processing are wide ranging,

from �ltering, compression and �ducial point detection to automated diagnoses. In
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the former case, the input of the neural network is usually the ECG itself, while in

the latter case, the input is often ECG interval values and other relevant measured

parameters. The success of neural networks in modeling clinical knowledge has led to

their frequent use in the �nal diagnostic steps of other ECG interpretation approaches.

In the context of QRS detection, neural networks have been used with good results

as adaptive non-linear predictors [59]:

1. Figure 2.5 depicts a multilayer perceptron used for QRS enhancement. The

input layer accepts the last few samples of the ECG in real-time.

2. The hidden and output layer neurons compute a weighted sum of the input and

hidden layers respectively. The weights are initially assigned at random.

3. The output is an error measure representing the ability of the network to predict

the current signal value from its past values

4. With each set of training samples, the weights are adjusted using the standard

backpropagation algorithm [119] in order improve the prediction capabilities of

the network, i.e. minimize the output

5. Since most samples in the ECG are not part of the QRS and the variation

between them is relatively minimal, the network will learn to predict the baseline

of the signal and small waves while being moderately tolerant of noise. However,

the error value is expected to spike whenever a QRS is reached due it being an

uncommon and substantial deviation.

6. A plot of the output of the network will therefore be close to zero whenever the

input is outside of the QRS and much larger when the QRS is part of the input.
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This plot can be thresholded as described earlier in order to determine the QRS

locations. The non-linear enhancement provided by the neural network enables

more accurate thresholding since it minimizes the signal outside of the QRS

while preserving the QRS amplitude.

Principal component analysis (PCA) is a statistical method generally used to obtain

a more compact representation and reduce the feature space of random vectors based

on their covariance. In other words, it is in essence a �ltering method that reduces the

amount of noise or redundant information in order to focus on the essential features of

the signal. A non-linear version of PCA (NLPCA) using neural networks was shown

to outperform the traditional version of PCA in ischemic ST segment detection by

using only half as many components, and while only needing to be trained on normal

beats [90].

ECG interpretation algorithms that are based on neural networks have achieved

impressive results, mainly due to their relatively high noise resistance and their

learning capabilities. Nevertheless, they come with substantial computational

requirements. In addition, they often require a large amount of annotated training

data preferably from the same patient, which is usually not readily available. This

applies in particular when the ECG signal itself is the input rather than some

measurements and derived features. Finally, the decision process in a neural network

is very di�cult to track and understand once it has been trained. Thus, it is

usually treated as a black box whose output cannot be predicted without running

the desired input through it, and cannot be modi�ed without additional training.

This unpredictability can make the clinical use of neural networks a hard pill to

swallow for both practitioners and legislators.
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2.2.6 Global parameters

The focus of the previous sections has been on the direct analysis of ECG morphology

within a heart beat. However, the same methods can also be used to study global

parameters such as beat-to-beat statistics or averaged signals that aggregate a large

number of beats. This section provides a concise description of some of the most

common of these parameters.

Signal averaging

Signal averaging works from the assumption that ECGs consist of two elements: signal

and random noise. By aligning relatively similar heart beats and averaging them on

a sample-by-sample basis, the signal component should theoretically stay the same

while the random noise is expected to add up to zero and be eliminated [103]. The

averaged beat can then be used to study the P wave or the QRS in great detail,

enabling the detection of low-amplitude late potentials or the measurement of wave

durations with a very small error. Thus measurements on the signal-averaged P wave

and QRS can respectively allow the non-invasive assessment of atrial and ventricular

conduction.

Interest in QRS averaging has dropped sharply at the end of the nineties [79]

after disappointing results regarding its risk strati�cation capabilities surfaced in

the CABG Patch trial [14]. P wave averaging has not su�ered from the same

fate although there are serious doubts regarding its reproducibility beyond P wave

duration measurements [135].
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Microvolt T wave alternans

T wave alternans (TWA) is a measure of ventricular repolarization through the

periodic variation in the amplitude of the T wave seen every other beat. This means

that in TWA, every T wave is di�erent from the T waves immediately before and

after it but similar to the T waves two beats later or prior. It was �rst reported by

Herring in 1909 and has been studied ever since [55]. Microvolt T wave alternans

(MTWA) is TWA at the microvolt scale and its study has been made possible more

recently thanks to the evolution of electrocardiographic equipment and computers.

Studies have shown that MTWA most likely originates at the cellular level and

is due to certain myocytes having slower recovery times than others. This prevents

them from depolarizing, or depolarizing completely, every other cycle. As a result

of this inhomogeneity, the slower myocardial areas can block conduction of action

potentials from the faster areas, which can trigger arrhythmias such as ventricular

�brillation (VF), causing sudden cardiac death (SCD) [53].

Therefore, the presence of MTWA has been frequently associated with the risk of

SCD, and as such it has been used to select candidates for implantable cardioverter

de�brillators (ICD). A number of studies support this claim [9, 30, 120] while one of

the most recent and signi�cant ones, the MASTER trial, did not �nd a link between

MTWA and the likeliness to bene�t from an ICD implant [26]. This caused a sharp

drop in the credibility of the technique [89], although it is still regularly used.

The level of alternans increases under stress. Thus, MTWA tests are often

performed on a treadmill and the alternans is measured in the frequency domain using

the fast Fourier transform (FFT) or in the time domain using the modi�ed moving

average (MMA) technique. In the frequency spectrum, the point corresponding to
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exactly 0.5 cycles per beat indicates the level of alternans of the T wave waveform.

In the MMA approach, T wave amplitudes for odd and even beats are averaged

separately then compared to measure the level of alternans.

Heart rate variability

Heart rate variability (HRV) is the variation over time of the inverse of the period

between consecutive heart beats. It is predominantly dependent on the extrinsic

regulation of the heart rate by the autonomic nervous system (ANS). The ANS is

composed of the sympathetic and parasympathetic nervous systems which work in

opposition of each other; the former increases the heart rate while the latter decreases

it. Heart rate variability is thought to re�ect the heart's ability to adapt to changing

circumstances by detecting and quickly responding to unpredictable stimuli [1].

HRV calculations should exclude ectopic and other abnormal beats as they are

not thought to re�ect the action of the competing branches of the autonomic nervous

system on the SA node. Therefore, only RR intervals between normal beats (also

known as NN intervals) are used [29].

There are multiple ways to characterize heart rate variability, including the time

domain, frequency domain, geometrically or using entropy techniques, which measure

the amount of irregularity in the heart rate trend signal. In the time domain, HRV

is usually calculated as a statistical value that is representative of the variability in

NN intervals. Examples of such values are SDNN, the standard deviation of the

NN intervals, SDSD, the standard deviation of the di�erences between adjacent NN

intervals, and pNN50, the number of successive intervals which di�er by more than

50 ms expressed as a percentage of the total number of ECG cycles analyzed.
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The time domain methods are computationally simple, but lack the ability to

discriminate between sympathetic and parasympathetic contributions to HRV. This

can be somewhat accomplished using frequency domain techniques. For example,

in the power spectral density of an NN interval tachogram, sympathetic activity is

associated with the low frequency range (0.04-0.15 Hz) while parasympathetic activity

is associated with the higher frequency range (0.15-0.4 Hz) [1].

Geometric methods are not only invaluable for quick visual inspections of HRV,

but they also allow certain highly descriptive measurements to be made. One such

technique is the Poincare plot, shown in Figure 2.6, whose shape can vary greatly

between normal and symptomatic individuals. An added bene�t of the Poincare plot

is that it permits rapid elimination of ectopic RR intervals, since they are usually

sparse and far outside the main dense �blob� constituted by the NN intervals.

Figure 2.6: Poincare plot of the NN intervals in a normal subject. SD1 represents the
amount of variability between adjacent intervals while SD2 is a measure of long-term
variability. Reproduced from [1] with kind permission from Springer Science+Business
Media.
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2.3 Devices

Electrocardiograms can be recorded on a myriad of instruments. These range from

simple recorders to devices capable of administering electrical therapy based on real-

time ECG analysis. Here I will only focus on two categories of devices, which I believe

have the most potential to fuel and bene�t from future research: ambulatory surface

ECG monitors and implantable cardioverter de�brillators.

2.3.1 Ambulatory surface monitoring

Ambulatory electrocardiogram monitors (AECG) are powerful diagnostic tools

employed in the evaluation of cardiac arrhythmias. They come in a wide array of

mobile formats di�ering in duration of monitoring, quality of recording, convenience

and invasiveness. Their key bene�ts include their portability and extended recording

durations, which make them more capable of capturing transient arrhythmias

occurring in real life, away from the hospital bed.

Named after Dr. Norman Holter who invented AECG monitoring in the 1940s,

the Holter monitor records continuously one to twelve channels of ECG during 24 to

48 hours but performs little or no real-time analysis. It is best suited for events that

occur rather frequently, and for global techniques such as signal averaging, MTWA,

and HRV, which require continuous recording. On the other side of the spectrum is the

looping event monitor, which is worn continuously for one to four weeks. However,

it only records the few minutes preceding and following an event, triggered either

manually when the patient feels a symptom, or automatically when the on-board

algorithm detects an asymptomatic event. One particular type of event monitor is

the implantable loop recorder (ILR), designed for infrequent events. It is implanted
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just under the skin, and capable of recording a single channel of surface ECG for

up to 18 months. The main reason for implantation is compliance; patients cannot

be expected to tolerate the harsh skin preparation procedure and adhesive electrodes

every day for more than one month. More information on the di�erent types of AECG

monitors and their indications can be found in [41], [78], [138], and [161].

Recent studies have shown that the longer recording period of implantable loop

recorders is essential in certain conditions such as syncope (a transient loss of

consciousness most often resulting from low blood pressure) [76], and monitoring

for post-ablation atrial �brillation recurrence [13]. However, the overwhelming false

detection rate will need to be reduced before the latter becomes mainstream [66]. Due

to the long desired battery life, the algorithms in ILRs need to be kept very simple.

They usually consist of simple thresholded QRS detection, as well as RR interval

and regularity calculations [46]. However, more recent devices include template

morphology detection; other improvements such as adaptive thresholds and noise

detection have also been proposed [19].

Despite its impressive monitoring period and patient compliance results, the ILR

is far from an ideal solution. It is invasive, expensive and does not o�er full-disclosure

recording or at least reliable detection algorithms. The way forward is surely more

convergence between its advantages and those of the low cost, non-invasive and

continuously recording Holter monitor. Moore's law and compression algorithms help

ensure that extended duration full-disclosure recording will be possible. What remains

to be done is the increase of patient compliance in external recordings, potentially

through dry electrodes or other skin-friendly techniques, and further improvements

to detection algorithms, since the analysis of several months of continuous raw ECG
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data is simply impractical.

2.3.2 Implantable cardioverter de�brillator

An implantable cardioverter de�brillator (ICD) is a small electronic device designed

to monitor patients' heart rhythms in real-time, and give them appropriate electrical

treatment as needed. It is implanted in the upper chest, and consists of a pulse

generator and leads connected to the heart. The pulse generator contains a battery,

whose lifetime is of �ve to seven years, as well as a capacitor for building up a large

charge, and electronic circuitry for sensing, analysis, and generation [47].

Modern implantable de�brillator systems have four essential functions: arrhythmia

detection, ventricular tachycardia treatment, bradycardia pacing, and episode-data

storage. Arrhythmia detection algorithms are similar to those used by implantable

loop recorders and described in the previous section - with an emphasis on the dur-

ation and rate of the sequence of abnormal heart beats. However, in ICDs, they

use ventricular intracardiac electrograms, rather than surface ECGs. Moreover, dual

chamber ICDs also perform the same measurements on atrial electrograms and com-

pare atrial and ventricular heart rates, in addition to QRS morphology template

matching, to determine the origins of tachycardias [46].

A de�brillator can terminate ventricular arrhythmias in three ways. Tachyar-

rhythmias in the ventricular �brillation range are treated by immediate de�brilla-

tion, whereas ventricular tachycardias, particularly slower ones, are often treated by

sequences of anti-tachycardia pacing (ATP) at a higher rate than the tachycardia

itself, low energy cardioversion when pacing fails, or de�brillation should the rhythm
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deteriorate or prove immune to these less aggressive measures. The e�cacy of de�b-

rillation in terminating ventricular �brillation rhythms is of over 98% [47, 162].

Between 30% and 40% of early ICD patients were estimated to also need

pacemakers. Therefore, most modern ICDs contain pacemaker functionality to

help patients cope with bradycardias. This is done through small impulses, which

rhythmically induce extra beats when needed, bringing the heart rate back up into the

normal range. More advanced devices also contain an extra ventricular lead placed in

the coronary sinus in order to enable cardiac resynchronization therapy (CRT), which

helps treat heart failure (HF) by ensuring both ventricles beat in a coordinated way.

HF is de�ned as the inability of the heart to supply su�cient blood �ow to meet the

body's needs.

Like implantable loop recorders, all ICDs store information that can be retrieved

non-invasively by telemetry. This information is of a similar nature. However, unlike

ILRs, ICDs often store at least two leads: near �eld electrograms, which are the

classical localized intracardiac signals, and far �eld electrograms, which are still

recorded intracardiacally, but between more widely spaced electrodes, and thus can

show some morphology features similar to those on surface ECGs such as P waves

and QRS width.

Despite their bene�ts and high success rates when prescribed to the right patients,

implantable cardioverter de�brillators still face a few drawbacks. For example,

around 20% of the shocks they deliver are inappropriate, and more are appropriate

but not necessary. Shocks can be extremely painful and many patients live in

fear of being shocked, especially in public. There is evidence that the atrial

electrode in dual chamber ICDs designed to detect supraventricular tachycardias
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(SVT), which are tachycardias originating outside the ventricle where a shock is

not needed, has not resulted in any signi�cant reduction in inappropriate shocks

[142]. Furthermore, there are numerous speculated mechanisms by which ICDs can

induce arrhythmias, including device malfunction, inappropriate shocks, pacemaker-

facilitated triggers, reversal of activation wavefronts from epicardial resynchronization

increasing dispersion of refractoriness, and local lead e�ects with mechanical irritation

and late �brosis [148]. While these risks may be appropriate for a patient whose life

has been or will be saved by an ICD shock, most ICD recipients do not develop the

ventricular tachyarrhythmias which would bene�t from such a life-saving shock, and

are instead o�ered an invasive, expensive, and risky therapy that they do not need.

Indeed, ICD implants have been erring on the side of caution as it is very di�cult to

assess the future risk of a ventricular �brillation causing sudden cardiac death (SCD).

2.4 Conditions

While there is a plethora of cardiac and non-cardiac conditions where ECG

interpretation is useful, none are as relevant, misunderstood, unpredictable, and

associated with signi�cant risk of morbidity and mortality as atrial �brillation and

sudden cardiac death. Yet both are largely remediable... if only they could be

accurately predicted.

2.4.1 Atrial �brillation

Of the various arrhythmias, it was the discovery of atrial �brillation (AF) that

convincingly demonstrated the unique clinical value of the electrocardiogram in the
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early twentieth century [44]. A century later, AF still presents some of the greatest

challenges in electrophysiology.

Atrial �brillation is the most common sustained arrhythmia, and its incidence

increases signi�cantly with age. Indeed, 17% of people above the age of 70 su�er

from it [112]. AF involves �brillation or quivering of the heart muscles of the

atria, rather than coordinated contractions. While atrial �brillation often manifests

itself in symptoms such as palpitations or light-headedness, it is also frequently

asymptomatic and goes undetected for years. However, it can result in serious

and deadly complications including stroke and heart failure [88]. AF is said to be

paroxysmal, persistent or permanent depending on the frequency of its occurrence in

a particular patient. A major challenge lies in the detection of traces of paroxysmal

atrial �brillation from a normal ECG, while it is not actually occurring, as patients

cannot be expected to wear heart monitors for extended periods of time until an

event occurs, and implantable loop recorders are simply too expensive and invasive

to justify implanting them in seemingly healthy patients for preventive purposes.

Atrial �brillation is often curable or at least manageable. Treatment plans

include blood thinning drugs to reduce the risk of stroke, rate or rhythm control

medications such as beta blockers which increase AV node block for impulses going

down the ventricles, and cardioversion, whether electrical or chemical. However, the

most promising therapy is radio-frequency ablation, which is a minimally-invasive

procedure involving catheters inserted into the patient's heart to �burn� diseased

tissue [154].

Even though ablation has cured thousands of patients over the years, the decision

of which tissue to burn is still as much of an art as it is a science. Currently, the focus
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is moving from simply ablating the same areas (such as around the pulmonary veins)

in every patient, towards also selecting ablation sites based on an interpretation of

intracardiac electrograms, as it is becoming clear that di�erent sites are responsible

for atrial �brillation in di�erent people [126]. There are some indications regarding

what to look for in target tissue electrograms. Fractionated signals [54, 100], and

more recently, localized rotors or focal impulse sources [102], are thought to indicate

potential problematic areas. However, there are still many more questions than

answers, and computer analysis can play a major role in the detection of hidden

patterns, and the reduction of subjectivity in interpretation.

The ECG is an essential component of follow-up after an atrial �brillation ablation.

AF often reoccurs and episodes can be over 48 hours long without presenting any

symptoms. In addition, freedom from atrial �brillation for more than three months

does not preclude a longer-term recurrence [67]. Therefore, patients may need to be

continuously monitored for over a year before they can be �nally declared to be free

from atrial �brillation [13]. Recently, two studies have shown a correlation between

ablation success and the signal-averaged P wave duration [15, 116]. Another tool

worth considering is the �brillatory frequency, which has been shown to correlate

with AF duration [16], but may be less subjective than the manual onset/o�set P

wave duration measurement [112].

2.4.2 Sudden cardiac death

Despite a substantial decrease in deaths attributable to cardiovascular causes over

the past 50 years, cardiovascular disease remains the most common natural cause

of death in the developed world. The Heart and Stroke Foundation of Canada
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estimates that cardiovascular disease is responsible for close to 30% of all deaths

in Canada. Sudden death from cardiac causes accounts for approximately half of all

deaths from cardiovascular causes. The majority of such sudden deaths are due to

acute ventricular tachyarrhythmias, particularly ventricular �brillation [62].

Implantable cardioverter de�brillators are extremely e�ective in the prevention of

SCD. The di�culty lies in allocating them ahead of time to the patients who will need

them most. The majority of patients who receive ICDs do not experience a life-saving

shock from these devices during their �ve to seven year lifetime. On the other hand,

the majority of deadly ventricular �brillations occur to people in low risk categories

who have not received an ICD. One of the main reasons for this is explained in Figure

2.7 and is mostly economical: SCD is the �rst encounter that many patients have with

heart disease. This will remain the case until there are cost-e�ective, non-invasive,

and reliable tests that can be used on the general population.

Nevertheless, unless one subscribes to the pessimistic view that the onset of

arrhythmia is a random phenomenon that cannot be predicted, there is obviously more

to be done to improve current risk strati�cation approaches. The most widely-adopted

techniques rely on personal history of heart attacks or other major cardiac events

coupled with a low left ventricular ejection fraction (LVEF), a ratio representing the

proportion of blood pumped out of the ventricle with each heart beat. Based on this

approach, even in the highest risk category where virtually every patient gets assigned

an ICD, only 30% of recipients experience a life-saving shock [62].

Ventricular �brillation is a cardiac electrical event and it is only logical to

hypothesize that recordings of cardiac electrical activity such as ECGs or EGMs

could yield some insight into the risk of future major events. The most promising
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Figure 2.7: While patients in the highest risk categories have indeed the highest
probability of su�ering a sudden cardiac death, they are largely outnumbered by the
general population and as such, most of the deaths occur to people who were thought
to be at low risk. Reproduced with permission from [62], © Massachusetts Medical
Society.

SCD risk strati�cation approaches based on the ECG have been the signal-

averaged QRS duration, microvolt T wave alternans, heart rate variability and QT

dispersion. Unfortunately, they have all been mostly dismissed for various reasons

including inconsistent results, subjective methodology, or low positive predictive value

[62, 63, 64, 113].

With the increasing number of de�brillator, pacemaker and loop recorder implants,

there is an unprecedented opportunity to acquire large amounts of data prior to

fatal events and use them to �nd common patterns in the evolution of risk. These
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intracardiac electrogram patterns should be correlated with the surface ECG using

novel algorithmic approaches in order to devise non-invasive predictive markers of

SCD that can be economically applied to the general population.



Chapter 3

QRS detection

The R wave of the QRS complex is the most prominent periodic waveform in the ECG,

representing ventricular depolarization, the electrical activity propagating within the

heart prior to ventricular contraction. Due to its pronounced appearance, the R

wave is used as a �ducial point for the determination of heart rate (HR) and rhythm

[7, 11, 21, 33], heart rate variability (HRV) [20], heart rate turbulence (HRT) [125],

and heart rate asymmetry (HRA) [52]. Moreover, positions of R waves are suitable

reference points for locating onsets and o�sets of surrounding waveforms within the

cardiac cycle; the P, Q, S, and T waves [83]. R wave or QRS detection (the two

terms are used interchangeably) is consequently a prerequisite to most forms of ECG

analysis.

Section 3.1 details Moving Average and Standard Deviation Thresholding (MAST),

an alternative murine R wave detection algorithm I developed for my colleagues in

the Department of Biomedical and Molecular Sciences at Queen's University, who

discovered that the commercial software they used was incorrectly detecting a sub-

stantial number of R waves. In Section 3.2, I adapt the general idea behind MAST

42
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to human ECGs, and augment it to work with multiple leads and detect ventricular

�utter and �brillation.

3.1 Accurate R wave detection in mice using MAST

The role of implantable telemetry in cardiovascular research has rapidly expanded

since its introduction in the 1990s [77], as is evidenced by the number of publications

reporting its use. Among many notable contributions are those studying sudden

cardiac death (SCD) [25], heart rate (HR) [23], coronary artery vasopasm [28],

Chagas cardiomyopathy [109], heart block [99], atrial �brillation (AF) [132], myotonic

dystrophy [152], cardiac hypertrophy [156], heart failure [129], myocardial infarction

(MI) [42], cardiotoxicity [150], congenital heart disease [93], and heart rate variability

(HRV) [49], for which a standardized measurement and analysis protocol was proposed

in 2008 [143].

My colleagues recently employed implantable telemetry for a study of the e�ects

of antigen challenge on control of heart rate (HR) and body temperature in a murine

model [36]. Figures 3.1 and 3.2 respectively show a radio-telemetry sensor/transmitter

similar to the one they employed, and their experimental setup.

Preliminary analysis of the automatically-generated 24-hour telemetry data

parameters revealed a high degree of inter- and intra-mouse variability. This led to the

decision to test the accuracy of the employed telemetry system software, Dataquest

ART (Version 4.1, Data Sciences International, St. Paul, MN), by comparing its
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Figure 3.1: Image of a radio-telemetry sensor/transmitter and schematic showing its
implantation in a mouse. Reproduced with kind permission from Sandra G. Vincent.

automatically-generated data against user-identi�ed R waves and their resulting inter-

beat interval (IBI) or RR interval, and HR values.

Inspection of the annotated ECG data revealed inconsistent waveform identi�c-

ation by the software analysis program (Dataquest ART; Figure 3.3) which could

be attributed to several factors, such as: high-amplitude noise interspersed with the

lower-amplitude ECG signal, misidenti�cation of noise as signal by Dataquest ART,

failure to resume detection on the clean signal after periods of high-amplitude noise

(Figure 3.3C), and failure to detect some normal IBIs even in the absence of noise

(Figures 3.3A and 3.3B). These errors led to the inclusion of arti�cially long IBIs in

the calculation of HR, resulting in an overall underestimation of HR.

Figure 3.4 depicts the impact of misdetection by comparing the automatically-

generated ECG waveform HR parameters within a given segment against equivalent,

manually-selected and veri�ed ECG and HR data (�rst two hours shown as sample).

A careful review of the physical environment revealed that receivers that were in

proximity to electrical outlets and metal-encased wiring during hours one and two of

the protocol were responsible for the majority of the unsuccessful automated detection
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Figure 3.2: Experimental set-up for the acquisition of telemetry signals in chronically
instrumented mice: transmitter, housing chamber, wireless receiver plate, and
Dataquest ART software. Reproduced with kind permission from Nicolle J. Domnik.

data, presumably due to the impact of external electrical interference.

The e�ect of �interference� on automated HR detection during conditions of

�clean� vs. �noisy� data segments is illustrated in Figure 3.5. In the presence of

sporadic interference, software-generated analysis consistently underestimated true

HR, as seen in Figures 3.4 and 3.5. However, the disparity between Dataquest

ART and manually-selected ECG analyses was not always attributable to electrical

noise. Intermittent noise (most likely of an electromyographic nature) also resulted

in improper detection, and the need to review all data in the subsequent 22 hours of

the protocol despite the receiver no longer being near electrical outlets.

Automated R wave detection methods for human electrocardiograms have been

available for decades [106], and accuracy �gures greater than 99% have been achieved
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using a variety of techniques [75], including non-linear digital �lters [158], arti�cial

neural networks [157], genetic algorithms [111], wavelet transforms [68], and support

vector machines [96]. However, we were not able to �nd any published solution to

the problem of R wave detection in the murine electrocardiogram. Knowing the

limitations of commercial solutions (such as Dataquest ART), we decided to develop

our own algorithm with the goal of robustness to a variety of artefact sources,

including electromyographic (EMG) interference from muscular activity of non-

cardiac origin, 50 and 60 Hz power line artefact, baseline drift, amplitude modulation

due to respiratory rhythms, T waves with frequency and amplitude characteristics

similar to R waves, and composite noise arising from a combination of sources.

Our e�orts led to Moving Average and Standard deviation Thresholding (MAST):

a novel and fully-automated algorithm capable of accurate and noise-resistant single-

channel R wave detection in the murine ECG.
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Figure 3.3: Sample screen captures of ECG waveform data, as acquired and
automatically analyzed by Dataquest ART software. The x-axis represents time in
minutes (panels A and B) or seconds (panel C). R waves are demarcated by vertical
lines.
A. Failure of automatic waveform marking to detect single/multiple R waves, despite
a robust signal with a consistent signal-to-noise ratio.
B. Filter application (high-pass shown) did not improve the accuracy of R wave
detection, despite improvement in the signal-to-noise ratio. Dropped beats, such
as those in panels A and B, caused overestimation of IBIs, leading to consistent
underestimation of mean HR.
C. Despite acceptable detection of R waves prior to the occurrence of high-amplitude
noise (probably of an electromyographic nature due to movement) seen at 10-15
seconds, R wave detection failed to resume after the termination of the noisy signal.
This was presumably due to the software algorithm's resetting of the signal threshold
for detection, which led to inappropriately-identi�ed waveforms in addition to false
positives detected within the period of noise itself (not discernible without x-axis scale
expansion).
Reproduced with kind permission from Nicolle J. Domnik.
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Figure 3.4: Plot of software-identi�ed (y-axis) vs. manually-selected (x-axis) heart
rate data. HR was obtained from all nine mice over two hours (average HR from three-
minute sample every ten minutes). Software-detected HR parameters were generated
from Dataquest ART automated waveform annotations, while manually-selected HR
data were obtained by manual review and marking of raw ECG waveforms. Software-
detected HR consistently underestimated true HR (linear regression, software-
generated HR=0.8854x�70.554; R2=0.0692; R=0.2631; P<0.001). The line of identity
is indicated as y=x. Reproduced with kind permission from Nicolle J. Domnik.
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Figure 3.5: E�ect of ECG signal quality on the accuracy of software-generated data
output. HR data (mean ± SEM) are shown for mice housed over receivers with (noisy)
or without (clean) high-amplitude noise derived from manual selection of quality-
controlled ECG waveforms (manual), or though parameter output of automatic
waveform marking by Dataquest ART (automatic). While automatically-generated
HR data were consistent with manually-selected data in the absence of noise (clean:
automatic vs. clean: manual), automatic detection of signal from receivers in the
presence of presumed electrical noise consistently underestimated true heart rate and
resulted in high inter-mouse variability. Reproduced with kind permission from Nicolle
J. Domnik.
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3.1.1 Algorithm

R wave detection algorithms generally consist of two stages: a pre-processing or

feature extraction stage including linear and non-linear �ltering, and a decision stage

involving peak annotation and decision logic. In most cases, the decision stage is

heuristic and the performance of the algorithm depends heavily on the pre-processing

results [75]. Moving Average and Standard deviation Thresholding (MAST) depends

equally on both stages, enabling it to perform accurately without requiring complex

pre-processing. Both the feature signal and the detection threshold are derived using

the same equation, only with di�erent window widths. This means that the techniques

that are often used to enhance the signal-to-noise ratio (SNR) of the R waves can

now also be used to generate an adaptable threshold that is low enough to trigger a

detection for every R wave regardless of amplitude or morphology, yet high enough

to disregard artefact and other irrelevant �uctuations in the signal.

The �rst step of MAST is a moving average calculation (Equation 3.1 where X

is the input signal and w is the window width), after which the ECG is recti�ed

(Equation 3.2) in order to ensure that every signi�cant peak is positive, and that

only one threshold is necessary for R wave detection. This can be accomplished

by calculating the absolute value of the signal after subtracting its baseline. For

simplicity, and in order to adapt to potential baseline wander, we used a moving

average with a wide window, containing several heartbeats, as a rough estimate of

the baseline. The e�ects of this process on a sample ECG are presented in Figure

3.6b.
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X̄i =

i+w∑
j=i−w

Xj

2× w + 1
(3.1)

Yi =
∣∣Xi − X̄i

∣∣ (3.2)

Next, we generate our feature and threshold signals by adding the moving average

to a multiple of the moving standard deviation of the recti�ed ECG (Equation 3.3).

The window width used to calculate the moving average and the moving standard

deviation determines whether the output is the feature signal or the detection signal.

We noted that a window width roughly equal to the expected duration of a QRS

complex, or approximately 10 milliseconds, is suitable for the feature signal, while

a wider window with dimensions comparable to those of a typical RR interval, or

approximately 100 milliseconds, is appropriate for the threshold signal.

Zi = Ȳi + 3×

√√√√√√
i+w∑

j=i−w

(Yj − Ȳi)2

2× w
(3.3)

Subsequently, MAST compares the feature and threshold signals (Figure 3.6c) and

annotates R waves at points where the feature signal exceeds the threshold signal.

Detections are merged if they are very close to one another, within a default three

milliseconds in our case, or annulled if their duration is too short. We considered the

R wave location to be at the centre of the interval within which the feature signal is

larger than the threshold signal.

The level of accuracy exhibited by MAST may be attributed to the fact that the

typical threshold signal window consists mainly of baseline, while remaining wide
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Figure 3.6: A one-second murine ECG processed through the stages of MAST. Signal
amplitudes are in mV. (a) Original ECG. (b) Recti�ed signal. (c) Feature (solid line)
and detection (dashed line) signals.

enough to contain at least one R wave. The result is an increase of the mean and

standard deviation (SD) su�ciently to place the threshold signi�cantly above the

feature signal at the baseline, but far below it at the R wave, where the mean and

standard deviation of the feature signal are primarily those of the R wave, since

feature signal window is too narrow to contain a signi�cant amount of baseline. This

produces good results without the need for exact hard-coded values, and regardless of

the details of the pre-processing step. One simply needs to ensure that the detection

signal window width contains more baseline than QRS, and that the feature signal

window width contains more QRS than baseline. An advantage of MAST is that
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instead of relying on rigid pre-selected thresholds, R wave detection parameters are

expressed in terms of window widths, which have a natural and intuitive meaning in

relation to the ECG.

Artefact exclusion

The recordings analysed during our algorithm validation occasionally included

segments where the artefact amplitude was an order of magnitude larger than that of

the R wave, making annotation impossible even for an expert reviewer. Considering

that the MAST threshold is adaptable, and with a window width roughly equal to

just one RR interval, this does not a�ect algorithm performance outside of segments

containing signi�cant signal artefact. However, it does cause numerous false positive

detections.

Artefact peaks appear to occur at random intervals, while R waves are regular

aside from some normal beat-to-beat variation in HR. MAST uses this knowledge

to delineate unreliable areas by comparing each RR interval to a moving average of

its surrounding �ve RR intervals. If the di�erence is greater than 25%, it considers

the R wave to be a false positive. MAST also excludes any groups of less than 10

consecutive true positives between two false positives. To our knowledge, the ability

to identify and reject unreliable segments, regardless of their duration, is unique to

MAST.

A side-e�ect of this false positive detection approach is the exclusion of most

ectopic beats. The threshold employed is in fact consistent with the 20% and 24.5%

to 32.5% values respectively proposed by Malik et al. and Kamath et al. for the

detection of ectopic beats in humans [91]. While the rejection of ectopic beats is often
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desirable (e.g. for the measurement of HRV), other situations call for the detection

and inclusion of such beats. Ectopic beats can be easily and automatically identi�ed

by considering regions labelled as artefact but containing only one detected peak; this

peak is almost always an ectopic beat since EMG artefact usually consists of more

than one peak. For greater certainty, the the RR interval following the presumed

ectopic beat should also be signi�cantly longer than the one preceding it.

Computational complexity

By making use of values from previous samples, moving averages can be computed

at each step in a constant number of operations, independently of the window size.

The same applies for the standard deviation once the square operation is expanded.

This allows MAST to perform in linear time relative to the number of samples in the

input signal (O (N +W ) = O (N) where N is the number of samples in the input

signal and W is the number of samples in the largest window). Practically-speaking,

the algorithm running on our standard dual-core desktop computer analyzed each

minute of recorded data (digitized at 1000 samples per second) in just under 100 ms.

Increasing or decreasing the window sizes by an order of magnitude did not a�ect

this result.

3.1.2 Analysis

Although ideally new R wave detection algorithms would be validated using public

ECG databases, e.g. MIT-BIH [48] and AHA [56], databases containing recordings

from mice are not yet available. This said, Section 3.2 covers the excellent performance

on the MIT-BIH database of a human R wave detection algorithm based on MAST.
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Our in-house database contains a total of 1296 three-minute high-resolution

recordings (1000 samples per second, 12-bit precision) collected from nine adult

male C57BL/6 mice and exhibiting various amounts of signal artefact. Periods of

three minutes were selected for analysis and averaging due to the non-stationarity

of the RR interval time series present in the mouse [143]. Data collection was

performed such that three minutes of high-quality ECG signal were recorded for

every 10 minute period over 24 hours, which included two hours in which mice were

housed in a plethysmograph outside of their usual environment, one hour of which

involved exposure to an aerosolized liquid solution.

We performed our analysis on 270 three-minute recordings (30 from each mouse)

which were randomly selected from our database using MATLAB (R2010b, The

MathWorks Inc., Natick, MA, 2010). Algorithm performance was evaluated by two

expert reviewers who manually annotated all visible R waves. Following blinded

analysis on each of the signals by MAST and Dataquest ART, true positive (TP), false

positive (FP), and false negative (FN) detections were counted for both algorithms.

Sensitivity (Se) and positive predictivity (+P) were calculated respectively using

Equations 3.4 and 3.5.

Se =
TP

TP + FN
(3.4)

+P =
TP

TP + FP
(3.5)

In order to assess the utility of MAST, the resulting performance �gures achieved

by each algorithm were tested for normality using one-sample Kolmogorov-Smirnov

tests, and were then subjected to Wilcoxon signed rank tests or t-tests, as appropriate,

with the minimum signi�cant probability value set at P<0.05. MAST implementation
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and statistical analysis were performed in MATLAB.

3.1.3 Results

The results for both Dataquest ART and Moving Average and Standard deviation

Thresholding (MAST) are presented in Figure 3.7. Of the 437,533 expert-annotated

heartbeats in our 270 electrocardiogram (ECG) recordings, MAST consistently

returned signi�cantly fewer false negatives per recording than Dataquest ART

(27.43±77.56 vs. 107.00±354.49, P<0.001, Wilcoxon signed rank). MAST also

accrued signi�cantly fewer false positives per recording (0.18±0.75 vs. 1.43±9.26,

P=0.027, Wilcoxon signed rank). Consequently, both the sensitivity (Se) and

positive predictivity (+P) of MAST were signi�cantly superior to those achieved

by Dataquest ART (Se: 98.48%±4.32% vs. 94.59%±17.52%, +P: 99.99%±0.06% vs.

99.57%±3.91%, P≪0.001 and P=0.027 respectively, Wilcoxon signed rank).

3.1.4 Discussion

An important methodological �nding of our study was the observation that, when

exposed to electrical or EMG noise, the sophisticated telemetry systems employed

in monitoring physiological parameters in murine models can experience su�cient

degradation in the quality of the ECG signal to result in inaccurate automated R

wave detection. Indeed, we found that analysis of the R wave IBI associated with

our experimental protocols resulted in variations in the HR data, which, during

routine quality control scanning of the raw ECG signals, indicated errors in the

Dataquest ART software automated measurements. To our knowledge, this is the
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Figure 3.7: Performance of MAST and Dataquest ART on each of the 270 recordings.
Results from MAST are illustrated with black triangles, while those from Dataquest
ART are illustrated with grey circles. Both algorithms generally achieved high
sensitivities and positive predictive values. However, MAST's output was relatively
consistent and usable for all recordings while Dataquest ART's sensitivity and positive
predictivity dropped as low as 3% and 53% respectively for some recordings.

�rst report of consistent overestimation of IBI/underestimation of HR by a radio-

telemetry system in mice. Misdetection for some data segments appears to be

attributed to the sensitivity of the receiver to electrical wiring and perhaps other

laboratory devices, although this is not the only apparent cause of misdetection. Our

�ndings indicate the importance of careful review of radio-telemetry data in order to

ensure that the data truly re�ect the physiological condition of the animal model.

�Noisy� signals, which can impact on, but are undetected by, commercial software

algorithms such as those employed by the Dataquest ART software, appear to arise

from the local environment. The detection errors resulting from such signals cause
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signi�cant misdetection of ECG waveforms and inaccuracies in RR interval reporting.

A common practice in HRV analysis is the exclusion of RR intervals falling outside

two standard deviations of the calculated overall mean HR. However, we found this

practice failed to eliminate errors in our data (data not shown). Technical support

from Data Sciences International was helpful in our discovery of the errors illustrated

above. Investigators should be cognizant of the fact that, unless preliminary data

provide unequivocal evidence for the lack of signal degradation, routine quality control

procedures should include review of raw waveform data (as in the present study), and

that software options that provide only data summaries and exclude raw waveform

recordings carry signi�cant risk with respect to the accuracy of data sets. Given

the array of biomedical interventions and equipment applied to telemetry-monitored

murine models, it is clear that manual quality control and veri�cation of the raw

waveform data, in addition to software-based detection of waveforms, is integral to

ensuring only physiologically-relevant data are analyzed and reported.

We developed the Moving Average and Standard deviation Thresholding (MAST)

algorithm in order to minimize the manual input required for this task. The present

study validates MAST by comparing its R wave detection on our murine ECG

database against Dataquest ART as well as our manual annotations, using a collection

of recordings containing many physiological and non-physiological artefact types, such

as arrhythmic episodes, power line interference, and electromyographic (EMG) noise,

under varying experimental conditions in mice [36].

It is worth noting that MAST noti�es the user of the sections it rejects

intentionally due to excessive signal artefact. This is in order to highlight areas that

may require manual inspection, additional signal processing, or outright deletion,
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and also to remove false RR intervals that would otherwise result from calculating

the distance between the two true positive detections on either side of the rejected

segments. Inclusion of such erroneous RR intervals would signi�cantly distort the

computation of physiological indices such as HR and HRV, while their deliberate

exclusion would only have a negligible or minor impact on these computations.

This functionality, provided by MAST, is crucial in cases where investigators desire

minimally-supervised acquisition of RR interval data, yet it is seldom made available.

However, in order to report unbiased results in this manuscript, while determining the

number of false negative detections accrued by MAST, we also counted the R waves

that were visible in the areas that it identi�ed as unreliable and omitted intentionally.

Given the growing popularity of cardiovascular research in the murine model,

we propose MAST as an e�ective R wave detection solution for investigators using

implantable telemetry. The value of accurate R wave detection in ECG analysis

cannot be underestimated, especially considering that there are no solutions currently

available, public or commercial, which fully automate this process. MAST was

particularly e�ective in regions that are challenging for more traditional techniques,

such as those exhibiting high-amplitude artefact (Figure 3.8a), rapid variations in

R wave amplitude (Figure 3.8b), or wandering baselines (Figure 3.8c). We have

validated MAST for robust, minimally-supervised detection of R waves in telemetric

data of variable signal quality. We have yet to encounter an ECG signal in which this

R wave detection technique could not be used e�ectively.
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Figure 3.8: Examples of segments within ECG signals that are challenging for
traditional approaches to R wave detection. Signal amplitudes are in mV. Beat
annotations from MAST are illustrated with triangles above the signals, while those
from Dataquest ART are shown with triangles below.

3.2 Multi-lead QRS detection using the Window

Pairs algorithm

My adaptation of MAST to human ECGs resulted in a robust and computationally-

e�cient algorithm performing multi-lead QRS and ventricular �utter/�brillation

detection with no manual input. Similarly to MAST, the feature signal and the

detection threshold are derived using the same equation, only with di�erent window

widths. However, as shown in Figure 3.9, Window Pairs also supports anywhere from

1 to N leads (where N is an is an arbitrarily high number), by �rst performing QRS
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detection for each individual lead and then aggregating the leads in a weighted sum

which emphasizes reliable leads and reduces the impact of noisy ones.

Lead 1

Bandpass

filtering

and |dV/dt|

Feature and

threshold

signals

QRS

detection

Confidence

weighing

VF

detection

Lead N

Feature and

threshold

signals

QRS

detection

Confidence

weighing

Bandpass

filtering

and |dV/dt|

Figure 3.9: The various stages of the Window Pairs algorithm: after bandpass
�ltering, di�erentiation and recti�cation (with the absolute value of the �rst
derivative), the feature and threshold signals for each lead are generated from the
same equation, then compared to perform preliminary QRS detection. The outcome
is used to assign con�dence weights on the leads before they are normalized and
combined (using a weighted sum operation) to obtain the overall detection results,
from which ventricular �utter and �brillation segments are optionally identi�ed.

3.2.1 Single-lead detection

Pre-processing

The �rst step of the algorithm is a band-pass �lter which enhances the QRS and

reduces the P and T-waves. A fourth-order Butterworth �lter with a pass-band of

7 to 17 Hz provides good detection performance and is within the prescribed range

for QRS detection [75, 106, 124]. The �ltered signal y(n) of sampling frequency f

samples per second is then di�erentiated to highlight the rapid changes common in

the QRS, and recti�ed using a simple absolute value operation to ensure that every

signi�cant peak is positive and that only one threshold is necessary for QRS detection

(Equation 3.6). This is a standard pre-processing approach and variations of it have
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been used since the earliest QRS detection algorithms [106].

y(n) = |y(n)− y(n− 1)| (3.6)

Feature and threshold signal generation

Following pre-processing, a moving average �lter is used to generate the feature

signal s1(n) (Equation 3.7) and threshold signal t1(n) (Equation 3.8). The ideal

feature signal window width p should be slightly larger than the average QRS width

(200 milliseconds in my implementation although moderate �uctuation of any of the

constants used in this algorithm does not signi�cantly a�ect performance) while the

threshold signal window width q should be greater than the longest RR interval or

heartbeat duration expected (3 seconds in my implementation). I placed greater

weight on the points at the centre of the window, as that can help increase the

threshold around peaks and avoid a few false positives. In order to keep the running

time of the algorithm independent of the window widths, this feature is implemented

with the mean of three uniform moving averages; one with the feature signal window

width, another with the threshold signal window width and a third one with a window

width equal to the geometric mean of the �rst two (respectively 200 milliseconds, 3000

milliseconds and 775 milliseconds in my implementation).

s1(n) =
1

p+ 1

n+⌊ p
2⌋∑

i=n−⌈ p
2⌉
y(i) (3.7)
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(3.8)

High-amplitude-T-wave avoidance

Occasionally, T-waves can have similar amplitude and frequency characteristics as

their preceding QRS complexes, resulting in false positives. They are usually avoided

by not allowing the threshold to drop after a QRS detection until a refractory period

of about 200 milliseconds has passed [106]. This can be achieved by maintaining the

threshold signal amplitude at its maximum throughout a detected QRS (which has the

added advantage of avoiding merging P and T waves to the QRS) and incorporating

a decay factor α = 20/f following the QRS in order to slow the threshold signal

amplitude drop (Equation 3.9).

t2(n) =


max

i∈QRSn

[t1(i)] s1(n) > t1(n)

αt1(n) + (1− α)t2(n− 1) s1(n) ≤ t1(n)

(3.9)

3.2.2 Multi-lead detection

Once the feature and threshold signals are generated, QRS detection is simply a

matter of �nding the points where the feature signal amplitude is greater than

the threshold signal amplitude, while merging neighbouring points (less than 50

milliseconds apart) and excluding exceptionally short detections (also less than 50

milliseconds). This entire section can be skipped for single-lead ECGs. Otherwise,
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performing QRS detection using multiple leads is all about resolving the di�erences

between the leads. My strategy consists of automatically attaching a con�dence factor

to each potential QRS detection; this con�dence factor is in�uenced by the amplitude

strength of the detection as well as the likelihood of the corresponding RR interval.

RR interval con�dence

Each RR interval is compared to the moving average of the surrounding �ve RR

intervals. While some variability is expected, large deviations from the average

could signal an incorrect detection. The impact of such incorrect detections can

be minimized by reducing their weight; speci�cally, the amplitude of the feature

signal is reduced in such a way that the di�erence between it and the threshold

signal becomes 10dk smaller (Equation 3.11), where dk is the maximum neighbouring

percentage di�erence between the current RR interval RRk and the moving average of

the surrounding RR intervals (Equation 3.10). This means that if the RR interval is

equal to the moving average, the feature signal is unchanged while if the RR interval is

twice the moving average, the feature signal becomes ten times closer to the threshold

signal (but remains on the same side of it). Note that this step does not compromise

the ability to detect premature beats unless they are only seen in a minority of leads

which is not usually the case. Assigning a low con�dence to a detection does not

mean that it is automatically excluded; it is only excluded if other leads with higher

con�dence values disagree with it.

dk = max
j=k−2...k+2

∣∣∣∣∣∣∣∣∣∣∣
5×RRj

j+2∑
i=j−2

RRi

− 1

∣∣∣∣∣∣∣∣∣∣∣
(3.10)
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s2(n) =
s1(n) + (10dk − 1)t2(n)

10dk
(3.11)

Normalization

The next step serves the dual purpose of measuring the strength of a QRS detection

and normalizing the signal in order for all leads to have the same scale. This is

performed by dividing the di�erence between the feature and threshold signal by

their sum, then smoothing using a moving average �lter (Equation 3.12). A positive

result v(n) is interpreted as a QRS detection and a negative result as lack of one.

The absolute value of the result represents the con�dence in either decision. Figure

3.10 shows the algorithm stages described up to this point performed on an example

signal.

v(n) =
1

p+ 1

n+⌊ p
2⌋∑

i=n−⌈ p
2⌉

s2(i)− t2(i)

s2(i) + t2(i)
(3.12)

Mean of leads

Combining detections from N di�erent leads is now simply a matter of summing their

normalized results vi(n) where i is the lead number (Equation 3.13); scale di�erences

among the leads are no longer an issue, and disagreements are resolved in favour of

the leads with a majority of relatively con�dent detections. I chose to compute the

mean of di�erent leads instead of their sum in order for the scale of the result to be

independent of the number of leads.

z(n) =
1

N

N∑
i=1

vi(n) (3.13)
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3.2.3 Ventricular �utter and �brillation detection

Ventricular �utter and ventricular �brillation (VF) are two heart rhythm abnormal-

ities where the heart �quivers� instead of fully beating. As such, they lack a clear

QRS complex and their corresponding ECG resembles a sine wave which alternates

between positive and negative peaks without a noticeable baseline. By design, the

feature and threshold signals have very close amplitude throughout VF regions; this

can be understood intuitively since the moving average of a sine wave is roughly

constant whether dealing with a short or long averaging window. This results in low-

con�dence QRS detections during VF rhythms, which results in the mean of the leads

hovering around zero for several beats with a very small moving standard deviation.

I use this property to automatically and easily identify VF rhythms. This

detection is essential in many cases including automated de�brillators. However,

VF waves are not considered to be QRS complexes per se in standard database

annotations [98] and as such they need to be excluded in order to compare this

algorithm with others on a somewhat equal footing. The algorithm is therefore

programmed to automatically identify VF and exclude it for this validation, making

the two criteria for a QRS detection:

� z(n) > 0 at the beginning and end of an interval of at least 50 ms where no

two positive points are more than 50 ms apart. The midpoint of that interval

is selected as the QRS �ducial point.

� The moving standard deviation of z(n) with a window size q is greater than

the VF threshold. Even a very low threshold (0.003 in my implementation) is

capable of identifying most VF rhythms, enabling the performance of this step

without signi�cantly increasing the number of false negatives.
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Figure 3.10: Steps of the Window Pairs algorithm seen on the �rst lead of an example
ECG. (a) Input signal. (b) Band-pass �ltering. (c) Di�erentiation and recti�cation.
(d) Solid feature signal and dashed threshold signal. (e) Threshold signal modi�cation
for T-wave avoidance. (f) RR interval con�dence weighing. (g) Amplitude di�erence
normalization. The last two steps of the algorithm (lead combination and VF
exclusion) are not shown since one would require an additional lead and the other a
VF rhythm.
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3.2.4 Validation

Database

We tested our algorithm on the MIT-BIH Arrhythmia Database [98] which is part

of PhysioBank [48]. The database contains 48 half-hour two-lead ECG recordings

exhibiting various arrhythmias and noise levels, and is frequently used to validate

QRS detection algorithms. Parts of the database are often manually excluded from

the validation of other algorithms in the literature; this could include entire recordings

exhibiting high levels of noise or rhythm abnormalities, challenging portions of

recordings (such as the annotated sustained VF rhythm in recording 207), or the

second lead which is signi�cantly more noisy than the �rst one. I chose to use the

entire database as I consider this to be the least biased test of my algorithm.

Performance quanti�cation

Similarly to MAST, the performance of this algorithm is evaluated by the number

of true positive (TP), false positive (FP), and false negative (FN) detections. I

considered a detection to be a true positive if it occurred within 75 milliseconds

(considerably less than the duration of an average QRS) of an annotation. Sensitivity

(Se), positive predictivity (+P) , and detection error rate (DER) were respectively

calculated using Equation 3.4, 3.5, and 3.14.

DER =
FP + FN

TP + FN
(3.14)

Results

Table 3.1 shows the detection performance on each of the 48 recordings of the MIT-

BIH Arrhythmia Database. The algorithm achieves an overall detection error of only
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0.29% with a sensitivity of 99.85% and a positive predictivity of 99.86%.

Table 3.1: Algorithm Performance on the MIT-BIH

Arrhythmia Database

Recording TP FP FN Se (%) +P (%) DER (%)

100 2272 0 1 99.96 100.00 0.04
101 1864 4 1 99.95 99.79 0.27
102 2187 0 0 100.00 100.00 0.00
103 2084 0 0 100.00 100.00 0.00
104 2227 1 2 99.91 99.96 0.13
105 2555 18 17 99.34 99.30 1.36
106 2027 2 0 100.00 99.90 0.10
107 2135 0 2 99.91 100.00 0.09
108 1761 7 2 99.89 99.60 0.51
109 2532 0 0 100.00 100.00 0.00
111 2124 0 0 100.00 100.00 0.00
112 2539 0 0 100.00 100.00 0.00
113 1794 0 1 99.94 100.00 0.06
114 1879 0 0 100.00 100.00 0.00
115 1952 0 1 99.95 100.00 0.05
116 2410 0 2 99.92 100.00 0.08
117 1535 0 0 100.00 100.00 0.00
118 2278 0 0 100.00 100.00 0.00
119 1987 1 0 100.00 99.95 0.05
121 1863 0 0 100.00 100.00 0.00
122 2476 0 0 100.00 100.00 0.00
123 1518 0 0 100.00 100.00 0.00
124 1619 0 0 100.00 100.00 0.00
200 2581 3 20 99.23 99.88 0.89
201 1950 1 13 99.34 99.95 0.71
202 2133 0 3 99.86 100.00 0.14
203 2949 2 31 98.96 99.93 1.11
205 2647 0 9 99.66 100.00 0.34
207 1859 51 1 99.95 97.33 2.72
208 2921 8 34 98.85 99.73 1.42
209 3002 0 3 99.90 100.00 0.10
210 2644 1 6 99.77 99.96 0.26
212 2747 1 1 99.96 99.96 0.07
213 3249 0 2 99.94 100.00 0.06
214 2261 1 1 99.96 99.96 0.09
215 3362 0 1 99.97 100.00 0.03
217 2208 0 0 100.00 100.00 0.00
219 2154 1 0 100.00 99.95 0.05
220 2047 0 1 99.95 100.00 0.05
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221 2427 0 0 100.00 100.00 0.00
222 2482 1 1 99.96 99.96 0.08
223 2603 0 2 99.92 100.00 0.08
228 2053 0 0 100.00 100.00 0.00
230 2256 0 0 100.00 100.00 0.00
231 1571 14 0 100.00 99.12 0.88
232 1780 31 0 100.00 98.29 1.71
233 3071 0 8 99.74 100.00 0.26
234 2753 0 0 100.00 100.00 0.00

Total 109328 148 166 99.85 99.86 0.29

This performance is among the best ever reported for an algorithm using all

recordings of the same database. Table 3.2 highlights the performance of a few other

algorithms which represent the state-of-the-art and employ diverse methods such as

wavelet coe�cients and multiscale mathematical morphology. It is worth noting that

unlike this approach, most other algorithms require manual input to achieve their

published performance; this usually involves the manual exclusion of the VF segment

in recording 207 and/or the noisy second channel in all recordings.

Table 3.2: Performance of other algorithms on the MIT-BIH Arrhythmia Database.
Most excluded the noisy second lead and the VF episodes from their reported
performance. Some publications did not report (N/R) whether they excluded any
leads or segments. However, none except for [27] mentioned any mechanisms for
synthesizing multiple leads or detecting VF.

Exclusions

Se (%) +P (%) DER (%) Lead 2 VF episodes

Adnane et al. [4] 99.77 99.64 0.59 Yes Yes
Christov [27] 99.60 99.60 0.80 No N/R
Martnez et al. [95] 99.71 99.97 0.32 Yes Yes
Pan and Tompkins [106] 99.76 99.56 0.68 Yes N/R
Wang et al. [153] 99.82 99.63 0.55 N/R N/R
Zhang and Lian [159] 99.81 99.80 0.39 N/R N/R
Zidelmal et al. [160] 99.64 99.82 0.54 Yes Yes
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3.2.5 Discussion

Real-time detection

Real-time performance for QRS detection algorithms is generally de�ned as the ability

to recognise a heartbeat before its successor occurs. While this algorithm has an

average two-beat delay in its current form, it can be modi�ed to run in real-time with

only a minor loss in accuracy, by replacing the centred window with a backward-facing

window in the threshold signal generation, RR interval averaging and VF exclusion

steps.

Computational complexity

As with MAST, by making use of values from previous samples, moving averages can

be computed at each step in a constant number of operations, independently of the

window size. The same applies for the standard deviation once the square operation

is expanded. Therefore, the algorithm's running time is O (N), i.e. it is linear in the

length (number of samples) of the input signal, which makes it ideal for embedded and

low-power applications such as mobile and implantable devices. Practically speaking,

a MATLAB implementation running on my entry-level dual-core computer analyzes

each half-hour recording in less than �ve seconds.

Multi-lead detection

This algorithm does not assume any particular lead con�guration; as such, it does not

need to know in advance the number of leads, their positions, or their relative noise

levels. Instead, it considers all input leads and has the ability to automatically boost

relevant leads and reduce the impact of noisy ones. This minimizes human input
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and makes it a very versatile algorithm useful for multiple applications, from 12-lead

hospital electrocardiograms to ambulatory long-term recording and exercise testing

where lead numbers and positions can vary, and detached leads are not uncommon.

Robustness

The algorithm does not depend on a large number of precisely-tuned constants. Most

constants used are of physiological origin and performance is not drastically a�ected

with moderate �uctuations in their values. For example, the window width of the

feature signal is none other than the duration of a typical QRS, while the window

width of the threshold signal is that of the longest RR interval possible. While both

of these quantities can somewhat vary from one ECG to another, they ultimately

cannot exceed certain physiological limits.

Moreover, as shown in Table (3.3), the algorithm is robust to signi�cant changes

in its parameter values, as well as to heavily noisy input, and even to most of its steps

being skipped.

The only change which made the algorithm's performance unacceptable was the

doubling of the feature signal window. However, there is no practical reason to

attempt doing this given that from a physiological standpoint, QRS duration can

likely never reach 400 ms, and in any case, the algorithm performance is adequate even

when the feature signal window is smaller than some of the QRS durations. Relying

on the second lead only for QRS detections also caused signi�cant performance

degradation, although this was to be expected, since in this particular database the

second lead of certain signals consists mostly of noise, and some R waves are not even

visible to experts. Otherwise the algorithm performed adequately, even when two out
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Table 3.3: QRS detection performance on the MIT-BIH Arrhythmia Database when
some of the algorithm steps are skipped or modi�ed

Se (%) +P (%) DER (%)

5-30 Hz bandpass �lter 99.82 99.88 0.30
No bandpass �lter 99.75 98.76 1.49
Uniform threshold window 99.67 99.49 0.84
100 ms feature signal window 99.43 99.93 0.64
400 ms feature signal window 98.00 86.42 15.58
1.5 s threshold signal window 99.73 99.79 0.48
6 s threshold signal window 99.88 99.77 0.35
No T wave avoidance 99.81 99.85 0.34
No VF detection 99.74 99.85 0.40
Lead 1 only 99.78 99.69 0.53
Lead 2 only 98.74 97.46 3.80
Both leads and a white noise lead 99.92 99.29 0.79
Both leads and two white noise leads 99.95 97.61 2.44

of four input leads consisted purely of noise.
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Signal averaging

Signal averaging is a time-domain signal-processing technique employed to increase

the signal-to-noise ratio of a periodic signal. It works by aligning and averaging the

samples of replicate measurements. Assuming constant signal strength and random

zero-mean noise, this process maintains the signal amplitude while reducing the noise

level with each additional measurement.

Signal averaging is an ideal noise reduction technique for the ECG given the

periodicity of the signal and the fact that it is usually contaminated by various noise

sources, some of which occurring within its own frequency spectrum. This renders

them di�cult to remove using traditional frequency �ltering approaches without

losing some of the signal content and introducing some �ltering artefacts.

Researchers have used signal averaging to look for small temporal, spatial and

spectral variations in the QRS [130], the P wave [136], and the T wave [104]. Such

minor �uctuations are normally overshadowed by noise, and attempts to measure

them prior to averaging are inconsistent at best. Examples include the duration,

amplitude, and slope of the �nal portion of the QRS, the precise P wave duration,

74
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and microvolt T wave alternans. Low-amplitude long-duration �uctuations (known

as late potentials) at the end of the QRS indicate delayed and fragmented ventricular

depolarization; this could be a substrate for re-entry, a type of arrhythmia where

electrical impulses travel in a short circuit within the heart instead of moving across

it. The P wave duration in sinus rhythm correlates with paroxysmal atrial �brillation,

and microvolt variations between averaged T waves from even and odd beats may

indicate increased risk of sudden cardiac death.

These examples show the potential of the signal-averaged ECG in the non-

invasive assessment of cardiac electrophysiology (EP). Such potential is based on

the premise that since the surface ECG is essentially the sum of cellular electrical

activity throughout the heart, local changes in cardiac electrophysiology should be

visible globally on the surface ECG, provided one knows what to look for and the

signal is of high enough quality. Deriving e�ective and reproducible measurements

from the signal-averaged ECG could therefore be of tremendous clinical utility as

a surrogate for invasive studies, reducing risks and costs, and allowing tests to be

performed on a much larger population.

4.1 Data acquisition

High-resolution recordings are an essential precursor to ECG signal-averaging, since

the changes it is intended to measure are expected to be relatively small. In

fact, the terms high-resolution electrocardiography (HRECG) and signal-averaged

electrocardiography (SAECG) are used interchangeably.

Practically-speaking, a high-resolution ECG is recorded using an orthogonal three-

lead arrangement at 12-bit vertical resolution and at least 1,000 samples per second.
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It usually has a duration of 5 to 10 minutes (in order to amass enough beats to

practically eliminate random noise) and a frequency spectrum of at least 0.05 to 100

Hz (preferably up to 300 Hz). All of these enhancements result in a more detailed

signal while skin abrasion, high-quality electrodes, and subsequent signal averaging

aim to minimize noise.

Much of the data analyzed in this thesis were collected using a commercial Holter

monitor made by Ela Medical (now the Sorin Group). While the vast majority of

the recordings are of good quality, some su�er from a relatively low signal-to-noise

ratio which cannot be recti�ed by signal averaging (most likely due to the high degree

of noise present in the EP laboratory at the Kingston General Hospital). Moreover,

the Ela Medical device applies a notch �lter for power line noise, as well as a band-

pass �lter of 0.05 to 100 Hz, which falls short of the American Heart Association,

American College of Cardiology, and Heart Rhythm Society joint recommendation of

a high-frequency cut-o� of at least 150 Hz for adults and 250 Hz for children (and up

to 500 Hz if possible based on recent �ndings) [74].

One of my projects involved the measurement of previously unobserved potential

minor variations in the frequency content of the signal-averaged P wave due to

refractory period changes. These measurements were to be performed intra-procedure

in the presence of di�cult conditions such as substantial equipment-related noise,

catheter movement, and pacing artefacts. The desire to retain as much of the

signal content as possible while mitigating the highly-noisy environment led to the

development of Synapse, a custom ECG recording device pictured in Figure 4.1. As

a founder of Ocorant, the start-up company tasked with building Synapse, I was

signi�cantly involved in the development of the device, particularly its software.
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Figure 4.1: Synapse ECG recorder with electrode cable attached

Synapse collects an orthogonal-lead ECG at 1,000 samples per second and 16 bits

of vertical resolution. It performs no built-in �ltering of the signal, which means that

it is theoretically capable of observing content of up to 500 Hz. In order to mitigate for

the lack of �ltering, the device uses a variety of techniques to increase common mode

rejection and minimize noise, such as analog and digital circuitry separation, multiple

ground planes, right leg drive, a thick metallic enclosure, battery power, and shielded

cabling. Synapse is controlled by a microprocessor based on the ARM architecture and

running an embedded Linux distribution. The user interface consists of a touchscreen,

allowing the operator to input the study participant initials, date, type of procedure,

and the desired recording length. Electrocardiograms are simultaneously recorded to

an internal memory bu�er as well as an external �ash drive, for increased convenience

and in order to mitigate the risk of data corruption.

Following development and internal testing, I recruited 10 volunteers and collected

in a noisy environment a 10-minute ECG from each of them, simultaneously using

Synapse and the Ela Medical Holter monitor (placing the electrodes in adjacent
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positions). I then analyzed the recordings and veri�ed that they matched, with

the exception of slightly increased high-frequency content and power line noise in the

electrocardiograms collected using Synapse.

4.2 P-wave averaging

Despite the power of signal averaging, it is not frequently used in clinical practice.

Part of the reason may be due to the learning curve necessary to understand and

operate it, and the availability of simpler risk strati�cation techniques (such as heart

rate variability and T wave alternans). Moreover, the focus on late potentials (a

PubMed search for �late potentials� currently returns 8,880 results compared to

just 695 for �signal averaged QRS� and 378 for �signal averaged P wave�) may be

short-changing other signal-averaging-derived measurements, such as duration and

frequency content, which could be more e�ective in certain situations. Finally, the

disappointing predictive power for sudden cardiac death of certain measurements

derived from the signal-averaged QRS [14] may have casted a reverse halo e�ect

on signal averaging as a whole, including the signal-averaged P wave, and other

measurements derived from the QRS.

Having seen �rst-hand the bene�ts of signal averaging, I decided to attempt to

lower the barrier to its clinical adoption by developing fully automated P wave and

QRS signal averaging algorithms. My goal was to be able to average most signals

without any user input, while still giving power users the ability to ensure correctness

and tweak algorithm parameters. Other bene�ts of automation include a potential

increase in reproducibility due to the elimination of operator subjectivity, as well as

the obvious time savings in a saturated healthcare system.
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4.2.1 Algorithm

Most ECG signal averaging approaches can be divided into 4 steps: beat detection,

beat selection, and beat averaging, followed by onset and o�set detection. I will begin

by detailing these steps for P wave averaging, then, in Section 4.3, I will explain the

minor changes required to best adapt them to QRS averaging.

Detection

Beat detection consists of QRS detection followed by an estimate of the P wave

location in relation to the QRS. The �rst step can be simply achieved using my QRS

detection algorithm described in Section 3.2 and [145]. Using the algorithm as-is

(without any further tweaking), I was not able to �nd any erroneous QRS detection

in all of the recordings averaged in this thesis.

The PR interval is de�ned as the interval between the beginning of the P wave

and the R wave, which is the centre of the QRS returned by my QRS detection

algorithm. PR intervals are typically 120 to 200 milliseconds long [69]. Therefore,

by considering the 400-millisecond segments immediately preceding the R waves for

averaging, the entire P waves (if present) would almost certainly be included, while,

in most cases, avoiding the T waves (particularly if the patient is at rest and in normal

sinus rhythm).

The last step before beat selection is the standardization of baselines. This is

done through a high-pass �lter with a cut-o� frequency of 0.05 Hz or even 0.5 Hz

(which is safe given that P waves are too short for such frequencies to be observed),

followed by baseline subtraction from individual segments. After experimenting with

several baseline calculation methods, I found that choosing the value with the highest
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smoothed kernel density estimate agreed best with my visual observation, and was

most immune to the location of the P wave within the segment. A slightly less

e�ective but much more computationally e�cient method is to select the amplitude

of the point with the lowest moving standard deviation as the baseline.

Selection

Once beats are detected and a 400-millisecond segment containing the P wave is

extracted from each beat, it is time to select the beats that will be included in the

averaging. One cannot simply select all beats since most electrocardiograms include

various beat morphologies and combining those would result in signal distortion rather

than noise reduction. Therefore, the goal of this step of the algorithm is to select the

most common beat morphology, then �nd all beats which are close enough to it that

we can assume that they contain the same signal and di�er only in the random noise

component.

Morphology comparison can be done using a cross-correlation approach. However,

it is best not to directly apply it to the segments from the previous step as the

cross-correlation would then be dominated by the �rst half of the QRS and beat

selection and alignment would be done based on QRS morphology rather than P

wave morphology. Moreover, this would not take into account the variance of the PR

interval among beats. Instead, the cross-correlation is applied to just the P wave,

whose most common mid-point can be found using the following algorithm:

1. Calculate a recti�ed rough signal-averaging of the most moderate segments

(using the absolute value of a 35% truncated mean). Note that if we are dealing

with a paced signal, it is best to subtract the pacing spike at this stage. This
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could be done easily if the device includes pace detection (using oversampling).

Alternatively, a median �lter with a short window of 5 to 10 ms should eliminate

most of the pacing spike without signi�cantly a�ecting the rest of the signal.

2. Use the approximation of Simpson's rule in Equation 4.1 with a moving window

w to �nd the approximate area under the curve f(x) at each point. A 50-

millisecond window works well since it is slightly shorter than the typical

duration of the most active part of the P wave.

area(x) =
1

6

[
f(x− w

2
) + 4f(x) + f(x+

w

2
)
]

(4.1)

3. Select the point occurring between 50 and 250 ms before the R wave and

resulting in the highest area under the curve. This helps avoid the T wave

and the QRS without compromising P wave detection since the QRS and PR

interval durations ensure that the P wave mid-point is likely never located

outside of this range [72].

A window consisting of 50 ms on either side of the mid-point (100 ms total or slightly

less than a typical signal-averaged P wave duration) is then band-pass �ltered between

20 and 50 Hz before being used as the trigger signal in the cross-correlation. This

band-pass �ltering technique was suggested by Sta�ord et al. [134] in order to more

accurately align the P waves by mitigating their relatively low slopes and signal-to-

noise ratios.

The cross-correlation or cross-covariance rxy(k) of segments x and y at time-lag (or

rather sample-lag) k is de�ned in Equation 4.2 where k = 0 represents the segments in

their current alignment (without time shifting), M is the number of samples in x and

N is the number of samples in y; in our case M = N = 400 since all segments have a
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duration of 400 ms and the signals are sampled at 1 KHz. This cross-correlation has

a running time of O (N2) when measured over all k values.

rxy (k) =

min(M−1+k,N−1)∑
j=max(0,k)

[x (j − k)− x̄] [y (j)− ȳ] , k = − (M + 1) , ..., 0, ..., (N − 1)

(4.2)

The running time can be reduced to O (N logN) by performing the cross-

correlation in the frequency domain as shown in Equation 4.3 where FFT and IFFT

return respectively the Fast Fourier Transform (FFT) and the inverse FFT of their

input, and conj returns the complex conjugate of its input.

rxy = IFFT (conj (FFT (x))× FFT (y)) (4.3)

Equation 4.4 then serves to normalize the output of the cross-correlation by the

segments' auto-correlations, resulting in an output between -1 and 1 where 1 indicates

that the segments are identical and -1 that they are inverses at lag k.

r̄xy (k) =
rxy (k)√

rxx (0) ryy (0)
(4.4)

The algorithm then stores the maximal normalized cross-correlation r̄xy for each

pair of beats as well as the lag at which that maximum occurs. This information

is used to select the P wave morphology x and its lowest associated acceptable

normalized cross-correlation value r̄xy > 0, in such a way that the trade-o� Txy

calculated in Equation 4.5 (where C is the number of beats having a cross-correlation

with x greater than or equal to r̄xy) is maximized.

Txy = log (C)× r̄2xy (4.5)

This equation was designed to capture the trade-o� between increasing the number

of selected beats for the averaging and the resulting decreasing similarity of those
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beats to each other. On one hand, each additional beat selected has the potential

to further increase the signal-to-noise ratio. On the other hand, the more di�erent

the selected beats are from each other, the greater the risk of signal distortion. The

logarithm re�ects the fact that the marginal utility of each additional beat decreases

as the number of beats increases, and the square of the normalized cross-correlation

ensures that combining di�erent beat morphologies is heavily penalized.

Averaging

After the C beats are selected based on the trade-o� equation above, they are

re-aligned with the chosen P wave morphology using their previously-calculated

normalized cross-correlation lag. The baseline is then re-calculated and subtracted

from each beat, after which the selected beats are super-imposed and displayed to

the end user (as in Figure 4.2) in order to allow them to verify the correctness of the

algorithm's decisions up to this point.

50 100 150 200 250 300 350 400

Figure 4.2: 517 aligned and super-imposed P waves from an example signal

Once the selected segments are con�rmed, they are averaged at each sample using

a 5% truncated mean, which makes the signal averaging more robust to noise and
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slight sub-optimalities in the beat selection and alignment process.

All of the steps described so far are performed on each one of the orthogonal

leads X, Y and Z, with the exception of the P wave morphology and target cross-

correlation selection, where only the lead containing the morphology with the highest

trade-o� value Txy is used. At this point all three averaged leads can be combined

using the vector magnitude formula de�ned in Equation 4.6.

V =
√
X2 + Y 2 + Z2 (4.6)

Onset and o�set detection

The resulting averaged leads and vector magnitude have a 400 ms duration. This

includes the P wave, baseline, part of the QRS, and in some cases, part of the T

wave. Therefore it is essential to �nd the onset and o�set of the P wave in order to

correctly study its duration, frequency content, and other metrics.

Previous studies have found that a high-pass �lter can signi�cantly enhance

detection accuracy by elucidating the earliest signs of onset and the latest signs of

o�set, eliminating contamination by low-frequency artefact, and ensuring detection

of atrial depolarization only without contamination by repolarization [39].

I experimented with a variety of �ltering approaches; most notably, a least squares

�lter (also known as Savitzky-Golay �lter) with a cut-o� of 29 Hz, recommended by

Ehlert et al. [39], and a �nite impulse response (FIR) �lter with a 30-millisecond

Kaiser-Bessel window and a pass-band of 40 to 300 Hz, used by Sta�ord et al. [135].

Upon visual inspection of over a dozen signals, I found that onset and o�set points

were less ambiguous using Kaiser-Bessel �ltering, particularly when the end of the P

wave was very close to the beginning of the QRS.
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The approach I took for P wave detection was inspired by the window-pairs QRS

detection algorithm described in Section 3.2. It essentially consists of a comparison of

short-term and long-term moving averages of the signal, considering areas where the

short-term moving average exceeds the long-term moving average as potential waves.

However, instead of using a symmetrical window (which works very well for the

detection of peaks but lacks the precision required for onset and o�set detection),

this algorithm uses a backward-facing window for onset detection and a forward-

facing window for o�set detection. Equations 4.7 and 4.8 respectively denote S (t),

the feature signal or short-term moving average, and T (t), the threshold signal or

long-term moving average. x (t) is the vector magnitude of the averaged signal after

�ltering and w is the short-term averaging window (5 ms in this case).

S (t) =

t∑
i=max(0,t−w+1)

x (i)

min (t+ 1, w)
(4.7)

T (t) =

t∑
i=0

x (i)

t+ 1
(4.8)

The �rst step in the detection of the signal-averaged P wave's onset and o�set is

the exclusion of the QRS, whose large amplitude can often overshadow the P wave in

the detection process. Moreover, P waves often end right before the beginning of the

QRS and a naive algorithm may assume that they are connected.

The average amplitude within the QRS is much greater than the average amplitude

in the rest of the segment. Therefore, the QRS can be simply removed by truncating

the segment at the last point where S (t) < T (t). Figure 4.3 shows the feature and

threshold signals prior to the truncation.

The P wave onset can then be seen as the beginning of the region where S (t)
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Figure 4.3: Feature (solid) and threshold (dashed) signals. Both are derived from
the vector-magnitude of the signal-averaged P wave after high-pass �ltering. Time is
in milliseconds. The feature signal signi�cantly exceeds the threshold signal at the
onsets of the P wave and the QRS.

is predominantly and signi�cantly greater than T (t) for an extended period of time.

This means that the region may contain short periods where S (t) < T (t) (which is

often the case particularly after high-pass �ltering), and that S (t) > T (t) alone is

not enough of a criterion; if this were the case, a noise level increase immediately

prior to the P wave would incorrectly cause the algorithm to detect an earlier onset.

Therefore, S (t) and T (t) need to be augmented with some measure of cost based

on the interval duration in order to ensure that an earlier onset is only selected if it

meaningfully contributes to the P wave's total amplitude. However, the e�ect of the

interval duration should be kept a minimum in order to avoid prioritizing very short

intervals containing only a few points with the highest amplitudes.

These conditions can be practically implemented by considering the P wave onset

a to be the beginning of the interval [a, b] which maximizes U (a, b) in Equation 4.9.

U (a, b) =

b∑
t=a

S (t)− T (t)

1 + log (1 + b− a)
, b ≥ a (4.9)

O�set detection follows the same steps as onset detection, except in the opposite
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direction. This means that the windows used to compute the feature and threshold

signals are forward-facing instead of backward-facing, and the o�set b is taken to be

the end of the interval [a, b] maximizing U (a, b).

4.2.2 Running time

Cross-correlation is by far the most computationally-expensive of the steps described

above, even when performed in the frequency domain using Equation 4.3. Therefore,

the algorithm's computational complexity is in the order of O (C2LM logM), where

C is the number of beats in the signal, L is the number of leads, and M is the

number of points in the cross-correlation window. There are O (C2L) cross-correlation

operations to be performed, one for each pair of beats within each lead. Each

cross-correlation requires an inverse Fast Fourier Transform, which can be done

in O (M logM) time. In practice, L and M are constant and depend on a �xed

con�guration of the recording equipment. Assuming orthogonal leads and a sampling

frequency of 1 KHz (as with most ECG recordings destined for signal averaging),

L = 3 and M = 100. Given that the P wave (and by extension the cross-correlation

window) is contained with the RR interval, it is clear CLM < N where N is the

size of the input, i.e. the total number of samples across all leads. O (N2) therefore

constitutes a loose upper-bound on the algorithm's computational complexity.

In practice, the algorithm's average running time on my standard o�-the-shelf

dual-core desktop computer was of 24 seconds for a �ve-minute recording and 75

seconds for a ten-minute recording. Memory usage was kept low (around 5 MB instead

of 4 GB) by storing only the point of maximal cross-correlation for each pair of beats.

The algorithm's practical running time can still be signi�cantly reduced by using
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a sub-optimal greedy template selection algorithm (instead of exhaustively cross-

correlating all pairs of beats) and a simpler baseline detection approach (for example

using a moving standard deviation instead of the smoothed kernel density estimate

can speed up execution by around 15 seconds for a typical ten-minute recording), or

parallelizing some of the steps (particularly cross-correlation). The latter is the only

approach mentioned that would result in a signi�cant speed-up without a�ecting the

algorithm's accuracy.

4.2.3 Reproducibility

Any new measurement technique needs to pass at least two tests before its potential

clinical adoption: usefulness and reproducibility. Usefulness is generally understood

to be the method's ability to measure a statistically-signi�cant di�erence between

patient populations where such a di�erence is known or expected to exist (due to

di�erent relevant diagnoses for example). On the other hand, reproducibility or

repeatability is a quanti�cation of the method's consistency when performing repeated

measurements.

One commonly-used measure to evaluate reproducibility is the coe�cient of

reproducibility (CR), based on the work of Altman and Bland [6]. The coe�cient

of reproducibility can be seen as the expected error upon repeated measurements.

Therefore, a low CR is desirable, indicating that the measurement technique is

consistent. Equation 4.10 shows the coe�cient of reproducibility calculation for a

series of initial measurements A and their corresponding repeated measurements B,

where SD is the standard deviation.

CRA,B = 2× SD (A−B) (4.10)
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The coe�cient of reproducibility can then be normalized by the mean of all

measurements (as in Equation 4.11) in order to result in a unit-less ratio that is less

scale dependent and easier to use, particularly when comparing di�erent methods

[135].

%CRA,B =
2× SD (A−B)

mean (A,B)
× 100 (4.11)

In order to evaluate the reproducibility of the algorithm described in the previous

section, I used a database of 48 ten-minute electrocardiograms. These consist of

three recordings from each of 16 healthy volunteers (seven male and nine female)

of mean age 40.4±11.8. The second recordings were collected one hour after

the �rst recordings, and the third recordings were collected 24 hours later. The

volunteers did not take drugs or participate in procedures known to alter their cardiac

electrophysiology in the 24-hour period during which their electrocardiograms were

recorded.

Correctly performing the signal averaging is a pre-requisite to determining the P

wave duration (PWD). Therefore, I will assess the reproducibility of the algorithm

at both of these steps. Signal-averaging reproducibility can be measured through the

mean of the percent cross-correlation (%CC) of the averaged beat vector magnitude

between repeated recordings in their optimal alignment, while P wave onset and o�set

reproducibility can be calculated using CR, and %CR.

Table 4.1 shows the averaged P wave morphology and duration reproducibility

one hour and 24 hours after the initial recording. The mean inter-patient %CC is

89.4%.

Mean intra-patient %CC is very high as expected, although there are a few

repeated recordings where the P wave morphology markedly changes. This is in
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Table 4.1: Mean cross-correlation and coe�cient of reproducibility of the P wave
morphologies and durations at 1h and 24h after the initial recording

%CC CR %CR

1h 99.7% 11.6 ms 10.0%

24h 99.1% 15.4 ms 13.2%

line with previous studies showing that averaged P wave morphology can di�er even

between successive recordings [135].

The PWD coe�cients of reproducibility are also somewhat better than those

obtained when the signal averaging and onset/o�set detections are performed

manually by expert users. For instance, Sta�ord et al. reported a PWD%CR of 11.4%

between electrocardiograms recorded back-to-back (versus a slightly lower %CR here

despite a one hour wait time between recordings). They also had a %CR of 7%

between repeated analyses of the same digital recordings (versus 0% in this case since

the algorithm is completely deterministic) [135].

For further validation, I manually checked the averaged segments and onsets and

o�sets returned by the algorithm for every recording studied in this thesis. Despite

minor di�erences of opinion between the algorithm and my own onset and o�set

estimates, I found that all of the algorithm's decisions were plausible.

4.2.4 Atrial �brillation detection

One way to con�rm that the output of a reproducible algorithm is correct and useful

is to demonstrate that it is capable of measuring a statistically-signi�cant di�erence

between study cohorts where such a di�erence is expected to exist (for example due

to a known diagnosis).
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Prolonged signal-averaged P wave duration has been shown to correlate with

paroxysmal atrial �brillation (PAF) [43, 50, 73, 97, 136, 137]. This is a clinically-

useful correlation as it allows a short sinus rhythm (SR) recording to assess the risk

of AF, thus reducing the need for long-term monitoring in order to capture potential

AF episodes.

I analyzed a database of 37 SR recordings (15 from patients with a known PAF

diagnosis and 22 from normal controls) in order to test the ability of the algorithm

to separate between the two groups compared to that of a manual signal averaging

by an expert user (my co-supervisor Dr. Damian Redfearn).

The results of the analysis are in Table 4.2, where AUC is the area under the

curve of the receiver operating characteristic (ROC).

Table 4.2: P wave durations of the normal vs. PAF cohorts as determined by an
expert user and the automated algorithm

Normal PAF AUC Cut-o� Se Sp

Algorithm 115.7

±7.3 ms

141.0

±9.4 ms

0.984,

P≪0.001

126 ms 93.3% 100.0%

Expert 131.0

±8.5 ms

156.6

±9.0 ms

0.968,

P≪0.001

141 ms 100.0% 90.9%

With respectively only one and two misclassi�ed recordings, both the algorithm

and the expert user had excellent ability to separate between the two populations,

with sensitivities and speci�cities exceeding those reported by previous studies.

The manual and automated P wave durations were highly correlated (r = 0.8724,

P ≪ 0.001), although the algorithm is slightly more conservative in determining the

onsets and o�sets, resulting in 15 ms shorter P wave durations on average.

These results con�rm that the algorithm could indeed attain the objectives set in
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the beginning of this section: reducing the learning curve, time, and cost required to

adopt signal averaging in the clinical setting, improving reproducibility by decreasing

dependence on subjective human interpretation, and matching or exceeding the

quality of the results achieved by expert users.

4.3 QRS averaging

While the QRS was the �rst and primary target of much of the ECG signal-averaging

research [130], it has su�ered from decreased interest in the past 15 years [79]. This

is arguably due to more aggressive treatment protocols [86] which undermined the

clinical utility of the signal-averaged QRS's (SAQRS) most common measurement

(late potentials) in its most common application (post-myocardial infarction risk

strati�cation) [14], rather than inherent shortcomings of the averaging process.

I have thus decided to focus some of my research e�orts on automating and

deriving new measurements from the SAQRS, hoping to revive some interest in this

powerful noise-reduction technique.

4.3.1 Algorithm

Selection and averaging

Signal-averaging the QRS is somewhat more straightforward than signal-averaging

the P wave, due to its relative prominence and its role as a �ducial point in the ECG.

Therefore, the P wave averaging algorithm described in Section 4.2.1 can be modi�ed

to e�ectively average the QRS with just two simple tweaks:

� Following QRS detection, the 400 ms segments to be averaged should obviously
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be centred around the R wave (rather than preceding it)

� The cross-correlation trigger signal is band-pass �ltered at lower frequencies

(instead of 20 to 50 Hz). I chose to use high-pass and low-pass cut-o�

frequencies of respectively 7 and 17 Hz due to their demonstrated e�ectiveness

in highlighting the QRS [145].

After averaging and manually inspecting aligned and super-imposed segments (such

as the ones in Figure 4.4) from close to 200 recordings, it appears that these two

changes are all that is needed to apply the beat selection and averaging algorithm

from Section 4.2.1 to the QRS.

50 100 150 200 250 300 350 400

Figure 4.4: 476 aligned and super-imposed QRS complexes from an example signal

Onset and o�set detection

The QRS onset and o�set detection algorithm is also based on its P wave counterpart,

albeit with a few more modi�cations:

� As with the previous step, the high-pass �lter cut-o� frequency needs to be

lowered in order to fully appreciate the relative amplitude of the QRS; a Kaiser-

Bessel �lter with a band-pass of 5 to 300 Hz works well enough (compared to
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40 to 300 Hz for the P wave).

� Onset and o�set detection is not performed directly on the �ltered vector

magnitude; instead, its moving standard deviation (with a 5 ms window) is

used to minimize the impact of the surrounding P wave and T wave.

� Most of the T wave is excluded by detecting the end of the QRS, i.e. the last

point where the feature signal exceeds the threshold signal, and removing from

the signal any samples that are more than 40 ms past that point (to ensure that

late potentials are included).

� log (1 + log (1 + b− a)) is used instead of log (1 + b− a) in the denominator of

Equation 4.9 to calculate U (a, b), in order to account for the very large di�erence

in amplitude between the peak and the edges of the QRS.

Figure 4.5 shows the resulting QRS onset detection feature and threshold signals.

50 100 150 200 250 300 350 400

Figure 4.5: Feature (solid) and threshold (dashed) signals. Both are derived from
the moving standard deviation of the vector-magnitude of the �ltered signal-averaged
QRS. Time is in milliseconds. The feature signal signi�cantly exceeds the threshold
signal at the onset of the P wave and again (much more so) at the onset of the QRS.
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After these changes the algorithm appears to be capable of reliably signal-

averaging the QRS and �nding its onset and o�set.

4.3.2 Reproducibility

I used the same database and approach described in Section 4.2.3 to evaluate the

reproducibility of the QRS signal averaging and onset/o�set detection algorithm.

Table 4.3 shows the averaged QRS morphology and duration reproducibility one hour

and 24 hours after the initial recording. The mean inter-patient %CC is 87.3%.

Table 4.3: Mean cross-correlation and coe�cient of reproducibility of the QRS
morphologies and durations at 1h and 24h after the initial recording

%CC CR %CR

1h 99.8% 5.9 ms 6.3%

24h 97.7% 6.8 ms 7.3%

The algorithm's SAQRS reproducibility is excellent. In fact, it exceeds the signal-

averaged P wave algorithm's reproducibility in every metric except for %CC at

24h, which drops signi�cantly. This is understandable however as changes in QRS

morphology are expected to have a greater impact on %CC due to the QRS's much

larger amplitude.

4.3.3 Paced QRS duration

Pacing is known to signi�cantly increase QRS duration [12, 94, 101, 107]. Measuring

such a change using the automatically-detected QRS onsets and o�sets can thus

con�rm that the algorithm is not only reproducible, but also performing as expected.
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I ran the algorithm on a database containing 75 patients and 150 recordings (one

sinus rhythm and one paced recording per patient).

The mean sinus rhythm QRS duration (QRSd) was 122.5 ± 36.2 ms while the

mean paced QRSd was 198.3±34.0 ms. Moreover, the mean change in QRS duration

∆QRSd was of 75.9±36.6 ms. The paired Student t-test rejected the null hypothesis

with P ≪ 0.001.

While not directly clinically useful, this test shows that the algorithm's detections

are likely correct. Further con�rmation is provided by the reproducibility results

in the previous section, as well as my own manual veri�cation of averaged segment

morphologies and onset/o�set annotations.



Chapter 5

Layered Symbolic Decomposition

Layered Symbolic Decomposition (LSD) is an unlikely combination of symbolic and

frequency (or more precisely, time-scale) representations of a signal.

Syntactic pattern recognition (which relies on symbolic representation) is arguably

a very �human� way of processing information. It is simple, understandable, and

modi�able, enabling easier knowledge translation and better collaboration between

subject-matter experts (physicians in this case) and computer scientists. On the other

hand, frequency representations are less intuitive, but have the potential to augment

expert capabilities by decomposing periodic signals into their basic components, and

thus o�ering novel (frequency content is di�cult to perceive with the naked eye for

all but the simplest signals) and very relevant perspectives to their analysis.

Nevertheless, the performance of previous syntactic techniques has been less

than encouraging [80], while frequency domain measurements have been poorly

reproducible. This is best illustrated in [135] where frequency content calculations

were not even reproducible in consecutive recordings on the same patients, [40] where

a simple lead polarity switch signi�cantly reduced frequency domain reproducibility,

97
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or [105] where each of the addition of a single beat or modi�cation in the order

or amplitude of beats signi�cantly and incorrectly a�ected the dominant frequency

metric.

I believe that rigidity is the main reason behind the shortcomings of both

techniques. Existing syntactic methods do not allow multiple features or symbols to

occur simultaneously (whether due to di�erent scales or uncertainty), while frequency

domain analysis traditionally depends on the assumption of a basis function; even

when there is a choice of di�erent basis functions, the choice is only made once

and the function cannot adapt in real-time to every patient or feature. While this

is often su�cient for stationary signals where the basis function is well-known, it

should be avoided in signals whose precise origin is nearly impossible to determine.

For example, each surface ECG represents the sum of electrical potentials from

millions of cardiac cells of di�erent types, combined with electrical activity from

non-cardiac muscles, �ltered through a variety of other structures including lungs

and blood, before reaching the skin where it is a�ected by external factors such as

environmental noise as well as electrode quality, placement, and movement. In such

conditions, the dependence on a single basis function can cause a small or irrelevant

amount of variability in the original signal to result in signi�cant, unpredictable,

and irreproducible changes in the way it is decomposed into di�erent frequency

components.

Unlike other syntactic approaches, LSD analyzes a signal x(n) in multiple layers,

each describing its activity at a di�erent scale. Unlike other frequency representations,

it does not employ any basis function to perform its analysis. I believe that these two

unique features can lead to a simpler, more adaptable, and more e�cient algorithm,
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while improving reproducibility of the frequency analysis of signals with unpredictable

characteristics.

5.1 Algorithm

LSD generates a tree data structure where the root represents a high-level view of

the large-scale or low-frequency trend line persisting throughout the signal while the

leaves describe the smallest scale (i.e. highest frequency) activity occurring in the

signal. The root and leaves are special cases of tree layers, all of which contain

sequences of nodes having the following properties:

� cl(i), the number of children of node i. Each node in a layer l ≥ 2 of the tree

has two or three children in layer l− 1 and therefore represents features of two

to three times longer duration than those represented by nodes in layer l − 1.

� dl(i), the direction of the signal at node i of layer l. dl(i) takes one of three

possible values, namely −1, 0, and +1, respectively denoting a decreasing,

steady or increasing signal.

� ∆l(i) = yl−1(j+ cl(i))−yl−1(j) where yl−1(j+ cl(i)) and yl−1(j) are respectively

the amplitudes of points following the last child and preceding the �rst child of

node i in the signal of means yl−1(n) associated with layer l − 1. I will explain

in the next section how yl(n) is generated but for now it su�ces to know that

for l = 1 (i.e. the layer of the leaves) y1(n) is equal to the input signal x(n) and

∆l(i) = yl(i+1)− yl(i) = x(n+1)− x(n) since nodes in the �rst layer have no

children.
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� tl(i), the threshold beyond which a value of ∆l(i) is considered signi�cant.

dl(i) = 0 if |∆l(i)| < tl(i). Otherwise dl(i) = −1 or +1 depending on the

sign of ∆l(i).

5.1.1 Building the tree

The LSD tree is built layer by layer from the leaves (l = 1) to the root. At each layer,

yl(n) is the �rst component to be generated, from which ∆l(n) is derived as described

above. Both of these steps are straightforward for the �rst layer, where y1(n) = x(n).

Therefore if x(n) contains N samples, the LSD tree has N − 1 leaves, each of which

describes the amplitude change between two consecutive samples of x(n).

From there, the number of children cl+1(n) of each node in the next layer (and

thus the number of nodes in the next layer) is decided. My initial idea was that

each node should have two children. However, I quickly discovered the importance

of �exibility in combining nodes so that larger-scale features are preserved. Consider

the case presented in Equation 5.1, which clearly contains activity (increases and

decreases) that go beyond the scale of any one of its nodes and as such should belong

to a higher layer.

∆l(n) = +1 −1 −1 +1 +1 −1 −1 . . . (5.1)

However, these larger-scale features can be lost if each +1 is combined with a −1 in

the higher layer, resulting in nil activity. Instead, nodes having the same direction are

combined with each other across layers until no longer possible. This can be achieved

in the example above by the �rst parent node having three children, followed by two

parent nodes having two children each.
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The use of nodes with three children when necessary serves as a synchronization

tool enabling the algorithm to obtain similar results regardless of shifts or phase

changes in the original signal. It also eliminates the need for padding the input signal

until its length is 2⌈lgN⌉ + 1 which would have been the case if all nodes were forced

to have two children. Nodes having only one child are not allowed in order to ensure

that the size of the features measured increases with each additional layer.

Choosing the number of children can be modelled as an optimization problem,

where the cumulative number of direction changes f (n) within the nodes of the parent

layer should be minimized. An optimal solution to this problem can be reached in

linear time by using dynamic programming to minimize f (n) in Equation 5.2 for the

last sample in the child layer, and then backtracking.

f (n) = min


f (n− 2) + s (∆(n− 1),∆(n))

f (n− 3) + s (∆(n− 2),∆(n− 1)) + s (∆(n− 1),∆(n))

, (5.2)

s (x, y) =


1 x ̸= 0 & x = −y

0 otherwise

The last step before moving to the next layer is to generate its corresponding

signal of means, yl+1(n). The idea behind the signal of means is to perform a moving

average operation on the previous layer of the signal in order to eliminate its relatively

high frequency features and maintain only the lower frequency components pertaining

to layer l + 1. yl+1(n) is de�ned in Equation 5.3 where a is the index of the leftmost

child of node i − 1 in layer l and b is the index of the rightmost child of node i in

layer l.

yl+1(i) =

b+1∑
j=a

yl(j)

b− a+ 2
(5.3)
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5.1.2 Generating thresholds

Once the entire tree is available, thresholds can be chosen based on feedback between

the di�erent layers, ensuring that an increase or decrease is considered signi�cant only

if:

� it stands out from the longer-term trend by exceeding the level of activity

provided by its parent, and

� it is not too small to be lost in (and as a result of) the activity of its children.

I modelled this rule mathematically in Equation 5.4, where j is the index of the parent

node of i, and k represents the indices of all of the children nodes of i.

tl(i) = max

[
|∆l+1(j)|
cl+1(j)

,median (|∆l−1(k)|)
]

(5.4)

With the thresholds in place, determining the directions dl(n) of signi�cant

activity in each layer is simply a matter of comparing ∆l(n) to tl(n).

5.1.3 Quantifying frequency

It is now possible to create a time-frequency representation of the signal, showing

the amplitudes or simply the presence or absence of features of a certain scale at any

moment in time. Such features are considered to be present if the signal exhibits a

change of direction at that particular time and scale.

One way to obtain, from the LSD tree, the frequency content at a certain scale over

the entire length of a signal, is to count the proportion of nodes in the corresponding

layer where a change in direction occurs. This approach di�ers from conventional

frequency analysis methods in that the amplitude of the frequency component does
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not matter as long as it is deemed signi�cant. It also has the potential to be more

reproducible as it is less in�uenced by amplitude �uctuations. For example, the

introduction of a large pacing spike or premature beat into an ECG would not

dramatically alter the frequency of the signal; instead, their contributions would be

limited to their respective durations.

A more conventional and more precise approach results from the interpolation of

one of the LSD variables (means, di�erences, or thresholds) over a time-scale grid.

The time and scale of each value are inferred from the number of leaves stemming

out of its corresponding node and the previous nodes. The grid�t algorithm [37]

(or a linear interpolation over the Delaunay Triangulation, or any other algorithm

capable of generating a surface from scattered data points) can then be used to build

a smoothed surface from the LSD tree, providing a measure of the signal's amplitude

at any given time and scale.

5.1.4 Running time

LSD is a computationally e�cient algorithm with a running time linear in the number

of samples of the original signal. This is due to the fact that it only depends on simple,

linear operations (maximum, median, arithmetic mean, etc.), each parent layer in the

tree has less than half the nodes of its child layer, and the properties of a parent node

depend only on those of its two or three children. The resulting running time is in

the order of N + N
2
+ N

4
+ N

8
+ · · · = O(N).
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5.1.5 Example walk-through

Figure 5.1 shows the LSD tree for an example signal of six samples having the following

amplitudes:

[
0 1 −2 −3 −3 0

]
.

+1 -3 -1 0 +30 1 -2 -3 -3 0

-3 +3-1 -7/6 -2

-1-25/18 -25/18

Layer 1

Layer 2

Layer 3

+1

-3

0

-1

-2

Figure 5.1: Example signal and its corresponding LSD tree.
The di�erences ∆l (n) are shown inside each node and the means yl (n) in-between
the nodes.
Thresholds are not shown for simplicity. They are calculated accord-
ing to Equation 5.4. For example, in layer 2, the �rst threshold

is max
[
|−1|
2
,median (|+1| , |−3| , |−1|)

]
= 1 and the second threshold is

max
[
|−1|
2
,median (|0| , |+3|)

]
= 3

2
.

Each node also stores its scale, which consists of the number of leaves (nodes in layer
1) stemming from it. For example, the scale of the root in layer 3 is 5.

In layer 1, or the layer of the leaves, the means yl (n) are equal to the input signal

xl (n). The di�erences ∆l (n) are simply the di�erence between the mean preceding
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the node and the one following it.

The number of children for each node in layer 2 and beyond is chosen as such to

minimize the cumulative number of sign changes in the di�erences between siblings.

For instance, in this example, there are two possible con�gurations: three children

then two children or two children then three children. The latter would require one

sign change within each sibling group, while the former would only require a sign

change in the �rst family, making it the preferred con�guration.

Starting from layer 2, each mean consists of the average of all of the means

surrounding the children of its two neighbouring nodes. For example, in layer 2, the

middle mean is calculated by 0+1−2−3−3+0
6

= −7
6
. Each di�erence can be calculated by

subtracting the mean preceding its �rst child from the mean following its last child.

In order to plot the time-scale decomposition of the signal, three variables are

needed: the scale of each node, its location in time, and its amplitude. I have already

explained how to obtain the scale. The location in time for each node is determined

either by the number of leaves stemming from its �rst child, if it has two children, or

by sum of the number of leaves stemming from its �rst child and half of the leaves

stemming from its second child, if it has three children. The amplitude depends on

which of the di�erences, thresholds, or means are being plotted. The di�erences and

thresholds corresponding to each node are stored within it, while the average of each

node's two surrounding means is used to plot the time-scale decomposition of the

signal using the means. Figure 5.2 shows the time-scale decomposition plot of the

di�erences in the example signal.

After the amplitudes of all the nodes have been added to their corresponding

locations on the sparse time-scale plot, the blanks are �lled using the grid�t algorithm
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1 +1 -3 -1 0 +3
2 +3
3 -3
4
5 -1

1 2 3 4 5
Time

Figure 5.2: Time-scale decomposition of the LSD di�erences from the example signal
in Figure 5.1. The time and scale of each point are inferred from the number of leaves
stemming out of it and predecing it. The blanks are �lled in through interpolation.

or any other suitable interpolation method.

5.2 Veri�cation

I chose to validate LSD for correctness, reproducibility and relevance using four

di�erent data sets:

� generated signals with known frequency characteristics, to make sure that LSD

is indeed correlated with frequency content,

� the data set described in Section 4.2.3, in order to assess the reproducibility of

LSD measurements, and

� two clinical data sets, which could demonstrate potential practical applications

of the technique to the prediction of sudden cardiac death and the non-invasive

assessment of refractoriness.

When studying the reproducibility and clinical data sets, the ratio of a signal's

spectral energy density contained within a given frequency band divided by the

signal's total energy, as derived from LSD, is compared with the same measurement
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reached using other approaches representing the state of the art. Namely, the

techniques compared are:

� a periodogram derived by the Fast Fourier Transform [128],

� the scalogram of the continuous wavelet transform using each of the Morlet and

Mexican hat wavelets,

� instantaneous magnitudes and frequencies from the Hilbert-Huang transform

extrapolated over all samples and scales using the grid�t algorithm, and

� LSD's means, di�erences, and thresholds, similarly extrapolated over all samples

and scales using the grid�t algorithm.

5.2.1 Generated signals

The �rst data set consists of generated signals with known frequency characteristics,

which can help assess LSD's ability to detect various basis functions and frequencies.

Figures 5.3 to 5.6, Table 5.1, and Figure 5.7 show the consistent performance of the

algorithm on four simple signals with di�erent basis functions, respectively a square

wave, sine wave, sawtooth wave and triangle wave.

Figures 5.8 and 5.9 represent compound signals with two di�erent frequencies and

basis functions, and Figure 5.10 is of a chirp signal with rapidly increasing frequency

and some added noise.

LSD reports that the bulk of the frequency content (ratio of the number of

direction changes over the maximum possible number of direction changes, i.e. the

number of nodes in the layer less one) for all four basic signals is contained in the

sixth layer with an average period (combining one increase and one decrease feature)
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Figure 5.3: Square wave of period 100 samples. In the current and subsequent �gures,
the x axis represents time (in number of samples) and the y axis represents amplitude.
Below each signal are the �rst seven layers pertaining to its LSD tree. For simplicity,
each layer is represented as a colour band. Gray, black and white bands denote
respectively increasing, decreasing and steady nodes. The width of these bands
increases with the layer number since nodes of higher layers represent larger-scale
features in the signal.

of roughly 100 ms. This is the desired result since it matches the parameters used to

generate the signals. The algorithm continues to perform correctly when the signals

become more complex (as in Figures 5.8, 5.9, and 5.10) by accurately describing the

time and scale of every observed feature.

Note that the activity in high-frequency layers is a direct result of the lower-

frequency activity, and as such, depending on the application, one can easily discount

any direction changes that are already accounted for in higher layers in order to

obtain frequency content only in the dominant layer. However, I chose to keep this

activity in Table 5.1 as it does not a�ect the dominant frequency while still providing

additional insight into the behaviour of the signal.

From these results, it appears that LSD could be a very useful tool in the analysis

of signals with unknown or variable basis functions, such as electrocardiograms.



CHAPTER 5. LAYERED SYMBOLIC DECOMPOSITION 109

0 100 200 300 400 500 600 700 800 900 1000

0

0.2

0.4

0.6

0.8

1

l=1

l=2

l=3

l=4

l=5

l=6

l=7

Figure 5.4: Sine wave of period 100 samples
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Figure 5.5: Sawtooth wave of period 100 samples

However, it is important to keep in mind that the algorithm is no panacea and

has some di�erences and limitations compared to traditional frequency analysis

approaches. For instance, LSD is not designed for �ltering, although it could be made

into a coarse-grained �lter through subtractions and additions of the interpolated

signals of means from di�erent layers. Moreover, each LSD layer may contain features

of signi�cantly di�erent scales (although this can be corrected for by keeping track

of the number of leaves stemming from each node). Finally, one limitation that the
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Figure 5.6: Triangle wave of period 100 samples

current implementation of LSD shares with other approaches is that its behaviour at

layer boundaries can be somewhat unpredictable.
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Table 5.1: LSD performance on signals with di�erent basis functions

Layer 1 2 3 4 5 6 7

Square Feature scale (in samples) 1 2 4 8 16 45 111
Number of changes of direction 18 18 18 18 18 18 0
Frequency content (in %) 2 4 7 15 30 82 0

Sine Feature scale (in samples) 1 2 4 8 17 50 111
Number of changes of direction 20 20 20 20 20 18 0
Frequency content (in %) 2 4 8 17 34 90 0

Sawtooth Feature scale (in samples) 1 2 4 9 20 50 111
Number of changes of direction 18 18 18 18 18 18 0
Frequency content (in %) 2 4 8 16 36 90 0

Triangle Feature scale (in samples) 1 2 4 8 17 53 111
Number of changes of direction 19 19 19 19 19 19 0
Frequency content (in %) 2 4 8 16 32 100 0
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Figure 5.7: Time-scale representations of 100 Hz sawtooth, square, sine and triangle
waves using LSD di�erences. As expected, the signal activities are concentrated at
the scale of 5 ms, which corresponds to half of the period (LSD measures ups and
downs separately).
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Figure 5.8: Square wave of period 100 samples combined with a sine wave of period
25 samples. The sine wave is re�ected in layer 4 whose feature scale is a quarter
that of layer 6. There is also a small amount of activity in layer 3 representing the
high-frequency artefact resulting from the simultaneous drop in the square wave and
increase in the sine wave amplitudes. While this behaviour is di�erent from traditional
frequency domain analysis, it matches the visual observation of the signal and is an
expected and desirable result of the lack of basis functions.
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Figure 5.9: Sawtooth wave having a period of 100 samples combined with a sine
wave of half its amplitude and a period of 10 samples. Note that the sawtooth wave
activity re�ected in layer 6 is of 10 times (not a power of two) the scale of the sine
wave activity re�ected in layer 3. This ability to dynamically adapt the feature scale
is a direct result of the optimization algorithm choosing three children instead of two
whenever this better represents the signal.
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Figure 5.10: Chirp signal of rapidly decreasing period from 200 samples to 40 samples
combined with random high-frequency noise. The signal content begins in layer 7 then
progressively moves to layer 5 as its frequency increases. The high-frequency noise is
re�ected as expected mainly in layers 1 and 2 and somewhat in layer 3.
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5.2.2 Reproducibility

I compared the reproducibility of LSD's measurements to alternative techniques by

measuring the coe�cients of reproducibility at 1h and 24h for the ratios of the signals'

spectral energy densities contained within the 50-100 Hz frequency band divided by

the signals' total energies. For all but the periodogram (which already measures

time-averaged frequency content), this can be done using the time-frequency or time-

scale representations of each signal, where the sum of absolute values of the spectral

energy densities at all time units between two frequencies or scales (which are inversely

related to the frequencies) is divided by the sum of those energies at all time units

and frequencies.

The data used consist of one automatically averaged and delimited QRS segment

from each recording of the set described in Section 4.2.3, which contains 48 ECG

recordings taken at three di�erent times from 16 study participants.

High frequencies have been shown to be less reproducible than low frequencies

[135], and would therefore present a greater challenge for the algorithms compared

here. The 50-100 Hz frequency band can be reliably measured, even from a short 60

ms averaged QRS. It is also compatible with the 100 Hz low-pass cut-o� employed

by the Holter monitor used to obtain these recordings, while e�ectively splitting the

frequency spectrum in half. This makes it suitable as a single measure capturing high

vs. low frequency content in the clinical data sets studied in subsequent sections.

50-100 Hz corresponds to a scale of 10-20 ms for the CWT and LSD thresholds,

and 5-10 ms for the LSD means and di�erences, where features consist of half-waves.

Table 5.2 shows the normalized coe�cients of reproducibility (%CR) at 1h and 24h

for LSD compared with other state-of-the-art techniques.
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Table 5.2: Normalized coe�cients of reproducibility at 1h and 24h for various
techniques measuring the 50-100 Hz frequency content in the QRS complexes of 16
study participants

%CR

1h 24h

Fast Fourier transform 7.5% 36.3%
Morlet wavelet 11.8% 38.6%
Mexican hat wavelet 13.8% 36.2%
Hilbert-Huang transform 52.3% 63.4%
LSD means 6.2% 8.7%
LSD di�erences 18.0% 26.8%
LSD thresholds 10.3% 25.2%

LSD appears to be the most reproducible technique (particularly after 24h) and

HHT the least reproducible. Among LSD measurements, the means are the most

reproducible. These results are even more compelling once we take into consideration

the reproducibility of the signal averaging and onset/o�set detection steps, which are

pre-requisites to this frequency analysis.

5.2.3 Sudden cardiac death

With the majority of sudden cardiac deaths occurring in the �low-risk� general

population, and over two thirds of ICD recipients never developing ventricular

tachyarrhythmias requiring a shock from their implanted devices, there is a large,

unmet need for a more sensitive, speci�c, non-invasive, and economical approach to

SCD risk strati�cation.

Previous studies have shown that increased late potential duration [86] and overall

QRS duration [81] are correlated with SCD risk. The longer durations are likely

caused by slowed ventricular conduction velocity, which is strongly associated with
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SCD based on experimental evidence from knockout mice [51]. Frequency is directly

proportional to velocity and inversely proportional to duration, which suggests that

SCD risk may be manifested through decreased high frequency content in the signal-

averaged QRS.

I put this hypothesis to the test using a data set containing 123 ten-minute native

sinus rhythm ECG recordings, 75 from ICD recipients and 48 from normal control

participants with no known heart disease. Of the 75 ICD recipients, 35 were given

appropriate therapy for a ventricular tachyarrhythmia over the mean �ve-year follow-

up period. The two groups of ICD recipients did not di�er in age, sex, New York Heart

Association (NYHA) Functional Classi�cation of heart failure, LVEF, creatinine levels

and amiodarone therapy. I used my automated algorithm to perform QRS averaging

and onset/o�set detection, then measured using each technique the proportion of the

signal-averaged QRS energy density contained within the 50-100 Hz frequency band.

Table 5.3 details the observed mean percent di�erence in the 50-100 Hz frequency

band energy between the control group and the appropriate therapy group, as well

as the resulting classi�cation accuracy rates for each approach. Table 5.4 covers the

same metrics, albeit this time comparing the two ICD cohorts (appropriate therapy

vs. no appropriate therapy during the follow-up period).

Based on the hypothesis above, my expectation was that the appropriate therapy

group would exhibit the least high-frequency content of the three cohorts, followed

by ICD recipients which have not had therapy, and then normal controls.

Classi�ers derived from FFT, Morlet CWT, and HHT measurements were not

statistically better than pure chance in discriminating between the cohorts in at least

one of the two comparisons. That is, part of the 95% con�dence interval of the area
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Table 5.3: Mean percent di�erence in the 50-100 Hz frequency band energy between
the control group and the appropriate therapy group as determined by each of the
seven techniques (a positive di�erence means that the appropriate therapy group had
greater 50-100 Hz band energy). Other values presented are the ROC AUC and P-
value resulting from the observed di�erences, and the sensitivity/speci�city at the
ROC point of maximal e�ciency (having the largest Se+Sp).

Di�erence AUC Se Sp

Fast Fourier transform +54.9% 81.9%, P≪0.001 82.9% 64.6%
Morlet wavelet -3.0% 44.1%, P=0.823 Not signi�cant

Mexican hat wavelet -36.3% 78.1%, P≪0.001 71.4% 85.4%
Hilbert-Huang transform +1.8% 55.7%, P=0.186 Not signi�cant

LSD means -33.3% 94.9%, P≪0.001 91.4% 93.7%
LSD di�erences -46.4% 95.2%, P≪0.001 91.4% 97.9%
LSD thresholds -48.9% 97.6%, P≪0.001 97.1% 95.8%

under their ROC curve was below 50%. Moreover, the mean di�erences they measured

run counter to most reasonable hypotheses; the Morlet CWT and HHT exhibited a

greater di�erence between the two ICD groups than between the appropriate therapy

group and the normal controls, whereas FFT measured a positive di�erence in one

comparison and a negative di�erence in another. These results are not convincing,

as one would expect to see a smaller di�erence among patients with sick hearts (ICD

recipients, all of whom have low LVEF and a history of heart disease) than between

healthy participants (the control group) and patients who su�ered from potentially

lethal tachyarrhythmias (the appropriate therapy cohort).

Only four of the seven techniques behaved as expected: the Mexican hat CWT and

the three LSD derivatives. The fact that the Mexican hat wavelet outperformed the

Morlet wavelet makes sense, given the shape similarity between it and a typical QRS

complex. However, the large discrepancy between the two wavelets demonstrates

how critical the choice of the basis function is to the successful implementation of
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Table 5.4: Mean percent di�erence in the 50-100 Hz frequency band energy between
the two ICD cohorts (appropriate therapy vs. no appropriate therapy) as determined
by each of the seven techniques (a positive di�erence means that the appropriate
therapy group had greater 50-100 Hz band energy). Other values presented
are the ROC AUC and P-value resulting from the observed di�erences, and the
sensitivity/speci�city at the ROC point of maximal e�ciency (having the largest
Se+Sp).

Di�erence AUC Se Sp

Fast Fourier transform -11.9% 58.9%, P=0.090 Not signi�cant

Morlet wavelet -26.7% 63.6%, P=0.017 77.1% 60.0%
Mexican hat wavelet -34.3% 70.8%, P<0.001 71.4% 72.5%
Hilbert-Huang transform +7.3% 59.5%, P=0.074 Not signi�cant

LSD means -22.4% 77.5%, P≪0.001 62.9% 87.5%
LSD di�erences -36.4% 79.8%, P≪0.001 68.6% 85.5%
LSD thresholds -35.5% 80.2%, P≪0.001 71.4% 87.5%

the wavelet transform. All three LSD measurements outperformed the Mexican hat

CWT, and the LSD thresholds achieved the best overall performance. Figure 5.11

displays the typical QRS time-scale representation di�erences observed using LSD

thresholds between the three cohorts.

These results are especially impressive considering they were reached using a

one-feature classi�er, and may be signi�cantly improved when combined with other

features (such as medical history, LVEF, or even other LSD-derived features). With

an AUC of 97.6%, LSD thresholds have the potential to become part of a non-invasive

and low-cost general population SCD screening tool.

Paced recordings

Recent research has shown that the paced QRS complex duration can correlate with

the risk of sudden cardiac death [127, 140]. Intracardiac signals from pacing have

also exhibited fractionated high-frequency electrograms which can predict the risk of
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SCD [123]. There is some physiological evidence suggesting that pacing, or alternate

sites of origin of ventricular beats, might highlight the risk of SCD better than normal

sinus beats, because the normal fast conduction system is not used, and the abnormal

areas are �stressed� by early signals, resulting in more delay [122, 123, 149]. Microvolt

T wave alternans, which uses the surface ECG for SCD risk strati�cation, also relies

on stressing the heart to achieve its results, albeit that stress ensues from exercise

testing rather than pacing. All of this hints that high-frequency energy densities from

paced recordings may be able to predict appropriate therapy within ICD recipients

better than native rhythm recordings.

I tested this hypothesis by repeating the analysis performed in the previous section,

this time using paced recordings instead of native recordings, and with the following

two di�erences:

� The normal control participants are not part of this study, since pacing requires

the presence of invasive intracardiac leads, and as such, no paced recordings

are available for them. On the other hand, most modern ICDs double as

pacemakers, which means that it is relatively easy to obtain paced recordings

from ICD recipients, whether they have received appropriate therapy or not.

Therefore, this study includes paced recordings from all 75 ICD recipients.

� Pacing brings about very visible pacing spikes in the surface ECG. These spikes

are mostly consistent across beats, and are thus not eliminated by the signal-

averaging process. Pacing spikes have high frequencies and relatively large

amplitudes. They can therefore signi�cantly distort high-frequency analysis,

and must be removed prior to such analysis. I have previously validated that this

can be done by linearly interpolating the signal over the pacing spikes [146], but
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have not provided a mechanism for automatically detecting such spikes. While

analyzing the current data set, I found that they can be detected by applying

a threshold over the moving standard deviation of the median-�ltered signal,

both with a window of 3 ms. I used these two approaches to automatically

detect and eliminate the pacing spikes from each patient's signal-averaged QRS

prior to the analysis.

Table 5.5 details the observed mean percent di�erence in the 50-100 Hz frequency

band energy between the paced recordings of the appropriate therapy and no

appropriate therapy cohorts, as well as the resulting classi�cation accuracy rates

for each approach.

Table 5.5: Mean percent di�erence in the paced 50-100 Hz frequency band energy
between the two ICD cohorts (appropriate therapy vs. no appropriate therapy)
as determined by each of the seven techniques (a positive di�erence means that
the appropriate therapy group had greater 50-100 Hz band energy). Other values
presented are the ROC AUC and P-value resulting from the observed di�erences, and
the sensitivity/speci�city at the ROC point of maximal e�ciency (having the largest
Se+Sp).

Di�erence AUC Se Sp

Fast Fourier transform -12.1% 68.4%, P=0.002 57.1% 80.5%
Morlet wavelet -12.6% 65.3%, P=0.008 54.3% 73.1%
Mexican hat wavelet -22.5% 66.3%, P=0.005 65.7% 65.9%
Hilbert-Huang transform +12.5% 51.9%, P=0.391 Not signi�cant

LSD means -8.7% 65.3%, P=0.008 65.7% 68.3%
LSD di�erences -15.5% 64.6%, P=0.011 65.7% 65.9%
LSD thresholds -13.0% 67.0%, P=0.003 60.0% 78.0%

With the exception of HHT, all methods are able to classify the two cohorts with

comparable sensitivity and speci�city. As with native rhythm recordings, the Mexican

hat wavelet performs better than the Morlet wavelet, and the LSD thresholds perform
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best out of the three LSD approaches. The discrimination power of the Mexican hat

wavelet and the LSD methods are decreased compared to native rhythm recordings.

These results suggest that instead of elucidating hidden information in the signal-

averaged QRS, pacing may be acting as a great equalizer, homogenizing not only

heart rates, but also for high-frequency energy content. While pacing appears to be

reducing the detectable di�erences between patients across cohorts, it may also be

increasing the reproducibility of high-frequency energy measurements.
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Figure 5.11: Time-scale representation using LSD thresholds of three QRS complexes,
respectively from a normal control subject, an ICD recipient who has not received
appropriate therapy, and another one who has. The QRS of the patient who has
received therapy is clearly fragmented with multiple distinct low-frequency QRS
focal points. It also has longer duration, and visible �late potentials� throughout
the QRS at the 25 to 50 ms scales. Most importantly, one can see the disease
progression from the normal QRS to the appropriate therapy QRS in the overall
increase in the average scale (hence the decrease in the average frequency) of the
features contained within the signal. This suggests slowed ventricular conduction,
while the fragmentation and multiple foci could indicate myocardial scarring. The
high frequency to total frequency content ratio calculated between the QRS onsets
and o�sets, which I previously described, may be indeed capturing this progression.
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5.2.4 Atrial refractory period

In a cardiac cycle, each action potential is followed by a period of time during which

a new action potential cannot be generated. This is known as the e�ective refractory

period (ERP), and it acts as a protective de facto upper limit for the heart rate.

The pathophysiology of atrial �brillation (AF) is complex and not completely

understood. One of its primary mechanisms is thought to be an electrical remodeling

of the atrium, resulting in a decrease of the atrial activation wavelength, which is

de�ned as the product of conduction velocity and ERP [17, 65]. Shorter wavelengths

cause a greater number of small reentrant circuits, and are associated with persistent

AF [10, 117]. Atrial �brillation has also been shown to cause an ERP decrease,

partially explaining its ability to self-perpetuate [32, 155]. It is frequently treated

with antiarrhythmic drugs which increase ERP (such as ibutilide).

Therefore, measuring the refractory period is essential to the understanding and

treatment of AF. This is currently done invasively using catheters which rapidly pace

the patient's heart and record the intracardiac electrical response. A non-invasive

approach capable of detecting ERP changes from a normal sinus rhythm surface

ECG would increase the availability of this measurement while dramatically reducing

its associated risks and costs.

I aimed to achieve this goal using LSD and/or the other spectral analysis

approaches considered in the previous section. Following the approval of the Queen's

University Health Sciences Research Ethics Board, I enrolled 18 study participants

among Kingston General Hospital patients who were planned for electrophysiological

studies requiring a coronary sinus catheter, but who were not subject to any of the

following exclusion criteria:
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� less than 18 years old,

� weighing below 60 Kg,

� pregnant or actively breastfeeding,

� having impaired renal or liver function,

� diagnosed of certain autoimmune diseases, or

� having heart conditions other than paroxysmal atrial arrhythmias.

With the assistance and supervision of electrophysiologists, nurses and technologists

at the Kingston General Hospital, I collected two �ve-minute sinus rhythm ECG

recordings from each study participant; one recording after the completion of their

standard clinical study and therapeutic ablation, and another one 20 minutes

following the infusion of 2 mg of ibutilide. ERP was measured at three di�erent

supra-ventricular sites before each of the two recordings.

Of the 18 patients who completed the study, three were excluded from the analysis

due to excessive noise and/or the lack of su�cient P waves in their recordings. A 60

Hz notch �lter was applied to remove power-line interference from the ECGs of two

of the remaining 15 patients.

The mean ERP across all sites and patients increased by 57± 33 ms, con�rming

that ibutilide had the desired e�ect. Redfearn et al. hypothesized that there is

an inverse relationship between ERP and high-frequency energy content [115]. This

means that the atrial ERP increase measured in this study should manifest itself in

a decrease in the high-frequency components of the patients' post-ibutilide signal-

averaged P waves.
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Table 5.6 lists the di�erences measured in the 50-100 Hz SAPW energy densities

between the pre- and post-ibutilide recordings, as well as the results of a paired

Student t-test, for each of the spectral analysis techniques studied.

Table 5.6: Mean percent di�erence in the 50-100 Hz frequency band energy and
results of paired Student t-tests between the pre- and post-ibutilide recordings for
each patient, as determined by seven frequency spectrum measurement techniques
(a positive di�erence means that 50-100 Hz band energy increased after the
administration of ibutilide)

Di�erence Null hypothesis rejected?

Fast Fourier transform -4.7%±26.9% No

Morlet wavelet 4.1%±42.2% No

Mexican hat wavelet 24.7%±71.0% No

Hilbert-Huang transform -14.9%±73.6% No

LSD means 2.7%±9.6% No

LSD di�erences 15.1%±25.7% Yes, P=0.039

LSD thresholds 3.7%±16.3% No

The only statistically-signi�cant result came from the LSD di�erences. However,

given the relatively small sample size, the fact that seven di�erent measurements were

performed and that the P-value is not very low, the measured increase instead of the

hypothesized decrease, and the fact that LSD di�erences are the least reproducible

of all three LSD approaches (and the other two did not �nd a statistically-signi�cant

di�erence), it is likely that this is simply the product of a statistical anomaly.

Repeating this analysis for several other frequency bands also failed to achieve

statistical signi�cance.

Raitt and Kusumoto recently measured a poor but signi�cant correlation between

ERP and the dominant frequency of the intracardiac and surface atrial electrograms

(electrocardiograms after QRST subtraction) during atrial �brillation [114]. This is in

line with speculations from previous studies [17, 57], as well as evidence that the local
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AF cycle length is an index of atrial refractoriness [22, 70, 84]. Raitt and Kusumoto

suggested that the poor correlation can be explained by the fact that ERP does not

directly mandate atrial frequency - it only provides an upper bound for it.

Given that the present study was mostly done not in AF but in normal sinus

rhythm, an even poorer outcome (or a lack of correlation) should be expected. This

is mainly due to the lower heart rates, whereby atrial and ventricular depolarization

frequencies are governed by the autonomic nervous system, rather than the refractory

period.

I con�rmed this conclusion after failing to observe any meaningful changes in

the dominant frequencies and the 4-5 Hz frequency band energy contents (which

correspond to the mean pre-ibutilide ERP of 234 ± 17 ms) of the surface atrial

electrograms from this study. These were obtained through the automated averaging

of the QRS (with a 1,500 ms segment length to ensure inclusion of the entire T

wave) and manual selection of the T wave o�set, followed by the cross-correlation

and subtraction of the averaged QRST morphology from all beats.
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Conclusion

Much progress has been made in the computerized analysis of the electrocardiogram in

the past �fty years. Nonetheless, the greatest challenges are yet to come. The amount

of ECG data collected is multiplying thanks to the abundance of mobile devices,

increase in computational power, and the trends towards preventive and personalized

medicine. Computers are playing a major role in this revolution, although better

algorithms are needed for them to achieve their full potential. The Holy Grail is

in devising risk strati�cation approaches that are reproducible, cost-e�ective, non-

invasive and fully automated. Automation is important not only for practical reasons

related to limited resources but also to increase objectivity in measurement. Non-

invasiveness and cost-e�ectiveness are essential if these approaches are to be applied

to the general population, which is needed given that most cardiac deaths occur in

individuals thought to be at low risk.

In Chapter 2, I presented a classi�cation of the various algorithmic approaches

which have been used in ECG analysis, as well as the advantages and limitations of

each:

128
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� Time domain algorithms are able to readily bene�t from clinical experience,

but rely on accurate �ducial point detection and empirically-determined rigid

constant values which rarely adapt to speci�c patients and situations.

� Frequency domain algorithms can expose hidden periodicity, but are dependent

on the choice of basis function.

� Template algorithms are fast and straightforward but highly sensitive to noise

and morphology changes.

� Syntactic algorithms are intuitive and can foster knowledge translation, but have

relatively high computational requirements and no demonstrated successes.

� Neural networks are able to program themselves and reach relatively accurate

results, but they require substantial training data, are di�cult to track and

understand, and are not computationally e�cient.

The algorithms described in this thesis bene�t from the advantages of some of these

approaches while avoiding some of their limitations.

For example, Moving Average and Standard deviation Thresholding (MAST), is a

time domain algorithm for QRS detection in mice, which uses relative window widths

instead of rigid constant values or elaborate thresholds. The window sizes are based on

physiological properties, and can vary to a large degree without signi�cantly a�ecting

the algorithm's performance. MAST's output is also self-correcting, eliminating

intervals which are believed to contain excessive noise. These features enabled MAST

to outperform a leading commercial murine QRS detection algorithm, achieving much

more consistent results and a four-fold reduction in the error rate [144].
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Window Pairs uses a similar approach to perform QRS detection in human ECGs.

It delivers one of the lowest error rates ever reported on the MIT-BIH Arrhythmia

Database [145]. Rather than excluding intervals with excessive noise, Window Pairs

assigns weights to each lead and combines them in a way to decrease the impact of

noisy segments. This, along with added ventricular �utter and �brillation detection,

enables it to accurately detect QRS complexes in noise and varying beat morphologies

without requiring any human intervention. Window Pairs is even robust to signi�cant

variations in its input parameters, or to half of its input consisting of pure noise.

Signal averaging is a time-domain signal-processing technique employed to increase

the signal-to-noise ratio of a periodic signal, by aligning and averaging the samples

of replicate measurements. Assuming constant signal strength and random zero-

mean noise, this process maintains the signal amplitude while reducing the noise level

with each additional measurement. The P wave and QRS averaging and onset/o�set

detection algorithms presented in Chapter 4 constitute, to my knowledge, the �rst

fully-automated solution for ECG signal averaging. Their most critical step is a

template-based algorithm, which uses a �ltered trigger signal to decrease the e�ect

of noise, while bene�ting from its inherent sensitivity to morphology changes to only

combine beats having similar morphologies.

Automating signal averaging could �nally allow this powerful noise reduction

technique to graduate to regular clinical use from being mostly a research tool. This is

due to the increased availability resulting from automation (both to non-experts and

to clinical settings where real-time results are desired), while still giving power users

the option to ensure correctness and tweak algorithm parameters. Other bene�ts

of automation include the obvious time savings in a saturated healthcare system,
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as well as a potential increase in reproducibility due to the elimination of operator

subjectivity.

This is indeed the case here since I have shown that the automated signal-averaged

P wave and QRS measurements are more reproducible than expert measurements.

Moreover, my automatically-measured signal-averaged P wave duration achieved

98% accuracy in the prediction of paroxysmal atrial �brillation during normal sinus

rhythm. Such a result showcases the potential of signal averaging to detect local

changes in cardiac electrophysiology through subtle di�erences in the surface ECG.

This is of tremendous clinical utility as a surrogate for long-term monitoring and

invasive studies, reducing risks and costs, and allowing tests to be performed on a

much larger population.

Layered Symbolic Decomposition (LSD) is a non-ECG-speci�c novel algorithm for

the spectral analysis of signals. LSD does not rely on conventional digital processing

techniques. It is instead based on symbolic representations, data structures, local

processing, and optimization algorithms, allowing it to avoid many of the frequency

domain algorithm drawbacks. With the exception of the Hilbert Huang Transform,

LSD is the only spectral analysis algorithm not to use basis functions to perform its

decomposition. It also di�ers from conventional syntactic algorithms in its multi-scale

approach.

This unconventional approach enables LSD to deliver signi�cant improvements in

the reproducibility of frequency band energy density measurements, as evidenced by

its comparison against the state-of-the-art in spectral analysis techniques, namely the

Fast Fourier Transform, the Continuous Wavelet Transform, and the Hilbert Huang

Transform.
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Moreover, LSD con�rmed the hypothesis that the high-frequency energy content

of the signal-averaged QRS could act as a powerful non-invasive risk strati�er for

sudden cardiac death (SCD). While the Mexican hat wavelet also exhibited the ability

to predict SCD, LSD-derived measurements were signi�cantly more e�ective, with a

98% accuracy in detecting SCD risk in the general population, and an 80% accuracy in

discriminating between patients having the highest risk pro�le. The majority of those

with such a risk pro�le are currently receiving unnecessary invasive and expensive

ICD implants, enduring the risks of inappropriate shocks and infection, while SCD is

claiming the lives of 40,000 Canadians with no ICDs annually. If this performance by

LSD is replicated (or even improved through a combination with other risk factors)

in prospective studies, it could save thousands of lives, and hundreds of millions of

dollars in healthcare costs.

LSD also provides evidence that pacing's equalizing e�ect may extend beyond the

heart rate to the high-frequency energy content of the QRS, and that changes in atrial

refractory period do not appear to be detectable in the high-frequency energy content

of the signal-averaged P wave in normal sinus rhythm.

The performance achieved by LSD demonstrates its promise as a novel frequency

spectrum analysis approach. At least in this application, LSD appears to be more

accurate than the continuous wavelet transform, with a computational e�ciency

comparable the discrete wavelet transform, all the while avoiding basis functions

like the Hilbert-Huang transform, and achieving better reproducibility than each of

these other techniques.

From a philosophical standpoint, these results indicate that scienti�cally-sound

approaches, such as syntactic algorithms and signal averaging, should not be dismissed
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simply because of a dwindling popularity or a failure to achieve the desired result in

one speci�c application. Over the past 15 years of ECG processing research, syntactic

approaches have been all but forgotten, and the use of signal averaging has been

rapidly diminishing, yet I employed both approaches very successfully in this thesis.

Moreover, most of the algorithms I propose here are based on the idea that features

are interesting only in relation to their backgrounds. This idea, along with feedback

loops (such as MAST's error detection capabilities and LSD's threshold generation),

can be employed to design algorithms which eschew precise cut-o�s in favour of

relative values. Such algorithms are capable of delivering very robust results, as

shown in Table 3.3.

Finally, all of the results in this thesis suggest that there is no direct link

between the computational complexity of an algorithm and its detection performance;

therefore, one must always strive to design computationally-e�cient algorithms since

they have a much broader range of applications.

6.1 Future work

This research brings about a number of potential avenues for future work, including:

� Adapting MAST to implantable telemetry in animal models from other species.

� Finding other measurements derived from the signal-averaged P wave or

QRS which are capable of non-invasively assessing cardiac electrophysiology.

Signal averaging is a powerful noise reduction technique which may expose

certain changes in atrial or ventricular substrate within the surface ECG. The

automated, accurate and reproducible signal-averaging algorithms presented in
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this thesis should act as a catalyst for such research by dramatically increasing

the availability of the technique.

� Incorporating multiple thresholds into LSD in order to di�erentiate between

subtle and large amplitudes.

� Applying LSD to other signals with unknown, imprecise, or multiple basis

functions, such as non-cardiac biopotentials, geophysical signals, and socio-

economic trends.

� Expanding LSD to two or more dimensions, where for example each node could

consist of four, six, or nine pixels in a rectangular disposition.

� Using the symbols derived from LSD in addition to complementary approaches

such as fuzzy logic and the ideas of Gestalt theory [34] to detect morphologies

and assess signals qualitatively rather than just quantitatively.

� Combining multiple features to predict the risk of sudden cardiac death better

than the LSD-derived 50-100 Hz frequency band energy content alone.

� Attempting to detect changes in atrial refractoriness from the frequency

spectrum of ectopic beats or stress test ECGs, which typically exhibit higher

heart rates.
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