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Abstract 

The rate of data growth in many domains is straining our ability to manage and analyze it. 

Consequently, we see the emergence of computing systems that attempt to efficiently process 

data-intensive applications or I/O bound applications with large data. Cloud computing offers 

“infinite” resources on demand, and on a pay-as-you-go basis. As a result, it has gained interest 

for large-scale data processing. Given this supposedly infinite resource set, we need a 

provisioning process to determine appropriate resources for data processing or workload 

execution. We observe that the prevalent data processing architectures do not usually employ 

provisioning techniques available in a public cloud, and existing provisioning techniques have 

largely ignored data-intensive applications in public clouds. 

In this thesis, we take a step towards bridging the gap between existing data processing 

approaches and the provisioning techniques available in a public cloud, such that the monetary 

cost of executing data-intensive workloads is minimized. We formulate the problem of 

provisioning and include constructs to exploit a cloud’s elasticity to include any number of 

resources to host a multi-tenant database system prior to execution. The provisioning is modeled 

as a search problem, and we use standard search heuristics to solve it. 

We propose a novel framework for resource provisioning in a cloud environment. Our framework 

allows pluggable cost and performance models. We instantiate the framework by developing 

various search algorithms, cost and performance models to support the search for an effective 

resource configuration. 

We consider data-intensive workloads that consist of transactional, analytical or mixed workloads 

for evaluation, and access multiple database tenants. The workloads are based on standard TPC 

benchmarks. In addition, the user preferences on response time or throughput are expressed as 
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constraints. Our propositions and their results are validated in a real public cloud, namely the 

Amazon cloud. The evaluation supports our claim that the framework is an effective tool for 

provisioning database workloads in a public cloud with minimal dollar cost. 
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Chapter 1: Introduction 

This chapter is based on Mian et al. [125]. 

In the current information age, the volume and velocity of data being generated is stretching our 

ability to manage and analyze it. Consequently, data-intensive computing systems are emerging 

that attempt to efficiently process large data-sets. These systems are typically deployed in-house 

using shared-nothing clusters and assume a large fixed resource base. With the emergence of 

cloud computing, these clusters are also known as private clouds. The accelerating volume of data 

questions the continuation of this approach for many reasons such as feasibility and affordability. 

Public clouds give customers the “illusion” of infinite resources available on-demand while 

facilitating application providers by limiting up-front capital expenses and by reducing the 

monetary cost of ownership over time [28]. These features are very attractive for businesses and 

scientists alike who have large data processing needs, and we provide many real examples in this 

chapter. In this thesis, we use the term monetary cost, dollar cost and cost interchangeably. 

In this chapter, we also introduce cloud computing and highlight its offerings which are relevant 

to data-intensive computing. Due to their offerings, public clouds appear as a promising platform 

for data-intensive computing. We discuss numerous challenges for large-scale data processing in 

public clouds, and state the relevance of workload management in addressing those challenges. 

Finally, thesis contributions and statement are presented, followed by the thesis structure.  

1.1 Cloud Computing and its Offerings to Large-Scale Data Processing 

Economic and technological factors have motivated a resurgence in shared computing 

infrastructures with companies such as Amazon, Microsoft and Google providing software and 

computing resources as services [21, 78, 129]. This approach, known as cloud computing, is 



2 

 

supporting a growing number of companies in driving their core businesses [16, 79]. Figure 1.1 

gives a high-level conceptual overview of a public cloud.  

 

Figure 1.1: High-level View of a Public Cloud. 

As shown in the figure, multiple levels of service abstractions are built on the underlying 

compute, storage and network resources, and are offered to an external user on different 

premiums. Three levels of service abstractions dominate the offerings of cloud providers, namely 

Software-as-a-Service (SaaS), Platform-as-a-Service (PaaS), and Infrastructure-as-a-Service 

(IaaS) [151]. 

In SaaS, software is exposed as a service on the web. SaaS is similar to web services or web 

applications. For example, Google’s online applications such as Google Calendar, are SaaS. 

Force.com [73] employs a multi-tenant application model to support over 55,000 enterprises in 

developing and providing a SaaS service [197]. A multi-tenant application supports large number 

of applications, where each has a small data footprint [4], by sharing underlying resources 

including hardware and software. 



3 

 

In PaaS, software frameworks or platforms are exposed as a service to the users. The users write 

their software for a specific platform which that provider hosts. After writing software, the users 

upload their software to the provider’s system and run it there whenever needed. Google App 

Engine [78] offers this level of abstraction. In IaaS, the cloud providers expose their 

infrastructure as a service to the users. For example, Amazon’s Elastic Compute Cloud (EC2) 

[21] exposes its infrastructure in terms of virtual machines (VMs). 

The PaaS, SaaS and IaaS also differ in their resource offerings and pricing models. For example, 

Netflix [134] is an online media streaming portal, and follows the SaaS abstraction. It offers a 

free trial followed by a flat monthly fee. Since 2010, Netflix’s infrastructure is being migrated to 

the IaaS based Amazon cloud [50]. This is a good example of where a SaaS application is offered 

on top of an IaaS cloud. It is easy to see that Netflix would like to minimize the operational costs 

of using IaaS clouds while providing some guarantees on its service, such as “jerk” free movie 

streaming. 

Google AppEngine [78] follows the PaaS abstraction. It offers free hosting of an application till a 

specified limit, and charges for computational and storage usage on a pay-for-use basis for any 

application exceeding its quota. Neither Google nor Amazon clouds charge for the incoming 

traffic to their networks, but charge for any outgoing traffic.  

The VMs in an IaaS cloud such as Amazon EC2 are generally metered by the hours, but other 

pricing schemes exist such as auction-based or pre-paid models. The VM cost rate also varies 

with the number of processors and memory. Similarly, the storage comes in different sizes and 

flavors. Every VM has a local volatile storage, which disappears with the termination of the VM. 

Persistent storage, such as Amazon S3 [24], stores data over multiple network devices and 

renders monthly costs in proportion to the size of data. Often, there are network costs associated 
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with accessing the persistent storage, which is typically metered in the number of accesses and 

the size of the data transferred. 

Three aspects of the public clouds [29, 83] are particularly attractive from a hardware 

provisioning and pricing point of view. First, on demand availability of large numbers of 

computing resources, which relieves users from planning far ahead and spending upfront to 

ensure the availability of sufficient resources. A public cloud allows users to follow an organic 

growth by starting small and increasing hardware resources only when there is an increase in their 

needs. 

The second attractive aspect of a public cloud is the ease of access to resources on the cloud. For 

example, it is possible to use Amazon’s cloud [21] to perform a computation on 100 processors 

without any capital investment, without the help of a system administrator, and without installing 

or managing any middleware. This also promotes separation of concerns where the users focus 

on processing data without worrying about over-provisioning and scalability limitations. 

Meanwhile, a public cloud is provisioned by a commercial enterprise whose focus is to run a 

business by managing a data center. 

The third attractive aspect of a public cloud is the ability to use computing resources on a short-

term and pay-as-you-go basis (for example, processors by the hour and storage by the day). The 

users are motivated by the rental expenses to release the unneeded machines back into the 

resource pool. The cloud vendors are motivated by increasing revenues to maximize usage of 

their services. Both motivations have a financial stake and, therefore, are pressing. As a pleasant 

side effect, they promote effective sharing and utilization of cloud resources. 

Due to the aforementioned three aspects, public clouds are an attractive platform for data-

intensive computing. Data-intensive is used to describe I/O bound applications that need to 
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process large volumes of data [130], and data-intensive computing in clouds presents new 

challenges for systems management.   

1.2 Examples of Data Growth in Scientific and Commercial Domains 

The rate of data growth is intimidating in both scientific and commercial domains. For example, 

Google’s BigTable [44] is a distributed storage system for managing petabytes of data across 

thousands of commodity servers. In 2008, around 60 Google products were using BigTable, and 

now the number is likely to be much higher. Online commerce and social portals such as eBay 

and Facebook also store and analyze massive amounts of data. In 2009, eBay had a database of 

over 2 petabytes, with a daily ingest rate of 50 terabytes [132]. In 2010, Walmart had databases 

sized over 2.5 petabytes, and handled more than 1 million customer transactions every hour [69]. 

In 2011, the size of analytical data at Facebook grew from 20 petabytes to 30 petabytes in just a 

span of one year [205].  

Similarly, the data repository at NASA’s Center for Climate Simulation stored around 17 

petabytes of data in 2010 [51], which increased to about 30 petabytes by 2012 [56]. The 

repository is used by climate simulations that vary in time scales from days to centuries, and 

employ satellite data of atmosphere, land, and ocean in their predictions. High-energy physics 

also remains a major generator of raw data. For example, 3 petabytes of data will be seen each 

year in the Atlas experiment at the Large Hadron Collider (LHC) at the Center for European 

Nuclear Research (CERN) [40]. 

The data generation in astrophysics is also growing. In 2011, around 1 petabyte of astronomical 

data-sets were accessible publicly, with an anticipated growth of 0.5 petabyte per year [34]. The 

creation of large digital sky surveys [167] presents the astronomy community with tremendous 

scientific opportunities. These astronomy data-sets are generally terabytes in size and contain 

hundreds of millions of objects separated into millions of files [90]. The Large Synoptic Survey 
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Telescope (LSST) [119] will take the astronomical data generation to another level by producing 

a wide-field astronomical survey of our universe using ground-based telescope. It will generate 

tens of terabytes of data every night [206], and will need hundreds of petabytes of disk storage for 

image collection and processed data [103].  

1.3 The Need for Workload Management and Resource Provisioning 

The current popular method to analyze large data-sets is via the use of private clouds that consist 

of commodity servers interconnected by a high speed network. These servers are typically 

dedicated for processing large data-sets. Erecting and maintaining a large cluster or a data center 

is a significant undertaking both in terms of time and cost, and is usually preceded by extensive 

planning. The rate of data growth questions the continuation of this approach for many reasons 

such as feasibility and affordability [123]. Further, a private cloud is typically provisioned for an 

anticipated peak load, and is often underutilized. For example, Yahoo!’s 400 dedicated node 

cluster only reports utilization between 5-10% [104]. This stresses the need for server 

consolidation and/or increasing the server utilization and presents new challenges for data 

intensive workload management in the cloud. 

One challenge is that data-intensive applications may be built upon conventional frameworks, 

such as shared-nothing database management systems (DBMSs), or new frameworks, such as 

MapReduce [63], and so have very different resource requirements. A second challenge is that the 

parallel nature of large-scale data-intensive applications requires that data placement and task 

scheduling be done so as to avoid data transfer bottlenecks. A third challenge is to support 

effective scaling of resources with “controlled” impact on current workload execution. A fourth 

challenge is to make processing of large data-sets timely, practical and accessible to an ordinary 

user [80].  
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Workload management is relevant in addressing existing and new challenges faced by efficient 

data-intensive computing in clouds. It is the discipline of effectively managing, controlling and 

monitoring workload across computing systems [135]. In a DBMS, workload management is 

used to “control” the impact of concurrently executing workloads that compete for system 

resources such as processor, disk I/O and main memory. This is because a workload is a set of 

requests that each access and process data using limited system resources, and if multiple 

workloads are simultaneously executed without any control then some workloads may consume a 

large amount of the shared system resources resulting in other workloads missing their 

performance objectives. 

The data access performed by a workload request can vary from retrieval of a single record to the 

scan of an entire file or table. The requests in a workload share a common property, or set of 

properties, such as the same source application or client, type of request, priority, or performance 

objectives [6]. 

The study of workload management for data processing is not new and it has been studied since 

late seventies [118]. It is actively studied for DBMSs, and very recently for data services in 

clouds. In public clouds, the workload management also needs to determine an effective subset of 

resources from a very large resource pool to execute data-intensive applications. This is a 

particularly challenging problem because of the number of variables affecting the allocation and 

the unpredictability of performance in public clouds. In addition, any provisioning decisions may 

be subject to the user preferences expressed as constraints. This may also be viewed as an 

optimization problem. 

We see an active interest [35, 76, 110-113, 162, 213] in optimizing an objective in a cloud 

environment, such as resource cost or execution times, typically subject to some constraints such 

as deadline or a budget. We see that some work [58, 76, 111, 112, 162] that models the 
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provisioning problem are able to offer optimality guarantees but usually at the cost of some 

simplifying (and perhaps unrealistic) assumptions, such as the existence of a single minimum in 

the provisioning problem as assumed in the case of linear programming (LP). While others 

assume advanced knowledge of performance parameters [162], or use analytical performance 

models [110-113], which have proven to be inadequate for data-intensive workloads in the cloud 

[5, 126].  

Although recent studies have shown promising results, we perform a detailed review of the 

literature in chapter 2 and make startling discoveries about the lack of interest in processing large 

data-sets using public clouds despite its promises. In particular, we note that: 

1. Data processing architectures do not typically employ provisioning techniques available 

in a public cloud, 

2. Provisioning techniques studied have largely ignored data-intensive applications in public 

clouds, and 

3. Proposed provisioning methods have been mostly validated in a limited setting such as 

simulation, local network or a private cloud. 

In this thesis, we take a step towards bridging the gap between data processing approaches and 

provisioning techniques in public clouds. In particular, we present provisioning techniques to 

minimize the monetary cost of deploying and executing multi-tenant database workloads in the 

public clouds. We explore both analytical and empirical models in providing efficient 

provisioning techniques. Our proposition advances the state-of-the-art of using provisioning 

techniques in cloud computing research and practice. 

1.4 Thesis Contributions 

We formulate the problem of provisioning which includes determining appropriate resources for 

database workload execution, and generating an efficient mapping of workloads to the 

determined resources. In traditional workload execution literature, the resource pool is assumed 
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fixed. In contrast, we extend the provisioning constructs to include any number of resources to 

host a multi-tenant DBMS prior to execution. We use the standard search heuristics to solve the 

provisioning problem and find resource configurations with minimal dollar-cost. 

We provide a systematic study of workload management for data-intensive workloads in the 

clouds. We develop a taxonomy of workload management techniques used in the clouds, and 

classify existing mechanisms and systems based on the taxonomy. This includes a survey and a 

discussion of possible directions for future research in this area.  

We propose a novel framework for resource provisioning in a public cloud environment. Our 

framework allows pluggable cost and performance models. We instantiate the framework by 

developing various search algorithms to find a suitable configuration. Further, we develop 

associated cost and performance models to support search for an effective configuration. We 

integrate dollar-cost with workload execution using our problem formulation. Our work can be 

used in estimating the expense of executing a database workload in a public cloud, and offering 

scale to multi-tenant DBMSs by harnessing cloud’s elasticity. 

1.5 Thesis Statement 

In this thesis, our goal is to promote the use of public clouds for large-scale data processing. We 

address a specific aspect of this goal, namely to provide a suitable and inexpensive configuration 

of resources to execute multi-tenant DBMS workloads. Thus, our thesis statement is formulated 

as follows: 

“An effective configuration of resources to execute multi-tenant database 

workloads can be determined by: (a) developing a performance model to help 

predict the performance of workloads on a given configuration, (b) developing a 

cost model to help predict the dollar cost of a given configuration, and (c) 
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developing search algorithms that use the above models to determine the most 

cost-effective configuration.” 

1.6 Thesis Organization 

The remainder of the thesis is organized as follows. Chapter 2 presents a background and a 

literature review on the workload management mechanisms and systems in the cloud computing 

paradigm. In chapter 3, we formalize the research problem being addressed in this thesis, and 

present our approach and framework to address the problem. We also describe the general 

experimental setup that underlines evaluation in the following chapters. The performance and 

cost models are presented and validated in chapters 4 and 5, respectively. Heuristic-based 

configuration selection methods are presented in chapter 6, and are evaluated with the combined 

working of performance and cost models. Finally, chapter 7 provides concluding remarks, shares 

discoveries resulting from the process of developing models and algorithms, and outlines future 

research directions. The road map of the main body of the thesis is presented in Figure 1.2. 

Performance 
Model

(Chapter 4)

Cost Model
(Chapter 5)

Search  
Algorithms
(Chapter 6)

 

Figure 1.2: Road Map of the Main Body of the Thesis. 
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Chapter 2: Background and State-of-the-Art 

This chapter is based on Mian et al. [123]. 

In this chapter, we present a taxonomy for managing data-intensive workloads in the clouds. We 

expand the data processing and provisioning part of the taxonomy, and present a survey for each 

part. We further compare and summarize the data processing architectures and provisioning 

techniques on some key attributes. In our conclusions, we discuss the combined status of data 

processing and provisioning. Lastly, we discuss some open problems in large-scale data 

processing using public clouds. 

2.1 Workload Management Taxonomy 

We present a workload management taxonomy for the cloud. The taxonomy provides a 

breakdown of techniques based on functionality, and is used to classify and evaluate existing 

workload management systems. The top layer of the taxonomy, which is shown in Figure 2.1, 

contains the four main functions performed as a part of workload management. 

Workload 
Management

Provisioning

Characterization

Monitoring

Data Processing

 

Figure 2.1: Taxonomy of Workload Management in Cloud Computing. 

Workload characterization can be described as the process of identifying characteristic classes of 

a workload in the context of workloads’ properties such as costs, resource demands, business 

priorities and/or performance requirements. For example, a MapReduce workload is often 

characterized as a simple abstraction of data processing over commodity servers. MapReduce 
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workloads are highly scalable and known to operate over thousands of resources. On the other 

hand, the workload of a shared-nothing parallel DBMS is often characterized as a relational 

abstraction of processing structured data while operating over homogenous resources. Workload 

characterization is essential for workload management as it provides a fundamental information 

about a workload to the management function.   

Provisioning is the process of allocating resources to workloads for execution.  Public clouds’ 

support for elastic resources requires that provisioning should be viewed as a workload 

management mechanism. This is because resources can be allocated or de-allocated, prior to or 

during execution, to match the demands of a workload. We argue that the provisioning of data-

intensive workloads needs to balance workload-specific concerns such as service level objectives 

(SLOs) and cost with system-wide concerns such as load balancing, data placement and resource 

utilization. 

Data processing is the process of executing the individual job units in workloads according to 

some goals. The data processing activity needs a provisioning mechanism to arrange resources for 

workload execution. However, researchers in recent literature on large-scale data processing have 

mostly assumed that the resource pool has a fixed size. So, data processing approaches multiplex 

the work-units amongst the available resources. The execution of data-intensive workloads is 

impacted by the presence of multiple replicas of the required data-sets placed at different 

geographical locations, which makes it different from executing compute-intensive workloads.  

Monitoring is essential to provide feedback to the data processing and the provisioning processes. 

It tracks the performance of cloud components and makes the data available to the other 

processes. Monitoring can either be integrated into these processes or exist as a separate 

autonomous process.  
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In case of a separate process, monitoring requires (a) the publication of static data (e.g. number of 

resources) and dynamic data (e.g. current load on resources under use), (b) a global view of this 

data, and (c) a query mechanism capable of accessing this data. Monitoring is responsible for 

tracking the performance of cloud components at all times, tracking and recording throughput, 

response time and availability of these components from a variety of locations. It also needs to be 

scalable to allow hundreds of resources to publish and be resilient if any resource fails. For 

example, CloudWatch [15] provides a monitoring service. CloudWatch provides users with 

visibility into resource utilization, operational utilization, and overall demand patterns —

including metrics such as CPU utilization, disk reads and writes, and network traffic. It is used by 

AutoScaling [13] to acquire or release resources.  

In case of an integrated component, monitoring has a local view. That is, the role of the integrated 

monitoring is limited and customized to the needs of scheduling, which dispatches tasks to the 

execution resources. Take the example of the Dryad data processing system [100]. A simple 

daemon runs on each node managed by Dryad. The daemon acts as a proxy so that the job 

manager can communicate with the remote resources and monitor the state of the computation. A 

web-based interface shows regularly-updated summary statistics of a running job and can be used 

to monitor large computations. The statistics include the progress made, the amount of data 

transferred, and the error codes reported by failures. Links are provided from the summary page 

that allows a developer to download logs or crash dumps for further debugging.  

Recent systems on large-scale data processing [63, 65, 86, 101, 109, 200, 212] and their variants 

[2, 22, 46, 66, 136, 175, 180] use shared-nothing clusters for development and evaluation of 

these systems, and assume a fixed resource pool. These systems are examples of data intensive 

computing systems. A shared-nothing cluster is a collection of independent resources each with 

local disk and local main memory, connected together on a high-speed network. Recall, these 

clusters are also viewed as private clouds. The elasticity of the public cloud (both compute and 
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storage) is in line with the shared-nothing architecture, and these systems can be exposed to the 

public clouds with little effort. Other systems such as HadoopDB [2] have exposed their data 

processing techniques to public clouds, which either assume a fixed set of resources during 

workload execution or do not employ any provisioning techniques during workload execution. 

There are, however, some exceptions such as Elastic Storage [115] and Amazon Elastic 

MapReduce (EMR) [22], where the resource variation is possible during workload execution. 

Our thesis is aimed at effective provisioning of resources to execute data-intensive workloads. 

Therefore, the remainder of this chapter focuses on the data processing and provisioning 

functions of workload management in the cloud. Sub-taxonomies of these functions are presented 

and used to classify existing systems and mechanisms from the research literature. The workload 

characterization and monitoring functions are left for future work. 

2.2 Data Processing: Taxonomy and Survey 

Data processing is responsible for executing the workloads according to some specified 

objectives. In general, researchers in recent literature on large-scale data processing have assumed 

that the amount of resources is invariant. So, data processing approaches multiplex the work 

amongst the available resources. The data processing portion of our taxonomy shown in Figure 

2.2 identifies typical architectures that can be used to categorize many data intensive computing 

systems. We place some key examples in each category. 

Our presentation of the survey is organized by the data processing architecture used. We further 

differentiate the architectures based on five attributes: 

1. Work-unit: A job or a work-unit is the abstraction exposed to a data processing system 

for execution, and consists of two subclasses, namely tasks and workflows. A task is the 

atomic unit for scheduling and computation to a single resource. A data-intensive task 

consists of arbitrary computation on data where data access (read or write) is a significant 
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portion of the task execution time. A workflow represents a set of tasks that must be 

executed in a certain order because there are computational and/or data dependencies 

among the tasks. [200]; [22, 63]; [177]; [101, 212]; [65]; [82, 109]; [98, 138]; [176]; [86]; [175]; [46, 136, 180]; [2, 66, 89]; [27, 139, 140, 153] 
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Figure 2.2: Taxonomy of Data Processing Architectures 

2. Objective Function: The scheduling algorithm employed by a data processing 

architecture dispatches work-units to the execution resources while minimizing or 

maximizing some objective function. The objective function can vary depending on the 
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requirements of the users and the architecture of a specific cloud. In this thesis we only 

focus on the objective function of “minimizing the cost of executing data-intensive 

workloads in a public cloud” for the user. 

3. Mapping Schemes: There are two basic methods used to map work-units to resources in 

workload scheduling, namely static and dynamic mapping. In the case of static mapping, 

the complete execution schedule is drawn prior to the actual execution of the work-unit. 

In the case of the dynamic mapping scheme, the basic idea is to be aware of the status of 

execution and adapt the schedule accordingly. 

4. Locality: We identify the type of locality exploited in a workload execution as either data 

or process locality. Data locality involves placing a work-unit in the cloud such that the 

data it requires is available on or near the local host, whereas process locality involves 

placing data near the processing units. 

5. Scheduling/replication coupling: In a cloud environment, the location where the 

computation takes place may be separated from the location where the input data is 

stored, and the same input data may have multiple replicas at different locations. When 

the interaction of scheduling and replication is considered, there are two approaches, 

namely decoupling scheduling from data replication, and producing a combined 

scheduling and replication schedule. 

We present the survey of the data processing architectures below. 

2.2.1 MapReduce 

MapReduce is currently a highly popular architecture, introduced by Google in 2004 [61], to 

support parallel processing of large amounts of data on clusters of commodity PCs [61, 62]. 

MapReduce enables expression of simple computations while hiding the details of parallelization, 

fault-tolerance, data distribution and load balancing from the application developer. A 



17 

 

MapReduce computation is composed of two phases, namely the Map and the Reduce phases. 

Each phase accepts a set of input key/value pairs and produces a set of output key/value pairs. A 

map task takes a set of input pairs and produces sets of key/value pairs grouped by intermediate 

key values. All pairs with the same intermediate key are passed to the same reduce task, which 

combines these values to form a possibly smaller set of values.  

In Google’s MapReduce implementation (GoogleMR) [61, 62] tasks are grouped into a workflow 

(MR-workflow) in which map tasks are executed to produce intermediate data-sets for reduce 

tasks. Data is managed by the Google File System (GFS) [163]. The GFS uses replication to 

provide resiliency against failures of machines containing data. These replicas are also exploited 

by GoogleMR to provide decoupled-scheduling. 

The execution overview of GoogleMR is given in Figure 2.3. The scheduler resides on the master 

host. It exploits data locality by taking the location information of the input files into account, and 

schedules map tasks on or near a worker host that contains a replica of its input data. The map 

tasks process input data to produce intermediate results and store them on the local disks. The 

scheduler notifies the reduce tasks about the location of these intermediate results. The reduce 

tasks, then, use remote procedure calls to read the intermediate results from the local disks of the 

map workers. The reduce tasks process the intermediate data and append the results to the final 

output for this data partition. The pull model for moving data between mappers and reducers 

while suitable for fault-tolerance, could result in the creation of many small files and disk seeks 

[147]. However, optimizations like batching, sorting, and grouping of intermediate data and smart 

scheduling of reads are used by GoogleMR to alleviate these costs [63].  

MR-workflow execution may suffer from execution skew, that is, all the computation occurs in a 

small subset of tasks resulting in the execution time of some tasks being much greater than the 

others. Further, considering that the size of data is large and MapReduce is intended to be scaled 
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to hundreds, possibly thousands, many failures are expected. The average task death per MR-

workflow is reported as 1.2 tasks [62]. The scheduler uses a dynamic mapping scheme to address 

execution skew and failures, and is likely to be just-in-time mapping. The objective function of 

the scheduler is to reduce the makespan of the MR-workflow. 
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Figure 2.3: GoogleMR Execution Overview. 

Hadoop [26] is an open source implementation of MapReduce that closely follows the 

GoogleMR model. Hadoop consists of two layers [200]: (i) a data storage layer or the Hadoop 

Distributed File System (HDFS) [170], and (ii) a data processing layer based on MapReduce 

Framework. The input data is managed by HDFS. HDFS is a block-structured file system 

managed by a central NameNode. Individual files are broken into blocks of a fixed size and 
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distributed across multiple DataNodes in the cluster. The NameNode maintains metadata about 

the size and the location of blocks and their replicas.  

The Hadoop framework follows a simple master-slave architecture. A master is a single 

JobTracker and the slaves or worker nodes are TaskTrackers. A JobTracker handles the runtime 

scheduling of a MR-workflow and maintains information on each TaskTracker’s load and 

available data hosts. Each MR-workflow is broken down into map tasks based on the number of 

data blocks, and reduce tasks. The JobTracker assigns tasks to TaskTrackers with the aim of load 

balancing. It achieves data locality by matching a TaskTracker to map tasks that process data 

local to TaskTracker.  

TaskTrackers regularly update the JobTracker with their status through heartbeat messages. 

Hadoop’s built-in scheduler selects a task for execution in the decreasing order of priority subject 

to the order between map and reduce tasks [207]. First, any failed task is given the highest 

priority. Second, unscheduled tasks are considered, in particular, maps with data local to the node 

are chosen first among the unscheduled tasks. Finally, Hadoop looks for a task that is progressing 

slowly relative to the other tasks, and considers redundant execution for the slowly running task. 

Amazon has made Hadoop available in its cloud with the Elastic MapReduce (EMR) [22]. Users 

upload their data and processing applications into Amazon Storage Service (S3) [24]. A user then 

creates a “job flow” specifying the type and the number of VMs or EC2 instances in the Amazon 

cloud. Upon invocation, EMR automatically spins up a Hadoop implementation of the 

MapReduce framework on the EC2 VMs, sub-dividing the data in a job flow into smaller chunks 

so that they can be processed by map and the reduce functions. EMR handles Hadoop 

configuration, sets up security settings and log collection, provides health monitoring and 

removes faulty VMs from the Hadoop cluster. When the job flow completes, EMR automatically 
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terminates the VMs used in the execution, unless specified otherwise. This follows pay-for-use 

philosophy.  

Unlike GoogleMR and Hadoop servers, EC2 VMs are treated as transitionary resource and the 

data is copied from S3 to EC2 VMs, and the results are stored back into S3. This exploits process 

locality, unlike GoogleMR and Hadoop where data is already present on the servers and it stays 

there after execution. This “to-ing” and “fro-ing” of data between S3 storage and EC2 instances 

by EMR is likely to create a network bottleneck for large data-sets, undermining any potential 

benefits gained from parallel processing. 

Palankar et al. [144] reported that the measured bandwidth between S3 and EC2 is in the range of 

10MBps to 35MBps in 2008; the aggregate bandwidth increases as the number of clients on EC2 

seeking data from S3 increases.  Since then, we see Amazon has introduced instances with “high” 

and “very high” I/O performance, with the latter using 10 Gigabit Ethernet. Although Amazon 

does not indicate if I/O performance is the bandwidth between EC2 and S3, but we believe it is 

safe to assume so. Unfortunately, we could not find a recent academic study quantifying the 

impact of exploiting process locality on the network transfer, and specifically on the EMR job 

flow. The public cloud VMs are typically of transitionary nature, and the data needs to be placed 

on them for processing and removed before releasing them back to the cloud vendor. We consider 

effective use of transitionary VMs for effective processing of large data-sets to be an open 

problem that merits detailed investigation. 

2.2.2 Dataflow-processing 

Dataflow-processing models parallel computations in a two-dimensional graphical form [88]. 

Data dependencies between individual nodes are indicated by directed arcs. The nodes represent 

tasks and encapsulates data processing algorithms, while the edges represent data moving 

between tasks. Dataflow systems implement this abstract graphical model of computation. Tasks 
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may be custom-made by users or adhere to some formal semantics such as relational queries. We 

discuss examples of dataflow-processing systems below.  

Condor is a high-throughput distributed batch computing system [177]. It aggregates the spare 

capacity of idle workstations to provide large amounts of processing capacity over long periods of 

time. Like other batch systems, Condor provides a task management mechanism, scheduling 

policy, priority scheme, and resource monitoring and management.  

The Directed Acyclic Graph Manager (DAGMan) is a service, built on top of Condor, that is 

responsible for executing multiple tasks with dependencies. The coordination among data 

components and tasks can be achieved at a higher level by using DAGMan. In the same manner 

that DAGMan can dispatch tasks to a Condor agent (or a daemon present on a computational 

resource), it can also dispatch data placement requests. In this way, an entire DAG or workflow 

can be constructed that stages data to a remote site, runs a series of tasks and retrieves the output. 

So, the DAGMan/Condor combination employs combined-scheduling. Since data is dispatched to 

a processing resource, DAGMan/Condor exploits process locality.  

DAGman is an external service and only ensures that tasks are executed in the right order. 

Therefore, only tasks are exposed to the Condor scheduler and the mapping of tasks to hosts is 

performed at execution time. DAGMan also does not make an execution schedule based on 

estimates, so, the mapping scheme is dynamic and employs just-in-time mapping. Various 

scheduling policies are available for Condor. One popular objective is to maximize resource 

efficiency and minimize application execution time [93]. When enforcing dependencies between 

tasks, this objective transforms into makespan of the entire workflow. 

Dryad is a general-purpose framework for developing and executing coarse-grain data 

applications [100]. It draws its functionalities from cluster management systems like Condor, 

MapReduce implementations, and parallel database management systems. Dryad applications 
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consist of a dataflow graph (which is a workflow of tasks) where each vertex is a program or a 

task and edges represent data channels. The overall structure of a Dryad workflow is determined 

by its communication or dataflow. It is a logical computation graph that is automatically mapped 

onto data hosts by the runtime engine providing dynamic mapping. The structure of the Dryad 

system is shown in Figure 2.4. 
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Figure 2.4: The Dryad System Organization.  

A simple daemon (D) runs on each host managed by Dryad. The daemon acts as a proxy so that 

the job manager (JM) can communicate with the remote resources. The job manager consults the 

name server (NS) to discover the list of available hosts. It maintains the dataflow graph and 

schedules vertices (V) on available hosts using daemons. The vertices can exchange data through 

files, TCP pipes, or shared-memory channels. The vertices that are currently executing are 

indicated by the shaded bar in the figure.  

Dryad uses a distributed storage system, similar to GFS, in which large files are broken into small 

pieces, and are replicated and distributed across the local disks of the cluster computers. Because 

input data can be replicated on multiple computers in a cluster, the computer on which a graph 

vertex or a task is scheduled is in general non-deterministic. Moreover the amount of data written 

during the intermediate computation stages is typically not known before a computation begins. 

Therefore, in such situations, dynamic refinement is often more efficient than attempting a static 
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schedule in advance. A decoupled-scheduling approach is used that exploits data locality, and 

makespan is the objective function. Dryad is not a database engine and it does not include a query 

planner or optimizer, therefore, the dynamic mapping scheme is just-in-time. 

Clustera [65] shares many of the same goals as Dryad. Both are targeted towards handling a wide 

range of work-units from fine-grained data-intensive tasks (SQL queries) to workflows of coarse-

grained tasks. The two systems, however, employ radically different implementation methods. 

Dryad uses techniques similar to those first pioneered by the Condor project. In the Condor 

system, the daemon processes run on each host in the cluster to which the scheduler pushes tasks 

for execution. In contrast, Clustera employs a pull model. In the pull model, a data host runs a 

web-service client that requests work from the server. The web-service is forked and monitored 

by a daemon process. In addition to dataflow-processing, both Dryad and Clustera support 

execution of MR-workflows. 

Cosmos, developed by Microsoft, is a distributed computing platform for storing and analyzing 

massive data-sets [41]. Cosmos is designed to run on large clusters consisting of thousands of 

commodity servers.  The Cosmos Storage System, similar to GFS, supports data distribution and 

replication. It is optimized for large sequential I/O and all writes are append-only. Data is 

compressed to save storage and increase I/O throughput. Data is also distributed and replicated to 

provide resiliency against failure of machines containing data. Cosmos application is modeled as 

a dataflow graph.  

Cosmos is augmented with SCOPE [212], which is a declarative language, similar to SQL, that 

allows users to focus on the data transformations needed to solve the problem at hand while 

hiding the complexity of the implementation details and the execution environment. The SCOPE 

compiler and optimizer are responsible for generating an efficient execution schedule or an 
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optimized workflow. The optimized workflow is an input1 for Cosmos for execution. The runtime 

component of the Cosmos execution engine is called the job manager. The job manager is the 

central and coordinating process for all tasks within a workflow. The primary function of the job 

manager is to map a compile time workflow to the runtime workflow and execute it. 

Cosmos schedules tasks for execution on servers hosting their input data. The job manager 

schedules a task onto the hosts when all the inputs are ready, monitors progress, and re-executes 

parts of the workflow on failure. SCOPE/Cosmos is evaluated in terms of scalability of elapsed 

times. So, it seems that SCOPE/Cosmos aims for makespan utility. The Cosmos extensions 

provide the same functionality as the Google MapReduce. SCOPE/Cosmos provide a prediction-

revision mapping and employ decoupled-scheduling approach. 

2.2.3 Shared-nothing Relational Processing 

Shared-nothing relational processing is dataflow-processing specialized to the relational model 

and its usage in databases. Parallelism is an unforeseen benefit of the relational model. Relational 

queries offer many opportunities for fine-grain parallelism since they can be broken into tasks and 

applied to very large collections of data. The dataflow approach to DBMS design needs a 

message-based client-server operating system to orchestrate the dataflow between relational 

operators or tasks executing on data hosts [64]. Each task produces a new relation, so the tasks 

can be composed into highly parallel dataflow graphs or workflows.  

Pipelined parallelism can be achieved by streaming the output of one task into the input of 

another task. The shared-nothing relational processing moves only processed or a subset of data 

through the network. However, the benefits of pipelined parallelism are limited because of three 

factors [64]: (1) Relational pipelines are rarely very long – a chain of length ten is unusual; (2) 

some tasks cannot be pipelined because they do not emit their first output until they have 
                                                      
1 In contrast, only tasks were exposed to the Condor scheduler by DAGMan. 
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consumed all their inputs, examples include aggregate and sort operators; (3) often, tasks suffer 

from execution skew. The speedup obtained is limited in such cases. Partitioning a relation 

involves distributing its tuples over several disks. By partitioning the input data among multiple 

hosts, a relational query can often be split into many tasks each working on its part of the data. 

Dewitt et al. [64] consider it as an ideal situation for speedup and scalability. The partitioned data 

is the key to partitioned execution. This partitioned data and query execution is called partitioned 

parallelism. Figure 2.5 shows an example of pipelined and partitioned parallelism of a query 

execution. 
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Figure 2.5: The dataflow approach to relational operators gives both pipelined and 

partitioned parallelism. 

Shared-nothing parallel database management systems (PDBs) provide relational processing in a 

shared-nothing setup. In a shared-nothing setup, each processor has a private memory and one or 

more disks, and processors communicate via a high-speed network. The structure of shared-

nothing design is shown in Figure 2.6.  

The disk seek time has been improving much more slowly compared to a processor, therefore, 

inefficient access to disk remains a major bottleneck to a DBMS performance. Traditionally, 

DBMSs have used row-based storage layout in which the data tables are stored as rows of data on 
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the disk. This minimizes disk access when inserting new data, or retrieving an entire record. 

However, row-based systems are not efficient at performing operations that apply to a large data-

set, as opposed to a specific record. For instance, in order to find all the records in the census 

table that have ages between 60 and 70 years, the DMBS would have to seek through the entire 

data-set looking for matching records. Many conventional DBMS vendors have extended their 

systems to include PDB offerings. Examples include MySQL Cluster [138], IBM DB2 [98], and 

HP NonStop SQL [95].  
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Memory Memory Memory

Interconnection Network

Disk Disk Disk

 

Figure 2.6: The Basic Shared-nothing Design. 

Recently, we see the emergence of column-based DBMSs [82, 99, 192], in which storage layout 

in which data tables are stored has columns of data on the disk. This organization is much more 

efficient when an aggregate needs to be computed over many rows but only for a considerably 

smaller subset of columns. The column-stores have been shown to be an order of magnitude 

better than traditional row-stores for analytical workloads such as those found in data warehouses, 

decision support, and business intelligence applications [1, 147]. Abadi et al. [1] show that 

column and row based storage are inherently different in that a row-store cannot obtain the 

performance benefits of a column-store using a row-store by either vertically partitioning the 
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schema, or by indexing every column so that columns can be accessed independently. Examples 

of shared-nothing parallel column-based DBMS include Vertica [109] and Greenplum [82] . 

We see some hybrid format offerings trying to reap benefits of both row and column stores. 

Teradata has a DBMS offering called Teradata Columnar [176], where a database storage can be 

a mix of row and column formats. However, deciding which part of the database is best stored as 

row format and which part is best stored as column is left up to the database administrator. 

Madden et al. [121] observe that shared-nothing does not typically have nearly as severe bus or 

resource contention as shared-memory or shared-disk machines. Therefore, they claim in a blog 

posting that “shared-nothing [PDBs] can be made to scale to hundreds or even thousands of 

machines”. In reality, this is highly unlikely. Abouzeid et al. [2] present a number of reasons to 

counter this claim. A prominent reason is that there is a strong trend towards increasing the 

number of nodes that participate in query execution to increase parallelization using cheap low 

end resources. However, PDBs historically assume that failures are rare events and “large” 

clusters mean dozens of data resources (instead of hundreds or thousands). The execution 

schedule is drawn prior to execution (static mapping), and any failure results in the entire 

relational query being re-executed. Secondly, PDBs generally assume a homogeneous set of 

machines. However, it is nearly impossible to get homogeneous performance across hundreds or 

thousands of compute nodes, even if each node runs on identical hardware or on an identical 

virtual machine. Finally, despite executing on homogenous resources, PDBs are prone to 

execution and data skew. Data skew happens when all the data is present in one or few partitions 

rather than being evenly distributed across all the data resources. 

The PDBs implement many of the performance enhancing techniques developed by the research 

community over the decades [2]. Hence, PDBs best meet the “performance property” in terms of 

minimizing execution time of queries. In a PDB, most data is partitioned over multiple data 
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resources in a shared-nothing cluster. However, the partitioning mechanism is transparent to the 

end-user. PDBs use a scheduler that turns SQL commands into an execution schedule. The 

scheduler optimises workload distribution in such a way that execution is divided equally among 

multiple homogenous data resources hosting different partitions. Data partitioning is key to the 

PDB performance [64]. There are various data partitioning schemes; most prominent are round-

robin, range and hash partitioning. Certain data access patterns may influence the choice of a 

particular data partitioning scheme. Nonetheless, these schemes operate independently of 

scheduling of tasks to data hosts conforming to decoupled-scheduling in our taxonomy. 

2.2.4 Stream-processing 

Stream-processing is one of the most common ways in which graphics processing units and 

multi-core hosts are programmed [86]. In the stream-processing architecture, each member of the 

input data array is processed independently by the same processing function using multiple 

computational resources. This technique is also called Single-Program-Multiple-Data, a term 

derived from Flynn’s taxonomy of CPU design [68].  

Sector and Sphere take a stream-processing approach for processing large data-sets [86]. Sector is 

a distributed storage system that operates over high-speed network connections. Sector has been 

deployed over a wide geographical area and it allows users to obtain large data-sets from any 

location. For example, Sector has been used to distribute an astronomical data-set (Sloan Digital 

Sky Survey [167]) to astronomers around the world. In addition to the ability of operating over 

wide areas, Sector automatically replicates files for better reliability, availability and access 

throughout the wide area network (WAN).  

Sphere [86] is a compute service built on top of Sector and provides a set of simple programming 

interfaces for users to write distributed data-intensive applications using a stream abstraction. A 

Sphere stream consists of multiple data segments and which are processed by Sphere Processing 
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Engines (SPEs) using hosts. A SPE can process a single data record from a segment, a group of 

data records or the complete segment. User-defined functions (UDFs) are supported by the 

Sphere cloud over data both within and across datacenters. 

Data-intensive applications in Sector/Sphere could be executed in parallel in two ways. First, the 

Sector data-set which consists of one or more physical files can be processed in parallel. Second, 

Sector is typically configured to create replicas of files for archival purposes. These replicas can 

also be processed in parallel. An important advantage provided by Sphere is that data can often be 

processed in place without moving it thus achieving data locality. 

The computing paradigm of Sphere is shown in Figure 2.7. The SPE is the major Sphere service 

or a task and is started by a Sphere server in response to a request from a Sphere client or user. 

Each SPE is based on a UDF. Each SPE takes a segment from a stream as input and produces a 

segment of a stream as output. These output segments can themselves be the input segments to 

other SPEs.  

Contrary to the different systems discussed so far, a user is responsible for orchestrating the 

complete running of each task in Sphere. One of the design principles of the Sector/Sphere 

system is to leave most of the decision making to the user, so that the Sector master can be quite 

simple. The objective function of Sector/Sphere system is, therefore user-centric, and makespan 

is used as an example by Gu et al. [86]. In Sphere, the user is responsible for the control and 

scheduling of the program execution, while Sector independently replicates for parallelism.  

SPEs periodically report the progress of the processing to the user. If an SPE does not report any 

progress before a timeout occurs, then the user abandons the SPE. The segment being handled by 

the abandoned SPE is assigned to another SPE if available, or placed back into the pool of 

unassigned segments. This way Sphere achieves fault tolerance. Sphere does not checkpoint SPE 
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progress; when the processing of a data segment fails, it is completely reprocessed by another 

SPE. 

application
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Figure 2.7: The Computing Paradigm of Sphere. 

Usually the number of data segments is much larger than the number of SPEs. As a result, the 

system is naturally load balanced because the scheduler keeps all SPEs busy most of the time. 

Imbalances in system load occur only towards the end of the computation when there are fewer 

data segments to process, resulting in some SPEs becoming idle. Each idle SPE is assigned to one 

of the incomplete segments. A user collects results from the SPE that finishes first. This approach 

is similar to stragglers for GoogleMR [62]. It implies that Sphere employs just-in-time mapping. 

There are several reasons for SPEs having different duration to process data segments including 
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(a) the hosts may not be dedicated, (b) the hosts may have different hardware configurations 

(Sector hosts can be heterogeneous), and (c) different data segments may require different 

processing times. Gu et al. argue that both stream-processing and MapReduce are ways to 

simplify parallel programming and that MapReduce-style programming can be implemented in 

Sphere by using a map UDF followed by a reduce UDF. 

2.2.5 MR&DB Hybrid 

Driven by the competition in the open market and embracing decades of research work, PDBs 

best meet the “performance property” [2]. However, the operating conditions and environment of 

PDBs, discussed in section 2.2.3, adversely impact their scalability and fault-tolerance capability. 

In contrast, MapReduce provides high fault tolerance and the ability to operate in a heterogeneous 

environment. In MapReduce, the fault tolerance is achieved by detecting and reassigning failed 

tasks to other available resources in the cluster, while the ability to operate in a heterogeneous 

environment is achieved via redundant task execution. In this way, the time to complete a task 

becomes equal to the time for the fastest resource to complete the redundantly executed task. By 

breaking tasks into small, granular tasks, the effect of faults and straggler resources can be 

minimized.  

MapReduce has its share of shortcomings such as a long start-up time to get to peak performance, 

inefficient data parsing, lack of reusability of intermediate results, which are actively being 

addressed [70, 102]. Interestingly, Schwarzkopf et al. [166] rightfully point out that MapReduce 

is not a panacea or “silver” bullet for all distributed computing while admitting its coverage for a 

wide range of algorithms and problems. In fact, they term “Forcing the [MapReduce] abstraction” 

as a “deadly sin” in the cloud computing research and cites its unsuitability for short running jobs, 

iterative and graph processing. 
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More recently researchers have looked into bringing ideas together from MapReduce and DBMSs 

[174]. We see a series of connectors that are basically “vanilla” wrappers that enable 

interworking between the MapReduce framework and an existing DBMS. For example, The 

Hadoop’s DBInputFormat [27] allows users to easily use relational data as input for their MR-

workflow [85]. Similarly, we see nearly all major DBMS vendors are now offering the ability to 

write MapReduce functions in addition to SQL over data stored in their PDB products. Examples 

include Greenplum [81], Aster Data [30] and Oracle [137]. 

We also see some work that goes beyond simple transformations and interworking. The Pig 

project at Yahoo [136] and the open source Hive project [179, 180] integrate declarative query 

constructs from the database community into MapReduce software to allow greater data 

independence, code reusability, and automatic query optimization. Tenzing [46] is a SQL query 

engine built on top of MapReduce with several key characteristics such as metadata awareness, 

low latency, support for columnar storage and structured data, and easy extensibility. It executes 

10,000+ queries over 1.5 petabytes of data per day at Google. Meanwhile, Oracle InDatabase 

Hadoop [175] executes native Hadoop applications in the parallel Oracle DBMS. However, such 

work focuses mainly on language and interface issues.  

A Pig Latin program is compiled by the Pig system into a sequence of MapReduce tasks that are 

executed using Hadoop [136]. Unlike DBInputFormat, Pig Latin is an additional abstraction layer 

built on top of Hadoop. Olston et al. [136] describe Pig Latin as a dataflow language using a 

nested data model. Each step in the model specifies a single, high-level data transformation. Hive 

is an open-source data warehousing solution built on top of Hadoop [179]. Hive supports queries 
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expressed in a SQL-like declarative language – HiveQL. The queries are compiled into 

MapReduce tasks and are executed on Hadoop. The architecture of Hive is shown in Figure 2.8.1 
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Figure 2.8: The Architecture of Hive. 

Hive exposes two kinds of  interfaces (a) user interfaces like command line (CLI) and web GUI, 

and (b) application programming interfaces (API) like JDBC and ODBC. The Hive Thrift Server 

exposes a very simple client API to execute HiveQL statements. In addition, HiveQL supports 

custom MapReduce scripts to be plugged into queries. The Driver manages the life cycle of a 

HiveQL statement during compilation, optimization and execution. Hive also includes a system 

catalogue, Hive-Metastore, containing schemas and statistics, which is useful in data exploration 

and query optimization. 

                                                      
1 The Hive architecture is typical of bringing together ideas from MapReduce and database systems at the 
language and interface level. 
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All of the projects discussed in the MR&DB hybrid category so far are an important step in the 

hybrid direction at the interface level. Nonetheless, there remains a need for a hybrid solution at 

the systems level. HadoopDB [2] (recently commercialized as Hadapt [89]) is one example that 

provides such a hybrid structure at the system-level.  The architecture of HadoopDB is depicted 

in Figure 2.9. 
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Figure 2.9: The Architecture of HadoopDB. 

It uses MapReduce as the communication layer above multiple data nodes running single-node 

DBMSs. Queries expressed in SQL are translated into MapReduce (Hadoop) tasks by extending 

existing tools (Hive), which are then pushed into the higher performing single-node DBMSs.  
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HadoopDB connects multiple single-node DBMSs systems using Hadoop as the task coordinator 

and network communication layer. It inherits scheduling and task tracking from Hadoop, while 

doing much of the query processing inside the DBMS. So, it inherits fault tolerance and the 

ability to operate in heterogeneous environments from MapReduce and the performance offered 

by parallel execution from DBMSs. 

Data is loaded from HDFS into data node databases according to metadata exposed in the Catalog 

component of HadoopDB. Scheduling from Hadoop and data in data node databases are managed 

separately conforming to decoupled scheduling. Tasks are dispatched to data node DBMSs 

containing the data to exploit data locality.  

Dittrich et al. [66]  identify a number of shortcoming with HadoopDB. First, HadoopDB requires 

setting up and configuring DBMSs at the distributed nodes, which is a complex process. Second, 

only the indexing and join processing techniques of the local DBMSs are useful for read-only, 

MapReduce-style analysis. Therefore, the ACID properties of the local DBMSs are redundant. 

Third, HadoopDB requires significant changes to glue together Hadoop, Hive and local DBMSs 

requiring non-trivial changes to the glue code if there are any updates to the constituent systems. 

Instead, Dittrich et al. take a different approach in merging ideas from MapReduce and DBMSs. 

They propose Hadoop++ that boosts Hadoop’s task performance by modeling the Hadoop’s 

workflow as a query execution plan and optimizing it. Hadoop++ is obtained by injecting some 

functions in the data loading, mapping, shuffling and reduce phases, and turning the Hadoop’s 

hard-coded data processing pipeline into a DB-style physical query execution plan. Hadoop++ 

outperforms Hadoop and HadoopDB for some of the benchmarks used by Pavlo et al. [147].  

2.2.6 Discussion 
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A summary of the data processing systems discussed is given in Table 2.1. We know that moving 

large volumes of data is expensive and causes significant delays in its processing. Moving 

terabytes of data over a WAN with current network technologies would require days [28]. Any 

middleware to enable execution of data-intensive application is bottlenecked by network capacity 

no matter how efficient. As a result, most of the surveyed systems in this paper exploit data 

locality by bringing computations to the data source or near it. The issues related to data 

movement over a network suggest that bringing computation to data is a better and more 

appropriate approach for data-intensive workload management. However, the notable exception 

to this is Amazon EMR, which exploits process locality. 

We see many systems employ decoupled-scheduling approach. That is, the scheduler in a data 

processing system operate independent of replication and place tasks close to data, ideally on the 

same resource hosting the data or near it. Some schedulers specifically employ placement-aware 

scheduling. The placement-aware scheduling is a special case of decoupled-scheduling where the 

scheduler and replicator are agnostic to the need of creating any replicas in the face of increased 

data demand. In such a situation, a placement-aware scheduler may overload data resources if 

there are no replicas [158]. Thus, creating replicas for performance reasons is a good idea. 

However, there is a need to explore different replication strategies. 

Using low cost unreliable commodity hardware to build shared-nothing clusters has its benefits. 

However, the probability of a node failure during data processing increases rapidly. This problem 

gets worse at larger scales: the larger the amount of data that needs to be processed timely, the 

more resources are required to participate. Further, if the resources deployed are low cost and 

unreliable the chances of system failures are amplified. Therefore, fault-resiliency must be built 

into schedulers to addresses such issues. 
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Many of the systems surveyed in this chapter use workflow as a unit of execution and employ 

just-in-time mapping. This mapping approach is scalable and adapts to resource heterogeneity 

and failures. Nevertheless, we believe that a system could benefit from prediction-revision 

mapping, as has been shown by Hadoop++ over Hadoop, that incorporates some pre-execution 

planning, workflow optimization, heuristics or history analysis. This additional analysis could 

help in creating an appropriate number of replicas or determining an appropriate amount of 

resources required for computation. 

Makespan is the prevalent objective function in the survey. Public clouds, however, are 

competitive and dynamic market systems in which users and providers have their own objectives. 

We, therefore, believe that objective functions related to economic cost or participants’ utilities 

are appropriate and require further study. 

Most systems surveyed here use shared-nothing clusters for large-scale data processing, and can 

be exposed to public clouds with some effort. These systems, however, assume a static resource 

base, whereas public clouds are elastic. So, there are two immediate research opportunities in this 

direction. First, expose these systems on public clouds. Second, make them aware of elasticity 

during execution. Efficiently delivering the latter is a difficult problem, and we explore some 

attempts in the provisioning survey. 
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Table 2.1: Summary of the large-scale data processing architectures and systems. 

Architecture System Objective function Mapping Scheduling/ Replication 

Coupling 

Locality Work-unit 

MapReduce GoogleMR [62], Hadoop [26] makespan  just-in-time decoupled data workflow 

Amazon EMR [22] makespan  just-in-time combined process workflow 

Dataflow-

processing 

DAGMan/Condor [177] makespan just-in-time combined process task 

Dryad [100], Clustera [65] makespan just-in-time decoupled data workflow 

SCOPE/Cosmos [212] makespan prediction-

revision 

decoupled data workflow 

Relational 

Dataflow-

processing 

Vertica [109], Greenplum [82], 

MySQL Cluster [138], IBM 

DB2[98], Teradata Columnar [176] 

makespan static decoupled data workflow 

Stream-processing Sector/Sphere [86] makespan  just-in-time decoupled data task 

Hybrid MR&DB1 Pig Latin [136], Hive [179], 

Tenzing [46] 

makespan  prediction-

revision 

decoupled data workflow 

Oracle in-database hadoop [175] makespan static decoupled data workflow 

HadoopDB [2], Hadapt [89], 

Hadoop++ [66] 

makespan  prediction-

revision 

decoupled data workflow 

                                                      
1 Connectors such as Hadoop’s DBInputFormat are simply mechanisms that do not impose any objective, such as makespan, and therefore, are not included here. 



 

39 

 

2.3 Provisioning: Taxonomy & Survey  

Provisioning is the process of allocating resources for the execution of a work-unit. Public 

clouds’ support for elastic resources requires that provisioning should be viewed as a workload 

management mechanism. This is because resources can be allocated or de-allocated, prior to or 

during execution, to match the demands of a workload. The provisioning portion of our 

taxonomy, shown in Figure 2.10, identifies key techniques that can be used to categorize 

provisioning approaches. In each category, some key examples are introduced. 

We discuss provisioning at the infrastructure level of a cloud and identify three prominent 

provisioning techniques currently in use: (a) scaling, (b) migration and (c) surge computing. 

Therefore, our discussion of IaaS would seem obvious. We argue that this discussion is also 

relevant to PaaS and SaaS, since both of these may also vary the amount of resources behind the 

scenes. For example, Netflix [134] offers online media streaming through SaaS abstraction, and is 

powered by the Amazon cloud, which is an IaaS abstraction. We further differentiate the 

provisioning techniques based on four attributes: 

1. Scope: The scope of provisioning indicates the target of a provisioning technique, that is, 

processing or storage. 

2. Resource type: The resource type indicates whether a resource is virtual, where the 

hardware exposed to a user is encapsulated in a VM, or physical, where the underlying 

hardware is shared between the users without any isolation constructs. 

3. Trigger: A trigger is the method used to initiate provisioning, and can be internal or 

external to the provisioning component. Further, the internal trigger is of two types, 

namely predictive and reactive triggers, which are part of the controller managing 
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provisioning in a cloud. In contrast, external triggers request provisioning from outside a 

controller. [13, 21, 45, 75, 160]; [107]; [20, 24, 58]; [78, 115]; [49, 59, 125]; [72]; [120, 161]; [171, 173, 208]; [13, 162]; [35] 
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Figure 2.10: Taxonomy of Provisioning Techniques. 
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4. Design: We also draw a distinction based on the design principle of the technique, i.e. 

whether a technique is a policy or a mechanism. For example, Amazon EC2 is a 

computing mechanism, and leaves the policy of resource variation to the user.  

Our presentation of the survey is organized by the provisioning technique used. 

2.3.1 Scaling 

Scaling is a process of increasing or decreasing the amount of resources allocated during 

workload execution. These resources can be processing resources for computation, or storage 

resources for fulfilling data requirements. Currently, scaling is one of the most prevalent 

mechanisms for dealing with variations in the workload. Public clouds typically offer customers 

the choice of a small number of fixed configuration VM types that differ in their computational 

capacity [154]. Given fixed configuration VM types, scaling is an effective mechanism to deal 

with workload demand variation. That is, expand the resource set (scale out) when workload 

demand increases, and reduce the resource set (scale in) when the demand tails off. 

Amazon EC2 [21] provides scaling of virtual processing resources called instances. An EC2 

instance is primarily a virtual processing resource (VM) in the Amazon cloud. A set of VMs is 

monitored by a web service called CloudWatch [15], and automatically resized by AutoScaling 

[13] according to user-defined conditions or rules. AutoScaling takes an action based on metrics 

exposed in CloudWatch. In AutoScaling’s case, the trigger is reactive since an action is taken 

when a condition is met. Ghanbari et al. [75] study the effects of different scaling policies in a 

rule-base Autoscaler and observe that different rule sets result in different scaling behaviour for 

the same workload. 
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The process of instantiating new VMs could take as long as few “minutes” [21]. The new VMs 

originate either as fresh boots or replicas of a template VM, unaware of the current application 

state. This forces users into employing ad hoc methods to explicitly propagate application state to 

new VMs [106]. The ad hoc methods could either impact the parent VM and hence workload 

execution, while the state is being propagated, or waste resources if VMs are pre-provisioned. 

The Snowflock project [106, 107] introduced a VM fork mechanism that instantaneously clones a 

VM into multiple replicas that execute on different hosts. All replicas share the same initial state, 

matching the intuitive semantics of stateful worker creation. In doing so, the VM fork provides a 

straight forward creation and efficient deployment of stateful workers in a cloud environment. 

The stateful workers start-up rapidly in less than 1 second. The state is replicated to clones as 

“one way”. That is, the children inherit the parent’s state at the time of cloning but any changes in 

children’s state is not propagated back to the parent. This is because there is no write-through 

channels back to the parent. Also, the VM fork aims at cloning VMs providing virtual processing 

resources leaving any large data replication and distribution policies to the underlying storage 

stack. The VM fork is triggered externally by the user. 

S3 is Amazon’s Simple Storage System [24]. Conceptually, S3 is an infinite store for objects of 

variable size (minimum 1 Byte, maximum 5 GB) [37] where data is written and read as objects. 

Each object is stored in a bucket and retrieved via a unique, user-assigned key. That is, the user 

specifies which bucket an object is stored in. So, the fundamental unit of storage is a bucket. 

Amazon has not published details on the implementation of S3. We believe these buckets are 

likely virtual units of storage that are mapped down to physical media such as hard disks.  
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The data access throughput varies with the number of clients of a S3 bucket. In case of increased 

client set, the combined access throughput of all clients increase; however, access throughput for 

any particular client decreases [144]. The decrease seems proportional to the number of 

concurrent clients. Consequently, the user has to provide replicated copies of objects to maintain 

a consistent throughput for any given client, creating additional buckets if necessary, and copying 

the data. Therefore, the trigger is external for storage increase or decrease. When the number of 

clients decreases, the user has to delete additional copies of data while ensuring any data 

consistency. 

Elastic storage provides elastic control for a multi-tier application service that acquires and 

releases resources in discrete units, such as VMs of pre-determined configuration [115]. It 

focuses on elastic control of a storage tier where adding or removing a data node requires 

rebalancing stored data across the data nodes (which consists of VMs). The storage tier presents 

new challenges for elastic control, namely delays due to data rebalancing, interference with 

application execution and sensor measurements, and the need to synchronize variation in 

resources with data rebalancing. Many existing works [142, 143, 150, 213] vary a “continuous” 

resource share allotted to a single data node; clouds with per-VM pricing like EC2 do not expose 

this actuator. So, Lim et al. [115] employ an integral control technique called proportional 

thresholding to regulate the number of discrete data nodes in a cluster. They employ a reactive 

controller that decides resizing node set based on a feedback signal of CPU utilization.  

Google AppEngine [78] scales a user’s applications automatically for both processing resources 

and storage. The scaling is completely transparent to the user. The system simply replicates the 

application enough times to meet the current workload demand. A reactive trigger is likely used 
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to initiate the scaling. The amount of scaling is capped in that resource usage of a given 

application is monitored and is not allowed to exceed its quota. There is a base level of usage 

available for free whereas a payment system is available to pay for higher quotas. The monitored 

resources include incoming and outgoing bandwidth, CPU time, stored data, and email recipients.  

Microsoft Windows Azure does not offer automatic scaling but it is the primary tool for 

provisioning. Users can provision how many instances they wish to have available for their 

application. Like Amazon, the instances are virtual processing resources [160]. Microsoft has a 

recent offering of an HPC Cluster [45] that can operate on a local cluster or Windows Azure. The 

cluster can be created from node templates, which contains a Windows OS, any software and 

applications. The HPC Cluster can execute both compute-intensive jobs, such as MPI based or 

embarrassingly parallel applications, and data-intensive applications. To facilitate data 

management and processing, an additional management layer is provided using Dryad [101], 

which we have previously discussed in section 2.2.2. 

Curino et al. [58] propose a system for database consolidation, called Kairos. The high-level 

architecture of Kairos is presented in Figure 2.11. The three key components are Resource 

Monitor, Combined Load Predictor and Consolidation Engine. The Resource Monitor captures 

resource consumption of individual databases, while Combined Load Predictor estimates the 

resultant interactions when they are consolidated on a single DBMS. Finally, the Consolidation 

Engine uses non-linear constrained optimization to find an optimal assignment of workloads to 

machines while minimizing the number of machines subject to certain resource limitations. 

Interestingly, Kairos is aimed at the DBMSs employed on the physical servers instead of highly 

popular trend of deployment over VMs. The authors show that the DBMSs make strong 
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assumptions regarding the characteristics and performance of the underlying physical system (for 

example, the buffer pool will always be located in RAM), which makes it hard to estimate the 

true resource requirements of complex workloads and identify opportunities for consolidation. 

Though the resources of a physical server are shared among the VMs hosted on the server, the use 

of a VM per database leads to significant redundancy (e.g., multiple copies of the OS and DBMS, 

etc.), and the authors conclude that VM-based consolidation is appropriate only when hard 

isolation between databases is more important than cost or performance.  
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Figure 2.11: The Architecture of the Kairos System. 

2.3.2 Migration 

Migration is a workload management technique used in clouds where an application execution is 

moved to a more appropriate host. Clark et al. [49] explores one of the major benefits enjoyed by 

virtualization, that is the migration of live OS  (i.e. an OS continues to operate during migration). 
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Live migration of virtual machines has performance advantages in the case of computation-

intensive workloads [193] as well as fault tolerance benefits [151]. 

Clark et al. discusses a number of reasons for why a migration at the VM level is useful. First, 

migrating an entire OS and all of its applications as one unit avoids many of the difficulties faced 

by process-level migration approaches. Second, migrating at the level of an entire VM means that 

in-memory state can be transferred in a consistent and efficient fashion. In practical terms this 

means that, for example, it is possible to migrate an on-line game server or streaming media 

server without requiring clients to reconnect; something not possible with approaches which use 

application level restart. Third, live migration of VMs allows a separation of concerns between 

the users and providers of a data center (or a public cloud). Users have complete control 

regarding the software and services they run within their VMs, and need not provide the operator 

with any OS-level access. Similarly the providers need not be concerned with the details of what 

is happening inside a VM. Instead they can simply migrate the entire VM and its attendant 

processes as a single unit. 

Xen live migration [49] achieves impressive performance with minimal application execution 

downtimes, and it demonstrates the migration of entire OS instances on a commodity cluster. The 

process of migration consists of three phases, namely pre-copy, freeze-and-copy and post-copy. 

In the pre-copy phase, Xen live migration iteratively copies rarely changing parts of the VM’s 

memory to the destination [120]. A large portion of memory typically consists of seldom or never 

changing parts. A smaller part of memory called writable working sets, however,  changes highly 

frequently and must be copied after stopping the VM. This insight is exploited and the precopy 

takes place while the VM is still executing applications. Then in the freeze-and-copy phase, Xen 
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suspends the VM to copy to the destination the CPU state and the writable working sets. Finally 

in the post-copy phase, Xen resumes the VM at the destination after all the memory and CPU 

state has been synchronized. Since only a few pages are transferred during VM pausing, the 

downtime is usually too short for a user to notice – service downtimes as low as 60 milliseconds 

(ms) on a Gigabit LAN [49].  

The performance of live migration is sufficient to make it a practical tool even for servers running 

interactive loads. Any failures during migration result in the abortion of migration and the VM 

remains operative on the source host. Nonetheless, Clark et al. assume network attached storage 

(NAS) is available for live VM migration and do not provide for migrating VM local storage. 

Consequently, only a subset of a VM is migrated. The subset contains an entire OS and all of its 

applications as one unit. Since the VMs assume a shared storage, no data in local (VM specific) 

storage is migrated. Therefore, the scope of Xen live migration is processing. Clark et al. claim 

that most modern data centers consolidate their storage requirements using a NAS device, in 

preference to using local disks in individual VMs. This claim predates the birth of cloud 

computing, and we note that this is not the case with Amazon EC2.  

In Amazon EC2, VMs have their local storage. Another storage capacity is made available that 

could be shared through mounting called Elastic Block Storage (EBS) [20]. Amazon also offers a 

storage cloud (S3). It is most likely that VMs will continue to have their local storage. Also, we 

will quite possibly see the combination of both shared and local storage being used effectively. 

Therefore, migration with both local storage and shared storage is relevant. 

Migration with data-intensive workloads, however, faces problems with high overhead and long 

delays because the large data-sets may also have to be moved [71]. Luo et al. [120] consider 
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migrating whole-system state of a VM from the source to the destination machine, including its 

CPU state, memory data, and local disk storage data. During migration, the VM keeps running. 

Whole-system VM migration builds on Xen live migration and the high-level differences are 

shaded grey in Figure 2.12. 
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Figure 2.12: Xen Live Migration augmented with Disk State. 

In addition to the normal activities that Xen live migration performs during the migration, a 

block-bitmap data structure is used to track all the write accesses to the local disk storage in the 

precopy-phase. The block-bitmap is transferred to the destination in the freeze-and-copy phase. In 

the post-copy phase, the block-bitmap is used by the source to push all the dirty blocks to the 

destination. Interestingly, pulling at destination only occurs when a read access to a dirty block is 
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made. We believe that the pulling mechanism could be used to prioritize the copying of a dirty 

block to the destination. 

Experiments show this setup works well even when I/O intensive workloads are running in the 

migrated VM. The downtime of the migration is around 100 ms, close to Xen live migration. Like 

Xen live migration, whole-system migration deals with VMs. In addition, the VMs are migrated 

along with data in local storage. Therefore, the scope is hybrid. 

Live VM migration has also been explored in the WAN setting [36, 187]. It is easy to see that 

efficient migration of both VM state and storage over WAN is a considerable undertaking, 

especially when transferring the entire virtual cluster. Riteau et al. [161] explore the migration of 

the entire cluster consisting of VMs. They exploit an insight in the source VMs running identical 

or similar operating systems overlapping in their memory and storage, and propose a mechanism 

called Shrinker to avoid sending the common content multiple times over WAN links and 

reconstruct VM disks and memory at the destination site. Naturally, the migration time is 

proportional to the available WAN bandwidth. The evaluation shows that Shrinker is able to 

migrate the memory state of 16 VMs executing I/O intensive workload in approximately 120s and 

transfer around 1,400 MB of data. The implementation and evaluation of the VM disk migration 

is still outstanding. 

Elmore et al. [71] analyze various database multi-tenancy models and relate them to the different 

cloud abstractions to determine the tradeoffs in supporting multi-tenancy. At one end of the 

spectrum is the shared hardware model which uses virtualization to multiplex multiple data nodes 

on the same host with strong isolation. In this case, each data node has only a single database 

process with the database of a single tenant. At the other end of the spectrum is the shared table 



 

50 

 

model which stores multiple tenants’ data in shared tables providing the finest level of 

granularity.  

Elmore et al. provide preliminary investigation and experimental results for various multi-tenancy 

models and forms of migration. For shared hardware migration, using VM abstracts the 

complexity of managing memory state, file migration and networking configuration. Live 

migration only requires Xen be configured to accept migrations from a specified host. Using Xen 

and a 1 Gbps network switch, Elmore et al. are able to migrate an Ubuntu image running MySQL 

with a 1 GB TPC-C database between hosts on average in only 20 seconds. The authors also 

observe an average increase in response times by 5-10% when the TPC-C benchmark is executed 

on a VM compared to no virtualization. 

On the other hand, shared table migration is extremely challenging and any potential mechanism 

is coupled to the implementation. Isolation constructs must be available to prevent demanding 

tenants from degrading system wide performance in systems without elastic migration. Some 

shared table models utilize tenant identifiers or entity keys as a natural partition to manage 

physical data placement [44]. Lastly, using a ‘single’ heap storage for all tenants [197] makes 

isolating a data cell for migration extremely difficult. 

Elmore et al. [72] provide live migration in the database layer. That is, their proposed approach, 

Zephyr, migrates a database tenant under use in a shared-nothing transactional database 

architecture. Zephyr differs from the VM migration by providing ACID and resiliency guarantees 

during live migration. It uses the DBMS constructs, which are oblivious to a VM migration, such 

as database pages, locking during transaction execution, and recovery protocols to migrate a live 

database while guaranteeing correctness in the presence of arbitrary failures. The migration is 
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efficient and only results in the few tens of failed operations and 10-20% change in average 

transaction latency. Das et al. [59], on the other hand, assume a shared storage for tenant 

migration, and focus on copying the cached database and transaction execution states such that 

the destination starts with a hot cache.  

2.3.3 Surge Computing 

Surge computing is a provisioning technique applicable in hybrid (private/public) clouds [29]. A 

private cloud model saves costs by reusing existing resources, keeping some data onsite and 

allowing more control on certain aspects of the application. The resources for a private cloud are 

augmented on-demand (in times of load spikes) with resources from the public cloud. In these 

scenarios, the public cloud is typically accessed over WAN link resulting in latency implications 

with moving data to the public cloud. 

Zhang et al. [208] present a workload management framework over hybrid clouds for web based 

applications called Resilient Workload Manager (ROM). The high level architecture of ROM is 

shown in Figure 2.13. ROM includes components for (a) load balancing and dispatching, (b) 

offline capacity planning for resources, and (c) enforcing desired QoS (e.g. response time). It 

features a fast workload classification algorithm for classifying incoming workload between a 

base workload (executing on a private cloud) and trespassing workload (executing on a public 

cloud)4. Resource planning and sophisticated request-dispatching schemes for efficient resource 

utilization are only performed for the base workload. The private cloud runs a small number of 

                                                      
4 Base workload refers to the smaller and smoother workload experienced by the application platform 

“most” of the time (e.g., 95% of the time), while trespassing workload refers to the “short” and transient 

workload spikes experienced at rare times (e.g., the 5% of the time). 
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dedicated hosts for the base workload, while VMs in the public cloud are used for servicing the 

trespassing workload. So, the resource type is hybrid. The data storage in the private cloud is 

decoupled from that in the public cloud so shared or replicated data is not needed. 

Workload 
Classification

Trespassing Zone
Load Balancing

Base Zone
Load Balancing

ROM

Application requests

Application servers

Application data

Public cloud (on-demand usage) Private cloud (dedicated)

 

Figure 2.13: High-level architecture of Resilient Workload Manager (ROM). 

In the ROM architecture, there are two separate load balancers one for each type of workload. 

The base load balancer makes predictions on the base workload and uses integrated offline 

planning and online dispatching schemes to deliver the guaranteed Quality of Service (QoS). The 

prediction may also trigger an overflow alarm. In case of an alarm, the workload classification 

algorithm sends some workload to the public cloud for processing. ROM operates an integrated 

controller and load balancer in the public cloud. The controller reacts to the external alarm and 
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provisions VMs and the load balancer services trespassing workload on the provisioned images 

using round-robin policy. 

Moreno-Vozmediano et al. [133] analyze the deployment of generic clustered services on top of a 

virtualized infrastructure layer that combines the OpenNebula VM manager [173] and Amazon 

EC2. The separation of resource provisioning, managed by OpenNebula, from workload 

management, provides elastic cluster capacity. The capacity is varied by deploying (or shutting 

down) VMs on demand, either in local hosts or in remote EC2 instances. The variation in the 

number of VMs in OpenNebula is requested by an external provisioning module. For example, a 

provisioning policy limits the number of VMs per host to a given threshold. The variation in the 

number of VMs in OpenNebula is requested by an external provisioning module. For example, a 

provisioning policy limits the number of VMs per host to a given threshold. Two experiments, 

operating over the hybrid cloud, are reported by Moreno-Vozmediano et al. One shares insights in 

executing a typical high throughput computing application, and the other at latencies in a 

clustered web server. In both cases, the focus is on the variation in processing resources. 

Smit et al. [171] explore a surge-computing model where an existing application is partitioned 

automatically into components that can execute in private and public clouds. They consider an 

application as a collection of logical code units, which exist naturally in the application and 

examples include classes and functions. A developer optionally labels the code units with cues to 

indicate the private and open parts of the application. Static code analysis is used to identify 

dependencies between the code units. Then, the application is transformed into immobile units 

hosted in the private cloud, and the mobile units that can be placed in a public cloud. A user of 

the partitioned application interacts with a proxy, which routes the user’s request to appropriate 
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code unit. The partitioned application’s state is maintained using a storage medium, which is 

shared between the private and the public parts of the application. The partitioning approach is 

evaluated using web-applications in the Amazon cloud, and the shared database, hosted in a 

private cloud, is accessed using virtual private network (VPN). 

Ruiz-Alvarez et al. [162] formulate the data placement in the hybrid cloud as a constrained 

optimization problem. They are able to offer optimality guarantees assuming that the building 

blocks of the problem have a linear relationship among each other, and some performance 

metrics such as latency and throughput are known a priori. They minimize cost or execution time 

subject to deadline or budget constraints, respectively. However, the data placement takes place 

prior to any workload execution.   

Bicer et al. [35], on the other hand, present a dynamic resource allocation framework to support 

both time and cost constrained application in a hybrid cloud. The framework employs analytical 

models to determine the number of resources in the public cloud, and the cost of data upload and 

transfer. A job rebalancing mechanism is in place between the local and the remote sites to 

optimize an objective. Any remote data is retrieved using multiple threads to utilize the available 

bandwidth. The framework is evaluated using two data-intensive workloads, however, the data is 

pre-partitioned and placed at the local site and the public cloud.  

2.3.4 Discussion 

A summary of the provisioning techniques discussed is given in Table 2.2. We observe that much 

of the discussed work related to provisioning in clouds involves scaling. Such work is typically 

applied to web applications that do not require large-scale data processing. In the ROM system, 

the data storage in a private cloud is decoupled from that in the public cloud so that the latter is 
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not tied to the former through shared or replicated data resources. This seems to be a reasonable 

approach for mostly read-only data. Maintaining data consistency for read/write operations for 

large data between sites in a hybrid cloud is still an open problem. 

Table 2.2: Summary of the provisioning techniques in clouds. 

Technique System Scope Trigger Resource 

Type 

Design 

Scaling Amazon EC2 [21],  

SnowFlock [106],  

Microsoft Windows Azure [160] 

processing external virtual mechanism 

Amazon AutoScaling [13], 

Autoscalar [75]  

processing reactive virtual policy 

Amazon S3 [24], EBS [20] storage external virtual mechanism 

Elastic Storage [115]  hybrid reactive virtual policy 

Google AppEngine [78] hybrid reactive virtual hybrid 

Microsoft HPC Cluster [45] processing external hybrid hybrid 

Kairos [58] storage predictive physical policy 

Migration Xen Live Migration [49],  

Iterative Copying [59] 

processing external virtual mechanism 

Whole-system VM migration [120],  

Shrinker [161] 

hybrid external virtual mechanism 

Zephyr [72] storage external physical mechanism 

Surge 

Computing 

ROM [208],  

Application Partitioner [171] 

processing external hybrid policy 

OpenNebula [173] processing external virtual mechanism 

Data Placer [162] storage predictive physical policy 

Bicer et al. [35] hybrid predictive hybrid hybrid 

Note that some of the reactive techniques, examined here, involve a user defining rules in terms 

of condition and action pairs to control the reaction. With multiple rules, many questions arise 

such as can multiple rules be defined on the same metrics, can they overlap or contradict. 
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Ghanbari et al. [75] find that heuristic-based rules are easier to enumerate, understand and extend. 

However, it is difficult to provide guarantees on optimality, consistency or on full coverage with 

a rule-based system.  

They further consider scaling policies based on control loop modeling and machine learning, and 

draw a comparison based on design complexity, ease of comprehension and ability to adapt. In 

contrast to a rule-base approach, they find that mathematical models such as control loops are 

harder to build, comprehend and evolve as the underlying theory, such as queuing models, take 

years to develop and validate. Ghanbari et al. also cite neural network as a machine learning 

method and share their experiences in building a fast but difficult to comprehend model, which 

also requires retraining with a change in the number of variables. Fortunately, we see progress in 

the machine learning area that addresses the latter problems with Bayesian-based gaussian 

processes [169]. 

We looked at some migration approaches. Migration approaches may benefit users and cloud 

providers in different ways. For example, from the user’s perspective, a VM may be placed in a 

more suitable environment such as on a resource hosting the data needed by the application 

residing in the VM. From the cloud provider’s perspective, for example, VMs may be rearranged 

across machines in a datacenter to relieve load on congested hosts. In such situations the 

combination of virtualization and migration could significantly improve manageability of hosts. 

Also, migration is a powerful tool for datacenter administrators, allowing separation of hardware 

and software considerations. If some hardware needs to be removed from service, an 

administrator could migrate the VMs including the applications that they are running to an 

alternative host, freeing the original host for maintenance.  
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The mechanisms for current provisioning techniques to handle varying workload demand may not 

scale well for large-scale data processing. Nonetheless, we admire the potential benefits of these 

techniques and argue that relevant mechanisms need to be extended or developed for large data. 

Armbrust et al. [28] point out that there is a need to create a storage system that could harness the 

advantage of elastic resources provided by a public cloud while meeting existing storage systems 

expectations in terms of data consistency, data persistence and performance. We see some 

promising work in this direction by Lim et al. [115] and Elmore et al. [72]. 

Systems that jointly employ scheduling and provisioning have been explored in grids. The Falkon 

[157] scheduler triggers a provisioner component for host increase or decrease. This host 

variation has also been explored during the execution of a workload hence providing dynamic 

provisioning. Presently, tasks stage data from a data repository. Since this can become a 

bottleneck as data scales, scheduling exploiting data locality is suggested as a solution for Falkon 

system. The MyCluster project [195] similarly allows Condor or SGE clusters to be overlaid on 

top of TeraGrid [204] resources to provide a user with personal clusters. Various provisioning 

policies with different tradeoffs are explored including dynamic provisioning. The underlying 

motivation is to minimize wastage of resources. However, MyCluster is aimed at compute-

intensive tasks. Given the similarities between grids and clouds, the joint techniques for 

scheduling and provisioning in these systems and related work are worth exploring for their 

relevance in public clouds. 

2.4 Conclusions 

Recent research on large-scale data processing, renewed interest in shared-nothing parallel 

DBMSs and the illusion of infinite resources offer exciting opportunities to process large amounts 
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of data. However despite the abundance of resources available on a pay-for-use basis, we observe 

that public clouds are not being used for large-scale data processing [16, 79] other than by the 

cloud vendors themselves. Instead, the data processing systems surveyed are mostly deployed in-

house using shared-nothing clusters. As such, they do not employ provisioning techniques 

discussed in this chapter, and do not benefit from the offerings of a public cloud. 

Meanwhile, we see an abundance of systems operating in the hybrid of private and public clouds 

[13, 35, 60, 97, 133, 161, 171, 173, 190, 208]. However, these systems are primarily aimed at 

computational workloads, or conveniently assume that the data already exists in the public 

clouds. Further, they are validated in a limited setting such as simulation or a local network. A 

private cloud is a controlled environment unlike a public cloud. In public clouds, many variables 

interplay to provide a highly dynamic and variant environment. We discuss some of these 

variables in section 4.3 of chapter 4 and limit the scope of our performance models by accounting 

for a subset of these variables. In this thesis, we take a step towards data processing in public 

clouds by exploring provisioning techniques aimed at large data. In particular, we look at 

provisioning policies that minimize dollar-cost of deploying multi-tenant database applications in 

chapter 6.  

The prominent large-scale data processing systems, many of them discussed in this chapter [41, 

62, 65, 86, 101, 200], typically use shared-nothing clusters consisting of hundreds or thousands of 

commodity servers. These servers are interconnected by high speed network, and are typically 

dedicated to data processing. The volume of data and its rate of growth questions the continuation 

of this approach for many reasons such as feasibility and affordability [123]. Ironically, dedicated 

servers are typically highly underutilized e.g. Yahoo!’s 400 node cluster only reporting utilization 
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between 5-10% [104]. Both of these reasons serve as compelling reasons for using public clouds 

for processing large data, where resources are ideally used “when needed”. 

Despite the promises of cloud computing, the data processing community is slow to switch over 

to public clouds. Setting security concerns aside, we primarily attribute the poor adoption of 

clouds by the users with data processing needs to the “slow” wide-area interconnections between 

a user and a public cloud.  

While the high speed interconnects have been developed for a limited geographical area, such as 

optic fiber link [152], deployment of high bandwidth switches on an internet scale remains 

prohibitively expensive. It is faster and cheaper to mail large amounts of data on a disk, than it is 

to transfer it over the web. Amazon in fact offers a service aimed at this called Import/Export 

[14]. Overnight shipping still incurs a delay of a day before processing can begin, and mailing 

“back-and-forth” is bothersome especially if it happens too often. Parallel data transfer over 

WAN [9] is relevant, but there are scalability issues with extremely large number of users [38].  

Processing data on public clouds also poses a new tradeoff between multiplexing and 

provisioning, namely an increase in workload could be multiplexed across existing resources or 

the resource pool could be resized to increase the processing capacity. However, each of the 

choices has its own challenges. For example, multiplexing may lead to resource overload, QoS 

and deadline violations, and increased response time. Increasing resources may address all of 

these issues but may require an increase in budget, access to data, data loading or rebalancing, 

and preprocessing.  
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From the discussion presented in this chapter, it is clear that there are several issues that need to 

be explored and addressed for effective processing of large data in public clouds. It becomes 

important to estimate available system capacity and forecast behaviour of a workload to support 

effective provisioning techniques in the public clouds. We develop performance and cost models 

in chapter 4 and chapter 5 for generating performance and cost predictions, respectively, to 

support the provisioning process presented in chapter 6. 

Second, workload management methods that integrate data processing and provisioning activity 

should be explored, and we provide one such attempt in chapter 6. The models and processes 

should be dynamic in order to fit the dynamic nature of a public cloud, and we present our vision 

for autonomic workload management in chapter 7. 

Finally, provisioning of storage resources in a dynamic manner involves a number of problems 

including effective partitioning and replication of data, minimizing the impact of dynamic 

reallocation of resources on executing work and finding new definitions of consistency 

appropriate for the cloud environment. The partitioning process and consistency guarantees are 

orthogonal to our work, and we see some promising research in this direction [57, 146]. We 

further discuss these processes in chapter 7. 

2.4.1 Open Problems 

Based on the literature review, we note and enumerate some open problems in large-scale data 

processing using public clouds below: 

1. Efficiently re-sizing the resource pool and re-balancing data during the execution of data-

intensive workloads.  

2. Using temporary VMs for effective processing of large data-sets.  
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3. Effective surge-computing of data-intensive applications while maintaining data 

consistency between user site and a public cloud. 

4. Efficient transferring of large data between a user and the public cloud on a continual 

basis. 

5. Using public clouds for processing large and growing data-sets, especially for data being 

generated at remote sites. 

6. Automatically choosing and applying appropriate provisioning techniques to manage 

users’ workloads during execution. 

7. Dynamically estimating available system capacity and executing progress of a running 

workload. 

It can be seen that these problems may overlap, and “data transfer” underlies many of these open 

problems. 
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Chapter 3: Overview of Our Approach 

This chapter is based on Mian et al. [124]. 

In this chapter, we present the problem addressed in this thesis, namely to determine minimal cost 

configurations of resources to execute data-intensive workloads in a public cloud. We then 

present a framework to search for inexpensive configurations. We also describe the evaluation 

setup which is used in the next chapters to evaluate and validate different components of the 

framework. 

3.1 Problem Statement 

We start describing the problem by providing a simple example, and then provide the formal and 

the general problem statement. Suppose, we are given some applications as shown in Table 3.1. 

Table 3.1. Examples of applications, workloads, request types and databases. 

Application Workload Request type Database 

Analytics read-only Q1, Q6 TPC-H 

Trading write-only trade-order, trade-update TPC-E 

Intelligent Ordering hybrid Q12, Q21, new-order, payment TPC-H, TPC-C 

We leave the description of databases and request types to section 3.3.1. For now, assume that 

TPC-C and TPC-E are two transactional databases, while TPC-H is an analytical database. The 

workloads for an application consist of a number of requests that are issued by the clients of the 

application. Each request is an instance of a request type, such as payment in the hybrid workload 

for the Intelligent Ordering application. The instances of the payment transaction vary in the 



 

63 

 

payee or the amount of debit. The payment transaction accesses (reads/writes) data from the TPC-

C database, but Q12 query accesses TPC-H database; therefore, the hybrid workload accesses 

multiple databases. In contrast, the read-only and write-only workloads only access a single 

database, namely TPC-H and TPC-E respectively. SLOs are defined on a request type, such as 

trade-update. The service level agreement (SLA) on the write-only workload consists of SLOs on 

all its request types, namely trade-order and trade-update. A multi-tenant DBMS hosts all three 

databases as tenants, and serves workloads from the clients of all three applications. The 

provisioning problem is to select a configuration for the DBMS such that the resource costs in the 

public cloud is minimal and all the SLAs are satisfied. 

We formalize and generalize this problem statement as follows. Given a set of applications A = 

{A1, A2, …, Am}, we say that a workload Wi for Ai, is a set of requests that are issued by the set 

of clients of Ai. Each request is an instance of a request type Rij from a set Ri = {Ri1, Ri2, …, Rin} 

for Ai.  The databases used by A consist of a set of data objects D = {D1, D2, …, Dm}. A request 

type Rij for Ai accesses some data objects in Pi ⊆  D, and has a service level objective SLOij. We 

call Pi a data partition and assume that Wi accesses data from Pi. The SLA for Wi  is composed 

of the set of all SLOi’s for the request types in Ai. We need compute, storage and network 

resources to execute Wi. A configuration C for a set of workloads, W = {W1, … ,Wn}, contains 

the following: 

• A set of VMs V = {v1, v2, …, vr}, where each VM vk is a specific type (for example small, 

large, xlarge). Each VM type has a specific set of system attributes (e.g. OS, memory, cores), 

and a specific cost rate. 
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• A mapping of the workloads, W, to VMs in V such that every workload is assigned to one 

VM. 

• A mapping of data partitions used by W to VMs in V such that every data partition is 

assigned to at least one VM. The partitions are stored in the cloud storage. The partitions 

typically vary in sizes and have different access patterns, resulting in different storage and 

network costs. Overlapping partitions on the same VM share the same copy of the common 

data objects. Assignment to more than one VM involves replication of the partition, and we 

assume that the replicas are read-only. 

The provisioning problem is then to determine a configuration C for W such that the resource cost 

for executing workloads in W is minimized and all the SLAs are satisfied. Selecting a suitable 

configuration involves: (a) determining appropriate VMs and partition replica, and (b) generating 

an efficient mapping of data partitions, any replica and workloads onto those VMs. Determining 

appropriate resources balances resource costs against the penalty costs generated by SLO 

violations. Meanwhile, generating an efficient mapping of data partitions and workloads to VMs 

balances the execution time of the requests on the provisioned resources against the thresholds 

defined in the SLOs in order to minimize penalties. The provisioning process contains both 

activities, namely determining appropriate execution resources and generating an efficient 

mapping.  

Executing a configuration in a public cloud results in a dollar-cost expense. Such an expense is a 

function over resource costs. We extend this expense with penalties for violations of SLOs 

defined over a workload. There are primarily three types of resources needed to execute a 
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workload in an IaaS cloud: (a) compute, (b) storage, and (c) network. The cost for a configuration 

C in a pay-for-use IaaS public cloud is stated as: 

cost(C) = compute_cost(C) + storage_cost(C) + network_cost (C) + penalty(C), (1) 

Eq. 1 is also the objective function, which needs to be minimized, and is expanded in section 5.4 

of chapter 5. Assume that W and V are finite sets containing n and m elements, respectively. 

Then, the number of unique mappings from W to V is mn. This serves as the lower bound on the 

number of possible configurations. Determining an optimal configuration for a set of workloads 

given some SLO constraints or penalties is a NP-hard problem in general. The proof is provided 

in Appendix A.  

We consider that a data partition represents a database tenant in our thesis, and use them 

interchangeably. Tenants on the same VM share the same instance of a DBMS. Meanwhile, 

tenants on different VMs have their own DBMS instances, and may share the host server if the 

VMs are deployed on the same server. Otherwise, they only share the network. 

3.2 Framework 

In this thesis, we explore heuristic-based search methods to determine a “good” configuration 

which may not be optimal since finding an optimal configuration is NP-hard in the general case. 

We present a generic modular framework where we can “plug in” different building blocks to 

determine an inexpensive configuration. The high-level architecture of the framework is shown in 

Figure 3.1.  

Given a set of workloads, a search algorithm looks for a minimal cost configuration. In each 

iteration, the search algorithm chooses a suitable modification of the current configuration. The 
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modified configuration is evaluated using a cost model. The cost model, in turn, employs a 

performance model to predict workload performance on a modified configuration. The cost 

model passes a dollar value back to the search algorithm. Then the algorithm decides whether to 

keep exploring the search space or to flag the evaluated configuration as a suitable one. 

search
algorithm

(chapter 6)

search
algorithm

(chapter 6)

configuration 
modification
(chapter 6)

configuration 
modification
(chapter 6)

modification
cost

modified
configuration

cost model 
(chapter 5)

cost model 
(chapter 5)

Workloads suitable
configuration

performance model 
(chapter 4)

 

Figure 3.1: Architecture of the framework used for provisioning configurations using 

search methods. 

It can be seen that various search algorithms can be used with various cost models. Similarly, 

different cost models can be used with different performance models. In this thesis, our objective 

is to find the configuration with minimal dollar cost deployment given user preferences expressed 

as SLOs. This is equivalent to minimizing the objective function (eq. 1) subject to SLO penalties 

or constraints. In the case of a SLO specified as a constraint, the algorithm discards any violating 

configuration. Meanwhile in the case a penalty is defined as a part of the SLO, the penalty cost is 

added to the overall cost of the configuration. 
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3.3 Evaluation Setup 

We claim to provide a generic framework for the provisioning process needed for providing cost 

effective configurations in the public clouds. The evaluation of our framework is done 

incrementally, since there is a dependency between individual components. For example, the 

search methods depend on the cost model, which in turn depends on the performance model. 

Each objective function may require a different cost model. For example, the makespan objective 

requires a time-bound cost model instead of dollar-cost model, though both may use the same 

performance model.  

Similarly, different performance models can be used to increase accuracy or reduce building 

effort. This involves a considerable amount of work since each of the modules represents a large 

area of research. For our Ph.D. dissertation, we evaluate our work with a single objective function 

i.e. minimal dollar-cost for executing transactional/analytical/mixed workloads that access 

multiple tenants. Other objective functions and associated cost and performance models are 

beyond the scope of this thesis. 

We instantiate and evaluate our models and methods for the Amazon cloud. Amazon is a major 

IaaS vendor in the cloud market. It is possible to acquire compute and storage resources in the 

Amazon EC2, use them as needed, and release them when the demand abates. We explore 

workloads that differ in the request types (transactional vs. analytical), in number of request 

instances, or in their SLOs. In particular, we define workloads over data residing in different 

tenant databases.  

3.3.1 Tenant Databases and Request Types for Creating Workloads 



 

68 

 

We use databases in well-known benchmarks as tenant databases in evaluating our work. We 

consider databases of two transactional benchmarks (TPC-C [182] and TPC-E [184]), and the 

database of an analytical benchmark (TPC-H [185]). We need data-intensive request types, which 

spend a significant part of their execution time accessing (reading and/or writing) data. We also 

want diverse request types that place different requirements on the DBMS. Hence, we use both 

queries and (read/write) transactions in our workloads. Our workloads consist of a mix of queries 

and transactions from the stated benchmarks as shown in Table 3.2. 

Table 3.2. Selected queries and transactions from the standard benchmarks. 

Benchmark Request types 

TPC-H (OLAP) Q1, Q6, Q12, Q21 

TPC-C (OLTP) new-order, payment 

TPC-E (OLTP) trade-order, trade-update 

A request type in a workload may have multiple request instances that execute concurrently. A 

client submits request instances of a workload for execution at a DBMS. Our experiments are 

bound by time, and a request instance is continuously re-submitted if it finishes before the time 

limit. This ensures that the request mix remains constant at the DBMS throughout the time bound 

or an experimental run. A request mix is the set of request instances that are present in the DBMS 

at any given time. Table 3.3 shows an example of a possible request mix.  

Table 3.3: An example of a request mix. 

Q1 
(#) 

Q6 
(#) 

Q12 
(#) 

Q21 
(#) 

New-order 
(#) 

Payment 
(#) 

Trade-order 
(#) 

Trade-update 
(#) 

2 3 4 9 8 12 0 7 
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We assume that each request submitted to the DBMS belongs to a specific request type Ri, where 

1 ≤ i ≤ T and T is the total number of request types. A workload W comprises zero or more 

instances of each request type. The mix of concurrently running requests, mj, is represented as a 

vector < N1j , ..., Ntj >, where Nij represents the number of instances of request type Ri in the mj. 

We further assume that the total number of concurrently executing requests, N, is less than or 

equal to the multi-programming level (MPL)5 of a specific machine. The workloads considered 

and their combinations result in various request mixes. They vary in the following chapters and 

associated experiments, and are materialized in those chapters. 

Our workload combinations can contain up to eight request types. This is reasonable since TPC-C 

and TPC-E benchmarks have five and ten transactions, respectively, although TPC-H has 22 

queries. A real DBMS is rarely a read-only or a write-only service, and it usually serves a 

combination of transactional and analytical workloads [145]. 

Many request types cannot execute independently. For example, a payment transaction in the 

TPC-C benchmark assumes the presence of an unpaid order. In the absence of the unpaid order, 

the payment transaction fails and no change is made to the database. The payment failure is the 

exception rather than the norm, which also makes intuitive sense since the customer is not 

charged twice for the same order. 

We execute the samples over tens of hours, which results in millions of transactions being 

executed. We want to avoid millions of failed transactions, or worse, a mix of successful and 

failed transactions. The latter skew the execution results, such as throughput. To avoid such 

                                                      
5 Conceptually, the throughput increases as the number of concurrent requests increase, up to a point where 
the multi-programming level (MPL) plateaus, and then it starts decreasing. We consider the optimal MPL 
value to be the beginning of the plateau. 
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transaction failure, we use another constraint on the selection of our workload which is, the 

request type is either independent, or at most dependent on the other transactions in the workload. 

We select a subset of queries and transactions from the transactional and analytical benchmarks 

meeting this constraint. 

We briefly describe each benchmark, and the role of the requests chosen from them as follows. 

The dependency graph between request types is shown in Figure 3.2. 

TPC-C

Pay-
ment

new 
order

trade 
order

trade 
update

TPC-E

Q1 Q6 Q12 Q21

TPC-H
 

Figure 3.2: Graph representing dependencies between the selected request types. 

TPC-C: TPC-C models the principal activities (transactions) of an order-entry environment. 

These transactions include entering and delivering orders, recording payments, checking the 

status of orders, and monitoring the level of stocks at the warehouses. The payment transactions 

depend on the results of the new-order transactions, while the new-order transactions can execute 

independently. The pair of a new-order and a payment transaction can execute independently of 

the other transactions in the TPC-C benchmark. Therefore, we choose both of them for our 

workloads. 

TPC-E: TPC-E models the activity of a brokerage firm that must manage customer accounts, 

execute customer trade-orders, and manage interactions of customers with financial markets. The 

TPC-E benchmark has many “read-only” transactions, but only four “read/write” transactions. 
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Amongst the read/write transactions, the trade-order can execute independently, while the trade-

update depends on the results of the trade-order transaction. The trade-order transactions 

represent buying or selling a security, and the trade-update transactions enable minor corrections 

or updates to a set of trades. We select them as candidate request types for our workloads. 

TPC-H: TPC-H is a decision support benchmark. It consists of a suite of business oriented ad-

hoc queries and concurrent data modifications. We experimentally profile data access of all the 

TPC-H queries and calculate the ratios of data access to execution time for all the queries. We 

choose the top four queries (Q1, Q6, Q12, Q21) according to the values of ratios ordered 

decreasingly. Q1 reports the amount of business that was billed, shipped, and returned. Q6 

quantifies the increase in revenue because of the elimination of some discounts. Q12 determines 

whether cheaper transportation is adversely affecting the priority of orders. Q21 identifies 

suppliers whose shipments are late. None of the chosen queries are dependent on each other or 

other queries in TPC-H. 

We wrap up the tenant databases with MySQL DBMS and Ubuntu Linux, and store that as an 

image6 in the Amazon cloud. This greatly simplifies the engineering process, and the workloads 

can start execution as soon as the compute and storage resources are available, i.e. when the 

image is instantiated on a VM. On instantiation, the buffer pool occupies 80% of the total 

memory of a VM instance, and is partitioned in proportion to the number of tenants. 

3.3.2 Selection of VM Types 

                                                      
6 Our image (ami-7bc16e12) is publicly available at: http://thecloudmarket.com/owner/966178113014. 
Once the image is instantiated, the clients can connect (ssh in) to the instance and access the MySQL 
DBMS as root user with wlmgmt password. 

http://thecloudmarket.com/owner/966178113014
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We consider three heterogeneous VM types, stated in Table 3.4, for evaluation, namely small, 

large, and extra large (xlarge) in the Amazon cloud. We select these VM types because of the 

variation in their capacity to hold data in memory. Only two tenants fit in the memory of the large 

VM type, and it represents a “middle” case. All databases fit in the memory of the xlarge VM 

type, and none fit in the memory of the small VM type. The VM types also vary in price and 

processing power. The xlarge VM type has either Xeon or Optron processor, and we build our 

models for the Xeon processor only. The DBMS is configured to occupy most of the available 

memory on a VM type. 

Table 3.4: Specifications of the VM types considered in the Amazon cloud 

VM Type Cores (#) Memory (GB) Cost/hr($) Optimal MPL7 

Small 1 1.7 0.08 14 

Large 2 7.5 0.32 75 

Xlarge 4 15 0.64 115 

3.4 Outline of the Remaining Thesis 

In chapter 4, we explore experiment-based statistical models in building the performance models. 

Developing a detailed analytical model such as the queuing network model (QNM) is not feasible 

because of the difficulties in acquiring detailed performance parameters in a public cloud 

environment [126]. 

The cost parameters for VM and storage costs are readily available on a cloud vendor’s web-site. 

Therefore, we develop a simple analytical model in chapter 5, and find that the model provides us 

with accurate cost estimates in most cases. 

                                                      
7 We determine the optimal MPL value for a VM type experimentally. 
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In chapter 6, we plug-in experiment-based performance models and analytical cost models in our 

framework. We use heuristics to find minimal cost configurations for data-intensive workloads, 

where SLO is treated as a parameter i.e., either penalty or a constraint. 
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Chapter 4: Experiment-Based Performance Models 

This chapter is based on Mian et al. [128]. 

In this chapter, we explore experiment-driven performance models for data-intensive workloads 

executing in an IaaS cloud. The performance models predict the workload performance on a VM 

type, and serve as a key component of our framework as presented in chapter 3. Further, we 

enumerate the variables that cause variance in the workload performance in a public cloud. We 

determine a suitable prediction technique for building the performance model after comparing 

popular regression methods. We investigate the suitable number of samples to build a 

performance model using both empirical and theoretical approaches. Then, a performance model 

is built for a multi-tenant DBMS in the Amazon cloud. We find that a linear classifier is sufficient 

in most cases, and where unsuitable we employ non-linear modeling. The performance model 

built is used to predict SLA violations of workload execution on a given VM type in chapter 6. 

4.1 Motivation 

The pay-as-you-go flexibility and the absence of an up-front commitment in public clouds are 

attractive to new businesses or companies seeking to lower their operational costs or wishing to 

experiment with new applications. Predicting the workload behaviour is essential in providing 

reliable guarantees towards SLAs prior to any workload execution. Knowing the workload 

behaviour a priori is also very useful for many administrative tasks such as capacity planning, 

admission control and effective scheduling of workloads. 

In our previous work, we used a Queuing Network Model (QNM) as a performance model [126]. 

We found that the response times for queries on a VM as predicted by single server centre 
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models, varied by as much as 70% from the measured response times. A simple model does not 

capture the impact of the interactions among the different query types on the workload 

performance. Developing a more detailed QNM for a VM is not feasible because of the 

difficulties in acquiring detailed performance parameters in a public cloud environment. 

In this chapter, we explore an statistical-driven approach for creating performance models for 

data-centric workloads on the Amazon EC2. Public clouds pose unique challenges due to multi-

tenancy, heterogeneity of the virtual machine types, non-linear changes in resources and the 

interplay among mixed workloads. Serving multiple tenants increases: (a) competition among 

different tenants over the shared resources (like memory), and (b) interference amongst the 

concurrently executing requests. We believe that our experimental-based approach is particularly 

suitable to handle the variability of cloud environments. Our performance models predict 

throughputs for transactions, and response times for queries. We enumerate the variables that 

impact variance, but limit the scope of our performance models by accounting for a subset of 

these variables. Furthermore, we identify different data patterns in the measurements.  

4.2 Background 

Analytical performance models have enjoyed great popularity in the DBMSs area. Weikum et al. 

[196] provide a survey of the advances in autonomic tuning in database technology. They 

conclude that self-tuning should be based on a feedback control loop and should use 

mathematical models with proper deployment into the system components. Abouzour et al. [3] 

use analytical modeling to set the MPL of a DBMS for improved throughput. Analytical models 

have also been used for answering “what-if” questions to study the effects of system changes, 

such as system upgrades and service migrations [178]. Analytical models, however, are hard to 
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evolve with the underlying system and make simplifying assumptions that make them oblivious 

to the interactions of the dynamically changing workloads and their effects [169]. These effects 

are amplified by the variance in the public cloud [126]. Therefore, there is increasing interest in 

experiment-driven machine learning and statistical modeling. 

Ganapathi et al. [74] predict multiple performance metrics for individual query types with less 

than 20% error for 85% of the test cases.  Their work, however, focuses on single query types and 

ignores interactions and query mixes. Gupta et al. [87] argue that predicting precise execution 

time of a query is difficult and unnecessary in many cases. Instead, they advocate to predict the 

execution time of queries in the form of time ranges. They use a machine learning approach that 

takes the query plan, combines it with the observed load vector of the system and uses the new 

vector to predict the time range of a query. 

Courtious et al. [55] propose a prediction technique, called regression splines, that builds a non-

linear regression function piecewise using a set of linear functions. In addition, they automate 

building of a regression function up to a desired accuracy by performing progressive sampling 

and experimentation. They evaluate their work by predicting CPU demands of an event based 

server. We find their idea of automation useful but consider standard predictive models available 

in Weka [91] in our case. 

Some recent papers view the transaction mix as the combination of different transactions that 

execute during a time interval window without considering which of these transactions execute 

simultaneously. This is fundamentally different from our notion of a concurrent request mix, 

where request instances execute simultaneously at any given time. Transaction mix models have 
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been used for capacity planning [211], workload management [210], preempting congestion [209] 

and detecting anomalies in performance [105]. 

Much of the above work does not consider interactions between the concurrently executing 

requests, which can have a significant impact on a DBMS performance [5]. Ahmad et al. [6] 

develop an interaction-aware query scheduler that targets report-generation workloads in 

Business Intelligence (BI) settings. Under certain assumptions, the schedule found by this 

scheduler is within a constant factor of optimal, and consistently outperforms conventional 

schedulers that do not account for query interactions. 

Ahmad et al. [7] use a combination of an offline statistical model trained on sample query mixes 

and an online interaction-aware simulator to estimate workload completion times. No prior 

assumptions are made about the internal functions of the DBMS or the cause of query 

interactions, making the models robust and portable. 

Tozer et al. [181] use a linear regression response time model for throttling long running queries. 

A performance model built using linear regression is unable to model non-linear trends in the 

response times of a query. Sheikh et al. [169] propose performance modeling based on Gaussian 

Processes, which can model non-linear trends, update online and reuse prior knowledge.  

The performance models used in the above literature are typically built for workloads accessing a 

single data tenant. Further, the performance models usually provide predictions for response time 

only, and are validated on a local server or a local VM. In contrast, our performance model 

predicts both throughput and response times for transactional and analytical workloads, and 

operates over a multi-tenant DBMS. We examine the use of different classifiers that vary in their 



 

78 

 

modeling scope and development effort. We believe that this is the first attempt to build such 

models in a public cloud. 

4.3 Variables in building a Performance Model 

Cloud components such as CPU, memory and I/O suffer from high performance unpredictability, 

especially when compared to a physical machine in a local network [164]. This is a major 

problem in building a performance model for workload execution, which is used for providing 

SLAs [126].  

Therefore, we discuss some variables that play an important role in performance variance and 

their possible values in building a performance model. As a rule of thumb, the wider the scope of 

the performance model, the greater the variance it has to capture, and the lower is its prediction 

accuracy. Possible combinations of these variables in our experimental environment are large. So, 

in our work, we choose to use combinations of variables that provide us with modestly generic 

and accurate performance models. Hence, we acknowledge the variables’ presence but explore a 

subset due to practical reasons. We consider the following variables when building a performance 

model for workloads executing at a DBMS in a public cloud: 

1. Workload and tenant diversity: The workload for a tenant may be entirely Online 

Transaction Processing (OLTP), entirely Online Analytical Processing (OLAP) or a mix of 

the two. The OLAP queries and OLTP transactions place significantly different requirements 

on a DBMS. The OLAP queries may take hours to execute, while OLTP transactions usually 

complete in a sub-second timeframe. In reality, a DBMS is rarely an analytical data source 

[145]. Further, multi-tenancy increases the variance in the behaviour of a DBMS, since the 

tenants compete for shared resources such as memory. In this chapter, we build performance 
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models for workloads that vary in their request types (transactional vs. analytical) or their 

number, and execute against a multi-tenant DBMS. 

2. Execution Platform: The system attributes, such as number of cores, memory and I/O 

bandwidth, of the cloud VMs do not vary linearly [19]. Even the servers hosting the same 

VM type do not necessarily have the same processor type. For example, the xlarge VM type 

in the Amazon cloud is powered by either a Xeon or an Optron processor. In this case, the 

variance in the CPU benchmark results is amplified many folds, jumping from 2% for one 

processor type to combined measurements of 35% [164]. 

Given the non-linearity of the VM types and the heterogeneity of the processors, the 

workload behaviour is likely to be non-linear across VM types and their host servers. In order 

to limit the variance, we decide to build models for specific VM and processor types in this 

chapter. 

3. Day of the week: Schad et al. [164] note that the CPU performance of a VM type also varies 

by the day of a week. This increases the variance in the training data for the performance 

model. Daily variance can be explicitly modeled using some additional attributes or using 

techniques like time series. Either approach comes at the cost of additional complexity. 

Further, taking daily measurements is possible but labor-intensive. We want our performance 

model to be time independent. However, we leave the modeling of daily variance for future 

work. For now, we overlook the daily variance in building and validating our performance 

models.  

4. Model specificity: Building a performance model specific to a subset of workloads reduces 

the variance in the training data. Consequently, a workload specific performance model is 

more accurate compared to a model built for any kind of workload. However, the building 
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effort is exponential in the number of workloads in the worst-case scenario. This becomes 

excessively brute force and highly synonymous to a lookup table. Instead, we use stratified 

sampling over the workload space to give us a modest coverage. This is discussed further in 

section 4.4.1. 

5. Prediction technique: The performance model can employ a number of regression methods 

or base classifiers such as linear regression or multi-layer perceptron. These classifiers vary 

in their ability to capture variance at the cost of training and runtime complexity. The training 

complexity places a requirement on the number of samples required for a representative 

model. Meanwhile, the runtime complexity can undermine the performance model if it is 

embarrassingly large. We compare different classifiers in section 4.4.5. 

4.4 Building the Performance Model 

Our approach is a typical experiment-driven performance modeling method customized to public 

clouds. It consists of three stages: (a) sampling the space of possible request types and their 

instances for a request mix, (b) collecting data by executing possible request mixes or samples, 

and (c) pre-processing data and building performance models. In addition, we empirically 

determine a suitable number of samples for building a representative performance model, and 

compare different prediction techniques to determine their suitability in our performance model. 

We believe that the latter two exercises need not be repeated every time a similar performance 

model is built.  

4.4.1 Sampling the Space of Request Mixes 

As discussed in section 3.3.1 of chapter 3, the workloads considered in this thesis and their 

combinations result in various request instances that are present in the DBMS at any given time, 
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which are called request mixes. Instead of creating sample workloads for building our 

performance model, we consider different mixes of requests. The possible number of request 

mixes are exponential, so an effective sampling approach is essential. A request mix is 

represented by a sample. Similar to Tozer et al. [181], we randomly sample the N-dimensional 

space, where N is the number of request types, using a Latin Hypercube Sampling (LHS) protocol 

[94]. LHS protocol significantly reduces the number of experiments needed while providing a 

normal coverage of the possible request mixes. This normal coverage appears because the 

distribution of all the request instances, R, considering all the samples approximates a normal 

distribution around the mean value of R. The normal coverage is a somewhat narrow distribution 

of load, which is not desirable for building performance models for widely varying loads. That is 

why Sheikh et al. [169] perform uniform sampling across two dimensions: 1) total number of 

queries, and 2) the number of different types of concurrent queries. Nonetheless, we still settle for 

the LHS protocol to control the diversity in the samples. 

4.4.2 Experiment-driven Data Collection 

Once the samples are obtained, we execute them in a public cloud for each VM type. Both the 

client and the DBMS exist in a public cloud to avoid communication delay over a WAN. Each 

sample is executed for some time (say around 10m) on an instance of the VM image described in 

section 3.3.1 of chapter 3. The request mix remains constant throughout the execution of the 

sample. The client collects run time statistics such as throughput and response times for each 

request type in a sample. This is the most time-consuming part of the model building process and 

takes tens of hours to complete. Fortunately, this process need not be repeated for each request 

type unlike suitable parameter value search for non-linear modeling. 
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4.4.3 Constructing the Request Mix Model 

After all the samples are executed, we pre-process the raw data before training a performance 

model. The pre-processing involves (a) adjusting the scale of the units e.g. converting response 

time from milliseconds to seconds, (b) analyzing the data to identify any data patterns such as 

non-linear trends, and (c) cleaning the data, for example, by removing outliers. Understanding 

and treating data patterns improves the quality of the performance model (discussed later in detail 

in section 4.5.2). Then we can train a performance model on the pre-processed data. We compare 

different regression techniques on the basis of correlation as discussed in section 4.4.5. Finally, 

we validate the performance model against new data as described in section 4.5.3. 

4.4.4 Determining a suitable number of samples  

Traditional wisdom says that more samples produce a more representative prediction model. 

Executing samples is an expensive exercise, and therefore, we need some way of determining an 

appropriate sample size that gives reasonable accuracy and confidence in the performance model. 

We see two approaches to determining the appropriate number of samples: (a) an empirical 

approach such as using experimentation to determine the appropriate number of samples, or (b) a 

theoretical approach such as estimating the number of samples based on the confidence level and 

interval. 

We first consider the empirical approach. We choose the High-CPU Extra Large (hp-xl) VM type 

in the Amazon cloud for analyzing the change in the quality of the performance model as the 

number of samples and their observed metrics (collectively called training samples) are 

increased. For example, Table 4.1 shows a training sample. A training sample consists of a 

request mix augmented with the observed metric, response time of Q6 in the example, when 
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executed in the cloud. Recall, a sample represents a request mix, and is obtained through LHS 

sampling. 

Table 4.1: An example of a training sample. 

Q1 
(#) 

Q6 
(#) 

Q12 
(#) 

Q21 
(#) 

New-order 
(#) 

Payment 
(#) 

Trade-order 
(#) 

Trade-update 
(#) 

Q6 
(s) 

2 3 4 9 8 12 0 7 20 

 

We compare the correlation coefficient for three request types (Q6, stock-level and security-

detail), each from a different database tenant, namely TPC-H [185], TPC-C [182] and TPC-E 

[184] respectively. Q6 is an analytical query, while the other two request types are transactions. 

The intention is to use diverse request types in our analysis. 

We execute about 100 samples obtained using the LHS protocol, with the experimental setup 

similar to section 4.5.1. We divide the training samples into 10 intervals. Each interval also 

contains the training samples of its predecessor. We choose multiple (linear) regression as the 

base classifier for the performance model. Multiple regression models the linear relationship 

between multiple independent variables and a single scalar dependent variable. We build and 

validate the multiple regression models on each interval using 10 folds cross-validation. We plot 

the correlation values of the multiple regression models against the number of training samples as 

shown in Figure 4.1. We see the greatest gains in accuracy when the numbers of training samples 

are in the first half of the plot. After that, there are diminishing returns, and the correlation 

coefficients seem to stabilize. We observe a similar pattern for a number of other request types. 

We analyze the effect of the sample size (up to 620) on the correlation values of the same request 

types as shown in Figure 4.2.  

Request Mix Observed Metric 
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Figure 4.1: Observing changes in correlation coefficients for multiple regression on a hp-xl 

VM instance against number of training samples (up to 100). 

 

 

Figure 4.2: Observing changes in correlation coefficient for multiple regression on a hp-xl 

VM instance against the number of training samples (up to 620). 
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We see the greatest gains in correlation value for about the first 150 samples and limiting gains 

afterwards. This is similar to the observation of Sheikh et al. [169], who see greatest gains in 

accuracy for the first 100 samples and diminishing returns subsequently. Based on this analysis, 

the sample size of a few hundred should provide us with a representative prediction model. 

We now consider the theoretical approach to determine the appropriate number of samples. A 

statistical sample calculator [172] shows that the estimated number of training samples to build a 

regression model is 108. However, we find the theoretical approach to be unsuitable because the 

underlying assumptions in providing the minimum number of samples in building a multiple 

regression model [52, 141] are only partially satisfied in our situation. We describe a subset of 

them below. 

1. Variables are normally distributed: The regression analysis assumes that variables have 

normal distributions, and highly skewed or kurtotic variables, or variables with substantial 

outliers distort relationships and significance tests. In our case, the distribution of a measured 

metric is often normal-like but not always. When the distribution of a measured metric is not 

normal-like, this represents a non-linear relationship, which we model explicitly. 

2. Homoscedasticity on variance of errors: Homoscedasticity, also known as homogeneity of 

variance, means that the magnitude of errors is the same across all levels of independent 

variables. When the complementary notion i.e. heterogeneity of variance is large, it can lead 

to serious distortions in findings and weakens the analysis, thus increasing the possibility of 

over-estimation. We sometimes see some non-uniform variance of errors across the 

independent variables i.e. heteroscedasticity. 
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3. Inclusion of the important independent variables: Omission of any independent variable 

that influences the value of a dependent variable increases the variance in the regression 

model. Our regression model is trained on the request mixes and the observed metrics. This 

does not make any assumption on the internal working of a DBMS or the cloud. In fact, the 

effects of other variables, such as contention over shared resources, are not explicitly 

modeled in a training sample.  

As it can be seen, our data violates these assumptions to varying degrees. Given the 

characteristics of data and limited access to some variables, we argue that empirical analysis 

provides us with more realistic and representative number of samples. Instead of coming up with 

a particular number of samples using the theoretical approach, we let the experimentation tell us 

the appropriate number. 

4.4.5 Comparison of Prediction Techniques 

Cautious of high variance in the public clouds, we consider a number of base classifiers in our 

performance model. We compare four classification techniques: 

1. Multiple Linear Regression (LR),  

2. Gaussian Processes (GP),  

3. Multi-Layer Perceptrons (mlp), and  

4. Support Vector Machine (SVM).  

We consider two implementations of SVM (nuR [43] and SMO [149]). Tozer et al. [181] find LR 

to be sufficient as a base classifier for their performance model. LR is a simple regression model, 

and serves as a baseline in our case. Sheikh et al. find GP to be particularly accurate and adaptive 

to unseen request types, so we include that in our analysis. SVM has seen major development and 
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fame in the last few years due to its robustness and transparency. Compared to other classifiers, 

mlp is a “black-box” type model and serves as an alternate comparison point. 

GP and SVM can employ various kernel functions. The kernel functions used in SVM rearrange 

the original training samples into a high dimensional space using a set of mathematical functions. 

The motivation is to better identify the boundaries between the training samples. The trade-off is 

higher prediction accuracy at the cost of increased computational complexity and the risk of over-

fitting. 

We consider two kernel functions: (a) linear, and (b) Radial Basis Function (RBF) for both GP 

and SVM. Linear kernel is similar to an identify function, while Radial Basis Function is a 

popular kernel. We use both linear and RBF kernels for GP and SMO with their default 

parameter values in Weka. We consider the default parameter values for each classifier to be a 

good starting point. More importantly, Witten et al. [201] suggest that the Weka Explorer 

generally chooses sensible default values for parameters. We consider 150 training samples for 

comparison. We compare the correlation values of the classifiers obtained after 10-folds cross-

validation, in the bar chart (as shown in Figure 4.3). We group variations of the same technique. 

Each group is distinguished by a different shade of grey. 

The high coefficient value of mlp is attractive but possibly misleading. A major drawback of a 

mlp consisting of any hidden layers is that the hidden neurons are essentially opaque. Secondly, a 

mlp is prone to over-training. The next candidate is LR, which tends to exaggerate the errors in 

the general case since it minimizes the predictions’ squared errors instead of absolute errors, 

which is the case with SMO with a linear kernel i.e. SMO (linear). Like LR, the basic idea of 

SMO (linear) is to find a function that approximates the training points by minimizing the 
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predictions’ absolute errors [201]. Another crucial difference is that all deviations up to a user-

specified parameter are ignored. We feel that SMO (linear) is an upgrade of LR. It uses SVM 

constructs while minimizing over-fitting right from the outset.  

 

Figure 4.3: Comparing Correlation Values for trade-update. 

Linear classifiers are preferable over non-linear classifiers, because the latter usually require 

specification of additional parameter values and are prone to over-fitting. Incorrect parameter 

values lead to poor correlation values, and we see that in the case of nuR(RBF). 

GP and its variants have been used for performance modeling [7, 169], and the accuracy of a GP 

can be further improved by using an appropriate kernel and parameter values. A GP is defined by 

a mean function and a co-variance function [159]. The co-variance function itself can have some 

parameters called hyper-parameters. Sheikh et al. [169] develop a configuration model to 

generate hyper-parameter values, which enables fast learning of unknown configurations. This is 

relevant for various types of unseen VMs and/or workloads, where prediction models have not 
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been trained previously. Unfortunately, the GP implementation in Weka does not allow tuning of 

hyper-parameter values. 

As we show in section 4.5.3, SMO (linear) suffices as the base classifier in modeling performance 

for many request and VM types. However, it is unsuitable for modeling non-linear trends in data, 

and we use non-linear modeling in such cases. Obtaining higher accuracy may involve identifying 

more support vectors in the non-linear case. Support vectors are training samples that play a key 

role in determining the boundaries between different classes of data such that the boundaries 

provide the greatest separation between the classes. Consequently, support vectors become the 

representatives of the whole set of training samples, and there are usually a few of them in SMO 

(linear). 

Controlling the number of support vectors has consequences [165] for (1) run-time complexity, 

since the evaluation time of the estimated function scales linearly with the number of support 

vectors; (2) training-time complexity, for example the complexity may increase with the number 

of support vectors.  

While the training sets in some domains can be very large (for example in hundred-thousands 

[117]), fortunately, our training data-set is small, consisting of a few 100 training samples. Also, 

standard SVM training has O(n3) time and O(n2) space complexities, where n is the training set 

size [189]. Platt’s original Sequential Minimal Optimization (SMO) is linear in the amount of 

memory required for the training set size, and the training time of SMO empirically scales 

between O(n) and O(n2.2) on various test cases [149]. 

4.5 Evaluation 

4.5.1 Experiment Setup and Validation Method 



 

90 

 

The LHS protocol draws a specified number of samples from a multi-dimensional space given the 

lower and the upper bounds of each dimension (i.e. a request type). The minimum number of 

instances of a request type in a sample mix is 0. Meanwhile, we set the upper bound to be the 

optimal MPL value on a VM type. We determine the optimal MPL value for each VM type 

experimentally. 

We use the LHS protocol to generate two sets of samples with different random seeds. We 

consider a larger set (150 samples) for training and a smaller set (100 samples) for validation to 

be appropriate. We execute both sets in the Amazon cloud using separate VMs and clients. We 

execute each sample at the DBMS twice. The first round of sample execution is for warm-up, and 

the second round is for taking throughput and response time measurements. We employ SMO 

(linear) for learning. Then, we validate the performance model against the test set.  

The warm up mainly consists of populating various caches, including buffer pool, with data 

needed to serve the workload execution. We consider 10 minutes as ample time for our DBMS to 

warm up and to reach a steady state, especially because the request mix remains constant for the 

duration of the time bound. 

We use popular metrics from the literature for comparison, namely correlation coefficient [181] 

and mean prediction %errors [169]8. Correlation quantifies the similarity between the actual and 

modeled trends – they may be far apart, and yet we can have excellent correlation. Meanwhile, 

prediction errors quantify the gap between the predicted and the measured values. Correlation 

coefficient and prediction accuracy are complementary, and we use both.  

                                                      
8 Percentage-error (%error) = |measured value – predicted value|/measured value 
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High correlation coefficients (around 0.80 or above) and low prediction errors (around 20% or 

below) indicate the success of our performance model. We set these boundaries based on the 

existing literature [74, 169, 181]. The ideal value of a correlation coefficient is one, while the 

ideal value of mean-%error is zero. 

We consider three heterogeneous VM types for evaluation, namely small, large, and xlarge 

introduced in chapter 3. Similarly, the tenant databases and request types used in evaluation have 

also been described in chapter 3. 

4.5.2 Data Patterns: Identification and Treatment 

Our initial attempts at building a performance model with SMO (linear) were met with poor 

results. We discovered different patterns in the data upon investigation, an example is shown in 

Figure 4.4.  

 

Figure 4.4: Different data classes in the response time measurements of Q12 on xlarge VM 

type. 

 linear 

 

 anomalous 

   

 zero 
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Understanding patterns helps us to improve the quality of the performance models. For example, 

it allows us to distinguish between outliers and non-linear trends. Removing outliers can 

sometime improve the mean-%errors significantly. Non-linear trends may require data 

transformations and place advanced modeling requirements on the performance model. 

We identify patterns in the execution results or the data, and the reasons for their existence. In 

hindsight, they uncover interactions among request types and their impacts on the performance 

metrics. For example, a large number of concurrent trade-update instances in a request mix 

reduces the trade-order throughput significantly due to locks on the shared tables and frequent 

accesses to disks. We describe the data pattern classes below, and their possible treatments before 

training a SVM.  

4.5.2.1 Data Classes 

We categorize the data into four general classes: (a) zero, (b) linear, (c) anomalous, and (d) 

alternate. We also describe the heuristics for identifying each class. In this process, we use the 

Inter-Quartile Range (IQR) filter [198] to identify any possible outliers.  

Zero class: The zero class represents the samples that have no instances of a request type (r) in 

the request mix, hence zero metric value for r (as shown in Figure 4.4). This is normal behaviour, 

and we leave them in the data-set. Unfortunately, we see some non-zero prediction values for the 

samples in the zero class. A simple adjustment to the performance model can fix this glitch. In 

this fix (called zero-fix), the performance model provides zero metric values for the samples 

where the request instance value is zero in the request mix. This fix considerably improves the 

correlation relationship between the predicted and measured metric values. 
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Linear class: The members of the linear class represent a near-linear change in the throughput or 

response time when sorted by the measured metric value in ascending order (as shown in Figure 

4.4). Naturally, the linear classifier performs best when the data-set is mostly comprised of 

training samples in the linear class.  

Anomalous class: The anomalous class represents training samples with an unusually high or 

unusually low value of a metric (as shown in Figure 4.4). They are few in number, say around 2% 

or less of the entire data-set. For example, the training samples in the anomalous class for Q1 

exist with unusually low response times due to the smaller number of concurrent Q1 query 

instances in the request mix in the case of xlarge VM type. We leave them in the data-set unless 

they skew the validation results significantly. The reason for the divergence is sometimes 

unknown. 

Alternate class: If there are many training samples with unusually high or low metric values not 

following the linear trend, then they belong to the alternate class. This is normal behaviour and 

the alternate class training samples are left in the data-set. The unusual values for the metrics 

stand out from the values in the linear class due to non-linear trends. For example, about 23% of 

the training data for the trade-order transaction on the large VM instance consists of unusually 

high but legitimate metric values. The throughput for trade-order decreases exponentially (non-

linearly) with increasing number of concurrent trade-update instances in the request mix. Catering 

to the combination of alternate and linear classes requires non-linear modeling. 

We collectively call all classes, except linear, the irregular class. We explored if existing 

clustering methods can give us the above (or different) classes. Wu et al. [203] put k-means in the 

second place in the top 10 algorithms in data mining. Unfortunately, we find that k-means and its 
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extension x-means [148], are unable to differentiate the subtle boundaries between the classes. 

Raatikainen et al. [155] also find the workload classes obtained by k-means to be unsuitable. We 

want to classify the patterns based on the reasons for their existence, which is something not 

obvious to a clustering method. For example, members of zero and alternate classes can have 

zero and unusually small values respectively but exist due to different reasons. x-means, however, 

treats them as a single cluster. Therefore, we leave the exploration of other clustering methods for 

another venue, and currently identify classes manually. Fortunately, the IQR filter helps us 

partially in this job. We use an offset (of 1.5) on IQR over the entire data-set to find the training 

samples that standout from the rest of the training samples. 

4.5.3 Validation Results 

As mentioned in section 4.4.5, we use SMO with a linear kernel as our base classifier. We build 

our performance model with the training set, and validate against the test set. We see that the 

linear classifier meets the validation criteria for most request types but performs poorly with non-

linear trends. We deal with non-linear trends in section 4.6. We analyze the validation results9 of 

the VM types in the following order: large, small and xlarge. We discussed our choice for 

different request types in section 3.4.2 in chapter 3. Every request type needs a separate SVM. 

We build response time SVMs for the queries Q1, Q6, Q12, and Q21, and throughput SVMs for 

the transactions i.e., new-order, payment, trade-order, and trade-update. We present the validation 

results below. 

4.5.3.1 Large VM Type (Optimal MPL=75)  

                                                      
9 The raw data used to build the performance model is present at: 
http://research.cs.queensu.ca/home/mian/index_files/Page485.htm 

http://research.cs.queensu.ca/home/mian/index_files/Page485.htm
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We evaluate the SVMs of the queries first. In Figure 4.5, we plot the frequency histogram of 

observed response times of Q1 after excluding members of the zero class. We see that the 

distribution is normal-like. 

 

Figure 4.5: Histogram for observed response times of Q1 on a large VM type instance. 

The frequency histograms for the remaining queries are similar to that in Figure 4.5. The 

evaluation metrics are reported in Table 4.2.  

Table 4.2: Evaluation metrics for the response time SVMs built for the large VM type 

instance. 

 Q1 Q6 Q12 Q21 

Correlation coefficient 0.99 1 0.96 0.97 

mean-%error 3.86 2.71 9.28 5.11 

 

The SVMs for the queries have near-ideal correlation coefficients and single digit mean-%errors. 

We attribute the errors to a few anomalies which exist with unusually low response times due to 
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the smaller number of concurrent queries in the request mix. For example, unusually low 

response times are observed for Q12 as there are a smaller number of concurrent Q12 queries in 

the request mix compared to the request mixes belonging to other classes. This situation 

apparently leads to less load on the DBMS and hence lower response times for Q12. 

We plot the correlation relationship between the predicted and actual response times for Q1 and 

Q12 in Figure 4.6 and Figure 4.7, respectively. The diagonal line shows the ideal case of perfect 

prediction. It can be seen that the training samples lie on or near the diagonal line, hence we get 

near-ideal correlation between the predicted and actual response times and low mean-%error. 

 

Figure 4.6: Predicted vs. measured response times for Q1 on a large VM type instance. 

On the other hand, the training samples are relatively more spread out around the ideal prediction 

line in Figure 4.7, hence we get relatively poor correlation and high mean-%error. The correlation 

plots for the remaining queries are similar. The SVMs for all queries have excellent correlation 

coefficients (close to 1), and low mean-%errors. Therefore, they all meet the validation 

requirement. 
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Figure 4.7: Predicted vs. measured response time for Q12 on a large VM type instance. 

Next, we evaluate the SVMs for transactions. We state the evaluation metrics for the throughput 

SVMs in Table 4.3.  

Table 4.3: Evaluation metrics for the throughput SVMs built for the large VM type 

 New-order Payment Trade-order Trade-update 

Correlation coefficient 0.97 0.97 0.58 0.80 

mean-%error 14.79 14.65 111.69 13.61 

The SVMs for the new-order and payment transactions have excellent correlation coefficients and 

acceptable mean-%errors. Therefore, they pass the validation test. The mean-%errors are 

generally higher than their query counter-part. The irregular class for new-order and payment 

mostly contains members of zero class and a few anomalies. The anomalies consist of unusually 

high throughputs, which are caused by a high number of concurrent new-order and payment 

transactions in a request mix. 
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The irregular class for trade-update also contains mostly members of zero class and a few 

anomalies. The anomalies have lower numbers of query instances compared to the training 

samples in the linear class. This suggests that the DBMS is under-loaded, and is able to execute 

more transactions. The trade-update has acceptable mean-%error but the correlation coefficient is 

on the borderline. We plot the frequency histogram of observed throughput for trade-update after 

excluding members of zero class in Figure 4.8. We see that the distribution is positively skewed. 

 

Figure 4.8: Frequency histogram for observed throughput for trade-update on the large 

VM type instance. 

It is possible to employ transformations (e.g. square root, log, or inverse), to the improve 

normality, but this complicates the interpretation of the results, and should be used in an informed 

manner. Due to an acceptable mean-%error, we do not perform any data transformation and 

consider that the trade-update SVM passes the validation test on the border. Meanwhile, trade-

order has a large irregular class, which is mostly comprised of members from the alternate class. 
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For example, we see 34 irregularities in the training set. This is about 23% of the training data, 

and represents an unusually large proportion. Inspecting the training data for the respective 

samples, we see that the number of concurrent request instances of trade-update is low in the 

alternate class. The trade-order and trade-update share some tables in their operations [184]. In 

addition, the trade-update transaction generates a high disk I/O because it looks for older records 

that are usually not in the buffer pool due to their age and frequency of access [183]. 

We suspect that the low trade-order throughput (in the linear class) is due to the high lock 

contention over the shared tables and frequent access to the disk by trade-update. We perform a 

simple experiment to confirm this suspicion, in which we set the trade-update instances to zero in 

all the samples. We see very high throughput values for trade-order, and this confirms our 

suspicion. The throughput for trade-order decreases exponentially (non-linearly) with increasing 

number of concurrent trade-update instances in the request mix. 

We plot the frequency histogram of observed throughput for trade-order after excluding members 

of zero class in Figure 4.9. We see that the distribution is heavily skewed with a long tail. We find 

that applying common transformations such as square root, log and inverse do not improve the 

normality of the measured throughput. In this case, the non-linearity in the data must be explicitly 

modeled using a non-linear kernel for SVM, for example. We perform non-linear modeling in 

section 4.6. The trade-order SVM fails the validation test with SMO (linear). 
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Figure 4.9: Frequency histogram for observed throughputs for trade-order on the large VM 

type instance. 

4.5.3.2 Small VM type (Optimal MPL=14) 

First, we evaluate the SVMs of the queries and show the evaluation results in Table 4.4.  

 

Table 4.4: Evaluation metrics for the response time SVMs built for the small VM type 

instance. 

 Q1 Q6 Q12 Q21 

Correlation coefficient 0.90 0.86 0.90 0.90 

Mean-%error 15.65 25.43 13.07 17.56 

The SVMs for Q1, Q12 and Q21 have excellent correlation values and acceptable mean-%errors, 

consequently, passing the validation test. As highlighted in Table 4.4, Q6 has a relatively poor 

correlation value and high mean-%error. We observe three classes in the Q6 data-set: (a) zero (28 

members), (b) linear (65 members), and (c) alternate (7 members). On average, the alternate class 
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has a higher number of concurrent request instances compared to the linear class. We believe this 

situation leads to a greater load on the DBMS and hence higher response times for Q6. The 

alternate and linear classes represent non-linear trends, and the Q6 SVM does not meet the 

validation requirement due to poor mean-%error. Next, we evaluate the throughput SVMs for the 

transactions as shown in Table 4.5.  

Table 4.5: Evaluation metrics for the throughput performance model built for the small 

VM type instance. 

 New-order Payment Trade-order Trade-update 

Correlation coefficient 0.96 0.97 0.90 0.63 

Mean-%error 13.52 9.72 1465.84 34.80 

The SVMs for new-order and payment have excellent correlation coefficients and acceptable 

mean-%errors. Therefore, they pass the validation test. Interestingly, trade-order’s SVM has a 

high correlation value and an extremely poor mean-%error. Examining the samples (request 

mixes) in the test set, we see that the resulting throughput values belong to three classes: (a) linear 

(62 members), (b) zero (29 members), and (c) alternate (10 members). We find that the number of 

concurrent trade-update transactions is at most two in any request mix. Consequently, the trade-

order has high throughput (in tens) for most samples in the test set (i.e. linear class). As noted 

earlier, providing a performance model for both linear and alternate classes with acceptable 

evaluation metric values requires modeling of non-linear trends. Therefore, the SVM for trade-

order fails validation. Similarly, trade-update consists of three classes in the test set : (a) linear  

(56 members), (b) zero (29 members), and (c) alternate (15 members). The respective SVM 

performs poorly and fails validation. 

4.5.3.3 Xlarge VM type (Optimal MPL=115) 
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First, we evaluate the SVMs of the queries as shown in Table 4.6. The SVMs for all the queries 

have excellent correlation values and mean-%errors within the set boundary. Therefore, they all 

pass the validation test. All SVMs except one (i.e. Q21) have single digit mean-%errors. The 

training samples for Q21 fall in three classes: (a) linear, (b) zero, and (c) anomalous. The 

anomalies exist with unusually low response times due to the smaller number of concurrent Q21 

queries in the request mix.  

Table 4.6: Evaluation metrics for the response time SVMs built for the xlarge VM type 

instance. 

 Q1 Q6 Q12 Q21 

Correlation coefficient 0.99 0.99 0.93 0.93 

mean-%error 5.46 3.21 5.86 11.72 

Next, we evaluate the throughput SVMs for the transactions as shown in Table 4.7. The SVMs 

for new-order and payment have excellent correlation coefficients and acceptable but high mean-

%errors. They pass the validation requirements. We attribute the high mean-%errors for the new-

order SVM to a few anomalies in the new-order test set. The anomalies exist due to a high 

number of concurrent new-order transactions and a low number of other concurrent request types. 

The same is true for the payment transaction. 

Table 4.7: Evaluation metrics for the throughput SVMs built for the xlarge VM type 

instance. 

 New-order Payment Trade-order Trade-update 

Correlation coefficient 0.97 0.97 0.46 0.87 

mean-%error 18.26 16.68 94.77 14.03 
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We find a poor correlation coefficient for the SVM of trade-order. Like the data-sets of trade-

order in the case of large VM type, we see that many training samples belong to the alternate 

class. The throughput for trade-order decreases exponentially (non-linearly) with an increasing 

number of concurrent trade-update instances in the request mix. The trade-order SVM fails the 

validation test with SMO (linear). 

The irregular class for trade-update contains members of two classes: (a) zero, and (b) anomalous. 

The numbers of trade-order and trade-update request instances in the request mix are similar 

across anomalous and linear classes. However, the anomalous class has a lower number of query 

instances compared to the samples in the linear class. This suggests that the DBMS is under-

loaded, and is able to execute more transactions. This cannot be said conclusively given the small 

size of the anomalous class (only 3 members in the test set), and we leave it as an observation. 

We also leave all anomalies in the data-sets for trade-update. We still get good correlation value 

with acceptable mean-%error. Therefore, the trade-update SVM passes the validation test. 

4.6 Modeling Non-linear Behaviour 

We have seen that SMO (linear) is sufficient for many request types, particularly where an 

alternate trend in the performance is non-existent. We consider a popular (non-linear) RBF 

Kernel to cater to the combination of linear and alternate trends. We further explore request types 

that failed their validation test with SMO (linear). We demonstrate the use of the RBF Kernel 

with the small VM type, but the process is the same for all the VM types. We choose the small 

VM type for demonstration because the SMO (linear) for the small VM type fails for the highest 

number of request types amongst all the VM types considered.  
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Appropriate kernel and parameter settings can greatly improve the SVM classification accuracy. 

Suitable values for the penalty parameter, C, and the kernel function parameter, γ, are unknown 

beforehand. For a large value of C, a large penalty is assigned to prediction errors. When C is 

small, prediction errors with small magnitude are ignored. This deceases the sensitivity of the 

estimated function towards small errors. Meanwhile, γ effects the amount of curvature in the 

estimated function. For small values of γ the decision boundary is nearly linear. As γ increases the 

flexibility of the decision boundary increases. Large values of γ leads to over fitting. For medium-

sized problems, the grid search approach is an efficient way to find the best C and γ [31]. In grid 

search, pairs of (C, γ) are tried and the one with the best cross-validation accuracy is chosen.  

Before the grid search, we revise our data-set to give us more training data out of the existing 

data-set. This is possible using the 0.632 bootstrap sampling method [92]. We aggregate the 

training and test data-sets to provide us with a combined data-set. We remove members of the 

zero class from the aggregated data-set. This is because we can augment the performance model 

to provide zero values for samples belonging to the zero class, and therefore, we do not need to 

train the performance model to cater for zero class. The revised aggregated dataset of n training 

samples is randomly sampled n times, with replacement, to give a learning dataset of n training 

samples. Because some elements in the learning dataset are (almost certainly) repeated, there 

must be some instances in the aggregated dataset that have not been picked by the random 

selection, which become part of the validation set. The size of the validation set is approximately 

1/3rd of n. In this way, we retain the property of unseen training samples for validation similar to 
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the test set. As stated in section 4.5.1, training and test samples were generated randomly using 

different seeds. 

Then, we perform a grid search on the learning set using 10-folds cross-validation. In this search, 

we explore exponentially growing sequences of C (2-5, 2-3, …, 215) and γ (2-15, 2-11, …, 25), since 

Hsu et al. [96] find this to be a practical method to identify good parameter values. They further 

recommend a coarse grid search first, and then a finer grid search on a “promising” region. Once 

the search identifies good kernel parameters, we train a SMO (RBF) with these parameters using 

the entire learning set and validate against the validation set. We use this search, train and 

validate method for Q6.  

We find further data transformations for trade-order and trade-update throughput to be 

appropriate. We sort the training samples of the trade-order transaction in the increasing order of 

throughput value. We plot throughput values against the instance numbers in Figure 4.10. Despite 

removing the zero class, the trade-order trend is still fairly non-uniform. While it is possible to 

model the trend, there is a large chance of over-fitting to obtain high accuracy given the number 

of bends and turns required for the curve fitting this trend. 

Instead, the level of symmetry increases significantly if we apply a logarithmic function, as 

shown in Figure 4.11. The bends are near-linear, and there is only one turn. We can train a SVM 

on the transformed trend without being overly concerned about over-fitting. Therefore, we find 

the above data transformations for trade-order and trade-update throughput to be appropriate and 

apply them to the aggregated data-set prior to bootstrap sampling. 
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Figure 4.10: Trade-order throughput values sorted in ascending order. 

 
Figure 4.11: Logarithmic trade-order throughput values sorted in ascending order. 

We state the evaluation metrics for the non-linear SVMs trained using the revised training and 

validation schemes in Table 4.8. We find that the mean-%errors greatly improve, and the 

Turn 

bends 
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correlation coefficients are excellent for the two request types when we explicitly model the non-

linear trends.  

Table 4.8: Evaluation metrics for the non-linear SVMs built for the small VM type 

 Q6 Trade-order Trade-update 

Correlation coefficient 0.97 0.98 0.79 

mean-%error 8.09 3.43 3.92 

Presently, linear and alternate class sizes are not in balance. A good strategy for producing a high 

accuracy classifier on imbalanced data is to classify any example as belonging to the majority 

class, which is called the majority-class classifier [31]. This is what we have done. The problem 

with the success rate is that it assigns equal importance to errors made on examples belonging to 

the majority class and the minority class. To address the imbalance in the data, we need to assign 

different penalty parameter values for misclassification to each class. 

We further observe that the workload behaviour changes dramatically depending on the amount 

of trade-update transactions in the request mix. For example, we see different phases in the trade-

order throughput, as shown in Figure 4.10. We can model each phase separately. This will likely: 

(a) improve the representation of the real trend in the model, and (b) avoid over-fitting. However, 

this comes at the cost of identifying phases and boundaries between them. The process of 

identification may require validation. Presently, we leave class size and phase aware modeling as 

part of the future work. 

4.7 Conclusions 

We employ an experiment-driven approach for building a performance model applicable in a 

cloud environment. The samples are generated using stratified sampling, and measurements are 
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collected by executing these samples in a public cloud. We provide a comparison of different 

underlying prediction techniques based on accuracy, and justify our choice. Some data patterns 

are identified and their possible treatments are suggested. Then, we train our performance models 

using the measured and treated data. The performance models are judged against multiple 

evaluation metrics, and validated against fresh data. We validate the performance models for the 

VM types in Amazon EC2 that vary in their system capacity, and in particular, in their physical 

memory. As a result, the optimal MPL values as well as the range on the number of request 

instances vary on these VM types.  

We find that linear classifiers are suitable for most (19 out of 24) request types and are fast to 

build and validate. They require less involvement on a developer’s part and can often be 

employed straight out-of-the-box with default parameters in a commonly used machine learning 

toolkit such as Weka. However, the results are unsatisfactory where there are non-linear trends in 

the performance data. In such cases, we explore non-linear modeling methods, which require 

choosing a suitable kernel and searching for appropriate parameter values. The search time can be 

in the order of hours, which becomes prohibitive for large number of request types. As a result, 

we recommend that a linear classifier be used in training the performance model in the first 

instance. If the resulting model is unsatisfactory, then the non-linear modeling can be carried out 

as the next step. In both cases, the models obtained can be serialized into java bytestream, and 

used by other applications [199].  

The behaviour of a request is affected by other concurrently executing requests both in terms of 

the request types and their number of instances. For example, a smaller number of query 

instances in the request mix results in less load, and consequently an overall lower response time 
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for queries and high throughput for transactions. We also observed that lock contentions and 

interactions between concurrently executing requests can have a significant impact on the 

performance of a DBMS. This supports the claim by Ahmed et al. [5], that interactions between 

concurrently executing requests can have a significant impact on the performance of a DBMS. 

Osborne et al. [141] state a number of assumptions for multiple regression that the researchers 

should test. We see that their assumptions (e.g. variables are normally distributed) do not always 

hold in our case. For example, the throughput distribution for trade-order in case of large VM 

type is highly skewed. Simple transformations, such as inverse, do not improve the normality of 

the distribution. Instead, explicit modeling of non-linear trends is required. We find grid search 

over RBF kernel promising, and see significant improvements in the evaluation metrics. 

The performance model built is used to predict SLA violations of workload execution on a given 

VM type in chapter 6. In the next chapter, we present a cost model to estimate the dollar cost of 

executing data-intensive workloads in a public cloud. 
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Chapter 5: Analytical Cost Model 

This chapter is based on Mian et al. [127]. 

In this chapter, we present a cost model to estimate resource expense of executing data-intensive 

workloads with consumer performance requirements expressed as SLAs. We also discuss the 

different components of our cost model and explain how each can be determined for a public 

cloud with a pay-for-use pricing strategy. We instantiate the cost model for the Amazon cloud, 

and experimentally evaluate the impact of the key factors on the accuracy of the model. The cost 

model is used to estimate the configuration costs in chapter 6. 

5.1 Motivation 

Public clouds, because of their pay-as-you-go flexibility and lack of up-front costs, are attractive 

to companies interested in lowering their operational IT costs.  In making the decision to move to 

a public cloud, however, a company must be able to determine an appropriate configuration of 

cloud resources for an application and so predict the cost-effectiveness of moving the application. 

The cost-effectiveness is determined by the cost of the required resources and the application 

performance achieved with those resources.  

In this chapter, we propose a cost model that meets the above requirements. The cost model 

accounts for the resources used by the application in a cloud that includes compute, storage and 

network resources. Further, the cost model estimates the hourly expense of placing multiple data 

partitions in a public cloud, and costs for executing transactional and/or analytical workloads on 

them. 
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The proposed cost model produces a single dollar value that captures the cost-effectiveness of a 

particular configuration in terms of both the resources allocated and the applications’ 

performance. The latter is represented as the penalty value imposed if SLAs associated with the 

workloads are not achieved. A configuration where more resources than needed are allocated 

pays a higher than necessary cost in terms of resources. On the other hand, a configuration where 

insufficient resources are allocated pays a higher cost in terms of SLA penalties.  

5.2 Background 

The problem of resource provisioning in public clouds has recently received a great deal of 

attention. Vazquez-Poletti et al. [191] determine a suitable number of homogenous VMs to 

execute a given workload in the Amazon cloud based on values of a novel cost-performance 

metric (C/P). Their method does not consider other resource costs such as storage or 

communication, and is applied to a workload consisting of a single work-unit, which is equivalent 

to a single query or a transaction. The C/P-based approach does not account for any SLAs, or its 

penalties in case of violations. 

Tsakalozos et al. [188] use principles from microeconomics to dynamically converge to a suitable 

number of VMs for a workload given a user’s budget. Their approach is used at runtime and 

cannot be used to provide an a priori prediction of resource allocations. Bicer et al. [35] also 

propose a runtime resource allocation framework to support time or cost constrained application 

execution in a hybrid cloud. Their cost model’s parameters are acquired by monitoring an 

executing application.  

Sharma et al. [168] develop a pricing model to provide “high” satisfaction to the users and the 

providers in terms of QoS guarantees and profitability requirements, respectively. The thrust of 
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their work is towards valuation of cloud resources, and they employ financial option theory and 

treat the cloud resources as underlying assets. 

Li et al. [114] propose a cost-effective data reliability mechanism to reduce the storage cost in a 

public cloud. Their mechanism checks the availability of replicas and reduces storage 

consumption up to one-third by making certain assumptions on the reliability. Assunção et al. 

[60] investigate the benefits that organizations can reap from a hybrid cloud. In particular, they 

offload work to a public cloud to reduce deadline violations and associated cost. Du [67] looks at 

maximizing revenue from cloud vendor’s perspective by modeling hybrid and public cloud 

markets using Markovian traffics. Interestingly, her work suggests that the hybrid cloud is the 

most profitable model for cloud vendors.  

Amazon’s monthly calculator [23] estimates charges for the Amazon cloud resources, if they are 

used for an entire month. While the time-bound on a workload may be unknown in advance, we 

argue that the time-unit of a month for resource cost is excessively coarse-grained. The calculator 

does not have any knowledge of a workload and cannot account for application performance with 

a given set of resource allocations. 

Our cost model accounts for all the compute, storage and network resources needed to execute a 

data-intensive workload consisting of queries and transactions accessing multiple data partitions. 

Our cost model accommodates user-defined SLAs and associated penalties and the execution cost 

is provided at the granularity of an hour. 

5.3 Different Resource Types and Pricing Schemes in IaaS Clouds 

As stated in section 3.1 of chapter 3, there are primarily three types of resources needed to 

execute a workload in an IaaS cloud, namely compute, storage, and network resources. For each 
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resource type, there are different pricing schemes and sub types of resources. The resource sub 

types used in our cost model are identified in section 5.4. Meanwhile, we consider pay-as-you-go 

scheme in our cost model. This is because we find pay-as-you-go scheme is more in-line with the 

cloud philosophy proposed by Armbrust et al. [29] that includes: (a) no upfront commitment, and 

(b) pay-for-use pricing scheme. All major cloud vendors Amazon cloud [21], RackSpace [156], 

and GoGrid [77] offer infrastructural resources on a pay-as-you-go basis. We discuss diversity in 

resource sub types and different pricing schemes below, using Amazon cloud as an example. 

5.3.1 Resource Types and Sub Types 

The resource costs vary by the resource sub type and the usage duration. A VM is a typical 

compute unit in an IaaS cloud. VMs differ in their computational and memory resources, network 

bandwidth available to them and latency of disk I/O. Amazon offers a diverse portfolio of VM 

types aimed at different classes of applications [19], as shown in the Table 5.1.  

The storage also comes in different sizes and flavors as shown in Figure 5.1. Every VM has a 

local storage [18], which is usually in the hundreds of gigabytes and has no access costs. Data on 

the local storage is volatile, and the data is lost once the user gives back the VM to the vendor. 

All other storage types are usually accessed over the network. For example, Amazon S3 [24] 

stores data over multiple network devices. It is a key-value storage that can store a value sized 

from 1 byte to 5 terabytes. Similarly, DynamoDB [17] is a key-value storage with very low 

latency. However, it places a limit (64KB) on the size of the key and the value. In contrast, the 

Elastic Block Storage (EBS) volumes [20] are raw storage which are formatted and mounted, and 

appear as network disks on Amazon VMs. Their sizes can vary from 1 GB to 1 TB.  
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Table 5.1: VM Classes, their distinguishing features, example applications and cost bands. 

VM Class Distinguishing Features Example Applications Cost Band 

Opportunistic 

Small amount of CPU 
resources augmented with 
spare CPU capacity of the 
host server when available. 

Lower throughput applications and 
web-sites that require additional 

compute cycles periodically, but are 
not appropriate for applications that 
require sustained CPU performance. 

Very low 
cost 

General 
purpose 

Balance between compute, 
memory, and network 

resources. 

Small and mid-size databases, data 
processing tasks that require 

additional memory, and caching 
servers. 

Lower end 

Compute 
optimized 

Higher ratio of CPUs to 
memory than other VM 

classes. 

CPU-bound scale out applications. 
Examples include high traffic front 

end fleets, web servers, batch 
processing. 

Middle 
order 

Memory 
optimized 

Lowest cost per GB of 
memory among EC2 VM 

types. 

Database applications and distributed 
caches. 

Middle 
order 

Storage 
optimized 

Directly attached storage 
optimized for applications 
with specific disk I/O and 

storage capacity 
requirements. 

NoSQL databases like Cassandra 
[108] and MongoDB [48] which 

benefit from very high random I/O 
performance and the low request 
latency of directly attached Solid 

State Drives (SSDs). 

Additional 
premium 
on base 
VM cost 

Cluster 
computing 
optimized 

High core density and 
supports cluster 

networking. 

Computational chemistry, rendering, 
financial modeling, and engineering 

design. 
High end 

 

Storage 
Types

volatile

persistent

key-value

raw
 

Figure 5.1: Examples of different storage types in the Amazon cloud. 

Amazon also provides different network performance for different VM types and storage 

resources. However, bandwidth available to a VM is not expressed as a number or a range. 

e.g. S3 [24], DynamoDB [17] 

e.g. local VM storage [18] 
 

e.g. EBS [20] 
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Instead, Amazon categorizes the network performance of a VM type into four bands, namely very 

low, low, moderate and high. The notable exception is 10 Gb/s for some VM types such as 

storage optimized VMs. Fortunately, it is possible to acquire guaranteed bandwidth (500 and 

1000 Mbps) on some VM types to access EBS at an additional premium. [18]; [24], [17]; [20] 

The maximum reported bandwidth between EC2 VMs and S3 was around 21MB/s in 2008 as 

reported by Palankar et al. [144]. They also noted that as the number of threads on a VM 

increases, the per-thread bandwidth decreases but the aggregate bandwidth increases. With two 

machines running with six threads each, the average bandwidth was 17 MB/s for file sizes of 100 

MB. Bergen et al. [33] note in 2011 that the average bandwidth reaches up to 12 MB/s for file 

sizes between 100MB and 5GB. 

5.3.2 Pricing Schemes 

The same resource sub type may also be offered using numerous pricing schemes. The pricing 

schemes usually differ in the resource acquisition method. For example, the popular schemes for 

acquiring VMs are: (a) pay-as-you-go, (b) auction-based, and (c) reserved.  

Using pay-as-you-go scheme, a VM is available within a few minutes when requested, and the 

user pays by the hour. This frees the user from planning and long-term commitment. Pay-as-you-

go scheme is also known as an on-demand scheme. 

The storage usage is usually billed by the month, though charges for partial usage may apply. In 

addition, there are network costs associated with accessing the storage, which is typically 

measured by the number of accesses. Further, transferring data in and/or out of a public cloud 

usually incurs costs. This cost is estimated by the amount of data transferred. The storage cost 
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may also vary by the size of storage acquired. Amazon decreases the cost rate for S3 as the 

storage size increases. This decrease follows a step function instead of a linear function.  

The auction-based or spot schemes enable a user to bid for the unused VMs. The spot price 

fluctuates periodically depending on the supply and demand for the VMs. A user gets a VM only 

when the bid exceeds the current spot price. The user may willfully return the unneeded VMs or 

the vendor may grab the allocated VMs forcefully when the spot price exceeds the user’s bid. 

This scheme is usually cheaper than the on-demand scheme, but the vendor may place a 

minimum or a baseline price for the bids. More importantly, the user may have to wait, or worse 

suffer a loss of a VM when the spot price increases. This adds complexity to the market model.  

Understanding how cloud vendors set the spot prices is useful for users, who can decide how 

much to bid. Ben-Yahuda et al. [32] find that Amazon seems to generate spot prices using a 

hidden reserve price function, which only complicates the market model. 

A user may be willing to commit for a long period of time such as a month or a year. In this case, 

the reserve scheme is suitable and it costs less than the on-demand scheme. The money is paid 

upfront in a lump sump, and is usually non-refundable. Therefore, some planning is required to 

avoid wasting of money and/or unused VMs. A cloud provider may offer additional discounts on 

other resource types when subscribing a service for a long-term. For example, Amazon offers 

some percent discounts on the storage when reserving VMs. The reserved scheme is also known 

as the pre-paid scheme. 

5.4 Cost Model 

The methodology used in building the performance model in chapter 4 is a typical experiment-

driven approach. We believe that the same approach can be used for building and validating our 



 

117 

 

cost model. Unfortunately, it is difficult to collect measurements for large training and test sample 

sets in a pubic cloud. This is because executing large number of samples sets in a public cloud 

would render hefty bills. Also, setting up each sample execution is manual, unlike for the 

performance model where we leverage existing tools to automate the sample execution. Instead, 

we develop a simple analytical cost model based on a set of intuitive equations which are 

presented below, and find that the model provides us with accurate cost estimates in most cases. 

An application that is executed with a given configuration in a public cloud incurs a cost to the 

application owner. This cost, as previously noted in section 3.1 of chapter 3, is made up of 

resource costs and penalty costs if SLAs are not met. Since a workload bound is not known in 

advance, we choose to represent the cost of a configuration per unit time, specifically in dollars / 

hour. Recall from section 3.1 from chapter 3, the cost of a configuration C in a pay-for-use IaaS 

public cloud can be stated as: 

cost(C) = compute_cost(C) + storage_cost(C) + network_cost (C) + penalty(C), (1) 

We use published VM and storage costs as parameter values in our model. However, we need to 

the experimentally determine the parameter values for network cost. We further discuss each 

component of the cost function below. 

A VM is a typical compute unit in an IaaS cloud. The VM types differ in their computational and 

memory resources [19]. Their prices are generally metered by the hour and partial usage is 

rounded up to the next hour. The compute_cost(C) can be expressed as:  









= ∑

∈Vv
vVMCost )(st(C)compute_co 
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where V is the set of VMs in the configuration C, VMCost(v) is the hourly cost of a VM v. 

There are different types of storage with different properties and prices. We consider our data 

partitions are stored in a cloud storage, which is metered by the month. We prorate the monthly 

cost down to an hour. The hourly cost for the storage used in a configuration C is estimated by: 








 ×
=

hoursmonth
Eq

_
st(C)storage_co

 

where q is the unit cost of storage (in dollar per gigabyte per month), E is the aggregated size of 

data partitions rounded up to the next gigabyte, and month_hours is the number of hours in a 

month (e.g. 24h ×30days). Any fractional cost is rounded up to the next cent. 

There are two main sources of network costs in the data-intensive applications in public clouds, 

namely transferring data in and/or out of the public cloud and accessing data storage. The transfer 

costs are difficult to capture in a general model since they are dependent on a number of specific 

characteristics of the application owner. Consequently, we assume that the data is already in the 

public cloud, which is accounted for by the storage costs. As a result, we only consider the 

network costs associated with accessing data storage. The network costs are estimated by: 









×= ∑

∈Vv
v scst(C)network_co  

where cv is the estimated number of accesses to the network storage v in a time-unit (hour) and s 

is the unit network cost for accessing storage. Like storage cost, the network cost is rounded up to 

the next cent. 
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We propose a function that assigns a penalty in each time-unit in which a breach occurs. This is 

reasonable since we use average performance metrics (such as average throughput) over a time-

unit to detect a breach. For a particular configuration C and a request type r, the penalty incurred 

in a given time-unit (hour) is given by: 

∑
∈

×=
Rr

rpenaltyCrpcond )(),(penalty(C)  

where penalty(r) is the penalty value (in dollars) for the requests of type r missing their SLO in a 

time-unit and R is the set of request types for the workloads in C. The binary function pcond 

indicates whether or not an SLO, defined over r and C, has been violated. We provide examples 

of pcond when we instantiate the cost model for the Amazon EC2 public cloud in section 5.5. 

Recall from section 3.1 of chapter 3 that SLOs are defined on the request types, where SLA on a 

workload consists of SLOs on all of its request types. 

5.5 Evaluation 

We examine the effectiveness of our proposed cost model for pay-as-you-go IaaS public clouds. 

We define an instance of our model for the Amazon cloud [21], which is currently a major vendor 

of IaaS-based cloud [151], and consider possible configurations for a multitenant database 

applications with different tenants, each with their own workload. We compare the cost estimates 

produced by our model with the actual costs incurred in the Amazon cloud for a variety of 

configurations of the multitenant database applications. We find that our model produces accurate 

cost estimates in most cases. 

We observe that there are three main variables that influence the cost for a configuration: 

1. The VM types used in the configuration,  
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2. The mix of workloads or tenants involved in the configuration, and 

3. The SLOs enforced in the configuration.  

The network cost varies with the workload and the VM type, while the storage cost varies with 

the tenant type. We therefore present the results of three experiments where each variable is 

varied while holding the other two constant. Before presenting the experimental results, we 

materialize the workloads and instantiate the cost model for the Amazon cloud below. 

5.5.1 Tenants and Workloads 

We use the same database tenants for evaluating cost model, which were described in section 

3.3.1 of chapter 3 and used in chapter 4 for evaluating performance models. Initially, we 

considered the validation approach used in chapter 4, which is typical for validating models built 

using experiments. Because of the limitations in executing large sample sets for approximating 

cost function (eq. 1) presented in section 5.4, we narrow the diversity of workloads by limiting 

the request types allowed in a workload as shown in Table 5.2. The tenants’ workloads are made 

up of requests from the benchmarks and are chosen to exhibit different behaviors, namely read-

only, write-heavy and mixed read/write. 

Table 5.2. Example Application Tenants 

Tenant Workload Databases Request types 

a read-only TPC-H Q1, Q6 

b write-heavy TPC-E trade-order, trade-update 

c read-write (mixed) 
TPC-H, 

TPC-C 
Q12, Q21 (TPC-H), new-order, payment (TPC-C) 
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5.5.2 Cost Model for the Amazon cloud 

We examined the pricing structure offered by the Amazon cloud and assigned values to the cost 

variables in our cost model as follows. 

Compute costs: We consider three VM types offered by EC2 in order to include cases of under, 

over and optimal resource provisioning for the example applications. We use the small, large, and 

xlarge VM types presented in section 3.3.2 of chapter 3. All of them belong to the general VM 

class. Recall, we selected these VM types because of the variation in their capacity to hold data in 

memory. Only two tenants fit in the memory of the large VM type, and it represents a “middle” 

case. All tenants fit in the memory of the xlarge VM type, and none fit in the memory of the small 

VM type. Studies have shown that the Amazon cloud does not always provide consistent 

performance in all regions [164]. So, we chose to run our experiments in the region with least 

variance, namely US-East-1d.  

The Amazon cloud provides the ability to place VM instances in multiple locations [21]. These 

locations are composed of regions and availability zones within them. Availability zones are 

distinct locations (presumably different data centers) that are engineered to be insulated from 

failures in other zones, and to provide inexpensive, low latency network connectivity to other 

zones in the same region. 

Storage costs: We choose Elastic Block Storage (EBS) [20] to store tenant databases, primarily 

because EBS appears as a network mounted hard disk. We also find EBS convenient for the 

evaluation purposes. The EBS storage cost consists of two parts, namely snapshot storage and 

provisioned storage. The snapshot storage cost occurs due to the VM image being stored in a 

permanent archive, S3 [24]. We introduced this image in section 3.3.1 of chapter 3. The DBMS 
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binaries and settings in the image add a small amount to the storage cost compared to the tenant 

databases, and are included in the storage costs. Meanwhile, the charge for provisioned storage is 

made when the VMs are booted with image stored in S3 [10]. The charges for provisioned 

storage accumulate on an on-going basis until the VMs are terminated. 

Snapshot storage has a cost of $0.125/GB/month and provisioned storage has a cost of 

$0.10/GB/month [20]. Both snapshot and provisioned storage are billed by the month, but are 

metered by the hour [25], so we can estimate their associated cost by the hour. Their cost is 

rounded up to the next integer cent. The hourly cost of the snapshot storage is estimated to the 

next cent by: 








 ×
=

hoursmonth
Eq

_
(C)orage_costSnapshotSt  

where q is the unit cost of snapshot storage ($0.125), E  is the aggregated size of partitions 

rounded up to the next gigabyte, and month_hours is the number of hours in a month (24h 

×30days). The provisioned cost is estimated using the same method, except the q becomes the 

unit cost of provisioned storage ($0.10 per GB-month). We validate our method of estimating 

storage costs against the daily increments in the storage cost reported by Amazon Activity [11].10  

Network costs: We experimentally determine the number of accesses required for each workload 

on each VM type. We then estimate the number of storage accesses per hour for a mix of 

workloads on a VM type as the arithmetic mean of the number of accesses by each individual 

workload in the mix.  When considering all workload combinations, we find that the error in the 

                                                      
10 We record Account Activity on a daily basis. Our daily records for April 12 to July 12 are available here: 
http://research.cs.queensu.ca/home/mian/index_files/Page485.htm 

http://research.cs.queensu.ca/home/mian/index_files/Page485.htm
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network cost provided by simple average varies from -$0.04 to $0.12 (range of $0.16). We can 

possibly improve the accuracy of estimating the network cost by prorating the network access at 

the request level but this comes at the cost of increased complexity. We find that the simple 

average11 provides reasonable accuracy in most cases. 

Penalty cost: We calculate the penalties based on the measured throughput and response times. 

The binary function pcond is defined differently for response time and throughput. For response 

time on a request type r, pcond is defined as 

𝑝𝑐𝑜𝑛𝑑 (𝑟,𝐶) =  �1 𝑖𝑓 𝑎𝑣𝑔𝑅𝑒𝑠𝑝𝑇𝑖𝑚𝑒(𝑟,𝐶) ≥ 𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑(𝑟),
0 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

� 

where avgRespTime(r,C) is the average response time for request type r in C, and threshold(r) is 

the required response time specified in the SLO for the request type r.  

For throughput on a request type r, pcond is defined as 

𝑝𝑐𝑜𝑛𝑑 (𝑟,𝐶) =  �1 𝑖𝑓 𝑎𝑣𝑔𝑇ℎ𝑟𝑜𝑢𝑔ℎ𝑝𝑢𝑡(𝑟,𝐶) ≤ 𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑(𝑟),
0 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

� 

where avgThroughput(r,C) is the average throughput for request type r in C, and threshold(r) is 

the required throughput specified in the SLO for the request type r. 

5.5.3 Experiments 

                                                      
11 We need some method of aggregating experimental results, and realize that “average” is meaningful for a 
normal-like distribution. With the scarcity of training samples, we are unable to verify the distribution of 
results and resort to using average as the aggregation method. Average, after all, average provides a 
“smoothing” effect over available measurements. Nonetheless, the reported results must be interpreted with 
caution.  
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The workloads in our experiments execute at the optimal MPL of a VM type. All workloads are 

presently weighted equally. Therefore, the optimal MPL is divided equally when multiple 

workloads are executing together. Any remainder MPL value is used by Q1 or Q12 query 

instances. This is an ad hoc choice to keep the DBMS under optimal load. 

For example, suppose read-only and write-heavy workloads execute on the large VM type where 

the optimal MPL level is 75. There are four request types in the read-only and write-heavy 

workloads (Q1, Q6, trade-order and trade-update), each getting an equal MPL share (of 18) of the 

optimal MPL value (75). The remainder of 3 is added into the MPL share of Q1. The MPL share 

of a request type represents the concurrent instances of that request type in the request mix 

executed at a DBMS. 

We parameterize our cost model by the hour, therefore, the same request mix executes for the 

entire duration. The warm up period is included in the measurements. This is important because 

the DBMS is populated with the workloads’ data. This data is read off the network disk, which 

results in the network cost. This data is of considerable size. Once the data is in the DBMS 

caches, much of the data needs can be served locally from various caches. Therefore, the warm 

up period is part of the measurement process in this case. 

We perform sensitivity analysis, in which all but one variable is varied, and the remaining 

variables are kept constant. That is, we vary the user-controllable variables one-at-a-time. This 

allows us to evaluate the cost model with each variable individually. We also see the impact of 

each variable on the workload execution cost independently. The experiments are: 

1. Varying VM Type (presented in section 5.5.3.1) 

2. Varying Workload Mix (presented in section 5.5.3.2) 
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3. Varying SLA Penalties (presented in section 5.5.3.3) 

We compare the estimated resource costs against the invoice rendered by Amazon. We determine 

the error in the cost estimate for each case. 

5.5.3.1 VM Type 

We first examine the effectiveness of the cost model as we vary the VM type used. We execute a 

combination of all the tenants (a, b and c from Table 5.2) on each VM type with no SLOs 

defined, and hence, there is no penalty cost. We compare the estimated and the measured costs 

for each case in Figure 5.2.  

 

Figure 5.2: Estimated and measured costs for all workloads executing simultaneously on 

each VM type instance with no SLOs. 
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We observe no estimation errors in the VM and storage costs. The average error in the network 

cost is about $0.01, which is about 6% (over-estimation)12 of the total measured cost of the 

configurations on average. The VM cost increases for more powerful VM types, but the network 

cost decreases. We attribute the reduced network costs to a larger buffer pool, which reduces the 

number of network accesses. 

5.5.3.2 Workload Mix 

We next examine the effectiveness of the model as we vary the mix of tenants running together 

on the same VM. We run different combinations of the tenants’ workloads on a small VM with 

no SLOs defined, that is, no penalty costs. We compare the estimated and the measured costs in 

Figures 5.3 and 5.4.  

 

Figure 5.3: Estimated and measured costs for each workload executing on a small VM type 

instance with no SLOs. 

                                                      
12 %cost error = (predicted – measured)/measured  



 

127 

 

Figure 5.3 shows, as expected, that we are able to accurately estimate the costs for the individual 

workloads because we collect the metrics for the workloads on an individual basis. Figure 5.4 

shows that when workloads are run in combination on a VM we provide accurate estimates for 

storage and compute costs but the network estimates differ from the actual costs. The average 

error in the network cost is about $0.03, which is about 13% of the total measured cost on 

average. We also see a large difference between the estimated and the measured cost for the bc 

workload. In this case, the network cost error is $0.12, which is about 55% of the total measured 

network cost of the bc workload. We believe this is because the simple average does not take into 

account the change in workload intensity and its effects on buffering and lock contention when 

the workloads are executed simultaneously. 

 

Figure 5.4: Estimated and measured costs for each workload combination executing on a 

small VM type instance with no SLOs. 

5.5.3.3 SLA Penalties 
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Next we keep the workloads and the VM type fixed, but vary the SLOs. We choose small VM 

type instance to execute all workloads simultaneously (combination abc). We describe our 

rationale for SLOs’ specification and penalties. Missing payments lead to monetary losses. 

Therefore, we associate a high penalty ($0.10) with the threshold value of 50tps with the payment 

as shown in Table 5.3. 

Table 5.3. SLOs for different requests. 

Tenant Request SLO Type Threshold Penalty 

c Payment Throughput 50tps* $0.10 

b Trade-update Throughput 0.04tps $0.15 

a Q1 Response time 200s $0.05 

* transaction per second (tps) 

We also place SLOs on write-heavy and read-only workloads for trade-update and Q1 requests, 

respectively. The trade-update in a real stock market has a low frequency of arrival, but large 

monetary stakes. Therefore, we place an SLO on trade-update in the write-heavy workload by 

associating a threshold of 0.04tps but with a harsh penalty ($0.15). Meanwhile, Q1 is an 

analytical query with an expectation of larger execution time. Therefore, we associate a threshold 

of 200s with a minor penalty ($0.05) to discourage the embarrassingly large execution time.  

We compare the estimated and the measured costs in Figure 5.5 where x-axis shows SLOs 

defined. The average error in estimating configuration cost is about $0.04, which is about 10% of 

the total measured cost of the configurations on average. After inspecting the evaluation results 

above, we note that the cost errors are usually in estimating network costs and penalty costs. 
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Figure 5.5: Estimated (E) and measured (M) costs for all workloads a, b, and c executing 

simultaneously on a small VM type instance with varying SLOs. 

We see considerable penalty costs, in the case of payment+update+Q1 SLOs, due to lack of 

resources to avoid SLO violations. This shows under-provisioning. We see considerable penalty 

costs, in the case of payment+update+Q1 SLOs, due to lack of resources to avoid SLO violations. 

This shows under-provisioning. We compare the costs of simultaneously executing all workloads 

on each VM type instance in Figure 5.6.  

We see that the overall cost reduces slightly for large VM type instance due to reduced penalties 

but higher VM costs. There are no penalties when the workloads execute on the xlarge VM type 

instance, but the overall cost is higher than any other resource configuration. 

In the case of the xlarge VM type instance, we observe that the penalties have been replaced by 

higher VM costs. This is an example of the trade-off between penalties and resource costs. The 

resource configuration with large VM type has the minimal dollar-cost, and is, therefore, the 
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optimal configuration for executing all the workloads given payment+update+Q1 SLOs. The 

average error in estimating configuration costs varies by about $0.01, which is about 2% of the 

total measured cost of the configurations on average. 

 

Figure 5.6: Estimated and measured costs for all workloads a, b, and c executing 

simultaneously with payment+update+Q1 SLOs on each VM type. 

5.6 Conclusions  

We present a cost model for estimating the cost of workload execution for the pay-as-you-go 

scheme in the IaaS clouds, and the cost model is instantiated for the Amazon cloud. Our cost 

model is workload aware and provides cost at the granularity of an hour. These methods are 

relevant for other IaaS clouds like GoGrid [77] or RackSpace [156].  

We vary the use-cases in the user-controllable variables, namely VM types, workloads, and the 

SLOs’ specifications. Our evaluation workloads consist of analytical, transactional and mixed 

types. We consider different workload combinations on different VM types. We also specify 
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SLOs on the transactions and the queries belonging to different tenants. The SLOs vary in their 

threshold and penalty values. The absolute average error in estimating configuration costs across 

all experiments is 6.28%, which is about $0.02 of the total measured cost of the configurations on 

average. With the scarcity of training samples, we are unable to verify the distribution of results 

and resort to using average as the aggregation method. Therefore, these results must be taken with 

caution. 

The evaluation cases considered gauge our cost model for the user-controllable variables. 

Admittedly, they are not exhaustive. Nonetheless, we argue that they suffice for the evaluation. 

Also, we do not vary the instances of the same workload. We consider that this is unnecessary 

because our workloads do not have a fixed number of request instances in a request mix, and we 

scale a workload according to the optimal MPL value of a VM instance.  

We do not consider a large number of VM instances and tenants in evaluating our cost model. 

This is because the VM costs can be determined accurately using the published unit costs. We 

validated our method of estimating storage costs by inspecting Amazon’s Account Activity over 

the course of a few months. 

In all the experiments, we observe low storage costs, especially compared to the network and VM 

costs. This is because monthly storage costs are already low, and prorating it gives even lower 

hourly cost, which is then rounded up to the next cent. This relatively lower storage cost is in-line 

with the widening cost-value gap between storage and other computational resources such as 

network and processors. 
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The current cost model, while adequate for workload execution in a single zone, needs to be 

expanded in order to deal with any inter-zone and inter-region communication costs. Also we do 

not address the cost of maintaining consistency between replicas, leaving it as future work and 

discuss it further in chapter 7. 

In the next chapter, we explore the cost models with predicted metrics instead of assuming that 

they are known in advance. The predictions are generated by the performance model presented in 

chapter 4. 
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Chapter 6: Heuristic-based Configuration Selection 

In this chapter, we examine the problem of determining the most cost-effective deployment of a 

data-intensive application in a public cloud using heuristic-based algorithms. We plug-in the 

performance and cost models, developed in chapters 4 and 5, in our provisioning framework 

presented in chapter 3. The specific resource demands on the VMs for a workload and SLAs are 

accounted for by our performance and cost models, which are used to predict performance and 

expected cost respectively. The search algorithms can optionally balance resource costs against 

penalties incurred from the violation of SLAs or opt for non SLA violating configurations. We 

validate our approach experimentally using workloads based on standard TPC benchmarks in the 

Amazon cloud. 

6.1 Motivation 

Determining the cheapest resource configuration in a public cloud environment faces several 

challenges. For example, the space of possible configurations is very large, and therefore, exact 

solutions cannot be efficiently determined. Secondly, performance unpredictability is a major 

issue in meeting SLAs [164]. Thirdly, the seemingly unlimited number of resources create a 

tradeoff between multiplexing and scaling [123]. Fourthly, the availability of multiple resource 

types (e.g. multiple storage types) increases the dimensionality of the configuration space. 

Further, the existence of various pricing schemes for various resource types not conforming to the 

pay-as-you-go philosophy complicates the problem. 

We see an active interest [35, 76, 110-113, 162, 213] in optimizing an objective in a public cloud, 

such as resource cost or execution times, typically subject to some constraints such as deadline or 
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budget. We see that some work [58, 76, 111, 112, 162] that models the provisioning problem are 

able to offer optimality guarantees but usually at the cost of some simplifying assumptions, such 

as the existence of a single minimum in the case of linear programming (LP). While others 

assume advanced knowledge of performance parameters [162], or use analytical performance 

models [110-113].  

Analytical performance models have proven to be inadequate for data-intensive workloads in the 

cloud [5, 126]. We also see some optimization efforts [35, 188] in employing a cost model that is 

used at run-time, and cannot be used for prediction in the planning phase. Often, the optimization 

is augmented with a feed-back loop [76, 110, 116, 188, 213], which is promising since a public 

cloud is a dynamic environment. 

Much of the above work is evaluated against non-standard and/or computational workloads in a 

simulation, private cloud or at best in a hybrid cloud. A private cloud is a controlled environment 

unlike a public cloud, meanwhile, efficiently executing data-intensive workloads in a hybrid 

clouds remains an open-problem. Some work that employs a cost or a performance model 

typically skips the independent validation of the model and goes straight to the evaluation of the 

optimization. We believe that the independent validation of the models is relevant because the 

errors accumulate through the models and the optimization method. 

6.2 Background 

Some of the cost models described in section 5.2 of chapter 5 have been used in the context of 

optimizing application execution, maximizing profit or minimizing cost. For example, Bicer et al. 

[35] propose a runtime resource allocation framework to optimize time or cost of an application 

execution given a budget or a deadline, respectively. As stated in section 6.1, we see some recent 
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work [35, 58, 76, 110-113, 116, 162, 188, 213] on optimizing resource or cloud provisioning. 

Many of these works are formulated as constrained optimizations, and contain both linear [162] 

and non-linear [58] formulations.  

One approach is to optimize a goal with “hard” constraints, such as a budget or a deadline [35, 

111, 112, 162, 213]. Li et al. [111] find minimum cost application deployment subject to 

processing capacity and throughput SLAs. Ruiz-Alvarez et al. [162] use LP 

for optimal placement of data in the hybrid clouds. Often problem requirements are transformed 

into hard constraints, for example, computation required does not exceed the site capacity [42, 

162].  

Another approach is to treat the constraints as having “soft” boundaries [113, 126], or to combine 

them into a utility function that is optimized [76, 110]. Li et al. [113] find optimal deployments 

for large service centers and clouds subject to many constraints but with soft limits on the license 

availability by imposing additional licensing costs if the permitted license quota is exceeded. 

Maximizing a utility function allows multi-objective optimization. Li et al. [110] find the 

solutions that describe the best tradeoff between conflicting performance and cost-saving goals 

instead of a single global optimum. In particular, they explore “good” tradeoffs between 

minimizing cost and maximizing QoS attributes, and observe their solutions concentrate around 

the “knee” of a multi-objective curve aiming for Pareto-optimal solutions. 

Some of the above work are augmented with a feed-back loop, and offer revised solutions to 

adapt to the changes in the system [76, 110, 116, 188, 213]. For example, Ghanbari et al. [76] 

allocate resources in a private cloud to minimize cost to the provider while accounting for the 
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application’s SLAs. They also employ a utility function, and update applications’ performance 

models to adapt to the changes in the system, which change the optimal configuration. 

Work that solves the provisioning problem using methods like LP and mixed integer 

programming (MIP) offer optimality guarantees [58, 76, 111, 112, 162], but in doing so make 

some simplifying assumptions. For example, Ruiz-Alvarez et al. [162] use LP, which assumes 

linear relationships among the building blocks of the problem. Others [110-113, 126] employ 

analytical performance models like QNMs or their variants. As stated in section 4.1 of chapter 4, 

we find that the response times for queries on a VM as predicted by simple single server centre 

models, vary by as much as 70% from the measured response times [126]. A simple model does 

not capture the impact on the workload performance of the interactions among different query 

types. 

Our optimization algorithms are based on heuristics and do not guarantee global optimum. 

Heuristic based algorithms have also been explored to optimize an objective function given some 

constraints. For example, Wada et al. [194] use genetic algorithms to find efficient deployment of 

different application instances, which have different level of SLAs. Our heuristic algorithms 

employ standalone cost and performance models that have been validated in a public cloud. Our 

algorithms and models are aimed at providing a suitable resource configuration for data-intensive 

workloads, which access multiple data partitions. Finally, the resulting resource configurations 

are validated in a public cloud such as Amazon unlike much of the above work. 

6.3 Determining a Cost-Effective Configuration 

Recall from chapter 3, the provisioning problem is to determine a configuration C for a set of 

workloads, W, such that the resource cost for executing workloads in W is minimized and all the 
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SLAs are satisfied. The cost for a configuration C, with penalties for violations of SLOs defined 

over the workload, is stated as: 

cost(C) = compute_cost(C) + storage_cost(C) + network_cost (C) + penalty(C), (1) 

Eq. 1 is also the objective function, which needs to be minimized, and is expanded in chapter 5. 

Determining an optimal configuration for a set of workloads given some SLO constraints or 

penalties is a NP-hard problem in general. Therefore, we employ heuristic search algorithms to 

find a cost-effective configuration that do not provide any guarantees on optimality. We represent 

the set of all possible configurations for a set of workloads W as a directed graph Configs = 

(N(W), E(W)). The set of nodes, N (W), and the set of edges, E(W), are defined respectively as: 

N(W) = {Ci | Ci is a valid configuration for W} and  

E(W) = {(Ci, Cj) | configuration Cj is obtained from Ci using a permitted modification}, 

We discuss modifications and heuristic search algorithms below. 

6.3.1 Modifications 

We define modifications that change the number and types of VMs in a configuration to adjust 

the cost. This is because we find that setting SLO penalty costs aside, the highest cost is typically 

incurred in the types of VMs used. Also, a user has more control in selecting the VM type in a 

configuration but not much over storage and network usage. 

We embed some additional heuristics in the modifications at a finer level based on four metrics, 

namely VM utility, workload weight, VM utilization and a busy rank. We define the utility of a 

VM instance as a ratio between the number of workloads and the cost rate for the VM. Any SLO 

violations on a VM decrease its utility value.  
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The workloads may consume different amounts of resources for execution, and we represent the 

resource usage property by a weight value. For example, OLTP workloads consist of short and 

efficient transactions that require small amounts of CPU and disk I/O to complete, and are 

represented by a small weight value. Whereas OLAP workloads comprise of more complex and 

resource-intensive queries that can take hours to complete, and are represented by a large weight 

value. The workload with the greatest weight is the heaviest workload on that VM. The weight of 

a workload is relative, and the absolute weight values do not matter. 

We also define the utilization of a VM instance as a ratio of the number of workloads and their 

weight values divided by the system memory. Finally, we differentiate between a highly utilized 

VM instance from a VM instance with multiple workloads by using a busy metric, which simply 

represents the number of workloads on a VM. 

The legal modifications to a configuration allowed in our model are listed below:  

• Upgrade: Upgrade by scaling up the most utilized VM in the configuration to the next more 

expensive VM type. If the most utilized VM is already at the highest cost rank, then scale up 

the VM with the lowest cost rank. 

• Add-cheapest: If the number of VMs is less than the number of workloads, then add an 

instance of the least expensive VM type to the configuration, and offload the heaviest 

workload from the busiest VM to the new VM. 

• Add-same: If the number of VMs is less than the number of workloads, then identify the VM 

with the highest utility, add an instance of the same VM type, and offload the heaviest 

workload from the busiest VM to the new VM. 
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• Add-expensive: If the number of VMs is less than the number of workloads, then add an 

instance of the most expensive VM type, and offload the heaviest workload from the busiest 

VM to the new VM. 

• Load-Balance: If there is at least one VM executing two or more workloads, then move the 

heaviest workload from the busiest VM to the least utilized VM. 

• Downgrade: Identify a VM with the lowest utility and replace it with the next cheaper VM 

type. 

• Downsize: Offload all the workloads from the VM instance with the lowest utility to the least 

utilized VM, and remove the former from the configuration.  

All the modifications but one change the VM costs in a configuration, and therefore, the cost 

change is referred to as the modification cost. The modified configuration may result in decreased 

overall configuration cost due to reduced network and penalty costs despite an increase in the 

VM costs. Alternately, the overall cost may increase due to under-provisioning and increased 

penalties. The resultant overall cost is determined after modifying the configuration and invoking 

the cost model with the modified configuration. 

Figure 6.1 shows a conceptual view of the configuration space. An edge (Ci, Cj) in the search 

space indicates that a configuration Cj can be obtained from a configuration Ci  by applying the 

modification. 

6.3.2 Search Algorithms 

We present three adaptive algorithms that explore different parts of the configuration space by 

using different heuristics to select the modifications in each iteration. These algorithms continue 

to explore the configuration space provided that they keep finding cheaper configurations. We 
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also provide non-SLO violating variants of these algorithms, by defining a simple switch which in 

its ‘on’ state discards configurations that violate SLOs.  

C1

C2

C3

Ca

Add-cheapest ($0.08)Upgrade ($0.65)

Load-Balance ($0)

Cp

Upgrade ($0.65)

... ...

......
Downsize (-$0.65)Add-same ($0.08)

 

Figure 6.1: Conceptual view of the configuration space. An edge transforms a configuration 

into another configuration. 

Figure 6.2 depicts how the different variants of the heuristic algorithms are derived from a 

common search template. They differ in their views of a valid configuration, termination criteria 

and the choice of modification selection.  We describe the algorithms below. 

Greedy heuristic: The greedy search algorithm starts by building an initial configuration by 

mapping all the workloads and the data partitions on to a single instance of the cheapest VM type. 

It then greedily selects the lowest cost modification amongst the permitted modifications in each 

iteration. As a possible consequence, the cost of a configuration decreases due to reduced 

penalties, for example. The algorithm stops at the first minimum cost configuration it finds, 

which serves as a baseline for the experimental results. 
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Figure 6.2: Relation between search algorithms, and their derivation path. 

Adaptive greedy heuristic: The adaptive greedy algorithm extends the greedy algorithm with an 

ability to continue to look ahead for another minimum once the first one is found. The extension 

is a function of the number of workloads in the configuration and the number of iterations taken 

to find the last minimum. For example, if the adaptive greedy algorithm finds the last minimum in 

n iterations and the number of workloads is w, then it explores the search space a further wn 

iterations in the hope of finding a better (cheaper) minimum. If one is found then it resets the 

iteration counter (n) and continues to look for a better minimum until one is not found in the 

additional wn iterations. 

Pseudo genetic algorithm (pseudo-GA): In contrast to the greedy heuristic, the pseudo-genetic 

algorithm chooses a random modification in each iteration from all possible modifications. This 

algorithm makes excessive use of random selection amongst the permitted modifications. Each 

permitted modification has an equal probability of being selected. Therefore, this algorithm is not 
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entirely random nor does it contains all the building blocks of a genetic algorithm, thus, the name 

pseudo-GA. 

Tabu search: In contrast to pseudo-GA, the tabu search algorithm selects the modifications 

systematically. The algorithm uses tabu constructs that consist of intensification and 

diversification strategies. The intensification strategies promote the selection of modifications 

which were historically found to be good. For example, recent modifications that lowered the 

cost, or the modification that has lowered the cost most of the time. The diversification stage, on 

the other hand, encourages the search process to examine unvisited regions and to generate 

configurations that differ significantly from those considered earlier. For example, this strategy 

promotes previously unselected modifications. Further, each chosen modification is intentionally 

flagged unavailable (tabu’ed) for some number of iterations despite being a perfectly eligible 

and/or a promising modification. The tabu’ing of a modification is particularly useful in breaking 

out of cycles. The tabu duration is determined randomly over the size of the permitted 

modification list. 

The starting point for all the algorithms is the initial configuration, where all the workloads and 

the data partitions are mapped to a single instance of the cheapest VM type. This configuration 

exploits a heuristic, namely it has the lowest VM costs. Further, this configuration often turns out 

to be the optimal configuration when there are no SLOs defined. 

6.4 Evaluation 

The scope of the evaluation is to gauge the combined work of the framework components in 

finding the most cost-effective configurations with a focus on algorithms. To achieve this, we 
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plug-in performance and cost models from chapter 4 and chapter 5 respectively into the 

framework as presented in chapter 3. 

We execute two sets of experiments to evaluate different aspects of the algorithms. The objective 

of the first set is to compare the results with the optimal solutions determined by an exact 

algorithm using small numbers of workloads, namely three. Meanwhile, the objective of the 

second set is to compare the performance of the promising algorithms in executing realistic 

workloads where the number of workload instances is thirty. In both cases, we validate some of 

the configurations in the Amazon cloud in order to confirm our framework’s outputs.  

There are four variables to the configuration cost, namely VM, storage, network and penalty 

costs. All four are varied in our experiments. A user has direct control over workloads and data 

partitions, which impact storage and network costs, and over SLOs, which impact penalty costs. 

Considering different workload types allows us to vary the database partitions, and hence the 

aggregate storage size and costs. Considering a large number of workload instances and placing 

SLOs on them rewards the algorithms that place them on different VM types, hence treating VM 

cost as a variable. The performance of an algorithm is measured by the dollar-cost of the 

configuration provided. 

We first present the database tenants and their workloads. After that, we evaluate the algorithms 

against the global optima in some restricted cases. Then, we evaluate the algorithms with realistic 

workloads and discuss the diversity of the configurations provided. 

6.4.1 Tenants and their Workloads 
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As stated in section 3.3.1 of chapter 3, we use databases in well-known benchmarks, namely 

TPC-C, TPC-E and TPC-H in evaluating our work. The workloads for the multitenant database 

applications used in our experiments are described in section 5.5.1 of chapter 5. 

The tenants’ workloads are made up of requests from the benchmarks and are chosen to exhibit 

different behaviours, namely read-only, write-heavy and mixed read/write. They consist of data-

intensive request types, which spend significant part of their execution time accessing (reading 

and/or writing) data.  

A request type in a workload may have multiple instances that execute concurrently. In general, 

the size of a workload is unknown. Therefore, we parameterize our workload execution by a 

time-unit, an hour. During workload execution, a request instance is continuously re-submitted if 

finished early. This ensures that the request mix is consistent at a DBMS throughout the hour. 

6.4.2 Evaluation against Optimal Comparison Point 

We first experiment with a small number of workloads so that the correctness of our algorithms 

can be judged by comparing them to an exact solution for these limited cases. We keep the 

workloads fixed at the combination abc, where the workloads a, b and c are defined in section 

5.5.1 of chapter 5. This combination is executed concurrently at the optimal MPL level of the VM 

types. We keep the SLOs’ thresholds fixed, but vary their penalty values. We use the penalties in 

the Table 5.3 of chapter 5 as a base case, and amplify them, two times, rerunning the algorithms 

to see the cost of the resulting configurations provided by the algorithms. Lower cost is better. 

We compare the configuration costs returned by the search algorithms in Figure 6.3. 
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Figure 6.3: Cost of resulting configurations when SLOs’ penalties are varied, and workload 

and SLOs’ thresholds are fixed with a single instance of a, b and c. 

Interestingly, adaptiveGreedy always returns the same configurations as greedy in the above 

cases. This is because once it finds a cost minimum, it always chooses the lowest cost 

modifications that does not allow it to move away from the minimum. Surprisingly, pseudo-GA, 

despite selecting random modifications, returns cheaper or equal costing configurations than 

adaptiveGreedy. In contrast, tabu search always provides the optimal configuration in the above 

cases. It may appear that the algorithms provide only two types of configurations, which are 

either the initial configurations or the optimal configurations. This pattern changes when we 

consider realistic workloads, where we see more variation in the configuration costs. In this 

analysis, we find pseudo-GA and tabu search promising, and we evaluate them using realistic 

workloads in section 6.4.3. 

We validate the costs of the configurations provided by the algorithms for the base case (i.e. when 

penalty multiplier is 1. All the heuristic algorithms except tabu search return the initial 
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configuration, which consists of only a single small VM instance. Meanwhile, tabu search and 

exact method return identical configurations, which have a single large VM instance. We execute 

these configurations in the Amazon cloud for about an hour. We compare the costs of 

simultaneously executing all workloads (abc) on each configuration as shown in Figure 6.4. 

 

Figure 6.4: Estimated and measured costs for a, b and c workloads executing 

simultaneously subject to payment, trade-update and Q1 SLOs. 

We see considerable penalty costs due to lack of resources to avoid violations in the case of the 

configuration containing a small VM instance.  We see that the overall cost reduces slightly for 

the configuration containing a large VM instance due to reduced penalties but higher VM costs. 

This is an example of the tradeoff between penalties and resource costs. 

In the above case, we see that the total measured cost of the optimal configuration is just under 

the measured cost of the initial configuration. We anticipate that there will be cases when 
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estimation errors will lead to a wrong configuration identified as the most cost-effective 

configuration. We see such a case in the next section, and explore possible reasons there. 

6.4.3 Evaluation with Realistic Workloads 

With difficulties in obtaining real workloads, we do a best-effort job in defining workloads that 

exhibit characteristics of real applications. We use a combination of our workloads to exhibit 

behaviour similar to the aspects of web-applications listed by Cooper et al. [53] as shown in 

Table 6.1. 

Table 6.1: Web-application type workloads. 

Workload 

type 

Percentage 

Mix 
Web-application Characteristics 

read-only a (100%) 
User profile cache, where profiles are constructed elsewhere 

(e.g., Hadoop) 

read-heavy 
a (80%), 

b (20%) 

Photo tagging; add a tag is an update, but most operations are 

to read tags 

update-heavy c (100%) Session store recording recent actions in a user session 

Using a combination of the workloads similar to the ones used by Cooper et al., we define 

realistic workloads. We define two levels of thresholds and penalties in an SLO, namely lenient 

and strict. Suppose our workloads are present in equal proportions in a normal session. For 

example, if the number of permitted workload instances is 30 then each workload, Wi, gets an 

equal proportion of 10. We present a list of cases below, where one workload becomes dominant 

in the aggregated workload mix. 
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Read-only dominant (ro-dom): Let us assume that write and update workloads deplete at night. 

For example, consider the example of a trading market which closes in the evening, and the back-

end and house-keeping workloads kick in. This also provides a window to execute more 

analytical workloads over-night, hence we see read-only dominant. 

Update-heavy dominant (up-dom): Group-on [84] is a popular daily deal website that features 

discounted gift certificates usable at local or national companies. It has over 35 million 

subscribers and offers coupons in over 150 markets. Recently, it sold over 25,000 GPS units in a 

span of few days [131]. We see update-heavy dominant in this behaviour. 

Read-heavy dominant (rh-dom): Yahoo! News reported “The 5 Most Successful Viral Videos 

Ever” in early 2012 [202]. The number one video is a short clip about the atrocities committed in 

Uganda by Joseph Kony and his rebel army. This clip aims to raise awareness about Kony, who is 

believed to have kidnapped and enslaved some 66,000 children since the late 1980s. The film 

generated immense interest with a total of 100 million views over the Web in a record six days, 

with some viewers posting comments. We see read-heavy dominant in the workload mix in this 

case.  

With the above description, we define the mix of workloads in W in Table 6.2. The fractions 

represent the share of a workload type from the total permissible number of workload instances, 

which we set at thirty. We define SLOs over request types accessing different database tenants in 

Table 6.3. All workloads instances belonging to a single workload type have the same SLOs. 

Due to the large number of workload instances, determining a global optimum using an exact 

method becomes impractical. Therefore, we use two promising algorithms, namely pseudo-GA 
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and tabu search and their non-violating variants, to determine suitable configurations. We plot the 

cost of the resulting configurations in Figure 6.5. 

Table 6.2: Workload mix on a DBMS representing different cases. 

Workload 
Read-only share  

(threshold /penalty) 

Update-heavy share 

(threshold/ penalty) 

Read-heavy share 

(threshold/ penalty) 

Normal 1/3rd (lenient/lenient) 1/3rd (strict/lenient) 1/3rd (lenient/strict) 
Read-only 
dominant 2/3rd (strict/strict) 1/6th (lenient/lenient) 1/6th (lenient/lenient) 

Update-heavy 
dominant 1/6th (lenient/lenient) 2/3rd (strict/strict) 1/6th (lenient/strict) 

Read-heavy 
dominant 1/6th (lenient/lenient) 1/6th (lenient/strict) 2/3rd (strict/strict) 

 

Table 6.3: SLO definitions over different request types in our workloads. 

Request types Tenants 
Threshold (tps) Penalty ($) 

Lenient Strict Lenient Strict 

Q1 a 0.005 0.01 0.05 0.08 

Payment c 50 140 0.10 0.24 

Trade-order13 b 40 60 0.15 0.32 

In section 6.4.2, we saw that the resource cost trades off against the penalty cost. To avoid 

violations, an algorithm may have to over-provision resources, or try alternate VM types. Over-

provisioning resources is likely to result in a higher configuration cost, which we see for pseudo-

GA in the normal and the update-heavy cases. Alternate VM types pay off for pseudo-GA in the 

case of read-only and read-heavy cases. 
                                                      
13 Our client crashes when executing large number of workloads containing trade-update in the workload 
mix. Instead, we replace it with trade-order transaction that accesses the same tenant as trade-update, 
namely TPC-E.  
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Figure 6.5: Costs of resulting configurations provided by pseudo-GA and tabu search, and 

their non-violating variants with the realistic workloads. 

Finally, we validate the configurations provided by the algorithms in the normal case, where they 

are allowed to violate the SLOs, and configurations in the read-only dominant case, where they 

are not allowed to violate SLOs. We compare the estimated and measured costs of executing 

normal and read-only dominant cases in Figure 6.6. 

We observe high penalty costs, where the SLOs are violated. This is because each instance of a 

workload has an SLO associated with it. On a single VM instance, either all SLOs of a workload 

type are met or none. The resulting penalty is the aggregation of all SLO violations. More 

importantly, non-violating variant of the tabu search over-estimates the throughput in the read-

only dominant case. We consider this to be a serious error because it gives an illusion of SLOs 

being met, but the suggested configuration incurs violations when executed in the Amazon cloud. 

In this case, the %error in cost is a three digit number (183%).  Meanwhile, the %error is a single 

digit number in the other cases. We explore the possible reasons below. 
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Figure 6.6: Estimated (E) and measured (M) costs for configurations provided by pseudo-

GA and tabu search for normal and read-only dominant cases. 

We use a binary penalty model in our cost model from chapter 5, where full penalty applies when 

a SLO is violated. Therefore, we see a large discrepancy between the estimated and measured 

costs if our performance model fails to predict the SLO breaches. That is, failure to predict the 

SLO breaches tends to exaggerate the failure of the performance model due to the binary model.  

Second, our performance models are validated against a large set of training samples in chapter 4, 

and we determine their quality over the prediction values over the entire validation set. It is 

possible to have a few bad predictions but still have a good model. Therefore, we expect to see 

fewer bad predictions for a larger set of training cases. 

Third, errors are cumulative in our framework. This is because the algorithms use the cost model, 

which in turn use the performance model. Therefore, any errors in the lower layers are likely to 

be amplified as they travel upwards. 

Serious error! 

Ro-dom (non-violating) Normal (violating) 
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6.5 Conclusions 

We evaluate the combined effects of the performance and cost models with the heuristic based 

algorithms in a public cloud. In the search space, each node is a possible configuration and edges 

between nodes are the modifications that convert one configuration into another. We are able to 

consider a variety of possible modifications with this representation.  

The search space representation allows us to apply standard search heuristics and algorithms. 

Given that the problem of finding a suitable configuration is NP-hard, we present heuristic-based 

algorithms to find a suitable configuration. We see from the evaluation of the algorithms that 

there are a number of local minima in the configuration space and that the adaptivity of the 

algorithms results in better configurations. 

We consider data-intensive workloads that consist of transactional, analytical or mixed workloads 

for evaluation, and access multiple data units or partitions. The workloads are based on standard 

TPC benchmarks. The SLAs are defined on a request’s performance metric such as response time 

or throughput. The resulting configurations for the workloads are compared against a baseline, 

and a global optimum. Finally, some of the configurations are validated in the Amazon EC2. 

In all the validation results, we usually observe a moderate %error in the estimated cost. 

Nonetheless, there are cases when we observe very high %error in the estimated cost due to over-
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estimating the performance of the DBMS. This high %error is an exaggeration of over-estimation 

of the predicted throughput. 

We observe that tabu search and its non-violating variant appear to find the best configurations 

relative to other algorithms. Further, it takes relatively fewer iterations to return a configuration. 

We consider tabu search to be the most effective algorithm in the heuristics considered. 

Setting penalty costs aside, we see that the VM costs are the next highest. They are also the 

highest costing resources. Amazon EC2 now offers over a dozen different VM types [19] that 

vary in their system capacities and hourly rates. Further, Amazon has recently introduced EBS-

Optimized instances that provide bandwidth guarantees at an additional premium [20]. An 

interesting study would be to optimize an objective given more VM types with or without 

bandwidth guarantees, and validating the results in a real cloud. 

The evaluation supports the claim that our framework is an effective tool for provisioning 

database workloads in a public cloud. The framework takes into account properties of the 

workload, such as request types, frequencies and SLOs, as well as the resource costs in the public 

cloud, and discovers a minimal cost configuration for the workload. The impact of SLOs is 

captured by a penalty cost or a constraint. 
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Chapter 7: Conclusions and Future Work 

This chapter is based on Mian et al. [124]. 

The amount of data available in many areas is increasing faster than our ability to process and 

analyze it. The possibility of acquiring large number of computational resources in public clouds 

has led to recent interest in exploiting clouds for large-scale data-intensive computing. However, 

data-intensive computing presents new set of challenges for workload management in a public 

cloud and the costs inherent in processing large data-sets in a distributed environment. 

In this thesis, we have examined workload management for data-intensive computing in the 

public clouds. In particular, we have developed provisioning techniques to minimize the 

monetary cost of executing multi-tenant database workloads, and validated them in the Amazon 

cloud. The provisioning techniques are implemented as heuristic based search methods, and are 

supplemented by performance and cost models in a generic provisioning framework.  

In this chapter, we expand on the contribution of the thesis, and share insights gained from the 

research and provide suggestions for future work. Finally, we present a vision of an autonomic 

framework for resource provisioning and dynamic workload execution. 

7.1 Main Contributions of the Thesis 

In this thesis, our goal has been to provide cost-effective configurations to execute data-intensive 

applications in the public clouds. Recall, our thesis statement: 

“An effective configuration of resources to execute multi-tenant database 

workloads can be determined by: (a) developing a performance model to help 
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predict the performance of workloads on a given configuration, (b) developing a 

cost model to help predict the dollar cost of a given configuration, and (c) 

developing search algorithms that use the above models to determine the most 

cost-effective configuration.” 

We show that (a), (b) and (c) of the thesis statement are supported by our PhD work in the 

subsections 7.1.1, 7.1.2 and 7.1.3. In all three cases, we consider data-intensive workloads that 

consist of transactional, analytical or mixed workloads for evaluation, and access multiple 

tenants. The tenants are databases of standard TPC benchmarks [186]. The SLAs are defined on a 

request’s performance metric such as response time or throughput.  

7.1.1 Experiment-based Performance Model for the Public Clouds – supports (a) of Thesis 

Statement 

The current provisioning approaches predominantly make simplistic assumptions and/or use 

analytical models. The analytical models are unsuitable to capture the interference between 

concurrently executing requests present in the database workloads. Also, there is a high level of 

variance in the system parameters of public clouds such as presence of different processor types 

in the same VM type. The possible combinations of these variables in our experimental 

environment are large so, for purposes of the presentation in chapter 4, we chose combinations 

that provide us with modestly generic and accurate performance models. Hence, we acknowledge 

the variables’ presence but explore a subset due to practical reasons. 

The recent performance models, except ours, are typically built for workloads accessing a single 

database tenant. Further, the performance models usually provide predictions for response time 

only, and are validated on a local server or a local VM. In contrast, our performance model, 
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presented in chapter 4, predicts both throughput and response times for transactional, analytical 

and mixed workloads, and operates over a multi-tenant DBMS. We propose use of different 

classifiers that vary in their modeling scope and development effort. We believe that this is the 

first attempt to build such models in a public cloud. 

We showed that the linear classifier in our performance model is suitable for most request types, 

and can be modeled using an out-of-the-box tool such as Weka. However, it fails where there are 

non-linear trends in the performance data. In such cases, we explore non-linear modeling methods 

that require choosing a suitable kernel and a search for appropriate parameter values. Efficient 

search approaches such as the grid search can take several hours. As a result, we suggest that the 

linear classifier be used first to train the performance model, and in the case of unsatisfactory 

results, non-linear modeling be used as the next step. 

7.1.2 Analytical Cost Model for the pay-for-use IaaS Clouds – supports (b) of Thesis 

Statement 

In chapter 5, we propose a dollar-cost model that accounts for all the resources needed (compute, 

storage and network) to execute a data-intensive workload, which consists of multiple queries and 

transactions and accesses multiple database tenants. Our cost model is workload aware and 

provides cost at the granularity of an hour. Equally importantly, we explore methods for building 

and instantiating a cost model for workload execution in IaaS-based clouds. 

One approach of building cost models is founded on principles from microeconomics or on 

realistic valuation of the cloud computing resources using financial option theory. Intuitively, the 

richer a model is, the more accurate cost estimation it will yield. We depart from this approach, 

limit the scope of our model and express it as a set of four simple equations that can fit on the 
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“back-of-an-envelope”. Yet, the experimental evaluation shows that our cost model is a suitable 

tool for estimating the cost of workload execution for the pay-as-you-go scheme in the Amazon 

clouds. 

The cost model is instantiated for an IaaS-based cloud. In our evaluation, we vary the use-cases in 

the user-controllable variables, namely workloads, VM types, and SLOs’ specifications. Our 

evaluation workloads consist of different request types. We consider different types and 

combinations of workload on different VM types. We also specify SLOs on the transactions and 

the queries belonging to different tenants. The SLOs vary in their thresholds and penalty values. 

7.1.3 Search Heuristics Exploring Different Parts of the Configuration Space – supports (c) 

of Thesis Statement 

We view the provisioning as a search space problem where each node in the space is a possible 

configuration and edges between nodes are the modifications that convert one configuration into 

another. In chapter 6, we are able to consider a variety of possible modifications with this 

representation. We develop the constructs to represent provisioning, and combine the tasks of 

determining appropriate resources and efficient workload mapping into a single provisioning 

problem.  

Standard search heuristics are used to search different parts of the configuration space in chapter 

6 with the performance and cost models developed in chapters 4 and 5 respectively. The search 

algorithms find cost “effective” resource configurations subject to SLA constraints. Alternately, 

the SLA violations may be allowed at the cost of penalties which are added to the overall cost of 

the configuration. In traditional workload execution literature, the resource pool is assumed static. 
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In contrast, we extend the provisioning constructs to include any number of resources prior to 

execution. We integrate dollar-cost with workload execution using our problem formulation.  

7.1.4 Discussion 

It can be seen that all three parts of the thesis statements is supported by our PhD work. Our 

proposition advances the state-of-the-art of using provisioning techniques in cloud computing 

research and practice. The proposed provisioning framework is generic and allows pluggable cost 

and performance models, and search algorithms. We instantiate the framework for a public cloud 

by developing cost and performance models, and various search algorithms. 

Our work is relevant to multi-tenant DBMSs that seek to find the minimal cost resource 

configuration for the workloads of their tenants. We claim that our work is a valuable 

contribution and provides a basis for executing any database workload type in an IaaS-based 

cloud. We expect our study to be useful for the users considering clouds for executing their 

database applications. 

We take a step towards bridging the gap between data processing and provisioning approaches by 

presenting provisioning techniques to minimize the cost of executing database workloads in the 

public clouds. We also provide a systematic study for workload management of data-intensive 

workloads in the clouds. We develop a taxonomy of workload management techniques used in 

the clouds, and classify existing mechanisms and systems based on the taxonomy. This includes a 

survey and a discussion of possible directions for future research in this area. 
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7.2 Scope and Limitations  

Our work is aimed at finding a minimal dollar-cost configuration for a multi-tenant DBMS in an 

IaaS-based cloud. The developed models and heuristic algorithms have been validated in the 

Amazon cloud. We assume that the workloads and the constituent request types are known in 

advance. While this may hold true for some database workloads and OLAP in particular, it is not 

the case for all database workloads. 

Both performance and cost models assume a priori knowledge of the workloads. They are trained 

offline and are static in nature. That is, once trained and deployed, they do not learn from the 

executing workloads or improve in their predictions and estimates. As a result, considerable effort 

has to be spent in the offline phase to ensure that the models provide accurate predictions in many 

cases.  

The performance model provides raw predictions without expressing any confidence in them. 

This is an important issue since the errors are cumulative in our framework, and we need some 

method of managing the errors across the framework components. Also, the performance model 

is unable to provide a prediction for an unseen request type. Any addition or removal of a request 

type in the workloads are likely to render most of the training samples invalid. This is because the 

training samples do not capture the effect of interference of the added or removed request type. 

Any predictions from the performance model on existing request types will not be trust worthy. 

The entire model building exercise will need to repeated. 

The cost model parameterizes workload execution by the hour and it assumes that both clients 

and the multi-tenant DBMS exist in the same data center. A common use-case is where the client 

exists outside the cloud. Also, our cost model provides cost estimates for a pay-as-you-go 
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scheme. The auction-based and lease based pricing schemes are also popular but beyond the 

scope of the cost model. We also use “average” to aggregate the accesses to the network storage, 

and the results must be viewed with caution. However, a pleasant side-effect of using the average 

in our cost model is that the prior samples could be reused to train the cost model. 

The search algorithms makes decisions with the dollar value provided by the cost model and the 

modifications available to them. This is intentional to promote separation of concerns. However, 

the search becomes constrained by the available modifications, and the algorithms are only 

allowed to choose from the permitted modifications. The modifications have been developed with 

keeping scalability in mind. The implementation of these modifications do not cover all possible 

and valid search paths.  

The heuristic search algorithms vary in their sophistication and their ability to find suitable 

configurations. However, the algorithms do not provide any guarantees on the optimality of the 

configuration. Nonetheless, they are adaptive and will keep exploring the search space if they 

keep finding better configurations. This also means that they are not strictly bounded by a pre-

determined number of iterations and may appear to iterate indefinitely for a particular set of 

workloads. In our experience, we have not seen such a case. 

The algorithms start searching from the same initial configuration, where all the workloads and 

partitions are mapped to a single instance of the cheapest VM type. The algorithms do not 

identify promising configurations across multiple runs, which could be used as a suitable starting 

point for a future run. 
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7.3 Insights and Opportunities 

We gained several insights in the process of formulating the provisioning problem, developing 

the framework, building the models and evaluating our work. We discuss them below with 

suggestions for future work. 

Discrete configuration space: We do not see a great variety in the configurations returned by 

algorithms, despite employing different heuristics. We attribute this to the discontinuous or the 

discrete nature of the cost and the configuration space. The cost of a configuration consists of 

four component costs: VM, storage, network, and penalty costs. The VM instances are available 

in discrete units, i.e. there is no way of acquiring “two-and-a-half” VM instances, and only 

paying for that. Similarly, the storage space is usually allocated in discrete units, say 1GB [20], 

and typically charged using a step function. Similarly, the network cost associated with accessing 

data storage also follows a step function. Finally, we use a binary penalty model with fixed 

thresholds and penalties. Any SLO violations result in discrete penalties. Alternate views are 

possible by using a prorated model for calculating penalty, for example, and left for future 

consideration.  

The discrete nature of the configuration cost is very limited compared to a continuous quantity 

like time. This does not reduce the complexity of the search problem, which is still NP-hard in the 

general case. Nonetheless, exploring whether the above characterization of the configuration cost 

can be exploited to provide us with an optimal configuration is an interesting study. 

Hybrid heuristics: The basic heuristics our algorithms use are greedy, pseudo-GA and tabu. We 

have explored different hybrid of these heuristics but find that they provide similar configurations 

as the pure heuristics in most cases with the workloads and VM types considered. This might be 
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due to the discrete nature of the configuration space. For example, the tabu greedy algorithm is an 

extension to the adaptive greedy heuristic, where each chosen modification is tabu’ed for some 

iterations. Tabu greedy does not use additional tabu constructs. We find that the results of 

adaptive greedy and tabu greedy are the same in many cases. The hybrid heuristics may become 

relevant when considering many more workloads and VM types. This is because they may 

perform “fine-tuning” of the configuration. We leave this for future consideration. 

Guaranteed global optimum: Our heuristic search algorithms do not provide any guarantees on 

the optimality of the configuration. It can be seen that we are optimizing an objective function 

subject to some constraints. With appropriate formalization of the problem statement and 

constraints, it becomes possible to use off-the-shelf modeling packages like AIMMS [8] to find 

the guaranteed global optimum. We are particularly inspired by the work of Curino et al. [58] in 

this matter, who perform non-linear constrained optimization to find an assignment that 

minimizes the number of machines while avoiding resource over-commitment. 

Performance model: We seek performance models that express confidence in their predictions, 

and have the ability to reuse prior data and adapt online for unknown request or VM types. We 

consider an adaptive model to satisfy these requirements, and see some promising work in this 

direction by Sheikh et al. [169]. While the adaptive model may eventually evolve to provide 

predictions for previously unseen workloads and/or VM types, the evolution can be sped up by an 

“appropriate” initial state. Therefore, we envision a meta-model that generates the initial version 

or the bootstrap of the adaptive model given a workload and SLOs. Both the meta and adaptive 

models are complementary and are particularly suited for a cloud environment. This is because a 

public cloud has many possible configuration types, and has a high level of variance [164].  
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Cost model: Our cost model does not account for any migration expense, which would be 

required in the case of dynamic refinements in the configuration. There are two major 

components to migration, namely the execution state and the data state. The primary goal of the 

execution state to our interest is the progress-so-far of the currently executing requests. 

Meanwhile, the data partitions exist on the network-type disks, which can be remounted to the 

new VM.  

The execution state can be migrated in a few ms [49], meanwhile, the EBS volumes can be 

reattached to the new VM using Amazon EC2 API [12]. There will be some disruption to the 

workload execution. However, in both cases, the scope of the cost model is to account for the 

expense and not for the process. 

Similarly, our work side-steps the process of data partitioning and maintaining data consistency. 

We assume that the data partitions already exist, which they do in the case of multi-tenant 

databases. Like migration, the partitioning process is orthogonal to our work, and we see some 

promising research on partitioning and providing consistency guarantees [57, 146]. Modeling the 

cost of partitioning and consistency also requires extensions to our cost model. We believe that 

the migration, partitioning and consistency processes can be incorporated into an autonomic 

framework to support dynamic refinements. 

Our cost model assumes that the data already exists in the public cloud, and does not model data 

transfer over WAN. While adequate for workload execution in a single data-center, our cost 

current cost model needs to be expanded in order to deal with any inter data-center 

communication costs.  
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Workloads: We use workloads based on standard transactional (TPC-C and TPC-E) and 

analytical benchmarks (TPC-C) in our evaluation. However, these workloads are static. We 

intend to explore dynamic workloads, which change in request types or number, or in SLA. We 

intend to consider different workload types including analyzing data of E-opinions.com [122]. 

Finally, we will use a random benchmark, which will be a synthetic dataset aimed to stretch the 

prediction and the cost models, and dynamic refinement schemes. 

Objective Functions: Presently, we only consider a single objective function, namely to 

minimize the dollar-cost of the workload execution. This objective function is defined over the 

entire set of workloads. An immediate opportunity is to define objective function on per workload 

level. More importantly, the framework accommodates other objective functions for workload 

execution, such as makespan and deadline. It also allows the flexibility of reusing existing 

performance and cost models with different objective functions. For example, a time-based cost 

model based on deadline can be developed by reusing existing performance model. In such a cost 

model, configurations that provide a smaller duration would score better. Similarly, the existing 

dollar-cost model can be used for developing an objective function based on a budget. For both 

objective functions, we can reuse existing heuristic algorithms to find a minimum like we did for 

the minimal dollar-cost objective. 

7.4 Vision of an Autonomic Framework for Resource Provisioning and Workload 

Execution 

The cloud environment is volatile and dynamic, the probability of resource and/or job failures go 

up with scale, workloads and SLOs change, user’s desired objective may change, sharing of 

resources introduces variance in the resource response and so on. We consider an adaptive 
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approach to be suitable for workload execution, and envision an autonomic and generic 

framework for resource provisioning and workload execution for a multi-tenant DBMS in a 

public cloud. The conceptual architecture of a workload management framework is shown in 

Figure 7.1.  

 

Figure 7.1: An autonomic workload management framework in a public cloud. 

This framework is relevant for a SaaS service that uses IaaS cloud at the backend for its offering, 

similar to Netflix using Amazon cloud for the online media streaming. We provide a high-level 

description of the framework components and their interactions below. We identify four major 

parties in the framework: (a) a client, (b) a manager, (c) the storage and execution resources, and 

(d) an image and a data repository. A client has some application workloads to execute. The 

manager supervises the workload execution. The processing resources are booted with settings 

retrieved from the repository. The storage resources get a copy of the data from the repository. 

Both processing and storage resources are combined to provide an execution platform for a 

specific set of workloads. The workloads are executed on a number of execution platforms. 
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A client submits a set of workloads to the manager. The manager consists of three components, 

namely a provisioner, an executor, and a scheduler. The provisioner has been the focus of our 

research in thesis. It determines a suitable configuration of storage and processing resources as 

well as an efficient mapping to execute the workloads to meet an objective. This configuration is 

then passed to the implementing process or the executor. The executor instantiates the mapping 

by provisioning the appropriate execution platforms. It allocates the processing resources (VMs) 

and attaches data partitions to the VMs as required by the configuration. In addition, the executor 

creates replicas of the partitions if needed. Once the executor finishes, the scheduler uses the 

mapping to submit the requests of the workloads to the appropriate execution platforms as 

required by the configuration, and the workload execution begins.  

As the workloads executes, some feedback is sent back to the manager periodically. The feedback 

may include health status pings or execution times. The manager may suggest a new 

configuration based on the feedback. Revisions to the current configuration may be necessary due 

to a number of reasons such as excessive SLA violations, or a change in the number or type of 

workloads. If the deployed configuration is revised, the executor and the scheduler respectively 

adjusts the resources and the scheduler dispatches the workloads’ requests according to the new 

configuration. The suitable opportunity for implementing revisions is at every time-unit (say an 

hour) because: (a) the manager deals with the average behaviour of the system rather than a 

particular instant, and (b) the cloud resources are typically metered by the hour. 

It is clear that there are several issues that need to be explored and addressed for an autonomic 

data-intensive workload management system in a public cloud. It becomes even more important 

when the manager needs to (a) automatically choose and apply appropriate techniques to manage 
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users’ workloads during execution, (b) estimate available system capacity and execution progress 

of a running workload, and (c) facilitate the user in understanding management operations, 

effectiveness and overhead. Any methods developed should be dynamic and scalable to suit the 

elastic nature of a public cloud. We see cloud computing as a fertile ground for research with 

potential benefits to both academia and industry. More importantly, we need a practical and cost-

effective platform for processing rapidly growing data-sets, and the cloud computing paradigm 

may emerge as the only way forward. 
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Appendix A: Problem Complexity 

We simplify the problem statement stated in chapter 3 to convince our audience that we are 

dealing with a “hard” problem. Given a set of n workloads with varying SLOs, minimize the 

number of workers (VMs) required to execute the workloads such that none of the SLOs are 

violated. We further simplify the problem by assuming that VMs are of homogenous types. 

Suppose, the SLOs only differ in the required throughput. Higher the required throughput of a 

workload, higher is the amount of computational resources needed on a VM to meet the specified 

throughput of a workload. We represent this property by a weight (w) value, and assume that wi 

of the ith workload satisfies 0 < wi < 1. The provisioning problem is then to place all the 

workloads onto the minimum number of unit-capacity VMs. Intuitively, we want to minimize the 

dollar cost of the workload execution by reducing the number of VMs required subject to SLO 

constraints. 

This provisioning problem is identical to the bin-packing problem, which is NP-hard in the 

general case. The bin-packing problem is stated as [54]: 

“Suppose that we are given a set of n objects, where the size of si of the ith object 

satisfies 0 < si < 1. We wish to pack all the objects into the minimum number of 

unit-size bins. Each bin can hold any subset of the objects whose total size does 

not exceed 1.” 

We consider different VM types in our problem statement in chapter 3. In addition to the VM 

costs, there are two other cost variables that play a role in the overall workloads execution cost, 

namely the network and storage costs. Further, the number of workloads and VMs can only exist 
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as integers, and not as real numbers. Based on these reasons, we believe that our problem is NP-

hard in the general case, and consider it a non-linear constrained optimization problem. 

Chinneck [47] claims that a nonlinear problem is inherently much more difficult to optimize, and 

provides a dozen reasons. Ruiz-Alvarez et al. [162] provide an optimal placement of data-sets in a 

hybrid cloud given some constraints, such as budget, and consider their problem to be NP-hard in 

the general case. Similarly, Li et al. [111] consider minimum cost deployment of services on 

nodes subject to processing requirements and resource contentions, and claim their problem to be 

NP-hard in the general case. Calheiros et al. [39] also claim that the optimal provisioning problem 

is NP-hard in the general case. 
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