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Abstract
The widespread adoption of cloud computing makes cloud services a core component of modern
IT systems. Cloud service monitoring brings benefits to both service providers and consumers. It
enables customers to track the status and quality of their services to ensure that their SLAs are
satisfied and possibly record any SLA violations. It also supports service providers to predict
potential violations and deploy additional resources in advance to avoid possible penalties of
performance violations. However, federated cloud poses challenges to application monitoring due
to the lack of cross-platform interoperability, management, and vendor lock-in constraints. In
addition, SLA definitions might be different from one service provider to another.
Many cloud providers offer tools to enable customers to monitor the performance of their
cloud-based services. The major drawback of these commercial monitoring tools is that they do
not present enough detail to consumers to be able to customize the behavior of these tools to
accommodate their specific requirements. In addition, such monitoring tools typically are
provider-dependent, which means that consumers cannot use the same monitoring platform for
multiple cloud providers.
In this thesis, we present SLAM, a flexible framework for SLA monitoring in federated
cloud environments. SLAM is platform-independent, which enables interoperability between
different cloud providers. SLAM can monitor physical and virtual resources. It uses user-defined
rules and policies to map SLA parameters to relevant low-level metrics. SLAM supports
monitoring of distributed nodes and hosts using an agent-based model. It supports different
monitoring frequencies (i.e. checking rate) for each monitoring metric. In addition, we propose a
service benchmarking approach that can compare similar services offered by different cloud
providers without deploying monitoring agents at the provider’s site. We implemented a poof-ofi

concept prototype to showcase the flexibility and usability of our proposed system. Performance
evaluation shows that our proposed system is scalable and poses a very limited overhead on target
systems.
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Chapter 1
Introduction
Cloud computing services are on the rise with a high potential to dominate the IT sector. It
relies on a pool of shared resources to support multi-tenancy and achieve economies of
scale. Cloud computing offers elastic resource provisioning, in which resources
dynamically change to accommodate varying workloads. Cloud computing provides
computing resources as a utility on a pay-as-you-go pricing scheme, where users pay only
for what they use [1-2].
Cloud types can be classified into Public, Private, Hybrid, Community, and Federated
cloud based on the deployment architecture [3-5]. A public cloud provides a virtualized

environment using shared resources for public access. It offers elastic computing resources
and incorporate several fundamentals such as scalability, consistency, tolerance, etc. A
private cloud is a special type of cloud that is accessible by a single client or organization.
It provides greater privacy and control over sensitive data. A hybrid cloud combines the
features of private and public clouds. Clients can leverage a private cloud to maintain their
sensitive data and rely on a public cloud when needed. A community cloud provides a
multi-tenant infrastructure shared among several organizations, where participating
organizations collectively set the policies that govern the usage. A federated cloud is the
integration of different cloud types that offer different service models to meet a particular
business goal. It is a union of several providers in order to create a global marketplace and
enable participants to share the federated resources.
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Cloud services can be categorized into three service models: Infrastructure as a
Service (IaaS), Platform as a Service (Paas), and Software as a Service (SaaS) [6]. IaaS
provides scalable hardware resources on-demand including computing capacities and
storage. PaaS provides a software platform environment including application packages
and software accessible via a Web interface and Application Programming Interfaces
(APIs). SaaS is the most common service model in the cloud, where providers deliver
applications over the Internet and consumers use a pay-as-you-go billing system to pay for
usage. The service provider is responsible for maintaining and keeping running software services
up-to-date.

A Service Level Agreement (SLA) is a contract negotiated and agreed upon
between a customer and a service provider [7]. Cloud providers use a SLA to establish trust
and to define the quality of their offered services to consumers as well as the business
model that contains costs and payments. Cloud consumers, on the other hand, use the SLA
to establish trust in provided services and track desired levels of quality.
Monitoring systems in cloud environments are essential to track the dynamic
changes of the cloud and evaluate the quality of offered services. This brings benefits to
both service providers and consumers. SLA monitoring enables the cloud providers to
avoid possible penalties for performance violations, while it enables service consumers to
ensure that their SLAs are satisfied. Monitoring of SLA terms and conditions in a federated
cloud is a prominent challenge due to the lack of cross-platform interoperability, and vendor lockin constraints. In addition, the SLA definition could be different from service provider to service
provider.
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1.1 Motivation
Many cloud providers offer tools to enable customers to monitor the performance of their
cloud-based services. Amazon CloudWatch [8] is an example of such monitoring tools.
The main problems with these commercial monitoring tools are that they do not present
enough detail and consumers are unable to customize the behavior of these tools to
accommodate their specific requirements. In addition, such monitoring tools typically are
provider-dependent, which means that consumers cannot use the same monitoring platform
for multiple cloud providers. Moreover, in federated clouds, Service Benchmarking is
essential to choose the provider according to the service performance without deploying
monitoring agents at the provider’s site. Therefore, monitoring in cloud environments
needs a monitoring framework that combines a number of essential monitoring properties
such as interoperability between different clouds, SLA-orientation, scalability, service
benchmarking, and support for both physical and virtual resources. However, many of the
current research proposals provide non-commercial monitoring solutions, which have
emerged to solve a specific monitoring problem. Most of such solutions do not combine
the SLA-orientation and interoperability features. In order to bridge this gap, we present
our proposed cloud monitoring system to monitor compliance of SLAs for federated cloud
services.
1.2 Thesis Contributions
In this thesis, we present a SLA Monitoring framework (SLAM) for monitoring
compliance of SLAs for federated cloud services. SLAM is platform-independent, which
enables interoperability between different cloud providers. It uses user-defined rules and
policies to map SLA parameters to relevant low-level metrics. These sets of metrics form
3

a JSON-formatted monitoring template that contains the monitoring information and
configuration needed to complete the monitoring processes. SLAM supports monitoring of
distributed nodes and hosts using an agent-based model. It supports different monitoring
frequencies (i.e. checking rate) for each monitoring metric. SLAM also enables the service
provider and service consumer to customize the monitoring settings according to SLA
terms.
The major contributions of this research can be summarized as follows:
1. A flexible and interoperable SLA-based monitoring framework that can serve the
interest of both cloud providers and consumers.
2. A proof-of-concept prototype to highlight the usability of our proposed monitoring
framework.
3. A service benchmarking approach that can compare between similar services
offered by different providers using agent-less monitoring.
1.3 Thesis Organization
The remainder of this thesis is organized as follows. Chapter 2 provides a brief background
and a description of state-of-the-art monitoring systems and tools. Chapter 3 presents the
architecture of the SLAM framework and describes the functionality of the framework
components and their interactions and the supported service benchmarking. Chapter 4
presents the implementation details of a proof-of-concept prototype of the SLAM
framework. Chapter 5 provides a comprehensive performance evaluation of the SLAM
framework in terms of overhead and scalability on both single and multiple clouds. In
addition, we present a qualitative study over a set of common features and capabilities to
contrast our SLAM framework with other relevant monitoring systems. Lastly, Chapter 6
4

concludes this thesis by highlighting the main features and limitations of the SLAM
framework, and outlines future research directions.
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Chapter 2
Background and Related Work
In this chapter, we provide background on cloud computing deployment types, services
models, and cloud computing characteristics. We then discuss the Service Level
Agreement (SLA) in cloud computing, its components, and lifecycle. After that, we
provide an overview of SLA monitoring, and monitoring properties. Lastly, we briefly
review the related work regarding monitoring systems in the cloud.
2.1 Introduction
Cloud computing is a paradigm shift to reduce costs, increase scale, and improve agility of
IT systems. It has become a prominent way for delivering computing and storage resources
to customers on demand and allows users to focus on their business instead of having to
face IT operation challenges. It uses virtualization technology to take advantage of multitenancy and resource sharing to achieve economies of scale and delivery of on-demand
computing resources [9]. Therefore, organizations and individuals are increasingly
interested in utilizing cloud-based services to improve their business and benefit from
cloud features such as flexibility and scalability. In cloud computing we should address
different fundamentals such as virtualization, interoperability, scalability, and elasticity
[10]. In addition, monitoring of these fundamentals is an essential part of cloud
environment to keep track the cloud resources status, running application and services.
Monitoring is a key tool for managing and controlling hardware and the running
systems. Many of cloud providers offer monitoring tools for tracking availability of their
services. Such monitoring tools are not sufficient to track the services performance and the
6

QoS. Organizations need flexible and customizable monitoring systems to ensure the
availability and performance of their running services. Furthermore, monitoring provides
the information such as workload, performance, resources usage, and Key Performance
Indicators (KPIs) for cloud platforms and applications. In cloud environments, there are
many tasks and activities where the monitoring is an essential task.
2.2 Cloud Deployment Types
Clouds can be classified into many types based on the deployment architecture. The
deployment architecture identifies the characteristics and features of each type [3-5].
Figure 2.1 gives an overview of the cloud types and service models.

Figure 2.1: Cloud types and service models.
7

Public Cloud is the most popular type of cloud computing in which services are
provided though a virtualized environment using a pool of shared physical resources. A
public cloud is accessible through the Internet. However, organizations are still reluctant
to adopt public cloud to operate their significant business and sensitive data. Amazon
Elastic Compute Cloud (Amazon EC2) [11] is an example of such a cloud type. It offers
resizable computing capacity and it is designed to make web-scale cloud computing easier
for developers where software architectures are designed to incorporate multi-dimensional
concepts such as scalability, consistency, tolerance, etc.
Private Cloud is a particular type of cloud computing in which only the specified
client can operate. It is only accessible by a single organization and provides computing
power within a virtualized environment that utilizes an underlying pool of physical
computing resource. It provides organizations with a greater control and privacy over their
sensitive data where the data manipulation and storage are managed inside the
organization’s boundaries. However, this level of control removes some of the benefit of
the economies of scale by having centralized management of the hardware without the payas-you-go concept. Using a private cloud can improve the allocation of resources and the
organization’s business by provisioning the computing needs to achieve the business tasks
in a flexible manner according to the business demands. Tools such as OpenStack [12],
CloudStack [13], Eucalyptus [14], and OpenNebula [15] are used to build and manage the
infrastructure of private Cloud.
Hybrid Cloud is an integrated cloud service that combines the features of private
and public clouds. An organization can employ private cloud services for all sensitive
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operations and rely on a public cloud when needed. In addition, hybrid cloud offers users
a number of features such as:
•

Scalability, in which public cloud services are pulled from large cloud
infrastructure.

•

Cost efficiency, in public cloud the cost of services are greater cost efficiencies
than private cloud.

•

Security, where private clouds can satisfy the regulatory requirements for
sensitive data and sensitive operations.

•

Flexibility, since the hybrid cloud combines the advantages of both private and
public clouds, it offers a flexible model providing secure resources from private
cloud, and significant economies of scale from public cloud. This flexibility
provides the organizations with the opportunity to maximize the revenue of
their business.

Community Cloud is a multi-tenant infrastructure shared among different
organizations. Generally, the members of the community share similar security, privacy,
and performance requirements. Community cloud allows participating organizations to
realize the benefits of public clouds such as a pay-as-you-go billing model with an added
level of privacy and security associated with private clouds. Moreover, participated
organizations set the rules and policies that govern the community or it may be governed
by a third-party such as the service provider.
Federated Cloud is a mixture of several cloud types that are put together to meet a
business goal. It is the union of several providers in order to create a global marketplace.
This marketplace enables each provider to buy and sell computing resources on-demand.
9

The federated cloud connects the local infrastructure providers and enables each participant
to share capacity. This approach gives smaller competitors and mid-tier service providers
the ability to survive among the increasingly massive cloud providers.
2.3 Cloud Service Models
Cloud computing comprises three different service models for consuming and utilizing
cloud-based services, namely Infrastructure-as-a-Service (IaaS), Platform-as-a-Service
(PaaS), and Software-as-a-Service (SaaS) [6].
Infrastructure-as-a-Service (IaaS) provides access to computing resources, in
which the physical resources are abstracted by virtualization, which means that they can
be shared by several operating systems and end user environments. IaaS provides ondemand infrastructure resources for non-expert cloud consumers to create cost-effective
and easily scalable IT solutions. The significant advantages of IaaS model are:
•

Virtual Data Centers (VDC): VDC offers a virtualized network of
interconnected virtual servers, providing a pool of cloud infrastructure
resources designed specifically for enterprise business needs. Those resources
include compute, memory, storage and bandwidth.

•

Scalability: Resources can scale up and down according to the application
demands and are immediately available when needed to expand the current
capacity or shrinking the resources to prevent the wastage of unused capacity.

•

No upfront hardware cost: The underlying physical hardware that supports the
virtualized servers is managed and maintained by the cloud provider, saving the
time and cost of doing so by clients.
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•

Location-independence: The service can be accessed anywhere as long as the
internet connection is available.

Platform-as-a-Service (PaaS) is a cloud service model that provides a platform
for developers to build applications and services running on cloud IaaS and accessed via
Web browsers. PaaS services can contain prepared packages and features that customers
can choose from to meet their requirements. PaaS software stack may include operating
systems (OS), database management systems, network access, server software, etc. In
addition, PaaS services allow customers to rent virtual infrastructure (IaaS). Therefore,
they do not need to purchase hardware themselves or employ the expertise to manage the
IT infrastructure. The major advantages of PaaS are:
•

Reduce Total Cost of Ownership (TCO), in which there is no need to buy all
the system, software, tools needed to build, run and deploy the application.
Instead, users can only rent them for the period for which services will be used.

•

Rapid construction of applications, PaaS provides the means and tools that are
essential to the creation of a business application.

•

Up-to-date platform, in which the operating system and applications can be
upgraded frequently.

•

Geographically distributed development teams can work together on the same
application.

•

Reliability, where in case of a faulty server or any hardware failure, the
transition is quick and mostly without interruption.

11

•

Flexibility, consumers can have control over the tools that are installed within
their platforms and can customize a platform with the features that suits their
specific requirements.

•

The service provider provides security, including data backup and recovery.
Therefore, developers can focus on application development.

Software-as-a-Service (SaaS) allows cloud service consumers to access software
applications via any internet-enabled device. Applications such as Facebook [16] and
Twitter [17] are salient examples of SaaS. Unlike the traditional software applications,
where the consumer would purchase the software as a package and install it on local
machines and the software license may limit the number of users, SaaS consumers can
subscribe to the software for a specific period rather than purchasing it. In addition, SaaS
is beneficial to personal consumers and organizations alike. The prominent advantages of
SaaS are:
•

Pay-as-you-go, consumers can pay only what they actual use.

•

No initial setup costs, in which consumers can use the software and applications
offered by SaaS without the need to buy any hardware to operate and run the
software.

•

Software updates are automatic, where the service provider is responsible to
ensure that the running software is up-to-date.

2.4 Cloud Characteristics
A number of characteristics define cloud resources, application services and infrastructure
[18]:
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•

Scalability and Elasticity, via dynamic provisioning of resources to serve
applications demands.

•

Multi-Tenancy, it enables sharing of resources and reduce the overall cost for
individual consumer.

•

Device-Independent, it enables the users to access the service via a Web browser
regardless of the type of devices they used.

•

Reliability, it improves the trust of organizations and individuals to migrate their
business into clouds.

•

Resilience and Disaster recovery, it provides a standby for rapid and automatic
failover.

•

Cost-Effectiveness, in which the consumers pay only what they use as well as
eliminating the upfront hardware costs.

2.5 Service Level Agreement (SLA)
An SLA is a formal statement of the terms and obligations that exist in a contract or
business relationship between two parties: the service provider and the service consumer
[19]. The SLA describes the offered service, presents the level of service performance,
defines the means by which the service performance can be monitored, and the legal actions
to apply when SLA terms are violated.
2.5.1 SLA Components

An SLA defines the ability of services provider to deliver the service with the agreed level
of quality, performance, and availability. The comprehensive SLA description formulating
major components for SLA [20]:
Purpose: The objectives to achieve by using an SLA.
13

Restrictions: All necessary actions that need to be taken to ensure that the level of service
quality is provided according to the SLA items.
Validity period: The period of time in which the SLA terms should be valid and applied.
Scope: The SLA scope defines what services will delivered to consumers.
Parties: All actors in the contract whether are individuals or organizations.
Service-level objectives (SLOs): SLOs are specific performance metrics governing
compliant service delivery including the SLA conditions and the actions will be taken in
case of violation.
Penalties: Penalties that apply when provisioned services do not achieve specified SLOs.
Optional services: Services that are not mandatory but might be required.
Administration: Processes and operations that are required to guarantee the achievement
of SLOs and the responsibility of controlling these processes.
2.5.2 SLA Life Cycle

The SLA life cycle consists of six steps included in three SLA phases [20].
1- Creation phase: In this phase, customers find a service provider who matches their
service requirements and define the SLA terms. Then, parties (customers and
providers) establish the agreement by negotiating the contracts.
2- Operation phase: In this phase, the SLA terms come into effect and start monitoring
the SLA terms against violations.
3- Removal phase: In which the SLA is terminated upon completing the contract
period, or because SLA terms have been violated and therefore, some penalties will
apply. Figure 2.2 shows the SLA phases and the steps of the SLA lifecycle.
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Figure 2.2: SLA phases and lifecycle steps.
2.6 SLA Monitoring
Monitoring for SLA violations is a major part in SLA life cycle. It is a way to build trust
between the cloud provider and service consumer. Once the SLA agreement has been
established, it is mandatory to monitor the SLA terms to determine whether they are
achieved or violated. SLA monitoring is essential for both cloud provider to avoid penalties
if the SLA terms are violated and for service consumer to be aware of the status and quality
of their running services. Moreover, a violation of an SLA may cause a cascading effect
on the dependent services. Thus, may be affecting the overall composition and degrading
the overall system performance [21]. Most of the current monitoring systems do not
support SLA specifications. In order to monitor SLAs, the monitoring system should map
15

high-level SLA terms and parameters to measurable low-level metrics (e.g., “Availability”
“Uptime”).
2.7 Monitoring properties
To maintain a high level of monitoring efficiency, there are a set of properties that should
be considered in the monitoring system. Changing any of these properties can negatively
influence the system efficiency. These properties are [22]:
•

Scalability: Since there are a large number of parameters to be monitored in cloud
systems, scalability is a very important property of the monitoring system. The
scalable monitoring system should be able to effectively collect and analyze large
volumes of data without adding additional burden to the cloud system.

•

Elasticity: It implies the ability to upsize or downsize the monitored resources.
Currently, not all monitoring systems are elastic and have been designed for a small
infrastructure that is not suitable for elastic cloud environments.

•

Adaptability: The monitoring system should be flexible to adapt with varying
computational operations and the related network loads in order to avoid the
negative impact of any monitoring activities. Such activities like data collection,
transmission, and processing may cause extra load and use computing and
communication resources and therefore result additional cost for the cloud system.

•

Timeliness: The monitoring system should be able to detect events on time and the
events should be available on time for their purpose. Since timeliness is
independent of the other properties such as elasticity, adaptability, and
automaticity, there are a trade-offs between them. For example, to obtain up-to-date
information, a trade-off between the accuracy and sampling frequency is exists. In
16

addition, the data transfer of the collected data across multiple links from
monitoring nodes to the processing nodes may be significant and may cause a big
communication delay.
•

Autonomic: An Autonomic monitoring system should be able to self-manage its
resources by automatic reacting for predictable or unpredictable changes. It is
important that monitoring system to be able to react to detected changes, faults, and
any performance degradation without manual intervention. Automaticity implies to
cope with SLA violations, automatic detection and resolution of bottlenecks, and
automatic recovery of failed VMs.

•

Multi-level support: It means that the monitoring system supports both the
physical and virtual resources.

•

Extensibility: It means that more functionality can be added to the monitoring
system if the current features are insufficient to fulfill the monitoring system
requirements. Developers should be able to add new features without lots of effort.

•

Resilience: The monitoring system should be resilient so that it continues to operate
if facing changes or component failures.

•

Reliability: The monitoring system is reliable when it is able to perform the
required functions under all known conditions for a specific period.

•

Availability: The monitoring system should be available whenever requested to
provide the monitoring services.

•

Accuracy: Accuracy is an important factor in monitoring systems. For example,
inaccurate measurements of the SLAs may cause money loss because the provider
should pay penalties to the customers according to the SLA terms and conditions.
17

Accuracy is the most significant property in any monitoring system as it affects
decision making regarding the management of cloud environments.
2.8 Related Literature Work
During the last few years, several monitoring solutions have been proposed to control and
manage running services and cloud resources.
MonPaaS [23] is open source software for monitoring distributed and cloud
infrastructure. MonPaaS integrates Nagios [24] and OpenStack [12] to provide a
monitoring solution for both cloud providers and consumers. It works in both public and
private clouds. MonPaaS uses transparent agent-based monitoring by gathering
information directly from the hypervisor. Transparent monitoring which is also called
agent-less monitoring is used to monitor essential services like Ping and SSH. MonPaaS
gives the cloud provider and consumer the means to customize their monitoring
configuration. Although, MonPaaS supports different cloud types and users, it is not SLAoriented and cannot detect SLA violations.
DARGOS [25] is a distributed architecture for resource management and
monitoring in clouds. DARGOS is specifically designed for cloud computing
infrastructures with multi-tenant support and performs transparent monitoring of the
resources. In addition, it uses a push/pull approach to publish resource-monitoring
information for both physical and virtual resources on the cloud. The set of metrics
supported by Dargos is limited and Dargos does not provide any facility to the cloud
customer to customize the monitoring functionalities. Furthermore, DARGOS is not
designed to scale to large systems.
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LoM2HiS [26] is a framework for mapping low-level resource metrics to highlevel SLA attributes. It facilitates autonomic SLA management and detects potential SLA
violations. The concept of detecting future SLA violations is designed by assuming
thresholds that are stricter than the normal SLA violation thresholds. LoM2HiS also
supports SLA violation prevention techniques and facilitates autonomic SLA management
and enforcement. LoM2HiS is an agent-based monitoring framework, in which each agent
embedded in a host measures its resource metrics and broadcasts them to the other hosts in
the same cluster achieving a replica management system. Thus, each host in the same
cluster has a complete result of the monitored infrastructure. The monitoring results can be
accessed from any host. LoM2HiS framework is not fully generic. It includes a small
number of mapping rules, and covers only a few applications.
mOSAIC [27] is a cloud-monitoring framework that facilitates the development of
custom monitoring systems for cloud-based applications. The mOSAIC framework gathers
information that can be used for load balancing, scaling decisions, and calculating the total
cost of the application execution. mOSAIC, offers a set of APIs to enable developers to
build up cloud applications and monitoring systems. Communication between the resource
monitoring system and mOSAIC application is based on the adoption of shared event
buses. An event bus is a component used to collect the monitoring events from cloud
resources and applications. A mOSAIC developer has to choose the number of buses
involved. All events can be managed through a single bus, or as many as the developer
considers necessary. The framework supports only applications that are specifically
developed using the mOSAIC API.
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Nagios [24] is a well-known enterprise-class open source-monitoring platform.
Nagios is extended with plugins to support the monitoring of infrastructure for both virtual
and physical resources. In addition, it supports the monitoring of different storage devices.
The main advantage offered by Nagios is Extensibility. However, Nagios is designed for a
slowly changing physical infrastructure, which does not suit the rapid changes in cloud
scenarios.
MonALISA [28] is a distributed monitoring system that provides reliable
registration and discovery of services and applications. It deploys monitoring agents on
hosts to monitor running applications and services. The system is able to notify other
services when it experiences certain pre-specified conditions. MonALISA is built as a
scalable and dynamic architecture for distributed services, which is designed for
monitoring global grid systems. It is implemented using Java [29], and WSDL/SOAP [30]
technologies. The framework integrates several monitoring tools to collect parameters that
describe the computational nodes, applications and network performance. It supports
Simple Network Management Protocol (SNMP) and network-performance monitoring.
Furthermore, it enables the monitoring of end-to-end network performance as well as the
state of system facilities in a Grid. MonALISA focuses only on the physical level, and does
not support the virtual resources. It mainly targets grid systems and does not support cloud
environments. MonALISA is not SLA-oriented and cannot detect SLA violations.
Ganglia [31] is a monitoring system for high performance computing systems
based on a hierarchy of clusters. Monitoring nodes in the hierarchy communicate
monitoring information with other nodes in the same hierarchy. It uses a tree of point-topoint connections amongst representative cluster nodes to federate clusters and aggregate
20

their state. Within each cluster, Ganglia uses heartbeat messages as the basis for a
membership protocol. It maintains the membership by using the reception of a heartbeat as
a sign that a node is available and the lack of a heartbeat over a specific periodic as a sign
that a node is unavailable. Each node monitors its local resources and sends packets
containing monitoring data to a well-known node. Aggregation of monitoring data in the
tree is done by polling child nodes at periodic intervals. Then monitoring data from both
leaf nodes and aggregation points is exported using a TCP connection to the node being
polled and then read all its monitoring data. Ganglia is an efficient monitoring system for
heterogeneous clusters and grids platforms that require high performance computing
(HPC). However, it does not support interoperability because it does not supports virtual
resources of the cloud environments and does not focus on SLA parameters or capture SLA
violations.
SLA@SOI [32] is an SLA management framework that provides dynamic
monitoring of SLA attributes through exploiting historical monitoring data. However, it
does not support all services models and focuses only on IaaS service model.
Amazon CloudWatch [8] provides monitoring functionalities for Amazon Web
Services (AWS) clients [33]. It is one of the well-known commercial monitoring systems.
Amazon CloudWatch can be used to collect metrics information, and set alarms. It can
monitor Amazon EC2 instances [11], Amazon DynamoDB tables [34], and Amazon RDS
DB instances [35]. In addition, Amazon CloudWatch can be used to keep track of the
system status, application performance, and operational health. It can be accessed either
through a web interface or through an API. There are two types of checking frequency
offered by Amazon CloudWatch: basic monitoring, in which monitoring data are available
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in five minutes periods at no charge, and detailed monitoring, in which monitoring data is
available in one minute periods at an additional cost. Amazon CloudWatch only monitors
virtual machines and does not support monitoring of physical resources. Furthermore, since
each Amazon region is designed to be entirely isolated, Amazon CloudWatch does not
aggregate data across regions.
Windows Azure [36] provides monitoring mechanisms through the Azure
Diagnostic Manager. It offers a proprietary solution to support monitoring and auto-scaling
of Azure-based cloud services.
2.9 Summary
This chapter provides background information about cloud computing, various types of
cloud environments, cloud service models, and monitoring systems of cloud services and
applications. We present an overview of SLA components, SLA life cycle, and SLA
monitoring in the cloud. We survey the state-of-the-art of cloud monitoring systems.
Although each solution has its own advantages, monitoring in cloud environments needs a
comprehensive solution that contains a number of essential features such as
interoperability, SLA-oriented monitoring, and scalability. Unfortunately, most of existing
systems do not combine all these features in a single solution, which could make the
monitoring system more suitable for cloud environments.
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Chapter 3
SLAM Framework
This chapter presents the architecture of SLAM with a detailed description of its
components, and the supported service benchmarking. The SLAM framework can be
deployed on both virtual and physical resources. Cloud consumers deploy SLAM on their
virtual machine instances to monitor their running services and applications. Cloud
providers can deploy SLAM on their physical resources to collect information about the
status and loads on servers. First, we present an overview of the SLAM architecture and
describe its components. Then, we briefly provide an overview of the supported service
benchmarking.
3.1 SLAM Architecture
The SLAM architecture consists of six basic components: SLA Classifier, Template
Generator, Monitoring Engine, Monitoring Repository, Report Generator, and API
Library. Users interact with the dashboard to enter the SLA parameters that they wish to
monitor. The SLA classifier maps high-level SLA parameters into low-level metrics that
can be measured. Then, the template generator uses these mapped metrics to generate
monitoring templates that contains the required monitoring metrics. The monitoring
template also contains the monitoring configurations defined by the user such as
monitoring frequency, how long the collected information remains the database, etc. The
monitoring engine receives templates and starts the monitoring process. The monitoring
repository maintains the collected information in a persistent database storage. The report
generator generates reports that shows the monitoring information and status of the
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monitored system. The API library provides a set of APIs to facilitate the interactions
between SLAM and third-party applications. Figure 3.1 shows the framework components
and interactions between them.

Figure 3.1: The SLAM Architecture.
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3.1.1 SLA Classifier

The SLA classifier maps the desired monitoring SLA parameters into low-level metrics
according to user-defined mapping rules. The mapping is either “simple mapping” or
“complex mapping”. A simple mapping is carried out when an SLA parameter can be
mapped into a single metric (e.g., “Availability”

“Uptime”). The mapping is complex

when an SLA parameter is expressed with a combination of multiple low-level metrics
(e.g., “Host Performance”

several metrics related to the host such as CPU and memory

as illustrated in Table 3.1). The service provider or consumer defines the mapping rules
and saves them into the monitoring repository. Mapping rules can be updated anytime. The
mapping rules are loaded into the SLA classifier when users enter the SLA parameters that
they wish to monitor. The classifier then carries out the mapping process based on these
rules. The SLAM framework also enables users to set up and customize monitoring
configurations. The user can set a different monitoring frequency (checking interval) for
each metric, the period in which the collected information remains in the database, and
how many days the system will keep the trends of the monitoring information (trends are
the minimum, maximum, average and the total number of collected values per hour for the
numeric data types). SLAM enables users to set the monitoring configuration for all metrics
in a single screen. Table 3.1 shows a sample of SLA parameters and their
mapped/associated metrics.
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Table 3.1: A sample of SLA parameters and associated metrics.
SLA Parameter
Host Availability

Mapped/Associated Metrics
Uptime
CPU Context switches per second
CPU Idle time
CPU Interrupts per second
CPU Interrupt time
CPU IOwait time
CPU Nice time
CPU Softirq time

Host Performance

CPU Steal time
CPU System time
CPU User time
Available memory
Free swap space
Free swap space in %
Total memory
Total swap space

Responsiveness

Response time
Download speed

3.1.2 Template Generator

Once the SLA classifier finishes the mapping operation and generates a list of mapped
metrics, the template generator creates a monitoring template that contains a set of lowlevel metrics for the required SLA parameters along with their associated monitoring
configurations given by the user. The template is formatted in JSON [37] according to a
predefined schema. It also includes a list of the target hosts that are scheduled for
monitoring operations. Figure 3.2 shows the structure of a monitoring template. It includes
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the hosts, SLA parameters and their related low-level metrics, and Web scenarios which
are required for service benchmarking. We discuss service benchmarking and Web
scenarios in section 3.2. Figure 3.3 shows an excerpt of the monitoring template schema.
The template schema identifies the data type for each element and determines if the element
is mandatory or optional. “Hosts” represents the list of target hosts that are scheduled for
the monitoring tasks. Each host on which an agent is deployed is represented by a set of
properties such schema contains the elements “Hosts”, “SLAM_Parameters”, and
“Mapped_Metrics”. In addition, the schema as host name and IP, and the communication
port used by the agent. The complete set of Hosts properties are given in Table 3.2.
“SLAM_Parameters” represents the required SLA parameters for the monitoring
processes. It has a number of properties that are listed in Table 3.3. “Mapped_Metrics”
represents the list of the associated/mapped metrics of the SLA parameters. The properties
of mapped metrics includes the monitoring configurations for each metric (e.g. monitoring
frequency, how long the system keeps the collected data, etc.). The complete set of mapped
metrics properties are given in Table 3.4. The complete specification of the monitoring
template schema can be found in Appendix A.
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Figure 3.2: The structure of a monitoring template.
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Figure 3.3: Excerpt of the monitoring template schema.
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Table 3.2: Hosts propertiesin the monitoring template.
Property

Description

Data type

HostID

ID of monitored host

Numeric

HostName

Name of monitored host

String

HostVisibleName

Label of monitored host

String

HostAgentInterfaceID

ID of the monitoring interface type (i.e. agent-

Numeric

based, or SNMP)
HostAgentIP

Host IP in which the agent is deployed

String

HostAgentDNS

Host DNS in which the agent is deployed

String

HostAgentPort

Communication port used by agents

Numeric

AgentMainInterfaceIsIP

Value to determine the used communication

Numeric

service (1 for IP, 2 for DNS)
ProxyID

Proxy ID (empty if not used)

ProxyName

Proxy Name (empty if not used)

MonitoringStatus

0 enables host monitoring, 1 disables host

Numeric
String
Numeric

monitoring

Table 3.3: The properties of SLA-parameters in the monitoring template.
Property

Description

Data type

ParameterID

Automatic ID for each SLA parameter

Numeric

ParameterName

SLA parameter name (i.e. Host Availability)

String

ParameterDescription

Description of SLA parameter

String

ParameterTypeID

Lookup ID to determine the parameter type

Numeric

ParameterTypeName

Name of the lookup type of SLA parameter

String

ParameterTypeDescription Description of SLA parameter lookup type

String

SLAMID

Automatic ID to each monitoring session

SLAMName

Name of monitoring session

String

SLAMDescription

Description of monitoring session

String
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Numeric

Table 3.4: The properties of the mapped metrics in the monitoring template.
Property

Description

Data type

MetricID

Automatic ID for mapped/associated metric

Numeric

MetricName

Name of metric

String

MetricKey

Key to distinguish each metric and used

String

programmatically to measure the metric
Description

Description of metric

CheckInterval

Monitoring frequency, the interval between

String
Numeric

each measurement for the metric
History

How many days the system keeps the

Numeric

collected data
Trends

How many days the system keeps the

Numeric

minimum, maximum, average and the total
number of collected values per every hour for
numeric data types
Data_Type

Metric data type. Possible values:

Numeric

0 – Decimal (default), 1 – Octal,
2 – Hexadecimal, 3 - Boolean
Value_Type

Type of information as stored in the database

Numeric

after performing conversions, if any. Possible
values:
0 - Numeric float, 1 – Character, 2 – Log.
3 - Numeric unsigned, 4 - Text.
Type

Checking type. Possible values:

Numeric

0 – Agent, 1 – SNMP
Units

Value units (i.e. %, bps, etc.)

ParameterID

ID of related SLA parameter to the metric

ParameterName

Name of related SLA parameter to the metric
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String
Numeric
String

3.1.3 Monitoring Engine

The monitoring engine is responsible of collecting required monitoring data according to
the items specified in monitoring templates. This monitoring data is stored in the
monitoring repository. The monitoring engine contains two subcomponents: the
monitoring coordinator and monitoring agents. Figure 3.4 shows the architecture of the
monitoring engine and the interactions between its internal components.

Figure 3.4: Monitoring engine architecture.
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The Monitoring coordinator is responsible for aggregating and storing monitoring
data reported by monitoring agents. The coordinator keeps track of active monitoring
agents. It assigns monitoring tasks to agents by sending required monitoring items (metrics)
to deployed agents on target hosts. The coordinator then gathers monitoring data and stores
it in the monitoring repository.
A Monitoring agent is a software component that is deployed and configured on
the target hosts. Agents gather specified metrics (e.g., CPU information) on their respective
hosts and send the collected data to the monitoring coordinator. For example, if CPU
metrics are required, the following steps are performed to accomplish the monitoring
operations:
1. The coordinator establishes a TCP connection with the target host.
2. The coordinator sends a ping message if an active agent is already deployed. If
a ping reply is received from the agent, the coordinator submits a list of metrics
according to the monitoring template to the agent for monitoring.
3. The agent reads the list of metrics and performs the monitoring operations to
collect the required metrics.
4. The agent reports collected information to the coordinator.
5. The coordinator perform required processing on gathered data and stores it in
the monitoring repository.
6. The TCP connection is closed when the monitoring period is over.

The target host must be registered with the monitoring coordinator to allow its agent
to receive monitoring tasks and communicate monitoring data to the coordinator. A target
host can be registered with the coordinator manually or automatically as follows:
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Manual registration occurs when the system administrator registers the target host
in the registration list. This list contains hosts scheduled for monitoring. The administrator
enters the host name, and associates the host with an existing group or creates a new group
for the host. Groups are a way to organize hosts with similar interests. For example, we
can combine all VMs in a “Virtual machines” group or gather all machines that have a
specific operating system such as Linux in a “Linux servers” group. Groups are a reserved
feature for a future use that will allow us apply the monitoring template for a group of hosts
instead of individual hosts. The administrator also configures the agent specifications such
as the host IP, DNS, agent port, and the connection method (IP or DNS).
Automatic registration is performed by the SLAM coordinator. SLAM provides a
feature called “Discovery” by which the system can discover running hosts. The
administrator defines a discovery rule with a range of IPs. Then, the monitoring coordinator
scans the network according to the defined range of IPs and automatically registers new
hosts that it discovers. Similarly, host deregistration can be done manually by the system
administrator or automatically by the SLAM coordinator if the host is disconnected or
turned off while the “Discovery” feature is enabled. To define a discovery rule,
administrator define the following properties:
•

IP range: it identifies the range of the network that will be scanned by the
coordinator.

•

Delay: it represents the period between each network scan in seconds.

•

Checks: this option used to discover only hosts or hosts that are deployed by
monitoring agent as well.
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•

Discovery by proxy: this option is used when the coordinator delegates the
discovery operation for a proxy.

3.1.4 Monitoring Repository

The monitoring repository is a database that maintains the monitoring data sent by agents
to the monitoring coordinator. The repository also stores the SLA parameters and their
associated low-level metrics along with the related mapping rules. This component can be
implemented using any suitable database management system such as MySQL [38], Oracle
[39], or SQLite [40].
3.1.5 Report Generator

The Report Generator is responsible for generating monitoring reports including resource
status, collected metrics, and SLA violations. The report generator uses the monitoring data
stored in the monitoring repository to generate customized reports according to users’
preferences. The report shows the status of user-selected metrics in general or during
specific periods. It also enables users to customize the layout of the generated report with
a rich set of reporting features. Reports are generated in a graphical format.
3.1.6 API Library

The API library contains a set of APIs that facilitate the interactions of SLAM with thirdparty applications to programmatically set or modify the monitoring configurations or
retrieve historical monitoring data using JSON-RPC protocol [41]. JSON-RPC is a
lightweight remote procedure call protocol. The mechanism consists of two peers to
establish a data connection. One peer invokes a method provided by the other peer. To
invoke a remote method, one peer sends a request and the other peer reply with a response
unless the original request is a notification. A notification is a special request that does not
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have a response. The request and response are serialized using JSON format. The request
properties includes the name of invoked method, method parameters, and request ID.
Similarly, the response includes the result that are returned by the invoked method, error
from the invoked method if exists, and the ID of associated request.
A third-party application may use the API library to communicate with SLAM to
add new target hosts, new metrics, or modify monitoring configurations. The API library
can also be used for service benchmarking, where the user defines specific Web scenarios
to compare between similar services offered by different providers. Customers then use the
monitoring data that is relevant to these Web scenarios to select the appropriate service
provider. The following section discusses service benchmarking in the SLAM framework.
3.2 Service Benchmarking
In federated clouds, where multiple cloud providers may offer same or similar services, the
customers would need to choose the provider according to the service performance or
response time without deploying monitoring agents at the provider’s site. SLAM supports
the service benchmarking for remote services offered by multiple providers where the
monitoring in this case does not require deploying agents on the host of the service or
application. For example, the “Responsiveness” parameter presented in Table 3.1 is
mapped into two metrics “Response time” of an application, and “Download speed” from
the cloud provider site. We can use the service benchmarking to measure these metrics
without deploying any agent on the cloud provider’s site. To perform the service
benchmarking, we define Web scenarios in SLAM. The Web scenario is a sequence of
HTTP requests to the application being measured on the remote site. Each HTTP request
is called a Web step.
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The Web scenario includes a number of properties as follows:
•

Authentication Type: None or basic authentication for scenarios that require basic
HTTP authentication.

•

User Name and Password: the user name and password required for the
authentication.

•

Update Interval: the execution interval of the Web scenario in seconds.

•

Number of retries: the number of trials to execute the request upon the failure.

•

HTTP Proxy: if required, it is used by the Web scenario to bypass the HTTP
requests.

A Web step has the following properties:
•

Step URL: the URL of the HTTP request.

•

URL Parameter: it is used to add parameters or variables in the URL.

•

Timeout: the period in seconds elapsed before cancelling the step if the request is
not completed.

•

Step Order: the order of executing the Web step in the Web scenario.

•

Required Status Code: it is the expected to return code after executing the request.
The Web step fails if the return code is different from the expected code.

SLAM agents are responsible for executing the Web scenarios. First, agents send HTTP
requests to the application being measured at the remote location of the provider according
to the defined Web steps in their Web scenarios. Then agents send their collected data to
the SLAM coordinator. Second, the SLAM coordinator processes the collected information
and stores it in the monitoring repository. Figure 3.5 illustrates the service benchmarking
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in the SLAM framework. Each agent executes a Web scenario, which includes a number
of Web steps for an application deployed at different cloud providers (A, B, and C). Each
agent measures the response time of the application and the download speed. The collected
data determines which provider offers a better service and performance.

Figure 3.5: Service-Benchmarking Model.

The defined Web scenarios and their related Web steps are included in the monitoring
template as well as the SLA parameters and the mapped metrics. Figure 3.6 shows an
excerpt of the template schema for the Web scenarios.
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Figure 3.6: Excerpt of the monitoring template schema for Web scenarios.
3.3 Summary
This chapter introduces the architecture of the SLAM framework with a detailed
description for the internal components. The SLAM architecture includes six components:
SLA Classifier, Template Generator, Monitoring Engine, Monitoring Repository, Report
Generator, and API library. The framework supports SLA monitoring by adopting the
generation of monitoring templates. The template includes the metrics being measured and
the monitoring configurations such as monitoring frequency. The SLAM framework
supports the service benchmarking which is used to compare between similar services
offered by different providers. In addition, the SLAM framework can be deployed on both
virtual and physical resources. Cloud consumers use SLAM to monitor their running
services and applications on virtual resources. Whereas, cloud providers use SLAM on
their physical resources to collect information about the status and workloads on servers.
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Chapter 4
SLAM Implementation
This chapter provides the implementation details of a prototype of the SLAM framework.
The prototype is deployed in both private and public cloud. We use OpenStack [12] to
build our own private cloud infrastructure and Amazon EC2 [11] as a public cloud
infrastructure. In addition, we use the open source project “Zabbix” [42] as the underling
infrastructure on top of which we develop the proof-of-concept prototype of the SLAM
framework. First, we present an overview of OpenStack and its architecture. Then, we
provide a background on Amazon EC2 and discuss its components. After that, we briefly
provide an overview of “Zabbix” and its main components. Lastly, we discuss the
implementation details of our proof-of-concept prototype.
4.1 OpenStack
OpenStack [12] is an open source software that builds cloud environments. It controls and
manages large pools of computational, storage, and network resources to create cloud
infrastructures. The OpenStack infrastructure is managed through a dashboard that enable
users to provision resources through a web interface or via an API that gives users full
control over their resources through a programming interface. OpenStack provides
flexibility to design a cloud infrastructure with no proprietary hardware and software
components. In what follows, we briefly discuss the main architectural components:
OpenStack Compute
The OpenStack Compute component [43] provisions and manages the computational
resources, providing virtual machines on-demand to meet the application’s requirements
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and support high-performance computing (HPC) configurations. The computational
resources are accessible via APIs for developers and via web interface for users and
administrators. OpenStack Compute supports multiple types of hypervisors such as KVM
[44] and XenServer [45] to provide the virtualized resources. In addition, the compute
architecture is designed to scale horizontally with commodity hardware and minimal
system requirements.
OpenStack Storage
OpenStack supports two storage platforms [46]: Object Storage [47] and Block Storage
[48].
Object Storage [47] is known as object-based storage or “Swift” in OpenStack. It
manages data as objects rather than a file hierarchy. In addition, Object Storage has no
central point of control, which provides greater scalability and durability. The storage
clusters scale horizontally by adding new servers. It uses commodity hardware and
inexpensive storage devices. OpenStack ensures data replication and distribution across
different devices. Therefore, if a server or storage fails, OpenStack replicates its content to
new locations in the cluster.
Block Storage [48] is known as “Cinder” in OpenStack. It allows block devices (a
block device is a data storage device that supports reading and writing data in fixed-size
blocks, sectors, or clusters) to be connected as extended storage. In addition, Block Storage
provides better performance and integration with existing storage platforms such as
NetApp [49]. Typically, Block Storage is used in storage-area network (SAN) [50]
environments where data is stored in volumes or blocks. Each block acts as an individual
hard drive and is configured by the storage administrator. Block Storage is appropriate for
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performance sensitive scenarios such as database storage, expandable file systems, or
providing a server with access to raw block level storage that allows for accessing the
storage device directly.
OpenStack Networking
OpenStack Networking [51] is a pluggable, scalable and API-driven system for managing
networks and IP addresses. OpenStack Networking ensures that the network is not a
bottleneck in a cloud deployment by providing a scalable and automated approach to
manage the network resources. OpenStack Networking manages IP addresses and supports
dedicated static IPs or Dynamic Host Configuration Protocol (DHCP). This enables
flexible networking models that suit the needs of different applications or user groups,
which include virtual local area networks (VLANs) for separation of servers and traffic.
Users can create their own network and have full control over network traffic. Whereas,
administrators can maintain a high level of multi-tenancy that utilize the network resources.
Moreover, OpenStack Networking supports additional network services such as intrusion
detection systems (IDS), load balancing, firewalls and virtual private networks (VPN).
OpenStack Dashboard and API
The OpenStack Dashboard [52] is a web-based interface that gives users and administrators
the ability to provision and automate services. The dashboard provides an overall view of
the size and state of the cloud environment. It also shows a list of created instances (VMs),
images (snapshots), security groups, etc. The dashboard design makes it easy to plug in
third-party products and services, such as monitoring and additional management tools.
The OpenStack API enables developer to access and build tools to manage their
resources (compute, storage, and networking resources). OpenStack supports both native
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OpenStack API and EC2 compatibility API [53]. EC2 compatibility API allows EC2
legacy API, which is built for Amazon EC2, to work with OpenStack so that users can
continue using existing AWS-compatible tools with OpenStack. Figure 4.1 shows the
dashboard of our private cloud, which is built using OpenStack.

Figure 4.1: OpenStack Dashboard.
4.2 Amazon Elastic Compute Cloud (Amazon EC2)
Amazon Elastic Compute Cloud (Amazon EC2) [11] is a web service that allows
subscribers to run services and application in scalable compute capacity in public clouds.
Amazon EC2 allows cloud consumers to rent infrastructure to build and run their cloudbased services and applications on a pay-as-you-go basis without the need to invest in

43

hardware upfront. Cloud consumers can launch as many virtual servers as they need to run
their services.
The virtual computing environments offered by Amazon EC2 are called
"Instances". Each instance represents a virtual machine (VM). Templates called Amazon
Machine Images (AMIs) configure EC2 instances. AMI includes the operating system and
any additional software needed by the server (instance). The type of the instance (small,
medium, large, etc.) identifies the capacity of each instance such as CPU, memory, and
storage. To access the instance, secure login information using key pairs for the instances
are required (public key, and private key). Amazon EC2 supports two types of data storage:
storage volumes for temporary data that is deleted when an instance is stopped or
terminated such as the “Instance store volumes” [54]. The other type is persistent storage
volumes such Amazon Simple Storage Service (Amazon S3) [55] and Amazon Elastic
Block Store (Amazon EBS) [56]. AWS allows users to create their instances in different
geographic locations in order to minimize access latency where the application can be
dispersed across multiple regions near to target users. It also increases application
redundancy, reliability, and resilience upon service failure in one location. In addition,
consumers can create their own security groups to manage the firewall and specify the
communication protocols, ports, and IP ranges of the instance. Cloud consumers also have
the option to connect their instances in virtual private clouds (VPCs) that allows the
instances to be connected with the other instances.
Amazon EC2 Accessibility
Amazon EC2 introduces different methods to enable users to access their resources.
Amazon provides a web service interface called “AWS Management Console” [57] to
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launch instances with a variety of operating systems, load them with applications, manage
network access permissions, etc. AWS also offers the “EC2 API Tools” [58] to access
AWS services using Application Programming Interfaces (API).

•

Amazon AWS Management Console
Amazon AWS Management Console provides a way to access and manage Amazon
Web Services through a user-friendly web-based interface. The console provides
cloud management for all aspects of the AWS account, including accessing
monthly spending by service, managing security credentials, etc. It also supports
all AWS regions and enables cloud consumers to provision resources across
multiple regions. It also offers AWS console mobile app to view the resources on
the go through mobile devices. Figure 4.2 shows a screenshot of the Amazon AWS
Management Console.
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Figure 4.2: AWS Management Console.

•

EC2 API Tools
Amazon EC2 API Tools provide a way to access AWS services using Application
Programming Interface (API). Developers can use EC2 API Tools to access their
resources by a set of commands. Multiple languages such as Java, Python, PHP,
Ruby, C #, support EC2 API Tools. Developers must first download the EC2 API
Tools that are compatible with their programming language and then they are able
to use the API to access and manage their cloud resource.

Amazon Machine Images (AMI)
An Amazon Machine Image (AMI) [59] provides the information required to instantiate a
virtual machine within Amazon EC2. It can be customized with specific software packages
and applications based on the purpose of use. AWS provides AMIs with a safety guarantee
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to the AWS consumers. Whereas, other users such as AMIs community provides their
AMIs without safety guarantee for AWS consumers. In addition, AWS provides another
source of AMIs called “Marketplace” [60], which is a collection of free and commercial
AMIs with different software applications and operating systems. An AMI includes a
template for the root volume (i.e. an operating system and applications) for the instance,
launch permissions that control which AWS accounts can use the AMI to launch instances,
and a “block device mapping” that specifies which volumes to attach with the instance
when the instance is launched. An AMI must be registered in AWS to become ready for
use and able to launch instances. The AMI can be copied to the same or another region.
When an instance is launched, users can save a new AMI with the updated applications
and settings for later use or can deregister the original AMI if the AMI becomes no longer
needed in the future. Users can select an AMI based on AWS regions (availability zones),
operating system, and architecture (32-bit or 64-bit). The AMI size for each type varies
from micro, small, medium, large, xlarge, and up to 8xlarge.
Amazon Virtual Machine Instances
Amazon Virtual Machine Instances [61] are the created and running VMs from a pool of
AMIs. Amazon EC2 allows users to launch multiple instances from the same AMI. Each
instance is assigned with a private IP address and maybe with a public or Elastic IP address
(EIP) based on the launch configurations. The communication traffic from and to the
instance in the same EC2 region is provided with no cost. Whereas, traffic from and to the
instance outside of its region entails an extra cost. Users may enable monitoring features
to monitor the status of their instances. Amazon EC2 provides Amazon CloudWatch [8] to
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add monitoring functionalities with basic monitoring at no cost or detailed monitoring at
an additional cost.
4.3 Zabbix
Zabbix [42] is an enterprise open-source monitoring solution for networks and
applications. It is designed based on the agent-based monitoring model to monitor and track
the status of various services, servers, and other networking hardware. It provides
monitoring statistics such as CPU load, network utilization, disk space, etc. Zabbix
supports different database management systems such as MySQL [38], PostgreSQL [62],
SQLite [40], Oracle [39], and IBM DB2 [63] for storing and managing monitoring
information and system configurations. The backend is written in C and the web frontend
is written in PHP [64]. Zabbix offers several monitoring options using agent-based
monitoring and supports a variety of real-time notification mechanisms. Zabbix includes
three main components to perform monitoring operations: Zabbix Server, Monitoring
Agents, and Database Storage.
Zabbix Server
Zabbix server is the core component, which is responsible for receiving and handling all
monitoring information from agents. It receives the monitoring and statistical information
and performs the necessary processing, triggers events, and sends required notifications to
system administrators.
Monitoring Agents
Zabbix agents are deployed on the target hosts to actively monitor local resources and
applications and reports the gathered data to the Zabbix server. For each agent a local
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configuration file that contains the necessary settings provides the agent with the
information on how to communicate with the Zabbix server and how to perform required
monitoring operations.
Database Storage
During Zabbix installation, the administrator may choose to create a local initial database
for managing monitoring information. In our prototype, we use MySQL [38] as a database
management system for Zabbix functionalities and the SLAM framework operations. The
Zabbix server stores the collected monitoring information of targeted tasks in the local
database. The database can be installed either on the same VM or on a separate server.
4.4 SLAM Implementation
We implemented a proof-of-concept prototype of the SLAM framework on top of Zabbix
2.2 [42]. The JSON-RPC [41] technique is used to facilitate the communications between
SLAM and Zabbix. The monitoring repository of the SLAM framework is implemented
using MySQL 5.5 [38]. The prototype is deployed over a custom-built private cloud
infrastructure using OpenStack [12] and public cloud infrastructure using Amazon EC2
[11]. SLAM’s user interface is developed using PHP5 [64]. The SLAM coordinator and
agents utilize the Zabbix underlying infrastructure. We utilize multiple packages and
integrate them together to build our SLAM framework over a federated cloud environment.
These packages are:
•

OpenStack

•

Amazon EC2

•

Web server: Apache2 [65]

•

Database server: MySQL 5.5
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•

PHP5

•

JSON-RPC 2.0

•

PHP-JSON-RPC

•

Zabbix 2.2

SLAM Hosts
Hosts in our framework are the virtual machines with already-deployed monitoring agents.
We use the OpenStack and Amazon EC2 to create and manage VMs in our private and
public cloud, respectively.
In the OpenStack dashboard, we launch an instance and enter the host properties
and configurations as shown in figure 4.3. Next, the access privileges screen shows up.
Therefore, a key-pair is selected from a list or the user can create a new key-pair. Key-pairs
are used to access the virtual machine according to the security rules that belong to the
associated key-pair. Once the instance is created, the OpenStack network manager assigns
new private IP to the instance to allow the host to join the OpenStack network. Users and
administrators can also assign a public (floating) IP, which enables the host to be publicly
reachable.
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Figure 4.3: OpenStack – Instance configurations.

In the Amazon EC2, AWS Management Console provides an easy way for users to
launch the instance in order to create virtual machines from an Amazon Machine Image
(AMI). We use the console to launch instances from an AMI that matches our desired
configurations. Then we select the hardware configuration of the instance such as network
settings as shown in figure 4.4. After that, we select the key-pairs that will be used to access
the instance. After launching the instance, the instance state becomes “pending” for a
while. Then the instance state changes to “running”. The instance receives a public DNS
name that we can be used to access the instance from the Internet. It also receives a private
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DNS name that other instances within the same Amazon EC2 network can use to connect
with the instance.

Figure 4.4: Amazon EC2 - Instance configurations.

SLAM Components
The SLAM architecture consists of six basic components: SLA Classifier, Template
Generator, Monitoring Engine, Monitoring Repository, Report Generator, and API
Library. In addition, a dashboard that enable users to have a control over the monitoring
system through a web interface. Figure 4.5 depicts the SLAM architecture and its main
components. The SLAM’s proprietary components are developed using our private code.
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Zabbix’s proprietary components are Zabbix’s components and we use them in the SLAM
framework. Whereas, SLAM-Zabbix components are components exist in Zabbix and we
extend them to fit our framework’s specifications.

Figure 4.5: The SLAM architecture.

•

SLA Classifier
The SLA classifier maps high-level SLA parameters into low-level metrics
according to the user-defined mapping rules. The classifier loads the mapping rules
and then create a list of associated/mapped metrics. In addition, it assigns the
monitoring configurations received from users for each metric. SLAM framework
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uses the monitoring configurations to measure each individual metrics. Figure 4.6
shows a screenshot of the SLAM’s metrics configurations.

Figure 4.6: The SLAM’s metrics configurations.

•

Template Generator
The template generator generates a monitoring template in JSON format. The
template contains a set of low-level metrics for the required SLA parameters along
with their associated monitoring configurations, according to the user’s
specifications. In addition, Monitoring template includes the defined Web scenarios
and related Web steps, and the hosts scheduled for monitoring operations. Listing
4.1 present the algorithm for generating the monitoring templates.
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Listing 4.1: Monitoring Template Generation Algorithm.
READ List of Hosts and ADD them to Template
READ List of SLA Parameters and ADD them to Template
READ Web Scenarios and ADD them to Template
count = 0
WHILE count < No of SLA Parameters
READ Associated Metrics , Metrics Configurations
ADD Associated Metrics AND Metrics Configurations to Template
INCREMENT count by 1
ENDWHILE
count = 0
WHILE count < No Web Scenarios
READ Related Web Steps
ADD Web Steps to Template
INCREMENT count by 1
ENDWHILE
WRITE Template

•

API Library
API Library provides a way to facilitate the interactions of SLAM with third-party
applications to programmatically set or modify the monitoring configurations or
retrieve historical monitoring data using JSON-RPC protocol. The API library is a
PHP-JSON-RPC abstract class that encapsulates most of internal Zabbix APIs. It
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exposes a set of interfaces for Zabbix and SLAM APIs to facilitate the interactions
between SLAM and applications. In SLAM framework, API Library is developed
for a PHP implementation. However, different languages for more usability can
implement the abstract class. Listing 4.2 shows a snippet of code to create SLA
parameter using the API library.

Listing 4.2: Example for Creating SLA Parameter using API library.
// Open and authenticate the connection to requested API
$api = New ZabbixApi($SLAM_Domain_URL.'/api_jsonrpc.php',
$SLAM_API_RPC_Authentication_UserName,
$SLAM_API_RPC_Authentication_Password);

// Create array of JSON request includes the SLA parameter name, and target
// Host
$JSONdata = array('output' => 'extend' ,
'name' => $SLAM_ParametersArr->ParameterName ,
'hostid' => $SLAM_HostsArr->HostID) ;

// Invoke “Create” method and create the SLA parameter
$AppCreate = $api->applicationCreate($JSONdata) ;
// Get the ID of created SLA parameter
$SLA_ParameterID = $AppCreate->applicationids[0] ;
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•

Monitoring Repository
The monitoring repository of the SLAM framework is implemented using MySQL
5.5 database [38]. The SLAM framework uses the initial Zabbix database tables
that are created during the Zabbix installation in addition to the tables shown in
figure 4.7.

Figure 4.7: SLAM Database Schema.
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The database tables shown in figure 4.7 are required for the mapping
between SLA parameters and their associated/mapped metrics. In addition, these
tables maintain the Web scenarios and their related Web steps that are required for
service benchmarking, a feature that the SLAM framework supports. In the case
where we create the database on a different host than the Zabbix server’s host, the
property 'dbc_remote_questions_default' in the file '/etc/dbconfig-common/config'
must be set to 'true' as follows:
dbc_remote_questions_default='true'
In addition, the connection configuration such as host name or IP of the
database server, login information like user name and password, database name,
and connection port are required to enable the connection with the database. These
configurations exist in the “zabbix_server.conf” file. Listing 4.3 shows the required
database connection settings.

Listing 4.3: Database connection configurations.
# /etc/zabbix/zabbix_server.conf
DBHost=localhost # or write the IP address of the remote MySQL server.
DBName=zabbix
DBUser=zabbix
DBPassword=zabbix
DBPort=3306 # default for MySQL
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•

Monitoring Engine
The monitoring Engine in SLAM framework consists of two main components:
The SLAM Coordinator and Monitoring Agents. We mainly use Zabbix server to
serve as the SLAM coordinator and zabbix agents to collect the required
information from the target hosts. The coordinator is responsible for aggregating
and storing monitoring data reported by monitoring agents. Whereas, a monitoring
agent is deployed on target hosts to gather specified metrics. The target hosts should
be registered by the coordinator in a list for of hosts scheduled for monitoring
operations. The registration processes can be done automatic or manual. Automatic
registration can be achieved by using the “Discovery” feature where the system
administrator define a discovery rule and then the monitoring coordinator scans the
network for new hosts according to a range of IPs. Manual registration can be
performed by system administrator using create host screen in the dashboard.
Figure 4.8 shows how to create a discovery rule and figure 4.9 shows the manual
registration for hosts. Whereas, figure 4.10 shows a snapshot of displaying the
whole list of registered hosts.
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Figure 4.8: Discovery rule.

Figure 4.9: Manual registration for hosts.
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Figure 4.10: List of registered hosts.

•

Report Generator
The Report Generator provides a reporting tool to display the resources status and
SLA violations. It uses the data stored in the monitoring repository during the
monitoring operations. We use the reporting services offered by Zabbix in our
proposed framework. Zabbix provides rich reporting features. Administrator or
user can customize the layout of the information displayed in the reports. Figure
4.11 shows a screenshot of the configuration layout, while Figure 4.12 shows a
sample of a generated report. The sample represents the CPU user time, where
monitoring information is gathered with a frequency of 1 second.
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Figure 4.11: Layout configurations for a report.

Figure 4.12: Sample of a monitoring report.
4.5 SLAM Deployment and Configurations
The SLAM framework supports the monitoring of both single and multiple clouds. In our
prototype implementation, we deploy SLAM on federated clouds, which includes a private
and public cloud. We deploy the SLAM coordinator and the monitoring agents on VMs
running Ubuntu Server 12.04 in the private cloud and Ubuntu Server 14.04 in the public
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cloud. In a single cloud (using private cloud only) settings, we deploy the coordinator and
agents in the same network. Therefore, the communication between the coordinator and
agents can be established via TCP connections using the private or public IPs. In multiple
clouds (using private and public clouds together), we deployed the SLAM coordinator
outside the public cloud. Whereas, the agents are deployed on hosts in the public cloud.
Therefore, the communications between the SLAM coordinator and agents in this case are
established using the public IPs only. In addition, the security rules that allow the
communication from outside the network to internal hosts should be edited to accept
external requests to establish TCP connections. Figures 4.13 and 4.14 show the deployment
strategy of SLAM in single and multiple clouds, respectively.

Figure 4.13: SLAM deployment in a single cloud.
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Figure 4.14: SLAM deployment in multiple clouds.

In order to provide the agents with the necessary attributes for the monitoring
operations such as “Server", “Hostname”, “ListenPort” attributes, the agent’s configuration
file “zabbix_agentd.conf” must be edited. The configuration file is located on the same
agent’s host. The “Server” attribute is the IP address of the host of the SLAM coordinator
and the “Hostname” attribute is the Name/IP address of the agent’s host. For simplicity,
this attribute can be set to “localhost”. In addition, the communication port (i.e.
“ListenPort” attribute) is set to the port used for communication between the agent and the
SLAM coordinator. Listing 4.4 shows a snippet of the agent configuration file.
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Listing 4.4: Agent configurations
# Option: LogFile
LogFile=/var/log/zabbix-agent/zabbix_agentd.log
# Server
Server=10.0.0.4 # IP of SLAM coordinator
#Hostname
Hostname=localhost # Agent host name
# ListenPort
# Agent listen on this port to incoming communications from the coordinator.
ListenPort=10050
Include=/etc/zabbix/zabbix_agentd.conf.d/

4.6 Summary
This chapter describes the implementation of a proof-of-concept prototype of the proposed
SLAM framework. It also provides background information on related technologies and
the underlying infrastructure. In addition, it provides a brief description of the required
packages for the prototype implementation, internal components, deployment strategies
using single and multiple clouds, and the required configurations for establishing the
communication between the coordinator and monitoring agents.
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Chapter 5
SLAM Evaluation
In this chapter, we discuss our experimental evaluation of the SLAM framework. We
evaluate the performance of SLAM using an in-house developed Web application that
performs database CRUD (Create, Read, Update, and Delete) operations. We configure
SLAM to monitor the performance of this test application under varying workloads and a
varying number of VMs. We begin by evaluating the overhead that SLAM imposes on the
target system, the impact of varying monitoring frequency, and the scalability of the
framework in a single cloud environment. Then, we evaluate the overhead of the
framework for federated cloud services using multiple cloud environments located in
different geographic regions. In each experiment, we run the application for 30 seconds.
We repeat each experiment 20 times and calculate the average of the parameter under
evaluation. We also calculate the standard deviation for each experiment. Lastly, we
present a qualitative analysis of the features of a number of the most relevant related
monitoring systems compared with SLAM capabilities.
5.1 Experimental Platform Description
We use LoadUI [66] to generate varying workloads on the test application. LoadUI is a
load testing software to create, configure and redistribute load tests interactively and in
real-time. Each workload consists of a series of concurrent requests to the test application.
The monitoring template is generated based on the metrics shown in Table 5.1 as
discussed earlier in Chapter 3. Sixteen metrics are collected for the SLA parameters: “Host
Availability”, and “Host Performance”. We also configured two Web scenarios to measure
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the response time and download speed for the “Responsiveness” parameter. The agent in
the host executes the Web scenarios. The first Web scenario consists of three Web steps
for requesting the URLs: www.microsoft.com, www.amazon.com, and www.ibm.com.
The second Web scenario consists of two Web steps for requesting the URLs:
www.queensu.ca and www.cs.queensu.ca. Table 5.2 outlines the experimental setup of
SLAM evaluation in each cloud.

Table 5.1: A sample of SLA parameters and associated metrics.
SLA Parameter
Host Availability

Mapped/Associated Metrics
Uptime
CPU Context switches per second
CPU Idle time
CPU Interrupts per second
CPU Interrupt time
CPU IOwait time
CPU Nice time
CPU Softirq time

Host Performance

CPU Steal time
CPU System time
CPU User time
Available memory
Free swap space
Free swap space in %
Total memory
Total swap space

Responsiveness

Response time
Download speed
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Table 5.2: Experimental setup of SLAM evaluation.
Workload

No. of

No. of

No. of

Monitoring

rec/sec

Metrics

Web

VMs

Frequency

Steps
SLAM
Overhead

Range:

in Seconds

16

5

1

1

200

16

5

1

Range:
1, 5, 10

200

16

5

Range:
1 to 40

1

50 to 200

Single cloud

Impact of
Varying
Monitoring
Frequency
SLAM
Scalability

Clouds

Multiple

20

SLAM
Overhead

100

16

5

(10 Vms
for each

1

cloud)

5.2 SLAM Evaluation in a Single Cloud Environment
To evaluate the performance of SLAM in a single cloud environment, we conduct the
experiments on a private cloud that we built in our lab at the Queen’s School of Computing.
This private cloud infrastructure is built using OpenStack. We developed a Web application
that performs some basic database transactions to be used as our test application. We
deploy this application on a VM with 2 virtual x86_64 CPUs, 4GB of RAM, and 40GB
disk storage that runs Ubuntu 12.04. The SLAM monitoring agents are deployed on the
same VM. The SLAM coordinator is deployed in the same network on another VM
configured with 4 virtual x86_64 CPUs, 8GB of RAM, and 80GB disk storage and running
the same OS.
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5.2.1 SLAM Overhead

Monitoring systems inevitably adds overhead on the target system. However, efficient
monitoring systems must maintain their additional overhead within reasonable limits. To
measure SLAM’s overhead, we measure the average response time of the test application
with and without the SLAM monitoring framework.
In this experiment, we use workloads ranging from 50 to 200 concurrent
requests/second. We set the monitoring frequency to one second (lowest possible interval)
for each metric being measured to capture the maximum overhead.
Figure 5.1 shows the average response time of the test application with and without
SLAM monitoring. We observe that the SLAM framework adds little overhead to the
application’s performance. Experimental results reveal that the highest monitoring
frequency (i.e. 1 sec interval), increases the average response time for workloads by a
maximum of 2.85%.

ms

Average Response Time

300
250
200
No SLAM

150

SLAM

100
50
0
50

100

150

200

Workload (req/sec)

Figure 5.1: Average response time with and without SLAM.
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5.2.2 Impact of Varying Monitoring Frequency

In this experiment, we study the impact of varying the monitoring frequency on the overall
system performance. SLAM gives users the ability to customize the monitoring
configurations such as setting a different monitoring frequency for each individual metric
or a unified monitoring frequency for all metrics together. Changing the monitoring
frequency is a way for controlling the monitoring granularity (i.e. the level of details that
the monitoring system can collect for a specific metric).
To evaluate the impact of varying the monitoring frequency rates, we fix the
workload to 200 requests per second and measure the response time of the test application
with the following monitoring frequencies: 1, 5, and 10 seconds. One second is the lowest
possible interval supported by Zabbix. For each monitoring frequency, we measure the
average response time of the test application under SLAM monitoring. The same SLA
parameters and their mapped metrics are used in this experiment as well as the defined
Web scenarios.
Figure 5.2 shows that the average response time changes proportionally with the
change of the monitoring frequency. The evaluation results reveal that the overhead
decreases with decreasing the monitoring rates.
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Average Response Time
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0
Rate = 1 Sec

Rate = 5 Sec

Rate = 10 Sec

Workload: 200 req/sec

Figure 5.2: Average response time for varying monitoring frequencies (Rates).

5.2.3 SLAM Scalability

This experiment investigates the scalability of SLAM, which reflects how SLAM responds
to increases in the size of the application being monitored.
In order to assess the SLAM’s scalability, we measure the average response time
of the test application at a fixed workload of 200 requests/second with a monitoring
frequency of one second. The test application is installed as a standalone instance on
multiple VMs with no interaction among application instances (i.e. to eliminate extra
communication in test application) and the VMs are monitored. We run this experiment
with a varying number of VMs ranging from 1 to 40 VMs of the same capacity and
configuration. SLAM detects the newly instantiated VMs and the monitoring coordinator
receives reporting from those agents. It also de-registers agents whose VMs are shutdown.
Figures 5.3 shows the average response with respect to a varying number of VMs.
The experimental results reveal that the overhead due to SLAM remains relatively constant
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as the application scales up and acquires more resources. We can conclude that SLAM is
scalable since it maintains its overhead at a consistent and reasonable level as the
application grows.

Average Response Time
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1 VM
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Monitoring Frequency: 1sec

Figure 5.3: Average response time with a varying number of VMs.
5.3 SLAM Evaluation in Federated Clouds
In federated clouds, services and applications cross the cloud boundaries and applications
can be over multiple providers with heterogeneous environments [67]. In addition,
monitoring systems face challenges such as interoperability and vendor lock-in issues in
federated clouds. Cloud monitoring systems need to support remote monitoring in
federated clouds. We use our private cloud (Region: Ontario, Canada) and the Amazon
EC2 public cloud (Region: US East, N. Virginia) to create a multiple cloud environment.
The configurations of the VMs in Amazon EC2 are as follows: Ubuntu Server 14.04 LTS
64-bit, 2 vCPUs, 2.5 GHz, Intel Xeon Family, 4 GB memory, and EBS (Elastic Block
Store) as a storage device. The test application is deployed on both private and public
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clouds and the monitoring agents are deployed on the same VMs. However, the SLAM
coordinator is deployed on the same network of the private cloud. Figure 5.4 shows the
deployment architecture of the multiple cloud environments.

Figure 5.4: Multiple cloud monitoring architecture.

In this experiment, we study the overhead imposed by SLAM when monitoring an
application deployed in two cloud environments (private and public) simultaneously. We
use LoadUI to generate the workloads on the test application in both clouds. Then, we
measure the average response time of the application with and without SLAM monitoring
in both cloud environments.
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We measure the average response time at a fixed workload of 100 requests/second
with a monitoring frequency of one second on the test application. We run this experiment
with a fixed number of 10 VMs for each cloud environment. Monitoring parameters and
Web scenarios are the same as in previous experiments.
Figure 5.5 shows that the monitoring overhead is limited in both clouds. The
average additional increase to response time of requests on the private cloud is 6.45
milliseconds, which represents 4.38% of the overall response time of the test application.
In the public cloud, our monitoring framework contributes an additional 2.15 milliseconds
on average, which increases the average response time by 3.03%. The experimental results
demonstrate that SLAM is able to monitor services and applications deployed over
federated clouds as well as single cloud environment with a minimal overhead on the
overall system’s performance.
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Figure 5.5: Average response time with monitoring multiple clouds.
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5.4 Limitations
We have evaluated the SLAM framework with 40 VMs running a cloud application. This
number of VMs is reasonable to study the overhead and scalability of the SLAM
framework for medium-size and large application deployments. However, the framework
is not tested for ultra-large scale application deployments (i.e. beyond 40 VMs). A
comprehensive study is required to evaluate the system performance and show the
scalability with ultra-large scale deployments (i.e. hundreds and thousands of VMs).
Unfortunately, we are unable to conduct such experiments due to lack of resources. In
addition, the number of monitored parameters and network latency may affect the result.
5.5 Qualitative Analysis
To distinguish our proposed framework from other state-of-the-art monitoring systems, we
perform a qualitative comparison of SLAM with systems described in the related work
section in Chapter 2. We also include Zabbix [42] in this study. Zabbix is the underlying
infrastructure of our proposed framework. We compare these systems with SLAM with
respect to the following five features:
1

Multi-level support: Monitoring can target two layers, the virtual layer of the
cloud resources and the physical layer that includes physical infrastructure and
resources that are necessary to allocating and provisioning virtual resources.

2

Interoperability: Interoperability means that the monitoring system works on
heterogeneous cloud environments such as federated clouds.

3

Granularity: Granularity means the level at which the monitoring system can
collect monitoring data for the required metrics. A fine-grained monitoring system
can collect data at high monitoring rates and support multiple data collection
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frequencies. For example, in some circumstances the system administrator may
wish to monitor specific metrics with a high monitoring rate and some others with
a low monitoring rate.
4

Custom Template Generation: It means that the monitoring system generates
monitoring requests using a standard and flexible template format.

5

SLA-Orientation: It means that the monitoring system supports SLA-based
monitoring requests to keep track of the status of SLA terms.

Regarding to the multi-level support, monitoring systems such as MonALISA [28],
and Ganglia [31] focus only on the physical level and do not support virtual resources. In
contrast, monitoring tools such as Amazon CloudWatch, [8] and Azure Diagnostic
Manager in Windows Azure [36] target only virtual resources. Our proposed system as
well as others such as MonPaaS [23], DARGOS [25], LoM2HiS [26], mOSAIC [27],
Nagios [24], SLA@SOI [32], and Zabbix [42] support both virtual and physical resources.
With respect to the interoperability, DARGOS and SLA@SOI are not interoperable
solutions since they mainly focus only on monitoring IaaS resources. mOSAIC supports
only applications that are specifically developed using mOSAIC API. MonALISA supports
grid platforms only and does not support cloud environments. Ganglia is a monitoring
system that supports high-performance computing for heterogeneous clusters and grid
platforms. However, it does not support interoperability across heterogeneous cloud
platforms because it does not support virtual resource monitoring. Amazon CloudWatch is
a monitoring tool offered by Amazon to enable AWS’s [11] clients to monitor their EC2
instances. CloudWatch is a proprietary tool that does not support interoperability.
Similarly, Windows Azure provides monitoring mechanisms for Azure-based cloud
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services only. In contrast, monitoring systems like SLAM, MonPaaS, LoM2HiS, Nagios,
and Zabbix support different types of cloud environments.
Concerning granularity, SLAM and Zabbix support multiple monitoring frequencies,
where each metric may have a different checking rate. They enable users to perform
intensive monitoring for their systems and applications with high checking rate equals to
one second. Whereas, other systems support a flat monitoring frequency for all metrics.
Regarding custom template generation, SLAM generates monitoring templates in
JSON format that includes all the information required to achieve required monitoring
operations. The template includes required monitoring items, hosts, and monitoring
configurations. Zabbix accepts monitoring templates in XML format but the template does
not include the hosts that will be monitored. Therefore, users create the monitoring
template and assign it manually to the target host. Zabbix also does not support the
generation of monitoring templates. Similarly, systems such as MonPaaS, DARGOS,
LoM2HiS, mOSAIC, Nagios, MonALISA, Ganglia, SLA@SOI, Amazon CloudWatch,
and Windows Azure do not support the generation of monitoring templates.
For SLA-orientation, systems like SLAM, LoM2HiS, SLA@SOI, Amazon
CloudWatch, and Windows Azure support SLA-based monitoring and are able to keep
track of the status of SLA terms. However, systems such as Amazon CloudWatch, and
Windows Azure focus mainly on the availability of the offered service. Systems such as
MonPaaS, DARGOS, mOSAIC, Nagios, MonALISA, and Ganglia do not support SLAoriented monitoring. Although Zabbix is the foundation of our system, it does not support
SLA-oriented monitoring as well. SLA-based monitoring is an added benefit of the SLAM
framework.
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In summary, SLAM supports the set of good features that characterize efficient
monitoring systems. Whereas, the other systems support only a limited number of this set
as shown in Table 5.3.

Table 5.3: Comparison between SLAM and other cloud monitoring systems and tools.
(√: feature is supported, X: feature is not supported)
Monitoring Level

Interoperability

Granularity

Custom

SLA-

Templates

Orientation

Physical

Virtual

MonPaaS

√

√

√

X

X

X

DARGOS

√

√

X

X

X

X

LoM2HiS

√

√

√

X

X

√

mOSAIC

√

√

X

X

X

X

Nagios

√

√

√

X

X

X

MonALISA

√

X

X

X

X

X

Ganglia

√

X

X

X

X

X

SLA@SOI

√

√

X

X

X

√

X

√

X

X

X

√

X

√

X

X

X

√

Zabbix

√

√

√

√

X

X

SLAM

√

√

√

√

√

√

Amazon
CloudWatch
Windows
Azure
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5.6 Summary
This chapter describes our experimental evaluation of the SLAM framework with respect
to overhead and scalability. The experiments show that the implemented prototype has
reasonable performance and so the SLAM framework is feasible. We evaluate SLAM on
both single and multiple clouds. For a single cloud environment, experimental results
reveal that SLAM imposes minimal overhead on the resources of the monitored systems.
In addition, experiments show that SLAM can scale to large applications without
significant increases to its overhead. We have also conducted experiments to evaluate the
performance of SLAM in multiple clouds, where monitoring is performed across multiple
cloud providers in heterogeneous environments. Experimental results show that the
overhead is still very limited on both clouds. Lastly, we provided a comparative analysis
study to compare SLAM with the most relevant state-of-the-art monitoring systems over a
set of common features and capabilities.
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Chapter 6
Conclusions and Future Work
In this thesis, we present SLAM, a framework for efficient SLA monitoring of cloud
services. It enables interoperability across heterogeneous cloud platforms and supports the
interest of both service providers and consumers. SLAM uses user-defined rules and
policies to map high-level SLA parameters to low-level metrics that can be measured on
virtual or physical resources. SLAM supports monitoring of distributed nodes and hosts
through an agent-based model. In addition, it supports benchmarking of cloud-based
services, where the service performance could be evaluated without deploying an agent on
the remote sites. SLAM supports variable monitoring frequency for each individual metric.
It also enables both the service provider and the service consumer to customize the
monitoring settings according to the SLA terms at runtime. We have found that SLA
monitoring of applications is feasible in cloud environments. Furthermore, we observed
that varying the monitoring frequency could be used as a way to control the granularity of
the monitoring systems.
6.1 Summary
Chapter 1 presents a brief introduction and highlights our motivation to develop the SLAM
monitoring framework. In Chapter 2, we provide related background information and the
state-of-the-art of monitoring systems and tools. In Chapter 3, we describe the architecture
of the SLAM framework and provide detail explanation of its components and their
interactions. Chapter 4 presents a proof-of-concept prototype implementation of the
proposed framework including a background information on the related underlying
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infrastructure, required packages for the prototype implementation, and deployment
strategies and configurations. Chapter 5 provides comprehensive quantitative studies to
evaluate the performance of the proposed framework. In addition, we present a qualitative
study over a set of common features and capabilities to contrast our SLAM framework
with respect to a number of the most relevant monitoring systems.
The SLAM architecture includes six components: SLA Classifier, Template Generator,
Monitoring Engine, Monitoring Repository, Report Generator, and API library. The
framework supports flexible SLA monitoring through the generation of customizable
monitoring templates. The template includes low-level performance metrics of interest and
monitoring configurations, such as the monitoring frequency. The SLAM framework
supports service benchmarking, which is used to compare between similar services offered
by different providers without deploying monitoring agents at the provider’s site.
We evaluate the SLAM framework with respect to overhead and scalability on both
single and multiple cloud environments. The experimental results reveal that the overhead
imposed by the SLAM framework is very limited. In addition, the experiments show that
SLAM scales up well. The monitoring overhead remains relatively constant when the
number of monitored components are increased. Furthermore, our experimental results
demonstrate that SLAM is able to monitor services and applications deployed over
federated clouds as well as a single cloud environment with a minimal overhead on the
overall system performance.
6.2 Thesis Contributions
The major contributions of our research can be summarized as follows:
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1. A flexible and interoperable SLA-based monitoring framework that can serve the
interest of both cloud providers and consumers.
2. A proof-of-concept prototype to highlight the usability of our proposed monitoring
framework.
3. A service benchmarking approach that can compare between similar services
offered by different providers using agent-less monitoring.
6.3 SLAM Features
The design of the SLAM framework presents several features. Some of the features are
inherited from the cloud characteristics, and some others are additional benefits offered by
the framework design. The major features and benefits of the SLAM framework are as
follows:
•

SLA-Orientation: SLA-based monitoring is a key advantage of using SLAM. It
supports the monitoring of high level SLA parameters and converts them into lowlevel metrics according to user-defined mapping rules. It enables both cloud
providers and consumers to keep tracking of the status of the agreed-upon SLAs.

•

Interoperability: SLAM supports different types of agents (i.e. agents for Linux
and agents for Windows, etc.), which are suitable to work with different cloud
providers and heterogeneous cloud environments.

•

Customization: SLAM enables users to customize the monitoring processes. Users
can enter the SLA parameters they wish to monitor and select related mapped
metrics for monitoring. Moreover, SLAM supports on-the-fly configuration, where
users can change the monitoring configuration for some or all metrics at runtime.
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SLAM also supports different monitoring frequency (checking rate) for each
metric.
•

Scalability: SLAM can monitor a large number of hosts and effectively collect a
large number of parameters and metrics with posing a minimal overhead on the
monitored application and the cloud system.

•

Multi-level support: The SLAM framework supports both physical and virtual
resources. Cloud providers may use SLAM to track the status and loads of their
physical resources. Whereas, cloud consumers use it to monitor their virtual
resources and monitor the SLA terms.

•

Extensibility: The SLAM framework is built on top of an open-source platform and
hence, the SLAM’s components and modules can be extended to add new features
and functionality.

6.4 Future Work
In the future, we plan to extend the SLAM framework to support distributed monitoring
over different regions in the clouds using a Node-based architecture. The Node-based
architecture enables the system to collect monitoring data from different clouds in different
geographic regions with a dedicated monitoring coordinator for each cloud or region. The
idea is to consider each cloud or region a standalone monitoring node in a global
architecture. The coordinator in each node is responsible for gathering local monitoring
data, reported by local agents, and communicating this data to the parent coordinator in a
hierarchy of distributed monitoring. Figure 6.1 illustrates the proposed idea of the
distributed monitoring approach using the Node-based architecture.

83

Figure 6.1: Node-based architecture.

The Node-based architecture presents the following benefits:
1. Distributed monitoring of several geographic regions with multi-level hierarchy.
Each node in the hierarchy reports to its master node.
2. Fully reliable monitoring approach. If the connection between a parent and a child
node breaks down, the child node continues to operate normally and stores the
monitoring information locally. When the connection is back, the child node sends
the data to the parent node, which forwards it to the main master coordinator.
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3. Distributing the overhead of the main coordinator. Each node has a dedicated
monitoring coordinator that can process and analyze the local data and sends the
results to the master coordinator in the master node.
4. The Node-based architecture is platform independent. Each node uses its own
platform (e.g. OS, hardware, database engine).
5. Dynamic architecture design. Attaching and detaching new nodes does not affect
the functioning of other nodes.
6. Flexible monitoring configurations. Child nodes may dictate their own monitoring
configurations or they receive configurations from the master node.
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Appendix A
Monitoring Template Schema (JSON format)

{
"type":"object",
"$schema": "http://json-schema.org/draft-03/schema","required":true,
"properties":{
"MonitoringTemplate": {"type":"object","required":true,
"properties":{
"Hosts": {"type":"array","required":true,
"items":{"type":"object","required":true,
"properties":{
"HostID": {"type":"integer","required":false},
"HostName": {"type":"string","required":true},
"HostVisibleName": {"type":"string","required":false},
"HostAgentInterfaceID": {"integer":"string","required":true},
"HostAgentIP": {"type":"string","required":true},
"HostAgentDNS": {"type":"string","required":false},
"HostAgentPort": {"type":"integer","required":false},
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"AgentMainInterfaceIsIP": {"type":"integer","required":false},
"ProxyID": {"type":"integer","required":false},
"ProxyName": {"type":"string","required":false}
"MonitoringStatus": {"type":"integer","required":false},
}
}
},
"SLAM_Parameters": {"type":"array","required":true,
"items":{"type":"object","required":true,
"properties":{
"ParameterID": {"type":"integer","required":true},
"ParameterName": {"type":"string","required":true},
"ParameterDescription": {"type":"string","required":false},
"ParameterTypeID": {"type":"integer","required":true},
"ParameterTypeName": {"type":"string","required":false},
"ParameterTypeDescription": {"type":"string","required":false},
"SLAMID": {"type":"integer","required":true},
"SLAMName": {"type":"string","required":false}
"SLAMDescription": {"type":"string","required":false},
}
}
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},
"Mapped_Metrics": {"type":"array","required":true,
"items":{"type":"object","required":true,
"properties":{
"MetricID": {"type":"integer","required":false},
"MetricName": {"type":"string","required":true},
"MetricKey": {"type":"string","required":true},
"Description": {"type":"string","required":false},
"CheckInterval": {"type":"integer","required":true},
"History": {"type":"integer","required":true},
"Trends": {"type":"integer","required":true},
"Data_Type": {"type":"integer","required":true},
"Value_Type": {"type":"integer","required":false}
"Type": {"type":"integer","required":false},
"Units": {"type":"string","required":true},
"ParameterID": {"integer":"integer","required":true},
"ParameterName": {"type":"string","required":false},
}
}
},
"Web_Scenarios": {"type":"array","required":false,
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"items":{"type":"object","required":true,
"properties":{
"ScenarioID": {"type":"integer","required":false},
"ScenarioName": {"type":"string","required":true},
"UpdateInterval": {"type":"integer","required":true},
"RetriesNo": {"type":"integer","required":false},
"AuthenticationTypeID": {"type":"integer","required":false},
"UserName": {"type":"string","required":false},
"Password": {"type":"string","required":false},
"ParameterID": {"type":"integer","required":true},
"HTTP_Proxy": {"type":"string","required":false},
"SLAMID": {"type":"integer","required":false},
"Web_Scenarios_Steps": {"type":"array","required":true,
"items":{"type":"object","required":true,
"properties":{
"ScenarioStepID": { "type":"integer","required":false},
"StepName": {"type":"string","required":true},
"StepURL": {"type":"string","required":true},
"StepOrder": {"type":"integer","required":true},
"StatusCode": {"type":"integer","required":false},
"StepTimeout": {"type":"integer","required":false},
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"URLParameters": {"type":"string","required":false}
}
}
}
}
}
}
}
}
}
}

97

