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Abstract 

 

 Visual recognition of the irregular shapes of natural objects and surfaces is crucial to the 

study of geology. Field geologists are aided by a learned ability to, at a glance, differentiate 

cohesive outcropping rock from talus, pick out fossils from loose clasts on the ground, judge 

fault displacement and perform any number of other discriminative tasks on the basis of 

morphology. Interpretation of geology depends upon identifying subtle and ambiguous natural 

forms that may be widely variable in response to diverse conditions of formation, preservation 

and weathering. Applying numerical models to these morphological cues empowers geologists to 

support or refute hypotheses with enhanced objectivity.  

 With the growing prevalence and quality of remotely sensed spatial data in the 

geosciences, accurate modeling of diagnostic aspects of Earth surface morphology becomes 

more feasible while its potential benefits increase greatly. Terrestrial laser scanning (TLS) in 

particular is valued for collecting dense point clouds which enable precise, non-contact 

measurement of structures in outcrop. Unfortunately, the process of interpreting irregular shapes 

and textures in point-cloud data is labor intensive and its results subject to user bias. Automated 

point-cloud classification tools promise improved objectivity in scene interpretation, though their 

application to natural surface geometry has not yet been studied in depth. The objective of this 

research is to investigate, apply and refine automated point-cloud classification methodology for 

geological targets, with discriminating the erosive styles of sedimentary rocks in outcrop as the 

central theme. 

 To accomplish this goal, three studies investigate range measurement biases in TLS data 

collection, the scale dependence of rock surface roughness, and 3D multiscale classification 
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methodology. The findings of this research have implications in particular for studies using TLS 

to measure statistics of target morphology close to the instrument resolution limits. The 

multiscale classification methodology investigated is immediately applicable to a range of 

identification and discrimination tasks encountered in the geosciences. Overall, this research will 

contribute to increased productivity and objectivity of interpretations for the growing population 

of geoscientists working with remotely sensed spatial data through improved automation of a 

wider range of interpretive tasks. 
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Chapter 1 : Introduction 

 

 

 Qualitative verbal description is the most fundamental and longest-lived means of 

evaluating and communicating ideas about natural shape and roughness in the geosciences, and 

is used in diverse contexts. For instance, geologists may describe joints as rough, smooth, 

undulating or irregular (Barton and Choubey, 1977), lava flows as blocky or ropey (Kilburn and 

Lopes, 1991; Dunbar, 1999), and landscapes as rugged or rolling (Cannat and Mathilde, 1995; 

Bao-Liang et al., 2009). The Glossary of Geology (Jackson et al., 2005) gives an evocative 

description of the character of an aa lava flow: “…a rough, jagged, spinose, clinkery surface”.  

The ubiquity of this associative language speaks to its efficacy in communicating ideas held in 

common as well as the scientific merit of its content: when geologists speak of e.g. a wavy 

structure, they refer to an internally consistent class of morphological cues that can be linked to 

known physical processes and used to form interpretations of provenance. Likewise, gauging 

similarity and difference in surface textures aids in distinguishing the geologically significant 

elements composing a natural scene.  

 With the ongoing development of accessible close-range remote-sensing technologies 

such as terrestrial laser scanning (TLS), numerical models of surface roughness become 

increasingly practical for geoscience applications. Diverse fields of interest including 

geomorphology, hydrology and the study of natural hazards benefit from non-contact 

measurements of rough surface geometry. The point-cloud datasets produced by laser scanning, 

consisting of scattered 3D coordinate observations commonly numbering into the billions, can be 

used to model target geometry with sub-centimeter precision and resolution (Chow et al., 2013). 

Despite the utility of point clouds for numerical modeling, however, effective visual 
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interpretation of the natural scenes they represent remains challenging. Fine, qualitative 

distinctions of surface textural properties that are possible in the field often require significant 

effort to make in point clouds, and take on added subjectivity. Manual identification of point-

cloud scene elements is therefore disadvantaged, and tools for augmenting and automating 

workflows are sought to improve the objectivity of geological interpretations.  

 Semantic labeling, or the assignment of a label representing the context or identity of an 

individual point in a point cloud, using statistics of surface roughness, is proposed as a means for 

augmenting the manual identification of natural scene elements. This task is distinct from typical 

applications of numerical roughness parameters, which are intended to model specific natural 

phenomena in a single, well-defined context. Rather, the suggested use case of the semantic 

labeling approach is to assist users in visualizing diagnostic textural information, identifying 

targets of interest, removing visual clutter and scan artefacts, and, in general, to support the 

preparation of point-cloud data for a wide range of modeling contexts. 

 This thesis describes the theoretical underpinnings and practical execution of an approach 

to natural-environment semantic point-cloud labeling, specifically suited for the discrimination 

and comparison of patterns in Earth-surface morphology at arbitrary scales. Case studies 

demonstrating the approach with real-world data are provided. Terrestrial laser scanning is 

employed to collect spatial data, which is modeled with roughness parameters and mapped to a 

set of labels corresponding to user-specified morphological classes. 
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1.1 Thesis Objectives 

 The goal of this thesis is to augment the geological interpretation of point-cloud data by 

automating the recognition of patterns in Earth surface geometry. A semantic labeling process is 

implemented, which depends upon the following objectives: 

 Identify and characterize biases in measurements of surface roughness derived from 

terrestrial laser-scanner point-cloud data. 

 Ascertain properties of surface roughness which are relevant to geological interpretation, 

and implement tools for their parameterization. 

 Evaluate and implement supervised classification methodology for semantic labeling, 

assessing effectiveness for interpretation of roughness parameters derived from real-

world data.  

 

1.2 Original Contributions 

 This research makes the following contributions to the geosciences, pertaining to point-

cloud data collection and analysis in natural environments: 

 Analysis of a range-measurement bias in TLS point-cloud data that results in the apparent 

smoothing of small surface asperities, and an enumerated procedure for measuring its 

influence on estimated roughness.  

 A software implementation of a multiscale roughness model for use in semantic point-

cloud labeling.  

 The identification of two sources of error affecting semantic labeling of surface 

roughness parameters.  
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1.3 Further Applications 

 In addition to augmenting the human understanding of point-cloud scenes via automated 

semantic labeling, the roughness interpretation tools and error analyses presented here 

support a range of other high-level applications in geology relying on numerical models 

derived from point-cloud data. Many of the geological applications of TLS discussed in 

Chapter 2 utilize low-level tasks in computational geometry which could benefit from the 

multiscale roughness models explored in Chapters 4 and 5. These low-level tasks may 

include surface fitting, estimation of object location and orientation, change detection or 

roughness parameterization, for instance. Natural hazard analysis, including landslide 

inventory, floodplain modeling and rockfall runout estimation, is an important category of 

geological applications utilizing numerical models derived from high-precision 3D data. 

Models of bulk rock properties find use in petroleum and geotechnical engineering 

disciplines, allowing the indirect characterization of unseen rockmass using morphological 

data collected at the surface. By incorporating the multiscale shape parameters developed 

here into extant modeling tasks, it will be possible to perform them with greater precision and 

extract additional information which previously may have been inaccessible. Error analyses 

presented in Chapters 3 and 5 also contribute to the understanding of the impact of TLS 

instrument characteristics and scene geometry on both the quality of raw point clouds and 

their derived morphological models. By accurately translating the needs of a particular 

surface modeling application to the details of the TLS data collection process, time spent in 

the field collecting data will be better utilized and provide better overall modeling outcomes. 
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1.4 Thesis Outline 

 Chapter 1 introduces the motivations, objectives and contributions of the research. 

 Chapter 2 provides background for the research by surveying the role of surface 

roughness in geology, and the use of terrestrial LiDAR (light detection and ranging) and its data 

products. The sources of point-cloud data used in the experiments of the following chapters are 

introduced, as well. 

 In Chapter 3, a series of experiments is conducted to characterize LiDAR range 

measurement biases and spatial resolution. The width of the laser rangefinder’s beam footprint is 

analyzed, along with the repeatability of its range measurements. Based on the comparison of 

scanned point-cloud data with numerical simulations, recommendations are made for the 

measurement of fine-scale surface detail with LiDAR instruments.  

 Chapter 4 explores scale-dependent characteristics of rock-surface roughness using 

surface height raster models to yield insight on effective roughness parameterization. 

Background is provided for multiscale signal-processing methodology, including the discrete 

wavelet transform, which is used to analyze rock outcrop geometry in two case studies.  

 Chapter 5 implements a 3D multiscale roughness descriptor, which is integrated with a 

supervised classification algorithm as a comprehensive semantic labeling workflow. Three case 

studies demonstrate the application of the workflow to geological problems involving real-world 

data, and are used to evaluate classifier and parameter performance as well as sources of 

classification error.   

 Chapter 6 summarizes the findings of the work and provides recommendations for its 

future extension. 
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Chapter 2 : Roughness and Measurement in the Geosciences 

 

 In this chapter, existing information on surface measurement and roughness modeling 

practices in the geosciences is investigated in order to provide insight into methodology 

applicable to a generalized natural scene semantic labeling process. Natural phenomena acting at 

the Earth’s surface influence and are influenced by its shape characteristics, and studies of 

surface roughness provide a window into the Earth system. Adopting knowledge gained by the 

diverse disciplines which adopt statistical views of surface morphology will enable the 

development of roughness parameters which are effective for modeling the varied and noisy 

morphological patterns present in natural materials, and applicable to a wide range of problem 

domains.  

 

2.1 Modeling Natural Surface Roughness  

 When used in numerical models of natural phenomena, roughness is often codified into 

domain-specific parameters derived from measurements of surface geometry made with 

instruments suitable to the scale and precision required for the task. These parameters may 

describe subsurface permeability (Fardin et al., 2001), land-climate interactions (Rango et al., 

2000), stream discharge and flood risk (Mason et al., 2003; Milan et al., 2007; Guo et al., 2008) 

and landslide or rock-fall risk (Hsiao et al., 2004; Glenn et al., 2006). Time-series analysis of 

morphological statistics has also been used to investigate the modes and drivers of landform 

evolution (Elliot, 1989; Phillips, 1995; Montgomery and Brandon, 2002). The methods used to 

model these phenomena are diverse. At their simplest, roughness parameters may be estimated 

subjectively (Barton and Choubey, 1977) or quantified using data collected with near-field 
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methods such as manual measurement on a grid or profile (Limerinos, 1970; Brown and Scholz, 

1985). Increasingly, non-contact methods are employed to collect measurements of surface 

geometry for roughness estimation (Fardin et al., 2004). Regardless of how spatial data are 

collected, roughness models tend to fall into one or more of a few broad categories. Roughness 

may be parameterized by the distribution of the heights of asperities, or surface protrusions, 

defined in relation to a datum chosen to represent a smoother reference surface (Pollyea and 

Fairley, 2011). The distributions of asperity sizes (scale) and orientations (anisotropy) may also 

be used (Fardin et al., 2001; Baker et al., 2008). Other applications may consider distributions of 

local slope or curvature values calculated within e.g. a moving window function (Frankel and 

Dolan, 2007).  

 Often, even in applications which do not make explicit use of asperity scale information, 

certain size ranges are implicit in the measurement techniques and models employed. Many 

natural phenomena are studied primarily within a limited interval of measurement scale. 

Approximate scale ranges of asperities associated with geomorphic surfaces measured in several 

studies are collected in Figure 2-1 (Barton and Choubey, 1977; Brown and Scholz, 1985; 

McKean and Roering, 2003; Sagy et al., 2007; Heritage and Milan, 2009). The morphological 

scale intervals studied in these applications correspond to the size ranges of characteristic 

features associated with their targeted Earth-surface processes. For instance, landslides may be 

mapped by observing folds and displaced blocks on the order of meters to tens of meters in size, 

while studies investigating particle size distributions in alluvial fans may model cobble- to 

boulder-sized clasts.  

 Many stochastic processes in nature exhibit fractal, or power-law, scaling, meaning that 

measurements of their descriptive properties tend to vary as a power of the scale at which the 
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measurement is made. Power-law scaling has been discovered in many phenomena: trends in 

stock prices (Peters, 1994), sediment grain-size distributions (Tyler and Wheatcraft, 1992), 

landslide areas (Guzzetti et al., 2002), fracture-surface roughness (Mandelbrot et al., 1984) and, 

famously, the measured lengths of coastlines (Mandelbrot, 1983) are only a few examples. 

Fractal dimension (FD ) is often used to describe these phenomena, and may be calculated by 

subtracting the exponent of the power-law (referred to as the Hurst exponent, H ) from the 

dimension of the space containing the fractal, D :  

𝐹𝐷 = 𝐷 − 𝐻.      (1) 

For example, a joint surface in real 3D space with an estimated power-law exponent of 0.8 could 

be described by a fractal dimension of 2.2.  

  

Figure 2-1: Approximate ranges of scale of physical asperity measured in geoscience applications 

utilizing roughness statistics of surface morphology. 

 

 Scaling properties of surface geometry have important implications in the geosciences. 

Fractal dimension closely coincides with the subjective perception of roughness (Pentland, 1984; 

Costa et al., 2000), and several studies have used estimates of fractal dimension to characterize 

landscapes and other natural forms (Wallace et al., 2006; Zawada and Brock, 2009). Anisotropic 

fractal roughness has been observed in surfaces formed by the movement of solid Earth materials 
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such as glacially scoured bedrock and fault scarps (Power et al., 1987; Hubbard et al., 2000; 

Renard et al., 2006). Likewise, the fractal characteristics of joint surfaces are implicated in the 

strength of fractured rockmasses due to the relationship between FD and surface area (Roko et 

al., 1997). The potential trajectories or modes of transport of detached blocks in a rockfall event 

are controlled in large part by the complex interaction of the respective geometries of the block 

and the surface over which it is transported (Fityus et al., 2013). Intuitively, components of slope 

roughness of much smaller wavelength than the size of a mobilized block will have little 

influence on its velocity or style of movement compared to larger wavelength roughness or 

topographic features on its path.  

 Throughout the scientific literature, fractal relationships most often hold true for a limited 

scale interval spanning about 2 orders of magnitude, e.g. the interval from millimeters to 

decimeters (Malcai et al., 1997). As a group, the geometry of rock fractures (typified by joints, 

fault surfaces, and at the largest scale, coastlines) tends to exhibit fractal scaling over intervals 

broader than the norm, up to 4 (Marrett et al., 1999), 6 (Candela et al., 2009), or 11 orders of 

magnitude (Renard et al., 2013). Breaks in the continuity of a linear fractal trend may reflect the 

extent or resolution of the data from which the relationships were derived (Brown, 1987) or some 

physical properties of the system responsible for generating the fractal. For instance, the 

transition of the bulk character of the rock materials from homogeneity at larger scales to 

heterogeneity at smaller scales (due to the finite size of the mineral grains composing the rock) 

implies a break or cut-off for fractal scaling of rock fracture geometry, as the fracture may 

propagate along the borders between mineral grains instead of through the grains (Chen and 

Spetzler, 1993). This suggests that while scaling relationships are useful for characterizing 

natural materials and phenomena, using fractal dimension by itself as a modeling parameter may 
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overlook diagnostic aspects of target geometry (Brown and Scholz, 1985). Moreover, the scale 

intervals over which fractal behavior ceases to apply may contain useful information. Indeed, 

transitions between fractal scaling rules and into non-fractal scaling relationships have been used 

to characterize physical systems such as diffusion-limited aggregation and the fine-scale 

structure of synthetic materials (Schaefer et al., 1984; Hasmy et al., 1994). 

 Statistical parameters describing various aspects of surface roughness have been 

developed for diverse geosciences applications. The scale dependence of roughness properties, in 

particular, is of demonstrated importance to the modeling of physical processes and material 

properties. By exploiting multiscale models of morphological characteristics, a semantic labeling 

process should gain fine discriminative capacity for surface textures and applicability to a broad 

range of use cases. 

 

2.2 Terrestrial Laser Scanning 

 Terrestrial LiDAR instruments describe scene geometry by collecting sets of closely 

spaced 3D coordinate measurements, referred to as point clouds, using a laser rangefinder 

deflected about two orthogonal axes. Typically, a rapidly spinning polygonal mirror deflects the 

laser through its range of elevation angles, while slower rotation between the measurement head 

and base provides the azimuthal range of motion. Figure 2-2 shows a schematic of the LiDAR 

scanning strategy.  
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Figure 2-2: Schematic of typical LiDAR scanner and observation parameters (not to scale). 

 

 The rangefinder measures distance by the two-way travel time of a tightly focused laser 

beam, typically using either the phase or pulsed time-of-flight (TOF) principle. Phase-based 

scanners modulate the frequency or amplitude of a continuously projected laser beam with a 

signal or code, and infer travel time by comparing the phase difference between the signals being 

received and emitted. Instruments operating on this principle often reach very high measurement 

rates (up to 106 points per second), but have limited maximum range (usually less than 100 m), 

corresponding to half of the wavelength of the modulated signal (Beraldin et al., 2010). TOF 

scanners directly measure the travel time of discrete laser pulses, and their maximum range may 

be much higher (hundreds of meters up to several kilometers). Limited pulse-repetition rates 

generally result in lower measurement rates for TOF scanners than phase-based scanners (105 or 

fewer pulses per second). Inspecting the waveform of the returning laser pulse allows recovery 
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of surface properties such as small-scale roughness, aspect angle and reflectivity, as well as the 

possibility of recording multiple targets per shot (Wagner et al., 2004; Kirchhof et al., 2008).  

 The positional accuracy of individual points measured by a TLS instrument is influenced 

by factors both internal and external to the scanner (Lichti and Skaloud, 2010). Systematic errors 

in azimuth and elevation angle observations as well as range measurements have been 

discovered, but can be modeled by well-established self-calibration processes to significantly 

improve the internal consistency of scanned geometry (Lichti, 2007). For many TLS 

rangefinders, under favorable conditions of flat target geometry, the repeatability of range 

measurements to a given point, referred to as range noise, is around a few mm standard deviation 

depending on scan range. Edge effects known as mixed-pixel returns are a common artefact of 

the scanner’s method of operation caused by the measurement beam spanning an edge with a 

significant offset along the beam propagation direction (Boehler and Marbs, 2003). Multipath 

returns may be encountered when scanning targets with high specular reflectivity or complex 

geometry, resulting in points with overestimated range placed behind the surface they belong to, 

with respect to the scanner’s point of view (Lichti and Skaloud, 2010).  

 Despite these potential pitfalls, point clouds collected with well-calibrated, correctly 

operated scanners, cleaned of spurious points and artefacts, are a valuable asset for modeling 3D 

geometry. Repeatability of observations made by close-range scanners may be on the order of a 

few millimeters standard deviation or less (Lichti, 2007), and sample density can reach tens of 

thousands of points per square meter, enabling precise geometry measurements. 
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2.3 Remote Sensing of Geology 

 Close-range remote-sensing technologies, in particular terrestrial LiDAR, have 

significant implications for the geosciences, and are used to capture and model the geometry of 

natural surface in a wide range of applications (Buckley et al., 2008). TLS enables remote 

inspection of rock-surface geometry with unprecedented speed and detail, which facilitates work 

in inaccessible, hazard prone areas such as rocky slopes and narrow road cuts. It has therefore 

been widely adopted in the study of natural hazards, enabling e.g. wide-area reconnaissance and 

remote monitoring of mass movements (Rowlands et al., 2003; Olsen et al., 2008; Jaboyedoff et 

al., 2012). Likewise, remote identification and geolocation of targets of interest, such as fractures 

and vugs in carbonate rock, facilitates petroleum reservoir analogue modeling (Kurtzman et al., 

2009). 

 Point clouds have also been used as a data source for objective, in situ modeling of 

surface roughness (Butler et al., 1998). TLS point clouds have been demonstrated to 

satisfactorily replicate and even improve upon the results of manual, near-field sampling 

techniques when measuring stream-bed roughness (Heritage and Milan, 2009). Airborne and 

terrestrial LiDAR roughness measures have been employed to detect, characterize and monitor 

landslides in a number of studies (McKean and Roering, 2004; Glenn et al., 2006; Berti et al., 

2013). Parameters of fracture and fault roughness extracted from point clouds are also used in 

studies of structural geology and tectonics (Sagy et al., 2007; Renard et al., 2013). Roughness 

from LiDAR data has been used to differentiate geological features and structural trends as well, 

and has applications in automated mapping and surface classification procedures (Wolf et al., 

2005; Wallace et al., 2006; Cavalli et al., 2008). The density and accuracy of close-range remote-
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sensing data furthermore permits investigation of surface morphological statistics at levels of 

detail which were previously impracticable (Baker et al., 2008). 

 Despite all of these studies, the LiDAR point-cloud representation of surface geometry 

still poses challenges for modeling and interpretation. Measurement error and sampling biases 

contribute to model error when estimating e.g. natural target roughness (Pollyea and Fairley, 

2012; Huang and Wang, 2012) or the prevalence of joint-set orientations in fractured rock (Lato 

et al., 2010). One consequence of using LiDAR to measure surface roughness is a systematic 

smoothing of rough surface geometry correlating with the dispersion of the measurement-beam 

footprint at range, which can lead to underestimation of the magnitude of small-scale roughness 

(Huang and Wang, 2012). This particular bias is addressed in Chapter 3. Despite the dense 

information content of point-cloud data, it remains challenging to visualize and manually 

interpret; natural forms lose their distinctive appearance when sampled and displayed as clusters 

of discrete points, as in Figure 2-3. In particular, gaps in the point cloud caused by occlusion of 

the scene geometry, as seen behind the foreground vegetation and along the top of a prominent 

bedform above, break up the shape of the scene and are a significant source of ambiguity. 

 These factors tend to make interpreting geology using the point cloud difficult and 

uncertain, and make preprocessing the data (e.g. by removing spurious points) an unpredictable 

source of error. Manual interpretation can be augmented by projecting digital imagery onto 

triangulated surfaces models derived from the point cloud, but the quality of the results is highly 

dependent on the quality of the imagery and noisiness of the original point cloud (Xu et al., 2000, 

Buckley et al., 2008).  
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Figure 2-3: A typical outcrop scene shown in photograph (top) and point cloud (bottom). In the point 

cloud view, colorized by return intensity, discrete scene elements (rock, vegetation, etc) become difficult 

to distinguish. 
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 Several semantic labeling approaches have been successfully used to automate inspection 

of point clouds from natural scenes, utilizing auxiliary information such as the intensity of 

returned laser pulses (Brennan and Webster, 2006) hyperspectral imagery (Buckley et al., 2013), 

multiple spectral bands of return intensity (Hartzell et al., 2014) or waveform data (Reitberger et 

al., 2008) to provide parameters for classification algorithms. These complementary datasets may 

be less useful for comparison between data-collection campaigns when their observations are 

correlated with scene or instrument variables, as in the case when scanner intensity values are not 

calibrated to a physical measure of energy or target reflectivity (Pfeifer et al., 2008). This makes 

standardization of classification approaches problematic, and limits the applicability of tools 

developed with these datasets in mind.  

 Point-cloud inspection methods may also use geometric relationships between 

neighboring points to identify regions that correspond to geometric primitives such as planes or 

cylinders (Schnabel et al., 2007; Tarsha-Kurdi et al., 2007). These strategies are effective for 

describing man-made scenes, and have been used to capture limited features such as the edges, 

corners and faces of blocks in rock outcrops (Olariu et al., 2008; García-Sellés et al., 2011). 

Other approaches using covariance properties of local neighborhood geometry, which 

correspond closely to the definitions of roughness given in Section 2.1, have been successfully 

applied to segmentation and classification of man-made scenes (Gumhold et al., 2001; Belton 

and Lichti, 2006; Weinmann et al., 2014). 

 Geometry-based point-cloud classification schemes have been extended to incorporate 

neighborhood information at multiple measurement scales as well, constituting a class of features 

referred to here as multiscale operators (MSO) (Pauly et al., 2003; Brodu & Lague, 2012; 

Ioannou et al., 2012; Yang and Dong, 2013). Multiscale-operator features are distinguished from 
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other local shape-analysis tools by deriving shape descriptors from multiple concentric 

neighborhoods of varying size, similar to the basis of fractal analysis. This property makes MSO 

features suitable for exploring the scaling properties of natural scene geometry, and they have 

performed well in classifying ground and vegetation in natural scenes.  

 

2.4 Sources of Point-cloud Data  

 Point-cloud data used in this research were sourced from TLS scans collected in the field 

and laboratory, as well as numerical simulations. In Chapter 3, man-made targets were scanned 

in the laboratory, and the point clouds obtained are compared against numerical simulations of 

the same targets to model TLS range measurement characteristics. The experiments in Chapter 4 

use scan data collected at outcrops in Arkansas and Texas, USA, as well as a simulated point 

cloud analyzed for illustrative purposes. Case studies in Chapter 5 also use point clouds collected 

at the Arkansas and Texas outcrops, along with a point cloud collected in an operating mine in 

Sudbury, Ontario, Canada.  

 

2.4.1 Scanner Hardware  

 With the exception of the mine-drift case study (Section 5.4), all real-world point-cloud 

data used in the following experiments were collected with a Riegl VZ-400 terrestrial scanner 

(Figure 2-4). The VZ-400 operates on the pulsed time-of-flight principle, measuring range from 

the travel time of discrete pulses of 1550 nm coherent light. The energy of each return pulse is 

sampled at a very high frequency, and the digital record is used to interpret the exact arrival time 

of the pulse. The manufacturer’s specifications indicate a single point repeatability 3 mm, and 
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beam divergence is specified as 0.3 milliradians. Distances from 0.5 to several hundred meters 

may be recorded at a scan frequency of approximately 80,000 points per second (Riegl, 2011).  

 The data from the mine drift (Section 5.4) were collected with a Leica HDS 6000, an 

amplitude-modulated continuous-wave scanner with much higher scan frequency (500,000 

points per second) and shorter range (up to 79 m).  

 

 

Figure 2-4: Riegl VZ-400 mounted on tripod in Dallas, Texas. 

 

2.4.2 Case-study Areas 

 Two scan campaigns executed in 2011, at sites near Del Rio, Texas and the Huckleberry 

Spillway in Arkansas, contribute point-cloud data to the real-world case studies in Chapters 4 

and 5.  
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2.4.2.1 Del Rio, Texas, USA 

 The Del Rio case-study area consists of several outcrops along US Highway 90, west of 

Del Rio, which were scanned in March 2011. Road cuts on Highway 90 expose the Austin Chalk 

(AC), Buda Limestone (BL) and Rock Pens Shale (RPS), and have minimal vegetative cover. 

Three outcrops scanned during the campaign are used here: DR-1 (Rock Pens Shale, Figure 2-5), 

DR-2 (Rock Pens Shale and Buda Limestone, Figure 2-6) and DR-3 (Austin Chalk, Figure 2-7). 

DR-1 is the smallest of the three outcrops, stretching 200 m long and approximately 7 m high. 

An 85 m long section from the center of the outcrop, scanned from 3 positions, was used. DR-2 

is 200 m long, stands about 12 m high for most of its length, and was scanned from 10 positions. 

DR-3 is a 300-m long, continuous exposure, approximately 10 to 12 m high, scanned from 9 

positions. These rocks represent marine sediments deposited during the Cretaceous Period 

(Surles, 1987), and have distinct morphological and lithological properties. The Rock Pens 

member of the Eagle Ford group is an organic-rich shale with low, irregular cm-dm scale 

bedforms in these exposures (Surles, 1987). The Buda Limestone has a massive texture devoid of 

any apparent bedding or other consistently recognizable features. The Austin Chalk formation is 

an economically important petroleum source rock in the Gulf Coast region, with extraction 

constrained by fractures and volcanic ash beds (Martin et al., 2011). All 3 outcrops were scanned 

at an angular step of 0.06⁰ from a minimum distance of approximately 30m, and co-registered 

using retroreflective survey targets.  
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Figure 2-5: DR-1 outcrop, Del Rio, TX. The road cut exposes primarily Rock Pens Shale, with some 

Buda Limestone visible near the lower edge of the outcrop. The red line indicates the contact between 

Rock Pens Shale (RPS) and Buda Limestone (BL). 
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Figure 2-6: DR-2 outcrop, Del Rio, TX. The road cut exposes a clear contact between Rock Pens Shale 

(RPS) and Buda Limestone (BL). The scale bar at lower left is 1 m long. 
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Figure 2-7: DR-3 outcrop, Del Rio, TX. The Austin Chalk is divided by laterally continuous, thin 

volcanic ash beds (examples indicated by purple arrows) in this site. 

 

2.4.2.2 Huckleberry Spillway, Arkansas, USA 

 The Huckleberry Creek Spillway (Figure 2-8) exposes the Pennsylvanian age Hartshorne 

Sandstone (HS), and was scanned in December 2011. Scans were collected from 8 positions, 

each with an angular spacing of 0.02⁰. The Hartshorne formation was deposited in a deltaic 

environment, and is composed of fine- to coarse-grained sand (Suneson, 1998). In this outcrop 
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its morphology is typified by thick (0.5-1 m or larger), irregular beds which form prominent 

blocks and ledges. 

 

 

Figure 2-8: Huckleberry Creek Spillway, AR. The Hartshorne Sandstone exposed here is characterized 

by irregular bedforms of variable thickness. 
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2.5 Summary 

 The applications and tools for statistical exploration of natural surface geometry as it 

pertains to the geosciences are diverse. The use of TLS, in particular, enables unprecedented 

access to the information content of natural surfaces, with regards to the study of Earth surface 

processes and material properties. Simultaneously, effective processing of LiDAR data poses 

challenges which scale with data volume and grow more critical as more measurement 

techniques sensitive to data quality are utilized. An important role remains for semantic labeling 

of natural scenes in augmenting human understanding of spatial relationships in point-cloud data. 

Automatic identification of arbitrary geological targets benefits geoscience applications of 

LiDAR point clouds as a means for introducing both additional rigor into subjective scene 

interpretation and additional efficiency and accuracy into pre-processing tasks necessary for 

other numerical modeling workflows. Utilizing roughness properties as a basis for natural 

surface comparison is backed by an extensive body of literature on natural phenomena which 

lend Earth materials their distinctive forms. Nevertheless, before this approach to semantic 

labeling can be undertaken, further research is necessary into TLS spatial resolution and range 

biases, as well as descriptive and robust statistical representations of rock outcrop geometry. 
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Chapter 3 : Terrestrial LiDAR Data Collection 

 

  

 As the use of terrestrial laser scanners for data collection by geologists grows, knowledge 

of the characteristics of the instruments used and their impact on data quality becomes more 

important. Surface roughness statistics are increasingly used to parameterize models of natural 

phenomena relating to erosive processes, rock strength and mass movements, as well as 

automatically classify large volumes of spatial data. The accuracy of these models and 

interpretations of rock surface roughness depends upon the accurate representation of fine-scale 

morphology in point clouds. Complicating the use of LiDAR, systematic biases in range 

measurements correlate with measurement range, instrument characteristics and the morphology 

of the real surface. Point-cloud surface morphology captured with a 3D terrestrial laser scanner is 

demonstrated to underestimate expected roughness statistic values derived from simulation.  

 

3.1 Characterization of Instrument Properties   

 In the following experiments using the VZ-400, test targets were scanned at ranges from 

3 to 45 m, with a center-to-center sample spacing (Δ) not greater than 4.4 mm. All scans were 

conducted from a view angle as close to the surface normal as possible, typically less than 5⁰ 

away. All simulations sample the theoretical target surface at 1 mm interval. 
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3.1.1 Rangefinder Noise 

 As random error in the scanner’s rangefinder apparatus will be difficult to distinguish 

from actual surface roughness, an experiment was designed and executed to understand and 

characterize the rangefinder noise. A 19mm thick sheet of medium density fiberboard was 

selected for its visual smoothness and flatness. The board was scanned at high resolution at 

ranges from 3 to 45 m. 180,000 points in the cropped point cloud were selected at random, and 

the point cloud was separated into 8 equal segments (see Figure 3-1, where each color represents 

a segment) to rule out the possibility of slight, long-radius curvature of the board contributing to 

measured roughness. A plane was fit to each segment by the method of general least squares, and 

the standard deviation of the set of residual distances from each point to its respective plane was 

used to describe rangefinder noise. Rangefinder noise observations are plotted against scan range 

in Figure 3-2. Noise peaks at a standard deviation of 1.8 mm at around 5 m from the scanner, 

reaches a minimum of 1.5 mm at 10 m distance, and then levels off to 1.6 mm in the far field. 

 

3.1.2 Measurement Beam Effective Radius 

 In order to estimate the extent of the target surface sampled by the scanner in a single 

pulse, an empirical method was designed obviating the complications of simulating the 

rangefinder hardware (Pesci et al., 2011). Although this measure yields only a relative 

description of the quantity being measured, by definition it accounts for the effects of other 

aspects of the range calculation process (including beam power distribution and receiver 

response characteristics) which may be impossible or impractical to measure and simulate 

(Wagner et al, 2006). To distinguish this empirical quantity from the manufacturer’s specified 
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laser beam diameter, it will be referred to here as effective radius (ER). The scanner ER was 

estimated by a process adapted from (Lichti, 2004).  

 

 

Figure 3-1: The point cloud of the rangefinder noise test board is separated into 8 spatially independent 

segments (shown by color patches) before fitting a local planar datum to each and calculating rangefinder 

noise. 

 

 A 0.6 mm diameter metallic wire was stretched taut at an angle approximately 45° from 

the scanner vertical axis in a wooden frame and painted flat white to ensure consistent return 

energy values and therefore accurate range measurements. This wire was scanned at high 

resolution, at ranges from 3 to 38 m. A line was fit to the cropped wire point cloud via the 

method of least squares and orthogonal point residual distances to the plane defined by the fit 

line and scanner origin were measured. The mean of the top 2% greatest magnitude residual 

distances is assumed to represent the effective radius of the measurement beam. This selection 
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threshold, halfway between 2 and 3 standard deviations on the normal distribution, was chosen to 

define the largest possible radius while mitigating the influence of any outliers. Examination of 

wire profiles captured by other instruments may require a higher or lower threshold to obtain an 

accurate measurement of the effective radius, due to presence or absence of outliers. 

 A piecewise linear function was found to describe the change in effective radius over 

range (Figure 3-2). In the near field the effective radius increases slowly and in the far field it 

increases comparatively rapidly. Two linear trends were fit to the data via least squares method, 

separated by a break point at 12 m. The precise location of the break point was picked manually, 

as its placement within a few dm is expected to have minimal influence on the results. 

 

 

 

Figure 3-2: Rangefinder noise measured with the 8 segment method from 180k point clouds (in blue) and 

effective radius measured with wire method (in red). Effective radius is defined as the mean of the top 2% 

of greatest magnitude residuals from the 0.6 mm wire. 
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3.2 Estimating Surface Roughness 

 

 Roughness for point clouds of targets A and B, both scanned and simulated, was 

calculated by fitting a plane to the cropped point cloud via a least-squares adjustment. The 

standard deviation σ (in mm),  

     𝜎 = √
1

𝑛
∑ (𝑑𝑛)2𝑛

1 ,     (1) 

of n orthogonal residual distances d (in mm) of points to the fitted plane was chosen to represent 

numerically the roughness of the surface.  

 

3.2.1 Artificial Test Targets 

 A set of artificial test targets, depicted in Figure 3-3, were designed to simulate natural 

surfaces with one characteristic textural scale each. A 6 x 13 square grid of 85 mm edges was 

centered on a .609 x 1.244 m plane (target plane). Hemispherical asperities were placed at 36 

randomly selected nodes. This design replicates the target used by Pollyea and Fairley (2012), 

though with smaller extent and different random asperity placement. Two targets were built with 

identical node patterns, with 19 mm (target A) and 32.5 mm (target B) asperities. These 

roughness-element sizes were chosen to represent surface texture in the size range corresponding 

to pebble-sized clasts or small asperities on a fault scarp, as seen in a common TLS campaign 

(Sagy et al. 2007; Heritage and Milan, 2009). Sheets of 19 mm medium-density fiberboard equal 

in dimensions to the target plane were used to construct the targets. A power drill with spade bit 

was used to drill 38 mm holes in a board for target A, and 19 mm radius table tennis balls were 

set to the bottoms of the holes and secured with adhesive caulk. To construct target B, 32.5 mm 
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radius plastic toy balls were carefully cut in half and fixed to the surface of a board with adhesive 

caulk. To avoid the influence of range walk, or the systematic bias of range measurements 

correlated with return energy (Pfennigbauer and Ullrich, 2011), it was necessary to paint the 

plastic hemispheres and metal hardware on the targets flat white, ensuring consistent return 

energy values. The test targets were scanned at a point spacing of 4.4 mm or less at ranges up to 

45 m. Point clouds were cropped manually to remove points influenced by edge effects (Figure 

3-4) (Boehler and Marbs, 2003). 

 

 

Figure 3-3: Test targets A (right) and B (left) constructed in the lab. 
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Figure 3-4: Perspective view of scanned test target B point cloud (32.5mm hemispherical asperities). 

Note points displaced from the flat surface by edge effects, in red and blue. 

 

3.2.2 Point Population Normalization and Simulated Roughness 

 The correlation of beam diameter with range guarantees that at longer scan distances 

larger numbers of points on the backing board overlap its outer edge and record spurious range 

values, and therefore must be removed in order to accurately measure roughness. Figure 3-4 

shows a halo of points on target B influenced by the edge effect, in red and blue. Likewise, the 

ratio of backing board to node surface area differs for the two targets, and therefore at any given 

range the two targets will be sampled with different ratios of board to node points. Variations in 
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these board: node point population ratios will in turn bias the standard deviation of surface 

residuals measured. Equalizing the population ratios by removing a number of background 

points permits direct comparison of roughness between targets and scan distances, therefore 

allowing estimation of the magnitude of the smoothing effect. 

 Points on the background were removed at random from the dataset until a target ratio of 

some number of background points to one asperity point was reached. For simulated point 

clouds, class membership was known a priori, and in scanned point clouds membership was 

decided on the basis of orthogonal residual distance to a plane fit to the dataset. The roughness of 

the target point cloud was then calculated by fitting a new plane to the population-normalized 

dataset and calculating the standard deviation of orthogonal point residuals. 

 2.5 D (X, Y ) surface height rasters with 1 mm square cells and side lengths corresponding 

to measured dimensions of the targets were used to represent the target surfaces in numerical 

simulations. Height values (Zs, for i = 1 to 757 000, in mm) for each of approximately 757 000 

cells were calculated based upon proximity to known asperity coordinates (Xn, Yn ) with the 

following formula:  

      𝑍𝑠 = √𝑟𝑛
2 − (𝑋 − 𝑋𝑛)2 − (𝑌 − 𝑌𝑛)2,   (2) 

where rn describes the node radius of 19 or 32.5 mm. Points greater than rn from any node 

location were assigned a Zs  value of 0 mm. Random numbers on the Gaussian distribution, of 

zero mean and standard deviation equal to that calculated for rangefinder noise, were 

subsequently added to the Zs values. Point populations were normalized using a priori class 

membership information (decided by proximity to asperity center coordinates) before roughness 

was calculated. The mean of all measurements of rangefinder noise, σn = 1.6 mm was chosen as 

the magnitude of rangefinder noise to be used in simulated target point clouds. The trends in the 
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curvature-reduced rangefinder noise data (Figure 3-2) were found to account for a very small 

change in roughness values, as demonstrated in simulation (Figure 3-5). Roughness estimated for 

target geometry A, represented by the red trend, was influenced more strongly than target B, 

though within the bold lines representing the bounds of measured rangefinder noise neither 

target’s simulated roughness changed more than 1% from roughness simulated at the 1.6 mm 

noise level. 

  To normalize scanned point-cloud node and class populations and account for varying 

range and asperity size, two methods for determining class (background board or hemispherical 

node) membership for each point were evaluated on simulated point-cloud data using known 

class membership information. Targets A and B were simulated in 30 trials with 1 mm point 

spacing and 1.6 mm range noise. The residual distance of points to the least squares plane was 

the sole criterion available for classification. The K-means method (Arthur and Vassilvitskii, 

2007) was used to solve the one dimensional clustering problem with two clusters, corresponding 

to background and node points. K-means operates by iteratively moving data points between 

clusters to reach the lowest possible sum of all Euclidian distances from all points to their 

respective cluster centroids.  
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Figure 3-5: Simulated roughness as percentage of roughness value calculated for 1.6 mm noise. Target A 

is in red, Target B is in blue. Bold lines indicate minimum and maximum rangefinder noise values 

measured; the variations in rangefinder noise do not account for an appreciable change in simulated 

roughness for either target geometry. 

 

Executing the K-means method on the data with additional clusters did not improve 

classification performance. An inspection of clustering results revealed that the K-means 

algorithm misclassified a significant proportion of points, so an additional logical step was 

employed to reclassify points from the background cluster based upon within-cluster residual 

distances. All points with residuals greater than three rangefinder noise standard deviations 

towards the scanner were shifted to the node point cluster (referred to as the K-means 3σn 

approach). Note that here a priori refers to known class membership carried over from simulated 

point cloud generation, and a posteriori refers to the assignments made by one of the clustering 

methods. Using a priori class membership information, two tests evaluated clustering 

performance with respect to the node class: the true positive rate (TPR) represents the percentage 
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of points belonging to the a priori node class correctly assigned to that a posteriori class, and the 

false discovery rate (FDR) represents the percentage of points assigned to the a posteriori node 

class belonging to the a priori background class. TPR and FDR scores corresponding to the two 

clustering approaches are given in Table 3-1. Using the additional logical step after clustering 

resulted in a significant boost in the node class true positive rate at the expense of a slight 

increase in false discovery rate. 

 

Table 3-1: Population-Normalized Accuracy Scores 

 Mean TPR (%) σ (pp) Mean FDR (%) σ (pp) 

K-means 

Target A 86.10 0.11 0.01 0.01 

Target B 85.94 0.05 0.00 0.00 

K-means 3σn 

Target A 93.45 0.08 2.66 0.09 

Target B 97.43 0.03 1.06 0.0 

 

 

 Using the known class membership of points in the simulated target point clouds, the 

ratio of points belonging to roughness nodes to points belonging to the backing board 

(population ratio) was calculated for both targets. Target A’s population ratio was found to be 

approximately 17.75, and target B’s ratio approximately 5.5, so a target population ratio of 5 

board points to one node point was chosen for both targets. Roughness values were calculated for 

simulated point clouds using populations normalized with both clustering approaches as well as 

the a priori membership information. Both clustering methods yielded normalized roughness 

values overestimating roughness values calculated from datasets normalized with known class 
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membership (Table 3-2). Roughness values of population-normalized simulated point clouds for 

targets A and B were calculated for datasets generated with and without simulated rangefinder 

noise of σn = 1.6 mm in 30 trials each. For target A, the addition of rangefinder noise increased 

measured roughness 4.7% from a mean of 5.07 to 5.31 mm. For target B, roughness increased 

1.7%, from 8.64 to 8.79 mm. 

 

Table 3-2: Population-normalized Roughness Scores 

 

 

3.2.3 Underestimation of Scanned Surface Roughness 

 Measured roughness values arrived at post-normalization are displayed in Figure 3-6. 

Note that the dependent axes show roughness as a percentage of the expected value from 

simulation. Methods used to separate the point populations for normalization are indicated on the 

left of the figure: “Real” refers to the method used with collected point-cloud data and “Sim” 

refers to the method used to normalize the simulated point cloud. “KM” indicates K-means was 

used to separate the populations, “K3” indicates the K-means 3σn method, and “AP” indicates a-

priori normalization.  

Normalization Target A (mm) σ Target B (mm) σ 

None 3.43 1.5 e-3 8.59 1.8 e-3 

A priori 5.31 2.8 e-3 8.79 1.9 e-3 

K-means 5.61 3.8 e-3 9.32 3.1 e-3 

K-means 3σn 5.40 3.3 e-3 8.84 2.1 e-3 
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Figure 3-6: Decrease in LiDAR measured roughness values as a function of range (A) and effective radius: asperity radius ratio (B). Target A is in 

red, Target B is in blue. KM denotes K-means normalization, K3 K-means 3σn, AP a priori. Agreement in normalization performance scores 

between targets (highest with K-means/ KM) correlates with gap between their trends on (B) plots. 
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 Red points denote estimates of target A’s roughness, and blue points target B’s 

roughness. The top row shows the relationship of roughness with range, and the bottom row 

shows the relationship of range to the ratio of ER to node radius. At a break point near 10 m 

(Figure 3-6A), K-means normalized scanned roughness values peak and overestimate expected 

a-priori normalized roughness values by up to 5%. Values overestimating roughness are 

expected to be a product of the normalization process, as the two clustering methods tested lead 

to an overestimation of roughness in simulated test targets. Irregularities in test stand 

construction, such as improperly affixed nodes or long wavelength curvature of the backing 

board may also contribute. In Figure 3-6A, roughness underestimation values depart from the 

trend expected from the point residual smoothing effect, which predicts that roughness will have 

a negative correlation with range. From Figure 3-6B, two distinct phenomena appear to affect the 

data; one negatively correlated with both range and the effective radius: asperity radius ratio (the 

proposed smoothing effect), and one positively correlated with range alone. The measurement of 

these trends is an original contribution of this work. Overlap of the trends to the right of the 

breakpoints in Figure 3-6B confirms the hypothesis that the surface smoothing effect is 

controlled by the ratio of scanner effective radius to asperity radius. The positive correlation of 

roughness with range to the left of the breakpoints may be due to receiver design considerations 

in TLS systems, which often dictate that emitter and detector are separated by a short baseline, 

causing their respective fields of view to overlap incompletely at close range and the instrument 

to record anomalous energy levels from the return pulse (Pfeifer et al., 2008). The variable 

separation of up to 3 percentage points between the trends in Figure 3-6B is expected to be 

caused by differences in the performance of normalization methods used with scanned and 

simulated datasets. Agreement in normalization performance TPR scores between the two target 
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designs is higher with K-means method, which shows the smaller gap of the two methods in 

Figure 3-6B. Again, differences in construction methods between the two targets may also 

contribute to the gap. Due to differences in dimensional control on materials sourced for the test 

stands, roughness elements on target B show greater visual irregularity than the elements on 

target A.    

   

 3.3 Scanner Resolution 

Most TLS instruments, including the VZ-400, image their surroundings by directing a 

laser rangefinder using a rotating or oscillating mirror which controls the beam’s elevation, 

mounted on a rotating base which controls the beam’s azimuthal angle. As the laser is deflected 

along the elevation much faster than the azimuth, successively observed points differ almost 

entirely in elevation, with only a small change in azimuth corresponding to the slow rotation of 

the scanner about its vertical axis. The simplest resolution measure for a point cloud is its spatial 

sampling interval Δ, or the center-to-center distance between successive measurements along the 

scanline (the vertical direction in the scanner-centric coordinate system) or between scanlines 

(the scanner’s horizontal direction). An alternative descriptor of scanner resolution is the 

footprint diameter δ of the measuring beam itself, but this is a misleading description of 

resolution as it often leads to an underestimation of the system’s resolving capability when 

operating at a high sampling frequency (Lichti, 2004). The concepts of average modulation 

transfer function (AMTF) and Effective Instantaneous Field of View (EIFOV) are used here to 

assess the resolution of point clouds captured with the VZ-400 (Lichti and Jamtsho, 2006). 

EIFOV combines the size of the beam footprint and spatial sampling rate in an average 

modulation transfer function, relating the system’s resolution as a function of the physical length 
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at which the magnitude of the AMTF equals a cut-off threshold. From Lichti and Jamtsho 

(2006), the AMTF for sampling frequency µ, in cycles per unit of measurement is given by: 

    AMTF(𝜇) = |
sin (𝜋Δ𝜇)

𝜋Δ𝜇
∗

2𝐽1(𝜋√𝛿2𝜇2)

𝜋√𝛿2𝜇2
|,    (3) 

while EIFOV is calculated as: 

    EIFOV =
1

2𝜇𝑐
.       (4) 

The cut-off frequency µc is given by: 

    AMTF(𝜇𝑐) =
2

𝜋
≈ 0.6366     (5) 

This cut-off frequency is suggested by Lichti and Jamtsho (2006) in order to enforce the 

condition that EIFOV effectively equals sample spacing when Δ is much greater than δ. Figure 3-

7 shows AMTF curves and EIFOV values for the Riegl VZ-400 at 50 m, given several choices of 

sampling interval and using twice the effective radius as the beam footprint δ. Note that a large 

reduction in sample spacing (resulting in a significant increase in scan time and file size) 

corresponds to a relatively small improvement in EIFOV. Using the AMTF cut-off frequency µc, 

EIFOV values were estimated for a range of possible scan parameters and plotted as a surface in 

Figure 3-8.  
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Figure 3-7: AMTF curves and EIFOV values for the VZ-400 scanner at 50 m. The effective radius is 

modeled to be 11.2 mm, and the sample spacing is allowed to vary from 4.4 to 21.8 mm, corresponding to 

angular sample intervals from 0.005⁰ to 0.025⁰. The horizontal line represents the EIFOV cut-off 

threshold of 2/π. 
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Figure 3-8: EIFOV calculated for VZ-400 as a function of scan range and point spacing. Contours are in 

mm. 

 

3.4 Summary  

For ranges beyond the break point range observed for the instrument being used, 

roughness underestimation data presented as in Figure 3-6b may be used as an approximate 

estimator of experimental error for studies investigating roughness on known, limited scales of 

surface features. The data may also be modeled with a linear regression as a calibration function 

for TLS roughness measurements, though the presence of surface asperity scale in the function 

parameters makes the calibration nontrivial. The results demonstrate that the apparent 
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morphology of a given surface depends upon both the real morphology of that surface and the 

distance between it and the scanner. Merging two or more point clouds of the same surface 

captured at different ranges will not necessarily yield a more accurate depiction of the surface 

(and hence roughness) than the scan taken from the closest range, even if it results in a more 

complete depiction of the surface. While the benefit or risk of merging point clouds from 

different view directions (but similar ranges) cannot be predicted from these findings, it is 

expected that any disagreement between the morphology of two merged point clouds regardless 

of source will increase the estimated roughness. 

 Excepting instrument-specific characteristics such as the magnitude of rangefinder noise 

and effects such as the near-field smoothing bias, TLS systems should be expected to image 

asperities about an order of magnitude larger than the measurement-beam footprint with 

negligible smoothing. When measuring smaller sizes of asperity, it is recommended to capture 

point clouds from a short range, i.e. about 10 meters if practical, and to keep the acquisition 

range consistent throughout the study. It is worthwhile to note that for the scanner used in this 

research the manufacturer designates a minimum acquisition range of 0.5 m, while scans taken 

from a range that short would significantly underestimate surface roughness. This unexpected 

near-field smoothing bias is potentially very significant to studies using TLS to investigate 

roughness at the minimum possible scale, i.e. close to the smallest resolution attainable with a 

given instrument. In this case it is intuitive to scan at the closest possible range, but these 

experiments demonstrate that doing so could lead to substantially biased results. This finding 

illustrates the importance of independent characterization when collecting measurements near the 

instrument’s stated resolution limits. Appendix A describes the process used to conduct these 

characterization experiments. 
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 While range smoothing biases associated with laser range measurement have been 

alluded to in studies on laser scanning (Morris et al., 2008; Huang and Wang, 2012), this work 

represents the first effort to study smoothing biases under laboratory conditions or in relation to 

empirically derived instrument parameters. The exact smoothing bias encountered here should be 

understood to be a unique function of the instrument parameters and target geometry; altering the 

target geometry by substituting asperities of different shape, or testing with a real rock surface 

would result in a different smoothing magnitude being measured. The findings of this research 

are significant for their implications to LiDAR data-collection procedures, and will enable more 

accurate comparison of estimates of small-scale roughness. This smoothing bias also has 

implications for many applications of LiDAR with critical dependence on measurement 

precision, such as slope-monitoring or change-detection algorithms used in studies of rockfall 

and slope-failure risk.  
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Chapter 4 : Multiscale Surface Roughness in 2.5D  

 

 Multiscale, or multiresolution, analysis refers to techniques used to extract the scale-

dependent properties of signals. The decomposition of a signal into a scale or frequency basis is 

often used for filtering, compression, and computation of fractal dimension. The methods 

investigated and employed in this chapter have applications across a broad range of fields, from 

signal processing and materials science to geography and geomorphology. The objective of this 

chapter is to characterize the scale dependence of rock-surface geometry at scales accessible to 

terrestrial laser scanning, i.e. the interval spanning centimeters to meters, in support of the 

generation of descriptive roughness features. 2.5 D datasets consisting of surface-height grids are 

produced from point-cloud segments and decomposed with the wavelet transform to measure 

surface roughness as a function of asperity scale. No assumption of fractal dimension is made, 

and the focus is placed on visualization and qualitative assessment of the scaling properties of 

roughness.  

 

4.1 Overview of Multiscale Roughness Methodology 

 Since the publication of Mandelbrot’s seminal work on fractal geometry (Mandelbrot, 

1983), the notion of fractal power-law scaling has been studied in many diverse fields. A 

significant volume of literature has accumulated around the study of scale dependence of 

geomorphic surface roughness (Malcai et al., 1997). The roughness length method (Malinverno, 

1990; Fardin et al., 2004), the box counting method (Paredes and Elorza, 1999) and power 

spectral density via Fourier analysis (Hubbard et al., 2000; Rivas et al., 2006) have all been 

employed in fractal or multifractal analysis of Earth surfaces. Variogram methods also implicitly 
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describe scale behavior of roughness and have been used for a variety of roughness estimation 

problems in the geosciences (Kulatilake et al., 1998; Glenn et al., 2006). The difficulty in the 

application of these techniques for estimation of scaling behavior is in localization, or obtaining 

accurate descriptions of signals with spatial heterogeneities. The localization problem in Fourier 

analysis is well known and modifications have been developed to compensate for it, but all are 

subject to uncertainty relationships dictating a balance of spatial and spectral resolution (Mallat, 

1999). Other methods, such as variogram, box counting, and roughness length are not governed 

by a formal resolution uncertainty law, but require an a priori segmentation of data to exclude 

undesired elements when operating on a heterogeneous scene.  

 Multiresolution analysis (MRA) via the discrete wavelet transform (DWT) has been 

implemented for surface texture classification and feature detection in diverse applications such 

as machine perception (Salari and Ling, 1995; Lu et al., 1997), semiconductor manufacturing 

(Facco et al., 2009; Sun et al., 2009) and remote sensing (Chin et al., 1998). The discrete wavelet 

transform functions as a hierarchical filtering process, iteratively convolving an input dataset 

with high-pass and low-pass filters to separate high-resolution features (known as details) from 

low-resolution topography (known as approximations), respectively (Mallat, 1989; Daubechies, 

1988). The filters consist of translations and dilations of a “mother wavelet”, a wavelike function 

with compact support, allowing the wavelet representation of a function to preserve both its 

frequency and location information well. Datasets produced by the filtering operation consist of 

sparse sets of coefficients, which are typically close to zero value. Performing the inverse 

transformation on the original coefficients allows perfect recovery of the original signal. 

Filtering operations in the wavelet domain may be employed to remove or reduce spurious detail 

coefficients when compression or measurement noise smoothing is desired (Donoho, 1995). Due 



47 
 

to the hierarchical nature of the wavelet decomposition, an approximation dataset at a given 

decomposition level contains all the information of each following approximation and detail 

dataset. This property permits isolating the contributions of topography corresponding to 

different measurement scales to the observed geometry of the target scene by inspecting the 

distributions of wavelet coefficients or their recovered components of the original geometry. 

 

4.2 Case Study: 2D Discrete-Wavelet-Transform Roughness 

 Point clouds from outcrop DR-2 were used to test the application of the 2D discrete 

wavelet transform to multiscale roughness analysis. The DR-2 outcrop, shown in Figure 4-1, 

exposes a formation contact between the massive Buda limestone (bottom) and the finely bedded 

Rock Pens shale (top), two Cretaceous deep-water sedimentary units with visibly distinct 

morphologies resulting from fracture during excavation and subsequent erosion. Three 4 m2 

patches of point-cloud data were manually cropped from each unit for analysis via the following 

process, outlined in Figure 4-2. A least-squares adjustment was used to fit a local planar datum to 

each point-cloud segment, and the orthogonal distances of each point to their respective datum 

plane were calculated. A linear interpolant was used to grid the orthogonal residuals at grid 

resolution g, producing a surface model. These surface models were decomposed using the 2D 

DWT with Daubechies 2-tap wavelet, up to level w (Daubechies, 1988). At each level of 

decomposition, the wavelet detail coefficients in the horizontal, vertical and diagonal directions 

were recomposed into surface heights. The standard deviation of a segment’s isolated surface-

height values, normalized by the standard deviation of the original orthogonal residuals, was 

used to score the scale-isolated roughness of the segment.  
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Figure 4-1: West Texas outcrop of with Rock Pens shale overlying Buda limestone. All scale bars are 2 

m length. Inset windows correspond approximately to cropped patch dimensions. 
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Figure 4-2: Flow chart of methodology for 2D discrete-wavelet-transform analysis of roughness. 
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 As the discrete wavelet transform generates datasets at resolutions which are multiples of 

powers of two, a multiresolution analysis of a point cloud at a given starting resolution will only 

sparsely sample the surface roughness with respect to the scale domain. A linear interpolant was 

calculated for the point cloud and used to create several gridded surfaces at resolutions from 100 

to 300 points per meter, of which each was decomposed over 10 levels using the Daubechies 2-

tap wavelet. Horizontal, vertical and diagonal detail coefficients from each isolated 

decomposition level were reconstructed into physical data with the inverse wavelet transform. 

The roughness (standard deviation of orthogonal residuals) of each detail dataset was calculated 

and normalized against the roughness of the original point cloud, and plotted against the physical 

scale calculated with the following formula: 

𝑠 =
2𝑤

𝑔
,      (6) 

where s represents physical scale in meters; w, decomposition level; and g, grid resolution in 

points per meter. The analysis was restricted to length scales greater than 7 cm, corresponding to 

the estimated Nyquist frequency of the input point clouds, which had a point spacing of 

approximately 3 cm at 30 to 40 m range (Figure 4-3). In Chapter 3, the scanner’s effective radius 

was measured to be about 7 to 8 mm at this range interval. Using wavelet analysis scale as 

asperity diameter yields an effective radius: asperity radius ratio of 0.2 to 0.23 at the smallest 

analysis scale, 7 cm. By the smoothing-effect relationships shown in Figure 3-6B, all roughness 

scores estimated here should then be at least 90% of their true value. Furthermore, all of the 

point clouds analyzed were captured by the same scanner at similar ranges, so the LiDAR 

measurement-scale smoothing effect is not expected to significantly influence the interpretation 

of the multiresolution analysis with respect to differences between analyzed point-cloud 

segments, at any scale of target geometry.  
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Figure 4-3: Estimated EIFOV resolution (contours, in mm) of point cloud, with approximate scan 

parameters indicated by green ellipse. 

 

 Results of the multiresolution analysis are shown in Figure 4-4. Roughness values of the 

morphology calculated with the horizontal, vertical and diagonal components of the wavelet 

filter are given as a function of the wavelet physical scale. In this case, the vertical component 

corresponds to the real-world vertical, while the horizontal represents the long dimension of the 

outcrop and the diagonal represents the bisecting angle of the two. Roughness of the 

reconstructed vertical details is consistently higher in Rock Pens shale point clouds, which is 

interpreted to represent the prominent centimeter to decimeter- scale bedforms present in the 

shale. Rock Pens point clouds also show less separation between horizontal and diagonal detail 
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roughness trends. As length scales approach the window size of 2 m, the roughness trends 

become less distinct and more inconsistent between data sets. 

 

Figure 4-4: Multiresolution analysis plots corresponding to Buda limestone and Rock Pens shale 

morphology. Roughness values are normalized against roughness of original dataset. Relationships 

between diagonal, horizontal and vertical components of multiscale roughness serve to distinguish the 

two lithologies. 
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 Due to the variable interval to which the power-law trend fits, it is not clear how a 

conclusive estimate of fractal dimension would be calculated from the data; the Hurst exponent 

and in turn the fractal dimension would depend upon the choice of scales to include in the 

power-law regression. Additionally, the primary difference between the multiscale trends in 

Figure 4-4 is not slope, but relative magnitude at a given scale. This property, known as 

lacunarity, has also demonstrated to be useful in pattern discrimination in the physical sciences 

(Allain and Cloitre, 1991; Plotnick et al., 1996). Like fractal dimension, however, the relative 

differences in lacunarity between datasets are highly scale dependent. These variations in the 

interval where consistent scaling relationships hold true impede the use of one or a few 

parameters (such as lacunarity or FD ) to adequately describe the diagnostic features of the 

surface geometry. Therefore, the remainder of this work will explicitly record roughness or 

shape characteristics as a function of scale in a higher dimensional feature vector, for analysis by 

multivariable statistical techniques.  

 

4.3 Case Study: Anisotropic Multiresolution Analysis 

 Trends of scale-isolated roughness along analysis directions found in Section 4.2 

prompted additional study of the anisotropic properties of scale-dependent rock-surface 

roughness. Expanding on the concept of high-dimensional representations of roughness 

characteristics, an alternative workflow for anisotropic multiresolution analysis was implemented 

using the DWT. The result of this process is a vector of roughness magnitude scores 

corresponding to combinations of scale and aspect angle. Roughness information vectors were 

composed into 2D plots to facilitate visual analysis of multiscale patterns of surface roughness. 

The morphological habits of the Hartshorne Sandstone from the Huckleberry outcrop and the 
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Rock Pens shale from outcrop DR-1 were thus compared to evaluate the suitability of high-

dimensional multiscale shape and roughness features for outcrop scene labeling.  

 Spherical patches of 2.5 m radius were selected at random from an outcrop point cloud, 

allowing for some overlap (a minimum of 0.5 m between patch centers). This support radius was 

chosen heuristically considering the relative sizes of the outcrop point clouds, of which the 

smaller was 7 m high and 90 m long, and the physical length scales desired for comparison. For 

each patch, a local planar datum was fit via least squares, and the set of orthogonal residual 

distances was extracted to create a 2.5D height raster (Figure 4-5).  

 

 

Figure 4-5: Color-mapped height raster from Rock Pens Shale in outcrop DR-1. Black line indicates 

possible transverse profile location. 
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 A narrow profile of point residuals (as seen in Figure 4-6), centered on the patch center 

point, was extracted from the patch at each desired angular offset from the horizontal direction. 

Each profile was interpolated at multiple resolutions and then decomposed with the one 

dimensional discrete wavelet transform at each resolution. The standard deviation of the wavelet 

detail coefficients at each level was retained as a unitless roughness score.  

 

 

 

Figure 4-6: Set of surface height profiles extracted at equal angular offsets from center of raster in Figure 

4-5. Top and bottom profiles are aligned with the horizontal direction. 
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 The datasets of scaling, anisotropic roughness scores were then arranged and plotted as 

2D images, with values of length scale along the horizontal axis and angular offsets from the 

point cloud’s horizontal (X ) axis along the image vertical axis. Roughness values were mapped 

to a color palette for visibility. For this case study, 15 length scales from 3 to 60 cm and 15 

profile aspect angles, beginning and ending with the horizontal, were analyzed, yielding a 255-

dimensional feature vector. These settings were heuristically chosen within the spatial sampling 

limits imposed by resolution and extent of the analyzed point-cloud patches. 

 A 3D synthetic point cloud was generated to determine the expected response of the 

analysis to a known surface geometry. A corrugated surface consisting of 30-cm ledges aligned 

with the X axis, square in cross section and stacked one atop another in the Z direction, was 

modeled with 1-cm point spacing. The synthetic surface, shown in Figure 4-7, was designed to 

approximate a flat outcrop surface with narrow sedimentary beds, such as the Rock Pens Shale. 

The surface was extended to an area of 5 by 5 meters and the anisotropic multiresolution analysis 

was conducted at its center point. The roughness image is shown in Figure 4-8. Each row of the 

roughness image can be thought of as representing a single trace from a plot similar to those in 

Figure 4-4; horizontal components correspond to the top and bottom rows, with vertical 

components in the center rows and intermediate angles arrayed between. Roughness values for 

the Y -oriented component of the synthetic point cloud, cutting directly across the corrugations, 

reach their peak at a smaller length scale than profiles cutting though the corrugations at an 

oblique angle. 
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Figure 4-7: A: Perspective illustration of synthetic surface analyzed in Figure 4-6. B: Orthometric cross 

section through point cloud. 

 

Figure 4-8: Unitless roughness scores corresponding to surface angle/ feature scale pairs are arranged 

into a 2D image. Angle value represents degrees from horizontal (point cloud X direction). Roughness 

values peak at comparatively small scales in profiles near the vertical direction, cutting directly across the 

point cloud corrugations. 
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 Point-cloud data from the Huckleberry (Hartshorne Sandstone, Figure 4-9) and DR-1 

(Rock Pens Shale, Figure 4-10) outcrops were used to test the anisotropic multiresolution 

analysis method. The lower Buda Limestone unit was cropped from the DR-1 point cloud. As in 

the simulation study, 15 profile angles at 12⁰ steps and 15 analysis scales from 3 to 60 cm were 

used. To enhance the signal-to-noise ratio of the roughness image plots for visual interpretation, 

groups of 10 roughness vectors were selected at random and stacked. The resulting averaged 

vectors of roughness scores were flattened into 15x15-pixel images and magnified for visibility. 

Representative vectors from each outcrop are shown in Figure 4-11, using the same ranges of 

roughness, angle and scale as Figure 4-6. While the stacked roughness vector from the Rock 

Pens Shale shows a similar anisotropic pattern to that of the synthetic bedded outcrop in Figures 

4-7 and 4-8, its peak values are lower, and its contours are more poorly defined, indicating 

variability of the anisotropic bedded pattern throughout the outcrop. Though the Hartshorne 

sandstone shows bedding as well, its surface texture does not yield any apparent pattern in this 

sample. 16 each of the stacked outcrop roughness images were arranged in grids in Figure 4-12 

and 4-13 to show the extent of variability of the morphological patterns seen in Figure 4-11. 
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Figure 4-9: Huckleberry Creek Spillway, AR. Bedforms are apparent in the Hartshorne sandstone, 

though fracture sets perpendicular to bedding are equally apparent. 
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Figure 4-10: DR-1 outcrop, Del Rio, TX. The Rock Pens Shale is composed of significantly thinner 

bedforms than the Hartshorne Sandstone, and its texture is not disrupted by any persistent fractures. 
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Figure 4-11: Rock Pens (left) and Hartshorne (right) roughness vectors, stacked 10-fold. The Rock Pens 

Shale shows a distinct anisotropic pattern similar to the synthetic point cloud in Figure 4-6. The 

Hartshorne sandstone shows an overall isotropic character, and reaches higher magnitudes of roughness at 

all scales. 
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Figure 4-12: 16 roughness vectors generated from random patches of the Huckleberry Spillway point 

cloud (Hartshorne Sandstone). Roughness scale increases along the horizontal axis, and angle from the 

point-cloud horizontal direction increases along the vertical. 

 

 Variation among the Hartshorne roughness images in Figure 4-12 is high; stacking does 

not accentuate any anisotropic trends, and their only trait in common is a monotonic increase in 

roughness over scale at every aspect angle. Over the entire set of vectors there is no apparent 

preference for any given profile angle to demonstrate consistently higher or lower magnitudes of 

roughness than any other. 
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Figure 4-13: 16 roughness vectors generated from the DR-1 point cloud (Rock Pens Shale). Narrow 

regions of high roughness scores similar to those found in the synthetic point cloud test are present and 

correspond to bedding in the outcrop. 

 

 

 Patterns in the roughness images of Rock Pens (Figure 4-13) are consistently accentuated 

by random stacking. A local concentration of roughness similar to that observed with the 

simulated surface test case is present in all of the stacked images, but at a lower scale range, 

indicating that thinner bedforms contribute to the anisotropy. 

 Visualization of these roughness vectors yields an intuitive, qualitative description of 

pervasive textural patterns, permitting interpretation and communication of textural concepts 

independent of subjective verbal description. As numerical features they are also suitable for 

analysis with statistical tools for use in numerical modeling and semantic labeling applications.   
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4.4 Summary  

 The findings of this chapter demonstrate that multiscale representations of asperity height 

and shape can provide a numerical basis for conveying textural information about natural 

surfaces. This shows that multiscale shape features can be used to make objective comparisons 

of patterns in rock morphology, supporting the ability to automate parsing of outcrop point-cloud 

scenes. However, the 2.5D models used to represent the rock surfaces face some shortcomings 

which limit their potential functionality as automatable tools for point-cloud comprehension in 

arbitrary 3D scenes. 

 Projecting three-dimensional spatial data into a 2.5 D raster format (such as the 

interpolated surface models used here) usually entails a loss of information about the surface 

represented by the point cloud. Any part of the original target surface overlapped by another 

when projected into the 2D plane will be smoothed over by the interpolating function, which is 

constrained to return one scalar height value per (X, Y ) coordinate pair in the raster model. 

Intuitively, points belonging to vegetation or large-scale roughness components in the original 

point cloud will also exacerbate the problem of overlapping geometry by biasing the least-

squares plane’s orientation, as least-squares regression is sensitive to outliers. Roughness 

measurements, in turn, are known to be very sensitive to deviations in the orientation of their 

surface datum, so it is imperative to ensure consistent fitting of the raster model (Pollyea and 

Fairley, 2012). Therefore on the basis of this work it is suggested that the support size of the 

point-cloud segment used to calculate the plane orientation be extended beyond the region 

analyzed or that a robust surface-fitting algorithm (which identifies and discards outliers) be used 

to improve the repeatability of 2.5D roughness analysis techniques in 3D datasets.  
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 Searching for, interpolating, and applying the wavelet transform to a large segment of a 

point cloud (consisting of >103 points in the given examples) for one measurement of roughness 

is impractical to apply to large datasets. Furthermore, the extensive support of the segments (2 to 

5 m wide in the examples) leads to poor localization of the measured roughness properties 

relative to the length scales analyzed, which may be orders of magnitude smaller than the 

segment size. Roughness components measured at a small length scale should not be expected to 

correlate as strongly at distance as roughness components of a larger length scale, i.e. over a 5 m 

diameter patch of the Huckleberry outcrop, the roughness measured at the 6-cm scale is likely to 

be more variable than roughness measured at the 60-cm scale. Therefore, a roughness measure 

operating over a dataset of flexible support size commensurate with its analysis length scales 

would benefit from improved localization of surface morphological properties, as well as 

potentially improving computational efficiency. 

 The results obtained in this chapter inform the specifications necessary for point-cloud 

texture-recognition tools to be practical and efficacious for use in rock outcrop scenes. Namely, 

such tools should encode the shape characteristics of the scene at variable length scales, while 

being robust to the presence of vegetation and complex, rugged geometry and well localized so 

that small-scale components of roughness are not averaged over a large support region. In 

modeling contexts where 2.5D surfaces can represent the data with minimal ambiguity, such as 

when parameterizing stream bed or joint surface roughness, the multiresolution methodology 

presented here can be used to encode stable, distinguishing properties of surface texture. 
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Chapter 5 : Multiscale Operators for 3D Roughness 

 

 In this chapter, numerical descriptors of the scaling characteristics of surface geometry, in 

combination with pre-existing machine-learning algorithms for supervised classification, are 

used to parse natural point-cloud scenes into user-specified morphological classes. A set of 

software tools was developed for this purpose, and the theory behind their application is 

presented here. Appendices B and C elaborate on their implementation details and functionality. 

The use of the tools is demonstrated with three case studies representing fundamental natural 

shape discrimination tasks, using real-world data collected in Canada and the U.S. The 

multiscale-operator algorithm presented here is a true 3D method which is not exposed to the 

ambiguities inherent in fitting a local datum surface for analysis, and which is scalable to 

datasets of tens of millions of points. The multiscale features used in these studies were 

generated at an average rate of around 11,000 points per second using a typical consumer 

desktop computer.  

 These geometry features can be considered a quantitative counterpart to qualitative verbal 

descriptions of surface texture. As such, class labels assigned to them do not, in and of 

themselves, constitute a comprehensive interpretation of geology, but are intended to assist 

human operators in understanding the higher-order spatial relationships of the scattered points 

they see in the point cloud. In training supervised classification algorithms, the interpreter 

defines the labels according to their own prior understanding of the real scene, and their 

knowledge of what scene elements are significant to the task at hand. The case studies shown 

here represent only a few of the potential uses of the approach: differentiating sedimentary units, 

tracing the exposures of thin beds, and removing noise and artefacts closely intermingled with a 

surface to be measured. 
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5.1 Multiscale Classification Approach 

 Various multiscale operators have been applied to both man-made (Ioannou et al., 2012; 

Yang and Dong, 2013) and natural scene (Brodu and Lague, 2012) point-cloud classification 

problems in recent years. Similar to methods of fractal analysis, the multiscale-operator scheme 

describes scene geometry using a function mapped onto a given dataset with variable local scale 

(Pauly et al., 2003). In a point-cloud dataset this is accomplished by changing the physical size 

of the neighborhood around each point to be analyzed, which additionally has the desirable effect 

of maximizing localization of small-scale surface roughness properties. Common approaches to 

defining neighborhood sets include K-nearest neighbors (Weinmann et al., 2014), a cylinder of 

fixed radius (Lin et al., 2014), or a sphere of fixed radius (Brodu and Lague, 2012). The spherical 

neighborhood (used here) and K-nearest neighbors searches are applicable to all 3D point clouds, 

while the cylindrical neighborhood approach is mostly used with airborne LiDAR data (Kim et 

al., 2013; Weinmann et al., 2014). In this application, the spherical neighborhood is favored 

because it allows strict control of the scale of geometry measured, as opposed to the K-nearest 

neighbors search strategy in which the physical scale of the neighborhood depends upon local 

point density. This permits analysis of the exact physical scales corresponding to desired target 

geometry features.  

 

5.1.1 Geometric Multiscale Operators 

 Three geometric multiscale operators are calculated: ε, the proportion of eigenvalues; γ, 

density and ρ, mean vector. All three contribute a total of four scalar values to the composite 
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feature vector per analysis scale. To visualize the response of the functions implemented in the 

multiscale operators, all three are calculated at one analysis scale for a point-cloud segment. The 

segment, from the Huckleberry outcrop point cloud, was labeled by hand with HS (Hartshorne 

Sandstone, pink) and vegetation, (blue) classes and plotted in Figure 5-1. The scene depicts a 

“shelf” on the outcrop, with a tree (at left) and low vegetation (at right) obscuring the exposed 

Hartshorne sandstone. 

 

 

Figure 5-1: Scene from Huckleberry outcrop point cloud, with manually assigned labels. Pink represents 

the typical Hartshorne Sandstone morphology, and blue represents vegetation. Green arrow, 2 m in 

length, indicates vertical (Z) direction. 
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 The proportion of eigenvalues and similarly derived covariance features have been 

successfully applied to a number of classification problems, both as single-scale and multiscale 

operators. In this usage, the ε operator consists of the normalized variance of the neighborhood’s 

first two principal components, providing a compact description of its space-filling properties 

(Brodu and Lague, 2012). These principal components correspond to the eigenvalues (λ1 ,λ2, λ3) 

of the neighborhood covariance matrix, as seen in Figure 5-2; Section 5.1.2 describes the process 

used to calculate their magnitude (Jolliffe, 2002). Figure 5-3 shows the Huckleberry point-cloud 

segment with eigenvalues from the 10-cm neighborhood size mapped to the RGB color space. 

Red, green and blue intensity values correspond to the three eigenvalues normalized over the 

interval (0,255); therefore, red-purple points correspond to a linear local neighborhood shape 

found in the tree branches, teal points correspond to the relatively planar neighborhoods on the 

rock surface, and blue points represent the dispersed, spherical neighborhoods along rock edges 

and within dense vegetation. 

 

 

Figure 5-2: Simplified 2D diagram of ε operator. Eigenvalues (λ1 ,λ2) describe geometry of points 

within analysis radius of evaluation point, in red. 
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Figure 5-3: Scene from Huckleberry outcrop point cloud with rock and vegetation, colorized by ε 

operator scores at 10-cm analysis scale mapped to RGB values. Purple points represent a linear 

neighborhood shape, while teal and blue represent planar and spherical neighborhoods, respectively. 

 

 The γ operator describes the local density of the neighborhood in points per cubic 

centimeter, and was adapted from a nearest-neighbor classifier algorithm (Ghosh et al., 2006). In 

Figure 5-4, the scene from the Huckleberry outcrop is shown colorized by γ operator values from 

the 10-cm analysis scale. Rock surface points tend towards the center of the density range, while 

vegetation spans from very sparse at its fringes to very dense in the center of bushes and trees. 
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Figure 5-4: Huckleberry outcrop scene colorized by γ operator values at 10-cm analysis scale. Points on 

the rock surface have consistently dense neighborhoods, while points on edges and in vegetated areas tend 

to have sparser neighborhoods. 
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 The ρ operator, which is novel to this work, describes the distance from a point to the 

arithmetic mean (or centroid) of its neighborhood, as in Figure 5-5. Figure 5-6 shows the same 

scene colorized by the ρ multiscale operator.The mean vector function reaches its maximum at 

points which are relative outliers to their neighbors, highlighting the tips of foliage and the edges 

of rock blocks.  

 

  

Figure 5-5: Simplified 2D diagram of ρ operator, which measures Euclidian distance from evaluation 

point (in red) to centroid of its neighborhood within the analysis radius (in blue). 
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Figure 5-6: Huckleberry outcrop segment colorized by ρ operator at 10-cm scale. High ρ values trace 

edges and vertices throughout the scene. 
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5.1.2 Calculating MSO Features 

 Given coincident 3D point clouds E and P, a multiscale operator is defined as a function 

operating on a set of nr concentric spherical neighborhoods in P of each and every point in E, 

bounded by radii rc, c = 1…nr. As such, the points in P, denoted pb, constitute the scene geometry, 

which is described by the MSO function evaluated at points in E, denoted ea. The search radii in 

r, referred to as analysis scales, represent the physical scales of scene geometry to be described 

by the MSO function and are selected heuristically by the user. The range of scales spanned by r 

should be chosen based on a preliminary assessment of the targets to be analyzed. For instance, 

the multiresolution analysis of Hartshorne Sandstone and Rock Pens Shale conducted in Section 

4.3 indicates that the two exposures show very different magnitudes of roughness at longer 

wavelengths, circa 0.3 to 0.6 m. Analysis scales distributed in that range would therefore be a 

good choice for discriminating these two targets.  

 While P and E must cover the same region in space, it is not necessary that they consist of 

identical points. Here, E represents either the original point cloud or a subset of its points, and P 

is uniformly downsampled from the original cloud by application of a voxel filter (Wang and 

Kaufman, 1993). The rationale behind the usage of the voxel filter is explained in depth in 

Section 5.1.3. Voxel edge-length is allowed to vary with r, and a set of edge lengths vf, f=1…nv 

may be specified, provided nv ≤ nr. Using different values of v for subsets of r allows a wider 

range of analysis scales to be sampled efficiently, leading to a more thorough characterization of 

the scaling properties of the scene than if one value of v were used.  

 The diagram in Figure 5-7 depicts the relationship between these point-cloud entities and 

parameters, and the flow chart in Figure 5-8 outlines the control flow of the process used to 
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calculate MSO values. The process is described in greater detail in Appendix B, and the software 

tools implementing it are presented in Appendix C.  

 

 

 

Figure 5-7: 2D schematic of multiscale-operator parameters. The MSO function is calculated at 

evaluation points in E using scene information contained in point cloud P, which is created by applying a 

voxel filter to the original point cloud. Voxel edge-length v and neighborhood radius r control the scale of 

the geometric properties measured. 
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Figure 5-8: Flow chart outlining MSO order of operations. In this workflow, the voxel edge-length varies 

with neighborhood radius, permitting a wide range of analysis scales to be evaluated efficiently. 
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5.1.3 Voxel Filter 

 The peak density of the P point cloud is restricted by a voxel filter in order to both 

improve computational efficiency and reduce systematic bias in γ multiscale-operator scores 

related to local variations in density. The efficiency of the MSO algorithm is controlled in part 

by the spacing between points in P, and it is poor when the analysis scale is greater than about 10 

times the point spacing. Using a voxel filter with a reasonable choice of edge length can reduce 

processing time by 30% or more compared to using an unfiltered P point cloud. When the 

density multiscale operator is calculated using the raw geometry information its scores may be 

biased, as in Figure 5-9. Rock points in the lower half of the scene, closer to the scan positions, 

show a much higher density than rock points in the upper half of the scene. Furthermore, very 

small surface details are expected to have little contribution to geometry measurements 

conducted at large analysis scales, and when using point-cloud data merged from scans in 

multiple locations, the sample spacing of the composite point cloud may be much smaller than 

the EIFOV predicted by the modulation transfer function and the scene may be oversampled.  

 The voxel filter operates by replacing the original data in a point cloud with a three-

dimensional grid of cubic volume elements, or voxels. The filter operation records the center 

coordinate of a voxel if any points of the original point cloud are present within the voxel. The 

edge length of a voxel is equal to the minimum coordinate distance between neighboring centers. 

Point-cloud population reduction due to the voxel filter depends on sample spacing as well as the 

roughness of the original target geometry.  
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Figure 5-9: Local density scores for Huckleberry point-cloud segment at 10-cm analysis scale, calculated 

without using a voxel filter on P. Compare to Figure 5-3, which used a 3-cm voxel filter to calculate 

density scores. The rock surface density is much higher on the lower exposure, which was closer to the 

scanner than the upper exposure. 

 

 

 An undesired side effect of the voxel filter is a slight, random perturbation of the scene 

geometry. The maximum distance dv from any given point to its representative voxel center at 

edge length v is given by 
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     𝑑𝑣 = √3(
𝑣

2
)2.      (7) 

Therefore when transforming a point cloud into a set of voxels, a point on any given surface may 

be effectively translated by up to dv from its original location. To assess the impact of voxel edge 

choice on MSO feature values, the proportion of eigenvalues operator was calculated for a hand-

labeled segment of the Huckleberry outcrop point cloud consisting of 1.4 million points, with a 

10-cm analysis scale and voxel edge-lengths of 1, 3 and 5 cm.   

 In Figure 5-10, a random sample of these points is visualized by projection into the two-

dimensional ε feature space. The classes’ separability on these diagrams yields an approximate 

expectation of their predictive value in the eventual classification process. At the 1-cm voxel 

edge-length, rock points (in blue) plot mostly along the top of the triangular feature space, while 

the vegetation points (in red) cluster in the lower half of the space. With increasing voxel edge-

length, the close grouping of rock points in the upper vertex (representing a planar neighborhood 

shape) spreads out. Likewise, the distinctive linear neighborhoods represented in the vegetation 

points at the lower right vertex of the space are lost at the larger voxel size values. The class 

distributions, approximated by a Gaussian kernel density map, show that the class modes grow 

broader and draw nearer (hence becoming less separable) until the central contours overlap 

significantly at the 5-cm voxel edge-length. 

 This result demonstrates that the edge lengths of the voxel filters, relative to the analysis 

scales employed, should be set as low as is practicable to optimize the transformation of target 

geometry into the MSO feature space. A small edge length increases feature processing time, but 

setting the edge length too high results in target points being assigned indistinct feature values 

which are unrepresentative of their real-world geometry.  
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Figure 5-10: Visualizing proportion of eigenvalues operators at 10-cm analysis scale: red points 

correspond to vegetation and blue points correspond to rock. At right, scores are plotted for 2000 points 

selected at random. At left, density contours approximate the shape of the class distributions. While the 

modes of the classes are well separated for features generated using the 1-cm voxel filter, the modes draw 

nearer and the class distributions become less distinctive at larger voxel edge-lengths. 
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5.1.4 Supervised Classification 

 The semantic labeling task falls within the purview of supervised machine learning, 

which maps discrete class labels to observations by matching them with the distributions of 

known exemplars representing the classes. Supervised classification algorithms are used to 

predict labels for the test datasets using MSO feature values in each case study provided in the 

following sections. Three common supervised classifiers are evaluated in Section 5.2: the extra-

trees (ET) classifier (Guerts et al., 2006), and two implementations of the support vector machine 

(SVM) classifier (Cortes & Vapnik, 1995).  

 The ET is an ensemble method which trains a set of weak classifiers and averages their 

output to perform classification. The ET belongs to a set of ensemble classifiers known as 

Random Forests, which train a number of decision trees (as seen in Figure 5-11) with random 

subsets of the training data (Breiman, 2001). Each tree, at each node, considers a random subset 

of features and picks a threshold on one which best splits its training set. Each new observation 

to be classified is processed by each tree, which then votes on the class to be assigned to the 

observation. Random forest classifiers such as the ET are used in supervised classification 

problems in many disciplines, particularly when considering feature vectors with variable scale 

ranges across their dimensions (Strobl et al., 2007). Random forests have been used successfully 

in point-cloud-geometry classification problems, as well (Weinmann et al., 2014).  

 The SVM is a binary classifier which fits an optimal surface in the feature space dividing 

two classes from each other. In a multiple-class problem, such as presented in Section 5.2, an 

SVM is trained for each class in a “one-versus-the-rest” strategy. Both of the SVMs used here 

model the decision surface as a hyperplane. The first of these, the Linear SVM, uses the 

LIBLINEAR open-source classification library (Fan et al., 2008) to fit the decision surface to the 
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data in its original feature space, and represents one of the simplest approaches to support vector 

classification. Linear support vector machines have been used more often than Random Forest 

methods for shape classification problems. (Brodu and Lague, 2012; Yang and Dong, 2013; Lin 

et al., 2014). 

 

 

Figure 5-11: Example decision tree which classifies a hypothetical feature vector X = [x1,x2] into one of 4 

classes [A..D] on the basis of numerical thresholds over the features. 

 

 The alternate SVM approach uses Stochastic Gradient Descent (SGD) to fit the decision 

surface (Zhang, 2004). Stochastic gradient descent is recommended for use in applications with 

large datasets (105 training observations or features) due to its training efficiency. Despite 

employing a different algorithm to fit the classifier, the decision function is evaluated in the same 
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manner as a traditional SVM when classifying unknown observations. Before fitting the SGD 

classifier, the feature space is first transformed by a non-linear kernel approximation map 

(Williams and Seeger, 2001). This transformation on the data allows the linear classifier to 

approximate the functionality of an SVM using a smooth radial basis function as its decision 

surface, which would be much more expensive to calculate explicitly but potentially more 

accurate (Rahimi and Recht, 2007).  

 Time spent training and evaluating these three classifiers was found to be trivial; with 

hundreds of thousands of training examples consisting of tens of features each, the ET, SVM or 

SGD could be trained in about a minute on a typical desktop computer. Classifying on the order 

of a million points required a similar amount of time or less. Other classification strategies 

including K-nearest-neighbors (Cover and Hart, 1967), an SVM with a radial basis function 

decision surface (Chang and Lin, 2011), and an ensemble of random projection trees (Dasgupta 

and Freund, 2008) were considered for evaluation but were eliminated at an early stage due to 

comparatively poor performance or excessive training and classification times (10 minutes or 

greater) required with datasets of practical size.  

 

5.1.5 Sampling and Validation 

 For each multiscale classification case study, a set of points in the original point cloud or 

clouds (the label set) is assigned labels manually using point-cloud viewing software (as seen in 

Figure 5-1). The sampling, training and validation process used in the semantic labeling 

approach described here is depicted in the flow chart in Figure 5-12. A subset of the labeled 

observations is used to train the classifier (the training set), and another independent subset of 

equal size is used to validate it (validation set). An equal number of points from each class in the 
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label set are incorporated into the training and validation sets; therefore, the training and 

validation sets are both of nt size,  

     𝑛𝑡 =
min(𝑁𝑐)∗𝑐

2
,      (8) 

where Nc is the set of class populations for c classes. This strategy, referred to as balanced 

sampling, is necessary to ensure that all classes are given equal importance when training and 

validating the classifier. Points for the training and validation sets are drawn from the label set at 

random without replacement. The training and validation sets are resampled for each iteration of 

the training and validation process, which is repeated 5 times to generate final accuracy results.  

 Validation of the classifier against labeled data to which it was not exposed during 

training (known as cross validation) yields an expectation of the classifier’s real-world 

performance with unknown data. It is important that the training and validation datasets be kept 

independent in order to achieve the best possible estimation of real-world accuracy. Spatial 

correlations of feature values may cause real-world performance to lag behind cross-validation 

estimates when the spatial extent of the label set is limited; experiments in Section 5.5 explore 

this effect (Cracknell and Reading, 2014). 
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Figure 5-12: Flow chart of steps in classification and validation scheme. 

 

 Classifier performance is scored by comparing labels predicted by the classifier for the 

validation set to the known labels. The binary classifier trained in Section 5.4 is graded on three 

performance metrics calculated for the bare rock class: correctness, completeness and quality 

(Rutzinger et al., 2009). Completeness describes the percentage of surface class members 
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assigned to the correct class. Correctness describes how well the assigned surface class excludes 

the undesired mesh points, and quality is a composite score representing a balance of 

completeness and correctness. The multiclass classifiers in Sections 5.2 and 5.3 are evaluated 

with user’s and producer’s average scores derived from confusion matrices. Rows of the 

confusion matrix represent predicted classes, while columns represent known classes. 

Populations of cells off of the diagonal correspond to misclassifications, and can be used to 

visualize the classifier’s propensity to confuse specific classes. The user’s average represents the 

proportion of an assigned class which is composed of true members of that class, and is obtained 

by dividing the true positives (correct classifications) on the diagonal of the confusion matrix by 

the row-wise sums. The producer’s average represents the proportion of a true class assigned the 

correct label and is obtained by dividing the true positives over the column-wise sums.  

  

5.2 Case Study: Recognition of Sedimentary Units  

 In this case study, the multiscale-operator classification scheme is used to distinguish 

surface textures of sedimentary rocks in real-world datasets, with the objective of automatically 

identifying rock units with known morphological traits in point-cloud scenes. A single classifier 

is trained on multiscale features collected from three rock units typified by distinctive 

morphological styles and one vegetation class. The classifier is used to label two formations 

present in the same outcrop, and to identify the third rock unit in the presence of dense 

vegetation in a second outcrop.  
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5.2.1 Data Processing 

 The outcrop DR-2, which exposes a contact between the Cretaceous Rock Pens Shale and 

Buda Limestone formations (Figure 4-1) located near Del Rio, Texas, was chosen as the first of 

the experimental locations. The outcrop is fringed by vegetation, and most of its surface is 

unobstructed. The Rock Pens Shale is characterized in this outcrop by thin (20-30 cm) wavy beds 

of alternating lithology which erode into continuous ledges, in contrast to the massive Buda 

Limestone below. The outcrop was scanned with the VZ-400 LiDAR scanner from 9 positions at 

an angular step of 0.60⁰, with a minimum scan-range of 25 m and median range of 35 m. After 

merging all scans using local control points, the outcrop was sampled with a point density of 

approximately 3500 points per m2, with a nominal center-to-center point spacing of 1.7 cm 

horizontally and vertically relative to the rock face. After initial preparation (removal of 

surroundings and most prominent vegetation), the outcrop point cloud consisted of 6 million 

points. All 6 million points were used to generate P, and half of the original points were selected 

at random to generate E.  

 The second outcrop (Figure 4-9), the Huckleberry spillway near Russellville, Arkansas, is 

composed solely of the Hartshorne Sandstone, a fluvial sediment deposited during the 

Pennsylvanian period. Its morphology is typified by thick (0.5-1 m), irregular beds forming 

prominent blocks and ledges. The outcrop was scanned with the VZ-400 scanner during the 

winter to minimize vegetative cover, but a significant portion remains obscured by trees and 

shrubs nonetheless. Six scan positions were used to cover the spillway wall with an angular step 

size of 0.20 degrees, at a minimum scan range of 32 m and median range of 50 m. The merged 

point cloud reaches a peak density of 10 000 points per m2, at a nominal center-to-center spacing 
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of 1 cm in the horizontal and vertical directions. All 50 million points contributed to the P set for 

the outcrop, and were downsampled to 4 million points as the E set.  

 

5.2.2 Classifier Evaluation and Classification Results 

 MSO features were generated using voxel edge-lengths from 2.5 to 6.5 cm, with 11 

associated analysis scales from 7 to 56 cm, yielding a 44-dimensional feature vector for each 

evaluation point. Approximate EIFOV ranges for the two outcrop point clouds are shown in 

Figure 5-13. In the more distant and poorly sampled regions of the point clouds, the minimum 

voxel edge-length may potentially be smaller than the estimated true resolution of the point 

cloud. When applying the multiscale classification approach to data sources with different point 

densities, it is necessary to use a voxel filter with a sufficiently small edge length to reduce the 

density of all point clouds. Otherwise, the density difference between the data sources could bias 

the classification. In this case, points in the Huckleberry outcrop would be biased towards being 

labeled with the Hartshorne morphology simply due to the fact that the Huckleberry outcrop’s 

density is everywhere greater than the density of DR-2. 

 A hand-labeled dataset consisting of approximately 6 million points from four 

morphological labels (Rock Pens Shale: 1.5 million; Buda Limestone: 1.9 million; Hartshorne 

Sandstone: 1.6 million; Vegetation: 1 million) was assembled to evaluate the performance of the 

proposed classification schemes. In 20 trials, each of 4 classifiers (ET with 10 decision trees, ET 

with 100 decision trees, linear SVM and SGD with a 44-component feature map), was trained 

with 10 000 to 100 000 randomly selected training samples from each class and cross validated 

against 30 000 independent randomly selected samples from each class. Classification scores are 

shown in Figure 5-14.  
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Figure 5-13: Approximate EIFOV (contours, in mm) ranges for Huckleberry (pink) and DR-2 (green) 

outcrop point clouds. Despite the difference in scan range and sample density between the two scan 

campaigns, they have similar estimated minimum resolution (on the order of 27 mm). 
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Figure 5-14: User’s and producer’s average scores evaluated for selected classifiers over 20 trials. Blue dots represent vegetation scores, pink 

Hartshorne Sandstone, green Rock Pens Shale and purple Buda Limestone. The Extra-Trees classifiers at top returned highest averages for all 

classes. 
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 Of the classifiers tested, the SGD classifier trained on kernel mapped data yielded the 

worst and most variable performance in cross validation. BL and vegetation classes were labeled 

with greatest accuracy, while RPS and HS performance suffered, particularly by the producer’s 

average metric. Variability of results between trials decreased with increasing sample size, so if 

this approach is to be used to classify the MSO features, it is recommended to use as large a 

training set as possible. 

  The linear SVM fared better overall, yielding more consistent results between trials and 

overall higher accuracy scores than the SGD SVM, even though in some cases the SGD’s 

tendency to strongly favor some classes resulted in slightly higher scores. In both user’s and 

producer’s scores, the lowest performing classes benefitted from larger training set sizes, gaining 

up to 7 percentage points in accuracy when trained with 100 000 points from each class, versus a 

minimum at 10 000 points. 

 Both ET classifiers yielded accuracy figures greater than or equal to those of the linear 

SVM. As a whole, user’s average in particular was markedly improved over the linear classifier. 

Producer’s averages of the HS class were still significantly lower than other classes, though HS 

accuracy was still greater than that achieved the other classifiers. All classes benefitted from 

larger training set sizes, and results were improved overall by using 100 trees instead of 10, 

though the balance of favor between the classes did shift in training the additional trees.  

 The Extra-trees classifier with 100 decision trees consistently returned the highest 

classification scores of the classifiers evaluated, and was therefore used in the remaining studies, 

though Section 5.5 will again compare its performance to that of the other classifiers under 

conditions of unfavorable training set composition. An ET classifier with 100 decision trees was 
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thus trained with the maximum size balanced training set permitted by the label set 

(approximately 500 000 points per class) and cross validated. Table 5-1 gives classification 

scores for the four classes, and Figures 5-15 and 5-16 show the two classified outcrops. While 

the user’s and producer’s average scores for all classes are at or above 90%, the performance of 

the classifier on the whole test data set is obviously influenced by some systematic errors. Most 

notably, points are confused in some poorly sampled areas: near the fringes of both outcrops and 

in the partial data gaps behind vegetation. In the Huckleberry outcrop, most of the apparently 

mislabeled points are marked as belonging to the Rock Pens morphology, while a minority are 

labeled as Buda. Comparing the classified point cloud to photographs of the outcrop reveals that 

most of the regions marked as Buda have a smooth texture subjectively closer to that of the 

limestone than the typical blocky morphology of the Hartshorne beds.  

 

 

Table 5-1: Classification scores for Del Rio and Huckleberry outcrops with ET classifier of 100 

trees 

Label User’s average (%) Producer’s average (%) 

Vegetation 95 98 

Hartshorne Sandstone 96 89 

Rock Pens Shale 91 97 

Buda Limestone 97 95 
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Figure 5-15: DR-2 Outcrop classified with MSO workflow. Colors indicate label assigned by the ET classifier: Blue- Vegetation, Pink- HS, 

Green- RPS, and Purple- BL. The white arrow shows an anomalously classified crevice in the outcrop and indicates the vertical direction 
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Figure 5-16: Huckleberry spillway outcrop classified with MSO workflow, using same color scheme as Figure 5-12. The rectangular Buda-

labeled region indicated by white arrow at right corresponds to a cement wall built into the spillway. Self-occlusion increases towards the right, 

leading to systematic misclassification, addressed in Section 5.5. Overall, the DR-2 outcrop was sampled with more consistent density than the 

Huckleberry spillway. 

 



95 
 

5.3 Case Study: Ash Bed Extraction 

 The DR-3 outcrop (Figure 2-6) of Austin Chalk was chosen as the second case study 

location. The Upper Cretaceous Austin Chalk formation is an economically important petroleum 

source rock in the Gulf Coast region, with extraction constrained in part by fractures and 

volcanic ash beds (Martin et al., 2011). These 2-15-cm thick volcanic ash beds are visible in 

outcrop outside Del Rio, TX, where they separate thicker beds of massive chalk. The ash beds 

represent amalgamation surfaces dividing the thicker beds of massive chalk, and are 

preferentially eroded in outcrop. The amalgamation surfaces are laterally continuous, aside from 

being pinched out at infrequent dish-shaped structures interpreted as channel cross sections 

(Figure 5-17). Despite being immediately apparent in photographs, the beds and channels are 

difficult to discern or trace in any detail in point cloud (Figure 5-18). The multiscale 

classification approach was employed to locate the beds and channels, separating points into 

vegetation, Austin Chalk (AC) and ash bed (ABX) classes.  
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Figure 5-17: DR-3 outcrop showing characteristic amalgamation surfaces (indicated by arrow) and a 

dish-shaped channel structure (indicated by ellipse) 
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Figure 5-18: DR-3 outcrop point-cloud segment colorized with scanner intensity values. White arrow, 7 

m, indicates vertical. The purple ellipse and line indicate a channel and the bedding orientation, 

respectively. 

 

 As with the other outcrops from the Del Rio campaign, vegetative cover is sparse and 

mostly restricted to the margins of the scene. Nine scans were collected in this location, at a 0.06 

degree angular point spacing, minimum scan range of 25 m and median range of 33 m. The 

central region of the merged point cloud has a density of approximately 2500 points per m2, with 

a nominal spacing of 2 cm between points. The approximate EIFOV range of the scan region is 

given in Figure 5-19. All 5 million points in the original point cloud were used to generate P, and 

were retained in the E set. Data were collected with the Riegl VZ-400 terrestrial LiDAR scanner. 

MSO features were generated using voxel edge-lengths from 2.5 to 6.5 cm, with 11 associated 

analysis scales from 7 to 56 cm, yielding a 44-dimensional feature vector for each evaluation 

point. An ET classifier was trained and cross-validated using a label set with 50 000 ABX points, 
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360 000 AC points and 300 000 vegetation points, selected by hand. In the central region of the 

outcrop, which received scan coverage from multiple angles, colorizing the labels assigned by 

the classifier permits rapid visual identification of the beds and channels. A fault surface exposed 

at the center of the outcrop, labeled mostly as vegetation in Figure 5-20, can clearly be seen to 

offset the beds in this view. User’s and producer’s averages for all classes (Table 5-2) exceed 

90%, though points near the fringes of the outcrop are categorically mislabeled. 

 

 

Figure 5-19: Estimated EIFOV (contours, in mm) range for DR-3 outcrop point cloud used in ash bed 

extraction case study. 
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Figure 5-20: View of classified DR-3 outcrop. Colors indicate assigned labels: Pink- ABX, Green- AC and Blue- vegetation. Note systematic 

confusion of points from both rock classes with vegetation, near the right end where data become sparse, and at center in a fault trace. White 

arrows indicate the vertical direction, and locations of channel structures.
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Table 5-2: Classification accuracy scores for Austin Chalk ash-bed outcrop 

Label User’s average (%) Producer’s average (%) 

Vegetation 99 99 

Ash beds 92 96 

Austin Chalk 96 93 

 

 

5.4 Case Study: Extraction of Mined Surface 

 This case study represents an immediately practical, straightforward application of 

geometry-based semantic point-cloud labeling as a preprocessing step in a larger risk-modeling 

context. Mining and construction in underground spaces represent safety-critical applications of 

precise measurements of geometry, and monitoring of convergence, or the inward deformation of 

tunnel walls, is important both during and after excavation. Use of TLS in observations of tunnel 

geometry is of tremendous benefit in the monitoring of change in tunnel dimensions over time 

due to the speed and safety of data collection in the crowded and potentially hazardous 

environment (Fekete et al., 2010). In order to make accurate comparisons of tunnel morphology 

over time it is necessary to obtain a view of the actual tunnel walls with minimal obstructions 

(Walton et al., 2014). Large-scale obstructions are quickly and unambiguously removed from 

scan data through manual processing, but manually identifying and cleanly removing spurious 

points associated with small-scale obstructions requires significantly more time and subjective 

judgement from the user. In mining environments, tunnel walls are often covered by a metallic 

support mesh consisting of wire links 5-10 cm long. The volume of space before and behind the 

target rock surface (from the scanner's point of view) may be densely populated by points 
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belonging to the support mesh itself as well as mixed and multiple returns caused by the 

interaction of the scan beam with the mesh and the rock behind it. Two classes were defined in 

the label set, namely (i) rock surface (surface) and (ii) mesh and anomalous returns (mesh).  

 

5.4.1 Data Processing 

 The point cloud used in this case study was collected at a T-intersection of two drifts in a 

working mine using a Leica HDS 6000 close-range scanner, from a single scan position. The 

drifts were approximately 4.5 m high and 6 m wide, and the point cloud extended 50 m in three 

directions. Regions in the point cloud greater than 7 m from the scanner were discarded due to 

their low density. In the region of interest, point spacing on tunnel walls ranged from 2 mm to 5 

mm. Figure 5-21 shows the approximate EIFOV calculated for the point-cloud data with the 

manufacturer’s beam footprint specification (3 mm minimum δ, 0.003 milliradian divergence). 

 A 2 m wide cross section of the drift consisting of 4 million points (at approximately 

140,000 points per square meter) was isolated from the point cloud. After manually removing 

ductwork and pipes from the tunnel roof, volumes of mesh and anomalous returns were 

separated from the bare rock in areas where they were visually distinguishable to populate label 

sets. The surface label set contained approximately 260,000 points, while the mesh label set 

contained 130,000, constituting 9.8% of the total cross section point cloud. Figure 5-22 shows a 

perspective view of the drift wall including a portion of the label set. A voxel edge-length of 8 

mm was used for all analysis scales. A predicted maximum EIFOV value of approximately 7 mm 

indicates that some geometric information was discarded from the scene by the voxel filter. 

Values of r were set between a minimum of 2 cm and a maximum of 15 cm with a 1-cm step 

size. 
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Figure 5-21: Effective instantaneous field of view (contours, in mm) calculated for Leica HDS 6000 

based on manufacturer specifications. Green ellipse indicates approximate scan parameters of mine-drift 

data. 
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Figure 5-22: Perspective view of drift-wall point cloud. Unlabeled points are in white, mesh labeled 

points are in red and surface labeled points are in green. Scale is approximate. 

 

 

5.4.2 Classification Results 

 The balanced sampling strategy was used to extract 130,000 training samples 

(approximately 3.3% of the point-cloud population) and 130,000 independent validation samples 

from the label set in 5 trials. An ET classifier using all three operators was trained and validated 

in each trial, scoring 96% completeness, 91% correctness and 89% quality in surface 

classification on average.  
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 For the purposes of generating accurate surfaces from point clouds for numerical 

modeling or photo draping, it is often more important to thoroughly remove spurious points than 

retain all desired points. Therefore a high surface correctness score is paramount (i.e. as few 

mesh points as possible are accepted as surface points). Probability scores for the labels assigned 

by the ET classifier were used to fine-tune the classification for the removal of suspected mesh 

points. Accepting as surface members all points with greater than 32% or 68% likelihood 

resulted in a quality rating of 85%, but yielded significantly different completeness and 

correctness scores. At a threshold of 32%, completeness increased to 98%, but correctness was 

reduced to 86%. Conversely, an acceptance threshold of 68% reduced completeness to 87% but 

raised correctness to 97%, indicating a more thorough removal of mesh points from the surface 

class. The classification scores resulting from varying the surface acceptance threshold from 5-

95% are shown in Figure 5-23. Figure 5-24 shows a segment of the mine-drift point cloud, 

colorized by surface membership probability.  
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Figure 5-23: Classification performance metrics as function of setting surface class likelihood thresholds. 

 

 

5.4.3 Discussion of Results 

 All possible combinations of the three multiscale operators were tested over 5 trials, each 

using the given learning parameters including a surface class acceptance threshold of 68%, and 

results are shown in Table 5-3. Using all three operators together resulted in the highest scores 

for all classification performance measures, and any combination of two operators yielded higher 

scores than any one operator. 
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Figure 5-24: View of wall in mine-drift point cloud colorized by likelihood of surface membership. The 

white arrow, indicating the approximate vertical, is 75-cm long. Note that rock bolts and other fixtures 
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were mostly assigned the mesh label, though the rock bolt plates were deemed to belong to the 

surface.Table 5-3: Drift wall classification performance scores 

Operator Completeness (%) Correctness (%) Quality (%) 

ε 81 94 77 

ρ 56 86 51 

γ 69 94 66 

ε, ρ 83 95 80 

ε, γ 85 97 82 

ρ, γ 82 97 80 

ε, ρ, γ 87 97 85 

 

 

 Using all three operators together, surface quality scores peak at an acceptance threshold 

near 55% likelihood. Correctness steadily increases with threshold values up to around 80% 

before levelling off as all points are rejected from the surface class. Proper choice of acceptance 

threshold is application- and data-dependent, and users should view test point clouds as well as 

classification scores before deciding on a threshold 

 The relative importance scores assigned to features by the ET classifier were used to 

investigate the influence of analysis scale on classification outcomes. The sum of all the 

importance scores for each feature at a particular scale represents the ‘total’ importance. As seen 

in Figure 5-25, smaller features from approximately 2 cm to 6 cm contribute the most to the 

decision function. Classification performance metrics were calculated for feature vectors 

consisting of reduced subsets of analysis scales. Features from all three operators were removed 
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from the classifier and test dataset in order of increasing analysis scale importance until only 3-

cm scale features remained, as shown in Figure 5-26. Based on this analysis scale, a correctness 

score of 85% was achieved with a surface class completeness of 58%. Completeness and quality 

increased monotonically with the number of analysis scales, which demonstrates the 

improvement achieved through multiscale feature classification compared to single-scale 

features for this application.  

 

 

Figure 5-25: Total importance scores assigned to all features of each analysis scale by the ET classifier 

decision function. Note: The 3-cm analysis scale was found to be the most important to the decision. 
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Figure 5-26: Classification performance metrics at the 68% likelihood threshold, calculated for classifiers 

trained with selected analysis scales. Features at given scales were removed from the analysis in order of 

scale importance. 

  

5.5 Multiscale Classification Error Analysis 

 In both multiclass, multiscale classification case studies, cross validation yields accuracy 

scores above 90% for both user and producer averages in all classes. These scores do not, 

however, always seem to reflect the performance of the classifier over the entire test datasets, as 

seen in Figures 5-15, 5-16 and 5-20. Two sources of error are hypothesized to contribute to the 

observed disparity between cross-validated accuracy and subjective performance. The first, 

referred to here as domain error, corresponds to the definition of the training set relative to the 

user’s actual desired geometry. The second, termed representation error, is a result of feature 



110 
 

vectors diverging from their expected values due to incomplete representation of the surrounding 

area in the point-cloud scene.  

 

5.5.1 Domain Error 

 An experiment was designed to deliberately induce domain error in a classification 

problem by spatially biasing the sampling of data from a labeled point cloud. The label set from 

the case study in Section 5.2, consisting of 6 million points in 4 classes, was used along with the 

original 4 classification algorithms. In each class, a point was chosen at random and all 

neighboring points within 2 to 10 m were selected to constitute a spatially biased label set. A 

classifier was trained with 15 000 points and then cross validated with 15 000 independent points 

from each label in the spatially biased set, and then validated against 15 000 points chosen at 

random from the region outside of the search radius. This experiment was repeated 20 times for 

each search radius, and results are shown in Figure 5-27.  

 As before (Figure 5-14), the support vector classifier trained with stochastic gradient 

descent and using a kernel-approximation feature map returned the lowest classification scores. 

Cross-validation and, to a lesser extent, disjoint-validation scores were slightly improved by 

increasing the number of components used in the feature transformation, but performance still 

lagged behind the traditional linear SVM. While the linear SVM returned consistently lower 

scores than the ET classifier, its performance appears less sensitive to spatial bias in the training 

set and its cross-validation scores more closely match its disjoint-validation performance. All 

classifiers handled the Hartshorne Sandstone class poorly when trained with datasets with limited 

spatial extent, and it was the most likely to be labeled incorrectly.  



111 
 

 Cross-validation scores are consistently optimistic for ET classifiers trained on the 

spatially biased label sets, which only learn a small portion of the range of possible target 

geometry for each class. As the spatially biased label sets incorporate a wider range of target 

geometries from the total label set, disjoint-validation scores approach the cross-validation scores 

and grow somewhat more consistent. These results demonstrate that MSO classification may 

generalize inaccurately to unrepresented geometry and that careful, explicit designation of the 

label sets is vital to accurate real-world semantic labeling, independent of cross-validation 

scores.  
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Figure 5-27: User’s and producer’s averages for classifiers trained in domain error experiment. Colors indicate label assigned by the classifier: 

Blue- Vegetation, Pink- Hartshorne Sandstone, Green- Rock Pens Shale, and Purple- Buda Limestone. Spatially biased sampling of a given label 

set has a severe, variable impact on classification outcomes (measured by disjoint validation), which may not be reflected in cross validation 

scores. For each classifier, cross validation overestimates real-world performance. 



113 
 

5.5.2 Representation Error 

 Some self-occlusion of target geometry is unavoidable when scanning rough, irregular 

surfaces such as rock outcrops. Additionally, thick or low-lying vegetation may disrupt the 

instrument’s sight line to the target and leave shadows or regions of reduced density in the point 

cloud even after it has been cleared from the data. To illustrate the potential for 

misrepresentation of partially occluded surface geometry in multiscale feature vectors, a 10 m 

wide, vegetation-free segment of the Huckleberry outcrop was isolated from 6 overlapping scans. 

The scans were taken from positions 20 to 30 m apart, thereby causing their representations of 

the surface geometry to diverge due to differences in range and view angle. As demonstrated by 

Pollyea and Fairley (2012), self-occlusion of the surface geometry is hypothesized to bias the 

feature scores. Likewise, the smoothing effect due to increased distance of the target from the 

scanner (and therefore beam footprint size) is expected to influence the MSO features generated 

at smaller analysis scales.  

 MSO features were generated for a set of points from the center of the segment, using as 

P set either points from all 6 scans (control set) or from only one of the scans (P3-P8). To 

represent the divergence of feature values from their ideal, the Mahalanobis distance was 

calculated for the MSO feature vector sets representing each P set (Maesschalck et al., 2000). 

The Mahalanobis distance metric calculates the distance dM from an observation x to the mean of 

its distribution by weighting the Euclidian distance formula with the distribution’s covariance 

matrix: 

    𝑑𝑀 = √(𝑥 − 𝑀)𝑇𝑆−1(𝑥 − 𝑀),     (9) 

where M is the distribution’s mean and S its covariance matrix. The Minimum Covariance 

Determinant estimator (Rousseeuw, 1984) was used to characterize the distribution of the 
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features in the segment control set. Using the robust estimate of the feature covariance, the 

Mahalanobis distance was calculated for all features in the control set and single-scan sets, as 

seen in Figure 5-28. The cube root of the Mahalanobis distances of features from the control P 

set and two single-scan P sets were mapped to a color bar and used to colorize the point-cloud 

segment in Figure 5-29. Feature distances within the control set, as well as the variance over the 

set, are small compared to distances in the single-scan sets, particularly on and around blocks 

projecting from the surface. The precise effect of this feature misrepresentation trend on 

classification will depend upon the definition of the classes; in Case Study 1 it tends to result in 

Hartshorne rocks mislabeled as Rock Pens, and in Case Study 2 it results in Austin Chalk being 

mislabeled as vegetation.  
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Figure 5-28: Cube root Mahalanobis distances to MSO features illustrate domain error. Less dense, more 

self-occluded P-sets are biased towards more widely varying MSO feature values, leading to less reliable 

classification. 
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Figure 5-29: Huckleberry point-cloud segment colorized by cube root of Mahalanobis distances to MSO 

features. At top, a scan position to the left of the segment provides the geometry described in features. At 

center, the control set using the best available surface geometry information merged from 6 scans. At 

bottom, a scan position to the right of the segment provides the geometry. 
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5.6 Summary 

 Multiscale-operator features describing local neighborhood geometry were used to label 

multiple classes of rock-surface morphology and clutter in LiDAR point clouds. Feature 

generation and supervised classification workflows were described, and then tested with three 

real-world case studies. While cross-validation yielded accuracy scores over 87% for all classes 

in all case studies, evaluation of the labels predicted for independent test datasets revealed 

systematic misclassification. Two sources of error relating to the problem of manual definition of 

label sets were proposed: domain error and representation error. Both domain error and 

representation error result from problems of definition: in the former, the data used to train the 

classifier do not correspond to the ideal target geometry desired by the user, and in the latter, the 

features measured for the ideal target geometry take on unrepresentative values. Testing 

demonstrated that spatially biased sampling of surface geometry results in misleading feature 

values, and that excessively narrow definition of the desired labels in training data can exceed 

the classification scheme’s capacity to accurately generalize to unseen target geometry. These 

original results demonstrate that with labeled data composed of well-defined, internally 

consistent classes, the multiscale-operator classification approach can accurately distinguish 

between multiple morphological labels simultaneously in point-cloud scenes of sufficient sample 

density. Therefore, semantic scene labeling based on multiscale properties of rock-surface 

roughness is deemed to be a robust means for augmenting the geological interpretation of point-

cloud scenes. Semantic labeling of scene geometry is immediately applicable to task supporting 

rockmass characterization, which often involve locating and isolating targets with known shape 

and texture properties.   
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Chapter 6 : Conclusion 

  

 The stated goal of this thesis, augmentation of qualitative interpretation of geology 

through semantic labeling of surface-roughness properties, was accomplished via use of the 

multiscale-operator classification workflow with TLS point-cloud data. The following objectives 

were met over the course of the research: 

 Identify and characterize biases in measurements of surface roughness derived from 

terrestrial laser scanner point-cloud data. 

 Ascertain properties of surface roughness which are relevant to geological interpretation, 

and implement tools for their parameterization. 

 Evaluate and implement supervised classification methodology for semantic labeling, 

assessing effectiveness for interpretation of roughness parameters derived from real-

world data.  

 A multiscale point-cloud roughness analysis toolset was designed and implemented for 

this thesis. Details of the software implementation are provided in Appendices B and C. 

Appendix A describes an experimental process for characterization of terrestrial laser scanner 

range measurement biases. Two peer-reviewed journal articles describing incremental 

developments within the body of work have been published, and a third is currently in 

preparation. 

 

 

 

 



119 
 

6.1 Conclusions 

 The findings of this research are significant to the exploitation of point-cloud data in the 

geosciences, and are of particular importance to the study of Earth-surface roughness. Utilizing 

the tools and recommendations made here will permit precise measurement and comparison of 

natural forms and their scaling properties, benefitting low-level modeling tasks such as bare rock 

surface fitting, target identification and roughness parameterization. Overall, by providing a 

general-purpose numerical abstraction for geologists’ subjective pattern-recognition skills and 

notions of morphological textures, this research will support problem-solving approaches used in 

applications such as rockmass characterization, landslide inventory and floodplain modeling. 

 

6.1.1 Bias in TLS Roughness Measurements 

 A disparity between measured and expected roughness was discovered, and found to vary 

with two empirical parameters characterizing the scanner measurement apparatus. For a given 

asperity scale, an increase in size of the rangefinder beam footprint will result in a decrease in 

measured surface roughness, and an increase in rangefinder noise will result in an increase in 

measured roughness. The radius of the test instrument’s beam footprint was shown to increase in 

a piecewise linear fashion as the distance between the instrument and the target surface 

increased. Rangefinder noise was also shown to vary with range to a measurable extent. Its 

influence on estimated roughness decreases with increasing real surface roughness. Scans 

collected at very close range showed an unexpected correlation of estimated roughness with 

range, but not the beam radius: asperity scale ratio. Although the results shown here represent the 

instrument and scanning conditions tested, a developed procedure has been provided for further 

studies under various conditions, and is described in Appendix A. It is important to plan network 
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geometry to maintain consistent, short (about 10 m is suggested) scan ranges throughout a 

scanning campaign, as the combined effect of the investigated biases makes small-scale 

roughness measurements highly dependent on scan range.  

 

6.1.2 Multiscale Parameters of Surface Roughness 

 Scaling trends of surface morphology are often employed in the investigation of natural 

processes. The purpose of this phase of the research was to assess the relevance of multiscale 

roughness parameters to the description of rock-surface geometry at the outcrop scale, and 

develop suitable features for an automated semantic-labeling workflow. Extant methodologies 

for frequency-domain decomposition were reviewed. Two case studies were described, 

employing multiresolution analysis with the discrete wavelet transform to compare patterns of 

rock-surface roughness in outcrop. High-dimensional numerical descriptions of surface texture 

derived from multiresolution analysis were found to preserve diagnostic details of visibly 

distinctive rock units. While the multiscale data were amenable to visual interpretation, 

presenting an intuitive and unambiguous description of anisotropic roughness characteristics, 

their 2.5D raster implementation was not found to be suitable for the requirements of automated 

semantic labeling, i.e. compact localization and scalability to large volumes of spatial data. 

 A 3D multiscale shape-analysis algorithm was therefore implemented to parameterize 

roughness. Three multiscale operators were used, including one which is novel to this research. 

The chosen features describe changes in 3D shape, neighborhood density and edge proximity 

with length scale. This approach is inherently well localized, enabling separation of distinct 

targets closely arrayed in space. A parallel neighbor search algorithm (see Appendices B and C) 
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was deployed for this application, enabling efficient calculation of multiscale roughness features 

for clouds of tens of millions of points on commodity computer hardware.  

 

6.1.3 Supervised Learning and Error Analysis 

 Supervised classification algorithms were tested with the multiscale roughness features to 

propagate user-defined semantic labels in natural point-cloud scenes. Three case studies with 

real-world data represent potential applications of the technique, and were used to gauge labeling 

accuracy, numerically and subjectively. The multiscale classification scheme returned high 

classification performance scores in cross validation, though its true generalization performance 

as measured with spatially independent validation data was found to be somewhat sensitive to 

the composition of the training data as well as geometry biases owing to incomplete sampling of 

the target. Provided with training data which is sufficiently representative of the desired classes 

and point clouds with consistent data coverage, the semantic labeling approach performs very 

well, enabling the consistent separation of natural scene elements closely intermingled in space.  

 The performance of the multiscale classification strategy on the case studies suggests that 

the approach will be applicable to automating a range of low-level geological interpretation 

problems. Consistent, semi-automated pointwise classification of raw point clouds on the basis 

of local geometry will facilitate the use of legacy data and other point clouds for which ancillary 

data (such as return intensity or digital imagery) is not available. This will benefit many 

applications within the fields of geology and geotechnical engineering which increasingly rely on 

automated data-collection and processing tools.  
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6.2 Recommendations for Future Work 

 The influence of registration error between multiple scans constituting a single scene on 

estimated roughness remains an important, open-ended question for the study of surface 

roughness through LiDAR data. The presence of any registration error in a composite point 

cloud should under most cases increase the magnitude of measured roughness, but the 

relationship between the components of registration error and roughness could be difficult to 

predict in all cases. 

 The wavelet multiresolution analysis methodology presented in Chapter 4 could be well 

suited for parameterizing anisotropic joint-surface roughness given further development, 

especially concerning robust fitting of the planar surface datum used in the 2.5D raster 

transformation. Furthermore, use of an abstract graphical representation of textural patterns (such 

as used in Section 4.3) could contribute depth to analysis of natural surface roughness and 

reduced ambiguity to qualitative descriptions of rock morphology. 

 Further testing of MSO-feature representation error with artificial targets, as used in 

Chapter 3, would allow differentiation of the respective influences of the range-smoothing effect 

and the angular-occlusion effect. This would facilitate improvement of real-world classification 

results under sub-optimal conditions of scan geometry. 

 Exploratory analysis of MSO features using unsupervised machine-learning algorithms 

holds promise as a future avenue for the research. Potential benefits include enhanced 

performance, objectivity and automation in semantic labeling, as well as expansion of the scope 

of its use. Moving beyond semantic labeling, unsupervised analysis of MSO features could 

contribute to enhanced understanding of Earth surface processes through novel parameterizations 

of similarity and difference in natural forms. However, preliminary experimentation with 
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unsupervised algorithms such as clustering, projection pursuit and neural network techniques has 

shown that the results obtained by these methods are sensitive to the composition of their 

training data, and reconciling them with the user’s expected outcomes can be unwieldy. Despite 

this, the potential benefits of linking high-dimensional multiscale roughness features to existing 

models of natural forms and phenomena are significant. 
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6.3.1 Journal Articles- Published 

Mills, G., & Fotopoulos, G. (2013). On the estimation of geological surface roughness from 

terrestrial laser scanner point clouds. Geosphere, 9(5), 1410-1416. 

Mills, G., & Fotopoulos, G. (2015). Rock Surface Classification in a Mine Drift Using 

Multiscale Geometric Features. Geoscience and Remote Sensing Letters, IEEE, 12(6), 

1322-1326. 

6.3.2 Journal Article- In Prep 

Mills, G., & Fotopoulos, G. Multiscale point cloud shape analysis for Earth surface semantic 

labeling.  

6.3.3 Refereed Conference Papers 

Mills, G., & Fotopoulos, G. (2013). Estimating the roughness of rock fractures and geomorphic 

surfaces by multiresolution analysis of terrestrial LiDAR data. In SPIE Optical Metrology 

2013 (pp. 87910N-87910N). International Society for Optics and Photonics. 
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Appendix A: Developed Methodology for TLS Characterization 

 

 The flow chart in Figure A1 summarizes the process used to conduct the scanner 

characterization experiments in Chapter 3. The physical and numerically modeled targets are 

shown in boxes and the quantities and empirical parameters are given in parallelograms. All test 

equipment used in these experiments was built with inexpensive tools and materials, following 

the methodology outlined. By scanning a flat target (such as a sheet of fiberboard or plywood 

with minimal curvature) at desired ranges, the rangefinder noise can be inspected through the 

residuals after a first-order plane fit on the scanned point cloud. For the VZ-400 used in these 

experiments a normal distribution was found to adequately characterize the range noise, but other 

distributions may be more appropriate for different instruments. In order to measure the scanner 

effective radius, a very fine, reflective wire must be stretched tight between two supports and 

scanned at the desired ranges. The residuals to a line fit to the wire, projected orthogonal to both 

the line and the view direction yield the dataset used to characterize ER. Designing, building and 

simulating a rough target is the most time consuming and sensitive part of the process. The 

backing board used must be measured and prepared carefully so that its dimensions coincide 

with the numerically simulated point cloud. To realistically simulate the scanning process of 

typical TLS instruments, it is suggested to simulate the point cloud as a set of heights over a 

plane, on a regularly spaced rectangular grid. Random range noise (parameterized by the results 

of the rangefinder noise test) should be added to the point heights before roughness is calculated.  
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Figure A-1: Flow chart conceptualizing experimental process used to arrive at estimation of the 

scale disparity smoothing effect. Items in rectangles are physical targets or numerical models of 

targets, and items in parallelograms are measured quantities.  
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Appendix B: Description of Multiscale-operator Algorithm 

 

 Evaluating the multiscale-operator algorithm requires repetitive searches among millions 

of candidate neighbor points, and can be time-consuming. Once discovered, the multiple 

neighborhoods of each evaluation point must be processed in order to produce the MSO feature 

vectors used for classification. Original software was developed using the Python programming 

language to carry out the algorithm described here. 

 Nvidia CUDA (Compute Unified Device Architecture), accessed from within Python 

using the PyCUDA software toolkit, is used to parallelize the tasks of finding all P neighbors (pb) 

of each E point (ea) and calculating covariance matrices of the neighborhoods (Nvidia, 2008; 

Klöckner et al., 2012). CUDA is a parallel computing platform which allows access to the 

computer graphics processing unit (GPU) for general purpose use. Neighborhood searches and 

batches of matrix operations are amenable to parallelization and their GPU implementations 

often show a speedup of two or more orders of magnitude over single-threaded processes (Garcia 

et al., 2008; Li et al., 2013). Utilizing the GPU for neighborhood search and matrix 

multiplication steps in the multiscale-operator workflow yields an overall speedup of 25-30 times 

over a version of the workflow executed entirely on the computer’s central processor. Runtime is 

dependent on computer hardware, analysis parameters and scene geometry, but with commodity 

hardware (i.e. not made for scientific or commercial computing applications) an overall 

processing rate of 10,000 to 12,000 points per second can be expected when performing a typical 

analysis with around 10 scales, as in the case studies in Chapter 5.  

 The principal constraint encountered using CUDA for these operations is the amount of 

memory available on the GPU, which is typically less than the system memory available on the 
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host computer. It is therefore necessary to partition the P and E point clouds into smaller 

continuous blocks which may be processed independently from their neighbors. Both point 

clouds are partitioned using a single octree (Meagher, 1982), constrained by a maximum number 

of pb in a cell (which is determined by GPU RAM). The cubic partitions retrieved from P fully 

enclose their corresponding E partitions, with an edge length exceeding the partitions in E by 

twice the highest value of r in use, ensuring that the neighborhoods of all points in E are fully 

supported (Figure B-1). The partitions in P will therefore overlap. Each partition in P is loaded 

onto the GPU in turn along with a number of E points from the matching partition, as dictated by 

GPU RAM constraints. Batches of E points are processed until the partition has been completed, 

at which point the P partition is removed from the GPU and the process is repeated with the next 

partition. 

 The search strategy used to find neighborhoods of E points exploits the concentricity of 

the neighborhoods representing different analysis scales to reduce the time spent searching. 

Within the partitions, an initial search at the largest analysis scale is conducted to populate a 3 

dimensional array (tensor) with clouds of P points representing the neighborhoods of points in E. 

This tensor is of size (i,j,k), where i represents the number of E points being searched, j the 

maximum allowable neighborhood size, and k is 3, the dimensionality of the real space being 

searched. Subsequent searches within the tensor are performed in parallel, and must query at 

most j points for each evaluation point ea. The j value is critical to the performance of the 

algorithm; if P is very dense then j must be set high, restricting i and in turn the degree of 

parallelism.  

  The number of pb in each neighborhood is counted and used to calculate the density 

score for the associated ea. The distance from the neighborhood’s mean point to ea is calculated 
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and stored as the mean vector score, and then subtracted from the neighborhood point cloud. A 

covariance matrix is made from the neighborhood point cloud and eigenvalues are calculated 

using singular value decomposition. The eigenvalues are normalized to sum to 1 and the two 

largest are stored as the proportion of eigenvalues score. The distances of each potential 

neighboring pb to ea are then compared to the next r value, and each neighborhood is scanned. 

The pb that pass the radius threshold are scattered to the head of their neighborhood point cloud 

and the process is repeated. 

 

 

Figure B-1: Size relationship of partitions in E and P point clouds. Each P partition extends past 

the limits of its corresponding E partition by the length of max(r), the largest analysis scale in 

use, in each dimension. 
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Appendix C: Python Modules for Multiscale Operators 

 

 

Figure C-1: Dependency diagram of modules in MSO workflow. Functions are indicated by 

boxes, classes are indicated by ellipses, and outside modules by circles.  
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Module apc.py 

Contains functions and a class used for applying the multiscale-operator processing and 

classification workflows to real data. Uses scikit-learn for classification and preprocessing 

operations (Pedregosa et al., 2011). 

 Class APC 

  Archives a point cloud with indexed feature vectors, labels and metadata. Its 

methods allow access to contiguous partitions of the point cloud small enough to pass to 

mso.G_MSO. 

 Function gmso_APC 

  Organizes MSO processing of partitions in the potentially large point clouds 

stored in APC object, and saves feature vectors back to the APC object, preserving original 

labels if they exist. 

 Function multiclass_builder 

  Builds APC objects from hand-labeled point clouds. 

 Function multiclass_test 

  Interfaces with scikit-learn to classify point clouds in APC objects, cross-validates 

classifiers and exports labeled point clouds. 

  

----------------------------------------------------------------------- 

Module mso.py 

Contains functions and classes which implement the multiscale-operator processing workflow 

(Figure 5-6). 

 Function G_MSO 

  Organizes MSO processing of point clouds or point cloud metapartitions with 4 

million or fewer points. Returns indices in the original point cloud and associated MSO feature 

vectors. 

 Function double_vox 

  Partitions the entire P point cloud into sufficiently small cubes for ch.cuvox to 

process, which it then searches with ch.gpu_query_neighborhood and passes to ch.cuvox. 

Returns the voxel-filtered P point cloud. 
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 Class Partitions 

  Creates and moderates access to nested partitions in E and P point clouds for final 

processing. 

 Function NB_build_idx 

  Populates NB_tensor objects using E and P point-cloud partitions. 

 Function NB_process_idx 

  Processes NB_tensor objects and returns MSO feature vectors. 

 Class NB_tensor 

  Neighborhood tensor object. Calls functions in ch.py to construct, process, and 

destroy sets of neighborhoods. 

 

----------------------------------------------------------------------- 

Module ch.py 

Contains functions for point-cloud neighbors search and linear algebra using Nvidia CUDA via 

PyCUDA (Klöckner et al., 2012). 

 Function gpu_tree 

  Partitions point clouds in an octree pattern. Most efficient for datasets with more 

than 30 million points. 

 Function gpu_query_neighborhood 

  Brute force fixed radius neighborhood search for point clouds.  

 Function cuvox 

  Voxel filter. Processes a cubic region of 3D space with edges up to 1024 voxels in 

length. 

 Function ngrab 

  Populates a 3D tensor with neighborhoods of P points for a set of E points. Each 

2D array embedded in the tensor is a neighborhood point cloud for a point in E. 

 Function PT_cov 

  Calculates covariance matrices for neighborhoods stored in a tensor. 

 Function block_eigvals 

  Calculates eigenvalues for covariance matrices stored in a tensor. 
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 Function row_norm_sort 

  Normalizes and sorts eigenvalue triples. 

 Function PT_centroid 

  Calculates centroid coordinates of neighborhoods in a tensor. 

 Function PT_shrink 

  Reduces the bounding radius of neighborhoods stored in a tensor. 

 


