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Abstract
Recent developments have made researchers to reconsider Lagrangian measurement tech-

niques as an alternative to their Eulerian counterpart when investigating non-stationary

flows. This thesis advances the state-of-the-art of Lagrangian measurement techniques by

pursuing three different objectives: (i) developing new Lagrangian measurement techniques

for difficult-to-measure, in situ flow environments; (ii) developing new post-processing

strategies designed for unstructured Lagrangian data, as well as providing guidelines to-

wards their use; and (iii) presenting the advantages that the Lagrangian framework has

over their Eulerian counterpart in various non-stationary flow problems. Towards the first

objective, a large-scale particle tracking velocimetry apparatus is designed for atmospheric

surface layer measurements. Towards the second objective, two techniques, one for identi-

fying Lagrangian Coherent Structures (LCS) and the other for characterizing entrainment

directly from unstructured Lagrangian data, are developed. Finally, towards the third ob-

jective, the advantages of Lagrangian-based measurements are showcased in two unsteady

flow problems: the atmospheric surface layer, and entrainment in a non-stationary turbulent

flow. Through developing new experimental and post-processing strategies for Lagrangian

data, and through showcasing the advantages of Lagrangian data in various non-stationary

flows, the thesis works to help investigators to more easily adopt Lagrangian-based mea-

surement techniques.
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Fig. 4.4: Shear-layer dye visualizations for the low- and mid-acceleration cases at vari-

ous s/D. Corresponding instantaneous ReΓ are indicated as well. The complete visualiza-

tion sequences can be viewed side-by-side in the supplementary video: “Movie 4-1.mp4”.

(pg. 71)

Fig. 4.5: Single-run (first row) and phased-averaged (second row)
∣

∣ω2
∣

∣ fields at s/D = 1

for all acceleration cases. Corresponding instantaneous ReΓ are indicated along the bottom

row. Increasing a∗ organizes the vortex: KH instabilities better adhere to a circular path

(black spirals) in (b) and (c), whereas the instabilities tend to meander and leapfrog in (a).

Also, the instabilities remain consistently spaced at higher accelerations, as demonstrated

in the phase averages: The instabilities in (d) are smeared, while those in (f) remain

pronounced along the entire shear layer. The supplementary video, “Movie 4-2.mp4”,

presents additional runs in its first three columns, and presents the phase averages in its

fourth column. (pg. 72)

xviii



Fig. 4.6: Starting-vortex circulation (Γ∗) and shear-layer circulation (Γ∗

SL) for all

acceleration cases. Large markers indicate instances of KH shedding. Error bars represent

the propagation of 3% error in the velocity measurements. The solid black line represents a

curve with the shape (s/D)1/3, which is Γ∗ as predicted by inviscid theory [Xu and Nitsche,

2015]. The collapse of Γ∗

SL demonstrates that the circulation feeding rate is unaffected by

the shear layer’s acceleration. The collapse in Γ∗ demonstrates that the same amount

of non-dimensional, azimuthal circulation remains within the starting vortex in spite of

increases to a∗, and thereby in spite of increases to the instantaneous ReΓ. (pg. 73)

Fig. 4.7: (a) presents ε/(UPD) for all three acceleration cases at thresholds of ∆A =

1%, 2% and 4%. The error bars represent the standard error of the averages. ε/(UPD) is

consistently about 50% smaller for the low-acceleration case in comparison to the other two

cases. (b), (c) and (d) present |ω2|-containing mass regions (red) identified using ∆A = 2%,

as well as regions of entrainment and detrainment for the low-, mid- and high-acceleration

cases, respectively. a∗, as well as corresponding instantaneous ReΓ are indicated above the

mass-containing fields. For the mid- and high-acceleration cases, the decreased spacing

between instabilities produces a channel that rolls up irrotational fluid. Entrainment is

promoted within the channel, and at an “underbelly” of high entrainment located at the

channel’s end. This is not observed in low-acceleration case. See “Movie 4-3.mp4” for full

sequences of the above cases. (pg. 75)

Fig. 4.8: (a) Shear-layer thickness (δω/D) against s/D for all acceleration cases. The

peaks concur with instances of KH shedding determined from
∣

∣ω2
∣

∣-field sequences. (b)

Shedding wavelength (λ/δω) and (c) Strouhal number (Stδω) against s/D, both demonstrat-

ing that shedding frequency increases, and consequentially instability spacing decreases

with increasing a∗. Error bars in (b) and (c) represent the propagation of ±1 frame in the

identification of shedding instances. (pg. 75)

Fig. 4.9: Point-vortex simulations demonstrating how decreasing λ/δω stabilizes a

vortex train. Vortices (circles) are positioned along a circle of radius R0 at dimensionless

arc-lengths of (a) π/4 (b) π/8 and (c) π/16, but the θ = 0 vortex (orange square) is initially
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perturbed by 0.5λ/R0. Vortex trajectories for half a period (T/2) are presented in (a), (b)

and (c). (d) plots the mean deviation of vortices from the circle against t/T . (pg. 78)

Fig. 5.1: Diagram outlining processing methodologies for computing the entrainment

from velocimetry amenable images. Typically, differentiation or integration of vector fields

is performed, from which the entrainment can be investigated using (a) the enstrophy-

isosurface method which looks at the spreading of |ω2| or (b) the material-manifold method

which uses first-order models based on LCS topology. A third approach is represented in

(c), which is to analyze the enstrophy history along pathlines attained through 4D-PTV,

from which the entrainment ratio can be evaluated. (pg. 83)

Fig. 5.2: (a) and (b) present enstrophy fields of a starting vortex forming behind a

linearly accelerating circular plate at s/D = 0.15 and 0.22, respectively. The plate linearly

accelerates from rest at a∗ = 1.1×1010. Fields such as these would be used by the enstrophy-

isosurface method to characterize entrainment. In contrast, the enstrophy-history method

would employ the enstrophy history along pathlines such as those presented in (c). The

pathlines are coloured by their enstrophy. Diameters traveled (s/D) and circulation-based

Reynolds-numbers (ReΓ) are provided in the header and footer of the figure, respectively.

(pg. 86)

Fig. 5.3: Schematics of the (a) enstrophy-isosurface method and the (b) material-

manifold method for calculating entrainment, applied to a starting vortex forming behind

a plate. In (a), an enstrophy isosurface is identified that distinguishes the vortex from the

far-field fluid. Regions along the contour where vε points inwards and outwards represent

regions of entrainment and detrainment, respectively. In (b), material manifolds currently

identified using LCS are used to identify sources of entrained and enstrophy-containing

mass. For example, in the case of laminar starting vortices, the aFTLE reveals a channel

between the Kaden-spiral and secondary-arm separatrices through which fluid is entrained.

(pg. 87)

Fig. 5.4: A schematic of the enstrophy-history method. The circular plate moves left-

ward at UP (t), resulting in pathlines that start and end at times t and T , respectively, to
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progress from left to right. Solid-gray and solid-coloured parts of pathlines respectively

indicate pathline portions before and after the point where an |ω2| threshold is first sur-

passed. Pathlines are classified as either enstrophy-source mass (solid red line, mω) or

entrained mass (solid blue line, mε) based on if they respectively did or did not surpass

an |ω2| threshold while within an esntrophy source region of height δ and width τ . This

is with exception to the irrotational mass (blue-and-gray dashed line, m0), which never

exhibits high |ω2|, or earlier enstrophy-containing mass (solid light-red line, mω0
), which

exhibited high |ω2| since its inception. (pg. 90)

Fig. 5.5: Schematic of the experimental apparatus: (a) A D = 30cm circular plate

was accelerated at 0.4m/s2 through a 15m-long, 1m×1m square cross-section towing tank;

(b) Images were captured within a 0.21D × 0.21D × 0.01D rectilinear volume using the

presented optical apparatus. (pg. 93)

Fig. 5.6:(a) Sensitivity of the final entrainment ratio (η) to enstrophy threshold (|ω2|cut/|ω2|)

for different shear-layer box heights (δ/D). η converges to a value of approximately 0.5

with sufficiently large values of δ/D and |ω2|cut/|ω2|. In (b) and (d), unduly low values of

|ω2|cut/|ω2| cause the value of η to be contaminated by particles in the far field. Although

the δ/D = 0.01 line appears to be converging at (c), η is overpredicted as shear-layer path-

lines pass over the short box and register as entrained mass. (e) Using arbitrarily large

values of δ results in the entire shear layer being captured, with little contamination from

the far-field. (pg. 96)

Fig. 5.7: Tracer fields coloured by |ω2|/(UP /D)2 (first row), the aFTLE (second row),

and their mass classification (third row) at various s/D indicated by table header. The

circulation-based Reynolds number is provided in the table footer. An enstrophy threshold

of |ω2|cut/|ω2| = 25, as well as a shear-layer region of δ/D = 0.10 and τ/D = 0.02, indicated

by the red rectangle, were used in identifying enstrophy-carrying mass. The presence of

shear-layer instabilities convolute the aFTLE ridge along the vortex periphery from a simple

Kanden spiral into an undulating seperatrix. The undulations near the plate tip coincide

with instabilities within the shear layer. Further along the spiral, the undulations stretch
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and thin out, and coincide with regions of entrainment. The figure is supplemented by

”Movie 5-1.wmv”, which presents particle fields coloured by |ω2| and σt−ti
t , and by their

mass classification at s/D = 0.28. (pg. 98)

Fig. 5.8: The backward-time FTLE field of the starting vortex at s/D = 0.16. In

laminar vortex rings, the aFTLE forms a simple outer ridge that coils into the centre,

forming a single inlet into which irrotational fluid is convected and entrained. This is caorms

multiple inlets into the vortex core. The aFTLE field’s complexity makes it impractical to

form a first-order LCS model to quantify entrainment with. (pg. 100)

Table 5.1:Final entrainment ratios observed by the current study, and by studies on lam-

inar vortex rings produced by piston-cylinder arrangements. Circulation based Reynolds

numbers (ReΓ) and stroke-to-diameter ratios (L/D) are provided. (pg. 102)

Fig. 6.1: The thesis-summarizing figure from Chapter 1. The contributions made by

each study within the thesis have been added to the figure, and are colour-coded by if the

contribution is experimental, computational or comparative. (pg. 107)

Fig. 6.2: Left: The time-trace of streamwise velocity (U/U0) behind a 1m-diameter

sphere where U0 = 2.7m/s during a ramp-up event. The event is plotted against dimension-

less time t/(D/U0), while the time-trace is coloured with time according to the colourbar

on the right. Right: Pathlines measured in the wake of the sphere. Pathlines are coloured

with time according to the colourbar, and the sphere has been drawn into the figure. Taken

from la Bastide et al. [2014]. (pg. 108)

Fig. A.1: Diagram of the seeding apparatus. (pg. 128)

Fig. A.2: Schematics outlining the analytical models used to quantify the time response

of the bubbles: (a) The model assumes constant mass, radius and film thickness of M , R

and T , respectively. The model evaluates the velocity response of the bubble U(t), which

experiences a drag force of D due to an impinging (uniform) gust front of velocity u(t).

(b) u(t) represents the sinusoidal gust ramp followed by a steady velocity. (pg. 130)

Fig. A.3: (a) Shoot multi-function 5-in-1 wireless camera infrared remote Control; and

(b) Pixel RW-221 DC2 wireless receiver and remote. The sensor, receiver and remote are

xxii



used to remotely trigger recording on all four cameras. (pg. 131)

Fig. A.4: (a) Single image of the originally used six-point calibration wand. (b) Five

single images of the six-point calibration wand are compiled into a single image to be used

in OpenPTV. (c) Sample image of the newly developed calibration target. (d) Processed

image of newly developed calibration target. (pg. 132)
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Chapter 1

Introduction

1.1 Introduction

Traditionally, steady and unsteady flows have been studied within Eulerian frameworks. In

Eulerian frameworks, the fluid velocity is defined everywhere within the spatial domain, and

at every instant during the period of interest. This tradition dates back to classical theory

of fluid mechanics: The Reynolds Transport Theorem describes how a flow’s interaction

with a volume affects the conservative properties within that volume, while continuity and

the Navier-Stokes Equations describe the motion of flow fields, rather than the motion of

fluid particles. Experimentalists have propagated this tradition throughout the twentieth

century due to an early reliance on single-point measurements to quantify flows. Now, cur-

rent state-of-the-art, Eulerian measurement techniques, such as Particle Image Velocimetry

(PIV), allow for the acquisition of entire flow fields within a measurement domain. Com-

putationalists also continue to operate within an Eulerian framework as well, opting to

evaluate flows at nodes along a fixed grid, as opposed to evaluating the movement of fluid

particles.

In contrast, studying flows within a Lagrangian framework is far less practiced. In La-

grangian frameworks, the future position of fluid parcels are defined everywhere within the
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spatial domain, and at every instant during the period of interest. Early technological lim-

itations were originally responsible for the general lack of investigations performed within

Lagrangian frameworks. Besides flow visualizations, it was not until recently that the in-

tegral motion of fluid could be tracked with any accuracy. When imaging velocimetry was

first developed, early imaging apparatuses could not track the motions of individual tracers

due to the insufficient sampling rates of cameras. Then, even with the improvement of

camera technologies, Particle Tracking Velocimetry (PTV) algorithms could only produce

experimental Lagrangian data with spatial resolutions typically ten times less than its PIV

counterpart. A second reason is the experimental difficulty associated with tracking fluid

motion as opposed to measuring at a point in certain flow environments. This is especially

true for atmospheric measurements, where wind masts and anemometer rakes are predom-

inantly used to acquire high-speed measurements. A third reason may simply be tradition:

data have been collected in the Eulerian frame over a century now, and it is simply what

investigators have come to expect.

In spite of the general lack of studies performed in the Lagrangian frame, it has become

more clear in recent years that Lagrangian measurements present with certain advantages

when investigating various flow phenomena or when identifying large-scale flow structures.

Furthermore, newly developed tracking algorithms and post-processing methods have dra-

matically improved the quality of experimentally acquired Lagrangian data. With these

recent developments, it appears timely to revisit and rethink the original reasons for the

widespread adoption of the Eulerian measurements, and evaluate if Lagrangian measure-

ment techniques can at times present themselves as the better option.

The remainder of this chapter compares the original advantages and disadvantages of

Eulerian- and Lagrangian-measurement techniques, and considers how these advantages and

disadvantages have changed with recent developments. The chapter then poses the question,

“should an investigator measure within the Lagrangian frame or not?” and demonstrates

that works needs to be done to advance the state-of-the-art in Lagrangian measurement
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techniques such that investigators can more readily exploit the various advantages offered

by the Lagrangian frame. This provides an objective for this thesis, which is to demonstrate

the advantages of the Lagrangian frame over its Eulerian counterpart by comparing the

two methods in various flows, and by providing experimental and post-processing tools for

Lagrangian data to investigators who may opt for the Lagrangian frame. The final section

of this chapter describes the studies presented in this thesis, and demonstrates how the

individual studies aim towards realizing the thesis’ objective.

1.2 Eulerian Versus Lagrangian Techniques: Advantages &

Disadvantages

Figure 1.1 provides a survey of Eulerian- and Lagrangian measurement techniques, the

data that results from them, and their respective advantages. The gray and white regions

presents Eulerian and Lagrangian methods, respectively, while the left and right sides of

the figure respectively present velocimetry and point-measurement techniques. The thesis

limits its scope on image velocimetry to particle-based techniques. Particle-based methods

can be subdivided into two types:

1. Particle Image Velocimetry: An Eulerian technique that provides a velocity field

throughout a measurement domain. The measurement domain is subdivided into

several interrogation domains, whereat velocities are determined by correlating the

motion of particles at consecutive images; and

2. Particle Tracking Velocimetry: A Lagrangian technique that provides a flowmap

throughout a measurement domain by tracking individual particles.

The workings of either technique are documented at length in Raffel et al. [2007]. Other

methods do exist, but are typically meant for very specialized flows and are otherwise

disadvantaged in comparison to particle-based methods. One such measurement technique
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is wind measurements of the atmospheric surface layer (ASL) using Light Detection and

Ranging (LIDAR) systems. LIDAR systems emit a focused laser beam into the wind and

then subsequently measure the Doppler shift caused by the scatter of naturally occurring

particulates in the air. The wind speed can then be determined from this Doppler shift.

LIDAR systems are capable of resolving huge flow domains, but the resultant flow fields

have coarse spatial (100m) and temporal (1min) resolutions that represent more of a mean

than an instant; see Mayor and Eloranta [2001], Chan and Shao [2007] and Shun and Chan

[2008] for examples.

Upon reviewing Fig. 1.1, Lagrangian measurements present with various advantages

that can be valuable when investigating certain flow phenomena. For example, La-

grangian velocimetry measurements accurately resolve near-boundary and high-shear re-

gions, whereas Eulerian velocimetry produces erroneous results due to biasing caused by

the interrogation-window size, and due to a lack of tracers that naturally occurs in such

regions Kaehler et al. [2012]. Direct access to the material derivative is another advan-

tage, which is especially useful in extracting the pressure field in flows or when studying

entrainment where, respectively, accurately measuring the material derivative of certain

flow properties is crucial [Neeteson et al., 2016, Holzner and Lüthi, 2011]. The material

derivative of velocity, i.e. Lagrangian acceleration, is also extremely useful in turbulence

research, and has aided towards: developing field-theory descriptions of homogeneous and

isotropic turbulence; understanding the link between turbulence intermittency and coherent

structures; and improving subgrid-scale models in large eddy simulations, to name a few

[Toschi and Bodenschatz, 2009]. Lagrangian measurements also provide direct access to La-

grangian Coherent Structures (LCS), which represent natural material boundaries within

a flow and unlike Eulerian Coherent Structures, are not frame dependent Shadden et al.

[2005]. For further information regarding LCS, the reader is directed to the online tutorial

by Shadden [2005]. It is mentioned here, that just as several static probes can be employed
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Figure 1.1: Advantages of Eulerian and Lagrangian frameworks. 4D-PTV now allows for
Lagrangian data to be captured at spatial resolutions even higher than that of tomographic
PIV [Kaehler et al., 2012, Schanz et al., 2016].

simultaneously to generate a flow field, a swarm of drifting probes can be employed to gen-

erate a flow map. In so doing, drifting probes may access the same advantages possessed

by its velocimetry counterpart.

Another useful characteristic of Lagrangian measurement techniques is the transport

information provided along pathlines. Direct access to the material derivative and to LCS

are derived from this characteristic. With respect to unsteady flows, possessing transport

information has far-reaching applications. For example, by knowing where fluid within flow

structures originates from, as well as how it moves within a structure, one can gain fur-

ther insight into the origins and physics of the structure and its interactions with the flow

field. For example, using Lagrangian data captured along the suction side of pitching plan-

forms, Hartloper et al. [2013] and Hartloper and Rival [2013] concluded that fluid within

the leading-edge vortex was transported inboard and away from the tip vortex, and that no

fluid was exchanged between the vortices. Transport information is also extremely useful in

studying entrainment, where understanding the history of how fluid from one flow stream is
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ingested by and mixed into a neighbouring flow stream remains the ultimate goal. An ex-

ample of where Lagrangian data was used in studying entrainment is Wolf et al. [2013]. The

study demonstrated that low-vorticity fluid does not penetrate deep into the high-vorticity

region upon being entrained, but instead remains along the interface, which is a significant

result.

Given the various characteristics of Lagrangian measurement techniques that would

prove useful when investigating certain flow phenomena, it is difficult to understand why

Eulerian measurement techniques remain the predominant choice for investigators, while

Lagrangian measurement techniques remain scarcely used. Eulerian techniques orig-

inally had a significant spatial-resolution advantage over Lagrangian techniques. How-

ever, this advantage has vanished with the emergence of four-dimensional Particle Track-

ing Velocimetry (4D-PTV), which can achieve spatial resolutions higher than tomographic

PIV [Schanz et al., 2016]. Furthermore, the emergence of flow-compilation techniques

[Raben et al., 2014, Brunton and Rowley, 2010] can lengthen experimentally acquired path-

lines beyond their inception and termination by utilizing information from neighboring

pathlines. Applying both methodologies to Lagrangian data results in a highly dense set

of pathlines, all with lengths originally unachievable using standard PTV methods. Thus,

the question remains: Why do Lagrangian measurement techniques remain scarcely used in

spite of their various characteristics that would prove advantageous when studying certain

flow phenomena?

The partiality towards Eulerian techniques may potentially be an aversion to change,

as Eulerian techniques have been well established for decades now, whereas Lagrangian

techniques are still under development. However, an aversion to change is not the only

reason. For some flow environments, Lagrangian-data acquisition and velocimetry mea-

surements in general remain experimentally infeasible. One such flow environment is the

ASL. ASL velocimetry measurements have been attempted sparingly in smaller domains

incapable of capturing large-scale structures [Kunkel and Marusic, 2006, Van Hout et al.,
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2007]. They have also been attempted in a large domain using natural snowfall [Hong et al.,

2014, Toloui et al., 2014]. The experiment produced insightful results but the technique it-

self is very site- and climate-specific. PIV was employed in all the aforementioned studies,

while PTV remains to be attempted within the ASL. Also, drifting probes, which are

commonly used in oceanography, are currently infeasible in the ASL due to the insuffi-

cient buoyant force that air provides. Given the experimental difficulties associated with

performing velocimetry in the ASL, and the impracticality of drifting probes, Lagrangian

measurements within the ASL remain to be attempted.

For the remaining flow problems where Lagrangian measurements are in fact feasible,

the final reason as to why Eulerian techniques remain predominantly used is likely the post-

processing efficiency that Eulerian data provides. Even the majority of studies that have

collected Lagrangian data have defaulted to an Eulerian framework through grid interpo-

lation. This likely arises due to the convenience and efficiency provided by an unchanging

regular grid. In contrast, accessing spatial gradients and other derivative values such as

vorticity is not straightforward for Lagrangian data, since the grid is irregular and time-

dependent. The processing advantages that Eulerian data has over Lagrangian data can

be seen as one of the few legitimate advantages, but it appears to convince investigators to

remain within the Eulerian framework as opposed to adopting the Lagrangian frame.

1.3 Should I Measure Within a Lagrangian Frame?

A Choice for Investigators

The previous section described several characteristics of Lagrangian measurements that are

advantageous in studying certain flow phenomena. No matter how convincing these advan-

tages may be when studying certain flow phenomena, investigators appear to still prefer

the Eulerian framework to avoid the potential experimental difficulties and post-processing

complexities that the Lagrangian framework poses. The choice facing investigators of
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unsteady flows is thus a difficult one: When studying unsteady-flow phenomena that would

benefit from the advantages that the Lagrangian framework provides, should one measure

and operate within a Lagrangian framework, and cope with the experimental and process-

ing complexities that it poses, or should the investigator operate within the Eulerian frame,

which is computationally advantageous and experimentally expedient, but is devoid of all

the advantages offered by the Lagrangian frame? To persuade investigators to choose the

first option, three objectives should be met:

1. Experimentation: Develop Lagrangian measurement techniques for difficult-to-measure,

in situ flow environments, and demonstrate the feasibility of the developed techniques.

2. Processing: Develop processing strategies that can operate on Lagrangian data, and

provide guidance on their application.

3. Comparison: Demonstrate the advantages that the Lagrangian framework has over

its Eulerian counterpart in various unsteady flow problems.

This thesis strives to aid investigators in adopting a Lagrangian measurement technique

when studying flow phenomena that are well-suited for the Lagrangian framework. The

thesis achieves this by advancing the state-of-the-art in Lagrangian measurements by pur-

suing the above three avenues. How this is achieved is laid out in the following section, which

briefly describes the studies presented herein and demonstrates how each study, either taken

individually or jointly with another study acts towards fulfilling the three objectives listed

above.

1.4 Outline & Contributions of Thesis

The current thesis is comprised of four separate studies, each of which contribute to the

objective described in Sec. 1.3. Chapter 2 presents and evaluates the performance of a novel

three-dimensional large-scale PTV system designed for wind measurements. The apparatus
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is first of its kind and shows promise towards resolving coherent structures at scales pertinent

to both turbulence researchers and atmospherics scientists. Chapter 3 presents an algorithm

for extracting gradients and LCS directly from pathlines without interpolation, and also

provides recommendations for extracting LCS directly from Lagrangian data. The algorithm

is used in Chapter 5, which presents methodology for characterizing entrainment using

experimentally acquired Lagrangian data. Chapter 4 explores the topology and entrainment

of an accelerating shear layer within an Eulerian framework. Chapter 5 revisits the same flow

as in Chapter 4, but explores the topology and entrainment using a Lagrangian framework.

As previously stated, the main objective of this thesis is to make the Lagrangian frame-

work a more viable and attractive option for investigators. Section 1.3 described three

approaches towards fulfilling this objective: experimentation, computation and compar-

ison. The individual studies, though seemingly disparate, each contribute to the final
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Figure 1.2: The above diagram categorizes the individual studies presented within the
current thesis by the objectives they fulfill. Two-way arrows indicate a comparison, while
one-way arrows indicate that methods developed in one study are employed in the other.
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objective through these approaches, either individually or when considered jointly. Fig.

1.2 summarizes the work presented in this thesis, and categorizes the studies by how they

contribute to the overall objective. Chapter 2 represents a contribution in both experi-

mentation and comparison: It presents a novel Lagrangian measurement system intended

for ASL measurements, and it also compares the acquired Lagrangian data to its Eulerian

equivalent, which is data from a wind mast. The study demonstrates that the large-scale

PTV system gives the experimenter access to new derived quantities, such as vorticity

and Lagrangian acceleration. Chapter 3 is a processing contribution, as it provides an

unstructured-gradient algorithm that can be used to identify LCS, and provides guidelines

for the algorithm’s use. The algorithm is based on methods developed in Neeteson and Rival

[2015] and Neeteson et al. [2016]. Finally, taken together, Chapters 4 and 5 provide a com-

parison of Eulerian and Lagrangian techniques towards evaluating non-stationary turbulent

entrainment. Through this comparison, the advantages that the Lagrangian framework

provides, such as a insensitive measure of entrained mass, are made apparent. Chapter 5

also represents a processing contribution, as it provides a method for calculating entrained

mass directly from Lagrangian data.

Upon presenting all four studies, the major contributions of each individual study are

summarized within the Synthesis chapter. Specifically, the original objective of the thesis

is revisited, and how the work presented within this thesis contributed to this objective is

laid out. Given the open-ended objective of this thesis, new frontiers on the subject present

themselves as future work, which are also presented in the Synthesis chapter.
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Chapter 2

Characterizing the Lower-Log

Region of the Atmospheric Surface

Layer via Large-Scale Particle

Tracking Velocimetry

ABSTRACT: As a first step towards characterizing coherent structures within the at-

mospheric surface layer (ASL), measurements obtained via a large-scale particle tracking

velocimetry (LS-PTV) system were validated against wind-measurement station data as

well as canonical turbulent boundary layer (TBL) studies. The LS-PTV system resolves

three-dimensional, Lagrangian tracks over a 16m3 volume. Mean-velocity measurements,

as well as vertical and shear Reynolds-stress measurements generally agreed with wind-

measurement station data and Reynolds-stress profiles referenced from literature. The

probability distributions for streamwise, spanwise and vertical velocity-fluctuation com-

ponents appear normally distributed about zero. Furthermore, the probability distribu-

tions for all three components of Lagrangian acceleration were exponential and followed

the parametrization curve from La Porta et al. [2001]. Lastly, the vorticity probability

distributions were exponential and symmetric about zero, which matches findings from

Balint et al. [1991]. The vorticity intensity measured by the LS-PTV system was less than

values from Priyadarshana et al. [2007], which is attributed to the low spatial resolution.

However, the average spacing of 0.5m between tracer particles is deemed sufficient for the

future characterization of vortical structures within the ASL.
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2.1 Introduction

Acquiring a velocity field throughout a large measurement domain within the atmospheric

surface layer (ASL) is important to fluid mechanicists and atmospheric scientists alike.

Specifically, velocity fields can be used to quantify coherent structures, which play a sig-

nificant role in canonical and atmospheric turbulence. The presence of coherent structures

is connected to the lack of closure in the atmospheric energy balance [Foken et al., 2006].

Furthermore, due to the scales and high Reynolds numbers that are characteristic of the

ASL, the similarities between its coherent structures and those observed within canonical

turbulent boundary layers (TBLs) are not well established; see Marusic et al. [2010] and

Smits et al. [2011]. To quantify such structures within the ASL, various studies have at-

tempted to approximate the velocity field via simultaneous point measurements over large

measurement domains. There has been some success in characterizing ASL structures known

as very large streamwise motions via anemometer rakes; see Hutchins and Marusic [2007].

However, studies that have attempted to quantify vortical structures within the ASL via a

conditional analysis of similar anemometer-rake data suffer from severe limitations. Specif-

ically, assumptions must be made regarding the structure of ASL vortices to facilitate their

identification; see Scarabino et al. [2007] as well as Rosi et al. [2013]. Vortical structures in

the ASL have been measured qualitatively via smoke visualizations [Hommema and Adrian,

2003], but their fully-resolved, quantitative measurement remains to be achieved.

Another measurement technique that shows potential in quantifying large-scale vortical

structures within the ASL is large-scale particle tracking velocimetry (LS-PTV). The tech-

nique is able to track the motions of particles with sizes on the order of centimetres within

volumes on the order of metres. Although LS-PTV systems suffer from measurement atten-

uation due to a reduced spatial resolution [Hutchins et al., 2009, Priyadarshana et al., 2007],

they can, however, acquire velocity fields within very large domains unlike typical PTV mea-

surement systems. Challenges that are faced in the development of an LS-PTV system are
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seeding and volume illumination, as well as camera calibration and synchronization. Thus,

LS-PTV commonly requires elaborate facility-specific setups; see Lobutova et al. [2010],

Biwole et al. [2009], Machacek [2003], Sun and Zhang [2003]. As such, the apparatus used

in the aforementioned studies are unsuited for ASL measurements given their complexity

and facility specificity. Elaborate setups are infeasible for outdoor measurements, especially

when the measurement site is remote. Furthermore, a LS-PTV apparatus for outdoor use

should be adaptable so that it may be employed at various measurement sites. The rugged

outdoor environment presents further challenges for the experimentalist such as obtaining

a suitable power source, coping with uneven ground, lighting and precipitation. Thus, to

make LS-PTV an effective tool for acquiring wind measurements, it must be modified to

account for the additional complications associated with outdoor environments.

As a first step towards measuring near-surface large-scale coherent structures in the

ASL, and given the unsuitability of previous LS-PTV apparatus, the current study pro-

poses a novel three-dimensional LS-PTV system designed specifically for use in remote

outdoor environments. The system tracks the motion of small, fog-filled soap bubbles and

is portable so that it may be assembled and disassembled on-site. The following section

begins by describing the LS-PTV system. Afterwards, the Stokes number of the fog-filled

tracer particles is determined experimentally to illustrate the suitability of the particles

for measuring atmospheric winds. The spatial resolution of the system is then quanti-

fied and compared to recent studies that have employed large-scale and laboratory-scale

particle-velocimetry methods. As a form of validation, the mean measurements acquired

by the LS-PTV system are compared against measurements simultaneously collected from

a nearby wind-measurement station. Finally, to further demonstrate the capabilities of

the system, the probability distributions of velocity fluctuations, acceleration, and vorticity

acquired by the LS-PTV system are presented and compared with canonical TBL results.
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2.2 LS-PTV System

The following section first provides an overview of the LS-PTV system. Afterwards, the

Stokes number of the tracer particles is presented to demonstrate the ability of the particles

to track wind flows. Finally, the spatial resolution of the system is discussed in terms

of particles-per-pixel and particle spacing and compared to recent studies that employed

large-scale and laboratory-scale particle-velocimetry methods.

2.2.1 Overview of the LS-PTV System

The LS-PTV system is shown schematically in Figure 2.1. The particle seeder consists of a

commercial bubble generator (CHAUVET®B-250) mounted on top of a 6m-tall pole. Fog

and bubble fluid are delivered to the particle seeder via a manifold system. The seeder pro-

duces fog-filled bubbles (that are then translucent) with diameters of approximately 25mm

at a rate of 400–800 per minute. The tracer particles are illuminated using natural light.

To track the tracer particles, four digital cameras (EOS-Rebel T3i, Canon) are positioned

downstream of the seeder. Each camera is equipped with a 50mm focal length lens (AF-D

f1.4, Nikkor). Videos are captured at 60Hz and at a resolution of 1280×720 pixels. The

cameras are synchronized by a custom radio to infra-red remote system. The precision

of the synchronization between the cameras has been verified to be within a single frame.

To calibrate the cameras, a two-dimensional target is placed at various locations within

the volume, which results in a spatial uncertainty of 10mm. The measurement volume is

approximately 4m×2m×2m in the x−, y− and z−directions. Images are extracted from

the videos and edited in MATLAB®. Finally, the images are reduced to two-bit files and

processed using an open-source PTV software (http://www.openptv.net). The LS-PTV

data is rotated such that the x−, y− and z− axes are aligned with the streamwise, ver-

tical and spanwise wind directions. The streamwise direction, which is oriented with the

mean wind flow, is determined from ten-minute averaged data collected from a nearby
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Figure 2.1: A schematic of the LS-PTV setup. The particle seeder is shown on the left,
whereas the camera arrangement and the resultant measurement volume is shown on the
right.

wind-measurement station; see Section 2.3.1. The vertical direction points normally from

the ground and the spanwise direction completes a right-handed coordinate system. It is

noted here that u′, v′ and w′ indicate the velocity-fluctuation components in the streamwise,

vertical and spanwise directions, respectively.

2.2.2 Stokes Number of Tracer Particles

An indoor experiment was performed to determine the Stokes number of the tracer particles

Stk, which quantifies the fidelity of the tracer particles to track atmospheric wind flow. Stk

is defined in Raffel et al. [2007] as:

Stk =
τp
τ
. (2.1)

Here, τp is the relaxation time of the tracer particles and is equal to Us/g, where Us is the

settling velocity of the tracer particles and g is acceleration due to gravity. τ represents a

characteristic time scale of the flow. The current study assumes that τ = D/U , where U is

the mean wind velocity and D is the characteristic length of an eddy that is to be measured.

Thus, Stk can be written as:

Stk =
τpU

D
. (2.2)

To determine a mean Us and thereby a mean τp, the descent of the tracer particles in

quiescent fluid was tracked. From an indoor experiment, the mean τp of the tracer particles
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Figure 2.2: Stokes number Stk as a function of the mean wind velocity, U , for various
characteristic eddy length scales, D.

was measured as 0.018s with a standard deviation of 1%. Correspondingly, Stk as a function

of mean wind velocity is plotted for several characteristic eddy lengths in Figure 2.2. For

Stk < 0.1, the tracer particles will follow the wind flow with tracing-accuracy errors of less

than 1% [Raffel et al., 2007]. For large eddies, (D = 2m, 4m) Stk remains below 0.1 for a

large wind velocity range (0m/s ≤ U ≤ 10m/s) while for smaller eddies (D = 1m, 0.5m)

the velocity range decreases (0m/s ≤ U ≤ 5m/s). However, both the mean wind velocity

and the characteristic eddy length scale decrease with proximity to the ground [Townsend,

1956]. Thus, the proposed tracer particles are suitable for characterizing eddies near or

larger than the characteristic eddy length at a certain height. For the current study, the

mean wind velocity ranged from 2m/s ≤ U ≤ 4m/s, ensuring that the tracer particles are

capable of resolving eddies with characteristics lengths from 0.5m to eddies as large as the

volume (4m).
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2.2.3 Spatial Resolution of the LS-PTV System

The current system produces images with seeding densities of 0.0002 particles-per-pixel. In

contrast, state-of-the-art PTV algorithms can accommodate seeding densities up to 0.005

particles-per-pixel, beyond which the algorithms begin to predict false correspondences be-

tween subsequent frames [Raffel et al., 2007]. However, the seeding density of the current

study is comparable to the work done by Biwole et al. [2009], who achieved a seeding den-

sity of 0.0008 particles-per-pixel. Thus, the images produced by the current system are

under-saturated, yet comparable to other state-of-the-art LS-PTV systems. The seeding

density employed by the current study results in an average spacing of 0.5m between trac-

ers, or 500ην , where ην is the Kolmogorov length scale; see Tennekes and Lumley [1972] for

details. Spatial resolutions lower than 6ην will result in the attenuation of measured vor-

ticity; see Priyadarshana et al. [2007]. Furthermore, the spatial resolution of the system is

significantly lower when compared to what can be achieved by three-dimensional particle-

velocimetry systems in laboratory settings. As an example, consider the measurements

by Schroeder et al. [2011], where a spatial resolution of 0.5ην was achieved during three-

dimensional tomographic particle image velocimetry measurements of a turbulent boundary

layer. However, the high resolutions achieved by laboratory setups require that measure-

ments be performed within a small volume. The measurements by Schroeder et al. [2011]

were performed within a 6.4 × 10−5m3 volume, as opposed to the 16m3 volume of the cur-

rent study. Furthermore, the spatial resolution of the current system is the same order of

magnitude of other state-of-the-art LS-PTV systems. Specifically, the spacing index (mean-

particle spacing to mean-particle displacement between consecutive frames) is 7.5, which is

comparable to that achieved in Biwole et al. [2009].
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2.3 Validation of the LS-PTV System

To validate the LS-PTV system for use in measuring ASL flows, LS-PTV measurements

were compared to data taken from a wind-measurement station. The following section first

describes the measurement systems at the station. The mean statistics of the LS-PTV

data are then presented and compared to the station measurements. Finally, to further

demonstrate the capabilities of the LS-PTV system, the probability distributions of velocity

fluctuations, Lagrangian acceleration and vorticity are compared to canonical TBL studies.

2.3.1 Overview of the Wind-Measurement Station

The LS-PTV measurements to be presented were captured at a wind-measurement site

to the north-west of Calgary in open (rural) terrain. A schematic of the site is provided

in Figure 2.3. The predominant wind direction is from the west-southwest over shallow

hills with slopes no greater than 30◦. Wind velocity and other meteorological data are

simultaneously recorded by a wind mast and eddy-covariance system. The wind mast

is 50m tall and is equipped with five cup anemometers (NRG#40) and five wind vanes

(NRG200P). The cup anemometers and wind vanes are equally spaced over the tower height

and provide ten-minute averages of data sampled at 1Hz. Furthermore, a three-component

ultrasonic anemometer (Ultrasonic Anemometer 3D, Thies Clima) located at a height of

40m is used to determine the Reynolds stresses. Further details of the wind mast can

be found in Rosi et al. [2013]. The eddy-covariance system, located 100m away from the

mast, measures the friction velocity Uτ , as well as the Obukhov length L. Further details

regarding the eddy-covariance system can be found in Hayashi et al. [2010].

Uτ is equal to the maximum value of (−u′v′)1/2, where u′v′ is the covariance of the

streamwise and vertical velocity-fluctuation components. In ASL studies, the height at

which the maximum of u′v′ occurs is unknown. However, given the scale and high Reynolds

number of ASLs, the maximum of u′v′ can be approximated as (u′v′)0, where the subscript

18



Figure 2.3: A schematic of the wind-measurement site. The topography of the site is
qualitatively displayed and the positions of the LS-PTV and eddy-covariance systems are
provided relative to the wind mast. The wind-mast equipment is also described.

0 indicates the covariance evaluated near the ground.

L provides an estimate of atmospheric stability and is defined as:

L =
−ΘUτ

3

κga(vθ)0
. (2.3)

Here, Θ is the mean potential temperature and (vθ)0 is the covariance between the vertical

velocity-fluctuation component and the fluctuating component of potential temperature

evaluated close to the ground. Lastly, κ is the von-Kármán constant[Tennekes and Lumley,

1972] and ga is acceleration due to gravity. The current study assumes a κ of 0.4. The

Obukhov length is the buoyancy term in the turbulent kinetic energy equation scaled by Uτ

and by y, where y is the height above the ground. It provides an indication of the height

at which buoyancy effects become important [Kaimal and Finnigan, 1994].

To avoid interference, the LS-PTV apparatus was positioned approximately 70m from

the wind mast on a flat stretch of land. LS-PTV data was extracted from video footage

captured on March 27, 2013 between 15:30h and 16:30h. A sample image of data footage is
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shown in Figure 2.4(a). Three-dimensional Lagrangian data of the tracked particles, includ-

ing position, velocity, acceleration and vorticity, are extracted from the images. Specifically,

three-dimensional trajectories are calculated by interpolating a spline through the particle

positions in consecutive images. The trajectories deliver the Lagrangian velocity and accel-

eration for the particles. Subsequently, the spatial derivatives of velocity required for vortic-

ity are calculated from neighbouring particles. Further details can be found in Lüthi et al.

[2009]. 2148 tracks were produced from the collected LS-PTV data, with several trajectory

examples presented in Figure 2.4(b).

2.3.2 Mean Statistics

The following section compares the mean statistics of the LS-PTV data to the concurrent

measurements acquired from the field station. Table 1 summarizes various parameters that

describe the mean flow and stability of the collected data set. The provided values of Uτ and

L are those measured by the eddy-covariance system. The roughness length of y0 = 19mm

was determined by fitting the cup-anemometer measurements onto the logarithmic curve:

U(y) = (Uτ/κ) ln(y/y0), (2.4)

To determine the momentum-thickness Reynolds numberReθ, the boundary-layer thickness,

δABL, was first estimated using relations provided in Sugiyama and Nasstrom [1999]. Then,

the freestream velocity was estimated by evaluating equation 2.4 at δABL. Also, following

the classification developed in Pasquill [1961], the observed values of y0 and L resulted in

the stability class of “Moderately Unstable”.

Date Time Uτ (m/s) y0(mm) Reθ × 107 L(m) Stability Class

03/27 15:30h-16:30h 0.30 19 2.2 -9 Moderately Unstable

Table 2.1: Summary of various flow parameters for the collected data set.
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(a) (b)

Figure 2.4: (a) A raw image of tracer particles from one of four cameras. (b) A sample of
resultant tracks from the data set containing the image in (a). The arrows along the path
indicate the direction of the flow. The tracks are colored for sake of clarity.

To evaluate the measurement capabilities of the LS-PTV system, the mean velocity U ,

and Reynolds stresses u′u′, v′v′, and u′v′ were compared to values obtained from the wind

mast and eddy-covariance system. Mean-velocity measurements taken by the cup anemome-

ters and LS-PTV system are shown in Figures 2.5(a). The wind-mast measurements are

indicated by the red-square markers while the mean velocity measured by the LS-PTV sys-

tem is indicated by the green-triangle marker. The red curve is a logarithmic wind profile

given by equation 2.4. To construct the logarithmic profile, the values of y0 and Uτ listed

in Table 2.1 were used. Finally, the horizontal error bars in in Figure 2.5(a) represent the

square root of the streamwise Reynolds stresses (
√
u′u′). Figure 2.5(b) shows the mean-

velocity measurement taken by the LS-PTV system as a function of height, and compares

it to the same logarithmic curve plotted in Figure 2.5(a). To generate the empirical mean-

velocity profile, the velocity along each pathline was averaged. Pathlines were then placed

into one of fifteen bins based on their mean height. Finally, the mean velocity of all pathlines

within each bin was taken as the mean velocity at the bin’s height. The horizontal bars in

2.5(b) represent twice the standard error of the mean for the LS-PTV measurements. The

21



0 2 4 6
0

10

20

30

40

50

U (m/s)

y 
(m

)

(a)

2.5 3 3.5 4 4.5
2.3

2.5

2.7

2.9

3.1

3.3

3.5

U (m/s)

y
(m

)
(b)

Figure 2.5: (a) Mean-velocity measurements from the wind mast, eddy-covariance system
and LS-PTV system. The measurement domain of the LS-PTV system is indicated by
the grey rectangle, while the horizontal error bars represent

√
u′u′. (b) Mean-velocity

measurements taken within the volume of the LS-PTV system. Horizontal bars represent
the twice the standard error of the mean for the LS-PTV measurements. The red-square
markers indicate measurements taken by the wind mast, while the green-triangle markers
represent the mean velocities measured by the LS-PTV system. The red curves represent
the profile U(y) = (Uτ/κ) ln(y/y0).

global mean velocity determined by the LS-PTV system agree well with the logarithmic

profile, as well as with the general trend suggested by the cup-anemometer measurements.

Furthermore, as seen in Figure 2.5(b), the LS-PTV mean-velocity measurement agrees with

the logarithmic curve throughout its entire measurement domain. On average, the mean-

velocity profile measured by the LS-PTV system varied from the logorithmic curve by 7%.

This is comparable to ASL measurements performed by Kunkel and Marusic [2006], where

mean measurements varied from their corresponding logorithmic profile by 3%. Thus, the

system can accurately resolve the mean velocity in spite of the limited data collected.

The Reynolds streamwise, vertical and shear stresses (u′u′, v′v′ and u′v′, respectively)

measured by the LS-PTV system are presented in Figure 2.6. Specifically, Figure 2.6(a)
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compares the LS-PTV stress measurements against those taken by the ultrasonic anemome-

ter and cup anemometers, while Figure 2.6(b) presents the Reynolds-stress profiles measured

by the LS-PTV system. The profiles presented in Figure 2.6(b) were produced in a similar

manner to the mean-velocity profile seen in Figure 2.5(b). In both Figures 2.6(a) and (b),

the red and green curves represent similarity formulations for the streamwise and vertical

Reynolds stresses, respectively; see Marusic et al. [1997] and Kunkel and Marusic [2006].

Furthermore, the blue curves represent the line u′v′/(Uτ )
2 = −1, which is valid within

the logarithmic region of the ASL [Kaimal and Finnigan, 1994]. The stresses are plotted

against non-normalized height along the right ordinate, and also against wall-unit height

y+ = y/(ν/Uτ ), where ν represents kinematic viscosity, along the left ordinate.

From Figure 2.6(a), it can be seen that the vertical and shear stresses measured by

the LS-PTV system and the ultrasonic anemometer agree with the similarity formulations.

However, there is some discrepancy between the similarity formulation for u′u′ and the corre-

sponding measurements. Aside from the measurements taken by the ultrasonic anemometer

and the cup anemometer at 8m, all measurements of u′u′ overshoot the similarity formu-

lation. In Figure 2.6(b), the shear and vertical Reynolds-stress profiles measured by the

LS-PTV system are constant and approximately agree with the their respective reference

curves. However, the streamwise Reynolds-stress profile greatly overshoots its respective

reference curve. Furthermore, all three Reynolds-stress profiles deviate from their reference

curves more than the ASL measurements performed by Kunkel and Marusic [2006] at a

height of y+ ≈ 2.5× 104 during unstable conditions of L = −115m. The shear and vertical

Reynolds-stress profiles measured by the LS-PTV system vary on average from their respec-

tive similarity formulations by 20% and 60%, respectively. In contrast, Kunkel and Marusic

[2006] observed a percent deviation in v′v′/Uτ and u′v′/Uτ of 12% and 11%, respectively.

Also, while the streamwise Reynolds-stress profile measured by the LS-PTV system varied

from its reference curve by 90%, measurements of u′u′/Uτ from Kunkel and Marusic [2006]

also varied as much as 70%.
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One possible reason for the large discrepancies between the Reynolds-stress profiles

and the reference curves is the increased atmospheric instability of the current data set.

In Kunkel and Marusic [2006], Reynolds-stress measurements varied from their respective

reference curves by only 5% ∼ 10% during stable conditions where the Obukhov length

was measured as 60m ≤ L ≤ 90m. In contrast, during unstable stratification conditions

of L = −115m, Kunkel and Marusic [2006] observed larger deviations from the reference

curves, which were described above. The current data set, which deviated even further

from the reference curves, was captured in considerably more unstable conditions with

L = −9m. Another possible reason for the large deviation is an inherent systematic error

when Lagrangian data is converted into an Eulerian equivalent. Specifically, Mockett [1998]

observed that after the conversion, the error in measuring the Reynold stresses increases as

the ratio of the turbulent kinetic energy to the mean kinetic energy diverges from 0.75.

Also, the discrepancy between the Reynolds-stress profiles and the similarity formu-

lations could be caused by a lack of temporal convergence. Figure 2.7 plots normalized

averages of U , u′u′, v′v′ and u′v′ as functions of the percent of sequential paths used. Both

U and u′u′ begin to oscillate about unity when only 20% of paths are used. In contrast,

v′v′ and u′v′ begin to oscillate about their final average at 60% and 80%, respectively. As

can be seen in Figure 2.7, u′u′, which exhibited the greatest deviation from its similarity

formulation, converges more quickly to its final average than v′v′ and u′v′. However, both

v′v′ and u′v′ are more accurately represented by their respective similarity formulations

than u′u′. Thus, although the deviation of u′v′ and v′v′ from their respective similarity

formulations may be attributed to a lack of temporal convergence, it is unlikely the cause

of the overshoot in the streamwise Reynolds-stress profile.
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Figure 2.6: Streamwise (red) vertical (green) and shear (blue) stresses normalized by Uτ
2.

The solid curves represent similarity formulations developed in Marusic et al. [1997] and
Kunkel and Marusic [2006], or u′v′/Uτ

2 = −1 in the case of the shear Reynolds stress
[Kaimal and Finnigan, 1994]. In (a), triangle markers indicate the mean measurements
taken by the LS-PTV system, while the square and circle markers indicate ultrasonic and
cup-anemometer measurements, respectively. (b) shows the Reynolds-stress profiles as mea-
sured by the LS-PTV system in comparison to the reference curves plotted in (a). The
measurement domain of the LS-PTV is indicated by the shaded area in (a).

2.3.3 Probability Distributions: Velocity Fluctuations, Acceleration and

Vorticity

The following section presents probability distributions functions (PDFs) of velocity fluc-

tuations, Lagrangian acceleration and vorticity and compares them to the results of vari-

ous canonical TBL studies. Given that LS-PTV measurements were acquired at wall-unit

heights where turbulence statistics vary marginally with distance from the ground, only a

single PDF is shown for each turbulent parameter. The reader is cautioned that the PDFs
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Figure 2.7: Averages of U , u′u′, v′v′ and u′v′ as determined by the LS-PTV system. The
averages are plotted as functions of the percentage of total paths used and are normalized
by their respective average using all tracks.

presented here are derived from a small data set that is not fully-converged; see Figure

2.7. The reader is further cautioned that PDFs at comparable y+ values cannot be found

within the literature, and as such the comparisons made with available literature are only

meant as qualitative. The purpose of presenting the following PDFs is to demonstrate the

capabilities of the LS-PTV system and not to derive definitive conclusions regarding ASL

flow.

Figure 2.8 shows PDFs of u′/Uτ , v
′/Uτ and w′/Uτ . The markers indicate the measured

distributions, while the curves represent Gaussian distributions fitted to the results. The

PDF of u′/Uτ appears trimodal with a peak at 0 and two inflection points at u′/Uτ = ±5. As

discussed in the previous section, the reason for the tri-modality was likely a measurement

bias inherent to the data set towards extreme u′ events. Besides the irregularity of u′,

the experimental distributions appear to be Gaussian with u′ exhibiting a larger variance

than both v′ and w′. Similar observations have been made from large eddy simulations

of channel flows [Zhou et al., 2005]. To quantify how coincident a Gaussian distribution is
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with the experimental distributions, Chi-squared (χ2) tests were performed using twenty

bins and a confidence level of 25% in a similar fashion to Zhou et al. [2005]. The χ2 values

for the u′, v′ and w′ distributions were 1181, 427 and 696, respectively, indicating they are

not well described by a Gaussian distribution. Zhou et al. [2005] also observed χ2 values

on the order of 1000 and 100 for the u′ and v′ distributions, respectively. Zhou et al.

[2005] postulated that the non-normal probability distributions exhibited by the velocity

fluctuations are attributable to coherent structures present within the flow, which cause the

velocity fluctuations to behave non-randomly.

The PDFs for streamwise, normal and spanwise accelerations (ax, ay and az, respec-

tively) are shown in Figure 2.9. The accelerations have been normalized by their respective

standard deviations, < a2i >
1/2. All three PDFs of acceleration agree with the parametrized

probability distribution function for isotropic turbulence described in La Porta et al. [2001],

in which the tails extend further outwards than a Gaussian distribution of equal variance.

This suggests that acceleration is a highly intermittent variable and that extreme accelera-

tion events are common. La Porta et al. [2001] observed that acceleration became increas-

ingly isotropic as the Taylor-microscale Reynolds number was increased from Reλ = 200

to Reλ = 970. Schroeder et al. [2011] also observed isotropic acceleration distributions in

canonical TBL experiments performed at Reθ = 2460. The Taylor-microscale Reynolds

number for the current data set is estimated as Reλ ∼ O(104). Thus, the isotropy observed

in the current study is to be expected.

The PDFs for streamwise, normal and spanwise components of vorticity (ωx, ωy and

ωz, respectively) are plotted in Figure 2.10. Like the probability distributions for accelera-

tion, the vorticity distributions exhibit exponential distributions such that extreme events

in vorticity are more prevalent than as predicted by a Gaussian curve. Both distributions

exhibit a tall peak of 104 at 0 and a small range such that the probability falls to 101 by

||ωi/(Uτ
2/ν)|| = 4 × 10−4. The exponential shape of the vorticity PDFs can be quantified

by the kurtosis of the distributions. Kurtosis represents the prevalence of extreme events
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Figure 2.8: Probability distribution functions of u′, v′ and w′ normalized by Uτ . The
markers represent experimental results. The solid curves are fitted Gaussian distributions.

relative to the mean and is equal to the ratio of the fourth moment to the square of the

variance. All distributions presented in Figure 2.10 exhibit kurtosis values on the order of

100. In contrast, Gaussian distributions have a kurtosis value of 3. In canonical TBL stud-

ies [Balint et al., 1991, Honkan and Andreopoulos, 1997], the PDFs for all three vorticity

components exhibited kurtosis values that would increase with distance from the wall. The

kurtosis increased from 3 ∼ 4 at heights of y+ = 20 to 6 ∼ 8 at heights of y+ = 80. Thus, the

kurtosis values of the current study may be reasonable, considering the centre of the mea-

surement volume was at a height of y+ ∼ 5×104. However, the reader is again cautioned of

the discrepancy in y+ height between the literature and the current study. Finally, although

the shape of the vorticity PDFs are in agreement with previous studies, the width of the

PDFs is likely too thin. Vorticity measurements summarized by Priyadarshana et al. [2007]

suggest that
√
ω′ω′/(Uτ

2/ν) should be on the order of 10−4 when measuring at y+ ∼ 104.

In contrast, the vorticity intensities measured by the current study are on the order of 10−5.
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Figure 2.9: Probability distribution functions for ax, ay and az normalized by their respec-
tive standard deviation. The black curve is the parametrization for Lagrangian acceleration
from La Porta et al. [2001].

As discussed in Section 2.3.1, this attenuation is likely caused by the spatial resolution of

LS-PTV system.

2.4 Conclusions

A large-scale particle tracking velocimetry (LS-PTV) system that tracks fog-filled soap

bubbles has been presented as a means of characterizing wind flows within the lower log

region of the ASL. The measurement volume is approximately 16m3 centered 3m above the

ground. As a form of validation, mean-velocity and Reynolds-stress measurements acquired

by the LS-PTV system were compared to simultaneous measurements acquired by a nearby

wind-measurement station. There was excellent agreement between the LS-PTV system’s

global mean-velocity average and the logarithmic velocity profile derived from the station’s

measurements. Also, the mean-velocity profile measured by the LS-PTV system deviated

29



−4 −2 0 2 4

x 10
−4

10
1

10
2

10
3

10
4

ωi/(Uτ
2/ν)

pr
ob

ab
ili

ty

 

 
ωx
ωy
ωz

Figure 2.10: Experimental probability distribution functions of ωx, ωy and ωz normalized
by the factor U2

τ /ν.

from the logarithmic velocity profile by 7% on average. However, the streamwise Reynolds-

stress profile acquired by the LS-PTV system varied with height and overshot its respective

reference profile by approximately 90%, while the vertical and shear Reynolds-stress profiles

deviated from their similarity functions by 20% and 60%, respectively. These deviations

were attributed to atmospheric instability, a bias towards larger velocity measurements

when converting the Lagrangian data to an Eulerian equivalent, and a lack of temporal

convergence.

To further demonstrate the capabilities of the LS-PTV system, probability distribution

functions of velocity fluctuations, Lagrangian acceleration, and vorticity were compared to

canonical TBL results. The probability distribution functions for all three components of

velocity fluctuations were normally distributed and centered about zero, with the streamwise

component exhibiting the greatest standard deviation. Also, the probability distribution for
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all three components of Lagrangian acceleration collapsed onto the probability parametriza-

tion function described in La Porta et al. [2001]. Finally, the probability distributions for

all three components of vorticity were exponential and exhibited tails that would overtake

a Gaussian curve of equal variance. Although the shape of the PDFs for vorticity matched

those found in Honkan and Andreopoulos [1997] and Balint et al. [1991], their width was

thin in comparison to measurements taken by Priyadarshana et al. [2007]. This attenua-

tion in vorticity is likely a result of insufficient spatial resolution, which is caused by the

challenge of deploying a sufficient amount of seeding particles within the measurement vol-

ume. In spite of this, the average tracer-particle spacing of 0.5m is deemed sufficient for

the resolution of large coherent structures.

Overall, the LS-PTV system demonstrated the ability to accurately resolve the mean

statistics of a wind flow within its measurement domain, and offers promise for future study

of turbulent coherent structures within the ASL.
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Chapter 3

Lagrangian Coherent Structure

identification using a Voronoi

tessellation-based networking

algorithm

ABSTRACT: The quantification of Lagrangian Coherent Structures (LCS) has been in-

vestigated using an algorithm based on the tesselation of unstructured data points. The

applicability of the algorithm in resolving an LCS was tested using a synthetically-generated

unsteady double-gyre flow and experimentally in a nominally two-dimensional free shear

flow. The effects of two parameters on LCS identification were studied: the threshold track

length used to quantify the LCS, and resulting effective seeding density upon applying the

threshold. At lower threshold track lengths, increases in the threshold track length re-

sulted in Finite-time Lyapunov exponent (FTLE) field convergence towards the expected

LCS ridge of the double-gyre flow field at several effective seeding densities. However,

at higher track lengths, further increases to the threshold track length failed to improve

convergence at low effective seeding densities. The FTLE of the experimental data set

was well-resolved using moderate threshold track lengths that achieved field convergence

but maintained a sufficiently high seeding density. In contrast, the use of lower or higher

track lengths produced an FTLE field characterized by an incoherent LCS ridge. From the

analytical and experimental results, recommendations are made for future experiments for

identifying LCS directly from unstructured data.
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3.1 Introduction

The desire to identify independent regions of coherent motion, often called coherent struc-

tures, within temporally and spatially resolved flow data is ubiquitous to turbulent-flow

research. Technological limitations of early optical measurements have resulted in the ac-

quisition of flow fields using an Eulerian framework. As a consequence, traditional meth-

ods of coherent-structure identification rely on the input of Eulerian data. The original

Eulerian-based technique was the Q-criterion developed by Hunt et al. [1988], followed by

the ∆-criterion developed by Chong et al. [1990], and the swirling-strength and Γ criteria

by Zhou et al. [1999] and Graftieaux et al. [2001], respectively. The commonality between

all Eulerian identification methods is their reliance on the decomposition of the velocity-

gradient tensor ∇v into the summation of the rate-of-strain and vorticity tensors, S and Ω,

respectively. The eigenvalues of S and Ω, and consequentially the coherent structures that

the above techniques would identify, are invariant with Galilean-frame changes.

Although Eulerian-based, coherent-structure identification is widely used, Eulerian co-

herent structures (ECS) suffer from three deficiencies. Firstly, an ECS is reference-frame

dependent whereupon a change is observed for a transformation that involves acceleration;

see Haller [2005]. An ECS is also subject to user-defined thresholds leading to high subjec-

tivity in structure boundary identification; see Green et al. [2007]. Finally, the generation

and breakdown of an ECS is purely speculative since one lacks the flow history of the

fluid that comprises the structure. In contrast, a coherent structure identified from La-

grangian data, known as a Lagrangian coherent structure (LCS), does not suffer from the

aforementioned deficiencies. An LCS is identified as a ridge of extrema or inflection within

a frame-invariant quantification of flow-map strain, which results in the identification of

a structure unaffected by frame transformations, eliminating the need of a user-defined

threshold. Additionally, Lagrangian data provides the flow history of particles, which in
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turn yields further insight into the generation and breakdown of coherent structures. Cur-

rent state-of-the-art methods of LCS identification involve using the smallest eigenvalue of

the Cauchy-Green strain tensor [Peacock and Haller, 2013] or the identification of “black-

hole” vortices, which are regions contained by manifolds of invariant tangential strain; see

Haller and Beron-Vera [2013].

Regardless of the selected LCS identification method, the data at one’s disposal must be

comprised of tracks of equal length that start and end concurrently, providing temporally

homogeneous data. Acquiring such data from experiments is not feasible, thus making

the identification of an LCS from experimentally-acquired Lagrangian data challenging.

The inherent inhomogeneity of experimental Lagrangian data sets results in a coarse strain

field, which in turn can obscure the LCS contained therein. In the particular case of

two-dimensional particle tracking velocimetry (2D-PTV), the method is further limited by

out-of-plane particle motion that causes pathline breakage; see Brunton and Rowley [2010]

and Raben et al. [2014]. Three-dimensional measurement techniques can potentially reduce

pathline-breakage effects, given that the out-of-plane particle motion can be accurately

quantified. However, there are numerous environments where the acquisition of complete

three-dimensional Lagrangian measurements are highly challenging or unfeasible.

To avoid the inherent difficulties associated with the application of experimentally-

acquired Lagrangian data towards LCS identification, traditional methods of LCS identifi-

cation involve artificially seeding Eulerian data with regularly-spaced tracers. The Eulerian

data is then subsequently integrated with time to produce the pathlines travelled by the

tracers. This method suffers from an additional truncation error due to the integration

necessary to generate pathlines, as well as high computational cost. Raben et al. [2014]

demonstrated that particle-tracking flow-map compilation (FMC), which utilizes recorded

particle images to represent Lagrangian flow tracers, generates more accurate estimates of

the FTLE flow field, specifically when seeding density is low. Opposed to past approaches
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that utilize velocity-field integration, FMC was shown to be computationally more accu-

rate through elimination of numerical integration. However, to compute FTLEs, the FMC

approach requires interpolation of irregularly sampled spatial data onto a rectilinear grid.

Also, although Raben et al. [2014] did consider the extraction of LCS directly from un-

structured PTV data, they did so only to demonstrate that FMC outperforms the direct

approach at low and high seeding densities. Given the advent of new particle-tracking algo-

rithms such as the “Shake-The-Box” technique [Schanz et al., 2013, 2014], which allows for

seeding densities that are ten times that of current experiments, it would be valuable to de-

velop methods to identify an LCS directly from unstructured data, and guidelines meant to

produce the most accurate result. With that in mind, the main thrust of the present study

is the development of an FTLE computation method that uses unstructured Lagrangian

data and excludes the use of interpolation, as well as to provide recommendations on track

length and effective seeding density that will best identify an LCS from experimental data.

The objectives of the present study are two-fold. First, we wish to test the performance of

our LCS identification algorithm that incorporates only the use of unstructured Lagrangian

data. In contrast to traditional approaches that rely on fixed, structured grid interpolation

such as Raben et al. [2014], we present an algorithm that utilizes Lagrangian velocity data

in its unstructured spatial form to quantify an LCS through FTLE computation. To verify

this approach, our algorithm is first tested using a synthetically-generated flow field with a

known LCS solution. Subsequently, our algorithm is applied to experimental data acquired

from flow generated by an accelerating plate through quiescent fluid.

The accurate resolution of an LCS from experimental data is predicated on particle

track length and the number of particles that present with such lengths. Ideally, an infi-

nite number of particles would be tracked with a length equal to the full time domain of

the measurement. However, in any experiment, the number of particles that are tracked

across a specific threshold time is both finite and decays exponentially as the track length

threshold is increased. This exponential decay, from here forward referred to as particle
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dropout, was presented by Schanz et al. [2013, 2014] in reference to their “Shake-The-Box”

evaluation approach to particle-based tomographic data using a three-dimensional mea-

surement apparatus. It is intuitive then that particle dropout would be more acute using

two-dimensional measurement approaches such as 2D-PTV used here. Furthermore, the

approach of Schanz et al. [2013, 2014] permits the tracking of individual particles at pixel

densities associated with tomographic PIV, increasing the number of available particles that

present with long track lengths over traditional PTV approaches. Although an attractive

measurement approach, imaging at such densities is not feasible in certain environments.

We fully expect that our experimental data will present with few particle tracks that span

the full time domain of our measurement. It is our second objective then to quantify the

ability to characterize an LCS using Lagrangian experimental data upon the modification of

particle track length and correspondingly, particle count, and to provide recommendations

for both competing factors for future experiments.

The following describes our method of LCS quantification using a spatially unstructured

grid and the subsequent application of this algorithm to both synthetically-generated and

experimental data sets. First, a detailed overview of the method is described followed by a

description of both the synthetic data set with a known LCS solution and the experimental

methods used to acquire 2D-PTV amenable images. Detailed analysis and demonstration

of this approach to unsteady double-gyre and experimental vortical flows is presented along

with a sensitivity analysis of LCS identification as functions of dimensionless track length

and particle count.

3.2 Methods

The current section explains the workings of our LCS algorithm using unstructured spatial

data, followed by a description of our simulated and experimental test cases.
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3.2.1 FTLE Computation

The FTLE measures the maximum linearized growth rate of distance between initially

adjacent particles tracked over a finite time period. This requires the calculation of the

Cauchy-Green (Cij) deformation tensor, which is defined as:

Cij = (∇Φt0+T
t0 )∗·∇Φt0+T

t0 , (3.1)

where ∇Φt0+T
t0 is the gradient of the flow map Φt0+T

t0 that maps fluid elements tracked at

time t0 to their final position at time t0 + T via Lagrangian particle tracking. (∇Φt0+T
t0 )∗

denotes the transpose of ∇Φt0+T
t0 . In two-dimensional flow, ∇Φt0+T

t0 can be represented as:

∇Φt0+T
t0 =













dXt0+T

dXt0

dYt0+T

dXt0

dXt0+T

dYt0

dYt0+T

dYt0













, (3.2)

where the vectors [Xt0 Yt0 ] and [Xt0+T Yt0+T ] represent the original and final positions of the

particles. Subsequently, identification of the highest eigenvalue (λmax) from the deformation

tensor corresponds to maximum strain whereupon the FTLE field (σ) is given by:

σt0+T
t0 =

1

|T | ln
(

√

λmax(Cij)

)

. (3.3)

Computed FTLE maxima identified as distinct ridges are used to quantify an LCS, which

represents a barrier to fluid flow that partitions regions with unique dynamical behaviour.

Note that T may be positive or negative, which produces ridges of repulsion or attraction,

respectively. All FTLE fields calculated within the current study use T > 0. [Espa et al.,

2012].
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3.2.2 LCS Determination from Unstructured Spatial Data

The successful identification of an LCS depends on the accuracy in calculating the spatial

gradient of ∇Φt0+T
t0 ; see Eq. 3.2. Thus, the ability to calculate spatial gradients is a

necessary precursor to the successful identification of an LCS using unstructured data. The

following describes the development of such an algorithm to calculate the necessary spatial

derivatives.

A schematic representative of a PTV time step is presented in Fig. 3.1(a). At the

current time step (t0), N particles located at positions [Xt0 Yt0 ] are tracked and an asso-

ciated arbitrary scalar (Λ) is measured. From the data, the spatial gradient of Λ (∇(Λ))

is calculated. Euclidian-distance Voronoi tesselation is performed towards this end, which

results in a collection of polygon cells that each enclose a single particle; see Fig. 3.1(a).

To construct the cells, a Delaunay triangulation of the particle positions is performed. This

creates a network comprised of triangles with vertices that coincide with a subset of parti-

cle positions. The vertices of each triangle lie upon a circumcircle that contains no particle

positions within its area. Particles that are connected by triangle edges are considered

neighboring nodes with Euclidean distances equal to the length of the connecting vertex.

The Voronoi cells are then constructed by lines that are normal to the Delaunay-triangle

edges and are equidistant from neighbouring particles. The result is a set of cells whose re-

spective areas are nearest to the particle they enclose. For further details regarding Voronoi

networks, the reader is referred to Okabe et al. [2000].

Fig. 3.1(a) focuses on a single particle (P ) and its respective cell (Π) outlined in red. Π

in this instance represents a bounded cell that is surrounded by particles in such a manner

that all cell faces have finite lengths. Along the periphery of any flow field, there will

unavoidably exist particles that are insufficiently surrounded by other particles, referred to

as unbounded cells where one or more faces have infinite lengths. Bounded and unbounded

cells are represented by filled and unfilled circles respectively in Fig. 3.1.
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(a) (b)

Figure 3.1: (a) A representative time step of PTV data discretized via Voronoi tessellation.
A scalar field (Λ) has been measured for particles located at [Xt0 Yt0 ]. Particles are enclosed
by Voronoi cells (Π) with areas (Ω). Empty and filled circles indicate unbounded and
bounded particles, respectively. (b) Geometric features of cell Π pertaining to particle P .
Π is neighboured by a set of particles enumerated by I, at whose locations ΛI have been
measured. The side lengths that Π shares with cells enclosing particles I are denoted as lI
and the distances between P and particles I are denoted as dI . The triangle enclosed by lI
and P is AI = 1

4dI lI .

We focus specifically on the geometry of Π and its relation to its neighbouring particles

and cells. Fig. 3.1(b) shows both P , Π and neighbouring particles of P . Π presents with

an area (Ω) and consists of J faces and J neighbouring cells that each enclose an individual

particle. The neighbouring particles of P , as well as the faces that cell Π share with its

corresponding neighbouring cells are enumerated by I. Thus, the lengths of the faces shared

by cell Π and cells I and the distance between particle P and particles I are donated by lI

and dI , respectively.

If P is surrounded by an infinite number of particles, Π would form a smooth contour.

In turn, the divergence of an arbitrary vector field ∇ • (
−→
F ) would be related to

−→
F along

contour Π through the divergence theorem:

∫

Ω

∇ • (−→F ) ∂Ω =

∮

Π

−→
F • n̂ ∂Π, (3.4)
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If
−→
F is set equal to the product of some arbitrary constant vector and the measured scalar

field, i.e. Λ
−→
C , then ∇ • (

−→
F ) is identically equal to ∇(Λ) • −→

C + Λ(∇ • −→
C ) = ∇(Λ) • −→

C .

Upon substituting this expression into Eq. 3.4, the dot product with
−→
C would cancel out,

thereby simplifying Eq. 3.4 to:

∫

Ω

∇(Λ) ∂Ω =

∮

Π

Λ n̂ ∂Π, (3.5)

where n̂ is a unit vector pointing normal and outwards from Π. The result can be found in

Adams [1999]. It is assumed here that cell Π is sufficiently small such that ∇Λ is constant

throughout Ω. This assumption simplifies Eq. 3.5 to:

∇(Λ) =
1

Ω

∮

Π

Λ n̂ ∂Π. (3.6)

Since the data is discrete, the path integral is replaced by a sum along all J faces of Π, i.e.:

∮

Π

Λ n̂ ∂Π ≡
J
∑

I=1

ΛF,I n̂I lI , (3.7)

where nI is a unit vector pointing normal to face I and ΛF,I is Λ evaluated along face

I. A similar result is presented in Hyman et al. [1992]. It is assumed that all lI are

sufficiently small such that Λ may be assumed constant along each face. Λ at each face

is therefore approximated as a linear interpolation between ΛP at P and ΛI at particle I.

Given the inherent geometry of the Voronoi cells, this linear approximation simplifies to

ΛF,I = 1
2(ΛP + ΛI). Furthermore, Ω can be divided into J triangles where the vertices of

each triangle are located at P and at the end points of a single face I. This allows Ω to be

represented as Ω =
∑J

I=1(
1
4 lIdI). Given the simplifications described above, Eq. 3.7 can
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be written in the following discretized form:

∇(Λ) = 2

∑J
I=1 (ΛP + ΛI)n̂I lI
∑J

I=1(lIdI)
. (3.8)

Eq. 3.8 is only valid for two-dimensional flow fields and that modifications are required for

application to three-dimensional flows. Eq. 3.8 can be extended to calculate the gradients

of vectors and tensors since both are comprised of scalar fields. For example, Eq. 3.8 can

be used to determine the vorticity field by separately calculating the scalar gradients for

each component of velocity. This is performed in Sec. 3.3.2.

To determine a component of ∇(Λ), n̂I is replaced by a dot product between n̂I and

the component of interest. Thus, the x and y components of ∇(Λ) are:

∂Λ

∂Xt0

= 2

∑J
I=1 (ΛP + ΛI)(n̂I · î)lI

∑J
I=1(lIdI)

,
∂Λ

∂Yt0
= 2

∑J
I=1 (ΛP + ΛI)(n̂I · ĵ)lI

∑J
I=1(lIdI)

. (3.9)

To calculate the spatial derivatives necessary to generate ∇Φt0+T
t0 , Λ may be replaced by

Xt0+T and Yt0+T since Λ represents a generic scalar field. It must also be noted that ∇Φt0+T
t0

can only be calculated at bounded particles. The use of Eq. 3.8 is invalid and undefined for

unbounded particles given their association with lI , which in this case are equal to infinity.

We conclude this section by indicating that the above analysis can be extended to three-

dimensional volumes as well. To do so, Ω in Eq. 3.6 would represent the volume of the

current cell, while the corresponding integral would now be performed over the cell’s surface

area. Thus, cell length lI would be replaced with cell area AI , while the volume of the cell

could be determined the summation of pyramidal volumes, 1
3AI× 1

2dI . Such analysis results

in the following expression for a descretized gradient in three dimensions:

∇(Λ) = 3

∑J
I=1 (ΛP +ΛI)n̂IAI
∑J

I=1(AIdI)
. (3.10)
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3.2.3 Computational Performance

The current section compares the computational complexity of the proposed method for

acquiring the flow-map gradient to more conventional methods. Also, since the gradient

cannot be calculated at unbounded data nodes, the current section quantifies the ratio of

unbounded nodes to total nodes. Towards these ends, several tessellation networks were

constructed inside two-dimensional, circular areas with radii (r) ranging between 0 and 20

and with node densities (ρ) ranging between 0 and 20. A scalar field that varied linearly

with radial position was then superimposed onto the networks to facilitate the computation

of a gradient. The time required to tessellate and calculate the gradient was measured, and

the percentage of nodes that were unbounded was counted for each network. The results
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Figure 3.2: Various computational performance measures of the unstructured-data,
gradient-calculation algorithm. (a) plots the computation times required for tessellation
and gradient calculation, as well as total time against total data nodes as green, red and
blue curves, respectively. The curves O(n2) and O(n log n) are included for comparison.
(b) presents the percentage of unbounded nodes plotted as a function of the FOV’s radius
for four different seeding densities. The grey curve represents an arbitrary function on the
order of r−1. (c) plots the percentage of unbounded nodes as a function of total nodes
within the network.
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are presented in Fig. 3.2.

Fig. 3.2(a) plots the total computation time, as well as the computation time required

for tessellation and gradient calculation against the total number of nodes, or n. Fig.

3.2(a) demonstrates that tessellating is the most computationally intensive portion of the

algorithm, which in its current form has a computational complexity of O(n2) per time

step. However, with an optimized tessellation code, the complexity can be improved to

O(n log n); see Aurenhammer and Klein [2000]. Conventionally, the flow-map gradient is

calculated by integrating rectilinear-grid velocity fields acquired from PIV, which has a

resulting computational complexity of O(tIn + (tI − 1)n2), where tI represents the neces-

sary number of integration time steps required to achieve sufficiently long pathlines. The

complexity could be reduced to O(n + n2) by applying the flow-map compilation method

developed by Brunton and Rowley [2010]. However, the complexity remains on the order

of the tessellation approach. Also, although meshless methods also present as alternatives

that avoid tessellation, tessellation can, like meshless methods, be parallelized onto mul-

tiple cores. One commonly used algorithm is Divide and Conquer, which first constructs

networks within separate local neighbourhoods, and subsequently seams adjacent networks

together; see Aurenhammer and Klein [2000]. This method and others can be extended to

three dimensions; see Cignoni et al. [1993, 1995].

The inability to predict the gradient at unbounded points is a unique issue of the pro-

posed algorithm. This issue is quantified in Figs. 3.2(b) and (c), which plot the percentage

of unbounded nodes as a function of FOV radius (r) and total nodes within the network,

respectively. Fig. 3.2(b) demonstrates that over a wide range of seeding densities, the

percentage of bounded nodes is inversely proportional to the FOV radius, while Fig. 3.2(c)

shows that the percentage of unbounded nodes is inversely proportional to the total number

of nodes within the network. The lack of scatter in Fig. 3.2(c) further suggests that the

percentage of unbounded nodes is predominantly determined by the total number of data

nodes within the network, and that if the total number of nodes is sufficiently high, i.e.

43



(a)

l
U
┴

R

U0

(b)

Figure 3.3: (a) Cross-sectional and (b) upstream views of a shear-layer flow downstream
of a two-dimensional obstruction. Fluid travelling at a uniform velocity (U0) flows over
an obstruction, resulting in a recirculation region of radius (R) with a mean tangential
velocity (US). A particle located at the vortex periphery requires time τ0 to rotate about
the vortex. Thick solid lines represent the obstruction, while thick dashed lines represent
a solid surface or a line of symmetry. Two-dimensional Lagrangian particle-tracking data
was acquired using a seeding density (d) and a laser sheet of thickness (l). Particles that
are tracked with minimum length (T ) and an inter-particle spacing (ε) are selected for
LCS characterization. Superimposed onto the bulk two-dimensional flow are out-of-plane
motions with a velocity scale (U⊥). Velocities and distances are represented by single- and
double-headed arrows, respectively.

O(1000), the percentage of unbounded nodes becomes negligible; i.e. O(1%).

3.2.4 Non-Dimensional Parameters for Track Length Threshold

As described in the introduction, accurate LCS identification is dependent on two competing

factors: the selected threshold track length and the number of particles that present with

such a length. Non-dimensional parameters are presented herein that are used throughout

the current study to quantify both factors.

Consider a two-dimensional ubiquitous shear flow shown schematically in Fig. 3.3(a).

A fluid flows over an obstruction (thick solid line) at a uniform velocity (U0). A resulting

shear layer forms that divides the flow into an irrotational region and a recirculation region,

hereafter referred to as the vortex. The vortex has a radius (R) and mean tangential

velocity along its periphery (US). Correspondingly, the vortex has an eddy timescale of
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τ0 that may be approximated as 2πR/US . Superimposed onto the bulk two-dimensional

flow are out-of-plane motions with a velocity scale (U⊥), as shown in the upstream view;

see Fig. 3.3(b). Two-dimensional Lagrangian particle tracking with a seeding density (d in

m−2) is performed within a laser sheet of thickness (l) to quantify the flow field. Particles

with a temporal track length (T ) are used to calculate the FTLE field, which increases the

inter-particle spacing from approximately
√
d
−1

to ε, where ε is the inter-particle spacing

between tracked particles. It is assumed that U⊥ is proportional to the root-mean-square of

the out-of-plane fluctuations, which is denoted as
√
w′w′. From dimensional analysis, the

mean error of the FTLE field (E) is a function of four dimensionless parameters:

E = f(Π1,Π2,Π3,Π4) = f

(

1
2 l√
w′w′T

, dπR2,
T

τ0
,
πR2

ε2

)

. (3.11)

Each parameter can be ascribed a physical meaning. Π1 approximates the time required

for a fluid parcel positioned at the centre of the laser sheet to move through the sheet. This

time is non-dimensionalized by T . Π2 approximates the number of data nodes within the

vortex that belong to tracks of any length, rather than those that present with a length

of T or greater. Π3 is a dimensionless representation of threshold T normalized by the

eddy timescale τ0, and is referred to hereafter as the threshold track length (T ∗ = T/τ0). Π4

approximates the number of data nodes, or cells contained within the vortex after the appli-

cation of threshold T and will be referred to as the cell density (ρT = πR2/ε2). The current

study focuses specifically on the latter two dimensionless groups: the threshold track length

(T ∗) and the cell density (ρT ). These two parameters are purposely considered because they

directly affect the quality of LCS extraction. The others dimensionless parameters have an

indirect effect through their influence on particle dropout, which in turn influences the cell

density.

It is noted here that if values of US and R do not readily present themselves, then the

eddy timescale should be evaluated using alternative methods. For example, in the unsteady
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towed-plate experiment presented later, the time required for a particle to circulate the

structure was approximated directly from the recorded images amenable to PTV analysis.

Finally, it should be stated that the dimensionless parameters presented here are only

applicable to bulk, two-dimensional flows, and that complex flows that evolve in three

dimensions cannot be described using the proposed framework. Accordingly, only bulk,

two-dimensional flows are explored in the current study.

3.2.5 Algorithm Verification via Double-Gyre Flow

To verify the algorithm presented in Sec 3.2.2, the FTLE field of data sets with a known

solution were calculated. Specifically, an unsteady double-gyre flow field [Shadden et al.,

2005] consisting of confined counter-rotating vortices, which represents a canonical test

solution for LCS identification, was generated using MATLAB R2012a (Mathworks, Natick,

MA, USA). A snapshot of the unsteady gyre-flow is shown in Fig. 3.4(a). In this flow, the

direction of rotation remains the same for both vortices. However, the central dividing

streamline oscillates left and right. Between D/2R = [0, 2] × [0, 1] double-gyre flow is

described by the stream-function:

ψ

(

X

2R
,
Y

2R

)

= sin

(

π

(

(ηDG sin(ωt)

(

X

2R

)2

+ (1− 2ηDG sin(ωt))
X

2R

)

sin

(

π
Y

2R

)

)

(3.12)

where R represents the mean horizontal span of each vortex. Here, theX and Y components

of the vector field (U and V , respectively) are defined as:

U

2R
=
∂ψ

∂Y
,

V

2R
=
∂ψ

∂X
. (3.13)

Lastly, ηDG represents the distance that the dividing streamline shifts left or right, ω is the

frequency of the shift and t is time. Fig. 3.4(b) presents the FTLE field of an unsteady
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Figure 3.4: (a) The velocity field of the unsteady double-gyre flow presented in
Shadden et al. [2005] a quarter-way through its period. (b) The resulting FTLE field for
the double-gyre flow using a cell density of 23000 and a threshold track length of T ∗ = 1.25.
This field is used as a benchmark for all subsequent analytical FTLE fields shown in Fig.
3.6.

double-gyre flow calculated by the presented algorithm using 20000 particles, or similarly, a

cell density of ρT = 23000. As done in Shadden et al. [2005], A, ω, and ηDG were set to 0.1,

2π/10 and 0.25, respectively. Furthermore, to ensure consistency with Shadden et al. [2005],

no phase shift was introduced and the threshold track length was set to T ∗ = 1.25, which

represents one-and-a-half times the period of the central-streamline shift. The identified

ridge matches that observed in Shadden et al. [2005], thereby verifying the algorithm.

To evaluate the convergence speed of the algorithm, and to understand the dependence

of error with T ∗ and ρT , the convergence of the algorithm towards the field presented in

Fig. 3.4(b) was evaluated for increasing threshold track lengths at various seeding densities.

Specifically, the above described domain was seeded with particle counts ranging from 300 to

10000, which resulted in a corresponding cell-density range of 300 ≤ ρT ≤ 11200. Since the

domain was discretized into 2.0 × 106 pixels, the cell-density range can be equivalently

described as 0.00125 ppp ≤ ρT ≤ 0.0100 ppp, where ppp refers to particles-per-pixel.

Further to this, for each field of specific cell density, threshold track length was increased

from T ∗ = 0.1 to 1.5 by increments of 0.1, and the corresponding FTLE field was evaluated.

The eddy timescale (τ0) was approximated as the time required by particles located a
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distance R from a vortex centre to circulate once around the same vortex. Particles that

originated in one vortex but were then entrained into the other were ignored in this estimate.

The resulting FTLE fields and their convergence as a function of increasing threshold track

length T ∗ are presented in Sec. 3.1.

3.2.6 Towed-Plate Experiment

Experiments were performed in a free-surface water channel with a mean width of 385mm

and water depth of 470mm. A machined aluminium knife-edged plate with a span of 450mm

and a root chord of c = 50mm (aspect ratio = 9) was towed through quiescent water at

an angle of 90◦. During the tow, the tip-gap spacing between the plate and channel floor

was maintained at < 5mm (0.1c) to mitigate free tip effects permitting the assumption of

two-dimensional flow behaviour at the measurement plane located at the midspan of the

plate; see Fig. 3.5. The tow resulted in two equally sized vortices forming on the suction

side of the plate. The kinematics of the tow included a linear acceleration from rest for a

distance of 6.5c, followed by a linear deceleration to rest for another 6.5c. Two accelerations

were tested: 0.1m/s2 and 0.4m/s2, which will be hereafter referred to as the slow- and fast-

acceleration cases. 2D-PTV measurements were acquired for the plate-position range of

0c ≤ s ≤ 0.8c. Using the velocity at the midpoint of the measurement, the chord-based

Reynolds numbers for the slow- and fast-acceleration cases are 2500 and 5000, respectively.

For each acceleration case, 100 trials were performed. Results were then compiled into a

single data set to achieve greater cell densities.

As shown in Fig. 3.5, two-dimensional particle tracking data was acquired within a

1.2c by 1.2c field-of-view (FOV) positioned at the midspan of the plate. The origin of the

axes was positioned such that x = 0 and y = 0 coincided with the start position of the

plate and the tip of the knife-edge, respectively. A 12.7mm diameter stainless steel sting

was arranged on a motorized traverse such that the plate was vertically centred in the

water channel during towing. The plate was towed in the x-direction through the FOV
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with the knife-edged tip centred vertically in the FOV. Towing was initialized at 0.25c

into the FOV so that the shadowing artifact caused by the plate was minimized. Images

amenable to 2D-PTV analysis of the generated vortex were acquired using a Fastcam SA-4

camera (Photron, San Diego, CA, USA) at 500Hz and 1000Hz for the slow- and fast-

acceleration cases, respectively. For both acceleration cases, the full resolution of the camera

(1024 × 1024 pixels) was employed. However, to ensure equal image exposure in both

acceleration cases, an exposure time of 1ms was maintained. Neutrally buoyant 100 µm

silver-coated, hollow-glass spheres (Potters Industries, Carlstadt, NJ, USA) with a Stokes

number (Stk) of approximately 2.4 × 10−3 were added to the quiescent water to serve as

tracer particles. This is well below a Stk = 0.1 as recommended by Raffel et al. [2007] to

ensure tracer-accuracy errors of < 1%. The tracer particles were illuminated using a solid-

state, 532nm continuous wave, 1W laser (Dragon Lasers, Changchun, Jilin, China) with a

beam thickness of 6mm. For both acceleration cases, acquired images from the 100 trials

were imported to DaVis 8.2.0 (LaVision GmbH, Goettingen, Germany) for PTV analysis.

The raw images were brightened by a fixed factor and particles were identified using a

threshold limit to achieve a recommended particle image density of approximately 0.005ppp;

see Cierpka et al. [2013]. Lagrangian velocity data using a lower limit particle track length

of two images were subsequently exported to MATLAB R2012a (Mathworks, Natick, MA,

USA) for post-processing. To evaluate the eddy timescale (τ0) for the experiment, the

motion of tracer particles were reviewed from the raw images. For both acceleration cases,

it was observed that particles entering into the vortex from the shear layer would complete

one rotation about the vortex centre after approximately 60 frames. The FTLE fields were

subsequently quantified within the range 0.25 ≤ T ∗ ≤ 1.125 at increments of 0.125. The

resulting FTLE fields, their sensitivity to increasing threshold track length, and the relation

between cell density threshold track length are discussed in Sec. 3.3.2.
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Figure 3.5: (a) Schematic representation of the towed-plate experiment apparatus. Relevant
equipment has been labelled. (b) Upstream view of the towed-plate experiment apparatus
with relevant dimensions.

3.3 Results & Discussion

The following section presents the FTLEs quantified from the simulated double-gyre and

experimental towed-plate flow fields. Based on the quantified FTLEs, the fidelity of the

proposed algorithm is reviewed. Furthermore, the implications of threshold track length

(T ∗) and cell density (ρT ) are also discussed. Finally, guidelines for both threshold track

length (T ∗) and cell density (ρT ) are suggested that would allow for adequate LCS extraction

from experimental data using the proposed unstructured algorithm.

3.3.1 Double-Gyre Flow

Fig. 3.6 presents double-gyre FTLE fields with cell densities of ρT = 600, 1300, 5400 and

11200, evaluated with threshold track lengths of T ∗ = 0.25, 0.50, 0.75 and 1.00. The FTLE

fields have been normalized by their respective maxima to allow for direct comparison. The
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LCS ridge inherent of double-gyre flow is ambiguous at lower threshold track lengths (T ∗ ≤

0.50) and cell densities (ρT = 600). However, the defining ridge becomes the dominant

feature when threshold track length and cell density are increased to T ∗ = 0.50 and ρT =

1300, respectively, after which the ridge becomes progressively more resolved with increasing

T ∗ and ρT ; see Fig. 3.6 (j-l, n-p). The results indicate that insufficient cell densities can

detract from convergence in spite of large threshold track lengths.

To better quantify this result, convergence C(T ∗) has been calculated using Eq. 3.14

for all cell densities and is presented in Fig. 3.7 across a threshold track-length range of

0.1 ≤ T ∗ ≤ 1.5:

C(T ∗) =

∣

∣

∣

∣

σ(T ∗)− σ(T ∗)BM

σ(T ∗)BM

∣

∣

∣

∣

. (3.14)

Here, σ(T ∗)BM refers to the FTLE field presented in Fig. 3.4(b). In calculating convergence,

all resultant unstructured FTLE fields are first interpolated onto a regular grid to facilitate

the direct comparison to the field in Fig. 3.4(b). Then, to focus specifically on the FTLE

ridge, convergence is calculated using positions where the interpolated result of Fig. 3.4(b)

is greater than the mean by two standard deviations. For all cell densities presented in

Fig 3.7, the FTLE fields exhibit quick convergence when the threshold track length (T ∗) is

low. In contrast, the convergence is dampened when T ∗ > 0.8. This is especially true for

fields with cell densities that are ρT < O(1000) (or equivalently ρT < O(0.01ppp)), which

cease to converge after T ∗ > 0.8. Fig. 3.7 further illustrates that increases to the threshold

track length does little to improve LCS identification when cell density is insufficient. Thus,

when identifying an LCS from experimental data with particle dropout, selecting a larger

threshold track length may be unsuitable as it can result in an insufficiently low cell density.

This is elaborated upon using experimental data shown in Sec. 3.3.2.
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Figure 3.6: FTLE fields for the unsteady double-gyre flow presented in Shadden et al. [2005], calculated for increasing
threshold track lengths (moving top-to-bottom) and increasing cell densities (moving left-to-right). For all cell densities
presented, the fields converge towards the benchmark field shown in Fig. 3.4(b) as threshold track length increases. However,
the ridge coarsens as cell density decreases to the point that it is nearly indiscernible at a cell density of 600.
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Figure 3.7: The convergence (C) of a double-gyre FTLE field as a function of threshold
track length (T ∗). C is plotted over a range of cell densities, ρT . Convergence begins to
plateau after T ∗ > 0.8, especially for cases where cell density is less than O(1000). In such
cases, cell density becomes the limiting factor as increases to threshold track length does
little to improve convergence.

3.3.2 Towed-Plate Experiment

The purpose of the double-gyre simulation was two-fold: first to verify the ability of the

proposed algorithm presented in Sec. 3.2.2 to quantify a known LCS solution; and secondly,

to gain insight into the relationship between selected threshold track length (T ∗), cell

density (ρT ), and subsequent LCS identification. The double-gyre simulation showed that

the application of larger threshold track lengths may not lead to increased convergence if

the cell density is insufficient. The current section reinvestigates the effects of threshold

track length and cell density on LCS resolution using experimental data of the resulting

flow generated behind a towed knife-edged plate that in this instance generates particle

dropout. Fig. 3.8 presents the FTLE and vorticity fields of vortical flow generated by

the towed plate at two different towed distances, as quantified by the algorithm. Towed

distance is presented in the dimensionless form s/c, where s is the distance travelled by

the plate and c is the plate’s chord. In each image, the plate was towed from left to right,

generating a free shear layer that moves from right to left. The two columns on the left

of Fig. 3.8 display the quantified FTLE fields about the plate at the dimensionless towed

distance of s/c = 0.125, while the two columns on the right present those at the
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dimensionless towed distance of s/c = 0.250. The figure is further organized to show

the fields for both the slow- and fast-acceleration cases, as well as the resulting fields as

quantified using threshold track lengths of T ∗ = 0.25, 0.50, 0.75 and 1.00, as indicated by

the labels that appear within the figure. The vorticity values are calculated using particles

that presented with track lengths of of T ∗ = 0.25.

The characteristics of the ridge are similar for both acceleration cases. Broadly speaking,

at s/c = 0.125, the FTLE produces a ridge enclosing the high-vorticity region that forms

behind the plate tip. At s/c = 0.250, the ridge has expanded outwards from the tip, thereby

enclosing a larger high-vorticity region. The results agree with Shadden et al. [2007], who

demonstrated that the FTLE encloses the high-vorticity regions of a presaturated vortex

ring forming downstream of a piston-cylinder arrangement. However, the quality of the

ridge varies greatly both with threshold track length (T ∗) and acceleration case. The

characteristic ridge loop that encircles the plate tip at both dimensionless distances is most

prominent and well-defined when threshold track lengths of T ∗ = 0.5 and 0.75 are applied;

see Fig. 3.8(e-l). However, the LCS ridge quantified using a T ∗ = 0.75 appears more defined

than that using T ∗ = 0.50, which is obscured by its increased thickness and by the presence

of breakage throughout the ridge. In contrast to quantified FTLE fields using threshold

track lengths of T ∗ = 0.50 and 0.75, the FTLE ridges generated using T ∗ = 0.25 and 1.00

present with decreased coherence. Specifically, T ∗ = 0.25 produces a sphere of high FTLE

values as opposed to a ridge that encloses the plate tip; see Fig. 3.8(a-d), which indicates

poor convergence. Use of T ∗ = 1.00 generates an FTLE ridge absent of the defined loop

resolved using lower threshold track lengths. Specifically, the LCS becomes disorganized due

to the presence of discontinuities. The definition of the ridge is improved using T ∗ = 1.00

for the fast-acceleration case than for the slow-acceleration case. However, the ridge failed

to present a well-defined connection to the plate for either acceleration case at this level of

T ∗.

54



s/c = 0.125 s/c = 0.25

0.1m/s2 0.4m/s2 0.1m/s2 0.4m/s2

T
∗
=

0.
25

(a) (b) (c) (d)

T
∗
=

0.
50

(e) (f) (g) (h)

T
∗
=

0.
75

(i) (j) (k) (l)

T
∗
=

1.
00

(m) (n) (o) (p)

 

 

σt+T
t / (σt+T

t + std(σt+T
t ))

0 0.2 0.4 0.6 0.8 1

 

 

ω / (ω + 2.5× std(ω))

0 0.2 0.4 0.6 0.8 1

Figure 3.8: FTLE and vorticity (blue and red, respectively) for a vortical flow generated by
the towed plate at two towed distances, s/c = 0.125 and 0.250, and travelling at two linear
accelerations, a = 0.1m/s2 and 0.4m/s2, as indicated by the column headers. FTLE fields
in each row are calculated using the threshold track lengths indicated on the left. Moderate
threshold track lengths (second and third rows) capably resolve the FTLE ridge about the
vortex. However, a lower threshold track length (first row) lacks convergence, while a higher
threshold track length produces incomplete FTLE ridges.



To quantify this initial improvement in ridge coherence with increasing threshold track

length, followed by the reduction in ridge coherence at larger threshold track lengths, the

sensitivity of the FTLE field as a function of T ∗ was calculated using Eq. 3.15:

S(T ∗) =

∣

∣

∣

∣

σ(T ∗)− σ(T ∗ + 0.1)

σ(T ∗)

∣

∣

∣

∣

. (3.15)

Like convergence in the double-gyre simulation, all resultant unstructured FTLE fields are

first interpolated onto a regular grid. Sensitivity is then calculated by comparing the FTLE

between fields at positions where the calculated FTLE for the current T ∗ is greater than

its mean by two standard deviations. Fig. 3.9 presents four separate curves of sensitivity

corresponding to the two dimensionless distances of s/c = 0.125 and 0.250 for both accel-

eration cases, 0.1m/s2 and 0.4m/s2. Unlike the convergence of the double-gyre simulation,

sensitivity of the experimentally-acquired FTLE fields did not continue to decrease with

increasing threshold track length T ∗. Instead, with the exception of the first point in the

a = 0.4m/s2, s/c = 0.250 case, a general decrease in sensitivity is first observed, followed

by a subsequent increase. The trend observed in all four curves suggests that the FTLE

field initially converges with increasing threshold track length, (T ∗), but proceeds to diverge

later on. The onset of divergence appears to occur earlier for the slow-acceleration case than

for the fast-acceleration case, as indicated by the red arrows in Fig. 3.9. Finally, the T ∗

values where sensitivity diverges roughly coincide with where the FTLE ridge fails to be

resolved in Fig. 3.8 for both acceleration cases. It is noted that the decrease in sensitivity

at T ∗ = 0.625 for the slow-acceleration case at the dimensionless distance of s/c = 0.250 is

not indicative of re-convergence. Rather, so few particles present with track lengths longer

than T ∗ > 0.625 that the field begins to converge to zero everywhere. No tracks presented

with a length of T ∗ = 1 for the slow-acceleration case at s/c = 0.250, which is why a point

is not presented.

To understand the rationale behind the FTLE divergence at the points indicated on Fig.

56



0.25 0.375 0.5 0.625 0.75 0.875 1
0

0.01

0.02

0.03

0.04

T ∗

S
(
T

∗
)

 

 

s/c = 0.125 s/c = 0.250

(a) 0.1m/s2

0.25 0.375 0.5 0.625 0.75 0.875 1
0

0.01

0.02

0.03

0.04

T ∗

S
(
T

∗
)

 

 

s/c = 0.125 s/c = 0.250

(b) 0.4m/s2

Figure 3.9: The sensitivity (S) of the towed-plate FTLE field to increases in threshold track
length, presented in terms of T ∗. The initial decrease in sensitivity, which is apparent for all
accelerations and tow distances presented, indicates convergence. However, the subsequent
increase in sensitivity at track lengths indicated by the red arrows suggest the FTLE field
proceeds to diverge. The divergence is the result of an insufficient cell density, ρT .

3.9, consider Fig. 3.10, which plots cell density ρT as a function of threshold track length

T ∗, for both acceleration cases. The relationship between ρT and T ∗ is an exponential

decay of the form ρT ∼ e−T ∗

, which is represented by the fitted curves. It is observed from

Fig. 3.10 that the threshold track lengths (T ∗) that mark the onset of divergence, and of

where the FTLE ridge fails to be resolved, correspond roughly to when the cell density falls

beneath 1000 in the a = 0.1m/s2, and 3000 in the a = 0.4m/s2 case. This is similar to what

was observed in the the double-gyre study, where further increases to the threshold track

length would not improve convergence if the cell density was below O(1000). Thus, given

the results from the double-gyre and experimental vortical flows, it is recommended that

the largest possible threshold track length be used while maintaining a cell density above

O(1000).

3.4 Conclusions

The current study presents an algorithm to identify an LCS directly from unstructured

Lagrangian data generated from 2D-PTV experiments. Opposed to traditional LCS quan-

tification methods, the algorithm discretizes flow-map data at each time step via a Voronoi
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tesselation and subsequently calculates the spatial gradient using a discrete form of the

divergence theorem without the requirement of fixed-grid interpolation. The algorithm was

implemented to calculate the FTLE field of an analytical double-gyre flow with a known

solution, and was also implemented on two-dimensional, experimental data collected around

an accelerating plate. Through dimensional analysis, the two most critical dimensionless

groups were identified as influencing factors on the LCS identification of a pertinent eddy

within the flow. These two groups quantify particle track length threshold and the number

of particles that present with the track length threshold. The first dimensionless parameter

is T ∗, which is the threshold track length T non-dimensionalized by the eddy’s timescale

τ0. τ0 is defined here as the time required for a fluid parcel to recirculate about the eddy’s

periphery. The second dimensionless parameter is cell density ρT , which represents the

effective seeding density upon applying the threshold track length to the data. The simu-

lations and experiments described herein provide a means to investigate the effects of these

groups on LCS identification from unstructured data.

Unsteady double-gyre flow was simulated to both test the fidelity of the proposed al-

gorithm, and to investigate the effects that threshold track length and cell density have

on FTLE-field convergence. FTLE fields that were calculated using sufficiently high track

lengths and cell densities demonstrated a convergence towards the FTLE field presented

by Shadden et al. [2005]. In contrast, a low threshold track length (T ∗) resulted in a non-

converged FTLE field, while a low cell density (ρT ) was too coarse to properly evaluate the

FTLE. It was further observed that convergence flattened upon increasing the threshold

track length above 80% of the eddy timescale for cases where the cell density was below

O(1000). The result indicates that cell density becomes a limiting factor for experiments

where there is a low particle count. The algorithm was subsequently tested using exper-

imental 2D-PTV data of a nominally two-dimensional vortex generated by a towed plate

accelerated in a quiescent free-surface water channel. The experimental data was used

to further evaluate the algorithm’s robustness when faced with temporally inhomogeneous
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Figure 3.10: Cell density (ρT ) derived from the towed-plate experiment as a function of
threshold track length (T ∗). The curves represents functions of the form ρT = Ae−B(T ∗)

fitted to the results. Cell density falls beneath 1000 and 3000 roughly at the same threshold
track lengths that causes sensitivity to diverge in the 0.1m/s2 and 0.4m/s2 cases, respec-
tively. Thus, a cell density of approximately O(1000) presents itself as a rough minimum
benchmark for experimental LCS identification.

tracks, as well as to investigate the effect of particle dropout, since ρT ∝ e−T ∗

for experi-

mental data.

The FTLE field presented with a disorganized and discontinuous ridge when the thresh-

old track length was set to 25% and 100% of the vortex’s eddy timescale. However, distinct

LCS ridges were observed when the threshold track length was set to 50% and 75% of

the eddy timescale for all s/c presented. FTLE sensitivity upon increasing threshold track

length generally decreased up to T ∼ 0.50τ0, after which an increase was observed. The

divergence is attributed to a decrease in cell density below O(1000), which is deemed in-

sufficient to resolve the LCS ridge. The results from the experimental data suggest that a

compromise is necessary between track length and the density of tracked particles to resolve

an LCS where an insufficient number of particles have long track lengths. Future exper-

iments should aim for the highest possible track length while maintaining a cell density

above roughly O(1000), or equivalently above O(0.01ppp) if the size of the LCS is on the

order of the FOV.
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Chapter 4

Entrainment and Topology of

Accelerating Shear Layers

ABSTRACT: A constantly accelerating circular plate was investigated towards under-

standing the effect of non-stationarity on shear-layer entrainment and topology. Dye vi-

sualizations and time-resolved Particle Image Velocimetry measurements were collected

for normalized accelerations spanning three orders of magnitude. Increasing acceleration

acts to organize shear-layer topology. Specifically, the Kelvin-Helmoltz instabilities within

the shear layer better adhered to a circular path and exhibited consistent and repeatable

spacing. Normalized starting-vortex circulation was observed to collapse with increasing

acceleration, which one might not expect due to increased levels of mixing at higher in-

stantaneous Reynolds numbers. The entrainment rate was shown to increase non-linearly

with increasing acceleration. This was attributed to closer spacing between instabilities,

which better facilitates the roll-up of fluid between the shear layer and vortex core. The

shear-layer organization observed at higher accelerations was associated with smaller spac-

ings between instabilities. Specifically, analogous point-vortex simulations demonstrated

that decreasing the spacing between instabilities acts to localize and dampen perturbations

within an accelerating shear layer.
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4.1 Introduction

Entrainment can be described as the assimilation and mixing process of low-vorticity fluid by

neighbouring high-vorticity fluid along a Low-to-High Vorticity Interface (LHVI). The LHVI

is typically referred to as the Turbulent Non-Turbulent Interface, or TNTI, in turbulent

flows, but is here referred to as the LHVI to extend the concept to laminar flows. Using

observations on a jet, Corrsin and Kistler [1955] proposed that the LHVI possesses a finite

thickness, across which sharp spatial gradients in enstrophy, velocity and Reynolds stresses

should be observed. The transfer of enstrophy occurs along the LHVI at scales on the

order of the Kolmogorov length scale. This model for the LHVI has been verified in jets

[Wolf et al., 2013, Mistry et al., 2016, Phillip and Marusic, 2012], in canonical turbulent

boundary layers [Chauhan et al., 2014] and in stratified flows [Krug et al., 2013]. Despite

entrainment occurring at smaller scales, large-scale motions play an important role as well.

Specifically, larger scales within the high-vorticity region act to “roll-up” irrotational fluid

in a swirling manner towards the LHVI [Brown and Roshko, 1974, Dimotakis and Brown,

1976]. Although the classical description of roll-up is not observed in jets or boundary layers,

larger eddies along the periphery do act to draw irrotational fluid in contact with the LHVI,

which is then consumed by smaller scales [Phillip and Marusic, 2012, Chauhan et al., 2014,

Mistry et al., 2016]. This roll-up mechanism is very apparent in laminar starting vortices,

where irrotational fluid is spiraled towards the vortex-core centre [Olcay and Krueger, 2008,

2010]. However, since vorticity in laminar vortex rings can only be exchanged via laminar

diffusion, this roll-up mechanism may not be representative of the entrainment mechanism

observed in turbulent vortex rings.

In many of the aforementioned studies, the stationarity condition allowed for the entire

LHVI to be treated as a single data ensemble, from which statistics could be extracted.

Similar statistical analyses are not meaningful when studying non-stationary shear layers
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that are spatially non-similar and dependent on flow history. In spite of this challenge, non-

stationary shear layers are ubiquitous. For example, any accelerating body will unavoidably

form an non-stationary shear layer in its wake. As such, the non-stationarity of the shear

layer is inseparably linked to the development of starting vortices, and therefore to the

propulsion for instance of swimmers and flyers. Environments where the flow conditions vary

with time, such as atmospheric and cardiovascular flows, will also exhibit non-stationary

shear layers [Pawlak and Armi, 1998, Gharib et al., 1998].

In spite of their ubiquity, the mixing and entrainment mechanics of non-stationary

shear layers remain poorly understood. Previous studies on the subject have typically

focused on the development of starting vortices formed by piston-cylinder arrangements.

Earlier studies have considered the effect of the piston stroke length to diameter ratio

[Dabiri and Gharib, 2004, Shadden et al., 2006, 2007], as well as the piston’s velocity pro-

gram [Olcay and Krueger, 2008, 2010]. Xu and Nitsche [2015] specifically explored the effect

of acceleration rate on starting-vortex development through numerical simulations of an ac-

celerating plate traveling at a velocity U = atp. Here, a represented an acceleration constant

while p was set to 0.5, 1 and 2. The results showed that after an initial viscous stage of

short duration (s/D < 0.03), the dynamics of the vortex, including the circulation and the

position of its vortex centre, agreed well with inviscid scaling. Although these studies repre-

sent significant contributions, they are limited in their applicability. For one, all the studies

in question investigated starting vortices within a laminar regime. Secondly, the studies

did not comment on the role of Kelvin-Helmholtz (KH) instabilities. For instance, the KH

instabilities in stratified, laminar shear layers accelerating through contracting channels

have been observed to detach and merge with downstream instabilities, [Caulfield et al.,

1996] or even “leapfrog” past them [Pawlak and Armi, 1998, 2000]. However, the applica-

bility of these studies on laminar, accelerating shear layers to situations involving higher

accelerations, as well as to transitional and turbulent regimes, is not certain.

The complex topology of a turbulent shear layer must intuitively affect the transport
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of vorticity-containing mass and circulation into the starting vortex, which will be studied

here as a canonical non-stationary case. A shear layer’s topology must also alter the en-

trainment and vorticity diffusion that occurs at the LHVI. LHVI topology and mechanics

at higher Reynolds numbers have been studied extensively for various ergodic flows. Work

by da Silva et al. [2011] demonstrated that the topology and entrainment mechanics along

an LHVI can be attributed to intense vortical structures that exist just beneath the shear

layer’s surface. Further to this, Wolf et al. [2013] demonstrated that the entrainment rate

is greater at positions along an LHVI that are concave relative to the irrotational fluid. Al-

though these findings are compelling, their pertinence towards the LHVIs of non-stationary

shear layers is uncertain.

Towards understanding the entrainment and associated topology of non-stationary shear

layers, the current study considers a canonical, non-stationary problem: A constantly-

accelerating circular plate of diameter D towed normal to its path from rest. Here, acceler-

ation is normalized as a∗ = aD3/ν2, where ν is kinematic viscosity. Given the lack of work

done on accelerating shear layers, one must abstract from conclusions of stationary flows to

formulate a hypothesis. Firstly, visualizations of stationary shear layers [Brown and Roshko,

1974, Dimotakis and Brown, 1976], steady cylinder wakes [Cantwell and Coles, 1983], and

turbulent boundary layers [Schlatter et al., 2010] demonstrate that increases in the Reynolds

number results in increased turbulent mixing. This increased turbulent mixing has been

demonstrated to correlate with an increase in the local entrainment rate along the LHVIs of

these flows [Ricou and Spalding, 1961, Chauhan et al., 2014]. The most compelling evidence

of this is work presented in Wolf et. al (2013), which demonstrates that the entrainment

rate increases along the periphery of a jet with increasing Reynolds number. An increase

in turbulent mixing with increasing Reynolds number is also apparent in isolated vortex

rings, which manifests in the form of azimuthal waves. Upon exceeding a circulation-based

Reynolds number of 2Γ/ν ∼ O(104), a circular vortex ring will begin to tilt and stretch

along its filament to facilitate the formation of azimuthal instability waves [Glezer, 1988].
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The number of azimuthal waves that appear along the filament has been shown to increase

with increasing Reynolds number [Liess and Didden, 1976, Didden, 1977, Saffman, 1978].

Based on what has been observed in stationary flow fields and isolated vortex rings, it is

hypothesized that by increasing a∗, and therefore the instantaneous Reynolds number, that

the shear layer will exhibit greater turbulent mixing and thus an increased entrainment

rate. This hypothesis assumes that the shear layer has long transitioned into the turbulent

regime. For this reason, sufficiently large a∗ values have been selected for the experiments

presented herein. To validate this hypothesis, visualizations and planar measurements along

the plate’s midspan were performed. The experiments are therefore chosen to elucidate the

effect that accelerating flows have on shear-layer topology and entrainment, and are outlined

in the following section.

4.2 Experimental Setup

A circular plate of diameter D = 30cm was continuously accelerated through a 15m-long,

optical towing tank (Fig. 4.1(a)) with a square cross-sectional area of 1m2, resulting in a

blockage ratio of 7%. The plate was mounted to a traverse located above the tank via a

sting that attached to the plate’s suction side. The sting’s diameter and horizontal length

were 0.1D and 2D, respectively. Three a∗ values spanning three orders of magnitude were

tested. Their exact a∗ values are presented in Fig. 4.1(c). The current work hereafter

refers to the experimental cases where a∗ = O(109), O(1010) and O(1011) as the low-,

mid- and high-acceleration cases, respectively. Shear-layer dye visualizations for the low-

and mid-acceleration cases were performed over a domain of 0 ≤ s/D ≤ 4.3, where s

is distance traveled. For either acceleration case, the shear layer exhibited a consistent

topology throughout the entire s/D domain. As such, PIV measurements were limited to

0.68 ≤ s/D ≤ 1.05, which provided sufficient spatial resolution of the shear layer, yet was

early enough that the starting vortex could be captured within the field-of-view (FOV).
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s
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Figure 4.1: Summary of the experimental apparatus: (a) A circular plate was accelerated
through a 15m-long towing tank with a 1m × 1m square cross-section; (b) images were
captured within a 0.63D × 0.63D planar FOV using the presented optical apparatus; (c)
tested a∗ values, camera frame rates, and symbols to be used in subsequent plots.

Thirty trials of PIV data were collected for each acceleration case. The PIV apparatus

is shown in Fig. 4.1(b). A 40mJ-per-pulse laser was expanded into a 1mm-thick sheet

that illuminated a 0.63D × 0.63D planar FOV. 55µm polymer microspheres were added

to the water to serve as tracer particles. Images centred at the plate’s bottom edge were

captured by a high-speed camera at frame rates indicated in Fig. 4.1(c), which maintained

equal temporal resolution between acceleration cases. The images were flipped vertically

so that the y axis would point upwards, and subsequently processed in DaVis 8.2.0 to

extract velocity fields. A multi-pass interrogation scheme was applied. Two initial passes

were performed using 128-by-128-pixel interrogation windows with 75% overlap, followed

by two final passes performed using 64-by-64-pixel interrogation windows with 75% overlap.

Thus, the final vector field was comprised of 256 by 256 vectors. Vectors with peak ratios

less than 2.0 were identified as outliers [Hain and Kaehler, 2007]. These outliers, which

comprised on average 2% of all vectors, were replaced using neighboring vectors. Finally, a

3 × 3 × 3, three-dimensional Gaussian filter was applied on the enstrophy fields to reduce
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the high-frequency noise in the enstrophy field. Representative enstrophy contours from

the mid-acceleration case before and after applying the Gaussian filter are presented in Fig.

4.2, demonstrating that the filtering has little effect on the structures within the starting

vortex itself. Subsequent data processing was performed in MATLAB 2012a.

Figs. 4.3(a) and (b) illustrate the experiment and summarize the quantifiable measures

derived from the PIV measurements. The circular plate travels left at an instantaneous

velocity of UP . The shear layer is comprised of KH instabilities and exhibits a global

velocity profile of u(y) at the plate edge. The starting-vortex circulation (Γ∗) is determined

via an area integral of vorticity that spans the section of the FOV located behind the

plate. The circulation provided by the shear layer (Γ∗

SL) is calculated by integrating the

vorticity flux across a line spanning from the plate edge to the top of the FOV (ytop). The

initial starting-vortex circulation is then added (Γ∗
0) so that Γ∗ and Γ∗

SL may be directly

compared. Γ∗

SL represents the aggregate spanwise vorticity generated by the shear layer,

while Γ∗ represents the amount of spanwise vorticity within the starting vortex that has

not tilted out of plane. Both Γ∗ and Γ∗

SL are normalized here by UPD: The area integral

for calculating Γ∗, as well as the mass-flux integral for calculating Γ∗

SL are presented in Eq.

4.1:

Γ∗ =
1

UPD

∫∫

ωdA, Γ∗

SL =
1

UPD

∫ t

0

∫ ytop

0
ω(u(y)− UP )dydτ + Γ∗

0. (4.1)

When calculating Γ∗

SL, the integral is evaluated along an axis that runs parallel to the plate,

positioned at the suction side of the plate’s tip.

To characterize entrainment, the entrainment velocity (vε) was calculated along LHVIs

that were identified via various |ω2| thresholds. vε represents the relative velocity of the

local enstrophy isosurface in a Lagrangian frame [Wolf et al., 2013]. vε is normal to the |ω2|

contour and positive in the direction of increasing ∇|ω2|. Thus, negative and positive vε
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Figure 4.2: Representative normalized enstrophy contours (a) before and (b) after applying
a 3 × 3 × 3, three-dimensional Gaussian filter to the enstrophy field. The filter removes
high-frequency noise within the field, while maintaining the structures within the vortex.

values indicate entrainment and detrainment, respectively:

vε = −D|ω2|
Dt

/

∣

∣ ∇|ω2|
∣

∣ . (4.2)

It is commonly accepted that vε is sensitive to the |ω2| threshold, and that there is no

objective way in selecting it [Wolf et al., 2013]. The current study determines a threshold

per time step by increasing it from zero by increments of 0.005 ×max(|ω2|) until the area

of the rotational region changes by less then a certain percentage. Thresholds of 1%, 2%

and 4% area change (∆A) were used and their results were compared. To calculate a two-

dimensional analogue for the entrainment rate, the entrainment velocity was integrated

along the entire periphery of the identified LHVI using the following discrete integral:

ε = −
∮

LHV I

vεds ≡ −
∑

vε∆s (4.3)

Here, vε is summed along the entire LHVI while being multiplied by ∆s, which represents

the length of the LHVI corresponding to the current data node. For each acceleration

case, ε is normalized by UPD, compiled into a single ensemble across all 30 runs, and then

averaged. This global average, referred to hereafter as ε/(UPD), produced consistent results
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Figure 4.3: Pertinent experimental parameters and quantifiable measures of the shear layer
and starting vortex. Γ∗ represents the circulation within the starting vortex. Γ∗

SL represents
the integral circulation fed by the shear layer through the relative-velocity profile u(y)−UP .
λ is a measure of the spacing between KH instabilities, while Tω is the time period between
consecutive sheddings. δω represents the shear-layer thickness, and vε is the entrainment
velocity, which is a measure of local enstrophy spreading.

when comparing acceleration cases at equal area thresholds. Although the global average

cannot provide temporal trends, it can be reliably determined since it is calculated from

the order of 1000 separate measurements.

The 30-run, phase-averaged |ω2|-fields exhibited coherent and distinct KH instabilities

near the plate tip, and as such were used to identify instances of KH-instability shedding,

from which the shedding wavelength (λ) of KH-instabilities was determined. These shed-

ding instances coincided nearly exactly (+/ − frame) with instances where the shear-layer

thickness (δω), as defined in Brown and Roshko [1974], exhibited a local minimum:

δω = max(|ω|)−1

∫ ytop

0
|ω|dy. (4.4)

Similar to Γ∗

SL, the integral in Eq. 4.4 is calculated along an axis that runs parallel to the

plate, positioned at the suction side of the plate’s tip. The y-axis in Eq. 4.4 should in fact

point normal to the shear layer to account for the shear layer’s incline. However, given
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that the shear layer’s incline is equal and constant for all accelerations tested (θ = 45◦),

omitting the incline still allows for δω to be relatively compared for all three acceleration

cases. λ was evaluated as the distance traveled by the plate between consecutive sheddings

and normalized by the mean shear-layer thickness (δω). The time between shedding (Tω)

was used in calculating a shear-layer thickness Strouhal number, which was evaluated as

Stδω = δω/(UPTω).

To characterize the instantaneous turbulence, a circulation-based Reynolds number cal-

culated after Glezer [1988] is presented throughout this study. It can be approximated from

the kinematics of the circular plate using the following equation:

ReΓ =
2Γ

ν
=

2
∫ t
0 u(τ)

2dτ

ν
=

√

8as3

ν2
(4.5)

Glezer [1988] reports that vortex rings produced from piston cylinders of infinite piston

stroke-to-diameter ratios will transition to turbulence when ReΓ = O(104). This occurs

for the three acceleration cases presented herein within a diameters-traveled domain of

0.10 ≤ s/D ≤ 0.35. Thus, the PIV measurements and dye visualizations presented herein

are assumedly turbulent.

4.3 Results

Fig. 4.4 presents shear-layer dye visualizations for the low- and mid-acceleration cases, at

various s/D ratios and corresponding instantaneous ReΓ. For either case, and over the entire

s/D domain tested, the shear layer is comprised of a KH-instability train that wraps around

the starting vortex. The development of the starting vortex collapses with distance travelled

and therefore agrees with classical formation-number arguments [Gharib et al., 1998]. Given

the consistent flow topology, the PIV measurements were limited to 0.68 ≤ s/D ≤ 1.05 for

all three acceleration cases. Unlike in stationary shear layers, instabilities that form along
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Figure 4.4: Shear-layer dye visualizations for the low- and mid-acceleration cases at various
s/D. Corresponding instantaneous ReΓ are indicated as well. The complete visualization
sequences can be viewed side-by-side in the supplementary video: “Movie 4-1.mp4”.

the low-acceleration shear layer are prone to merging and leapfrogging. However, when

comparing either case, it is observed that the mid-acceleration case presents with a more

organized KH-instability train, whereas the instabilities in the low-acceleration case exhibit

more inconsistent spacing and leapfrogging. These observations can be seen more clearly

from the supplementary video: “Movie 4-1.mp4”. This increased organization with a∗ runs

contrary to the expectation that the shear layer would disorganize for higher instantaneous

Reynolds numbers through increased mixing.

The reorganization of the flow with increasing a∗ can also be observed in all three

accelerations from the |ω2| fields presented in Fig. 4.5. From single trials of the low-

acceleration case (Fig. 4.5(a)), KH-instabilities are observed to meander and leapfrog.

These motions are subdued in the mid-acceleration case, and are essentially non-existent in

the high-acceleration case. Instead, the KH-instabilities adhere to a circular path. Further

to this, the spacing and positioning of instabilities becomes increasingly more consistent with

higher a∗. This is apparent from the phase-averaged |ω2| fields presented in Figs. 4.5(d-f).
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Figure 4.5: Single-run (first row) and phased-averaged (second row)
∣

∣ω2
∣

∣ fields at s/D = 1
for all acceleration cases. Corresponding instantaneous ReΓ are indicated along the bottom
row. Increasing a∗ organizes the vortex: KH instabilities better adhere to a circular path
(black spirals) in (b) and (c), whereas the instabilities tend to meander and leapfrog in (a).
Also, the instabilities remain consistently spaced at higher accelerations, as demonstrated
in the phase averages: The instabilities in (d) are smeared, while those in (f) remain pro-
nounced along the entire shear layer. The supplementary video, “Movie 4-2.mp4”, presents
additional runs in its first three columns, and presents the phase averages in its fourth
column.

The KH instabilities in the low-acceleration case are smeared through phase-averaging due

to their stochastic motions. In contrast, the organization and synchronization of instabilities

within the high-acceleration case results in their clear presence throughout the entire shear

layer. Finally, the spacing between instabilities reduces with increasing a∗. The reader is

referred to the supplementary video “Movie 4-2.mp4”, which presents additional sequences

of single-run enstrophy fields, as well as the phase-averaged enstrophy fields.

The circulation histories are plotted in Fig. 4.6. Both Γ∗ and Γ∗

SL respectively col-

lapse for all acceleration cases. The collapse in Γ∗

SL demonstrates that the feeding rate of
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Figure 4.6: Starting-vortex circulation (Γ∗) and shear-layer circulation (Γ∗

SL) for all accel-
eration cases. Large markers indicate instances of KH shedding. Error bars represent the
propagation of 3% error in the velocity measurements. The solid black line represents a
curve with the shape (s/D)1/3, which is Γ∗ as predicted by inviscid theory [Xu and Nitsche,
2015]. The collapse of Γ∗

SL demonstrates that the circulation feeding rate is unaffected
by the shear layer’s acceleration. The collapse in Γ∗ demonstrates that the same amount
of non-dimensional, azimuthal circulation remains within the starting vortex in spite of
increases to a∗, and thereby in spite of increases to the instantaneous ReΓ.

normalized circulation is unaffected by increasing the shear layer’s acceleration. Further-

more, the collapse in Γ∗ demonstrates that in spite of increasing a∗, the same amount of

non-dimensional circulation in the starting vortex remains within the azimuthal plane. The

collapse may suggest that increasing a∗ does not promote significant vortex tilting, and that

the shear layer remains bulk two-dimensional in spite of the increase in the instantaneous

Reynolds number. However, this can only be speculated from the results. Finally, Γ∗ is well

described by a curve with the shape (s/D)1/3, which indicates that in spite of the increase

in Reynolds number between the three cases, the circulation is predicted well by inviscid

theory presented in Xu and Nitsche [2015]

Although the flow topology appears more disorganized at lower accelerations, the en-

trainment rate does in fact increase with a∗, albeit non-linearly. Fig. 4.7(a) presents

ε/(UPD) using various ∆A thresholds for all three acceleration cases. Although sensi-

tive to the applied threshold, the low-acceleration case consistently exhibits a ε/(UPD)
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that is approximately 50% that of the mid- and high-acceleration cases, which are nearly

identical. This increase in entrainment from the low-acceleration case to the mid- and high-

acceleration cases may be elucidated in the topological differences of their respective LHVIs,

which are respectively shown for a single run in Fig. 4.7 using a ∆A of 2%. For the mid-

and high-acceleration cases, the small spacing between instabilities results in the formation

of a narrow channel between the shear layer and vortex core that binds irrotational fluid

and facilitates its roll-up into the starting vortex. Here, irrotational fluid that is located

between the shear layer and vortex core rolls up and is inevitably entrained. This is made

apparent by the high concentration of entrainment that occurs at the underbelly for both

the mid- and high-acceleration cases. In contrast, the large spacing between instabilities

for the low-acceleration case reduces the effectiveness of this roll-up, as irrotational fluid is

left unbounded along the periphery of the vortex core. As mentioned in the Introduction,

this roll-up mechanism has been shown to be crucial in the entrainment of irrotational fluid

in vortex rings [Olcay and Krueger, 2008, 2010]. The reduced effectiveness of this roll-up

in the low-acceleration case may act to decrease the entrainment into the vortex core. The

reader is referred to the supplementary video: “Movie 4-3.mp4”, which presents the full

sequences for the cases presented in Fig. 4.7. It is noted that the observations made here

hold true up until a threshold of ∆A of 6%, beyond which the shear layer becomes indistin-

guishable from the vortex core. It is noted that the entrainment observed here must involve

turbulent diffusion. As such, the mechanism for exchanging vorticity must be significantly

different to that of laminar vortex rings, where vorticity may only be exchanged via laminar

diffusion.
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Figure 4.7: (a) presents ε/(UPD) for all three acceleration cases at thresholds of ∆A = 1%,
2% and 4%. The error bars represent the standard error of the averages. ε/(UPD) is
consistently about 50% smaller for the low-acceleration case in comparison to the other
two cases. (b), (c) and (d) present |ω2|-containing mass regions (red) identified using
∆A = 2%, as well as regions of entrainment and detrainment for the low-, mid- and
high-acceleration cases, respectively. a∗, as well as corresponding instantaneous ReΓ are
indicated above the mass-containing fields. For the mid- and high-acceleration cases, the
decreased spacing between instabilities produces a channel that rolls up irrotational fluid.
Entrainment is promoted within the channel, and at an “underbelly” of high entrainment
located at the channel’s end. This is not observed in low-acceleration case. See “Movie
4-3.mp4” for full sequences of the above cases.
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Figure 4.8: (a) Shear-layer thickness (δω/D) against s/D for all acceleration cases. The
peaks concur with instances of KH shedding determined from
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∣-field sequences. (b)

Shedding wavelength (λ/δω) and (c) Strouhal number (Stδω) against s/D, both demonstrat-
ing that shedding frequency increases, and consequentially instability spacing decreases
with increasing a∗. Error bars in (b) and (c) represent the propagation of ±1 frame in the
identification of shedding instances.
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The decrease in spacing between KH instabilities that is qualitatively apparent in Figs.

4.5 and 4.7 is quantified in Fig. 4.8(a-c), which respectively present δω/D, λ/δω and Stδω

for the phase averages of all acceleration cases. Fig. 4.8(a) demonstrates that the shear

layer thickness is unaffected by a∗, as all three cases exhibit a mean shear-layer thickness

of ∼ 0.15δω/D. The periodicity of δω/D in all acceleration cases is caused by the shedding

of KH instabilities at the plate edge. In fact, the troughs along each plot coincide with

the shedding of an instability observed within the |ω2| sequences. Figs. 4.8(b) and (c)

indicate a decrease in shedding wavelength (λ/δω), as well as a corresponding increase in

Strouhal number (Stδω) with increasing a∗. Furthermore, the Strouhal numbers of the

non-stationary shear layers presented here are much larger than that for stationary shear

layers. Specifically, the shear-layer Strouhal numbers presented here range between 0.4 and

0.7 and are therefore larger than Stδω = 0.13, as predicted by linear stability theory for

stationary shear layers [Ho and Huerre, 1984]. The results demonstrate that the frequency

of shedding increases with a∗, and consequently the spacing of instabilities measurably

decreases with a∗. Thus, although acceleration has no effect on the transport of vorticity

into the starting vortex, as demonstrated by the collapse in circulation shown in Fig. 4.6,

it does in fact have a significant effect on the topology of the shear layer by decreasing the

spacing between instabilities, as demonstrated here. Providing a physical explanation as

to why acceleration acts to decrease instability spacing would require extending previous

stability-theory analyses to account for acceleration. Unfortunately, this is not a trivial

endeavor and would require large modifications to the work presented in aforementioned

studies. As such, it is not attempted here and left for future studies.

The organization and stability of the shear layer that is observed at larger a∗ can be

related to the decreased spacing between instabilities. To demonstrate this, three different

point-vortex simulations are presented in Fig. 4.9, which show that as the wavelength

between instabilities decreases within a KH train, then the instabilities will be less prone to

deviate from their equilibrium positions if one instability perturbs from its own equilibrium
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position. To calculate the paths of point vortices, an algorithm developed after Ashbee et al.

[2013] is used in the current study. The algorithm calculates the paths of N point vortices

of circulation Γi (i = 1, 2, ...N) based on the velocity field that the vortices induce. The

motion of point vortices contained within a two-dimensional, simply-connected domain is

defined as:

Γiẋi =
∂H

∂yi
,Γiẏi =

∂H

∂xi
. (4.6)

Here H is the Hamiltonian, which can be written as:

H(~r1, ..., ~rN ) =
N
∑

i=1

N
∑

j=1

ΓiΓjG(~ri ~rj)−
1

2

N
∑

i=1

Γ2
i g(~ri, ~ri), (4.7)

where G and g are the Green function and the residual Green function respectively, and

~r = [x, y]T represents the vector position of a point vortex. The dot accent indicates

differentiation with time. For further details regarding the algorithm, the reader is referred

to Ashbee et al. [2013]. In each simulation, a constant value of circulation is divided amongst

a system of point vortices that are positioned at equal arclengths along a circle of radius R0.

If left unperturbed, the vortices would rotate about the circle after a period of T . However,

to simulate a dimensionlessly equal perturbation of an instability within each vortex system,

the vortex positioned at θ = 0 is shifted by 0.5λ/R0 counterclockwise along the circle at

time t/T = 0, which causes the vortices to deviate from their circular path.

Fig. 4.9(a-c) present vortex trajectories for 0 ≤ t/T ≤ 0.5 for simulations where the

inter-vortex arclength is λ/R0 = π/4, π/8, and π/16, respectively. The vortices in (a) devi-

ate greatly from the original circle and follow oscillatory paths due to the perturbation, as

indicated by their winding trajectories. This deviation and oscillation becomes increasingly

subdued and localized with decreasing arclength, as demonstrated by the organized paths

followed by the majority of vortices in (b) and (c). The mean deviation of the vortices is
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Figure 4.9: Point-vortex simulations demonstrating how decreasing λ/δω stabilizes a vortex
train. Vortices (circles) are positioned along a circle of radius R0 at dimensionless arc-
lengths of (a) π/4 (b) π/8 and (c) π/16, but the θ = 0 vortex (orange square) is initially
perturbed by 0.5λ/R0. Vortex trajectories for half a period (T/2) are presented in (a), (b)
and (c). (d) plots the mean deviation of vortices from the circle against t/T .

quantified in Fig. 4.9(d), which presents the average of
√

(r2 −R2
0)/R0 for all three simula-

tions. Here, r represents the radial distance of a point vortex from the centre of the circle.

The mean deviation of the vortices within the λ/4 simulation is widely oscillatory during

the entire half-period, and quickly overtakes the mean deviation of vortices within the λ/8

and λ/16 simulations. The mean deviations of vortices for the λ/8 and λ/16 simulations do

in fact overtake that of the λ/4 simulation after t/T > 0.4. However, the mean deviation of

vortices within these simulations is consistently non-periodic. The results demonstrate that

decreasing the spacing between instabilities has a stabilizing effect on a shear layer. Specif-

ically, if an individual instability is perturbed, the remaining instabilities are less prone to

the deviate from their original path. This provides an analogous explanation as to why

shear layers of larger a∗ tend to be more organized: perturbations of individual instabilities

within shear layers of large a∗ have less effect on the overall organization of the KH train.

4.4 Conclusions

To investigate how non-stationarity affects shear-layer entrainment and topology, dye visu-

alizations and time-resolved PIV measurements on a continuously-accelerating circular plate

78



were performed in an optical towing tank. Contrary to initial expectations, dye visualiza-

tions and |ω2| fields demonstrated that acceleration acts to organize the shear-layer topology.

Specifically, KH-instabilities abide more closely to a circular path, exhibit consistent spac-

ing, and are less prone to “leapfrogging” as acceleration is increased. Furthermore, in spite

of increasing acceleration over three orders of magnitude, the histories of non-dimensional

circulation fed through the shear layer, as well as the histories of non-dimensional circulation

within the starting vortex collapsed onto a single curve. The collapse in shear-layer circu-

lation demonstrates that the circulation feeding rate is insensitive to the non-stationarity

of the shear layer. Also, the collapse in starting-vortex circulation demonstrates that the

amount of non-dimensional, azimuthal circulation within the starting vortex remains un-

changed in spite of the increase in the shear layer’s instantaneous Reynolds number. In

comparison to stationary shear layers, the instabilities of the non-stationary shear layers

studied here exhibit leapfrogging and merging of instabilities. Furthermore, a non-linear

increase in the shedding frequency of instabilities is observed with increasing acceleration,

which acts to organize the shear layer by reducing instability leapfrogging and merging.

Despite the organizing effect that increasing a∗ had on shear-layer topology, the mean en-

trainment rate along the LHVI was shown to increase with a∗, albeit non-linearly. This

higher entrainment rate for larger a∗ was attributed to the closer spacing of instabilities

that promotes the roll-up of irrotational fluid between the vortex core and shear layer,

which would ultimately be entrained within a coherent “underbelly” near the plate’s cen-

tre. This observed decrease in instability spacing was quantified using the Strouhal number

and shedding wavelength, both of which indicated a decrease in spacing with increasing a∗.

Finally, point-vortex simulations showed that if an individual instability is perturbed from

equilibrium, then the remaining instabilities within a KH train are less prone to move off

their circular path as the spacing between instabilities decreases. The point-vortex sim-

ulations analogously demonstrate how increasing a∗ acts to organize the shear layer: as

a∗ increases, the spacing between instabilities reduces, which in turn reduces the effect of
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perturbed instabilities on the rest of the KH-instability train. The result provides a simple

yet powerful explanation as to why increasing acceleration acts to organize the shear-layer

topology. In spite of this, a physical argument as to why instability spacing decreases with

increasing acceleration remains to be developed. Developing such an argument would re-

quire the modification of previous stability analyses summarized by Ho and Huerre [1984],

but is left for future studies.
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Chapter 5

A Lagrangian Perspective Towards

Studying Entrainment

ABSTRACT: A technique for characterizing entrainment by categorizing pathlines based

on their enstrophy history is presented. Pathlines that gain enstrophy while within what

is termed here as the “enstrophy-source region” are categorized as enstrophy-source path-

lines, whereas pathlines that gain enstrophy while outside the enstrophy-source region are

categorized as entrained pathlines. The method was tested on experimentally acquired

Lagrangian data of a turbulent starting vortex forming behind a linearly accelerating cir-

cular plate. The method is shown to be insensitive to its control parameters, which are an

enstrophy threshold and the geometry of the enstrophy-source region. The method reveals

topological features significant to the entrainment that is occurring, such as the roll-up

of irrotational fluid between the shear layer and vortex core, and pockets of entrainment

that exist within undulations on the shear-layer’s outboard side. Whereas the current

method measures the entrainment directly, the use of Lagrangian Coherent Structures to

quantify entrainment is shown to be infeasible for turbulent flows due to the complicated

separatrices inherent to such flows. The proposed technique measures a final entrainment

ratio similar to that for laminar vortex rings, suggesting that turbulence does not act to

augment entrainment. The proposed method is seen as an effective tool, given its ability

to quantify the entrainment, reveal its salient topological features and be easily adapted

to different flow problems.
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5.1 Introduction

Whenever regions of low and high vorticity arise in a flow, the high-vorticity fluid will begin

to ingest and mix the neighbouring low-vorticity fluid across their shared boundary. This

ingestion process is a form of entrainment and is apparent in flows that exhibit similar

boundaries. The boundary along which entrainment occurs is referred to as the Turbulent

Non-Turbulent Interface in turbulent flows, but is referred to here as the Low-to-High

Vorticity Interface (LHVI) to extend the concept to laminar flows as well.

With improvements made to particle image velocimetry (PIV) since the 1990s, early

theories on entrainment, such as the small-scale centered “nibbling” mechanism proposed

by Corrsin and Kistler [1955] and the large-scale centred “engulfment” mechanism later pro-

posed by others [Brown and Roshko, 1974, Dimotakis and Brown, 1976, Head and Bandyopadhay,

1981, Huang et al., 1995] have been quantitatively tested using fully resolved velocity fields

of stationary turbulent flows. Nibbling has been shown to be the dominant mechanism in

imparting enstrophy in axisymmetric jets within the self-similar region [Westerweel et al.,

2009, Mathew and Basu, 2002]. However, other studies have demonstrated that in spite of

nibbling being primarily responsible for imparting enstrophy, it is the large-scale structures

that determine the entrainment rate through contorting the LHVI and by convecting low-

vorticity fluid towards it [Phillip and Marusic, 2012, Chauhan et al., 2014, Mistry et al.,

2016]. This has resulted in the current consensus that although vorticity is imparted to

the low-vorticity fluid through small-scale interactions, large-scale structures determine the

entrainment rate. Regardless of these advances, the quantitative methods used in entrain-

ment’s characterization are still under development. This is likely due to the acquisition

of spatially and temporally resolved flow fields through velocimetry techniques being an

evolving technology in its own right.

Using PIV, entrainment has been studied in two very different flow types: stationary

flows within turbulent regimes, and non-stationary flows within laminar regimes. As such,
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Figure 5.1: Diagram outlining processing methodologies for computing the entrainment
from velocimetry amenable images. Typically, differentiation or integration of vector fields
is performed, from which the entrainment can be investigated using (a) the enstrophy-
isosurface method which looks at the spreading of |ω2| or (b) the material-manifold method
which uses first-order models based on LCS topology. A third approach is represented in
(c), which is to analyze the enstrophy history along pathlines attained through 4D-PTV,
from which the entrainment ratio can be evaluated.

two very disparate quantitative analyses for entrainment have arisen within the community.

The procedure for applying these two methods to images amenable to velocimetry is outlined

by the upper branch of in Fig. 5.1. In method (a), termed here as the enstrophy-isosurface

method, velocity fields derived from PIV are spatially differentiated to access enstrophy,

its gradient, and its material derivative, from which the spreading of enstrophy isosurfaces

are used to quantify entrainment. In method (b), termed here as the material-manifold

method, the velocity field is integrated in time to reveal material manifolds, from which

sources of entrained and enstrophy-carrying fluid are identified.

The current study proposes method (c), termed here as the enstrophy-history method, as

a third option. Here, data is collected within a Lagrangian framework via Particle Tracking

Velocimetry (PTV). Then, enstrophy is determined using irregular differentation so that
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pathlines are preserved. One can then ascertain when and where within the flow field a

pathline gained enstrophy, and in so doing categorize pathlines into various groups including

those that gained enstrophy through entrainment. Not until recently, this method would be

considered unfeasible due to poor spatial resolution of PTV, and the short pathlines PTV

produces. However, the recent development of four-dimensional PTV (4D-PTV), also known

as Shake-The-Box (STB), has made it possible to experimentally acquire pathline data at

a significantly higher spatial resolution than tomographic PIV [Schanz et al., 2016]. Also,

through a method similar to Flow-Map Compilation (FMC) [Brunton and Rowley, 2010,

Raben et al., 2014], these pathlines can be extended beyond their lifespan, which allows for

the material history along pathlines to be more readily investigated. The advantages of

this method are two-fold: First, unlike the method (a), it is unreliant on difficult-to-access

derivatives that are likely contaminated by error propagation; and second, unlike method

(b), the sources of entrainment need not be conjectured from complex topological features

found in more complicated flows, such as turbulent flows.

The current study evaluates the viability of this third method towards investigating and

quantifying entrainment. To evaluate the method, a canonical, non-stationary turbulent

flow is considered: The startup of a constantly-accelerating circular plate towed normal to

its path from rest [Fernando and Rival, 2016b]. Here, a shear layer forms at the plate tip,

which rolls up into a vortex on the suction side of the plate. 4D-PTV measurements along

the plate’s midspan were performed, the methodology of which are described in Sec. 5.2.

In Sec. 5.3, the sensitivity of the method to its three control parameters are evaluated.

Tracer fields are then coloured based on their pathline category from the above-described

method, and the results of this are presented and given context by comparing to tracer fields

coloured by enstrophy and by the backward-time finite-time Lyapunov exponent (FTLE).

Finally, the entrainment ratio acquired from this experiment are compared to that of pre-

vious work done on laminar isolated vortex rings. The remainder of the current section
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reviews the enstrophy-isosurface method and the material-manifold method describe ear-

lier, and presents their advantages and shortcomings. The enstrophy-history method is then

presented in detail and its advantages over the other two methods are discussed.

5.1.1 Methods for Characterizing Entrainment

The following section presents the workings of the enstrophy-isosurface method, the material-

manifold method and the enstrophy-history method. The techniques are presented here in

the context of being applied to a starting vortex forming behind a circular plate linearly

accelerating from rest. Fig. 5.2(a) and (b) present enstrophy fields for a starting vortex

forming behind a linearly accelerating circular plate at two different s/D, where s and D

represent distance traveled and diameter, respectively. The plate is accelerating at 0.4m/s2,

or a∗ = aD3/ν2 = 1.1×1010 , where ν is the kinematic viscosity of water at 20◦C. Enstrophy

fields like these would be used by the enstrophy-isosurface method to characterize entrain-

ment. Fig. 5.2(c) presents pathlines of the same starting vortex coloured by enstrophy.

The enstrophy history along pathlines such as these would be used by the enstrophy-history

method when characterizing entrainment.

The Enstrophy-Isosurface Method ( Fig. 5.1(a) )

The enstrophy-isosurface method is presented schematically in Fig. 5.3(a) for a starting

vortex forming behind a circular plate. Velocity fields are spatially and temporally differ-

entiated to access enstrophy, its spatial gradient and its material derivative. From these

derived quantities, enstrophy-containing mass of the vortex is identified through threshold-

ing the enstrophy field. The periphery of this mass is taken to be the LHVI. The rate at

which the identified LHVI locally spreads or contracts, which is known as the entrainment

velocity (vε), may be calculated via Eq. 5.1 [Holzner and Lüthi, 2011]:

vε = −D|ω2|
Dt

/

∣

∣ ∇|ω2|
∣

∣ . (5.1)
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Figure 5.2: (a) and (b) present enstrophy fields of a starting vortex forming behind a
linearly accelerating circular plate at s/D = 0.15 and 0.22, respectively. The plate lin-
early accelerates from rest at a∗ = 1.1 × 1010. Fields such as these would be used by
the enstrophy-isosurface method to characterize entrainment. In contrast, the enstrophy-
history method would employ the enstrophy history along pathlines such as those presented
in (c). The pathlines are coloured by their enstrophy magnitude. Diameters traveled (s/D)
and circulation-based Reynolds-numbers (ReΓ) are provided in the header and footer of the
figure, respectively.

vε can be integrated along the entire LHVI to determine an entrainment rate and with

time to determine an entrained mass. This methodology and others similar in nature have

been employed in turbulent jets [Wolf et al., 2013, Mistry et al., 2016], boundary layers

[Phillip and Marusic, 2012, Chauhan et al., 2014] and stratified flows [Krug et al., 2013].

Using enstrophy isosurfaces to analyze the entrainment via vε in stationary turbulent

flows allows for the quick and easy identification of the LHVI within a convoluted flow

field. Furthermore, although the error associated with an arbitrary enstrophy threshold

[Wolf et al., 2013] compounded by the error in calculating the necessary spatial gradients

produces threshold-sensitive results from individual velocity fields, the propagated error

is mitigated through conditionally averaging along an axis normal to the LHVI. As such,

various turbulent statistics pertinent to the LHVI can be accurately determined for tur-

bulent stationary flows, and are the chief focus of the previously cited studies. However,

these advantages are absent when applying the method to non-stationary flows such as the
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Figure 5.3: Schematics of the (a) enstrophy-isosurface method and the (b) material-manifold
method for calculating entrainment, applied to a starting vortex forming behind a plate.
In (a), an enstrophy isosurface is identified that distinguishes the vortex from the far-field
fluid. Regions along the contour where vε points inwards and outwards represent regions of
entrainment and detrainment, respectively. In (b), material manifolds currently identified
using LCS are used to identify sources of entrained and enstrophy-containing mass. For
example, in the case of laminar starting vortices, the backward-time FTLE reveals a channel
between the Kaden-spiral and secondary-arm separatrices through which fluid is entrained.

starting vortex. Firstly, a constant enstrophy threshold is ill-advised since the flow field is

continuously changing, and an effective moving threshold may be difficult to define. Also,

the entrainment rate and ratio calculated from individual velocity fields via this method are

highly sensitive to the enstrophy threshold, which makes this method a poor tool to evalu-

ate temporal trends in entrainment. This sensitivity cannot be improved through any form

of averaging. Conditional averaging cannot be performed in non-stationary flows since no

two time instances or two points along the LHVI exhibit similarity. Phase averaging, which

one might argue could be used to reduce the error in calculating spatial gradients, causes

the aliasing of flow structures. For example, the phase average of a starting vortex behind

an accelerating circular plate will exhibit long vortex arms emanating from its vortex core.

However, these arms are in fact the result of aliasing of Kelvin-Helmoltz (KH) instabilities

whose relative positions vary run-to-run Rosi and Rival [2016]. One may use this method

to calculate an accurate mean entrainment rate for non-stationary flows, but this is devoid

of any temporal information.
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The Material-Manifold Method ( Fig. 5.1(b) )

The material-manifold method is shown schematically in Fig. 5.3(b) for a starting vortex

forming behind a circular plate. The method involves identifying topological features of

the flow field as a mean to identify sources of entrained and enstrophy-containing mass,

from which a first-order model that evaluates the non-dimensional entrainment rate (ε)

or ratio (η) can be ascertained [Dabiri, 2005]. The method is used extensively in char-

acterizing the entrainment of isolated laminar vortex rings generated by piston-cylinder

arrangements [Shadden et al., 2006, 2007, Olcay and Krueger, 2008, 2010]. To assess a

flow’s topology, current studies now utilize Lagrangian Coherent Structures (LCS), which

are derived from flowmap strain and require the integration of the velocity field to produce

pathlines [Shadden et al., 2005]. LCS reveal natural channels that arise in a flow, and can

be used to identify channels of entrainment. For example, in the case of a laminar starting

vortex, the backward-time FTLE field reveals an entraining channel that forms between the

Kaden spiral and a secondary separatrix that spirals outward from the vortex core, from

which an entrainment rate can be determined [Olcay and Krueger, 2008]. The Kaden spiral

is a specific solution to the Euler equations that well describes the roll-up of vorticity into

a starting vortex. It is comprised of a semi-infinite, initially flat vortex sheet that is driven

by the tip-velocity singularity and rolls up into a tight spiral [Caflisch, 1989].

Developing a first-order entrainment model from LCS topology produces a result that is

independent of arbitrary thresholding. However, unlike in laminar flows that exhibit rela-

tively straightforward LCS topology, the LCS topology of turbulent flows can be extremely

convoluted [Green et al., 2007]. This in turn makes identifying sources of entrained mass

and vorticity-containing mass unclear, if not impossible for turbulent flows.
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The Enstrophy-History Method ( Fig. 5.1 (c) )

To illustrate the enstrophy-history method, consider Fig. 5.4. Here, the circular plate moves

leftward, which results in pathlines to flow from left to right. All pathlines commence at

time t0 and terminate at time T . The instantaneous entrainment ratio at time T is to be

computed. To do so, pathlines are categorized into four groups:

1. Irrotational pathlines that never exhibit large enstrophy (|ω2|) values during t0 ≤ t ≤

T . Their mass is denoted as irrotational mass (m0);

2. Earlier enstrophy-carrying pathlines with large enstrophy values at the onset of the

measurement (t = t0). Their mass is denoted as old-enstrophy mass (mω0
);

3. Pathlines that gained enstrophy during t0 < t ≤ T through interactions with an

enstrophy source, such as the plate tip. Their mass is denoted as enstrophy-source

mass (mω);

4. Pathlines that gained enstrophy during t0 < t ≤ T through entrainment. Their mass

is denoted as entrained mass (mε).

By determining which pathlines surpass some enstrophy threshold (|ω2|cut) during their

lifespan, the old-enstrophy pathlines (mω0
), enstrophy-source pathlines (mω) and entrained

pathlines (mε) can be distinguished from irrotational pathlines (m0). Then, the remaining

pathlines whose enstrophy surpassed the threshold at the onset of the measurement (|ω2| >

|ω2|cut at t = t0) are identified as old-enstrophy pathlines (mω0
). Finally, a region containing

the enstrophy source is placed within the domain to identify pathlines that gained enstrophy

through interacting with the enstrophy-source, i.e. enstrophy-source pathlines (mω). In the

case of the circular plate, an enstrophy-source region is placed around the onset of the

shear layer with a width and height of τ and δ, respectively. This region is denoted as the

dashed-line rectangle in Fig. 5.4. Pathlines that pass through this region with enstrophy

values larger than the threshold (|ω2| > |ω2|cut) are classified as those that gained enstrophy
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), which exhibits high |ω2| since its inception.
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via the shear layer (mω). The remaining pathlines, having not gained enstrophy through

interactions with the plate must have been entrained, and are therefore categorized as

entrained pathlines (mε). With all four mass contributions determined, η may be calculated

as the entrained mass divided by the total mass accrued by the vortex during t0 < t ≤ T ,

which is simply the sum of entrained mass and shear-layer mass:

η =
mε

mε +mω
(5.2)

Since the old-enstrophy mass contains unaccounted entrained mass from before the mea-

surement, its inclusion in the denominator would bias Eq. 5.2 towards smaller entrainment

ratios and is therefore left out. Also, since the tracer fields acquired through 4D-PTV are

quasi-homogeneous in terms of density, the mass contributions can be taken as proportional

to the number of identified pathlines. Finally, to evaluate η as a function of time, T can be

incremented to span the entire time domain of the measurement.

The sensitivity of the enstrophy-history method to the geometry of the enstrophy-source

region and the enstrophy threshold must be tested. However, the method does not re-

quire third-order spatial gradients or time gradients as required by the enstrophy-isosurface

method. This non-reliance on difficult-to-access derivatives, coupled with the quality of the

pathlines produced by 4D-PTV will potentially allow for entrainment to be characterized

from single reconstructions. This is particularly useful for non-stationary flows since cor-

rective measures such as conditional averaging and phase averaging cannot be performed.

Furthermore, the topological maze of LCS need not be deciphered like in the material-

manifold method. This is significant given the convoluted structure LCS may exhibit for

more complex flows. Finally, the application of the method extends not only to stationary

turbulent flows and non-stationary laminar flows, but also towards non-stationary turbu-

lent flows, for which no acceptable method exists. The method has the added benefit of

providing the spatial origins and destinations of entrained mass and enstrophy-source mass,

91



from which insight into entrainment mechanisms may be gleaned. It is noted here that the

initialization time t0 can be seen as a control parameter. In the case of the starting vortex,

varying the initialization time would alter the entrainment ratio due to the non-stationarity

of the problem. Ideally initialization time would be set to the onset of motion. However,

due to experimental limitations, the initialization time was set to s/D = 0.1 in the current

study.

5.2 Experimental Methods

A turbulent starting vortex behind a linearly accelerating circular plate was used as a

test case to evaluate the enstrophy-source method. The flow was selected for its non-

stationarity and turbulence, which are responsible, respectively, for disadvantages exhibited

in the enstrophy-isosurface method and the material-manifold method. A schematic of the

experimental apparatus is shown in Fig. 5.5. Experiments were performed inside a 15m-

long water-filled towing tank with a cross-sectional area of 1m × 1m, as shown in Fig.

5.5(a). Glass along the sides and bottom of the tank allow for optical access. A circular

plate of diameter D = 30cm was accelerated normal to its path from rest at a rate of

0.4m/s2, or in non-dimensional terms, a∗ = aD3/ν2 = 1.07× 1010, where ν is the kinematic

viscosity of water at 20◦C. The motion was achieved via a sting assembly attached to a

traverse mechanism located above the towing tank. The circular sting, which attaches to

the suction side of the plate, has a length and diameter of 2D and 0.1D, respectively. The

blockage ratio of the experiment is 7%. Further documentation on this experiment can be

found in Fernando and Rival [2016a].

The sting assembly and optical setup are shown in Fig. 5.5(b). 55-micrometer polymer

spheres were added to the water to serve as tracer particles. The particles were illuminated

by a 532nm, 40mJ-per-pulse laser, which had been expanded into a volume. 4D-PTV

amenable images of the tracers were captured within a 0.21D×0.21D×0.01D volume by four
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(a) (b)

1m × 1m

cross section

15m

Figure 5.5: Schematic of the experimental apparatus: (a) A D = 30cm circular plate was
accelerated at 0.4m/s2 through a 15m-long, 1m× 1m square cross-section towing tank; (b)
Images were captured within a 0.21D×0.21D×0.01D rectilinear volume using the presented
optical apparatus.

FASTCAM SA4 high-speed cameras at a frame rate of 900Hz. One camera pointed normal

to the glass, another swept an angle of 10◦ with the glass, and the final two swept an angle

of 20◦ with the glass. Water-filled prisms were adhered to the glass to mitigate refractive

distortions. Acquired images were imported into DaVis 8.3.0 and processed using a state-of-

the-art 4D-PTV tracking algorithm; see Schanz et al. [2016] for details. Measurements were

performed over a spatial domain of 0.1 ≤ s/D ≤ 0.28, which corresponds to a circulation-

based Reynolds-number domain of 9 × 103 ≤ ReΓ ≤ 43 × 103, where ReΓ = 2Γ/ν ≡
√

8as3/ν2. A vortex ring generated by a piston-cylinder arrangement with an infinite

length-to-diameter ratio will transition to turbulence when ReΓ ≈ O(104) [Didden, 1977].

Thus, the vortex ring studied here lies within the transitional and turbulent regime.

The 4D-PTV tracking algorithm provides the positions and velocities of tracers with

time, and would produce pathlines with lengths of 20 timesteps on average. These raw

pathlines were then extended forwards and backwards beyond their original lifespan via

a pathline-extension method inspired by flow-map compilation techniques described in

Raben et al. [2014] and Brunton and Rowley [2010]. Backward- and forward-time flow

maps were fitted at each time step using current pathlines that also existed in the previous

or subsequent time step, respectively. The fits were constructed using a locally-weighted
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scattered-plot smoothing algorithm within MATLAB 2015a. The algorithm fitted a func-

tion to each point within the domain by using the nearest 1% of all tracked tracers, which

corresponds to approximately 50 data points. With these flow maps, pathlines were ex-

tended until the start or end of the data set, or until they convected out of the field-of-view.

Pathlines were then smoothed using a Savitzky-Golay filter spanning five timesteps, and

velocities were recomputed along the extended tracks using a central-difference method.

Upon extending and filtering the original Lagrangian data, the enstrophy and the

backward-time FTLE along the pathlines were calculated. To calculate enstrophy, the

Lagrangian velocity fields were interpolated onto a rectilinear grid and then spatially dif-

ferentiated. Enstrophy was then calculated from this result and interpolated back onto

the pathlines. The backward-time FTLE was calculated using a Voronoi tesselation-based

networking algorithm described in Rosi et al. [2015]. The backward-time FTLE, whose

ridges of local maxima represent boundaries of attraction, is defined by the backwards-time

Cauchy-Green deformation tensor (C), which is defined as:

C = (∇Φt−ti
t )∗·∇Φt−ti

t , (5.3)

where ∇Φt−ti
t is the gradient of the backwards-time flow map Φt−ti

t that outputs the posi-

tions of fluid elements tracked at time t to their original position at the earlier time t− ti.

Note that ∗ indicates the transpose operation. The largest eigenvalue (λmax) from the de-

formation tensor corresponds to the level of attractive strain, whereupon the backward-time

FTLE (σt−ti
t ) is given by:

σt−ti
t =

1

|ti|
ln
(

√

λmax(C)
)

. (5.4)

Rather than keeping the integration time ti constant, the largest possible ti that maintained

a sufficient number of tracers within the starting vortex and shear layer was selected for

each time step. Thus, ti was linearly increased from 0 to 125 time steps from the first to

the 125th frame, and then was linearly decreased to 25 by the 300th frame.
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5.3 Results

The current section evaluates the sensitivity of the enstrophy-history method to the enstro-

phy threshold, as well as to the geometry of the enstrophy-source region. Tracers are then

coloured by their enstrophy, backward-time FTLE and mass category and the resultant

fields are compared to contextualize the flow. The final entrainment ratio determined by

the enstrophy-history method is then compared to results from laminar vortex rings.

5.3.1 Sensitivity of Enstrophy-History Method

In order for the enstrophy-history method to produce meaningful results, the entrainment

ratio it calculates must be insensitive to its enstrophy threshold, as well as to the geometry

of the enstrophy-source region. The sensitivity is characterized in Fig. 5.6, which presents

how the final entrainment ratio (η) of the starting vortex varies with the enstrophy thresh-

old (|ω2|cut/|ω2|) for various heights of the enstrophy-source region (δ/D). Excepting the

δ/D = .01 curve, which presents a much larger entrainment ratio than the other curves, the

entrainment ratio converges onto a value of approximately 0.5 at |ω2|cut/|ω2| = 15, after

which the entrainment ratio decreases marginally with increasing threshold. The cause for

the overestimation of the entrainment ratio with small δ, as well as its non-convergence at

low |ω2|cut is explored in Figs. 5.6(b-e), which presents tracer fields at s/D = 0.16, coloured

by their mass category for the points indicated on Fig. 5.6(a). When a low threshold is

employed, as is done in Figs. 5.6(b) and (d), the method cannot distinguish between the far-

field fluid and the vortex. The contamination from the far field results in an over-prediction

and under-prediction of η in Figs. 5.6(b) and (d), respectively, as the majority of far-field

tracers do not pass through the enstrophy-source region in Fig. 5.6(b), but must unavoid-

ably pass through the shear-layer region in Fig. 5.6(d). The cause for the overestimation η

for small δ even at large enstrophy thresholds is explained in Fig. 5.6(c). An overly short

enstrophy-source region truncates the shear layer, with a section of the shear layer passing
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Figure 5.6: (a) Sensitivity of the final entrainment ratio (η) to enstrophy threshold
(|ω2|cut/|ω2|) for different shear-layer box heights (δ/D). η converges to a value of approxi-
mately 0.5 with sufficiently large values of δ/D and |ω2|cut/|ω2|. In (b) and (d), unduly low
values of |ω2|cut/|ω2| cause the value of η to be contaminated by particles in the far field.
Although the δ/D = 0.01 line appears to be converging at (c), η is overpredicted as shear-
layer pathlines pass over the short box and register as entrained mass. (e) Using arbitrarily
large values of δ results in the entire shear layer being captured, with little contamination
from the far-field.

over it. However, once the height of the enstrophy-source region is sufficiently large such

that it spans the entire shear layer (δ/D > 0.03), η then becomes nearly invariant to this

parameter (Fig. 5.6(d)).

Fig. 5.6 demonstrates that the enstrophy-history method becomes invariant to the

enstrophy threshold once the threshold is sufficiently large (|ω2|cut/|ω2| > 15). Furthermore,

the method is invariant to the height of the enstrophy-source zone, given that the height

spans across the entire shear layer. A similar insensitivity is observed with thickness (τ),

given that the thickness is large enough that the entire shear layer forming on the plate tip is

captured. Taking the insensitivity with height and thickness together, the enstrophy-history

method is deemed insensitive to the geometry of the enstrophy-source region, granted that

the region fully captures the enstrophy source. Given the results described here, subsequent

results will use |ω2|cut/|ω2| = 25, δ/D = 0.1, and τ/D = 0.02.
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5.3.2 Comparing Enstrophy Fields, Backward-Time FTLE Fields and

Mass-Category Fields

Figure 5.7 presents tracer fields that are coloured by enstrophy, backward-time FTLE, and

by their mass category. These fields are supplemented by ”Movie 5-1.wmv”, which presents

corresponding tracer-field sequences coloured by enstrophy and backward-time FTLE, as

well as by the mass classification of tracers at s/D = 0.28. Enstrophy is normalized as

|ω2|/(UP /D)2, while the backward-time FTLE is normalized as σt−ti
t /σt−ti

t . The enstrophy

field presents a starting vortex forming on the suction side of the plate, which is fed by

a convoluted shear layer comprised of a train of KH instabilites. The presence of these

instabilites act to complicate the backward-time FTLE from a simple Kaden spiral observed

in laminar vortex rings into an undulating separatrix. The undulations along the backward-

time FTLE separatrix appear to coincide with the KH instabilities, both in terms of their

position and their periodicity of formation. These undulations then stretch out along the

inboard side of the vortex, and form a series of convoluted channels emanating from the

vortex core, as opposed to a single channel as observed in laminar vortex rings.
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Figure 5.7: Tracer fields coloured by |ω2|/(UP /D)2 (first row), the backward-time FTLE (second row), and their mass classification
(third row) at various s/D indicated by table header. The circulation-based Reynolds number is provided in the table footer. An
enstrophy threshold of |ω2|cut/|ω2| = 25, as well as a shear-layer region of δ/D = 0.10 and τ/D = 0.02, indicated by the black rectangle,
were used in identifying enstrophy-source mass. The presence of shear-layer instabilities convolute the backward-time FTLE ridge
along the vortex periphery from a simple Kanden spiral into an undulating separatrix. The undulations near the plate tip coincide
with instabilities within the shear layer. Further along the spiral, the undulations stretch and thin out, and coincide with regions of
entrainment. The figure is supplemented by ”Video 5-1.wmv”, which presents particle fields coloured by |ω2| and σt−ti

t , and by their
mass classification at s/D = 0.28.
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The mass-category fields reveal topological flow features that are salient to the entrain-

ment taking place, especially when considered together with the enstrophy and backward-

time FTLE fields. For example, by comparing the enstrophy and mass-category fields, it

is apparent that the chief contributor to entrainment is the channel that forms between

the vortex core and shear layer, which is termed here as the “underbelly”. This mecha-

nism for entrainment is akin to the spiraling channel described in Sec. 5.1 and observed in

Olcay and Krueger [2008], and can be used to determine an entrainment rate into laminar

vortex rings. However, the channel observed here contorts from a simple spiral observed

in Olcay and Krueger [2008] into a series of billows due to the presence of KH instabilities.

Another topological feature that is revealed by the mass-category fields are the pockets

of entrainment that form along the outboard side of the shear layer between undulations

caused by the KH instabilities. Upon reaching the vortex’s underbelly, these pockets are

then stretched, along with the KH instabilities, deep into the vortex core.

There is a clear affinity between the mass-category and backward-time FTLE fields,

as both exhibit similar topological features. For example, the undulations along the outer

separatrix coincide with undulations in enstrophy-source mass (mω). Furthermore, pockets

of entrained mass (mε) that form within the underbelly and along the outboard side of the

shear layer and that are stretched into the vortex core coincide with similar undulations

along the separatrix which stretch into channels that feed into the vortex. Finally, there is

a persistent channel formed by the separatrix that coincides with the roll-up of irrotational

fluid through the vortex’s underbelly.

Although the backward-time FTLE provides insight into the topological features of the

flow, its contorted shape makes it an imprecise tool for quantifying the entrainment rate.

As stated in Sec. 5.1 the backward-time FTLE of a laminar vortex ring is comprised of two

simple separatrices. One forms a boundary between fluid inside and outside the vortex, and

spirals into the vortex core. The other separatrix spirals outward from the vortex core, and

forms a channel with the first separatrix through which low-vorticity fluid is fed. Since this
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Figure 5.8: The backward-time FTLE field of the starting vortex at s/D = 0.16. In
laminar vortex rings, the backward-time FTLE forms a simple outer ridge that coils into
the centre, forming a single inlet into which irrotational fluid is convected and entrained.
This is in contrast to the backward-time FTLE field observed here, which forms a convoluted
outer ridge, and whose coil forms multiple inlets into the vortex core. The backward-time
FTLE field’s complexity makes it impractical to form a first-order LCS model to quantify
entrainment.

channel acts as the only inlet into the vortex core, the rate at which fluid feeds through it

can be taken as the entrainment rate. In contrast, the backward-time FTLE field observed

in the current study is comprised of a complex, billowing outer ridge due to the presence of

KH instabilities, as shown in Fig. 5.8. These billows stretch as they orbit the vortex, and

form multiple channels that feed into the core. These inlets are not persistent, materializing

and disappearing as the flow develops. Given the multitude of channels feeding into the

vortex, coupled with their continual materialization and dissolution, it is extremely difficult

to account for the entrainment through them. The results presented here are demonstrative

that the material-manifold method is an impractical tool for quantifying the entrainment

for flows where complex coherent structures (e.g. KH instabilities) arise, or in turbulent

flows that are coherent-structure rich. In contrast, the mass-category technique directly

quantifies the entrainment ratio, and can also provides insight into the interplay between

the entrainment and the flow’s topological features.
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5.3.3 Comparison to Isolated Laminar Vortex Rings

Table 5.1 tabulates the final entrainment ratio η from this study, along with the final

entrainment ratios observed in laminar vortex rings formed by piston-cylinder arrangements

in the literature. The circulation-based Reynolds number (ReΓ) and the piston-stroke-to-

diameter ratio (L/D) are provided as well. Interestingly, the entrainment ratio for the

accelerating circular plate, although significantly larger than the piston-cylinder results

for L/D = 4, 2 and 1, agree with the L/D = 0.5 cases in spite of its Reynolds number

falling within the turbulent regime. This could indicate that η for starting vortex rings

quickly reaches an upper limit in spite of increases in turbulence. Indeed, previous work

has shown that the entrainment rate plateaus with increases to the plate’s acceleration

[Rosi and Rival, 2016]. The result could also indicate that increased enstrophy strain due

to turbulence along the periphery of the vortex plays little role in the entrainment in non-

stationary flows, and that it is the inviscid roll-up of fluid which is crucial. The result

lends further credence to the current consensus drawn from studies on turbulent stationary

flows Phillip and Marusic [2012], Chauhan et al. [2014], Mistry et al. [2016] that although

small-scale turbulence is responsible for imparting enstrophy, it is ultimately the large-scale

motions that determine the entrainment rate.

For the laminar vortex-ring studies, the entrainment ratio appears to increase with

decreasing circulation-based Reynolds number. However, this is unrelated to turbulence

as the presented studies are laminar, and is chiefly related to the piston-to-stroke ratio.

Olcay and Krueger [2008] state that the increase in entrainment ratio with decreases in

L/D is due to increased acceleratory effects. In particular, a shorter L/D results in a

compact vortex core of higher vorticity, and generates a stronger stopping vortex, both

of which augment entrainment. The formation of a tighter vortex spiral with increased

acceleration was similarly observed in Rosi and Rival [2016], which showed that the KH

instabilities become more tightly and consistently spaced with increasing acceleration.
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Study (L/D) ReΓ(10
2) η

Shadden et al. [2007] 4.0 25 0.08
Shadden et al. [2007] 2.0 13 0.12
Olcay and Krueger [2008] 2.0 10 0.24
Shadden et al. [2007] 1.0 7 0.25
Olcay and Krueger [2008] 1.0 5 0.33
Shadden et al. [2007] 0.5 3 0.43
Olcay and Krueger [2008] 0.5 3 0.43
Current Study N/A 90 ∼ 430 0.45

Table 5.1: Final entrainment ratios observed by the current study, and by studies on lam-
inar vortex rings produced by piston-cylinder arrangements. Circulation based Reynolds
numbers (ReΓ) and stroke-to-diameter ratios (L/D) are provided.

Given that turbulent flows are three-dimensional in nature, it is important to charac-

terize the three-dimensionality of the studied flow case. To do so, the out-of-plane velocity

component is considered, as it provides a reliable measure of the three-dimensionality. On

average, out-of-plane motions comprise 3% of the total momentum of the fluid, indicating

that the flow is essentially two-dimensional. This is not to say that the imparting of enstro-

phy to irrotational fluid via entrainment is a two-dimensional mechanism. Indeed, if one

considers the enstrophy-transport equation at moderate Reynolds numbers, thereby neglect-

ing the viscous term, it is clear that all terms within the strain term are three-dimensional

in nature:

D|ω2|
Dt

= ωiωj
∂ui
xj

. (5.5)

Instead, the flow’s two-dimensionality suggests that the flow’s large-scale structures remain

two-dimensional, analogous to laminar starting vortices, and that the imparting of enstrophy

is performed by small scales. Given that the large-scale structures are responsible for

determining the entrainment rate, along with the unchanging nature of the large-scale

structures with increasing Reynolds number, it is reasonable to observe similar entrainment

ratios over a large Reynolds-number regime.

102



5.4 Conclusions & Outlook

The study presents a novel method that characterizes entrainment by categorizing pathlines

based on their enstrophy history. The method was tested on 4D-PTV Lagrangian data of

a starting vortex forming behind an impulsively started circular plate that was linearly

accelerated normal to its path. The sensitivity of the method to its control parameters

was first evaluated. Tracers were then coloured by their category, and the topological

results that this produced were contextualized by comparing to backward-time FTLE and

enstrophy fields. Finally, the entrainment ratio determined by the proposed method was

compared to previous studies on laminar vortex rings.

The following conclusions were drawn from the study:

1. The method is shown for the tested flow to be insensitive to its control parameters.

In particular, upon setting the enstrophy threshold required to identify enstrophy-

carrying pathlines to fifteen times the mean, only minute changes in the final entrain-

ment ratio was observed. Particle fields coloured by their mass category exhibited

similar insensitivity. The geometry of the enstrophy-source region also had a marginal

effect, given that the entire enstrophy source was fully captured within the region;

2. The method reveals topological features that are pertinent to the entrainment tak-

ing place, especially when compared to enstrophy and backward-time FTLE fields.

Specifically, the proposed method revealed the roll-up of irrotational fluid between

the high-enstrophy vortex core and KH instabilities to be the primary source of en-

trainment. Secondly, pockets of entrained fluid that would stretch into the enstrophy-

containing mass region coincided with undulations along the backward-time FTLE

separatrix that would stretch into fluid-feeding channels;

3. The proposed method presents with several advantages over the enstrophy-isourface
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method and the material-manifold method. First, it is non-reliant on difficult-to-

access derivatives, and, given the quality of the pathlines produced by 4D-PTV, it

can quantify the entrainment from single reconstructions. This is particularly useful

for non-stationary flows where remedial averaging should not be performed. Further-

more, whereas the proposed method can directly measure the entrainment ratio, the

material-manifold method is deemed impractical for turbulent flows. This was exhib-

ited in the current test case where the multitude of channels within the backward-time

FTLE, coupled with their perpetual materialization and dissolution, made it impos-

sible to use towards calculating an entrainment rate;

4. The entrainment ratio observed in the current study is comparable to that observed

in studies of laminar vortex rings. Although speculative, the result suggests that

increases in turbulence does little to augment entrainment dominated by vortex rings,

and that it is the large-scale motions, which in this case is the inviscid roll-up of fluid

into the vortex, which governs the final entrainment rate and ratio. This is analogous

to the consensus drawn from work done in stationary turbulent flows that was cited in

Sec. 5.1 such as Phillip and Marusic [2012], Chauhan et al. [2014] and Mistry et al.

[2016].

Despite the proposed enstrophy-history method being tested on only a single flow, it

is not difficult to imagine its adoption towards other flow phenomena. For example, when

studying turbulent boundary layers and jets, what was termed here as the enstrophy-source

region could be positioned at the upstream edge of the field-of-view to categorize tracers

entering into the domain as either irrotational or as enstrophy-containing mass. Originally

irrotational tracers that later obtain higher levels of enstrophy would then be classified as

entrained mass. In the case of a von Karman vortex street, the enstrophy-source region could

contain the entire obstruction. The easy adoption of this method to other flow problems,

combined with its ability to both directly quantify the entrainment and reveal its salient
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topological features, makes it a promising avenue for studying entrainment, especially as

Lagrangian-measurement techniques improve over time.
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Chapter 6

Synthesis

As stated in Chapter 1, the objective of this thesis was to advance the state-of-the-art

in Lagrangian-based measurements, thereby making it easier for investigators to adopt

the Lagrangian frame and access the advantages it provides. Three approaches towards

achieving this objective were proposed. They were:

1. Experimentation: To develop Lagrangian measurement techniques for difficult-to-

measure, in situ flow environments, and to demonstrate the feasibility of the developed

techniques.

2. Processing: To develop processing techniques that can operate on Lagrangian data

and provide guidance on their application.

3. Comparison: To demonstrate the advantages that the Lagrangian framework has over

its Eulerian counterpart in various unsteady flow problems.

By pursuing these avenues, the work presented within the current thesis contributed in

various ways towards making the adoption of the Lagrangian frame more viable for investi-

gators. In spite of these successes, given the open-endedness of the objective, considerable

work remains to be done now and for the foreseeable future.
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Figure 6.1: The thesis-summarizing figure from Chapter 1. The contributions made by each
study within the thesis have been added to the figure, and are color-coded as experimenta-
tion, processing or comparison.

In Chapter 1, the studies set out by this thesis were mapped onto a circle by the three

contributing avenues stated above. To better consolidate the work accomplished by this

thesis, the circle is revisited in Fig. 6.1, but now the contributions made by the thesis

are mapped onto it as well. This final chapter evaluates how the thesis contributed to the

overall objective via these three approaches. The limitations of these contributions are then

discussed, from which the thesis proposes work to be pursued by future studies.

6.1 Contributions Made in Experimentation

As stated in the Introduction, several flow environments present as challenges towards

the acquisition of Lagrangian measurements, and the atmospheric surface layer (ASL) was

cited as an example. Given the inherent difficulty of performing Lagrangian measurements

within the ASL, the thesis set out to develop a large-scale PTV system specifically for at-

mospheric measurements. The thesis was successful in this regard, and developed a system
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Figure 6.2: Left: The time-trace of streamwise velocity (U/U0) behind a 1m-diameter sphere
where U0 = 2.7m/s during a ramp-up event. The event is plotted against dimensionless
time t/(D/U0), while the time-trace is colored with time according to the colorbar on the
right. Right: Pathlines measured in the wake of the sphere. Pathlines are colored with
time according to the colorbar, and the sphere has been drawn into the figure. Taken from
la Bastide et al. [2014].

that produced three-dimensional Lagrangian measurements within a 16m3 volume. Unlike

its Eulerian counterpart, i.e. wind-mast data, the system was capable of calculating derived

values such as Lagrangian acceleration and vorticity. There are still several avenues towards

improving the system and evaluating its performance. Increasing the seeding density, for

example, would help in reducing attenuation issues Priyadarshana et al. [2007]. The ability

of the bubbles to withstand regions of high shear near obstructions must also be character-

ized if the system is to investigate wind-structure interactions. Some work has been done on

the latter issue: Fig. 6.2 presents preliminary results from the system measuring outdoors

behind a 1m-diameter sphere. The results are taken during a ramp-up event where the

windspeed increased by 50%, as demonstrated by the streamwise-velocity time-trace shown

in the left figure. In spite of this wind increase, bubbles remain tracked within the wake

and near the sphere. The result seems promising, but more work must be done to fully

characterize the bubbles’ resilience to shear.
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6.2 Contributions Made in Processing

A second challenge faced by investigators when operating within the Lagrangian frame

is the processing complexity that the data poses. As such, the thesis set out to develop

Lagrangian-specific processing techniques and provide guidance towards their use. The

thesis contributed in two ways in this regard. First, it presented a Voronoi tessellation-

based networking algorithm based on methods presented in Neeteson and Rival [2015] and

Neeteson et al. [2016] towards the identification of Lagrangian coherent structures. The

algorithm could also be used towards the calculation of any spatial gradient. The the-

sis further provided guidelines in using the algorithm by evaluating its performance with

tracklength and particle density, from which a plateauing in convergence was observed if the

number of particles within the measurement domain fell beneath O(1000). The thesis also

developed what was termed as the enstrophy-history method for calculating entrainment

from pathlines. The topological features that were revealed by the method directly uncov-

ered sources of entrainment, and the results were shown to be insensitive to the method’s

control parameters.

In spite of these contributions, calculating the spatial gradients remains a major chal-

lenge and, in the author’s view, remains the chief obstacle against the full adoption of

the Lagrangian frame. Calculating the gradient is both computationally costly and time

consuming. Even when tessellation is exchanged for a quicker spatial-gradient algorithm,

such as a linear-interpolation scheme, and even if the code is parallelized to operate on

four cores of a relatively powerful machine, calculating spatial gradients from a single set

of unstructured 4D-PTV data can take an entire day, whereas calculating the spatial gra-

dient from a set of tomographic-PIV data would require only minutes. A complementary

issue to spatial-gradient computation is the difficulty in filtering the spatial gradient after

its calculation. Spatial and temporal Gaussian filters are easily implemented on Eulerian

data, while no clear option is available for Lagrangian data. Reducing the noise of spatial
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gradients along pathlines would be extremely beneficial towards studying both entrainment

and extracting LCS using Lagrangian data, since either topic relies on the calculation of a

spatial gradient.

One exciting method that is currently under development is optimization-algorithm

filtering that uses the equations of motion as physical constraints [Gesemann et al., 2016,

Schneiders et al., 2014]. Preliminary work one such filter has been performed, but rather

than interpolating onto a grid, it preserves the original pathlines [Wong et al., 2016]. The

current method uses the vorticity equation as a physical constraint and is briefly described

here.

At modest Reynolds numbers, the viscous term within the vorticity equation becomes

negligible, resulting in the following simplified form:

D~ω

Dt
− (~ω · ∇)~U = 0. (6.1)

However, due to the errors in the spatial derivative, a residual exists for every spatial

dimension j, and for every point i along a pathline. The residuals can be squared and

summed for an entire pathline, resulting in the single residual O:

O =
L
∑

i=1





3
∑

j=1

(

Dωj(i)

Dt
− (~ω(i) · ∇)uj(i)

)2


 . (6.2)

By minimizing O through a steepest-descent method, noise in vorticity is reduced along the

pathline in a way that is non-arbitrary. Preliminary results show the method to be robust

and computationally cheap, and acts to reduce noise levels while preserving the small-scale

flow structures. A similar optimization function can be developed for the spatial gradient

of the flow map using the fact that the determinant of the Cauchy-Green Tensor is zero for

incompressible media. It is left out for sake of brevity.
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6.3 Contributions Made Through Comparison

The final approach the current thesis took towards encouraging others to adopt the La-

grangian frame was by comparing Lagrangian-based measurements to Eulerian-based mea-

surements in various unsteady flow problems. The thesis looked at two flow situations: the

atmospheric boundary layer and entrainment in turbulent non-stationary flows. In both

situations, Lagrangian-based measurements performed as well or better than the Eulerian

counterpart. For example, LS-PTV measurements were compared to velocity measurements

acquired from a nearby wind mast. The large-scale PTV system produced a mean-velocity

profile that agreed closely with the wind-mast data and the logarithmic-velocity profile.

Also, excluding an overshoot of the streamwise Reynolds stress, the system measured rea-

sonable Reynolds stresses that agreed with turbulent boundary layer similarity formulations

Hutchins and Marusic [2007]. The system also gave access to derived quantities such as vor-

ticity and Lagrangian acceleration, and also produced fully spatially-resolved velocity data

within a three-dimensional volume, both of which cannot be produced from wind-mast

data. With regards to entrainment in non-stationary turbulent flows, although Eulerian-

based techniques were shown to provide topological insight, the results on entrainment it

provided were unavoidably sensitive due to the arbitrary enstrophy threshold, as well as

from error associated with calculating the third spatial derivative. In contrast, by studying

the enstrophy history along pathlines, the Lagrangian-based measurement directly revealed

sources of entrainment within the flow. Also, the topological features that were revealed, as

well as the entrainment ratio that was calculated, were insensitive to the technique’s control

parameters, such as its enstrophy threshold.

In the current thesis, the large-scale PTV system was shown to perform well against

measurements taken from a wind mast. However, the large-scale PTV system should also be

compared to LIDAR systems, which are capable of capturing flow fields as well. A follow-up
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study is imagined where large-scale PTV and LIDAR measurements are performed simulta-

neously within the same measurement domain. A similar comparison as done in Chapter 2

would be performed, from which the advantages and disadvantages of both systems could be

determined. With regards to the Lagrangian-based technique for evaluating entrainment,

a future goal would be to apply the technique to more canonical flows, such as a jet and

a turbulent boundary layer, and evaluate the performance of the proposed technique by

comparing its result to Eulerian-based measurements archived in other studies.

6.4 Closing Remarks

The current thesis strived to progress the state-of-the-art in Lagrangian-based techniques

through developing new experimental methods and processing strategies, as well as by

comparing the performance of Lagrangian measurements to Eulerian techniques. The reader

might misconstrue the thesis as arguing that Eulerian-based techniques are “worse” than

Lagrangian-based techniques, and should be considered obsolete. This is not the case.

It is stressed here that Eulerian-based techniques have their merits as well. Instead, the

investigator should always ask the question posed in Chapter 1, “should I measure within

the Lagrangian frame?” when designing an experiment, and weigh the advantages and

disadvantages for him or herself.

However, it is clear that the commonplace use of Eulerian-based measurements is par-

tially due to tradition rather than good experimental design, while Lagrangian techniques

remain sparingly used due to in part an aversion to change. The current thesis was an

attempt to showcase the advantages of Lagrangian-based techniques, and to ease the chal-

lenges faced by investigators when adopting the Lagrangian frame. Hopefully, this thesis

will make future investigators at least consider the Lagrangian frame as a potential option

when designing an experiment, as opposed to simply defaulting to an Eulerian method out

of convenience or tradition.
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Appendix A

Large-Scale Particle Tracking

Velocimetry Apparatus: Specifics

Chapter 2 presented a Large-Scale Particle Tracking Velocimetry (LS-PTV) apparatus and

validated it against wind-mast data and canonical turbulent-boundary-layer measurements

taken from literature. The following appendix presents the system’s inner workings so that

the reader may better reproduce it. Specifically, the components of the seeding system are

described and the suitability of soap bubbles to act as tracers is discussed. The optical

system is then described, including the synchronization system, the calibration method,

and the effect of camera angle.

A.1 Seeding System

Fig. A.1 presents a diagram of the seeding apparatus. A CHAUVET DJ Hurricane 1200-

12,800 fog machine supplies fog through an aluminum pipe to a CHAUVET B-250 Bubble

Machine, thereby producing fog-filled soap bubbles. The fog machine intakes CHAUVET

FJU Fog Fluid, which is a glycol-based fog fluid that produces fog with with a density

similar to steam (0.6kg/m3). The bubble machine is fed CHAUVET High Performance
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Figure A.1: Diagram of the seeding apparatus.

Bubble Fluid via a simple hobby crank pump. The aluminum pipe is held in place by a

wooden base, while the bubble machine is bolted onto a wooden platform that is fixed onto

the pipe. The setup is light enough so that it may be quickly repositioned in response to

changes in the wind.

An indoor experiment was performed in order to evaluate the settling velocity of the

bubbles. This in turn allowed the Stokes number of the bubbles to be evaluated for various

flow conditions, as was shown in Fig. 2.2. Fog-filled soap bubbles were produced inside

a room full of still air. The motions of bubbles were tracked by a single camera whose
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images were spatially calibrated with error within a single pixel. Over 1000 velocity mea-

surements of the settling bubbles were collected, from which the settling time of bubbles

was determined to be 0.018s with a standard deviation of 1%.

The Stokes number of the bubbles was recalculated in Rival et al. [2016] using a La-

grangian model whose frame of reference sits on the bubble. Fig. A.2(a) summarizes

pertinent parameters within the bubble time response model. A bubble of radius R and

film thickness T experiences a drag force of D due to a uniform impinging gust. Due to the

drag force, the bubble is propelled in the direction of the gust at a velocity of U(t). The

gust itself has a velocity time trace of u(t), which is shown schematically in Fig. A.2(b).

u(t) is comprised of two stages: a sinusoidal ramp of time length τg, during which the wind

velocity increases from zero to a final velocity of Uf ; and a steady stage where u(t) = Uf

for perpetuity. The analytical model tested a bubble diameter of d = 10mm and a film

thickness of T = 10−6m. Gust wave forms of s/d = 10−1, 100, 101, and 102 wee tested.

Here, s represent the streamwise spatial extent of the gust.

The system shown in Fig. A.2(a) can be described using the following dynamic equation:

D =M
dU

dt
and M = ρA

4

3
π (R− T )3 + ρW

4

3
π
(

R3 − (R− T )3
)

, (A.1)

where ρA and ρW are the densities of air and water, respectively. The drag force can be

represented in a variety of ways. Here, a steady-drag model with an additional added-

mass term, which should play a significant role for larger bubbles, is used. The variable K

represents the added-mass coefficient and is equal to 0.64 for spheres:

D = 0.5CDρ(u− U)2πR2 +
4

3
ρπR3K

d(u− U)

dt
. (A.2)

For each gust wavelength an ordinary differential equation was developed. These ordi-

nary differential equations were numerically integrated with time t to solve for the bubble
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Figure A.2: Schematics outlining the analytical models used to quantify the time response
of the bubbles: (a) The model assumes constant mass, radius and film thickness of M , R
and T , respectively. The model evaluates the velocity response of the bubble U(t), which
experiences a drag force of D due to an impinging (uniform) gust front of velocity u(t). (b)
u(t) represents the sinusoidal gust ramp followed by a steady velocity.

velocity, U(t). A Stokes’ number (Stk) was calculated from each bubble response as the time

required for the bubble to reach 0.63Uf divided by τg. From this model, it was determined

that Stk of the bubbles falls beneath unity for gust wave forms of s/d = 10 or greater.

Thus, the bubbles can faithfully tracks gusts with lengthscales of ten bubble diameters or

greater, which is in agreement with the results presented in Chapter 2. For further details

regarding the Lagrangian drag model, the reader is referred to Rival et al. [2016].

A.2 Optical System

The fog-filled soap bubbles were tracked using four Canon EOS Rebel T3i cameras sampling

at 60Hz and 1280×720pixels. To synchronize the cameras, each camera was equipped with

a Shoot multi-function 5-in-1 wireless camera infrared remote control, shown in Fig. A.3(a),

and a Pixel RW-221 DC2 receiver, shown to the left of Fig. A.3(b). The infrared sensor

is wired to the receiver, which receives a signal from a Pixel RW-221 DC2 remote (right

of Fig. A.3(b)) to commence recording. To test the synchronization of the cameras, the

camera setup shown in Fig. 2.1 was assembled indoors, video recording via the above-

described wireless system was commenced on all four cameras, and the puncturing of a

rubber balloon was subsequently recorded. This test was performed ten times, and for
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(a) (b)

Figure A.3: (a) Shoot multi-function 5-in-1 wireless camera infrared remote Control; and
(b) Pixel RW-221 DC2 wireless receiver and remote. The sensor, receiver and remote are
used to remotely trigger recording on all four cameras.

every test the cameras were shown to be synchronized to within a single frame.

To spatially calibrate the images, a six-point calibration wand was positioned at five

different locations within the volume, resulting in a calibration dependent on thirty points.

The six-point calibration wand was comprised of four meter sticks fixed together and raised

into the volume via a telescopic pole. The base of the telescopic pole was positioned at

the centre of the measurement domain, as well as at 20cm and 40cm left and right of

centre. The telescopic pole was kept vertical to the ground using a plumb level. This

procedure would result in five images of the calibration target like the one shown in Fig.

A.4. The pixel positions of the tips of the meter sticks were extracted from the images

using standard imaging software such as Microsoft Paint. These pixel positions would then

be compiled into a single image for each camera in MATLAB2012a. A typical compiled

calibration image is shown in Fig. A.4(b). This calibration procedure would result in a

calibration error of 3 pixels. This calibration method proved to be both time-consuming

and could catastrophically fail if one of the five necessary images was poorly taken. Thus, the

calibration wand has recently been replaced by a Masters student (Carolyn Fisher) with a

single target comprised of twenty-four points (Fig. A.4(c)). This reduces the time required

to perform a calibration, and results in more precise calibration images (Fig. A.4(d)).

Specifically, the calibration error has been reduced to 2 pixels.
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(a) (b)

(c) (d)

Figure A.4: (a) Single image of the originally used six-point calibration wand. (b) Five
single images of the six-point calibration wand are compiled into a single image to be used
in OpenPTV. (c) Sample image of the newly developed calibration target. (d) Processed
image of newly developed calibration target.
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The opening angle between two neighboring cameras is 45◦ when an imaging plane

running normal to the ground is considered, while the opening angle of two neighbouring

cameras is 70◦ when an imaging plane running parallel to the ground is considered. The

in-plane to out-of-plane error has been shown to match for opening angles of 45◦ or greater

[Lawson and Wu, 1997]. However, the large opening angle of 70◦ employed here can lead to

greater non-uniformity in magnification within the camera images, which can increase cam-

era error Prasad [2000]. It is difficult to determine if the employed camera angles adversely

affect the measurement of a particular component of velocity, since the four cameras sur-

round the measurement domain. Ideally, both opening angles would be 45◦ to ensure that

out-of-plane to in-plane error ratio would be same for all cameras in all planes. However,

limitations on how high tracers could be seeded into the wind required that an opening

angle of 70◦ be used.
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Appendix B

Pathline-Extension Code

In Chapter 5, experimentally-acquired pathlines were extended beyond their natural lifespan

by fitting forward- and backward-time flow maps at each time step. These miniature flow

maps would lengthen tracks until the beginning or end of the measurement, or until the

pathline left the measurement domain. A version of this MATLAB 2015a code has been

included here. The code first produces tracks of random length for a “thick” double-gyre

flow, and then extends them beyond their original lifespan. The two-dimensional flow

has been artificially “thickened” to allow for the evaluation of three-dimensional spatial

gradients. The x-, y-, and z-positions of the final pathlines are saved in the variables,

“Xflowmap”, “YFlowmap” and “Zflowmap”, respectively.

To run the code, copy each of the following sections to separate MATLAB script files,

and save them as the name of the section. Then run each block within “DGtestgen2.m”

sequentially.

B.1 DGtestgen2.m (Master Script)

% --- % DGtestgen_2.m % ------------------------------------------------- %

% Code written by Giuseppe A. Rosi
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% -- DESCRIPTION -- %

% The following code generates pathlines for a "thick" double-gyre flow. The

% pathlines are of a random length, with a mean length and standard

% distribution specified below. The domain is thickened and can be rotated

% in order to test 3D gradients.

% The code calls DGpathline-generatorV33D.m

%%

% -- % INITIALIZATION % ------------------------------------------------- %

DT=.01; %LENGTH OF EACH TIMESTEP

T=round(tottime/DT); %NUMBER OF TIMESTEPS

meanlife = 8; sdevlife = 5; %MEAN AND STANDARD DEVIATION OF TRACKLENGTHS

Nspawn=2000; %NUMBER OF GENERATED LPATHLINES

spawnindex=0;

A = 0.1; w = 2*pi/10; e=0.25; %DOUBLE-GYRE PARAMETERS

%GIVEN THE ABOVE SPECIFICATIONS, RANDOM PATHLINES ARE INITIALIZED HERE

data = initpos_generator(Nspawn, spawnindex, meanlife, sdevlife, T);

clearvars -except tot_time T meanlife sdevlife data DT A w e

%THIS GENERATES A TABLE SIMILAR TO DAVIS FORMAT TO SAVE

%THE FINAL PATHLINE DATA

[rowtable, pdata] = Ptable_Ttable_generator(data);

clearvars -except tot_time T meanlife sdevlife data DT A w e rowtable pdata

%%

% -- % TRACK GENERATOR % ------------------------------------------------ %

% PATHS ARE GENERATED USING DG_pathline_generatorV3_3D.M AND SAVED

% TO INDIVIDUAL FILES. DONE SO FOR PARALLELIZING.

clc

parfor_progress(size(data,1))

mkdir(’doublegyre’)

matlabpool open 4

parfor part=1:size(data,1)

fileN=sprintf(’doublegyre\\ p%d’,part);

track=DG_pathline_generatorV3_3D(...

data(part,1), data(part,2), data(part,3), data(part,4), data(part,5),...

part, DT, A, w, e);

savestuff(fileN, track);

parfor_progress;

end

parfor_progress(0)

matlabpool close

%%

% -- % FILE-TO-TABLE COMPILER % ----------------------------------------- %

%LOAD INDIVDUAL FILES AND SAVE PATHLINE DATA TO TABLE HERE.

for part=1:length(rowtable)

fileN=sprintf(’doublegyre\\ p%d’,part);
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load(fileN)

pdata(rowtable(part,1):rowtable(part,2),:)=track;

if mod(part, 1000)==0

part/length(rowtable)*100

end

end

clearvars -except tot_time T meanlife sdevlife data DT A w e rowtable pdata

%%

% -- % 1-TO-7 TABLE GENERATOR % ----------------------------------------- %

%TAKES COMPLETED PATHLINE TABLE GENERATED ABOVE AND PLACES

% THE RESULTS IN A "

% NO. OF PATHLINES" COLUMN x "NO. OF TIMESTEP" SIZED MATRICES

close all

[Xlookup Ylookup Zlookup]=ONEtoSEV_tablegenerator(pdata, T);

clearvars -except tot_time T meanlife sdevlife data DT A w e rowtable pdata ...

Xlookup Ylookup Zlookup

Xflowmap=Xlookup; Yflowmap=Ylookup; Zflowmap=Zlookup;

Xtruth=Xlookup; Ytruth=Ylookup; Ztruth=Zlookup;

Xtruth(2:end, :)=0; Ytruth(2:end, :)=0; Ytruth(2:end, :)=0;

%%

% -- % FLOWMAP MAKER (LOWESS FIT) % ------------------------------------- %

%THIS GOES TIMESTEP BY TIMESTEP FITTING FORWARD AND BACKWARD

%TIMESTEPS TO PATHS TRACKED AT EACH TIMESTEP. A LOWESSFIT

%IS APPLIED IN lowessfit.m. YOU CAN CONTROL THE SPAN TO

%ACCESS FEWER OR MORE POINTS TO FIT THE FUNCTION AT

%EACH POINT. TOO FEW POINTS RESULTS IN NOISY

%RESULT, BUT TOO MANY POINTS

%WILL FILTER OUT PHYSICS. BEWARE...

%FORWARD MAPS

for tstep=1:(size(Xlookup,1)-1)

Pinterp=find(sum((Xlookup(tstep:(tstep+1),:)~=0))==2);

F.(sprintf(’FX_%d’, tstep))=...

lowessfit(Xlookup(tstep,Pinterp)’, Ylookup(tstep,Pinterp)’, Xlookup(tstep+1,Pinterp)’);

F.(sprintf(’FY_%d’, tstep))=...

lowessfit(Xlookup(tstep,Pinterp)’, Ylookup(tstep,Pinterp)’, Ylookup(tstep+1,Pinterp)’);

F.(sprintf(’FZ_%d’, tstep))=...

lowessfit(Xlookup(tstep,Pinterp)’, Ylookup(tstep,Pinterp)’, Zlookup(tstep+0,Pinterp)’);

tstep/(size(Xlookup,1)-1)*50

end

%BACKWARD MAPS

for tstep=fliplr(2:(size(Xlookup,1)))

Pinterp=find(sum((Xlookup((tstep-1):tstep,:)~=0))==2);

B.(sprintf(’FX_%d’, tstep))=...
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lowessfit(Xlookup(tstep,Pinterp)’, Ylookup(tstep,Pinterp)’, Xlookup(tstep-1,Pinterp)’);

B.(sprintf(’FY_%d’, tstep))=...

lowessfit(Xlookup(tstep,Pinterp)’, Ylookup(tstep,Pinterp)’, Ylookup(tstep-1,Pinterp)’);

B.(sprintf(’FZ_%d’, tstep))=...

lowessfit(Xlookup(tstep,Pinterp)’, Ylookup(tstep,Pinterp)’, Zlookup(tstep+0,Pinterp)’);

tstep/(size(Xlookup,1)-1)*50

end

%%

% -- % FLOWMAP COMPILER (LOWESS FIT) % ----------------------- %

%MARCHING FORWARDS AND BACKWARDS EXTENDING TRACKS HERE.

%matlabpool open 4

parfor_progress(size(Xlookup,2))

parfor part=1:100

tlineX=Xflowmap(:,part); tlineY=Yflowmap(:,part); tlineZ=Zflowmap(:,part);

begine=min(find(tlineX~=0)); ende=max(find(tlineX~=0));

Dbegine=1; Dende=length(tlineX);

%extend track forward...

for tstep=ende:Dende

fx_n1=F.(sprintf(’FX_%d’,tstep-1));

fy_n1=F.(sprintf(’FY_%d’,tstep-1));

fz_n1=F.(sprintf(’FZ_%d’,tstep-1));

if tlineX(tstep)==0

tlineX(tstep)=fx_n1(tlineX(tstep-1), tlineY(tstep-1));

tlineY(tstep)=fy_n1(tlineX(tstep-1), tlineY(tstep-1));

tlineZ(tstep)=fz_n1(tlineX(tstep-1), tlineY(tstep-1));

end

end

%extend track backward...

for tstep=fliplr(Dbegine:begine)

fx_p1=B.(sprintf(’FX_%d’,tstep+1));

fy_p1=B.(sprintf(’FY_%d’,tstep+1));

fz_p1=B.(sprintf(’FZ_%d’,tstep+1));

if tlineX(tstep)==0

tlineX(tstep)=fx_p1(tlineX(tstep+1), tlineY(tstep+1));

tlineY(tstep)=fy_p1(tlineX(tstep+1), tlineY(tstep+1));

tlineZ(tstep)=fz_p1(tlineX(tstep+1), tlineY(tstep+1));

end

end

Xflowmap(:,part)=tlineX; Yflowmap(:,part)=tlineY; Zflowmap(:,part)=tlineZ;
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parfor_progress

end

parfor_progress(0)

matlabpool close

%%

%plot results here...change range do view different tracks.

for i=1:100

Ppoints=find(Xlookup(:,i)~=0);

plot3(Xflowmap(Ppoints,i), Yflowmap(Ppoints,i), Zflowmap(Ppoints,i), ’b’)

axis equal

axis([-.1 2.1 -.1 1.1 -.1 0.2])

view(0,90)

% pause

hold on

end

B.2 initpos generator.m

% -- % INITIAL-POSITION GENERATOR % ------------------------------------- %

%PRODUCES ‘‘data’’, WHICH IS MATRIX WHOSE ROWS GIVES PARITCLE SPECS.

%

function data = initpos_generator(Nspawn, spawnindex, meanlife, sdevlife, T)

X=[]; Y=[]; Z=[]; S=[]; E=[];

loops = 1 ;

while Nspawn>0

Xbuff = (rand(Nspawn, 1)+.01)*1.99;

Ybuff = (rand(Nspawn, 1)+.01)*0.99;

Zbuff = (rand(Nspawn, 1)+.01)*0.01;

if loops==1

Sbuff = ones(Nspawn, 1);

else

Sbuff = Ebuff(spawnindex)+1;

end

Lbuff = (meanlife-1) + round(sdevlife*randn(Nspawn,1));

Lbuff(Lbuff<3)=3;

Ebuff = Sbuff + Lbuff;

Ebuff(Ebuff>T)=T;

X=[X; Xbuff]; Y=[Y; Ybuff]; Z=[Z; Zbuff];

S=[S; Sbuff]; E=[E; Ebuff];

spawnindex=find(Ebuff<T);

Nspawn=length(spawnindex);

loops = loops + 1;
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end

data = [X Y Z S E];

%X POSITION, Y POSITION, Z POSITION, START TIME, END TIME

end

B.3 Ptable Table generator.m

%PARTICLE & TIMETABLE GENERATOR

%INITIALIZES PATHLINE MATRIX WITH SIMILAR

%TO DAVIS OUTPUT

function [rowtable, pdata] = Ptable_Ttable_generator(data)

rowtable=zeros(length(data), 2);

lasttrack=0;

for i=1:length(data)

rowtable(i,1)=lasttrack+1;

rowtable(i,2)=lasttrack + (data(i,5) - data(i,4)+1);

lasttrack=rowtable(i,2);

if mod(i,5000)==0

i/size(data,1)*100

end

end

pdata=zeros(rowtable(end,2),7);

end

B.4 DG pathline generatorV3 3D.m

% -- % 3D DOUBLE-GYRE GENERATOR % -------------------------------------- %

%CODE TAKES INITIAL POSITION

%OF SINGLE PATHINE, PLUS DOUBLE-GYRE

%PARAMETERS AMPLITUDE (A, w e),

%AND PRODUCES PATHLINE

U = -A*pi*cos(pi*YY(i-1)).*sin(pi*(XX(i-1).^2*e*sin(T(i)*w)+XX(i-1)*(1-2*e*sin(T(i)*w))));

V = A*pi*cos(pi*(XX(i-1)*(1-2*e*sin(T(i)*w))+XX(i-1).^2*e*sin(T(i)*w))).*sin(pi*YY(i-1)).*...

(1-2*e*sin(T(i)*w)+2*XX(i-1)*e*sin(T(i)*w)) ;

W = 0;

AX = ...

A*pi^2*cos(pi*XX(i-1).*(1+(-2+XX(i-1))*e*sin(T(i)*w))).*(-(-2+...

XX(i-1)).*XX(i-1)*e*w.*cos(pi*YY(i-1))*cos(T(i)*w)+...

A*pi*(1+2*(-1+XX(i-1))*e*sin(T(i)*w)).*sin(pi*XX(i-1).*(1+...
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(-2+XX(i-1))*e*sin(T(i)*w))));

AY = ...

1/2*A*pi*(2*e*w*cos(T(i)*w).*sin(pi*YY(i-1)).*(2*(-1+...

XX(i-1)).*cos(pi*XX(i-1).*(1+(-2+XX(i-1))*e*sin(T(i)*w)))-pi*(-2+XX(i-1)).*XX(i-1).*(1+...

2*(-1+XX(i-1))*e*sin(T(i)*w)).*sin(pi*XX(i-1).*(1+(-2+XX(i-1))*e*sin(T(i)*w))))+...

A*pi*sin(2*pi*YY(i-1)).*(pi*(1+2*(-1+XX(i-1))*e*sin(T(i)*w)).^2-...

e*sin(T(i)*w).*sin(2*pi*XX(i-1).*(1+(-2+XX(i-1))*e*sin(T(i)*w)))));

AZ = 0;

dX = U*DT+AX*0.5*DT^2;

dY = V*DT+AY*0.5*DT^2;

dZ = W*DT+AZ*0.5*DT^2;

XX(i)=XX(i-1)+dX; YY(i)=YY(i-1)+dY; ZZ(i)=ZZ(i-1)+dZ;

end

data = [XX YY ZZ T NN SS EE];

%[X Y Z TIMESTEP PART.NO. START END]

end

B.5 ONEtoSEV tablegenerator.m

% -- % ONE TO SEV TABLE MAKER % ----------------------------------- %

%TURNS THE DAVIS-SHAPED PATHLINE MATRIX AND PRODUCES

%3 GIANT MATRICES CONTAINING X, Y, AND Z POSITIONS

%OF PATHLINES.

%EACH COLUMN IS A PATHLINE.

%EACH ROW IS A TIME STEP.

function [Xlookup Ylookup Zlookup]=ONEtoSEV_tablegenerator(pdata, T)

plist=unique(pdata(:,5));

Xlookup=zeros(T, length(plist));

Ylookup=zeros(T, length(plist));

Zlookup=zeros(T, length(plist));

for P=1:length(plist)

part=plist(P);

partrows=find(pdata(:,5)==part);

% pdata(partrows(1),6):pdata(partrows(1),7)

Xlookup(pdata(partrows(1),6):pdata(partrows(1),7),P) = pdata(partrows,1);

Ylookup(pdata(partrows(1),6):pdata(partrows(1),7),P) = pdata(partrows,2);

Zlookup(pdata(partrows(1),6):pdata(partrows(1),7),P) = pdata(partrows,3);
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% plot3(pdata(partrows,1), pdata(partrows,2), pdata(partrows,3), ’b’)

% axis equal

% axis([-.1 2.1 -.1 1.1 -.1 0.2])

% view(0,90)

% pause

% hold on

if mod(part, 1000)==0

part/max(pdata(:,5))*100

end

end

end

B.6 lowessfit.m

function [fitresult] = lowessfit(XXX, YYY, ZZZ)

%CREATEFIT(XXX,YYY,ZZZ)

% Create a fit.

%

% Data for ’untitled fit 1’ fit:

% X Input : XXX

% Y Input : YYY

% Z Output: ZZZ

% Output:

% fitresult : a fit object representing the fit.

% gof : structure with goodness-of fit info.

%

% See also FIT, CFIT, SFIT.

% Auto-generated by MATLAB on 06-Sep-2016 13:47:55

%% Fit: ’untitled fit 1’.

[xData, yData, zData] = prepareSurfaceData( XXX, YYY, ZZZ );

% Set up fittype and options.

ft = fittype( ’lowess’ );

opts = fitoptions( ft );

opts.Span = 0.01;

opts.Normalize = ’on’;

% Fit model to data.

[fitresult, gof] = fit( [xData, yData], zData, ft, opts );
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Appendix C

Voronoi Tesselation-Based FTLE

Algorithm

Chapter 3 presents a Voronoi Tessellation-Based algorithm for calculating the finite-time

Lyapunov exponent field that can also be used for calculating spatial gradients as well.

The algorithm is provided below, and accepts the variables “Xflowmap”, “Yflowmap”, and

“Zflowmap” from the pathline-extension code above. Functions capable of handling two-

dimensional or three-dimensional data have been provided. When using the algorithm,

ensure that either “Tesselate3D V2.m” and “strainfield calculator3D.m” are left uncom-

mented in “masterscript v5”, or that “voronoi tesselator2Dv2.m” and “strainfield calculator3D.m”

are left uncommented. The code saves its output to a series of timestep files within the

folder, “forwardFTLE”

The code “Tesselate3D V2.m” is written by Mr. Nathan Neeteson, and was originally

used for pressure extraction from flow fields [Neeteson et al., 2016, Neeteson and Rival,

2015].
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C.1 masterscript v5.m (Master Script)

% -- FTLE STARTUP -------------------------------------------------------------%

clear

clc

%VARIABLES =

%"Xflowmap" -- X-position of tracks (mm)

%"Yflowmap" -- Y-position of tracks (mm)

%"Zflowmap" -- Z-position of tracks (mm)

%Columns represent tracks, while rows represents timesteps.

minlengths=ones(size(Xflowmap,1))*100; % using a constant minimum timelength.

FR= 300; %frame rate (Hz)

%GEOMETRY

chord=1; %chord (obsolete parameter, leave as 1)

%FTLE OPTIONS

minFTLE=0; %minimum FTLE value assigned assigned to unbounded points.

%INITIALIZATION

prog_step=0;

%%

% -- % FORWARD FTLE % ----------------------------------------- %

mkdir(’forwardFTLE’)

%%

% TIMESTEP-FILE GENERATION

clc

tims=[...];

%timesteps to be processed.

%The code saves timesteps individually just in case of crashes!

minlengths=round((linspace(200,25,300)));

for p=1:length(tims)

j=tims(p);

fileN =(sprintf(’forwardFTLE\\step_%d.mat’, j));

minlength=minlengths(j);

window=minlength;

mint=j-(window-minlength)/2;

maxt=j+window+(window-minlength)/2;

%extract neccessary initial/final positions from flowmap data.

[X0, Y0, Z0, XF, YF, ZF, partP] = data_collectivisor(minlength, mint, maxt, chord,...

Xflowmap, Yflowmap, Zflowmap);

%CURRENTLY THE CODE IS SET UP TO DO FORWARD FTLE BECAUSE IT

143



%‘‘minlength’’ IS POSITIVE, SO DATA_COLLECTIVSOR ACCESSES

%FUTURE TIME STEPS.

% BUT IF YOU PUT A NEGATIVE SIGN

%BEHIND MINLENGTH WHEN CALLED BY DATA_COLLECTIVSOR

%YOU CAN DO BACKWARDS FTLE!

%MAKE SURE THAT YOU ARE REACH BACK TO A TIMESTEPS THAT EXISTS.

%Back in the day, the code would include

%the plate and destroy paths

%that passed through the plate

%during the integration time.

%Honestly, this just convolutes the

%code so I removed it.

%I never removed those variables from

%functions, so the following dummy-variables

%must be initialized.

XboundC=[]; YboundC=[]; ZboundC=[];

XboundCF=[]; YboundCF=[]; ZboundCF=[];

plateP=[];

%data combinomatic looks for redundent particles and removes them.

[X0, Y0, Z0, XF, YF, ZF, Ps] = ...

data_combinomatic(X0, Y0, Z0, XF, YF, ZF,...

XboundC, YboundC, ZboundC,...

XboundCF, YboundCF, ZboundCF, partP, plateP);

%Used to save where plate vertices are for plotting purposes.

%Much easier to deal with this after the fact.

XV=[]; YV=[]; ZV=[];

%save this data to a file, which will be accessed later.

savestuff_step1FTLE(fileN, X0, Y0, Z0, XF, YF, ZF, Ps, XV, YV, ZV)

clear XboundC YboundC XboundCF YboundCF XsquareF YsquareF partP plateP

%close all

p/length(tims)

end

%%

% FORWARD FTLE CALCULATION

clear all

tims=[...];

%timesteps to be processed.

FR=300; %frame rate

minFTLE=0; %what to set the FTLE to at junk points.
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%for "parfor"ing....

%parfor_progress(length(tims))

%matlabpool open 4

parfor p=1:length(tims)

j=tims(p);

minlength=minlengths(j);

fileN =(sprintf(’forwardFTLE\\step_%d.mat’, j));

%load data from time steo

[X0, Y0, Z0, XF, YF, ZF, Ps, XVs, YVs, ZVs]=loadstuffFTLE1(fileN);

% --- If you’re doing 2D on 3D data, run these few lines. --- %

%(you can imagine that if you collapse 3D onto a 2D plane

%there’s a chance that points might repeat. We have to

%remove redundent points.

[~, goods,~]=unique([X0 Y0], ’rows’);

X0=X0(goods); Y0=Y0(goods); Z0=Z0(goods);

XF=XF(goods); YF=YF(goods); ZF=ZF(goods);

Ps=Ps(goods);

% ---------------------------------------------------------- %

%3D-TESSELLATION (compliments Nathan Neeteson)

%tessellation = Tessellate3D_V2(X0, Y0, Z0);

%outputs a structure containing the following objects:

%NN - bounded-cell matrix (sparse matrix)

%B - bounded-cell index (cell array)

%N - neighbour index (cell array)

%H - intraneighbour-distance index (cell array)

%S - face-area index (cell array)

%nx - normal vector, x-component index (cell array)

%ny - normal vector, y-component index (cell array)

%nz - normal vector, z-component index (cell array)

%VOL - cell-volume index (cell array)

%[strainfield, FTLE] =strainfield_calculator3D(XF, YF, ZF,...

% tessellation.S, tessellation.H,...

% tessellation.nx,tessellation.ny,...

% tessellation.nz,tessellation.NN,...

% minlength/FR, minFTLE);

%2D-TESSELLATION (compliments Giuseppe Rosi)

[tessellation] = voronoi_tesselator2Dv2(X0, Y0)

%outputs the following variables:

%N - bounded-cell matrix (sparse matrix)

%H - intra-cell distance (sparse matrix)

%S - shared-surface index (sparse matrix)

%THETA - angle between neighbours (sparse matrix)

%V - voronoi-cell vertex arrayface-area index (cell array)
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%C - cell-array index (cell array)

%NX - normal vector, x-component index (cell array)

%NY - normal vector, y-component index (cell array)

%A - cell area (vector)

%U - unbounded cells (vector)

[strainfield, FTLE] =...

strainfield_calculator2D(XF, YF, tessellation.S, tessellation.H,...

tessellation.NX, tessellation.NY, tessellation.N, minlength/FR, minFTLE);

%2D tesselation is typically more stable and won’t crash.

%Everytime I’ve tesselated a flow with a body in 3D I’ve had issues.

%...finally save the timestep result to a file.

savestuffFTLE(fileN,...

X0, Y0, Z0, XF, YF, ZF, Ps, tessellation,...

strainfield, FTLE, XVs,YVs,ZVs)

parfor_progress

end

parfor_progress(0)

C.2 data collectivisor.m

% -- % DATA COLLECTIVSOR % ----------------%

%CODE EXTRACTS INITIAL AND FINAL POSITION OF PATHLINES

%FOR CURRENT TIMESTEP.

function [X0, Y0, Z0, XF, YF, ZF, longP] = ...

data_collectivisor(minlength, mint, maxt, chord,...

Xflowmap, Yflowmap, Zflowmap)

timesteps=mint;

longP = intersect(find(Xflowmap(timesteps, :)~=0),...

find(Xflowmap(timesteps+minlength-1, :)~=0));

X0 = Xflowmap(timesteps,longP); XF = Xflowmap(timesteps+minlength-1,longP);

Y0 = Yflowmap(timesteps,longP); YF = Yflowmap(timesteps+minlength-1,longP);

Z0 = Zflowmap(timesteps,longP); ZF = Zflowmap(timesteps+minlength-1,longP);

X0=X0’; Y0=Y0’; Z0=Z0’;
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C.3 data combinomatic.m

% -- % DATA COMBINOMATIC % ----------------%

function [X0 Y0, Z0, XF, YF, ZF, Ps] = ...

data_combinomatic(X0, Y0, Z0, XF, YF, ZF, XboundC, YboundC, ZboundC,...

XboundCF, YboundCF, ZboundCF, partP, plateP)

%need to find where the two sets of data intersect and delete data points

%to make sure there are no duplicates

alldata = [X0 Y0 Z0];

[~, i] = unique(alldata,’rows’);

X0 = X0(i);

Y0 = Y0(i);

Z0 = Z0(i);

XF = XF(i);

YF = YF(i);

ZF = ZF(i);

partP = partP(i);

X0 = [X0; XboundC];

Y0 = [Y0; YboundC];

Z0 = [Z0; ZboundC];

XF = [XF; XboundCF]’;

YF = [YF; YboundCF]’;

ZF = [ZF; ZboundCF]’;

Ps = [partP;plateP];

C.4 savestuff step1.m

% -- % SAVESTUFF_STEP1 % ----------------%

% saves initial/final positions to file.

function savestuff_step1(fileN, X0, Y0, Z0, XF,...

YF, ZF, Ps, XVs, YVs, ZVs)

save(fileN, ’X0’, ’Y0’, ’Z0’, ’XF’, ’YF’, ’ZF’, ’Ps’,...

’XVs’, ’YVs’, ’ZVs’)

end
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C.5 savestuffFTLE.m

% -- % SAVESTUFF_FTLE % ----------------%

% saves results of tessellation/gradient to file.

function savestuffFTLE(fileN,...

X0, Y0, Z0, XF, YF, ZF, Ps,...

tesselation, strainfield, FTLE, XV, YV, ZV);

save(fileN,...

’X0’, ’Y0’, ’Z0’, ’XF’, ’YF’, ’ZF’, ’Ps’,...

’tesselation’, ’strainfield’, ’FTLE’, ’XV’, ’YV’, ’ZV’);

end

C.6 loadstuffFTLE1.m

function [X0, Y0, Z0, XF, YF, ZF, Ps, XVs, YVs, ZVs]=loadstuffFTLE1(fileN)

load(fileN)

end

C.7 voronoi tesselator2Dv2.m

function [tessellation] = voronoi_tesselator2Dv2(X, Y)

XY = [X, Y];

num_points = length(X);

%VORONOI TESSELATION

[V,C] = voronoin(XY);

%FIND UNBOUDNED POINTS

ubvx=find(isinf(V(:,1)));

ubvy=find(isinf(V(:,2)));

ubv=unique([ubvx; ubvy]);

clear ubvx ubvy

U=[];

for i=1:length(C)
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if any(C{i}==1)

if isempty(U)

U=i;

else

U=[U,i];

end

end

end

A=zeros(length(C),1);

%CALCULATE AREA OF CELLS

for t=1:length(C)

vx=V(C{t},1);

vy=V(C{t},2);

if ~isempty(vx) || ~isempty(vy)

A(t)=polygonarea(vx,vy);

else

A(t)=NaN;

end

clear vx vy

end

A(isnan(A))=Inf;

%V - [numv by n matrix] list of all voronoi cell vertices

%C - [cell array] voronoi cell for each point

TRI = delaunay(X,Y);

%BAD APPLE TESSLATION

bad=0;

%SPARSE MATRIX GENERATION

%PUT TESSELATION RESULTS INTO SPARSE MATRIX

N = sparse(num_points,num_points);

S = sparse(num_points,num_points);

H = sparse(num_points,num_points);

NX= sparse(num_points,num_points);

NY= sparse(num_points,num_points);

THETA = sparse(num_points,num_points);

prog_step = .01;

prog_prev = 0;

% IDENTIFY NEIGHBOURS

for t = 1:length(TRI)

for i = 1:2

for j = 1:(3-i)
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p = TRI(t,i);

q = TRI(t,i+j);

if N(p,q)==0

p_cell = sort(C{p});

q_cell = sort(C{q});

if ~isempty(p_cell) && ~isempty(q_cell)

p_bounds = nchoosek(p_cell,2);

q_bounds = nchoosek(q_cell,2);

shared_bound = intersect(p_bounds,q_bounds,’rows’);

else

shared_bound = [];

end

if ~isempty(shared_bound)

sb_start = V(shared_bound(1),:);

sb_end = V(shared_bound(2),:);

s_temp = sqrt(sum( (sb_start - sb_end).^2 ));

S(p,q) = s_temp;

S(q,p) = s_temp;

N(p,q) = 1;

N(q,p) = 1;

h_temp = ...

sqrt( ...

( X(p) - X(q) )^2 + ...

( Y(p) - Y(q) )^2 ...

);

theta_temp =...

atan2(X(q) - X(p),Y(q) - Y(p));

nx_temp = (X(q) - X(p))/h_temp;

ny_temp = (Y(q) - Y(p))/h_temp;

H(p,q) = h_temp;

H(q,p) = h_temp;

THETA(p,q)=theta_temp;

THETA(q,p)=theta_temp+pi;

NX(p,q) = nx_temp;
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NX(q,p) = -nx_temp;

NY(p,q) = ny_temp;

NY(q,p) = -ny_temp;

else

bad=bad+1;

end

end

end

if t/length(TRI) > prog_prev

prog_prev = prog_prev + prog_step;

fprintf(’\ b\ b\ b%2.0f%%’,ceil(100*t/length(TRI)))

end

end

N = sparse(N);

H = sparse(H);

S = sparse(S);

THETA = sparse(THETA);

if bad~=0

% fprintf(’number of points lost %d’, bad)

display(’number of points lost:’)

disp(bad)

end

%SAVE RESULTS

tessellation.N=N;

tessellation.H=H;

tessellation.S=S;

tessellation.THETA=THETA;

tessellation.V=V;

tessellation.C=C;

tessellation.NX=NX;

tessellation.NY=NY;

tessellation.A=A;

tessellation.U=U;
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C.8 Tessellate3D V2.m

This code is written by Nathan Neeteson, and is used for pressure extraction for three-

dimensional pressure extraction [Neeteson et al., 2016].

function [ tessellation ] = Tessellate3D_V2( X, Y, Z )

%function Tessellate3D_V2, "3D Tessellation Version 2"

%written by Nathan Neeteson, email: njneeteson@gmail.com

%last updated August 14 2014

%===================================================================

%=================== 1. INITIALIZATION =========================

%===================================================================

fprintf(’1. INITIALIZATION.......’)

num_points = length(X);

XYZ = [X Y Z];

TRI = delaunayn(XYZ);

[~,C] = voronoin(XYZ);

U=[];

for i=1:length(C)

if any(C{i}==1)

if isempty(U)

U=i;

else

U=[U,i];

end

end

end

%Unbounded points "U"

B = zeros(num_points,1);

%DETERMINING BOUNDED/UNBOUNDED POINTS

for p = 1:num_points

B(p) = all(C{p} - 1);
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end

%SPARSE NEIGHBOUR MATRIX GENERATION

%NN = sparse(zeros(num_points,num_points));

NN = spalloc(num_points,num_points,50*num_points);

%ERR = spalloc(num_points,num_points,50*num_points);

%TESSELATION INFORMATION CELL MATRIX GENERATION

N{num_points} = []; % index of neighbours

H{num_points} = []; % distance to neighbours

S{num_points} = []; % size of voronoi cell faces

nx{num_points} = []; % x-comp normal vector of face

ny{num_points} = []; % y-comp normal vector of face

nz{num_points} = []; % z-comp normal vector of face

VOL = inf(1,num_points); %volume of cells, G.A.R.

fprintf(’\ b \ b \ bCOMPLETE\ n’)

%=====================================================================

%====================================================================

%============== 2. NEIGHBOUR DETERMINATION =====================

%=====================================================================

%now we’re going to determine which points are connected to each other by

%running through the TRI matrix and saying that any two points which are in

%a tetrahedra together are connected. we will record them as being

%connected by activating the corresponding element in the sparse matrix NN

fprintf(’2. NEIGHBOUR DETERMINATION.......’)

prog_step = .01;

prog_prev = 0;

[num_tetrahedra, ~] = size(TRI);

for t = 1:num_tetrahedra

for i = 1:3

for j = 1:(4-i)

p = TRI(t,i);

q = TRI(t,i+j);

%the voronoi cell face between two unbound points will have a

%vertex located at infinity and therefore is infinite in size.

%since the size of the voronoi cell face between two unbound
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%points renders connection of the two points useless, we will

%check to make sure that at least one of the two points is

%bounded before bothering to identify them as neighbours

if B(p)||B(q)

NN(p,q) = 1; %\#ok$<$SPRIX$>$

NN(q,p) = 1; %\#ok$<$SPRIX$>$

end

end

end

if t/num_tetrahedra > prog_prev

prog_prev = prog_prev + prog_step;

fprintf(’\ b\ b\ b%2.0f%%’,ceil(100*t/num_tetrahedra))

end

end

fprintf(’\ n’)

%=========================================================================

%=========================================================================

%================ 3. PARAMETER COMPUTATION =====================

%=========================================================================

%we will now go through, point by point, and construct a voronoi

%tessellation around each point in the field with its direct neighbours.

%this will allow us to find the face corresponding to each neighbour of

%each point instantantly, as the fully bound faces of a neighbour point

%will necessarily only correspond to the central point

%it is in this step that the voronoi cell face size, neighbour to point

%distance, and the normal vector will be actually be determined for each

%neighbour of each point

%first go through all of the bounded points and calculate the network

%parameters using ’SS_Tessellation’

%

%this stage of the process can be parallelized as all vectors/arrays
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%involved are sliced for efficient parallel processing

fprintf(’3. PARAMETER COMPUTATION:\ n’)

fprintf(’(a) BOUNDED POINTS.......’)

prog_step = .01;

prog_prev = 0;

for c = 1:num_points

N{c} = find( NN(c,:) );

if B(c)

%H S and nxyz are distance, facial area

%and normal-vector components

[ H{c} S{c} nx{c} ny{c} nz{c} VOL(c)] = ... %VOL(c) added, G.A.R.

SS_Tessellation( ...

X(c), Y(c), Z(c), ...

X(N{c}), Y(N{c}), Z(N{c}) ...

);

end

if c/num_points > prog_prev

prog_prev = prog_prev + prog_step;

fprintf(’\ b\ b\ b%2.0f%%’,ceil(100*c/num_points))

end

end

fprintf(’\ n’)

%now go through all of the unbounded points and look at their neighbours’

%constructed network information [H,S,nx,ny,nz], since it is not possible

%to get these paremeters for unbounded points using ’SS_Tessellation’

fprintf(’(b) UNBOUNDED POINTS.......’)

prog_step = .01;

prog_prev = 0;

for p = 1:num_points

if ~ B(p)

num_neighbours = length(N{p});

H{p} = zeros(num_neighbours,1);

S{p} = zeros(num_neighbours,1);

nx{p} = zeros(num_neighbours,1);

ny{p} = zeros(num_neighbours,1);

nz{p} = zeros(num_neighbours,1);
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%the above just finds the number of neighbours that the point ’p’

%has and then initializes arrays for H,S,nx,ny,nz

for n = 1:num_neighbours

i = find(N{ N{p}(n) } == p);

%’i’ is the index in the arrays of neighbour ’n’ which

%correspond to the point ’p’

H{p}(n) = H{N{p}(n)}(i);

S{p}(n) = S{N{p}(n)}(i);

%H and S are absolute magnitude values and as such will be the

%same for two neighbours

nx{p}(n) = -nx{N{p}(n)}(i);

ny{p}(n) = -ny{N{p}(n)}(i);

nz{p}(n) = -nz{N{p}(n)}(i);

%nx,ny,nz are vectors which point from the central node to the

%neighbour and as such when copying from the neighbour to the

%central node the direction needs to be reversed

end

end

if p/num_points > prog_prev

prog_prev = prog_prev + prog_step;

fprintf(’\ b\ b\ b%2.0f%%’,ceil(100*p/num_points))

end

end

fprintf(’\ n’)

%=========================================================================

%====================== 4. OUTPUTS =============================

%=========================================================================

fprintf(’4. OUTPUTS.......’)

tessellation.NN = NN;

tessellation.B = B;

tessellation.U = U;

tessellation.N = N;

tessellation.H = H;

tessellation.S = S;

tessellation.nx = nx;

tessellation.ny = ny;

tessellation.nz = nz;

tessellation.VOL= VOL; %VOL added, G.A.R.
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%the output is a structure containing cell arrays, where each cell

%corresponds to one point in the field and the cells contain all of the

%network information necessary for computing vector calculus operations in

%a Lagrangian frame

fprintf(’\ b\ b\ bCOMPLETE\ n’)

end

function [H S nx ny nz VOLcn] = SS_Tessellation(Xc,Yc,Zc,Xn,Yn,Zn)

%function SS_Tessellation, "Small Scale Tessellation"

%written by Nathan Neeteson, email: njneeteson@gmail.com

%last updated August 14 2014

%VOLcn added by G. A. Rosi on May 12 2015

%This function performs the tessellation around the central cell and

%returns the required network information back to the main function.

%All of the output vectors will be of the same size and each element of

%each output vector corresponds to the same linkage in the tessellated

%network.

%INPUTS

%

%Xc,Yc,Zc - x,y,z values of the central node

%Xn,Yn,Zn - x,y,z values of the neighbouring nodes

%

%OUTPUTS

%

%H - the distance from the central node to each neighbour node

%S - the size of the Voronoi cell face corresponding to each

% neighbour node

%nx,ny,nz - the components of the unit vector pointing from the central

% node to each neighbour node

%VOLcn - volume of bounded cells...needed for gradients

H = sqrt( (Xn - Xc).^2 + (Yn - Yc).^2 + (Zn - Zc).^2 );

%H is calculated by finding the magnitudes of the spatial vectors between

%central node and each of the neighbours

nx = (Xn - Xc) ./ H;

ny = (Yn - Yc) ./ H;

nz = (Zn - Zc) ./ H;

%the spatial normal vectors pointing from the central node to the

%neighbouring nodes are found by dividing each component of the spatial

%vectors by the total magnitudes of the spatial vectors

X = [Xc;Xn];

Y = [Yc;Yn];
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Z = [Zc;Zn];

XYZ = [X,Y,Z];

%the above combines the central and neighbouring nodes into a single

%matrix, because this is the required input format for the voronoi

%tessellation function "voronoin"

[V,C] = voronoin(XYZ);

%this returns the voronoi tessellation of the central node and its

%neighbours. V is a k-by-3 array, the rows of which are the vertices of the

%voronoi cells (k being the number of vertices), and C is a cell array of

%length n (n being the number of points) where each cell contains the

%indices into V of the vertices of the corresponding voronoi cell

%this output on its own is not useful, what we actually need is the

%corresponding neighbour for each voronoi cell face around the central

%node. there are multiple ways to solve this problem with varying levels of

%computational efficiency, the way this function in particular solves the

%issue is such:

%1. Do a voronoi tessellation and obtain the list of vertices and the cell

% array giving the vertices in each cell around each node

%2. To find what the actual voronoi cell faces of the central node are, use

% the data from step 1 to compute the convex hull around the central node

%3. Go through the convex hull of the central node, one face at a time.

% compare the three indices of each face to the list of indices

% corresponding to each of the neighbouring nodes. any neighbouring node

% which is associated with all three of the vertices of a particular face

% will also have that face, and therefore that node is the neighbour

% which corresponds to that face.

%Computation of the convex hull is only possible for fully bounded cells,

%therefore this procedure can only be carried out on bounded points.

VertC = V(C{1},:);

%convert the indices of the voronoi cell around the central node into a

%k-by-3 array of actual spatial co-ordinates

temp_face = convhulln(VertC,{’Qt’,’Pp’,’QbB’});

%this computes the convex hull around the central node.

%’Qt’ prevents the function from fusing together faces, which is done by

%default to avoid precision errors.

%’QbB’ scales the input to fit the unit cube. this option is useful for

%preventing precision errors when dealing with inputs ranging over multiple

%orders of magnitude, which is possible with the type of randomly

%distributed data we are dealing with from PTV

%’Pp’ suppresses warning and error messages, necessary since the function

%will be called tens of thousands of times for each frame
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[~,VOLcn] = convhulln(VertC,{’Qt’,’Pp’});

%this computes the volume of the voronoi cell, which is need for gradients.

%The ’QbB’ option has been removed because normalizing the side lengths

%also normalizes the volume! (G.A.R.)

VFaces = C{1}(temp_face);

%the results of the convex hull are given in terms of indices into the

%’VertC’ array, this line converts the convex hull array into an array of

%indices into the vertices of the voronoi tessellation so that they can be

%compared to the vertices of the neigbours

[num_faces, ~] = size(VFaces);

num_neighbours = length(Xn);

%the number of faces and number of points will both be needed to serve

%as for loop bounds (worth noting here that the number of neighbours is

%the number of points less 1, since the central node is in there)

S = zeros(num_neighbours,1);

%this just initializes an array for the voronoi cell face sizes

for f = 1:num_faces

%loop over all of the faces in the convex hull

for n = 1:num_neighbours

%and loop over all of the neighbours

if sum(ismember(C{n+1},VFaces(f,:))) == 3

%this checks if the voronoi vertices of the ’n+1’th point

%contain all 3 of the vertices of face ’f’. if this is true

%then face ’f’ corresponds to point ’n+1’ (which is neighbour

%’n’)

S(n) = S(n) + ...

(1/2)*sqrt( ...

sum(cross( ...

( ( V(VFaces(f,2),:) ) - ( V(VFaces(f,1),:) ) ),...

( ( V(VFaces(f,3),:) ) - ( V(VFaces(f,1),:) ) )...

).^2 )...

);

%this line uses the cross product method for calculating the

%area of triangles with 3D coordinates to find the area of face

%’f’ then adds it to the ’n’th element of the S vector.

%If your triangle is defined by the points A,B,C all of which

%are 3D points, then you can find the area of the triangle by
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%computing: Area = (1/2) * | (B-A) x (C-A) |

break

%this breaks out of the for loop over the neighbours to save

%time, once a face has been matched to a neighbour there

%is no point comparing it to other neighbours

end

end

end

end

C.9 strainfield calculator2D.m

function [strainfield, FTLE] =...

strainfield_calculator2D(XF, YF, S, H,...

NX, NY, N, TIME, minFTLE)% U, cutoff, RATIO)

CGST=cell(1, length(N));

FTLE=zeros(1, length(N));

badapples=0;

num_points=length(XF);

incompress_check=[];

prog_step = .01;

prog_prev = 0;

for a=1:length(N)

neighbours=find(N(a,:)~=0);

CGST{a}=zeros(2,2);

% GRADIENTS IN TWO DIMENSIONS FROM CH. 3!

dXFdX= 2*sum((XF(a)+XF(neighbours)’).*S(a,neighbours).*NX(a,neighbours))/...

(sum(S(a,neighbours).*H(a,neighbours)))+0;

dYFdX= 2*sum((YF(a)+YF(neighbours)’).*S(a,neighbours).*NX(a,neighbours))/...

(sum(S(a,neighbours).*H(a,neighbours)))+0;

dXFdY= 2*sum((XF(a)+XF(neighbours)’).*S(a,neighbours).*NY(a,neighbours))/...

(sum(S(a,neighbours).*H(a,neighbours)))+0;

dYFdY= 2*sum((YF(a)+YF(neighbours)’).*S(a,neighbours).*NY(a,neighbours))/...

(sum(S(a,neighbours).*H(a,neighbours)))+0;
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% STRAIN TENSOR

strain = [dXFdX, dXFdY;

dYFdX, dYFdY];

% CAUCHY-GREEN STRAIN TENSOR

CGST{a} = strain’*strain;

if isnan(abs(det(CGST{a})))~=1 && ...

isinf(abs(det(CGST{a})))~=1% && ...

if det(CGST{a})<0

display(’ERROR! >:/’)

end

lambda1 = max(eig(CGST{a}));

[zetas, lambdas] = eig(CGST{a});

if lambda1==lambdas(1,1)

zeta1 = zetas(:,1);

lambda2 = lambdas(2,2);

zeta2 = zetas(:,2);

else

zeta1 = zetas(:,2);

lambda2 = lambdas(1,1);

zeta2 = zetas(:,1);

end

%INCOMPRESSIBILITY CHECK!

incompress_check(a)=lambda1*lambda2;

if ~(lambda1*lambda2>0.5 && lambda1*lambda2<1.5)

badapples=badapples+1;

end

%CALC FTLE, SAVE RESULTS TO OBJECT.

FTLE(a) = (1/TIME)*log(sqrt(lambda1));

strainfield.(sprintf(’point_%d’, a)).zeta1=zeta1;

strainfield.(sprintf(’point_%d’, a)).zeta2=zeta2;

strainfield.(sprintf(’point_%d’, a)).lambda1=lambda1;

strainfield.(sprintf(’point_%d’, a)).lambda2=lambda2;

else

FTLE(a)=minFTLE;

end
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if a/length(N) > prog_prev

prog_prev = prog_prev + prog_step;

fprintf(’\ b\ b\ b%2.0f%%’,ceil(100*a/length(N)))

end

end

C.10 strainfield calculator3D.m

% STRAINFIELD CALCULATOR CALCS 3D GRADIENT OF FLOWMAP.

function [strainfield, FTLE] =...

strainfield_calculator3D(XF, YF, ZF, S, H, NX, NY, NZ, N, TIME, minFTLE)

badapples=0;

num_points=length(XF);

FTLE=zeros(1, length(N));

CGST=cell(1, length(N));

incompress_check=[];

for a=1:length(N)

neighbours=find(N(a,:)~=0);

CGST{a}=zeros(3,3)

size(XF(neighbours)’)

size(S{a})

size(NX{a})

size(NY{a})

size(NZ{a})

size(H{a})

%clc

%length(XF(a)+XF(neighbours)’)

%length(S{a}.*NX{a})

%XF(a)+XF(neighbours)’

%S{a}.*NX{a}

%pause

% ABOVE ARE FORM OF 3D GRADIENT PRESENTED IN CH. 3

dXFdX= 3*sum((XF(a)+XF(neighbours)).*S{a}.*NX{a})/...

(sum(S{a}.*H{a}));

dXFdY= 3*sum((XF(a)+XF(neighbours)).*S{a}.*NY{a})/...
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(sum(S{a}.*H{a}));

dXFdZ= 3*sum((XF(a)+XF(neighbours)).*S{a}.*NZ{a})/...

(sum(S{a}.*H{a}));

dYFdX= 3*sum((YF(a)+YF(neighbours)).*S{a}.*NX{a})/...

(sum(S{a}.*H{a}));

dYFdY= 3*sum((YF(a)+YF(neighbours)).*S{a}.*NY{a})/...

(sum(S{a}.*H{a}));

dYFdZ= 3*sum((YF(a)+YF(neighbours)).*S{a}.*NZ{a})/...

(sum(S{a}.*H{a}));

dZFdX= 3*sum((ZF(a)+ZF(neighbours)).*S{a}.*NX{a})/...

(sum(S{a}.*H{a}));

dZFdY= 3*sum((ZF(a)+ZF(neighbours)).*S{a}.*NY{a})/...

(sum(S{a}.*H{a}));

dZFdZ= 3*sum((ZF(a)+ZF(neighbours)).*S{a}.*NZ{a})/...

(sum(S{a}.*H{a}));

% THE STRAIN TENSOR

strain = [dXFdX, dXFdY, dXFdZ;...

dYFdX, dYFdY, dYFdZ;...

dZFdX, dZFdY, dZFdZ];

% THE CAUCHY GREEN STRAIN TENSOR

CGST{a} = strain’*strain;

%CGST{a}; %det(CGST{a}); %pause;

% IF THE CG STRAIN TENSOR IS PHYSICAL...

if isnan(abs(det(CGST{a})))~=1 && ...

isinf(abs(det(CGST{a})))~=1

% IF THE DETERMINANT IS LESS THEN 1, THE CGST ISN’T PHYSICAL.

if det(CGST{a})<0

display(’ERROR! >:/’)

end

lambda1 = max(eig(CGST{a}));

% FTLE DEFINED BY FTLE EIGENVALUES/EIGENVECTORS

[zetas, lambdas] = eig(CGST{a});

[~, L1_col]=ind2sub([3,3], find(lambdas==lambda1));

[~, L1_col]=ind2sub([3,3], find(abs(lambdas-lambda1)...

==min(min(abs(lambdas-lambda1)))))

zeta1=zetas(:,L1_col);

lambda2=lambdas(max(find([1 2 3]~=L1_col)),max(find([1 2 3]~=L1_col)));
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zeta2=zetas(:,max(find([1 2 3]~=L1_col)));

lambda3=lambdas(min(find([1 2 3]~=L1_col)),min(find([1 2 3]~=L1_col)));

zeta3=zetas(:,min(find([1 2 3]~=L1_col)));

% INCOMPRESSIBILITY CHECK: THE PRODUCT OF ALL

%EIGENVALUES SHOULD BE 1!

incompress_check(a)=lambda1*lambda2*lambda3;

if ~(lambda1*lambda2*lambda3>0.5 && lambda1*lambda2*lambda3<1.5)

badapples=badapples+1;

end

%CALC FTLE, SAVE TO OBJECT.

FTLE(a) = (1/TIME)*log(sqrt(lambda1));

strainfield.(sprintf(’point_%d’, a)).strain=strain;

strainfield.(sprintf(’point_%d’, a)).zeta1=zeta1;

strainfield.(sprintf(’point_%d’, a)).zeta2=zeta2;

strainfield.(sprintf(’point_%d’, a)).zeta2=zeta3;

strainfield.(sprintf(’point_%d’, a)).lambda1=lambda1;

strainfield.(sprintf(’point_%d’, a)).lambda2=lambda2;

strainfield.(sprintf(’point_%d’, a)).lambda3=lambda3;

else

FTLE(a)=minFTLE;

end

end

C.11 savestuffFTLE.m

% -- % SAVESTUFF_FTLE % ----------------%

% saves results of tessellation/gradient to file.

function savestuffFTLE(fileN,...

X0, Y0, Z0, XF, YF, ZF, Ps,...

tesselation, strainfield, FTLE, XV, YV, ZV);

save(fileN,...

’X0’, ’Y0’, ’Z0’, ’XF’, ’YF’, ’ZF’, ’Ps’,...

’tesselation’, ’strainfield’, ’FTLE’, ’XV’, ’YV’, ’ZV’);

end
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Appendix D

Code for Calculating Entrainment

From Enstrophy History

In Chapter 5, a method for calculating entrainment from the enstrophy history of pathlines

is presented. Entrainment is calculated by categorizing pathlines based on when and where

they gained enstrophy. The MATLAB script of this method is provided here. The algo-

rithm requires five column vectors as input: pathline number, time, x- and y-positions, and

enstrophy. The code then outputs the entrainment ratio as an output.

%%

% -- % ENSTROPHY-HISTORY ENTRAINMENT METHOD % ---------------------------%

%The current code categorizes pathlines into as being 1, 2, 3, 4 based

%on if they ...

%

% 1: were entrained

% 2: passed through the shear layer

% 3: always irrotational

% 4: always rotational

%

%The code requires 5 columns of data:

%

% allparts: the pathline number. Note that

% pathline numbers should appear multiple times

% consecutively to indicate how long the
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%pathline was tracked for.

%

%ohm1: vorticity along pathlines.

%

%alltimes: timesteps where pathlines appear.

%

% X, Y are positions.

%

% The method relies on the following parameters:

SL=[.1]; %height of shear layer

THS=[5]; %threshold (THS*mean(enstrophy)

SLBthick=[-.01]; %thickness of shear layer

times=[220]; %put the final time step in here

debugz=0; plots=0;

%if you’re having problemss, putting ‘‘debugz’’

%and ‘‘plots;; to 1 wil %make the code plot

%results that may help reveal the issue.

%the number of times enstrophy along a pathline

%will be smooth used a 5-span filter.

smooths=1;

close all

%The code produces the following results:

eta1 =zeros(length(SL), length(THS), length(times), length(SLBthick));

%‘‘eta1’’ is an absolute entrainment ratio, which divides

%entrained mass by the sum of entrained + old enstrophy + new enstrophy

eta2 =zeros(length(SL), length(THS), length(times), length(SLBthick));

%‘‘eta1’’ is an relative entrainment ratio, which divides

%entrained mass by simply entrained + new enstrophy

PINTentrain =zeros(length(SL), length(THS), length(times), length(SLBthick));

%number of pathlines entrained

PINTvcm =zeros(length(SL), length(THS), length(times), length(SLBthick));

%number of pathlines with old enstrophy

PINTvcmS =zeros(length(SL), length(THS), length(times), length(SLBthick));

%number of pathlines that pass through shear layer

PINTnot =zeros(length(SL), length(THS), length(times), length(SLBthick));

%number of pathlines irrotational pathlines

%the code is designed to test different values of threshold and geometry

%and puts out these 4D matrices created above containing all the results.

for slc=1:length(SL)

for thsc=1:length(THS)
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for timC=1:length(times)

for SLBTC=1:length(SLBthick)

%initialize control parameters for current loop

tim=times(timC)

sl=SL(slc)

ths=THS(thsc)

slbt=SLBthick(SLBTC)

%only look at unique particles

parts=unique(allparts);

%set up the shear-layers geometry

SLgeoX=[-.03 slbt slbt -.03];

SLgeoY=[sl sl 0 0];

%This is for parralelizing. The code subdivides all the pathlines into

%N bins, and passes each bin onto a parfor loop.

Nbins=100;

%initailize ptype, threshold

ptype=zeros(length(parts),1);

OMthres=ths*mean(Om1);

tic

for bin=1:Nbins

%Om1((round(bin-1)*length(parts)/10+1):(bin)*length(parts)/10);

%identify the pathlines within the current bin

binedge=[floor((bin-1)*length(parts)/Nbins+1),floor(bin*length(parts)/Nbins)];

partbin=parts(binedge(1):binedge(2));

ptypebin=zeros(size(ptype));

binrows = ismember(allparts,partbin);

%grab pathline number, times, vorticity and positions of pathlines

%within current bin.

allpartsbin=allparts(binrows);

alltimesbin= alltimes(binrows);

Ombin=Om1(binrows);

Xbin=x1(binrows);

Ybin=y1(binrows);

%parfor_progress(length(partbin))

parfor P=1:length(partbin)

%for current pathline, initalize its type.

part=partbin(P);

ptypeC=0;
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%grab time steps of pathline, but only up until

%specified times

Tcurr = alltimesbin(find(allpartsbin==part));

trunc=find(Tcurr<=tim);

Tcurr=Tcurr(trunc);

%Grab enstrophy of pathline

%(since span=1 not being smoothed here)

Omcurr=smooth(Ombin(find(allpartsbin==part)),1);

%iteratively smooth

S=0;

while S<smooths

Omcurr=smooth(Omcurr,5);

S=S+1;

end

% pause

%grab pathline position

Xcurr = Xbin(find(allpartsbin==part));

Ycurr = Ybin(find(allpartsbin==part));

Xcurr=Xcurr(trunc); Ycurr=Ycurr(trunc); Omcurr=Omcurr(trunc);

Xcurr=Xcurr+[xi(Tcurr)]’/300; Ycurr=Ycurr+[yi(Tcurr)]’/300;

%plot the pathline if need be...

if plots

figure(’units’, ’normalized’, ’position’, [.5 .2 .5 .8])

%li=5;

subplot(2, 1, 1)

scatter(Xcurr,Ycurr,3,Tcurr,’filled’)

patch([-7/300 0 0 -7/300],[0 0 -20 -20],[1 1 1 1],’FaceColor’,...

[0.5 0.5 0.5],’EdgeColor’,’k’,’LineWidth’,2)

%caxis([-li li])

colormap(jet)

axis([-12.5,47.5,-30,30]/300)

grid on

box on

xlabel(’$x/D$’,’interpreter’,’latex’)

ylabel(’$y/D$’,’interpreter’,’latex’)

text(0.07, 0.09, POS)

text(0.07, 0.07, CIRCT)

subplot(2, 1, 2)

plot(Tcurr, Omcurr)

end

168



%is the enstrophy along the pathline

%ever greater than the theshold?

if sum(Omcurr>OMthres)

ptypeC=1; %then it’s entrained (for now)

%did it pass through the shear layer?

if any(inpolygon(Xcurr, Ycurr, SLgeoX, SLgeoY))

%whilst in shear layer, did it have high enstrophy?

if any(Omcurr(inpolygon(Xcurr,Ycurr,SLgeoX, SLgeoY))>OMthres)

ptypeC=2; %then it’s shear layer mass.

end

end

else

%if none of the above is true...

%then the pathline is irrotational

ptypeC=3;

end

[~, startest, ~] = intersect(Tcurr,1:5);

%did the pathline have high enstrophy to start?

if any(Omcurr(startest)>OMthres)

%is it not shear-layer mass already?

if ptypeC~=2;

%then it’s old enstrophy

ptypeC=4;

end

end

%more plots...

if debugz

plot(Omcurr)

hold on

plot(inpolygon(Xcurr, Ycurr, SLgeoX, SLgeoY)*10)

pause

end

if plots

pause

end

close all

ptypebin(P)=ptypeC;

end
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%put the binned ptype result into the global ptype vector

ptype(binedge(1):binedge(2))=ptypebin(ptypebin~=0);

bin/Nbins*100

end

toc

%make the ptype column match the format of the allparts vector

ptypecolumn=zeros(size(allparts));

Pindex=zeros(length(parts),2);

parfor_progress(0)

parfor_progress(length(parts))

[~,start,~]=unique(allparts, ’stable’);

[~,ende,~]=unique(allparts, ’legacy’);

for i=1:length(parts)

ptypecolumn(start(i):ende(i))=ptype(i);

%i/length(parts)*100

end

%plot the result now

close all

figure(’units’, ’inches’, ’position’, [3 3 5 4], ’color’, ’w’)

ii=tim;

entrainbar=[0 0 205;

255 000 000;

102 255 255;

255 102 102;]/255;

%find particles that exist at current time

ind1=find(alltimes==ii);

ind=ind1;

hold on

%only count particles that exist within this big box

%on the suction side of the plate

intboxX=[0 0 0.145 .145];

intboxY=[-.1 .1 .1 -.1];

XINT=x1(ind)+xi(ii)/300+.01; YINT=y1(ind)+yi(ii)/300; PINT=ptypecolumn(ind);

insides=inpolygon(XINT, YINT, intboxX, intboxY);

PINT=PINT(insides);

PINTentrain(slc,thsc,timC,SLBTC) =sum(PINT==1); %no. entrained

PINTvcm(slc,thsc,timC, SLBTC) =sum(PINT==2); %no. old-enstrophy

PINTvcmS(slc,thsc,timC, SLBTC) =sum(PINT==4); %no shear-layer

PINTnot(slc,thsc,timC, SLBTC) =sum(PINT==3); %no irrot.

170



%calculate relative and absolute entrainment ratios%

eta1(slc,thsc,timC,SLBTC)=PINTentrain(slc,thsc,timC,SLBTC)/...

(PINTvcm(slc,thsc,timC,SLBTC)+PINTentrain(slc,thsc,timC,SLBTC));

eta2(slc,thsc,timC,SLBTC)=PINTentrain(slc,thsc,timC,SLBTC)/...

(PINTvcm(slc,thsc,timC,SLBTC)+PINTentrain(slc,thsc,timC,SLBTC)+PINTvcmS(slc,thsc,timC,SLBTC));

%plot the result.

scatter(XINT(insides),YINT(insides),7,PINT,’o’,’filled’)

patch([-.01 -.00 -.00 -.01],[0 0 -20 -20],[1 1 1 1],’FaceColor’,[0.5 0.5 0.5],...

’EdgeColor’,’k’,’LineWidth’,2)

plot([SLgeoX, SLgeoX(1)], [SLgeoY, SLgeoY(1)], ’r’, ’LineWidth’, 2)

colormap(entrainbar)

caxis([1 4])

axis([-12.5,47.5,-30,30]/300)

grid on

box on

xlabel(’$x/D$’,’interpreter’,’latex’, ’FontName’, ’Times’,’FontSize’, 24)

ylabel(’$y/D$’,’interpreter’,’latex’, ’FontName’, ’Times’,’FontSize’, 24)

set(gca,’FontName’, ’Times’,’FontSize’, 20, ’YMinorTick’, ’on’)

filename=sprintf(’entrain_SL%d_TH%d_tim%d_slbt%d’, sl*100, ths, tim, slbt*100)

saveas(gcf, filename, ’epsc’)

end

end

end

end

save(’entraindata.mat’,’PINTentrain’, ’PINTvcm’, ’PINTvcmS’, ’PINTnot’, ’eta1’, ’eta2’)

171



Bibliography

N. J. Lawson and J. Wu. Three-dimensional particle image velocimetry: experimental error

analysis of a digital angular stereoscopic system. Measurement Science and Technology,

8(12):1455, 1997.

N. J. Neeteson and D. E. Rival. Pressure-field extraction on unstructured flow data using a

voronoi tessellation-based networking algorithm: a proof-of-principle study. Experiments

in Fluids, 56(2):44, 2015. ISSN 1432-1114. doi: 10.1007/s00348-015-1911-0.

N. J. Neeteson, S. Bhattacharya, D. E. Rival, D. Michaelis, D. Schanz, and A. Schröder.
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