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Abstract 

Face-to-face communication is one of the most natural forms of interaction 

between humans. Speech perception is an important part of this interaction. While speech 

could be said to be primarily auditory in nature, visual information can play a significant 

role in influencing perception. It is not well understood what visual information is 

important or how that information is collected. Previous studies have documented the 

preference to gaze at the eyes, nose, and mouth of the talking face, but physical saliency, 

i.e., the unique low-level features of the stimulus, has not been explicitly examined. Two 

eye-tracking experiments are presented to investigate the role of physical saliency in the 

guidance of gaze fixations during audiovisual speech perception. Experiment 1 quantified 

the physical saliency of a talking face and examined its relationship with the gaze 

behaviour of participants performing an audiovisual speech perception task and an 

emotion judgment task. The majority of fixations were made to locations on the face that 

exhibited high relative saliency, but not necessarily the maximally salient location. The 

addition of acoustic background noise resulted in a change in gaze behaviour and a 

decrease in correspondence between saliency and gaze behaviour, whereas changing the 

task did not alter this correspondence despite changes in gaze behaviour. Experiment 2 

manipulated the visual information available to the viewer by using animated full-feature 

and point-light talking faces. Removing static information, such as colour, intensity, and 

orientation, from the stimuli elicited both a change in gaze behaviour and a decrease in 

correspondence between saliency and gaze behaviour. Removing dynamic information, 

particularly head motion, resulted in a decrease in correspondence between saliency and 

gaze behaviour without any change in gaze behaviour. The results of these experiments 
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show that, while physical saliency is correlated with gaze behaviour, it cannot be the 

single factor determining the selection of gaze fixations. Interactions within and between 

bottom-up and top-down processing are suggested to guide the selection of gaze fixations 

during audiovisual speech perception.
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Chapter 1 

General Introduction 

 

 Face-to-face communication is one of the most natural forms of interaction between 

humans. When communicating with someone, the listener is provided with a wealth of 

information from the face. One of the most important components of communication – 

speech – is conveyed in both the auditory and visual modalities. Though speech could be 

considered to be primarily an auditory stimulus, the contributions of visible speech to 

intelligibility are well documented. Visual information is collected from the face by 

moving the eyes. Bringing the eyes, nose, and mouth of the talker on to the high-acuity 

region of the retina seems to be the primary goal of these eye movements. However, what 

makes these features important for speech perception is not well understood. 

 Two eye-tracking experiments are presented that address the role of physical 

saliency, i.e., the unique low-level characteristics of the stimulus, in guiding eye 

movements during audiovisual speech perception. Using a computational model of 

bottom-up saliency, Experiment 1 quantifies the saliency of speech stimuli and examines 

its relationship with the distribution of gaze fixations. Experiment 2 manipulates the 

physical saliency of the stimuli using animated talking faces to determine whether 

changes in saliency induce changes in gaze behaviour. The results of both experiments 

are discussed in relation to the influences of bottom-up and top-down attentional 

guidance of eye movements. 

 

 



 2 

Audiovisual Speech Perception 

 Being able to see a talking face can have a profound effect on the perception of 

speech, either by altering what is heard or enhancing the ability to understand what is 

said. Altered perception is seen in phenomena such as the McGurk effect, in which 

different audio and visual stimuli can be “fused” (McGurk & McDonald, 1976). For 

example, when a visual /ga/ is presented simultaneously with an auditory /ba/, they are 

often perceived by observers as /da/ or /tha/. Another example of altered perception is the 

ventriloquist effect, in which spatially disparate audio and visual stimuli are perceived to 

have an origin closer to the location of the visual stimulus (Vroomen & de Gelder, 2004). 

 Beyond these illusions, it has been known for some time that visible speech 

enhances the intelligibility of acoustic speech, especially when there is acoustic 

background noise that masks the auditory signal (Reisberg et al., 1987; Sumby & 

Pollack, 1954). A complete description of the nature of visual speech information and 

how that information is assimilated by the viewer has not been provided. Understanding 

these two facets of visual speech would be beneficial to research on automatic 

audiovisual speech recognition as well as clinical work on aural rehabilitation.  

  Although it is an important part of the speech system, the mouth is not the sole 

source of visible speech information. The vocal tract, including the pharynx, tongue, and 

oral and nasal cavities, acts as an acoustic tube to shape the speech spectrum. These 

articulations produce visible changes across the face and neck areas (Munhall & 

Vatikiotis-Bateson, 1998; Preminger et al., 1998; Vatikiotis-Bateson et al., 1996; 

Vatikiotis-Bateson & Ostry, 1999; Vatikiotis-Bateson & Yehia, 1996) and this motion 

can be used to reconstruct the speech acoustics (Yehia et al., 1998). Even further from the 
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mouth itself, head motion has been shown to be related to the prosody of speech (Lansing 

& McConkie, 1999; McNeill, 1992) and correlated with the fundamental frequency of the 

voice (Yehia et al., 2002). The distribution of speech information across the face has also 

been shown to be asymmetrical: the right side of the mouth moves more than the left 

(Campbell, 1982; Graves et al., 1982; Nicholls & Searle, 2006; Wolf & Goodale, 1987). 

 All of these motions potentially impact speech perception. Research examining 

speechreading (i.e., perception of visual-only speech) has shown that there is only a small 

improvement in performance when the full face is visible compared to when only the 

lower part of the face is visible (mouth/mandible/larynx; Berger et al., 1971; Greenberg 

& Bode, 1968). These results would suggest that the motion of the face away from the 

mouth is largely inconsequential, but studies in which the motion of the mouth is not 

visible have shown substantial benefits to speech perception compared to auditory-only 

conditions (Preminger et al., 1998; Thomas & Jordan, 2004). Indeed, removing head 

motion from audiovisual speech stimuli reduces their intelligibility (Davis & Kim, 2006; 

Munhall et al., 2004a). It would seem that there is information that is important to speech 

perception that does not come from the region immediately surrounding the mouth. 

 There is also evidence that speech information can be extracted from a static, or 

nearly static, face. Campbell (1986, 1996; Campbell et al., 1996) showed that a static 

frame showing a face articulating a speech sound can be identified and that speech shown 

at 2Hz, which is not perceived as motion, can elicit a McGurk effect. Additionally, 

functional magnetic resonance imaging has shown that there is activation in the auditory 

cortex when static speech images are shown (Calvert et al., 1997; Calvert & Campbell, 

2003).   
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 Visual speech cues are widely distributed across the face and in some cases seem to 

be redundant. One way of determining which of these cues are important is to study the 

distribution of gaze fixations on the talking face. 

 

Gathering Visual Information 

 The physiological structure of the retina dictates that visual acuity decreases with 

increasing distance from the centre of the fovea: as the distance increases, the density of 

cones decreases and the number of bipolar cells converging on a single ganglion cell 

increases (Antsis, 1974; Riggs, 1965). Because of this decrease in acuity, processing 

detailed visual information requires directing the centre of gaze to a specific location by a 

saccadic eye movement so that the image is projected onto the fovea.  

 During saccadic eye movements, the point of regard moves rapidly across the 

scene, attaining velocities of up to 900 degrees/sec (Carpenter, 1988). Very little visual 

information is gathered during these movements due to saccadic suppression (Bridgeman 

et al., 1975). Between saccades, the eye remains relatively still. By monitoring these 

fixations, the visual information that is being actively selected can be identified.  

 The evidence required to plan a motor response and select a specific saccade target 

comes from two sources. Saccades made on the basis of the goals and knowledge of the 

observer are said to be endogenous, or top-down. On the other hand, saccades made 

based on stimulus properties are said to be exogenous, or bottom-up. Often these two 

sources of information co-exist.  

 Bottom-up information is thought to be accumulated using a saliency map (Koch & 

Ullman, 1985). This map is a 2-dimensional representation of the visual space that 
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represents the conspicuity, or salience, of every location based on the low-level visual 

features of that location. As the saliency map is built, top-down influences such as task, 

context, and knowledge can enhance or inhibit certain features and locations in the 

saliency map (for review see Henderson, 2003; Itti & Koch, 2001a) in order to select a 

final saccade target. 

 Several models of saccade target selection have been proposed (Findlay & Walker, 

1999; Godijn & Theeuwes, 2002; Logan, 1996; Pomplun et al., 2000; Rao et al., 2002; 

Salzman & Newsome, 1994). These models typically assume that bottom-up information 

is accumulated in a saliency map and then that saliency map is modulated by top-down 

information. In several of these models, activation related to potential saccade goals 

interacts across the spatial scale of the saliency map. This interaction differs depending 

on the model. The competitive integration model (Godijn & Theeuwes, 2002) exhibits 

mutual inhibition between distant locations and mutual enhancement between nearby 

locations. The CODE theory of visual attention (Logan, 1996) sums the various feature 

maps to create the saliency map. Any peaks of activation above a specific threshold 

become probabilistic saccade goals. The area activation model (Pomplun et al., 2003) 

groups objects to generate areas of activation representing potential saccade goals. All of 

these models have proven to be relatively accurate in replicating human gaze behaviour. 

 An interesting prediction of these models is that saccades are often made to 

locations between peaks of activation, and thus do not necessarily fall directly on a target. 

This behaviour has been termed the centre of gravity effect and is observed in many 

studies (Becker & Jürgens, 1979; Coren & Hoenig, 1972; Fehd & Seiffert, 2008; Findlay, 

1987, 1997; Zelinsky et al., 1997). 
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 The idea that bottom-up and top-down information both influence the saliency map 

has been suggested by many researchers. Wolfe’s (1994, 2001; Wolfe et al., 1989; Wolfe 

& Gancarz, 1996) guided search suggests that the weights of the various low-level 

features could be modulated depending on the characteristics of the search target. Models 

incorporating top-down influences on bottom-up feature maps, including knowledge of 

task, gist, and layout, have been shown to be very good at predicting human gaze 

behaviour (Navalpakkam & Itti, 2002, 2005; Peters & Itti, 2007; for reviews see 

Henderson, 2003; Itti & Koch, 2001a). The common conclusion of many of these studies 

is that bottom-up information provides a set of candidate saccade locations and then top-

down information biases attentional selection of these locations to determine the saccade 

goal. 

 The generation of a planned motor response is dependent on the ability to perceive 

information that is not at the current centre of gaze. This is accomplished through covert 

attention and the perceptual span. Covert attention is the ability to attend to locations in 

the visual field that are not the current centre of gaze, and shifts in this attention have 

been shown to precede saccadic eye movements, although the two do not always 

coincide; that is, visual information can be gathered without directly fixating it (Posner, 

1980).  

 The perceptual span is the useful range of vision (Findlay & Gilchrist, 2003). 

Measurement of the perceptual span is most often reported in studies of reading. Using 

gaze-contingent windows, the peripheral information available during reading can be 

manipulated. Rayner and others have shown that, from the point of fixation, a reader can 

identify word shape and letter information up to approximately 14-15 characters to the 
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right of fixation (McConkie & Rayner, 1973; Rayner, 1975) and the actual word up to 

approximately 7-8 characters (for review see Rayner 1998). Additionally, the perceptual 

span is not constant. It changes with experience, e.g., young children have a smaller 

perceptual span than experienced adult readers (Rayner, 1986). It can be asymmetrical 

about the point of fixation, e.g., for English readers it is small on the left side of fixation 

and large on the right (Inhoff & Liu, 1998; McConkie & Rayner, 1976; Pollatsek et al., 

1981; Rayner et al., 1998). Finally, it can change depending on the task, e.g., participants 

reading in English show a bias to the right, but the same participants reading in Hebrew 

show a bias to the left (Pollatsek et al., 1981). It has also been shown that the size of the 

perceptual span is dependent on attentional demands: when foveal processing difficulty 

was increased, the size of the perceptual span decreased (Henderson & Ferreira, 1990). 

 In summary, both bottom-up and top-down information influence saccade planning. 

These influences have been shown with both simple visual search tasks and more 

complex natural stimuli. It is into this category of complex natural stimuli that 

audiovisual speech processing falls.  

 

Gaze Behaviour Using Natural Stimuli 

 As mentioned above, selection of a saccade target can be biased in two ways. The 

first is top-down guidance, in which the knowledge and experience of the viewer 

influence target selection. This is often seen in fixations that fall primarily on objects or 

regions that are relevant to the task the viewer is completing. 

 In an early study by Buswell (1935), participants viewed pictures of various types 

of artwork while their eye movements were recorded. Buswell observed that fixation 
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patterns were highly regular and related to the information of the picture. For example, 

when viewing the painting “Sunday Afternoon on the Island of La Grande Jatte” by 

Seurat, fixations were concentrated on people rather than background areas (Buswell, 

1935). In a similar study by Yarbus (1967), participants viewed a reproduction of the 

painting “They Did Not Expect Him” by Repin. Depending on the questions they were 

asked to answer about the painting, and thus the information they had to gather, different 

fixation patterns were observed. Scene perception studies have also shown that eye 

movements are dependent on the task being performed: the distribution of fixations 

changes depending on whether the participant is searching for an object or memorizing 

the scene (Henderson et al., 1999). In studies examining real world tasks such as 

preparing tea, reading, walking, driving, and sports, gaze typically fell on objects that 

were relevant to the task (for review see Land, 2006). It has also been shown that gaze 

behaviour is, at least in certain situations, an idiosyncratic process: an individual 

participant views different patterns in similar ways, and different participants view the 

same pattern different ways (Noton & Stark, 1971). This is certainly indicative of top-

down influences: when presented with a stimulus from a certain category, participants 

look at it in roughly the same way as another stimulus from the same category, regardless 

of the physical properties of the stimulus. 

 On the other hand, saccade target selection can be influenced by the characteristics 

of the stimulus itself. So-called bottom-up attention is thought to be reliant on substantial 

local differences in low-level features (colour, intensity, and orientation; e.g., Treisman & 

Gelade, 1980) and large temporal changes (abrupt onsets/offsets and motion; e.g., Yantis 

& Jonides, 1984). Several studies have confirmed that attention is indeed captured by 
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these salient features (for review see Egeth & Yantis, 1997). 

 Scene perception studies have provided detailed analyses of the local image 

properties at the point of fixation. By examining a small patch (1º x 1º square) around a 

participant’s centre of gaze and comparing it to a patch from a random location within a 

scene, Reinagel and Zador (1999) determined that gaze is more likely to be directed to 

regions of an image that have high spatial contrast. Krieger and colleagues (2000) used a 

similar method to show that gaze typically falls on regions that contain two-dimensional 

features like curved lines, corners, and edges. The influence of the salient low-level 

features mentioned above has also been shown in free-viewing of natural scenes 

(Parkhurst et al., 2002). 

 Face processing is a subset of natural image processing that has received particular 

attention in terms of gaze behaviour. The eye movement traces from Yarbus’ classic 

study show that the faces of people in the painting seem to hold significance regardless of 

the task, although more fixations were directed to faces when participants were asked to 

judge age or relationships (Yarbus, 1967). Most studies examining gaze behaviour with 

respect to specific regions of the face have examined facial recognition. These studies 

have shown that gaze is directed predominantly to the eyes, nose, and mouth (Adolphs et 

al., 2005; Althoff & Cohen, 1999; Groner et al., 1984; Haig, 1985; Henderson et al., 

2001; Luria & Strauss, 1978; Mertens et al., 1993; Stacey et al., 2005; Walker-Smith et 

al., 1977; Yarbus, 1967). There are also many other aspects of face processing, typically 

concerned with making judgments about particular qualities of the face. While studies 

examining these tasks have focused less on which internal parts of the face are important 

for completing the task, they have shown that participants tend to bias their judgments, 
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and indeed their gaze behaviour, to the left side of the image (Burt & Perrett, 1997; 

Butler et al., 2005; Christman & Hackworth, 1993; David, 1989; Gilbert & Bakan, 1973; 

Luh et al., 1991; Mertens et al., 1993). Whether the gaze behaviour observed in these 

studies is due to the eyes, nose, and mouth or the left side of the facial image having more 

physical salience or due to idiosyncratic viewing strategies (e.g., Noton & Stark, 1971, 

but see Everdell et al., 2007) remains unclear. 

 In a similar vein, there is a growing body of research regarding eye movements on 

dynamic faces during speech perception tasks.  The results of these studies again show 

that gaze is directed primarily to the eyes, nose, and mouth (Buchan et al., 2007; Lansing 

& McConkie, 1999, 2003; Paré et al., 2003; Vatikiotis-Bateson et al., 1998), but the 

exact contribution of the physical salience of these features to behaviour has not been 

explored. Task-dependent changes in gaze behaviour have also been observed. Lansing 

and McConkie (1999) showed that gaze in a silent speechreading task was directed more 

to the top of the face when participants were asked to judge speech prosody than when 

they were asked to speechread a short utterance. Similarly, Buchan and colleagues (2007; 

see also Vatikiotis-Bateson et al., 1998) showed that gaze was directed to the eyes more 

in an emotion judgment task than in a speech identification task. Also in that study, the 

addition of acoustic masking noise (thus making the task more difficult) caused 

participants to centre their gaze on the face. Significant asymmetries in gaze behaviour 

have also been observed in dynamic speech perception, with the left side of the face in 

the video receiving more fixations (Everdell et al., 2007). This asymmetry is thought to 

be a top-down bias to the left side of the stimulus resulting from a right visual field 

advantage for viewing faces 
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 A limitation of these studies of face processing and speech perception is that they 

have examined only behavioural measures and not the images themselves, i.e., the 

regions of the face that are fixated may be salient or may be determined by top-down 

processes. While the research outlined above clearly shows that the eyes, nose, and 

mouth are important saccade targets during viewing, there are no studies to date that 

explicitly examine the physical saliency of a dynamic face and its relationship with gaze 

behaviour.  

 

Modeling Visual Saliency 

 The attempt to model the saliency of a visual stimulus began with the Feature 

Integration Theory of Treisman and Gelade (1980). This theory proposed that only 

simple visual features are computed in parallel as a visual stimulus enters the visual 

pathway and then those features are bound into the representation of an object by 

attention. Building upon this theory, the concept of a saliency map was developed (Itti et 

al., 1998; Koch & Ullman, 1985). This map is a two-dimensional representation of the 

conspicuity of every location in the visual space, i.e., the saliency map explicitly 

represents the bottom-up physical saliency of the stimulus. 

 Based on this concept, several models of bottom-up saliency have been developed. 

The most prominent model is that of Itti and Koch (Itti et al., 1998; Itti & Koch, 2000, 

2001b). The Itti and Koch model takes an image as input, filters it for various features 

(colour, intensity, and orientation) at several spatial scales using a centre-surround 

organization, and recombines the separate scales into one conspicuity map for each 

feature. The conspicuity maps are then normalized and linearly summed to generate a 
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single saliency map, which is subjected to a winner-take-all algorithm to select the next 

saccade target. Since its inception, several newer versions of the model have been 

developed to include long-range interactions (Peters et al., 2005), motion detection and 

surprise in dynamic scenes (Itti, 2005; Itti & Baldi, 2005) and top-down influences on the 

saliency map (Navalpakkam & Itti, 2002, 2005; Peters & Itti, 2007). Results from the Itti 

and Koch group reveal that the model performs well at predicting human gaze behaviour 

(Carmi & Itti, 2006; Einhäuser et al., 2007; Itti, 2005; Itti & Koch, 2000; Peters & Itti, 

2007). This has been corroborated by independent groups (Foulsham & Underwood, 

2008; Parkhurst et al., 2002). 

 The present study is concerned with dynamic scenes in which motion is only 

present in the foreground. As such, the prevalence and proven performance of the Itti and 

Koch model with this type of stimulus makes it a logical choice for determining saliency. 

Several other models of bottom-up saliency have been proposed (Ban et al., 2008; Gao et 

al., 2008; Kienzle et al., 2006; Le Meur et al., 2006; Park et al., 2002; Renninger et al., 

2005; Rosenholtz, 1999) and most of these models use the Itti and Koch model as a 

benchmark, showing that their performance in predicting human gaze behaviour is equal 

to (Kienzle et al., 2006; Renninger et al., 2005) or better than (Gao et al., 2008; Le Meur 

et al., 2006) that of the Itti and Koch model. Based on these results, using the Itti and 

Koch model in the present study may raise questions; however, the models that 

performed better than the Itti and Koch model showed this increase in performance only 

for static scenes (Le Meur et al., 2006) or for dynamic scenes containing ego-motion, i.e., 

motion of the recording camera results in a stationary foreground and moving 

background (Gao et al., 2008).  
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 The present study will use the Itti and Koch saliency model to determine the 

physical salience of a talking face. While salient features have been shown to capture 

attention in natural scenes (e.g., Egeth & Yantis, 1997, Parkhurst et al., 2002), this has 

not been explored with audiovisual speech. 

 

Manipulating Facial Stimuli 

 If behaviour is dependent on the characteristics of the stimulus, then altering those 

characteristics should affect behaviour. Some studies have attempted to address the effect 

of altering the characteristics of the stimulus on face processing or speech perception. In 

a facial recognition task, Roberts and Bruce (1988) showed that the masking of the eyes 

resulted in significantly longer response times. Similarly, masking the nose made 

judgments of gender much more difficult (Roberts & Bruce, 1988). Horizontal inversion, 

which does not alter the content of the stimulus but does alter the content’s location, 

shows no effect on asymmetrical judgments of faces (e.g., Burt & Perrett, 1997). As 

mentioned above, masking the mouth in a speech perception or speechreading task does 

not significantly reduce intelligibility (Preminger et al., 1998; Thomas & Jordan, 2004), 

but the removal of head motion does (Davis & Kim, 2006; Munhall et al., 2004a). 

Additionally, Nicholls and Searle (2006) showed that selective masking of one side of the 

mouth resulted in worse performance than masking of the other side. This effect persisted 

when the video clips were horizontally inverted, showing that the more motile side of the 

mouth may be more important for speech perception regardless of which side of the face 

it is on (Nicholls & Searle, 2006). However, in a study examining gaze behaviour during 

audiovisual speech perception, horizontal inversion disrupted neither performance nor the 
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asymmetrical bias of gaze fixations (Everdell et al., 2007). 

 Another method of altering a talking face is to change the spatial frequency at 

which it is viewed. Spatial band-pass filtering at several different scales has shown that 

there is useful speech information above approximately 4 cycles per face (e.g., Munhall 

et al., 2004b). Participants viewing a talking face from 20m were still influenced by the 

McGurk effect, even though individual visemes could not be identified (Jordan & 

Sergeant, 2000). Manipulations to the size of the face showed that audiovisual speech 

perception remains unchanged when the face is enlarged up to 5 times greater than 

normal or reduced to 10% of its normal size (Jordan & Sergeant, 1998; Vatikiotis-

Bateson et al., 1998). Finally, Paré and colleagues showed that the McGurk effect is 

perceived regardless of whether the participant is fixating the mouth, eyes (5º from 

mouth), or hairline (10º from mouth). In fact, perception of the McGurk effect did not 

diminish significantly until participants fixated more than 20º from the mouth, and it was 

still weakly observed up to 60º away (Paré et al., 2003). 

 Other studies have examined speech perception using animated stimuli. Animations 

of speech have long been pursued in the computational field in an attempt to develop 

virtual agents (e.g., Massaro, 2005). While such pursuits aim to recreate the talking face 

as accurately as possible, animations also provide the ability to alter the information 

coming from the face. 

 Full-feature animations, in which the surface and texture of the face are visible, are 

created in two ways. The first way is to use a musculoskeletal model, in which the muscle 

and bone structure of the face is modeled and controlled by a set of contraction-relaxation 

muscle commands (e.g., Platt & Badler, 1981). The downside of this method is that 
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speech motions are generated synthetically, rather than being based on real motions. The 

second method of full-feature animation is to model the face as a polyhedral object 

composed of many small surfaces. The joints of these surfaces have weighted effects on 

the vertices of the model. While these animations can be driven synthetically (e.g., Parke, 

1974), motion capture data can also be applied directly to the joints, allowing the model 

to exhibit real motion. 

 Full-feature animations of talking faces have been compared to real faces to assess 

their ability to enhance audiovisual speech. Previous studies have shown that, while there 

is an intelligibility boost with full-feature animations, it is not as large as that seen with 

real faces (Le Goff et al., 1994; Ouni et al., 2007).  

 Point-light animations have also been used to investigate audiovisual speech 

perception. These animations show points of light at specific locations, often joints or 

articulators, and black out the rest of the stimulus. Johansson (1973) showed that 

participants can identify different types of motion from stimuli showing reflective 

markers placed at joints on the body, but when a static frame of these points is shown, 

identification is at chance. Similar results have been found for audiovisual speech 

perception and speechreading. Articulating point-light faces are effective in 

speechreading (Cohen et al., 1996; Rosenblum et al., 1996) and exhibit a McGurk effect 

(Rosenblum & Saldaña, 1996), although these influences are weaker than observed with 

real faces. Since point-light stimuli typically do not provide much spatial or configural 

information, these results are attributed to the presence of kinematic information. 

 A study by Cohen and colleagues (1996) has compared speechreading using full-

feature and point-light animations. The results of this study show that full-feature 
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animations provide significantly better speechreading than point-light animations. 

However, it is important to note that the speech motions in this study were synthetically 

generated. Full-feature and point-light animations have been shown to give similar 

performance in a sex-judgment task when the facial motion was based on motion capture 

data (Hill et al., 2003). 

 The benefit of using animated stimuli is that realistic speech information can be 

presented despite making manipulations to the stimuli. Most of the previous experiments 

that manipulated the available visual information used a mask to either hide or select 

specific parts of the face (e.g., Nicholls & Searle, 2006; Preminger et al., 1998; Thomas 

& Jordan, 2004). This mask could potentially affect the way information is gathered from 

the face, particularly if there are strong bottom-up attractors (e.g., a black box used as a 

mask has sharply defined edges, corners, and changes in contrast).  

 Manipulation of information has been used successfully in two previous studies. 

Lansing and McConkie (1999) used a windowless border below the nose to selectively 

show only the movement of the lower half of the face. This study showed that movement 

of the upper half of the face is important in determining intonation. Munhall and 

colleagues (2004a) used a full-feature talking face to study whether head motion affected 

audiovisual speech perception in noise. When head motion was removed, participants 

performed significantly worse. Challenges remain in accurately reproducing a real face, 

however, these studies show that the animation techniques currently available are 

appropriate for investigating speech perception. 

 Facial animations, whether full-feature or point-light, have been shown to be 

effective sources of visual speech information, although the performance boost they give 
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is not as large as is seen with real faces. The present study will investigate if and how 

facial animations with different physical salience affect gaze behaviour during 

audiovisual speech perception.  

 

Overview 

 Two eye-tracking experiments will be presented to address the role of physical 

saliency in guiding eye movements during audiovisual speech perception tasks. The first 

experiment examines the distribution of saliency on a talking face and the relationship 

between that distribution and human gaze behaviour. The second experiment examines 

these same measures when the salient information on the face is manipulated. This is 

accomplished using full-feature and point-light animations of the face, which contain 

different static salient information, and by removing head motion from the animated 

stimuli, which changes the dynamic salient information. In both experiments, saliency is 

determined using the saliency model developed by Itti and Koch (2000, 2001b).  

 It is expected that gaze behaviour and the physical saliency of audiovisual speech 

stimuli will be correlated. By quantifying the saliency at the end point of a human 

saccade, the relative saliency of the saccade target can be measured. High relative 

saliency over all saccades indicates that the majority of eye movements are directed 

toward parts of the face that exhibit high saliency. It is also expected that manipulating 

the physical characteristics of audiovisual speech stimuli will affect both gaze behaviour 

and its correlation with physical salience. 
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Chapter 2 

General Methods 

 

Participants 

 All participants in these studies reported English as their native language, normal 

or corrected-to-normal vision, and no speech or hearing difficulties. Participants were 

either paid for their participation or given course credit in a first-year psychology course. 

All procedures were approved by the Queen’s University Research Ethics Board. 

 Gender differences were not considered in the present study due to a large bias 

toward female participants and previous research showing that males and females 

perform equally on speech perception tasks (Irwin et al., 2006). 

 

Stimuli 

 All video stimuli were filmed using digital video and audio recording equipment. 

Talkers were filmed in front of a uniform background, framed so that only the head and 

shoulders were visible (see Fig. 2.1). In each stimulus, the talker said a sentence taken 

from the Central Institute for the Deaf (CID) Lists of Everyday Sentences (Davis & 

Silverman, 1970). All stimuli were presented at 29.97 frames per second with a resolution 

of 720 x 480 pixels. In some conditions, the audio track was mixed with a commercially-

available, multi-talker babble (Auditec, St. Louis, MO) to reduce intelligibility. The 

recordings were digitally edited using Final Cut Pro (Apple Computer Inc., Cupertino, 

CA). 
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Figure 2.1 – Regions of Interest 

A frame from the video stimulus used in the first experiment. The points coded for each 

facial feature are indicated as white asterisks (“*”). Regions of interest (ROIs), shown by 

the ellipses, are drawn based on the positions of these points. 
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Apparatus 

 All data collection took place in a double-walled sound isolation booth (model 

1204, Industrial Acoustic Corporation, Bronx, NY). Participants were seated in a chair 

 with their head movements limited by a chin rest. Stimuli were displayed on a 20-inch 

television monitor (Sony PVM 20L5, 720 x 480 px resolution). Participants were 

positioned such that they looked straight ahead at the centre of the screen. Viewing 

distance was different for the two experiments. Audio was played from two speakers 

(Paradigm Reference Studio/20) located on either side of the monitor. Participants 

controlled the experiments using a wireless keyboard (Logitech, Freemont, CA).  

 Stimuli were presented using custom software written in Matlab and C++. DVD 

playback was controlled by this software running on a Pentium IV PC connected to a 

Pioneer DVD-V7400 DVD player (Pioneer Electronics, Inc., Tokyo, Japan). Audio levels 

were manipulated using a Tucker-Davis ZBus for System 3 (Tucker-Davis Technologies, 

Inc., Alachua, FL) and a Reference 300 Amplifier (Inter-M Americas, Inc., Cerritos, CA). 

 

Eye Tracking 

 Eye position was recorded using an EyeLink II system (SR Research, Osgoode, 

ON). This system uses two small infra-red cameras, mounted on a headband and 

positioned in front of and below the eye. Using dark pupil tracking, the location of the 

pupil in the images from these cameras, and in turn the direction of gaze, is determined. 

In addition to this, a dedicated head-tracking camera on the front of the headband and 

infrared light-emitting diodes mounted on the monitor are used to track and compensate 

for head motion. 
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 To calibrate the eye tracker, participants fixated a series of 9 dots at 

predetermined locations in a rectangular matrix on the monitor, then repeated the 

procedure to validate the calibration. Calibration was accepted or rejected based on the 

average and maximum error between the calibration and validation. Accepted 

calibrations had a maximum single-point error less than 1.5 degrees and an average error 

less than 1 degree. Gaze position was sampled at 500Hz and was outputted as a series of 

(x, y) coordinates that corresponded to the pixel location on the screen that the participant 

was looking at. Gaze data was recorded for the eye that exhibited the smallest average 

error during calibration. 

 To correct for changes in the calibration due to headband slippage and head 

motion over the course of the experiment, each trial began with a drift correction. The 

participant fixated a dot at the centre of the screen and pressed a key to indicate that they 

were doing so. If the fixation was less than 1.5 degrees from the actual position of the 

dot, a correction was applied to the gaze data to realign it. The drift correction was 

repeated until the error was less than 1.5 degrees. 

 Saccades and fixations were determined online by the eye tracking software. Any 

sequential gaze data with a velocity greater than 30º/sec, an acceleration greater than 

8000º/sec
2
, and a motion threshold greater than 0.1º was considered to be a saccade. All 

gaze data that did not meet these characteristics was classified as a fixation, unless the 

pupil area was zero, indicating a blink.  
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Saliency Model 

 Bottom-up saliency of the stimuli was determined using the saliency model 

developed by Itti & Koch (Itti & Koch, 2000, 2001a, 2001b ; Itti, 2005) and available 

online
1
. The model is based on characteristics of the visual cortex and combines filters 

for colour (red-green opponency and blue-yellow opponency), intensity contrast (light-

on-dark and dark-on-light), orientation (4 directions; 0º, 45º, 90º, and 135º), flicker 

(absolute difference between consecutive frames), and motion (up, down, left, and right).  

Each frame of the stimulus is passed to the model and processed by each filter at 

several spatial scales using simulated centre-surround neurons. Nine spatial scales from 

level 0 (the original input image) to level 8 (1/256 scale) are used. Centre-surround is 

implemented as the pixel-by-pixel difference between two spatial scales: fine scales at 

levels c={2, 3, 4} corresponding to the centre of the receptive field were compared to 

coarse scales at levels s=c+d, where d={3, 4}, corresponding to the surround, with 

coarser levels oversampled to match finer ones. Each filter thus produces 6 feature maps, 

which are normalized to a dynamic range between 0 and 1.  

Simulated long-range inhibition is then applied iteratively to promote feature 

maps that contain a small number of highly conspicuous locations. This is accomplished 

by finding the maximum value of the map, M, and the average of all of the other local 

maxima, !m, and subsequently multiplying the entire map by (M – !m)
2
. When this 

difference is large, the location with the maximal saliency stands out and the map is 

promoted. When the difference in small, saliency in the map is homogenous and the map 

is suppressed.  

                                                 
1 http://ilab.usc.edu/bu/ 
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The 6 scale maps are summed to give one map for each filter, which are 

subsequently subjected to several more iterations of long-range inhibition. Finally, the 

feature maps from each filter are combined to generate a saliency map of the original 

input frame. To quantify solely bottom-up saliency, the inhibition-of-return and saccadic 

suppression options of the model were not used. Figure 2.2 shows a schematic drawing of 

the model and the equations for calculating saliency are shown in Appendix A. 

 

Analysis 

 Performance in the speech task was measured by loose keyword scoring 

(morphological variations were accepted as correct; e.g., in the sentence, “Our janitor 

sweeps the floor every night,” janitors, sweep, and floors were all considered correct). In 

the emotion task, the participant’s response was considered correct if they identified the 

same emotion that the talker was intending to produce. 

All gaze data analysis was performed using methods contained within the eye-

tracking software (SR Research, Osgoode, ON), SPSS statistical software (SPSS, Inc., 

Chicago, IL), and customized code written using Matlab (The Mathworks, Inc., Natick, 

MA). All analyses use only gaze data recorded while the talker was actually speaking; 

that is, gaze behaviour before and after speech while the stimulus was still visible was not 

considered. 

Regions of interest (ROIs) were coded for each frame of every stimulus (see Fig. 

2.1). This was done either by hand (Exp. 1) or using commercially available video 

tracking software (PFTrack, The Pixel Farm, Windsor, Berkshire, UK) after specifying 

the initial location of the ROI (Exp. 2). Four ROIs were identified: each of the two eyes, 
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the nose, and the mouth. These ROIs represent the subset of facial regions that typically 

account for a large majority of gaze fixations (e.g., Lansing & McConkie, 1999; 2003; 

Paré et al., 2003; Vatikiotis-Bateson et al., 1998). All references to the “left eye” and 

“right eye” are from the perspective of the viewer. A boundary around each of these ROIs 

was chosen, and fixations falling within that boundary were considered to have landed on 

that feature. The size of the region varied across the stimuli in the two experiments, but 

was chosen to be as similar as possible across the different types of stimuli. Gaze 

behaviour was quantified using the number and duration of fixations falling within each 

ROI. On the rare occasion that the nose ROI overlapped with either of the eye ROIs or 

the mouth ROI, the overlapping region was considered to be part of the eyes or mouth. 

Saliency maps for the combination of all filters (all: A), each filter individually 

(colour: C, intensity: I, orientation: O, flicker: F, and motion: M), dynamic filters 

(flicker+motion: FM), and static filters (colour+intensity+orientation: CIO) were created 

for each frame of the stimulus using the saliency model. At the beginning of each 

saccade, the following measures were made on the current saliency map in order to 

quantify the contribution of saliency: 

- Seye: Saliency at the end-point of the ensuing saccade, computed over a circular 

window with a diameter of 4º relative to the distance of the viewer. This window was 

used to approximate the parafoveal region (Hirsch & Curcio, 1989). A high value of Seye 

indicates that the saccade is directed to a region of high saliency. 

- Srand: The mean saliency of 100 randomly selected locations in the saliency map. 

This measure provides an estimation of the density of highly salient locations in the 

saliency map. 
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Figure 2.2 – Saliency Model 

Schematic representation of the saliency model. An input frame passes through filters for colour (red-green and blue-yellow 

opponency), intensity (light-on-dark and dark-on-light), orientation (0º, 45º, 90º, and 135º), flicker, and motion (up, down, left, right) 

at 9 spatial scales (column 2). Different spatial scales are compared to simulate centre-surround neurons. The resulting feature maps (6 

per filter) are subjected to iterative long-range inhibition then normalized and summed to generate one feature map for each filter 

(column 3). Finally, these feature maps are again subjected to long-range inhibition and combined to make a saliency map.
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 - Smax: The maximum saliency over the entire saliency map. This measure 

provides a direct test of the relative saliency at the end-point of the saccade; that is, Seye = 

Smax if and only if the saccade was directed to the most salient region of the stimulus. 

Normalizing all values of Seye and Srand relative to Smax also allows for comparisons across 

frames and stimuli.  

Speech information has been shown to have a fairly low temporal resolution (4-10 

Hz depending on the facial region; Greenberg, 1999; Muller & MacLeod, 1982; Munhall 

& Vatikiotis-Bateson, 1998; Ohala, 1975). Additionally, the saliency model incorporates 

temporal smoothing of the saliency values. Even though a delay does exist between the 

appearance of a salient location and the possible decision to move the eyes, these two 

factors led to the decision to sample saliency only at the initiation of the saccade. 

The relative saliency of the location to which each eye movement was made was 

determined at the time of saccade onset by dividing the saliency at the end-point of the 

ensuing saccade (Seye) by the maximal saliency at the same moment in time (Smax). The 

sparseness of the saliency map and thus the possibility of observing a high value of 

Seye/Smax by chance was determined by also normalizing the average random saliency 

(Srand/Smax). The median value of Seye/Smax over all saccades was taken as a measure of the 

contribution of saliency to the guidance of eye movements. This measure was deemed to 

be the correspondence between eye movements and saliency. 

An ROI analysis was also performed for the maximal saliency values to determine 

whether particular regions of the face are generally more salient than others. This was 

quantified as the percentage of trial time that Smax occurred in each ROI. 
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Parametric statistical tests (ANOVA and Tukey’s post-hoc tests) were used for 

comparisons of gaze distribution and maximum saliency distribution. Non-parametric 

tests (Wilcoxon Signed Rank, Kruskal-Wallace, and Mann-Whitney U tests) were used 

for comparisons of median fixation duration and all measures of correspondence because 

of the non-normal distribution of these values. Finally, Kolmogorov-Smirnov tests were 

used to compare distributions of correspondence. For all tests, a level of significance of 

p=0.05 was used. 
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Chapter 3 

Experiment 1 

Quantifying Saliency in an Audiovisual Speech Perception Task 

 

 Previous studies of audiovisual speech perception tasks have demonstrated 

perceptual saliency from gaze behaviour (Buchan et al., 2007; Lansing & McConkie, 

1999, 2003; Paré et al., 2003; Vatikiotis-Bateson et al., 1998). While the eyes, nose, and 

mouth  are clearly important saccade targets during viewing, no studies to date have 

explicitly examined the physical saliency of a talking face. To address this issue, a 

computational model of bottom-up saliency (Itti & Koch, 2000, 2001b) was used to 

determine the saliency of audiovisual speech stimuli. This saliency was then correlated 

with gaze behaviour.  

 Gaze behaviour has been shown to change depending on the task (Buchan et al,. 

2007; Lansing & McConkie, 1999, 2003; Yarbus, 1967). Two tasks were used in this 

experiment: a speech perception task and an emotion judgment task. The same stimuli 

were used for both tasks, so changes in gaze behaviour cannot be directly attributed to 

changes in saliency. 

 Gaze behaviour has also been shown to change depending on the level of acoustic 

background noise (Buchan et al., 2007; Vatikiotis-Bateson et al., 1998). Two noise levels 

were used in this experiment: cocktail party noise that partially masked the audible 

speech was either present or absent. Again, the same stimuli were used for both 

conditions, so changes in gaze behaviour cannot be directly attributed to changes in 

saliency. 
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 The gaze behaviour presented in this experiment has been previously reported by 

Buchan et al. (2007). The benefits of using this dataset are two-fold. First, the gaze 

behaviour is well-described in terms of fixation metrics in the ROIs, allowing the focus 

here to be the relationship to physical saliency. Second, the changes in gaze behaviour 

observed when the task and difficulty are different already suggest the hypothesis that the 

contribution of physical saliency differs under different conditions since the visual 

stimuli themselves are unchanged. 
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3.1  Methods 

Participants 

 Seventy individuals (54 females) with a mean age of 20.8 years participated in 

this experiment. Sixty participated in the actual experiment and the other 10 served as 

control participants.  

 

Stimuli 

 Twenty-seven sentences from CID lists B, C, E, and F (Davis & Silverman, 1970) 

were used as stimuli. The talker was asked to say each sentence in each of three 

emotions: neutral, happy, and angry. The talker’s face subtended 7.3 degrees horizontally 

by 12.2 degrees vertically, measured between the widest part of the cheekbone just above 

the ears and between the chin and the top of the hair respectively. Participants viewed the 

stimuli from a distance of 1m. Stimuli varied in duration from 2069ms to 4471ms. 

 

Procedure 

 The experiment was carried out in a 2x2 design between subjects. Participants had 

to perform either a speech identification task (speech task) or an emotion identification 

task (emotion task). Acoustic background noise was either absent (no noise) or present 

(noise). Task and noise level were counterbalanced, resulting in 15 participants in each of 

the four possible conditions. Each sentence was presented only once to each participant. 

Control participants performed the speech task with noise without a visual stimulus 

(auditory-only).  
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 Participants were instructed to watch the talker on the monitor and report either 

what they heard the talker say (speech task) or what emotion was portrayed by the talker 

(emotion task). All responses were made verbally by the participant and recorded by the 

experimenter. In the noise condition, participants were shown three example sentences as 

practice before beginning the experiment. 

 

Analysis 

 ROIs were created around the two eyes, the nose, and the mouth (see Fig 2.1). For 

each eye, a point in the approximate centre of the pupil was used to create a circle with a 

radius of 35 pixels. For the nose, the approximate centre of each nostril was marked. A 

point in the middle of and 10 pixels above these two points was used as the centre of an 

ellipse with a horizontal semi-major axis of 35 pixels and a vertical semi-minor axis of 25 

pixels. The mouth ROI was variable in size because the mouth can move considerably 

during speech: a point was marked at each of the two corners of the mouth, the middle of 

the upper lip on the vermillion border, and the middle of the lower lip on the vermillion 

border. A centre point based on these four points was used to create an ellipse that was 15 

pixels larger from the centre than each of the four points themselves.  
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3.2  Results 

Performance 

 Performance in the speech and emotion tasks has been previously reported 

(Buchan et al., 2007). Participants performed significantly better on the speech task when 

there was no acoustic background noise, but there was no difference in performance on 

the emotion task with addition of noise (see Table 3.1).  

 

Gaze Behaviour 

 Gaze behaviour has also been previously reported (Buchan et al., 2007). The 

distribution of fixations within the ROIs varied significantly depending on the task: gaze 

was directed more towards the eyes in the emotion task than in the speech task. No 

difference in gaze behaviour was observed for the nose and mouth ROIs. This 

distribution also varied significantly depending on the level of acoustic background 

noise: fixations tended to cluster near the centre of the face with the addition of masking 

noise, shown by an increase in fixations in the nose ROI. Fixations on the eyes decreased 

significantly with the addition of noise, but fixations of the mouth did not change 

significantly (see Table 3.1). 

 

Distribution of Saliency 

 Figure 3.1 (left panel) shows the sum of all saliency maps for the combination of 

all saliency filters. The location of the maximal saliency value in each saliency map was 

determined, averaged for each sentence, and then averaged over all sentences (see Fig. 

3.1, right panel). When all filters of the model were used, maximal saliency fell within  
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 S- S+ E- E+ 

Performance (%) 99.6 85.5 82.8  81.0 

     

Left Eye .143 .058 .190 .094 

Right Eye .142 .016 .244 .086 

Nose .231 .348 .164 .367 P
ro

p
. 

T
ri

al
 

Mouth .250 .293 .136 .188 

     

Left Eye .136 .082 .231 .122 

Right Eye .166 .028 .224 .098 

Nose .242 .401 .173 .325 P
ro

p
. 

F
ix

at
io

n
s 

Mouth .203 .234 .115 .166 

     

Left Eye 500 504 316 380 

Right Eye 406 304 422 396 

Nose 408 506 340 612 

M
ed

ia
n
 

D
u
ra

ti
o
n
 

Mouth 576 1060 388 788 

 

Table 3.1 – Performance and Gaze Behaviour 

Performance and gaze behaviour from Buchan et al. (2007). S-: speech identification task 

without acoustic background noise; S+: speech identification task with acoustic 

background noise; E-: emotion task without acoustic background noise; E+: emotion task 

with acoustic background noise. Performance is measured as the percentage of keywords 

correctly reported (S-, S+) or percentage of emotions correctly identified (E-, E+). Gaze 

behaviour is measured as the proportion of trial duration spent within each ROI, 

proportion of total number of fixations that fell within each ROI, and the median duration 

of fixations (ms) in each ROI.
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the ROIs for 96.5% of all saliency maps. There were significant differences in the 

distribution of maximal saliency within the ROIs (one-way ANOVA, 

F(3,320)=2969.538, p<.001). Figure 3.2 shows that 88.8% of the saliency maps had a 

maximal saliency value in the mouth ROI, significantly more than any of the other ROIs 

(post-hoc Tukey’s test, all p<.001). There was also an asymmetry in the eye ROIs, with 

the right eye (i.e., the eye on the right side of the stimulus) being maximally salient more 

than the left eye (left eye: 0.0051, right eye: 0.0723; F(1,160)=47.255, p<.001). 

 When each filter is considered individually, different patterns emerge. For the 

colour, intensity, and orientation filters, the summed saliency maps show that most of the 

salient regions of these maps are located around the outline of the face and not on the 

facial features themselves (see Fig. 3.3, top three rows). Indeed, all maximal saliency 

locations fall outside of the ROIs (see Fig. 3.4, C, I, O). The flicker and motion filters, 

however, show high concentrations of maximal saliency in the mouth ROI (63.8% and 

78.0% respectively), and some maximal saliency in the eye ROIs (left eye: 7.1% and 

0.4%; right eye: 27.0% and 5.6%, respectively; see Fig. 3.3, rows 4 and 5, Fig. 3.4, F, M). 

A two-way ANOVA (4 ROIs x 5 Filters) shows main effects of ROI 

(F(3,1620)=1409.404, p<.001) and filter (F(4,1620)=1048.176, p<.001) on the 

distribution of maximal saliency, and an interaction between them (F(12,1620)=574.379, 

p<.001). Individual post-hoc Tukey’s comparisons between the filters show that 

significantly different distributions of maximal saliency in the ROIs exist between flicker 

and all other filters (p<.001) and motion and all other filters (p<.001), but not between 

colour, intensity, and orientation (p>.05).  
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Due to the dynamic nature of the stimuli, comparisons were also made between 

filters for static features (colour + intensity + orientation) and those for dynamic features 

(flicker + motion). The summed saliency maps show that the static filters highlight the 

forehead and shoulders, while dynamic filters highlight the facial features (Fig. 3.3, last 

two rows). As for colour, intensity, and orientation individually, the combination of these 

three filters also results in all maximal saliency locations falling outside the ROIs (see 

Fig. 3.5, CIO). The dynamic filters, however, show high concentrations of saliency in the 

mouth ROI and some saliency in the eye ROIs (mouth: 71.7%, left eye: 4.4%, right eye: 

19.8%, see Fig. 3.5, FM) A two-way ANOVA (4 ROIs x 2 Filter Combinations) shows 

main effects of ROI (F(3,648)=804.452, p<.001) and filter combination 

(F(1,648)=1704.021, p<.001) on the distribution of maximal saliency, and an interaction 

between them (F(3,648)=804.452, p<.001). 

 

Contribution of Saliency 

 The contribution of saliency to the guidance of eye movements was measured as 

the maximum saliency in a 4º window around the future end-point of a human saccade 

(Seye) divided by the maximum value of the whole saliency map (Smax) at the time of 

saccade initiation. The value of Seye/Smax provides a direct test of the relative saliency at 

the end point of the saccade; that is, Seye = Smax if and only if the saccade was directed to 

the location of highest saliency in the map. The median value of Seye/Smax will be called 

the correspondence between saliency and gaze behaviour. Because correspondence is 

measured as the median of all individual values of Seye/Smax, it shows that 50% of the 

saccades made were made to locations that had a relative saliency at least that high. 
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 The following results are for the speech task without acoustic background noise 

and saliency maps derived from the combination of all filters. The correspondence for all 

participants was 0.498 over 747 saccades. This was significantly higher than the median 

normalized saliency at randomly chosen locations (Srand/Smax=0.169; Wilcoxon Signed 

Rank Test, p<.001); low values of Srand/Smax indicate that areas of high saliency were 

sparsely distributed in the saliency maps. Table 3.2 shows these data broken down into 

various subsamples, including individual participants. The correspondence is highly 

variable between participants, ranging from 0.192 to 0.948. In almost all cases, 

correspondence is still significantly higher than expected by chance. When examining 

only the first saccade after the onset of speech, correspondence was 0.331. This is 

significantly less than the overall median (Mann-Whitney U test, Z=-4.616, p<.001), 

implying that the first saccade may be under very little bottom-up control. 

Figure 3.6 shows the distribution of values of Seye/Smax and Srand/Smax for all 

saccades. Saccades were binned by Seye/Smax, for both human and random end-points. The 

two distributions are significantly different from each other (Kolmogorov-Smirnov test, 

D=0.2811, p<.001). A striking difference between the two distributions is that the 

number of saccades made to the most salient location (i.e., Seye/Smax = 1) is much greater 

for humans than for random locations (human: 143/747, random: 0/747; light grey bar in 

the highest bin of Fig. 3.6 shows this proportion). The majority of these saccades were 

made to the mouth (57.7%). 

Individual ROIs exhibit different correspondence (left eye: 0.544, right eye: 

0.808, nose: 0.4641, mouth: 0.7510). These numbers suggest that the right eye and mouth  
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Figure 3.1 – Distribution of Saliency 

Saliency maps showing the distribution of saliency. The map on the left shows the 

normalized sum of all saliency maps using all filters. The map on the right shows the 

distribution of the maximal saliency value in each saliency map.
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Figure 3.2 – Maximum Saliency in ROIs 

The occurrence of maximal saliency as a function of ROI for the combination of all 

saliency filters. Maximal saliency falls most often on the mouth (0.8876), rarely on the 

eyes (left eye: 0.0051, right eye: 0.0723), and never on the nose. A significant asymmetry 

between the eyes is observed. Error bars represent the standard errors of the means. 
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Figure 3.3 – Distribution of Saliency for Model Filters 

Saliency maps from the five individual filters and two combinations of filters showing 

the total saliency over all saliency maps (left column) and the maximum saliency of each 

saliency map (right column). 
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Figure 3.4 – Maximum Saliency of Model Filters in ROIs 

The occurrence of maximal saliency as a function of ROI for each individual saliency 

filter (C: colour, I: intensity, O: orientation, F: flicker, M: motion). Maximal saliency 

always falls outside of the ROIs for colour, intensity, and orientation filters. Flicker and 

motion filters, however, show a high proportion of maximal saliency falling on the ROIs. 

Error bars represent the standard errors of the means. 
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Figure 3.5 – Maximum Saliency of Model Filters in ROIs 

The occurrence of maximal saliency as a function of ROI for dynamic (FM: flicker + 

motion) vs. static filters (CIO: colour + intensity + orientation). Maximal saliency 

always falls outside of the ROIs for static filters. Dynamic filters show a high proportion 

of maximal saliency falling on the ROIs. Error bars represent the standard errors of the 

means. 
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are typically fixated only when they are highly salient and that the left eye and nose are 

fixated even when they are somewhat less salient.  

Ratios to maximum saliency were broken down by thresholds at 0.25, 0.5, 0.75, 

and 1.0. These thresholds were chosen based on the sparseness of the saliency maps: it is 

reasonable to assume, based on the maps, that a relative saliency value greater than 0.25 

represents a location that is reliably marked as salient by the model. In fact, in the overall 

saliency map, only 1.47% of the pixels have a relative saliency value greater than or 

equal to 0.25. The percentages of saccades directed to locations with relative saliency 

greater than these thresholds are shown in Table 3.3. Human saccades were directed to 

the most salient location only 19.1% of the time; however, 66.7% of saccades were 

directed to a highly salient location (Seye/Smax > 0.25). In contrast, only 21.1% of random 

saccades were directed to locations with a relative saliency greater than 0.25. These 

results suggest that while a strategy to simply select the most salient location in an image 

would not predict human eye movements, more saccades are made to salient parts of the 

image than predicted by chance.  

 

Contribution of Saliency Filters 

 The contribution of saliency for each individual filter of the saliency model was 

examined to determine which filters were better predictors of human behaviour. The 

filters examined were: color contrast (red-green and blue-yellow opponency combined), 

intensity contrast (on-off and off-on combined), orientation (0º, 45º, 90º, and 135º 

combined), flicker (absolute difference between consecutive frames), and motion (up,  
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Subset n 
Median 

Seye/Smax 

Median 

Srand/Smax 
Sign Test 

K-S Difference 

of Histograms 

S- 747 0.498 0.169 p < .001 p < .001 

      

P001 66 0.948 0.167 p < .001 p < .001 

P002 66 0.404 0.177 p < .001 p = 0.034 

P003 52 0.667 0.168 p < .001 p < .001 

P004 50 0.466 0.170 p < .001 n.s. 

P005 27 0.627 0.139 p < .001 p < .01 

P006 40 0.589 0.181 p < .001 n.s 

P007 86 0.445 0.182 p < .001 p < .01 

P008 18 0.311 0.225 n.s. n.s. 

P009 49 0.386 0.172 p < .001 p = 0.029 

P010 36 0.340 0.183 p < .01 n.s. 

P011 54 0.571 0.156 p < .001 p = 0.013 

P012 52 0.764 0.144 p < .001 p < .001 

P013 53 0.192 0.169 n.s p < .01 

P014 55 0.583 0.177 p < .001 p < .01 

P015 43 0.655 0.157 p < .001 p < .001 

      

S+ 606 0.332 0.177 p < .001 p < .001 

E- 776 0.507 0.160 p < .001 p < .001 

E+ 669 0.474 0.163 p < .001 p < .001 

 

Table 3.2 – Correspondence  

Subsets of correspondence data. Sign test: p-value from Wilcoxon Signed Rank test 

between Seye/Smax and Srand/Smax. K-S Difference of Histograms: p-value from 

Kolmogorov-Smirnov test of difference between histogram distributions of Seye/Smax and 

Srand/Smax. S-: all saccades in the speech task without acoustic background noise. P001-

P015: Data from individual participants. S+: all participants in speech task with acoustic 

background noise. E-: all participants in emotion tasks without acoustic background 

noise. E+: all participants in emotion task with acoustic background noise. 
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Figure 3.6 – Distribution of Correspondence 

Histograms showing the distribution of correspondence for human (top panel) and 

random (bottom panel) saccade end-points in the speech task without background noise. 

Light grey bar in highest bin represents the proportion of saccades to maximally salient 

(1.0) locations. 
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Seye/Smax  Srand/Smax  
Subset n 

= 0.0 ! .25 ! .5 ! .75 = 1.0 = 0.0 ! .25 ! .5 ! .75 = 1.0 

S- 747 13.8 66.7 49.9 35.8 19.1 0.0 21.2 0.0 0.0 0.0 

     

P001 66 9.1 78.8 77.3 63.6 36.4 0.0 21.2 0.0 0.0 0.0 

P002 66 21.2 54.5 39.4 27.3 22.7 0.0 31.8 0.0 0.0 0.0 

P003 52 5.8 71.2 61.5 42.3 21.2 0.0 13.5 0.0 0.0 0.0 

P004 50 12.0 70.0 46.0 34.0 18.0 0.0 18.0 0.0 0.0 0.0 

P005 27 3.7 77.8 55.6 48.1 29.6 0.0 14.8 0.0 0.0 0.0 

P006 40 7.5 65.0 55.0 32.5 12.5 0.0 25.0 0.0 0.0 0.0 

P007 86 20.9 60.5 40.7 33.7 16.3 0.0 30.2 0.0 0.0 0.0 

P008 18 22.2 61.1 27.8 11.1 11.1 0.0 38.9 0.0 0.0 0.0 

P009 49 6.1 63.3 34.7 22.4 18.4 0.0 10.2 0.0 0.0 0.0 

P010 36 22.2 58.3 38.9 19.4 5.6 0.0 27.8 0.0 0.0 0.0 

P011 54 24.1 64.8 51.9 44.4 11.1 0.0 22.2 0.0 0.0 0.0 

P012 52 5.8 82.7 73.1 53.8 28.8 0.0 9.6 0.0 0.0 0.0 

P013 53 28.3 41.5 26.4 13.2 7.5 0.0 26.4 0.0 0.0 0.0 

P014 55 7.3 78.2 52.7 27.3 9.1 0.0 16.4 0.0 0.0 0.0 

P015 43 4.7 76.7 55.8 44.2 20.9 0.0 11.6 0.0 0.0 0.0 

            

S+ 606 16.5 57.6 34.3 16.3 10.1 0.0 22.3 0.0 0.0 0.0 

E- 776 11.3 66.1 50.3 31.2 12.8 0.0 15.6 0.0 0.0 0.0 

E+ 669 11.4 70.3 48.6 25.9 10.2 0.0 13.7 0.0 0.0 0.0 

 

Table 3.3 – Correspondence Thresholds 

Percentages of human and random saccades directed to locations of absolute non-salience 

(= 0.0), of maximal saliency (= 1.0), and with relative saliency greater than or equal to 

specified thresholds (0.25, 0.5, 0.75). Row labels are the same as Table 3.2. 
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down, left, and right combined). In addition, static (colour + intensity + orientation) and 

dynamic (flicker + motion) filter combinations were also examined. 

The various individual filters contribute very differently to the guidance of eye 

movements, as shown in Figure 3.7. The greatest contribution comes from the motion 

filter, with a correspondence of 0.834. The smallest contribution comes from the colour 

filter, with a correspondence of 1.72 x 10
-5

, although intensity and orientation are also 

quite small. Significant differences in correspondence were observed between all pairings 

of filters except for colour and orientation (Wilcoxon Signed Rank Test, p<.05). All 

individual filters are also significantly different from the combination of all of the filters. 

When comparing dynamic to static filters, dynamic filters have a correspondence of 

0.364 while static filters have a correspondence of 8.52 x 10
-4

. Again, both combinations 

are significantly different from all of the individual filters and from the combination of all 

of the filters, with the exception of a non-significant difference between the flicker filter 

and the dynamic filter. These results suggest that most of the bottom-up drive comes 

from the dynamic features of the stimulus, particularly the motion. The rest of the filters 

seem to contribute very little to the guidance of eye movements.  

 

Effects of Noise and Task 

 The gaze behaviour recorded in this dataset shows that when acoustic background 

noise is added to a speech perception task, gaze tends to centre on the face (Buchan et al., 

2007). As very little salience is observed in the nose ROI, it is expected that the 

contribution of salience in the presence of masking noise will decrease. The 

correspondence with acoustic background noise for the combination of all saliency filters 
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was 0.332 (see Table 3.2, Figure 3.7). This is significantly less than without background 

noise (Mann-Whitney U test, Z=-5.766, p<.001). When individual filters are examined on 

their own, the contribution of the motion filter does not change (without noise: 0.834, 

with noise: 0.857, p=.266) and the contribution of the flicker filter decreases significantly 

(without noise: 0.345, with noise: 0.110, p<.001). Most of the highly salient motion 

occurs in the mouth ROI and much of the highly salient flicker occurs in the eye ROIs 

(see Figs. 3.3 and 3.4). Because there is a fair amount of saliency in the eyes and very 

little in the nose, the observed decrease in eye fixations and increase in nose fixations 

would result in the lower contribution of overall saliency.  

Buchan et al. (2007) also show changes in gaze behaviour when participants are 

asked to perform an emotion judgment task as opposed to a speech perception task, even 

though the stimuli are identical. In this emotion task, participants fixate the eyes more. 

No difference from the speech task is found in the contribution of saliency to the 

guidance of eye movements: the correspondence is 0.507 (Mann-Whitney U test, Z=-

0.803, p<.001; Table 3.2, Figure 3.7). There are again differences when individual filters 

are considered. The contribution of motion decreases (speech: 0.834, emotion: 0.758, 

p=.005) and the contributions of flicker and intensity increase (speech: 0.345, 0.009, 

emotion: 0.452, 0.075, p=.007, p<.001 respectively). The increased fixations in the eye 

ROIs are the cause of this change: motion saliency occurs mainly in the mouth ROI and 

flicker and intensity saliency occurs mainly in the eye ROIs and just above on the 

forehead (see Figs. 3.3 and 3.4). However, because the number of fixations on the mouth 

doesn’t change, and this is where the maximal saliency falls most of the time in the 

combined saliency maps, the overall correspondence does not change.   
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Figure 3.7 – Correspondence of Model Filters 

The correspondence between saliency and eye movements for various saliency filters 

during the four tasks. Task labels are the same as Table 3.2. All: the combination of all 

filters. C, I, O, F, M: individual filters. FM: dynamic filters. CIO: static filters. All 

differences are significant except for C-O and F-FM.

Correspondence of Model Filters

0 

0.1 

0.2 

0.3 

0.4 

0.5 

0.6 

0.7 

0.8 

0.9 

1 

All C I O F M FM CIO 

C
o
rr

es
p

o
n

d
en

ce
 

Filter 

S- 

S+ 

E- 

E+ 



 49 

 Relationship Between Gaze Behaviour and Saliency 

Linear regression shows that there are very weak relationships between the 

relative saliency at the end point of a saccade and either that saccade’s amplitude or the 

duration of the subsequent fixation. Such relationships might be expected if there was 

strong attentional capture by physical salience. These relationships rarely account for 

more than 1% of the variance.  

It is likely that the observed relationships with saccade amplitude are quite weak 

because of the nature of the stimulus: the distance between the features never changes, so 

saccades made from one eye to the mouth, for example, will always be roughly the same 

amplitude regardless of the relative saliency of the mouth at that time. The weak 

relationships with fixation duration are more puzzling. It may be that these result from 

the relatively constant presence of other regions of saliency; that is, when a fixation falls 

in the mouth, the eyes are competing for attention and vice-versa. If there was only one 

region of high salience at a time, the relationships with fixation duration would be 

expected to be stronger. These are also influenced by the continual saliency of the 

fixation location. If the saliency does not remain high, there is no continual capture of 

attention to maintain a longer fixation. 
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3.3  Discussion 

 The results of this experiment reveal details about the contribution that saliency 

makes to the guidance of eye movements during a speech perception task. Consistent 

with previous research, the majority of saccades are made to locations that exhibit high 

relative saliency (Carmi & Itti, 2006; Itti, 2005; Parkhurst et al., 2002; Peters et al., 2005; 

Peters & Itti, 2007). This behaviour is consistent with the distribution of saliency on the 

face and shows that gaze behaviour is particularly sensitive to salient motion. There were 

also weak but significant positive linear relationships between the saliency at the end 

point of a saccade and both that saccade’s amplitude and the duration of the subsequent 

fixation. Despite changes in gaze behaviour when participants were asked to identify 

emotion rather than speech, the relative overall contribution of saliency did not change. 

However, when the speech identification task was made more difficult by adding acoustic 

background noise, the relative contribution of saliency decreased. 

 This is the first study to date that has explicitly examined bottom-up saliency on a 

face. Previous studies have shown that specific parts of the face are important for speech 

perception. Whether this perceptual salience agrees with physical salience was addressed 

in this study. Certainly this is the case for movement of the mouth: it is important in 

improving speech perception (Berger et al., 1971; Greenberg & Bode, 1968; Lansing & 

McConkie, 1999, 2003; Thomas & Jordan, 2004) and the present study shows that there 

is a high concentration of saliency in the mouth. Studies that have shown that speech 

perception in noise is improved with a visible face even when the mouth is masked 

(Preminger et al., 1998; Nicholls & Searle, 2006; Thomas & Jordan, 2004) are harder to 

compare to the present results as they do not specify the other sources that participants 
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might be using to collect visible speech information and the highly salient motion of the 

mouth in this experiment likely suppresses the lower salience of extra-oral motion. If the 

mouth were to be removed from the stimuli, other smaller components of speech 

production might be identified as salient by the model. Quantifying the saliency of such 

manipulated stimuli should be pursued in the future. 

 It is interesting that, in the present study, static saliency has little to no correlation 

with gaze behaviour. Previous studies using static images of natural and artificial scenes 

have shown that fixations tend to fall on locations that exhibit salient low-level features, 

high local contrast, and high-frequency components such as edges (Krieger et al., 2000; 

Parkhurst et al., 2002; Parkhurst & Neibur, 2003; Reinagel & Zador, 1999; Tatler et al., 

2005). Even in dynamic scenes, these “static” features (i.e., each frame is evaluated 

independently of the surrounding frames) show similar contributions to the guidance of 

eye movements as dynamic features (Itti, 2005). That dynamic speech apparently makes 

no use of static information is puzzling given that speech can be identified from a static 

image (Calvert et al., 1997; Calvert & Campbell, 2003; Campbell, 1986, 1996; Campbell 

et al., 1996). It is likely that this static speech perception makes use of speech cues that 

are still coming from the eyes and mouth. The static filters used in this experiment do not 

identify these regions as salient: stronger centre-surround differences in colour, 

orientation, and intensity contrast are seen around the outline of the head. This seems to 

suggest that salient information does not always drive gaze behaviour during speech. 

 Another interesting finding is that the asymmetry seen in gaze behaviour (Buchan 

et al., 2007; Everdell et al., 2007; Paré et al., 2003; Vatikiotis-Bateson et al., 1998) is 

opposite to what is observed in the distribution of saliency. While viewers tend to fixate 
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more on the left side of the face in the video, the right eye is actually more salient. 

However, saccades are also only made to the right eye when it is extremely salient. It is 

thought that the left-side bias previously observed results from a left visual hemifield 

advantage for viewing faces (e.g., Burt & Perrett, 1997; David, 1993; Luh et al., 1991). 

This left side bias would result in more fixations on the left side of the face, as seen in 

this study. In order for a saccade to be made to the right eye, it would need to be highly 

salient, so as to override the top-down influences enhancing the representation of the left 

eye in the saliency map. This is consistent with the correspondence results from this 

study: the majority of saccades made to the right eye occur when it is highly salient, 

while saccades are made to the left eye even when its physical salience is relatively less.  

 One common assumption is that the first few saccades after the onset of a stimulus 

will be primarily bottom-up, until the visual system has a chance to identify the stimulus 

and engage top-down processes (Carmi & Itti, 2006; Itti, 2005; Parkhurst et al., 2002). 

This effect is not observed in the present study: the correspondence between saliency and 

eye movements is significantly less at the onset of speech than over the entire length of 

the trial. Guo (2007) suggests that this could be due to top-down information already 

influencing behaviour. In that study, rhesus monkeys viewing normal and scrambled 

faces made initial saccades to the assumed location of the eyes even if the eyes were not 

there. Participants in the present study knew that they would be seeing a face, so may 

have biased their first fixation(s) toward the eyes. Presumably, saliency at the onset of 

speech is high in the mouth region, thus, these initial fixations would have lower 

correspondence. 

 Taken together, previous research and the results presented thus far seem to suggest 
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that there is a correlation between saliency and gaze behaviour, but that there is also 

modulation of this behaviour by top-down information. Modifying the task that 

participants are required to perform, either by adding acoustic background noise or by 

asking them to judge emotion rather than identify speech, supports this conclusion, 

because differences in gaze behaviour are observed despite the fact that the visual 

saliency of the stimulus does not change.  

 When background noise is added to the speech perception task, participants tend to 

centre their gaze on the face; that is, fewer fixations fall on the eyes and mouth and more 

fixations fall on the nose (Buchan et al., 2007). With this change in gaze behaviour 

comes a decrease in the correspondence between gaze behaviour and saliency. Since 

saliency is concentrated in the eyes and mouth, a reduction in fixations on these regions 

results in a lower observed correspondence. Different changes are observed when 

participants are asked to judge emotion: the eyes are fixated more and there seems to be a 

tendency for the mouth to be fixated less (Buchan et al., 2007; p=.06). The 

correspondence between gaze and saliency does not differ from the speech task. This is 

explained by the correspondence of saccades made to the individual ROIs. For saccades 

made to the eyes, the relative saliency is higher than in the speech task. Conversely, for 

saccades made to the mouth, the relative saliency is lower than in the speech task. These 

balance each other out and result in an overall correspondence that does not change. The 

implications of these findings in relationship to theories of saccade target selection are 

presented in the General Discussion. 

Previous studies have demonstrated perceptual saliency from gaze behaviour. The 

observations made here confirm that physical saliency and gaze behaviour on the face are 
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correlated, but the results cannot be used to infer causality. Experiment 2 uses 

manipulations of audiovisual speech stimuli to strengthen the hypothesis that saliency 

and gaze behaviour are correlated.
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Chapter 4 

Experiment 2 

Manipulating Saliency in an Audiovisual Speech Perception Task 

 

 Experiment 1 showed that saliency on a talking face is distributed primarily in the 

regions that are commonly fixated, and that the majority of human saccades are made to 

locations that exhibit high relative saliency. It is not known whether differences in gaze 

behaviour are the direct result of differences in saliency.  

 Speech perception is largely dependent on kinematic information (e.g., Cohen et 

al., 1996; Rosenblum et al., 1996), but the contribution of salient static information in 

speech perception deserves to be determined. Animated talking faces were used to 

examine: 1) whether altering static salient information affects gaze behaviour, and 2) 

whether altering dynamic salient information affects gaze behaviour.  

 Full-feature and point-light talking faces were created. The point-light stimuli 

control for static cues: colour and orientation are eliminated from the displays, and 

intensity differences are limited to the known locations of the points. Dynamic salient 

cues were altered through the removal of head motion in both types of stimuli. Task 

difficulty was also manipulated by adding acoustic background noise to the stimuli in 

order to increase the participants’ reliance on visible speech. 

 Previous studies have shown that intelligibility of speech in noise differs between 

full-feature and point-light animations (Cohen et al., 1996) and between the presence and 

absence of head motion (Davis & Kim, 2006; Munhall et al., 2004a). The animations in 

the present study were designed to keep intelligibility in noise constant between 
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animation types. This allowed for comparisons of gaze behaviour and its relationship 

with saliency in the noise condition to be based solely on changes in the physical 

properties of the stimulus, rather than both the physical saliency and the difficulty of the 

task.  
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4.1  Methods 

Participants 

 Thirty-five individuals (23 females) with a mean age of 22.3 years participated in 

a control study to determine the level of acoustic background noise that effectively 

masked speech and afforded a strong visual boost. Forty-eight individuals (37 females) 

with a mean age of 18.6 years participated in the actual experiment.  

 

Stimuli 

 Seventy-two sentences from all of the CID lists (Davis & Silverman, 1970) were 

used as stimuli. The sentences were divided into 6 groups of 12 sentences, with each 

group containing 70 or 71 target keywords. Sentences were between 4 and 12 words long 

and contained between 3 and 10 keywords each. The talker spoke as naturally as possible 

while his speech was both digitally recorded and motion captured using a Vicon MX 

motion capture system (Vicon, Los Angeles, CA) with 66 markers on the face. The 

talker’s face in the video recordings subtended 7.1 degrees horizontally and 11.2 degrees 

vertically, measured between the widest part of the cheekbone just above the ears and 

between the chin and the top of the hair respectively (see Fig. 4.1).  

Animated stimuli were generated from the motion capture data using a facial 

model from the Institute of Animation’s Adaptable Facial Setup (Institute of Animation, 

Visual Effects and Digital Postproduction, Ludwigsburg, Germany). The model face is a 

series of connected polygons. Each motion capture marker represents a specific location 

on the model face that has a weighted effect on the surface of the model. The weights are 

designed to accommodate the typical deformation of the face; i.e., a marker on the 
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forehead would have no effect on the surface of the chin. The motion capture data is 

attached directly to these marker locations using a custom plugin in Maya (Autodesk, 

Inc., San Rafael, CA). To correct for morphological differences between the talker’s face 

and the facial model, two steps were taken: the motion capture data was scaled to the 

model using the positions of the markers on the eyelids when the eyes were closed as a 

reference; and relative motion was determined by subtracting from every frame of the 

data a “fit-frame”, in which the talker matches as closely as possible the starting pose of 

the model. 

Two types of animations were created: FullFeature, an animated face; and 

PointLight, in which the only items visible on the screen were a subset of the motion 

capture markers (34 out of 66), positioned as they would be on the FullFeature face (see 

Fig. 4.2). The face in both of these conditions subtended 8.1 degrees horizontally and 

12.8 degrees vertically. To eliminate the head motion from the animated stimuli, the 

motion of the headband worn by the talker was used to transform the motion capture data 

into a head-based coordinate system. 

Participants viewed the stimuli from a distance of 57cm. Stimuli were edited so 

that they began exactly 1sec before the first visible speech movement occurred, and 

similarly ended 1sec following the last visible speech movement. Clips were also 

preceded and followed by 10 frames of a grey screen to allow for small delays in 

controlling the DVD playback. Stimuli varied in duration from 2903ms to 6006ms.  
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Figure 4.1 – Video Stimulus 

A frame from the video stimulus used in the second experiment. The small dots visible on 

the talker’s face are the reflective markers used for motion capture. White asterisks (“*”) 

indicate the points coded for each facial feature. Regions of interest (ROIs), shown by the 

ellipses, are drawn based on the positions of these points. 
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Figure 4.2 – Animated Stimuli 

Examples of the animated stimuli used in the second experiment. Motion capture data is 

scaled and applied to a facial model to generate the animations. Top panel: A frame from 

the FullFeature stimulus. The points coded for each facial feature are represented by 

white asterisks (“*”). Regions of interest (ROIs), shown by the ellipses, are drawn based 

on the positions of these points. Bottom panel: A frame from the PointLight stimulus. 

Thirty-four of the 66 motion capture markers are animated in the positions they would 

occupy on the FullFeature face. The points coded for each facial feature are not shown in 

this panel. ROIs are indicated by the dashed ellipses. 
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Procedure 

 The experiment was carried out in a 6x2 design. All participants had to perform a 

speech identification task. Each participant viewed six different types of stimuli: video 

(V), FullFeature with head motion (FF+), FullFeature without head motion (FF-), 

PointLight with head motion (PL+), PointLight without head motion (PL-), and auditory-

only (A; the monitor was masked). Half of the participants performed the task without 

acoustic background noise (no noise) and half performed the task with masking noise 

(noise). Each sentence was presented only once to each participant, and groups of 

sentences were counterbalanced between participants. Before the experiment, participants 

were shown examples of the video, FF+, PL+, and auditory-only stimuli as practice trials. 

 Participants were instructed to watch the talker on the monitor and report what 

they heard the talker say. All responses were made verbally by the participant and 

recorded by the experimenter.  

 

Distribution of Saliency 

The stimuli were manipulated so that the distribution of saliency was different 

between the stimulus types. Figure 4.3 shows the sum of all saliency maps for each of the 

four different animated stimulus types and each of the combination of all filters, 

individual filters, dynamic filters, and static filters. The distribution of maximal saliency 

within the ROIs was different from that seen in Experiment 1 for all stimulus types: FF+ 

had more maximal saliency in the eye ROIs, and all four stimulus types had less maximal 

saliency in the mouth ROI. The distribution was different between FF+ and all of the 

other stimuli. The other three stimulus types did not differ from each other (Fig. 4.4). 
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Significant differences were also found in the distribution of saliency for the individual 

filters of the model. Table 4.1 shows the proportion of maximal saliency occurring in 

each of the ROIs for each filter. 

 

Analysis 

 ROIs were created around the two eyes, the nose, and the mouth. In order to 

account for differences in facial morphology, the sizes of the ROIs are different in the 

video and animated stimuli (see Figs. 4.1 and 4.2).  

For the video stimuli, the following ROIs were created. For each eye, a point in 

the approximate centre of the pupil was used to create a circle with a radius of 35 pixels. 

For the nose, the approximate tip of the nose was marked, based on the position of the 

motion capture marker. This point was used as the centre of an ellipse with a horizontal 

semi-major axis of 30 pixels and a vertical semi-minor axis of 20 pixels. The mouth ROI 

was variable in size because the mouth can move considerably during speech: a point was 

marked at each of the two corners of the mouth, the middle of the upper lip on the 

vermillion border, and the middle of the lower lip on the vermillion border. A centre 

point based on these four points was used to create an ellipse that was 15 pixels larger 

from the centre than each of the four points themselves. 

 For the animated stimuli, each eye ROI was defined by a circle with a radius of 

40 pixels and the nose ROI by an ellipse with a horizontal semi-major axis of 45 pixels 

and a vertical semi-minor axis of 25 pixels. The mouth ROI was defined in the same 

manner as for the video stimuli. 
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Figure 4.3 – Distribution of Saliency 

The distribution of saliency for the combination of all filters, each filter individually, dynamic filters, and static filters. Saliency maps 

are summed over all trials for each stimulus type. 
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Figure 4.4 – Maximum Saliency in ROIs 

The occurrence of maximal saliency as a function of ROI for the combination of all 

saliency filters for each of the four animated stimulus types. Error bars represent the 

standard errors of the means.  
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 Left Eye Right Eye Nose Mouth 

FF+ 0.199 0.450 0.000 0.064 

FF- 0.008 0.015 0.000 0.651 

PL+ 0.000 0.002 0.000 0.713 A
ll

 

PL- 0.000 0.000 0.000 0.709 

      

FF+ 0.458 0.166 0.000 0.000 

FF- 0.120 0.008 0.000 0.000 

PL+ 0.000 0.000 0.000 0.000 

C
 

PL- 0.000 0.000 0.000 0.000 

      

FF+ 0.004 0.000 0.000 0.000 

FF- 0.000 0.000 0.000 0.000 

PL+ 0.001 0.005 0.000 0.710 

I 

PL- 0.000 0.001 0.000 0.709 

      

FF+ 0.002 0.431 0.000 0.113 

FF- 0.010 0.634 0.000 0.078 

PL+ 0.000 0.007 0.000 0.712 

O
 

PL- 0.000 0.000 0.000 0.710 

      

FF+ 0.129 0.464 0.001 0.108 

FF- 0.012 0.019 0.000 0.628 

PL+ 0.001 0.002 0.025 0.574 

F
 

PL- 0.000 0.003 0.000 0.528 

      

FF+ 0.086 0.509 0.001 0.103 

FF- 0.004 0.004 0.000 0.660 

PL+ 0.002 0.003 0.037 0.611 

M
 

PL- 0.002 0.005 0.001 0.680 

      

FF+ 0.094 0.506 0.001 0.102 

FF- 0.008 0.011 0.000 0.647 

PL+ 0.001 0.001 0.036 0.601 F
+

M
 

PL- 0.000 0.003 0.000 0.578 

      

FF+ 0.277 0.170 0.000 0.000 

FF- 0.073 0.007 0.000 0.000 

PL+ 0.000 0.005 0.000 0.712 

C
+

I+
O

 

PL- 0.000 0.000 0.000 0.709 

 

Table 4.1 – Maximum Saliency of Model Filters in ROIs 

The proportion of occurrence of maximal saliency in the ROIs for each set of 

saliency filters and each of the four animated stimulus types. 



 66 

4.2  Results 

Performance 

 Performance in the speech task without acoustic background noise was very 

accurate: participants performed at ceiling for all types of stimuli. The addition of 

background noise significantly decreased participants’ ability to perform the task 

correctly (see Fig. 4.5). A one-way ANOVA showed significant differences in 

performance between stimulus types (F(5,144)=17.502, p<.001). Participants correctly 

reported 74.5% of the keywords in the video condition. This decreased significantly to 

40.4% in the auditory-only condition (p<.001). All animation conditions ranged between 

these two values. Performance was significantly worse than with the video stimuli for all 

conditions (p<.05) and was significantly better than the auditory-only stimuli for all 

conditions except PL+ (p=.066). No differences were found between the four animation 

conditions (p>.05). 

 

Gaze Behaviour 

 When considering all of the ROIs combined, no difference was found in the 

proportion of total fixation duration or the proportion of total number of fixations that fell 

within the ROIs between the noise and no noise condition for any of the stimulus types 

(one-way ANOVA, p>.05; Fig. 4.6, Table 4.2). There were significant increases in 

median fixation duration with the addition of background noise for both FullFeature 

stimulus types and for PL+, but not for video or PL- (Mann-Whitney U test, p<.05). 
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Figure 4.5 – Performance on Speech Task 

Performance on the speech task with acoustic background noise. V: video, A: auditory-

only, FF+: FullFeature with head motion, FF-: FullFeature without head motion, PL+: 

PointLight with head motion, PL-: PointLight without head motion. Error bars represent 

the standard errors of the means. 
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Figure 4.6 – Fixation Metrics in Combined ROIs 

Proportion of total fixation duration spent looking at the ROIs (top), proportion of total 

number of fixations spent in the ROIs (middle), and median fixation duration (bottom) 

for both noise levels and all stimulus types. Stimulus type labels are the same as in Figure 

4.5. Error bars represent the standard errors of the means or medians.
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 Left Eye Right Eye Nose Mouth 

 

Stimulus 

Type Noise No 

Noise 

Noise No 

Noise 

Noise No 

Noise 

Noise No 

Noise 

V 0.092 0.246 0.054 0.181 0.220 0.147 0.416 0.193 

FF+ 0.099 0.242 0.032 0.132 0.299 0.191 0.236 0.084 

FF- 0.088 0.236 0.052 0.164 0.275 0.203 0.304 0.105 

PL+ 0.010 0.067 0.005 0.030 0.213 0.349 0.347 0.166 

P
ro

p
o
rt

io
n
 o

f 

D
u
ra

ti
o
n
 

PL- 0.011 0.066 0.002 0.036 0.262 0.317 0.367 0.212 

          

V 0.111 0.237 0.078 0.187 0.229 0.151 0.331 0.164 

FF+ 0.122 0.251 0.049 0.151 0.278 0.172 0.205 0.070 

FF- 0.135 0.256 0.063 0.174 0.279 0.181 0.210 0.086 

PL+ 0.011 0.076 0.009 0.041 0.280 0.345 0.260 0.133 

P
ro

p
o
rt

io
n
 o

f 

F
ix

at
io

n
s 

PL- 0.020 0.085 0.004 0.042 0.310 0.323 0.251 0.150 

          

V 312 344 276 288 334 312 436 376 

FF+ 260 292 276 280 368 306 424 252 

FF- 236 292 284 316 364 300 624 322 

PL+ 320 232 384 256 316 368 822 386 F
ix

at
io

n
 

D
u
ra

ti
o
n
 

PL- 288 236 284 272 318 332 936 524 

 

Table 4.2 – Fixation Metrics in Individual ROIs 

Proportion of total fixation duration falling in each ROI, proportion of total number of 

fixations falling in each ROI, and median fixation duration (ms) in each ROI for each 

stimulus type and both noise levels. Stimulus type labels are the same as in Figure 4.5. 
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Despite the non-significant differences in overall proportion of total duration and 

total number of fixations, several differences were found when individual ROIs were 

examined.  

Noise level affected the proportion of fixation duration in the ROIs (one-way 

ANOVA, p<.05). For all stimulus types, fixations in both eye ROIs decreased and 

fixations in the mouth ROI increased when acoustic background noise was added. 

Changes in nose fixations were observed only for FF+ (increase with added noise) and 

PL+ (decrease with added noise). Similar results were observed for the proportion of the 

total number of fixations in the ROIs, except for fixations on the nose: an increase with 

the addition of noise was seen for the video and both FullFeature stimuli, a decrease was 

seen for PL+, and no change was seen for PL-. In general, the centering behaviour 

observed by Buchan and colleagues (2007) was also seen in this study.  

Stimulus type also affected the proportion of fixation duration (one-way ANOVA, 

p<.05). Few of these differences were observed in the noise condition. However, when 

there was no background noise and the stimuli had eyes (i.e., video and FullFeature), 

participants fixated the eye ROIs for a much greater portion of the trials than when there 

were no actual eyes (i.e., PointLight). Complimentary to this, the nose ROI was fixated 

for a much greater portion of the trials in the PointLight stimuli. Again, similar results 

were observed for the proportion of the total number of fixations in the ROIs, except that 

the decrease in eye fixations from video and FullFeature to PointLight was also present 

when there was acoustic background noise. 
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In terms of median fixation duration, a significant change was observed with the 

addition of background noise, but only for the mouth for all four animated stimuli. The 

median duration increased in all of these cases (Mann-Whitney U test, p<.05). Significant 

differences between stimulus types were also seen almost exclusively in the mouth, with 

the PointLight stimuli eliciting longer fixations (Mann-Whitney U test, p<.05).  

 

Contribution of Saliency Between Animation Types 

 Between-type comparisons were only done for animations that replicated normal 

speech: the following results are for FF+ and PL+, without acoustic background noise, 

using saliency maps derived from the combination of all filters. The correspondence for 

all participants is shown in Figure 4.7. Seye/Smax was significantly higher than chance for 

FF+ (Srand/Smax; Wilcoxon Signed Rank Test, p<.05), significantly lower than chance for 

PL+, and was significantly different between the two animation types (Mann-Whitney U 

test, p<.05). There was no significant difference between FF+ and the data from 

Experiment 1 (Mann-Whitney U test, p=.105), but PL+ did vary significantly from 

Experiment 1 (p<.001). 

 The correspondence in the individual ROIs was very different between the two 

conditions: FF+ had high values in the eye ROIs but not the mouth or nose while PL+ 

had a very high value in the mouth ROI and essentially zero in the other three ROIs (see 

Fig. 4.8).  

 Figure 4.9 shows the distribution of Seye/Smax for all saccades. The distributions of 

FF+ and PL+ are different from each other (Kolmogorov-Smirnov test, p<.05) and from 

their respective distributions of Srand/Smax. Similar to Experiment 1, the number of 
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saccades made to the most salient location (i.e., Seye/Smax = 1) was much greater than 

expected by chance (light grey bar in the highest bin of Fig. 4.9 shows this proportion). 

The majority of these saccades were made to the eyes for FF+ and to the mouth for PL+. 

 Ratios to maximum saliency were broken down by thresholds at 0.25, 0.5, 0.75, 

and 1.0. These thresholds were chosen based on the sparseness of the saliency maps: it is 

reasonable to assume, based on the maps, that a relative saliency value greater than 0.25 

represents a location that is reliably marked as saliency by the model. In fact, in the 

overall saliency maps, only 2.29% of the pixels had a relative saliency greater than 0.25 

for FF+ and only 2.05% for PL+. The percentages of saccades directed to locations with 

relative saliency greater than these thresholds are shown in Table 4.3. For FF+ stimuli, 

saccades were directed to highly salient locations 68% of the time; 19.8% were directed 

to the most salient location. These numbers are very different for PL+: 27.7% were 

directed to highly salient locations, and only 8.6% to the most salient location. These 

distributions are significantly different (Kolmogorov-Smirnov test, D=0.4035, p<.001). 

 Individual saliency filters were also examined. Their contributions to saliency 

were very different, as shown in Figure 4.10. Unlike Experiment 1, flicker rather than 

motion provided the greatest contribution for FF+ (Seye/Smax = 0.529), although the 

contribution of motion was not much less. This was likely due to the high salience of the 

eyes because of blinks and their rigid motion with the head. For PL+, the greatest 

contributor was still motion (Seye/Smax = 0.219). For all filters except intensity, FF+ had 

significantly higher correspondence than PL+ (one-way ANOVA, p<.05).  
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Figure 4.7 – Correspondence  

Correspondence for all participants for each of the four animated stimulus types without 

acoustic background noise. Error bars represent the standard errors of the medians. 
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Figure 4.8 – Correspondence in Individual Regions of Interest 

Correspondence in each of the four ROIs for all four animation conditions without 

acoustic background noise. 
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Figure 4.9 – Distribution of Correspondence 

Histograms showing the distribution of correspondence for human saccade end-points for 

each of the four animated stimulus types. Light grey bar in the highest bin represents the 

proportion of saccades to maximally salient (1.0) locations. 
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Seye/Smax  Srand/Smax  
Subset n 

= 0.0 ! .25 ! .5 ! .75 = 1.0 = 0.0 ! .25 ! .5 ! .75 = 1.0 

            

FF+ 2085 2.7 68.0 51.2 34.0 19.8 0.0 2.9 0.0 0.0 0.0 

FF- 1948 8.0 43.0 27.8 17.4 11.5 0.0 8.4 0.0 0.0 0.0 

PL+ 1797  25.4 27.7 23.2 16.0 8.6 0.0 3.0 0.0 0.0 0.0 

N
o

 N
o

is
e 

PL- 1773 37.3 26.5 23.2 16.5 8.5 0.0 3.2 0.0 0.0 0.0 

            

FF+ 1686 4.4 50.9 31.1 18.4 10.4 0.0 5.5 0.0 0.0 0.0 

FF- 1390 8.3 51.6 34.5 23.1 13.9 0.0 12.7 0.0 0.0 0.0 

PL+ 1155 19.3 51.9 45.7 34.5 17.8 0.0 5.4 0.0 0.0 0.0 N
o

is
e 

PL- 1174 30.3 74.4 41.1 30.6 14.3 0.0 4.9 0.0 0.0 0.0 

 

Table 4.3 – Correspondence Thresholds 

Percentages of human and random saccades directed to locations of absolute non-salience 

(= 0.0), of maximal saliency (= 1.0), and with relative saliency greater than or equal to 

specified thresholds (0.25, 0.5, 0.75).  
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Figure 4.10 – Correspondence of Model Filters without Background Noise 

The correspondence between saliency and eye movements for various saliency filters for 

the four animated stimulus types with no acoustic background noise. All: the combination 

of all filters. C, I, O, F, M: individual filters. FM: dynamic filters. CIO: static filters. 
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Contribution of Saliency Within Animation Types  

The saliency of the animated stimuli was manipulated by removing the motion of 

the head from the overall motion of the face. The correspondence for all participants for 

saliency maps derived from the combination of all filters was significantly higher for FF+ 

than FF- (0.520 and 0.166 respectively, Mann-Whitney U test, p<.05). Correspondence in 

both conditions was significantly higher than chance (Srand/Smax; Wilcoxon Signed Rank 

Test, p<.05). The distribution of values of Seye/Smax, shown in Figure 4.9, is different 

between the two stimulus types and between each stimulus type and its respective 

distribution of random saccades (Kolmogorov-Smirnov test, p<.05). 

The correspondence in the individual ROIs was very different between the two 

conditions: FF+ had high values in the eye ROIs but not the mouth or nose while FF- had 

a very high value in the mouth ROI and low values in the eye ROIs (see Fig. 4.8). 

 Ratios to maximum saliency were broken down by thresholds at 0.25, 0.5, 0.75, 

and 1.0, shown in Table 4.3. For FF+, human saccades were directed to the most salient 

location only 19.8% of the time; however, 68.0% were directed to a highly salient 

location (Seye/Smax > 0.25). For FF-, these numbers decreased significantly to 11.5% and 

43.0% respectively (Kolmogorov-Smirnov test, p<.05). Saccades to the most salient 

location occurred primarily in the eye ROIs for FF+, and were approximately evenly 

distributed between the eye ROIs and the mouth ROI for FF-.  

 Individual filters were examined, as shown in Figure 4.10. Removing head motion 

resulted in the orientation filter showing the strongest contribution (Seye/Smax = 0.158), 

rather than the flicker filter. All filters had significantly higher contributions when head 
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motion was present with the exception of orientation, which was significantly higher 

without head motion. 

When considering the PointLight stimuli, the differences between the presence 

and absence of head motion change. The correspondence for saliency maps derived from 

the combination of all filters was significantly higher for PL+ than PL- (0.028 and 0.004 

respectively, Mann-Whitney U test, p<.05). Correspondence for PL+ was significantly 

lower than chance (Srand/Smax; Wilcoxon Signed Rank Test, p<.05), and was not different 

from chance for PL-. The distribution of values of Seye/Smax is different between the two 

stimulus types and between each stimulus type and its respective distribution of random 

saccades (Kolmogorov Smirnov text, p<.05; see Fig. 4.9 for the distribution of 

correspondence for participant saccades). 

 The correspondence in the individual PointLight ROIs was quite similar between 

the two conditions: both had very high values in the mouth ROI and negligible values 

elsewhere (see Fig. 4.8). 

 Ratios to maximum saliency, broken down by thresholds at 0.25, .05, 0.75, and 

1.0, are shown in Table 4.3. For PL+, saccades were directed to the most salient location 

8.6% of the time; however, 27.7% were directed to highly salient locations (Seye/Smax  > 

0.25). When head motion was removed, these numbers decreased slightly but 

significantly to 8.5% and 26.5% respectively (Kolmogorov-Smirnov test, p<.05). This is 

a much smaller change than that seen for the FullFeature stimuli. 

 Individual filters were examined (Fig. 4.10). In both the presence and absence of 

head motion, the motion filter was the strongest contributor (with: 0.219, without: 0.078). 



 80 

All filters had significantly higher contributions when head motion was present with the 

exception of the intensity and static filters, which did not change. 

 

Effect of Noise 

 As reported above, the addition of background acoustic noise had a large effect on 

the distribution of gaze on the face. Similarly, it had a large effect on the contribution of 

saliency to the guidance of eye movements. Figure 4.11 shows the correspondence for the 

four stimulus types and all of the combinations of saliency filters used previously. The 

only change in correspondence that was not significant between the no-noise and noise 

conditions was for the colour filter with the two PointLight stimulus types (Mann-

Whitney U test, p>.05).  

 As in Experiment 1, the addition of background noise caused the contribution of 

saliency to decrease significantly from 0.520 to 0.256 in the FF+ condition (Mann-

Whitney U test, p<.05). The contribution of saliency increased significantly for the other 

three stimulus types. This effect is consistent for all of the individual and combined 

saliency filters except for colour.  

 



 81 

 

Figure 4.11 – Correspondence of Model Filters with Background Noise 

Correspondence for the four animated stimulus types and all combinations of saliency 

filters in the presence of acoustic background noise. Labels are the same as Figure 4.9. 
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4.3  Discussion 

 Manipulating the content of a visual speech stimulus alters both the distribution of 

saliency on a talking face and the contribution that saliency makes to the guidance of eye 

movements. Full-feature facial animations that replicated speech motion elicited both 

gaze behaviour and saliency correspondence that were similar to video stimuli. These 

measurements were very different in point-light stimuli with the same motion. Removing 

head motion from these animations did not elicit a change in gaze behaviour, but did 

cause a change in the correspondence. The addition of acoustic background noise 

decreased the correspondence for full-feature facial animations with normal head motion. 

For all other types of animations, masking noise increased the correspondence. 

 Performance in the speech perception task was at ceiling for all stimulus conditions 

when there was no acoustic background noise. However, the addition of masking noise 

made the task much more difficult. Consistent with many previous studies, there was an 

obvious benefit to intelligibility of audiovisual stimuli over the auditory-only condition 

(e.g., Sumby & Pollack, 1954). That intelligibility with the animated stimuli did not reach 

the same level as with the natural video stimuli suggests that the animation either induces 

distortion or causes some information to be lost. However, it appears that the information 

removed in the different animations was redundant or unnecessary in terms of providing 

a benefit to speech perception. In all four animation types, the local motion of the mouth 

was constant. Consistent with previous studies, it seems to be primarily this motion of the 

mouth that provides the most significant intelligibility boost (Berger et al., 1971; 

Greenberg & Bode, 1968; Lansing & McConkie, 1999, 2003; Thomas & Jordan, 2004). 

 The gaze behaviour results for the video stimuli in this experiment closely replicate 
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those observed by Buchan and colleagues (2007), and are similar to those seen in other 

studies of speech perception (Lansing & McConkie, 1999, 2003; Paré et al., 2003; 

Vatikiotis-Bateson et al., 1998). While this similarity shows that the presence of the 

motion capture markers on the face did not disrupt normal viewing, it is important to be 

cautious in assuming that the saliency is similar to that observed in Experiment 1. The 

talker in the first experiment was instructed to hold his head as still as possible. On the 

other hand, the talker in this experiment was encouraged to move his head and speak 

naturally. This difference could result in differences in saliency. Future experiments 

should attempt to make the motion capture markers as unobtrusive as possible so that the 

saliency model can function normally on those stimuli. 

 The absence of eyes in the PointLight stimuli is the biggest contributor to changes 

in the distribution of saliency on the face, gaze behaviour, and the correspondence 

between saliency and eye movements. Whereas the FullFeature stimuli show some 

saliency in the eyes, saliency in the PointLight stimuli is almost entirely concentrated in 

the mouth. The changes in gaze behaviour are somewhat different: eye fixations are rare 

in the PointLight stimuli but the proportion of mouth fixations does not change from the 

FullFeature stimuli. Correspondence in the PointLight stimuli is very low as a result of 

this gaze behaviour. It is important to note that, for PointLight stimuli, there are still a 

number of saccades made to highly salient locations (shown by the thresholding of values 

of Seye/Smax) and that fixations on the mouth have a significantly longer duration than for 

FullFeature stimuli. All of these observations taken together may reflect influences of 

top-down processing: this possibility is addressed in the General Discussion. 

 Manipulating head motion was effective in changing the correspondence between 
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gaze behaviour and saliency, particularly for the FullFeature stimuli. When head motion 

was present, the eyes were highly salient, due to a combination of the saliency of blinks 

and the saliency of their motion with the head. The change in saliency distribution is the 

reason correspondence was much lower for FF- than for FF+: the gaze behaviour was not 

different, but saccade targets on the eyes when there was no head motion had a much 

lower relative saliency. 

 This experiment also examined gaze behaviour and the correspondence between 

saliency and eye movements when both the task difficulty and the saliency were 

manipulated. In the presence of acoustic background noise, gaze behaviour for the 

FullFeature stimuli was similar to that reported previously: fixations generally decreased 

on the mouth and eyes and increased on the nose (e.g., Buchan et al., 2007). For 

PointLight stimuli, fixations on the eyes and nose decreased and fixations on the mouth 

increased when acoustic background noise was added. When these observations are 

combined with the result that correspondence decreased for FF+ and increased for the 

other three animation conditions, it is possible that the influence of top-down processing 

is, again, involved. It would seem that the eyes still hold perceptual salience, even in the 

absence of physical salience. The gaze behaviour that would result from this top-down 

influence is discussed in relation to models of saccade target selection in the General 

Discussion. 

 It appears that manipulating saliency, particularly given the results of the 

PointLight stimuli, was effective in altering gaze behaviour. When saliency decreased on 

the upper part of the face, more saccades were made to the lower part of the face. While, 

again, this does not prove causality, it seems that saliency does have an effect on the 
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guidance of eye movements during a speech perception task. However, the 

correspondence between gaze behaviour and saliency also decreased, suggesting that 

there are still saccades being made that cannot be accounted for by physical saliency. 
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Chapter 5 

General Discussion 

 

 The results of these experiments show that the majority of saccades made during a 

speech perception task are directed to locations on the face that have high physical 

saliency. Manipulating the available information affects the correspondence between 

saliency and gaze behaviour. Approaching gaze behaviour during audiovisual speech 

perception from a bottom-up perspective is rather different from the existing literature: 

most research done in this field attempts to explain gaze behaviour from the perspective 

of viewer knowledge and strategy (i.e., top-down guidance). These experiments were 

intended to examine how the stimulus itself, and in turn bottom-up guidance, affects gaze 

behaviour and will be discussed with this intention in mind. However, it is also important 

to address how bottom-up and top-down guidance potentially interact. 

 

Bottom-up Guidance of Eye Movements 

 The gaze behaviour observed in Experiment 1 (Buchan et al., 2007) is typical of a 

speech perception task without acoustic background noise: the eyes and mouth are the 

predominant focus of overt visual attention, and the distribution of gaze within these 

regions is, to a certain extent, predictable (Lansing & McConkie, 1999, 2003; Paré et al., 

2003; Vatikiotis-Bateson et al., 1998). Similar gaze behaviour was observed for the video 

stimuli in Experiment 2. Although the stimuli used in these and other experiments are 

rather impoverished (i.e., the face itself is the only thing for viewers to look at), this 

behaviour is classically attributed to the years of experience that humans have extracting 
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information from the talking face.  

 However, this behaviour could also be attributed to the characteristics of the 

stimulus itself. The saliency maps generated from these stimuli suggest that the eyes and 

the mouth are indeed the most salient parts of the face, regardless of the information 

being sought. In fact, the maximum saliency fell in one of these regions in almost 97% of 

the video frames. This saliency was due almost entirely to the dynamic features of the 

stimuli. Edges, local contrast, and other static low-level features that have been shown to 

be correlated with gaze behaviour while viewing natural scenes (e.g., Egeth & Yantis, 

1997; Krieger et al., 2000; Parkhurst et al., 2002; Reinagel & Zador, 1999) showed 

essentially no correlation with gaze behaviour in these experiments. This is likely due to 

the nature of the stimuli: the distinct border between the talker’s head and the bright 

green background accounted for the majority of saliency using the static filters. Some 

static saliency would be expected on the features of the face (e.g., the orientation of the 

lips and eyebrows, the local intensity contrast at the edge of the iris, etc.) if this border 

was eliminated. 

 The results of Experiment 1 show that many saccades are made to these highly 

salient locations. Based on these results, salient features of audiovisual speech stimuli 

appear to attract overt visual attention. However, a proportion of saccades are also made 

to the nose, a feature of the face that is rarely, if ever, physically salient and that does not 

usually produce communication information. In previous studies, this behaviour has been 

attributed to participants adopting a strategy to maximize the information they collect off 

the face (Buchan et al., 2007). It has been suggested that the perceptual span (the spatial 

extent of useful peripheral vision; Findlay & Gilchrist, 2003) is large enough to 
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encompass both the mouth and the eyes in peripheral vision and that speech information 

does not need to be high resolution to be perceived (Munhall et al., 2004b; Paré et al., 

2003; Vatikiotis-Bateson et al., 1998). Additionally, Posner (1980) showed that we need 

not directly fixate the information that we are attending to. Thus, it is assumed that 

looking at the nose is a strategy. However, this behaviour can be entirely accounted for 

by bottom-up saliency.  

 The competitive integration model (Godijn & Theeuwes, 2002), area activation 

model (Pomplun et al., 2003), CODE theory of visual attention (Logan, 1996), and 

several other models (e.g., Findlay & Walker, 1999; Rao et al., 2002; Salzman & 

Newsome, 1994) all attempt to describe saccade target selection. In these models, low-

level features are represented on a saliency map that is subjected to various types of 

competition and inhibition. While each uses a slightly different algorithm, the outcome is 

similar: nearby peaks of activation in the saliency map are combined. The resulting 

centre-of-gravity effect, where a saccade is made to a location between the nearby peaks, 

has been observed in many studies (Becker & Jürgens, 1979; Coren & Hoenig, 1972; 

Fehd & Seiffert, 2008; Findlay, 1987, 1997; Zelinsky et al., 1997).  

 The observed nose fixations in Experiment 1 are easily explained by these models. 

Areas of activation in the eyes and mouth, seen in the saliency maps, are theoretically 

close enough together to be combined into one region. The centre of mass of these three 

regions is the nose, which is chosen as the saccade target. Some of the models also 

explain why a saccade would then be made from the nose to one of the other ROIs. For 

example, the area activation model of Pomplun and colleagues (2003) chooses the closest 

local activation peak as the next saccade target. If the current fixation is on the nose, then 
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certainly the highly salient eyes or mouth would be chosen as the next target. 

 The large number of eye fixations observed in Experiment 1 is also possible to 

account for with these models. While the mouth is often more salient than the eyes 

according to the computational model used in the present study, the difference between 

activations in the mouth and eyes may not be enough to select a clear winner-take-all 

region. This is reflected in the smoothing of activation peaks (e.g., Findlay & Walker, 

1999) or the use of thresholds of activation to probabilistically select a saccade target 

(e.g., Logan, 1996). In these cases, the eyes could be represented with saliency equal to 

that of the mouth and would thus be chosen as targets for some saccades. 

 The observed correspondence of 0.498 in Experiment 1 shows that not all saccades 

are made to highly salient locations. Some must be made to locations that would not be 

selected as saccade targets by these models. Additionally, much of the gaze behaviour 

observed in Experiment 2, and indeed the very low correspondence, cannot be explained 

by models that incorporate only bottom-up information.  

 

Integrating Bottom-Up and Top-Down Guidance 

 Top-down guidance is the influence of knowledge and experience on gaze 

behaviour. The effects of top-down information have been demonstrated in many studies 

that have elicited different gaze behaviour on the same stimulus by manipulating the task 

the participant is required to perform (e.g., Buchan et al., 2007; Henderson et al., 1999; 

Lansing & McConkie, 1999, 2003; Yarbus, 1967). Indeed, eye movements can come 

entirely under the control of top-down influences: we can voluntarily move our eyes 

wherever we want. It is commonly thought that bottom-up saliency provides a set of 
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candidate saccade targets and then top-down input to the saliency map modulates the 

representation of these potential targets based on the requirements of the task. Many of 

the models described above, at least in theory, include some sort of top-down modulation 

of the saliency map.  

 In face-to-face interaction, important social cues are distributed across the face, and 

viewers adopt different viewing strategies depending on the information they are seeking. 

The eyes can hold particular relevance during interaction, as they convey emotion and 

direction of attention (e.g., Emery, 2000). In the video context in which these (and indeed 

other) speech perception experiments take place, where the talker simply stares into a 

video camera during recording, it is somewhat surprising that the eyes are fixated at all. 

Speech information comes mainly from the mouth (Berger et al., 1971; Greenberg & 

Bode, 1968; Lansing & McConkie, 1999, 2003; Thomas & Jordan, 2004) and the eyes 

are only maximally salient for a small portion of the stimuli (less than 8% of the saliency 

maps). Yet the eyes are fixated more than 40% of the time. While a purely bottom-up 

model as described above can account for this behaviour, knowledge of face-to-face 

communication could also selectively enhance the representation of the eyes on the 

saliency map (e.g., Guo, 2007).  

 This potential effect is particularly applicable to the results of Experiment 2. 

Manipulating the animated stimuli so that saliency was limited almost exclusively to the 

mouth significantly reduced correspondence. This was due to a large number of fixations 

on the nose. With a purely bottom-up model, the mouth would be the only saccade target 

ever chosen. However, if top-down activation is added to the eye regions of the saliency 

map, the centre-of-gravity effects return and the nose is chosen as the saccade target. In 



 91 

this particular experiment, the top-down activation of the eye regions is likely not that 

strong, as saccades to the eye regions themselves are quite rare. One might expect that if 

the task was changed to something that typically made use of the eyes (e.g., emotion 

judgment), the top-down enhancement of the eyes would increase, drawing more 

saccades away from the mouth and consequently further decreasing correspondence. 

 Top-down influences on the saliency map can also explain the observed behaviour 

when acoustic background noise is added to the speech stimuli. The addition of noise 

increases the participant’s reliance on visual speech information (e.g., Binnie et al., 1974; 

Dodd, 1977). Selective enhancement of the mouth region of the saliency map can account 

for the observed increase in mouth and nose fixations and decrease in eye fixations by 

influencing the centre-of-gravity towards the mouth, the decrease in correspondence 

observed with the FF+ stimuli in which the eyes are predominantly salient, and the 

increase in correspondence in the other three animation conditions in which the mouth is 

predominantly salient. The selective enhancement can also explain the increased fixation 

duration in the mouth ROI but unchanged fixation duration in the eye ROIs: more 

activation in other locations is required to draw the eyes away from the mouth, and the 

strong activation at the mouth quickly draws the eyes back.  

 Models of saccade target selection based on both the bottom-up physical saliency of 

a stimulus and the top-down biases of knowledge and experience merit further 

development. The individual components are relatively well understood. The low-level 

features that are physically salient have been well described (e.g., Egeth & Yantis, 1997; 

Krieger et al., 2000; Parkhurst et al., 2002; Reinagel & Zador, 1999; Yantis & Jonides, 

1984) and the way they are represented in the brain has been extensively studied (e.g., 
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Henderson, 2003; Itti et al., 1998; Itti & Koch, 2001a; Koch & Ullman, 1985; Treisman 

& Gelade, 1980). The metrics of saccade target selection have been well documented 

through gaze behaviour and electrophysiological studies (for review see Schall & 

Thompson, 1999). Top-down effects have been demonstrated through task manipulation 

and attentional cueing paradigms (e.g., Buchan et al., 2007; Henderson et al., 1999; 

Lansing & McConkie, 1999, 2003; Posner, 1980; Yarbus, 1967). What is required now is 

to determine how all of these components interact to produce the gaze behaviour that is 

observed during audiovisual speech perception and other natural viewing tasks. 

 

Implications 

 The results of the experiments presented here have several implications on the 

current understanding of the control of eye movements during audiovisual speech 

perception. It is important to recall why the study of eye movements has become a 

popular research tool. Based on the physiology of the retina, visual acuity decreases as 

the distance from the fovea increases and thus, detailed information can only be acquired 

by foveation. Because the processing of detailed information typically requires attention, 

eye movements are thought to be a good indication of the way that attention is deployed. 

In the most basic sense, eye movements and attention deployed to the wrong location 

result in incorrect or missing information: the rabbit does not see the lion, so the rabbit 

gets eaten.  

 In a face-to-face interaction sense, the same holds true. Misguided attention can 

result in difficulties with social perception. For example, autistic people view faces 

differently from a control population. In particular, the eyes are not a prominent saccade 
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target for autistics, resulting in difficulties with emotion judgment and facial recognition 

(e.g., Klin et al., 2002; Langdell, 1978; Pelphrey et al., 2002). However, when instructed 

to look at the eyes, performance on these tasks matches the control levels. By 

determining what the “normal” gaze behaviour is, therapies can be devised to help correct 

abnormal gaze behaviour. A similar approach can be taken for persons with auditory 

pathologies. If they can be trained to look at important visual speech information on a 

talking face, their ability to communicate could improve. 

 These results also emphasize the relatively unexplored relationship between 

bottom-up and top-down information. Little has been said about how top-down guidance 

is developed, yet the current study shows that we look at the parts of the face that would 

normally be physically salient, even if those features are not there. Studies have shown 

that infants quickly learn that the eyes are an important facial feature (Farroni et al., 

2002; Haith et al., 1977). Similarly, through repeated exposure to talking faces, we learn 

the gaze behaviour that is most useful for collecting information from a talking face. This 

top-down guidance cannot exist without first identifying important information sources. 

These can be provided by physical saliency. 

 

Limitations of the Current Study and Suggestions for Further Research 

 There are several limitations to take into consideration when evaluating the results 

of this study. The first is that, for the most part, this study is highly specific: a small 

number of talkers are used, and the speech stimuli are all similar in length and content. 

While this provides a solid foundation from which to start, future research should attempt 

to generalize the results. Different talkers need to be used: it has been shown that there is 
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variability in how much useful speech information talkers produce (Demorest & 

Bernstein, 1992; Paré et al., 2003). Gaze behaviour can differ depending on the type of 

stimulus (i.e., short monosyllabic utterances versus long monologues; e.g., Buchan et al., 

2007; Paré et al., 2003; Vatikiotis-Bateson et al., 1998) or the type of task (simply 

watching, speech identification, emotion identification, comprehension, face-to-face 

interaction; e.g., Buchan  et al., 2007; Itti, 2005; Lansing & McConkie, 1999, 2003). The 

correlation between saliency and gaze behaviour in these various situations could be very 

different because of top-down influences.  

 A second limitation is the current state of facial animation techniques. While the 

faces produced are realistic, they still do not replicate human speech perfectly. This is 

seen in the decrease in speech intelligibility when they are used (this study; Cohen et al,. 

1996; Munhall et al., 2004a; Ouni et al., 2007; Rosenblum & Saldaña, 1996). As these 

animations get closer to being completely realistic, the ability to manipulate the 

information in them will also improve.  

 By nature, speech is a dynamic event. The present studies have only looked at 

saliency over the course of an entire sentence, but it may play a more important role at 

specific points in time. Paré and colleagues (2003) showed that gaze behaviour is more 

similar between participants at the onset of the second vowel of a vowel-consonant-vowel 

utterance than at the onset of the first vowel. Similar investigations into the temporal 

aspects of saliency are needed. 

 There is a second temporal consideration: when the sampling of saliency occurs. In 

the present study, the saliency at the end point of a saccade is sampled at the time that the 

saccade is generated. The saliency model incorporates temporal smoothing into the 
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saliency map. Coupled with evidence that visible speech information has a fairly low 

temporal resolution (Greenberg, 1999; Müller & MacLeod, 1982; Munhall & Vatikiotis-

Bateson, 1998; Ohala, 1975), choosing to evaluate saliency only at the initiation of the 

saccade is not unreasonable. However, it takes time to collect visual information, pick a 

saccade target, and then generate that saccade, so perhaps it is necessary to sample 

saliency at an interval somewhat before the actual execution of a saccade. The precise 

instant at which to take this sample is not easy to determine because saccade target 

selection is a covert process and its duration is variable. A good first approximation 

would be 150ms, although selection can occur as quickly as 50ms before saccade 

initiation (Shen & Paré, 2007).  

It is often suggested that the way bottom-up information contributes to the 

guidance of eye movements is by offering a few potential saccade targets and then top-

down influences modulate the saliency map to choose the final target (e.g., Itti, 2005; Itti 

& Koch, 2001a; Navalpakkam & Itti, 2002, 2005; Peters & Itti, 2007). In this study, it 

was only possible to identify the maximal saliency value in each saliency map. Some 

means of clustering values of saliency, with the intention of identifying the 2
nd

 or 3
rd

 most 

salient location in a stimulus, needs to be implemented.  

It is also important to note that while in this study no regard is paid to inhibition-

of-return (IOR), this is certainly not the case in actual gaze behaviour. IOR is the short-

term suppression of a fixated location in order to promote visual exploration and prevent 

attention from returning to previously fixated locations (Klein, 2000). It has been shown 

to operate while viewing natural scenes (Klein, 2000; Klein & MacInnes, 1999). IOR can 

be either location- or object-based (Jordan & Tipper, 1998; Leek et al., 2003). How IOR 
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might function during the speech perception tasks described in the present study is 

debatable. If the centre-of-gravity effect observed with the models of saccade target 

selection presented earlier causes the eyes, nose, and mouth to be perceived as one object, 

then object-based IOR would inhibit the entire face. Given the gaze behaviour, it seems 

more likely that IOR during face processing and speech perception is location-based, 

meaning that one location on the face would be inhibited, allowing saccades to be made 

to the other facial features. Many saccades are made to locations that are only slightly 

less than maximally salient. If IOR was taken into account, perhaps what was identified 

as the maximal saliency would in fact be suppressed by an earlier fixation at that location, 

and the new saccade target would be maximally salient.  

 The current study uses a fixed aperture around the end point of a saccade in which 

saliency is calculated. A window size of 4º was chosen rather arbitrarily, simply because 

it was similar to the size of the parafoveal region (Hirsch & Curcio, 1989). Changing the 

size of this window could have drastic effects on the calculated saliency: making it too 

small might mean that a saccade made close to a highly salient location does not exhibit 

the saliency it should, but making it too large might mean that salient locations are 

mistakenly classified as being at the end point of the saccade. This is somewhat 

accounted for by using a window of the same size to take the random saliency sample, 

but a systematic investigation of this effect is necessary. 
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 The experiments presented here have shown that bottom-up saliency is correlated 

with gaze behaviour during audiovisual speech perception. Changes in either the 

characteristics of the stimulus or the requirements of the task modify the correlation 

between saliency and gaze behaviour. How bottom-up and top-down information interact 

to affect this change remains to be seen.  

 Natural communication between humans is certainly more than just collecting and 

assimilating information from a talking face. There are many other factors at play: 

emotion, language, social constraints, environment, etc. However, visible speech clearly 

plays an important role in face-to-face communication. Determining how saliency 

influences eye movements during speech perception could lead to a better understanding 

of how humans communicate, how this communication can break down with age, social 

disorders, and speech pathologies, and what can be done to improve these impairments.
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Appendix A – Saliency Equations 

 The procedures for calculating colour, intensity, and orientation saliency in the 

saliency model have been previously described by Itti et al. (1998). They are reproduced 

here for the convenience of the reader. 

 An intensity image I is obtained using the three colour channels of the input 

stimulus, r, g, and b: I = (r + g + b)/3. A Gaussian pyramid I(

! 

" ) is created where 

! 

" # 0..8[ ] is the scale. Four colour channels are created after normalizing the r, g, and b 

channels by I: R = r – (g + b)/2 for red, G = g – (r + b)/2 for green, B = b – (r + g)/2 for 

blue, and Y = (r + g)/2 – |r – g|/2 – b for yellow. Four Gaussian pyramids are created 

from these channels: R(

! 

" ), G(

! 

" ), B(

! 

" ), and Y(

! 

" ). Orientation information is extracted 

from I using oriented Gabor pyramids to create O(

! 

" ,

! 

" ), where 

! 

" # 0º,45º,90º,135º{ }. 

 Centre-surround differences between a centre scale, c, and a surround scale, s, are 

computed for each filter at 6 different levels as follows: 

! 

c " 2,3,4{ },  s = c + #,  # " 3,4{ }

I c,s( ) = I c( )$I s( )

RG c,s( ) = R c( ) %G c( )( )$ G s( ) % R s( )( )

BY c,s( ) = B c( ) %Y c( )( )$ B s( ) %Y s( )( )
O c,s,&( ) = O c,&( )$O s,&( )

 

 The actual equations for flicker and motion detection have not been described 

previously. Flicker is calculated as the absolute difference between two consecutive 

frames and motion is calculated using four oriented Reichardt detectors for motion 

energies of left, right, up, and down. In total, 72 feature maps are created: six for 

intensity, 12 for colour, 24 for orientation, six for flicker, and 24 for motion. 
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 Each feature map is then subjected to long-range interactions using a 

normalization operator, N(.), in order to enhance maps that have a small number of 

conspicuous locations and suppress maps that are homogeneous. N(.) consists of three 

steps: 

1) normalizing the feature map to a fixed range [0..M]; 

2) finding the location of the feature map’s global maximum, M, and computing 

the average, 

! 

m , of all other local maxima; and 

3) multiplying the entire feature map by 

! 

M "m ( )
2

. 

The feature maps for each filter are combined into five conspicuity maps, 

! 

I ,  C ,  O ,  F ,  and M  at scale 

! 

" = 4 , obtained by across-scale point-by-point addition after 

reducing each feature map to scale four. The conspicuity maps are then normalized and 

summed into the final input to the saliency map, S: 

! 

S =
1

5
N I ( ) + N C ( ) + N O ( ) + N F ( ) + N M ( )( ) . 


